Tracking progression of patient state of health in critical care using inferred shared dynamics in physiological time series

The Harvard community has made this article openly available. Please share how this access benefits you. Your story matters

| Published Version | doi:10.1109/EMBC.2013.6611187 |
| Citable link | http://nrs.harvard.edu/urn-3:HUL.InstRepos:11591710 |
| Terms of Use | This article was downloaded from Harvard University’s DASH repository, and is made available under the terms and conditions applicable to Open Access Policy Articles, as set forth at http://nrs.harvard.edu/urn-3:HUL.InstRepos:dash.current.terms-of-use#OAP |
Abstract—Physiologic systems generate complex dynamics in their output signals that reflect the changing state of the underlying control systems. In this work, we used a switching vector autoregressive (switching VAR) framework to systematically learn and identify a collection of vital sign dynamics, which can possibly be recurrent within the same patient and shared across the entire cohort. We show that these dynamical behaviors can be used to characterize and elucidate the progression of patients’ states of health over time. Using the mean arterial blood pressure time series of 337 ICU patients during the first 24 hours of their ICU stays, we demonstrated that the learned dynamics from as early as the first 8 hours of patients’ ICU stays can achieve similar hospital mortality prediction performance as the well-known SAPS-I acuity scores, suggesting that the discovered latent dynamics structure may yield more timely insights into the progression of a patient’s state of health than the traditional snapshot-based acuity scores.

I. INTRODUCTION

Physiologic systems generate complex dynamics in their output signals that reflect the changing state of the underlying control systems [1], [2], [3]. For instance, time series of blood pressure (BP) can exhibit oscillations on the order of seconds, to minutes, to hours [4]. Dynamical structure of vital sign time series may contain characteristic signatures of certain physiological and pathological states [5].

In [6], [7], [8], we proposed a switching linear dynamical systems (SLDS) framework to model nonlinear cardiovascular dynamics. The premise of our approach is that although the underlying dynamical system may be nonlinear and nonstationary, the dynamics can be well approximated by a mixture of linear dynamical systems. We assume that there exists a collection of possible dynamic behaviors that are exhibited across the vital sign time series of a patient cohort, and that each patient may take on a subset of these behaviors and transition between them upon a change in the underlying cardiovascular control system. Given a patient cohort, we seek to discover such a collection of dynamics behaviors or modes, and model each time series as switching between these dynamic modes. To formalize these objectives, we employed the switching vector autoregressive framework [9].

Given a collection of related time series from a cohort, the technique allows for simultaneous learning of the underlying shared dynamics, and identification of time series segments that follow a “similar” dynamic.

The goal of this current work is to investigate the utility of the proposed SLDS framework in tracking the progression of patients’ states of health over time. We hypothesize that changes in the dynamical patterns of the patient’s vital signs may be reflective of deterioration or recovery of the underlying cardiovascular control system, and that patients with different trajectories in the progression of their states of health also exhibit different evolution in the dynamical structure of their vital sign time series. Thus, by monitoring the changes in the dynamic structure of a patient’s vital sign over time, one can obtain a more accurate and up-to-date assessment of a patient’s state of health.

To test our hypothesis, we applied the proposed SLDS framework to model the blood pressure dynamics of an ICU patient cohort during the first 24 hours of their ICU stays. We compared the distribution of shared dynamic modes between non-survivors (patients who expired before discharge from the hospital) and survivors (all others), and examined the evolution of the learned dynamic structure of these two groups of patients over a 24-hour period. Next, we investigated the prediction performance of the dynamic modes in tracking patients’ mortality risks over time. Finally, we showed example time series with the corresponding estimated mortality risks based on the inferred dynamical modes.

II. MATERIALS AND METHODS

This section describes the utilized dataset, as well as the technique of switching vector autoregressive process for discovery of shared dynamics among patients.

A. Dataset

Minute-by-minute mean arterial blood pressure (MAP) measurements of MIMIC II [10] adult ICU patients during the first 24 hours of their ICU stays were extracted. The analysis in this paper was restricted to 337 patients with day 1 SAPS-I scores [11] (from MIMIC II V25) and with at least 18 hours of blood pressure data during the first 24 hours after ICU admission. Hospital mortality of this cohort is 14%. The median SAPS-I score for this cohort is 16. Distributions of the 337 patients in care units are 20% coronary care unit (CCU), 45% Cardiac Surgery Recovery Unit (CSRU), 23%
B. Switching Vector Autoregressive Modeling of Cohort Time Series

Our approach to discovery of shared dynamics among patients was based on the switching vector autoregressive (VAR) model or the autoregressive HMMs (AR-HMM) technique [9]. We assume that there exists a library of possible dynamic behaviors or modes; a set of multivariate autoregressive model parameters \( \{A_p^k\}, p = 1 \ldots P \) \( \{Q_k\} \), where \( K \) is the number of dynamic modes, and for each mode \( k \), \( A_p^k \), \( p = 1 \ldots P \) are the AR coefficient matrices (corresponding to each of the P lags) and \( Q_k \) is the corresponding noise covariance matrix. Let \( y_t \) be the observation at time \( t \), and \( z_t \) be an indicator variable indicating the active dynamic mode at time \( t \). Following these definitions, an AR-HMM is defined by:

\[
y_t = \sum_{p=1}^{P} A_p^{(z_t)} y_{t-p} + Q^{(z_t)}. \tag{1}
\]

A collection of related time series can be modeled as switching between these dynamic behaviors which describe a locally coherent linear model that persist over a segment of time. We modeled minute-by-minute MAP time series as a switching AR(3) process with 20 dynamic modes.

C. Evaluation Methods and Statistical Analysis

Patients were divided into 10 training/test sets. Ten switching VAR models were learned, one for each training set. The mode assignment of time series for patients in the test set was inferred based on the model learned from the corresponding training set.

For each patient, we used the proportion of time a patient spent in each of the dynamic modes (“mode proportions” from now on) to construct a feature vector for predicting a patient’s underlying “state of health”. Specifically, mode proportion is defined as the fraction of time patients stay within the different modes over a fixed time interval (6 or 24 hours in this work).

Univariate logistic regressions were performed to find associations between mode proportions and hospital mortality. For each mode, we report its \( p \) value, and odds ratios (OR, with 95% confidence interval) for each patient in the test set. Risk scores, computed as the probability of death from the logistical function, were based on mode proportions (over the entire 24-hour period). Specific details regarding the predictive value of dynamic modes over time during the first 24 hours after ICU admission, hourly risk scores were computed for each patient in the test set. Risk scores, computed as the probability of death from the logistical function, were based on mode proportions from a six-hour sliding window by stride of one hour over the entire 24 hour period. All hourly risk scores in this study were adjusted with care unit information. AUCs from 10 fold cross validations were reported as mean AUCs with standard deviations or median AUCs with the interquartile range.

III. RESULTS

A. Association between the Dynamic Mode Proportions and Hospital Mortality

We used univariate logistic regression analysis to test the association between the proportion of time patients spent in each dynamic mode (20 in total) during the first 24-hours in the ICU and the outcome (hospital mortality). Our results indicate that dynamic modes 4 and 2 are significant...
(\(P < 0.0001, P < 0.001\)) “high-risk” modes in which increased proportions of these modes are associated with higher hospital mortality with odds ratios 1.59 (1.28 1.98) and 1.71 (1.26 2.31) respectively.

Dynamic modes 9, 18, 14, 6, 15 are “low-risk” modes in which increasing proportions of these modes are significantly \((P < 0.05)\) associated with a decreased risk of hospital mortality, with odds ratios less than one. See Figure 1 for illustrations of these dynamic modes. Table I lists the AR coefficients and covariance of the two high-risk and five low-risk dynamic modes, as well as their respective associations with hospital mortality. As a reference, we also show two modes (17 and 20) which did not have any significant associations with the hospital mortality. Note that the high-risk modes appear to correspond to less variability in their dynamics.

### B. Dynamic Mode Proportions Over Time: Survivors vs. Non-Survivors

This section examines the changes in the dynamical structure of patients’ blood pressure time series over the first 24 hours of patients’ ICU stays. Figure 2 compares the survivors vs. the non-survivors in their proportions of time spent in the high-risk (modes 4 and 2) vs. the low-risk dynamic modes (modes 9, 18, 14, 6, 15) over the 24-hour period. Note that as time progressed, the non-survivors had an increasing trend in the proportion of time in the high-risk modes.

![Fig. 2. Comparison of (a) the non-survivors vs. (b) the survivors in the proportions of time each group spent in the high-risk dynamics vs. the low-risk dynamics during the first 24-hour period in the ICU. Plot shows the population mean mode proportions during each time interval. As time progressed, the non-survivor group had a significant increase in the proportion of time in the high-risk dynamics.](image)

### C. Prediction Performance Over Time

This section investigates the utility of the dynamic modes in tracking patients’ mortality risks over time. Figure 3 displays the mortality prediction performance using mode proportions and the care unit information. The x-axis shows the time as the number of hours after ICU admission. AUC was computed at an hourly interval based on an exponential weighted moving average of the current and previous hourly risk scores. Note that the predictive performance of the dynamic modes increases as time progresses over the 24-hour period. The learned dynamics from as early as the first 8 hours of patients’ ICU stays achieved similar hospital mortality prediction performance as the well-known SAPS-I

![Fig. 3. Mortality prediction performance over time using the hourly updated risk scores (adjusted with care unit information). Plot shows mean AUC (solid red line) with standard deviation (blue dashed line). Baseline performance (black line), using SAPS-I adjusted with care unit information, achieved a mean AUC of 0.77 (± 0.07). SAPS-I alone achieved an average AUC of 0.65 (± 0.05).](image)

### V. DISCUSSION AND CONCLUSIONS

The goal of this current work is to investigate the utility of the proposed SLDS framework in tracking the progression of patients’ states of health over time. We applied the framework to model the blood pressure dynamics of an ICU patient cohort during the first 24 hours of their ICU stays. We demonstrated that patients who did not survive the hospital stays exhibited different evolution in their vital sign dynamics than those who survived. These results support our hypothesis that, as patients improve or deteriorate in their states of health, the distribution of their vital sign dynamics also become increasingly different.

We evaluated the utility of our framework in continuous monitoring of patients’ mortality risks on an hourly basis over the first 24-hour period. We showed that the discovered...
(a) Patients with the highest ending risk scores at the end of the first day (b) Patients with the largest decrease in their risk scores during their first ICU stay. All three patients were from MICU. All three patients deceased the first day ICU stay. Care units: MICU, CCU, MICU. All three patients survived the hospital stay. Hospital length-of-stay: 46, 8, 9 days.

Fig. 4. Mean arterial blood pressure of six patients during the first 24-hours in the ICU. Samples color-coded by their mode assignment (Red - Mode 4; Blue - Mode 2; Green - Mode 9; Purple - Mode 18; Light Blue - Mode 14; Cyan - Mode 6; Light Green - Mode 15; Orange - Mode 17; Brown - Mode 20). Mortality risks were estimated every hour based on the inferred blood pressure dynamical modes in the previous six-hour period; estimated risks are plotted as dark green lines with scale indicated by y-axes on right-side of each graph. Blood pressure measurements plotted in original units (before de-trending).

dynamics can be used for prediction and tracking of a patient’s propensity to survive hospital stays over time. Interestingly, the learned blood pressure dynamics from as early as the first 8 hours of patients’ ICU stays can achieve similar hospital mortality prediction performance as the well-known SAPS-I acuity score [11], which included 14 lab measurements and demographics information. Further, the mortality prediction accuracy using the dynamics improved over time. Recent studies [4] suggest that therapeutic interventions not only should aim at maintaining the mean BP within an acceptable range, but also should direct the patient trajectory towards healthy dynamical regimes with enhanced variability. Our results suggest that continuous monitoring of the vital sign dynamics may provide valuable insights to the underlying cardiovascular control system and the disease progression of ICU patients, and could potentially be used to generate real-time predictive alerts to guide therapeutic interventions, and enable efficient and timely allocation of resources to high-risk patients.

Current and ongoing works involve combining the switching linear dynamical system framework with all available clinical data (lab tests, medication records, nursing notes, etc) in generating predictive alerts. Future work remains to investigate whether continuous monitoring based on dynamic modes can alert clinicians to deteriorating conditions in patients at an earlier stage than existing monitoring techniques, and whether such alerts lead to improved patient care and outcome.

ACKNOWLEDGMENT

This work was supported by the NIH grant R01-EB001659 and U01-EB008577 from the National Institute of Biomedical Imaging and Bioengineering (NIBIB), the James S. McDonnell Foundation Postdoctoral grant, the DARPA Young Faculty Award N66001-12-1-4219, and by the AHA 0840159N, NIH R01 HL090897 grants.

REFERENCES