Using Differences in Knowledge Across Neighborhoods to Uncover the Impacts of the EITC on Earnings

Citation

Published Version
doi:10.1257/aer.103.7.2683

Permanent link
http://nrs.harvard.edu/urn-3:HUL.InstRepos:27304827

Terms of Use
This article was downloaded from Harvard University’s DASH repository, and is made available under the terms and conditions applicable to Other Posted Material, as set forth at http://nrs.harvard.edu/urn-3:HUL.InstRepos:dash.current.terms-of-use#LAA

Share Your Story
The Harvard community has made this article openly available. Please share how this access benefits you. Submit a story.

Accessibility
Using Differences in Knowledge Across Neighborhoods to Uncover the Impacts of the EITC on Earnings

By Raj Chetty, John N. Friedman, and Emmanuel Saez*

We estimate the impacts of the Earned Income Tax Credit on labor supply using local variation in knowledge about the EITC schedule. We proxy for EITC knowledge in a ZIP code with the fraction of individuals who manipulate reported self-employment income to maximize their EITC refund. This measure varies significantly across areas. We exploit changes in EITC eligibility at the birth of a child to estimate labor supply effects. Individuals in high-knowledge areas change wage earnings sharply to obtain larger EITC refunds relative to those in low-knowledge areas. These responses come primarily from intensive-margin earnings increases in the phase-in region.

A widely accepted view in the literature on labor supply is that income taxation leads to much larger responses on the extensive margin (participation) than on the intensive margin (hours of work or earnings conditional on working). This finding has important implications for understanding the macroeconomic impacts of taxation and for the optimal design of tax and transfer policies (e.g., Piketty and Saez 2012). In this paper, we show that prior studies of short-run responses to tax reforms may have underestimated the importance of intensive-margin responses. Recent work suggests that a lack of knowledge about changes in the tax code and other adjustment frictions can lead to sluggish adjustment of labor supply, especially on the intensive margin (Chetty 2012). We develop a new research design that overcomes these frictions, and find intensive-margin responses to taxation that are similar in magnitude to previously documented extensive-margin responses.

Our research design is based on a simple idea: individuals with no knowledge of a tax policy’s marginal incentives behave as they would in the absence of the policy.1

---

1 As we discuss in Section I below, this equivalence holds in the absence of income effects. With income effects, our technique recovers compensated elasticities under the assumption that uninformed individuals believe that the tax credit is a lump-sum subsidy.
Hence, we can identify the causal effect of a policy by comparing behavior across cities that differ in knowledge about the policy but are otherwise comparable. We apply this method to analyze the impacts of the Earned Income Tax Credit, the largest means-tested cash transfer program in the United States, on earnings behavior and inequality. We exploit fine geographical heterogeneity across ZIP codes by using data from U.S. population tax records spanning 1996-2009, which include over 75 million unique EITC eligible individuals with children and 1 billion observations on their annual earnings.

Our empirical analysis proceeds in two steps. First, we develop a proxy for local knowledge about the marginal rate structure of the EITC. Ideally, one would measure knowledge directly using data on individuals’ perceptions of the EITC schedule. Lacking such data, we proxy for knowledge using the extent to which individuals manipulate their reported income to maximize their EITC refunds by reporting self-employment income. Self-employed tax filers have a propensity to report income exactly at the first kink of the EITC schedule, the point that maximizes net tax refunds (Saez 2010). We show that the degree of “sharp bunching” by self-employed individuals at the first kink varies substantially across ZIP codes. For example, 6.5 percent of EITC claimants in Chicago, IL in 2008 are self-employed and report earnings exactly at the refund-maximizing level, compared with 0.6 percent in Rapid City, SD. Consistent with knowledge diffusion, bunching spreads across the country over time: the degree of bunching is almost three times larger in 2009 than in 1996.

The key assumption needed to use sharp bunching as a proxy for knowledge about the EITC schedule is that individuals in low-bunching neighborhoods believe that the EITC has no impact on their marginal tax rates. We present two pieces of evidence supporting this assumption. First, we show that the spatial heterogeneity in bunching appears to be driven by differences in knowledge about the first kink of the EITC schedule. We find that those who move from low-bunching to high-bunching neighborhoods report incomes that yield larger EITC refunds on average after they move. In contrast, those who move from high-bunching to low-bunching neighborhoods experience no change in average EITC refunds after they move, consistent with learning and memory. Moreover, we find that bunching is highly correlated with predictors of information diffusion, such as the density of EITC recipients and availability of professional tax preparers. Second, we show that individuals in low-bunching areas are unaware not just about the refund-maximizing kink but about the EITC schedule more broadly. In particular, when individuals become eligible for a much larger EITC refund after having their first child, the distribution of their reported self employment income remains virtually unchanged in low-bunching areas.

In the second half of the paper, we identify the causal impact of the EITC on wage earn-

\(^2\) Throughout the paper, we use the term “knowledge” or “information” about the EITC to refer to knowledge about the program’s marginal incentive structure rather than awareness of the program’s existence. Note that IRS outreach efforts focus on increasing take-up rather than disseminating information about the details of the non-linear marginal rate structure of the schedule.

\(^3\) If individuals in low-bunching areas have some knowledge of the EITC schedule, our approach would underestimate earnings responses to the EITC. Hence, measurement error in our proxy for local knowledge would work against our finding that the EITC has significant intensive-margin earnings impacts.
ings by using neighborhoods with low levels of sharp bunching among the self-employed (i.e., low-knowledge neighborhoods) as counterfactuals for behavior in the absence of the EITC. Unlike self-employment income, wage earnings are double reported by employers to the IRS on W-2 forms. Misreporting of wage earnings is therefore minimal, and changes in wage earnings are driven by real choices such as hours of work (Andreoni, Erard, and Feinstein 1998, Chetty et al. 2012).

We find that the wage earnings distribution exhibits more mass around the refund-maximizing EITC plateau in neighborhoods with high self-employed sharp bunching, indicating that the EITC affects labor supply choices in high-knowledge areas. To account for potential differences across neighborhoods that are not caused by the EITC, we exploit the fact that individuals with no children are essentially ineligible for the EITC, thus forming a natural control group. Using event studies, we show that wage earnings in low-bunching and high-bunching neighborhoods track each other closely in the years prior to child birth. However, when a first child is born, and the household becomes EITC-eligible, wage earnings distributions immediately become much more concentrated around the EITC plateau in high-bunching ZIP codes, leading to larger EITC refunds in those areas. This result is robust to allowing for ZIP-level fixed effects, so that the impacts of the EITC on wage earnings are identified purely from within-area variation over time in the degree of knowledge about the schedule. Moreover, the birth of a third child – which has no impact on EITC refunds in the years we study – does not generate differential changes in earnings across areas.

Comparing changes in earnings around child birth in high vs. low knowledge neighborhoods, we estimate that earnings responses to the EITC increase total refund amounts by approximately 5 percent on average across the U.S. Approximately 75 percent of the increase in EITC refunds due to behavioral responses comes from individuals who change the amount they earn rather than whether they work or not, showing that the EITC has substantial intensive margin impacts. We find significant differences between the program’s impacts on earnings in the phase-in and phase-out regions. The increases in EITC refunds due to behavioral responses are commensurate to an intensive-margin earnings elasticity of 0.31 in the phase-in region and an intensive-margin earnings elasticity of 0.14 in the phase-out region on average in the U.S. The phase-in and phase-out elasticities are 0.84 and 0.29 in areas in the top decile of EITC knowledge. Approximately 70 percent of the increase in EITC refunds due to behavioral responses in high-knowledge areas comes from increases in earnings in the phase-in region, with only 30 percent coming from reductions in earnings in the phase-out region.

Finally, we use our estimates to non-parametrically identify the impacts of the EITC on the income distribution in the U.S. We find that the EITC has raised net incomes at the low end of the income distribution significantly with limited work disincentive effects. The fraction of EITC-eligible wage-earners below the poverty line falls from 31.3 percent without the EITC to 21.4 percent by mechanically including EITC payments (holding earnings and reported incomes fixed). The fraction below the poverty line falls further to 21.0 percent once earnings responses to the EITC are taken into account. If knowledge about the EITC schedule were to increase to the level observed in the highest
decile of bunching, the poverty rate would fall further to 20.2 percent.

Our results build on a large literature on the impacts of the EITC on labor supply surveyed by Hotz and Scholz (2003), Eissa and Hoynes (2006), and Meyer (2010). Several studies have shown that the EITC clearly increases labor force participation – the extensive-margin response (e.g., Eissa and Liebman 1996, Meyer and Rosenbaum 2001, Grogger 2003, Hotz and Scholz 2006, Gelber and Mitchell 2012). However, evidence on intensive-margin responses is much more mixed (e.g., Meyer and Rosenbaum 1999, Bollinger, Gonzalez, and Ziliak 2009, Rothstein 2010). Prior studies, which focus on short-run changes in behavior around EITC reforms, may have detected extensive-margin responses because knowledge about the increased return to working diffused more quickly than knowledge about how to optimize on the intensive margin. Surveys show that the knowledge that working can yield a large tax refund – which is all one needs to know to respond along the extensive margin – is much more widespread than knowledge about the non-linear marginal incentives created by the EITC (Liebman 1998, Ross Phillips 2001, Romich and Weisner 2002, Smeeding, Ross Phillips, and O’Connor 2002, Maag 2005).

This pattern of knowledge diffusion is consistent with a model of rational information acquisition, as re-optimizing in response to a tax reform on the extensive margin has first-order (large) benefits, whereas reoptimizing on the intensive margin has second-order (small) benefits (Chetty 2012). Intensive-margin responses may therefore take more time to emerge. Thus, the common wisdom that intensive-margin responses are smaller than extensive-margin responses may be an artifact of the short-run research designs used in prior work.

Our analysis also contributes to the literature on estimating behavioral responses from non-linearities in the budget set and bunching at kink points (e.g., Hausman 1981, Saez 2010, Chetty et al. 2011, Kleven and Waseem 2012). As wage-earners cannot control earnings perfectly, the impact of taxes on the wage earnings distribution is diffuse and does not produce visible bunching at kinks. As a result, traditional non-linear budget set methods would again lead to the conclusion that taxation does not generate intensive-margin responses. We uncover wage-earners’ diffuse real earnings responses by exploiting the ability to non-parametrically identify sharp bunching among the self-employed to develop a counterfactual.

The remainder of the paper is organized as follows. Section I presents a stylized model to formalize our research design. Section II provides background about the EITC and the data we use. Section III documents heterogeneity across neighborhoods in self-employed sharp bunching and shows that this heterogeneity is driven by differences in information. Section IV presents our main results on the effects of the EITC on wage earnings. In Section V, we report elasticity estimates and calculate the impacts of the EITC on income inequality. Section VI concludes. Additional details and results are available in an online appendix and the working paper version (Chetty, Friedman, and Saez 2012).

4For example, among the 42 families interviewed by Romich and Weisner (2002), 90 percent had heard of the EITC, but only two families knew that they needed to earn a certain amount to maximize their credit.
I. Model and Research Design

In this section, we develop a stylized non-linear budget-set model of labor supply and tax compliance to formalize our research design and identification assumptions. We make two simplifications in our derivation. First, we assume that firms have constant-returns-to-scale technologies and pay workers a fixed pre-tax wage of $w$. Second, we abstract from income effects in labor supply by assuming that workers have quasi-linear utility functions. We discuss how these assumptions affect our estimator below.

**Setup.** Individuals, indexed by $i$, make two choices: labor supply ($l_i$) and tax evasion ($e_i$). Let $z_i = w l_i$ denote true earnings and $\tilde{z}_i = z_i - e_i$ denote reported taxable income. When $\tilde{z}_i < K$, workers face a marginal tax rate of $\tau_1 < 0$ (a subsidy for work). For earnings above $K$, individuals face a marginal tax rate of $\tau_2 > 0$ (a clawback of the subsidy). Let $\tau = (\tau_1, \tau_2)$ denote the vector of marginal tax rates.\(^5\)

There are two types of workers: tax compliers and non-compliers. Non-compliers face zero cost of evasion and always choose $e_i$ to report $\tilde{z}_i = K$ and maximize their tax refunds (when they know the tax schedule, see below). Compliers face an infinite cost of altering their reported taxable income and hence always set $e_i = 0$.

Individuals have quasi-linear utility functions $u(C_i, l_i, a_i) = C_i - h(l_i, a_i)$ over a numéraire consumption good $C_i$ and labor supply $l_i$. The parameter $a_i$ captures skill or preference heterogeneity across agents. Individuals cannot set $l_i$ exactly at their utility-maximizing level because of frictions and rigidities in job packages. Because of these frictions, the empirical distribution of true earnings $F(z)$ exhibits diffuse excess mass around the refund-maximizing kink $K$ rather than sharp bunching at the kink $K$. As a result, non-linear budget-set methods (e.g., Hausman 1981) and the bunching estimator of Saez (2010) cannot identify the impact of taxes on earnings behavior.

Our estimator exploits geographic heterogeneity for identification. To model such heterogeneity, assume that there are $N$ cities of equal size in the economy, indexed by $c = 1, ..., N$. Workers cannot move to a different city. Cities differ in their residents’ knowledge about the tax credit for exogenous reasons (e.g., the structure of local networks or population density). In city $c$, a fraction $\lambda_c$ of workers are aware of the marginal incentives $\tau_1$ and $\tau_2$ created by the tax credit.\(^6\) The remainder of the workers optimize as if $\tau_1 = \tau_2 = 0$ (i.e., $\tau = 0$). Cities may differ in the distribution of skills $a_i$, denoted by $G_c(a_i)$, and in the fraction of non-compliers, $\theta_c$. Let $F_c(z|\tau)$ be the distribution of earnings in city $c$ with a tax system $\tau$.

**Identifying Tax Policy Impacts.** Our objective is to characterize the impact of the tax credit, as it is currently perceived by agents, on the aggregate earnings distribution:

\[
\Delta F = F(z|\tau \neq 0) - F(z|\tau = 0).
\]

\(^5\)This simplifies the actual EITC schedule shown in Figure 1, which has a plateau region and two kinks. The case with one kink captures the key concepts underlying our research design.

\(^6\)To simplify notation, we assume that $\lambda_c$ is the same for compliers and non-compliers. If knowledge varies across the types, the estimator in (3) identifies the treatment effect of interest under the two assumptions below if $\lambda_c$ is interpreted as the average level of knowledge across all individuals in each city.
The first term in this expression is the observed distribution of true earnings in the population given current knowledge of the tax credit and rates of non-compliance.\textsuperscript{7} The second term is the unobserved counterfactual outcome without taxes. This counterfactual distribution can be identified by studying cities with no knowledge about the tax system $\tau$. In the absence of income effects, earnings decisions in these cities ($\lambda_c = 0$) are identical to behavior with no taxes at all:

$$F_c(z|\tau \neq 0, \lambda_c = 0) = F_c(z|\tau = 0, \lambda_c = 0).$$

To use cities with $\lambda_c = 0$ as counterfactuals, we first need to measure the degree of knowledge of marginal incentives $\lambda_c$ in each city. We do so by taking advantage of the fact that we observe both reported income $z_i$ and true wage earnings $z_i$ in our data. The fraction of individuals in city $c$ who report taxable income $z_i$ exactly at the kink, which we denote by $\phi_c$, is equal to the product of local knowledge about the tax code and non-compliance rates: $\phi_c = \theta_c \lambda_c$. Hence, the rate of sharp bunching at the kink $\phi_c$ is a noisy proxy for the degree of knowledge $\lambda_c$. To identify areas with $\lambda_c = 0$, we make the following assumption.

**Assumption 1 [Tax Knowledge].** Individuals in neighborhoods with no sharp bunching at the kink have no knowledge of the policy’s marginal incentives $\lambda_c$ in each city. We do so by taking advantage of the fact that we observe both reported income $\tilde{z}_i$ and true wage earnings $z_i$ in our data. The fraction of individuals in city $c$ who report taxable income $\tilde{z}_i$ exactly at the kink, which we denote by $\phi_c$, is equal to the product of local knowledge about the tax code and non-compliance rates: $\phi_c = \theta_c \lambda_c$. Hence, the rate of sharp bunching at the kink $\phi_c$ is a noisy proxy for the degree of knowledge $\lambda_c$. To identify areas with $\lambda_c = 0$, we make the following assumption.

**Assumption 1 [Tax Knowledge].** Individuals in neighborhoods with no sharp bunching at the kink have no knowledge of the policy’s marginal incentives $\lambda_c$ in each city. We do so by taking advantage of the fact that we observe both reported income $\tilde{z}_i$ and true wage earnings $z_i$ in our data. The fraction of individuals in city $c$ who report taxable income $\tilde{z}_i$ exactly at the kink, which we denote by $\phi_c$, is equal to the product of local knowledge about the tax code and non-compliance rates: $\phi_c = \theta_c \lambda_c$. Hence, the rate of sharp bunching at the kink $\phi_c$ is a noisy proxy for the degree of knowledge $\lambda_c$. To identify areas with $\lambda_c = 0$, we make the following assumption.

In our simple model, Assumption 1 is equivalent to requiring that $\theta_c > 0$ in all cities, i.e. that all cities have some non-compliers. In this case, a city with no sharp bunching at the kink must be a city in which no one knows about the tax incentives.\textsuperscript{8} More generally, the key assumption underlying our approach is that individuals in areas with no sharp bunching behave on average as if the credit induces no change in their marginal tax rates ($\tau = 0$). If some areas with $\phi_c = 0$ actually have knowledge about marginal incentives created by the tax code, our approach will understate the impact of tax policy on earnings behavior. While we are unable to directly test Assumption 1, we show that knowledge drives variation in $\phi_c$ and that individuals in cities with $\phi_c \approx 0$ behave as if they face no change in taxes ($\tau = 0$) when they become eligible for the tax credit we study.

Under Assumption 1, the empirical distribution of earnings $F_c(z)$ in cities with no sharp bunching at the kink $K$ reveals the distribution of earnings in those cities in the absence of taxes:

$$F_c(z|\tau \neq 0, \phi_c = 0) = F_c(z|\tau = 0, \phi_c = 0).$$

Although (2) identifies the necessary counterfactual in cities with no knowledge of the

\textsuperscript{7}In our model, the real earnings decisions $z_i$ of non-compliers are not affected by marginal tax rates because they always set $e_i$ to maximize their refund. Hence, a higher fraction of non-compliers leads to smaller real earnings responses on average.

\textsuperscript{8}Importantly, Assumption 1 does not require that $\phi_c$ is an accurate proxy for differences in knowledge across all cities; it only requires when $\phi_c$ is low, knowledge about marginal incentives created by the tax code is low. The second requirement is much weaker and perhaps more plausible.
tax code, estimating the treatment effect in (1) requires that we identify the mean earnings distribution across all cities in the absence of taxes, $F(z|\tau = 0) = \frac{1}{N} \sum_{c=1}^{N} F_c(z|\tau = 0)$. This leads to the identification assumptions underlying our research design.

**Assumption 2a [Cross-Sectional Identification].** Individuals’ skills do not vary across cities with different levels of knowledge about the tax credit:

$$G(a_i|\lambda_c) = G(a_i) \text{ for all } \lambda_c$$

This orthogonality condition requires that cities with different levels of sharp bunching at the kink have comparable earnings distributions. This assumption leads to the following feasible non-parametric estimator for the treatment effect in (1):

$$\hat{\Delta F} = F(z|\tau) - F(z|\tau, \phi_c = 0).$$

Intuitively, the impact of the tax credit on earnings can be identified by comparing the unconditional earnings distribution with the earnings distribution in cities with no sharp bunching (i.e., no knowledge about the tax credit). This identification strategy requires that the earnings distribution in cities with no bunching is representative of earnings distributions in other cities in the absence of taxes. We can relax this assumption by studying changes in behavior when an individual becomes eligible for the tax credit in panel data. Suppose we observe individuals making labor supply decisions for multiple years. Let $t$ denote the year that an individual becomes eligible for the tax credit. This panel design relies on a weaker “common trends” assumption for identification.

**Assumption 2b [Panel Identification].** Changes in skills when an individual becomes eligible for the credit do not vary across cities with different levels of knowledge about the tax credit:

$$G_t(a_i|\lambda_c) - G_{t-1}(a_i|\lambda_c) = G_t(a_i) - G_{t-1}(a_i) \text{ for all } \lambda_c.$$)

Under Assumption 2b, we can identify $\Delta F$ using a difference-in-differences estimator that compares earnings distributions across cities before vs. after individuals become eligible for the tax credit:

$$\hat{\Delta F}_{DD} = [F_t(z|\tau) - F_t(z|\tau, \phi_c = 0)] - [F_{t-1}(z|\tau) - F_{t-1}(z|\tau, \phi_c = 0)].$$

The first term in (4) coincides with the cross-sectional estimator in (3). The second term nets out differences in earnings distributions across cities prior to eligibility for the credit. This estimator requires that skills do not trend differently across cities around the point at which individuals become eligible for the tax credit. We implement the estimator in (4) using the birth of a first child as an instrument for eligibility. Importantly, (4) permits a direct effect of child birth on labor supply as long as the effect does not differ across cities with different amounts of knowledge. Because of such direct effects, we cannot identify $\Delta F$ purely from changes in earnings behavior around the date of eligibility in the full
population, again making comparisons across cities with different levels of knowledge essential for identification.

Income Effects and Changes in Wage Rates. We now return to the implications of our two simplifying assumptions for our estimator for $\Delta F$. When firms do not have constant-returns-to-scale technologies or have market power, changes in labor supply induced by tax incentives can affect equilibrium wage rates. As a result, the impact of a tax policy on the equilibrium earnings distribution is a function of both labor supply changes and changes in wage rates. The cross-sectional estimator for $\Delta F$ in (3) incorporates any such general equilibrium effects because the earnings distributions in cities with more knowledge about the tax code incorporate both changes in $l_i$ and $w_i$. The difference-in-differences estimator in (4) nets out general equilibrium wage changes if individuals who are eligible and ineligible for the credit are pooled in the same market.\(^9\)

When utility is not quasi-linear, taxes affect behavior through both price and income effects. Because individuals in all cities receive the tax credit we analyze irrespective of their perceptions, our cross-city comparisons essentially net out differences in behavior that arise purely from income effects. Hence, our estimator for $\Delta F$ approximately identifies compensated elasticities in a more general model without quasilinear utility.\(^{10}\)

II. Data and Institutional Background

A. EITC Structure

The EITC is a refundable tax credit administered through the income tax system. In 2010, 27.4 million tax filers received a total of $59.6 billion in EITC payments (Internal Revenue Service 2012, Table 2.5). Eligibility for the EITC depends on total family earnings – wage earnings plus self-employment income – and the number of qualifying dependents. Qualifying dependents for EITC purposes are relatives who are under age 19 (24 for full-time students) or permanently disabled, and reside with the tax filer for at least half the year. Note that only one tax filer can claim each eligible child.

Figure 1a shows EITC amounts (on the right y-axis) as a function of earnings for single filers with one vs. two or more qualifying dependents, expressed in real 2010 dollars. This schedule applies to all years in our sample (1996-2009), because the EITC schedule for single filers has remained unchanged (aside from inflation indexation) after a large expansion from 1994-1996.\(^{11}\) EITC refund amounts first increase linearly with earnings, then plateau over a short income range, and are then reduced linearly. The phase-in subsidy is 34 percent for taxpayers with one child and 40 percent for those with two or more children; the corresponding phase-out tax rates are 16 percent and 21 percent.

\(^9\)If both Assumptions 2a and 2b hold one can gauge the magnitude of GE effects by comparing the two estimates. Empirically, we find that the two estimates are quite similar, suggesting that GE wage effects are small; see the working paper version (Chetty, Friedman, and Saez 2012) for further details.

\(^{10}\)The equivalence is not exact because price effects induce changes in earnings that in turn change the size of the EITC refund that individuals in high bunching areas receive, but this effect is second-order.

\(^{11}\)The only changes to the EITC that occurred during this period were: (1) a widening of the plateau for married filers, and (2) the introduction of a slightly larger EITC for families with three or more children in 2009. See IRS Publication 596 (Internal Revenue Service 2011) for complete details on program eligibility and rules.
percent. The maximum EITC amount is $3,050 for filers with one child and $5,036 for those with two or more children.

There is a very small EITC available to filers with no dependents, with a maximum refund of $457 in 2010. We ignore this no-child EITC in our analysis and use the term “EITC recipients” to refer exclusively to EITC recipients with at least one qualifying child.

Other aspects of the tax code such as the Child Tax Credit and income taxes can also affect individuals’ budget sets. Our estimates incorporate any differences across neighborhoods about these other aspects of the tax code as well. However, marginal tax rates in the income range we study are primarily determined by the EITC; the child tax credit and federal income taxes have relatively small effects on incentives, as shown in Appendix Figure 1. We therefore interpret our estimates as the impacts of the EITC on earnings behavior.

B. Sample and Variable Definitions

We use selected data from the universe of US tax returns spanning 1996-2009, including income tax returns (1040 forms) and third-party information returns (W-2 forms, which are available starting in 1999). We provide a detailed description of how we construct our analysis samples starting from the raw population data in Appendix A. Here, we briefly summarize the key variable and sample definitions. Note that in what follows, the year always refers to the tax year (i.e., the calendar year in which the income is earned).

Variable Definitions. We define income at the household level because the EITC is a function of household income, but conduct our analysis using an individual-level panel to account for potential changes in marital status. We use two earnings concepts. Wage earnings, corresponding to actual earnings $z_i$ in our model, is the sum of wage earnings reported on all W-2 forms filed by employers on the primary and secondary filer’s behalf. Total earnings, corresponding to reported income $\tilde{z}_i$ in our model, is the total amount of earnings used to calculate the EITC, defined as the sum of wage earnings and net self-employment earnings reported on the 1040 tax returns. We define an individual’s ZIP code as the ZIP code from which he filed his year $t$ tax return or the ZIP code to which his W-2 was mailed if he did not file a tax return.

Because W-2’s are directly filed by employers, we observe wage earnings for all individuals irrespective of filing status. However, we do not observe total earnings or the number of children for individuals who do not file tax returns, and we do not observe ZIP code for individuals who neither file nor earn wages reported on a W-2. These missing data problems can potentially create selection bias, which we address in our empirical analysis.

Core Sample. Our analysis sample includes individuals who meet all four of the following conditions simultaneously in at least one year between 1996 and 2009: (1) file a tax return as a primary or secondary filer (in the case of married joint filers), (2) have total earnings below $50,000 (in 2010 dollars), (3) claim at least one child, and (4) have a valid Social Security Number, which is a requirement for EITC eligibility. We impose
these restrictions to limit the sample to individuals who are likely to be EITC-eligible at least once between 1996 and 2009. We define the total earnings and wage earnings of person-year observations with no reported earnings activity as zero. This procedure yields a balanced panel containing 77.6 million unique individuals and 1.09 billion person-year observations on earnings. Our empirical analysis consists of three different research designs, each of which uses a different subsample of this sample.

**Cross-Sectional Analysis Sample.** Our first research design compares earnings distributions for EITC claimants across cities in repeated cross-sections. For this analysis, we limit the core sample to person-years in which the individual files a tax return, reports one or more children, has total earnings in the EITC-eligible range, and is the primary filer. By including only primary filers, we eliminate duplicate observations for married joint filers and obtain distributions of earnings that are weighted at the tax return level, which is the relevant weighting for policy analysis.

**Movers Sample.** Our second research design tracks individuals as they move across neighborhoods. To construct the sample for this analysis, we first limit the core sample to person-years in which an individual files a tax return, claims one or more children, and has income in the EITC-eligible range. We then restrict the sample to individuals who move across 3-digit ZIP codes (ZIP-3s) in some year between 2000 and 2005, to ensure that we have at least four years of data before and after the move. When individuals move more than once, we include only the first move.

**Child Birth Sample.** Our third research design tracks individuals around the year in which they have a child, which can trigger eligibility for a larger EITC. We observe dates of birth as recorded by the Social Security Administration. As in the movers sample, we restrict attention to births between 2000 and 2005 (to have at least four years of earnings data before and after child birth). We define the parents of the child as all the primary and secondary filers who claim the child as a dependent within 5 years of the child’s birth. We then limit the core sample to the set of all such new parents, regardless of whether they file a tax return, yielding a balanced panel. We impute earnings, addresses, and number of children for non-filers using data from the year of child birth or the closest year to the current observation; see the appendix for details.

**Descriptive Statistics.** We present summary statistics for our cross-sectional analysis sample in Appendix Table 1. Mean total earnings are $20,091, while mean wage earnings as reported on W-2’s are $18,308. The mean EITC refund is of $2,543. Nearly 70 percent of the tax returns are filed by a professional preparer. The sample consists primarily of young single women with children: only 30 percent are married, and 73 percent of the single filers are female.

19.6 percent of families report non-zero self-employment income in a given year. Our research design requires that EITC knowledge among these self-employed individuals is representative of EITC knowledge among wage earners. Unfortunately, the tax data do not contain information on occupation or industry that would allow us to assess the similarity of self-employed individuals and wage earners in our sample. Data from the Current Population Survey show that the self-employed are more highly represented in less capital-intensive sectors (Hipple 2004). However, most industries and occupations
have a significant number of self-employed workers, suggesting that there are many conduits for diffusion of knowledge between the two groups.

III. Neighborhood Variation in Bunching and EITC Knowledge

In this section, we develop a proxy for local knowledge about the EITC in four steps. First, we document sharp bunching at the first kink of the EITC schedule by self-employed individuals in the aggregate income distribution. Second, we show that the degree of sharp bunching varies significantly across neighborhoods. Third, we show that much of this spatial variation appears to be driven by differences in knowledge about the refund-maximizing kink of the EITC schedule. Finally, we show that individuals in low-bunching areas are unaware not only of the refund-maximizing kink but behave as if the EITC does not affect their marginal tax rates at all income levels. Together, the results in this section establish that self-employed sharp bunching is a proxy for local knowledge that satisfies Assumption 1 above.

A. Aggregate Distributions: Self-Employed vs. Wage Earners

Figure 1a plots the distribution of total earnings for EITC claimants in 2008 using our cross-sectional analysis sample. The distribution is a histogram with $1,000 bins (centered around the first kink of the EITC schedule). We plot separate distributions for EITC filers with one and two or more children, as these individuals face different EITC schedules, as depicted in the figures. Both distributions exhibit sharp bunching at the first kink point of the corresponding EITC schedule, the point that maximizes tax refunds net of other income tax liabilities (such as payroll taxes). This sharp bunching shows that the EITC induces significant changes in reported income, confirming Saez’s (2010) findings using public use samples.

Figure 1b replicates Figure 1a restricting the sample to wage-earners, defined as taxpayers who report zero self-employment income in a given year. In this figure, there is no sharp bunching at the EITC kinks, implying that all the sharp bunching in Figure 1a is due to the self-employed. However, one cannot determine from Figure 1b whether the EITC has an impact on the wage earnings distribution because the impact for wage-earners is likely to be much more diffuse because they cannot control their earnings perfectly due to frictions (Chetty et al. 2011).

We identify the diffuse impacts of the EITC on the wage earnings distribution using the research design in Section I. To implement the approach empirically, we interpret sharp bunching among the self-employed as a measure of manipulation in total earnings ($\hat{z}_i$ in the model) and wage earnings reported on W-2’s as true earnings ($z_i$). Because wage earnings are double reported by employers to the IRS on W-2 forms, individuals have little scope to misreport wage earnings.\textsuperscript{12} In contrast, there is no systematic third-party reporting of self-employment income. Random audits from IRS compliance studies find that more than 80 percent of small informal businesses misreport income. In contrast,

\textsuperscript{12}Misreporting wage earnings requires collusion between employers and employees. We verify that our results hold in the subgroup of workers at firms with more than 100 employees, where such collusion is unlikely.
compliance rates for wage earnings exceed 98 percent (Internal Revenue Service 1996, Table 3). Consistent with these results, tabulations using audit data from the 2001 National Research Program show that the majority of the sharp bunching at the first kink of the EITC schedule among the self-employed is due to non-compliance (Chetty et al. 2012). The degree of sharp bunching in the post-audit total earnings distribution is less than half that in Figure 1a. In contrast, misreporting among wage-earners is negligible even around the refund-maximizing region of the schedule.

In the remainder of this section, we focus on total earnings ($z_i$) and analyze variation across neighborhoods in the degree of self-employed sharp bunching at the first kink of the EITC schedule.

**B. Spatial Heterogeneity in Sharp Bunching**

We analyze spatial heterogeneity at the level of three-digit ZIP codes, which we refer to as ZIP-3s. We define the degree of sharp bunching in a ZIP-3 $c$ in year $t$, denoted by $b_{ct}$, as the percentage of EITC claimants with children who report total earnings within $\$500$ of the first EITC kink and have non-zero self employment income. Note that this definition incorporates both intensive and extensive margin changes in reporting self-employment income. Thus, part of the variation in bunching across areas is driven by differences in rates of reporting self-employment income, some of which is endogenous to knowledge about the EITC as we show below.

Figure 2 illustrates the spatial variation in $b_{ct}$ in 2008 across the 899 ZIP-3s in the United States. To construct this figure, we divide the raw individual-level cross sectional data in 2008 into 10 deciles based on $b_{ct}$, so that the deciles are population-weighted rather than ZIP-3 weighted. Higher deciles are represented with darker shades on the map. There is substantial dispersion in self-employed sharp bunching across neighborhoods. For example, bunching rates are below 0.75 percent in most of North and South Dakota, but exceed 4 percent in parts of Texas and Florida. While some of the variation in bunching occurs at a broad regional level – for example, bunching is greater in the South – there is considerable variation even within nearby areas. The Rio Grande Valley in Southern Texas has self-employed sharp bunching of $b_{ct}$ $= 6.6$ percent; in contrast, Corpus Christi, TX, which is 150 miles away, has bunching of $b_{ct} = 2.5$ percent.

Appendix Figure 3 replicates Figure 2 for earlier years to illustrate variation over time. We divide the observations into deciles after pooling all years of the sample, so that the

---

13 Standard (5 digit) ZIP codes are typically too small to obtain precise estimates of income distributions. Common measures of broader geographical areas such as counties or MSA’s are more cumbersome to construct in the tax data or do not cover all areas. There are 899 ZIP-3s in use in the continental United States, shown by the boundaries in Figure 2. ZIP-3 are typically (but not always) contiguous and are smaller in dense areas. For example, in Boston, the 021 ZIP-3 covers roughly the same area as the metro area’s subway system.

14 We have assessed the robustness of our results to several alternative measures of sharp bunching, including (a) defining the denominator using only self-employed individuals rather than the full population to eliminate variation arising from differences in self-employment rates; (b) defining narrower and wider bands than $\$500$ around the kink; and (c) calculating excess mass relative to a smooth polynomial fit as in Chetty et al. (2011), which provides a measure of sharp bunching relative to the local density of the income distribution around the first kink. Because self-employed bunching is so sharp (as shown in Figure 1), our results are essentially unchanged with these alternative definitions. As an illustration, we replicate our main results using the definition in (a) in Appendix Figure 2.
decile cut points remain fixed across years. In 1996, shortly after the EITC expanded to its current form, sharp bunching was prevalent in a few areas with a high density of EITC filers (southern Texas, New York City, and Miami). Bunching then spread throughout the country and continues to rise in recent years, consistent with spatial diffusion of knowledge. The mean sharp bunching rate in the U.S. rose from 0.97 percent in 1996 to 2.89 percent in 2009.

Note that there is virtually no sharp bunching in neighborhoods in the ZIP-3-by-year cells that are in the bottom decile of the pooled 1996-2009 sample (see Appendix Figure 4). Hence, these neighborhoods provide a good counterfactual for behavior in the absence of the EITC if the absence of sharp bunching is due to a lack of knowledge about the EITC.

C. Is the Variation in Bunching Driven by Knowledge?

We evaluate whether the differences in self-employed sharp bunching across ZIP-3s are driven by differences in knowledge about the refund-maximizing kink of the schedule using two tests. First, we analyze individuals who move across ZIP-3s and test for learning. Second, we correlate bunching rates with proxies for the rate of information diffusion and competing explanatory factors such as local tax compliance rates.15

Movers. Our hypothesis that the variation in bunching is driven by differences in knowledge generates two testable predictions about the behavior of movers. The first is learning: individuals who move to a higher bunching area should learn from their neighbors and begin to respond to the EITC themselves. The second is memory: individuals who leave high bunching areas should continue to respond to the EITC even after they move to a lower bunching area. The asymmetric impact of prior and current neighborhoods distinguishes knowledge from other plausible explanations for the spatial variation in bunching. For instance, variation in preferences or tax compliance rates across areas would not directly predict that an individual’s previous neighborhood should have an asymmetric impact on current behavior.

We implement these two tests using the movers sample defined in Section II, which includes all individuals in our core sample who move across ZIP-3s at some point between 2000 and 2005. This sample includes 21.9 million unique individuals and 54 million observations spanning 1996-2009. We define the degree of bunching for prior residents as the sharp bunching rate for individuals in the cross-sectional analysis sample living in ZIP-3 in the year before the move. We then divide the ZIP-3-by-year cells into deciles of prior residents’ bunching rates by splitting the individual-level observations in the movers sample into ten equal-sized groups.

Figure 3a plots an event study of bunching for movers around the year in which they move. To construct this figure, we define the year of the move as the first year a tax return was filed from the new ZIP-3. We compute event time as the calendar year minus the year of the move, so event year 0 is the first year the individual lives in the new ZIP-3.

15The most definitive test would be to measure knowledge directly using surveys across different neighborhoods. Collecting more data on knowledge about tax policies across areas would be a very valuable direction for further work in light of the results reported here.
For illustrative purposes, we focus on individuals who live in a ZIP-3 in the fifth decile of the overall bunching distribution in the year prior to the move. We then divide this sample into three groups based on where they move in year 0 – the first, fifth, or tenth bunching decile – and plot sharp bunching rates by event year.

Individuals who move to a neighborhood in the tenth decile start bunching much more after they move. To estimate the magnitude of the impact, we regress an indicator for sharp bunching (i.e., reporting total earnings at the kink and non-zero self employment income) on an indicator for moving to decile 10, an indicator for event year 0, and the interaction of the two indicators. We estimate this regression restricting the sample to event years -1 and 0 and deciles 5 and 10, so that the coefficient on the interaction term ($\beta_{10}$) is a difference-in-differences estimate of the impact of moving to decile 10 relative to decile 5. We estimate treatment effects of moving to deciles 1 and 5 using analogous specifications, always using decile 5 as the control group.

Bunching rates rise sharply by $\beta_{10} = 1.9$ percentage points for individuals who move to the highest bunching decile, rise by a statistically insignificant $\beta_5 = 0.1$ percentage points for those who stay in a fifth-decile area, and fall slightly (by $\beta_1 = -0.4$ percentage points) for those who move to the lowest bunching decile. Individuals rapidly adopt local behavior when moving to high bunching areas. The mean difference in self-employed sharp bunching rates for prior residents is 3.6 percentage points between the fifth and tenth deciles. Hence, movers to the top decile adopt $1.9/3.6 = 53$ percent of the difference in prior residents’ behavior within the first year of their move.

To distinguish learning and memory more directly, we test for asymmetry in the impacts of increases vs. decreases in sharp bunching rates when individuals move. Figure 3b plots changes in mean EITC refunds from the year before the move (year -1) to the year after the move (year 0) vs. the change in local sharp bunching that an individual experiences when he moves. We bin the x-axis variable $\Delta b_{ct}$ into intervals (of width 0.05 percent) and plot the means of the change in EITC refund within each bin. If the variation in bunching is due to knowledge, there should be a kink in this relationship around 0: increases in $b_{ct}$ should raise refunds, but reductions in $b_{ct}$ should leave refunds unaffected. We test for the presence of such a kink by fitting separate linear control functions to the points on the left and right of the vertical line, with standard errors clustered by the bins of $\Delta b_{ct}$ (Card and Lee 2007). As predicted, the slope to the right of the kink is significant and positive: a 1 percentage point increase in sharp bunching when $b_{ct} \geq 0$ leads to a $60 increase in EITC refunds. In contrast, a 1 percentage point reduction in $b_{ct}$ when $b_{ct} \leq 0$ leads to a statistically insignificant change in EITC refunds of $6. The hypothesis that the two slopes are equal is rejected with $p < 0.0001$. We find similar asymmetric persistence in wage earnings, implying that individuals learn not just about non-compliance but also about the incentives that affect real work decisions (see Appendix B).

Cross-Sectional Correlations. Table 1 presents a set of OLS regressions of the rate

---

16For instance, one may be concerned that norms about tax compliance could have asymmetric persistence: once one observes someone else misreport earnings, it becomes an acceptable habit. The asymmetric persistence of wage earnings rejects such models.
of sharp bunching in each ZIP-3 in 2000 on various correlates. In Column 1, we re regress sharp bunching on the local density of EITC filers (defined as the number of EITC claimants with children per square mile), the fraction of individuals who use a tax preparer in each ZIP-3, and ZIP-3 level demographic controls (the percentages of the population foreign born, white, black, Hispanic, Asian, and other race from the 2000 decennial Census). Among a broad range of variables available in the Census, the strongest predictor of sharp bunching is the local density of EITC filers. The predictive power of density – which has an R-squared of 0.6 by itself in a univariate regression – supports the view that the variation in sharp bunching is driven by the diffusion of knowledge through networks. Consistent with learning through networks, we find that the rate of sharp bunching grows more rapidly over time in areas with a high density of EITC filers; see Appendix B for these and other supplementary results. Sharp bunching is also highly correlated with availability of local tax preparers, consistent with prior evidence that professional tax preparers may help disseminate information about the tax code (e.g., Maag 2005, Chetty and Saez 2013).

Next, we evaluate competing explanations for the spatial variation in bunching. Do differences in policies across states explain the variation? Column 2 adds state fixed effects to the specification in Column 1 and shows that density and tax preparation continue to explain a significant portion of the within-state variation in sharp bunching. Consistent with this finding, Column 3 shows that differences in state EITC top-up rates do not have a significant impact on sharp bunching rates.17

In Column 4, we analyze whether differences in tax compliance rates \( (\theta_c) \) across areas explain the variation in sharp bunching. We implement this analysis using data on random audits from the 2001 National Research Program as follows. First, we define a measure of non-compliance in each state as the fraction of non-EITC claimants who have adjustments of more than $1000 in their income due to NRP audits. We define non-compliance rates using individuals who do not receive the EITC to eliminate the mechanical correlation arising from the fact that individuals bunch at the kink primarily by misreporting total earnings. We then regress sharp bunching among EITC claimants in each state on the non-compliance rate, weighting by the number of individuals audited in each state to adjust for differences in sampling weights in the NRP. The correlation between sharp bunching and non-compliance rates is statistically insignificant. In contrast, the density of EITC filers – which we define at the state level in Column 4 so that it is on an equal footing with the compliance measure – continues to strongly predict sharp bunching.18

In sum, sharp bunching appears to be more highly correlated with predictors of knowledge diffusion rather than state policies or local norms about tax compliance.

---

17 Half of the states in the U.S. supplement the Federal EITC by adding between 5 and 40 percent to the federal EITC refund, thus amplifying marginal incentives. WI and MN have top-up rates that vary across demographic groups. In WI, we use the top up rate for individuals with 2 children (14 percent). In MN, we use the mean top up rate as calculated by the Tax Policy Center (33 percent).

18 State-level tabulations from NRP data were provided by the IRS Office of Research. The NRP sampling frame was not designed to be representative at the state level, so the results here should be interpreted with caution. Unfortunately, compliance data are not available at a finer level of disaggregation than by state. Further analysis of local variation in compliance would be valuable given the substantial amount of within-state variation in bunching.
D. Perceptions of the EITC Schedule in Low-Bunching Areas

While the preceding evidence suggests that self-employed sharp bunching provides a proxy for local knowledge about the first kink of the EITC schedule, it does not directly establish that Assumption 1 holds. For instance, individuals who live in low-bunching areas may perceive the EITC to be a flat subsidy at a constant rate or a smoothly varying subsidy without kinks in the schedule. Such misperceptions would generate no bunching at the first kink but would imply that low-bunching areas do not provide a valid counterfactual for behavior in the absence of the EITC. We now present evidence that individuals in low-bunching areas actually appear to have no knowledge about the entire EITC schedule and behave as if $\tau = 0$ on average when they become eligible for the credit.

We assess the tax perceptions of individuals in the lowest-bunching decile by examining changes in the distribution of reported self-employment income around the birth of a first child. As noted above, this event makes families eligible for a much larger EITC refund and sharply changes marginal incentives. We implement this analysis using our child birth sample, which includes approximately 15 million individuals from the core sample who have their first child between 2000 and 2005. We classify individuals into deciles of sharp bunching based on the level of $b_{ct}$, as measured from the cross-sectional sample, in the ZIP-3 and year in which the child was born.

Figure 4a plots the distribution of total earnings among self-employed individuals in the year before birth and the year of child birth. The distributions are scaled to integrate to the total fraction of individuals reporting self-employment income in each group, which varies across the groups as shown in Figure 4b below. The reported earnings distribution changes only slightly when individuals in the lowest-bunching decile have a child. In contrast, the distribution of total reported income exhibits substantial concentration at the first kink for individuals in the top-bunching decile. The fact that the total earnings distribution remains virtually unchanged when individuals have a child in low-bunching areas implies that they perceive no changes in marginal incentives throughout the range of the EITC (rather than simply ignoring the first kink).

Figure 4b conducts an analogous test on the extensive margin by plotting the fraction of individuals reporting self-employment income by event year around child birth, which is denoted by year 0. While there are clear trend breaks in the fraction reporting self-employment income around child birth in higher-bunching areas, there is little or no break around child birth in the lowest-bunching decile. Although we have no counterfactual for how self-employment income would have changed around child birth in low-bunching areas absent the EITC, we believe that the costs of manipulating reported self-employment income are unlikely to change sharply around child birth. Hence, Figure 4b also supports the view that individuals in low-bunching areas perceive no change in their incentives when they become eligible for the EITC. Provided that individuals...
perceive \( \tau = 0 \) before they are eligible for the EITC – which is plausible because individuals in the EITC income range who do not have children have little net tax liability – it follows that EITC-eligible individuals in the lowest sharp bunching decile behave as if \( \tau = 0 \), as required by Assumption 1.

IV. Effects of the EITC on Wage Earnings

In this section, we identify the impacts of the EITC on the distribution of real wage earnings using self-employed sharp bunching as a proxy for local knowledge about the EITC. We present estimates from two research designs. We first compare W-2 wage earnings distributions across neighborhoods in cross-sections. We then study the impacts of sharp changes in marginal incentives around child birth to obtain our preferred estimates, which rely on weaker identification assumptions.

A. Cross-Neighborhood Comparisons

As a preliminary test, we compare the distribution of wage earnings in ZIP-3s with low vs. high levels of sharp bunching. Figure 5 plots the distribution of W-2 wage earnings for individuals in the lowest and highest deciles of \( b_{ct} \), pooling all years in our cross-sectional analysis sample for which we have W-2 data (1999-2009). We limit the sample to wage-earners with children (individuals who report zero self-employment income).

Panel A considers EITC recipients with one child, while Panel B considers those with two or more children. The vertical lines denote the beginning and end of the refund-maximizing EITC plateau. In both panels, there is an increased concentration of the wage earnings distribution around the refund-maximizing region of the EITC schedule in areas in the top decile of sharp bunching \( b_{ct} \). Under Assumption 2a – which requires that areas with different levels of sharp bunching would have comparable wage earnings distributions in the absence of the EITC – this evidence implies that the EITC induces individuals to choose earnings levels that yield larger EITC refunds in high-knowledge areas. The difference in earnings behavior is quantitatively large and highly statistically significant. For example, average EITC refunds are $307 (10.7 percent) larger in the top decile relative to the bottom decile for individuals with two or more children.

In the Appendix, we evaluate the robustness of this result by extending the analysis in Figure 5 in three ways. First, we include all neighborhoods and show that the concentration of wage earnings around the plateau rises monotonically with the level of sharp-bunching across all deciles. Second, we show that the pattern remains very similar when we restrict the sample to individuals working at firms with more than 100 employees, making it unlikely that the earnings responses are driven by income misreporting in collusion between firms and workers. Third, we show that wage-earners who move to neighborhoods with higher levels of sharp bunching change their earnings behavior so

\[ 20 \text{ These restrictions could create selection bias, as reported self-employment income and the number of children claimed are endogenous. We show that both sources of selection bias turn out to be negligible in practice using our child birth research design below.} \]
that their EITC refunds rise, but those who move to lower bunching neighborhoods do not obtain smaller EITC refunds. This asymmetric impact echoes the pattern of learning and memory documented for the self-employed in Figure 3a.

B. Impacts of Child Birth on Wage Earnings

The simple cross-neighborhood comparisons above could be biased by omitted variables or reverse causality. We now turn to our main research design, which uses individuals without children – who are essentially ineligible for the EITC – as a “control group” to net out any latent differences in earnings behavior across neighborhoods. We implement this strategy by studying changes in earnings around the birth of a first child. The first birth changes low-income families’ marginal tax rates significantly and is thus a powerful instrument for tax incentives. The obvious challenge in using child birth as an instrument for tax rates is that it affects labor supply directly. We isolate the impacts of the EITC by again using differences in knowledge about the EITC across neighborhoods. In particular, we compare changes in earnings behavior around child birth for individuals living in areas with high levels of sharp bunching with those living in low-bunching areas. Low-bunching areas provide a counterfactual for how earnings behavior would change around child birth in the absence of the EITC.

We divide our child birth analysis sample into deciles based on sharp bunching in the individual’s ZIP-3 in the year of child birth, as described in Section III.D. Figure 6 plots W-2 wage earnings distributions for wage-earners in the year before (Panel a) and the year of first child birth (Panel b). The distributions are reported for those living in deciles 1, 5, and 10 of the sharp bunching distribution when they have a child. In the year before child birth, the wage earnings distributions are virtually identical across areas with low vs. high levels of sharp bunching. However, an excess mass of wage-earners emerges around the plateau in high bunching areas immediately after birth, showing that individuals in these areas obtain a larger EITC refund. Connecting this result to the cross-sectional correlations in Table 1, Figure 6 suggests that individuals living in areas with a high density of EITC filers have heard more about the credit by the time they have a child and therefore respond more strongly to its incentives.

The identification assumption underlying the research design in Figure 6 is that the direct impacts of child birth on earnings do not vary across neighborhoods with different levels of knowledge about the tax code (Assumption 2b). We assess the validity of this “common trends” assumption by examining trends prior to child birth using an event study design. Let year 0 denote the year in which the child is born (and hence the family becomes eligible for a larger EITC) and define event time relative to this year. Define an individual’s simulated EITC credit as the EITC an individual would receive given her wage earnings if she had one child and were single.22

---

21 In Table 1, we showed that areas with higher sharp bunching have a higher density of EITC tax filers. This is not inconsistent with Figure 6a. Figure 6a shows that the conditional earnings distributions among individuals just about to give birth are very similar across areas. However, the unconditional distributions differ across areas (e.g., because of differences in age and number of children). This is why we use an event study around child birth rather than comparisons of earnings distributions across all individuals with and without children for identification.

22 This simulated EITC credit is a simple statistic for the concentration of the wage earnings distribution around the
Figure 7 plots the simulated EITC by event year for wage earners with incomes in the EITC-eligible range for exactly the same three groups as in Figure 6. For scaling purposes, we normalize the level of each series at the mean simulated credit in $t = -4$ by subtracting the decile-specific mean in $t = -4$ and adding back the mean simulated EITC across the three deciles in $t = -4$ to all observations. Simulated EITC amounts trend similarly in low, middle, and high bunching areas prior to child birth, supporting Assumption 2b. In the year of child birth, the simulated credit jumps significantly in high bunching areas relative to low bunching areas, showing that individuals in high-knowledge areas make an active effort to maintain earnings closer to the refund-maximizing level after having a child. We estimate the magnitude of the impact using difference-in-differences specifications analogous to those used in the movers event studies in Figure 3a, clustering standard errors at the ZIP-3-by-birth-year level. EITC refunds increase by $85.4 (4.5 percent) more from the year before to the year of child birth in the highest bunching decile vs. the lowest bunching decile.

In Figure 8a, we expand the analysis to include all neighborhoods by plotting the change in the simulated EITC from the year before birth (event year -1) to the year of birth (event year 0) vs. the level of sharp bunching $b_{ct0}$ in the individual’s ZIP-3 in the year of birth. In this figure, we include all wage earners with incomes in the EITC-eligible range, as in Figure 6, as well as those with zero earnings (whose simulated credit is zero) to incorporate extensive-margin responses. Consistent with the preceding evidence, individuals living in areas with higher $b_{ct0}$ (i.e., higher knowledge) have significantly larger increases in simulated EITC amounts around child birth. On average, a one percentage point (0.58 standard deviation) increase in $b_{ct0}$ leads to a $26.5 increase in the EITC after child birth. This effect is statistically significant with $p < 0.0001$, with standard errors clustered at the ZIP-3-by-birth-year level. Note that the relationship is concave: the marginal impact of living in an area with higher $b_{ct0}$ is greater when $b_{ct0}$ is low. We account for this non-linearity when calculating elasticities and policy impacts below, but report coefficients from linear regressions in this section to provide a simple summary statistic for the average impact.

*Endogenous Sample Selection.* Our child birth analysis sample makes two restrictions that could potentially lead to selection bias, thereby violating Assumption 2b. The first restriction is that we can only link parents to children they claim as dependents. Because the decision to claim a child could be endogenous to knowledge about the EITC, this could potentially bias our estimates. Over 97 percent of children are claimed on a tax return within 4 years of their birth (see Appendix A). Hence, endogeneity arising from whether a child is ever claimed is minimal. However, selection bias could arise if the person who claims a child is endogenously selected, e.g., if the family member who gets the highest EITC refund claims the child in high-knowledge areas. Such selection bias should be visible in the period prior to child birth, as it would produce differences in simulated EITC credit amounts in event year -1 in Figures 6a and 7. Stated differently, 23The slight divergence between the series in year -1 may occur because individuals in high-bunching areas keep their jobs prior to birth, recognizing that they will soon be eligible for a large EITC refund.
we find sharp changes in earnings behavior within individuals around child birth. Bias can arise only if the decision to claim a child is related to changes in earnings around the time of child birth differentially across areas.

The second restriction we impose is to exclude individuals who report non-zero self-employment income to isolate wage earnings responses. If the choice to report self-employment income varies endogenously across areas, this restriction could also bias our estimates of the impact of the EITC on wage earnings. To address this concern, we analyze changes in W-2 earnings around child birth for the full sample, including both wage-earners and the self-employed. We calculate the simulated EITC credit based purely on W-2 wage earnings even if the individual has self-employment income to isolate wage earnings responses. Figure 8b shows that the relationship between sharp bunching and the change in EITC amounts around child birth remains highly significant when the self-employed are included, with a point estimate of $19.4. We use this technique to adjust for potential endogenous selection by including self-employed individuals and computing EITC amounts based on W-2 earnings in all the remaining tables and figures.

**Specification Checks and Additional Tests.** In Table 2, we assess the robustness of Figure 8b to alternative specifications of the form:

\[
EITC_{ict} = \alpha + \beta_1 b_{cht} + \beta_2 post + \beta_3 post \times b_{cht} + \gamma X_{ict} + \epsilon_{ict}
\]

We estimate (5) using only observations in the year before and the year of child birth, \(t \in \{-1, 0\}\). In this equation, \(EITC_{ict}\) denotes the simulated credit individual \(i\) in ZIP-3 \(c\) obtains in event year \(t\), \(post\) denotes an indicator for the year of child birth \((t = 0)\), and \(X_{ict}\) denotes a vector of covariates. The coefficient of interest, \(\beta_3\), measures the impact of a 1 percentage point increase in sharp bunching \(b_{cht}\) on the change in the simulated credit from the year before to the year after birth. Standard errors are clustered at the ZIP-3-by-birth-year level to account for potential correlation in earnings across residents of an area. Column 1 of Table 2 reports \(\beta_3\) for the baseline specification in Figure 8b (with no controls \(X_{ict}\)).

Column 2 replicates Column 1, restricting the sample to individuals working at firms with more than 100 employees (based on the number of W-2’s). We continue to find a highly significant impact in this subgroup, implying that these changes are unlikely to be driven solely by reporting effects. Note that this specification excludes individuals with zero earnings from the sample, eliminating extensive-margin responses. The fact that the estimated impact on EITC refunds remains large suggests that the EITC induces significant intensive-margin earnings responses even among those who are already working, a result that we develop further below.\(^{25}\)

Column 3 adds ZIP-3 fixed effects interacted with the post indicator, so that \(\beta_3\) is

\(^{24}\)The coefficient is attenuated because we miscalculate EITC amounts for self-employed individuals by using only their wage earnings. We correct for this attenuation bias when computing elasticities below.

\(^{25}\)This result only provides suggestive evidence of an intensive-margin response because it is based on an endogenously selected sample of individuals who chose to work. We use a decomposition approach below that does not suffer from such selection and confirm that intensive margin responses are significant.
identified purely from variation in $b_{ct0}$ over time within areas. The coefficient on $b_{ct0}$ remains large in this specification, showing that unobservable differences across areas do not drive our findings. This result shows that as knowledge about the EITC – as measured by the degree of sharp bunching – grows over time within an area, the impacts of the program on wage earnings also rise.

In Column 4, we implement a simple placebo test for our child birth research design by replicating the baseline specification for individuals having their third child instead of first child. During the years of child birth that we analyze (2000 to 2005), individuals were eligible for the same EITC credit regardless of whether they had 2 or 3 children. Reassuringly, the relationship between neighborhood sharp bunching and changes in simulated credit amounts (calculated using the one-child EITC schedule) around the birth of the third child is close to zero. This result is confirmed by the series in triangles in Figures 8a and 8b, which plot changes in simulated credit amounts from the year before to the year of the birth of a third child.

Phase-In vs. Phase-Out Responses. The welfare consequences of the EITC depend on whether the higher concentration of earnings around the refund-maximizing plateau of the EITC schedule comes from increased earnings for those who would have been in the phase-in region or reduced earnings from those who would have been in the phase-out region. To isolate the phase-in response, we define a “simulated phase-in credit” as the phase-in portion of the EITC schedule (for a single earner with one child) combined with a constant refund above the first kink at the refund-maximizing level. Analogously, we define a “simulated phase-out credit” as the phase-out portion of the schedule combined with a constant refund below the second kink at the refund-maximizing level. Formally, we define the simulated phase-in credit as $\min(34 + 0.16 \times z_i, 3050)$ and the phase-out credit as $\max(16450 - 16, 0)$. The simulated phase-in credit is a convenient summary statistic for earnings increases in the phase-in region because it grows when individuals raise their earnings in the phase-in but is unaffected by changes in earnings in the plateau and phase-out regions. The simulated phase-in credit asks, “How would behavioral responses affect refund amounts if the EITC stayed constant at its maximum level and was never phased out?” The simulated phase-out credit similarly isolates changes in earnings behavior in the phase-out region. We define both simulated credits based purely on wage earnings (but include self-employed individuals in the sample).

Figure 9a plots changes in the simulated phase-in and phase-out credits around child birth vs. the degree of sharp bunching. By construction, the two series plotted in Figure 9a sum to the total change in EITC amounts plotted in Figure 8b. The linear regression coefficients corresponding to these two series are reported in Columns 5 and 6 of Table 2.

Figure 9a shows that the phase-in response is considerably larger than the phase-out response. We estimate the portion of the earnings response coming from the phase-in region non-parametrically as follows. First, based on the analysis in Section III.D, we assume that individuals in bottom-decile neighborhoods have no knowledge about the EITC and can therefore be used as a control group whose behavior is unaffected by EITC eligibility. In Figure 8b, the mean change in simulated EITC refunds in the year
of child birth in the sample as a whole is $32.9, compared with $15.4 for the control neighborhoods in the bottom decile. Hence, the causal impact of EITC eligibility on the simulated refund amount is $48.3, an increase of 4.7 percent relative to the pre-birth mean of $1,022. In Figure 9a, the mean change in the simulated phase-in credit in the full sample is $29.0 larger than in the bottom-decile control neighborhoods. It follows that on average, $29.0/$48.3 = 60 percent of the response to the EITC is driven by increases in earning in the phase-in region. Replicating this calculation for the top decile, we estimate that $86.9/$123.9 = 70 percent of the earnings response in the highest-knowledge areas comes from the phase-in region, with the remaining 30 percent coming from the phase-out region.

**Intensive vs. Extensive Margin Responses.** To identify extensive-margin responses, we define “working” as having positive W-2 earnings in a given year. We use the full sample (including non-workers, self-employed individuals, and wage earners) for this analysis. Figure 9b plots the change in the fraction of individuals working from the year before to the year of child birth vs. sharp bunching; the corresponding regression coefficient is reported in Column 7 of Table 2. Consistent with prior studies, we find significant extensive-margin responses. Individuals living in areas with high levels of sharp bunching are more likely to continue working after they have a child than those living in areas with little sharp bunching.

To estimate the relative magnitude of intensive and extensive margin responses, we assume that extensive-margin entrants earn the average EITC refund in the child birth sample conditional on working ($1,075). Under this assumption, the extensive-margin response increases EITC refunds by $10.8 on average relative to the bottom decile control neighborhoods. Hence, the extensive margin contributes $10.8/$48.3 = 22 percent to the increase in EITC refunds. Replicating this calculation under the assumption that extensive-margin entrants earn the maximum EITC refund, we obtain an upper bound on the extensive-margin response of 63 percent. This finding constitutes non-parametric evidence that the EITC induces significant changes in labor supply even among individuals who are already working, confirming the finding in Column 2 of Table 2.

Finally, in Column 8 of Table 2, we analyze the number of W-2’s per individual, which is a proxy for the number of distinct jobs an individual held over the year. A one percentage point increase in sharp bunching leads to a 0.017 (0.018 SD) increase in the number of W-2’s filed after child birth. Hence, part of the increase in earnings in the phase-in region comes from individuals taking additional part-time jobs. Adjustment in part-time jobs could explain why earnings responses to the EITC are larger in the phase-in than the phase-out. In our child birth sample, individuals in the phase-in have 1.59 W-2’s per person, at which they earn $2,400 per job on average. Those in the phase-out have 1.43 W-2’s with mean earnings of $13,700 per W-2. Because they work more small, part-time jobs, individuals in the phase-in may be able to change their earnings more easily than those in the phase-out. An alternative explanation for larger phase-in

---

26The mean fraction of individuals working in this sample is 84 percent in the year before child birth and 86 percent in the year of child birth. The fraction working increases around child birth because this sample includes predominantly young, unmarried women who are entering the labor force and because our definition of “working” is defined as having any earnings over a year. By definition, the newborn child is present only for part of the birth year.
responses is that current perceptions of the EITC focus on phase-in incentives more than the phase-out incentives.

V. Elasticity Estimates and Policy Impacts

This section uses the estimates from the child birth design to quantify the impacts of the EITC in two ways. First, we calculate the elasticities implied by the estimated earnings responses. Second, we evaluate the impacts of the EITC on poverty rates.

A. Elasticity Estimates

One of the main lessons of our study is that the impacts of tax policies cannot be characterized using a single elasticity, as the diffuse behavioral responses we have documented do not conform to the predictions of neoclassical labor supply models. Nevertheless, to benchmark the responses we document to those identified in the prior literature, we calculate the elasticities that would generate the increases in EITC refunds we observe under a neoclassical intensive-margin labor supply model. Importantly, the elasticities reported below should not be interpreted as structural parameters and cannot be used to forecast the impacts of other tax reforms on earnings behavior. Obtaining such elasticity estimates would require estimating a model that incorporates both intensive and extensive margins as well as the frictions that generate diffuse bunching.\footnote{In a frictionless labor supply model, the increase in EITC refunds would come primarily from a point mass in the wage earnings distribution at the kink points of the EITC schedule. A model that produces the diffuse responses we observe empirically would yield different elasticity estimates.}

Panel A of Table 3 reports elasticity estimates for wage-earners. The first column reports the intensive-margin elasticity that would generate an increase in EITC refunds commensurate to the empirical estimates above. We compute these elasticities as follows. With a standard iso-elastic labor supply function, a frictionless model with elasticity \( \varepsilon \) implies

\[
\log(z + \Delta z) - \log(z) = \varepsilon \cdot \log(1 - \tau)
\]

where \( \tau \) is the actual marginal tax rate an individual faces because of the EITC, \( z \) is the level earnings when the EITC marginal tax rate is perceived to be zero, and \( z + \Delta z \) is earnings when the EITC marginal tax rate is accurately perceived to be \( \tau \).\footnote{For simplicity, this equation assumes that individuals remain on the interior of the budget segment when they increase earnings by \( \Delta z \). Accounting for the kinks in the EITC schedule significantly complicates the calculations and has little impact on the estimated elasticities.} The change in the EITC refund induced by the earnings response is:

\[
\Delta EITC = -\phi_1 \tau_1 \cdot [(1 - \tau_1)^{\varepsilon} - 1] \cdot z_1 - \phi_2 \tau_2 \cdot [(1 - \tau_2)^{\varepsilon} - 1] \cdot z_2
\]

where \( \tau_1 = 34 \) percent and \( \tau_2 = 16 \) percent denote the phase-in and phase-out tax rates, \( \phi_1 = 17.8 \) percent and \( \phi_2 = 23.4 \) percent denote the fraction of wage earners with non-zero earnings in the phase-in and phase-out regions in the year after birth in
our child birth sample, and $z_1 = $5,725 and $z_2 = $23,217 denote the mean earnings levels for wage earners in the phase-in and phase-out regions.\footnote{When calculating $\phi_1$, $\phi_2$, $z_1$, and $z_2$, we assume that those in the bottom half of the plateau region are in the phase-in and those in the upper half of the plateau are in the phase-out for simplicity. In addition, we restrict attention to individuals with positive earnings because (6) assumes that all behavioral responses come from intensive-margin changes. Since part of the change in EITC refunds $\Delta EITC$ is due to extensive margin responses, these elasticity calculations should again only be interpreted as the elasticities one would need in a pure intensive margin model to match the observed change in $\Delta EITC$.}

We calculate the impact of the EITC on refund amounts $\Delta EITC$ under our maintained assumption that individuals in the bottom decile of the sharp bunching distribution have no knowledge about the EITC. Recall that in Figure 8b, the mean impact of obtaining EITC eligibility after child birth in the sample as a whole is $48.3$ larger than in the bottom-decile neighborhoods. 10.8 percent of individuals are self-employed in this sample. As in our model, we assume that these self-employed individuals do not change their real wage earnings, as adjusting self-employment income is less costly. Therefore, the impact of the EITC on the treated (i.e., the wage earners) is $\Delta EITC = 48.3/(1 - .108) = 54.1$. Substituting this value into (6) and solving for $\varepsilon$ yields $\varepsilon = 0.21$ (Table 3, Column 1, Row 1).

This estimate of $\varepsilon$ assumes that the earnings elasticity is the same in the phase-in and phase-out regions of the schedule. However, as demonstrated in Figure 9a, responses in the phase-in and phase-out regions are quite different in magnitude. We estimate separate phase-in and phase-out region elasticities using the formulas

\[
\Delta \text{Phase-in EITC} = -\phi_1 \cdot \tau_1 \cdot [(1 - \tau_1)^{c_1} - 1] \cdot z_1 \\
\Delta \text{Phase-out EITC} = -\phi_2 \cdot \tau_2 \cdot [(1 - \tau_2)^{c_2} - 1] \cdot z_2
\]

We compute the changes in EITC amounts by comparing mean changes in the simulated credits to changes for individuals in the bottom decile in Figure 9a. The resulting estimates, reported in Columns 2 and 3 of Table 3, are a phase-in elasticity of 0.31 and a phase-out elasticity of 0.14. These estimates confirm that the EITC induces significantly greater earnings increases in the phase-in region than earnings reductions in the phase-out region.

Finally, in Column 4 of Table 3, we report estimates of extensive-margin elasticities. We define the participation tax rate $\tau_{ext}$ as the mean EITC refund as a percentage of mean income conditional on working. As above, we calculate the impact of the EITC on participation rates as the mean change around child birth minus the change for individuals in bottom-decile neighborhoods in Figure 9b. We define $\hat{\varepsilon}_{ext}$ as the log change in participation rates induced by the EITC (starting from the sample mean) divided by the log change in the net-of-participation-tax rate. This yields an estimate of $\hat{\varepsilon}_{ext} = 0.19$. Note that the EITC has smaller effects on average tax rates than marginal tax rates: the participation tax rate changes by 13 percent on average in our sample, whereas the phase-in subsidy rate is nearly three times larger (34 percent). This is why extensive-margin responses account for only 22 percent of the overall increase in EITC refunds even though the intensive and extensive margin elasticity estimates are roughly comparable in magnitude.
The preceding elasticities apply to the country as a whole given the average level of knowledge about the EITC schedule between 2000 and 2005. In row 2 of Table 3, we report elasticities for areas in the top decile of sharp bunching $b_d$, i.e. the areas with the highest levels of knowledge in our sample. We calculate these elasticities using the same method as above, but define the increase in EITC refunds as the change in EITC refund amounts in the top decile relative to the bottom decile in the year of child birth. The elasticities are roughly 2-3 times larger in areas in the top bunching decile relative to the country as whole.

Panel B of Table 3 replicates Panel A including self-employment income. It reports total earnings elasticities, calculated as in Panel A but using total earnings instead of wage earnings. Total earnings elasticities are much larger because self-employed individuals exhibit large responses to the EITC, especially in high bunching areas. The mean earnings elasticity is 0.36 in the U.S. as a whole and 1.06 in the top bunching decile. Even though less than a fifth of EITC claimants are self-employed, they account for a substantial fraction of the increase in EITC refunds via behavioral responses. As discussed above, most of the self-employed response is driven by non-compliance. Reducing non-compliance responses by auditing or more stringent reporting requirements for self-employment income could make the EITC more effective at raising real earnings.

### B. Impacts on the Income Distribution

We measure the impact of the EITC on the earnings distribution by calculating the fraction of wage-earners in our cross-sectional analysis sample below various fractions of the official poverty line (corresponding to the individual’s marital status and number of children). Let $F(\tilde{z})$ be the fraction of individuals below threshold $\tilde{z}$. We estimate the causal impact of the EITC on $F(\tilde{z})$ using our child birth design. Let $t = -1, 0$ denote the years before and of child birth. Let $b_d = 1$ denote ZIP-3-by-birth-year cells in the first decile of the bunching distribution, the no-knowledge control group. The EITC treatment effect is given by the difference-in-differences estimator:

$$
\Delta F(\tilde{z}) = [F(\tilde{z}, t = 0) - F(\tilde{z}, t = -1)] - [F(\tilde{z}, t = 0|b_d = 1) - F(\tilde{z}, t = -1|b_d = 1)]
$$

The first difference is the change in the fraction of individuals below $\tilde{z}$ in the full population; the second is the same difference within neighborhoods in the lowest bunching decile. We estimate the fraction who would have been below $\tilde{z}$ absent the EITC in the full population as $F(\tilde{z}) - \Delta F(\tilde{z})$.

We characterize the impact of the EITC on the average earnings distribution in 2000-5, the period over which we estimate the treatment effect $\Delta F(\tilde{z})$ using our child birth sample. The first row of Table 4 shows our estimate of $F(\tilde{z})$ without the EITC for various multiples of the poverty line. For instance, we estimate that 31.3 percent of wage-earners in our cross-sectional analysis sample – which consists of EITC-eligible households with children – would be below the poverty line without the EITC. In the second row, we add in EITC payments based on the individual’s wage earnings, marital status, and number of dependents. We assume that all eligible households claim their
benefit and hold wage earnings for each household fixed at the same level as in the first row. The difference between the first and second rows thus reflects the mechanical effect of EITC payments on post-tax incomes. EITC payments shift the income distribution upward significantly; the fraction below the poverty line falls to 21.4 percent. As 15 percent of all US households with children are EITC eligible, the EITC reduces overall poverty rates in the population by approximately 1.5 percentage points. The third row reports statistics for the observed post-EITC income distribution in the aggregate economy. This row incorporates behavioral responses to the EITC on top of the mechanical effects in the second row. Behavioral responses to the EITC further increase incomes at the lowest levels, as workers respond to the marginal subsidy on the phase-in. Taking behavioral responses into account, the fraction below the poverty line with the EITC is 21.0 percent.

In the last row of Table 4, we consider the effect of increasing knowledge of the EITC everywhere to the level observed in the highest bunching decile. This row asks, “How would the EITC affect the US earnings distribution if knowledge about the schedule were at the level in the highest bunching decile?” We estimate this effect by recalculating (7), replacing the first term with the CDFs in the top bunching decile instead of the full sample. We then add this causal effect back to the counterfactual distribution calculated in the first row of Table 4 and recompute EITC refund amounts. The increased knowledge would further lower the fraction below the poverty line to 20.2 percent.

Table 4 yields three main lessons. First, the impacts of the EITC on inequality come primarily through its mechanical effects. Second, behavioral responses tend to reinforce the mechanical effects of the EITC in raising incomes of the lowest earning households. For instance, the fraction earning less than half the poverty line – which is near the end of the phase-in region – falls from 13.2 percent to 8.9 percent due to the mechanical transfer and falls further to 8.2 percent because individuals in the phase-in raise their earnings. In contrast, behavioral responses to the disincentive effects of the EITC in the phase-out region of the schedule have smaller impacts: the fraction earning less than 200 percent of the poverty line falls from 77.1 percent to 70.8 percent due to the mechanical effect, but rises to only 71.3 percent when incorporating behavioral responses. Third, the aggregate response to the EITC still comes from a subset of neighborhoods where behavioral responses are quite large. As knowledge about the EITC’s structure continues to spread, the program’s impacts on the aggregate wage earnings distribution are likely to grow.

VI. Conclusion

Research on the impacts of tax policies has confronted two important empirical challenges. First, because federal tax policies often do not vary cross-sectionally, it is difficult to find counterfactuals to estimate causal effects. Second, many individuals respond slowly to tax changes because of inattention and other frictions. This makes it difficult to identify steady-state impacts from short-run changes in behavior around tax reforms. This paper has developed a method of addressing these challenges by using variation in knowledge about the policy to obtain counterfactuals.
We apply this method to characterize the impacts of the EITC on earnings behavior by using the degree of sharp bunching at the refund-maximizing income level by the self-employed as a proxy for local knowledge about the EITC schedule. We find that the EITC has significant impacts on wage earnings decisions, especially in areas with a high density of EITC claimants, where knowledge about the EITC schedule is more widespread. The fact that earnings responses to the EITC remain concentrated within a small set of neighborhoods more than 10 years after it was expanded to its current form shows that the impacts of tax policy depend heavily on factors omitted from neoclassical models. The earnings responses we document come primarily from intensive-margin increases in labor supply by individuals in the phase-in region. As a result, behavioral responses to the EITC reinforce its direct impacts in raising the incomes of low-income families with children.

Our analysis can be extended and generalized in several dimensions. Most directly, one could use the counterfactuals developed here to study the impacts of the EITC on other behaviors, such as family formation or earnings dynamics. One could also use a similar approach to develop proxies for knowledge about other policies. For instance, several studies have documented sharp bunching around the kinks of the Social Security earnings test schedule (e.g., Friedberg 2000, Haider and Loughran 2008). Using spatial variation in such bunching, one may be able to characterize the impacts of Social Security incentives on retirement behavior. More generally, using low-knowledge groups as counterfactuals could help uncover the impacts of many policies whose effects have proven difficult to characterize with traditional research designs.

References


## TABLE 1
Cross-Sectional Correlates of Sharp Bunching

<table>
<thead>
<tr>
<th>Dependent Variable</th>
<th>Self-Employed Sharp Bunching Rate in ZIP-3 (percent)</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>(1)  (2)  (3)  (4)</td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th></th>
<th>(1)</th>
<th>(2)</th>
<th>(3)</th>
<th>(4)</th>
</tr>
</thead>
<tbody>
<tr>
<td>EITC Filer Density in ZIP-3</td>
<td>1.86</td>
<td>1.94</td>
<td>1.92</td>
<td></td>
</tr>
<tr>
<td></td>
<td>(0.05)</td>
<td>(0.06)</td>
<td>(0.22)</td>
<td></td>
</tr>
<tr>
<td>Tax Professional Usage in ZIP-3</td>
<td>1.80</td>
<td>0.77</td>
<td>1.76</td>
<td></td>
</tr>
<tr>
<td></td>
<td>(0.26)</td>
<td>(0.31)</td>
<td>(0.39)</td>
<td></td>
</tr>
<tr>
<td>State EITC Top-Up Rate</td>
<td></td>
<td></td>
<td>-0.009</td>
<td></td>
</tr>
<tr>
<td></td>
<td></td>
<td></td>
<td>(0.006)</td>
<td></td>
</tr>
<tr>
<td>EITC Filer Density in State</td>
<td></td>
<td></td>
<td>1.54</td>
<td></td>
</tr>
<tr>
<td></td>
<td></td>
<td></td>
<td>(0.15)</td>
<td></td>
</tr>
<tr>
<td>Tax Professional Usage in State</td>
<td></td>
<td></td>
<td>0.97</td>
<td></td>
</tr>
<tr>
<td></td>
<td></td>
<td></td>
<td>(0.87)</td>
<td></td>
</tr>
<tr>
<td>State Non-Compliance Rate</td>
<td></td>
<td></td>
<td>-1.63</td>
<td></td>
</tr>
<tr>
<td></td>
<td></td>
<td></td>
<td>(2.66)</td>
<td></td>
</tr>
<tr>
<td>Demographic Controls</td>
<td>x</td>
<td>x</td>
<td>x</td>
<td>x</td>
</tr>
<tr>
<td>State Fixed Effects</td>
<td>x</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>R-squared</td>
<td>0.808</td>
<td>0.844</td>
<td>0.811</td>
<td>0.601</td>
</tr>
<tr>
<td>Number of ZIP-3s</td>
<td>870</td>
<td>870</td>
<td>870</td>
<td>870</td>
</tr>
</tbody>
</table>

Notes: Each column reports estimates from an OLS regression run at the ZIP-3 level. Standard errors are reported in parentheses. Standard errors are clustered by state in columns 3 and 4. The dependent variable in all specifications is sharp bunching in the ZIP-3 in the year 2000. EITC filer density is the number of EITC filers (measured in 1000's) per square mile in the ZIP-3. Tax professional usage is the fraction of EITC filers who use a professional tax preparer in the ZIP-3. State EITC top-up rate is the size of the state EITC top-up as a fraction of the federal EITC; states without a state EITC are coded as zero. State non-compliance rate is the fraction of non-EITC-eligible individuals in a state with a difference between reported and corrected income greater than $1,000; this variable is measured using data from the 2001 IRS National Research Program audit data. In column 4, we define EITC filer density and tax professional usage at the state level to put them on an equal footing with the non-compliance variable, which is only available by state even though it may vary more locally. All four specifications include the following ZIP-3 level demographic controls based on data from the 2000 Census: the percentage of the population that is foreign-born, white, black, Hispanic, Asian, and other race. The regressions in columns 1-3 are weighted by the number of individuals in each ZIP-3 in the cross-sectional analysis sample; the regression in column 4 is weighted by the product of the NRP sample size and the number of individuals in each ZIP-3.
### TABLE 2
Impacts of EITC on Wage Earnings: Regression Estimates from Child Birth Design

<table>
<thead>
<tr>
<th>Dependent Variable:</th>
<th>Simulated EITC Refund</th>
<th>Phase-in vs. Phase-out</th>
<th>Extensive Margin</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>Baseline Specification</td>
<td>Large Firms Only</td>
<td>With ZIP-3 Fixed Effects</td>
</tr>
<tr>
<td>ZIP-3 Self-Emp. Sharp Bunching (percent)</td>
<td>$19.4</td>
<td>$14.4</td>
<td>$34.7</td>
</tr>
<tr>
<td>Bunching (percent)</td>
<td>(1.61)</td>
<td>(1.14)</td>
<td>(3.20)</td>
</tr>
<tr>
<td>ZIP-3 by Post-Birth Fixed Effects</td>
<td>x</td>
<td></td>
<td></td>
</tr>
<tr>
<td>Observations (millions)</td>
<td>29.96</td>
<td>13.20</td>
<td>29.96</td>
</tr>
<tr>
<td>Mean Level of Dep. Var. in Year Before Birth</td>
<td>$1,022</td>
<td>$1,198</td>
<td>$1,022</td>
</tr>
</tbody>
</table>

Notes: All specifications are estimated using the child birth sample, which includes individuals in the core sample who had their first child between 2000 and 2005, using only the year before and the year of child birth. All columns include all individuals (wage earners, self-employed, and non-workers). Each column reports estimates from an OLS regression of an outcome on the level of sharp bunching in the ZIP-3-by-year cell in which the individual gives birth to his or her first child, an indicator for the post-birth year, and an interaction of sharp bunching and the indicator for the post-birth year. The table reports coefficients on the interaction term, which can be interpreted as the impact of a one percentage point increase in sharp bunching on the change in the outcome around child birth. Standard errors, clustered at the ZIP-3-by-birth-year level, are reported in parentheses. In column 1, the dependent variable is the simulated EITC refund. To calculate the simulated EITC refund, we apply the one-child EITC schedule for single filers to total household W-2 earnings, regardless of the household's actual structure and self-employment income. Column 2 replicates column 1, restricting the sample to individuals whose W-2 forms are all issued by firms with 100 or more employees in a given year. Column 3 adds ZIP-3 fixed effects to the specification in column 1. Column 4 replicates column 1 using individuals having 3rd births instead of 1st births (for whom there is no change in EITC in tax years 2000-2005) as a placebo test. The dependent variable in column 4 is again the one-child simulated EITC. Columns 5 and 6 decompose the response into the phase-in and phase-out regions. In columns 5 and 6, the dependent variable is the simulated phase-in credit and the simulated phase-out credit, respectively, which are calculated based on W-2 earnings as defined in the text. The estimates in columns 5 and 6 mechanically sum to the estimate reported in column 1. The dependent variable in column 7 is an indicator for having positive W-2 wage earnings. The dependent variable in column 8 is the number of W-2 forms of the individual parent (not the tax return). The bottom row displays the average level of the dependent variable in the year before birth.
### TABLE 3
Elasticity Estimates Based on Change in EITC Refunds Around Birth of First Child

<table>
<thead>
<tr>
<th>Mean Elasticity</th>
<th>Phase-in Elasticity</th>
<th>Phase-out Elasticity</th>
<th>Extensive Elasticity</th>
</tr>
</thead>
<tbody>
<tr>
<td>(1)</td>
<td>(2)</td>
<td>(3)</td>
<td>(4)</td>
</tr>
</tbody>
</table>

#### A. Wage Earnings

<table>
<thead>
<tr>
<th>Elasticity in U.S. 2000-2005</th>
<th>0.21</th>
<th>0.31</th>
<th>0.14</th>
<th>0.19</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>(0.012)</td>
<td>(0.018)</td>
<td>(0.015)</td>
<td>(0.019)</td>
</tr>
<tr>
<td>Elasticity in top decile ZIP-3s</td>
<td>0.55</td>
<td>0.84</td>
<td>0.29</td>
<td>0.60</td>
</tr>
<tr>
<td></td>
<td>(0.020)</td>
<td>(0.031)</td>
<td>(0.020)</td>
<td>(0.034)</td>
</tr>
</tbody>
</table>

#### B. Total Earnings

<table>
<thead>
<tr>
<th>Elasticity in U.S. 2000-2005</th>
<th>0.36</th>
<th>0.65</th>
<th>0.11</th>
<th>0.36</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>(0.017)</td>
<td>(0.030)</td>
<td>(0.006)</td>
<td>(0.019)</td>
</tr>
<tr>
<td>Elasticity in top decile ZIP-3s</td>
<td>1.06</td>
<td>1.70</td>
<td>0.31</td>
<td>1.06</td>
</tr>
<tr>
<td></td>
<td>(0.029)</td>
<td>(0.047)</td>
<td>(0.010)</td>
<td>(0.040)</td>
</tr>
</tbody>
</table>

Notes: Columns 1-3 of this table report elasticities required to generate the observed change in EITC refunds due to earnings responses in a frictionless intensive-margin labor supply model. Column 4 reports estimates of participation elasticities, defined as the impact of a 1 percent increase in the average tax rate on the fraction of individuals working. All columns use estimates from the child-birth research design, with neighborhoods in the lowest sharp-bunching decile used as a counterfactual for behavior in the absence of the EITC. The first panel reports elasticities using wage earnings responses; the second panel reports elasticities using total earnings responses (including self-employment income). Standard errors are reported in parentheses. In each panel, the first row reports the mean elasticity implied for the U.S. as a whole, while the second row reports the elasticity in the top bunching decile of ZIP-3-by-year cells. Column 1 reports the intensive margin elasticity required to generate the observed increases in total EITC amounts around child birth. Column 2 reports the elasticity in the phase-in range required to generate the observed increases in simulated phase-in EITC amounts. Column 3 reports the elasticity in the phase-out range required to generate the observed increases in the simulated phase-out EITC amounts. The top decile elasticities are calculated to match the increase in EITC amounts around child birth in decile 10 relative to decile 1; the U.S. elasticities are calculated to match the mean increase in EITC amounts in the sample as a whole relative to decile 1. Column 4 reports estimates of the log change in employment rates divided by the log change in average tax rates. See the text for additional details on the calculation of these elasticities.
### TABLE 4
Impact of EITC on Wage Earnings Distribution of EITC-Eligible Households

<table>
<thead>
<tr>
<th>Percent of EITC-Eligible Households Below Threshold</th>
<th>(1)</th>
<th>(2)</th>
<th>(3)</th>
<th>(4)</th>
</tr>
</thead>
<tbody>
<tr>
<td>50 Percent of Poverty Line</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>100 Percent of Poverty Line</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>150 Percent of Poverty Line</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>200 Percent of Poverty Line</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>No EITC Counterfactual</td>
<td>13.15%</td>
<td>31.31%</td>
<td>53.81%</td>
<td>77.06%</td>
</tr>
<tr>
<td>EITC with No Behavioral Response</td>
<td>8.92%</td>
<td>21.37%</td>
<td>41.56%</td>
<td>70.82%</td>
</tr>
<tr>
<td>EITC with Avg. Behavioral Response in U.S.</td>
<td>8.16%</td>
<td>21.00%</td>
<td>41.97%</td>
<td>71.29%</td>
</tr>
<tr>
<td>EITC with Top Decile Behavioral Response</td>
<td>6.73%</td>
<td>20.24%</td>
<td>42.56%</td>
<td>72.08%</td>
</tr>
</tbody>
</table>

Notes: This table presents CDF's of wage earnings distributions under various scenarios. Each column reports the CDF of the income distribution of EITC-eligible wage earners with dependents at various thresholds relative to the Federal Poverty Line (FPL). We calculate the FPL for each observation in our sample based on year, marital status and number of children. The first row shows statistics for the counterfactual wage earnings distribution if there were no EITC. To construct this distribution, we first estimate the causal impact of the EITC on wage earnings using the difference-in-differences estimator around child birth discussed in the text. We then subtract this estimate of the causal impact of the EITC from the CDF of the observed unconditional wage earnings distribution in our sample between 2000-2005. The second row recomputes the CDF in the first row after mechanically adding the EITC payments each household would receive based on its characteristics. The third row reports the observed CDF in our sample using the unconditional post-EITC wage earnings distribution. This row incorporates the effects of both mechanical transfers and behavioral responses to the EITC. The fourth row reports the counterfactual net earnings distribution if the level of information increased in all areas to that of neighborhoods in the highest decile of self-employed sharp bunching in our sample. We estimate this effect by recalculating the difference-in-differences estimate of the causal impact of the EITC using the top bunching decile instead of the full sample. We then add this causal effect back to the counterfactual distribution calculated in the first row and recompute EITC refund amounts.
FIGURE 1
Aggregate Earnings Distributions for EITC-Eligible Tax Filers

Notes: Panel A plots the distribution of total earnings for all individuals in our cross-sectional analysis sample in 2008, which includes primary tax filers who report one or more children and have income in the EITC-eligible range. This and all subsequent distributions are histograms with $1,000 bins centered around the first kink of the EITC schedule. Total earnings is the total amount of earnings used to calculate the EITC and is essentially the sum of wage earnings and self-employment income reported on Form 1040. We plot separate distributions for households claiming one child and households claiming two or more children. Panel B repeats Panel A for wage earners, i.e. households who report no self-employment (Schedule C) income in 2008. Each panel also shows the EITC credit schedule for single filers with one and two or more children in 2008 (right scale). The dashed lines depict the income level that maximizes refunds net of other tax liabilities. Married households filing jointly face schedules with the same first kink point, but a plateau region extended by $3,000. In this and all subsequent figures, dollar values are scaled in 2010 real dollars using the IRS inflation adjustment.
FIGURE 2
Self-Employed Sharp Bunching Rates Across Neighborhoods

Notes: This figure plots sharp bunching rates by ZIP-3 in 2008. Self-employed sharp bunching is defined as the fraction of all EITC-eligible households with children in the cross-sectional sample whose total income falls within $500 of the first kink point and who have non-zero self-employment income. We divide the observations into deciles within the 2008 cross-sectional sample. Each decile is assigned a different color on the map, with darker shades representing higher levels of sharp bunching.
FIGURE 3
Impact of Moving to Neighborhoods with Lower vs. Higher Sharp Bunching

Notes: This figure is drawn using the movers sample, which includes all individuals in our core sample who move across ZIP-3s in any year between 2000 and 2005. If an individual moves more than once, we use only the first move. We define event time as the calendar year minus the year of the move, so year 0 is the year in which the individual moves. To construct the figure, we first define the degree of bunching for prior residents of ZIP-3 c in year t as the sharp bunching rate for individuals in the cross-sectional analysis sample living in ZIP-3 c in year t – 1. For Panel A, we then divide the ZIP-3-by-year cells into ten deciles of prior residents’ bunching rates by splitting the individual-level observations in the movers sample into ten equal-sized groups. Panel A plots an event study of self-employed sharp bunching among individuals who move from ZIP-3-by-year cells in the 5th decile to cells in the 1st, 5th, and 10th deciles. We include only individual-year observations in which the mover has one or more children and has total earnings in the EITC-eligible range. The coefficients and standard errors are estimated using difference-in-differences regression specifications comparing changes from year -1 to 0 for movers to the 10th or 1st deciles with changes for those moving to the 5th decile. See text for details. Standard errors are clustered at the ZIP-3-by-year of move level. Panel B plots changes in EITC refund amounts from the year before the move (event year -1) to the year after the move (event year 0) vs. changes in the level of residents’ sharp bunching across the old and new ZIP-3s. We define the change in ZIP-3 sharp bunching as the difference between bunching of prior residents of the ZIP-3 where the mover lives before the move and bunching in the ZIP-3 where the mover lives after the move. We group individuals into 0.05 percent-wide bins on changes in sharp bunching and then plot the means of the change in average EITC refund within each bin. The solid lines represent best-fit linear regressions estimated on the microdata separately for observations above and below 0. The estimated slopes are reported next to each line along with standard errors clustered by bin.
FIGURE 4
Impacts of Child Birth on Reported Self-Employment Income

Notes: These figures are drawn using the child birth sample, which includes individuals from the core sample who give birth to their first child between 2000 and 2005. We classify individuals into deciles of sharp bunching based on the level of sharp bunching for residents of the ZIP-3 they inhabit in the year in which they have a child. Panel A includes only individuals with non-zero self employment income and plots the distribution of total earnings in the year before child birth for individuals in the lowest bunching decile, the distribution in the year of child birth for individuals in the lowest bunching decile, and the distribution in the year of child birth for individuals in the highest bunching decile. To simplify the figure, we omit a plot of pre-birth earnings for individuals in the highest bunching decile, since the distribution is similar to that of the lowest bunching decile, and in particular does not exhibit any sharp bunching around the first kink of the EITC schedule. Panel B plots an event study of the fraction of individuals in the child birth sample reporting non-zero self-employment income around child birth for individuals giving birth in 1st, 5th, and 10th decile ZIP-3s.
FIGURE 5
Wage Earnings Distributions in Lowest vs. Highest Bunching Deciles

Notes: This figure plots W-2 wage earnings distributions for households without self-employment income using data from the cross-sectional sample from 1999-2009. The series in triangles includes individuals in ZIP-3-by-year cells in the highest self-employed sharp bunching decile, while the series in circles includes individuals in the lowest sharp bunching decile. Self-employed sharp bunching is defined as the percentage of EITC claimants with children in the ZIP-3-by-year cell who report total earnings within $500 of the first EITC kink and have non-zero self-employment income. We divide the observations in the pooled dataset covering 1999-2008 into deciles of sharp bunching, so that the decile cut points remain fixed across years. Panel A plots the distribution for households with one child; panel B plots the distribution for households with two or more children in 1999-2008 and exactly two children in 2009. In each panel we compute the mean EITC refund for individuals in the highest and lowest deciles of sharp bunching, and report the difference between the two groups with standard errors clustered at the ZIP-3-by-birth-year level. The figures also show the relevant EITC schedule for single households in each panel (right scale); the schedule for married households has the same first kink point but has a plateau that is extended by an amount ranging from $1,000 in 2002 to $5,000 in 2009.
Notes: These figures are drawn using the child birth sample, which includes individuals from the core sample who give birth to their first child between 2000 and 2005. We classify individuals into deciles of sharp bunching based on the level of sharp bunching for residents of the ZIP-3 they inhabit in the year in which they have a child. The figures only include wage-earners (those with no self-employment income) with positive W-2 earnings. Panel A plots W-2 wage earnings distributions in the year before child birth for individuals giving birth in ZIP-3-by-year cells in the 1st, 5th, and 10th deciles. Panel B replicates these distributions for the year of child birth. The dashed lines demarcate the beginning and end of the refund-maximizing plateau region of the EITC schedule for a single individuals with one child.
FIGURE 7
Event Study of Simulated EITC Around Birth of First Child

Notes: This figure plots an event study of the simulated EITC refund for wage earners around the year in which they have their first child. To calculate the simulated credit, we apply the one-child EITC schedule for single filers to total household W-2 earnings, regardless of the household’s actual structure. The figure plots mean simulated credit amounts by event year for the exactly the same three groups as in Figure 6. For scaling purposes, we normalize the level of each series at the mean simulated credit in $t = -4$; that is, we subtract the decile-specific mean in $t = -4$ and add back the mean simulated EITC across the three deciles in $t = -4$ to all observations. The coefficient compares changes in the simulated credit amount from year -1 to 0 across the highest and lowest bunching deciles, estimated using a difference-in-differences regression specification as in equation (5) in the text. The standard error, reported in parentheses, is clustered at the ZIP-3-by-birth-year level. See the notes to Figure 6 for sample and bunching decile definitions.
FIGURE 8
Changes in EITC Refund Amounts Around Child Birth vs. Sharp Bunching Rates

Notes: These figures plot changes in simulated EITC refund from the year before to the year of child birth (year -1 to year 0 in Figure 7) vs. the self-employed sharp bunching rate in the individual’s ZIP-3 in the year of birth. Panel A includes only individuals in the child birth sample without self-employment income; Panel B includes all individuals in the child birth sample. In both panels we apply the one-child EITC schedule for single filers to total household W-2 earnings, regardless of the household’s actual structure and self-employment income, to calculate the simulated credit. The series in circles plots changes in simulated one-child EITC around the birth of the first child; the series in triangles plots changes in simulated one-child EITC around the birth of the third child. To construct the “0 to 1 Child” series, we split the observations with first births into twenty equal-sized bins based on the degree of self-employed sharp bunching in the individual’s ZIP-3-by-birth-year cell. Within each bin, we then calculate the mean change in simulated EITC from the year before to the year of the birth and plot this mean change against the sharp bunching rate. The “2 to 3 Child” series repeats this procedure for all third births (i.e., where the individual claimed two children the year before), once again using the one-child EITC schedule for single filers to calculate the simulated EITC credit. We estimate the best-fit lines and slopes using an OLS regression of the change in simulated credit on sharp bunching in the individual data, with standard errors clustered at the ZIP-3-by-birth-year level. See the notes to Figure 6 for further details on the child birth sample.
FIGURE 9
Phase-In, Phase-Out, and Extensive Margin Responses

Notes: This figure decomposes the EITC response to the birth of a first child into the phase-in, phase-out and extensive margin responses. To do so, we replicate the “0 to 1 Child” series in Figure 8b, replacing the simulated EITC variable with other measures. Panel A distinguishes phase-in and phase-out responses. To calculate the phase-in response, we calculate the simulated credit using the simulated phase-in credit defined in the text instead of the actual EITC schedule. For the phase-out response, we use the simulated phase-out credit instead. Panel B replaces the simulated EITC schedule with an indicator for positive W-2 wage earnings. We translate the extensive margin impact to an implied effect on EITC amounts by assuming that new workers earn the average EITC refund conditional on working in our sample ($1,075). The right scale in Panel B is chosen to match the scale of Panel A so that the size of the extensive margin response is scaled in the same units. The best-fit lines and standard errors are estimated as in Figure 8.