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Abstract

The field of nanopore research has been driven by the need to inexpensively and rapidly sequence
DNA. In order to help realize this goal, this thesis describes the PoreSeq algorithm that identifies
and corrects errors in real-world nanopore sequencing data and improves the accuracy of de novo
genome assembly with increasing coverage depth. The approach relies on modeling the possible
sources of uncertainty that occur as DNA advances through the nanopore and then using this
model to find the sequence that best explains multiple reads of the same region of DNA. PoreSeq
increases nanopore sequencing read accuracy of M13 bacteriophage DNA from 85% to 99% at 100X
coverage. We also use the algorithm to assemble E. coli with 30X coverage and the λ genome at a
range of coverages from 3X to 50X. Additionally, we classify sequence variants at an order of magni-
tude lower coverage than is possible with existing methods.

This thesis also reports preliminary progress towards controlling the motion of DNA using two
nanopores instead of one. The speed at which the DNA travels through the nanopore needs to
be carefully controlled to facilitate the detection of individual bases. A second nanopore in close
proximity to the first could be used to slow or stop the motion of the DNA in order to enable a
more accurate readout.

The fabrication process for a new pyramidal nanopore geometry was developed in order to facili-
tate the positioning of the nanopores. This thesis demonstrates that two of them can be placed close
enough to interact with a single molecule of DNA, which is a prerequisite for being able to use the
driving force of the pores to exert fine control over the motion of the DNA.

Another strategy for reading the DNA is to trap it completely with one pore and to move the
second nanopore instead. To that end, this thesis also shows that a single strand of immobilized
DNA can be captured in a scanning nanopore and examined for a full hour, with data from many
scans at many different voltages obtained in order to detect a bound protein placed partway along
the molecule.
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1
Nanopores as Single-Molecule Sensors

This thesis may initially appear to be composed of two disparate halves, but they both ultimately

seek to improve the technology of nanopore sequencing. In the first, a review of the present state of

nanopore sequencing is provided, followed by the description of an algorithm that uses overlapping

nanopore reads from a commercial nanopore sequencer to boost the accuracy of actual sequencing

data from 85% to over 99%. In the second, a solid state nanopore platform is described that can be

accurately positioned to detect molecules as well as scan over long strands of DNA repeatedly in
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order to sense bound proteins. These results are both important steps towards faster and cheaper

nanopore sequencing, in the near and more distant future.

1.1 What is a nanopore?

Before launching into a detailed discussion of sensitivity and sequencing, it is worth defining the

term “nanopore” as it is used throughout this thesis. For our purposes, a nanopore is a single hole

in a thin membrane that separates two reservoirs of conductive solution. These membranes and

pores are sometimes biological, made of lipid bilayers and proteins respectively; other times they are

holes in solid state materials such as silicon oxide, silicon nitride, or even graphene (Fig. 1.1). Note in

particular the size difference between the narrowest part of protein pores compared to that of silicon

nitride pores - for many experiments, an entire molecule of α-Hemolysin could fit through a solid

state nanopore! While it is possible to fabricate much smaller solid state nanopores, they are often

difficult to make and much less stable in solution (an exception is graphene, which is outside the

scope of this thesis).

1.2 Detecting molecules with nanopores

Many other nanoscale pores exist, such as pulled pipette tips and nanoporous materials like alumina.

However, we limit ourselves to considering only those nanopores that are capable of sensing single

molecules of DNA.

When a bias voltage is applied to the two sides of a nanopore, it sets up a current that is forced

to flow through the nanopore itself (Fig. 1.2). As a result, the conductance is extremely sensitive

to local changes in and immediately surrounding the nanopore. In particular, the presence of a

molecule in the pore will exclude some of the charge carrying ions and thus result in a drop in the

conductance, which is detected as a drop in the through-pore current (assuming a constant volt-
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Figure 1.1: The biological nanopores α-Hemolysin and MspA are shown on the le , embedded in lipid membranes.
No ce that both pores have characteris c outer dimensions of around 10nm and narrowest constric ons of approx-
imately 1.2nm, the diameter of single-stranded DNA. On the right, a cross-sec on view of a TEM-drilled solid-state
nanopore is shown, drilled in silicon nitride and reproduced with permission from Kuan et al1. Note that the through-
pore TEM image (inset) shows that the inner diameter of the nitride pore is significantly larger than those of the
biological pores.

age). Of course, the probability of a larger molecule randomly entering the pore can be quite low. If

the molecule itself is charged, however, the electrophoretic force set up by the current is capable of

capturing molecules from long distances and driving them through the pore.

The detection of single DNA molecules with nanopores was first demonstrated by Kasianowicz

et al. in 19962 using the α-Hemolysin protein, and in solid state pores soon after by Li et al3 with

a silicon nitride pore. Because the phosphoribose backbone of DNA is negatively charged in solu-

tion, it can be driven through the narrow constriction towards the positive electrode, and its transit

through the nanopore is referred to as “translocation”. During this time, the current through the

pore is temporarily reduced and is visible as a short blockage in the current (Fig. 1.2).

In both cases the current blockage of the molecules yielded little insight beyond their mere pres-

ence and a handful of bulk properties, such as discriminating between length or the different ho-

mopolymers, and it quickly became apparent that new techniques would be needed to extract more

information from each individual molecule.
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Figure 1.2: Panel (a) shows the setup of a typical nanopore experiment, with electroly c solu on on both sides sep-
arated by a silicon nitride membrane. A voltage is applied using the electrodes and the current is measured to give
the current trace illustrated in panel (b). As a DNA molecule is electrophore cally drawn from one side to the other,
the current drops due to the exclusion of conduc ng ions from the pore by the DNA molecule. Panel (c) shows what
an ideal signal from single-stranded DNA through a small pore might look like, where each base corresponds to a
different current.

1.3 Applications of nanopores

Much of the interest in nanopores as sensors has been motivated by their potential as compact DNA

sequencers. As illustrated in Fig. 1.2c, if the dimensions of the nanopore are comparable to a single

base of DNA, the conductance of the pore could largely be the function of that base. If the different

bases of DNA (ACGT - adenine, cytosine, guanine, and thymine) result in different conductances,

the DNA could be sequenced simply by passing it through the nanopore and monitoring the elec-

tronic current. The ability to read single molecules of DNA simply using a current amplifier is a

huge advance over previously existing sequencing technologies.

One of the main challenges in reading DNA with sufficient resolution, however, is the high speed

at which the molecule is driven through the pore. In solid state pores, a fragment of DNA that is

10,000 bases long (about 3.4 µm) takes around 400 µs to travel through the pore under typical con-

ditions, or a mere 40 nanoseconds per each base pair. The total blockage current of such a molecule

is around 100 pA, so the total signal blocked by each basepair is approximately 25 ions, orders of

magnitude too low for any meaningful signal. Even in biological pores where the translocation
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rate can be 1 µs/base or slower2, an amplifier capable of 1MHz bandwidth with few-pA sensitiv-

ity would be needed. These numbers highlight the need for controlling the motion of DNA during

translocation.

Despite these challenges, biological pores have recently been successfully used in a commercial

nanopore sequencing platform. This technology and the research leading up to it is expanded on in

chapter 2. Briefly, a motor protein that binds to the DNA and steps along it a single base at a time is

used as a “ratchet” that slowly feeds the DNA through the pore, with a speed set by the concentra-

tion of adenosine triphosphate (ATP) fuel in solution.

Though the motor protein used to slow the translocation of DNA enables the base-by-base se-

quencing of DNA, it also restricts the type of experiments that can be performed. For example, if

one wishes to detect many different proteins bound to a long piece of double-stranded DNA (ds-

DNA), biological nanopores are wholly unsuitable, both because their constrictions are typically too

narrow and because the motor protein would not function in the presence of bound proteins. In

this case, one might turn to solid state nanopores as detectors and various other mechanical schemes

to slow the translocation of DNA.

In some ways it may seem that biological pores are strictly superior to solid state pores. While

they arguably have an advantage in sensitivity and uniformity, their size cannot be controlled and

the fact that they need to be embedded in a lipid membrane greatly reduces their stability and their

integration with mechanical components. Considering applications beyond just sequencing, we see

that devices made with solid state nanopores can be invaluable in enabling single molecule experi-

ments.
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1.4 Organization of this thesis

As mentioned earlier, this thesis consists of two halves. Chapters 2-4 discuss the state of real-world

nanopore sequencing and an algorithm developed to improve its accuracy, while the remaining

chapters cover the preliminary experiments that investigate novel ways of controlling the DNA mo-

tion. The paper published based on the first half is included in appendix D for the convenience of

the reader.

Chapter 2 introduces the realm of practical nanopore sequencing and describes the current state-

of-the-art technologies that allow massively parallel sequence information to be collected on com-

pact devices. It also goes into the current limitations of this technology and how that translates to

errors in the sequences.

Chapter 3 details the PoreSeq algorithm that was developed to error-correct overlapping nanopore

sequencing reads of a certain region of DNA by using a statistical model of the underlying physical

process.

Chapter 4 shows that running the PoreSeq algorithm on multiple datasets can reliably boost the

accuracy to over 99% and perform genomic variant calling at an even higher accuracy.

Chapter 5 describes pyramidal nanopores, the key development that enabled the experiments in

this thesis to be performed. Their fabrication and use is discussed along with some of the potential

limitations.

Chapter 6 covers the various components of the scanning nanopore setup, including positioning

and feedback, data acquisition, and analysis software. These are discussed in detail, as they largely

determine the possible range of experiments that can be performed with such a setup.

Chapter 7 presents an experimental verification that two pyramid nanopores can be brought into

sufficiently close proximity that individual DNA molecules can be seen transolcating through both

pores in sequence, pushing the apparatus to its limits.
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Chapter 8 is the second experiment performed with pyramid nanopores, where a single nanopore

is used to scan repeatedly over tethered molecules of DNA with a bound protein along the length.

The results are discussed in the context of the theory of stretching double stranded DNA.
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2
The State of Nanopore Sequencing

Initially proposed two decades ago2, commercial nanopore sequencing is now becoming compet-

itive with other next-generation DNA sequencing technologies. This chapter covers some of the

advances in academia and industry that have made this technology possible and the details of the

data that one can expect to obtain. A hidden Markov model for the ionic current data is presented

that can be used to extract sequence information, and the sources of the remaining errors in the data

are discussed.
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2.1 Real-world nanopore sequencing

The technological feats required to make nanopore sequencing a reality can broadly be divided into

two parts: slowing and controlling the motion of the DNA, and developing a pore sensitive enough

to detect contributions from individual bases of DNA. In the following few chapters, “nanopore” is

assumed to refer to biological nanopores, since solid state pores have not yet been shown to possess

the necessary discrimination and uniformity for sequencing.

As discussed in the introduction, the unimpeded electrophoretic translocation of DNA is much

too fast for single bases to be distinguished. Furthermore, the variability in the translocation speed

and the thermal fluctuations would increase the noise well past an acceptable level without some

form of ratchet or clamp4. In early experiments, DNA hairpins were used to study the nanopore

behavior when the DNA is held fixed5, but this approach does not allow the strand to advance.

It turns out that the best means of controlling DNA motion base-by-base is to use a processive

enzyme that been engineered by evolution to do just that (Fig. 2.1). The first demonstration was

with the φ29 DNA polymerase6 and it has since been shown with a helicase as well7. In this way, the

DNA can be fed through the pore one base at a time and the speed of the enzyme can be adjusted by

changing the concentration of ATP or dNTP fuel. This allows the bases to reside in the pore for a

long enough time to average over both the noise in the ionic current and the thermal fluctuations.

In this way, abasic residues (bases with the nucleotide removed) were detected passing through an α-

Hemolysin nanopore one by one as early as 20106, and could be controlled forwards and backwards

by 20128.

Most of the early research on biological nanopores was done with the porin α-Hemolysin, a hep-

tameric protein released by the Staphylococc aure bacterium that plays a key role in pneumo-

nia infections (unsurprisingly, human cells do not like to be punctured). The barrel of the pore is

quite long, however, and can accommodate as many as 12 bases in the sensitive region. The block-
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Figure 2.1: Illustra on of the DNA-enzyme complex captured in a nanopore (le ). The base-by-base processive
behavior of the ATP-fueled ratche ng enzyme leads to the depicted ionic currents (right) which are discre zed to
facilitate subsequent analysis (red line).

age signal from all of these bases is then mixed, becoming a very difficult convolutional problem to

solve. It wasn’t until 2008 that a mutant of the porin MspA was shown to be able to detect single

molecules9, but with a much shorter and narrower sensitive region than α-Hemolysin. This advance

was quickly combined with processive enzymes to demonstrate the feasibility of sequencing natural,

unmodified DNA with a clearly visible current signal10, giving a signal much like that shown in Fig.

2.1b.

Since then, researchers have gone on to read long stretches of genomic DNA with a quantifiable

accuracy11 and discriminate between different methylated and otherwise modified bases of DNA12.

In the meantime, however, commercial nanopore sequencers appeared and have since dominated

the nanopore field for sequencing-specific applications.

2.2 Oxford Nanopore’s MinION sequencer

Oxford Nanopore Technologies was founded in 2005 as a spinoff company based on Hagan Bayley’s

research with nanopores. The company spent many years developing nanopore sequencing tech-
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nology in secret before the first devices became available to researchers in 201413. Since then, over 50

papers have been published by scientists around the world, mainly on viral and bacterial genomes

with only a few localized human genome experiments14.

The MinION sequencer is an impressive technical achievement, and not just because of the

nanopores themselves. Much of the research was spent developing a shelf-stable polymer mem-

brane with nanopores already embedded that can be shipped from the United Kingdom all over the

world. Each of these disposable flowcells are good for around 48 hours of continuous use, during

which they use all 2,048 of their nanopores in parallel to collect anywhere from tens to hundreds of

megabases of DNA in a single run. This is enough data to sequence microorganismal genomes15,16,

typically up to tens of megabases in length, but falls well short of the three billion base pairs in a

human.

One of the main advantages of the MinION sequencer is its ability to generate contiguous reads

that are tens of kilobases in length, which is about 100x longer than Illumina sequencers and 10x

longer than Pacific Biosciences, Oxford’s main single-molecule sequencing competitor. The only

thing that limits nanopore read length is the increased chance of accidentally shearing long molecules

of DNA in solution.

The weakness of the MinION sequencer is the reduced accuracy of each read, which typically

falls around 85% (shown in Fig. 2.2). When compared to 300-base Illumina reads that are over 99%

accurate, this seems like a very poor number indeed. However, such short reads can be difficult to

assemble into a single contiguous genome, so by combining short and accurate reads with noisy long

reads, researchers have been able to assemble difficult genomes with lower redundancy and higher

accuracy16,17. In addition, noisy reads can still be useful for studying previously inaccessible genomic

structures such as large-scale repeats14.

The best solution would be of course to improve the accuracy until it is competitive with the best

sequencing technologies. Pacific Biosciences, whose single-molecule reads also suffer from an accu-
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Figure 2.2: Summary analysis of a sequencing run of M13mp18 on an Oxford MinION device demonstra ng the
available depth of coverage at moderate accuracy. Each data point represents an en re M13 molecule.

racy of only 85%, have shown that a low-level model of the data coupled with an error correcting

algorithm can boost the accuracy of sequencing to over 99% when multiple overlapping reads are

available18. To do something similar for nanopore sequencing, a more thorough understanding of

the origins of the errors are needed.

2.3 Nanopore sequencing in detail

The sequencing setup used by Oxford Nanopore Technologies is similar to that shown in Fig.

2.1, but with a proprietary nanopore that is likely far more sensitive than α-Hemolysin. Note in

particular that there is a hairpin attached to the end of the double strand, so once the helicase has

traveled to the end of the double strand it loops around and moves along the other complemen-

tary single-stranded region (in the 5′ to 3′ direction). In this way, both the template strand and the

complement can be sequenced to get redundant information in two different forms (for example,

ATTTGCA and TAAACGT) - this will be important later.

The sources of errors in nanopore sequencing can broadly be described by the same two factors
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Figure 2.3: a) A plot of the mean currents and standard devia ons of the 1024 dis nct 5-mer sequences sorted
by mean current, with the full Gaussian distribu ons of a few example 5-mers shown in blue. b) Depic on of the
alignment issues caused by possible detec on errors in mul ple reads (grey) against the expected ideal current levels
(black), including missed levels (red) and extra levels (green).

as the main technical challenges described earlier, the motion of the DNA and the sensitivity of

the pore. It turns out that the latter plays a much more significant role: the dominant source of

error in nanopore sequencing is the simultaneous influence of multiple adjacent nucleotides on the

ionic current signal. Up to 5 bases have been shown to influence the instantaneous current even

in extremely sensitive nanopores10,19. As a result, the number of distinct current levels can increase

from 4 (from A,C,G, or T) to as many as 1024 (from AAAAA, AAAAT, etc.), thereby decreasing

the signal-to-noise ratio for base determination - this is shown in Fig. 2.3a. This makes it clear that

a single current level is insufficient to determine a single base or 5-mer, making it necessary to use

more sophisticated analyses capable of using the information from multiple consecutive levels.

The first processing step when the data is collected is to put it through a discretization process
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that takes each densely sampled set of points at a single level and fits a line with a mean, duration,

and variance (Fig. 2.1b, blue and red lines). The sampling rate is typically around 5 kHz and the en-

zyme speed is 30 bases/sec, meaning there are on average 150 data points per each constant current

level.

This process is complicated by the stochastic behavior of the DNA molecule, the enzyme, and

the nanopore complex, which can lead to both missing and additional current levels (Fig. 2.3b).

Enzymes can randomly ratchet the DNA through the pore too quickly to be electronically detected,

and, as a result, the discretized form of the data (Fig. 2.1b, red line) will have that particular level

omitted. Fluctuations or conformational changes can also lead to sudden jumps in conductance

that can easily be mistaken for the signal produced by DNA advancing through the nanopore, even

though the enzyme stays clamped on the same base. Furthermore, certain enzymes even exhibit

random backwards motion8. These confounding factors mean that a large number of possible DNA

sequences could produce the observed current levels, making the true sequence difficult to obtain.

The random insertion and deletion of current levels relative to the sequence necessitates the use

of some sort of alignment algorithm to produce plots such as those in Fig. 2.3b. The next two sec-

tions detail one possible approach to this problem and its limitations, and the next chapters discuss

the algorithm developed to address these limitations.

2.4 Hidden Markov Models for nanopore data

In order to reason about the underlying DNA sequence in the face of such uncertainty in the mea-

sured data, we first need a model that can accurately describe the connection between a particular

sequence and the data collected.

Suppose we are given a series of ionic current levels that correspond to some unknown sequence.

Looking at a single level, we can immediately refer to the known distributions in Fig. 2.3a to figure
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out which possible 5-base sequences (“5-mers”) could have caused that level. For example, if we

see a current of 72 pA, we know it may have been caused by ACGCC, but probably not CGCAC,

as shown in the figure. However, we have additional information: we know that the 5-mer of the

next level must differ from this 5-mer by a 1-base shift. If this 5-mer is ACGCC, the next one must

be of the form CGCC_. So, if this level is 72 pA and the next one is 60 pA, that rules out all of the

5-mers for this level who do not have a following one close to 60 pA. This type of logic would get

complicated quickly, which is why it is worth stating it in a formal manner.

The problem of determining an unknown, or “hidden”, DNA sequence from a series of cur-

rent levels can be modeled well by what is known as a Hidden Markov Model or HMM. The term

“hidden” refers to the fact that the bases cannot be directly observed, but rather just some correlated

quantity (ionic current). A Markov model is a type of model that describes a discrete number of

“states”, and transitions between states, such that the transitions depend only on the current state

and not any past history of the system. The system takes discrete steps, and at each step an obser-

vation (ionic current level) is emitted and the system moves to a new state based on the transition

matrix.

In the context of nanopore sequencing, each possible 5-mer can be considered as a separate

HMM state with observation probabilities defined by the distribution of current levels expected

for that 5-mer (Fig. 2.3a). The standard transition from each 5-mer to the next would be those 5-

mers separated by a single-base shift; when the sequence is not known, any of these transitions are

possible (Fig. 2.4, black). Solving an HMM problem thus means finding the series of states that are

most likely to have yielded the actual observed ionic current levels. This is the HMM presented in

Timp20 and represents the best-case scenario for nanopore sequencing.

We can extend the HMM to account for missed bases in the observations by including transitions

not just to the next four states, but to the next 16 states that have only a 3 base overlap, so that e.g.

GCTAT could transition to TATAA, TATAC, … TATTT (Fig. 2.4, red). We can set the probability
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Figure 2.4: An illustra on of all of the 5-mer HMM transi ons from a single state (GCTAT), including normal steps
(black), skips (red) and stays (green).
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of this transition to be the physical probability of a skip divided by 16 for the final states (and nor-

malize as appropriate). The HMM can also include null steps (stays) through self-transitions with a

corresponding physically accurate probability (Fig. 2.4, green). In this way the HMM once again has

a one-to-one correspondence between possible states and observed current levels.

2.5 The Viterbi algorithm

The Viterbi algorithm21 is generally used to find the maximum likelihood series of states corre-

sponding to a set of observations given an appropriate Hidden Markov Model. In our case, the se-

ries of states would be given as a series of sequential 5-mers. If we saw the series ACTTG, CTTGT,

TTGTC, TGTCC, we know that these were a result of the sequence ACTTGTCC passing through

the pore, so solving for the HMM states is analogous to finding the actual DNA sequence.

Briefly, the Viterbi algorithm is a standard dynamic programming22 algorithm that relies on treat-

ing the problem as a composition of sub-problems, very similar to what mathematicians would call

proof by induction. Suppose we already know the maximum likelihood series of states that end on

each state si for i = 1...45 at step t − 1. So, for example, if we end on state ACTTG at t − 1, there

would be a different “best series” than if we landed on TGACC. Then, for a particular state at step t,

we look at the likelihoods of all of the states we might have transitioned from at t − 1 and keep the

one that is the highest to get the overall maximum likelihood series to get to state sj at step t, repeat-

ing this for all j. We have thus completed the inductive step of finding all of the maximum likelihood

series at t given those at t − 1; we can continue this process for all of the observed current levels, and

at the end we pick the series of states that had the highest total likelihood.

For more details about the Viterbi algorithm, the reader is referred to many excellent online ex-

planations and to the original paper21.
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2.6 Using multiple reads

In order to improve the accuracy beyond what a single-read Viterbi algorithm can accomplish (around

70%), we would like to use more data - for example, to make use of both the template and comple-

ment strands to get the sequence of a single molecule. However, this approach becomes difficult

with the Viterbi algorithm and dynamic programming in general, as they do not scale well with di-

mension. The Viterbi algorithm needs to have one dimension for the current 5-mer (of size 1024),

and one dimension that denotes the progress through theN observations of a single molecule, filling

in a matrix ofN × 1024. If there is an additional molecule withM observations, the alignment be-

tween the first and second series of observed current levels is not known, so all of the alignments also

need to be solved for. This grows the matrix toM × N × 1024 values, and will continue growing

exponentially for each additional molecule.

For two molecules this so-called “2D Viterbi” approach is still tractable and is used by Oxford

Nanopore to get from 70% accuracy of just the template to the 85% accuracy from single molecules,

combining both the template and complement (Fig. 2.2). The standard Viterbi algorithm has a sin-

gle vector of the 45 per-state likelihoods (length 1024 for 5-mers) for each ofN observations/levels

in the read, where each likelihood is the maximum likelihood of being in that state at that position.

We extend this to anM×Nmatrix with each cell containing 45 likelihoods, whereM andN are the

number of observed levels in the two reads. Each position (i, j, s) in this matrix is the likelihood of

being at position i in read 1, position j in read 2, and in state s, over all the possible alignments and

state sequences taken to get there. In the 1D Viterbi algorithm, the HMM transitions come from

states in the previous position in the read; in the 2D version, these transitions come either from

the previous position in read 1 (up), read 2 (left), or both (diagonal), and the observation/skip/stay

probabilities from both reads are multiplied together. For example, a horizontal step could either

correspond to the sequence stepping (ACTGA → CTGAG) with one strand missing a correspond-
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ing current level, or the sequence staying the same (ACTGA → ACTGA) with the other strand

having an extra current level; the additional probability contribution from these various cases can

be included in a fashion much like the steps described in appendix A. The algorithm otherwise pro-

gresses as expected, backtracking from the maximum likelihood value in the entire matrix to find the

optimal sequence of states. While this could in principle be extended to more than two strands, each

additional strand would add a factor of around 104 to the computational complexity. Even in the

2D case, the matrix is calculated by necessity only for a narrow band along the diagonal.

Other methods such as dynamic time warping11,23 can align many sets of levels to one another

without prior knowledge about the sequence, but in doing so, they sacrifice valuable information

about the sequence-specific behavior (eg. current level distributions) contained in the statistical

model. The alignment of multiple DNA sequences is a related problem in which various iterative

optimization approaches have proven useful24,25; we have shown that the same general class of algo-

rithm can reliably surpass the accuracy of single molecule reads (Fig. 2.2) when the implementation

is tailored appropriately to the task of nanopore sequencing.
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3
The PoreSeq Algorithm

The base-calling algorithm presented in this chapter is designed to accurately determine the de novo

DNA sequence using the discretized ionic current data from an arbitrary number of independent

nanopore reads of the same region of DNA, including partial or reverse complement reads. It does

this by iteratively finding the sequence that maximizes the total observation likelihood for all of the

reads according to the statistical Hidden Markov model, in contrast to the non-iterative dynamic

programming approaches described in the previous chapter.
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3.1 Algorithm overview

Optimizing the sequence in an iterative way requires searching through the vast space of all possible

sequences of a given length - for a ten kilobase fragment, this space contains 410000 or around 106000

candidates. We limit this search to sequences that could plausibly fit the data by repeatedly testing

and making only those local changes that are expected to improve the observation likelihood.

The components of the PoreSeq algorithm are illustrated in Fig. 3.1a. The process starts with a

candidate sequence considered to be an initial best guess for the iterative optimization routine and

a number of observed nanopore reads that cover some of the region over which we are optimizing.

A natural choice for the initial guess is one of the read’s single-molecule sequences computed via ex-

isting Viterbi methods (for example, as provided directly by Oxford Nanopore’s cloud-based service

for the MinION).

The candidate sequence is gradually improved by introducing and testing artificial mutations.

These mutations are drawn from alternate versions of the candidate sequence, generated by a mod-

ified single-molecule Viterbi algorithm that deliberately introduces some randomness (section 3.4).

Although these alternate sequences globally fit the data slightly worse than the best candidate, they

may contain a short region (anywhere from one to dozens of bases) that has a higher sequence-

aligned likelihood in that region compared to the current best candidate (Fig. 3.1a, iii, shaded, and

Fig. 3.2). This stretch of sequence is then locally substituted into the best candidate’s sequence and

the full observation likelihood recalculated.

The locally mutated sequence is kept if its likelihood exceeds that of the current best sequence.

Probabilistic sampling approaches such as the Metropolis-Hastings algorithm or simulated anneal-

ing may help avoid local minima, but in practice we find convergence to be sufficiently rapid that

local minima are not an issue. Once all such mutations have been exhaustively tested, new alter-

nates are generated and the procedure repeats until no more changes are found. This technique
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Figure 3.1: a) A high-level overview of the PoreSeq algorithm. The process starts with mul ple nanopore reads and a
single candidate sequence shown in blue (i). Aligned alternate sequences from which muta ons are drawn are shown
in red with a specific one highlighted (ii). The alternates must be similar enough to the candidate that their sequences
can be aligned, but otherwise vary throughout their full length. The plot contains the aligned local likelihood scores
across all reads (calculated as in panel b) for the candidate and each alternate (iii). Local regions where an alternate’s
likelihood score exceeds the candidate’s are shaded and correspond to a short region where the alternate sequence
is likely more accurate than the best candidate. The alternates’ local sequence from this region is subs tuted into the
best candidate and the full maximum likelihood score is recomputed (iv), at which point the higher-scoring sequence
becomes the new best (v). b) The maximum likelihood over all possible alignments of a single read and sequence
is computed using a Smith-Waterman26-style dynamic programming approach. The values of the matrix elements
are the maximum likelihood over all valid paths to that element while the lightness of the color represents the local
probability of that par cular sequence/current pair according to the sta s cal model. The maximum likelihood score
is the highest value in the whole matrix and the full best alignment can be found by backtracking through the matrix
as illustrated by the arrows. The local probabili es of each aligned read can be mapped back to the sequence and
combined (bo om), at which point they can be compared to the scores from other sequences (panel a, iii).
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makes sequence space optimization feasible by screening for likely mutations and thus avoiding a

prohibitively dense search over all possible sequences.

3.2 Likelihood Calculation

The details of the likelihood calculation are illustrated in Fig. 3.1b. The matrix depicts the align-

ment of a single read with a candidate sequence and yields the maximum likelihood (over all possible

alignments) of observing that read given the sequence.

The calculation of each cell in the matrix proceeds in a similar manner to canonical alignment

algorithms (dynamic time warping23 or Smith-Waterman26): the row and column coordinates of

a single cell represent the indices of the current levels and the bases, respectively, and the value con-

tained in that cell is the maximum likelihood over all possible paths that can be taken to reach that

cell. The cells are filled in using the likelihood values from the surrounding three cells directly above

and to the left, as they correspond to the different possible cases of enzymatic motion according to

the statistical model (for example, a step from the left is a skip, shown in red, as the sequence ad-

vances without a corresponding current level). For more details regarding the specific calculation of

the likelihood values, the reader is directed to Appendix A. The resulting likelihood value of the new

matrix cell is the maximum likelihood out of all of these starting cells multiplied by the probability

of the new sequence/observation pair and the skip/stay probabilities.

At the end of the procedure, the highest likelihood in the entire matrix is then the maximum

likelihood over all alignments, and the best alignment itself can be obtained by tracing the matrix

backwards (shaded blue, arrows) from the maximum. A separate matrix is calculated for each read

and the resulting likelihoods are then multiplied together to get the total observation likelihood; the

computation time hence scales linearly with the coverage depth.
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3.3 Mutation finding

The logarithms of the likelihoods from the alignment matrix are mapped to a sequence using the

procedure described in Fig. 3.1, where the accumulated log-likelihoods from all the events at each

column in the matrix are added together to produce a vector of the same length as the sequence.

This is done for each alternate sequence as well as for the candidate sequence, so that each sequence

has a corresponding vector of log-likelihood values. Each alternate sequence is then aligned with

the candidate using Smith-Waterman, which imposes the constraint that the sequences must have

over 60% identity to have a meaningful alignment. The sequence alignment is used to map each

sequences’ log-likelihood values to the corresponding position in the alignment. The difference

between adjacent positions is then calculated along each sequence to get the change in log-likelihood

(or local probability) associated with each position.

In practice, instead of the clean plot shown in Fig. 3.1a(iii), the aligned log-likelihoods of two se-

quences tend to be noisy, as evidenced by Fig. 3.2a. As a result, the mutation regions are actually

found by subtracting the sequence-aligned local likelihood vectors of the candidate from the al-

ternate, and then calculating the cumulative sum of this difference vector while clamping negative

cumulative sum values to 0. This is very similar to the CUSUM27 algorithm, and the utility of this

approach is made clear in Fig. 3.2b.

Then, any region from a 0 to a peak in the cumulative sum should represent a beneficial muta-

tion (Fig. 3.2b, green shaded), which should increase the overall log-likelihood by approximately the

peak value; the mutation is then pulled out and saved in a list for testing, and that entire contiguous

stretch of the cumulative sum vector is set to 0 (Fig. 3.2b, full shaded region).
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Figure 3.2: Likelihood values plo ed against the posi on (e.g. base) in an example sequence (not shown). a) The local
(differen al) log-likelihood from the candidate and an alternate strand, showing the high degree of noise in the data.
b) The cumula ve sum approach applied to the above data highlights the regions with beneficial muta ons, shown
with green shading.
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3.4 Mutated sequence generation

The forward-backward algorithm is a widely used algorithm for Hidden Markov Models that cal-

culates the posterior probability of being in a particular state for a particular observation over all

possible paths28. Briefly, the forward algorithm calculates the probability of being in an HMM

state (5-mer) Si at observation (current level)Ot given all of the observations up to and including

Ot, while the backwards algorithm gives the same probability for the observations fromOt to the

end. As a result, the product of the two probabilities at a state Si and observationOt gives the overall

(posterior) probability of the hidden state being Si atOt.

To generate randomized sequences that fit the data well, we use the forward algorithm as de-

scribed but replace the backwards probability calculation with a random backtrace through the

sequence of observations. Formally, we define αt(i) as the forward probability of being in state Si

at observationOt, aij as the transition probability from Si → Sj, and bi(Ot) as the probability of

observing current levelOt in state Si. We start the backtrace by randomly drawing a final state Sk

from the normalized forward probabilities at the final observationOT. The backwards step from

observationOt+1 and state Sk then proceeds by drawing the next state at random from the probabil-

ity distribution given by the product of the forward probabilities at observation t and the transition

probabilities to state Sk, written as γt(i) = αt(i)aik (and then normalized). This process repeats

until t = 1, at which point the nucleotide sequence is extracted from the obtained sequence of 5-

mer states. Use of the transition probabilities ensures that only allowed backwards steps are taken.

The degree of randomization is also adjusted by raising the forward probabilities to fractional pow-

ers, e.g. α′
t(i) = (αt(i))0.7, in order to bring the probabilities closer together and hence increase

randomness; the range 0.3 − 0.7 yields identities around 60%-99%.

In order to use this approach on multiple reads, the best alignments between each read’s cur-

rent levels to the candidate sequence are used; reads with a skip at a given base contribute zero levels
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there, while those with stays can contribute multiple, and the average probability is used. This pro-

cess ultimately results in alternate sequences with a range of identities to the candidate, from which

mutations can be drawn using the likelihood alignment procedure illustrated in Fig. 3.2.

3.5 Optimization techniques

Optimizations in both the code and the algorithm are key to the success of PoreSeq; an order of

magnitude increase in runtime would largely render the method untenable. The major improve-

ments are described below.

Each mutation found using the previously-described procedure is tested by generating the corre-

sponding mutant sequence (Fig. 3.1a, iv) and calculating the likelihood score; if the score is greater

than the candidate’s score, the mutant sequence becomes the new best candidate.

There are two straightforward optimizations that can greatly speed up this process, similar to

those noted in Chin et al.18 and illustrated in Fig. 3.3. The first is to calculate the scores only in a

band along the relevant part of the likelihood alignment matrix, as most of the matrix will represent

extremely poor alignments. If the current data were for the full sequence and only the sequence,

we would expect this band to lie on the diagonal; if, however, the first 200 current levels are missing

for some reason, the band will be displaced from the diagonal by a corresponding amount (as in

Fig. 3.3a). As the sequence is subsequently mutated and the matrix recomputed, the band moves to

remain centered on the best previous alignment. An initial alignment is required for the technique

to work, and a simple way to do this is to compute the full matrix once. A more efficient way is to

first align the current levels with the molecule’s own sequence using an on-diagonal band (since the

levels and the sequence cover exactly the same data), and then to use a Smith-Waterman mapping of

the molecule’s sequence to the candidate to transform the current level alignments; for example, if

the first base of the molecule’s own sequence aligns with the 10th detected current level and with the
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Figure 3.3: a) Matrix banding op miza on shown, where the cells are only calculated in the blue band near the previ-
ous or es mated alignment (black line), while the rest of the matrix is implicitly set to 0 (white). b) Forward-backward
op miza on, where the matrix is calculated in both direc ons so that the full alignment score can be calculated from
a single column in both matrices. In order to test a muta on in the orange region, only that handful of columns need
to be recalculated in the forward direc on.

1,600th base in the candidate sequence, the band in the candidate sequence alignment matrix will

start at the 10th current level and the 1,600th base.

The second optimization involves calculating the alignment matrix both in the forward and back-

wards directions using the same likelihood alignment algorithm (Fig. 3.3b), an established technique

for sequence alignments. Any given cell in the forward matrix represents the best total likelihood

score of the alignment from all cells up and to the left, and the same cell in the backwards matrix

represents the best possible likelihood score down and to the right. Hence, the best total likelihood

score passing through that cell is the product of the likelihood scores of the cells in the forwards and

backwards matrices. Then, the best likelihood score can be found by simply testing the total likeli-

hood score of each cell in a single column, since the best alignment has to pass through one of the

cells.

The advantage of this approach appears in mutation testing, where only a small part of the se-

quence changes (Fig. 3.3b, orange). The forward matrix to the left of the mutation remains the
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same, as does the backwards matrix to the right of the mutation. It then becomes sufficient to re-

compute the columns in the forward direction from just before the start of the mutation to just past

the end of the mutation and then find the best likelihood score by testing that column against the

matching column in the original backwards matrix. If the mutation involves insertions or deletions,

newly-created offsets between the forward and backwards matrices need to be taken into account,

but the computational speedup more than compensates for the increased complexity. In fact, it

is this strategy that enables the code to loop through and test every possible single-base mutation,

taking only a few milliseconds to test a simple mutation for each strand. This reduces the total com-

putation by a factor of around 104 when testing many short mutations.

3.6 Execution time

At the time of writing, running PoreSeq takes around 2 minutes to error-correct a 1 kb region at

10X coverage, meaning that it can take tens of hours on a single CPU to error-correct all fragments

before assembling λDNA. In the case of a larger genome such as E. coli containing thousands of

fragments, when all of the fragments are error-corrected using all of the other fragments, this can

take a considerable amount of time (many thousands of CPU-hours).

If the coverage is sufficient, however, it is more efficient to assemble without doing PoreSeq er-

ror correction first. PoreSeq can then be used to align and refine the resulting assembly as described

above. Additionally, if only a specific region of the genome is desired, PoreSeq can simply error cor-

rect that region, greatly reducing the time required.

The code can be found at https://github.com/tszalay/poreseq along with documentation and

example usage.
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4
Error Correction and Variant Calling

Results

In this chapter, we show that the PoreSeq algorithm is capable of using overlapping nanopore reads

to improve the accuracy of nanopore sequencing from 85% to over 99% for the λ-phage and M13

bacteriophage genomes. It is also used to perform fully de novo assembly and error correction of the

full 4.8 megabase E. coli genome, even with lower quality data. We also demonstrate its extreme sen-
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sitivity when discriminating between known sequence variants. The results and figures are adapted

from published work, where additional information can be found29.

4.1 Genome Sequencing and Analysis

We use PoreSeq to obtain de novo sequence information using MinION nanopore data (Fig. 4.1).

The data are taken from M13mp18 digested by EcoRI, yielding identical double-stranded fragments

7,249 bases long, as well as from λ-phage DNA sheared to approximately 8 kb fragments and from a

published E. coli data set15.

After preparing the molecules as recommended by Oxford Nanopore procedures, we ran a 24-h

sequencing protocol. The initial sequence analyses were done using Oxford Nanopore Technolo-

gies’ cloud-based Metrichor service, which computed the sequence corresponding to each detected

molecule separately. The models (internally trained on the E. coli genome) used by Oxford to map

5-base sequences to observed current levels were also stored, and these models were used in this work

without modification along with the offsets and scaling provided. We have found that these models

are accurate for almost all 5-mers except for a few where the sequence outside of the 5 bases does in-

fluence the current; more detailed investigation of these phenomena was unfortunately outside the

scope of this work. The additional skip and stay parameters for the model were trained using the re-

sults of a sequencing run of identical 3.6kb fragments of λDNA that ship with the MinION device

for calibration.

For details of all of the above steps in molecule preparation, preliminary analysis, and training,

the reader is directed to the online methods of the publication containing these results29.

We calculate the de novo sequence accuracies of M13mp18 as a function of single-molecule cov-

erage (Fig. 4.1), with each molecule consisting of both a template and complement read. We mea-

sure the minimum and maximum accuracy obtained from trials using different random subsets of
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Figure 4.1: Accuracy results of running our code on nanopore data from M13, λ phage and E. coli DNA to obtain
complete de novo sequences. For M13, error bars indicate the upper and lower bounds for accuracy across 20 ran-
dom subsets at the given coverage. The green line is the result of error correc on and assembly with PBcR using only
the 2D base-called sequences; the yellow line shows the improvement when we correct errors with the raw data.

molecules at the specified coverage. We emphasize that no information about the true sequence was

used, nor any information (for example, statistics or fit parameters) from molecules outside of those

included in a single trial.

We also use PoreSeq in a standard genome assembly pipeline by assembling λDNA from nanopore

reads at a range of coverages and by error-correcting and assembling E. coli from a previously pub-

lished data set15 (Fig. 4.1). Our technique is similar to the Hierarchical Genome Assembly Pipeline18

(HGAP) developed for Pacific Biosciences sequence data, consisting of three stages: fragment er-

ror correction, assembly, and assembled genome refinement. When the existing pipeline is run on

MinION sequence data directly, the accuracy is limited to around 96% (Fig. 4.1, green line); how-

ever, replacing both the existing fragment error correction and refinement stages with our technique

increases the accuracy to 99% (Fig. 4.1, yellow line). Notably, since long sequences are split into

smaller sections for parallel processing, the technique is inherently scalable to larger genomes (see
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Figure 4.2: a) All errors are shown (labeled as percent of total), binned by the base in the de novo sequence from all
trials at 50x coverage against the true base in M13. b) The frac on of all dele ons of a par cular base that are part
of a homopolymer region, defined as 5 or more iden cal con guous bases (top), and the total number of each base
belonging to homopolymer regions in M13 (bo om). Note that the distribu on of homopolymer-related errors in (a)
and (b) is largely a result of the underlying base-specific prevalence of homopolymer regions.

section 3.6 for a discussion of execution time). We show this by running the same pipeline on a pub-

lished E. coli data set from the MinION sequencer15.

We use our algorithm to error-correct sequencing reads and show that fragments can be assem-

bled into a single contiguous genome. When the algorithm is used to error-correct the assembled

sequence a second time, the final accuracy is 98.5% (Fig. 4.1), which we would expect to improve

further if more recent MinION data were used as a result of changes to both the chemistry and a

more accurately trained model.

4.2 Error analysis

We have performed a brief analysis of the errors found in the de novo sequences, shown in Fig. 4.2.

It can be seen that, out of all the sequences obtained at 50x coverage, almost all of the remaining

errors are a result of deletions (Fig. 4.2a, bottom row), with few mutations or insertions. We then
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considered how many of these deletions were related to homopolymer regions in the sequence of

M13 (Fig. 4.2b), where homopolymer regions are defined as a consecutive sequence of 5 or more

identical bases. These regions cause problems for sequencing because two sequential 5-mers that

are sufficiently similar are difficult to distinguish from a stay event or from noise in the level finding.

While it is true that a homopolymer region of length 5 should not have any identical 5-mers, we

found in practice that the influence from the outermost bases of the 5-mer is weak enough that e.g.

AAAAA and AAAAG are sufficiently similar to cause difficulty.

The breakdown between the homopolymer and non-homopolymer regions is shown in the top

plot of Fig. 4.2b, and it can be seen that many of the errors (52% of all errors) can directly be at-

tributed to a deletion from a homopolymer region. The top plot in part (b) suggests that A and T

homopolymers are more likely to cause errors; we see that this is largely due to the base distribution

of homopolymer regions in M13mp18 (bottom), but that C and G homopolymer deletions are still

underrepresented for causes unknown. Similarly, the non-homopolymer errors closely track the

overall base distribution in M13mp18 (not shown); there is no significant emphasis on any partic-

ular base getting deleted. Note that we would expect the data shown here to be mostly symmetric

in A/T and G/C, as all of the de novo sequences were obtained from fragments and their reverse

complements; further sequencing and analysis would be needed to differentiate the two.

As alluded to in the text, these homopolymer errors could be addressed by better modeling of the

system, particularly of the duration of each current level. Even though these times are stochastic and

obey an approximately exponential distribution, it is likely that with sufficient depth of coverage the

distributions would be enough to determine the homopolymer length. We do not consider any of

the errors reported in this section to be inherent limitations of the system but instead just a result of

the limited scope of the present work.

34



Figure 4.3: a) Frac on of single-base variants of M13mp18 correctly called as a func on of coverage. Variant se-
quences were generated by computa onally making every possible inser on, dele on or muta on in the original
sequence of M13. A correct call is defined as the original M13 sequences’ likelihood being larger than the variant in
ques on. Error bars denote the standard devia on across 20 random subsets of molecules. (b) Variant calling perfor-
mance of our code on subs tu on muta ons introduced in M13 at a higher frequency of 1%, at a range of coverages.
Precision and recall denote the probabili es of false posi ves and nega ves, respec vely. The maximum F-score
accuracy shown is 99.1% at 16× coverage.

4.3 Simulated variant calling

Another benefit of this approach is that it easily enables sequence variant comparison (Fig. 4.3). It

is often necessary to distinguish between known single nucleotide variants (SNV) occurring at a low

density (approx. 1 SNV per 2 kb in humans30). We took the actual M13mp18 sequence and com-

putationally mutated it in one position (replacing, inserting, or deleting a single base) to generate

a SNV of the original sequence. The observation likelihood feature was then used to compute the

likelihood score of both the original and mutated sequences in order to call the correct variant as the

higher of the two likelihoods. Even at low coverages the correct unmodified sequence is accurately

identified as having a higher likelihood score (Fig. 4.3a). This variant calling feature outperforms de

novo sequencing at lower coverages because the vast majority of single nucleotide-mutated sequences

would yield a considerably different current signature, making them easy to distinguish.
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We also compare our approach to previous sequence-based variant calling analyses using nanopore

data14 (Fig. 4.3b). Substitution errors are introduced into the M13mp18 sequence at a rate of 1%,

and we then attempt to correctly identify them and recover the original sequence. By setting a

threshold on the difference in observation likelihood when calling each base variant, we calculate

the probability of false positives and false negatives (referred to as precision and recall, respectively)

at a range of coverages, to find the maximum classification accuracy. We find a peak F-score accuracy

of 99.1% at a coverage of only 16X - demonstrating similar performance to previous results14 but at

an order of magnitude lower coverage.

4.4 Conclusions

Our results show that multiple nanopore reads can be combined to reach accuracies over 99%, com-

pared to the approximately 85% seen with single molecules15, and many further improvements are

expected both in the nanopore biochemistry and the physical models capturing their behavior. In

particular, the inclusion of current level durations will be necessary in dealing with homopolymer

DNA regions, which we have found are responsible for over half of the errors at 99% accuracy. The

model can also be extended to detect base methylation, the identification of which requires an es-

timated 5-19 repeated reads12,31. Other improvements are possible through better control of enzy-

matic ratcheting32 or the inclusion of a wider variety of pore mutants9,33,34 to obtain pore-specific

current data on the same sequence. The code was designed to be flexible in handling such modifica-

tions with far fewer constraints than Viterbi-based approaches.

At the time the publication29 was written (mid-2015), there were no nanopore-specific assem-

blers and most existing assemblers required fragment sequences that were more accurate than 85%

in order to build a single contiguous sequence. To do this, each sequenced fragment had to be error-

corrected using all other fragments, which is an extremely laborious process due to its quadratic scal-
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ing - for PoreSeq, this could take many hundreds or even thousands of CPU-hours for E. coli. Since

then, however, assemblers have appeared35,36 that can efficiently assemble nanopore reads without

needing such an expensive pre-correction step. If these tools are used to build up a single contiguous

consensus sequence, that sequence can then be error-corrected with PoreSeq as described here in just

a few hours, taking the same amount of processing time as other tools.

During the review process of the paper29, a related approach was submitted and published37.

Both methods employ a similar error model but differ in that Loman et al. uses only sequence in-

formation for the initial pre-assembly error correction, whereas our approach also uses nanopore

current data for both the initial correction and the final refinement pass (made possible by the mu-

tation finding process in Fig. 2). This allows us to find the consensus sequence and analyze the error

across a wider range of coverages, from as low as 4X and 8X (Fig. 4.1). The coverage of E. coli in

both manuscripts is roughly 30X and the difference in accuracy (98.5% vs. 99.5%) is likely a conse-

quence of the greatly improved MinION chemistry and models since the E. coli data used in this

work15. Our demonstration of variant calling additionally provides insight into the capabilities of

these methods beyond error-correction.
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5
Scanning Nanopore Chips

The remainder of this thesis focuses on the development of a scanning nanopore platform and

preliminary results that demonstrate its experimental capabilities. This chapter describes a hollow

pyramid-shaped nanopore chip that was designed to make positioning and feedback much simpler

(Fig. 5.1). The chip is in principle similar to the flat silicon nitride nanopore chips used previously,

but the pore itself is drilled in the point of an AFM tip-like structure whose geometry is much more

amenable to scanning probe experiments.
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5.1 Previous work

The wafer-scale fabrication of various non-planar structures from silicon has largely been pioneered

by the AFM community, who have developed a vast array of techniques for making sharp tips38.

These tips are typically at the end of a mm-scale cantilever whose deflection is measured to deter-

mine the force acting on the tip. Although the tips themselves are only a few microns in size and not

well suited to the task at hand, we can make use of the same techniques.

There is also precedent for making holes in the tips of pyramids: in near-field scanning opti-

cal microscopy (NSOM or SNOM), an opaque probe with a subwavelength aperture in the tip

is scanned over a sample. When illuminated with a laser, the near-field radiation is transmitted

through the aperture, which allows the sample to be imaged at sub-wavelength resolution39. These

are holes in hollow metal pyramids, typically around 50 nm in size, and are generally scanned over

the surface in air or vacuum (not fluid).

Perhaps the most similar application of hollow tips is scanning ion conductance microscopy40

(SICM), which has been used in applications ranging from chemically imaging surfaces to measuring

the properties of living cells41. In SICM, the pore in the tip of a scanning probe is the only conduc-

tive path between the fluid inside and outside of the probe, and is thus sensitive to changes in the

ionic conductance, much in the same way as the nanopores described in this work. In addition to

silicon nitride structures, carefully pulled micropipette tips have also been commonly used41. To

be sensitive to single molecules, however, the pores need to have a diameter below roughly 20 nm

and a thickness under 100 nm, both difficult targets for pulled pipettes. Because of these constraints,

despite there being many wafer-scale techniques for fabricating larger pores42, this work is the only

demonstration of the ability to sense single DNA molecules using a scanning nanopore probe.
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5.2 Chip fabrication

The fabrication of these chips is shown in Fig. 5.1, following closely techniques used in AFM tip

manufacture38. Briefly, a masked anisotropic KOH etch of silicon is performed to create pyramid-

shaped depressions across a silicon wafer. The initial mask is also designed to make the wafer self-

cleaving into arrays of 2x5 chips, by using both shallower grooves between each chip and deeper

grooves every 2 or 5 chips, so that minimal force is required to separate each ”bank” of 10 chips.

Next, the inner surface is passivated with 2 µm plasma-enhanced chemical vapor deposition (PECVD)

grown silicon dioxide (SiO) followed by a 300 nm-thick layer of low pressure chemical vapor depo-

sition (LPCVD) low stress silicon nitride (SiN) grown on top. It was found that without the SiO

deposition, residual contaminants in the bottoms of the pits would interfere with the nitride growth

process, damaging the tips. The backside nitride is then reactive ion etched (RIE) away to expose

the silicon, and the silicon is again etched with KOH (although an isotropic etch would suffice as

well), exposing the pyramids. Care must be taken from that point forward so as to not damage the

relatively fragile tips, which must always face up when the wafer is sitting on a surface. Once the

tips are sufficiently exposed (around 330 µm base width for our purposes), the etch can be stopped.

One final step is then to etch away the SiO left on the exposed tips, because the residual stress it cre-

ates makes the tips much more susceptible to accidental breakage. Immediately after etching away

the SiO and cleaning, the chips should be sputter coated with a few-nm thick layer of Pt/Pd using

a standard sputter coater for electron microscopy. This greatly reduces charging during future pro-

cessing especially when drilling nanopores.

5.3 Tip thinning

The pyramid walls are 300 nm thick, which is more than what an electron beam can drill through

directly. As a result, they first need to be thinned down in a focused ion beam (FIB) system, using
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Figure 5.1: The etching and deposi on steps required to fabricate a wafer of pyramid chips are shown alongside the
steps required for a standard suspended silicon nitride chip. A scanning electron microscope image of the resul ng
hollow nitride pyramids can be seen in panel (c). The depressions in the silicon surrounding the pyramid are the result
of a minor etching ar fact in silicon.
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Figure 5.2: Images taken using a focused ion beam before and a er thinning the p by milling from the side. The
inner wall of the pyramid is illustrated in (a) and (b), to show how the flat milling of the p leads to a thin region di-
rectly in the center - FIB cross-sec oned images were taken but are not shown. If the thinning goes too far, a hole is
opened up as shown in (c), imaged at an angle.

a 50 kV Ga+ beam to remove material in a targeted way. A 2x5 bank of chips is mounted such that

the beam is incident to the pyramids from the side, so that the tip can be trimmed down to have a

region of extremely thin nitride in the center (Fig. 5.2). This is perhaps the most variable part of

the process: the tips are slightly different from batch to batch and charging causes the tips to move

around during the milling, so determining when the appropriate thickness has been reached requires

some practice. The material is removed in a single sweep of the beam and the milling is aborted

manually when it visually appears that the correct amount has been removed. It was found that

estimating the endpoint can be done more easily by stopping when the width of the flattened tip

hits 680 nm, since this measurement is unaffected by the tip receding slightly from the beam due to

charging. The high gain required to image well causes a ‘bloom’ effect, so there is still a considerable

amount of guesswork involved, but on a typical batch about 80% are an appropriate thickness.

5.4 Electron beam drilling

Once the tips have been thinned, the chips are ready for imaging and drilling by transmission elec-

tron microscope (TEM), a standard technique for controllably making single nanopores43. The
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entire 2x5 bank is plasma cleaned together and then placed in a soft silicone sample holder where it

is carefully diced into individual chips, with the silicone serving to prevent the chips from flipping

over and destroying the pyramids during the dicing process. A single chip is then loaded into a cus-

tom sample holder and placed into a JEOL 2010F (field-emission) TEM. Once the beam is tuned

up and the sample checked for cracks and holes, the tip is imaged in high resolution to estimate

the thickness and ensure that there are no contaminants from the chemical etch steps. The large

electron-transparent walls of the pyramid can make it difficult to find the location of the tip when

the alignment jumps around after switching from the microscope’s low-mag mode to the high-mag

mode. The trick here is to use the largest beam in high-mag mode possible; at this magnification, the

wall of the pyramid at opposite sides of the beam spot will be many microns apart in z and hence

blurry, while a small stripe in between should be crisp and in-focus. The stage position and height

can then be moved towards one of the blurry edges of the spot, essentially using the focus to descend

along one of the walls of the pyramid towards the tip.

At this point the beam is tuned up right at the tip and left to rest for some time until the stage

stops drifting. This is the step where charging matters the most - without the earlier Pt/Pd coat-

ing, there would only a 300 nm thick sheet of silicon nitride available to dissipate the charge being

dumped by the electron beam, which causes a great deal of drift and rapid oscillation. With the coat-

ing, however, the position is extremely stable. To begin drilling, the beam is focused down into a

single spot aimed at the center of the tip (Fig. 5.3). The thickness can be estimated from the amount

of scattering of the beam, which appears as a soft glow around the spot (in pure vacuum, there is

none). If there is a significant amount of scattering, the nitride is likely too thick to drill and it is not

worth wasting time on that sample. If the spot looks suitable, on the other hand, the beam is pushed

slightly past the spot to over-focus, where there is a smaller spot in the center with an extremely

blurry image of the nitride around it.

As the pore starts to form from the electron ablation, dark edges start appearing in the image and
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Figure 5.3: A transmission electron microscope is used to drill a nanopore in the p of the pyramid by focusing the
typically spread beam down to a single point. Care is required to target the center of the p and ensure that the
nitride has been thinned enough. If the process is successful, it results in a nanopore (b). The drilling process gives
a direct measurement of the nanopore diameter and an approximate measurement for the thickness based on the
difficulty of drilling.

can be used to keep the beam centered on the pore, compensating for the inevitable drift. The beam

can be spread and the growing pore checked periodically using the CCD, but it is important not to

pause the first drilling run too quickly, or else there isn’t enough of an image left to continue drilling.

Once the beam has broken all the way through, typically after a few minutes, small ‘touch-ups’ can

be performed by pointing the beam at an edge of the pore to make it more round. In total, drilling

a good chip takes about 30-45 minutes while also providing an exact image of the shape of the pore

(Fig. 5.3) and a rough estimate of the thickness. The yield of this process is anywhere from 60%-95%

(from the previous step), depending on how accurately the tips were thinned.

The size of the finished pore is simple to ascertain by taking a TEM image after drilling (Fig.

5.3b). For most of the experiments in this thesis, a size of around 5 nm to 10 nm was chosen as the

target. A pore of that size is capable of easily detecting the blockage current associated with DNA,

but is also less susceptible to clogging upon being wet. It is also somewhat difficult to make pores
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much larger than about 10 nm in diameter with the beam as a result of the extremely narrow focused

size of the electron beam. As a result of the tip thinning process, it is difficult to know the exact

thickness of the pore. This fact is also compounded by the nontrivial hourglass-shaped geometry

due to the beam waist seen in Fig. 5.3a and Fig. 1.1, as has been previously studied in detail44. How-

ever, we can get an exact thickness both by comparing to previously fabricated nitride pores and by

using an approximate formula for conductance that combines the cylindrical resistance of the pore

and the hemispherical access resistance to get close to the pore45:

G = σ
[

4l
πd 2 +

1
d

]−1
(5.1)

where the conductanceG is written as a function of the solution conductivity σ, the length l, and

the diameter d. Based on the fact that most pyramid pores exhibit an initial conductance of around

10 nS to 40 nS, we can estimate the effective thickness of the inside of the pore to be around 8 nm to

40 nm (using σ = 10.5 S/m and d = 8 nm, strongly depending on the particular pore geometry44.

After applying 9V pulses as described in section 5.7, most pores tend to open to a conductance of

around 40 nS, likely due to the widening of the narrowest part of the pore. In any case, the total

thickness of the nitride can be constrained with the TEM to be significantly less than 100 nm, more

around 50 nm, and the narrowest region of the pore to agree well with similar measurements of

pores in planar nitride membranes.

5.5 Mounting

Possibly the single most difficult part of this whole experiment has been the reliable mounting of

chips on a flowcell such that they can easily move and are not riddled with pesky leakage currents. A

few key techniques have been developed that readily translate to a wide variety of chips and flow cell

geometries (detailed in the next chapters).
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It may be surprising that avoiding leaks is so challenging, but it physically makes sense: when de-

livering liquid to a small region on a chip, narrow capillary pipettes and fluidic channels are used.

The small size of these channels makes it so that higher pressures are required to drive the fluid

through; in fact, it takes less than 1 lb of force on a standard 3mL syringe to apply an additional

1 atm of pressure. Thus, weak adhesives (e.g. tape) will not hold under positive pressure, and soft

gaskets such as polydimethylsiloxane (PDMS) or rubber need to be held on with a considerable

amount of force. Maintaining a soft seal under a large force is fine for a typical single-nanopore ex-

periments, but is at odds with the constraints of a scanning nanopore experiment where the pore has

to be stable and precisely positioned. Furthermore, many stronger adhesives tested either contami-

nate the nanopore or have trouble with the near-atomically smooth surface of the chip.

In the end, the most important step was the discovery of the thermal adhesive Crystalbond 509,

typically used for mounting samples in an SEM or for wafers in a dicer saw. When heated to 120 ◦C,

the adhesive softens and can be applied quickly, but once cool it hardens into a brittle and rigid

solid. It binds strongly enough to withstand large positive pressures and is not affected by water

absorption (unlike PDMS). It does not contaminate the pore so long as no ethanol is used in the

system, and can easily be removed with a quick acetone soak.

An applicator was created for the 509 by taking an old single-temperature soldering iron and

running it through a variac to reduce its temperature until the adhesive is soft enough to spread

without burning, somewhere near 120 ◦C. The glue can then be spread on the flowcells where the

chips are destined to go, but the glue hardens too quickly to mount the chips. The flowcells are then

placed in an oven to soften and smooth the glue, pulled out, and the chips are quickly placed on the

flowcells and centered with tweezers. If too much glue is applied in the previous step, it can flow

down inside the pyramid, clogging the chip permanently.

It is also possible to create a solvent-based adhesive using 509 by dissolving it in acetone and

spreading it like a paste at room temperature. It could be cured by baking it in an oven at a higher
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temperature and then placing a chip on it as before. However, it was found the the performance was

inferior to using the pure 509, probably because even a higher temperature wasn’t able to drive out

all of the solvent (see section 7.6).

Another benefit of 509 was that it could be made to bind to Teflon, provided that the surface was

roughened slightly first. This allowed the flowcells themselves to be much more hydrophobic, again

reducing leaks and making the whole setup much cleaner. When hydrophilic (or even insufficiently

hydrophobic) surfaces are used instead, water will readily wick into all narrow gaps and small spaces,

driving up the capacitance and creating various leakage pathways.

5.6 Single-pore translocations

To verify that the pores are suitable for their intended purpose of detecting DNA, an experiment

was set up to test a single pyramid without any complicated flowcells or optics. The setup of the

experiment is shown in Figure 5.4 along with some of the data obtained.

The flowcells and mounting of the experiment was identical to the standard procedure used by

our lab for typical single-chip nanopore experiments: two PEEK flowcells clamped together, with

the chip sandwiched between two PDMS gaskets. No Crystalbond 509 was used in order to avoid

any confounding factors. The Ag/AgCl electrodes were prepared by etching in HCl under an ap-

plied potential of 1.3V for a few minutes to guarantee that there is a thick coating of AgCl on the

outside of the Ag wire. The pyramid chip was oxygen plasma cleaned for 1 minute at 100W to clean

the surface and render it hydrophilic. The flowcell and chip were wet by flushing with ethanol fol-

lowed by DI water, although wetting tends not to be an issue immediately after plasma cleaning.

To run the experiment, both sides of the flowcell were flushed with a solution of 1M KCl and

TE buffer (10mM Tris, 1 mM EDTA). Once both electrodes have wet and good electrical contact

is obtained, the pore was monitored for noise, blockage, and stability. In general, it helps to wait
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Figure 5.4: A standard DNA transloca on experiment was performed to verify that the pyramid pores func on as
expected. DNA was introduced on one side of the pore and driven to the other side using an applied poten al, and
the dura ons and mean blockage currents of transloca on events (b) were compiled into the 2D histogram shown
in (c). The ‘event charge deficit’, or ECD, is a quan ty defined to account for the fact that parts of the molecule can
go through folded, leading to a doubling of the blockage but a halving of the me, thus conserving the integral of the
blockage. The average blockage is then computed as ECD/dura on, as plo ed in (c). The red dashed line is a line of
constant ECD; the histogram tail going up from 0.1 nA to 0.2nA contains the folded events. The region going off to
the right, not on the line of constant ECD, are the events whose dura on is longer due to s cking interac ons with
the pore and the surrounding material. Panel (d) shows a TEM image of the pore used for this experiment; the circle
shows the poorly-contrasted edges of the pore, measured to be 7.0nm.
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around 30 minutes after wetting before taking data. Though the reason for this isn’t known, it has

been conjectured that it is a result of incomplete wetting46 or unstable surface chemistry47, likely as

a result of damage induced by the electron beam. In this experiment, the current had not stabilized

fully even after waiting, so 9 V pulses were manually applied in order to further reduce the noise, as

described in section 5.7.

Next, 10 kb dsDNA at a concentration of 1 ng µL−1 was fully dissolved in the 1M KCl solution

by heating to 65 ◦C for a few minutes. A volume of 40 µL of DNA solution was injected into the

side of the flowcell with the pyramid protruding. A 160mV bias voltage was applied to drive the

DNA through the pore, which resulted in a steady-state current of 3 nA and the collection of 900

separate translocation events. The statistics of these events are shown in Figure 5.4 (c); note that the

broad distribution of translocation times are a result of the conformational spread of the different

molecules, in particular the tendency of parts of the molecules to translocate folded. The polymer

dynamics governing this behavior is elaborated upon in appendix C as well as in the literature4.

This experiment demonstrated that pyramid nanopores were capable of translocating DNA sta-

bly for a long time, which is not a given by any means. Solid-state nanopores can exhibit a very large

degree of 1/f noise48 or irreversible sticking49, so it is reassuring that the fabrication process results in

quiet nanopores. One exception to this is that the direction of DNA translocation matters, which is

elaborated on in section 5.8.

5.7 Voltage pulse cleaning

The technique of using short pulses of higher voltage to ‘clear’ nanopores has been developed both

in this lab and in others47. The noise can occur before any DNA is injected or it can happen as a

result of ‘clogging’, which is a sort of irreversible or semi-reversible binding of DNA to the area

around the pore. One of the telltale signs of this type of noise is that a reverse bias has no molecule
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Figure 5.5: a) Current trace of using a voltage pulse to clear out the nanopore. A low, noisy current can be seen
before t = 11 s, followed by mechanical vibra ons se ng up the pulse equipment. The pulse itself is seen a brief
disconnec on of the headstage, a er which the pore has a visibly higher current much closer to the typical 1 nA
to 10nA. b) The effects of the pulse are clearly visible in the I-V trace before and a er, where the conductance
increases by a factor of 20.

present, but applying a forward bias will quickly (within 1s) result in a DNA-sized drop in the cur-

rent. In any case, the voltage limits on the amplifier (±1 V) are insufficient to clear the pore.

As shown in Fig. 5.5, a 200ms 9V pulse applied to the electrodes manually is usually effective,

provided that the amplifier headstage is first disconnected. To simplify this process, a pushbutton

switch was added to the experiment to quickly apply pulses, with the ability to change the bat-

tery polarity. The sign of the applied potential is important - one should first try and pulse ‘back-

wards’, in the direction that drives DNA towards the region of higher concentration. Only if that

fails should the opposite pulse be applied, and for as short a duration as possible by hand: the high

bias also has the side effect of drawing in many molecules far away from the pore, which can clog the

pore faster than the pulse can clear it. So the process is not without some risk, but having a clogged

or noisy pore is basically a dead pore, since even if translocations are visible, they are extremely diffi-

cult to isolate from the background toggling noise.
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5.8 Limitations

The pyramid pores are not perfect, and their limitations inform the experiments that can be done.

The single largest drawback is the handling of the chips - it takes a considerable amount of practice

to avoid dropping them, or even gently grazing a pyramid against a lab wipe. This would be less of

an issue for a fully wafer-scale fabrication process42, but as it stands each chip represents a few hours’

work. It’s possible that a scaffolding structure could be devised to protect the chips, but the time is

better spent just making more chips.

A less-obvious hindrance is a problem with injecting DNA inside the pyramid and driving it

through the tip to the outside. Although the radius of gyration is of 10 kb dsDNA is only around

400 nm50, a 3.4 µm piece of DNA spends much of its time extended well beyond that length. Thus,

when it nears the pore on the inside of the tip, there is a very high probability of contacting and

sticking to the walls of the pyramid. If this happens before any part of the DNA nears the pore

enough to get pulled through, it may stay there spanning the gap; over time, this will cause more

DNA to similarly accumulate near the pore. This appears in experiments as a drop in translocation

rate, followed by long translocations or extremely deep blockages that are likely multiple strands be-

ing pulled through the pore at once. When this is happening, it is extremely important not to pulse

the DNA through the pore because it will worsen the clog, and to pulse it backwards instead.

Another factor that may be important depending on the experiment is that the thickness of the

pore is very difficult to control. In a typical flat nanopore chip, the thickness of the nitride is the

same as the thickness of the pore and can accurately be measured with ellipsometry. Because the

pyramid tip has to be thinned in a somewhat random way, however, the thickness could vary any-

where between 20 nm and around 100 nm (estimated). It can be estimated from the ease/time of

drilling and also from the conductance, since the diameter is known, but these are both approxi-

mations because the geometry of TEM-drilled pores is known to be variable51. As a result, another
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technique may be preferable for an experiment where the geometry of the pore is critical.
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6
Experimental Setup

The motivation of this thesis work was in creating a system capable of positioning two nanopores

relative to one another, which required the development of new nanofabricated chips, hardware,

and software. The key features and capabilities of the setup are outlined in this chapter, since the

apparatus in some sense shapes the experiments that can be performed. This system was used to

position pyramid tips with sub-micron accuracy for the experiments described in the next two chap-

ters.
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Figure 6.1: a) The op cal setup used, described in the text. b) An example image with the 20X objec ve, described in
more detail in Fig. 8.1.

6.1 Basic design

The pyramid pores from the previous chapter were developed to avoid the problems stemming

from trying to bring two flat chips to within around 1 µm, the distance that was chosen as the de-

sign target for the system. Visually, these problems can be seen in the next chapter in Fig. 7.1 - if the

pyramids were flat instead, the narrow gap between the two flat chips would lead to a prohibitively

high access resistance and unwanted mechanical contact. Using the configurations in the next two

chapters, such problems are avoided.

In addition to making sure that the chips are able to move freely, getting some sort of feedback on

their position is critical for finding a target of interest. Though it would is possible to fabricate both

pores (or a pore and a feature) on the same physical chip, being unable to move the chips relative to

one another would greatly restrict the range of experiments that could be performed.

Instead, a combination of optical feedback, current feedback, and closed-loop piezos is used to

make the positioning as precise as possible. Each piece of the setup has its own strengths and weak-

nesses, however, and balancing those is key to making the whole system as robust as possible. These
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components are described in the following sections, and their configurations for specific experi-

ments will be detailed in the relevant chapters that follow.

6.2 Optics

The need for high-resolution optical feedback on the position of the pyramids became apparent

early on. Aligning features (e.g. pyramid tips) by eye, it is difficult to do better than 0.5mm, espe-

cially when the view is poorly-lit and occluded. Optical feedback using a microscope and camera can

get the pyramids close enough that other means of alignment can be useful.

The final optics system used was a compact in-line microscope called the Infinitube, which uses

the bare minimum of optical elements to display an image on an attached C-mount camera with

a split illumination port. Mitutoyo infinity-corrected long working distance objectives were used,

with magnifications ranging from 10X-50X. The highest magnification objective is capable of re-

solving sub-micron features at a working distance of 13mm, which is enough to view the chips even

with bulky flowcells in the way. The Infinitube has a camera port to which a modified Logitech

USB camera was initially attached, followed by a higher quality Thorlabs DCU223M. The entire

optical chain is about 12 in long and weighs 2 lb, and is mounted on a 3-axis manual microposition-

ing stage inside the same Faraday cage as the rest of the experiment.

A custom Python program was used to view and save the camera images, capable of adjusting

the exposure and gain as well as zooming in on interesting locations. Image tracking was also added

to optically verify how far the pyramids are moving in response to stepper motor and piezo actu-

ation. The tracking would simply take a region selected by the user and attempt to find the pixel

position that template in the new image (e.g. after moving the pyramid), and it was found that with

time-averaging this position was accurate to just a few nanometers. This was used to characterize the

stepper motors as detailed below.
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Figure 6.2: The stepper motors and drivers used in the experiment have the ability to ‘micro-step’, that is, to incre-
mentally vary the current going through each pole in order to move the stepper frac ons of a step. a) Op cal mea-
surements were used to show that without microstepping, the posi ons are quan zed to the closest half-step of
0.5µm. b) It was also found that a resolu on of 70nm per micro-step was possible, but later abandoned due to
noise considera ons.

In practice, the resolution was not limited by the optical setup but rather by distortion and reflec-

tions. The nitride tips of the pyramids have a different index of refraction from the water which is

then different from the coverslip; the first part is important, or else the tips might not even be vis-

ible. However, this led to a good deal of ghosting, so even if the pyramid tips appear 2 µm apart it

was difficult to tell if the distance was actually 1 µm or 3 µm. In general, the effective resolution was

around 2 µm, although that could vary depending on the angle of the pyramids, how flat the cover-

slip was seated, and so on.

6.3 Stepper motors

One half of the setup and the optics are each mounted on a Newport xyz translation stage with mi-

crometer screws, while on the other half of the setup the three micrometer screws have been replaced

with Thorlabs ZST213B stepper motors. These actuators are each powered by a two-phase bipolar
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stepper motor with a gearbox and lead screw to create linear motion with a 13mm travel. The mo-

tors could be driven with a $3000 driver from Thorlabs, but because the driving of stepper motors is

a very universal process, 3× single-axis controllers for the popular Makerbot 3D printer were instead

used inside of a custom enclosure (Fig. 6.2), powered by an Arduino Uno board.

To drive a stepper motor, the polarity of the current going through each phase must be alter-

nated by the driver circuit in the correct sequence or else the motor will not turn. The benefit of a

stepper motor, however, is that each change in the current corresponds to a known movement of

the rotor and hence of the stage. A full period of current changing is known as a ‘full step’, and half

of one is referred to as a ‘half step’. These motors have 24 full steps per revolution. It is important

to note that at each half step, the current through each coil in the motor is either fully on or fully

off. In contrast, it is possible to introduce ‘microsteps’ by continuously varying the current through

each coil from one half step to the subsequent half step; as this happens, the rotor of the motor will

smoothly rotate between the two angles.

The linear precision of the stepper motors is in direct proportion to the number of microsteps

the drivers are capable of; without microstepping, each half step translates to 512 nm of motion.

The driver boards are capable of 1/16 microsteps, moving the stage 64 nm at a time. However, the

big caveat is that microsteps are generated by continuously varying the current through the motor

coils, which is typically done with a pulse-width modulated (PWM) voltage. This choppy voltage

and current signal creates a tremendous amount of noise in the Faraday cage that is next to impos-

sible to get rid of. So, it would be ideal to switch the current to the motors off when they are not

moving, with their positions staying fixed. As can be seen in Fig. 6.2, however, switching the current

off in between steps causes microsteps to revert to the nearest half-step. This is most likely because

the rotor will gravitate to whichever coil is more energized as the coils shut off - leaving the coils on

results in nice linear motion. Whenever possible, the stepper motor coils are used for rougher posi-

tioning (0.5 µm), shut off, and the piezos used for the final placement.

57



6.4 Piezo actuators

Based on the previous analysis of the stepper motor accuracy and the requirement that pores be

placed to less than 1 µm accuracy, closed loop piezoelectric actuators were added to each axis of

movement on one half of the setup. Each Nano-OP30 from Mad City Labs is capable of 30 µm

of travel with approximately 0.1 nm resolution when using the built-in feedback. The resonant

frequency is approximately 2 kHz so as long as the commanded position is changed slower than

about 1ms there is no problem. In the actual flowcell setup, the positioning accuracy will of course

be nothing like 0.1 nm - the effects of mechanical vibration and drift of the rest of the stage will be

much larger. But in terms of relative positioning accuracy, the built-in feedback is invaluable for

eliminating the slow charging hysteresis and drift that hinders open-loop piezos. If a piezo is com-

manded to move 100 nm, the pyramid tip itself also moves 100 nm (as far as measurements could

reveal).

6.5 Position lock-in feedback

One of the persistent questions in positioning and alignment with two chips has been how to im-

prove on the 2 µm accuracy that can be reached with optical feedback, perhaps using some sort of

electronic feedback. Lock-in amplifiers53 have a long history of extracting a small signal from a great

deal of background noise, especially when faced with 1/f noise, which solid state nanopores exhibit

in abundance. A sinusoidal signal was first applied to the applied potential, but it showed little re-

sponse to the position of the piezo relative to a surface.

It turned out that applying a sinusoidal signal to the z-axis piezo position with a frequency of

200Hz and amplitude of around 100 nm creates a discernible signal in the current through the pore

when the pyramid is close to a surface. Although the magnitude of the signal is variable, the signal

is clearly visible a few hundred nm away from a flat surface, as shown in Fig. 6.3. Although the ex-
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Figure 6.3: When the pyramid p is brought in close to a surface, the current will drop as a result of the increase in
access resistance over that of an unobstructed pore in a flat sheet52. If a 100nm sine wave at 200Hz is added to
the set posi on of the piezo, the change in current (a) will appear in a region of the spectrum that has rela vely low
noise (Fig. 6.4). If this signal is extracted as a func on of posi on (b) in an experiment (blue error bars), the result-
ing values can be compared with a simula on of a pore approaching a surface (dashed line). The zero-point of the
p-surface distance was fit, as was a scaling factor of 3 for the simulated curve that is likely a result of geometric

irregulari es in the p (e.g. a slight lt).

act nature of the signal has not been unambiguously verified, it is likely that the signal is a result of

the increased access resistance when met with a flat surface, as the current almost always decreases

compared to the open unimpeded current. Further, as the pyramid tip is brought even closer to

a surface, the magnitude of the signal increases extremely quickly, likely because the tip is making

physical contact with the surface. The only time the current is seen to increase is when the opposite

surface is a pore with the opposite applied potential, which would counter the effects of the access

resistance.

This signal was key in positioning pyramids in chapter 7 as well as in zeroing the piezo height

from the surface in chapter 8. Of course, it is not without risk - if the signal is allowed to get too

large, the pore can clog, likely due to mechanical contact forcing contaminants into the pore. Al-

ternatively, it can break the pyramid tip or the membrane depending on the setup; this is often the

failure mode of two-pore experiments. The usefulness of the lockin signal was also the key factor
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in deciding to modify the experimental setup between chapter 7 and chapter 8, so that the optical

alignment could center the xy axes and the electronic feedback could take care of z.

6.6 Electronics and noise

The current data in all experiments was recorded using an Axopatch 200B patch-clamp amplifier,

a device initially designed for biological patch clamp measurements (e.g. neuron action potentials).

The input of the amplifier uses a Peltier-cooled low noise transistor feeding into a standard tran-

simpedance amplifier with a selectable feedback resistor of either 500MΩ or 50MΩ. The maxi-

mum bandwidth is 100 kHz, though in practice this needs to be filtered down to 20 kHz or so as a

result of the noise in the current signal.

The various sources of noise in solid-state nanopore experiments have been extremely well char-

acterized54, and the reader is directed there for a more in-depth treatment. Much of the high fre-

quency noise was found to be a result of the system capacitance - a large capacitance turns the volt-

age noise of the amplifier headstage into a current noise as f 2. Since the solid-state experiments tend

to have a higher capacitance than biopore experiments (mainly due to the presence of silicon-based

chips), the noise level is also correspondingly higher. In practice, a solid-state pore with a current of

a few nanoamps will be able to resolve current steps on the order of 10 picoamps (depending on the

amount of 1/f noise), while in a biological pore such as MspA one can resolve sub-pA steps with a

150 pA baseline (Fig. 6.4).

In order to perform a two-nanopore experiment, however, two Axopatch 200B amplifiers need

to be connected to the same experiment. They at least need to share the ground electrode at the

input of each headstage, because both nanopores feed share the same common fluid reservoir in the

middle. To test this, each nanopore was replaced with an equivalent 100MΩ resistor (neglecting

capacitance) and connected with a common ground.
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Figure 6.4: The difference in the noise of solid state and biological pores is shown on the le , comparing MspA with
a pyramid pore. Note in par cular the drama c increase at higher frequencies for the solid-state pores as a result
of the higher capacitance, especially with the large thin-walled pyramids. The right-hand panel shows the resul ng
interference from connec ng two Axopatch 200B amplifiers to the same circuit, with a beat frequency pa ern clearly
visible.

As soon as both amplifiers were used in the same circuit, a huge amount of noise appeared in the

current signal (Fig. 6.4). On closer inspection, the signal appeared to be the result of interference

between two high frequency signals (over 100 kHz). After digging deeper, it turned out that the

Axopatch amplifiers run on switching power supplies, which ‘chop’ the current running through an

inductor at a high frequency to generate lower DC voltages. The frequency of these power supplies

is just above 100 kHz, and a single amplifier’s built-in filtering of the current signal at 100 kHz is

enough to keep the switching noise from interfering with the signal. With both amplifiers hooked

up to the same circuit, however, the interference between the switching frequencies appears as much

lower frequency noise of a few kHz, right in the part of the spectrum that we are interested in.

The noise from switching power supplies in the Axopatch 200B amplifiers had two potential

solutions: first, to replace the internal switching power supplies with linear supplies that have no

high-frequency noise, and second, to run both amplifiers off of the same power supply to eliminate

interference. In the end, the second solution was chosen. The internal switching supplies were dis-

61



abled and bypassed with the output of a single Instek GPC-3030D supply. The instrument runs

off of±15 V rails as well as a 5 V logic rail, all of which is provided for both amplifiers by the single

replacement unit. The only feature that was disabled by this change is the ‘Seal Test’ mode of the

amplifier, which used a 60Hz logic signal from the internal amplifier to apply a 5mV ripple to the

headstage voltage, but is not a necessary function.

6.7 Data acquisition with Matlab and FPGA

In most single-nanopore experiments, it is possible and straightforward to use the existing data ac-

quisition hardware and software that can be purchased (at considerable expense) along with an Ax-

opatch 200B amplifier. The requirements for this experiment are far more varied, however, and so

the decision was made to replace the proprietary hardware and software with a custom stack (Fig.

6.5). In this section, these layers will be described step-by-step.

Acquisition hardware

A National Instruments NI PCIe-7852R DAQ board was purchased to handle the analog input and

output for the experiment. The board contains 8 analog voltage inputs and 8 outputs, each capable

of 750k Samples/second at 16-bit resolution with a range of±10 V, the same signal range as the

Axopatch amplifier. More importantly, however, the NI board also contains a built-in Virtex 5 LX-

50 FPGA that is capable of a great deal of onboard processing of both the inputs and the outputs.

The inputs to the board from the two Axopatch amplifiers are the two current signals (I) and the

applied voltages (V) along with the ‘Gain’ outputs that set the scaling of I in the±10 V range. The

voltages V need to be recorded because voltage can be applied/modified by the amplifier’s physical

front panel as well as by software.

The DAQ board also outputs the 2 command voltages from the computer to the Axopatch am-
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plifier and outputs the 3 axes of piezo control positions to the Nano-OP30 controllers.

The board can be programmed using a subset of NI LabView, with special elements to ensure

that computations can take place in a single clock cycle. The board is capable of doing real-time me-

dian filtering of inputs and applying various digital filters, and there are NI-provided controls to do

analog signal generation at the outputs. While the host computer could be used to generate output

waveforms, placing that functionality on the board frees the computer to do other tasks and re-

moves timing and latency problems from occurring. It is this waveform generation that outputs the

sinusoidal ‘lock-in’ signal from section 6.5, but it can apply signals to the command voltage channels

as well. The lowpass filtering was initially done on the board but later moved to the host PC so that

the raw unfiltered data can be saved.

CrampEx control software

The CrampEx software package (named after the proprietary Axon instruments ClampEx) takes

care of all of the host computer tasks, including recording the data and controlling peripherals. It

is written in Matlab and communicates with the NI FPGA board using NI-exported C code that

is compiled with Matlab’s mex interface. Thus, LabView is only required to compile the embedded

code on the FPGA and export the bindings to Matlab, but LabView itself does not need to run dur-

ing experiments. While writing a graphical application in Matlab is more laborious, the additional

level of control it allows is more than worth it.

In normal operation, the software displays or records the realtime current signals from the two

amplifiers. It can also record IV-sweeps where the voltage is varied from−200mV to 200mV and

the current measured to get the conductance of the pore. Unlike the proprietary Axon software, it

can even display real-time power spectra of the two current signals, which can be useful in detecting

clogging and contamination and was invaluable when tracking down various sources of noise in the

experiment (e.g. turning lights and nearby equipment on and off). In lockin mode, it also displays
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Figure 6.5: All of the steps of data acquisi on and analysis are schema cally shown. Briefly, current data starts at
the nanopore and gets amplified by the headstage and amplifier, at which point it gets digi zed by a Na onal Instru-
ments FPGA card. It then gets recorded by Matlab so ware running on the host, along with images and video using
a Python so ware package. The same Matlab host is responsible for se ng voltages and controlling the piezos and
stepper motors. Finally, the recorded data files can be viewed in the Matlab-based PoreView so ware for future
analysis.
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the amplitude of the 200Hz component of the two current signals for feedback (Fig. 6.6).

The 3 axes of piezo and 3 axes of stepper motors are also controlled via software. The piezo com-

munication is done through analog outputs on the DAQ board (though USB control is also possi-

ble), while the steppers are controlled through a USB connection to the Arduino and drivers. The

steppers can be moved with an adjustable step size in µm so that the steppers and piezos can be used

together, for example by backing off a piezo by 5 µm and then moving the stepper on that axis 5 µm

closer. The piezos also have drift correction that can be set in nm/s. In lockin mode, the host sets the

frequency, amplitude, and channel (axis) of the modulation signal and communicates it to the DAQ

board which then generates the waveform and adds it on top of the signal to that channel. All of this

control information is recorded and saved along with the two current channels and the two voltage

channels. The system time is also saved so that the data can be connected with the file timestamps

and the saved images (below).

UberCam viewer

The UberCam program is a Python program that interfaces with the ThorLabs library that con-

trols the DCU223M camera. It uses the popular open source package OpenCV55 to display the live

images and can save images and video on command. The software can also do some minimal pro-

cessing, such as digital zooming and averaging. To ensure the calibration of the optics and actuation

hardware. it can also track the position of part of the image using an image template-matching func-

tion in OpenCV (see Fig. 6.2 for results). As far as control, it can manually adjust the gain of the

camera if the autogain is not working well (necessary sometimes in high contrast situations).
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Figure 6.6: Screenshots of the CrampEx acquisi on so ware (top) and the PoreView visualiza on and analysis so -
ware (bo om) are shown. CrampEx is displaying the acquisi on of an I-V curve (inset plot), with the current traces in
the background. The labels for the controllable experimental components can be seen along the top of the window.
The main benefit of PoreView (bo om) is to create annotated plots along with the data that contain informa on
about e.g. fits, while s ll being able to easily explore all of the data. The shown fits in this instance were computed
with a post-processing algorithm that has manual verifica on.
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6.8 Data viewing and analysis with PoreView

Prior to constructing the whole experimental setup just described, a simpler data analysis tool for

the old data acquisition pipeline written in Matlab. Up until that point, the only way to easily view

the data was using the proprietary Axon software. Matlab code existed that could load the data from

the files, but the files typically many Gigabytes in size, so only about a second of data could be drawn

with a single Matlab plot command. As a result, much of the analysis code involved complicated

loops over the whole file and could only display tiny portions at a time. This meant that all of the

context was lost, say, if something important happened a second prior to the portion being analyzed.

The fact that easily viewing the data and programmatically analyzing the data required two separate

programs was a significant headache.

The PoreView software52 consists of two parts. The first part is a Matlab class that treats large

data files as if they were one contiguous array in memory - indexing a certain range in that array re-

trieves the corresponding portion of the file from disk. This removes the need to loop over chunks

of the file and makes the analysis code much simpler. More importantly, it also caches the data near

the requested indices/times in memory, so that if the user first requests the range (1000, 1200) and

then (1200, 1300) the data is likely already in memory. An additional feature is that the user can

supply functions to apply to the data as it is loaded from disk. These functions can be lowpass fil-

ters, notch filters, or even a filter that extracts the amplitude of the lockin mode signal. Because they

are applied automatically, the user can treat them the same as if they were part of the file saved on

disk.

The second part of the PoreView package is the viewer itself (Fig. 6.6), which is an interactive

Matlab program that makes use of the streaming file loading ability to plot different parts of the

recorded data. The user can select which signals (either filtered or unfiltered) appear in each panel

and can annotate them as a standard Matlab plot, for example, to draw the translocation events
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detected by an algorithm. The key feature is that the user can zoom out and view the whole file

quickly, even though the whole file is much too big to view at once. To do this, the data is first ‘re-

duced’ into a subsampled file of manageable size (a few megabytes of data). Unlike most subsam-

pling techniques that lose short-time data, however, the data is subsampled using the same method

that is used for visually displaying audio - short segments are replaced not with their mean but with

their minimum and maximum. Thus, even short transient events (translocations) will appear in the

subsampled view.
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7
Two-Pore Sequential Translocations

The first successful experiment run on the two-pore setup was designed to verify that single molecules

of DNA can be manipulated using two pores. Two pyramid tips were brought together and DNA

was driven from the inside of one pyramid to the space between and then through to the inside of

the second pyramid, detected as two sequential translocations. This chapter provides details of the

experiment and a comparison of the resulting data with a drift-diffusion model of DNA transport.
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7.1 Previous work

While the effects of drift and diffusion on DNA translocation through nanopores have been exten-

sively studied4, little of this work has involved two nanopores. Perhaps the closest is an experiment

that involved reversing the voltage applied to a single nanopore immediately after DNA transloca-

tion in an attempt to recapture the molecule56 - one can view this as symmetrically similar to the

DNA moving between two nanopores positioned close together. The data showed the approximate

evolution of the DNA probability distribution over time and concluded that diffusion makes it in-

creasingly difficult to recapture the molecule as the delay time between translocation and voltage

reversal increases. One would expect a similar result for a two nanopore setup, where an increased

distance between the pores would lead to an increased delay between the two translocations and a

decreasing probability of capturing the strand in the second pore.

As far as DNA actually translocating through two nanopores, the only example found is an ex-

periment where a ‘pore-cavity-pore’ device was constructed in silicon nitride using etching tech-

niques57. This device had two larger nanopores (tens of to hundreds of nm) with a few-µm closed

cavity in between, and consequently the voltage biases applied to the two pores could not be varied

independently. Molecules of λ-DNA were trapped inside the cavity and remained entropically con-

fined until eventually diffusing out. While an interesting technical feat, the techniques and results

are significantly different from those demonstrated here.

7.2 Experimental overview

Because the purpose of the experiment is to detect individual molecules going through both pores,

the experiment was designed to have DNA added only to the inside of one of the pyramids, as

shown in Fig. 7.1. Then, any translocation events seen in the second pore must have originally gone

through the first pore. To get the pyramids close, the setup was oriented from the side with a piezo
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Figure 7.1: The ini al two-pore experiments were done using two pyramids facing each other, viewed from the side
with long working distance high magnifica on op cs. The pyramids were illuminated from the inside, leading to a
bright image on a dark background. The U-shaped gasket holding the center liquid in is not shown. Panel (b) shows
the DNA being introduced on the le and being transported to the right via the applied electric fields in the two
pores.

on the z-axis and stepper motors on all three axes (the other two piezos had not yet been added to

the setup). More details on the components are provided in chapter 6.

The pyramids were roughly aligned using the special high working distance objective image, as

shown in Fig. 7.2. Because of various sources of distortion, this was only enough to get the tips to

within about 5 µm. To get them even closer, the position oscillation feature of the z-axis piezo was

used, and the stepper motors microstepped back and forth in xy. The pyramids were slowly brought

closer in z, and once there was a distinct signal indicating the tips were close, the signal was maxi-

mized with the steppers, centering the pyramid. The fact that the steppers had around 5 µm of back-

lash made this step much more difficult, but based on the feedback it was possible to place the tips

within around 500 nm of one another.

The experiment was designed to place the pores close enough that the delay between a molecule

going through the first pore and going through the second pore was much less than the capture rate
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of different molecules, to make it clear that any sequential events in both pores are in fact from the

same molecule. This is illustrated in Fig. 7.3 in more detail.

7.3 Procedure

The experiment begins with the most precarious step, the mounting of both pyramid chips. Each

identical half of the PEEK flowcell is mounted under a light and the tip coated in a tiny amount

of acetone-softened Crystalbond 509. The flowcells are then both placed in an oven at 125 ◦C to

drive the solvent out of the glue while both chips are cleaned with a 100W oxygen plasma for 1

minute. Each half-flowcell is removed from the oven and one of the chips are placed carefully on

the tip. Both parts are allowed to cool, then the electrodes and flow tubes are connected to each half-

flowcell. A 50/50 ethanol/deionized water mixture is flowed through, at which point the electrodes

are removed and reinserted to ensure that there are no bubbles trapped inside the flowcells. The

ethanol solution is flushed out with pure deionized water, followed after 5 minutes with the typical

buffered 1M KCl solution used throughout this thesis (see section 5.6).

One of the flowcells is then covered with a self-adhesive U-shaped gasket cut from a 1/8” thick

Vinyl foam strip. The gasket is shaped so that when the two halves are in contact, they form a center

reservoir that can hold liquid and wet the center portion of the cells. When the gasket is stuck on

the surface of one flowcell, a Teflon-coated Ag wire is stuck underneath to act as the center Ag/AgCl

electrode.

The PEEK flowcells are mounted on custom machined aluminum holders with an insulating

Teflon gasket separating the cells from the metal. The key feature of the aluminum holders is that

they have a hole in their centers on the pyramid chip axes that hold a fiber light pipe, which illu-

minates each pyramid from the inside out (using a see-through plug on the back of each flowcell).

Once both halves are mounted, they are visually brought within∼ 1mm. At this point, the camera
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Figure 7.2: Alignment of both pyramids on the axis of the objec ve lens (into the image) can be done by making use
of the reflec on of the p in the other pyramid. Even though the angles of the pyramid faces are not exactly known
due to moun ng issues, as they are brought in close the bright reflec on of one p should be coincident with the
image of second p to ensure they are aligned in the z-axis. In these images, the ps are around 5µm apart.

is enabled and used to bring the tips of the pyramids within around 25 µm.

A surprising consequence of the pyramid shapes was that the optical setup could roughly align

the tips in all three axes, not just two as one might expect. The light scattered by the tip of one pyra-

mid reflects off of the surface of the second pyramid up towards the objective and can be seen as a

bright spot that moves with the opposite pyramid, shown in Fig. 7.2. This alignment technique is

not perfect, but the reflection gives it comparable to the roughly 2 µm accuracy estimated for the

xz-planes.

The middle compartment is then wet with the same 1M KCl solution and a thin 3mm coverslip

placed on top of the U-shaped gasket to give the optics a flat surface to view through and mitigate

the lensing from the solution. The pores are allowed to settle for up to 30 minutes, after which IV

curves are taken and their integrity verified. If both pyramids are suitable, they are brought as close

as safely possible with the optics before switching on the lockin signal. The tips are moved closer

until the lockin signal starts increasing, at which point the pyramids are known to be in contact. The

tips may still be offset from one another, though - it is only certain that the tips are perfectly facing

each other when moving in the xy axes using the stepper motors results in a decrease in the lockin

signal, regardless of the direction. If they are offset and touching, one direction will result in harder
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contact and the signal will increase in amplitude. This step is made fairly difficult by the stepper

motor backlash, so that each time a stepper is moved opposite the previous direction, it needs to

move at least 5 µm in that direction.

Finally, if the tips are positioned close to one another, they are separated using the z-axis piezo

and a 1 ng/µL solution of 10 kb DNA is introduced to the inside of one of the pyramids through a

special port in the side. This step is extremely precarious, since the tiniest nudge can push the pyra-

mid tips into each other when they are separated by less than 10 µm, but if the DNA is injected too

soon the pyramid might clog. Once the DNA is in, it takes some time for the strands to flow and

diffuse into the tip. Once they do and that pore starts seeing translocations, the pyramid tips are

brought in close and data collection can begin.

7.4 Double translocation analysis

Due to the challenges considered in section 7.6, all of the data presented in this chapter is from a

single experimental run on 8/20/2014. The alignment proceeded as described, with multiple step-

per motor passes to center the pores as well as possible. Once aligned, data collection in both pores

proceeded at fixed voltages while the piezo z-axis position was varied. This proceeded until the sec-

ond pore started clogging, and not long after that the first pore clogged irreversibly as well to end the

experiment.

Translocation events in each pore were extracted from the data using a combination of automatic

and manual filtering. Because the stepper motors contributed a significant amount of noise to the

current, the data had to be filtered down to 10 kHz before running an automatic event detection

algorithm. The start and end times of each detected event were then extracted automatically and

verified manually, to guarantee that noisy data did not confuse the algorithm. Both pores were run

at higher voltages than is typical for these experiments (200 and 300mV) to keep the DNA from
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Figure 7.3: Example current traces from both pores (a), with two double events visible. The noise-filtered traces in (b)
expand the shaded region from panel (a), with both events clearly visible and the best-fit event lengths and depths
shown in yellow.

sticking, meaning the event durations were fairly short and had little visible substructure. Each event

should thus be thought of more as a short pulse that the filters turn into a Gaussian with the same

integrated blockage as the initial pulse.

To find the sequential translocations, or so-called ‘double events’, the preceding algorithms were

used to find all events in the second pore. For each of these events, the same method was used to

find events in the first pore in the 100ms beforehand. Of these, the closest event was selected as the

corresponding event in the first pore, and these two events make up a double event. Having more

than one event in a 100ms span was exceedingly rare, but having noisy spikes and questionable be-

havior in the first pore was more common. In these ambiguous cases, the whole double event was

discarded. For similar reasons, no attempt was made to detect all events in the noisier first pore - it

would be too difficult to select only the actual translocations.

In total, 301 double events were detected in 45 minutes of data. For most of the experiment, the
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Figure 7.4: The setup and results of the axisymmetric dri -diffusion model. The concentra on is illustrated in
grayscale in the panel on the le (darker is more concentrated), in arbitrary units, shown a er t = 8ms. On the
right hand side, the flux through the hemispherical boundary near the second pore is shown for a range of distances,
again in arbitrarily scaled units.

pores were either not aligned (no events) or in the process of being aligned. In the region of the data

where the pyramids were well-aligned and the pores had not yet started to fail, there were 88 double

events recorded over 240 s.

7.5 Drift-diffusion modeling

The piezo positioning can control exactly how far the tips are moved relative to one another, but

it is hard to know the exact absolute distance between the two pores. To get a better sense of this,

we have used a drift-diffusion model to connect the translocation delay between the two pores with

their physical distance. Even though such a model only approximates the behavior of long dsDNA,

it can still effectively constrain the pore-to-pore distance.

Though both Ohm’s law/Laplace equation and the drift-diffusion equation possess approximate

analytical solutions, we wish to include the effects of the nontrivial geometry (shown in Fig. 7.4).

The model is axisymmetric for computational tractability, with two consequences: the pyramids are

modeled as cones (with the same exposed flat tip area), and the pyramids cannot be offset from each
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other in the transverse xy directions. The numerical solver COMSOL uses finite element methods to

solve differential equations in complex geometries with user-configurable parameters and boundary

conditions.

The first step is to solve for the electric fields in the two pyramids. The dissolved ions in solution

themselves obey the drift-diffusion equation, and because silicon nitride nanopores are known to

have surface charge58, the full Poisson-Nernst-Planck equations would be required to compute the

ionic distributions and currents everywhere. However, because we are largely interested in the fields

outside of the pore, well beyond the sub-nm Debye screening length, we treat the solution as an

Ohmic conductor with conductivity σ = 11.2 S/m (for 1M KCl). A separate fixed voltage is applied

to the inside of each pyramid and the solution in between is grounded, all at a distance of 10 µm

from the center. These boundary conditions are sufficient to solve for the current using the Laplace

equation assuming an Ohmic conductor with no current sources or free charges:

∇ · J = ∇ · (σE) = ∇ · (σ∇V) = σ∇2V = 0 (7.1)

with current density J(r, z), scalar potential V(r, z) and electric field E(r, z). To ensure that the re-

sulting electric fields agree with the experiment, the sizes of the nanopores in the model were ad-

justed until the total conductance of each pore was the same as in the experiment. The resulting field

lines for a single distance are shown in Fig. 7.4.

Once the fields have been computed, they can be used as force terms in the drift-diffusion equa-

tion for solving the motion of DNA. This equation can be written as follows (assuming no source

terms):
δc
δt +∇ · (−D∇c+ μ∇V) = 0 (7.2)

solving for the time-dependent concentration of DNA c(r, z, t). The second term is simply the

continuity equation with diffusive flux−D∇c and drift flux μc∇V. The diffusion coefficient of a
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10 kb piece of dsDNA with length 3.4 µm has been experimentally measured59 to be approximately

D = 1 µm2/s, the validity of which is discussed below. The free-solution electrophoretic mobility

of the 48.5 kb λ-DNA has been measured60 to be μ = 4.2 × 10−4 cm2/Vs, which we assume to be

the same as the mobility of 10 kb as both force and drag scale linearly with length in the limit of long

molecules.

Although the equation is written in terms of concentration, it can equivalently be thought of as

the time-dependent evolution of the probability distribution of a single DNA molecule. Of course,

this treats the entire 3.4 µm DNA as a single point, which is clearly not a good assumption when

the distance between the pores is much less than the length of the DNA. We deal with this in two

ways: first, we assume that the DNA is perfectly captured a radius Rcap = Lp = 50 nm away from

the second pore, about one persistence length; thus, the DNA can be captured even if the center

of the probability distribution is farther away. The second is to set the initial condition at t = 0

of the DNA distribution to be a Gaussian at distance of Rcap from the first pore with width Rcap.

This initial condition represents the physical size of the ball of DNA immediately after transloca-

tion, around one or two peristence lengths. The diffusion coefficientDwill then cause this ball to

spread out over time, taking time τZimm = 50ms to relax to an average size of Rg = 400 nm. Even

so, we expect the model to be more accurate at longer times and pore-to-pore distances and for the

translocation delay at short times to be more strongly dependent on the exact conformation of the

DNA.

The estimated delay time from the drift-diffusion model is then simply the concentration flux

through the capture boundary at the second pore, in a similar fashion to the first passage time for-

malism used previously61. This is plotted as a function of time in Fig. 7.4, and behaves as expected:

there is a sharp rise when the first molecules drift to the second pore, followed by a long tail due to

the diffusive random walk behavior. After a long time, all of the molecules have escaped into the

bulk and the capture rate drops to zero.
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Figure 7.5: The dri -diffusion results from Fig. 7.4 (shaded area, lines) are compared to the detected double translo-
ca ons. Each event is plo ed with an ‘x’ and the binned events are shown with standard devia on error bars in black.
The solid line is the median me from the simula on, while the shaded area represents the 5% and 95% bounds.
The dashed line is the median me if the distance is offset by an es mated ‘transverse offset’ of 200nm, if the
pores are not perfectly axially aligned. This value was computed by interpola ng the solid curve at a distance of

d′ =
√
z2 + x2off
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We performed these calculations for a range of pore-to-pore distances and show the results plot-

ted with detected events in Fig. 7.5. The delay time of each data point is defined as shown in 7.3.

The only fit parameter is the zero-point of the piezos, the piezo setpoint where the pores are co-

incident. This is set manually to beD0 = 5.35 µm. The pore-to-pore distance for each event is

then calculated by subtracting the setpoint fromD0 at the time of the event, offset by the average

position of the piezo during the drift time of the event to account for the oscillating lockin sig-

nal. It can be seen that the model agrees well with the data, including the spread in the data, with

the exception of a few longer events at short times. These are likely due to the known random in-

teraction between the DNA and the pyramid tips, which could easily cause enough temporary

sticking to impede the second translocation. At short distances, the model also seems to underes-

timate the drift time in general. We propose that this is a result of slight transverse misalignment

between the pores, so that the two pyramid axes are not colinear. We can approximate this by us-

ing the same distance-time curve as calculated from the model, but computing the actual distance

as d =
√
(D0 − zpiezo)2 + offset2 and interpolating the results of the model as necessary. This is

shown in the red shaded area and gives a wider and slightly slower spread as we would expect. In re-

ality, there was likely a slow drift in both the xy and z offsets over the course of the experiments, but

there is unfortunately not enough information to compensate for these effects.

7.6 Experimental challenges

Many factors conspired to make the experiment extremely difficult to perform. For starters, each

pyramid was quite laborious to fabricate, and because two are required each time, every experi-

mental failure cost a significant amount of time. One of the main mistakes at the time was using

acetone-dissolved Crystalbond 509 glue as the adhesive, which was then baked to drive out the sol-

vent (before creating the applicator described in section 5.5). The solvent would not fully evaporate

80



and lead to pyramids falling off or filling up with adhesive when they were mounted on the flowcell.

Sometimes the pyramids would refuse to wet and it was unclear why. And even when none of these

was an issue, the pores would often fail to open properly when wet and have 1/f noise that would

persist even after the application of 9 V pulses.

It was later concluded that the clogging was most likely the result of residual adhesive molecules

coating the surface and contaminating the pore, especially when using ethanol wetting. In subse-

quent chapters, both the solvent-dissolved 509 and the ethanol wetting were eventually abandoned,

replaced with purely thermal melting of the 509 and wetting with deionized water.

If both pyramids were successfully mounted and wet on the insides, they could be brought to

within around 25 µm of each other before solution was introduced to the middle chamber - any

closer and they could collide. After introducing the conductive KCl solution, however, random leaks

would sometimes appear. They could be due to water squeezing between the layers of the middle

insulating gasket or around the electrode, or through a small gap in the flowcell fittings, or into a

bubble in the adhesive holding one of the chips. Leaks would often require drying out the setup and

starting over, costing two pyramids in the process.

The next challenge was with the alignment. With the solution in between, distortions of the opti-

cal images could potentially make it difficult to ensure that the alignment was close enough to begin

moving the piezo. When moving the piezo and steppers around, it is assumed that there would be a

wobble on the current signal due to the motion on the piezo axis (see section 6.5). This would some-

times not be the case, however, and occasionally the whole experiment would fail catastrophically

(the pyramids would break) for no apparent reason.

The positioning ability of the stepper motors was also found to be lacking. While they had high

accuracy with microstepping (Fig. 6.2), the pulse-width current modulation of the motors created

enough noise in the experiment that later analysis became extremely difficult. The motors could be

limited to half-steps and turned off, but then in order to maintain good accuracy in the xy axes, 2
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Figure 7.6: The difference in sta s cs and mes can be seen both from the current traces and the plots of event
charge deficit (ECD), defined as the integral of the current during a transloca on event rela ve to the open pore
current. A large ECD outside the distribu on typically indicates strong interac ons with the surface.

more axes of piezo were eventually purchased.

Another challenge came from the introduction of DNA on the inside of the pyramid (see section

5.8). Because the DNA would gradually accumulate in the tip, it would often make translocations

less frequent and more unpredictable as time went on. Pulsing could sometimes clean them out, but

would often end up clogging the pore due to the aforementioned contaminants. When there were

no translocation seen in the second nanopore, it would be hard to know whether the alignment

was off, DNA was clogging in the first pore, or the second pore could not translocate DNA (for

some unknown reason). The effect of this can be seen in the different distributions of translocation

durations and event charge deficit (ECD, see Fig. 5.4), which is the integral of the blocked current

during a translocation event (Fig. 7.6).

7.7 Future work

Technical challenges of positioning aside, the main impediment to this experiment was the ten-

dency of pores with a nonplanar geometry to clog over time as a result of DNA interactions with

the surface. To ameliorate this effect, it might be desirable to use a flat chip for the first nanopore the
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Figure 7.7: Results of the numerical simula ons from sec on 7.5, except with the pore currents set to be iden cal. In
this case, the field lines do not escape the two-pore system as easily as they do in Fig. 7.4. As a result, more of the
DNA is captured, a fact that is shown in the plot on the right-hand side. The total concentra on flux of DNA that is
captured by the pore when the currents are the same is nearly double that for the condi ons used in the experiment.

DNA goes through, as standard flat silicon nitride chips are easily able to translocate thousands of

molecules without permanently clogging. In that case, the setup described in chapter 8 with in-line

optics would be better suited to imaging. There are still some issues with positioning and drift that

could likely be worked out with experience. With better statistics, one could obtain much better in-

formation about the conformation changes undergone by the molecules as they drift from one pore

to the other.

Another issue that arose was the fact that the current passing through the first nanopore was

greater than that passing through the second pore. Because Ohm’s law gives us that the fields are

proportional to the current density, the excess current through the first pore is forced to travel to

the center electrode instead of the second pore, and hence taking the field lines and some molecules

along with it (Fig. 7.4). If instead we were able to adjust the current through both pores to be iden-

tical, we would see the result in Fig. 7.7. In this case, the capture probability would be significantly

higher as a result of the electric field focusing the molecules to the second pore. This was difficult
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to do in the experiment because of the tendency of the first pyramid to clog, which required higher

voltages to pull DNA through the pore and also led to more 9V zapping pulses that gradually en-

large the pore. Using a flat chip instead, as described above, would certainly help with this problem.

Were the setup to be made more robust, an extremely interesting experiment would be the active

trapping of a molecule using opposing driving forces in both pores. In this case, the DNA molecule

would be stretched taut and its direction of drift could be tuned by applying a small bias voltage

in one direction or another. When one end falls out of that pore, however, the net force on the

molecule suddenly becomes extremely imbalanced, and high speed electronics would be needed to

switch the biases and recapture that end of the molecule before it can translocate through the second

pore.
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8
Scanning Nanopore Detection of DNA

Binding Proteins

Pyramid nanopores are useful for more than just two nanopore experiments. In this chapter we

demonstrate the ability of a scanning pyramid nanopore to detect a helicase motor protein bound to

immobilized double-stranded DNA and repeatedly scan over it to study the blockage characteristics

of a silicon nitride nanopore and the stretching of dsDNA.
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8.1 Previous work

Biological nanopores have been used to study immobilized DNA for over a decade, whether the

DNA is prevented from translocating using a partially double stranded hairpin molecule62 or a

larger protein anchor63. They are limited in that the captured DNA is anchored on the pore it-

self, however, making it impossible to change the region of DNA being investigated by more than a

nanometer or two7.

Protein pores have also been employed to extensively examine DNA-protein binding and inter-

action648; in many ways, one could consider nanopore sequencing itself (see chapter 2) as such an

experiment. These pores are again limited, though, since the size of their constriction cannot allow

the proteins themselves to fit through. In order to analyze larger molecules, the proteins either need

to move along the DNA or dissociate entirely.

For experiments where deliberate scanning is required, solid state pores have in general seen more

success. Although their sensitivity is reduced relative to protein pores, they make up for it by having

tunable size (to allow proteins to fit through) and a known location in a rigid membrane (to facili-

tate positioning).

It has been shown that solid state pores are effective at detecting both RecA bound to DNA in

specific locations65 as well as zinc finger proteins bound in both a sequence-specific and non-specific

manner66. In the latter experiment, the nanopore was sensitive enough to distinguish between the

specific and nonspecific binding. However, in both cases, the fact that the DNA is translocating

freely means that the signal from the protein manifests itself as a short dip with a duration barely

resolvable by the amplifier, seriously limiting the amount of information that can be gained from

the experiments aside from the presence or absence of the protein.

Two of the most common scanning and positioning techniques are optical tweezers and atomic

force microscopy (AFM), and they have both been combined with solid-state nanopores. In the for-
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mer case, researchers have been able to directly measure the force exerted by a solid-state nanopore

using an optical trap-immobilized piece of λ-dsDNA67. The DNA was moved in and out of the

nanopore at a rate of 30 nm/s demonstrating the feasibility of using optical tweezers as a scanning

probe. The complexity of optical tweezers limit the types of experiments that can be performed,

though, and the Brownian motion of the bead limits the positional resolution especially while

heated by the trap laser.

A quartz tuning fork AFM has also been used to scan dsDNA in and out of a solid state nanopore68,

showing that such a technique is capable of a slow scan rate of 1 µm s−1 (compared to the free translo-

cation speed of around 1 cm/s). In that experiment, the analyte (DNA) was bound to the tip of the

AFM probe and moved to the location of the nanopore, where it was then scanned along the length

of the DNA to measure the capture and release distances. While promising, the difficulty of not at-

taching too few or too many molecules to the tip along with the reduction in the performance of the

probe itself limits its usefulness - contact with a surface can easily damage all of the molecules bound

to the tip.

8.2 Scanning nanopore setup

Many changes were made to the experimental setup based on the insights gained from the challeng-

ing two-nanopore experiment in the previous chapter. The biggest change was to remove one of

the pyramids and replace it with a more standard flat chip, and to treat the experiment as a single

scanning pyramid nanopore instead of two pyramid nanopores facing each other. In this way, the

pyramid could be used to probe any desired substrate, not just a second pyramid.

In order to facilitate positioning with a flat substrate, the experiment was rotated to align the

pyramid axis with the vertical optical axis (Fig. 8.1). The optics then look through the pyramid and

two axes of alignment with respect to the substrate can easily be ascertained, with the lockin current
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Figure 8.1: The scanning nanopore experiment setup is much like an AFM, but with a direct op cal microscope in-
stead of a reflected laser. The op cal feedback is again capable of around 5µm resolu on and with 3 piezo axes the
posi oning accuracy is sub-nm, subject to dri and vibra on.

feedback (section 6.5) sufficient to resolve the z-axis. It also allows the pyramid tip to be moved more

safely relative to the substrate, as there is little risk of “shearing” the tip with lateral motion as there

might be with protruding geometries. Finally, another added benefit was the reduction of leaks, as

gravity confines the solution much more effectively than in the previous vertical configuration.

The other main insight from the two-nanopore experiments was that molecules should not be

introduced from the inside of a pyramid (Fig. 7.6). Because standard flat-chip nanopores are able to

translocate DNA for long times without the same issues, however, having a flat chip coupled with a

pyramid chip simply increases the range of experiments that can be performed.

To run an experiment, both the flat Teflon flowcell and the Vespel beam (a polymer similar to

PEEK) are primed with Crystalbond 509 glue. A flat chip and a pyramid chip are plasma cleaned for

1 minute, while both flowcell parts are placed into an oven at 125 ◦C to soften the glue. The chips

are then placed on their respective flowcells and allowed to cool. Flow tubes and electrodes are press-
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Figure 8.2: To synthesize the molecules used in this experiment, λ-DNA (which naturally has 12-base overhangs
on each end) is ligated with a custom bio n-terminated oligomer on one end. The bio n on that end is bound to
a magne c bead, and a helicase is then loaded and covalently locked onto the other end of the DNA (so it cannot
easily fall off). The helicases are then all fed ATP so that they steadily move along the strand for a prescribed amount
of me, at which point their mo on is arrested. At the end of this process, each bead (b) will have mul ple (10-20)
molecules of λ-DNA each with one helicase bound somewhere along the length.

fit inserted into the Teflon cell and wet, at which point both cells are mounted to the positioning

stages. Remaining electrodes are attached with Kapton tape and both the inside and outside of the

pyramid are wet using a micropipettor. It has been found that boiling the Teflon flowcell in a 4:1

water:nitric acid solution for a few minutes prior to the experiment makes the Teflon incredibly hy-

drophobic, helping to confine the droplet of solution near the chips instead of wetting the surface of

the flowcell. This eliminates using any sort of complex or dirty gaskets entirely, greatly simplifying

the overall experimental apparatus.

8.3 Tethered DNA-helicase synthesis

For a nanopore to be able to scan over strands of immobilized DNA, a method of preparing the

DNA and binding proteins is needed. To this end, the scheme shown in Fig. 8.2 was chosen. Streptavidin-
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coated magnetic beads measuring 0.75 µm across were selected as the DNA-binding substrate to

which molecules of λ-DNA were bound using a ligated biotin-terminated custom oligomer on one

end. The number of λ-DNA molecules bound to each bead was limited only by the increasing diffi-

culty of finding a binding site as the number of bound molecules increases, but in later experiments

it was determined that only around 10-20 molecules of the 16.5 µm are able to bind.

The sample was easily purified using the magnetic beads, removing any unbound oligomers or

λ-DNA. The next step made use of the fact that λ-DNA has 12-base single-stranded overhangs at

both ends, one of which has already been taken up by the biotinylated oligomer. The remaining 12-

base overhang turns out to be the exact right size for a single helicase to bind to the single-stranded

region. This helicase, provided by Oxford Nanopore Technologies and used in other experiments

in our lab, has the unique property that a site can be cross-linked to form a fully linked ring around

the single strand, one that cannot stochastically fall off. The helicase was then fed a predetermined

mix of adenosine triphosphate (ATP) fuel, which it used to processively unwind the λ-DNA. The

reaction was run for 15 minutes, which based on the estimated enzyme speed would allow it to move

about 2microns down the strand. The DNA of course re-anneals behind the enzyme, leading to

the final construct shown in Fig. 8.2 where there is a protein ‘bump’ partway down the full 16.5 µm

strand, but without a rigorously determined position.

8.4 Detection of helicase-DNA complex

Experiments to scan over tethered DNA, with and without helicase, were performed using the ver-

tically oriented setup described earlier. Flat nanopore chips with 0.5 µm FIB-drilled holes in the

center were mounted as the substrate to be scanned, and DNA-coated beads were injected on the

inside of the beads. A bias voltage was applied to the flat side chip to drive the DNA through to the

center reservoir, where it could then be captured by the pyramid (Fig. 8.3). The capture process was
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Figure 8.3: An op cal image looking through the microscope from Fig. 8.1 is shown in (a). The pyramid is the ‘x’
shape, while the holes in the flat chip are the 3 × 3 array of dots directly to the le . A probable outcome of this ex-
periment is shown in (b), where the pyramid pore can easily grab mul ple strands at a me. As the pyramid retracts,
these strands will fall out one by one. This process is shown in (c), where the current ini ally drops as each addi onal
strand is captured, and then is restored as the pyramid is moved away from the surface. Note that in this experiment
the strands do not have helicase molecules bound.
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Figure 8.4: As the pyramid is scanned over the helicase (a), the current flowing through the pore decreases beyond
the normal DNA blockage level. If the pore is slowly scanned over at a steady pace (b, orange), a short but shallow
drop can be seen. If the posi on lockin mode is enabled, on the other hand, the helicase is forced through the nar-
rowest part of the pore 200 mes a second, leading to more blocked current (b, blue) and the signal in (c). The width
also increases, as the pore can ‘see’ the helicase due to the 100nm excursion in both direc ons.

as one might expect: the pyramid tip was positioned over one of the 0.5 µm holes (optically visible)

and lowered towards the surface, with lockin mode enabled to prevent collision.

As soon as a single strand was captured, the tip was retracted to avoid capturing any other strands.

A few microns away from the surface, the capture rate effectively drops to zero as the thermal mo-

tion keeps DNA close to the surface in a random coil. If the tip is retracted past the contour length

of the DNA, the blockage clears and the conductance returns to that of the open pore. If multiple

strands are captured, this can be seen in both the capture and release process (Fig. 8.3). The fact that

the DNA-coated beads are on the inside of the bottom chip are critical to this whole process, be-

cause it was previously found that if the beads are floating in the middle reservoir, extra sample in

solution will inevitably be captured by the pyramid and interfere with the tethered molecule being

examined.

When the pyramid pore is scanned over a helicase bound to the captured strand of DNA, there

is a distinctive drop in the conductance caused by the additional current blockage of the protein.

This scan can be performed simply by applying a 1 nm/s drift to the z-axis piezo and observing the

resulting current, shown in Fig. 8.4. However, note that there is a significant amount of noise and
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Figure 8.5: The helicase label can be used to measure the dri rate of the stage by slowly scanning the pore in both
direc ons and comparing the results. In the plots above, the magnitude shown on the y-axis is the sample standard
devia on of the ionic current filtered to 10 kHz, calculated in 1 s increments - this value is higher when there is more
blockage (as in Fig. 8.4). When this is done in (a) with a scan speed of 1 nm/s (and 100nm lockin mode enabled), the
helicase both appears in different posi ons and with a different width. If the commanded piezo posi on of the data
in (a) is offset by a steady−0.48nm/s, on the other hand, we see that both the posi on and the dura on of the
forward and backward scan are in agreement.

random switching between different conformations; we attribute this to nonspecific interactions

between the nanopore and the protein surface or the short region of ssDNA. This noise could se-

riously hinder the desired measurement of the protein position and the details of the blockage cur-

rent.

At one point while scanning over the protein, the lockin mode was accidentally enabled, and a

clear 200Hz periodic blockage signal was visible (Fig. 8.4). The signal was extremely stable over time

and showed relatively little sign of problematic interactions, likely because the 100 nm-amplitude

oscillation provided enough motion to prevent any stable bound conformations from forming. The

blockage was also much deeper at the deepest point because the helicase is being forced through the

center of the constriction every oscillation.

The strength of the helicase signal was also enough to easily measure the drift rate of the pore, by

scanning in both directions and comparing the scans. When the set position of the piezo is offset
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Figure 8.6: If the average piezo z posi on is held fixed over the course of many 200Hz oscilla ons, the blockage
levels from each period can be averaged to yield the characteris c blockage curves shown in (a). As one might ex-
pect, the shape of the curves depends on the offset of the helicase posi on from the average pore posi on. For small
offsets, there will be two dips, as the pore passes the helicase twice per period. For larger offsets, the pore barely
reaches the helicase at the extent of its mo on, leading to the single dips at around a 100nm offset. If these profiles
are all combined to pull out an average blockage for the pore (one in each direc on), we get the curves in panel (b).

by a constant drift rate as in Fig. 8.5, the molecule appears at the exact same position in both the

forwards and backwards scans, confirming that a slow constant drift accurately captures the behavior

of the stage.

8.5 Nanopore blockage profile

Upon closer examination of the helicase blockage signal taken with lockin mode, a clear pattern is

visible. Sometimes there is only a single dip every 5ms, while othertimes two peaks can be seen with

a range of spacing. This behavior is attributed to the offset between the average position of the piezo

and the helicase: when the helicase is exactly in the average position, it will be scanned over twice

every period, once as the tip moves in and once as the tip moves out. When the position is slightly

offset, the peaks will gradually approach one another until they combine, corresponding to an offset

large enough that the pore is barely blocked by the helicase at the limit of the 100 nm extension. A

few examples of this are shown in Fig. 8.6.

More interestingly, this observation can also be flipped around: once the helicase offset is de-
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Figure 8.7: The detected helicase posi ons are plo ed as the voltage was increased from 20mV to 240mV
and back down. Each ‘x’ denotes a single 1 s scan at a single piezo posi on. The average posi ons at each volt-
age are shown with solid lines. The posi on has been plo ed as a func on of force using the conversion factor of
0.25pN/mV67. The dashed line shows the expected posi on if the helicase was posi oned L = 10 µm from the
surface as a result of DNA stretching. A measured dri compensa on of−1.6nm/s was used to adjust the piezo
posi ons.

termined by fitting using the above procedure, the blockage profile of the nanopore/helicase can

be extracted by averaging the blockage over all of the different piezo positions and offsets. This is

shown in Fig. 8.6 with a separate averaging for the two scan directions. The blockage depth varies

significantly in the forwards and backwards directions, a curious effect that without a doubt merits

further study.

As part of the scanning experiment, the voltage-dependent properties of the tethered DNA-

helicase beads were also explored. Under an applied voltage (and thus force), we would expect DNA

to stretch as shown in appendix C. This stretching of double-stranded DNA can be modeled using
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the extensible wormlike chain (E-WLC):

FLp
kBT

=
z
L − F

S +
1

4(1 − z/L+ F/S)2 − 1
4

(8.1)

This model predicts an increase in the length of dsDNA due to a combination of entropic and

elastic stretching, which should be detectable as a change in the position of the helicase.

We have measured the position of the helicase as a function of voltage, slowly ramping the voltage

from 20mV up to 240mV and back down. This leads to the data shown in Fig. 8.7, using a value of

0.25 pN/mV for the nanopore force67. Although the data exhibits unusual behavior as the voltage

is increased, a clearer trend can be seen as the voltage is lowered. Neither side corresponds to what

would be expected from the well-characterized stretching behavior of dsDNA (shown in the plot for

a 10 µm distance), however, leaving a few unanswered questions.

One of the main confounding factors is likely the movement of the bead against the bottom sur-

face. The bead is inevitably coated in many strands of DNA (Fig. 8.2), which may interfere with

the position of the bead and lead to an unusual force-position relationship. The bead may also be

attempting to rotate as a result of the force to orient the binding site closer to the tip; the bead diam-

eter of 0.75 µm is similar to the scale of the errors in the data.

8.6 Implications for sequencing

Aside from detecting proteins, a scanning nanopore platform could be used to sequence DNA.

Piezo nanopositioning stages typically have positioning accuracies well below an angstrom, and we

have measured the drift rate of our experiment to be on the order of a nanometer per second. The

bases in stretched ssDNA are spaced around 0.5 nm apart, meaning that the positioning accuracy of

our system is more than sufficient to slowly scan up and down a single strand of DNA in order to

read out the bases, instead of relying on a ratcheting enzyme.
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Intuitively, however, one might be concerned that as the distance between the anchor point of

the DNA and the nanopore increases, thermal fluctuations of the stretched DNA would be large

enough to move many bases in and out of the pore, making the signal difficult to discern. This has

been studied even for the short 7 nm distance between the ratchet and the pore constriction63 and

stretching has also been found to play a significant role7. If there is any appreciable amount of ss-

DNA stretched out, the increased entropic stretching due to its flexibility will be prohibitive for

sequencing.

If the bulk of the stretched DNA is double-stranded up until the pore, however, there is still

a chance. The width of these fluctuations can be modeled by making use of the fact that the base

position will be represented with a Boltzmann distribution as a function of free energyU(x), where

x is the position along the contour of the DNA currently in the pore. The distribution will have the

form

p(x) ∼ exp
(
−U(x)

kBT

)
(8.2)

and because we are near the minimum of x0 and the stretching function is relatively smooth, we

can approximate this as a Gaussian distribution resulting from a quadratic potential, taken as

U(x) ≈ 1
2
(x− x0)2U ′′(x0) =

1
2
(x− x0)2F ′(x0) (8.3)

for the stretching force F(x), which we can calculate from 8.1. Substituting into equation 8.2, we

find that the width of the resulting thermal Gaussian distribution is

σ =

√
kBT

F ′(x0)
(8.4)

We have plotted the expected fluctuation widths in Fig. 8.8 assuming that all of the DNA is

double-stranded. We see that the widths rise rapidly as a function of distance, and that even un-
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Figure 8.8: The fluctua on width of stretched DNA as a func on of both the applied voltage and the length of DNA
between the anchor and the pore. The E-WLC model is used for all calcula ons and the width is defined as the full
width half maximum (FWHM). Modern state-of-the-art nanopores have an FWHM of around 2-3 bases (see chapter
2) as indicated on the plot.
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der the generous assumption that we could apply 300mV to a sensitive pore, we are still limited to

reading around 150 nm worth of DNA. The voltage range shown does not exceed 300mV because

that is the force at which dsDNA transitions from S-form to B-form (Table C.1). Of course, being

able to read 300 bases at a time is still useful - it could be the case that one would scan over those 300

bases multiple times to reduce the error and then advance the whole strand by a certain amount,

and repeat. Or it might be possible that with the ability to repeatedly read the DNA strand, a sig-

nificantly higher fluctuation width could be tolerated. It is difficult to predict exactly what the data

would look like, but it would certainly be an interesting experiment to attempt in the future.
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A
Sequence Observation Model Details

When calculating the alignment matrix for a single read and a sequence (Fig. 3.1b), we begin by con-

verting the sequence into the 5-mer states at each position, indexed alphabetically. For each state, the

corresponding observed mean current μ and RMS noise σ are modeled by the following normal and

Inverse Gaussian (IG) distributions, respectively: μ ∼ N(μs, σs) σ ∼ IG(ηs, λs)The parameters μs,

σs, ηs, and λs are provided by Oxford Nanopore as a model accompanying each sequenced molecule,

along with appropriate scaling information. Different pores or molecules may use different models;

100



in this work, we use each molecule’s model as is and make no attempt to train our own. We can then

define bs(μ, σ) to be the probability of observing (μ, σ)while in state s as

bs(μ, σ) = N(μ;μs, σs)× IG(σ; ηs, λs) (A.1)

If we denote the maximum-likelihood matrix cells asAij, we can express the calculation of a single

cell as follows, for an observed mean current μi and noise σi:

Aij = max



Ai−1,j−1 × bsj(μi, σi), Step

Ai,j−1 × pskip, Skip

Ai−1,j × bsj(μi, σi)× pstay Stay

(A.2)

Notice that the observation probability bs is omitted for a skip, as no level is observed.

To prevent the algorithm from getting hung up due to spurious noise or yet-unmodeled effects

(such as backwards transitions), we have also included an “insertion” state, which represents an ob-

served current level that corresponds to no known state and whose observation probability is hence

omitted:

Aij = max(Aij,Ai−1,j × pinsert) (A.3)

We have also included a second gap/extend matrix, an established technique for sequence align-

ment algorithms4, allowing the first stay to have a different probability from subsequent stays. We

define a second matrix Bij as the maximum likelihood over all paths to that position that end in a
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stay, and create transitions between A and B as follows:

Bij = max


Ai−1,j × bsj(μi, σi)× pstay Start stay

Bi−1,j × bsj(μi, σi)× pextend Extend stay
(A.4)

Aij = max(Aij,Bij) (A.5)

We also need to be able to account for both forward and reverse complement reads, as there are

no guarantees on the orientation of the DNA when the adapters are added and the sequencing

done. If a reverse complement read is detected, both the event data and its associated model are

flipped; for the event, the order of the current levels and noise levels are simply reversed. For the

model, on the other hand, each 5-mer property is mapped to the reverse complement 5-mer, e.g.

the expected levels and noise for ACCTG and CAGGT are swapped. For the remainder of the algo-

rithm, the read can subsequently be treated as if it were a normal forward read.

We also make the algorithm capable of local alignment by setting the first row and column of

the matrix uniformly to 1, as illustrated by the white squares in Fig. 3.1, and by including a constant

multiplicative offset in each observation, coff = e3.5, which adjusts the overall likelihood so that

well-matched regions are larger than 1 while poorly-matched ones rapidly drop to below 1. As with

Smith-Waterman26, the accumulated likelihoods are not allowed to fall below 1. The end of the best-

aligned stretch is then the largest element in A and the rest of the path can be found by backtracking

until a value of 1 is reached. This constant has no appreciable effect on the accuracy, it just needs to

be set to keep the expected value of matching strands above 1.

In practice, to avoid floating-point accumulation errors and facilitate computation speed, the

log-likelihood is used everywhere but otherwise the calculations are as described.
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B
Single Chip Two-pore Setup

The initial approach to detecting DNA with two nanopores was to drill both pores in a single chip.

This section briefly describes these attempts with the goal of informing others to the possible prob-

lems associated with the technique. To do this, the overall chip fabrication process was similar to the

standard flat chips shown in 5.1, except with an additional 2 µm of sacrificial silicon oxide followed

by another 100 nm layer of silicon nitride on top (Fig. B.1). To etch the oxide (actually phosphorus-

doped oxide, PSG), a larger hole is first milled using the FIB (large hole with arrow, center of Fig.
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Figure B.1: The drilling and we ng of a single-chip two-nanopore setup is shown, with two suspended nitride sur-
faces separated by a gap formed by undercu ng 2µm of silicon oxide. In (a), it can schema cally be seen that when
the TEM beam is focused on one nitride surface, the beam is spread on the other surface and does not form a hole.
In (b), a TEM image of two drilled pores is shown, one in each surface. In (c), the chip is shown with the mounted
microfluidic channels; all three dis nct solu on chambers can be seen.
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B.1). The chip is then immersed in HF for long enough to etch a roughly 20 µm radius hole, as

shown in panel (c). The etched chip is then dried out and placed in the TEM for milling as in Fig.

B.1a, where one pore is milled into each surface of the nitride. The pores are laterally offset slightly as

imaged in Fig. B.1b, so that the milling of the second pore does not contaminate or redeposit mate-

rial onto the first pore. This part of the process is fairly straightforward and reproducible, and most

of the chip-making can be done at wafer scale.

The challenging part of fabricating chips in this way is the wetting and electrical contact to the

center chamber, as indicated with the arrow in Fig. B.1c. The trans chamber (bottom) is simply the

same hookup as with existing nanopore chips, but the c side (top) has to apply fluidic hookups

both to a nanopore and a larger hole only about 10 µm away. The chosen solution was to apply

PDMS microfluidic channels on top of the nitride, with channels that were around 50 µm wide

but with a very small placing. This microfluidic seal was placed under a microscope to help with

the alignment, but was still extremely difficult to position correctly. The PDMS was adhered using

the standard plasma-cleaning and bonding method, but the adhesion tended not to be very strong,

likely due to the different surface chemistry of nitride vs. oxide.

Most of the problems with the chips revolved around wetting. The narrower the microfluidic

channels were, the more robust they were, but the more difficult it was to get fluid through them.

The higher pressures also tended to create leaks between the two channels or to delaminate the

PDMS entirely. Applying more pressure to the top surface of the PDMS to clamp it in place helped,

but then also tended to collapse the channels or to break the nitride. As a result, the project was

abandoned and pyramid chips were used instead.

Having gained a great deal of experience since undertaking this project, however, there are some

recommendations that would allow the chips to work next time. The main change would be to

etch the channels directly into the sacrificial layer or into a hard layer on the surface of the chip,

of something like e.g. SU-8 negative photoresist. A flat PDMS seal could be placed on top to seal
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the chip completely, but the stiffness of the channel material would prevent them from collapsing

and the applied pressure would prevent them from leaking; it would also remove all of the exist-

ing issues with the alignment. The second major change would be to use chips that are larger in size

than 3×3mm. This requires some work in re-making sample holders for the TEM and FIB, but will

make it immeasurably simpler to attach the complex array of fluidic connections required. In addi-

tion, wetting the middle chamber using the KOH/CO2 wetting technique developed by our lab1

would be of use. If a sacrificial layer is still needed, it might also be worth using polysilicon instead

of an oxide-based compound. Although poly-Si is conductive, it can be etched extremely easily with

KOH; with oxide materials, on the other hand, there were many difficulties associated with the fact

that oxide etches tend to etch nitride as well, and at highly variable rates. Having the much higher

etch selectivity of polysilicon-nitride that KOH affords would make the sacrificial layer much sim-

pler to use. With these changes, repeating the experiment and seeing two-pore translocation events

should be an attainable goal.
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C
The Theory and Properties of DNA

The behavior of DNA in and around nanopores cannot be modeled without carefully considering

the biophysics of flexible polymers, in which both entropic and enthalpic effects play a large role.

These models have had great success in explaining nanopore experiments, from the distribution of

translocation times for molecules of uniform length4,43 to the recapture probability56 and even the

voltage dependence of current levels in biological pores7.
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Figure C.1: Different models of polymer behavior are shown, with the fully extended contour length of the polymer
marked. Note that only the extensible model is capable of having a length longer than the relaxed contour length.
Detailed descrip ons of these models are provided in the following sec ons.

C.1 The Freely-Jointed Chain

A natural starting point for modeling a polymer is to break it into discrete segments and try to un-

derstand how these segments behave, keeping in mind that these segments do not necessarily cor-

respond to individual monomer units. If we let the entire polymer be composed ofN inextensible

segments each of length b = L/N, the stiffness of the polymer will appear in the potential energy

as a function of the angles between adjacent segments. However, we intuitively know that over a

sufficiently long separation, the polymer orientation becomes uncorrelated; hence, if we choose b to

be sufficiently large, we can safely neglect this term and assume that each segment can rotate freely

relative to its neighbors.

This model is known as the freely-jointed chain (FJC)50: N rotationally uncorrelated segments

of length b. Although it is coarse-grained to the point of suspicion, it allows us to quickly make

some theoretical predictions. We begin by estimating the end-to-end distance of the chain (under

no applied force). If we let r⃗i⃗ri⃗ri be the vector from one end of segment i to the other, we can define the
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end-to-end vector as R⃗⃗R⃗R =
N∑
i=1

r⃗i⃗ri⃗ri. We also have the properties ⟨⃗rir⃗ir⃗i⟩ = 0 and ⟨⃗ri⃗ri⃗ri2⟩ = b2 = 3 ⟨rrr2x⟩ for a

random vector of length b. Then, we can conclude that
⟨
R⃗⃗R⃗R
⟩
= 0, and also that

⟨
R⃗⃗R⃗R2

⟩
= 3

⟨
RRR2

x
⟩
= 3N

⟨
rrr2x
⟩
= Nb2

When we then apply the central limit theorem together with the knowledge that the distribution

of R⃗must be spherically symmetric, we end up with the following Gaussian distribution for the

end-to-end distance:

P(R⃗) =
(

3
2πNb2

)3/2
e−

3R2
2Nb2 (C.1)

It is important to note that this result is affected by the choice ofN and b, even though we have

given no instruction on parameter selection. This inconsistency is resolved in the next section, where

we show that the “correct” choice is setting b = 2Lp, called theKuhn length.

This result now lets us begin to estimate the force-extension curve of a polymer, that is, the force

required to hold the two ends of a polymer a certain distance apart. We start with the definition of

force F as a function of free energyA and end-to-end distance R as

F(R) = −∂A
∂R

Since the internal energy of the chain is zero, we have both thatA = −TS and that the number of

microstates Ω(R) is proportional to P(R⃗), since all microstates are equally likely, so the probability

is determined only by the fraction of microstates available at that distance. We can then use S =

kB log(Ω) to write

F(R) = T ∂S
∂R = kBT

∂

∂R log(Ω(R)) = kBT
∂

∂R log(P(R))
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which reduces to

F(R) = kBT
P(R)

∂P(R)
∂R = −kBT

3R
Nb2 (C.2)

We can thus see that the polymer behaves as a Hookian spring, but only for small forces since we

relied on the assumption that the the segment vector distributions are independent. Notably, the

force should diverge (but doesn’t, in this model) as the polymer gets stretched to its full length.

C.2 The Wormlike Chain

To get a more accurate picture of the behavior of a semiflexible polymer, we turn to the wormlike

chain (WLC) model. Instead of breaking the polymer up into discrete segments, we treat it a a con-

tinuous vector-valued function r⃗⃗r⃗r(s) parametrized by the distance s along the contour. We can define

the tangent and the curvature as follows:

t̂̂t̂t(s) = ∂s⃗r⃗r⃗r(s)

κ =
∣∣∂2

s r⃗⃗r⃗r(s)
∣∣

We are making the assumption that the contour length is constant, which holds up to the large

forces required for the elastic stretching of the polymer. We can then write out the full energy of

the chain:
E
kBT

=
Lp
2

∫ L

0
κ2ds

The persistence length Lp is the single most important defining property of polymer chains, so-

called because it is the characteristic length over which correlations in the orientation of the polymer

persist in a thermal bath. It is the radius of curvature over which kBT energy is required to bend the

same length of polymer; it can be shown that the orientation vectors are unsurprisingly correlated in
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a decaying exponential manner:

⟨ t̂̂t̂t(s1) · t̂̂t̂t(s2) ⟩ = e−|s1−s2|/Lp (C.3)

The derivation of C.3 is outside the scope of this thesis, but we can make use of it to quickly elu-

cidate the connection between the FJC and WLC models. We begin with the calculation for the

end-to-end distance:

⟨
R2⟩ =

⟨
R⃗ · R⃗

⟩
=

⟨∫ L

0
t̂(s)ds ·

∫ L

0
t̂(s′)ds′

⟩
=

∫ L

0
ds
∫ L

0

⟨̂
t(s) · t̂(s′)

⟩
ds′

⟨
R2⟩ = ∫ L

0
ds
∫ L

0
e−|s−s′|/Lpds′ = 2LLp

[
1 −

Lp
L

(
1 − eL/Lp

)]
(C.4)

We can see right away that in the limit of L ≫ Lp, equation C.4 reduces to ⟨R2⟩ = 2LLp, which if

we set equal to the FJC result of ⟨R2⟩ = Nb2 we see that b = 2Lp is the segment length that gives us

the same expected behavior as the more involved wormlike chain model.

We can also incorporate the stretching of the polymer under the action of an external field acting

on the end by modifying the potential energy:

E
kBT

=
Lp
2

∫ L

0
κ2ds− Fz

where F is a force (up to a factor of kBT) along ẑ and the scalar z is the position of the free end along

ẑ (the end at s = 0 is anchored to the origin). This problem was solved by Marko and Siggia69 using

a normal mode expansion to yield the now-ubiquitous approximation formula:

FLp
kBT

=
z
L +

1
4(1 − z/L)2 − 1

4
(C.5)
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which reduces to equation C.2 in the case that z ≪ L. The force also diverges quickly as z ap-

proaches L, as we might expect.

If this formula is plotted against experimental AFM or optical tweezer data, however, it becomes

readily apparent that at larger forces the stretching behavior of dsDNA still does not completely

match70. In fact, the stretched length of DNA can exceed the known contour length as a result of

elastic stretching. A simple modification of this wormlike chain stretching result can thus be ob-

tained by treating the elastic stretching as a change in contour length, and using the ”effective” ex-

tension z/L− F/Swhere S is the stretching modulus. This gives the equation

FLp
kBT

=
z
L − F

S +
1

4(1 − z/L+ F/S)2 − 1
4

(C.6)

which can implicitly be solved for F(z) (or alternatively z(F)), and is referred to as the extensible

wormlike chain model, or E-WLC70.

C.3 DNA stretching experiments

The stretching behavior of both dsDNA and ssDNA have been investigated in great detail. While

this is partly out of experimental accessibility, it has also been found that many biological processes

are strongly influenced by the tension and torsion of DNA, especially as a factor that can affect gene

expression71.

The preceding sections introduced models that are capable of describing DNA, but as with all

models, they must be framed in the context of the real-world behavior that they are trying to cap-

ture. To that end, we begin with a single strand of DNA, which consists of a sugar-phosphate back-

bone with one of four nucleotide bases sticking off to the side. Each nucleotide is spaced apart by

around 0.5 nm and both the backbone and residue are free to rotate relative to their neighbors. This

would suggest that a freely-jointed chain model with b = 0.5 nm would accurately capture ss-
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Figure C.2: Force-extension curves taken with op cal tweezers are shown both for dsDNA and ssDNA in experimen-
tal condi ons similar to those used in this thesis. Data and fit parameters are taken from Bustamante et al.70, using
the E-WLC to fit dsDNA with a persistence length of 53nm and using the E-FJC model to fit ssDNA using a Kuhn
length of b = 1.5 nm. A stretching modulus of S = 1000 pN was used for both models. Note that the E-WLC
model for dsDNA diverges because it does not account for the B-form to S-form overstretching transi on.

DNA; however, we see from Fig. C.2 that b = 1.5 nm works much better. This bit of extra stiffness

comes as a result of the hydrophobic stacking interactions between adjacent bases, which are also

what largely give rise to the stability of dsDNA. This suggests that the base composition of ssDNA

might affect its mechanical properties, and in fact it has been questioned whether persistence length

is valid at all on short length scales72. In light of this, it is important to consider the chosen value of

b = 1.5 nm as an ‘effective’ Kuhn length whose purpose is to capture more complex behavior using

a simpler model.

When going from ssDNA to dsDNA, the picture changes dramatically due to the stability pro-

vided by the base stacking and pairing. As a result, dsDNA should be thought of more as a rubber

rod or thick rubber band, as opposed to the highly flexible and string-like ssDNA. A persistence

length of around 50 nm, nearly 100x that of ssDNA, means it takes far less force to fully extend even

a long piece of dsDNA. For about two decades of force (0.5 pN to 50 pN), the extensible wormlike

113



chain model accurately predicts the force-extension curve. At around 65 pN, however, something

interesting occurs: a sort of phase transition where the extension increases dramatically over an ex-

tremely small force range. This transition is from the typical, helical ‘B-form’ DNA to something

called ‘S-form’ DNA, where the two strands are still cooperatively bonded, but side by side and fully

extended. This form persists up until around 150 pN, when the two strands fall apart completely.

F (pN) Note

0.1 dsDNA significantly extended
5.5 ssDNA significantly extended
20 Solid-state nanopore/dsDNA at 100 mV
20 Biological nanopore/ssDNA at 100 mV
57 φ29 motor protein stalls
65 dsDNA B-form to S-form transition
70 Biotin-streptavidin bond breaks
150 S-form DNA melts to ssDNA
300 S-form GC-only DNA melts to ssDNA
1000 Covalent bonds of DNA break

Table C.1: Notable force ranges in DNA

These and other force scales are shown in Table C.1. In particular, note the dramatic difference

between the characteristic extension force of ssDNA and dsDNA, more than an order of magnitude

apart. Another interesting (and surprising) result is that biological pores and solid-state pores ex-

ert a similar force, even though the charge per length of the DNA in the pores differs by a factor of

two (in going from ssDNA to dsDNA). In solution the phosphate backbone of DNA is extremely

negatively charged, with about 1e−/base or 2e−/base pair. The large positive counterion cloud sur-

rounding the DNA is pulled in the opposite direction, however, and the hydrodynamic interaction

between the DNA and its counterion cloud significantly reduces the net force on the molecule. In

a solid-state nanopore, this effect can reduce the force by up to 90%, depending on the cation73. In

the narrower biological pore, the constriction reduces the impact of the counterions, thereby in-
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creasing the net force on just a single strand.
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De novo sequencing and variant calling with nanopores 
using PoreSeq
Tamas Szalay1 & Jene A Golovchenko1,2

The accuracy of sequencing single DNA molecules 
with nanopores is continually improving, but de novo 
genome sequencing and assembly using only nanopore 
data remain challenging. Here we describe PoreSeq, 
an algorithm that identifies and corrects errors in 
nanopore sequencing data and improves the accuracy 
of de novo genome assembly with increasing coverage 
depth. The approach relies on modeling the possible 
sources of uncertainty that occur as DNA transits 
through the nanopore and finds the sequence that best 
explains multiple reads of the same region. PoreSeq 
increases nanopore sequencing read accuracy of M13 
bacteriophage DNA from 85% to 99% at 100× coverage. 
We also use the algorithm to assemble Escherichia 
coli with 30× coverage and the l genome at a range 
of coverages from 3× to 50×. Additionally, we classify 
sequence variants at an order of magnitude lower 
coverage than is possible with existing methods.

Initially proposed two decades ago, nanopore sequencing is now 
becoming competitive with other DNA sequencing methods. Because 
it provides long reads from a single DNA molecule, nanopore sequenc-
ing can resolve large-scale genomic repeats that were previously 
intractable due to inherent limitations in assembling short reads1. 
The approach uses a small transmembrane pore whose narrowest 
constriction is just wide enough to allow single-stranded DNA to pass 
through (Fig. 1a). Voltage is applied across the membrane to set up an 
ionic current, which electrophoretically draws the DNA into the pore. 
Current levels reflect the changes in conductance caused by the pres-
ence of different DNA bases in the narrowest region of the pore. An 
enzymatic motor, such as a polymerase2 or helicase, is used to ratchet 
the DNA strand through the pore one base at a time, and the resulting 
changes in ionic current are used to infer the sequence. Nanopores 
have recently been used to obtain long-read data with quantifiable 
accuracy3,4 . Further improvements were enabled by Oxford Nanopore 
Technologies’ 2,048-nanopore, USB-powered MinION sequencer5–7, 
which can collect tens to hundreds of megabases of data in a single 
run, producing long sequencing reads at high coverage and a moderate 

accuracy of around 85% (Fig. 1b). Long-read data from the device have 
been used as a scaffold to aid in the assembly of shorter, more accurate 
reads6,8 and to study large-scale structure1,6. To correct errors in these 
low-accuracy reads directly, however, a more specific model of the 
sequencing technique is needed9.

The dominant source of error in nanopore sequencing is the 
simultaneous influence of multiple adjacent nucleotides on the ionic 
current signal. Up to five bases have been shown to influence the 
instantaneous current10,11. As a result, the number of distinct current 
levels can increase from 4 to as many as 1,024, thereby decreasing 
the signal-to-noise ratio for base determination (Fig. 1c). Extracting 
accurate sequence information is further complicated by the stochas-
tic behavior of the DNA molecule, the enzyme and the nanopore 
complex, which can lead to both missing and additional current levels 
(Fig. 1d). Enzymes can randomly ratchet the DNA through the pore 
too quickly to be electronically detected, and, as a result, the dis-
cretized form of the data (Fig. 1a, red line) will have that particular 
level omitted. Fluctuations or conformational changes can also lead to 
sudden jumps in conductance that can easily be mistaken for the sig-
nal produced by DNA advancing through the nanopore, even though 
the enzyme stays clamped on the same base. Furthermore, certain 
enzymes even exhibit random backwards motion12. These confound-
ing factors mean that a large number of possible DNA sequences 
could produce the observed current levels, making the true sequence 
difficult to obtain.

Here we show that by coupling latent information in the ionic cur-
rent data from multiple reads with a statistical model of the underly-
ing physical system, we can increase the accuracy of DNA sequence 
determination. We developed an algorithm, PoreSeq, that models the 
probability of observing a current level given a 5-mer sequence (Fig. 
1c), as well as the probability of skipping or staying on a given current 
level (Fig. 1d and Supplementary Fig. 1). Then, given a sequence, 
a set of observed current data, and an alignment that maps the dis-
cretized levels to the positions in the sequence, these probabilities can 
be multiplied together to compute a total observation likelihood for 
that sequence. The best sequence is defined as the sequence with the 
highest likelihood, which can be obtained from one or multiple reads.

Although techniques exist for finding the maximum-likelihood 
sequence using the dynamic programming13-based Viterbi algo-
rithm14,15, they are limited to analyzing only one or two reads at a time 
owing to the computational complexity of simultaneously aligning the 
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RESULTS
PoreSeq algorithm
The base-calling algorithm presented here is designed to accurately 
determine the de novo sequence using the discretized ionic current 
data from an arbitrary number of independent nanopore reads of the 
same region of DNA, including partial or reverse complement reads. 
It does this by iteratively finding the sequence that maximizes the 
total observation likelihood for all of the reads according to the sta-
tistical model. Optimizing the sequence in this iterative way requires 
searching through the vast space of all possible sequences of a given 
length. We limit this search to sequences that could plausibly fit the 
data by repeatedly testing and making only those local changes that 
are expected to improve the observation likelihood.

The components of the PoreSeq algorithm are illustrated in 
Figure 2a. The process starts with a candidate sequence considered 
to be an initial best guess for the optimization routine and a number of 
observed nanopore reads that cover some of the region over which we 
are optimizing. A natural choice for the initial guess is one of the read’s 
single-molecule sequences computed by existing Viterbi methods (e.g., 
as provided directly by Oxford Nanopore’s cloud-based service for 
the MinION). This guess is then gradually improved by introducing 
artificial mutations into the candidate sequence. These mutations are 
drawn from alternate versions of the candidate sequence, generated by 
a modified single-molecule Viterbi algorithm that deliberately intro-
duces some randomness (Supplementary Note 2). Although these 
alternate sequences globally fit the data slightly worse than the best 
candidate, they may contain a short region (anywhere from one to 
dozens of bases) that has a higher sequence-aligned likelihood in that 
region compared to the current best candidate (Fig. 2a, iii, shaded 
and Supplementary Fig. 2). This stretch of sequence is then locally 
substituted into the best candidate’s sequence, and the full observation 
likelihood recalculated. The mutated sequence is kept if this likelihood 
exceeds the current best. Once all such mutations have been exhaus-
tively tested, new alternates are generated, and the procedure repeats 
until no more changes are found. This technique makes sequence space 
optimization feasible by screening for likely mutations and thus avoid-
ing a prohibitively dense search over all possible sequences.

The details of the likelihood calculation are illustrated in Figure 2b. 
The matrix depicts the alignment of a single read with a candidate 
sequence and yields the maximum likelihood (over all possible align-
ments) of observing that read given the sequence. The calculation of 
each cell in the matrix proceeds in a similar manner to canonical align-
ment algorithms (dynamic time warping16 or Smith-Waterman19): the 
row and column coordinates of a single cell represent the indices of 
the current levels and the bases, respectively, and the value contained 
in that cell is the maximum likelihood over all possible paths that can 
be taken to reach that cell. The cells are filled in using the likelihood 
values from the surrounding three cells directly above and to the 
left, as they correspond to the different possible cases of enzymatic 
motion according to the statistical model (e.g., a step from the left is 
a skip, shown in red, Fig. 2b, as the sequence advances without a cor-
responding current level). The resulting likelihood value of the new 
matrix cell is the maximum likelihood out of all of these starting cells 
multiplied by the probability of the new sequence/observation pair 
and the skip/stay probabilities, if applicable (Supplementary Note 3 
and Supplementary Fig. 3). At the end of the procedure, the highest 
likelihood in the entire matrix is then the maximum likelihood over 
all alignments, and the best alignment itself can be obtained by tracing 
the matrix backwards (Fig. 2b, shaded blue, arrows) from the maxi-
mum. A separate matrix is calculated for each read and the resulting 
likelihoods are then multiplied together to get the total observation 

current levels and finding the true sequence (Supplementary Note 1 
and Supplementary Fig. 1). Other methods such as dynamic time 
warping3,16 can align many sets of levels to one another without prior 
knowledge about the sequence, but in doing so, they sacrifice valu-
able information about the sequence-specific behavior (e.g., current 
level distributions) contained in the statistical model. The alignment 
of multiple DNA sequences is a related problem in which various 
iterative optimization approaches have proven useful17,18; we show 
here that the same general class of algorithm can reliably surpass the 
accuracy of single-molecule reads (Fig. 1b) when the implementation 
is tailored appropriately to the task of nanopore sequencing.

Figure 1  Nanopore sequencing fundamentals. (a) Illustration of the DNA-
enzyme complex captured in a nanopore (left). The base-by-base processive 
behavior of the ATP-fueled ratcheting enzyme leads to the depicted ionic 
currents (right), which are discretized to facilitate subsequent analysis 
(red line). (b) Summary analysis of a sequencing run of M13mp18 DNA on 
an Oxford MinION device demonstrating the available depth of coverage 
at moderate accuracy. Each data point represents an entire M13 DNA 
molecule. (c) A plot of the mean currents and standard deviations of the 
1,024 distinct 5-mer sequences, with the full Gaussian distributions of a 
few example 5-mers shown in blue. (d) Depiction of the alignment issues 
caused by possible detection errors in multiple reads (gray) against the 
expected ideal current levels (black), including missed levels (red) and extra 
levels (green).
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Variant calling
Another benefit of this approach is that it easily enables sequence 
variant comparison (Fig. 3b,c). It is often necessary to distinguish 
between known single-nucleotide variants (SNV) occurring at a low 
density (~1 SNV per 2 kb in humans20). We took the actual M13mp18 
sequence and computationally mutated it in one position (replacing, 
inserting or deleting a single base) to generate a SNV of the original 
sequence. The observation likelihood feature was then used to com-
pute the likelihood score of both the original and mutated sequences 
in order to call the correct variant as the higher of the two likelihoods. 
Even at low coverages the correct unmodified sequence was accurately 
identified as having a higher likelihood score (Fig. 3b). This variant 
calling feature outperformed de novo sequencing at lower coverages 
because the vast majority of single-nucleotide-mutated sequences 
would yield a considerably different current signature, making them 
easy to distinguish.

We also compared our approach to previous sequence-based variant 
calling analyses using nanopore data1 (Fig. 3c). Substitution errors 
were introduced into the M13mp18 sequence at a rate of 1%, and we 
then attempted to correctly identify them and recover the original 
sequence. By setting a threshold on the difference in observation likeli-
hood when calling each base variant, we calculated the probability of 
false positives and false negatives (referred to as precision and recall, 
respectively) at a range of coverages, to find the maximum classifica-
tion accuracy. We found a peak F-score accuracy of 99.1% at a coverage 
of only 16×, demonstrating similar performance to previous results1 
but at an order-of-magnitude lower coverage.
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likelihood; the computation time hence scales 
linearly with the coverage depth.

De novo accuracy
We used PoreSeq to obtain de novo sequence 
information using MinION nanopore data 
(Fig. 3a). The data are taken from the M13mp18 
phage vector digested by EcoRI, yielding iden-
tical double-stranded fragments 7,249 bases 
long, as well as from l phage DNA sheared to 
~8-kb fragments (Supplementary Fig. 4) and 
from a published E. coli data set5. After prepar-
ing the molecules as recommended, we ran a 
24-h sequencing protocol. The initial sequence 
analyses were done using Oxford Nanopore 
Technologies’ cloud-based Metrichor service, 
which computed the sequence corresponding 
to each detected molecule separately. The mod-
els (internally trained on the E. coli genome) 
used by Oxford to map 5-base sequences to 
observed current levels were also stored, and 
these models were used in this work without 
modification along with the offsets and scaling 
provided. The additional skip and stay param-
eters for the model were trained using the 
results of a sequencing run of identical 3.6-kb 
fragments of l DNA that are included with the 
MinION device for calibration.

We calculated the de novo sequence accu-
racies of M13mp18 as a function of single-
molecule coverage (Fig. 3a), with each 
molecule consisting of both a template and 
complement read. We measured the minimum 
and maximum accuracy obtained from trials 
using different random subsets of molecules at the specified coverage. 
We emphasize that no information about the true sequence was used, 
nor any information (e.g., statistics or fit parameters) from molecules 
outside of those included in a single trial. Because of the higher levels of 
coverage needed to reach a practical 99% accuracy, small DNA samples 
might require the use of PCR, in which case the mutation scoring would 
be modified to discard the lowest-scoring strands so as to account for the 
errors introduced during replication.

We also used PoreSeq in a standard genome assembly pipeline by 
assembling l DNA from nanopore reads at a range of coverages, and 
by correcting errors and assembling E. coli from a previously published 
data set (Fig. 3a). Our technique is similar to the Hierarchical Genome 
Assembly Pipeline (HGAP)9 developed for Pacific Biosciences sequence 
data, consisting of three stages: fragment error correction, assembly and 
assembled genome refinement. When the existing pipeline was run on 
MinION sequence data directly, the accuracy was limited to around 96% 
(Fig. 3a, green line); however, replacing both the existing fragment error 
correction and refinement stages with our technique increased the accu-
racy to 99% (Fig. 3a, red line). Notably, because long sequences are split 
into smaller sections for parallel processing, the technique is inherently 
scalable to larger genomes. We show this by running the same pipeline 
on a published E. coli data set from the MinION sequencer5. We used our 
algorithm to correct errors in sequencing reads and assembled fragments 
into a single contiguous genome. When the algorithm was used to correct 
errors in the assembled sequence a second time, the final accuracy was 
98.5% (Fig. 3a and Supplementary Note 4), which we would expect to 
improve further if more recent MinION data were used.

Figure 2  PoreSeq algorithm. (a) A high-level overview of the algorithm. The process starts with multiple 
nanopore reads and a single candidate sequence shown in blue (i). Aligned alternate sequences from 
which mutations are drawn are shown in red with a specific one highlighted (ii). The alternates must 
be similar enough to the candidate that their sequences can be aligned but otherwise vary throughout 
their full length. The plot contains the aligned local likelihood scores across all reads (calculated as 
in b) for the candidate and each alternate (iii). Local regions where an alternate’s likelihood score 
exceeds the candidate’s are shaded and correspond to a short region where the alternate sequence 
is likely more accurate than the best candidate. The alternate’s local sequence from this region is 
substituted into the best candidate and the full maximum likelihood score is recomputed (iv), at which 
point the higher-scoring sequence becomes the new best (v). The vertical dotted lines denote a specific 
mutation taken from the highlighted red strand in parts (i) through (iv). (b) The maximum likelihood 
over all possible alignments of a single read and sequence is computed using a Smith-Waterman19-style 
dynamic programming approach. The values of the matrix elements are the maximum likelihood over 
all valid paths to that element, whereas the lighter colors represent a higher local probability of that 
particular sequence/current pair according to the statistical model. The maximum likelihood score is 
the highest value in the whole matrix and the full best alignment can be found by backtracking through 
the matrix as illustrated by the arrows. The local probabilities of each aligned read can be mapped back 
to the sequence and combined (bottom), at which point they can be compared to the scores from other 
sequences (2a, iii, comparison between red and blue lines).
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DISCUSSION
Our results show that multiple nanopore reads can be combined to 
reach accuracies over 99%, compared to the ~85% seen with single mol-
ecules5, and many further improvements are expected both in the nano-
pore biochemistry and the physical models capturing their behavior. 
In particular, the inclusion of current level durations will be necessary 
in dealing with homopolymer DNA regions, which we have found are 
responsible for over half of the errors at 99% accuracy (Supplementary 
Note 5 and Supplementary Fig. 5). The model can also be extended 
to detect base methylation, the identification of which requires an 
estimated 5–19 repeated reads21,22. Other improvements are possible 
through better control of enzymatic ratcheting23 or the inclusion of a 
wider variety of pore mutants24–26 to obtain pore-specific current data 
on the same sequence. The code was designed to be flexible in han-
dling such modifications with far fewer constraints than Viterbi-based 
approaches. All code is publicly available at http://github.com/tszalay/
poreseq and a brief description is included in Supplementary Note 6.

During the review of this manuscript, a related approach was submit-
ted and published27. Both methods employ a similar error model but 
differ in that Loman et al.27 use only sequence information for the initial 
pre-assembly error correction, whereas our approach also uses nano-
pore current data for both the initial correction and the final refinement 

pass (made possible by the mutation finding process in Fig. 2). This 
allows us to find the consensus sequence and analyze the error across 
a wider range of coverages, from as low as 4× and 8× (Fig. 3). The 
coverage of E. coli in both our paper and Loman et al.'s.27 is roughly 
30× and the difference in accuracy (98.5% vs. 99.5%, respectively) is 
likely a consequence of the great improvement in MinION chemistry 
and models since the E. coli data used in our work were generated5. Our 
demonstration of variant calling additionally provides insight into the 
capabilities of these methods beyond error correction.

METHODS
Methods and any associated references are available in the online  
version of the paper.

Accession codes. All of the M13 and lambda MinION sequencing 
data used for this manuscript are available in the public Dryad archive 
(10.5061/dryad.84d4j, and the E. coli data can be found at the European 
Nucleotide Archive under accession number ERP007108. All code is 
publicly available at http://github.com/tszalay/poreseq.

Note: Any Supplementary Information and Source Data files are available in the 
online version of the paper.
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separate the current levels corresponding to the template and complement strands 
in each double-stranded molecule (and the removal of hairpin/adaptor levels); the 
Oxford-trained statistical models used to map 5-mers to current levels; the offset 
and scaling between the molecule and model current levels; estimates of the skip 
and stay probabilities per molecule; and the two one-dimensional Viterbi and 
one two-dimensional (2D) Viterbi-computed sequence for each molecule. The 
details of the extraction and use of each of these features is well-documented in 
Supplementary Note 6 and Supplementary Data 1. Only the models and scaling 
are required; the Viterbi sequences were merely used to help speed up convergence 
of the algorithm.

Model training. The skip, stay and insertion parameters of the model were trained 
using a sample of ONT-provided “DNA CS” (calibration sample) prepared in the 
same manner as the M13mp18 post-digest using the material supplied with the 
SQK-MAP004 kit. Of the 907 molecules sequenced, a subset of 20 was selected 
at random and de novo sequencing performed. The parameters were arbitrarily 
seeded to 5% for skips/stays and 2% for insertions (Supplementary Note 3), then 
randomly perturbed and the change kept if the resulting DNA CS sequence accu-
racy increased. After a few hundred iterations, the parameters had converged and 
no improvements were found; these were the parameters used in the final analysis 
used to generate Figure 3. The data used to generate Figure 3 are presented in 
Supplementary Data 1. The authors acknowledge that more precise means of 
training the parameters are possible, but it was found that the de novo accuracies 
were fairly insensitive to small (<20%) changes in the parameters, and as a result 
the present method was found to be sufficient.

Accuracy calculation. When the term “accuracy” was used to refer to a DNA 
sequence relative to the M13mp18 reference (Figs. 1b and 3a), this accuracy 
was calculated as follows: first, the optimal alignment between the candidate 
sequence and a reference was found using Matlab’s swalign function (Smith-
Waterman alignment) using default parameters, which uses a match score of 
+5, a mismatch penalty of –4, and a gap/extend penalty of –8. The alignment 
is assumed to be good enough to cover all of the candidate sequence unless 
otherwise noted. Next, the accuracy was computed as the number of match-
ing bases divided by the total number of bases in the alignment, defined as 
matches + mismatches + insertions + deletions. For the variant calling and 
de novo sequencing trials of M13, the accuracy was calculated in the region 
covered by at least 75% of the strands, to compensate for end-trimming in the 
data. In the case of l DNA, the accuracy reported is % identity as calculated 
by MUMmer28, which was found to not differ significantly from other defini-
tions at the error rates shown.

M13 de novo sequencing. To reconstruct the original sequence from nanopore 
reads of M13 bacteriophage DNA, the code was executed on a specific number 
of fragments as shown in the coverage plot of Figure 3. Suitable fragments were 
defined as those with double-stranded information available whose 2D basecalls 
had between 5,000 and 8,000 bases (compared vs. the full M13 with 7,249 bases), 
in order to filter out partial or repeated molecules. Optimization was then run 
using each molecule’s own 2D Viterbi sequence generated by Metrichor as the 
alternate sequence inputs to the algorithm, until no mutations were found, typi-
cally taking around three iterations (with up to 1,000 mutations possible in each 
iteration). Once this phase was completed, alternate sequences were generated as 
described in Supplementary Note 2, to find likely mutations that did not appear 
in any of the individual 2D sequences. In each iteration, 12 alternate sequences 
were generated with identity/similarity to the candidate ranging from 60% to 
100%, and these iterations were alternated with the testing of every possible 
single-base mutation (Supplementary Note 6) to ensure that no mutations were 
missed; this was repeated at most five times and found to sufficiently capture 
all mutations.

Lambda assembly. The code was used to correct errors in each individual read 
as follows: first, the 2D-basecalled sequences of all reads were extracted from the 
returned ONT files. LAST was then used to perform overlap alignment of each 
read’s sequence to all other sequences, and these alignments were used to seed the 
algorithm and improve the accuracy of each fragment sequence. The latest Celera 
assembler (r4638 from SVN) was then used to assemble the corrected sequences 
into a single contig. All reads were re-aligned with the contig once again using 
LAST and corrected in 6,000-base fragments which were finally reassembled into a 

ONLINE METHODS 
M13 restriction digest. Four micrograms of M13mp18 RFI (New England 
BioLabs, cat. no. N4018S) DNA were digested with EcoRI restriction enzyme 
in a 100 µl reaction volume for 2 h at 37 °C, and then heated for 30 min at 
65 °C to inactivate the enzyme. The digested DNA mix was applied to Micro 
Bio-Spin 30 chromatography columns (Bio-Rad Laboratories Inc., cat. no. 732-
6223) equilibrated with molecular grade water, centrifuged according to the 
manufacturer’s instructions, and a column flow-through volume containing 
1 µg of desalted DNA was adjusted to 85 µl with water for subsequent library 
preparation.

 DNA shearing. l genomic DNA for sequencing was prepared by shearing the 
DNA using the Covaris g-TUBE (Covaris, Inc., cat. no. 520079) to generate tar-
geted DNA fragment sizes of ~8 kbp. One microgram of Lambda DNA (New 
England BioLabs, cat. no. N3013S) in a total volume of 80 µl water was applied to 
a Covaris g-TUBE and centrifuged, according to manufacturer’s instructions, for 
1 min at 7,200 r.p.m. in a Heraeus Biofuge fresco (Kendro Laboratory Products) 
with temperature set at 30 °C. Five microliters of DNA CS Oxford Nanopore 
Technologies (ONT) was added to the sheared DNA and the sample prepared for 
sequencing following the Oxford Nanopore MAP Genomic DNA Sequencing Kit 
protocol (ONT prod. Code SQK-MAP003).

Sequence library preparation. End repair of the digested DNA samples was done 
using NEBnext End Repair module (New England BioLabs, cat. no. E6050S) by 
adding 10 µl of reaction buffer and 5 µl of enzyme mix and incubating at room 
temperature for no longer than 30 min. To purify the end-repaired DNA, 100 µl 
(1× volume) of Agencourt AMPure XP beads (Beckman Coulter Inc., cat. no. 
A63880) were gently mixed in, incubated at room temperature for 15 min, and 
the beads separated from the reaction supernatant using a magnetic rack. DNA 
was eluted from the beads in 25 µl of 10 mM Tris-HCl pH 8.5 and dA-tailing per-
formed at room temperature for 60 min by adding 3 µl of reaction buffer and 2 µl 
of enzyme supplied in the NEBNext dA-Tailing module (New England BioLabs, 
cat. no. E6053S).

The Oxford Nanopore MAP Genomic DNA Sequencing Kit (ONT prod. Code 
SQK-MAP004 for M13, SQK-MAP003 for l) was used to further prepare the DNA 
samples for sequencing. Kit reagents were thawed and stored on ice (HP adaptor, 
adaptor mix and fuel mix), or at room temperature (2× wash buffer, elution buffer, 
and EP buffer) before use. Following the manufacturer’s protocol, a ligation step 
was performed by combining (in order) 30 µl of dA-tailed DNA, 8 µl of water, 10 µl 
of Adaptor mix, 2 µl of HP adaptor, 50 µl of Blunt/TA Ligase Master Mix (New 
England BioLabs, cat. no. M0367S), and incubating the mixture at room tempera-
ture for 10 min. Ten microliters of His-Tag Dynabeads (Life Technologies, cat. no. 
10103D) were washed twice with 250 microliters of 1× wash buffer and suspended 
with 100 microliters of 2× wash buffer. This volume of washed His-Tag beads was 
added directly to the ligation mixture, incubated for 5 min at room temperature, 
and the beads collected using a magnetic rack. Once separated from the reaction 
supernatant, the pelleted beads were carefully rinsed twice (without suspension) 
using 250 µl of 1× wash buffer. All wash buffer was subsequently removed and the 
DNA library eluted from the beads with 25 µl of elution buffer. Prior to sequencing 
on the MinION, 140 µl of EP buffer was added to a 6 µl aliquot of the DNA library, 
followed by 4 µl of fuel mix and thorough mixing.

Data acquisition. Data were acquired with an Oxford MinION device connected 
to a sufficiently capable computer (Windows 7; MinKNOW software; USB3; SSD; 
i7 processor). A new version R7.3 flowcell was used for each run; the flowcell was 
initially primed with two injections of 150 µl of EP Buffer, spaced 10 min apart, 
after which the MinKNOW software was used to measure pore quality and activ-
ity. The 150 µl of previously prepared sequencing mix was then loaded into the 
MinION flowcell as specified by the manufacturer. A 24-h sequencing protocol 
was selected in the software and the device was allowed to run until all pores and 
sample were exhausted.

Data analysis. Initial data analysis was performed by Oxford Nanopore 
Technologies’ cloud-based Metrichor service, which runs proprietary versions of 
the Viterbi algorithm similar to those described in Supplementary Note 1. The 
service uploads the basic HDF5 (‘.fast5ʹ) files generated by the sequencing software 
and returns the files with additional processed data appended. A number of these 
analyzed features were used in the present work: the parsing of each molecule to 

doi:10.1038/nbt.3360    NATURE BIOTECHNOLOGY

np
g

©
 2

01
5 

N
at

ur
e 

A
m

er
ic

a,
 In

c.
 A

ll 
rig

ht
s 

re
se

rv
ed

.

122



of the corrected reads, and finished with a final refinement pass of our code at 
a 25× coverage limit. The assembled and refined de novo genome is 4.584 Mb 
long and covers 99.65% of the E. coli reference at an identity of 98.48% (see 
Supplementary Note 4 for more details). Due to the lower accuracy inher-
ent in the older data and chemistries used, we were not able to assemble the 
sequences without using our code for pre-correction, as the self-correction 
pipeline in PBcR was unable to improve the 2D sequences beyond 87%.

28. Kurtz, S. et al. Versatile and open software for comparing large genomes. Genome Biol. 
5, R12 (2004). 

single, high-accuracy sequence. All commands and parameters used can be found 
in the Supplementary Data. Each point in Figure 3a is from a single random 
subset of all reads, and the coverage shown is the theoretical maximum value 
of (total bases in reads)/48,502. The specifics of the iterations for the correction 
are the same as those described in the previous section.

E. coli assembly. We also used the algorithm to correct errors in and assemble a 
previously published E. coli MinION data set5 using a similar procedure to that 
for  DNA. Briefly, pre-correction was done with our code using all of the 2D 
data but limited to 10× coverage for speed, followed by PBcR/Celera assembly 
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