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Abstract
Artificial neural networks have shown remarkable success in recent
years, shattering benchmarks on a diverse set of important tasks, and
are now widely used in everyday technologies. However, the sheer
size and nonlinear structure of neural networks make it difficult to
understand their decision-making processes. Even as neural network
development rapidly progresses, researchers have yet to fully explain
how they work and often use trial and error to optimize their performance. It is especially difficult for students and those from other
fields new to neural networks to participate in the neural network development process: to build and train them properly, and to optimize
their many hyperparameters. In a similar vein, neuroscientists and
psychologists have struggled to understand biological neural networks
but have successfully developed techniques to better visualize and
even intervene on their target systems’ inner workings. Inspired by
these fields, and in an attempt to bridge the gaps between the accessibility, interpretability and performance of artificial neural networks, I
present a web application called Artificial Neuroscientist Application,
or ANA. ANA enables users to build and train deep neural networks
in the browser within minutes, visualize them in a dynamic 3D interface, and visually manipulate them by applying a variety of methods
to probe their mechanics and functional idiosyncrasies. ANA does this
with an intuitive plug-and-play design that requires no programming,
lowering the barrier of entry for those eager to explore neural networks, but who lack the significant programming experience required
to create them. ANA builds on previous work in neural network visualization, interactivity, and interpretability, combining some of the
best elements of other tools into a new type of application designed
to further demystify and democratize these algorithms.
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Chapter 1
Introduction
Artificial neural networks are machine learning algorithms inspired by the massively parallel, subsymbolic information processing done by neurons in biological
organisms. Far exceeding the performance of alternative algorithms in tasks that
humans especially accomplish with relative ease – from perceptual tasks such
as object recognition [1] and natural language processing [2] to more cognitive
tasks such as those involved in mastering games like Chess and Go [3] – artificial
neural networks are increasingly employed as tools in our civil and technological
infrastructure. As these networks take on more responsibility, it is vitally important that we understand how and why they work, so that we can both finetune
them to maximize performance and diagnose them when they operate poorly or
unexpectedly.
Unfortunately, given the size and complexity of neural network architectures,
it is often difficult for researchers to fully grasp why a network makes specific
decisions, which aspects of a network are essential, and what can be modified in a
network to improve performance. Neural network development typically requires
brutish trial and error or exhaustive, computationally expensive hyperparameter
optimization. This makes building the right network for a given task seem more
like an art than a science. In order to improve the development process of artificial
neural networks, researchers need tools to probe these algorithms in ways that
go beyond the code or parameters that generate them. Researchers need tools
that reveal the neurons and edges of neural networks to provide more insight into
their inner-workings – tools like the ones neuroscientists and psychologists have
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used for many years to better understand biological neural networks.
If these networks are complex to experienced researchers, they can be prohibitively difficult for students or investigators from other fields. Firstly, it is
difficult to grasp the shape, size, function, and significance of each layer by working with code alone. Secondly, there are a large number of network design choices
that significantly affect performance, including types of layers, number of layers,
number of neurons per layer, learning rate, loss function, activation function,
batch size, and many others. For someone beginning to experiment with neural
networks, writing these decisions into code, especially without visually grasping
how the network is structured, can be overwhelming to the point that it becomes
a barrier to learning. While the highly democratic open-source culture surrounding the development of neural networks has provided many useful software tools,
approachable tools for those just learning about neural networks remain few and
far-between. We need tools that lower the bar for neural network usage, thereby
rendering the research of neural networks even more democratic in the process.
Just as artificial neural networks are somewhat of a “black box” to computer
scientists and machine learning engineers, neural networks in the brain are somewhat of a black box to neuroscientists and psychologists – often equally if not
exceedingly inscrutable as their artificial successors. In neuroscience and psychology, a suite of methods have been developed to study the brain despite the many
unknowns regarding its functionality.
To address issues in the development of artificial neural networks, and taking
inspiration from methods in neuroscience and psychology to crack open the black
box of networks in the brain, I’ve developed an interactive web application for
cracking open the black box of artificial neural networks. I call it “Artificial
Neuroscientist Application”, or ANA for short. ANA enables users to build neural
networks easily and quickly, visualize each network in its entirety in 3D, and
interactively experiment by modifying the weights and inputs of each network.
Specifically, the tool enables the following interactions:
• Streamlined design and training of different neural network architectures
using an intuitive interface that requires no code
• An optimized method for uploading neural network architectures, pre-trained
weights, and datasets.

2

• A flexible 3D visualization of the neural network that shows individual neurons and edges, organized into their appropriate input, dense, convolutional,
or pooling layers.
• Customizable inputs, wherein users may draw or otherwise manipulate inputs to the system and observe the resulting output from the neural network
in real time.
• Adversarial training to demonstrate the input most likely to activate an
individual neuron.
• Feature visualization by activating a particular convolutional filter.
• A method for “artificial neuropsychology”, wherein artificial neurons may
be ablated or stunted, and the effect on the rest of the network may be
observed in real time.
The live tool can be found at https://artificialneuroscientist.herokuapp.com
The code can be found at https://github.com/willbryk720/neural-net-playground
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Chapter 2
Related Work
In this chapter, I cover related work in visualization, interactivity, and methods
for the better understanding of neural networks.

2.1

Visualizing Networks

Node-link diagrams are often used to depict neural networks visually. But different visualizations use nodes and links to represent different aspects of the network.
An early visualization was Stuttgart Neural Network Simulator [4], which uses
2D and 3D node-link diagrams where each node is a neuron and each link an
edge. Such techniques were extended to include color for neuron nodes based
on node value, and link width based on edge value [5]. A more recent example,
one which uses the same style as ANA, uses a large 3D rendering of neurons and
edges, with neurons and edges taking on colors according to their values [6].
The difficulty in using neurons as nodes and edges as links to visualize neural
networks is that these visualizations can become too large to fit in a diagram,
too covered with edges to give any insight, or too computationally intensive to
be practical. Instead, many visualizations use a node-link diagram where nodes
represent objects bigger than individual neurons. In the well-known ImageNet
paper, the diagram describing their network used a single rectangular prism to
represent a layer and single link between layers to represent edges [1]. Other
papers and tools that provide more detail in their network diagrams use a node
to represent an individual convolutional filter and a link to represent the aggre-
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2.2 Interactive Networks

gate of the neuron connections between two filters from different layers [7; 8].
TensorSpace.js is a recent neural network visualization library that also uses individual filters, or whole layers in the case of dense layers, as nodes [9]. It has
also become common to depict a neural network as a computational graph where
the nodes are operations [10; 11].

2.2

Interactive Networks

This work expands on a number tools built for interaction with neural networks,
each of which allows users various degrees of freedom to learn about the structure
and function of the networks.
Some tools enable users to build a mini-network and watch it train in the
browser. TensorFlow Playground is a tool that lets users create a small Dense
network, modify its parameters, and train it, with only buttons, dropdowns, and
sliders [12]. GAN Lab does something similar to Tensorflow Playground but for
generative models [13]. ConvNetJS lets users create and train more diverse and
full-size networks, and then displays network activations and predictions on test
data [14]. ShapeShop lets users build and train a network, but also has features
that show what semantics the network learns in simple shapes [15].
Other tools enable users to modify inputs to the network in various ways, but
not to modify or train the network itself. One tool lets users draw a digit on a
drawing pad and see how the network’s neurons change color according to their
values when the network predicts from the drawing [6]. Interactive articles from
Distill.pub often let users change inputs to networks, such as one article in which
users can select font inputs and modify various parameters to create new fonts
using a generative network [16]. Another tool lets users manipulate images to
explore the robustness of an image classifier [17].

2.3

Interpretable Networks

There is a wealth of work in previous literature that attempts to probe the black
box of neural networks, characterized most conspicuously by feature visualization,
activation maximization, t-SNE plots, heat maps, and other methods.
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2.4 What’s Missing From These Tools

A basic technique is to simply look at activations at specific layers given an
input image, which give some indication of the role of each layer [18]. More complex methods can visualize the features of a CNN by maximizing the activations
in specific filters with respect to the input image, or by using a deconvolutional
network that essentially reverses the network to predict image input from filter
output [19]. Activation maximization of a single neuron with respect to the input can be used to better understand the role of specific neurons in the network
[20]. A different type of technique is to map many input images on a 2D canvas
according to their CNN codes from a later layer in a CNN [21]. Images close to
each other are images the network thinks are closely related. Recently, OpenAI
extended these types of plots by creating Activation Atlases, which are plots of
average feature activations as opposed to inputs [22]. Other techniques use some
type of heat map projected on an input image to show which regions the network
attends to most when classifying the image [23].

2.4

What’s Missing From These Tools

While each tool or technique mentioned presents a useful set of features, an
application that combines the best elements of every tool could be much more
powerful. Specifically, it would be helpful to have an application that enables the
user to do each of the following:
• Build sizable networks with flexible architectures
• Visualize all the individual neurons and edges, organized meaningfully
• See the activations of each neuron in every layer out of the box
• Interact with the visualization in order to get back useful data on neurons,
edges, and filters
• Perform some of the basic algorithms mentioned in the previous section for
understanding the network’s decision making
ANA was built to combine these features into one application, and to make them
easy enough to use for the novice investigator.
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Chapter 3
Basic Theory
Summary
3.1

Neural Networks

The objective of a neural network is to approximate a function f ∗ (x) with a
function f (x) that maps elements x ∈ X to output y ∈ Y where X is the space
of possible inputs and Y is the space of possible outputs. Since ANA deals only
with classification tasks where Y is a set of categories of size C, the rest of this
section will consider networks for classification.
Neural networks model f as a composition of nonlinear functions. For example, with 4 nonlinear functions, we can write f (x) = f 4 (f 3 (f 2 (f 1 (x)))). Each
function f i outputs a vector of dimension Di , which is why each function f i represents what is called a “layer”. In this example, we would call f 1 the “first”
layer, f 2 the “second” layer, and so on. The last layer, f 4 , is also called the
“output” layer. The input x is often represented by an input layer, but this layer
is passive since it just takes on the values from an input datapoint. All non-input
and non-output layers are also called “hidden” layers [24].
A layer cannot be any arbitrary function. Every layer besides the input has
the structure
f i (x) = g(Wx + b)
(3.1)
where g is a nonlinear element-wise activation function , x ∈ RDi−1 , b ∈ RDi , W ∈
RDi ×Di−1 . W is often referred to as a weight matrix, and b is called a “bias
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3.1 Neural Networks

vector”.
Each layer can be pictured as a set of neurons, which take on real values as
a function of the previous layer of neurons and the edge weights connecting the
neurons in the two layers. These edge weight values are encapsulated in W. If
layer i − 1 outputs a vector of values v, to get the output of a particular neuron
k of layer i we find
Di−1
X
Wkj ∗ vj )
(3.2)
g(
j=1

where g is the activation function for layer i and W is the weight matrix between
layers i − 1 and i.
Many types of activation functions for g exist. A popular one for hidden layers
is the rectified linear unit (RelU), defined as
RelU (x) = max(0, x)

(3.3)

A softmax activation is typically used for the last, or output, layer to get probabilities for each possible category. The softmax function is defined as
exp(xk )
sof tmax(x)k = PC
j=1 exp(xj )

(3.4)

Taking all the weight matrices and biases together, we call the parameters of
the network θ and the function to be learned f (x; θ). To learn θ, the network is
trained on training data from a dataset using back-propagation. A loss function
is defined in order to back-propagate gradients to each parameter in the network.
A common loss function is the log loss, or cross-entropy,
L(y, p) = −

C
X

yk log (pk )

(3.5)

k=1

where y is the ground-truth class and p is the vector of probabilities for each class
outputted from a softmax layer.
Once an approximate function f (x) is found, the network can be used to
predict outputs for new, unseen data points. A common metric for determining
the efficacy of a network is accuracy on the test data. Typically, a larger number
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3.2 Dense and Convolutional Layers

Figure 3.1: Convolutional network reproduced from [25].
of layers yields higher accuracy, given sufficient data and training.

3.2

Dense and Convolutional Layers

There are many different types of neural networks used in different settings. A
feedforward neural network is a type of neural network in which edge connections
do not form a cycle. ANA only supports feedforward neural networks.
Two common types of layers in feedforward networks are dense layers and
convolutional layers.
A dense, or fully connected, layer means that each neuron in the layer is
connected by an edge to every neuron in the previous layer. While neural networks
made of just dense layers can perform remarkably well on simple classification
tasks, much of the success in deep learning for object classification would not
have been possible without the use of convolutional layers [1].
A convolutional layer makes use of the fact that there are common structures
and relationships between pixels throughout the input data. Instead of being
fully connected, a convolutional layer learns a set of kernels. Each kernel Ki is
a matrix that operates on the image by sliding over small subsets of the input
with the same dimensions as Ki . The kernel performs an element-wise product,
adds a bias term, and runs the result through an activation function. The stride
length of the convolutional layer controls how many units each kernel shifts across
the input between each operation. The output of the operation of each kernel is
called a “filter”, so a convolutional layer results in a set of filters (though “kernel”
and “filter” are often used interchangeably)
Convolutional neural networks use at least one convolutional layer, and they
will almost always contain other types of layers as well, such as dense layers and
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3.3 Adversarial Examples

pooling layers. A pooling, or downsampling, layer helps reduce dimensionality
without adding new network parameters. A pooling layer is like a convolutional
layer except it uses only one kernel and the kernel’s parameters are preset, not
learned. Common examples are max-pooling, where the kernel operation simply
returns the maximum value in the input window, and average-pooling, where the
kernel operation returns the average value in the window.

3.3

Adversarial Examples

Convolutional neural networks outperform almost all rival algorithms in the task
of image classification. They are consistently robust to changes in lighting, background, object size, and object position, and are capable of accurately extracting
patterns in a broad diversity of input. Nevertheless, these characteristics fail to
guard the network’s performance against a particular type of perturbation, often
called an adversarial attack or adversarial example.
Szegedy et al. showed that a neural network could be tricked to predict
an input image as any class the authors wanted, by modifying the image ever so
slightly [26]. To do this, the authors defined an optimization problem to minimize
the following equation with respect to r: c|r|+lossf (x+r, l). x is the input image,
f is the function representing the neural network, r is the change to the input
image, l is the target class, c is a parameter to tune the importance of the two
terms.
Goodfellow et al. shortly after came up with a simpler means of finding
adversarial images [27]. They called it the “Fast Gradient Sign Method”. The
authors take the gradient of the loss function with respect to the input image,
then use a sign function on the gradient, multiply by , and add the result to the
input image:
x0 = x +  · sign (∇x J(θ, x, y))
(3.6)
ANA generates adversarial examples in a similar manner to the Fast Gradient
Sign Method, except without the sign function and with a loss function based on
a specific target class.
There are many other intriguing methods for generating adversarial images.
For example, Su et. al showed that adversarial examples can be obtained by
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3.4 Feature Visualization

Figure 3.2: Adversarial example using Fast Gradient Sign Method reproduced
from [27].
modifying just one pixel in an input image [28].
An adversarial example does not only work on the architecture that generated it. In fact, the same adversarial example can fool different networks with
completely different architectures. They even work in the real world. In Kurakin
et al, the authors showed that adversarial examples can be printed and then fool
a camera linked to an object classifier [29].
Taking all these adversarial methods together, it’s clear that neural networks
perform inference differently from the way humans do. The ability to visually
inspect adversarial examples rapidly with a tool like ANA could help quickly
understand such examples.

3.4

Feature Visualization

As discussed in the previous chapter, there are many types of methods for visualizing features. In this thesis, the method used is to maximize a specific filter with
respect to the input image in order to see what input most activates the filter.
If v is the vector of values for all the neurons in a convolutional layer, and vi
is the subset of values for a target filter i in that layer, then the objective function
used for maximization is
P i
P
j vj
j vj
f (v) = 2 ×
−
(3.7)
|vi |
|v|
This is simply the mean of neuron values in the target filter multiplied by 2 minus
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3.4 Feature Visualization

the mean of the neuron values in the whole layer. This function encourages high
outputs for the target filter but low outputs for every other filter. Gradient ascent
is used to maximize this function.
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Chapter 4
Technical Approach
In this chapter, I survey the different components that comprise ANA, detailing
the usage of and reasoning behind each component.

4.1
4.1.1

General Overview
Structure of Application

The tool is divided into three main workspaces: the setup workspace, the visualization workspace, and the analysis workspace. Figure 4.1 shows the three
workspaces. The setup workspace (1) is on the left, the visualization workspace
(2) is at the top right, and the analysis workspace (3) is at the bottom right.
The three workspaces correspond to three main workflows: constructing the
network, visualizing the network, and analyzing the network.
To construct the network, the user must follow the steps in the setup workspace.
First, the user loads in a dataset. Next, the user creates the layers of the network
by choosing a pre-prepared architecture and then optionally modifying the layers.
Then the user must give the network weights by either training the network on
the dataset or loading pre-trained weights. Lastly, the user can run new input
images through the network for prediction.
To visualize the network, the user can explore the 3D projection of the neurons and edges in the visualization workspace. The mouse can be used to pan,
zoom, and rotate within the visualization. Once the user creates the layers of the
network, the neurons and edges between neurons will become visible.
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4.1 General Overview

Figure 4.1: The three workspaces of the application.
To analyze the network, the user has several options in the analysis workspace.
The user can modify the image and watch how the network responds, analyze a
specific neuron’s edges and outputs, set certain weights of the network to zero,
perform adversarial training to maximize the output of different output neurons,
and run feature visualization on individual filters in convolutional layers.

4.1.2

Software Used

Many tools and libraries went into the construction of ANA.
To generate an interactive 3D visual interface, ANA uses a JavaScript library
for building 3D scenes called Three.js. Three.js uses WebGL to perform fast
matrix calculations to display all the neurons and edges and to allow for user
interactions with the visualization.
The JavaScript library responsible for all the user interactions is called React.js. React helps break down the JavaScript code into components each with
their own state. This functionality drastically reduces the implementation complexity for this type of tool, making the code for many interconnected user interactions organized and versatile. A frontend framework called “Semantic React”
was used to create more user friendly HTML components.
To train, store, and run inference on the models in the browser, the tool uses
a JavaScript version of tensorflow called Tensorflow.js. Tensorflow.js harnesses
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4.2 Setting up the Network

the browser’s WebGL interface, enabling very fast tensor calculations, which are
necessary for training neural networks in real time.
I’ll now explain the features of each workspace in more detail.

4.2
4.2.1

Setting up the Network
Loading Dataset

The first step in setting up the neural network is to load a dataset. The user
does this by clicking a dropdown and designating one of the dataset options.
The dataset will automatically load into the browser memory. For a relatively
small dataset, this takes only a few seconds. Loading a dataset is necessary to
run supervised training on the network locally in the browser. Additionally, for
predicting on test images, it is necessary to sample from local dataset data.
In its current form, the tool allows the user to load two different datasets:
“MNIST” and “FacesOrNot”. MNIST is a well known dataset of handwritten
digits [30]. It’s comprised of 60000 greyscale training images 28x28 pixels in
size. Each image contains a handwritten digit from 0-9. FacesOrNot is a custom
dataset used for testing the robustness of the tool. It combines two datasets.
The first is a facial recognition dataset of greyscale images [31]. The faces are
generally centered and depict different emotions. The second is CIFAR-10 which
is a dataset of 10 different objects [32]. FacesOrNot images are each 48x48 pixels.
The task of the FacesOrNot dataset is binary prediction of whether the image is
a face or not a face. The pixels in both MNIST and FacesOrNot have real values
from 0 to 1, where 1 is white and 0 is black.
For now, the tool only allows for training in browser of the MNIST dataset.

4.2.2

Designing Network

The next step in setting up the network is to design the layers of the network.
The user starts off with a pre-constructed architecture, and then can modify it
arbitrarily. To choose a pre-constructed architecture, the user clicks a dropdown
and selects an architecture. For example, current pre-constructed options for the
MNIST dataset are “Dense” and “Conv” architectures. The “Dense” architec-
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Figure 4.2: The layer creation interface. Left: The list of current layers in the
network. Middle: Modal for creating a layer. Right: Modal for editing a layer
ture consists of an input flattening layer, a dense layer of 42 neurons, and then
an output layer of 10 neurons. The “Conv”, or convolutional, architecture consists of a convolutional layer, a max-pooling layer, another convolutional layer, a
flattening layer, a dense layer, and then an output layer. Once selected, the tool
will load in the pre-constructed layers and display them as a list of layers.
This list of layers is modeled after the familiar and popular Keras implementations of neural networks [33]. The Keras framework enables the user to program
the design of a neural network by writing a sequence of layers, where the input to
one layer is the output of the previous one. In this tool’s layer creation interface,
the same principle is used, except that no code is required.
Having selected a pre-constructed architecture, the user can then proceed to
add, modify, and delete layers to create arbitrary architectures. To add a layer,
the user presses the plus button between layers. This will open a modal in which
the user can choose the layer type and the layer options. For example, the user
can choose a Dense layer with 10 units and RelU for the activation function. The
user can edit layers in a similar manner by pressing the edit icon. The user can
also delete layers by pressing the delete icon. The first and last layers cannot be
deleted because the input and output are defined by the dataset and cannot be
changed. The visualization workspace automatically updates on any change to
the layers.
The tool currently does not support different types of options beyond dense,
flatten, 2D convolutional, and max-pooling layers. It also does not support particular variations on convolutions, such as different stride lengths.
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4.2.3

Training Model

After building the network architecture, the user can then proceed to the definition of the network’s weights. Again, the user has two options: loading pre-trained
weights or training the model from scratch on the designated dataset.
The user can only load pre-trained weights if the user selected one of the
pre-constructed network architectures. Otherwise, the option to load pre-trained
weights wouldn’t be shown because there are only pre-trained weights that match
pre-constructed architecture options. Assuming the user did choose a pre-constructed
architecture, in order to load pre-trained weights, the user simply presses the
dropdown and selects which weights to load. The pre-trained weight options will
be named by the architecture and the number of epochs. For example, “Conv3epochs” loads the weights for the dataset trained on the Conv architecture for
3 epochs.
Alternatively, the user can train the model from scratch. To do this, the user
inputs the number of epochs and presses the “Train” button. Once this button
is clicked, the tool automatically begins training the user’s network architecture
on the dataset for the specified number of epochs. Parameters for the training
that the user cannot modify include: learning rate of .01, the optimizer named
“rmsprop”, a loss function called “categoricalCrossEntropy”, and a batch size of
320. A graph is automatically created and updated every 10 batches with the
average accuracy of the network on the dataset.
Once the network weights are generated, by either loading pre-trained weights
or training, the weights can be visualized in the visualization workspace.

4.2.4

Predicting Image

Once the network has weights, the user can run test data through the network
to see how the network responds and what the network predicts.
The prediction area of the setup workspace allows for two types of predictions:
random test images and user drawings.
To get a random test image, the user presses the “New Test Image” button.
The tool will then automatically sample a random image from the test dataset,
display it in the prediction area, and run this image through the network. When
an image is run through the network, the visualization updates to show how much
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Figure 4.3: Interface for training a network. The Graph shows accuracy over
batch for multiple networks trained on 1 epoch.

Figure 4.4: The prediction area showing a test image of an 8.

18

4.2 Setting up the Network

Figure 4.5: Examples of images being modified. Left: A 3 is X’ed out with a grey
X. Right: A woman’s face is given black glasses.
different neurons are responding (this will be explained in detail in the following
section). The user can continue to press this “New Test Image” button to see
how the network reacts to different test images.
The user can also draw a completely new image. To do this the user simply
holds down the cursor over the image and drags the cursor to draw. The user
can adjust both the color and size of the drawing tool. The color slider allows
the user to choose colors between 0 (black) and 1 (white) in discrete increments
of .1. The 3 options for the size of the drawing tool are 1, 2, and 3 pixels, where
a pixel refers to a pixel of the image, not the computer pixel. The pixel size of
1 allows for arbitrarily fine grained coloring of any pixel, while the pixel size of
3 allows for quick, broad strokes. There is also a “Clear” button for resetting
the image to all black pixels. To run the drawing through the network, the user
presses the “Predict Modified Image” button.
Combining the random test image functionality and the drawing functionality
results in the most powerful use case of this prediction area. The user can get
a random test image and then modify the image to any degree they desire. For
example in Figure 4.5, an image of a 3 is X’ed out on the left and an image of
a woman is given user-drawn glasses on the right. Additionally, the user can
black out or erase certain parts of the image by setting the color to black. These
methods can be highly effective for exploring the types of features to which the
network responds, or which aspects of the image are most vital for accurate
classification.
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4.3

Visualizing the Network

The next major component of ANA is visualizing the network in the visualization
workspace. The workspace contains a window that uses the Three.js library to
generate a 3D interactive visualization.

4.3.1

Network Visualization Overview

The visualization begins as an empty grey background. The Three.js library
assumes a coordinate system with objects placed at coordinates (x,y,z) where z is
the vertical direction and y is the direction perpendicular to the screen. To place
objects in the visualization, objects must be given a shape, size, and position.
Once the user builds a network, the network appears as objects in the visualization. The network consists of neurons arranged into layers. Each layer is
located within a 2D plane defined by its height z in the visualization coordinate
system. The first layer is at z = 0 and every subsequent layer is a constant height
above the previous one.
A layer consists of a set of neurons, where each neuron is a cube. In a dense
layer, the neurons are arranged in a line. In a convolutional or pooling layer, the
neurons are arranged into square groups with dimension and number specified
by the layer’s properties. For example, a convolutional layer after a 28x28 input
layer that has kernel size 3 and 16 filters will be represented in the visualization
by 16 squares with each square being 26 neurons in side length. The input layer is
always one square corresponding to the input image. The neurons have constant
spacing between them so that they can be distinguished from each other. Layers
are always symmetric about the middle of the visualization, corresponding to the
line x = 0.

4.3.2

Neuron Specifics

When the network architecture is first created, each neuron begins as a black
cube. When an image is passed through the network for prediction, the color
of the neurons in each layer change according to their value for that specific
input image. The value of each neuron corresponds to the result of the activation
function acted on the sum of the weights and the bias term, from Equation (3.2).
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One difficulty is determining how neuron colors should correspond to neuron
values. The values are real numbers that can be negative or positive, and can be
of arbitrary magnitude depending on the activation function. The approach that
ANA takes is to compare a neuron’s value to the maximum and minimium value
of all the neurons in the layer. If v is the vector of neuron values in a layer and
vk is the value of neuron k, then the color c of neuron k is
c=

vk − min(v)
max(v) − min(v)

on a greyscale where 1 is white and 0 is black. If both min(v) = 0 and max(v) = 0,
then c = 0.

4.3.3

Edge Visualization

The visualization space also allows the user to view the network weights. Because
there are so many weights in the network, it would be overwhelming and useless
to see all the edges at once. For example, a dense layer of size 64 that comes
right after a convolutional layer with 16 filters of kernel size 3 on the MNIST
dataset would have 16 × 26 × 26 × 64 = 692224 total incoming edges. Therefore,
the tool only shows the weights terminating in a specific neuron when the user
hovers over that neuron with a cursor. Hovering over a neuron also changes the
neuron’s color and size, to make clear which neuron is being hovered over.
The edge weights are colored differently from the way neurons are colored.
Edges are very thin so greyscale is not optimal for the user to visually understand
edge weights. Additionally, unlike negative output values, negative edge values
should not be the same color as positive edge values because it must be clear in
the visualization which edges are detracting from the value of a connected neuron
and which are increasing the value. With these qualities in mind, if e is the vector
of incoming edge weights to a layer and ek is the value of edge k, then the color
c of edge k is



min(e) = 0, max(e) = 0

0
ek
c = min(e)
ek ≤ 0



 ek
ek > 0
max(e)
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where c is on a green color scale if ek > 0 and red color scale otherwise. Edges
for maxpooling layers are colored blue to distinguish them from edge weights.
Double clicking a neuron “selects” that neuron. When a neuron is selected,
only those neuron’s edges will show, and hovering over other neurons will not
change the edges shown. The neuron can be deselected by double clicking a
different neuron or by double clicking the background.

4.3.4

Camera / Window Controls

The power of the 3D neural network visualization comes from being able to
navigate and explore a massive network within the relatively small space of a
computer screen. In this tool, the network is static while the camera can be moved
around to explore different parts of the network. The camera has 3 controls:
zoom, pan, and rotate.
Zoom allows visualization at multiple scales, from a bird’s-eye view of the
network down to the level of individual neurons or groups of neurons. Pan aids
in exploring the network while zoomed in. Rotation helps for viewing the full
length of a layer.
To further facilitate interaction, the 3D visualization space can be expanded
from one fourth of the browser window to half or full screen. A button (“X”) at
the top right of the analysis workspace expands the visualization in the vertical
direction. A similar button at the top right of the setup workspace expands
the visualization in the horizontal direction. There are then arrow buttons to
re-expand both the setup workspace and analysis workspace.
There are some instances in which the user might want to isolate a specific
filter from a large network. That is why each filter has a rectangle in front of it
that can be double clicked. Once double clicked, the user can use the W - A - S
- D keys to move the filter out of the network into its own region. This can be
helpful for analyzing a specific filter or specific group of filters.

4.4

Analyzing the Network

The last major component of ANA is akin to the labspace of a neuroscientist,
enabling multiple different strategies for tinkering with the network.
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Figure 4.6: Two filters pulled out of the network for closer analysis.

Figure 4.7: Dense network zoomed in so that the red and green edges are visible.

4.4.1

Analyzing Specific Neuron

Each neuron cube in the visualization stores information about the neuron itself
and the layer in which it is situated. When the user double clicks a neuron to select
it, the neuron will show this information at the top of the analysis workspace.
An example reading of the data is: “row 8, col 1, filter 16 in layer 4 (conv2d) —
Output: 0.126, Max-in-layer: 1.65”. This indicates that the neuron is located in
the 8th row of the first column of the 16th filter of layer 4, that the layer is a
convolutional layer, that the output value from the activation is 0.126, and that
the maximum value of any neuron in the layer is 1.65.
Incoming edges to the neuron also provide valuable data on the network.
If no particular neuron is selected, hovering the mouse over any neuron shows
that neuron’s incoming edges. Alternatively, if a neuron is selected by double
clicking, only the incoming edges to the selected neuron will be shown. These
two implementations for displaying edges were designed for two different modes
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of studying the edges. Hovering from neuron to neuron quickly gives the user a
high-level breakdown of typical edge color distributions, but it’s difficult to focus
on one specific neuron because zooming in or moving the camera will cause the
mouse to hover over different neurons. Selecting a neuron, on the other hand,
allows the user to zoom in and move the camera around one neuron to understand
how each edge contributes to the neuron’s output.
Selecting a neuron also enables the user to perform the 3 main analysis operations for this tool: modifying weights, adversarial training, and feature visualization. These operations are described in the following subsections.

4.4.2

Modifying Weights

In neuroscience, a longstanding technique for understanding the brain is to study
how the brain operates when some part of it fails [34]. Studying these cases can
teach neuroscientists what aspect of behaviour the part of the brain controlled
for and how important it is to different behaviours.
Inspired by this approach, ANA features a method for removing weights from
the network to better understand which outputs the weights affect and how important those weights are.
In the analysis workspace, there is a tab called “Modify Weights”. When the
user double clicks a neuron, this tab will show the previous layer connected to
this neuron. If the previous layer is a dense layer, then the tab will show a row of
2D neurons. If the previous layer is from some a convolutional or pooling layer,
then the tab will show a row of 2D filters. The user can then set particular edges
terminating in the neuron to zero, essentially creating artificial lesions.
If the previous layer is convolutional, the user can either set the weights to zero
from one specific filter to the selected neuron, or set all the weights to zero from all
the filters to the selected neuron. Note that if the selected neuron is inside a filter
itself, then setting weights to zero from the previous layer will affect every other
neuron in that filter because the neurons in a filter share weights. If the previous
layer is dense, the user can set all the weights to zero to the selected neuron.
ANA’s current implementation does not allow for the ablation of connections
between individual neurons.
The ability to set weights to zero across the various layers of the network
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Figure 4.8: The interface for setting weights to zero. Top: Set of filters from
previous convolutional layer. Bottom: Set of neurons from previous dense layer.
allows the user to explore the differential impact of ablation across the network’s
representational hierarchies, observing the downstream effects of these ablations
on the network’s performance in real time. A later demonstration shows the
differential tolerance of individual layers to pruning, finding that networks are
somewhat more robust to ablations in earlier layers than later layers.

4.4.3

Adversarial Training

Another common neuroscientific tool for understanding the brain is optical illusions. By studying the input images that trick the brain, neuroscientists can
better understand what the visual system’s neural networks are responding to.
A similar concept exists for artificial neural networks in the form of adversarial
examples. Adversarial examples are artificially manipulated images designed to
fool an algorithm by precisely targeting key elements of the network’s learned
representations with tightly calibrated alterations.
ANA enables adversarial training with respect to any neuron in the network.
To do this, a user can double click a neuron and then click the “Maximize Output”
tab of the analysis workspace. The user chooses an epsilon for the adversarial
training, and then the user can run one step of adversarial training or run multiple
steps in succession.
Once a button is clicked, the gradient of the image is found with respect to the
output of the selected neuron. The loss is found using the categoricalCrossEntropy loss between the flattened layer’s outputs and a target one-hot vector with
a 1 in the selected neuron’s position and zero everywhere else.
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Figure 4.9: Adversarial example fooling a network into thinking an 8 is a 0. Left:
A test image of an 8. Center: The test image after one adversarial step. The
network is no longer highly confident that it is an 8. Right: The test image after
two adversarial steps. The Network is highly confident that it is a 0
A typical use case for adversarial training is to convert one class of image into
another. For example, if the network predicts an MNIST image is a 6, the user
can select the output neuron corresponding to 0 and start adversarial training.
The network will change the input to look more like a 0, even though the input
might still look like an 8 to human eyes.
For MNIST, the adversarial training typically works well with an epsilon of
.1. If epsilon is too large, adversarial training will behave erratically, but if too
small the algorithm may get stuck in a local minimum.
Another use case of the adversarial training regimen is to maximize the output
of a neuron in any of the network’s intermediate layers. This can show what type
of input images strongly activate specific neurons and can give a better sense of
each neuron’s role in the network. A noteworthy observation of ideal activations in
the intermediate layer is their relative inscrutability compared to ideal activations
in the output layer.

4.4.4

Feature Visualization

Similar to adversarial training, feature visualization can show what types of input
images an entire filter responds to. In neuroscience, this is akin to studying what
input sensory information stimulates a particular group of neurons.
Example filters from the 2nd layer of a convolutional net trained on MNIST are
shown in Figure 4.10. Some features show structure that correspond to intuitive
behaviours such as vertical bars, while other features look somewhat random.

26

4.4 Analyzing the Network

Figure 4.10: Example feature visualizations from the second convolutional layer.
These feature visualizations match what has been found in other papers and in
previous work exploring representations in both artificial and biological neural
networks [19; 35; 36].
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Chapter 5
Challenges and Limitations
Building a tool that enables users to create networks without code and interact
with them in 3D does not come without its challenges and limitations. In this
chapter, I will address some of these:

5.1

Creating Network

One limitation with ANA is that it currently allows only two datasets. As with
any user interface, the goals underlying ANA’s design obliged a tradeoff between
flexibility and ease of use. Streamlining for the rapid deployment of networks
meant limiting a user’s ability to experiment with different datasets. But this is
a limitation only of scalability. Theoretically, dozens of image datasets could be
prepared in similar fashion to the datasets used in this prototype. It’s likely that
a finite and manageable core array would satisfy the needs of a vast majority
of users. (MNIST has been a staple of machine learning for over a decade now,
and arguably remains the definitive default of machine learning algorithms, with
ImageNet a close second). A more general solution to the limitation in datasets
would be to enable users to upload their own datasets by inputting an external
link to a directory with a proscribed or standardized format, a possibility I discuss
in the Conclusion section.
A similar tradeoff in flexibility and ease of use arises when users create the
layers of the network. In its current instantiation, ANA provides the user with
only four options for layers (dense, convolutional, pooling, and flatten) and only
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a small subset of each layer type’s full suite of customizable parameters (e.g. activation function, kernel size, number of filters, etc.). The challenge is that each
type of layer and certain types of layer parameters alter the visualization, requiring case by case design interventions to create a fully satisfactory and meaningful
experience. It is worth noting, however, that there is nothing fundamentally limiting the extension of the tool to all types of layers and all possible layer options.
A challenge that users new to neural networks might face is the lack of error
checking in the layer creation interface. For example, a user might mistakenly put
a 2D convolutional layer after a dense layer without realizing this is functionally
impossible. ANA currently provides no feedback to alert the user before the
training fails. One solution to this problem is to use an error handler that makes
use of the Tensorflow.js error system for invalid layer architectures. The layer
creation interface can test the layers every time the user makes a change, and
then undo or prevent the change if the change is invalid. However, because error
messages are often cryptic, this system would generally be unable to explain to
users in layperson’s terms what went wrong, limiting the use of error handling
as a learning tool in and of itself. An additional step would therefore include the
implementation of a rule based system to give easily digestible feedback for the
most frequent mistakes.
Were all these fixes to be realized, perhaps the greatest bottleneck that remains is raw computational power. As it stands, increasing the complexity of the
network increases the training time, ranging from the order of seconds at the lower
end to the order of hours at the upper end. Training with Tensorflow.js in the
browser is remarkably fast, but it still pales in comparison to training on graphics
processing units (GPUs) or tensor processing units (TPUs). Researchers often
harness massive computing power over the cloud when running machine learning
experiments, so the relatively slow speed of the local browser will be a barrier
for those interested in large scale experiments. One solution would be to enable
the user to access cloud computing resources when training networks using ANA
through various cloud computing clients, such as the Tensorflow Research Cloud.
Ultimately, the tradeoff between between degrees of abstraction and degrees
of freedom remains the biggest challenge in the application’s design. The same
is true in the landscape of most modern machine learning libraries, where this
tension engenders similar problems (consider the case of Keras, built as a wrapper
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to simplify operations managed predominantly by Tensorflow or Theano). ANA
streamlines common workflows and renders often laborious tasks relatively painless, but in doing so sacrifices the adaptability of the machine learning libraries
on which it is built.

5.2

Visualization

The biggest challenge with the 3D visualization is that the speed of rendering
is inversely proportional to the number of neurons and edges. A dense network
with 3 layers can render with effectively zero lag on a modern laptop. A convolutional network with two layers of convolutions each with 16 filters will suffer
significantly more lag as the user navigates the visualization. While in theory, the
visualization can render large networks, at some point the movement lag will become prohibitive to most users. Similarly the rendering of the edges for a specific
neuron slows in proportion to the number of connected neurons in the previous
layer.
One possible solution is to have the option of seeing the visualization in 2D
rather than 3D. Users can then choose 2D if 3D creates too much lag. Another
solution is to render a single grey rectangular object for each layer, superficially
carved as a grid to give the illusion of independent neurons. Single layer objects
with complex outer surfaces would render more quickly than thousands of individual objects, though it would simultaneously complicate the handling of certain
behaviours that require the spatial location of each neuron, such as the neuron
highlighting and hovering behavior ANA currently allows.
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Chapter 6
Evaluation
In this chapter, I will evaluate ANA’s effectiveness on a variety of tasks.

6.1

Example: Drawing Pad Manipulation

The drawing pad in the prediction area of the setup workspace allows for arbitrary
creation of any image, a feature that supports spontaneous experimentation with
the network’s inputs in a way not generally feasible using a purely programmatic
approach.
For example, one experiment might involve the user slowly modifying an image
of a 1 into a 2. The question is at what point does the network begin to classify
the image as a 2, and how does this change for different architectures? Another
example experiment might be erasing parts of an image and seeing how much
can be erased until the network misclassifies. A third experiment could involve
drawing multiple digits within the same window to see which one the network
classifies. A fourth experiment could test whether different networks are robust
to digits slanted at certain angles. Each of these experiments takes a few minutes
with ANA, but would take significant effort to implement using separate code for
each experiment, unless a similar type of drawing pad was built using code.
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6.2

Example: Artificial Neurosurgery

An experiment inspired by neurosurgery that’s easy with ANA is to test how
many filters in a convolutional layer can be removed before the network misclassifies the input. This is similar to neuroscientists asking how robust various
cognitive or perceptual capacities are to traumatic injury, or to early experiments
in neurophysiology that used ablation as a means of assessing the functional or
representational topography of various neural substrates.
In this experiment, I built a convolutional network using one convolutional
layer of 6 filters, a max-pooling layer, another convolutional layer of 6 filters, a
dense layer of 64 neurons, and a dense layer of 10 neurons for the output. I then
iteratively removed the filters of the first and second convolutional layers using
the modify weights area of the analysis workspace. On each iteration, I removed
filters continuously until the network misclassified the input.
In 8 of 10 iterations for the first convolutional layer, the prediction was robust down to a single filter. The second convolutional layer exhibited a different
pattern, requiring at least two filters in 6 of 10 iterations. From this quick experiment, there is an indication that early layers can handle more ablation that
later layers.

6.3

Other Example Use Cases

Here, I’ve extended the previous two examples with a brief list of hypothetical
experiments ANA’s interface manages with ease and speed, but which would be
difficult or time-consuming to perform by writing the code from scratch. Some
of these experiments include:
• Comparing architectures: The user can quickly test the effectiveness of convolutional networks versus dense networks, the performance of a network
on one dataset versus a different dataset, the robustness of a dense architecture with three layers versus four, and many other possibilities. Each of
these experiments requires only a few clicks.
• Task modification through weight manipulation: Modifying connections to
the output layer, the user can, for example, nullify all weights to the digits
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1-8. This would in effect create a network that predicts whether an input
looks more like a 0 or 9.
• Assessing feature visualizations for different datasets. For example, the
user can test whether features for filters look different on MNIST versus
FacesOrNot.
There are other applications of ANA for students who might not want to
experiment but want to instead learn about neural networks. As such, ANA can
act as a learning tool for those just learning about neural networks. Some of the
things ANA enables students to do include:
• Build a network without any code whatsoever, drastically lowering the barrier to entry. A young teenager with little technical knowledge should be
able to create a neural network and test it within 1 minute.
• Understand how a neural network looks. A student might be interested in
neural networks, but not intuitively grasp the sizes of layers, the details of
edge connections, the number of filters – all aspects of the network easily
explored using ANA’s dynamic 3D visualization in a way that provides far
more information than the traditional 2D diagrams and schematics through
which most neural network designs are communicated.
• Have fun running new inputs through the prediction drawing interface. Students might enjoy drawing different shapes and watching what the network
predicts.
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Chapter 7
Conclusion
The rapid acceleration of deep neural network research in the last decade has
fueled some of the most precipitous technological advances of the 21st century,
effectively burying a plethora of benchmarks many thought machines would never
pass. The rush to create bigger and better networks, however, has left a conspicuous void in the space between design and performance, inputs and outputs – a
void we might well describe as a void of understanding. In this thesis, I presented
the Artificial Neuroscientist Application (ANA), a web application allowing users
to rapidly construct, train, deploy, visualize and manipulate neural networks, designed with the intent to fill this void, however infinitesimally. ANA is inspired
most directly by work to fill another longstanding void of understanding: the
hundred years’ worth of work by psychologists and neurologists to visualize and
intervene on the “black box” of the brain.
I present ANA mostly as a prototype, with massive room for improvement
along multiple dimensions, most immediately in terms of scale and scope. Existing features stand to benefit from significant expansion in multiple domains. The
major three are the number of options for pre-constructed network architectures
(and pre-trained weights), the types of and options for neural network layers, and
the array of possible datasets.
An important extension to ANA would be to allow the user to use any dataset.
This could work by specifying a format and asking that the user enters a link to
a dataset that conforms to that format, such as a structured github repository.
It would even be possible to give the user the ability to generate new, small
datasets in the browser, in a similar vein to the TensorFlow.js demos “Webcam
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Controller” and “Teachable Machines” [37; 38].
Another major extension would be to give ANA more algorithms in the analysis workspace that incorporate recent work in understanding the inner-workings
of neural networks. For example, the addition of heat maps would show where
in the image the network attends to when classifying, and the addition of t-SNE
plots would show which images the network thinks are similar. It would also be
helpful to show feature visualizations for many filters and layers at once, allowing
the user to trace distinct streams of processing from input to output without
having to manually click on each filter individually.
ANA is a tool designed in the same spirit of open-source, democratic exchange
as the phenomenal technologies that powered it. A foundational motivation for
this project is further breaking down the barriers to state-of-the-art machine
learning research, the implications of which increasingly extend to the average
individual’s life in the 21st century. I offer ANA as a modest step in the direction
of strengthening our common knowledge of neural networks by increasing the
transparency of the “blooming, buzzing confusion” inside of them. That “blooming, buzzing confusion” – a phrase pioneering psychologist William James used
to characterize the state of the developing human mind – is a site of great power,
and great potential. The better able we are to make sense of it, the better off
we’ll be.
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