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Abstract
Tracking the spread of disease in, or ahead of, real-time is essential for the allocation of
treatment and prevention resources in healthcare systems, but traditional disease monitoring
systems have significant inherent reporting delays due to lab test processing and data aggregation. Recent work has shown that machine learning methods leveraging a combination of
traditionally collected epidemiological data and novel Internet-based data sources, such as
disease-related Internet search activity, can produce timely and reliable disease activity estimates well ahead of traditional reports. This thesis addresses two gaps of knowledge in the
existing literature on this new approach to data-driven disease monitoring and forecasting:
1) state-of-the-art predictive modeling approaches used in disease surveillance lag behind the
state-of-the-art in machine learning; and 2) little effort has been put into modeling emerging
disease outbreaks in data-poor and low-income regions. My first main result shows that, for
regions and diseases where substantial epidemiological and Internet-based data are available,
time-series deep learning models improve significantly upon the predictive performance of
less sophisticated machine learning methods for a collection of tasks in disease forecasting,
especially at long time horizons of prediction. I show in particular that a Gated Recurrent
Unit (GRU) provides highly accurate forecasts for city- and state-level influenza activity in
the United States up to eight weeks in advance. My second main result shows that simple
machine learning methods incorporating digital trace data from Google query trends can
provide rough but still useful estimates of incidence in emerging outbreaks weeks ahead of
traditional reporting. This thesis provides a starting point for further development of model
architectures for data-driven disease monitoring, and can serve as the basis for widening the
epidemiological applications in which these models are employed.
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1.
1.1

Introduction
Overview of Epidemiology from a Time-Series Perspective

Infectious diseases have been a major killer of humankind since the beginning of recorded
history. The discipline of epidemiology arose from a need to measure the impact of infectious diseases on populations and target interventions to contain pathogen spread. Modern
epidemiology is defined by the World Health Organization (WHO) as “the study of the
distribution and determinants of health-related states or events (including disease), and the
application of this study to the control of diseases and other health problems” [1]. In practice,
epidemiology (and in particular the epidemiology of infectious diseases with which this work
is concerned) can be divided mainly into a) disease surveillance systems, and b) modeling
and forecasting disease dynamics.
Disease surveillance systems are typically managed at the country level by individual Ministries of Health (MoH), often with support from regional centers and the WHO. Disease
surveillance systems vary widely in terms of quality and speed, but, in general, developed
countries have more effective surveillance systems than developing countries. The technology upon which surveillance systems are built varies widely across countries: in the current
Ebola outbreak in the Democratic Republic of the Congo, cases are verified and tracked with
in-person contact tracing, while the Cambodia Ministry of Health uses mobile phone-based
case reporting from health centers, and influenza-like illness (ILI) in the United States is
reported from clinics via the ILINet online reporting system. Further, the very diseases that
are tracked also vary widely across nations, and often surveillance systems for an emerging
outbreak are only set-up during or after the outbreak. There is one characteristic common to
all disease surveillance systems, however: they exhibit significant reporting delays due to 1)
delay in patient visits to health centers after symptom onset, 2) delay in processing lab tests
to confirm pathogen presence, and 3) bureaucratic delay in reporting cases and aggregating
cases from the local to national level. Even the US ILINet system, one of the most effective
surveillance systems in existence today, reports weekly case counts with a one to three week
delay [2].
The issues of uncertainty and reporting delays in traditional surveillance systems contribute
to the need for a second field within the discipline of epidemiology: epidemiological modeling,
with the goal of assessing the past, current, and future levels of disease in a population given
incomplete information from surveillance systems. Infectious disease modeling from a timeseries perspective is mainly concerned with two quantities: incidence (the rate of infection,
or the number of new cases of a disease in a given time period), and prevalence (the number
of cases of a disease at a point in time). Traditional epidemiological modeling focuses on
3

relating these two quantities, and their change over time, to derive a prediction or realtime estimate of the epidemic curve (the incidence over several consecutive time periods).
Recent work has suggested that machine learning techniques can be the basis for a new
data-driven approach to epidemiological modeling [2, 3, 4, 5, 6, 7]. In this work I develop
and assess machine learning techniques for epidemiological prediction for both forecasting
(predicting future incidence) and nowcasting (estimating current disease incidence when
traditional disease reporting is delayed). A mathematical overview of these techniques is
provided in section 1.3. Further, I examine the potential of multiple data sources, including
traditional disease surveillance data and novel digital trace data, to provide epidemiological
predictions. An overview of the work to date in this field, referred to as digital epidemiology,
is provided below in section 1.2.

1.2

Introduction to Digital Epidemiology

Salathé [3] defines digital epidemiology as “epidemiology that uses data that was generated
outside the public health system, i.e. data that was not generated with the primary purpose of doing epidemiology.” As such, digital epidemiology has the same goal as traditional
epidemiology: the surveillance of disease in populations – the only difference is that digital
epidemiological methods incorporate data not expressly collected for epidemiological purposes. The proliferation of mobile and internet-enabled technologies and improved remote
sensing capabilities, alongside increased capacity for data production, storage, and processing, has led to a number of easily accessible novel data streams that can provide useful
information about the health of populations. Digital data can be particularly useful because
it is typically available in real-time or near real-time, so it is not plagued by the reporting
delays that affect traditional methods of epidemiological surveillance.
One of the best-known early examples of digital epidemiology was Google Flu Trends (GFT),
which leveraged trends in Google search queries for flu-related terms to track influenza
epidemics in the United States [4]. The premise of GFT, the many following works on
tracking influenza and other endemic diseases with search query information [2, 4, 5, 6], and
the work presented in this thesis is simple: when people are sick with influenza, or worried
about becoming sick, they are likely to query Google or another search engine using terms
like “flu,” “flu symptoms,” and “flu medicine.” Tracking the volume of these and similar
queries in geographically specific areas might then be useful for tracking flu in a population.
Because Google search trends (GT) are easily accessible through an API, much of the work in
digital epidemiology to date has focused on this data source (and GT is the only digital data
source used in the research presented in this thesis). However, it is worth briefly noting that
there are several other digital data sources that have demonstrated a potential for digital
epidemiological value:
• Social media: Several studies have incorporated data from posts on Twitter, typically
4

processed through a set of heuristic rules or more advanced natural language processing
techniques, in forecasting systems for flu and other diseases [7, 8]. Due to privacy issues,
no other social media data sources have been explored to date, but data from social
media sites like Reddit and Facebook could also provide useful signals.
• Electronic Health Records: Lu et al. [2] leverage real-time estimates from Athenahealth,
a cloud-based provider of real-time electronic health records and medical billing records,
for their work on influenza modeling. While Athenahealth and other services like it
reach only a subset of care providers and only track a subset of diseases, data on illness
rates can be useful real-time proxies for disease incidence.
• Remote sensing: Marj et al. [9] explore how satellite imagery could help identify
Malaria hotspots. More recently, in unpublished work, Juta and colleagues use satellitesensed data on temperature, weather, and water storage to predict Cholera outbreaks
in Yemen several weeks in advance.
• News aggregators: In certain regions, news sources gather and publish information
about outbreaks, including specific case counts, earlier than traditional epidemiological
surveillance systems. Boston Children’s Hospital’s HealthMap is currently the most
well-known news aggregator [10].
Note that, with the exception of remote sensing data such as satellite imagery, digital data is
susceptible to two social biases: First, the internet and social-media using population may not
be demographically representative of the overall population; and second, diseases receiving
a great deal of media attention will likely be over-represented in search term volumes, social
media posts, and news articles. Therefore the Internet-based data sources listed above will
be far from perfect in mirroring true trends in disease, but they may be useful proxies that
complement traditional epidemiological data sources.

1.3

Selected Machine Learning Methods Applicable to
Epidemiological Prediction

For the sake of non-specialist readers, I provide a brief mathematical and statistical introduction to selected supervised learning methods used in this thesis for epidemiological prediction.
All of the below supervised regression methods have the same goal: given some training observations {y1 , y2 , ..., yn } and feature (predictor) vectors {x1 , x2 , ..., xn }, find estimates for
the target variable {yˆ1 , yˆ2 , ..., yˆn } from some function of the predictors. Collectively, the vector of target observations is represented by y, the feature matrix by X, and the estimates
for the target observations by ŷ.

5

1.3.1

Linear Regression

In a linear regression, the response variable is assumed to be a linear combination of the
predictors, with an intercept (bias term) and noise:
yi = β1 xi,1 + β2 xi,2 + ... + βm xi,m + α + .
In matrix form, the regression model can be rewritten, assuming a constant term (for example
1) is included in the set of features X:
y = Xβ + 
It is rare for there to be a vector β that solves the above equation, so our goal is instead to
find the vector β that minimizes least-squares loss:
L(β) = |y − Xβ|2
Assuming that the feature columns in X are linearly independent, there is a unique minimum
for the least-squares loss function, which can be found by solving the normal equation for β:
X T Xβ = X T y
Regularization
If a linear regression includes many features, it is possible that including all the features as
predictors will result in overfitting. In such cases, it is common practice to use regularization,
penalizing the loss function for a β based on the number of non-zero βj . One common
penalization method is L1 regularization, also known as LASSO regression, where the leastsquares loss becomes:
L(b) = |y − Xβ|2 + λ||β||1
In this case, λ is a hyperparameter; the solution β for the loss function will vary depending
on what value is selected for λ (high λ’s will have high penalization and therefore select
few predictors, while smaller λ’s will include more predictors). λ is typically determined via
k-fold cross-validation.

1.3.2

Decision Tree and Random Forest

Decision Tree
In a binary decision tree, the predictor space is split into 2d regions, where d is a hyperparameter called the maximum tree depth. A point in the predictor space x is mapped to a
predicted value ŷ based on what region in the predictor space it falls into. The splits in the
predictor space are learned from the available training data X, a n × m matrix, as follows:
1. All training data points begin in a single group.

6

2. Search over all features (column vectors) Xm ∈ X. The potential split for this feature
is the mean of all the observations’ values for that feature, X¯m . Calculate the sum of
squared errors across the two groups of observations determined by the split, S1 and
S2 :
SSE = Σi∈S1 (yi − y¯1 ) + Σi∈S2 (yi − y¯2 )
3. Select the split that minimizes the sum of squared errors.
4. Recursively apply the same algorithm to the two groups S1 and S2 created. Continue
recursively applying the splitting algorithm until d, the maximum tree depth, has been
reached.
Random Forest
A random forest combines any number of single decision trees into a single ensemble regressor.
Each tree is built by selecting, at each split, a random sample (with replacement) of features
from the feature set for consideration. The sample size is traditionally m/3, where m is the
number of features [11]. After training, the ensemble prediction for a single data point is the
average of the predictions made by the individual regression trees.
Feature Importance
In a single decision tree, the feature importance of a node is calculated as the decrease in
sum of squared errors after reaching a node weighted by the probability of reaching that
node (which is found by the number of training samples that reach that node divided by the
total number of training samples). The feature importance of a feature (a column of X) is
the average of the feature importances of all nodes that split on that feature. Finally, the
feature importance of a feature in a random forest is the average of its importance across all
the trees in the forest [12].

1.3.3

Neural Network

A neural network is more flexible than either of the above methods, so large neural networks
with many trainable parameters are capable of learning highly complex functions. A neural
network consists of one or more hidden layers, each with one or more nodes. Consider a
fully-connected neural network (also called a multilayer perceptron) with a single hidden
layer: in this network, each node in the hidden layer is connected to all input features in X,
which we will notate x1 , x2 , ...bmxm . To predict a value ŷ for an input data point xi , the
value produced at a node in the hidden layer is as follows:
f (b + Σm
j=1 xi,j wj )
where w1 ...wj are the weights associated with each input feature, b is the bias term associated
with the node, and f is a nonlinear activation function, often a sigmoid:
7

f (x) =

1
1+e−x

A diagram of the calculation performed at each node is included below:

Figure 1.1: Single-layer, single-node neural network
If the final layer in a network has more than one node, the single output value for the
prediction ŷ is a linear combination of the values outputted by each of the nodes (the weights
and bias on this linear combination are also trainable parameters of the model). Naturally,
there may be more than one hidden layer in a neural network and there is typically more
than one node in each layer, so the network structure becomes quite complex, with a growing
number of weights and biases:

Figure 1.2: Two-layer fully connected neural network
The weights and biases for each node are learned from the training data through a gradient
descent algorithm called backpropogation. For the sake of space, this algorithm will not be
detailed here.

8

Dropout
Because they are so complex, neural networks run the risk of overfitting to training data,
especially when the size of the training dataset is relatively small. Dropout [13] is one strategy
to prevent overfitting. If a layer of a network is defined with a dropout of probability p, nodes
in that layer will be included in training with probability 1 −p or excluded with probability p
on each pass of the backpropogation algorithm. Dropout forces the network to learn simpler
features that may be more in line with the natural process the network is estimating.

1.3.4

Gated Recurrent Unit Neural Networks

A traditional neural network assumes that all observations xt are independent of one another.
For time-series problems, that is clearly not the case: observations are highly dependent on
what came before them. Recurrent neural networks (RNNs) take into account previous
observations when processing an observation xt :

Figure 1.3: “Unrolling” a recurrant neural network [14]
In a recurrent neural network, each node maintains a hidden state st that changes from step
to step. Using a hyperbolic tangent as an activation function, the hidden state is updated
from step to step with:
st = tanh(U xt + W st−1 )
so that U are the weights governing how xt , the inputted observation, affect the hidden
state, and W are the weights governing how st−1 , the previous hidden state, affect the new
hidden state.
In theory, information from a long-ago observed data point x0 could be propagated forward
in this manner all the way until xt . However, in practice, RNNs tend not to learn long-term
dependencies due to the vanishing gradient problem explored in depth in [15]. To solve
the vanishing gradient problem, Long Short-Term Memory (LSTM) and Gated Recurrent
Unit (GRU) neural networks, proposed by [16], use extra vectors of weights, called gates,
to “decide” what information should be kept and what should be forgotten at the output
of each node. A GRU has two gates: an update gate z and a reset gate r. The reset gate
r determines how to combine the new input with the previous memory to form the node’s
outputted value, again using a tanh activation:
9

h = tanh(xt Uh + (st−1 r)Wh )
The update gate determines how much of the previous hidden state to propogate forward to
the new hidden state, and how much to use the outputted value:
st = (1 − z)h + zst−1
The vectors r and z are dependent upon corresponding weights (Uz , Wz ) and (Ur , wr ),
condensed to a 0-1 range using a sigmoid activation:
r = σ(xt Ur + st−1 Wr ) and z = σ(xt Uz + st−1 Wz )
All weights, including those associated with the gate vectors, are trained through backpropogation.

1.4

Summary of Contributions

Beginning in 2009 with Google Flu Trends [4], the past decade has seen a proliferation of
research on leveraging machine learning methods like those detailed in section 1.3 and the
digital data sources described in section 1.2 for improved real-time and predictive modeling
of infectious disease transmission. In this work, I fill two knowledge gaps in the literature on
applied machine learning for disease modeling and forecasting: 1) Current modeling methodology does not incorporate recent advances in deep learning; and 2) there has been little work
on modeling outbreaks of emerging pathogens in data-poor and low-income regions.
My first main result, presented in Chapter 2, is that a time-series deep learning model,
the Gated Recurrent Unit (GRU), outperforms other baseline machine learning methods for
forecasting influenza-like illness (ILI) in the US at long time horizons of prediction (over four
weeks) at the state and city level. I find that the GRU does not improve over baseline models
for shorter time horizons of prediction. Further, I find that incorporating digital trace data
from Google query volumes and adopting a network approach that takes into account the
spatial spread of disease improve the accuracy of predictive models.
My second main result, presented in Chapter 3, establishes three simple digital epidemiological models that are suitable to data-poor environments, incorporating historic epidemiological data and Google query volumes. I find that these models provide very rough but informative estimates of disease incidence well before traditional surveillance methods for three
recent novel outbreaks of disease: Yellow Fever in Angola, Zika in Colombia, and Plague in
Madagascar. I find, however, that these models do not perform well for tracking Ebola in
the Democratic Republic of the Congo, and hypothesize that issues of media-induced bias
in query volumes may contribute to this poor performance.
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2. Deep Learning for Forecasting and
Nowcasting Seasonal Diseases
2.1

Introduction

Seasonal endemic diseases (diseases that reoccur each year with a seasonal cycle) are drivers
of morbidity and mortality in every country on Earth. Examples of seasonal diseases include
dengue in much of South America and Southeast Asia, malaria in most tropical regions, and
influenza almost everywhere. Obtaining spatiotemporally granular forecasts for the incidence
of seasonal diseases weeks and months in advance has long been a goal of epidemiologists, as
accurate future predictions can help in the allocation of preventative measures and treatment
resources within the healthcare system. Since disease reporting systems in most countries
have a minimum of a 1-3 week delay, estimates of incidence in real-time (“nowcasting”) also
have utility for decision makers.
Due to the sinusoidal nature of incidence curves for seasonal diseases, autoregressive models (hereafter abbreviated AR) provide fairly accurate predictions of seasonal diseases [17].
These models linearly map the observed incidence of a disease in past weeks to the predicted
incidence in a future week. Recent work has expanded methodologically to nonlinear autoregressive models, including kernel methods, decision trees, and random forests [17, 18].
Recent work has also demonstrated that adopting a network approach by incorporating autoregressive terms from multiple locations increases predictive power [2]. Finally, much of
the work on autoregressive methods to date has focused on incorporating real-time Internetbased data, including data from search trends, social media, and electronic health records
(EHR), for improved nowcasting of several seasonal diseases [4, 5, 17, 18]. The current
state-of-the-art nowcasting model, dubbed “ARGO-net” in Lu et al. [2], uses a regularized
linear regression to combine 52 autoregressive terms in 37 US states with state-level EHR
and Google search trends (GT) data for highly accurate real-time estimates of Influenza in
each state.
Thanks to recent developments in deep learning, neural networks have been shown to outperform other machine learning models on a variety of supervised learning tasks, from image
classification to machine translation [16, 19]. In the area of time-series, Recurrent Neural
Networks (RNNs), and in particular their variants Long Short-Term Memory (LSTM) and
Gated Recurrent Unit (GRU) networks, have become immensely popular, with state-of-theart performance on text generation and time series forecasting [20, 21]. There has been little
work to date on using neural networks, and in particular RNNs, for time-series prediction
tasks in seasonal diseases, largely due to issues of interpretability and a lack of sufficient
training data [18]. Wu et al. [17] and Li et al. [22] show that an RNN outperforms baseline
11

autoregressive models on several Influenza datasets of country- and state-level spatial granularity for nearly all forecasting time horizons between one and eight weeks (not including
real-time digital trace data). Both [17] and [22] cite issues with model convergence due to a
lack of data, and take steps to avoid overfitting.
Newly available spatiotemporally granular datasets on state and city-level influenza like
illness (ILI) in the United States provide a new opportunity to experiment with neural networks for seasonal disease prediction, as larger and more complex data lend themselves well
to highly complex model structures. In this work, I bridge the gaps between [2], [17], and
[22] by 1) comparing the performance of GRU to linear AR and nonlinear AR baselines on
state-level and city-level Influenza datasets in the United States, demonstrating accurate
predictions at unprecedented geographic granularity, 2) evaluating each model with walkforward validation (“dynamic training”) to accurately reflect their real-world performance,
and 3) evaluating the performance of each model both for forecasting incidence (using only
historic epidemiological data) and nowcasting incidence (including both historic epidemiological data and real-time GT data).
Summary of Contributions
In this work, I compare the performance of a GRU with baseline machine learning models,
including linear regression and random forest approaches, across geographic granularities
(state- and city-level), time horizons of prediction (one to eight weeks), and data sources
(including only historic epidemiological data or including both epidemiological data and
digital data from Google query volumes). I find that the GRU improves upon baseline
models for long time horizons of prediction (over 4 weeks) on both the city and state level.
However, I find that simpler model architectures are preferable in shorter time horizons of
prediction, as there is a tradeoff between model complexity and convergence. Finally, I find
that in all prediction scenarios incorporating Google search query information and adopting
a network approach by including information on the spacial transmission of disease improves
model accuracy.

2.2
2.2.1

Data Sources
Epidemiological data

State-level Data Set
I use the same state-level dataset as Lu et al. [2], which was obtained from the CDC official
counts of influenza like illness (ILI) from October 4, 2009 to May 14, 2017. The metric in
this data set is the number of doctor visits for ILI divided by the total number of visits.
Only the 37 states without missing data are included in the analysis.

12

City-level Data Set
Data on influenza incidence in 336 US cities from Jan. 1, 2004 to July 20, 2010 are taken
from a dataset compiled by IMS health based on medical claims data. As of 2009, the
IMS health dataset captured 61.5% of US physicians. Viboud et al. find that this dataset
“accurately capture[s] weekly fluctuations in influenza activity in all US regions” [23]. In the
IMS health dataset, medical claims are categorized by type, with claims for influenza, fever
combined with a respiratory infection, or febrile viral illness being categorized as ILI. Case
counts are then aggregated at the level of center facilities as designated by the US Postal
Service, typically akin to a city or county (hereafter referred to as a “city”). Finally, case
counts data is standardized by taking the ratio of weekly ILI visits to the total number of
physician visits in the region, per 100,000 population. As in Charu et al. [24], this analysis
removes all cities with a population under 100,000 to eliminate demographic noise, leaving
a dataset of 316 cities.

2.2.2

Google trends data

Time-series downloaded from Google trends (GT) [25] describe the number of people searching for a specific keyword, in a specified geographic region, each day, week, or month (normalized to a 0 - 100 range). We extract trends for 256 key words shown in past work to
have strong correlation with flu incidence [22]. For state-level modeling, we extract GT data
for the 37 US states in the epidemiological dataset on a weekly granularity. For city-level
modeling, we extract GT data for US regions on the finest geographic granularity available,
Designated Market Area (DMA) regions as defined by The Nielson Company. As in the IMS
dataset, these regions typically correspond to a city or county. Upon inner-joining the IMS
dataset and the flu trends dataset, a dataset of 180 US cities remains, which is used in the
analyses presented here.

2.3
2.3.1

Methods
Pre-processing

Before models are fit, data is normalized to the range [0, 1]. The minimum and maximum
values are selected from the training set, and both the training and validation sets are
transformed to the range [0, 1]:
ynew =

y−ymin
ymax −ymin
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2.3.2

Models

Persistence
A persistence model is the standard naive baseline for epidemiological time series prediction.
In a persistence model, the most recently observed incidence yt−h is propagated forward to
predict the incidence yt :
yt−h = yt
Linear Autoregression - AR(GO)
A linear autoregressive (AR) model uses a linear combination of N autoregressive terms to
predict incidence at a given time horizon:
yt+h = Σtn=t−N αn yn + β
A linear autoregression incorporating synchronous Google search data (ARGO) model uses a
linear combination of N autoregressive terms and query volumes from a set of Google search
terms G within the individual region (city or state) to nowcast incidence at a given time
horizon:
yt+h = Σtn=t−N βn yn + Σg∈G βg qg + α
In this analysis, for both AR and ARGO I use a lookback window of 52 (each week from the
past year). To make the linear autoregressive model more robust, I add L1-regularization and
optimize coefficients to reduce mean squared error as a LASSO regression. The regularization
strength parameter λ is selected with 4-fold cross-validation from the set {10−5 , 10−4 , 10−3 , 10−2 , 10−1 }.
A separate autoregressive model is fit for each region in the dataset.
Linear Network Autoregression - AR(GO)-net LR
Not to be confused with a neural network, this method uses a physical “network approach”
as defined in previous epidemiological work [2]. Like a linear autoregression, AR-net LR
uses a linear combination of N autoregressive terms to predict future prevalence, but unlike
the single-region AR model, it incorporates autoregressive terms from a set of regions R
available in the dataset:
yt+h = Σr∈R Σtn=t−N βn,r yn,r + α
ARGO-net LR adds Google search query volumes from all regions in the dataset on top of
the epidemiological data:
yt+h = Σr∈R Σtn=t−N βn,r yn,r + Σr∈R Σg∈G βg,r qg,r + α
Like the AR(GO) models, a lookback window of N = 52 is used. Aso like AR(GO) models, AR(GO)-net models are made more robust through L1-regularization with regularization
strength parameter selected via four-fold cross-validation from the set {10−5 , 10−4 , 10−3 , 10−2 , 10−1 }.
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As in [2], to improve the speed and convergence of the LASSO optimization routine I perform
a pre-processing step to reduce the number of predictors in the AR(GO)-net models. The
magnitude of set R is limited to a fixed number which is selected via four-fold cross-validation
from the set {10, 20, 40}. Only the |R| predictors with the highest correlation with ground
truth data in the training period are included in the regression model. If the model includes
GT data, |R| for autoregressive epidemiological data and GT data are selected separately
from one another.
Nonparametric Network Autoregression - AR(GO)-net RF
The nonparametric network autoregression uses the same predictors as the above network
autoregression model, but allows for nonlinear and nonparametric mapping between autoregressive predictors. In this case, a random forest made up of 50 decision trees is used as a
token nonparametric model. Again, to improve speed and convergence, only autoregressive
predictors from the top |R| most correlated time-series are passed to the model, with |R|
selected from {10, 20, 40}. As in the other models, regularization strength (in the form of
maximum tree depth) is selected from {2, 4, 8, 16}, and a separate autoregressive model is
fit for each location in the dataset.
Gated Recurrent Unit Neural Network - AR(GO)-net GRU
A gated recurrent unit with one hidden layer is used. The AR-net GRU accepts as input N (in
our analysis, 52) autoregressive terms from all locations in the dataset and predicts incidence
at the given time horizon for all locations simultaneously (but does not predict multiple timesteps in a single model). The ARGO-net GRU accepts as input N (52) autoregressive terms
from all regions in the dataset and |G| (256) synchronous Google search query volumes
from all regions in the dataset. Note that other temporal sets of Google search query data
could have been chosen: while I use GT data only from the week of prediction, one could
theoretically use data from all weeks (up to 8, in this analysis) between when the last
epidemiological data was available and the week of prediction, or an even longer historic
timespan. Appendix A.1 documents some experiments with these different options. Since
I find that there is not a significant difference in accuracy as a result of adding additional
historic Google search data, I choose the simplest option, using only synchronous Google
search data. In weeks when epidemiological data or Google search data is not available, a -1
is placed in the input matrix to represent the missing data (the network learns on its own
that -1 corresponds to missing data).
In theory, cross-validation could be used to select hyperparameters, most notably the number
of nodes in the LSTM’s single layer. To optimize time and compute, however, we adopt a
simple GRU with only five nodes in the hidden layer. The GRU is trained on a mean-squared
error objective with a dropout rate of 0.3 after the hidden layer to ameliorate overfitting.
Note that this GRU model is simpler than the CNN-GRU model with residual links used
by Wu et al [17]. I choose the simpler model for the sake of computational expense and
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convergence on limited training data. Also note that the ablation tests presented in [17]
indicate that the combined model rarely outperforms a GRU-only component.

2.3.3

Training and Hyperparameter Selection

For each of the models evaluated, models are trained dynamically (a technique also termed
“walk-forward validation” or “online learning”): for each time-step t, the model is trained on
all available training data Dt = {d0 , d1 , d2 ...dt−1 }, and then this model is used to predict one
time-step at the given time horizon h. Thus, for a dataset of D weeks, approximately D − 1
models are fit, each time-step is predicted using all the training data that would have been
available at that time-step, and no forward-looking bias is introduced. At each re-training
of the model, hyperparameters are re-selected via four-fold cross validation on the training
data. Note that this hyperparameter selection method allows the chosen hyperparameters
to change from time-step to time-step. Also note that in all models except the GRU, hyperparameters are allowed to vary between regions in the dataset, as individual autoregressive
models are fit for each region at each time-step. In the GRU, hyperparameters are selected
so as to minimize mean squared error over four fold cross-validation in all regions. Walkforward validation, unlike the standard form of evaluation used in [17] and [22], accurately
reflects how these models would be used in real-world scenarios.

2.3.4

Evaluation

Each of the models is evaluated with walk-forward validation on the second half of each of the
datasets. In the state-level dataset, the evaluation period is therefore approximately three
years, from August 21, 2013 to May 1, 2016. In the city-level dataset it is approximately
four years, from September 30, 2007 to June 20, 2010. Models are evaluated based on two
metrics: the distribution of root mean squared error (RMSE) across all regions, and the
distribution of Pearson’s correlation coefficients (CORR) with the true time series across all
regions:
q
RM SE = n1 Σni=1 (yi − xi )2
CORR = √

2.4

Σn
i=1 (yi −ȳ)(xi −x̄)
n
2
Σi=1 (yi −ȳ)2 Σn
i=1 (xi −x̄)

√

Results

I present here the results of the five models listed in section 2.3.2 on two prediction scenarios.
In the forecasting scenario (with models denoted AR or AR-net), models are fed only historic
epidemiological data, so their results can be interpreted as true forecasts: these results are
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projections into the future. In the nowcasting scenario (with models denoted ARGO or
ARGO-net), models are fed historic epidemiological data as well as synchronous Google
trends data. These results can be interpreted as providing estimates of current incidence
when there is a delay in traditional methods of obtaining epidemiological data.
The below two figures present the distribution across states of prediction accuracies (measured by RMSE) for both the forecasting and nowcasting scenarios.

Figure 2.1: Distribution of forecast RMSE across states by model architecture and time
horizon of prediction. Notice that the simpler models are more accurate than the complex
ones at early time horizons, and the complex ones are more accurate at later time horizons.

Figure 2.2: Distribution of nowcast RMSE across states by model architecture and time
horizon of prediction. Notice that the ARGO-net RF performs best at all prediction time
horizons. Further, notice that all models are considerably more accurate than their nowcasting counterparts in 2.1
The following two figures make the same comparisons for the city-level dataset:
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Figure 2.3: Distribution of forecast RMSE across cities by model architecture and time
horizon of prediction. Notice that the simpler models are more accurate than the complex
ones at early time horizons, and the complex ones are more accurate at later time horizons.

Figure 2.4: Distribution of nowcast RMSE across cities by model architecture and time
horizon of prediction. Notice that the ARGO-net RF performs best in the 1-4 week time
horizons, and the GRU performs best in the final time horizon. Further, notice that all
models are slightly more accurate than their nowcasting counterparts in 2.3
The same plots for correlation are included in Appendix A.2.
Based on the evidence in the graphs above, the most important points regarding model
comparisons are summarized here:
• Models achieve accurate predictions even on the city-level dataset, which is particularly significant as the work presented here is the first to experiment with machine
learning methods on such a granular dataset. However, model quality varies widely
between locations. For example, for 8-week time horizon predictions on the city-level
dataset, GRU predictions achieve RMSE ranging from 0.23 to 1.8 (forecasting, including historical epidemiological data only) and 0.19 to 1.75 (nowcasting, including both
epidemiological data and GT data).
• Models achiever higher accuracy at shorter time horizons of prediction. However,
even at the longest time horizon the more complex models, in particular the GRU,
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provide useful estimates. For example, for 8-week time horizon predictions on the citylevel dataset, the GRU achieves a median correlation of 0.72 for forecasting (historical
epidemiological data only) and 0.76 for nowcasting (including GT data).
• Incorporating digital data improves prediction accuracy for both the state- and citylevel datasets, though it provides more improvement for the state-level dataset. The
following figure compares median RMSE for the 8-week prediction horizon for forecasting (historic epidemiological data only) and nowcasting (historic epidemiological data
and GT data) models:

Figure 2.5: Comparing distribution of RMSE across locations for forecasting (including only
historical epidemiological data) and nowcasting (including epidemiological data and GT
data) scenarios, on both datasets, only for the 8-week prediction time horizon. Notice that
for all models are improved by adding digital data.
• For all time horizons and for both forecasting and nowcasting, it is clear that adding
information from locations besides the target location (e.g. comparing AR-net LR to
AR) either maintains or improves prediction accuracies. This result is consistent with
the conclusions of [2].
• For forecasting, the more complex nonlinear models (AR-net RF and GRU) perform
better than the simpler models for prediction time horizons longer than 1 week. The
GRU, in particular, is much more accurate than the other models in the 4- and 8-week
time horizons for both datasets. For nowcasting, the ARGO-net RF model performs
best on all time horizons longer than one week (except in the 8-week time horizon
for the cities dataset). The GRU does not demonstrate strong results for nowcasting,
except on very long time horizons of prediction (8 weeks) where a large amount of
granular digital data is available (the city-level dataset).

2.4.1

Other Visualizations of Results

In addition to evaluating aggregate model performance as in the above section, it is interesting to examine how models perform in individual locations over the time period of evaluation.
The reader is encouraged to visit https://emilylaiken.github.io/ili-viz/, where the
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results of all model runs are compiled into a dashboard that can be explored for detailed
information about model performance in each city and state. The dashboard also allows
for examining the coefficients used in each of the regression models over the time period of
prediction for a better understanding of what predictors are important in each model. This
analysis is particularly interesting in the network approach models (AR-net and ARGO-net
LR and RF), as it is clear that the most important predictors for a city are often other cities
close by or well-connected to it (for example, when predicting Salinas, CA models use mostly
information from other California cities, while for San Francisco, CA, models rely heavily on
information from New York and Seattle).
Selected graphs of prediction time-series in specific locations are also presented here below,
and more can be found in Appendix A.3. The following graph, for example, visualizes
8-week-in-advance predictions for ILI in Texas:

Figure 2.6: Comparing models for forecasting ILI in Texas 8 weeks in advance (using only
historical epidemiological data). Notice that the AR model is unable to produce almost any
signal, but the AR-net GRU produces highly accurate predictions even at this long time
horizon.
This second graph visualizes nowcasts of ILI in Texas assuming an 8-week reporting delay
(thus the models in this graph process the same epidemiological data as those in the graph
above, with the addition of synchronous GT data):

Figure 2.7: Comparing models for nowcasting ILI in Texas 8 weeks in advance (with historical
epidemiological data and GT data). Notice that nowcasts are superior to forecasts in 2.6.
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Examining how the time-series forecasts or nowcasts of a model adjust as the time horizon
of prediction is shortened can also help us gain an intuition about how models ingest new
information and adjust accordingly. The following graph plots GRU forecasts in Texas at
the 1, 2, 4, and 8 week time horizons:

Figure 2.8: GRU forecasts at four time horizons of prediction in Massachusetts. Notice that
model quality does not degrade much as the time horizon of prediction becomes longer.
All of these visualizations and more are available at https://emilylaiken.github.io/
ili-viz/, and the best way to get a feel for model performances across methods, datasets,
and locations is to explore the dashboard available there.

2.5

Discussion

The results presented above comprise the most comprehensive evaluation of incorporating
Google trends data in epidemiological prediction to date, spanning across different geographic granularities, time horizons of prediction, and methods. It is first worth noting
that this work confirms that 1) time-series modeling of ILI can be effective on a granular
geographic level and is aided by digital data from an equally granular level, and 2) taking
a physical network approach (incorporating data – both epidemiological and digital – from
other locations besides the location of prediction) is helpful. The most important contribution of this work, however, is methodological, as this work is the first to explore time-series
deep learning for epidemiological nowcasting including digital data, and only the third to
explore deep learning for epidemiological forecasting. This discussion will therefore focus on
methodological comparison, comparing models across three axes: accuracy, interpretability,
and computational expense.

2.5.1

Accuracy

As noted in the results section, the GRU outperforms other model architectures in the
forecasting scenario (not including Google trends data) in time horizons of four weeks and
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above, with the gap between the performance of the GRU and that of other models increasing
in the longer time horizons. In the nowcasting scenario, the GRU rarely outperforms the
baseline models, except in the longest time horizons. These performance differences are
consistent with the tradeoff between model complexity and convergence in the data-deficient
scenario (while the ILI space is data-rich in comparison to the emerging outbreaks discussed
in Chapter 3, it is still data-poor in comparison to most deep learning applications). The
simpler models evaluated here have fewer trainable parameters than the GRU, while the
GRU’s more complex model architecture and time series-specific design allow it to pick up
more intricate patterns embedded in the data than the other models. In this context, it is not
surprising that the more complex models do not perform any better – and sometimes perform
worse – than the simplest models in the one-week forecasting scenario: spatial and temporal
dependencies in the data are less important here (as demonstrated by the high quality of the
persistence model). It makes sense, for the same reason, that there is more improvement from
complex model architectures in the forecasting scenario than the nowcasting scenario: with
256 search terms across 37 or 180 locations (depending on dataset), in addition to historic
epidemiological data, complex architectures have issues with convergence, while the presence
of real-time digital data renders long-term time series dependencies less important. With
the availability of more training data it is quite possible that more complex models would
outperform simpler models even in early time horizons of prediction and the nowcasting
scenario, as convergence issues would be reduced.

2.5.2

Interpretability

Model interpretability is essential to effective practical use of epidemiological and digital
epidemiological predictive models. There is a significant trade-off in interpretability as a
result of shifting to more complex models. While in simple linear regression models (AR and
AR-net LR) regression coefficients can be interpreted comfortably by public health officials,
feature importances in a random forest can be trickier to understand and the “decision making process” of a deep learning model like a GRU is very opaque. The dashboard available at
https://emilylaiken.github.io/ili-viz/ includes heatmaps of feature importances in
the linear regression and random forest models to aid in model interpretation. Interpretability in time series deep learning models is an area of active research, and there is ongoing
work to introduce interpretability mechanisms for the deep learning models presented here.

2.5.3

Computational Expense

Finally, in the context of the public health world which may be constrained in computational
resources, computational expense is an important concern for disease modeling. While the
linear regression and random forest models are much cheaper than the deep learning model
for an individual location with respect to run time, there is a great deal of redundant computation when running the AR-net LR and RF models on datasets with multiple locations.
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It is not surprising therefore that in a dataset of 100 locations, the AR-net LASSO takes 50
times longer to run than the AR model (300 seconds vs. 6 seconds on a single core), while
the AR-net GRU takes only 5 times longer (30 seconds on a single core). The runtime of all
models scales linearly with the number of locations in the dataset:

Figure 2.9: Run-time of AR, AR-net LASSO, and AR-net GRU models as a function of
number of locations in dataset
Of course, the runtime of each model is also dependent on other hyperparameters, including
number of cross-validation folds for tuning, number of regions included after the preprocessing step (for AR-net LR and RF), and number of training epochs (for the GRU). Runtime
and memory consumption for all models could be improved by exploring online learning
methods, so that models need not be re-trained entirely from scratch on a weekly basis.
However, even given limited resources and redundant training algorithms, it is clear from
2.9 that the required computation for any of the models is not out of range of the resources
of any governing body in public health.
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3. Digital Epidemiological Methods for
Nowcasting Novel Outbreaks in DataPoor Environments
3.1

Introduction

Outbreaks of novel infectious diseases (diseases that are not endemic to the areas in which
they emerge) have devastated mankind since the beginning of recorded history. Most notably
in relative modernity, the Black Death (1346-1353) killed an estimated 200 million people,
the Spanish Flu (1918-1920) anther 100 million, and HIV/AIDS (1980-present) a total of
36 million. Although disease surveillance is key to timely response from healthcare systems,
novel outbreaks are difficult to track from an epidemiological perspective due to a lack of
knowledge of dynamics, diagnosis, and treatment for emerging diseases in the areas in which
they appear. Further, most modern outbreaks have originated in the tropical regions of
Africa, Asia, and Latin America, which tend to have weak disease surveillance systems. As
a result, epidemiological reports from government ministries of health, the WHO, and other
multinational organizations in many recent outbreaks are characterized by inaccurate data,
reporting delays, and a general lack of timely surveillance information.
This “data gap” in tracking novel outbreaks in developing regions is an opportunity for
digital epidemiological methods, which have the potential to provide estimates of disease
incidence in real-time (nowcasting) in the absence of accurate reporting. Research to date
on using digital data sources (including Google search trends, social media data, and online
news aggregators) to provide disease incidence approximations has focused, with a degree of
success, on endemic diseases in high- and middle-income countries, including influenza in the
United States and dengue in Brazil and Mexico [4, 5, 6]. Applying digital epidemiological
methods to emerging outbreaks in developing countries brings up a host of new challenges
relating to a lack of data (both digital and epidemiological). Past work in this area is very
limited: Majumder et al. [26] demonstrate the use of digital data sources (including Google
search trends and HealthMap, a health news aggregator) to provide estimates of R0 , the basic
reproductive number, in the absence of real-time epidemiological surveillance reports in the
2016 Latin American Zika outbreak, while McGough et al. [27] show that data from Google
search trends, Twitter, and Healthmap could have been combined for accurate forecasts
of incidence in the same outbreak 1-3 weeks in advance had epidemiological reports been
released. Chunara, Andrews, & Brownstein [28] also experiment with using Twitter and
HealthMap data to estimate R0 in the 2010 Haitian Cholera outbreak, with some success.
In this chapter, I build on this past work to evaluate the performance of simple digital epi24

demiological methods in nowcasting four diverse modern outbreaks: Yellow Fever in Angola
(2016), Zika in Colombia (2015-2016), Ebola in the Democratic Republic of the Congo (2018present), and Pneumonic Plague in Madagascar (2017). The major contributions of this work
are 1) defining three simple digital epidemiological models suitable for data-poor environments, 2) establishing a consistent framework to evaluate the potential of these models to
nowcast four outbreaks (including comparing the accuracy and timeliness of the nowcasts to
the accuracy and timeliness of official reports), and 3) comparing estimates across and within
outbreaks to draw conclusions about the suitability of digital data sources for nowcasting
emerging outbreaks in the absence of strong disease surveillance systems.
Summary of Contributions
In this chapter I establish three simple digital epidemiological models for this and future
projects on real-time modeling of emerging outbreaks: 1) AR, a linear autoregression mapping historic epidemiological data to synchronous disease levels, 2) GT, a linear regression
mapping observed Google query volumes to estimated disease incidence, and 3) ARGO, a
regression on both historic epidemiological data and query data. I find that ARGO in particular provides estimates of disease transmission for Yellow Fever in Angola, Zika in Colombia,
and Plague in Madagascar weeks earlier than traditional healthcare-based surveillance data.
I find that digital epidemiological methods are less effective at tracking Ebola in the DRC,
and hypothesize that issues of sample bias and skew in search query volumes as a result of
media coverage may contribute to unhelpful digital signals in this case.

3.2
3.2.1

Epidemiological Summary of Selected Outbreaks
Yellow Fever in Angola

December 2015 to July 2016 saw the largest recorded yellow fever outbreak in Angola’s
history, with a total of 879 laboratory confirmed cases (out of 3,818 suspected cases) [29].
119 deaths (case fatality rate 13.5%) were recorded. The outbreak affected 16 out of Angola’s
18 provinces, as well as districts in the neighboring Democratic Republic of the Congo. The
outbreak was controlled in the second half of 2016 with a vaccination campaign led by
Médécins sans Frontiers, the WHO, and UNICEF.

3.2.2

Zika in Colombia

Zika Virus first emerged in 1947 in Uganda, before spreading to the Pacific islands and then
Brazil in 2014. From October 1, 2015 to June 16, 2016, 91,156 suspected cases of Zika
were recorded in Colombia, part of an epidemic affecting most countries in Latin America
[30]. Zika is classified as an emerging disease because it is a relatively recently documented
25

disease spreading to new geographic areas. Zika is transmitted via mosquito bites, sexually,
via blood transfusions, and through congenital transmission. Response to the Zika outbreak
in Colombia was managed by the Colombian Ministry of Health and Social Protection with
help from the Pan-American Health Organization (PAHO) and WHO.

3.2.3

Ebola in the Democratic Republic of the Congo

The Democratic Republic of the Congo (DRC) has experienced periodic outbreaks of Ebola
since the virus emerged there in 1976. The latest outbreak began in April 2018 and is
ongoing; in this project, we present data up until the end of December, 2019, during which
time 628 Ebola cases (confirmed or probable) were recorded in the northeastern provinces of
North Kivu and Ituri [31]. 383 of these cases resulted in death (CFR 61%). Epidemiological
response to the outbreak, including paper-based disease surveillance and laboratory testing,
has been managed by the DRC Ministry of Health with support from the WHO.

3.2.4

Plague in Madagascar

From August 1 to November 27, 2017, 2,417 suspected cases and 209 deaths of Plague were
recorded in Madagascar (CFR 9%) [32]. The majority of the cases (1,854) were classified
as Pneumonic Plague, with smaller subsets classified as Bubonic Plague (335 cases) and
Septicemic Plague (1). Although Plague is endemic in parts of Madagascar, this outbreak
was unusual in its magnitude, timing, and location, affecting both endemic and non-endemic
areas including the urban centers of Antananarivo and Toamasina. Pneumonic Plague (unlike
Bubonic Plague) is spread by both fleas and human-to-human transmission via infected
fluids. Response to the 2017 Plague outbreak, including epidemiological surveillance via a
mobile phone reporting system, was managed by the Institut Pasteur de Madagascar (IPM)
with support from the World Health Organization (WHO).

3.3
3.3.1

Data Sources
Epidemiological Data

The following table summarizes the sources of epidemiological data and key descriptive
statistics on the epidemiological dataset for each outbreak. For each dataset, we consider
the final epidemiological report to be the “ground truth” recording the true onset date for
each of the cases in the outbreak; the earlier reports are considered estimates and subject
to revision. Note that, due to issues of data availability, in certain outbreaks the dataset
consists of only laboratory-confirmed cases, while in other outbreaks the dataset contains
both confirmed and probable (or suspected) cases.
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Outbreak

Time Period

Temporal
Granularity

Total Cases

Reports

Yellow Fever in
Angola

Jan. 3 - July
31, 2016

Weekly

879 (confirmed)

11

Digitized from plots in PDF situation
reports released by WHO [29]

Zika in Colombia

Aug. 9, 2015 July 10, 2016

Weekly

91,156 (suspected)

7

Digitized from plots in PDF epidemiological updates published after Feb. 17
(only updates with Colombia-specific
data are included) [30]

Ebola
DRC

the

Apr. 30 - Dec.
31, 2018

Weekly

628 (suspected)

17

Digitized from plots in PDF situation
reports released by the WHO [31]

Pneumonic
Plague
in
Madagascar

Aug. 1 - Nov.
25, 2016

Daily

1,857 (confirmed)

12

Digitized from plots in PDF situation reports realeased by the IPM [33]
and WHO [32] (only reports containing case counts specifically for Pneumonic Plague are included)

in

3.3.2

Source

Google Trends Data

Time-series downloaded from Google trends [25] describe the number of people searching for
a specific keyword, in a specified geographic region, each day, week, or month (normalized
to a 0 - 100 range). Google trends data was extracted for each outbreak, in each case for
the same time period as the reported outbreak period, on the same temporal granularity
as the epidemiological reports, and limited to searches in the country of the outbreak. To
avoid forward-looking bias, it is standard to select keywords by using Google correlate to
find search terms that correlate well with the epidemiological time-series in a training period
(which is then not included in the evaluation period). However, since Google correlate data
is not available for any of the countries we analyze, we select a few simple keywords for each
outbreak that are clearly related to the disease in question.
Outbreak

Search Terms

Yellow Fever in Angola

‘yellow fever’, ‘febre amarela’

Zika in Colombia

‘zika’, ‘zika sintomas’, ‘el zika’, ‘sintomas del zika’, ‘virus zika’, ‘zika colombia’, ‘el zika sintomas’,
‘el sica’

Ebola in the DRC

’ebola’

Plague in Madagascar

‘plague’, ‘pesta’, ‘peste’, ‘peste pulmonaire’, ‘peste madagascar’

3.4

Motivation for Digital Epidemiological Methods

As noted in section 1.1, traditional disease surveillance systems suffer from reporting delays,
especially in tracking novel outbreaks. As a result, at any given time an in outbreak, the
reports for weekly (or daily) case counts in the most recent h weeks (where h is the magnitude
of delay) are unreliable, so epidemiologists have trouble coming up with accurate nowcasts of
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outbreaks. As an example, the figure compares the ground truth epidemiological data agreed
upon at the end of the 2017 Plague outbreak in Madagascar in grey to the cases recorded
in a report released just after the outbreak’s peak in October 2017, shown in black. Clearly
the number of courses recorded in the final two weeks before the report’s release date are
unreliable, and this pattern extends to other reports released in this and other outbreaks.

Figure 3.1: Ground truth epidemiological curve for Pneumonic Plague in Madagascar compared with reported case counts as of Oct. 13
Digital epidemiological methods have the potential to help with this nowcasting issue. Because search trends and other digital data sources are available in real time, models that
incorporate digital data alongside historical epidemiological data may be more accurate at
estimating incidence in real-time than standard surveillance methods. As motivation that
these strategies may have value, figure 3.2 plots, for each outbreak selected, the ground
truth epidemiological curve together with the frequency of a single search term related to
that particular disease. Consider that, with the exception of Ebola in the DRC, in each case
search volumes are highly correlated with disease incidence over the course of the outbreak.

Figure 3.2: Motivation for digital epidemiological methods: note that, with the exception of
Ebola in the DRC, Google query volumes are correlated with disease incidence
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3.5
3.5.1

Methods
Models

I explore three simple nowcasting models. Unlike in the earlier chapter on seasonal diseases,
the emphasis is on model simplicity as there is often not enough data available in emerging
outbreaks to train a more complex model to convergence.
Linear Autoregression (AR)
As in the linear autoregression described in Chapter 2, this model uses a linear combination
of past observed incidences to nowcast synchronous incidence. For simplicity, I choose to use
only one autoregressive term, the most recently observed:
yt = βyt−h + α
Regression on Google Query Volumes (GT)
This method again uses a linear regression, this time using a linear combination of google
query volumes for outbreak-specific search terms to predict synchronous incidence:
yt = Σg∈G βg g + α
This method further adopts L1 regularization for automatic feature selection.
Autoregression and Regression on Google Query Volumes (ARGO)
ARGO combines the above two methods so that incidence is nowcasted via a combination
of historic epidemiological data and synchronous search volumes:
yt = βyt−h + Σg∈G βg g + α
As in GT, ARGO is made more robust with L1 regularization.

3.5.2

Evaluation

Two systems for training and evaluating are adopted for the above listed models.
Evaluation Assuming Continuous Flow of Available Epidemiological Data
The first from of evaluation assumes a constant reporting delay in the traditional surveillance
system and a continuous flow of available surveillance data. For each outbreak, I examine
how the models would have performed in real-time at a reporting delay of one and two weeks
if these conditions had been met. As in Chapter 2, I adopt dynamic training (also known
as online learning or walk-forward validation) so that, at each point in the time-series, the
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models are trained on all the data that would have been available at that time and only
that data. Models are then evaluated over the entire time series based on root mean squared
error (RMSE) and Pearson’s Correlation Coefficient (CORR).
q
RM SE = n1 Σni=1 (yi − xi )2
CORR = √

Σn
i=1 (yi −ȳ)(xi −x̄)
2
Σn
i=1 (yi −ȳ)

√

2
Σn
i=1 (xi −x̄)

Evaluation Based on Publicly Released Reports
The second type of evaluation compares the accuracy and timeliness of epidemiological reports that were publicized in each outbreak by the WHO and others with the accuracy and
timeliness of the digital epidemiological models. I first empirically estimate the reporting
delay in the surveillance system by comparing reports and determining how many weeks, on
average, it takes for reported cases to stabilize (in other words, estimating the reporting delay inherent to the surveillance system). Then, for each report released during the outbreak,
I train the three listed digital epidemiological models on the data that is stable in the report
(according to the calculated reporting delay). I train models for every time horizon between
when stable data in the report ceases was available and when the next epidemiological report
was posted (as a way to evaluate what utility digital epidemiological models would have had
at the time). Since in much of this time there is no ground truth data available, there is
no simple way to evaluate the quality of the models for this evaluation scenario. However, I
present the graphs of this evaluation method for qualitative analysis.

3.6

Results

In summary, I find that, with the exception of the Ebola outbreak in the DRC, the nowcasts
produced by digital epidemiological methods provide a good proxy of the true incidence rates
(which are typically not available in real-time). In general, ARGO performs the best of the
three models tested (though not without exception). I find that the accuracy of the digital
epidemiological models is lower when reporting delays are longer (which is intuitive, as with
shorter reporting delays the models incorporate more up-to-date autoregressive information).

3.6.1

Evaluation Assuming Continuous Flow of Available Epidemiological Data

The following graphs compare the nowcasts provided in real-time by the three models (AR
in blue, GT in green, and ARGO in red) with the true epidemiological data (in grey). They
assume that in each outbreak there was a reporting delay of 1 week, so each of the models
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would have been available in real-time, while the ground truth epidemiological data would
have been available at a lag of one week.

Figure 3.3: Results of data-driven nowcasting models for four novel outbreaks assuming
continuous epidemiological data availability and a reporting delay of one week
I also evaluate the models on a reporting delay of 2 weeks; figures the same as the ones above
for a 2 week delay are including in Appendix B. The performance of the each of the models
for evaluation metrics RMSE and CORR are charted below:
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Figure 3.4: Summary of performance of data-driven models; note that ARGO is the preferable model in most, but not all, cases
It is also worth examining the size of coefficients in the linear regressions, particular in
ARGO, to get an idea of which features most influence predicted values. Recall that the
importance of each of the features may change over time because the model is re-trained
dynamically at each time step. The following heatmap visualizing the size of coefficients in
ARGO for Plague in Madagascar at a reporting delay of 1 week:

Figure 3.5: Feature importances in ARGO for Plague in Madagascar, delay of 1 week.
Red points in the heatmap correspond to positive regression coefficients, while blue points
correspond to negative coefficients, and the color intensity corresponds to the magnitude of
the regression coefficient and therefore to feature importance
Note that the autoregressive term is extremely important in most of the time-series. Similar feature importance analyses for other outbreaks and reporting delays are presented in
Appendix B.
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3.6.2

Evaluation Based on Publicly Released Reports

As described in section 3.5.2, a second analysis compares the ground truth data available in
weekly (or sometimes sporadic) epidemiological updates from the WHO and other entities
with what the models would have nowcasted in real time. Although it is hard to quantify
comparative performance here because so much data is entirely unavailable in the ground
truth, this analysis does emphasize the two benefits of digital epidemiological methods:
1) correcting for under-reporting in recent weeks when there are reporting delays, and 2)
providing some estimate of incidence when there is no epidemiological data available at all.
I present only a selection of case studies for this analysis (the analysis was performed on
all 7-20 reports for each of the four diseases; full charts are included in Appendix B). As
an example, the below figure shows the results of this analysis for 3 of the epidemiological
reports released by the WHO during the Plague outbreak in Madagascar:

Figure 3.6: Comparing estimates from digital models with available epidemiological data in
three WHO Reports for Pneumonic Plague in Madagascar
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3.7

Discussion

Based on the evidence presented, there is at least some potential for digital epidemiological
methods to be useful for nowcasting emerging outbreaks. Although the methods are far
from perfect, the lack of timely data from traditional surveillance sources makes almost
any signal useful. Consider the first graph presented in figure 3.6, showing a report from
just after Madagascar’s plague outbreak hit its peak: the reported data at the time showed
almost no signal at all. Health officials adhering to the reported data would assume there
was no outbreak at all, and so would take no action on treatment or prevention measures.
The digital models, while far from perfect, do indicate that there is an anomaly in Plague
incidence, and could incite health officials to investigate further.
There are many limitations to using Google trends data for epidemiological purposes; two
particularly significant ones in the context of emerging outbreaks are 1) bias in the sample
of Google users, and 2) bias as a result of media coverage. Google users are a non-random
subsample of the population, and this bias is particularly significant in the context of most
emerging outbreaks which occur in developing regions where internet penetration is relatively
low and there are significant rich-poor and urban-rural divides in Internet access. As a result,
it is not uncommon to observe that most of the disease-related Google search activity occurs
in a country’s capital, while cases of the disease may occur all over the country or in a specific
far-flung region.
A second and most important limitation of digital epidemiology for novel outbreaks is bias
in Google activity as a result of media coverage. In using Google query volumes as a proxy
for incidence we rely on the assumption that most of those queries come from individuals
who are infected or worried that they are infected. When diseases have high media coverage
(which is often the case with novel outbreaks), large numbers of people in the country
of interest may start searching for disease-related terms out of curiosity, looking for news
articles. Consider the graph of search volumes for the term “peste” (French for “plague”)
in Madagascar in figure 3.2: there is a sharp spike in volumes in mid-October which looks
nothing like the incidence curve. It is a very reasonable to suggest that this spike is likely
a result of the first media coverage of that outbreak. There is room for ongoing work to
ameliorate this crucial bias, which would be the best direction to pursue for improving
digital epidemiology for emerging outbreaks. One method for exploration is incorporating
data from a news aggregator like HealthMap to obtain a metric of the amount of news
coverage of an outbreak. This data could then be incorporated in the models to correct for
search volume bias.
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4.

Conclusion

The current availability of digital trace data from Internet users’ activity, expanded capacity for data storage and retrieval, and development of complex machine learning methods
are transforming the way we monitor and forecast population-level disease incidence. The
projects I presented in this thesis aimed at contributing to the design and implementation of
data-driven models to track and project disease activity. While there has been significant recent work on improving traditional epidemiological surveillance with novel data sources and
machine learning, due to the lack of large amounts historical data, most studies have focused
on methods that lag behind the state-of-the art in machine learning, and little research has
focused on real-time modeling of emerging outbreaks in data-poor and low-income regions.
The results I presented in this thesis contribute to filling these two gaps, exploring 1) deep
learning models for forecasting and nowcasting influenza-like illness in the United States, a
data-rich and wealthy nation, and 2) simple digital epidemiological methods for nowcasting
outbreaks of emerging infectious diseases in low to middle income nations such as Angola,
Colombia, the Democratic Republic of the Congo, and Madagascar.
My first main result is that time-series deep learning models significantly improve upon
the predictive performance of simpler machine learning methods for forecasting disease incidence at high spatial granularities and long time horizons of prediction (up to eight weeks).
I further find that taking into account the interdependence in flu incidence across cities
and incorporating digital trace data from Google search activity, when available, improves
prediction accuracy. I find, however, that these complex methodologies are most useful in
data-rich scenarios and long time horizons of prediction, as there is a trade-off between model
complexity and convergence when limited epidemiological training data is available.
My second main result is that the same simple machine learning models incorporating digital trace data and historical epidemiological data that have been shown to work well in
Influenza surveillance in the US and other relatively data-rich scenarios can be adapted to
provide rough but useful estimates in real-time tracking of emerging outbreaks where there
is little ground-truth epidemiological data available. I specifically find that simple linear
regression models incorporating data from Google search activity provide reasonable estimates of incidence ahead of traditional surveillance data in recent outbreaks of Yellow Fever
in Angola, Zika in Colombia, and Plague in Madagascar. I find that these digital epidemiological models do not provide useful estimates of Ebola in the Democratic Republic of the
Congo, likely due to issues of bias in digital signals, and perhaps due to higher-than-normal
disease-related search activity resulting from prominent news and media coverage.
The work presented in this thesis may serve as a basis for further research in data-driven
disease modeling and digital epidemiology. In the area of model architectures, it would
be particularly interesting to test time-series deep learning models in use cases outside of
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influenza in the United States, perhaps on dengue in Latin America and other diseases on
which there has already been digital epidemiological research. Further model architectures
should also be explored, most relevantly graph convolutional neural networks or other models
that directly exploit the network nature of disease transmission across locations. In the area
of emerging disease outbreak modeling, it will be useful to explore digital data sources outside
of Google search activity, as social media preferences vary widely across regions. Twitter,
Facebook, WhatsApp, call detail records from mobile phone companies, and remote sensing
data including weather and satellite imagery all show the potential to provide useful digital
signals of disease transmission. It will be critical in this work to find methods for ameliorating
the bias introduced in many digital signals by media coverage. I am personally interested in
continuing the lines of work outlined here, and look forward to further research in this field.
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Appendices
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A.
A.1

Supporting Materials for Ch. 2
Choice of Digital Epidemiological Data Incorporation

In models that assume a reporting delay of more than one week and use GT data to fill the
reporting gap, there is a judgement call to be made about whether to include GT data for
all weeks that traditional epidemiological data is not available or only in the synchronous
week. The following graph compares, for the city-level dataset, the digital epidemiological
models using more and less digital data:

Figure A.1: Comparing RMSE across nowcasting models and time horizons by the amount
of digital data added (GT for all weeks that traditional epidemiological data is not available
or only the synchronous week)

A.2

Evaluation of Model Correlations

The following two graphs compare correlation with groundtruth data across models and time
horizons for the state-level dataset:
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Figure A.2: Distribution of correlation across cities by model architecture and time horizon
of prediction for forecasting (including only historical epidemiological data)

Figure A.3: Distribution of correlation across cities by model architecture and time horizon
of prediction for nowcasting (including both historical epidemiological data and digital data
from Google Trends)
The following graphs make the same comparison for the city-level dataset:

Figure A.4: Distribution of correlation across cities by model architecture and time horizon
of prediction for forecasting (including only historical epidemiological data)
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Figure A.5: Distribution of correlation across cities by model architecture and time horizon
of prediction for nowcasting (including both historical epidemiological data and digital data
from Google Trends)

A.3

Additional Model Time-Series

The following section contains more detailed time-series for forecasting and nowcasting
ILI for a selection of states and cities. Only time-series for the 8-week time horizon of
prediction are included, as it is the most challenging and has the most diversity in performance among models. All of these graphs and more can be explored interactively at
https://emilylaiken.github.io/ili-viz/.
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A.3.1

Forecasting

Figure A.6: Forecasts in 16 states using only historic epidemiological data, ordered from
highest to lowest correlation of predictions with ground truth data
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Figure A.7: Forecasts in 16 cities using only historic epidemiological data, ordered from
highest to lowest correlation of predictions with ground truth data
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A.3.2

Nowcasting

Figure A.8: Nowcasts in 16 cities using historic epidemiological data and Google Trends
data, ordered from highest to lowest correlation of predictions with ground truth data
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Figure A.9: Nowcasts in 16 cities using only historical epidemiological data and Google
Trends data, ordered from highest to lowest correlation of predictions with ground truth
data
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A.4

Additional Time-Series Showing Prediction Evolution

The graphs in the following section show how model forecasts evolve as the time horizon of
prediction becomes smaller (as the current week gets closer to the week being predicted).
Only forecasting models (those not including digital data) are included, and for four locations: the states of Massachusetts and Washington, and the cities of Los Angeles, CA, and
Charlotte, NC.

Figure A.10: Evolution of model forecasts in Massachusetts
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Figure A.11: Evolution of model forecasts in Washington state
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Figure A.12: Evolution of model forecasts in Los Angeles, CA
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Figure A.13: Evolution of model forecasts in Charlotte, NC
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B.
B.1

Supporting Materials for Ch. 3
Model Nowcasts for a Reporting Delay of 2 Weeks

The following four graphs compare data-driven estimates available in real time with ground
truth epidemiological data assumed to be available at a two week lag.

Figure B.1: Results of data-driven nowcasting models for four novel outbreaks assuming
continuous epidemiological data availability and a reporting delay of two weeks
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B.2

Feature Importances

The following four figures display feature importances in the same style as 3.5 for all outbreaks. Red points in the feature importance heatmaps correspond to positive regression
coefficients, while bluer points correspond to negative coefficients, and the color intensity
corresponds to the magnitude of the regression coefficient and therefore to feature importance.
Yellow Fever in Angola

Figure B.2: Regression coefficients for ARGO for nowcasting Yellow Fever in Angola
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Zika in Colombia

Figure B.3: Regression coefficients for ARGO for nowcasting Zika in Colombia
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Ebola in the DRC

Figure B.4: Regression coefficients for ARGO for nowcasting Ebola in the DRC
Plague in Madagascar

Figure B.5: Feature importances for ARGO for nowcastings Plague in Madagascar
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B.3

Model Nowcasts vs. Available Reported Data

The following figures make the same comparison as 3.6 for all four outbreaks, plotting the
epidemiological data publicly available in surveillance reports from each of the outbreaks
with what the data-driven models proposed in this work would have nowcasted at the time.

Figure B.6: Comparing estimates from digital models with available epidemiological data in
five WHO Reports for Yellow Fever in Angola
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Figure B.7: Comparing estimates from digital models with available epidemiological data in
five PAHO Reports for Zika in Colombia
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Figure B.8: Comparing estimates from digital models with available epidemiological data in
five WHO Reports for Ebola in the DRC
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Figure B.9: Comparing estimates from digital models with available epidemiological data in
five WHO Reports for Pneumonic Plague in Madagascar
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