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Abstract
It has long been known that, in humans, RNA polymerase II (Pol II) transcribes proteincoding DNA into RNA and that proteins called transcription factors (TFs) regulate which
genes Pol II transcribes and at what frequency. Thus, the interplay between Pol II and
TFs is a vital component of how cells with the same genetic material adapt to changing
environments and form diverse cell types. Recently, thanks to modern technologies such
as native elongating transcript sequencing (NET-seq), it has been discovered that Pol II
frequently pauses as it is transcribing. While some causes of Pol II pausing are understood,
many pauses remain mysterious. This thesis explores whether encountering a TF can explain
some Pol II pausing behaviour. Although TFs have been heavily studied, their mechanisms
remain largely elusive. Investigating how Pol II behaves around TF binding sites could not
only explain a subset of the pauses observed, but could also shed light on the mechanisms
by which various TFs act. This thesis builds on previous work by Mayer and di Iulio et
al. using NET-seq data to investigate this question around the binding sites of specific TFs
(Mayer et al., 2015).
We firstly more stringently selected the TF binding sites studied. So that the signal
is not diluted by sites where Pol II is not encountering the TF, sites were only selected
if they passed a NET-seq coverage threshold. Next, ChIP-seq data were used to confirm
that the TF of interest is in fact bound in the cell line of interest. Finally, CAGE-seq data
were integrated to stringently remove any promoter proximal pausing that may confound
the signal. Based on the more stringently selected sites, Bayes Factors were used to confirm
that the amount of transcription initiation around the experimental sites is within a control
range and to identify regions where the amount of Pol II pausing is outside of this control
range.
Interpretable effects on Pol II pausing were identified for a handful of TFs. Pol II
pausing is detected at the TF binding site of E2F1, which makes biological sense, given that
E2F1 is known to phosphorylate Pol II; in fact the present observation proposes one mechanism by which E2F1 may achieve this. Further, MafK causes Pol II to pause upstream of its
binding site, perhaps reflective of its role in transferring Pol II between genomic locations.
MAX causes Pol II to pause both at its binding site and downstream. Interestingly, MAX
seems either to cause Pol II to pause downstream, or to initiate transcription, which reflects
MAX’s various functions and may be modulated by MAX’s various binding partners. NRF1
shows symmetrical effects on Pol II pausing, reflecting its palindromic binding site. Finally,
PRDM1 causes Pol II to pause at the start of its binding site, consistent with previous reports that it causes Pol II to pause. Thus, this thesis uncovers biologically-relevant Pol II
pausing around TF binding sites that elucidate both the cause of a subset of Pol II pauses
as well as the poorly understood mechanisms by which TFs act.
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Chapter 1
Introduction

According to the central dogma of molecular biology, a gene (encoded in DNA) is expressed
through its transcription into RNA; this RNA, in turn, is translated into protein (Figure
1.1) (Crick, 1970). While every cell of multicellular organisms contains the same DNA,
they each may have distinct functions. Furthermore, even the simplest organisms can adapt
to environmental stimuli without changes to their DNA sequence. To create the functional
diversity that life relies on, gene expression must be regulated. While every step of the central
dogma is regulated, transcriptional regulation has been a major research focus due to the
number of tools available as well as its proximity to the DNA. RNA polymerases are the
family of molecules that transcribe DNA. In eukaryotes, protein-coding genes are transcribed
by RNA Polymerase II (Pol II). The traditional model of transcription is akin to a windup car: Pol II binds to the DNA at the beginning of a gene (initiation) and processively
transcribes the entire gene at the same rate (elongation), dissociating from the DNA when it
reaches the end of the gene (termination). Recently, this model has been rejected in favour
of a Pol II that behaves more like a high-performance vehicle: starting (initiation), pausing,
and restarting multiple times as it proceeds through a gene at a variable rate (elongation),
before finally terminating at the end of a gene (Mayer, Landry, & Churchman, 2017). Pol II

9

Figure 1.1: Figure from Francis Crick’s 1970 paper introducing the central dogma.
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is regulated at every step: initiation, elongation, and termination.
When Pol II transcribes a gene, the strand of the DNA that it transcribes is called
the sense or coding strand, while the other strand is called the antisense or template strand.
Pol II begins transcribing at the transcription start site (TSS) and continues transcribing
until it reaches the poly-adenylation site (polyA site). The region upstream of the gene is
called the “promoter”, which, in this thesis, will be defined as the 500 bp upstream of the
TSS. The first 1.5 kb of the gene will be called the “TSS region,” and the rest of the gene
will be called the “gene body” (Figure 1.2a).
In the canonical model of how transcription is regulated, proteins called transcription
factors (TFs) bind to specific DNA sequence motifs in DNA regions called “enhancers.” While
in reality TFs do not exclusively bind in enhancers, the canonical model restricts them to
these loci. TFs are also known as trans-factors because they are proteins that regulate
gene expression, while regions of DNA that contribute to the regulation of gene expression,
such as enhancers, are known as cis-elements. These cis-elements may be anywhere in the
genome relative to the genes they regulate (Figure 1.2a). In the canonical model of gene
activation, enhancer-bound TFs also recruit proteins called “coactivators.” These auxiliary
proteins in turn bind to Pol II. Before Pol II can begin transcription, it must bind to so-called
“general transcription factors” (GTFs). GTFs are TFs that do not have a specific binding
motif, but rather bind to general promoter elements. According to the canonical model, the
TF-coactivator-Pol II-GTF complex promotes transcription initiation (Figure 1.2b). Pause
control factors subsequently cause Pol II to pause approximately 50 bp downstream of the
initiation site. This phenomenon is called promoter proximal pausing. In order for the gene
to be productively transcribed, various TFs and cofactors then recruit elongation factors,
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Figure 1.2: Mechanisms of gene regulation. a) Schematic of regions of a gene. Genes are
transcribed from the sense strand in the 5’ to 3’ direction, starting at the TSS and ending at
the polyA site. The region upstream of the TSS is the promoter region. The promoter region
is defined as the 500 bp upstream of the TSS, the TSS region as the 1.5 kb downstream of
the TSS; the remainder of the gene will be considered to be the gene body. Enhancers are
distal parts of the DNA that contribute to the regulation of gene expression. b) Schematic of
the canonical gene activation model. TFs bind to their recognised motif at enhancers, while
GTFs bind promoter elements. TFs recruit coactivators while Pol II binds the GTFs. Pol II
and coactivators interact, leading to a TF-coactivator-Pol II-GTF complex and ultimately to
productive transcription. c) TFs regulate transcription via further mechanisms including:
directly recruiting Pol II, sterically inhibiting other proteins, remodelling chromatin, and
forming TADs. This can occur anywhere in the genome.
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causing Pol II to processively transcribe to the end of the gene, marked by the polyA site
(Figure 1.2a) (Lee & Young, 2013).
In reality, TFs do not exclusively bind in enhancers. Indeed, they can bind anywhere
within or outside of a gene (Thurman et al., 2012). TFs also do not only activate genes
by recruiting cofactors: they can both enhance and suppress transcription by directly recruiting Pol II, sterically inhibiting other regulatory proteins, and much more (Figure 1.2c).
Additionally, Pol II is known to not only pause downstream of the promoter (Mayer et al.,
2017). For instance, nucleosomes (eukaryotic DNA coiled around 8 proteins, called histones)
are known to cause functionally relevant Pol II pausing (Weber, Ramachandran, & Henikoff,
2014). Moreover, this Pol II pausing affects gene expression, such as by regulating splicing or
by preventing transcription termination (Shukla et al., 2011; Steurer et al., 2018). Because
TFs may be bound to actively transcribed DNA, we hypothesised that their binding could
affect Pol II progression during elongation. This would be a novel mode of transcriptional
regulation via TFs. This thesis leverages data obtained from modern sequencing methods
to study how Pol II behaves around bound TFs, thereby contributing to our understanding
of gene expression and regulation.

1.1

Transcription Factors

TFs are proteins that can bind DNA. There are 2 main classes of TFs: general and specific
TFs. GTFs bind sequence-degenerate promoter DNA elements, while specific TFs (hereafter
referred to just as “TFs”) have their own binding motifs, thereby only binding specific regions
of the genome and regulating the expression of select genes (Alberini, 2009). There are
around 1600 likely specific TFs in humans (Lambert et al., 2018). TFs typically contain one

1.1. TRANSCRIPTION FACTORS
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or more DNA-binding domains (DBDs) and one or more separate activation domains (ADs).
TFs are generally classified according to the structure of their DBDs. This is because
ADs are typically disordered and thus not amenable to crystallography, while the structure
and interaction of DBDs with their cognate DNA sequences is largely well understood.
Common DBD structures are C2H2-zinc finger (C2H2-ZF), CCCH-zinc finger (CCCH-ZF),
basic helix-loop-helix (BHLH), basic leucine zipper (bZIP), and basic helix-loop-helix leucine
zipper (bHLH-Zip). ADs have been classified by their hypothetical shape as acid blobs,
negative noodles, or peptide lassos. TF binding sites (TFBSs) tend to be small, at around
6-12 bp. TF binding motifs are represented as the relative preference of each of the 4
bases at each position, called the “position weight matrix” (PWM). PWMs are usually not
palindromic, and so TFs bind with a certain orientation; hereafter the DNA strand with the
motif the will be called the “same” strand, while the strand complementary to the motif will
be called the “opposite” strand. While TFs are relatively small proteins at around 50 kDa in
size (for reference, GTFs and Pol II are around 1-3 MDa), they are still too large to bind to
only one strand of DNA, with their diameter being around 50 Å, while the distance between
the 2 strands of DNA is 20 Å (Maeshima et al., 2015). Therefore the orientation of the TF
binding motif is arbitrary; although it is important to consider orientation while looking at
a given TF, it is not productive to compare these orientations across different TFs (Boija et
al., 2018; Lambert et al., 2018).
TFs can function in a variety of ways other than the canonical model of transcription
activation outlined above (Figure 1.2b) although many mechanisms of their functions are
poorly understood. Some TFs directly recruit Pol II, while other TFs function by sterically
inhibiting the binding of other TFs, while yet others function by modifying nucleosomes
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(Figure 1.2c) (Lambert et al., 2018). For instance, pioneer factors (such as MYOD1, PAX5,
and FOXA1) are able to bind enhancers inaccessible to other TFs and recruit chromatinremodelling complexes that lead to nucleosome repositioning, ultimately allowing access for
the binding of other TFs (Spitz & Furlong, 2012). Yet other TFs, such as CTCF, help bring
distal regions of a chromosome together to form topologically associated domains (TADs),
which have been shown to be necessary for the 3D organisation of the chromosome and can
lead to disease when disrupted (Dixon et al., 2012; Nuebler, Fudenberg, Imakaev, Abdennur,
& Mirny, 2018; Lupiáñez et al., 2015). These functions, however, are not distinct; many TFs
have multiple DBDs, ADs, and functions. While the function of only a handful of the
thousands of TFs is well understood, the binding motifs and mechanisms of many are well
characterised (Lambert et al., 2018; Thurman et al., 2012).
How exactly TFs regulate their respective genes is often not well understood. Specifically, while it has been shown that certain TFs bind to certain cofactors that can recruit
Pol II or modify the chromatin environment, TFs are known to bind in regions where Pol
II is already transcribing, and how this affects Pol II has not been studied. Given their
size it is hard to believe that bound TFs do not affect Pol II, thus providing an alternate
mechanism by which they affect gene expression. Recent advances in sequencing technology
have enabled us to investigate this question.

1.1.1

CTCF as an Example TF

In this thesis, the TF CCCTC-binding factor (CTCF) will be used as an example. CTCF
is a prime example for a number of computational and biological reasons. Firstly, CTCF is
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expressed in HeLa-S3 cells, the cell line that we are using throughout this thesis. Secondly,
CTCF has a large number of occupied binding sites, thus providing ample statistical power
for downstream analysis. Furthermore, CTCF has many binding sites that are outside of
promoters but where Pol II is still present, providing diverse contexts in which to study its
effects. Finally, FRAP data suggests that CTCF binds more tightly to DNA than many
other TFs do, thus leading to less signal dilution from sites where the TF easily dissociates
(Nakahashi et al., 2013).
CTCF is a ubiquitously expressed, essential TF with a number of reported functions.
As outlined above, CTCF promotes long-range interactions between distal regions of the
genome by forming TADs. Intergenic CTCF is also known to be an effective barrier to
transcription, and therefore it also insulates inactive regions of the genome from active
regions of the genome. Finally, it has been reported that, within genes, CTCF causes Pol
II to pause and can thereby affect splicing (Shukla et al., 2011). Notably, CTCF binds to
unusually long and degenerate DNA sequences. This is because CTCF has 11 DNA-binding
zinc fingers (ZFs). ZF4-7 anchor it to a ~20 bp core motif, providing the most stability of
all the ZFs. Further stability is lent by the flanking ZFs binding to surrounding DNA in
diverse combinations. ZFs 9-11 sometimes bind to a conserved upstream motif (Nakahashi
et al., 2013).

1.2

Pol II Pausing

Traditionally, transcription initiation was thought to be the key rate-limiting step in RNA
production. Recent genome-wide Pol II mapping studies, however, have revealed that Pol II
frequently pauses between productive elongation phases, creating further opportunities for
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transcription regulation. While Pol II pausing has been well studied in vitro and many causes
of Pol II pausing have been identified, there are many more factors at play in vivo. Therefore
the cause and function of many pauses in living cells remain a mystery. Notably, even what
constitutes a “pause” remains debated, with different groups using different thresholding
methods (Adelman & Lis, 2012; Mayer et al., 2017).
Known reasons for Pol II pausing revealed by in vitro studies include mutations in the
critical trigger loop of Pol II, certain DNA sequence features (such as an abrupt shift from
high G/C content to high A/T content) and secondary structure formed by the nascent
RNA (Mayer et al., 2017). However, in vivo extrinsic factors such as nucleosomes and
regulatory factors are also known to cause Pol II to pause, though their mechanisms are far
less understood. It is important to note that the mechanisms that cause Pol II to pause
within genes seem to be distinct from the mechanisms at work in promoter proximal pausing
(Adelman & Lis, 2012).
Pol II pausing is known to be functionally relevant. Promoter proximal pausing
can allow for fine-tuned transcriptional silencing (Chen, Smith, & Shilatifard, 2018) and
the promotion of RNA folding. Additionally, pausing in the gene body has been linked to
alternative splicing regulation (Shukla et al., 2011). Finally, pausing at the end of genes
facilitates transcription termination (Mayer et al., 2017).
Given that the causes and functions of the observed Pol II pauses are so poorly
understood, and given the functional relevance of these pauses, it seems clear that the effect
of proteins bound to DNA on Pol II pausing is an exciting, relevant, and important direction
of study.
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Promoter Proximal Pausing

Promoter proximal pausing was first observed around 40 years ago (Gariglio, Bellard, &
Chambon, 1981; Gilmour & Lis, 1986). In recent years, it has become evident how widespread this phenomenon is in higher eukaryotes. For instance, 89% of genes in HeLa-S3 cells
display promoter proximal pausing (Mayer et al., 2015). For this reason, promoter proximal
pausing has been the subject of extensive study. There are multiple mechanisms regulating
promoter proximal pausing, each involving multiple pausing-related factors and each with
their distinct subunits. These proteins act by stabilising Pol II (e.g. NELF), promoting (e.g.
DSIF) or blocking (e.g. Gdown1) the recruitment of other factors, modulating enhancer
activity (e.g. PAF1C), and phosphorylating (e.g. P-TEFb) or ribosylating (e.g. PARP1)
other factors as well as Pol II. The proteins involved are not site-specific TFs, and are
therefore tangential to this thesis. For a full review of the currently known promoter proximal
pausing mechanisms, see Chen et al., 2018.
Promoter proximal pausing is largely observed at highly-expressed genes that are in
signal-responsive pathways. Therefore, it is thought that promoter proximal pausing dones
not switch genes off, but rather tunes the expression of already transcribed genes and prepares
them to change expression rapidly in the future (Adelman & Lis, 2012). It is important to
note that current methods cannot measure the half-life of Pol II at promoter proximal pauses
well. Therefore, it is hard to distinguish between genes where Pol II is stably paused and
genes that undergo rapid rounds of initiation and promoter-proximal termination after a
brief pause (Chen et al., 2018).
While the mechanisms of promoter proximal pausing are fairly well understood, the
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precise location of the Pol II pause is not. Pol II pauses have been reported between 20
and 120 bp downstream of the TSS in metazoans, with an average around 50 bp in humans
(Figure 1.3) (Day et al., 2016). One hypothesis has suggested that the location of the
promoter proximal pause is related to the speed of initiation and recruitment of pausing
factors, while another has suggested that the promoter proximal pause is located just prior
to the +1 nucleosome. However, further experiments were not able to clearly support either
model, and so how the location of the promoter proximal pause is determined remains
unknown (Kwak, Fuda, Core, & Lis, 2013). Determining the exact number of base pairs
between when Pol II starts transcribing and when it pauses is further complicated by the
fact that there is not a single TSS; rather, there are regions where Pol II starts transcribing,
with certain base pairs within those clusters favoured over others (Frith et al., 2007; Adelman
& Lis, 2012; Chen et al., 2018).

1.2.2

Nucleosomes

Eukaryotic DNA is incredibly compact and well organised in the nucleus. A large part of this
compaction is mediated by nucleosomes. Nucleosomes are composed of 8 histones, pairs of
H2A, H2B, H3, and H4 together forming a histone octamer. Approximately 147 bp of DNA
is tightly wrapped around this octamer (Luger, Mäder, Richmond, Sargent, & Richmond,
1997). It has also been shown that nucleosomes can cause Pol II to pause in vitro in yeast
and in Drosophila (Churchman & Weissman, 2011; Weber et al., 2014). These data suggest
that nucleosomes form a steric barrier to Pol II, causing Pol II to backtrack. Pol II then
requires the help of transcription elongation factors such as TFIIS to return to productive
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Figure 1.3: An example of Pol II mapping at the start of a gene, in this case the gene
encoding HAUS5. Pol II density is plotted at each location in the gene on each strand,
summed over millions of cells. The arrow shows the annotated TSS. While the primary
TSS is at the start of the annotated gene, occasionally Pol II starts transcribing at other
TSSs. Pol II pauses around 50 bp downstream of where it initiates. The TSS is located in
a NFR that is around 150 bp in length, and surrounded by 3 upstream and 5 downstream
well-phased nucleosomes.
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elongation. The structure of nucleosomes at the start of expressed genes is well defined in
humans, with 8 phased nucleosomes, 3 upstream and 5 downstream of the TSS surrounding
a 150 bp nucleosome-free region (NFR) (Figure 1.3) (Schones et al., 2008; Valouev et al.,
2011). It has been shown that nucleosomes show clear depletion in the region surrounding
most TFBSs (Nie, Cheng, Chen, & Sun, 2014).

1.3

NET-seq

Native elongating transcript sequencing (NET-seq) is a modern sequencing method that
detects strand-specific Pol II position at single-nucleotide resolution in vivo. NET-seq leverages the extraordinary stability of the nascent RNA-DNA-Pol II ternary complex. In yeast
NET-seq, Pol II complexes are purified via an epitope tag and the 3’ end of nascent RNA
is sequenced to reveal the position of all transcriptionally engaged Pol II (both paused and
productively transcribing) (Churchman & Weissman, 2011). In humans, however, posttranslational modifications and epitope masking by Pol II binding mean that using Pol II antisera
would bias the population of Pol II isolated. While immunoprecipitation protocols could be
used to isolate Pol II, post-translational Pol II modifications may be biased toward capturing
Pol II in certain transcriptional states. Therefore, in human NET-seq, nascent RNA is purified via chromatin fractionation (Mayer & Churchman, 2016). Mature RNAs that localise
to the nucleus, such as snRNAs and snoRNAs, are specifically depleted through subtractive
hybridisation targeting their 3’ ends (Mayer & Churchman, 2016). Human NET-seq is an
incredibly powerful tool to map Pol II dynamics at nucleotide resolution.
However, NET-seq has some limitations. Firstly, the data is aggregated over many
cells (approximately 107 ), and therefore may be aggregated over several cell states. Secondly,
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in order for unique mapping, nascent RNA needs to reach a length of at least 18 bp, meaning
that NET-seq cannot detect Pol II at the TSS of genes. Furthermore, the data is just a single
moment in time, and therefore NET-seq is unable to detect at which rates different steps
occur. Finally, while the NET-seq protocol is optimised for capturing Pol II, the current
method also captures the transcription from other RNA polymerases (Pol I and Pol III),
which may contaminate the data.
There have been several previous approaches to map Pol II, most notably the chromatin immunoprecipitation (ChIP) of Pol II and transcription run-on approaches. ChIP
measures Pol II position by reversibly cross-linking chromatin, fragmenting it, and then solubilising it. Then, DNA bound to RNA is purified before reversing the crosslinks. The
captured DNA is subsequently assayed, now most commonly by high-throughput sequencing
(ChIP-seq). This reveals where Pol II is bound, but does not provide strand specificity, and
its resolution is limited to around 50–200 bp. In contrast, transcription run-on approaches
arrest transcribing Pol II and restart it in vitro in the presence of labelled nucleotides. Labelled RNA is then purified and sequenced. There are 2 genome-wide run-on approaches:
global run-on sequencing (GRO-seq) and precision run-on sequencing (PRO-seq). Both
provide strand-specificity, and PRO-seq uses biotinylated nucleotides that block successive
addition of nucleotides to achieve single-nucleotide resolution. However, transcription run-on
approaches rely on transcription effectively restarting in vitro, and will miss both paused and
back-tracked Pol II (Mayer et al., 2017). Therefore, NET-seq provides the most powerful
data with which to study the behaviour of Pol II around TFBSs.
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Mathematical Approaches to NET-seq Data

Mathematically, NET-seq data poses several unique challenges. Because its output is the
number of 3’ RNA ends that map to a specific location, it behaves like standard RNAsequencing data, following a negative binomial distribution; it is discrete (count) data whose
variance is greater than its mean. However, unlike RNA-sequencing data, this negative binomial distribution is not per transcript, but rather per strand-specific nucleotide in the
genome, and these basepairs are highly correlated; pauses can be as narrow as a single
nucleotide or occur over a wider genomic range. Thus the data strongly violate any independent and identically distributed (i.i.d.) assumptions that are commonly made when
analysing RNA-seq data.
Finally, unlike bulk RNA-sequencing data, NET-seq data is both incredibly sparse
and highly variable. For example, looking at the total NET-seq data in the ±500 base
pairs around all the 17280 TFBSs of CTCF with nonzero coverage on the opposite strand,
we see that the median percentage of occupied base pairs is 0.5%, and is always less than
10% (Figure 1.4a). The reason for this low coverage is that NET-seq queries the nascent
transcriptome at single nucleotide resolution, which includes the many large introns and
unstable RNAs that are produced and rapidly degraded. So for the same number of reads,
NET-seq provides lower coverage than does standard RNA-seq. Furthermore, the magnitude
of the signal at sites with coverage is highly variable. The maximum value in the ±500 bp
around CTCF varies on orders of magnitude, with the highest read being on the order of
104 (Figure 1.4b). This variability makes it exceedingly difficult for minor effects to be
considered statistically significant.
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Figure 1.4: Looking at NET-seq data in the ±500 bp around all 17280 TFBSs of CTCF
with nonzero coverage on the opposite strand. a) Cumulative histogram of the percent of
the 1035 bp that had at least one read mapped to them. The x-axis is plotted at log scale.
The median percentage of binding sites that are occupied is plotted in red. b) Histogram of
the maximum read value out of all of the 1035 bp for each of the 17280 CTCF binding sites.
Both x and y axes are plotted at log scale.

Many coding packages exist that aim to find interesting patterns in RNA-sequencing
data, notably Empirical Analysis of Digital Gene Expression Data in R (EdgeR) (McCarthy,
Chen, & Smyth, 2012) and Differential Gene Expression Analysis based on the negative
binomial distribution (DESeq2) (Love, Huber, & Anders, 2014). Both are designed to find
statistically significant differences between count data based on the negative binomial distribution and therefore based on the assumption that the variance is greater than the mean.
While both claim to be applicable to biological count data beyond traditional poly-adenylated
RNA-sequencing, such as ChIP-seq and CAGE-seq, both are designed to test the difference
between genes in bulk sequencing data. For this reason they do not work well for looking at
single-nucleotide patterns.
To consider the sequential nature of the data, the precursors of NET-seq, GRO-seq
and PRO-seq, have often been modelled using hidden Markov Models. These have been
successfully applied to identify regions of active transcription (J. G. Azofeifa, Allen, Lladser,
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& Dowell, 2017; Danko et al., 2015; J. Azofeifa, Allen, Lladser, & Dowell, 2014). Hidden
Markov Models have also been used to more generally model transcriptional regulation (Knox
& Dowell, 2016). However, all of these methods require an input training dataset and are
therefore poorly suited to identify patterns de novo.
Another mathematical challenge with NET-seq data is that there is a difference between a site where Pol II is observed and a site where Pol II is truly “paused.” Such a
“peak-calling” problem has been heavily studied in ChIP-seq data (Thomas, Thomas, Holloway, & Pollard, 2017). However, while ChIP-seq data is also count data, it covers larger
regions of the genome, while NET-seq aligns to a single nucleotide. Therefore, the ChIP-seq
peak calling algorithms do not transfer to NET-seq data.

1.4

Previous Research

In their paper introducing the protocol for human NET-seq, Mayer and di Iulio et al. looked
at NET-seq data around the binding sites of the TFs CTCF and YY1 (Mayer et al., 2015).
The authors identified binding sites using the TFs’ binding motifs and confirmed that a TF
was bound using DNase I hypersensitive site sequencing (DNase-seq) data. The authors then
looked at the NET-seq signal ±500 bp on either side of the TFBS on both strands. Based on
this, the authors saw strand-specific higher Pol II density around the TFBSs for both CTCF
and YY1, though with markedly different profiles. While the NET-seq density around CTCF
binding sites was more broad and peaked around 150 bp away from the TFBS (Figure 1.5a
and Supplementary Figure A.1a), the NET-seq density around YY1 binding sites was much
more narrow and peaked around 20 bp away from the TFBS (Figure 1.5b and Supplementary
Figure A.1b).
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Figure 1.5: a) The Pol II dynamics around CTCF binding sites. The mean of all identified
CTCF binding sites is plotted, as well as the standard error of the mean. The same strand
is plotted in the top half, with transcription from left to right, while the opposite strand is
plotted in the bottom half, with transcription from right to left. In grey is the location of
the TFBS. The TFBSs were identified by motif and DNase I hypersensitivity data. b) Like
a) for YY1. For full heatmaps of all and a sample of the data, see Supplementary Figure
A.1

The Churchman lab followed up on these results, expanding the analysis to other
TFs. Katherine Lachance found strong Pol II pauses downstream of the TFBSs for all TFs
studied (Figure 1.5). However, the reason for these pauses remained unclear, as well as the
reason for the variability of the pausing pattern between TFs and even different binding
sites of the same TF. This thesis builds on this work, using the HeLa-S3 NET-seq data from
Mayer and di Iulio et al. (Mayer et al., 2015).

1.4.1

DNase Footprinting

Mayer and di Iulio et al. bioinformatically identified TFBSs using PWMs from the databases
TRANSFAC (Matys, 2006), JASPAR (Khan et al., 2017), and UniPROBE (Newburger &
Bulyk, 2009; Hume, Barrera, Gisselbrecht, & Bulyk, 2014), as well as from the Taipale
lab (Jolma et al., 2013). They then checked that a TF was actually bound using DNase-
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seq, a high-throughput sequencing method that studies chromatin accessibility genome-wide.
During DNase-seq, the nuclease DNase I cleaves the DNA into fragments and the ends of
these fragments are mapped to the genome. The regions where ends map more frequently are
identified as DNase I hypersensitive sites (DHSs) (Song & Crawford, 2010). When DNase-seq
data is sequenced at sufficient depth, it is possible to identify regions of DNA within DHSs
that are cleaved less frequently. These regions are called DNase footprints and are caused
by proteins that are bound to the DNA and protect the DNA from DNase I cleavage (Galas
& Schmitz, 1978). Therefore, by checking that the TF motif is in a DNase footprint within
a DHS, Mayer and di Iulio et al. were able to confirm that a protein is actually bound to
the DNA at the bioinformatically identified TF motif.
DHSs are usually sites of active transcriptional regulation and occur where TFs have
replaced canonical nucleosomes (Thurman et al., 2012). Most TFs are unable to bind in
regions of DNA with nucleosomes, and many of those that still can, such as pioneer factors,
will remove nucleosomes, and therefore their binding leads to the DNA becoming DNasehypersensitive. In fact, Thurman, Rynes, Humbert et al. found that a median of 98.2%
of the binding sites for each of the 42 TFs mapped by ENCODE ChIP-seq at the time
localised in DHSs. There are TFs, such as KAP1, SETDB1, and ZNF274, that are chromatin
repressors and so do not bind in DHSs, and thus we cannot detect their binding. However,
transcriptional repressors bind in regions are transcriptionally inactive, and so their binding
would anyway not affect Pol II.

1.5. OVERVIEW OF FOLLOWING SECTIONS
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Overview of Following Sections

The remainder of this thesis will attempt to find effects of various TFs on Pol II pausing.
Chapter 2 stringently selects the binding sites around which to look at the NET-seq data.
Firstly, we required the sites to meet a minimum occupancy threshold to ensure that Pol II
was actually encountering the TF at that site. Secondly, we required the sites to fall within
ChIP-seq peaks to more stringently confirm TF binding. Chapter 3 details the removal
of sites where the NET-seq data is confounded by promoter proximal pausing. Here, we
confirm that transcription initiation is no longer spuriously correlated with TF binding using
a negative control dataset and Bayes Factors to provide support for the null hypothesis.
Chapter 4 outlines how the negative control dataset and Bayes Factor model developed in
Chapter 3 can be used to identify effects of the TF on Pol II pausing. In Chapter 5, the results
for the TFs with Bayes Factors that provide clear evidence for the alternative hypothesis
are described and biologically interpreted according to the current literature. Chapter 6
discusses the future directions for this project, and Chapter 7 draws final conclusions.
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Chapter 2
Locating Transcriptionally Active Occupied TFBSs

Before being able to model the HeLa-S3 NET-seq data around transcription factor binding
sites, it needed to be processed. Figure 2.1 is a summary of the data processing. When this
project was started (Mayer et al., 2015), Mayer and di Iulio et al. used publicly available
PWMs of TF motifs (Figure 2.1a), and assessed whether the TFs were actually bound in
HeLa-S3 cells using DNase-seq footprinting (Figure 2.1b). They then extracted NET-seq
signal in the ±500 bp around each TFBS (Figure 2.1c). However, we found that the data
required further processing. Firstly, we found that the signal was diluted by sites where the
TF was bound, but Pol II was either not around the TFBS or was around but at very low
levels. Therefore, we thresholded based on the number of sites around the TF that were
occupied by Pol II (Figure 2.1d). Next, we found that due to the proximity of the binding
sites of different TFs and other proteins that can occlude DNA, we needed to confirm that
the TF was actually bound using ChIP-seq data (Figure 2.1e). Finally, we found that a large
part of the pattern we saw could be explained by promoter proximal pausing, and therefore
we used CAGE-seq data to identify and remove sites where a Pol II pause was explained by
a TSS (Figure 2.1f).
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Figure 2.1: Outline of the data cleaning process. Steps a)-c) were performed previously
(Mayer et al., 2015). a) TFBSs were identified based on their motifs. b) These binding sites
were overlapped with DNase-seq data at footprinting resolution to ensure that they were
bound by a TF. c) NET-seq signal was extracted around the identified binding sites. d)
Sites with few occupied base pairs were removed to ensure that Pol II is encountering the
TF. e) ChIP-seq data were used to confirm that the TF of interest is actually bound. f )
CAGE-seq data were used to remove any pauses that could be explained by TSSs in order
to remove the confounding effect of promoter proximal pausing.
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Figure 2.2: Thresholding to ensure that Pol II is actually present. The top row is a schematic
of the areas whose TF occupancy is measured, the middle row explains the thresholding,
and the bottom row is a histogram showing how many binding sites of CTCF would pass
varying thresholds. The threshold used is marked in green. For heatmaps of the full data
and a random sample of the data with the threshold, see Supplementary Figure A.2. a)
Filtering so that there are at least 20 occupied bp upstream on either side. b) Filtering so
that there are at least 20 occupied bp in one upstream region, and at least 20 occupied base
pairs in one downstream region. c) Filtering so that there are at least 40 occupied bp in the
upstream and downstream side of one strand.

2.1

Thresholding for Pol II Presence

First, it is important to note that TFs do not bind only in transcriptionally active regions.
For instance, CTCF has a role in forming TADs (Dixon et al., 2012), and therefore can be
bound in regions that are transcriptionally inactive. To study how Pol II behaves around
TFBSs, it is important to ensure that Pol II is present; therefore, Pol II coverage was
thresholded to ensure its presence. Cases where Pol II is not present would otherwise dilute
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the signal. To make sure that Pol II is actively elongating as it encounters the TF instead
of being stably paused in the vicinity, a thresholding method was used that considered only
whether or not a nucleotide was occupied by Pol II, and not the magnitude of the read at
that location.
Although transcription can happen on either strand, transcription is only required
to meet the coverage threshold on one strand. To ensure that Pol II encounters the TF,
regardless of whether Pol II remains bound downstream of the TF, it may make sense to
threshold only based on the region upstream of the TFBS. We therefore require the region
upstream of the TFBS to have more than t occupied nucleotides on at least one strand
(Figure 2.2a). Looking at the distribution of occupancy (Figure 2.2a) as well as the sites at
the boundary (Supplementary Figure A.2a and b), we heuristically found that a threshold
of 20 (corresponding to 4% of sites being occupied) made sense, and so t was set to 20.
However, we were concerned that only thresholding upstream may bias the data by leading
to an artefactual decrease in signal downstream of the TFBS. Therefore, we also tried 2 other
methods of thresholding: Firstly we required both the upstream and downstream regions
to meet the threshold on one strand (Figure 2.2b and Supplementary Figure A.2c and d),
with t = 20 again. We called this method “both” because we required the threshold to be
met on both sides of the TFBS. However, this is very restrictive, and reduces the number
of sites considered for downstream analyses substantially. Therefore, we thresholded a third
way: the upstream and downstream region need to combined meet the threshold on one of
the 2 strands (Figure 2.2c and Supplementary Figure A.2e and f), now with t = 40. We
called this method “either” because the coverage could be on either side of the TFBS. More
sites were included using this method compared to the other 2 thresholding methods, but we
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cannot be as sure that Pol II actually encountered the bound TF because it may dissociate
upstream of the TFBS or only initiate downstream of it. However, because downstream
processing further reduced the number of sites considered, we decided to move forward using
the “either” thresholding method, as it maintained the most statistical power. Nonetheless,
we were conscious of the method’s potential limitations.

2.2

Confirming TF Binding

The binding motifs of many different TFs tend to be located very close to each other in
regulatory hotspots (Siersbaek et al., 2011), so the original method for finding binding sites
in DNase footprints may identify binding sites for a given TF when actually a different TF is
bound in close proximity. Furthermore, a TF’s binding site is cell type-specific: for instance,
only around one-third of CTCF binding sites are conserved across cell types (Wang et al.,
2012). To confirm that our TF of interest is bound to that specific location in our cell type,
we overlapped the previously identified TFBSs with HeLa-S3-specific ChIP-seq data (Figure
2.3a). In ChIP, proteins are crosslinked to the chromatin they are bound to, and then the
chromatin is fragmented using either sonication or nuclease digestion. The fragments of DNA
that are bound to the protein of interest are subsequently isolated by immunoprecipitation
of the protein of interest. In ChIP-seq, the isolated chromatin is then sequenced and mapped
to the genome. A variety of methods exist that bioinformatically identify where the protein
binds based on enriched DNA regions (D. S. Johnson, Mortazavi, Myers, & Wold, 2007).
We primarily removed sites where our specific binding motif is present in a DNase footprint,
but where the TF was not actually bound in our cell line of interest (Figure 2.3a). This can
happen for a multiplicity of biological reasons, including that the given TF is not expressed
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Figure 2.3: Confirming TF binding with ChIP-seq data. Example for CTCF. a) Shows
example sites where confirming CTCF binding with the motif, DNase-seq, and ChIP-seq
data is necessary. The green rectangles show binding sites with a CTCF motif, but where
other TFs are actually bound in HeLa-S3 cells; the blue rectangles show sites where CTCF
is bound but via a different TF, and not directly to the DNA. While the bottom row shows
the sum of only the ENCODE ChIP-seq peaks and not all TFs, those TFs with cell typespecific ENCODE ChIP-seq data are the most common and high affinity TFs. b) Process
of identifying peaks, from downloaded ENCODE CTCF ChIP-seq data.

34

CHAPTER 2. LOCATING TRANSCRIPTIONALLY ACTIVE OCCUPIED TFBSS

in HeLa-S3 cells, or that a different TF is bound and sterically inhibits the binding of the
first TF. However, there are also cases where there is ChIP-seq signal, but no binding motif,
such as when the TF is bound to a different protein that in turn is bound to the DNA (Figure
2.3a). Therefore, we used DNA sequence motifs, DNase Footprinting, and the ChIP-seq data
to confirm the loci we were studying.
The ChIP-seq data were downloaded from the ENCODE consortium portal (type =
Experiment, biosample term name = HeLa-S3, assay title = ChIP-seq, target.investigated as
= transcription+factor) (The ENCODE Project Consortium, 2012; Davis et al., 2017).
It was confirmed that the sample was untreated (biosample treatments = NaN), and the
data is not archived (file status 6= ‘archived’) to ensure usage of the most current data.
The ENCODE project flags experiment depending on quality. However, due to the large
number of experiments with diverse flags, we used all available experiments. Experiments
ENCSR000DUB, ENCSR000EVM, and ENCSR000EZK were removed manually because
they used cell cycle synchronised, genetically modified, and interferon gamma-treated HeLaS3 cells, respectively. For the remaining experiments, one file per experiment was downloaded; for some TFs, notably MAX and MYC, we have multiple experiments that we
treated separately. If available, the output type “conservative idr” was chosen for download (idr referring to “irreproducible discovery rate,” as determined by the core IDR R
package (Li, Brown, Huang, & Bickel, 2011), to confirm reproducibility among the biological replicates). We chose conservative idr to select the loci where we were most confident
that a TF was bound. If this output type was not available, we downloaded the “optimal
idr,” and if this was not available, we chose “idr.” Finally, if this was also not available,
we chose “peaks” (this is the case for experiments ENCSR000ECH, ENCSR000ECR, and
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ENCSR000EZF, where the software with which each of the experiment’s 2 replicates were
processed is unknown). For a full list of TFs with their ENCODE accession numbers and
output type, see supplementary data table B.1.
After downloading the ENCODE ChIP-seq data, it was intersected with the previously identified TFBSs (that had been identified via sequence and DNase footprinting).
Of the 67 experiments which were downloaded, 27 had corresponding motifs in the list of
2084 motifs from different databases. The small number is explained by many of the TFs
with ChIP-seq data being GTFs which do not have their own binding motifs. Of the 27
experiments with a binding motif, there were 25 unique TFs (MYC and MAX each had 2
experiments). Of these 25 unique TFs, BRF1 and BDP1 are Pol III TFs, and bind in tRNA
genes, which NET-seq is not optimised to study for a number of reasons, primarily that these
loci are often duplicated across the genome and so most NET-seq signal can be attributed to
multimapping reads. This leaves 23 unique TFs (for a complete list, see supplementary data
table B.1). Since the same TF can have multiple binding motifs, and different databases
have different motifs, there were multiple motifs for the same TF. When combined with the
ChIP-seq data, all the unique motifs of a given TF were merged in order to have more sites.
Given the width of ChIP-seq peaks, a single ChIP-seq peak could contain multiple motifs.
Only the motif with the lowest q-score (based on the PWM) was kept. The NET-seq data
around these sites were extracted and thresholded for Pol II presence. The workflow of using
the ENCODE ChIP-seq data is shown in Figure 2.3b for CTCF. Finally, we had a smaller,
but well-curated, set of TFBSs, where we are sure that our specific TF of interest binds in
HeLa-S3 cells.
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Chapter 3
Removing Promoter Proximal Pausing

Upon studying the previously reported pausing (Mayer et al., 2015), we found that much of
the NET-seq signal was coming from annotated promoter regions. To follow up on this, we
overlaid our NET-seq data with annotated TSSs and found that TSSs were located within
the 100 bp upstream of many of the NET-seq peaks (Figure 3.1a and Supplementary Figure
A.3a) (Mayer et al., 2015). Hence, we concluded that much of this signal was due to promoter
proximal pausing and not directly related to Pol II encountering the TFBS. To investigate
how Pol II behaves around TFBSs, we needed to confirm that the pause was not caused by
a transcription initiation event. Given the prominence of promoter proximal pausing and
the variability of transcription initiation, we needed to be very stringent in removing sites
where promoter proximal pausing may be occurring. To be precise about which sites we
were removing, we needed cell type-specific data.

3.1

CAGE-seq

A common method to map transcription initiation events in human cell lines is cap analysis of gene expression sequencing (CAGE-seq). CAGE-seq maps transcription initiation
events at nucleotide resolution by sequencing the 5’ ends of capped RNAs (Shiraki et al.,
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2003; Carninci et al., 2006). Messenger RNA (mRNA) capping is an essential process in
the maturation of mRNA, where a modified nucleotide, a 7-methylguanosine residue, is cotranscriptionally added via a 5’-5’ linkage to the nascent RNA. This cap is recognised by
cap binding proteins and is necessary for the stability, export, and translation of mRNAs
(Shatkin, 1976). Therefore, mapping mRNA caps allows for the precise mapping of transcription initiation events. In CAGE-seq, the caps are mapped via “cap-trapping,” which
involves biotinylating the cap-site in an unbiased manner and then chopping the tags to
20-21 nt in length before PCR amplification and subsequent sequencing (Kodzius et al.,
2006). The 5’ ends of the tags are mapped to the genome and called CAGE tag starting
sites (cTSSs). Fortuitously, there is publicly available HeLa-S3-specific CAGE-seq data. It
is critical that these experiments were conducted in the relevant cell type because, in order
to remove all the TFBSs with promoter proximal pausing but no more than necessary, we
wanted to map as many transcription initiation events as possible, as specifically as possible.
Removing too many sites reduces statistical power, while removing too few means that the
data remains confounded.
Previous efforts to annotate TSSs had the goal of minimising false positives, i.e.
annotating only true TSSs, even if they miss some. However, when aiming to remove the
confounding effect of promoter proximal pausing, we want to minimise false negatives. This
means that we want to remove all sites where a NET-seq pause is caused by a transcription
initiation event because they will confound our data, even if in doing so we remove some extra
sites, thereby compromising some statistical power. The HeLa-S3 specific CAGE-seq data
was downloaded from the FANTOM consortium SSTAR website (FF ontology id: 10815111B5, 10816-111B6, 10817-111B7) in cTSS format and the 3 replicates were merged using
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the cageR R package (Haberle, Forrest, Hayashizaki, Carninci, & Lenhard, 2015).

3.2

Calling Transcription Initiation Clusters

While gene annotations are often simplified to have a single TSS, in reality, the majority of human genes have 2 or more alternative promoters (by some reports as many as
58% of protein-coding transcriptional units have 2 or more alternative promoters), and a
subset of genes even have weak TSSs in their exons (Carninci et al., 2006). Additionally, TSSs often cluster in general regions. These regions can be very narrow, and in that
case they are strongly associated with promoters with TATA boxes; alternatively, the transcription initiation regions can be broad. Broad transcription initiation regions tend to be
TATA-independent and instead strongly associated with CpG islands (Carninci et al., 2006).
Therefore, individual single-nucleotide TSSs are not typically identified, but rather clusters
of transcription initiation are called (Frith et al., 2007; Ohmiya et al., 2014). To avoid removing TFBSs unnecessarily, we did not want to treat every CAGE-seq cTSS as a TSS, but
rather be more selective to decrease our number of false positives while maintaining a low
number of false negatives.
Like NET-seq, CAGE-seq data is nucleotide-resolution RNA-sequencing data. While
CAGE-seq data maps transcription initiation events, instead of every base pair transcribed
and therefore is relatively higher coverage, it is nonetheless sparse due to the number of
nucleotides in the human genome and is overdispersed due to being RNA-seq data. There
is no rigorous way to model sequential, overdispersed count data statistically. Therefore,
CAGE-seq data is traditionally not used raw, but clustered. By clustering, we can identify
the transcription initiation events that are likely true TSSs, while not considering anomalous
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one-off initiation events. The most common pipelines that are used to call transcription
initiation clusters are Paraclu (Frith et al., 2007) and its successor RECLU (Ohmiya et al.,
2014). The challenge with using these pipelines is that they were built for identifying TSSs,
and therefore built to have a low false positive rate at the cost of a higher false negative
rate; we would rather take false positives while minimising the number of false negatives.
However, we found that with the right parameter choices Paraclu, but not RECLU, could
sufficiently remove transcription initiation events.
Paraclu identifies TSS clusters based on “events” (i.e. mapped 5’ ends) in a parametric
way. This method is based on the observation that there are multiple clusters of TSSs nested
within each other, each of different density. Thus the authors iterate through every possible
density d, beginning at d = 0, where all the events are merged into a single cluster, and
finding the lowest value of d at which this cluster breaks into 2. This value represents the
maximum density d for the original cluster and the minimum density d for the 2 new clusters.
The algorithm is then reapplied recursively to the new clusters, until there is no value of
d that can divide any more clusters. In this way, the algorithm returns multiple clusters
within each other, each with their own maximum d and minimum d.
A cluster whose minimum d is much less than its maximum d is considered stable,
while one whose minimum d is close to its maximum d easily breaks and is therefore considered unstable; stability is defined as

max(d)
.
min(d)

The minimum stability is one of the 2 clustering

parameters on the basis of which Paraclu clusters can be eliminated. The second parameter
is the maximum width a cluster can have. Generally, the authors found that the clusters
were either < 4 nt, which are associated with TATA box-enriched promoters, or 100-150 nt,
which are associated with more broad CpG-rich promoters. The latter is hypothesised to
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be related to the length of DNA wrapped around histones to form a nucleosome. Finally,
Paraclu requires a minValue parameter, which tells Paraclu to omit clusters whose total
data value (i.e. number of mapped reads) is less than the minValue parameter (Frith et al.,
2007). After extensive parameter-search, we found that the recommended maximum cluster
length of 200 bp, a minimum stability of 1.1, and a minimum total coverage of 2 removed
the CAGE-seq signal well, while not removing too many sites (Figure 3.1b and Supplementary Figure A.3b). RECLU follows a modified version of Paraclu combined with the R IDR
package (Li et al., 2011) to identify reproducible TSS clusters (Ohmiya et al., 2014). While
Paraclu was run on the merged biological replicates, RECLU leveraged the separate biological replicates to identify reproducible clusters. However, we found that regardless of the
parameters, requiring the clusters to be reproducible did not decrease the CAGE-seq signal
to a random level. This result emphasises how variable transcription initiation is even among
biological replicates.

3.3

NET-seq Peak Calling

NET-seq maps both actively transcribing and paused Pol II. To remove Pol II pausing that
is explained by a TSS, we first needed to identify Pol II pauses. Given the sparsity and
variability in NET-seq data and the lack of a training set, we found that a heuristic works
best. The definition used here is based on the method originally used in yeast, where pauses
were defined as having a coverage of at least 4 reads, and being 3 standard deviations above
the mean of the surrounding 200 nt which do not contain pauses (Churchman & Weissman,
2011). Because human NET-seq data has much lower coverage than yeast NET-seq data, the
minimum required coverage value was lowered to 2 reads. Furthermore, the recursive nature
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of this algorithm allows use of either a bottom-up or a top-down approach. The bottom-up
approach is a lot less stringent about calling peaks, thus leading to more stringent removal
of promoter proximal pausing, and this approach was therefore used here. In the bottom-up
approach, one considers all nucleotides in the ±100 bp region that are greater or equal to 2 to
be peaks, and recursively eliminates all that are less than the mean + 3 standard deviations
of the nucleotides that are not peaks. Contrastingly, with the top-down approach, one
considers none of the nucleotides to be peaks, and recursively adds peaks. After peaks were
identified using the bottom-up approach, all TFBSs that had a NET-seq peak in the 100 bp
downstream of a TSS cluster (as identified by Paraclu with the appropriate parameters) were
removed, where the NET-seq peak was within 200 bp of the TFBS. Visually, this seemed to
work well (Figure 3.1 and Supplementary Figure A.3).
While we attempted to minimise our false negative rate while accepting a higher false
positive rate in removing peaks that are promoter proximal pauses, we were unable to test
this precisely. This is due to the fact that we have no ground-truth annotation of TSSs in
HeLa S3 cells; the annotations that do exist are both conservative and cell type-specific.
Furthermore, given the unique nature of single-nucleotide resolution RNA-sequencing data,
we have no method to simulate data reliably. Therefore, to confirm successful removal of
promoter proximal pausing, we tested instead whether our CAGE-seq signal was at a level
that we would expect randomly in the genome.

3.4

Negative Control

We next wanted to confirm that we had sufficiently reduced the effect of promoter proximal
pausing in our considered TFBS loci. To do this, we decided to confirm that the CAGE-seq
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b)

Same

Opposite

Same

Opposite

Figure 3.1: Removing sites where Pol II pauses were explained by transcription initiation,
showing CTCF, threholded either, as an example. For heatmaps of the full NET-seq and
CAGE-seq data overlaid, see Supplementary Figure A.3. a) Metaplot of the mean NET-seq
signal (yellow and green lines) around all CTCF binding sites, confirmed by ChIP-seq and
thresholded either, along with the mean CAGE-seq signal (dark and light blue lines) at
those sites. The top is the signal on the same strand, with transcription left to right (yellow
arrow), while the bottom is the signal on the opposite strand, with transcription right to left
(green arrow). b) Metaplot of the mean NET-seq and CAGE-seq signal around all CTCF
binding sites where no Pol II pause is explained by a transcription initiation cluster.

data was within the range we would expect in random regions of the genome, and no longer
spuriously correlated with TFBS location. Confirming that the CAGE-seq data around the
TFBS is not different from any other region is a classic hypothesis testing scenario, so we
needed to formulate a null hypothesis. In order to formulate this null hypothesis, we needed
to generate a control dataset. Therefore we selected random sites in the genome that were the
same length as the TFBS in question, and whose ±500 bp region met our Pol II threshold.
We called these control sites pseudo-TFBSs.
After identifying candidate pseudo-TFBSs, we sampled sites to match the NET-seq
coverage of the experimental data (Figure 3.2a). We matched the coverage of the experimental distribution before CAGE-seq filtering. We found that TFs were often bound in areas
that had exceptionally high levels of transcription, and so we needed to sample many sites
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Site n-2
Site n-1
Site n

Run CAGE-seq
filtering on control

Determine number of events
in surrounding 10 bp
100 bp

100 bp

Site 1
Site 2
Site 3

...

...

Select sites that match
post-CAGE-seq filtering
experimental coverage in
±200 bp region

TFBS

Site n-2
Site n-1

100n control sites

Site n

Figure 3.2: a) The process of generating a negative control dataset. b) The process of
modelling events around the TFBS in both the control and experimental datasets according
to a binomial distribution.
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to match the experimental coverage. Therefore, we sampled 50 times as many sites as we
needed for the next step. After sampling 50 times the needed number of sites, we calculated
the total number of occupied sites in the ±500 bp region around each pseudo-TFBS on both
strands. Due to the large number of possible total coverage values, we calculated the portion
of sites that fell within discrete 20 bp bins in the experimental distribution, pi for each 20
bp bin i, and the portion of sites within that same 20 bp bin i in the control distribution,
qi . We then sampled from the control distribution, with each control site having probability
pi
qi

of being included, where i is the bin that its coverage falls into.
After selecting sites to match the experimental coverage, we ran the CAGE-seq fil-

tering on our selected sites. We found that we needed to match the experimental coverage
distribution again at this stage because the CAGE-seq filtering was selecting for sites that
had substantially lower coverage in the ±200 bp region where we had removed sites with
promoter proximal pausing. Therefore, we again matched the coverage as above, but this
time to the CAGE-seq filtered control sites and only in the ±200 bp region. We repeated
this until we had the desired number of control sites. Because this selection process is very
computationally expensive, we only generated 100n control sites, where n is the number of
sites we have for that TF after Pol II thresholding, ChIP-seq confirmation, and CAGE-seq
filtering (Figure 3.2a). The experimental data is a matrix of the format: n rows, each with
the CAGE-seq data at one true TFBS and the 500 bp around it, while the control is the
same, except with 100 times more rows. We then wanted to check that at every base pair
the experimental data likely came from the null distribution around the randomly selected
loci. We looked at each base pair independently, because considering the sequential nature
of our data adds a huge amount of statistical complexity that our data is underpowered to
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deal with. Furthermore, there is no good model for discrete, sequential data that is highly
overdispersed, incredibly sparse, and lacks a training dataset.
For each of the control and the experimental sites, we zoomed in to look only at the
surrounding ±100 bp, because that is where we would expect an effect of the bound TF on
transcribing Pol II. Because we treat each base pair as independent, we are doing multiple
hypothesis testing, and so by zooming in we also minimised the number of hypotheses tested.
Because we are only looking for a NET-seq effect in the ±100 bp, we only care about
a confounding CAGE-seq effect in the −200 to +100 bp. Due to the overdispersion of
negative-binomially distributed data, like CAGE-seq, and the inherent noise, it is challenging
to distinguish signal from noise while also considering peak height. Additionally, we have no
guarantees that the variance of our data is really larger than the mean at every base pair,
due to noise and sparsity. This occurs when all the reads at a given base pair are either 0 or
1, something that is fairly common in the present dataset. For this reason, doing statistics
on the raw CAGE-seq data is not feasible, so we need an alternative.
If we consider the data as a binary “event” or “no event” the data is much better
behaved. From a biological perspective this simplification is justifiable, because every TSS
can cause Pol II to pause promoter proximally, and transcription initiation is so variable
that sites with strong signal in one sample do not necessarily have transcription initiation
in another. Therefore, it is reasonable for us just to model whether there was a 5’ tag
mapped to that genomic location or not. This simplifies our data at each TFBS into a list
of binary values rather than a list of overdispersed count data (Figure 3.1b). Considering
every transcription initiation event to be equally important is much more stringent than the
method we used to filter the data. This is good, because we did not want to be too stringent
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and remove all of our signal, but we now want to show stringently that our data is no longer
confounded by promoter proximal pausing.
Traditionally, when looking for patterns in NET-seq data, a 10 bp sliding window
average is applied (Mayer et al., 2015), and this makes sense when working with CAGE-seq
data too. Mathematically, this is motivated by smoothing the sparse data; biologically, it
considers that the same event can vary within a few base pairs due to unique features of
a particular genomic location. A sliding window is applied to the binary lists by summing
the number of events (i.e. 1s) in the surrounding 10 bp, and the resulting count data
are now assumed to follow a binomial distribution, k ∼ Binom(n = 10, p) (Figure 3.1b).
This binomial distribution assumes that, at each location in the 10 bp, the probability of a
transcription initiation event is equal, and so we can estimate the probability of an event
throughout the window. While this assumption likely does not always hold true, imposing
this assumption distributes signal to the surrounding base pairs, thus reducing the sparsity
of our data and ultimately increasing the signal to noise ratio. This assumption that the p
at a given site is affected by the surrounding 10 bp also reflects the sequential nature of the
data. As the window slides one bp at a time, the events that are more precise than 10 bp
are not reflected in the surrounding windows as much, while more broad events are. This
binomial count data, k, is much better behaved than the original negative binomial count
data and we can now easily estimate parameters, likelihoods, and priors.

3.5

Model Comparison

With this well-behaved data we could then empirically check where the experimental number
of pauses, kij , i ∈ 1...n, where n is the number of sites we have for a given TF, falls in the
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control distribution for every bp (j ∈ 1...(300 + TFBS len)), and see if the empirical p-value
is greater than 0.05 after Bonferoni correction for multiple hypothesis testing. However,
this only enables us to fail to reject the null hypothesis that the experimental CAGE-seq
data follows the same distribution as the control. It does not allow us to confirm that the
experimental and control data come from the same distribution. Thus we used Bayesian
Model Comparison to show that the null hypothesis is preferred over the alternative. This
has the added benefit that, with the correct prior, Bayesian hypothesis testing is not as
susceptible to false discoveries from multiple hypothesis testing as is classical hypothesis
testing (Bogdan, Ghosh, & Tokdar, 2008; Westfall, Johnson, & Utts, 1997; Gelman, Hill, &
Yajima, 2012). We can do this Bayesian Model Comparison using the Bayes Factor. When
calculating the Bayes Factor, we want to check whether the experimental k1,j , k2,j , ...kn,j
come from the same distribution as the control sites, and therefore their distribution has the
same parameters. We want to see whether the experimental k1,j , k2,j , ...kn,j ∼ Binom(n =
10, p = p̂control, j ). Therefore, we need to calculate a control p for every bp. We take the
maximum likelihood estimate, instead of a different estimate, because it is a sufficient statistic
for p, and we do not have any prior information (Hogg, McKean, & Craig, 2012). Thus,
p̂control, j = pˆj M LE =

1
100∗n

P100∗n
i=1

kij
.
10

While we are now reducing the entire control sample to a single p, and the binomial
distribution does not necessarily reflect the real variability we have within our control sites,
this simplification is necessary in order for sufficient statistical traction. Specifically, the
single p assumes that all of the control sites have the same underlying expression levels,
which is likely not the case. While we could theoretically generate m control matrices that
each have n rows and see whether the experimental p̂M LE comes from the same distribution
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as the m control p̂M LE , in order to do Bayesian Model Comparison, we would again have to
fit a distribution. This is challenging due to the zero-inflation of p̂M LE , which is incompatible
with a beta distribution. Thus, looking at the distribution of the experimental kij is the most
promising approach. In fact, because we are under-representing the variability in the control
p̂M LE , we are making our test more stringent. This is because, with less variability in the
control distribution, it is harder to support the null hypothesis.
To compare the null and alternative hypothesis, we want to compute a Bayes Factor.

R
P (Data | θ, HA ) ∗ P (θ | HA )dθ
P (Data | HA )
BF =
= Rθ
P (Data | H0 )
P (Data | θ, H0 ) ∗ P (θ | H0 )dθ
θ

Therefore, we need to put a prior on p. Given that we have no prior information, we should
choose a non-informative prior; we chose Jeffreys prior because it is invariant under monotone
transformations (Yan & Berger, 1998). For a binomial distribution, Jeffreys prior on p is
p ∼ Beta( 21 , 12 ). Therefore, we get a Bayes Factor for each bp j around the TFBS:

P (k1,j , k2,j , ...kn,j | pexp,j 6= p̂ctrl,j )
P (k1,j , k2,j , ...kn,j | pexp,j = p̂ctrl,j )
R
P (k1,j , k2,j , ...kn,j | pexp,j = p, pexp,j 6= p̂ctrl,j )P (pexp,j = p | pexp,j 6= p̂ctrl,j )dp
p
=R
P (k1,j , k2,j , ...kn,j | pexp,j = p, pexp,j = p̂ctrl,j )P (pexp,j = p | pexp,j = p̂ctrl,j )dp
p
R1
P (k1,j , k2,j , ...kn,j | pexp,j = p)P (pexp,j = p)dp
= 0
P (k1,j , k2,j , ...kn,j | pexp,j = p̂ctrl,j ) ∗ 1
R1
P
P (pexp,j = p) ∗ exp[ ni=1 log(P (ki,j | pexp,j = p))]dp
0
P
=
exp[ ni=1 log(P (ki,j | pexp,j = p̂ctrl,j ))]

BFj =
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This Bayes Factor can now be numerically evaluated, with:

1
P (pexp,j = p) = p
π p ∗ (1 − p)
 
10 ki,j
P (ki,j | pexp,j = p) =
p (1 − p)10−ki,j
ki,j
 
10 ki,j
p̂ctrl,j (1 − p̂ctrl,j )10−ki,j
P (ki,j | pexp,j = p̂ctrl,j ) =
ki,j

The integral can be evaluated using scipy’s quad.integrate function.
Bayes Factors are heuristically interpreted (Jeffreys, 1961). If they are <

1
3

it is

considered that there is “substantial evidence” for the model in the denominator. Therefore,
wherever the CAGE-seq Bayes Factor is greater than 31 , we will ignore any NET-seq pattern
in the 100 bp downstream. This still allows us to “discover” patterns upstream and more
than 100 bp downstream of any CAGE-seq data whose Bayes Factor is greater than 31 .
As pointed out above, with the proper prior, Bayesian statistics is remarkably resistant to multiple hypothesis testing. Given that we are trying to confirm the null hypothesis,
we get false discoveries when we support the null hypothesis, even though it is actually not
true. This false negative rate (FNR) is highly dependent on the effect size, and therefore
hard to calculate analytically or empirically. Therefore, we cannot test well whether in our
scenario Bayesian statistics prevents us supporting the null hypothesis when the alternative
is actually true.
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Characterising Pol II Occupancy around TFBSs

Finally, with this more clean dataset, we were able to ask directly how Pol II behaves around
TFBSs. To check for unusual patterns that arise around the TFBSs, we first need to ask what
is usual. For this, we should use the control dataset that we used to check for the absence
of promoter proximal pausing (Figure 3.2), because we know that this control dataset has
the same levels of confounding variables. Furthermore, this control dataset was put through
the same thresholding criteria as our experimental dataset and is coverage matched to the
experimental dataset (Figure 3.2).
To find meaningful patterns in the NET-seq data around the TFBS, we can also
leverage the binomial distribution and Bayes Factor as we did in the CAGE-seq analysis.
Again, due to the variability of the NET-seq peak height, and the fact that the sample mean
at a given base pair can be greater than the sample variance, we only look at whether there
is a peak or not. We use the heuristic NET-seq peak-calling algorithm outlined previously
(Section 3.3) to call whether there is a peak at a given location, and then model the number
of peaks in a 10 bp sliding window with a binomial distribtion. We see if the number of peaks
in the 10 bp around each location around the TFBS comes from the control distribution or
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not. To check this, we again compute the Bayes Factor at each location:

BFj =

P (k1,j , k2,j , ...kn,j | pexp,j =
6 p̂ctrl,j )
P (k1,j , k2,j , ...kn,j | pexp,j = p̂ctrl,j )

only this time the ki,j are the number of NET-seq peaks, instead of the number of transcription initiation events, and the p̂ctrl,j is calculated from the number of NET-seq peaks
in the control distribution. The prior again has the same Beta( 12 , 21 ) distribution, and the
likelihoods are again the binomial pmf, with n = 10 and p = p̂ctrl,j .
Since we now want to find base pairs around the TFBS where the probability of
pausing is unlikely to come from the null distribution, we want the Bayes Factor to be large.
A Bayes Factor > 3 indicates substantial evidence in favour of the alternative hypothesis,
and so wherever the Bayes Factor is greater than 3 we report it as a discovery. Because
we are multiple hypothesis testing, the false discovery rate is a concern. While Bayesian
statistics is remarkably robust to multiple hypothesis testing, this is conditional on a good
prior and model. Hence we wanted to estimate a false discovery rate using simulation. For
this we simulated binomial data coming from the null distribution at various number of sites
n ∈ {1, 2...19}. We used a small number of sites because of run-time constraints and that this
is where the false discovery rate would likely be largest. We simulated the data for various
true p ∈ [0, 0.1]. We simulated each condition 1000 times, and calculated how many of those
1000 simulations had a Bayes Factor > 3 and how many had a Bayes Factor > 10. We never
found a Bayes Factor > 10, indicating that for a Bayes Factor threshold of 10, the FDR was
less than 0.001. For a Bayes Factor threshold of 3 we never found more than 4/1000 false
discoveries, and found little correlation with n and p, likely owing to the fact that with only
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1000 simulations our FDR estimate has a low signal to noise ratio (Figure 4.1). However, at
our Bayes Factor threshold of 3, we can conclude that our false discovery rate is less than
0.004 even for small n and for all true p. Given that we are testing 200 plus the length
of the TFBS (which is at most 35 bp, in the case of CTCF) hypotheses, we would expect
≤ 1 false discovery, and fewer as n increases. This indicates that our model is well chosen
and not susceptible to false discoveries. In fact, we found that our Bayes Factor approach
was remarkably robust across a variety of parameter choices, both at the level of paraclu
parameters and at the level of how the control dataset was sampled. Furthermore, the
statistic generalised well to all the TFs. This indicates that with the assumptions imposed
on the data we have a good test statistic that cuts through the noise, while maintaining
enough power to draw biologically meaningful conclusions.
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Figure 4.1: The simulated false discovery rate. Each simulation samples n counts, k, from
a binomial distribution with parameters p and 10, and calculates the Bayes Factor with
the null hypothesis that p is equal to the true p. For each combination of n and p, 1000
simulations were performed, and the number of times out of the 1000 simulations that the
Bayes Factor was less than 3 was assessed and used to calculate an empirical FDR.
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Chapter 5
Applying Method to Specific TFs

Armed with this rigorous statistical analysis, we can now investigate the behaviour of Pol II
around various bound TFs. Specifically, we are investigating whether the probability that
Pol II pauses is affected by the presence of the bound TF, ignoring effects of transcription
initiation events, ±100 bp around the TF. Some TFs have a Pol II pausing Bayes Factor
greater than 10 around the TF, but also have a CAGE-seq Bayes Factor greater than

1
3

in

the preceding 100 bp and are thus uninterpretable—we cannot be sure if the change in Pol II
pausing is promoter proximal pausing or caused more directly by the TF. This threshold for
interpretability is very conservative, as the Bayes Factor considers all binding sites and the
transcription initiation event may be at a different locus than the Pol II pausing. However,
in order to have sufficient statistical power, we need to look at the aggregate of all of these
sites. With this approach, there are a number of TFs that appear to be associated with
interesting Pol II pausing behaviours. While we only show ±100 bp, they all have CAGEseq Bayes Factors <

1
3

in the preceding 100 bp. Additionally, all Bayes Factors greater than

3 represent increases in pausing (and not decreases), as seen by looking at the mean k values
(Supplementary Figures A.4 to A.10).

5.1. CTCF
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a)

b)
Evidence For Null

Evidence For Null

Figure 5.1: a) The Bayes Factor for the NET-seq (green) and CAGE-seq (blue) data at
a)
each of the 100 bp around bound CTCF on the same strand as the motif. The red line
indicates a Bayes Factor of 1, corresponding to equal evidence for both hypotheses, while the
bands around show heuristic thresholds for more confidence:
the darker indicates anecdotal
Same
evidence for one of the hypotheses, while the lighter
b) indicates substantial evidence for one
of the hypotheses. b) Like a), but for the opposite strand. For a heatmap of events and a
plot of the mean k, see Supplementary Figure A.4.

5.1

CTCF
Opposite

Interestingly, there is no evidence for CTCF affecting Pol II pausing (Figure 5.1 and Supplementary Figure A.4). This is contrary to previous evidence, which found that Pol II does
Same Strand

Opposite Strand

pause around CTCF and that this pause could serve a regulatory function in alternative
Direction of Transcription

splicing (Shukla et al., 2011). This finding may be due to the diversity of CTCF’s functions:
beyond affecting splicing, CTCF has been implicated in forming TADs and being an effective
barrier to transcription (Holwerda & de Laat, 2013). In each of these different functions,
CTCF likely affects Pol II in different ways; it is possible that the different sites are diluting
the signal of each of these different functions. This cancellation of signal is probably especially pronounced in CTCF owing to how many loci across the genome it binds. Therefore
dividing CTCF sites by their location in the genome is an interesting future direction for
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b)
Evidence for Alternative

Evidence for Alternative

a)

Figure
5.2: a) The Bayes Factor for the NET-seq (green) and CAGE-seq (blue) data at
a)
each of the 100 bp around bound E2F1 on the same strand as the motif. The red line
indicates a Bayes Factor of 1, corresponding to equal evidence for both hypotheses, while the
bands around show heuristic thresholds for more confidence: the darker indicates anecdotal
b) indicates
Same
evidence for one of the hypotheses, while the lighter
substantial evidence for one
of the hypotheses. b) Like a), but for the opposite strand. For a heatmap of events and a
plot of the mean k, see Supplementary Figure A.5.

Opposite

investigation. For instance, CTCF is known to be found at the boundaries of TADs, as
Same Strand

Opposite Strand

Direction
of Transcription
shown by Hi-C data
(Forcato
et al., 2017), and so isolating the sites there might specifically

uncover how CTCF affects Pol II when CTCF is acting as an insulator. Alternatively, when
CTCF is bound in promoters (where it is more conserved) and enhancers (where it is less
conserved) it is thought to facilitate looping between promoters and enhancers, thus leading
to transcription, while when CTCF is bound within gene bodies it is thought to act as a
barrier to Pol II (Holwerda & de Laat, 2013). Given the stark differences in how this likely
affects Pol II, it is worth looking at Pol II bound in promoters/enhancers and Pol II bound
within gene bodies separately.

5.2. E2F1

5.2
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E2F1

The only place where we see an interpretable effect on Pol II behaviour around E2F1 binding
sites is on the same strand at the TFBS (Figure 5.2 and Supplementary Figure A.5). E2F1
is a member of the E2F family of TFs and, as such, is involved in the control of the cell
cycle (Ren, 2002). Specifically, E2F1 is an activator of transcription and also has a role in
apoptosis (DeGregori, Leone, Miron, Jakoi, & Nevins, 1997). Therefore, E2F1 is frequently
dysregulated in cancer (Allègre et al., 2018). Importantly, many studies on E2F1 were
performed in HeLa cells, so despite HeLa cells being a cancer cell line, and E2F1 being
frequently dysregulated in cancer, it is safe to assume that E2F1 behaves as previously
reported in the present data. As E2F1 is most active during the G1 phase of the cell cycle,
and is then ubiquitinated and subsequently degraded during the S and G2/M phases of
the cell cycle, the observable signal is likely diluted in the NET-seq data collected from
unsynchronised cells (Allègre et al., 2018).
Interestingly, E2F1 is involved in Pol II phosphorylation-dependent mRNA methylcap formation, which could serve as a possible explanation for why Pol II pauses at the TFBS
(Aregger & Cowling, 2012). E2F1 is known to increase Pol II phosphorylation, and it may
do this by causing Pol II to pause as it is phosphorylated. This Pol II phosphorylation then
recruits the methyl cap synthetic enzymes. Thus, our observation may uncover a hitherto
unknown mechanism of E2F1’s function. However, given the number of binding sites at
transcriptional hotspots and that E2F1 is only active during a certain stage of the cell cycle,
it is possible that the sites we are looking at are bound by other TFs at other phases of
the cell cycle, and thus contaminating our signal. To investigate this further, it would be
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MafK, same strand, n=93

b)

MafK, opposite strand, n=93

Evidence For Null

Evidence for Alternative

Figure
5.3: a) The Bayes Factor for the NET-seq (green) and CAGE-seq (blue) data at
a)
each of the 100 bp around bound MafK on the same strand as the motif. The red line
indicates a Bayes Factor of 1, corresponding to equal evidence for both hypotheses, while the
bands around show heuristic thresholds for more confidence:
the darker indicates anecdotal
Same
b)
evidence for one of the hypotheses, while the lighter indicates substantial evidence for one
of the hypotheses. b) Like a), but for the opposite strand. For a heatmap of events and a
plot of the mean k, see Supplementary Figure A.6.

worth performing NET-seq on cells synchronised to the G1 phase of the cell cycle, so that
the signal is not diluted by cells where E2F1 is not bound.

5.3

Opposite

MafK
Same Strand

Opposite Strand

MafK is a bZIP-type
and a member of the small Maf family of proteins (Fujiwara,
Direction TF
of Transcription
Kataoka, & Nishizawa, 1993). MafK lacks a putative transactivation domain and thus, on its
own, it is thought to be a transcriptional repressor; however, MafK can activate transcription
when it dimerises with other bZIP proteins (Toki et al., 1997). Notably, MafK is one subunit
of the NF-E2 heterodimer, which serves a key role in β-globin gene transcriptional activation
(Du et al., 2008). Specifically, MafK binds to the locus control region (LCR) that is upstream
of the β-globin gene cluster (Sawado, Igarashi, & Groudine, 2001) and induces the long-range
transfer of Pol II from the LCR to the promoter (K. D. Johnson, Christensen, Zhao, &
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Bresnick, 2001). While this transfer only explains one site, it is nonetheless an intriguing
explanation for the change in Pol II pausing we observe upstream of the MafK TFBS on
the same strand (Figure 5.3a and Supplementary Figure A.6). There does not seem to be a
pattern on the opposite strand (Figure 5.3b and Supplementary Figure A.6). If MafK has
the capacity to transfer Pol II from the site where it is bound to an alternate site, it makes
sense that Pol II would pause upstream of the MafK binding site as it is transferred. Thus
it would be an interesting future direction for research to look only at MafK sites that are at
enhancers, such as the LCR, and see whether this pattern is amplified at these sites. Since
enhancers are distal regions of the genome that regulate a gene, they are likely involved in
looping, and therefore, if MafK indeed transfers Pol II from one region of the genome to
another, it likely does so when it is bound in enhancers.

5.4

MAX

MAX is a bHLH-Zip protein that acts in heterodimers with other bHLH-Zip proteins. MAX
heterodimerises either with MYC or with members of the MXD family and MGA. These various binding partners are thought to have generally antagonistic functions (Pérez-Olivares et
al., 2018). Therefore, it would make sense for there to be several distinct ways in which Pol
II behaves around MAX binding sites. Indeed, we see a clear NET-seq pause at the TFBS
on the same strand and just downstream on the opposite strand (Figure 5.4a and b and
Supplementary Figure A.7). Because there were several ENCODE ChIP-seq experiments
on HeLa-S3 cells for MAX, we processed both in parallel, as though they targeted separate
TFs. Reassuringly, the different ChIP-seq experiments gave very similar results, although
experiment ENCSR000ECN had a lot more transcription initiation near the identified TF-
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MAX (Experiment ENCSR000EZF), same strand, n=130

b)

MAX (Experiment ENCSR000EZF), opposite strand, n=130

MAX (Experiment ENCSR000ECN), same strand, n=178

Evidence for Alternative

Evidence for Alternative

d)

MAX (Experiment ENCSR000ECN), opposite strand, n=178

Evidence for Null

Evidence for Null

Evidence for Alternative

c)

Figure 5.4: a) The Bayes Factor for the NET-seq (green) and CAGE-seq (blue) data at
each of the 100 bp around bound MAX on the same strand as the motif. MAX binding
was confirmed using ENCODE experiment ENCSR000EZF. The red line indicates a Bayes
Factor of 1, corresponding to equal evidence for both hypotheses, while the bands around
show heuristic thresholds for more confidence: the darker indicates anecdotal evidence for one
of the hypotheses, while the lighter indicates substantial evidence for one of the hypotheses.
b) Like a), but for the opposite strand. c) Like a), but for MAX binding sites confirmed by
ENCODE experiment ENCSR000ECN. d) Like b), but for MAX binding sites confirmed by
ENCODE experiment ENCSR000ECN. For a heatmap of events and a plot of the mean k
for each experiment, see Supplementary Figure A.7.
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Figure 5.5: Plotting the number of NET-seq pauses vs. the number of CAGE-seq cTSSs in
the +25-+75 bp region in experiment ENCSR000ECN, targeting MAX.

BSs (Figure 5.4c and d and Supplementary Figure A.7) than experiment ENCSR000EZF
(Figure 5.4a and b and Supplementary Figure A.7), making the latter’s results alone largely
uninterpretable. Interestingly, in experiment ENCSR000ECN, we see NET-seq signal just
preceding CAGE-seq signal downstream of the TFBS on the opposite strand. When looking
at this in more depth, we see that there tends to be either Pol II pausing or transcription
initiation in the +25-+75 bp region on the opposite strand in experiment ENCSR000ECN
(Figure 5.5). In fact, out of the 71 sites with an event in that region, only 7 had both
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a transcription initiation event and a NET-seq pause. This supports the idea of multiple
modes of MAX: one where it initiates transcription and one where it causes Pol II to pause
downstream.

5.5

MYC

MYC is the prototype of 3 proteins in humans: CMYC, NMYC, and LMYC, which all
function similarly but have differences in strength of transcriptional activation and expression
patterns. MYC has a bHLH-Zip DNA binding domain that recognises a consensus sequence
named the Enhancer box (E-box) (Bhawe & Roy, 2018). MYC is thought to dimerise with
MAX wherever it is bound in physiological conditions, though notable exceptions to this
rule have been reported (Gallant & Steiger, 2009). Therefore, we would expect any pattern
we see at MYC binding sites also to be reflected around MAX. Like MAX, there were 2
ENCODE ChIP-seq experiments for MYC, which we again processed in parallel as though
they were targeting separate TFs, and so we would expect both MYC experiments to have
peaks where both MAX experiments also have peaks.
While on the same strand we see a peak at the TFBS in both MAX (Figure 5.4a
and c and Supplementary Figure A.7) and both MYC experiments (Figure 5.6a and c and
Supplementary Figure A.8), we see a peak downstream of the TFBS on the same strand in
both MYC experiments (Figure 5.6a and c and Supplementary Figure A.8) that we do not
see in MAX (Figure 5.4a and c and Supplementary Figure A.7). Finally, we see a broad peak
upstream of the TFBS in one MYC ChIP-seq experiment but not in the other (Figure 5.6a
and c and Supplementary Figure A.8). This is concerning, as it shows irreproducible results
(Figure 5.6 and Supplementary Figure A.8). Notably, it has been reported as recently as

5.5. MYC

MYC (Experiment ENCSR000EZD), same strand, n=60

b)

MYC (Experiment ENCSR000EZD), opposite strand, n=60

Evidence for Null

Evidence for Null

Evidence for Alternative

a)
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MYC (Experiment ENCSR000DLN), same strand, n=33

d)

MYC (Experiment ENCSR000DLN), opposite strand, n=33

Evidence for Null

Evidence for Alternative Evidence for Null

c)

Figure 5.6: a) The Bayes Factor for the NET-seq (green) and CAGE-seq (blue) data at
each of the 100 bp around bound MYC on the same strand as the motif. MYC binding
was confirmed using ENCODE experiment ENCSR000EZD. The red line indicates a Bayes
Factor of 1, corresponding to equal evidence for both hypotheses, while the bands around
show heuristic thresholds for more confidence: the darker indicates anecdotal evidence for one
of the hypotheses, while the lighter indicates substantial evidence for one of the hypotheses.
b) Like a), but for the opposite strand. c) Like a), but for MYC binding sites confirmed by
ENCODE experiment ENCSR000DLN. d) Like b), but for MYC binding sites confirmed by
ENCODE experiment ENCSR000DLN. For a heatmap of events and a plot of the mean k
for each experiment, see Supplementary Figure A.8.
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December 2018 that performing ChIP-seq for MYC using commercially available antibodies
is challenging, so MAX ChIP-seq has been used as a proxy for MYC (Hejna et al., 2018).
Consistent with the reports of poor MYC antibodies, both ENCODE MYC ChIP-seq experiments have red audit flags due to “extremely low coverage.” Given this low coverage, the
ChIP-seq peak calling may not be accurate and we may be looking at sites where MYC is
not bound to its motif, and where the DNase footprint is instead caused by a different TF.
Consequently, the inconsistency both between MYC replicates and between MYC and MAX
results can be attributed to poor MYC ChIP-seq. It would therefore be interesting to look
at the identified MYC sites that are also bound by MAX (according to ChIP-seq data, not
necessarily binding motif) to validate the ChIP-seq data further.
Very recently it was reported that MYC causes Pol II’s activity to transition from
slow and poorly processive, to fast, directional, and highly processive. It was reported that
Pol II does this by recruiting SPT5 and facilitating the CDK7-dependent assembly of Pol IISPT5 complexes (Baluapuri et al., 2014). This indicates that, similarly to E2F1, when MYC
encounters Pol II, it modifies it, which once again offers a biological interpretation of the
increase in pausing that we see at MYC and MAX binding sites, on the same strand. This
hypothesis should be further investigated, given the poor quality of MYC ChIP-seq data,
but nonetheless seems to explain the MYC pattern, and a subset of the MAX pattern, which
is what we would expect. Baluapuri et al. assume that MYC facilitates the formation of
the Pol II-SPT5 complex just following the TSS, because that is where MYC tends to bind.
However, the pattern we are seeing is distal to a TSS, and therefore it would be interesting
to look at where exactly in the genome these sites are.

5.6. NRF1
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a)

b)
Evidence for Alternative

Evidence for Alternative

Figure
5.7: a) The Bayes Factor for the NET-seq (green) and CAGE-seq (blue) data at
a)
each of the 100 bp around bound NRF1 on the same strand as the motif. The red line
indicates a Bayes Factor of 1, corresponding to equal evidence for both hypotheses, while the
bands around show heuristic thresholds for more confidence: the darker indicates anecdotal
b) indicates
Same
evidence for one of the hypotheses, while the lighter
substantial evidence for one
of the hypotheses. b) Like a), but for the opposite strand. For a heatmap of events and a
plot of the mean k, see Supplementary Figure A.9.

5.6

NRF1

Nuclear Respiratory Factor 1 (NRF1) is a transcriptional activator most famous for Opposite
its role
in mitochondrial function and biogenesis, but also involved in cellular growth, protein translation, DNA replication/repair, the cell cycle, and ubiquitin-mediated protein degradation,
Same Strand

Opposite Strand

Direction of
Transcription
among other functions
(Bhawe
& Roy, 2018). NRF1 is active as a homodimer and its con-

sensus binding site is a palindrome (Gugneja & Scarpulla, 1997). This explains the NET-seq
signal seen both upstream and downstream of the TFBS on the opposite strand (although
the downstream peak is not technically interpretable due to the CAGE-seq Bayes Factor being greater than 13 ; Figure 5.7b and Supplementary Figure A.9), and it would be interesting
to confirm that the upstream and downstream pauses are indeed at different sites. However,
the strong pausing signal that we see only downstream of the TFBS on the same strand is
mysterious and requires further investigation (Figure 5.7a and Supplementary Figure A.9).
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b)

Evidence for Alternative

Evidence for Alternative

a)

Evidence For Null

Evidence For Null

Figure
5.8: a) The Bayes Factor for the NET-seq (green) and CAGE-seq (blue) data at
a)
each of the 100 bp around bound PRDM1 on the same strand as the motif. The red line
indicates a Bayes Factor of 1, corresponding to equal evidence for both hypotheses, while the
bands around show heuristic thresholds for more confidence: the darker indicates anecdotal
b) indicates
Same
evidence for one of the hypotheses, while the lighter
substantial evidence for one
of the hypotheses. b) Like a), but for the opposite strand. For a heatmap of events and a
plot of the mean k, see Supplementary Figure A.10.

This may well be caused by factors that are not directly TF binding such as nucleosomes.
Opposite

5.7

PRDM1

PRDM1 (also known as Blimp-1) is a global transcription repressor involved in immune reSame Strand

Opposite Strand

of Transcription
sponses (Doody, Direction
Stephenson,
McManamy, & Tooze, 2007) as well as embryonic development

(Zwane & Nikitina, 2015). Specifically, PRDM1 recruits co-repressors that epigenetically
modify chromatin and make the surrounding genome transcriptionally inactive (Zwane &
Nikitina, 2015). However, the sites we are looking at were filtered for transcriptional activity; therefore, PRDM1 is likely not repressing transcription via chromatin modifications
at the loci we are looking at. Indeed, it has been reported that PRDM1 sometimes acts
as an activator (Powell, Hernandez-Lagunas, LaMonica, & Artinger, 2013), indicating that
PRDM1 may not always epigenetically prevent transcription.

5.7. PRDM1
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In the context of elevated PRDM1 expression in chronically infected HIV-1 patients,
Pol II ChIP-seq data showed an accumulation of Pol II at the TSS and modest amounts
downstream. Meanwhile, decreasing PRDM1 expression led to reduced amounts of Pol II at
the promoter, and more Pol II downstream (Michaels et al., 2015). While the authors reason
that PRDM1 leads to promoter proximal pausing, we see a Pol II pause on the same strand,
at the start of the TFBS (Figure 5.8 and Supplementary Figure A.10), suggesting that
PRDM1 can cause Pol II to pause even distal to transcription initiation. This suggests that
when PRDM1 does not epigenetically make the chromatin transcriptionally inactive, it may
repress transcription by causing Pol II to pause. Moving forward, it would be interesting
to investigate which proteins PRDM1 binds and whether knocking one out affects one of
PRDM1’s mechanisms, but not the other, in order to confirm this alternate mechanism of
transcriptional repression.
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Chapter 6
Discussion

By using NET-seq data to look at how Pol II behaves around the binding sites of various
TFs, we have been able to uncover biologically meaningful results. While these results are
exciting, they require further validation and research on a case-by-case basis.
We were able to identify promoter proximal pausing as a key confounding factor and
successfully eliminate it from our data. However, currently available algorithms for CAGEseq data are optimised to minimise false positives, so we had to be overly conservative when
removing sites. Moving forward, a more optimised algorithm for processing CAGE-seq data
would help preserve more TFBSs and increase power for downstream analyses. Furthermore,
due to vast differences in cell lines between labs, performing CAGE-seq on cells from the
same lab as the ones that NET-seq was performed on would increase the confidence in
identified transcription initiation events, and again allow for a less conservative removing
of sites. This would not only increase the power of the data around the binding sites of
the TFs we have already been able to interpret, but also hopefully allow more TFs to
have interpretable results, allowing us to uncover the mechanisms of more TFs. Finally,
both CAGE-seq and NET-seq data are a new type of data for which no rigorous statistical
methods exist. While the present method does provide a statistically rigorous analysis, it
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is based on many simplifying assumptions and ignores the strength of the NET-seq and
CAGE-seq signal at each individual base pair beyond identifying whether something is an
event or not. Hence further research is required to develop such statistical methods.
While promoter proximal pausing is the most prominent cause of Pol II pausing, Pol
II has also been known to pause around nucleosomes. Thus it would also be worth evaluating
whether there is a significant MNase-seq pattern around the TFBSs. In fact, MNase-seq data
from HeLa-S3 cells is publicly available and would add a valuable dimension to the present
analysis. However, MNase-seq data is highly dependent on the experimental conditions, so
determining where nucleosomes truly are is an exceedingly complex problem and beyond the
scope of this thesis (Vainshtein, Rippe, & Teif, 2017).
It is also important to note that not all TFBSs bind their TF with equal strength. TFs
bind to several variations of a given motif and their binding affinity is dependent on genomic
context. Therefore, it would be informative to look at whether the strength of pausing at
a given TFBS depends on the binding affinity of the TF at that location (Thurman et al.,
2012). It is highly likely that in some contexts, upon encountering Pol II, the TF dissociates,
while in others it is more tightly bound and therefore fails to dissociate and instead affects
Pol II’s progression. However, given how sparse the data is, it is hard to interpret Pol II
behaviour at an individual site which would be necessary to identify differences between
binding sites of a given TF. Furthermore, in vivo binding affinity has been hard to predict,
and the factors contributing to it seem to vary substantially between different TFs (Kumar
& Bucher, 2016).
A further path to investigate would be to look at cooperative TF binding. Different
spatiotemporal expression patterns at different enhancers are often mediated by the coop-

70

CHAPTER 6. DISCUSSION

erative binding of a different combination of several TFs (Spitz & Furlong, 2012). Using
ChIP-seq and binding motif data, one could uncover these different combinations and investigate whether different combinations of TFs have different effects on Pol II. However, due to
the number of possible combinations, it is questionable whether such an investigation would
yield sufficient statistical power.
Beyond the specific validations for individual TFs outlined in Chapter 5, in order to
validate any of the present findings, one would need to perform an experimental control.
Specifically, one would need to perform NET-seq on HeLa-S3 cells where the TF of interest
is knocked out. Given that the TFs with both ChIP-seq data and enough binding sites
are either essential or have many downstream knock-on effects, a short-term knock-out, for
instance using auxin-inducible degradation, would yield the most useful results.
Given the biologically meaningful insights that we have been able to draw from the
present analysis, it is clear that all of these avenues would be valuable future directions in
which to explore. Despite their difficulties, these further investigations could help us continue
to uncover the poorly understood mechanisms by which many TFs act, as well as some of
the many Pol II pauses seen throughout the genome.
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Chapter 7
Conclusion

In conclusion, we have found clear evidence that TFs can have an effect on Pol II behaviour,
and that the extent and location of the Pol II pausing depends on the TF. For instance, E2F1
causes Pol II to pause right at its binding site, perhaps as it aids in the phosphorylation of
Pol II, while MAFK causes Pol II to pause upstream, potentially as MAFK transfers Pol II
from one region of the genome to another. Furthermore, the symmetry seen in the pausing
on the NRF1 opposite strand reflects the palindromic nature of the NRF1 motif. These
examples demonstrate that we have uncovered biologically meaningful patterns that shed
light on hitherto uncertain mechanisms. Furthermore, the patterns that do not have a clear
biological explanation present an interesting future direction of investigation.
While the importance of transcription factors has long been appreciated and thus
have been widely studied, the specific mechanisms of how they act have been largely elusive.
Furthermore, Pol II is known to pause throughout the genome, but the reason for many of
these pauses is unknown. The present study elucidates poorly understood TF mechanisms
and suggests an explanation for some Pol II pauses.
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Figure A.1: a) Heatmap of NET-seq signal around CTCF binding sites. The same strand
is the right half of the plot, while its corresponding opposite strand is the left half, with
transcription from left to right throughout. In grey is the location of the TFBS. The TFBSs
were identified by motif and DNase footprinting. b) Like a) for YY1.
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Figure A.2: Heatmaps of TF binding sites sorted by order in which they are removed when
thresholding for occupancy. In grey is the location of the TFBS. The binding sites below the
blue line of the heatmap are kept, while the binding sites above the blue line are removed
according to the chosen threshold. a), c), and e) show all of the binding sites. b), d), and
f ) show 50 randomly sampled binding sites, to more clearly show individual row coverage.
a) and b) show upstream thresholding. c) and d) show thresholding on both sides of the
TF. e) and f ) show thresholding on either side of the TF.
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Figure A.3: Heatmaps showing CAGE-seq data overlaid with NET-seq data, sorted by
the maximum CAGE-seq value. On the left-hand side, the CAGE-seq peak tends to be
followed by a NET-seq peak at a distance of around 50 bp, indicating that this is promoter
proximal pausing, while on the right-hand side the Pol II pauses that are within 200 bp of
the TFBS and are explained by TSS clusters have been removed. All sites were thresholded
for occupancy on either side of the TF.
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Figure A.4: a) Heatmap of NET-seq peaks and transcription initiation events in the 100 bp
around the TFBSs considered for the TF CTCF. The TFBS is in grey. b) Mean number of
events in the 10 bp around each bp in the 100 bp surrounding the TF CTCF.
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Figure A.5: a) Heatmap of NET-seq peaks and transcription initiation events in the 100 bp
around the TFBSs considered for the TF E2F1. The TFBS is in grey. b) Mean number of
events in the 10 bp around each bp in the 100 bp surrounding the TF E2F1.
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Figure A.6: a) Heatmap of NET-seq peaks and transcription initiation events in the 100 bp
around the TFBSs considered for the TF MafK. The TFBS is in grey. b) Mean number of
events in the 10 bp around each bp in the 100 bp surrounding the TF MafK.
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Figure A.7: a) Heatmap of NET-seq peaks and transcription initiation events in the 100
bp around the TFBSs considered for the TF MAX, as confirmed by ENCODE experiment
ENCSR000EZF. The TFBS is in grey. b) Mean number of events in the 10 bp around
each bp in the 100 bp surrounding the TF MAX, as confirmed by ENCODE experiment
ENCSR000EZF. c) Same as a), but for ENCODE experiment ENCSR000ECN. d) Same as
b), but for ENCODE experiment ENCSR000ECN.
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Figure A.8: a) Heatmap of NET-seq peaks and transcription initiation events in the 100
bp around the TFBSs considered for the TF MYC, as confirmed by ENCODE experiment
ENCSR000EZD. The TFBS is in grey. b) Mean number of events in the 10 bp around
each bp in the 100 bp surrounding the TF MYC, as confirmed by ENCODE experiment
ENCSR000EZD. c) Same as a), but for ENCODE experiment ENCSR000DLN. d) Same as
b), but for ENCODE experiment ENCSR000DLN.
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Figure A.9: a) Heatmap of NET-seq peaks and transcription initiation events in the 100 bp
around the TFBSs considered for the TF NRF1. The TFBS is in grey. b) Mean number of
events in the 10 bp around each bp in the 100 bp surrounding the TF NRF1.
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Figure A.10: a) Heatmap of NET-seq peaks and transcription initiation events in the 100 bp
around the TFBSs considered for the TF PRDM1. The TFBS is in grey. b) Mean number
of events in the 10 bp around each bp in the 100 bp surrounding the TF PRDM1.
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Table B.1: List of TFs with ENCODE HeLa-S3 ChIP-seq data available, along with their experiment accession numbers, the data output type of that experiment, and whether that TF
had a motif in the database previously identified using binding motif and DNase footprinting.
Experiment Experiment ac-

Output type

in

TF

motif

target

cession

database?

BDP1

ENCSR000DNX optimal idr thresholded peaks

yes, but Pol III TF

BRCA1

ENCSR000EDB

no

BRF1

ENCSR000DNW optimal idr thresholded peaks

yes, but Pol III TF

BRF2

ENCSR000DNV optimal idr thresholded peaks

no

CEBPB

ENCSR000EDA

optimal idr thresholded peaks

yes, 4 motifs

CHD2

ENCSR000ECP

optimal idr thresholded peaks

no

CTCF

ENCSR000AOA

conservative idr thresholded peaks

yes, 7 motifs

DEK

ENCSR219MKK conservative idr thresholded peaks

no

E2F1

ENCSR000EVJ

optimal idr thresholded peaks

yes, 14 motifs

E2F4

ENCSR000EVL

optimal idr thresholded peaks

yes, 4 motifs

optimal idr thresholded peaks

Continued on next page
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Experiment Experiment ac-

Output type

in

TF

motif

target

cession

database?

E2F6

ENCSR000EVK

optimal idr thresholded peaks

no

ELK1

ENCSR000ECI

optimal idr thresholded peaks

yes, 9 motifs

ELK4

ENCSR000EVI

optimal idr thresholded peaks

yes, 2 motifs

EP300

ENCSR680OFU

conservative idr thresholded peaks

no

EP300

ENCSR000ECV

optimal idr thresholded peaks

no

EZH2

ENCSR000ATC

conservative idr thresholded peaks

no

FOS

ENCSR000EZE

optimal idr thresholded peaks

no

GABPA

ENCSR000BHS

conservative idr thresholded peaks

yes, 3 motifs

GTF2F1

ENCSR000ECZ

conservative idr thresholded peaks

no

GTF3C2

ENCSR000DNY optimal idr thresholded peaks

no

HCFC1

ENCSR000ECH

peaks

no

IRF3

ENCSR000EDF

optimal idr thresholded peaks

yes, 2 motifs

JUN

ENCSR000EDG

optimal idr thresholded peaks

no

JUND

ENCSR000EDH

optimal idr thresholded peaks

no

KAT2A

ENCSR000ECR

peaks

no

MAFF

ENCSR140DSL

conservative idr thresholded peaks

yes, 1 motif

MAFK

ENCSR000ECK

conservative idr thresholded peaks

yes, 4 motifs

MAX

ENCSR000ECN

optimal idr thresholded peaks

yes, 10 motifs
Continued on next page
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Experiment Experiment ac-

Output type

in

TF

motif

target

cession

database?

MAX

ENCSR000EZF

peaks

yes, 10 motifs

MAZ

ENCSR000ECL

optimal idr thresholded peaks

yes, 2 motifs

MXI1

ENCSR000ECU

optimal idr thresholded peaks

no

MYC

ENCSR000DLN

optimal idr thresholded peaks

yes, 8 motifs

MYC

ENCSR000EZD

conservative idr thresholded peaks

yes, 8 motifs

NFE2L2

ENCSR707IUN

conservative idr thresholded peaks

yes, 1 motif

NFYA

ENCSR000DNS

optimal idr thresholded peaks

yes, 1 motif

NFYB

ENCSR000DNR

optimal idr thresholded peaks

no

NR2C2

ENCSR000EVN

optimal idr thresholded peaks

yes, 1 motif

NRF1

ENCSR000EDJ

optimal idr thresholded peaks

yes, 2 motifs

POLR2A

ENCSR000BGO conservative idr thresholded peaks

no

POLR2A

ENCSR000EZL

optimal idr thresholded peaks

no

POLR2A

ENCSR000ECT

optimal idr thresholded peaks

no

POLR3A

ENCSR000DNU optimal idr thresholded peaks

no

PRDM1

ENCSR000ECY

optimal idr thresholded peaks

yes, 1 motif

RAD21

ENCSR000EDE

optimal idr thresholded peaks

no

RCOR1

ENCSR000ECM optimal idr thresholded peaks

no

phosphoS2

Continued on next page
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Experiment Experiment ac-

Output type

in

TF

motif

target

cession

database?

REST

ENCSR000BMN conservative idr thresholded peaks

yes, 3 motifs

RFX5

ENCSR000ECX

optimal idr thresholded peaks

yes, 3 motifs

SMARCA4 ENCSR000EZC

optimal idr thresholded peaks

no

SMARCB1 ENCSR000EDK

optimal idr thresholded peaks

no

SMARCC1 ENCSR000EDM optimal idr thresholded peaks

no

SMARCC2 ENCSR000EDL

optimal idr thresholded peaks

no

SMC3

ENCSR000ECS

optimal idr thresholded peaks

no

SREBF2

ENCSR611WZO conservative idr thresholded peaks

yes, 1 motif

STAT3

ENCSR000EDC

optimal idr thresholded peaks

yes, 4 motifs

SUPT20H

ENCSR000ECQ

conservative idr thresholded peaks

no

TAF1

ENCSR000BHT

conservative idr thresholded peaks

no

TBP

ENCSR000EDD

conservative idr thresholded peaks

yes, but no hg19
alignment

TCF7L2

ENCSR000EVF

optimal idr thresholded peaks

no

TCF7L2

ENCSR000EVE

optimal idr thresholded peaks

no

UBTF

ENCSR634ZGP

conservative idr thresholded peaks

no

USF2

ENCSR000ECW optimal idr thresholded peaks

no

ZFP36

ENCSR184MFH conservative idr thresholded peaks

no
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APPENDIX B. SUPPLEMENTARY DATA

Experiment Experiment ac-

Output type

in

TF

target

cession

database?

ZHX1

ENCSR887MXT conservative idr thresholded peaks

no

ZKSCAN1

ENCSR000ECJ

optimal idr thresholded peaks

no

ZNF143

ENCSR000ECO

optimal idr thresholded peaks

yes, 1 motif

ZNF274

ENCSR000EVG

optimal idr thresholded peaks

no

ZZZ3

ENCSR000DNT

optimal idr thresholded peaks

no

motif

