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Abstract
In batch reinforcement learning (RL), the agent cannot explore the environment
but instead learns to act from a fixed set of sample trajectories. Intuitively, one can
only expect to make policy improvements for states where multiple actions have been
tested in the batch data. This is important from a safety perspective because standard
policy learning methods tend to be overly optimistic about unobserved, potentially
risky actions. Furthermore, action variation presents natural opportunities for human
experts to understand the consequences of different options.
We propose a principled framework for the identification of decision points, or
states with high action variation under the behavior policy, and their applications in
safety and interpretability. Towards safe policy learning, we present a new action-constrained
variant of fitted Q iteration to prevent large deviations from the behavior policy. Empirical results from simulated environments show that learned policies robustly improve
on behavior performance while avoiding extrapolation error. Towards interpretability,
we present an algorithm for simplifying complex MDP environments in terms of decision regions. We test our methodology on the MIMIC medical dataset, obtaining
summaries of action effects with potential for future use in human-in-the-loop policy
learning. Overall, our framework shows promise for simpler, more robust reinforcement learning through the lens of decision-making.
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1

Introduction

Batch reinforcement learning (RL) is the task of training an agent to act based on a set of
pre-sampled trajectories without interacting with the environment. Batch RL is well-suited
for domains like healthcare in which exploration comes with high risks or costs.
One major challenge in batch RL, caused by the inability to explore the environment,
is insufficient information about unobserved state-action pairs. Intuitively, we can only
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expect to make policy improvements for states where multiple actions have been “tested”
in the batch data. Furthermore, it is likely that reasonable behavior agents will avoid risky
or low-reward choices, but this information is not captured in sampled trajectories. Lack
of coverage over the state-action space can therefore lead to over-extrapolation issues 6 in
which value estimators are unrealistically optimistic about unobserved actions. Learned
policies may end up suggesting arbitrary actions and earning sub-behavior performance as a
result. We would instead expect robust learning algorithms to produce safe policies, which
only propose actions that have been observed from similar states in the batch data.
Another common issue in reinforcement learning is the interpretability of learned policies. In large and complex tasks, it can be difficult to understand how a policy was achieved
and to communicate its suggestions at a high level. Because domain experts often possess
the context to understand why certain actions lead to certain outcomes, we ideally prefer to
perform planning in a sufficiently simple environment for human-in-the-loop feedback.
Both of the above are especially important in high-stakes environments like healthcare.
Because behavior actors are well-informed experts aiming for exploitation rather than
exploration, batch data is unlikely to include risky actions. Furthermore, these human
decision-makers want to understand the source and logic of new recommended policies.
Our proposed approach is to identify regions of the state space with high action variation in batch data. This allows us to simultaneously focus on areas with high potential for
policy improvement and increase the robustness of learning algorithms to over-extrapolation.
Identifying areas with improvement potential is also conducive to interpretation: we can
view these as “forks in the road” where decisions made greatly impact the course of the trajectory. We thus investigate what conditions cause behavior policy actors to disagree and

2

how different choices influence future outcomes.

1.1 Approach
We define a decision point as a state with high action ambiguity, meaning that multiple
unique actions are observed in the batch data from similar states. The diagram in Figure
1.1 outlines the proposed framework for identifying decision points and applying them to
safety and interpretability. To identify decision points, we first learn a metric of similarity
between states and then define the set of neighbors for each state to reference. For safe policy learning, we design an algorithm to choose the best action out of those that were tested
in the dataset. For interpretability, we build a summary Markov Decision Process (MDP)
with high-ambiguity decision regions as states to elucidate the effects of observed actions.

Figure 1.1: Diagram of our proposed framework for principled iden ﬁca on of decision points and their applica ons in

safety and interpretability.

Chapters 2 and 3 introduce the background and related work for this project. Chapter 4
elaborates on our proposed method for defining decision points. Chapters 5 and 6 describe
the applications of the decision point pipeline to safety and interpretability, respectively,
3

with empirical results from simulated environments and healthcare data. Chapter 7 summarizes the takeaways and future work.

1.2 Contributions
The key contribution of this thesis is providing principled frameworks for identifying decision points in batch data and for using these decision points in safe policy learning and
interpretability. We validate these frameworks by demonstrating the following:
1. Decision points: our DP pipeline can learn meaningful metrics of state similarity
and identify states with high action ambiguity.
2. Safety: our policy learning algorithm can robustly improve on behavior performance
while avoiding extrapolation error.
3. Interpretability: we can succinctly summarize the effects of different actions in highambiguity regions, showing promise for human-in-the-loop policy tuning.

4

2

Background

In this chapter, we present key concepts and existing methods that are fundamental to our
approach. We also summarize the notation used throughout this paper.

5

2.1 Reinforcement Learning
2.1.1 Fundamentals
In reinforcement learning, we consider a Markov Decision Process (MDP) environment
⟨X , A, T, R, γ⟩ with discrete or continuous state space X ∈ Rd , discrete action space
A, and discount factor γ. T(x′ |x, a) and R(x, a) denote the state transition function and
reward function, respectively.
A policy π : (X , A) → [0, 1] defines the probability of taking a certain action given a
certain state. The objective is to learn a policy that maximizes the expected return, or sum
∑
of discounted rewards Vπ = E[ t γt rt |at ∼ π]. We define the action-value function
Qπ (x, a) as the expected return when taking action a from state x and then following π.
2.1.2 Batch Reinforcement Learning
In batch reinforcement learning, we cannot interact with the environment during learning, but instead begin with a pre-collected dataset of trajectories D = {(xi , ai , x′i , ri )}N
i=1 .
These trajectories are sampled by following a (possibly unknown) behavior policy πb and
used to learn a new evaluation policy πe . Common algorithms for batch policy learning
using value function approximation include fitted Q iteration (FQI) 4 , kernel-based reinforcement learning (KBRL) 18 , and least-squares policy iteration (LSPI) 12 .
2.1.3 Fitted Q Iteration
The fitted Q iteration (FQI) algorithm 4 allows for batch policy learning over discrete or
continuous state and action spaces. FQI iteratively trains a regressor to estimate the Q-value
6

of a given state-action tuple. In iteration t, the regressor is re-trained to approximate the tstep optimization function Qt . This is done by creating a new training set whose predictors
are the observed state-action tuples (x, a), and whose targets are built by value-iterating on
the previous estimate Qt−1 . That is, all targets are of the form r + γ maxa∗ Q̂t−1 (x′ , a∗ ).

2.2 Random Fourier Features
We are interested in evaluating the Gaussian kernel distance between states, defined as
k(x, x′ ) = exp(−∥(x − x′ )∥22 )

(2.1)

Naively computing the pairwise distance between N states of dimension d is expensive,
with O(N2 d) complexity, which is prohibitively slow for kernel training on large datasets.
Rahimi and Recht 20 showed that this process can be accelerated through the use of Random Fourier Features (RFF). After applying a randomized feature map z : Rd → RD from
state vectors to a low-dimensional Euclidean inner product space, kernel evaluation can be
estimated by the inner product of the randomized features:
k(x, x′ ) ≈ z(x)⊤ z(x′ )

(2.2)

We can therefore approximately train kernel machines by mapping state features to zspace and applying fast linear methods such as regression. Based on the provided error
bounds and a maximum state dimensionality d = 20, all applications in this thesis use a
mapping of size D = 500.

7

2.3 Notation
Table 2.1 summarizes key terms and notation used throughout the thesis, many of which
are defined later as part of the decision point framework.
Notation
x, x′ , X ∈ Rd
a, A
r
D = {(xi , ai , x′i , ri )}N
i=1
z(x) ∈ RD
w ∈ Rd
fθ
δ
n
S(x)
x̄, x̄′ , X̄
ā, Ā
K
h(·)

Description
States: discrete or continuous
Actions: discrete
Rewards
Batch data: N tuples total
Ch. 4: DP Pipeline
RFF approximation: maps state x into kernel space
Feature importance weights
State representation function
Minimum neighbor similarity
Minimum number of neighbors taking an action
Safe action set: x is a decision point if |S(x)| ≥ 2
Ch. 6: Interpretability
Decision clusters: states in the compressed MDP
Summarized actions: actions in the compressed MDP
Number of unique decision clusters x̄
Action summary function: maps sets from A to Ā

Table 2.1: Summary of common nota on. Terms are categorized by the chapters in which they are used.

8

3

Related Work

To the best of our knowledge, we are the first to formalize the notion of decision points and
to perform reinforcement learning through this lens. The applications of safety and interpretability have both been defined and approached in a variety of ways in reinforcement
learning. In this chapter, we situate our framings of safe and interpretable RL within the
context of the literature.

9

Two bodies of previous work are most relevant to this project. As in our action-constrained
fitted Q iteration (FQI) variant, previous attempts have been made to perform safe policy
learning by restricting the permitted action set. On the interpretability side, the MDP summarization method is loosely inspired by concepts from state and temporal abstraction.
Our methods leverage decision points to approach each objective in a novel way.

3.1 Safety
3.1.1 Defining Safety
Safety is an overloaded term in batch policy learning. Two common definitions include 1)
ensuring the satisfaction of certain cost constraints 2,14 and 2) controlling the tail probability of poor performance 13,22 . The use of cost constraints requires the user to have sufficient
understanding of the environment for designing relevant cost functions and setting bounds
on their values. Our notion of safety does not require domain knowledge but instead relies on the assumption that batch data was collected by “expert” agents who typically make
close-to-optimal choices. Probabilistically bounding the returns of the learned policy requires assumptions about the distribution of batch data or the behavior policy.
As mentioned in Chapter 1, we instead consider a policy safe if it only proposes actions
that have been explored from similar states in the batch data. Our approach indirectly
bounds rewards by deterministically constraining the actions that can be taken in a learned
policy.

10

3.1.2 Constrained Policy Learning
A few papers have previously used action constraints as a mechanism for safe policy learning, although their approaches to setting these constraints differ. In the “cautious approach
to generalization in RL” (CGRL) algorithm proposed by Fonteneau et al. 5 , the idea of
choosing actions based on neighboring states is similar to ours; however, the optimal policy is chosen by stitching together batch tuples to maximize the observed reward while
minimizing neighbor distances. In our approach, we aim to account for the difference in
reward when changing the policy by simultaneously performing value estimation and action restriction. We also permit more flexibility in action choice by introducing intuitive
hyperparameters to control how many states are referenced as neighbors.
The policy learning algorithm we propose in Chapter 5 is perhaps most similar to batchconstrained deep Q-learning (BCQ) 6 . BCQ aims to reduce extrapolation error by choosing
actions that closely match batch data. In a continuous action space, BCQ trains a generative model to propose actions similar to those observed in the batch, and then applies value
estimation. Our framework operates in discrete action space and uses the simpler metric
of neighbor voting to determine which actions are permitted. Furthermore, our approach
differs in using a kernel-learning pipeline to define state neighborhoods.

3.2 Interpretability
Much of the current literature in interpretable RL focuses on helping humans understand
learned policies, either by generating illustrative summary trajectories 3,11 or by learning full
policies in human-readable language 8,23 .

11

Our more general approach aims to summarize the MDP as a whole in terms of the decisions that behavior policy agents make. Even prior to evaluation policy interpretation, this
simplifies the RL task for expert understanding of environment dynamics, and could be
used in the policy learning process with human-in-the-loop debugging.
Our concept of a summary MDP is loosely based on existing theory for the state and
temporal abstraction of MDPs. While these methods are typically applied to planning, we
instead focus on interpretability by using decision points to define the abstractions.
3.2.1 State Abstraction
In MDP state abstraction, one increases the efficiency of planning by condensing clusters
of similar states into groups, ignoring information that is irrelevant to the task at hand. The
general method of state abstraction converts a ground MDP ⟨X , A, T, R, γ⟩ to an abstract
MDP ⟨X̄ , A, T̄, R̄, γ⟩, where X̄ represent groups of states 15 . Note that the action spaces
and lengths of trajectories in both MDPs remain constant. Following intuition, the transition and reward functions T̄, R̄ are obtained by averaging over the states in each group.
Because state abstraction is typically used for policy learning, the state groups are often
based on similarity of policy-relevant information like Q-values, rewards, or transitions 1 .
Our objective is instead to cleanly display the effects of different decisions made under the
behavior policy. Accordingly, state groupings are performed over decision points only, and
we imitate behavior policy agents’ perception of state similarity by using kernel distance
rather than rewards.

12

3.2.2 Temporal Abstraction
The idea of temporal abstraction is commonly used in hierarchical RL to view sequences of
actions at varying levels of granularity. As an example, if training a robot to bake, one may
be interested in identifying major steps like “stir” and “pour” in addition to specific muscle movements. Hierarchical RL is generally of interest for transfer learning and efficient
planning.
One relevant concept from temporal abstraction is options 21 . An option is a course of
actions defined by a policy, which is followed for a variable number of timesteps, and a
probability of terminating in each state. Most algorithms for temporal abstraction operate
by identifying specific states as subgoals and then defining options that transition to these
subgoals 10 . This highlights the higher-level components of a process rather than the actions
at each discrete time step, which are often arbitrarily binned in real-world environments.
Our goal in temporal abstraction is less to identify high-level processes; and more to ignore actions that follow behavior policy consensus. These actions, which may be indicative
of time binning rather than active decision-making, are not of interest for interpretation
because they cannot be changed in a safe policy. Towards this goal, we again use decision
points to define how actions are abstracted.

13

4

Decision Point Pipeline

The overarching motivation behind decision points is to identify areas of the state space in
which similar patients are treated differently. Our proposed approach involves two main
steps. First, we learn a kernel reflecting the way state features factor into observed agent
decision-making to quantify the similarity between patient states. Second, we use this metric to define a set of sufficiently similar neighbors for each state. We then determine which

14

actions are frequently observed in the neighborhood and which are rarely chosen.

4.1 Kernel Learning Algorithm
Our objective is to obtain a kernel that reflects the similarity of states during behavior policy decision-making. To do so, we optimize a kernel machine via the supervised learning
task of predicting the observed action from each state.
The general form of the kernel is shown in Equation 4.1, where k(x, x′ ) is the estimated
similarity between states, w can be interpreted as an importance weighting over state dimensions, ⊙ represents an element-wise multiplication between vectors, and fθ is a parameterized transformation on the state representation. We discuss the choice of fθ further in
section 4.1.1.

w ⊙ x) − fθ (w
w ⊙ x′ )∥22 )
k(x, x′ ) = exp(−∥fθ (w

(4.1)

As described in section 2.2, we can efficiently perform kernel-machine classification by
projecting to Fourier space. We therefore evaluate the efficacy of a set of transformations
fθ , w by performing multi-class logistic regression to predict actions. We define z(xi ) =
w ⊙ xi )) to be the covariates such that k(x, x′ ) ≈ z(x)⊤ z(x′ ). The targets are ai
RFF(fθ (w
with regression coefficients V . The objective function is the corresponding cross-entropy
loss in Equation 4.2.

min −
V,θ
w ,V

N ∑
∑

I(ai = a)p̂(a|xi )

i=1 a∈A

with p̂(a|x) = softmax(z(x)⊤ V )a
15

(4.2)

We propose a kernel-learning algorithm (1) that uses gradient descent to simultaneously
optimize θ, w , and V . Nguyen et al. 16 showed that the gradient of the cross-entropy loss
can be calculated over w and θ despite the random feature mapping. We also apply a reparameterization trick, optimizing over u = log w to ensure that w is positive.
Algorithm 1: Learning Weighted Gaussian Kernel
Input : Set of state-action tuples {xi , ai }N
i=1 ; state representation function fθ ;
learning rate η, number of epochs M, mini-batch size B.
Output: Learned kernel weights w and parameters θ.
Initialize u ← 0 d , V ← 1 D×|A| , θ;
Generate randomized parameters ω ∈ Rd , b ∈ R according to the RFF algorithm;
for l ← 1 to M do
for j ← 1 to ⌊N/B⌋ do
Select mini-batch of states Xj and actions Aj ;
w ← exp(uu)
w ⊙ x); ω, b) for all x ∈ Xj ;
Project z(x) ← RFF(fθ (w
L ← cross-entropy loss when predicting Aj with features Zj and weights V ;
∂L
V ← V − η ∂V
V;
∂L
u ← u − η ∂uu ;
;
θ ← θ − η ∂L
∂θ
Return w = exp(uu), fθ ;

4.1.1 Choosing a State Representation
The choice of state representation function fθ should be adapted to suit the specific state
space. In its simplest form, used throughout the thesis, one can remove fθ entirely to create a weighted Gaussian kernel. This allows for interpretation of w as a measure of feature
importance in decision-making. In other cases, added flexibility may be desired to model
nonlinear relationships between state features and action predictions. One can train the
parameters of more complex functions, such as neural networks, using the same method.
16

4.2 Identifying Safe Actions and Decision Points
After transforming all states to the learned kernel space, we can determine the set of sufficiently similar neighbors for each state. This allows us to define the set of safe actions,
those that have been observed from neighbors, and decision points (DPs), states with more
than one safe action.
We introduce two hyperparameters: the minimum similarity δ ∈ (0, 1] to be considered a
neighbor, and the minimum number of neighbors n ∈ Z+ that must choose an action. We avoid
double-counting any neighbors from the same trajectory to prevent outsized influence of a single sample. In other words, an action a is considered safe for
state x if there exist at least n states with similarity
of at least δ, belonging to unique trajectories, who

Figure 4.1: Diagram depic ng neighbors with

similarity of at least δ to a state. Filled circles
represent observed states, numbers denote the

took action a. We denote the set of safe actions as

corresponding ac on, and colors denote the

S(x). The process for determining S(x) is depicted

consider ac on 1 safe but not ac on 2.

source trajectory. As an example, for n

= 2 we

in Figure 4.1 and formalized in Algorithm 2.
It is possible for a state to not have any neighbors with similarity over δ. In such a case,
we consider the options of 1) defining any action to be safe (avoiding placing unnecessary
constraints) or 2) choosing the action of the nearest neighbor. Here, we conservatively default to the latter to avoid allowing unreasonable actions.

17

Algorithm 2: Finding Safe Actions
Input : State x∗ ; batch state-action tuples {(xi , ai )}N
i=1 , associated trajectory IDs
N
{pi }i=1 ; neighborhood hyperparameters δ, n.
Output: Set of safe actions S(x∗ ).
S ← ∅;
Initialize hash table P with all actions a ∈ A as keys and P(a) ← ∅;
Initialize hash table H with all actions a ∈ A as keys and H(a) ← 0;
// count number of neighboring states from unique trajectories taking each action
for i ← 1 to N do
Approximate the similarity k(x∗ , xi ) with Δi = z (x∗ )⊤ z (xi );
if (Δi > δ or x∗ = xi ) and pi ∈
/ P(ai ) then
H(ai ) ← H(ai ) + 1;
P(ai ) ← P(ai ) ∪ {pi };
// build safe action set
for a ∈ A do
if H(a) ≥ n then
S ← S ∪ {a};
// if no safe actions were found, allow the action of the nearest state
if S is empty then
j ← argmaxj Δj ;
S ← {aj };
Return S;
4.2.1 Choosing Hyperparameters
The choices of hyperparameters δ and n strongly influence the set of safe actions. When δ
is close to 0, almost all actions will be considered permissible. When δ is close to 1, there are
likely to be many empty neighborhoods and few decision points. Furthermore, due to the
imprecision of RFF in estimating kernel distances, the distance between a state and itself is
not precisely equal to 1. We may therefore unintentionally exclude an observed state from
its own neighborhood. Figure 5.3 empirically analyzes the effects of changing δ.
While the meaning of n is easily interpretable, choosing a neighbor count may be highly
18

subjective. More or less historical precedent for an action may be required depending on
the specific application. The desired n may also depend on the amount of collected data, as
each state has more unique neighbors to reference with more trajectories.

4.3 Summary
The general objective of the DP pipeline is to characterize action ambiguity throughout
the state space. We propose a principled method for doing so and summarize the results in
terms of decision points or safe action sets for downstream applications. Importantly, both
high- and low-ambiguity regions are relevant to policy learning. When multiple actions
are commonly used, we see an opportunity for policy improvement, and are interested in
understanding the difference between their effects. On the other hand, knowing that an
action is never taken allows us to avoid untested deviations from the behavior policy. We
explore the empirical applications of this pipeline to safety and interpretability in the following chapters.

19

5

Application 1: Safe Policy Learning

We propose a new action-constrained policy learning algorithm based on FQI for safe reinforcement learning. Using the concepts in Chapter 3 to determine which actions are safe,
we can enforce policy learning without large deviations from batch behavior. Empirical results from a toy gridworld example and a sepsis simulator demonstrate that our pipeline can
both accurately identify decision points and apply them to safe policy learning.

20

5.1 SafeFQI Algorithm
Intuitively, the idea is that a learned policy should only suggest actions that have been
explored in the batch from similar states. The proposed SafeFQI algorithm (3) approximates the Q-function under such action constraints. The only change in contrast to standard FQI 4 is in the update equation for constructing regression targets. We restrict the
Q-maximizing action to the set of safe actions S(x′ ), such that the value of each state x is
consistent with actions that would be permitted from the next state x′ .
Algorithm 3: Safe Fitted Q Iteration
′ N
Input : Batch dataset D = {(xi , ai , x′i , ri )}N
i=1 ; all sets of safe actions {S(xi )}i=1 ;
regressor gφ , discount factor γ, number of iterations M.
Output: Fitted Q̂ function.
Initialize Q̂0 to be a function equal to zero everywhere on X × A;
for l ← 1 to M do
for i ← 1 to N do
Ii ← (xi , ai );
Oi ← ri + γ maxa∈S(x′i ) Q̂l−1 (x′i , a);
Build the training set T S = {Ii , Oi }N
i=1 ;
Fit the regressor gφ on T S;
Compute Q̂l using gφ ;

Return Q̂M ;
Observe that when δ = 0 and n = 1 in neighborhood construction (Algorithm 2),
SafeFQI tends to recover standard FQI because S(x′ ) will contain all actions taken from any
state in the batch.
It is important to note that SafeFQI does not directly control the actions that will be
taken from x under the evaluation policy; it merely estimates Q-values with safe action constraints taken into account. Hence, we must apply a mask to the Q-values before action
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selection to obtain the optimal deterministic constrained policy πe . That is, the agent is
forced to choose from the set of safe actions. Equation 5.1 formalizes the masked policy.

πe (a|x) =




1,

if a = argmaxa′ ∈S(x) Q̂(x, a′ )



0, otherwise

.

(5.1)

5.1.1 FQI Variants
In experiments, we consider four possible variants on FQI, depending on which algorithm
is used to estimate Q-values and whether a policy mask is applied afterward. FQI serves as a
performance baseline for batch policy learning.
1. FQI: Vanilla FQI with unconstrained action choice
2. FQI-Mask: Vanilla FQI for Q-estimation with constrained safe action choice
3. SafeFQI: SafeFQI (3) for Q-estimation with unconstrained action choice
4. SafeFQI-Mask: SafeFQI (3) for Q-estimation with constrained safe action choice

5.2 Experiment: Gridworld
In this section, we test the efficacy of constrained policy learning on a simple gridworld
environment. This environment was designed to enable collecting batch trajectories with
overly optimistic rewards compared to the rest of the state space. We first confirm the efficacy of the DP pipeline in 1) learning appropriate weights over state dimensions and 2)
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identifying states with high action ambiguity. We then demonstrate that constrained policies are able to avoid overgeneralization issues by staying close to the behavior policy when
collected trajectories do not fully explore the state space.
5.2.1 Gridworld Environment
The continuous 2D gridworld environment is described in Figure 5.1a. The agent receives
+10 reward for reaching the green region, +5 reward for reaching the yellow region, and +1
reward for reaching the blue region, all of which are terminal states. No reward is incurred
for the white region, and a low -10 reward is incurred for the grey “swamp” region. Note
that the relatively high rewards for the green and yellow states encourage over-extrapolation
in FQI.
States are represented by x = (a, b, c) vectors, where the first two dimensions are the horizontal and vertical spatial coordinates and the last is an irrelevant Gaussian noise feature
c ∼ N (0, 3). The extra Gaussian noise is incorporated to test whether the kernel-learning
method can appropriately weight state dimensions by importance.
The only permitted actions are choosing to step down or right, where the step size is randomly drawn as ε ∼ Unif(0, 1). Note that the rewards are defined in terms of discrete areas, but the state and action spaces are continuous. The behavior policy is defined such that
agents will start moving down, have a certain chance of turning right at either of the forks
in the road, and will continue to move right after turning. We formalize πb in Equation 5.2.
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Figure 5.1: (a) Depic on of the 2D con nuous gridworld environment. White areas yield zero reward, grey areas yield

nega ve reward, and colored squares are terminal with posi ve reward. Batch trajectories are collected along the blue
arrows. Each grid square has length 1. (b) Map of decision points iden ﬁed through kernel-learning. As expected, decision points cluster around the two possible turns.

πb (right|a, b) =





0.1







0.3



1







0

if − 0.5 ≤ a ≤ 0.5 and 3.5 ≤ b ≤ 4.5
if − 0.5 ≤ a ≤ 0.5 and 6.5 ≤ b ≤ 7.5

(5.2)

if 0.5 < a
otherwise

Such a policy imitates sub-optimal behavior in which all agents avoid the worst-case negative reward, but are unlikely to obtain the highest positive reward. The episode ends when
the agent reaches the bottom row or any region with positive rewards.
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5.2.2 Methods
The kernel-learning algorithm was repeated 10 times with 300 trajectories sampled as batch
data in each iteration. No state representation function fθ was used. Multiple trials were
conducted to ensure consistency across randomness from the data generation and RFF
initializations. Multi-class AUC was computed using the common ROC AUC metric,
averaged with class weights. For neighborhood construction, hyperparameters δ = 0.9
and n = 5 were used. The FQI algorithms employed ExtraTrees regressors gφ , following
default settings in sklearn 19 , and a discount factor γ = 0.98.
5.2.3 DP Pipeline Results
Table 5.1 shows the optimized state dimension weights w from kernel-learning. We observe
that the algorithm correctly learns a low weight for the irrelevant noise dimension. The
learned weight is slightly higher for the horizontal dimension than the vertical, which may
be attributed to the fact that the behavior policy always steps right when a > 0.5. For
this simple example, the weights are highly consistent over random restarts and accurately
reflect the importance of each feature in predicting the behavior policy.
Additionally, the classification accuracy and AUC are consistently high, as shown in
Table 5.2. This is unsurprising given the simplicity of the environment. Obtaining better
accuracy would not be possible because the policy itself is not deterministic given the state.
After using the kernel-learning results for neighborhood construction, Figure 5.1b
shows the locations of identified decision points in the environment. The plot is shown
from one trial of the DP pipeline but is consistent across random restarts. Again, the pipeline
correctly identifies that the regions of high action ambiguity are the forks in the road.
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Dimension
Mean SD
Horizontal (a) 1.227 0.104
Vertical (b)
1.016 0.035
Noise (c)
0.043 0.016

Metric Mean
Accuracy 0.905
AUC
0.924

SD
0.007
0.002

Table 5.1: Gridworld kernel-learning: op mized state

Table 5.2: Gridworld kernel-learning: performance on

feature weights w , averaged over 10 trials.

ac on classiﬁca on, averaged over 10 trials.

5.2.4 Policy Evaluation Results
We depict the estimated Q-values from the learned policies πe for each of the four FQI variants in Figure 5.2. Note that these images are taken from one trial but are generally representative. As expected, we observe over-extrapolation issues in the FQI and SafeFQI algorithms: these Q-estimates are highly optimistic about state-action tuples that were not
observed in the batch data. Specifically, they tend to overestimate the value of moving right
because this choice always paid off in the batch; they are unable to account for reasons that
agents did not move right in certain situations.

Figure 5.2: Map of the learned policy and Q-values from all four FQI variants, computed over the center of each square

in gridworld. Arrows depict the chosen ac on under the learned policy.
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In contrast, FQI-Mask and SafeFQI-Mask are both able to correctly recognize the optimal actions out of those tested by the batch data. They avoid any actions that would lead to
negative reward and tend to assign more conservative value estimates to unseen states.
We observe that the strict policy mask appears to have much greater effect than using
SafeFQI to estimate Q-values. SafeFQI is slightly less optimistic than FQI but still faces
over-extrapolation issues. Similarly, SafeFQI-Mask is slightly less optimistic than FQI-Mask
for unseen states, but the mask is sufficient to yield an optimal policy. A possible explanation is that SafeFQI helps take into account what safe actions are permitted from potential
next states and would likely be more helpful in more complex environments where an agent
encounters multiple DPs in succession.
We acknowledge that all of the algorithms overestimate the total Q-value. This may be
caused by applying FQI, which assumes an infinite horizon 4 , to relatively short trajectories.

5.3 Experiment: Sepsis
We also test the combined DP and SafeFQI pipeline on the more complicated sepsis simulator environment. In addition to mimicking a healthcare setting, we design a suboptimal
behavior policy to confirm that SafeFQI does not merely copy but instead improves upon
observed behavior.
Indeed, SafeFQI greatly outperforms vanilla FQI when collected trajectories do not fully
explore the state space, and also outperforms suboptimal behavior policies. This suggests
that our approach is able to learn a “best of experts” policy that identifies the optimal safe
action.
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5.3.1 Sepsis Simulator
The sepsis simulator 17 contains a total of 1,440 discrete states, each comprising four vital
sign features: heart rate, blood pressure, oxygen concentration, and glucose level. Actions
are 8 discrete bins across three binary treatments: antibiotics, vasopressors, and mechanical
ventilation. The observed reward is +1 for a discharged patient, -1 for death, and 0 otherwise.
Two different behavior policies are considered. The first is the deterministic optimal policy from the simulator, which is intended to produce over-optimism in FQI due to lack of
testing for poor choices. The second is a suboptimal “mixture of experts” policy. We design
two agents who each take the optimal action on half of the states and take incorrect actions
on the other half. The states are randomly split without overlap. Trajectories are collected
from both agents such that the batch data contains data about both the optimal action and
worse actions for each state. The objective of designing such a policy is to confirm whether
the SafeFQI algorithm can determine which of multiple safe actions is best.
5.3.2 Methods
For both behavior policies, the kernel-learning algorithm was repeated over 10 trials with
1000 new trajectories sampled from the sepsis simulator in each iteration. No state representation function fθ was used. Multiple trials were run to ensure consistency across random data generation and RFF initializations. These trials were used to generate results
about the accuracy and consistency of kernel-learning. Multi-class AUC is computed using the common ROC AUC metric, averaged with class weights.
To test the entire DP pipeline and FQI algorithms, 10,000 total pre-collected trajecto28

ries were sampled for each behavior policy. We aimed to investigate the effect of different
hyperparameter choices in the neighborhood construction process. A range of parameters δ ∈ (0, 1] were considered while holding n = 1 constant. For each hyperparameter
value, 20 trials were run with each taking 1,000 bootstrapped samples from the original
set. The FQI algorithms employed ExtraTrees regressors gφ , following default settings in
sklearn 19 , and a discount factor γ

= 0.98.

We evaluate the true quality of each policy by feeding it into the simulator. The simulator begins from randomly-sampled initial states to generate unique trajectories whose
cumulative rewards are averaged.
5.3.3 DP Pipeline Results
We display the optimized weights w and action classification metrics from kernel-learning
with a deterministic optimal behavior policy in Tables 5.3 and 5.4, respectively. The learned
weights are somewhat consistent in terms of relative size but difficult to interpret without
domain knowledge. Unlike in the simple gridworld example, correlation between features
may lead to greater variance in weights for more complex environments.
The accuracy of the action classifier is very high, which is promising but unsurprising
because 1) the state space is discrete and 2) the policy is deterministic. This means that each
state’s neighbors are guaranteed to have similar actions to its own. Nevertheless, we observe
that a more complex representation fθ is not necessary for good prediction performance
when using a kernel machine. In general, the high consistency of both the weights and classification help validate our methodology.
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Dimension Mean SD
1
1.246 0.084
2
1.241 0.034
3
0.952 0.095
4
1.062 0.042
5
1.230 0.125
6
1.120 0.109
7
1.309 0.066

Metric Mean
Accuracy 0.977
AUC
0.963

SD
0.003
0.005

Table 5.3: Sepsis kernel-learning with op mal be-

Table 5.4: Sepsis kernel-learning with op mal be-

havior policy: op mized state feature weights w ,

havior policy: performance on ac on classiﬁca on,

averaged over 10 trials.

averaged over 10 trials.

5.3.4 Policy Evaluation Results
Figure 5.3 shows the performance of policies from all four FQI variants across a range of δ,
for both the optimal behavior policy (a) and suboptimal behavior policy (b). Recall that as
δ increases, the safety restraint becomes more conservative, such that states must be more
similar to be considered neighbors. When δ is close to 0, we effectively have no action constraints and recover vanilla FQI.

Figure 5.3: Average performance on the sepsis simulator of learned policies from all four FQI variants, over varying

values of the hyperparameter δ. Batch trajectories are collected with an op mal behavior policy (a) and a subop mal
behavior policy (b).
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When the behavior policy is optimal, we observe that FQI-Mask and SafeFQI-Mask significant outperform FQI and SafeFQI for almost all values of δ, just as in the gridworld example. We also observe again that there is little difference between FQI-Mask and SafeFQIMask, suggesting that the mask is a sufficient safety guarantee. While FQI and SafeFQI
both perform quite poorly, SafeFQI seems to be slightly better. It is likely that FQI and
SafeFQI still suffer heavily from extrapolation error because the behavior policy shows no
information about suboptimal actions, although SafeFQI has some “foresight” into the
permitted actions from future states. The two masked policies come close to the performance of the optimal policy but cannot match it precisely.
When the behavior policy is suboptimal, our learned policy exceeds the behavior policy itself quite consistently. This suggests that when experts err in different ways, FQI or
SafeFQI is still capable of identifying the best of experts and thus improving upon behavior
performance. Vanilla FQI also performs slightly better in this case, perhaps benefiting from
the higher state-action coverage.
The question remains whether using SafeFQI adds marginal benefit to applying an action mask. One possible explanation is that multiple actions are permitted from a state in
the mask only if those actions are also tested in the data. Thus, FQI would have sufficient
data to learn the relative ranking within these observed actions, and would produce the
same policy results as SafeFQI after a mask is applied. This may explain why SafeFQI only
appears to add benefit when no mask has been included.
These results also provide evidence that δ can regulate the balance between learning and
safety. As expected, we observe that setting δ to 0 recovers the same results as FQI for each
of FQI-Mask, SafeFQI, and SafeFQI-Mask. Setting δ = 1 is effectively the same as copy-
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ing the behavior policy; indeed, we can see that the performance tends to near that of the
behavior policy when δ = 1 for both policies. The behavior policy will never be exactly
matched, however, due to error in the RFF projection.
An interesting observation is that the masked policy performance peaks around δ = 0.9
in Figure 5.3b and then drops. This may be due to convergence to behavior performance.
Another explanation is that when the constraints are moderate, the policy will not deviate dramatically from the behavior policy, but many states have a few choices of actions to
take. When the constraint is overly strict, however, the learned policy may be constrained
to certain suboptimal choices.

5.4 Discussion
Using the gridworld example and sepsis simulator, we demonstrate the efficacy of the DP
Pipeline and SafeFQI algorithm. We show that kernel-learning can produce consistent estimates of feature importance and predict actions accurately in simple environments. For
decision point identification, we are able to locate states with high action ambiguity, and
confirm that the hyperparameter δ moderates the balance between policy improvement and
imitation.
Most interestingly, we utilize the DP pipeline for effective action-constrained policy
learning. The SafeFQI-Mask algorithm greatly outperforms vanilla FQI by prevent overextrapolation issues when the batch trajectories do not fully explore the state space. We
additionally outperform behavior policies by learning the “best of experts” choices. Actionconstrained policy learning therefore does not only copy observed behavior but can also
be used for policy improvement. These traits are especially valuable for high-risk environ32

ments like healthcare, where batch data is typically collected by experts and deviations in
policy can be costly.
Our proposed framework performs well on these relatively simple samples, which are
convenient for direct policy evaluation. We believe that the idea of using decision points for
safe policy learning is promising but can be tuned in many ways. In particular, the effect
of hyperparameter n should be further studied, and all hyperparameters or settings must
be adjusted to fit new datasets. Theoretical examinations of the kernel-learning and neighborhood approaches may be helpful for rigorously confirming their stability. Finally, we
have thus far only used FQI as a performance baseline, but it is worth comparing SafeFQI
against similar action-constraint methods like CGRL.
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6

Application 2: Interpretability

We conceive of the decision-making process for experts collecting batch data as follows.
In regions with low ambiguity (non-decision points), experts tend to follow a deterministic consensus policy. If they enter a region of high ambiguity, a.k.a. a state where there
is no consensus on the best action, they must actively decide by choosing one of multiple
options. One can imagine the MDP environment as a map, where decision regions are in-
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tersections with multiple roads out. Once the agent leaves a decision region following a
specific path, it tends not to stray until reaching another intersection.
In policy learning and interpretation, we are most interested in decision regions because
they suggest the potential to improve performance. Thus, the main questions at hand are:
1. Where are the regions of high action ambiguity within the state space?
2. For each of these regions, how do different actions change the expected outcome?
We propose to summarize complex MDPs by performing state and temporal abstraction with decision clusters, or clusters of decision points, as states. Identifying decision
clusters enables us to characterize the types of states that lack a policy consensus. Furthermore, displaying the dynamics between decision clusters and outcomes provides a route
to human-in-the-loop policy learning. The transitions to and actions from non-DP states
are ignored. By assuming that the policy consensus followed outside of decision regions is
static, the notion of safety is baked into the environment.
In this chapter, we formalize an algorithm for MDP compression. We then implement
the DP pipeline and MDP compression for the MIMIC hypotension dataset, demonstrating that these methods can produce interpretable summaries of a complex, high-dimensional
environment. We ultimately plan to use these results to obtain physician validation of the
compression method and perform policy optimization.

6.1 MDP Compression Algorithm
We formalize the MDP compression process as follows. We aim to convert each patient
trajectory of the form {(x, a, x′ )} into a new trajectory {(x̄, ā, x̄′ )}, where all x̄, x̄′ ∈ C
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are decision clusters and ā ∈ Ā are summarized actions. A set of decision cluster labels
C = [1, K] and action summary function h (from multiple elements of A to Ā) must first
be defined.
The process for compressing a single trajectory is summarized by Figure 6.1 and elucidated in Algorithm 4. At a high level, we append a new cluster x̄t each time a transition is
observed from a different cluster or non-DP state. This method of condensing contiguous
DPs in the same cluster and ignoring non-DPs is based on the idea that a “decision” is a
series of actions taken in one decision region that causes movement to another decision region. We therefore use h(·) to summarize the actions that take place while the patient state
remains in the same cluster. For a healthcare dataset, in the final tuple of a trajectory, we
include a transition to the mortality state of the patient to help track their outcome.

Figure 6.1: Diagram depic ng the compression process from a trajectory in the original state space to decision clusters.

Squares represent states, with white deno ng non-DPs and colors deno ng DPs in the same cluster. The mortality
outcome is captured in one of two states: A (alive) or D (dead).

The compressed trajectories can be interpreted as characterizing an MDP with K + 2
discrete states (all decision clusters and the two mortality states) and |Ā| actions. It is then
possible to estimate a behavior policy π̄b and transition function T̄(x̄′ |x̄, ā) from the new
dataset, as formalized in Equations 6.1 and 6.2. Following standard state abstraction protocol 15 , the behavior policy is estimated as the proportion of times an action was taken from
a given cluster, and the transition function is estimated as the proportion of times a given
cluster-action pair led to another cluster.
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Algorithm 4: MDP Trajectory Compression
Input : Trajectory actions {ai }Li=1 , corresponding cluster labels {ci }Li=1 (with ci = 0
for non-DPs); mortality state Im ; and action summary function h.
Output: Lists of abstracted states and actions {x̄j }, {āj }.
Initialize X̄ ← [], Ā ← [], c0 ← 0, A ← [] ;
for l ← 1 to L do
if cl > 0 then
A.append(al ) ;
// entering new decision cluster
if cl ̸= c0 then
X̄.append(cl );
// ending a previous decision cluster
if l = L or cl+1 ̸= cl then
Ā.append(h(A)) ;
A ← [];
X̄.append(Im );
Return X̄, Ā;

∑
i

π̄b (ā∗ |x̄∗ ) =
∑
′∗

∗

∗

T̄(x̄ |x̄ , ā ) =

i

I(x̄i = x̄∗ , āi = ā∗ )
∑
∗
i I(x̄i = x̄ )

I(x̄i = x̄∗ , āi = ā∗ , x̄′ = x̄′∗ )
∑
∗
∗
i I(x̄i = x̄ , āi = ā )

(6.1)

(6.2)

This process can be thought of as simultaneous state and temporal abstraction. We perform state abstraction to map decision points into high-uncertainty clusters, then temporal
abstraction to condense all actions that do not cause transitions out of decision regions. In
this way, we reduce both the size of the state space and the length of trajectories.
We acknowledge that, unlike standard state abstraction (3.2), this process does not guarantee the preservation of information relevant to policy learning. The above algorithm also
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does not account for rewards. We choose to sacrifice granularity in favor of simplicity, facilitating expert contributions to high-level policy adjustment. If employing the summary
MDP for quantitative policy learning in future experiments, the complexity of the action
summarization and temporal groupings may need to be adjusted.

6.2 MIMIC Dataset
We consider the task of applying reinforcement learning to the publicly available MIMICIII dataset 9 for treating hypotensive ICU patients. Patients are considered hypotensive if
their systolic blood pressure drops (SBP) below 90 mmHg. The MIMIC dataset contains
records for 15,653 unique ICU stays.
Preprocessing was performed and is described in greater detail by Gottesman et al 7 . Trajectories discretized into hourly bins, starting at t = 1 hour into ICU admission, and truncating either at discharge or at t = 72 hours (as patients staying beyond 72 hours tend to be
abnormal cases).
The state space consists of 111 clinical features including patient measurements, vital
signs, and records of past treatment actions. These dimensions contain some redundancy
with indicators and quantitative measures for the same variables.
For actions, patients can be given varying amounts of either fluids or vasopressors. The
quantity of fluids is binned into 5 categories and vasopressors into 4 categories to obtain
a total of 20 discrete actions. It is important to note that actions are highly unbalanced in
this dataset, with around 80% of states having no treatment at all. As discussed later, this
presents challenges for kernel machine-based action prediction.
Information about patient mortality is also provided. For the purposes of analyzing
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treatment impact on outcome, we define a patient’s mortality to be true if they died in the
hospital within 30 days of ICU admission.

6.3 Methods
When using real medical data, methods in the DP pipeline and state abstraction algorithm
must be fine-tuned to match the application. Note that we do not aim to exhaustively compare all possible techniques for classification, clustering, and other components. Instead,
we use simple methods to demonstrate the ability of our framework to produce interpretable summaries of the data, towards the goal of clinical validation by physicians. The
main steps taken to apply this framework to MIMIC are summarized below:
1. Screen state features to select dimensions most relevant to action prediction
2. Perform kernel learning, experimenting with different state representations fθ and
feature sets
3. Identify decision points using the pipeline in Chapter 4
4. Perform kernel k-means clustering on the above decision points
5. Manually merge clusters with similar clinical characteristics
6. Perform visualization of cluster characteristics and transitions between clusters
6.3.1 Dataset Split
Because we lack access to a simulator for MIMIC, the efficacy of methods must be tested on
the batch data. We therefore split the trajectories in the original dataset 75-25 into train and
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test sets. This yields 555,196 transition tuples in the train set and 185,671 in the test set.
Currently, the test set is only used for validating results from action prediction during
kernel-learning. MDP compression is performed on the train set. For future use in policy
learning and OPE, additional test data would be needed.
6.3.2 Kernel Learning Setup
Due to the large size of the MIMIC state space, we select for states that are most relevant
to action prediction. The objective is to increase the efficiency of kernel-learning and avoid
redundancy between different features. This is implemented by building a random forest
predictor from states to actions, with class weights to help handle the action imbalance.
Specifically, we utilize a RandomForestClassifier from sklearn 19 with 100 estimators,
depth 3, and balanced class weights. Two different original feature sets are considered: with
all 111 dimensions, or with all indicator features removed, resulting in only 41 dimensions.
For each of the original feature sets, we obtain the top 20 features ranked by random forest
feature importance.
We additionally experiment with adding a neural network for state representation fθ due
to the relative complexity of the MIMIC environment. The test neural network contains
two linear layers of dimensions 32 and 16, respectively, with tanh activation layers. For all
four combinations of feature sets and choices of fθ , we evaluate the classification accuracy
and multi-class AUC from kernel-based prediction over 5 trials.
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6.3.3 Clustering Decision Points
Decision point clustering is performed via kernel k-means. As described in Section 2.2, we
employ the RFF transformation to project all DP states to latent kernel space. Standard
k-means can then be applied to obtain clusters.
Due to the size of the dataset and inherent randomness in clustering, we perform kmeans 5 times with 20,000 sampled DP states over different values of K, measuring the
average reconstruction error and silhouette score.
We also apply t-SNE, a common visualization method, to subjectively identify structure in the decision points. After obtaining cluster assignments, samples of 200 points
from each cluster are combined. We then project to 2D space while approximately maintaining the pairwise distance between points using t-SNE. The perplexity parameter was
hand-tuned by degree of clumping to 120, which is close to the number of close neighbors
expected for each state according to the sampling methodology. Note that plots are shown
following a single iteration of t-SNE, but the random sampling was repeated multiple times
to confirm that the same structures persist.
The clusters’ locations in t-SNE space and feature distributions were used to perform
manual merging of similar groups. Additional detail can be found in A.1.
6.3.4 MDP Specification
Following the framework described in Section 6.1, the compressed MDP contains K decision clusters as states, along with the two mortality outcomes. Because the quantities of
fluids and vasopressors given over multiple timesteps do not have a simple additive effect,
we summarize the actions according to whether each type of treatment was given at all.
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The summarized actions ā ∈ [0, 3] are defined as:
• 0: None. No treatments were given at any point.
• 1: Fluids only. All actions were “no action” or purely fluids.
• 2: Vasopressors only. All actions were “no action” or purely vasopressors.
• 3: Fluids and vasopressors. Both fluids and vasopressors were given at some point,
but not necessarily simultaneously.
Aggregating actions in this manner accounts for multiple treatments given within the
same compressed state; however, it cannot capture the differential effects of treatment
quantities or of repeated doses. Given clinical feedback on what categories of actions are
most relevant, the summary function h could be made more granular.

6.4 Results: Decision Point Pipeline
6.4.1 Kernel Learning for Action Prediction
In Table 6.1, we compare the selected feature subsets from random forest importance
against the subjective importance rated by physicians 7 . For each feature, the table lists the
name, the physicians’ weight of its importance for assigning treatments, and whether it was
included in each of the top-20 feature lists.
We observe that both feature sets align reasonably well with the features that physicians
consider important. The overlap is especially clear for dimensions with higher weights, including the measures of previous actions taken. At first glance, the set without indicators
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Feature name
Physician score
GCS
15
FiO2
15
FiO2 ever taken*
15
MAP
15
Total fluids so far
15
Total vasos so far
15
Total fluids in last 8 hours
15
Total vasos in last 8 hours
15
Urine output
15
Lactate
10
Lactate ever taken*
10
GCS since last action*
5
ALT
5
ALT ever taken*
5
AST
5
AST ever taken*
5
Diastolic BP
5
Systolic BP
5
Urine output since last action*
5
Creatinine
3
Creatinine ever taken*
3
PO2
3
PO2 ever taken*
3

With indics No indics
✓
✓
✓
N/A
✓
✓
✓
✓
✓
✓
✓
✓
✓
✓
✓
✓
✓
N/A
N/A
N/A
✓
N/A
✓
✓

N/A
✓
N/A
✓

Table 6.1: Comparison of subjec ve feature importance according to physicians against the top 20 features selected by

random forest classiﬁca on, star ng from feature sets with and without indicators. Checkmarks denote that a feature
was selected by a given method, and asterisks denote indicator variables.
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appears to match best with the physician-designated features. This may be due to higher
collinearity amongst the redundant features in the set with indicators, or the fact that this
set starts with many fewer options (41 rather than 111). Although random forest feature
importances may not be the optimal method for handling correlated features, the consistency between our chosen features and physicians’ rankings help support this method of
pre-screening state dimensions.
In Table 6.2, we compare accuracy and ROC AUC metrics for action prediction using
a kernel machine. Kernel-learning was performed both without fθ , as was sufficient for the
toy examples in Chapter 5, and with a neural network to learn a more complex state representation.
Features
With indics

fθ
None

With indics

NN

No indics

None

No indics

NN

Train Accuracy Train AUC
0.684
0.820
(0.005)
(0.002)
0.676
0.818
(0.007)
(0.003)
0.670
0.813
(0.006)
(0.002)
0.670
0.812
(0.007)
(0.003)

Test Accuracy Test AUC
0.675
0.815
(0.006)
(0.003)
0.671
0.820
(0.008)
(0.003)
0.652
0.803
(0.006)
(0.002)
0.660
0.807
(0.007)
(0.003)

Table 6.2: Classiﬁca on performance of the kernel-based ac on predictor for MIMIC with diﬀerent feature sets and

state representa ons fθ . We display the mean of each metric over 5 trials with the standard devia on in parentheses.

The table shows that all of the settings perform quite similarly. This may be due to a
fundamental limitation in prediction via kernel machine: because most states take no action, the highest achievable performance is capped by the homogeneity of states’ neighbors.
There appears to be little benefit to including a neural network state representation, even
in the train set, although the architecture may simply lack the necessary complexity. We do
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not find obvious issues with overfitting, which is unsurprising given the size of the dataset.
Because we optimize a class-weighted loss to account for label imbalance, the accuracy
is below 80%, the proportion of no-action states. Our objective is not to obtain the highest possible classification accuracy but to learn a kernel that is capable of differentiating
between different action bins.
We observe separately that when fθ is not included, the dimensional weights w are quite
variable, possibly due to high predictor correlation. Still, the classification performance is
highly consistent.
For future experiments, we use the feature set with indicators and no state representation
function. This set yields the highest performance in all categories except the test AUC.
6.4.2 Decision Point Hyperparameters
For the DP pipeline, we select hyperparameters δ = 0.95 and n = 10 for the minimum
neighbor similarity and number of neighbors, respectively. The choice of δ is based on
previous experiments from sepsis and by examining the distribution of kernel distances
in MIMIC. It is desirable from a safety standpoint to choose a value of δ close to 1; however, as discussed in Section 5.3, we must leave a margin of error for imprecision in RFF
estimates.
We obtain approximately 52.7% decision points out of the original training set with
these hyperparameters. To be more conservative on the safety side, a higher n could be chosen because the number of observed states is large. In practice, physicians’ opinions of what
constitutes a trustworthy number of experiments will likely influence this number.
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6.4.3 Clustering Decision Points
Figure 6.2 shows the influence of the number of clusters K on the average reconstruction
error and silhouette score. Recall that lower reconstruction error is preferred, but high silhouette score close to 1 indicates good separation of clusters.

Figure 6.2: Average reconstruc on error (le ) and silhoue e score (right) when varying the number of clusters K for

kernel k-means over decision points. Error bars indicate the standard devia on over 5 trials.

These plots do not suggest any obvious best choice of K. In the reconstruction error
plot, the marginal improvement with additional clusters appears to slow around K = 20,
but there is no clear elbow. Furthermore, the silhouette scores are generally low and do not
strongly support the existence of discrete clusters, although low numbers of clusters (<20)
may be preferable.
Beginning with K = 20, we choose to merge certain sets of similar clusters for further visualizations. The merging process is described in detail in Appendex A.1. Figure 6.3 shows
the t-SNE plot of the 17 resulting clusters after merging, which appears to corroborate
the groups found as most clusters are tight, discrete structures in latent space. Clusters are
numbered in order of descending SBP, the determining feature of hypotension.
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Figure 6.3: t-SNE projec on of decision points into 2D space, color-coded by merged cluster.

6.5 Results: Clinical Visualization
In this section, we present visualizations based on the compressed MDP to exemplify the
information that can be shared with experts. We aim to validate the clustering pipeline
based on physician feedback to produce clinically-relevant insights, ultimately working
toward human-in-the-loop policy improvement.
6.5.1 Decision Cluster Characterization
Grouping decision points in clusters enables us to characterize the clinically-relevant features of each region. As an example, Figure 6.4 shows the distributions of each of the nonindicator selected state features for the 17 merged clusters. For certain features, like FiO2
and previous-action measures, we can see marked differences between the distributions of
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different clusters. In others, like CO2 and bicarbonate, the distinction is less obvious.
Understanding the significance of these plots is difficult without context; however, we
can now summarize potential categories of decision points for domain experts. We find it
highly promising that high-dimensional MIMIC data can be condensed into such a small
number of clusters, and have solicited physician feedback to verify whether these clusters
are clinically significant.
6.5.2 Visualizing Transitions
Ultimately, we aim to understand not only what conditions cause action ambiguity, but
also how each choice influences patient outcome. We therefore investigate the transitions
from the compressed MDP between decision clusters and future mortality states.
Figure 6.5 shows the transition probabilities between all compressed states. Subjectively,
we observe that a few transitions stand out as high-probability, suggesting that the result of
certain actions is close to deterministic. Comparing between transition matrices as a whole,
the similarity is highest between “no action” and “fluids only,” whereas “both fluids and
vaso” appears quite different from the others. This is expected because combining fluids
and vasopressors is the most aggressive treatment strategy. We can thus communicate how
taking different actions affects the likelihood of the patient’s state changing in certain ways.
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Figure 6.4: Box plots showing the distribu on of all con nuous state features for each decision cluster. The horizontal

line denotes the mean of each feature. Clusters are numbered in order of descending SBP.
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Figure 6.5: Transi on matrices showing the probability of moving between each pair of decision clusters, given a speciﬁc

summarized ac on.
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Figure 6.6 illustrates another method of visualizing these transition networks by overlaying movement from clusters over their positions in t-SNE space. For each cluster x̄ and
action ā, we draw an edge to the most common next cluster x̄′ , as well as edges to the mortality states. The width of clusters is proportional to the transitional probabilities. No transitions are included if the action is taken infrequently (< 3% of the time) from a given state.
An interesting observation from the t-SNE overlay is that the most common transition
tends to be to nearby states, especially with lower degrees of treatment. For instance, the
transition probabilities from clusters 1 and 17 to 5 or between 3 and 15 are noticeably significant. This to some extent validates our clustering approach because patients seem likely
to move between clusters we deem similar when there is little treatment intervention.
We can also use these figures to compare the effect of specific actions on outcomes. For
instance, a patient in cluster 16 is highly likely to transition to cluster 4 when no treatment
is given, but with both fluids and vasopressors, they instead move to cluster 14.
As a caveat, it is unclear if the relationships presented between actions and transition
probability are causal or correlative. For example, it could be the case that the “fluids and
vaso” treatment is a proxy for how serious physicians consider a patient’s state to be. Additionally, because the chosen state features include measures of previous actions, taking a
certain action may directly control the state and thus the resulting decision cluster.
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Figure 6.6: Graph displaying the most common transi on out of each decision cluster, and transi ons to the mortality

states, for each ac on. Edges are only drawn for a cluster if it takes the ac on with over 3% frequency in the batch.
Arrow colors denote the cluster of origin and their widths are propor onal to the transi on probability.
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6.6 Discussion
In this chapter, we developed a framework for summarizing an MDP environment in terms
of decision points and applied our algorithm to the MIMIC dataset. We demonstrate that
even in the complex, high-dimensional state space of MIMIC, we can identify a small number of discrete decision clusters. This presents a new way to identify and characterize regions of the state space that have high action ambiguity. With a greatly reduced MDP, we
can easily compare the dynamics between decision clusters and the effects of treatments.
These visualizations are produced with the goal of expert interpretation and tuning.
Measuring the objective quality of visualizations is difficult without domain knowledge,
and we are in the process of incorporating feedback from physicians into the pipeline.
We acknowledge that each component of the pipeline can be improved or fine-tuned:
the method of state feature selection, the choice of DP hyperparameters, or clustering
techniques. While we provide a general framework for summarizing MDPs with decision
points, the specific methodology should be optimized for each application or dataset.
Thus far, we have demonstrated the potential of MDP compression for visualizing transition dynamics. A major direction for future research is to instead use the summary MDP
for policy learning. After assigning rewards to transitions, one can learn a policy in a small,
tabular state space with high efficiency via dynamic programming. Learned policies would
also be inherently safe because no suggestions can be made in states with action consensus.
By presenting brief, general policies alongside estimates of action impact, this framework
has high potential for human-in-the-loop policy learning and justification.
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7

Conclusion

In this thesis, we develop a principled framework for identifying and applying decision
points to safe and interpretable batch reinforcement learning. We empirically test each
component of this framework using a toy gridworld example, a sepsis simulator, and real
hypotension data from MIMIC.
Overall, the results demonstrate that decision points are a useful concept for simple and
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robust reinforcement learning. The specific methodologies we propose for each step, based
on standard machine learning techniques, are successful for a range of environments. We
verify the following:
1. Decision point pipeline: kernel-learning can be used to accurately emulate the similarity of states as is relevant to the behavior policy, and as a result, identify conditions
under which behavior agents tend to disagree.
2. Action-constrained policy learning: using neighbors’ observed actions to restrict the
learned policy allows for more safe, stable policy improvement.
3. MDP compression: the dynamics of complex real-world environments like MIMIC
can be summarized via decision clusters for easier human interpretation.
Two major areas for future work include 1) tuning separate components of the proposed
framework and 2) obtaining clinical validation for visualization results from MIMIC.
Regarding the first goal, we have thus far utilized basic existing techniques for each highlevel step in the framework. There is much room for exploration into alternative methods,
especially in the classification-based kernel-learning pipeline and the MDP compression
algorithm, or into the effects of hyperparameters like δ and n. Theoretical studies on the
stability and error bounds of these methods may be useful for generalizing this framework
to new datasets.
Regarding the second goal, we are currently in the process of incorporating physician
feedback into the MDP summarization method. We ultimately hope to extend the compressed MDP representation to include rewards and perform safe human-in-the-loop policy learning.
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A

Additional Figures

A.1

Merging MIMIC Decision Clusters

We perform manual merging on clusters from the kernel k-means algorithm to produce
cleaner visualizations for physicians. We judge the clinical similarity of clusters based on
their closeness in t-SNE space and state feature distributions. Figure A.1 shows the t-SNE
projection of all decision points, color coded by kernel k-means cluster with K = 20 over
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the MIMIC DPs. The clusters are numbered in order of decreasing systolic blood pressure
(SBP).

Figure A.1: t-SNE projec on of decision points into 2D space, color-coded by k-means cluster.

Figure A.2 shows the distributions of decision-relevant state features across these original
clusters. Out of the clusters that are close to each other in t-SNE space, we observe that
cluster pairs (5, 8) and (14, 16) have similar feature distributions and can be merged. We
additionally remove cluster 18 as its points appear spurious and may not be informative for
interpretation.
Figures A.3 and A.4 show the distributions of the number of decision points in each
cluster, before and after merging, respectively.
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Figure A.2: Box plots showing the distribu on of all con nuous state features for each decision cluster, prior to merging.

The horizontal line denotes the mean of each feature. Clusters are numbered in order of descending SBP.
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Figure A.3: Histogram of unmerged cluster sizes, ordered by descending SBP.

Figure A.4: Histogram of merged cluster sizes, ordered by descending SBP.
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