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Abstract 

In this project, I implemented a suite of software tools to demonstrate the 

feasibility of a speech audio processing application, i.e. automatic classification of 

conversational speech situations. First, I re-implemented a classical pitch tracking 

algorithm for speech processing - the RAPT algorithm (A Robust Algorithm for 

Pitch Tracking, Talkin 1995). Next, I collected and analyzed a novel corpus of 

podcast speech audio samples. Finally, I created an application-specific 

classification algorithm and evaluated its performance.  
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Chapter 1 Introduction 

Voice user interfaces have proliferated in personal electronic devices, in 

part because the cost to include voice assistant technology has dropped below $15 

(Forbes 2018). Although users mostly use voice assistants in a one-way 

communication setting, e.g. asking for information, setting alarms, and shopping, 

conventional speech processing technologies have been challenged to operate and 

to understand more complex and realistic speech situations that often include two-

way conversations. In this software thesis project, I designed and implemented an 

exploratory framework to provide an appropriate set of software tools for analysis 

and evaluation of speech processing methods in realistic conversational settings. 

In the real world, we encounter voice interactions in a wide variety of 

speech situations and speaking styles. Our brains can quickly decipher the 

contextual setting, or speech situation, to allow us to achieve contextual speech 

comprehension. One example of this rapid triage of speech situations is our ability 

to spot and selectively tune out commercials on the radio. Another example is our 

ability to determine that a speaker is delivering a prepared speech quickly, either 

by reading or from memory, as opposed to a more naturalistic conversation with 

another speaker. In fact, researchers have observed speech modulations that are 

normative to social contexts (McAllister 1994), which we consider here as speech 

situations.  

From these observations, I posited that pitch variations, and more 

generally, speech prosody can be used by machines to classify the speech 
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situation and communication intention of the speaker automatically, e.g. 

delivering a message and/or seeking understanding and engagement. More 

precisely, I set out to demonstrate a suite of tools that can be used to explore and 

to classify unscripted and spontaneous conversation with another person 

(dialogue) from prepared and read speech (monologue). 

 For this project, I reimplemented a classic real-time pitch estimation 

algorithm in a new programming language and analyzed the resulting speech 

features to provide a proof-of-concept system for classification of speech 

situations. Also, I created a speech corpus for evaluating the speech situation 

classification system and implemented a set of statistical evaluation tools for 

examining the system performance. 
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Chapter 2 Prior Work 

2.1 Pitch Estimation 

When we describe pitch in human speech, we in fact refer to an aggregate 

attribute that is subjectively perceived by listeners.  This attribute can be observed 

as predominantly a neurophysiologic response to the periodic nature of the sound 

(Licklider 1951), although an aperiodic sound also can evoke a perception of 

pitch (Yost 2009).  Automatic pitch estimation by a computer via microphone 

digitized audio data, on the other hand, has been devised as a measurement of the 

periodicity in the sound of human voice. To be more precise, an estimation of the 

fundamental frequency (F0), or the mathematical inverse of the duration in time 

(period), has been used as an objective and quantitative measure of pitch. 

Despite the simpler definition of fundamental frequency, automatic 

measurement of pitch remains difficult. This challenge is in part due to the 

complex mechanical vibration of the vocal folds, or glottis, that produces voice in 

the first place (Zhang 2016), and the vocal tract that filters the source waveform 

before it reaches the microphone with which we record the audio signal, not to 

mention the nonlinear dynamic response of the microphone itself. These factors 

combine to make the estimation of speech F0 rather difficult, and require model 

simplifications that ignore aperiodic qualities of the speech waveforms. 

Consequently, there have been sustained interests and activities in the 

development and improvement of F0 estimation algorithms for well over 40 

years. A large number of pitch estimation algorithms have been published and 
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many comparative studies have followed to evaluate their performances (Talkin 

1995, Roark 2006, Jang 2007). For example, the author of the “gold standard” 

RAPT algorithm, which was published in 1995, recently published and applied 

for a patent in a new algorithm called REAPER (Talkin 2015). 

2.2 Studies in Speech Prosody and Discourse Analysis 

The study of speech prosody has included the study of the melody and 

rhythm of speech and how these features contribute to meaning (Mannel 2008). 

Speech prosody has been studied from numerous perspectives across linguistic 

disciplines, including phonetics, discourse analysis, and inference of speaker 

intent (Hellbernd 2016).  

As computers have been adapted as tools of experimental observations, 

prosody has been quantified by objective measures such as pitch (F0), loudness 

(intensity), and rhythm (phoneme and syllable duration). By joining together point 

estimates of F0 in a time-domain pattern (pitch contour), researchers have been 

able to quantify what is otherwise subjectively perceived as the melody of speech 

(Gibbon 2017). In addition, sudden changes in F0 have been found to cue the 

perception of phonetic stops, which are critical for determination of word 

boundaries, speaking rate, and rhythm (Mitterer 2016). 

Previous work in word duration analysis has found that words spoken in 

monologues are reliably longer than words spoken in dialogues (McAllister 

1994). This study extended a collaborative view of conversation as an interactive 

social activity among two or more individuals (Heylen 2005). The individuals 
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took turns to speak with or without visual or linguistic feedback from the listener, 

and they were observed to have shortened word durations on the second and 

subsequent mentions of a word or concept when they spoke in a dialogue situation 

but did not in monologue situations. This shortened phonation resulted in an 

overall increase in speaking rate in the dialogue context. However, as with many 

linguistic studies, the laborious manual labor of labeling and interpreting 

linguistic content severely limited the statistical power of the study. Here, only 

four monologues and four dialogue trials were recorded from each speaker.  

In other studies, F0 along with other speech parameters were found to be 

useful in the classification of dialog acts, e.g. statements versus questions 

(Shriberg 1998).  In another study, researcher have observed speakers to exhibit a 

lower F0 minimum, and consequently a larger F0 range, in the read speech 

context than the spontaneous speech context (Wagner 2016). That study modeled 

speech situations with a combination of F0 and speaking rate. 

2.3 Statistical Evaluation of Classification Performance  

Given all the interests in method development, we also have seen an 

abundance of comparative studies on the performance of pitch estimation 

algorithms and application specific classification algorithms. Researchers have 

typically used matched-sample, or paired t tests to assess possible differences in 

classifier performances, even though these tests rely on inappropriate assumptions 

about the distribution of the performance metrics, i.e. a normal distribution. To be 

precise, the paired t test relies on the assumption that the performance metric itself 
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is normally distributed, which is rarely verified. We will discuss this assumption 

and others underlying the paired t test below and compare it with another 

statistical procedure for hypothesis testing, namely the McNemar’s test. We will 

also demonstrate the appropriateness and beneficial insight of the applications of 

the two tests. 

2.3.1 Hypothesis Testing as Performance Evaluation 

Our goal here is to compare performances of two or more algorithms in a 

single application domain, i.e. speech situation classification, and to assess 

improvements with quantifiable statistical significance. This comparison is 

important because we want to confirm that the performance differences are 

statistically meaningful rather than merely coincidental.  

Results from hypothesis testing are easily misinterpreted, leading to 

stronger inferences than merited and unreasonable expectations of future 

algorithm performance (Gill and Meir 1999). For example, when we compare 

performances of classifiers and successfully reject the null hypothesis of no 

difference between classifiers at 1% probability, we often hope that the result of 

hypothesis testing means the new classifier is an improvement with 99% 

probability. On the contrary, all we are entitled to conclude is that if it is true that 

new classifier is better than old classifier our observations of the algorithm 

improvement are correct. 

The ability to quantify the statistical confidence with which we make 

comparisons of the algorithms can be useful to justify future investments of time 
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and energy to improve the estimation or classification methods. At the very least, 

the impossibility of rejecting a null hypothesis suggests caution when claims of a 

better algorithm are weakly supported by evidence. The fact that no strong 

conclusions can be made does not take away the value of knowing that the 

hypothesis of no performance improvement is not accepted. 

2.3.2 Classical Matched-Sample t Test 

The matched-sample, or paired t test has been the default choice to 

determine whether observed differences between two means is meaningful (Hill 

and Lewicki, 2007). For evaluation of classification algorithm performance, the 

differences have been the observed differences in the mean performance metrics, 

e.g. classification error rates. Given two matched samples, the paired t test 

elucidates whether the difference in means is statistically significant. This 

determination is done by looking at the difference in observed means between 

these two samples and their standard deviations and assessing whether the 

difference in means could have risen by chance.  

The test procedure begins by assuming a null hypothesis, H0, that the new 

algorithm performed no better than the old. Then the test determines whether the 

null hypothesis can be rejected based on observed evidence of performance 

differences. In other words, it is assumed that the difference between the mean 

error rates, for example, has been zero, and the test procedure continues to 

determine whether the null hypothesis can be rejected.  
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To see whether the hypothesis can be rejected, the test procedure 

calculates what kind of differences between two samples can be expected by 

chance alone, i.e., according to expected range of values given the assumed 

probability distribution of performance metrics. Such distribution for the 

performance metric, e.g. error rate, is implicitly assumed to be a normal 

distribution when a researcher chooses the matched-sample t test. 

Next the test procedure checks if the observed difference deviates from 

zero consistent with a t distribution with the t statistic: 

𝑡 =
𝑑 − 0

𝜎𝑑

√𝑛

 

where 𝑑 is the difference of means of performance measures obtained by 

applying two the classifiers of interest, f1 and f2, and 𝜎𝑑 is the sample standard 

deviation of this mean difference, which is defined by the formula: 

𝜎𝑑 =  √
∑ (𝑑𝑖 − 𝑑)2𝑛

𝑖=1

𝑛 − 1
 

where 𝑑𝑖 is the difference between the performance measures of classifiers 

f1 and f2 on sample i of n total samples classified by the classifiers. Finally, the 

procedure refers to a reference table to determine the probability that the t statistic 

is as large as the reference value for a given confidence level.  
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According to the test procedure, we consider this probability if we are 

interested in a one-tailed test, and we multiply it by two if we are interested in a 

two-tailed test. If the probability, or p value, is small, e.g. 0.05, we would reject 

H0 at the 0.05 significance level. Otherwise, we would conclude that we have no 

evidence to reject H0. 

2.3.3 McNemar’s Test 

In contrast to the matched-pair t test described above, the McNemar’s test 

is non-parametric in the sense that it does not assume a normal distribution in the 

performance measures, e.g. classification errors. However, a χ2 distribution with k 

degrees of freedom is defined as the sum of squares of k independent standard 

normal variables. If the coefficients below are large enough, they can be 

approximated by a normal distribution, i.e. it will follow approximately a χ2 

distribution with 1 degree of freedom. 

To apply the McNemar’s test to compare two algorithms, we first divide 

the samples into a training set Strain and a test set Stest. Consider two classifiers f1 

and f2, respectively, both trained on a training set Strain. We then test the 

classification errors from the two classifiers on Stest and compute the following 

McNemar’s contingency matrix: 

[
𝑐00

𝑀𝑐 𝑐01
𝑀𝑐

𝑐10
𝑀𝑐 𝑐11

𝑀𝑐] 

where 𝑐00
𝑀𝑐 is the number of samples in Stest misclassified by both classifiers f1 and 

f2; 𝑐01
𝑀𝑐 is the number of samples in Stest that are misclassified by f1 but correctly 
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classified by f2;  𝑐10
𝑀𝑐 is the number of samples in Stest that are misclassified by f2 

but correctly classified by f1; and 𝑐11
𝑀𝑐 the number of samples in Stest that are 

classified correctly by both f1 and f2. 

We assume a null hypothesis that both f1 and f2 have the same error rate, 

or, 𝑐01
𝑀𝑐  = 𝑐10

𝑀𝑐, and we compute the following statistic that is approximately 

distributed as χ2: 

𝜒𝑀𝑐𝑁𝑒𝑚𝑎𝑟
2 =

(|𝑐01
𝑀𝑐 − 𝑐10

𝑀𝑐| − 1)2

𝑐01
𝑀𝑐  +  𝑐10

𝑀𝑐  

We then look up the 𝜒𝑀𝑐𝑁𝑒𝑚𝑎𝑟
2  against a table of χ2 distribution values and 

the null hypothesis is rejected if the obtained value exceeds that used in the table 

for the desired level of significance. Specifically, if this statistic is greater than 

𝜒1,1−α
2 , (degrees of freedom = 1), then we reject the null hypothesis with 1 − α 

confidence. For example, if the observed 𝜒𝑀𝑐𝑁𝑒𝑚𝑎𝑟
2  is greater than 𝜒1,0.05

2  = 3.841, 

then we can reject the null hypothesis with 95% confidence, and conclude with 

statistical significance that the classifiers f1 and f2 have error rates that are 

different. 

One notable advantage of the McNemar’s test is that it allows for an 

interpretation of performance improvements to be made with “scale” in mind. 

Take the example that a first iteration of an algorithm had an error rate of 80 out 

of 1000 trials, and a second iteration performed with an error rate of 65 out of 450 

trials. Furthermore, we find the McNemar’s contingency matrix to be [
35 55
25 155

]. 

At first glance, 55 trials were misclassified by f1 but correctly classified by f2, and 
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25 trials were misclassified by f2 but correctly classified by f1, which are fairly 

comparable in terms of orders of magnitude. However, the McNemar’s test gives 

us a p value of 0.001186, a statistically significant difference with 99.9% 

confidence. 

Performance <- matrix(c(35, 55, 25, 155), nrow=2) 
mcnemar.test(Performance) 
 

 
 McNemar's Chi-squared test with continuity correction 
 
data:  Performance 
McNemar's chi-squared = 10.512, df = 1, p-value = 0.001186 
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Chapter 3 Project Requirements and Implementation 

3.1 Overview 

At a high level, there are four software components required  

1) to extract the estimated pitch features from situational speech samples,  

2) to analyze and model pitch variations statistically,  

3) to apply the resulting model to classify new observations, and  

4) to evaluate the classification performance.  

To this end, I implemented the RAPT algorithm (Talkin 1995) and a suite 

of audio data analysis and modeling modules in the R language. I performed the 

requisite audio data file manipulation and automation with a combination of bash 

scripts and open source audio editing tools. Finally, I implemented a suite of 

analysis tools for the evaluation of the classification performance, also in the R 

language. 

 

Figure 1. System level data flow and processing 

 As shown above in Figure 1, I collected audio files and separated them 

into training and testing data sets. The input of RAPT algorithm requires 
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transformed audio data from a sequence of preprocessing steps, including 

transcoding, e.g. from mp3 to wav file format, down sampling, e.g. from 44 kHz 

to 16 kHz, and chunking for fitting into the algorithm’s memory footprints. I 

scripted the execution of a suite of freely available, open source audio editing 

tools including Sound eXchange (SoX), free audio converter (fre:ac), and 

Audacity to automate these file-based preprocessing steps.  

Next, I implemented the RAPT algorithm in R, which is described in 

detail below. The training data were manually annotated with contextual labels, 

i.e. speech situations of either monologue or dialogue. As shown below in Figure 

2, I used the open source phonetic annotation tool, Praat, to automatically detect 

silences. Next, I listened to the audio content and recorded the speech situation 

labels. I also used this tool to collect the point estimates of F0 and pitch tracks in a 

separate label tier. In all, I recorded three tiers of labels for each sample audio 

file: silence versus voiced audio, live-read monologue versus spontaneous 

dialogue, and F0 sequences. 

 

Figure 2. Annotation of silence and speech situation in Praat 
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The result of the RAPT algorithm and situation annotations were 

organized into a sequence of speech audio segments that were then statistically 

analyzed and modeled to support the development of a classification algorithm. 

This algorithm was then used to perform automatic labeling of the test data set. 

Next, I created a simple classification algorithm to demonstrate the feasibility of 

such automatic classification. Finally, I implemented an evaluation module to 

assess the performance of the classification algorithm in statistically meaning 

ways. 

3.2 R Implementation of RAPT 

I chose to implement the RAPT algorithm in the R language because R is 

freely distributed with an open source license, which is important for academic 

access. Moreover, R has been supported by an abundance of user-contributed 

packages that implemented rigorous and tested statistical methods. Lastly, R code 

can be optimized and accelerated with well-known and proven native 

optimizations, e.g. RcppRoll. 

While the published description of the RAPT algorithm claims “to provide 

sufficient detail to reproduce exactly the results obtained” using the original 

implementation in C (Talkin 1995, page 509), it is unlikely that the author 

envisioned an implementation in R. This is significant in that the ability to 

perform iterative analysis using R makes the later stage of application 

development much more accessible to students and speech audio analysts. 
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Figure 3A. Spectrogram and amplitude time series of “podcast” 

The RAPT algorithm operates in two stages. First, a finite number of 

audio samples are accumulated into a “frame” for low-level signal processing. 

During this stage, a normalized correlation measure is calculated to identify 

frequency candidates. Intuitively, it seems apparent this calculation should output 

a maximum value at the cyclical duration that is the mathematical inverse of the 

fundamental frequency, F0.  

The normalized cross-correlation function 𝜙𝑖,𝑘 at lag k and frame i is 

𝜙𝑖,𝑘 =  
∑ 𝑠𝑗𝑠𝑗+𝑘

𝑚+𝑛−1
𝑗=𝑚

√𝑒𝑚𝑒𝑚+𝑘

, 𝑘 = 0, 𝐾 − 1; 𝑚 = 𝑖𝑧; 𝑖 = 0, 𝑀 − 1 

where  

𝑒𝑗 = ∑ 𝑠𝑙
2

𝑗+𝑛−1

𝑙=𝑗
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sm is a non-zero sampled speech signal with zero mean, inside an analysis 

window of size w that contains K samples; M frames; and n samples in the 

autocorrelation window. 

We can visualize this normalized correlation measure as a function of lags 

and time (frame number) in a two-dimensional image, as shown in the 

correlogram below in Figure 3B. The darker color indicates a higher value in the 

correlation measure, and they occur at certain number of lags (shown in Figure 3B 

in the vertical axis as the relative fraction of the total 300 lags considered). The 

correlogram shown in Figure 3B is generated from an audio recording of the word 

“podcast.” The word has two syllables and we can readily observe each having a 

period of relatively stable correlation measures, which indicates a well-defined 

periodic structure.  

 

Figure 3B. Correlogram of “podcast” 
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 Another way to visualize this periodic information is with a periodogram, 

as shown below in Figure 4, where the relative abundance of waveforms (fraction 

of total peaks) can be plotted against their periodicities (frequency in Hz).  

 

Figure 4. Periodogram of “podcast” 

The output of the first stage calculation is a sequence of point estimates of 

F0, each representing the dominant periodicity in the “frame” of analysis. We 

refer to them as mere candidates for F0 because we know that sampling or 

computational artifacts may produce magnitude outliers that are unrealistic, either 

phonologically or otherwise. For example, we know that human physiology 

cannot produce instantaneous changes in pitch or that such changes, if not 

sustained across multiple consecutive frames, are likely to be digitization or data 

representation errors. 

An example of output of the first stage of the RAPT algorithm, a frame-

by-frame collection of F0 candidates, is shown in Table 1 below. 
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Frame 1 Frame 2 Frame 3 Frame 4 Frame 5 

freq. strength freq. strength freq. strength freq. strength freq. strength 

0 0 0 0 0 0 0 0 0 0 

841 0.278 778 0.356 77 0.267 76.5 0.315 72 0.393 

1261 0.368     155 0.499 126 0.308 121 0.324 

        728 0.304 151 0.632 145 0.682 

            191 0.302 183 0.309 

            721 0.470 360 0.247 

                728 0.484 

 

Table 1. F0 candidates 

In addition to magnitude and velocity outliers, the resonant nature of 

human speech production inherently creates false candidates. For example, 

frequency multiples of the true fundamental frequency will exhibit high auto-

correlation values. See below in Figure 5, where multiple resonant frequencies in 

the sound of a melodic “mmm” are clearly visible in a spectrogram of the audio 

signal. 

 

Figure 5. Spectrogram and amplitude time series of a melodic “mmm” 
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 Another source of false F0 candidates is the set of well-known 

concentrations of acoustic energy that are referred to as the speech formants. 

Formants are frequency regions of concentrated acoustic energy, which would 

compute to higher values in the correlation measure similar to true F0 candidates 

(see Figure 6 below). 

 

Figure 6. Formant track of “podcast” 

Thus, a second stage of culling of sequential F0 candidates is necessary to 

improve to consistency and quality of F0 estimates. In the second stage, a default 

candidate of an unvoiced “frame” is added. By assigning quantitative “costs” to 

the default candidate and alternative candidates, each being an F0 estimate from 

the analysis frame, we can rank and select an optimal F0 candidate by choosing 

the candidate with the lowest cost for that frame. Over sequential analysis frames, 

the dynamic programming procedure provides a computationally feasible means 
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to calculate, maintain and optimally select from a reasonably large collection of 

F0 candidates. 

 

Figure 7. F0 candidates after normalized correlation 

 As shown above in Figure 7, each vertical stack of numbers represents a 

collection of F0 candidates for a given frame. The final F0 candidate selected by 

the dynamic programming procedure is highlighted. We can remove all other 

candidates to create a pitch track as shown below in Figure 8. 

 

Figure 8. Final F0 selected by dynamic programming  
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3.3.1 Data Collection, Protocol and Procedures 

For the first speaker and speech collection, I chose a sports talk show 

podcast called the Ringer by Bill Simmons (https://www.theringer.com/bill-

simmons). The podcasts are roughly structured as one-hour episodes. Each 

episode follows a similar sequence of elements: first a monologue by Bill 

Simmons that introduces the topic of the episode, which is mixed with live-read 

advertisements delivered; next is a musical interlude that leads into the dialogue 

content of the rest of the episode. During the bulk of the hour-long podcast, the 

host conducts a loosely structured conversation around several sports topics and 

current events. From time to time, the host performs a natural segue to move the 

discussion into a semi-structured or scripted personal endorsement of products 

and services. This style of advertisement is not unique to the Ringer. In fact, it is 

common for podcast ads to be incorporated into the show itself through live-

reads, analogous to an audio product placement.  

The live-read advertisements are interesting and challenging samples for 

our classification algorithms. We expect the identical speaker shared between 

dialogue and monologue samples to minimize the pitch variations due to speaker 

physiology, which would make the classification task more challenging. 

Therefore, we can be more confident to attribute the statistical differences found 

between the speaking contexts or situations.  

The following is the protocol for capturing the audio data from the podcast 

website. 

https://www.theringer.com/bill-simmons
https://www.theringer.com/bill-simmons
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1. Download an episode mp3 file. 

2. Use fre.ac to transcode from mp3 to wav file. 

3. Use sox to down sample to 16kHz and to select mono (left) 

channel. 

 
 sox 44k_input.wav -r 16k 16k_output.wav 

 sox stereo.wav 16k_mono_left.wav remix 1 

 

4. Use PRAAT script to annotate silence (sounding tier intervals) 

  e.g. PRAAT script 

 
Read from file: "16k_mono_left.wav” 
To TextGrid (silences): 100, 0, -25, 0.025, 0.05, 

"silence", "sounding" 
Save as text file: "16k_mono_left.TextGrid” 
 

5.  Use PRAAT script to extract F0 (pitch tier intervals) 

e.g. PRAAT script 

 
Read from file: “16k_mono_left.wav” 
selectObject: “Sound 16k_mono_left” 
To Pitch: 0, 75, 600 
selectObject: “Pitch 16k_mono_left" 
Save as text file: “16k_mono_left.Pitch” 
Down to PitchTier 
selectObject: “PitchTier 16k_mono_left 
Save as text file: “16k_mono_left.PitchTier 

 

6. Use PRAAT to annotate monologue v. dialogue (context tier 

intervals) 

 

7. Extract intervals from all 3 tiers: context, sounding, F0 

 

3.3.2 Database of Situational Speech 

 The resulting database is a collection of flat files organized into a directory 

structure for analysis and development of classification algorithms. Figure 9 

below shows a more detailed view of the entire system. 
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Figure 9. Detailed system view 

situational_speech_database 
├── context_labels 
│   ├── 245_16k_mono_left.TextGrid 
│   ├── ... 
│   └── 349_16k_mono_left.TextGrid 
├── csv 
│   ├── 245_16k_mono_left.csv 
│   ├── ... 
│   └── 349_16k_mono_left.csv 
├── labels 
│   ├── 245_16k_mono_left.TextGrid 
│   ├── ... 
│   └── 349_16k_mono_left.TextGrid 
├── mp3 
│   ├── 245_Greatest Wins of the Brady-Belichick Era (Ep. 245).mp3 
│   ├── ... 
│   ├── 349_So Long Kyrie, Hello Augusta (Ep. 349).mp3 
├── notes 
│   └── conversion notes.txt 
├── pitch 
│   ├── 245_16k_mono_left.Pitch 
│   ├── ... 
│   └── 349_16k_mono_left.Pitch 
├── pitchtiers 
│   ├── 245_16k_mono_left.PitchTier 
│   ├── ... 
│   └── 349_16k_mono_left.PitchTier 
├── results 
│   ├── contiguous F0 mean 
│   │   ├── 245_16k_mono_left_contiguousF0.png 
│   │   ├── ... 
│   │   └── 280_16k_mono_left_contiguousF0.png 
│   └── F0 point estimates 
│       ├── 245_16k_mono_left.png 
│       ├── ... 
│       └── 280_16k_mono_left.png 
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├── scripts 
│   ├── 245.script 
│   ├── ... 
│   └── 349.script 
├── wav 
│   ├── 245.wav 
│   ├── ... 
│   └── 349.wav 
└── wav_16k_mono 
    ├── 245_16k_mono_left.wav 
    ├── ... 
    └── 349_16k_mono_left.wav 
 
16 directories, 819 files 

 

Table 2. Database of situation-labeled speech samples 

 

  



31 

 

Chapter 4 Classification of Speech Situation and Performance Analysis 

4.1 Overview 

I have chosen a seemingly simple classification application to demonstrate 

the capability of the software tools. As we will see below, I also demonstrated the 

feasibility of automatic classification of speech audio samples, to distinguish the 

conversational situations from which a particular speaker has made the speech 

utterances (live-read monologue messages versus spontaneous dialogues). 

 For sake of simplicity and controlled experimentation, I have chosen to 

classify the live-read advertisements to be distinguished from the talk-show 

format dialogues, all of which were collected from the podcast show “The Bill 

Simmons Podcast – The Ringer.” During a typical hour-long session, the show’s 

host would deliver roughly 3 or 4 scripted and live-read endorsement monologues 

about various products and services. During the rest of the session, the host would 

conduct at times free flowing and at other times question-and-answer style 

conversation with his guests. To constrain this demonstration to the classification 

of speech situations instead of gender or speaker differences, I have manually 

performed speaker segmentation to isolate only speech audio samples from the 

host, Bill Simmons. This same-person speech classification problem has the 

advantage of eliminating the gender based pitch differences and interpersonal 

physiology differences, i.e. vocal cord length from our results as confounders. 

The task to automatically classify speech audio samples as either 

spontaneous conversations or scripted monologue is one of binary classification. I 
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have further posed the classification task as one of a supervised learning problem– 

I trained a classifier to learn the manually labeled speech situations and then 

applied the classifier to unlabeled speech audio samples. As shown below in 

Figure 10, I manually labeled the speech situations with “sc” for spontaneous 

conversation and “ad” for live-read monologues of advertisements. Within each 

speech situation interval, there can be multiple intervals labeled as either 

“sounding” or “silence.” For example, the “sc” interval shown on the left of 

Figure 10 contains a “sounding” interval sandwiched in between two “silence” 

intervals. Furthermore, nested within an “sounding” interval, there can be 

intervals of “voiced” or “unvoiced” speech sounds. For example, in the 

“sounding” interval nested in the “ad” interval on the right of Figure 10, there are 

contiguous point estimates of F0 (overlaid blue lines on the spectrogram) that 

constitute an interval of “voiced” speech. Speech audio from the guests were 

labeled with “x” to be excluded from analysis. 

 

Figure 10. Speech situation annotation 

In total, I collected and annotated 13 podcast sessions, each session 

contains about an hour in duration. With 13 labeled sessions, I performed a 
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training procedure that included choosing at random 10 sessions for training and 

using the remaining 3 sessions for testing. I repeated this procedure 10 times and 

analyzed the classification performance using a 10-fold cross-validation scheme. 

4.2 Exploratory and Feasibility Studies  

First, we would like to find a modicum of evidence that it is feasible to 

classify speech situation automatically using pitch, or estimated fundamental 

frequency. Specifically, whether fundamental frequencies (F0) are statistically 

distinct between live-read monologues and spontaneous conversations (dialogue). 

I posited that the classification task is possible because we observed a distribution 

shift between the mean F0’s from the monologue and dialogue speech samples 

(see Figure 11 below). 

 

Figure 11. Distributions of point F0 estimates 

To rigorously determine whether classification is feasible, I began by 

testing the independence of the distributions for samples from the two speech 

situations. First, I performed a classical t test in R, with the following code. 
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df = data.frame(values,labels) 
subset_mono = subset(df, select = values, subset=labels==1, 
drop=T) 
subset_dia = subset(df, select = values, subset=labels==2, 
drop=T) 
t.test(subset_mono, subset_dia, alt='less') 

 

The result indicates a statistically significant difference in the means 

(point F0 estimates). 

Welch Two Sample t-test 
t = -63.982, df = 17045, p-value < 2.2e-16 
alternative hypothesis: true difference in means is less than 0 
95 percent confidence interval: -Inf -22.48563 
sample estimates: mean of x(monologue)  mean of y(dialogue) 

111.7475     134.8265 
 

However, a p-value of 2.2e-16 is somewhat unbelievable given the 

overlapping distributions we have seen above in Figure 11. I then checked the 

distributions to see if they are in fact normal, and the quantile plots shown below 

in Figure 12 confirmed that they are not, in fact, normal distributions. 

  

Figure 12. Quantile plots of monologue and dialogue F0 estimates 

 A boxplot of the two distributions echoes the same conclusion (see Figure 

13 below). 
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Figure 13. Boxplot of F0 distributions (monologue = 1, dialogue = 2) 

The fact that the F0 distributions are not normal created reasonable doubt 

about the reported statistical significance. In order to obtain a more reliable result, 

or at least one without parametric assumptions about the original distributions, I 

looked to the permutation test (Chihara 2011). Specifically, I performed the 

permutation test to determine the probability that a difference between the mean 

F0 cannot occur by random chance. 

Here, for each recording session, I collected and labeled point estimates of 

F0 according to the speech situation. A typical recording session of one hour 

yielded approximately 10 minutes of live-read monologue speech samples, i.e. 

spoken advertisement delivered by the podcast host, and 50 minutes of 

spontaneous dialogue, i.e. conversational speech by the host to one or more 

guests. 
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Without replacement, a random subset of M (e.g. 50) segmental mean F0 

were sampled N (e.g. 99999) times to create a permuted set of random 

observations of differences between the mean of segmental mean F0 of 

monologue samples and the mean of segmental mean F0 of dialogue samples. 

 

Figure 14. Independence test of difference in means 

I observed a statistical significance (p = 0.005) in the difference of means 

between monologue and dialogue speech samples by the same speaker, i.e. the 

host, during a single session (see above in Figure 14). This time, we can 

reasonably conclude that a classification of the speech situations should be 

feasible based on the estimated fundamental frequency, given the statistically 

significant difference in the distributions. 
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4.3 Classification Algorithm 

The observed differences between the sample means, shown above, 

suggested that a simple threshold can be used to classify speech audio samples 

from different speech situations, albeit with expected errors in the overlapped 

distribution regions. We know from principles of resample statistics that 

resampled F0 shares the same mean as the original population, and has the 

additional property of having normal distributions instead of the original, right-

skewed distributions. We also know that the resampled means will exhibit less 

variance. Consequently, we can speculate that we might find a smaller overlap 

between the resampled means (see dashed distribution lines below in Figure 15), 

when compared with the overlap of the original distributions (see solid lines 

below in Figure 15). 

 

Figure 15. Notional resampled and original distributions of mean F0 

4.3.1 Simple threshold in probability distribution 

 Conceptually, a simple threshold can be chosen to classify the two classes 

of speaking situations - choose a threshold value in F0 that separates the two 

populations of F0 samples. I did so using the statistical confidence intervals I 
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obtained from the resampled distribution. First, I re-sampled F0 from the dialogue 

speech samples to estimate a 5% interval (for membership in the dialogue F0 

distribution) and chose the lower boundary as the threshold (see R code and 

Figure 16 below). 

get_threshold <- function(F0_estimates) { 
  index <- which(F0_estimates$context == 2) 
  selected_metric <- F0_estimates$F0 
  dialogue <- selected_metric[index] 
   
  N = 10 ^ 5 - 1 
  dialogue.sample.mean <- numeric(N) 
  for (i in 1:N) { 
    dialogue.sample <- 
      sample(dialogue, length(dialogue), replace = TRUE) 
    dialogue.sample.mean[i] <- mean(dialogue.sample) 
  } 
   
  qt <- quantile(dialogue.sample.mean, c(0.025, 0.975)) 
  threshold = qt[[1]] 
  return(threshold) 
} 
 

Next, I applied the threshold value to the test set samples to classify them 

as either monologue samples, if the sample mean for a given duration is below the 

threshold, or to classify them as dialogue samples, if the sample mean for the 

given duration is above the threshold. More specifically, if the mean F0 for a 

sequence of voiced segments of the speech sample was below the threshold, I 

classified the segments as monologue speech, and otherwise as dialogue speech. 

 

Figure 16. Distribution-based single threshold for classification 



39 

As I increased the duration of speech samples used to estimate the F0 

mean, I was able to increase the accuracy of the estimation of the mean. As a 

result, we can observe a reduce error rate in the classification result. Shown below 

in Figure 17 are the actual and classified speech situation class labels of a typical 

podcast session. From top, the first subplot displays the actual speech situation 

labels for a sequence of speech samples in time (1 = monologue, 2 = dialogue); 

second is the classification results from using 10-second samples to estimate the 

sample mean; third is the result from 60-second samples; and finally, the fourth 

subplot displays the results from 250-second samples. Each session typically 

contains roughly 15 times as many dialogue segments as monologue segments. 

For the session shown, there were about 223650 F0 samples for dialogue speech, 

and about 14455 samples for monologue speech.  

 

Figure 17. Performance as a function of sample duration 
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 We can also visualize the error rate as a function of the sample duration. 

As shown below in Figure 19, the combined classification error rate drops from 

~40% down to ~20% when the sample duration was increased from 5 seconds to 

250 seconds. In other words, when I used 250 seconds of speech sample classify 

its speech situation, I achieved ~80% accuracy, and the improvements in the 

sample mean estimation apparently translated into better classification results. For 

this example, one of the 286 possible permutations of train/test sets was used. 

Again, similar to Figure 17 above, as I used longer durations of speech samples to 

estimate the mean F0 and then to classify the speech situation, I achieved 

improved accuracies approaching 80% (0.2 error rate). 

 

Figure 18. Error rate as a function of sample duration  
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4.3.2 Dual-threshold class classification 

 Similar to the procedure above, we can choose a second threshold using 

the sample distribution of the mean F0 from monologue samples. First, I re-

sampled F0 from the monologue speech samples to estimate a 5% interval (for 

membership in the monologue F0 distribution) and chose the upper boundary as 

the second threshold (see Figure 19 below). 

 

Figure 19. Distribution-based dual thresholds for classification 

 There are several ways to make use of the second threshold. First, we can 

simply withhold a classification decision and only classify the speech samples 

when its mean F0 falls above the dialogue-derived threshold (for dialogue) or 

below the monologue-derived threshold (for monologue). This classification 

scheme would simply ignore the samples that exhibits a mean in between the 

thresholds. 
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Second and more practically, we can make a default classification when 

the sample F0 mean falls between the two thresholds. In other words, we can 

choose the class to be monologue or dialogue based on application-specific 

preferences. For example, if an application calls for the muting of the live-read 

product endorsements, we can either classify the middle region by default as 

monologues in order to avoid as much advertisements as possible, or classify as 

dialogues in order to preserve as much podcast content as possible, while 

tolerating the risk of occasionally leaked advertisements. 

We can also perform additional analysis on the samples that fell in 

between the two thresholds. For example, we can extract more computationally 

expensive prosody measures, e.g. speaking rate, F0 rate of change, to perform 

joint classification using F0 and the additional measures, or subsequent 

classifications using the additional prosody measures alone. 

4.3.3 Simple thresholds across permutations of datasets  

As discussed briefly above, with a total of 13 labeled sessions, I performed 

a training procedure by choosing at random 10 sessions for training and used the 

remaining 3 sessions for testing. I repeated this procedure and analyzed the 

classification performance using a cross-validation scheme, i.e. an analysis of the 

average performance across the random selection of training and testing sets. In 

fact, I was able to obtain a complete permutation of the data set selections, i.e. 13 

choose 3 yielded 286 possible combinations of training and test sets. 
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I performed the threshold calculation as described above for each of the 

286 permutations of training/test sets. Specifically, each permutation of training 

sets contained 10 podcast sessions, and the dialogue speech samples from these 

were pooled and used to estimate the mean of F0 for dialogue speech. Figure 20 

below shows the dialogue-derived thresholds plotted against the permutation 

index. 

 

Figure 20. Thresholds from distributions of dialogue samples 

I also performed the same procedure using the monologue speech samples 

to generate classification thresholds. Specifically, each permutation of training 

sets contained 10 podcast sessions, and the monologue speech samples from these 

were pooled and used to estimate the mean of F0 for monologue speech. Figure 

21 below shows the monologue-derived thresholds plotted against the 

permutation index. 
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Figure 21. Thresholds from distributions of monologue samples 

In all, I estimated the lower bounds of the dialogue speech mean F0 (at 

0.025 confidence level) and the upper bounds of the monologue speech mean F0 

(at 0.975 confidence level) and obtained the range of lower bound thresholds for 

dialogue speech samples (140.579, 151.964) and the range of upper bound 

thresholds for the monologue speech samples (122.102, 127.889). 

The two sets of classification thresholds were applied to the corresponding 

test sets, i.e. permuted sessions not selected for training are used for testing. 

Figure 22 below shows average error rates using the thresholds from the 

distributions of dialogue samples across a wide range of samples sizes, from 5 

seconds to 250 seconds in 7 incremental steps. 
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Figure 22. Average error rate from dialogue thresholds 

4.4 Performance Evaluation 

 It was unexpected that such a simple classification algorithm would be 

effective in the classification of speech situations. It may very well prove to be 

not so performant in a much larger corpus or for other speakers. However, this 

simple algorithm was useful to as a strawman algorithm to develop a framework 

for evaluating performance improvements by additional algorithm developments. 

4.4.1 Matched-Sample t Test 

I began by assuming a null hypothesis, H0, that a new algorithm performed 

no better than the old and then determined whether the null hypothesis can be 

rejected based on observed evidence of performance differences. In other words, I 

assumed that the difference between these means is zero and determined whether 
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this null hypothesis H0 can be rejected. Here, my new algorithm is one that used a 

longer duration of speech samples to estimate the mean F0 (250 seconds versus 

200 seconds) 

I performed a 10-fold cross-validation by rotating out 3 sessions of 13 as a 

training data set and the remaining 10 sessions as the testing data set. In this 

manner, I obtained two vectors of error rates, one for each algorithm. 

Using R’s implementation of the matched-pair t test, I obtained the 

following result. As shown below, the p-value is 2.064e-5, and so we can 

comfortably reject the null hypothesis that the algorithms performed identically. 

f1_error_rate = c (0.2433 , 0.1733 , 0.1733 , 0.2633 , 0.1633 , 
           0.2400 , 0.2067 , 0.1500 , 0.2667 , 0.2967) 
f2_error_rate = c (0.0733 , 0.0667 , 0.0167 , 0.0700 , 0.0733 , 
          0.0500 , 0.1533 , 0.0400 , 0.0367 , 0.0733) 
t.test(f1_error_rate, f2_error_rate, paired=TRUE) 
 
 Paired t-test 
 
data:  f1_error_rate and f2_error_rate 
t = 8.0701, df = 9, p-value = 2.064e-05 
alternative hypothesis: true difference in means is not equal to 
0 
95 percent confidence interval: 
 0.1096298 0.1950302 
sample estimates: 
mean of the differences  
                0.15233 

 

4.4.2 McNemar’s Test 

I applied McNemar’s test to two classifiers, both of which were trained 

with a common training data set and then tested on a common test data set. The 

key difference was that the first classifier used 5-second samples to make the 

classification and the second classifier used 50-second samples. The expectation 
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was that since the variance on a sample mean typically decreases as the sample 

size increases, we would observe that the second classifier, which uses 10 times 

as many samples as the first to estimate the mean, to perform better.  

To apply the McNemar’s test to compare two algorithms, I first divided 

the samples into a training set Strain and a test set Stest. Consider two classifiers f1 

and f2, respectively, both trained on a training set Strain. I then collected the 

classification errors from the two classifiers on Stest and computed the following 

McNemar’s contingency matrix, where 𝑐00
𝑀𝑐 is the number of samples in Stest 

misclassified by both classifiers f1 and f2; 𝑐01
𝑀𝑐 is the number of samples in Stest 

that are misclassified by f1 but correctly classified by f2;  𝑐10
𝑀𝑐 is the number of 

samples in Stest that are misclassified by f2 but correctly classified by f1; and 𝑐11
𝑀𝑐 

the number of samples in Stest that are classified correctly by both f1 and f2. 

 The first classifier correctly classified 26637 samples out of 35000 total 

samples, while the second classifier correctly classified 23854 samples. The 

McNemar’s contingency matrix is calculated to be  

[
3314 5049
7832 18805

] 

The matrix represents that both classifiers missed 3314 samples; 5049 

samples were missed by classifier 1 but correctly classified by classifier 2; 7832 

samples were missed by classifier 2 but correctly classified by classifier 1; and 

finally, 18805 samples were correctly classified by both classifiers. 
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I assumed a null hypothesis that both f1 and f2 had the same error rate, or, 

𝑐01
𝑀𝑐 = 𝑐10

𝑀𝑐, and I computed the associated χ2 statistic. I then looked up the 

𝜒𝑀𝑐𝑁𝑒𝑚𝑎𝑟
2  against a table of χ2 distribution values and the null hypothesis is 

rejected because the obtained value exceeds that used in the table for the desired 

level of significance. Specifically, if this statistic was greater than 𝜒1,1−α
2 , (degrees 

of freedom = 1), then I rejected the null hypothesis with 1 − α confidence. For 

example, if the observed 𝜒𝑀𝑐𝑁𝑒𝑚𝑎𝑟
2  is greater than 𝜒1,0.05

2  = 3.841, then I rejected 

the null hypothesis with 95% confidence and concluded with statistical 

significance that the classifiers f1 and f2 have error rates that are different. 

 Using R’s implementation of the McNemar’s test, I obtained a Chi-

squared value of 600.85, which is greater than 3.841, with a p-value of 2.2e-16. 

Therefore, I rejected the null hypothesis and concluded that the two classifiers 

performed differently with 95% confidence. 

4.4.3 Performance Prediction 

By repeating the above procedure for comparing two classification 

algorithms, I made successive comparisons between each increment of sample 

durations used for estimating the mean F0. Figure 23 below shows the 

progression of the McNemar Coefficients as a function of the sample durations. In 

the upper left, 𝑐00
𝑀𝑐 , or the number of samples in Stest misclassified by both 

classifiers f1 and f2 decreased as sample duration increased; 𝑐01
𝑀𝑐 , or the number 

of samples in Stest that are misclassified by f1 but correctly classified by f2 and  

𝑐10
𝑀𝑐 , or the number of samples in Stest that are misclassified by f2 but correctly 
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classified by f1 both decreased as the sample duration increased. Finally, in the 

lower right, 𝑐11
𝑀𝑐 , or the number of samples in Stest that are classified correctly by 

both f1 and f2 increased as the sample duration increased.  

 

Figure 23. McNemar’s coefficients as a function of sample duration 

These trends are consistent with the incremental and mostly statistically 

significant improvements attributable to the increases in the sample durations 

used. As shown below in Figure 24, these improvements were not always 

statistically significant, as some of the p-values were not sufficient small. 
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Figure 24. McNemar’s p-value as a function of sample duration 

I extended this analysis further by performing a logistic regression of the 

classification error as a response of the sample duration. In order to perform this 

analysis, I collected the individual samples classification score (0 for incorrect 

classification and 1 for correct classification) along with their sample durations in 

seconds. 

Using R’s implementation of the logistic regression, I obtained a set of 

regression coefficients. 

> fit <- glm(error~duration,data = df, family = binomial) 
> fit          # prints the coefficients and other basic info 

Call:  glm(formula = error ~ duration, family = binomial, data = df) 

Coefficients: 

(Intercept)     duration   

-0.73136     -0.00721   
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I then used the regression coefficients to predict the classification errors as 

a response of the sample durations used in the classification (see R code below 

and results in Figure 25). 

# compute predicted probabilities 

> x <- seq(5, 800, length=20) # vector spanning the duration range 

> y1 <- exp(-.73136-.00721*x) / (1+exp(-.73136-.00721*x)) 

> y2 <- plogis(coef(fit)[1] + coef(fit)[2] * x) 

> plot(df$duration, df$error, ylab = "Probability of Error") 

> lines(x, y2) 

 

Figure 25. Predicted error rate as a function of sample duration 

 The logistic regression analysis above predicted that with about 600 

seconds of samples for estimating mean F0, we should expect the error rate to 

diminish towards 0. 



52 

Chapter 5 Summary and Conclusions 

In this project, I implemented a suite of software tools to demonstrate the 

feasibility of classification application development for the analysis of 

conversational speech. I set out and implemented a classical algorithm for pitch 

estimation and tracking, the RAPT algorithm. I collected and analyzed a novel 

corpus of situational speech audio samples. Finally, I created and evaluated the 

performance of a simple threshold-based classification algorithm. 

All of these efforts amount to pencil-sharpening for my continued interest 

in studying human conversational speech. I hope to build upon these software 

components and contribute to the wealth of knowledge in automatic speech 

analysis and understanding in the future. 
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Appendix A Application Code 

A.1 RAPT 

Please see repository at https://github.com/jonzlin/raptr 


