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Abstract
Single-cell DNA sequencing (scDNAseq) can, in principle, allow us to ask and
answer many novel questions in genomics. Approaches so far, however, have suffered
from a prohibitive abundance of artifacts derived from the whole-genome amplification
(WGA) of the single genome. Here, I offer an improved computational method for
analyzing scDNAseq data, Linked-Read Analysis (LiRA). LiRA uses read-backed
phasing of candidate somatic single-nucleotide variants (sSNVs) with known germline
heterozygous single-nucleotide polymorphisms (gHets) to improve discrimination of
artifacts from true mutations.
To demonstrate LiRA, I apply it to neurons sampled from the post-mortem brain
tissue of individuals of different ages. Advanced age is associated with increased risk
of disease in many tissues and organ systems, but the mechanism underlying this
phenomenon is poorly understood. While many hypotheses exist and aging may have
many underlying molecular causes, one attractive idea, driven by the fact that all cell
and tissue types must maintain genomic integrity to properly function, is that the accrual
iii

of somatic mutations causes dysfunction that eventually leads to disease. The role of
somatic mutations in cancer is well studied, but it is unclear what, if any, role somatic
mutations have in aging outside of this context. In analysis of cancer samples, clonal
expansion enables bulk sequencing to be used to characterize driver somatic mutations
present in tumor and absent from normal tissue. In contrast, somatic mutations driving
the aging phenotype could be present in arbitrarily small cell populations or acquired
privately in post-mitotic cells, and are undetectable using a similar approach. Using
results obtained with LiRA, I describe and analyze the pattern of mutations observed in
the aging brain.
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Chapter 1 : Introduction
Single-cell sequencing
With novel protocols for generating single-cell libraries and reduced sequencing
costs, large-scale single-cell DNA sequencing studies of genetic variation have now
become feasible, utilizing whole-exomes, (Leung et al. 2015; Xu et al. 2012; Hou et al.
2012) low coverage whole-genomes (for copy number analysis), (Baslan et al. 2012)
and, more recently, higher coverage whole-genomes. (Lodato et al. 2015; Y. Wang et
al. 2014) Widespread application of single-cell WGS (scWGS), however, has been
hindered by the technical errors associated with whole genome amplification (WGA)
and the lack of computational methods that can properly remove such errors.
There are three main single-cell WGA protocols in use: degenerate
oligonucleotide primed PCR (DOP-PCR), multiple annealing and looping based
amplification cycles (MALBAC), (Zong et al. 2012) and multiple displacement
amplification (MDA) (Dean et al. 2002). A fourth method, linear amplification via
transposon insertion (LIANTI), has been recently described but is not yet widely used
(C. Chen et al. 2017). Although DOP-PCR and MALBAC generate reproducible
coverage profiles and have been used for detection of large-scale copy number
variation, (L. Huang et al. 2015; Gawad, Koh, and Quake 2016) their coverage is
confined to a subset of the genome, and they are characterized by high single1

nucleotide error rates (approx. 1 error in 104 bases) (de Bourcy et al. 2014). For singlecell single-nucleotide variant (sSNV) detection, MDA tends to produce the lowest false
positive and negative rate, owing to the fidelity of the ϕ29 polymerase (~1 error in 106-7
bases) (de Bourcy et al. 2014; Esteban, Salas, and Blanco 1993), a relatively low allelic
dropout rate, and high genomic coverage. As such, MDA has become the most
common WGA method in studies aiming to identify sSNVs (L. Huang et al. 2015;
Gawad, Koh, and Quake 2016).
However, identifying sSNVs in single-cell sequencing data acquired using MDA
remains difficult. Despite its relative fidelity, ϕ29 is expected to produce hundreds to
thousands of polymerase errors in the first replication of the genome alone. Additionally,
genomic DNA may be damaged during cell lysis or other sample preparation steps prior
to MDA and may be unfaithfully copied early in amplification. In particular, heat is known
to induce cytosine deamination (Fryxell and Zuckerkandl 2000; Lindahl and Nyberg
1974; Frederico, Kunkel, and Shaw 1990), and deaminated cytosine created during cell
lysis may introduce a substantial burden of artifactual C>T mutation calls. As an
exponential amplification process, MDA will cause early errors to propagate. Although
these artifacts theoretically will have a lower variant allele fraction (VAF) than expected
for an sSNV, high variance in VAF due to allelic dropout and amplification bias may
cause a fraction of artifactual calls to reach VAFs comparable to those of true mutations
in the final amplification product.
This high level of technical noise has made the validation of putative sSNVs
important. Given that MDA consumes the original genome of the cell, past studies have
2

aimed to confirm that candidate sSNVs from individual cells are present in other cells
from the same organism. This can be done in bulk tissue using an orthogonal
technology such as droplet digital polymerase chain reaction or amplicon sequencing,
or by looking for sSNVs that are shared across multiple single cells (Lodato et al. 2015;
Zong et al. 2012). While this strategy is viable for the validation of mosaic or subclonal
sSNVs, it cannot validate those detected in only one cell (singletons). This precludes
analysis of sSNVs occurring post-mitotically in differentiated single cells, and sSNVs
shared by arbitrarily small cell populations. LiRA, the phasing-based method we
developed for calling sSNVs in single-cells and present here, has sufficient specificity to
allow, for the first time, accurate identification of these private sSNVs.

3

Somatic mutations and the aging brain
Several studies examining the buildup of DNA damage with age provide
circumstantial evidence that somatic mutations contribute to neuronal aging. Oxidative
lesions have been shown to accumulate, and to be overrepresented in the promoters of
genes with age-associated reductions in expression (Lu et al. 2004). These same genes
have been identified as important factors in synaptic plasticity, vesicular transport, and
mitochondrial function, suggesting that DNA damage accumulates with age in critical
genes (Lu et al. 2004). Also, consistent with a causal role for DNA damage in aging,
genetic studies of patients with progeroid syndromes have almost exclusively implicated
rare mutations in DNA repair genes (Moskalev et al. 2013). Many of these same
syndromes, such as Xeroderma Pigmentosum and Cockayne Syndrome, can involve
neurological abnormalities (Moskalev et al. 2013).
Among neurotypical individuals, there is some evidence of association between
DNA damage and age-related disease. Alzheimer’s disease, a progressive
neurodegenerative disorder affecting a roughly half of all individuals over 85, (Bishop,
Lu, and Yankner 2010) is characterized by loss of cortical neurons and by the presence
of intracellular neurofibrillary tangles composed of aggregated tau protein.
Neurofibrillary tangles are associated with higher levels of reactive oxygen species
(ROS) compared to age-matched controls (X. Huang et al. 2004; Galimberti 2011),
suggesting that DNA-damage and somatic mutation burden may increase in
Alzheimer’s disease and contribute to disease pathogenesis.

4

Nevertheless, it is unclear to what extent DNA damage is repaired and results in
the formation of somatic mutations in the aging brain, and to what extent these somatic
mutations may drive the increase in disease risk with advanced age. In one of the first
studies to address these questions, Dolle et. al. (Dollé et al. 1997) measured the
number of somatic mutations in the brains of mice across ages using a chromosomally
integrated lacZ reporter plasmid. After death, plasmids from different organs and tissues
were isolated and used to transform E.coli (∆lacZ, galE-). Mutational frequency across
tissue types in animals of different ages could be estimated from the number of
surviving colonies on the selective plate (with p-gal) and titre plate (with X-gal), as
mutation of the lacZ gene allowed escape from accumulation of UDP-galactose. The
estimated number of somatic mutations increased in young mouse brains but then
seemed to reach a plateau, and this was subsequently replicated in a similarly designed
study using lacI. (Stuart et al. 2000) While these early studies suggested somatic
mutation was not involved in the aging of the brain, they lacked the resolution to localize
mutations to individual cells and select for specific cell types.
With the advent of single-cell sequencing technology, recent studies have
performed genome-wide characterization of somatic mutations in single-neurons but
have still not detected an increase in somatic mutations with age (Lodato et al. 2015;
Hazen et al. 2016). There are reasons to suspect, however, that they were
underpowered to do so, and that methodologically introduced artifacts may have
confounded results. Hazen et al. used somatic cell nuclear transfer (SCNT) and
reprogramming to establish seven cell lines derived from single mouse olfactory bulb
5

neurons taken from 4 mice aged 3 (2 cell lines) , 3 (1), 18 (3), and 24 (1) weeks (Hazen
et al. 2016). While no significant difference between the mutation rate in cell lines
derived from older and younger mice was reported, the low number of cell lines and/or
donor mice may have precluded observation of an age-dependent increase. More, the
efficiency of SCNT, while comparable to what has been reported for other differentiated
cell types, was low (1-2%), and it is possible that this was the result of selective cloning
of cells hosting a low mutational burden.
In another recent study, Lodato et al. performed whole-genome amplification
(WGA) through multiple displacement amplification (MDA) of 36 human neurons from
the post mortem prefrontal cortex of 3 individuals aged 15, 17, and 42 years (Lodato et
al. 2015). While, like Hazen et al., this study may have been underpowered with a small
age range and number of individuals, it is also likely that if an effect was present that
artifacts introduced through MDA hid it.
Here, I will present a more highly powered-study, with more individuals and
sampling of cells within individuals, using the computational method we developed,
LiRA, and will provide, firm evidence that somatic mutations accumulate with age in
single-neurons.

6

Chapter 2 : LiRA for the analysis of single cell DNA-sequencing
data
Overview
LiRA aims to provide robust validation for a subset of candidate sSNVs occurring
near polymorphic germline heterozygous single-nucleotide polymorphisms (gHets)
(Figure 2.1a). The key insight underlying LiRA is that false positive calls (FPs) are
derived from factors specific to one strand of DNA, while sSNVs, as fixed mutations, are
derived from both strands of one chromosome. Single reads as well as mate-pairs
covering the genomic positions of a candidate sSNV and the linked locus of a nearby
gHet (‘spanning reads’) can distinguish these two scenarios. For example, for a true
sSNV occurring on the same haplotype as the linked gHet, every spanning read will
contain both the gHet and the sSNV. We call these reads ‘concordant’ (Figure 2.1a). In
contrast, for an FP, the set of spanning reads will contain a mixture of reads containing
only the gHet and reads containing both the gHet and the sSNV. For FPs derived from
DNA damage, the reads containing the reference allele, which we call ‘discordant’ reads
(Figure 2.1a), originate from the undamaged strand of the same chromosome, and for
polymerase errors, from faithfully copied strands of the same chromosome (Figure 2.1ab).
Initial filtering
LiRA first utilizes GATK (McKenna et al. 2010) to identify as many candidate
sSNVs as possible; in principle, any variant caller with high sensitivity could be used in
this first step. Candidate sSNVs are identified as any variants that are phased with
7

gHets (any population-polymorphic heterozygous SNV calls made in bulk) and not
present in matched bulk sequencing data. We identify sSNVs and gHets that are
supported by the same read or mate-pairs, and any sSNVs that are found with any
discordant reads are filtered and referred to as ‘LiRA FPs.’ (Figure 2.2; for a case with
multiple gHets linked to an sSNV, see Figure 2.3).
We applied LiRA to single neuron data (~45X) from phenotypically normal
individuals (Lodato et al. 2015). We find that a substantial portion of sSNV candidates
are close enough to gHet sites to be subjected to LiRA analysis (27% overall, 9-44% in
individual cells; Figure 2.1c). Among those identified, 92% are filtered as LiRA FPs (8796% across cells; Figure 2.1c-d). Applying the same procedure across gHet-gHet pairs,
we find that only 2% of gHets are filtered as LiRA FPs (1-4% across cells; Figure 2.1d).
This stark difference in results between gHet-gHet and candidate sSNV-gHet pairs
suggests that filtering sSNVs by LiRA removes FPs while excluding minimal true
variation, and that the standard genotypers cannot be used to call sSNVs in single cells
without considerable filtering and validation.
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DNA marked by the linked gHet allele. Examining another source of error, ϕ29 polymerase
mismatches a base while copying a strand of input DNA, resulting in the introduction of an
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after the first round of amplification at the earliest, they are expected to appear in ≤25% of gHetlinked reads, while earlier processing artifacts are expected to appear in ~50%.
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(Figure 2.1, continued; b) Model for how the linked read pattern specific to
FPs arises from amplification of single-stranded DNA lesions or polymerase
errors. A lesion present on one strand of unamplified dsDNA is erroneously copied and
creates an artifactual mutation early in amplification, but the unaffected strand is
amplified as well. This results in a mixture of support for the spurious mutation and the
reference base on amplified DNA marked by the linked gHet allele. Examining another
source of error, φ29 polymerase mismatches a base while copying a strand of input
DNA, resulting in the introduction of an artifactual mutation linked with an adjacent gHet
allele. As polymerase errors are introduced after the first round of amplification at the
earliest, they are expected to appear in ≤25% of gHet-linked reads, while earlier
processing artifacts are expected to appear in ~50%.
(c) Classification of candidate sSNVs in LiRA. Most sSNV candidates (est.
~260,000, 73%) cannot be analyzed using LiRA as they occur too far away from a gHet
to be covered by the same read or mate pair. Of the fraction that can be analyzed (27%,
~95,000), the majority (92%, ~87,000) are filtered as FPs (referred to as ‘LiRA FPs’,
purple) due to the presence of at least one discordant read covering the sSNV position
and each linked gHet. In the remaining subset, most mutations (63%, ~5,000) do not
meet LiRA’s quality thresholds due to low coverage in bulk or single cell sequencing,
and 2,980 (37%, 0.8% overall) are reported as LiRA sSNV calls.
(d) Phasing of gHets. Just under half of gHets across single cells are close
enough to other gHets to be linked. Among these, 98% are concordant (spanned by
only concordant reads). Technical noise is expected to cause true heterozygous
mutations, somatic or germline, to fail to link as expected, and analysis of gHets
quantifies this effect as excluding only ~2% of true heterozygous mutations from
analysis.
(e) Call status of sSNVs in LiRA by variant allele fraction (VAF). Most sSNV
candidates considered are low VAF, and at low VAF values LiRA filters almost all sSNV
candidates as FPs. As VAF increases, sSNV candidates are more likely to be called by
LiRA, but a substantial proportion of sSNV candidates analyzed are still identified as
FPs or uncertain.
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contrast, a subset of spanning reads for a lysis-derived FP have a reference call at the
somatic SNV position (‘discordant reads’; DR). sSNV candidates with DRs present are
filtered. (continued) For DR-free sSNVs, composite coverage (CC) is computed as the
minimum of the GH depth in bulk and CR depth in single-cell sequencing data.

11

Somatic SNV candidate linked with 1
1

2

3

Somatic SNV candidate linked with 2

4

1

2

3

Somatic SNV candidate linked with 3

4

1

2

3

Somatic SNV candidate linked with 4

4

1

2

3

4

allele 1
allele 2
Single−cell
coverage

CR
Single−cell
sequencing
reads

CR

CR

CR

CR

CR

CR
CR

CR

CR

CR
CR

DR

Bulk
coverage

Bulk
sequencing
reads

GH

GH
GH
GH

total 1 1 0
⇒ CC1 = 1

Heterozygous germline SNPs
− Found in 1000 genomes database
− Called as '0/1' in bulk
Somatic SNV candidate
Non−informative
− Reads not spanning both loci
− Reads derived from other allele

GH
GH
GH
GH
GH
total 3 5 0
⇒ CC3 = 3

total 3 3 0
⇒ CC2 = 3

CR
GH
DR
CC
CCn

GH
GH
GH
GH
GH
GH
total 5 6 1
DR present ⇒ dismiss

CC = max(CC1,CC2,CC3) = 3

Concordant read
Germline haplotype supporting read
Discordant read
Composite coverage
Composite coverage with respect to
heterozygous germline SNP n

FIGURE 2.3: RESOLUTION OF LINKAGE OF AN SSNV TO MULTIPLE GHETS
Figure S2: Resolution of linkage of an sSNV to multiple gHets
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sSNV quality evaluation
After filtering based on the presence of discordant reads, LiRA determines the
quality of the remaining variants based on a measure called ‘composite coverage’ (CC),
defined as the minimum spanning read depth across bulk and single-cell sequencing
data (Figure 2.2 and 2.3). As the bulk coverage observed at the same locus increases,
it becomes increasingly likely that a candidate sSNV is not a missed germline variant.
As single-cell coverage increases, so does confidence that discordant reads are truly
absent in the MDA amplification product and not simply missed due to under-sampling.
LiRA approaches this issue by finding a CC threshold that controls the estimated false
discovery rate (FDR) at a tolerable level (default of 10%). sSNVs with support equal to
or greater than the threshold are called, whereas those with sub-threshold support are
called as ‘uncertain’ (Figure 2.1c-d).
To determine an appropriate threshold, LiRA takes advantage of the fact that, in
the absence of FPs, the estimated genome-wide sSNV rate should not depend on CC.
LiRA first measures the distribution of CC values at all genomic positions linked to any
gHet site on both autosomal alleles (Figure 2.4), and then uses this and the distribution
of CC values of sSNV candidates to compute the CC-specific genome-wide sSNV rates
(Figure 2.5 and 2.6). LiRA then models the observed relationship between the somatic
mutation rate and the CC as the mixture of two components: an exponentially decaying
error component and an approximately constant true mutation component (Figure 2.5
and 2.6). The utility of the model lies in the fact that the fitted true mutation component
gives an estimate of the genome-wide sSNV rate, and its value relative to the error
component gives an estimate of the FDR at each level of sSNV quality. This information
13
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Figure S3: Measurement of power to detect somatic sSNVs
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single-cell and bulk coverage at each position covered. Had an sSNV occurred at one of
these positions, on the allele under consideration, it would have been linked with to the
gHet under consideration with a CC value equal to this minimum. Finally, to account for
positions that are linked with multiple gHets, LiRA takes the maximum of these
minimum coverage profiles for each allele (bottom). This trace represents the overall
CC value with which an sSNV at each position would have been detected, had one
occurred.
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FDR(c) (x 100%)
Q(c)

FDRagg(cm) (x 100%)

FIGURE 2.5: TWO-COMPONENT MODEL WORKFLOW ON SIMULATED DATA
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(Figure 2.5, continued) After measuring the number of sites available for sSNV calling
(Pc, upper left barplot) and the number of sSNVs observed (Mc, upper right barplot) at
each level of composite coverage c, LiRA computes the sSNV rate as a function of
composite coverage (black points). LiRA models this observed rate as the linear
combination of two components (Fit, green): an error component (E(c) = K1(1/2)c-2, red
line) and a ‘true mutation’ component (T(c), blue line), the expected relationship
between the observed rate and c if the observed sSNV set were composed entirely of
fixed heterozygous mutations. T(c) is generated by sampling linked heterozygous
germline mutations (online methods). To assess robustness, LiRA then applies this
same procedure to samples from the beta distributions of the sSNV rate at each level of
composite coverage. The ranges of values obtained over 100 samples for the error
component (min/max of K1(s)E(c)), the ‘true mutation component’ (min/max of
K2(s)T(c)), and the overall fit (min/max of Fit(s)) are shown in corresponding transparent
colors and constitute 98% confidence intervals. Then, using the relative values of E(c)
and T(c), LiRA estimates the false discovery rate at each level of composite coverage
FDR(c), and uses this to choose a threshold c value such that the FDR across all
accepted mutations is less than 10%.
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Figure S5: Two-component model fits for each single cell analyzed
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FIGURE 2.6: TWO-COMPONENT MODEL FITS FOR A SUBSET OF SINGLE-CELLS ANALYZED
FROM L ODATO ET. AL.
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25

is used to assign FP probabilities to individual mutations, and to ascertain the overall
FDR expected across a set of calls at various thresholds.
We found that this procedure identifies many uncertain sSNVs among the
candidate set of non-discordant sSNV calls (63% overall, 20-81% across cells; Figure
2.1c). Also, we found that while higher VAF calls are more likely to be called by LiRA,
uncertain and LiRA FPs still frequently appear at high VAF values (Figure 2.1e). This
suggests that read-level phasing by LiRA adds substantial specificity to mutation calling
in single-cell sequencing data acquired using WGA.
Further evaluation of LiRA
We found that LiRA-estimated rates of genome-wide mutation were generally
consistent with those found by a previous study, (Hoang et al. 2016) which measured
the sSNV rate at a subset of genomic loci in the frontal cortex using an orthogonal
method that avoided single-cell sequencing or WGA (220 sSNVs/Gbp avg., 110-330
across 3 samples in Hoang et. al.; 143 sSNVs/Gbp avg., 80-240 across 36 singleneurons from Lodato et. al. here).
This suggests that LiRA accurately accounts for the heterogeneity in power
across the genome introduced through MDA-related coverage non-uniformity. Although
only a small fraction (Figure 2.1c-d) of initial candidate sSNVs are eventually output as
LiRA calls, we find that LiRA retains sufficient sensitivity for downstream analysis. For
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Lodato et al. (2015), we detected an average of 83 sSNVs per cell, which extrapolates
to 919 sSNVs per cell genome-wide.
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(Figure 2.7, continued; b) Call status of sSNVs called by other methods in
LiRA. Calls made by single-cell variant calling methods contain many variants filtered
as FPs in LiRA. Accepting only PASS mutations after VQSR in GATK does not change
this. In SCcaller, lowering α lowers the proportion of the variants identified in LiRA as
FPs, but the proportion remains high. 99% simultaneous confidence intervals are
shown, and the size of the LiRA-intersection is listed above each bar.
(c) Comparison of sSNV types between LiRA FPs and LiRA calls. Wellsupported LiRA FPs, distinguished as those that are marked as ‘PASS’ by GATK, differ
significantly from LiRA calls in mutational spectra. 99% simultaneous confidence
intervals are shown.
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Supplementary Figure 7: Trinucleotide context of LiRA calls and LiRA FPs (99% CI on SNV
frequencies)
LiRA calls and high-quality (filtered as GATK PASS) LiRA FPs have different mutational frequencies when
viewed by trinucleotide context.
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To confirm the accuracy of LiRA’s sSNV calls, we compared the VAF distribution
of LiRA sSNV calls to that of LiRA FPs, LiRA uncertain calls, and gHets (Figure 2.7a).
True sSNVs should be characterized by a VAF distribution similar to that of gHets,
whereas FPs should have lower VAFs, owing to their origin in progressively later rounds
of amplification or on one strand of DNA. Accordingly, we found that LiRA calls had a
distribution nearly identical to that of gHets, whereas LiRA FPs and, to a lesser extent,
LiRA uncertain calls were skewed towards lower VAF values. This remained true when
the VAF distributions were split by mutational type (C>A, C>G, C>T, T>A, T>C, T>G)
(Figure 2.8). Overall, these results were consistent with the notion that LiRA
distinguishes bona fide fixed heterozygous sSNVs from amplification-induced artifact.
To compare LiRA to other methods for calling sSNVs, we compared the VAF
distribution of LiRA calls to those produced by SCcaller (Dong et al. 2017), Monovar
(Zafar et al. 2016), GATK (McKenna et al. 2010), Varscan (Koboldt et al. 2009), and
MuTect (Cibulskis et al. 2013) (Figure 2.7a). Unlike the LiRA-derived or germline VAF
distribution, calls reported by other variant callers produced VAF distributions skewed
towards low VAF calls and inconsistent with the VAF distribution of gHets. As a further
comparison, we intersected call sets from each of these packages with phaseable sSNV
candidates that LiRA could analyze (Figure 2.7b). We found that all methods tested had
a substantial burden of LiRA FPs, indicating the presence of discordant reads, and
uncertain variants (Figure 2.7b), suggesting that LiRA achieves a much lower FDR in
calling sSNVs from WGA-amplified single cells.
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Another validation of LiRA is the comparison of the single-nucleotide substitution
types between LiRA sSNV calls and LiRA FPs. High-quality GATK calls (marked with
the ‘PASS’ flag) found to be FPs have different mutational frequencies from LiRA calls
(p<10-5, Fisher’s exact test). The FPs were depleted in C>G, T>A, T>C, and T>G
mutations while enriched in C>T and C>A calls (which have been associated with
artifactual sSNV calls in previous studies; Fryxell and Zuckerkandl 2000; Lindahl and
Nyberg 1974; Frederico, Kunkel, and Shaw 1990; L. Chen et al. 2017; Figure 2.7c). The
largest depletion was observed for T>G (~320% higher in LiRA calls) and the largest
enrichment was observed for C>A (~50% lower in LiRA calls; Figure 2.7c). These
results suggest that the two sets originate from different underlying processes. An
expanded analysis over trinucleotide context upheld these observations (Figure 2.9).
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Supplementary Figure 7: Trinucleotide context of LiRA calls and LiRA FPs (99% CI on SNV
frequencies)
FIGURE 2.9: TRINUCLEOTIDE CONTEXT OF LIRA CALLS AND LIRA FPS
LiRA calls and high-quality (filtered as GATK PASS) LiRA FPs have different mutational frequencies when
viewed by LiRA
trinucleotide
context.
calls and
high-quality (filtered as GATK PASS) LiRA FPs have different

mutational frequencies when viewed by trinucleotide context. The error bars show 99%
confidence intervals.
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Application of LiRA to cancer genomic data
To investigate LiRA’s potential application to cancer genomic data, we analyzed
a single-cell exome sequencing dataset of bladder cancer and normal tissues from Li et.
al. (Li et al. 2012). This analysis revealed that, when there are a relatively large number
of mutations shared across cells (as is the case in cancer), LiRA is able to confidently
determine with a small number of reads whether an sSNV is present or absent from a
cell. In approaches agnostic to linkage, not detecting a mutation in a cell could be due to
dropout or due to the fact that the mutation is really absent. Thus, in previous
approaches, calling the status of a cell lacking evidence of an sSNV has involved
models in which the likelihood a mutation truly being absent depends on the depth of
sequencing at the locus and the overall rate of allelic dropout (Zafar et al. 2016; Li et al.
2012). In contrast, with LiRA, we are able to confidently call absence with just one read
spanning an sSNV locus and a nearby gHet, since as we have demonstrated over
gHets the rate of errors producing discordant reads is low (Figure 2.1d; 98% of linked
gHets are linked with only concordant reads).
In the cancer data, LiRA identified a high resolution “scaffold” of sSNVs over
which we had confident linked positive and null mutation calls. We then extended this by
identifying unlinked mutations that had a pattern of support across cells more
associated with a LiRA-identified mutation than was expected by chance. This analysis
resulted in identification of several nonsynonymous mutations and one nonsense
mutation not found in the original study, in addition to recapitulating the clustering
results of Li. et. al (Figure 2.10). The majority of these mutations were also not found by
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Monovar when this dataset was used in its validation (Zafar et al. 2016). Among the
new mutations was a nonsynonymous mutation in SYTL3, a gene that has been
previously implicated in bladder cancer through its involvement in the Rab pathway via
interaction with Rab27 (Ho et al. 2012).
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Supplementary Figure 8: Analysis of Li et. al.1 bladder cancer exome dataset using LiRA

FIGURE Hierarchical
2.10: ANALYSIS
OF
I ET. AL
. BLADDER
CANCER
EXOME
DATASET
USING
LIassociated,
RA
clustering
of L
bladder
cancer
and normal
cells using
LiRA calls
(blue) and
highly
‘rescued’ unlinked sSNV candidates. Calls described by Li. et. al. are boxed in the color of their
corresponding gene group, while novel calls found here are marked with a white X. The subclone
assignment given in Li et. al. for each cancer cell is shown on the right. Coding mutations identified among
LiRA calls or rescued sSNV candidates are labeled with the gene in which they occur. Calls in exons not
made by Li. et. al. are labeled with gene names. With the exception of the call in ZNF785 labeled above,
none of these were called by Monovar.2 One gene in which a novel call was found (SYTL3) has been
previously investigated in bladder cancer.3
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(Figure 2.10, continued) Hierarchical clustering of bladder cancer and normal
cells using LiRA calls (blue) and highly associated, ‘rescued’ unlinked sSNV candidates.
Calls described by Li. et. al. are boxed in the color of their corresponding gene group,
while novel calls found here are marked with a white X. The subclone assignment given
in Li et. al. for each cancer cell is shown on the right. Coding mutations identified among
LiRA calls or rescued sSNV candidates are labeled with the gene in which they occur.
Calls in exons not made by Li. et. al. are labeled with gene names. With the exception
of the call in ZNF785 labeled above, none of these were called by Monovar (Zafar et al.
2016). One gene in which a novel call was found (SYTL3) has been previously
investigated in bladder cancer (Ho et al. 2012).
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Chapter 3 : Applying LiRA to single-neurons
Data description
We applied LiRA to whole-genome scDNAseq data from 159 single human
neurons from 20 individuals. This dataset included 91 neurons from the prefrontal cortex
(PFC) of 15 neurologically normal individuals aged 4 months to 82 years and 26
neurons from the hippocampal dentate gyrus (DG) of 6 of those same individuals. It also
included 42 PFC neurons from 9 individuals diagnosed with cockayne syndrome (CS;
27 neurons from 6 individuals with confirmed mutations in the CSB gene) or xeroderma
pigmentosum (XP; 15 neurons from 3 individuals, two with mutations in the XPA gene
and one with mutations in XPD). This data was included because another question of
interest was whether defective NER in early-onset neurodegenerative disease was
associated with increased somatic mutations. A full accounting of the data included is
given in Table 3.1.

Table 3.1: Sample information
Case
ID

Sex

Age (yrs)

Diagnosis

Neurons

1278

M

0.4

Normal

9

5817

M

0.6

Normal

4

4638

F

15.1

Normal

10

1465

M

17.5

Normal

20

30

5532

M

18.4

Normal

9 (4 PFC, 5 DG)

5559

F

19.8

Normal

10 (5 PFC, 5 DG)

936

F

49.2

Normal

3

4643

F

42.2

Normal

10

5087

M

44.9

Normal

9 (4 PFC, 5 DG)

5840

M

75.3

Normal

6 (3 PFC, 3 DG)

5219

F

77

Normal

4

5171

M

79.2

Normal

4

5657

M

82.2

Normal

10 (5 PFC, 5 DG)

5511

F

80.2

Normal

3

5823

F

82.7

Normal

6 (3 PFC, 3 DG)

1762

F

4.4

CS

6

1124

F

4.7

CS

3

1286

M

5.8

CS

4

580

F

8.4

CS

4

5105

M

8.7

CS

6

682

M

32.8

CS

4

5379

F

24

XP

6

5316

F

44.5

XP

3

5416

F

46

XP

6
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Results
Across all normal neurons, genome-wide sSNV counts correlated with age
(Figure 3.1A) (p=2 × 10-5, mixed effects mode; supplemental methods), despite some
within-individual and within–age group heterogeneity. Additionally, these counts weakly
correlated with other quality metrics (Figure 3.1, further details in supplemental
methods), most prominently the fraction of each single-genome subject to allelic and
locus dropout. While this could potentially indicate the presence of a persistent artifact,
we were reassured by the fact that age appeared to be the most significant factor in the
variance in sSNV counts across the dataset.
To explore potential variation in different brain regions, matched DG and PFC
neurons were sequenced in six cases (Figure 3.2A). Our analysis uncovered regionspecific sSNV accumulation with age in both PFC (p=4 × 10-5) and DG single neurons
(p= 2 × 10-7), suggesting an almost twofold increase in the rate of accumulation in DG
(~40 sSNVs/year) relative to PFC (~23 sSNVs/year) (p=8 × 10-4). Among the six cases,
two had significant increases in DG, three had nominally increased counts in DG
compared to PFC, and one had a nominally higher count in PFC (Figure 3.2B). Across
age groups, the mutation rate in DG appeared weakly elevated relative to PFC (Figure
3.3).
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Fig. S2. Correlation of various quality control metrics with estimated singleneuron3.1:
sSNV
counts.
FIGURE
CORRELATION
OF QUALITY CONTROL METRICS WITH ESTIMATED AGING
PositiveSSNV
correlation
coefficients were lower than that observed between sSNV counts
NEURON
COUNTS
and age. Some metrics negatively correlated with the estimated sSNV count. * denotes
p < 0.05,
one-way Anova
with Sidak’s
multiple
testing.
Circles, sSNV
triangles,
Positive
correlation
coefficients
were correction
lower thanforthat
observed
between
counts
and diamonds denote normal PFC neurons, normal DG neurons, and progeroid PFC
and
age. Some metrics negatively correlated with the estimated sSNV count. * denotes
neurons, respectively. Neurons are color-coded by individual based on the key in Figure
p 1.
< 0.05, one-way Anova with Sidak’s correction for multiple testing. Circles, triangles,

and diamonds denote normal PFC neurons, normal DG neurons, and progeroid PFC
neurons, respectively. Neurons are color-coded by individual based on the key in Figure
1.
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FIGURE 3.2: RESULTS OVERVIEW
(A) Mutations increase with age in PFC and DG Neurons. sSNV counts
plotted against age for neurons derived from PFC (circles) and DG (triangles), with
linear regression lines. There is a strong correlation with age in both cases, with the rate
of accumulation being nearly twofold higher in the DG than in the PFC.
(B) Comparison of sSNV counts in PFC and DG within individual brains.
sSNV counts for data derived from PFC and DG neurons from the same individuals. *
corresponds to p < 0.05.
(C) CS and XP patient neurons display elevated sSNV counts. Comparing
normal adult neurons to those from patients with CS or XP shows the later have
elevated mutation counts. * corresponds to p < 0.05.
(D and E) Fraction of sSNVs composed of C>T (D) and T>C (E). The relative
frequency of C>T and T>C mutations changes across age categories. *, **, and ***
correspond to p ≤ 0.05, 0.001, and 0.0001, respectively, using two-way analysis of
variance with Sidak’s correction.
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FIGURE 3.3: GROUP LEVEL COMPARISONS OF AGING NEURON SSNV COUNTS

Fig. S3. Group-level comparisons of single-neuron sSNV counts. Between PFC
neurons
(A), DGPFC
neurons
(B), and
neurons
from
PFC compared
the the PFC
Between
neurons
(A),between
DG neurons
(B),
andthe
between
neuronstofrom
neurons from the DG across age groups (C). * denotes p < 0.05, ** denotes p < 0.01.

compared to the neurons from the DG across age groups (C). * denotes p < 0.05, **
denotes p < 0.01.
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Patterns of somatic mutation
Molecular patterns of sSNVs also evolved with age. Lodato et. al. previously
reported that cytosine deamination influences patterns of human neuron sSNVs,
resulting in abundant C>T mutations (Lodato et al. 2015). C>T sSNVs accounted for
most variants in the youngest PFC samples, but this fraction decreased with age
(Figures 3.2D, 3.4, and 3.5).
C>T mutations, although common in many biological contexts (Genovese et al.
2014; Hazen et al. 2016; Martincorena et al. 2015; Autism Sequencing Consortium et al.
2017), are also a known artifact of MDA (Hou et al. 2012). Systematic differences in
C>T burden during aging suggest that C>T variants are largely biological and not
technical in nature. T>C variants increased in the PFC with age (Figures 3.1E, 3.4, and
3.5) possibly representing DNA damage linked to fatty-acid oxidation (De Bont and van
Larebeke 2004).
As reported previously (Lodato et al. 2015), sSNVs in normal PFC were enriched
in coding exons (Figure 3.6) and displayed a transcriptional strand bias (Figure 3.7).
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FIGURE 3.4: SUBSTITUTION TYPES OBSERVED IN AGING NEURONS
Fig. S4. Substitution types observed. sSNV types observed in (A) normal PFC
neurons,
normal
DG neurons,
(C) CS
and
XP neurons.
Mean per
is
sSNV(B)
types
observed
in (A) and
normal
PFC
neurons,
(B) normal
DGgroup
neurons,
and
shown,
and
error
bars
denote
SD.
(C) CS and XP neurons. Mean per group is shown, and error bars denote SD.
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FIGURE 3.5: CORRELATION OF C>T AND T>C MUTATIONS WITH AGE IN THE NORMAL PFC
FigDG
S5. Correlation of C>T and T>C mutations with age in the normal PFC and DG.
AND
Mean and SD plotted for each case. Pearson R2 displayed on each plot denotes
correlation between the fraction of the indicated sSNV type
2 and age.

Mean and SD plotted for each case. Pearson R displayed on each plot denotes
correlation between the fraction of the indicated sSNV type and age.
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Fig S6. Enrichment of sSNVs in introns, exons, and intergenic regions. * denotes p

FIGURE 3.6: ENRICHMENT
SNVS IN INTRONS
, ANDfeature,
INTERGENIC
REGIONS
< 0.05 OF
for Senrichment
of sSNVs, EXONS
in indicated
+ denotes
p < 0.05 for depletion of
SNVs in indicated genomic feature, ++ denotes p < 0.001 depletion of sSNVs in

feature.
Error bars
denote 95%
confidence
interval.
* denotes p <indicated
0.05 for genomic
enrichment
of sSNVs
in indicated
feature,
+ denotes
p<
0.05 for depletion of SNVs in indicated genomic feature, ++ denotes p < 0.001 depletion
of sSNVs in indicated genomic feature. Error bars denote 95% confidence interval.
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Fig S7. Strand bias in transcribed regions in all groups. Mean and SD for each

Fgroup
IGURE
STRAND
BIASpIN
TRANSCRIBED
GROUPS
is3.7:
plotted.
* denotes
≤ 0.05,
** denotesREGIONS
p ≤ 0.01, IN
***ALL
denotes
p ≤ 0.001, and ****
denotes p ≤ 0.0001, Two-Way ANOVA with Sidak’s correction for multiple testing.

Mean and SD for each group is plotted. * denotes p ≤ 0.05, ** denotes p ≤ 0.01,
*** denotes p ≤ 0.001, and **** denotes p ≤ 0.0001, Two-Way ANOVA with Sidak’s
correction for multiple testing.
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Mutational signature analysis
Mutational signature analysis is a method which attempts to infer independent
mutational processes responsible for mutations observed across a set of input samples.
This approach has been applied extensively in cancer genome analysis to infer the
mutagenic exposures underlying mutations observed in individual tumor samples
(Alexandrov et al. 2015). We applied this procedure to mutations found in singleneurons, and this revealed three signatures driving single-neuron mutational spectra
(Figure 3.8A and 3.8B; further technical detail in Figure 3.9). Signature A was
composed mainly of C>T and T>C mutations and was the only signature to increase
with age (p=1 × 10-11), independent of brain region or disease status (Figure 3.8, C to
E). Signature A resembled a “clocklike” signature found in nearly all samples in a largescale cancer genome analysis (Signature 5) (Alexandrov et al. 2015). The data show
that a similar clocklike signature is also active in post-mitotic cells and hence
independent of DNA replication.
Signature B consisted primarily of C>T mutations and did not correlate with age
(Figure 3.8D), suggesting a mutational mechanism active at very young ages, perhaps
prenatally. Signature B may include technical artifacts, which are primarily C>T, but
bona fide clonal sSNVs are also predominantly C>T (Hoang et al. 2016; Evrony et al.
2012). This signature was enriched in DG compared with PFC (p = 2 × 10-4) (Figure
3.8F) and increased with age in DG, but not in PFC (p=0.04, difference in slopes, Figure
3.8G). The observable difference in Signature B between these brain regions, and its
correlation with age in DG alone, suggest that it is dominated by a biological
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mechanism, and these PFC-DG differences mirror differences in neurogenesis.
However, this will need to be validated in future studies as the observation remains
statistically weak.
A third signature, Signature C, was distinguished from Signatures A and B by the
presence of C>A variants, the mutation class most closely associated with oxidative
DNA damage (De Bont and van Larebeke 2004). Indeed, CS and XP neurons, defective
in DDR, were enriched for Signature C (p = 0.016 and 0.022, respectively) (Figure 3.8,
H and I), whereas Signature C also increased modestly with age in normal neurons (p =
0.04). An outlier 5087 PFC neuron with the highest sSNV rate in our data set had a high
proportion of Signature C mutations relative to other normal neurons, highlighting that
even within a normal brain some neurons may be subject to catastrophic oxidative
damage.
Finally, many of these associations were present even when data were
reanalyzed after removal of all C>T mutations (Figure 3.10), demonstrating that any
artifactual C>T mutations that may have escaped our filtering do not affect our main
conclusions.
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(Figure 3.8, continued; A) Three mutational signatures identified by nonnegative matrix factorization. Each substitution is identified by its trinucleotide
context, and the height of the bars describe the frequency of each substitution type.
(B) Number of variants from signatures A, B, and C in each of the 159
neurons in the dataset.
(C to E) Association of signature loadings across single-neurons with age.
Signature A is strongly correlated with age across all samples, regardless of disease
status or brain region. Signatures B and C are not associated with age when analyzed
similarly.
(F) Signatures in DG and PFC neurons. Signature B is enriched in DG relative
to PFC neurons.
(G) Signature B across age in DG and PFC. Signature B increased with age in
DG neurons, but not in matched PFC neurons, revealing a DG-specific aging signature.
Solid shapes represent regional means, and transparent shapes represent individual
neurons.
(H and I) Age-adjusted estimates of sSNVs per signature in CS and XP.
Signature C is enriched in both CS and XP. * and ** denote p ≤ 0.05 and p ≤ 0.001,
respectively; mixed linear model.
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FIGURE 3.9: DETAILS OF MUTATIONAL SIGNATURE ANALYSIS
Fig S10. Non-negative matrix factorization signatures, stability, and clustering. (A)
Detailed view of identified mutational signatures. (B) Non-negative matrix factorization
signature stability compared to average Frobenius reconstruction error indicates three
45
signatures maximizes the number of identified signatures while minimizing error. (C)

18

(Figure 3.9, continued; A) Detailed view of identified mutational signatures.
(B) Selection of number of signatures. Non-negative matrix factorization
signature stability compared to average Frobenius reconstruction error indicates three
signatures maximizes the number of identified signatures while minimizing error.
(C) Hierarchical clustering with COSMIC. Correlation-matrix-based
unsupervised hierarchical clustering of single-neuron-derived signatures (Signature A,
B, and C) with published COSMIC signatures (Signature 1-30) (Alexandrov et al. 2015)
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Fig S11. Mutational signature analysis excluding C>T mutations. To investigate the
possibility that C>T sSNVs may represent post-mortem artifacts, we removed all C>T
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(Figure 3.10, continued; E-F) Signature B. Signature B is enriched in DG
relative to matched PFC but does not increase with age in either brain region.
(G-H) CS-XP. Signature B is increased in both CS and XP relative to agecorrected PFC, while Signature C is non- significantly increased in CS and XP. *
denotes p < 0.05. The data presented in this figure suggest that bona fide C>T
transitions are drivers of somatic mosaicism in human neurons, and that the signatures
identified here are robust to the loss of signal from a major component of the data.
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Assessment of added value from LiRA
To further benchmark the performance of LiRA, we compared it to triple-calling, a
variant calling method used in Lodato et. al. 2015. Triple calling accepts mutation calls
when they are reported as bona-fide somatic variants by GATK (McKenna et al. 2010),
VarScan (Koboldt et al. 2009), and MuTect (Cibulskis et al. 2013). The results show that
there is a clearer rise in the mutational burden as age increases when LiRA sSNV calls
are used (Figure 3.11) but not when triple-calls are used.
To confirm that LiRA was still useful even with mutational signature analysis, we
compared the results of mutational signature analysis on this data from aging neurons
using both LiRA and triple-calling to make the input call-set. Signature analysis could, in
principle, render the improvements of any calling method largely unnecessary, as it
might be able to separate real and artefactual mutation calls on the basis of their
genomic context. However, in practice we show this not to be the case (Figure 3.12).
While triple calling does find a signature associated with age, the effect is weaker (r2 =
0.069 vs. r2 = 0.819), and the different from the signature derived using the LiRA-based
mutation set. Furthermore, the age-associated signature obtained by LiRA resembles
the clock-like Signature 5 in the COSMIC database and the age-associated SBS5
signature by Alexandrov et. al (Alexandrov et al. 2018).
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Age vs. number of detected mutations for triple-calling (left) and LiRA (right)

Note: To fairly evaluate triple calling, one point (red, CS) that had a very high number of called
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calling does find a signature associated with age, the effect is much weaker (r2 = 0.069 vs.
r2 = 0.819), and the signature itself is quite different from the signature derived using the
LiRA-based mutation set. Furthermore, the age-associated signature obtained by LiRA
resembles the clock-like Signature 5 in the COSMIC database and the age-associated
SBS5 signature (both copied below) reported more recently by Alexandrov et. al.9

Age vs. mutations from most age-associated signature for triple-calling (left) and LiRA
(right) identified by NMF

Most age-associated signature for triple-calling (left) and LiRA (right) identified by NMF
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LiRA-based mutation set. Furthermore, the age-associated signature obtained by LiRA
resembles the clock-like Signature 5 in the COSMIC database and the age-associated
SBS5 signature (both copied below) reported more recently by Alexandrov et. al.9
Age vs. mutations from most age-associated signature for triple-calling (left) and LiRA
(right) identified by NMF

Most age-associated signature for triple-calling (left) and LiRA (right) identified by NMF
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FIGURE 3.12: COMPARISON OF MUTATIONAL SIGNATURE ANALYSIS USING LIRA OR TRIPLE
CALLING ON AGING NEURONS

The age-associated signature loadings by age when triple calls(top, left) and
LiRA (top, right) are used, with the contexts associated with each signature immediately
below. While triple calling does find a signature associated with age, the effect is much
weaker (r2 = 0.069 vs. r2 = 0.819), and the signature itself is different from the signature
derived using the LiRA-based mutation set. Furthermore, the age-associated signature
obtained by LiRA resembles the clock-like Signature 5 in the COSMIC database and the
age-associated SBS5 signature.
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Chapter 4 : Conclusion
These results show that LiRA represents an advance in sSNV calling in single
cells, especially with respect to singletons. Whereas existing variant callers produce
variant callsets with very high FDRs, LiRA produces a set of high-precision calls that
display characteristics of fixed, heterozygous sSNVs. Although there is a limitation of
observing the single-cell genome only around gHets, LiRA still produces a sufficient
number of accurate calls from which to insights on biological processes can be
gathered. In future studies, the utility of LiRA over single-cell sequencing data could be
improved further when used in combination with longer reads, greater depth of
coverage, or greater heterozygosity in the diploid genome. While the last factor is not
easily mutable over human subjects, in mice or other model organisms crossing
distantly related strains may yield very high rates of heterozygosity and greatly improve
LiRA’s power.
In theory, there are error modes in amplification that would cause FPs to escape
LiRA’s filtering steps. LiRA relies on both strands of a single chromosome being subject
to relatively even amplification. If present, strand dropout or severe non-uniformity in
strand-specific amplification could cause DNA lesions or polymerase errors to appear
as fixed mutations in single-cell sequencing data using LiRA. Shorter or more
heterogeneous amplicon sizes in MDA might worsen this effect, as might cell lysis
protocols other than the alkaline-based one used previously (Lodato et al. 2015).
Although we cannot technically rule out strand-dropout, the quality of the two52

component model fit across cells (Figure 2.5 and 2.6) as well as other properties of
LiRA calls suggest that this process is of negligible effect size. As a new approach to
single cell analysis, LiRA provides a window into the mutational processes within a cell
including rate and characteristics of mutagenesis, leading to new insights into cell aging,
lineage, and disease.
Applied to single-neurons, our analysis revealed that sSNVs accumulated slowly
but inexorably with age in the normal human brain, and more rapidly still in progeroid
neurodegeneration. Three signatures were associated with mutational processes in
human neurons: a postmitotic, clocklike signature of aging, a possibly developmental
signature that varied across brain regions, and a disease and age-specific signature of
oxidation and defective DNA damage repair.

Potential future directions
In our analysis of single-neuronal data, we were unable to determine the extent
to which mutations are a cause of biological aging. While we found that mutations
accumulate, it remains unclear to what extent these mutations contribute to disease and
mortality risk associated with advanced age. Larger studies analyzing more singlecells, cells from exceptionally old individuals, or cells from individuals with ageassociated neurodegenerative disease (e.g., Alzheimer’s disease) will be more
equipped to attack this question. LiRA, however, can be applied to single-cell datasets
generally, and has many potential applications. I am eager, for example, to use LiRA to
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study potential off-target effects of CRISPR-CAS9 therapeutics, mutations associated
with e-cigarette use, and the possible mutagenic effects of space travel in astronauts.

54

Back Matter

Supplemental methods
Chapter 2: LiRA for the analysis of single cell DNA-sequencing data
Variant calling of candidate somatic single nucleotide variants (sSNVs) and populationpolymorphic germline heterozygous sites (gHets)
The GATK HaplotypeCaller best practices pipeline (McKenna et al. 2010) with
default parameters was used to call variants jointly on single cell and bulk sequencing
data from each individual. To maximize sensitivity, all variants reported in the output
VCF, regardless of the FILTER column flag, were considered. Candidate sSNVs were
identified as calls with no alternate-allele supporting reads in bulk and at least one
alternate-allele supporting read in a single cell, as specified in the VCF. Polymorphic
germline heterozygous sites (gHets) were identified as variants found with nonzero
population frequencies in the 1000 genomes database (Auton et al. 2015) as annotated
in the dbSNP 147 database, and called with a ‘0/1’ heterozygous genotype in bulk.

Identification of candidate variants for LiRA analysis
sSNV-gHet pairs and gHet-gHet pairs that had at least two reads or mate pairs
supporting both variant loci were subject to analysis by LiRA. Included reads were
required to have maximum mapping quality score (60), to map in a proper pair (SAM
flag 2), and to have no indel or base-clipping CIGAR operations.
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Read-backed phasing of variant pairs
In LiRA, the relative phasing of two SNVs, i.e., whether they are derived from the
same (cis) or homologous (trans) chromosomes, defines the pattern of alternate (A)
and/or ref (R) allele support in discordant and concordant reads (DRs and CRs)
spanning the two loci. There are four possible patterns of support (SNV1-SNV2): (R-R,
A-R, R-A, A-A). If two SNVs (SNV1 and SNV2) are linked in cis, concordant reads for
both SNVs will show A-A, and discordant reads R-A and A-R for SNV1 and SNV2,
respectively. Alternatively, if two SNVs are linked in trans, concordant reads will show
A-R and R-A, and discordant reads, for both SNVs, will show R-R. Phasing in LiRA was
done by simple majority of counted reads. SNV1 was linked to SNV2 in cis if the count
of A-A reads outnumbered A-R reads, and otherwise was linked in trans.

Filtering non-concordant sSNV candidates and computation of composite coverage
Following variant phasing, DR and CR read counts were obtained for each
variant pair (sSNV-gHet and gHet-gHet) over single-cell data and bulk data. Any sSNV
candidate or gHet that was not in a pair that showed complete concordance was
filtered, and the composite coverage (CC) was computed over the remaining set. CC
was computed as follows: We first considered each DR-free sSNV-gHet pair and
measured the pairwise-CC as the minimum of the CR count in single cells and the unmutated haplotype in bulk (for sSNV-gHet pairs) or the CR count in bulk (for gHet-gHet
pairs). The un-mutated haplotype in bulk, for a trans linked sSNV-gHet, was R-R, and
for a cis-linked sSNV-gHet, R-A. We then measured the composite coverage as
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pairwise-CC observed for each sSNV, where a maximum was taken if an sSNV or gHet
was linked with multiple gHets.

Power estimation
For the ref and alt allele of each gHet, we extracted the set of all supporting
mate-pair reads from bulk and single cell sequencing data. Then, we measured the
minimum coverage between the bulk and single-cell supporting reads at all genomic
positions covered by at least two reads in both sets. This gave the hypothetical CC
value an sSNV-gHet pair would have received had it occurred at one of the positions
covered on the chromosomal haplotype corresponding to the gHet allele under
consideration (either ref or alt).
Some positions were close enough to multiple gHets to receive more than one
hypothetical CC value on one or both haplotypes. In cases where the gHets themselves
could be linked directly in the same reads, to compute an overall value for these sites
we took the maximum CC observed across all pairs. However, in cases where a
position was close enough to two gHets to be linked with both, but the gHets were too
far from each other to be covered by any spanning reads, it was unclear from read data
alone which CC values corresponded to the same haplotype. To resolve this, we used
SHAPEIT2 (Delaneau et al. 2014) with default parameters on bulk samples for each
neuron donor to determine the haplotype of the ref and alt allele of each gHet and used
this information to transform measurements specific to variant alleles (ref/alt) into
measurements specific to haplotype. Overall, this analysis yielded a map between the
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location of a hypothetical sSNV (genomic position and haplotype) and the composite
coverage with which it would have been detected.

Aggregate power calculation
To calculate the relationship between the estimated somatic mutation rate and
composite coverage, we obtained aggregated counts of the total number of loci at which
a hypothetical sSNV could have been detected at particular CC values greater than or
equal to 2 (Pc, aggregate power). These counts were adjusted to account for two
confounding factors: loss of power due to non-artifact driven discordant read
observations and loss of power due to the random occurrence of bulk-alternate reads
supporting sSNV calls due to technical noise.
To account for the first factor, we reasoned that as composite coverage
increases, so should the likelihood that a discordant read will be observed due to
technical noise. This would reduce power to detect sSNVs by some amount yet
unaccounted for, since SNV pairs with discordant reads are excluded from LiRA in the
first step. Our approach to this issue was to measure the rate at which gHet-gHet pairs
were observed with discordant reads as a function of CC (dc) and to adjust aggregate
power at each CC value down by the fraction of those we predicted to lose.
To account for the second factor, we predicted that as coverage in bulk
sequencing increased, so would the likelihood that bulk reads would support an sSNV
because of random sequencing error. We approximated this probability using half the
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rate at which a third allele is observed in bulk sequencing data at gHets (e.g., a read
supporting T at a C/G het. site). We found that this quantity had coverage dependence,
but that the relationship was complex and that the rate did not consistently increase with
coverage. Because of this, we used a fixed rate (b) computed and applied across all
bulk coverage values to adjust Pc. Overall, the following formula describes the
adjustment, which was completed over single-cells individually (i.e., both b and dc were
cell-specific):

Pcadjusted = (1 – b)(1 – dc)Pcoriginal

Rate calculation and two-component model
To obtain estimates of and bounds on the observed somatic mutation rate at
different composite coverage values, we used a beta distribution with Jeffrey’s prior:
Beta(Mc + 1/2,Pc – Mc + 1/2), where Mc is the number of mutations with composite
coverage c and Pc is the adjusted count of the number of loci with power to detect a
mutation with composite coverage c. This gave the mutation rate in sSNVs/bp, and we
converted this to sSNVs/Gbp by multiplying by 109.
For each cell, we modelled the expected value of this beta distribution, the
average somatic mutation rate measured at each value of composite coverage, (Mc +
1/2)/(Pc + 1), as the mixture of an error component (E) and a ‘true mutation’ component
(T). The error component we fit had the form:
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E(c) = Kp(c-2); p < 1
Visually, a decaying exponential appeared to fit the data well at low composite
coverage values (Figure 2.6), consistent with a high burden of FP calls at that level of
quality. Theoretically, if we assume an initial burden of K errors per gigabase at c=2,
and that the probability of sampling a concordant read given a variant is truly discordant
is p, then the error abundance as a function of composite coverage takes exactly this
form.
We found that p = ½ resulted in good fits, and this suggested that the artifacts
causing an excess of mutations at low CC values originated from lesions present on the
original DNA prior to any amplification. To see this, first consider that in this scenario we
expect that half of spanning reads will be concordant and half will be discordant owing
to the presence of a lesion on one of the two original DNA strands. However, the
concordant and discordant read counts we obtain for each candidate sSNV are
stochastic, and, especially with high artifactual burdens, we expect some fraction of
artifacts to appear with only concordant reads. Now, consider the effect of adding an
additional randomly sampled spanning read—given the model above, there is a 50%
chance it will be discordant (and that the sSNV candidate will be filtered). Hence, with
each increment in spanning read coverage (and thus CC) we expect half of the
remaining artifacts to disappear. This implies p = ½.
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The “true” component T(c) fit by the model was practically constant (Figure 2.5 and
2.6), but to improve the quality of fitting, it was computed using a bootstrapped set of
germline variants. The procedure used was as follows:
1. Randomly select a set of germline variants of size equal to the size of the sSNV set
for that cell (c ≥ 2) from those found in DR-free gHet-gHet pairs, constraining the loci
distance and orientation (cis/trans) distribution to be as close as possible to that
observed in the somatic set. The later constraints were chosen because we
reasoned that the distance between linked SNVs and the orientation (through
alignment-mediated reference bias) would likely affect CC.
2. Compute the rate using Pc and the composite coverage distribution for these
sampled gHets.
3. Compute the bootstrap rate B(c) (the “true” component) by averaging over 100
instances.
Overall, the model R(c) = E(c) + T(c) = K1E(c) + K2 T(c) was fit using the R function
nlm.fit, in which the square error from the beta mean weighted by the inverse beta
variance,
vc = var(B(Mc + ½,Pc – Mc + ½))-1, was minimized:

1 2
2&
f(K1 ,K2 )= # vc $K1 E(c) + K2 T(c) –
Pc + 1
Mc +

c
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K1 and K2 were constrained to be positive by imposing a large penalty on the
objective function for K1 or K2 less than 0.
T(c), the expected dependence between CC and observed sSNV rate for true
heterozygous mutations, was used to estimate the genome-wide sSNV rate. In the ideal
case, T(c) should be constant, but we found that in some cells, especially at high CC
values, T(c) was variable, often increasing dramatically in tandem with the observed
sSNV rate (e.g., UMB1465-18, UMB1465-47, UMB1465-51, UMB4638-2, Figure 2.6). At
these high CC values, the number of gHet-gHet pairs used to construct T(c), the
number of sSNVs, and aggregate power were very low, and we attribute this
phenomenon to noise introduced by these low counts in the power adjustment. Thus, to
remove this effect, we used the value of the fit T(c) curve at the lowest CC value
(K2T(2)) to estimate genome-wide rate.
To obtain bounds on the genome-wide rate, we sampled our beta model of the
observed genome-wide somatic mutation rate Beta(Mc + 1/2,Pc – Mc + 1/2) at each
value of c and refit our model on the result 100 times. The bounds we report on the
genome-wide somatic mutation rate correspond to the minimum and maximum values
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of K2 T(2) obtained over these samples, and as such constitute a 98% confidence
interval.

Computation of estimated false discovery rate (FDR) and choosing a threshold for c
Given the model fit, the estimated false discovery rate (FDR) for the mutations
detected was calculated as follows:
1. Compute the FDR as a function of composite coverage:
1.1. FDR(c) = E(c)/[E(c) + T(c)]. This also allowed us to compute, for each value of c,
the corresponding Phred quality score (Q) for somatic mutations with that level
of support
Q = -10log10(FDR(c)).
2. Compute the estimated number of sSNVs (Mc(t)) and false positives (Mc(e)) as a
function of c:
2.1. Mc(t) = [(1 - FDR(c)) Mc]
2.2. Mc(e) = [(1 - FDR(c)) Mc]
3. Compute the estimated aggregate FDR when thresholding at cm as:

FDRagg (cm )=

∑c≥cm Mc (()
∑c≥cm )Mc (() + Mc (+) ,

Choose c* as the minimum value cm such that FDRagg(cm) ≤ 0.1.
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Somatic variant calling with GATK HaplotypeCaller, SCcaller, Varscan, Monovar, and
MuTect
SCcaller (Dong et al. 2017), MuTect (Cibulskis et al. 2013), GATK (McKenna et
al. 2010), VarScan (Koboldt et al. 2009), and Monovar (Zafar et al. 2016), were used
with default parameters to call somatic variants from single cells and bulk control data.
For SCcaller, we filtered variants at three different (artifact likelihood)/(heterozygous
variant) likelihood thresholds: 10-5, 0.01, and 0.05, and in all cases we filtered calls to
include only sSNVs with allelic fraction ≥ 1/8 (from the SCcaller github page;
https://github.com/biosinodx/SCcaller). GATK does not report somatic calls outright but
rather reports genotypes and quality metrics for single cells and bulk samples
separately. As such, we used the following filters to call somatic variants: ‘0/1’ or ‘1/1’
genotype in a single cell: ‘0/0’ bulk genotype, no supporting reads in bulk, and maximum
bulk genotype quality (99). We also analyzed the set of variants meeting these criteria
and annotated as ‘PASS’. For Monovar, we filtered raw variants using the procedure
described by Zafar et. al. First, we removed candidate sSNVs with less than 6x
coverage or more than 2 alt reads in bulk. Next, we removed sites within 10bp of each
other that were only detected in single cells. Finally, we removed sSNV candidates with
<10x coverage and <3 alt reads, and also those with variant allele fraction (VAF) < 10%
or VAF < 15% when coverage was between 20 and 100 or over 100 respectively.
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Estimation of the abundance of unphasable sSNVs
An sSNV is considered by LiRA only when there are bulk reads or mate pairs
spanning the sSNV position linked with a gHet allele. As such, it is not possible to
directly count the total number of sSNV candidates LiRA would analyze if it had power
over the entire genome. Instead, we estimate this number by dividing the number of
LiRA sSNV candidate by the fraction of GATK somatic calls (PASS only) to which LiRA
could be applied.

Analysis of FP and LiRA call sSNV mutation type and trinucleotide context
FPs were limited to those also called as somatic by our filtering of GATK variant
calls and annotated with ‘PASS’ in the VCF filter column. This provided a stronger
comparison between FPs and LiRA calls as it removed many sSNV candidates of low
quality which had very different VAFs, mutation types, and trinucleotide context
distributions (data not shown). These excluded calls were likely enriched for errors
stemming from sequencing error rather than WGA.

Method for obtaining histogram error bars
99% confidence intervals for frequencies of SNVs for VAF distribution bins
(Figures 2.7a and 2.8), mutation type (Figure 2.7c), and trinucleotide context (Figure
2.9), were computed using the multinomialCI function (alpha = 0.01) from the
‘MultinomialCI’ package in R on counts pooled across all cells.
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Analysis of Hoang et. al.
Mutation frequencies for BOTSeq BRA04, BRA05, and BRA06 were obtained from table
S9 of Hoang et. al., PNAS, 2016. (Hoang et al. 2016) These values were converted into
sSNVs/Gbp by multiplying by 109.

Analysis of Li et. al. bladder cancer exome data
FASTQ files for 55 bladder cancer cells, 12 normal cells, bulk normal, and 2 bulk
cancer samples were downloaded from the NCBI SRA and aligned to GRCh38 using
bwa mem version 0.7.17 (r1188). The GATK HaplotypeCaller best practices
pipeline(McKenna et al. 2010) with default parameters was used to call variants jointly
on these samples. LiRA was then used to call sSNVs in all single cells relative to the
bulk normal sample.
Following analysis by LiRA, sSNVs called as passing or uncertain in any cell
were grouped, and the status of each sSNV in each cell was queried. For each sSNV, in
cells where no reads covered the sSNV-linked haplotype, no genotype call was made.
In cells where at least one read covered the sSNV-linked haplotype and showed no
evidence of the sSNV (the ‘null haplotype’), sSNVs were called as absent. In cells with
at least one supporting read for the sSNV (not necessarily spanning a nearby gHet), a
call was made. Further, sSNVs were only considered if (1) at least 2 cells showed only
the null haplotype (at least 2 spanning reads), (2) at least 2 cells showed only the
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sSNV-positive haplotype (at least 2 spanning reads), and (3) the sSNV was called as
passing or uncertain in more cells than it was called as an FP. For a small number of
cells, there were FP calls among this set of considered sSNVs, and no genotype call
was made in these cases.
To construct an expanded set of calls, a ‘rescue matrix’ of low precision calls was
created by considering all remaining sites reported by GATK haplotype caller. Over
each single cell, a call was assigned a value of 1 if it had an alt depth of at least one,
zero otherwise. We then performed pairwise Fisher tests (of pairwise-complete
observations) between the cell calls for sSNVs in the rescue matrix and the cell calls for
sSNVs in the set reported by LiRA, aiming to select a set of sSNVs from the rescue
matrix that had unexpectedly high correlation in calls over cells with sSNVs reported by
LiRA.
To account for multiple hypothesis testing, we first applied a procedure where we
computed the minimum possible p-value that could be obtained given the fixed
marginals for each pairwise test. If this value was above the Bonferroni threshold at the
0.05 significance level for the number of tests being performed (n, threshold: 0.05/n), it
was excluded. Because this lowered the number of tests considered, and thus raised
the threshold, we repeated this process until a stable set of tests was obtained (i.e., until
all tests in principle could return a significant result).
I then obtained a set of ‘rescued’ sSNVs from the rescue matrix by considering
those found to be unexpectedly associated with a LiRA sSNV, controlling FDR < 0.1 by
the Benjamini-Hochberg procedure. To verify the validity of this, we performed the same
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procedure on 100 row-permuted rescue matrices and found that a nonzero number of
sSNVs were rescued only rarely (3/100) under random expectation. In contrast, we
found that 57 were rescued over the real data. This set combined with the set of sSNVs
(17) reported by LiRA are used in the heatmap presented in Figure 2.10.

Data availability
LiRA was applied to single-neuron and bulk sequencing data collected from the postmortem brain, heart (UMB1465 and UMB4638), and liver (UMB4643) tissue of three
individuals. These data were acquired as part of a previous study, (Lodato et al. 2015)
and are available in the NCBI SRA under the accessions SRP041470 (UMB1465) and
SRP061939 (UMB4638 and UMB4643). The neuron counts by individual were:
UMB1465 (16), UMB4638 (10), and UMB4643 (10).

Code availability
LiRA is available at https://github.com/parklab/LiRA.
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Chapter 3: Applying LiRA to single-neurons
Signature analysis
To discover signatures of mutational processes, we calculated the frequency of
mutations in their context for a trinucleotide substitution matrix for 159 neurons from the
identified single-neuron sSNVs. Mutation signatures were detected by fitting
nonnegative matrix factorization-based mutational signature framework. (Alexandrov et
al. 2013) As we increased the number of signatures from one to ten, we estimated
signature stability and reconstruction error of each signature and chose three signatures
(Signature A, B, and C) that maximize the number of identified signatures while
minimizing error (Figure 3.9 and 3.10). The identified three signatures were clustered
with the reported 30 signatures that can be found at COSMIC website
(http://cancer.sanger.ac.uk/cosmic/signatures), using unsupervised hierarchical
clustering using correlation as the distance metric (Figure 3.9 and 3.10). Using the
contribution of each signature to each neuron extracted by the framework, the
correlation of signatures with age was estimated.

Analysis of relationship between quality control metrics and somatic SNV counts
To gain insight into whether the number of somatic mutations that we observed is
related to the quality of the cells sequenced, we compared a wide range of QC metrics
in each cell to that cell’s estimated sSNV count. Metrics considered were: post-mortem
interval (PMI) before preservation, years in storage, RNA integrity number (RIN), sex,
estimated MDA amplicon size, total number of GATK haplotypecaller variants called,
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allelic dropout rate, locus dropout rate, and spectral density variance. (Sherman et al.
2017) PMI, number of years in storage, and RIN are all uncorrelated with the estimated
somatic SNV rate with adjusted R2 values of > 0.2 (0.14, 0.06, and 0.04 respectively)
suggesting the overall quality of the tissues did not affect estimated sSNV counts. The
estimated amplicon size of the MDA fragments is also uncorrelated with the estimated
somatic sSNV count (R2 = 0.08).
Estimates of the error rate of phi29(Lodato et al. 2015; J. Wang et al. 2012; de
Bourcy et al. 2014) compared to previous estimates of the sSNV count (Lodato et al.
2015; Hazen et al. 2016; Lynch 2010) suggest that in a given unfiltered single-cell WGS
dataset, artifacts should vastly outnumber true mutations. Recall that unfiltered calls
from GATK are used as the input for LiRA. Thus, the relationship between linkagebased sSNV rate estimates and the total number of GATK haplotypecaller variants
called is likely a highly relevant quality control metric to consider. If the number of GATK
haplotypecaller calls were to correlate positively with linkage-based somatic sSNV
estimates, it would suggest that a large fraction of our signal was derived from artifact.
However, the correlation between the total GATK calls and estimated SNV count is
actually negative with an R2 of 0.14 (Figure 3.1) implying that this was not the case.
The allelic dropout rate, locus dropout rate, and spectral density variance are all
weakly correlated with estimated somatic SNV counts (R2 of 0.42, 0.38, and 0.18,
respectively) (Figure 3.1). Importantly, these correlations are weaker than the
correlation between estimated somatic sSNV count and age. Moreover, DNA lesions
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can inhibit various nucleic acid polymerases that rely on intact DNA templates, including
endogenous DNA polymerases during DNA replication (Baynton and Fuchs 2000),
endogenous RNA polymerase II (Morita, Iwai, and Kuraoka 2011), and enzymes used in
in vitro settings such as T7 RNA polymerase (Sonohara, Iwai, and Kuraoka 2015), Taq
polymerase (Jennerwein and Eastman 1991), and most relevantly the phi29 polymerase
used in MDA (Woyke et al. 2011). This inhibition results in polymerase stalling, which, if
left unresolved, results in a blockage of amplification of the damaged template. The
result of such blocked amplification in the context of a WGS experiment would likely be
dropout of the damaged DNA fragment, and a lower measured copy number of this
locus in the final dataset. Thus, samples with increased levels of endogenous DNA
lesions might have increased levels of allelic dropout, locus dropout, and copy number
variance. Elevated levels of lesions are considered to be expected in the aging human
brain (Lu et al. 2004) and both CS and XP patients (Marteijn et al. 2014; Diderich,
Alanazi, and Hoeijmakers 2011) samples we also estimated to have more bona fide,
double- stranded mutations likely due to this damage. It is perhaps unsurprising, then,
that we observed increased levels of allelic dropout, locus dropout, and copy number
variance increasing alongside the somatic mutation count.

Mixed-effect modeling to compare mutational and signature burdens
Since mutational burden in neurons from the same donor and tissue may be
correlated due to shared biological environment, all tests for the effects of age and
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differences between tissues and healthy and disease states were carried out in a linear
mixed-effects regression framework. Covariates of interest (e.g. age, tissue, disease
status) were modeled as fixed effects as in standard ordinary least squares regression
while the clustering of neurons from the same donor-tissue pair were modeled as
random effects. This framework allows for accurate estimates of the means, variances,
and significances of each covariate while accounting for the increased uncertainty due
to clustering of samples from the same biological origin. A t-test using the Satterthwaite
approximation on the degrees of freedom was used to test each covariate for difference
from zero, with a p-value<0.05 considered significant. All models were fit using the
function lmer from the lme4 R package (v 1.1-14) and the lmerTest package (v 2.0-33)
to perform the Satterthwaite corrected t-tests.

Strand bias analysis
True mutations in transcribed regions of the genome display a signature of
transcriptional strand bias (Green et al. 2003; Polak and Arndt 2008), resulting from
asymmetric repair of coding and noncoding strands. To test for strand bias in sSNVs,
the UCSC table browser was used to find all RefGene transcripts associated with
single-neuron sSNVs. Only sSNVs that had known transcripts all going in the same
direction were considered. Transcriptional directions to sSNVs that overlapped a
transcript were tallied the numbers and collapsed the data to only report one
complement of each base pair.
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Enrichment of sSNVs in genomic features
Annotations from the Homo.sapiens (Team BC) package version 1.3.1 in R were used
to identify somatic SNVs falling within exons, introns, and intergenic regions. For each
region of interest, we counted the number of sSNVs in the corresponding group
(dentate gyrus, prefrontal cortex, cockayne syndrome, and xeroderma pigmentosum)
appearing in the region across cells and computed the expected number (assuming no
enrichment) using the proportion of callable sites available in each region and the total
number of sSNVs across regions. To derive confidence intervals for the value of
observed/expected for each feature, we performed bootstrapping with 10 million
iterations on data from individual cells in each group using the boot (version 1.3-20)
package in R (‘boot’ function). To account for testing 3 regions simultaneously, we
derived confidence intervals (‘boot.ci’ function with type= “bca”) at the 0.05/3 ≈ 0.167
and 0.001/3 ≈ 0.003 significance levels. If the confidence interval for a feature did not
include 1, the enrichment or depletion of the feature was reported as significant (p <
0.05 or p < 0.001..
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