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Abstract

One challenge in developing Machine Learning models, especially in the con-

text of domain adapation, is the difficulty in assessing the degree of similarity in

the learned representations of two model instances. This is especially challenging

when the instances do not share an underlying model architecture. Centered Kernel

Alignment (CKA) is a promising technique that has been applied to compare layer-

level activations between model instances using data from a particular domain.

We hypothesize that CKA can be used effectively in two additional contexts.

First, can we gain insights into redundant filters by applying CKA within layers?

Second, can we better understand and guide the process of domain adaptation by

comparing CKA results using data from the source and target domains?

We train a family of instances of a denoising autoencoder model, using two

datasets: a natural-image domain comprising photographs of house numbers, and a

synthetic-image domain simulating text on a page. We then fine-tune each instance

on a much smaller subset of data from the opposite domain. We use CKA to com-

pare the resulting model instances and demonstrate how to interpret the results to

gain insights into the domain adaptation process.

With this approach, we establish that the fine-tuned model instances retain

more similarity with the checkpoints from which they are derived than with the

corresponding models that have been trained from scratch on the same random ini-

tializations. This result holds even when the accuracy of the fine-tuned and from-

scratch models are the same. We also confirm the theoretical principle that the do-



main adaptation mostly occurrs in the later convolutional layers, while the low-level

convolution layers retain mostly equivalent representations.
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Chapter I.

Introduction

Domain Adaptation, the practice of training a deep neural network using

plentiful data from a source domain, and then fine-tuning the resulting checkpoint

using scarce data from a target domain, is an increasingly common practice. For

example, medical imagery may be impossible to get in large quantities due to pri-

vacy restrictions or the rarity of the condition being studied. (Kohlberger and Liu,

2020) By pre-training in the source domain, researchers hope to reuse learned fea-

tures of the input that will be applicable in the target domain, allowing the infor-

mation content of the more valuable scarce data to be spent on learning those as-

pects of the problem that are specific to the target domain.

Hope, however, is not a strategy, and deep models can be challenging to in-

terpret. Researchers require techniques that let them quantify the similarity be-

tween pairs of models and their component layers and filters, in order to better un-

derstand the impact of domain adaptation. They need tools to illuminate which

differences between models have the strongest impact on the model’s output, versus

which are merely different weights that capture an equivalent representation.

In this thesis we explore using the technique of Centered Kernel Alignment

(CKA) to achieve insights into how model instances evolve from a source domain

to a target domain. We apply CKA in two new ways, by using it across data sets

from multiple domains to assess domain shift and by leveraging it to compare filters

within a single layer. CKA can help researchers better measure, and thus better



understand, what is happening when they apply domain adaptation to real-world

data sets, making domain adaptation a more viable and valuable strategy in deal-

ing with scarce-data problems.

1.1. Background

Domain Adaptation is a common practice in Machine Learning (ML), where

a model that was initially trained on data from one problem domain is fine tuned

on data from a related problem domain. This can be useful when the acquisition

of sufficient data in the second domain is difficult or expensive, or when the initial

training takes a long time. Success depends on the two domains being sufficiently

closely related that the low-level features learned by the model trained on data

from the source domain are roughly equivalent to the low-level features required

by the target domain.

For example, today’s leading machine-vision models have been trained on

natural image segmentation and/or classification problems. That is, these models

have been presented with millions of photographic images from the real world, and

they have been trained to identify specific classes of objects such as animals, vehi-

cles, and people. Researchers wish to use these as a starting point for solving new

problems, such as adding a new class of real-world objects, or detecting abnormali-

ties in medical scans, or identifying elements such as numbered lists on a rasterized

image of a page from a PDF document. As the target domain shifts further from

the source domain, such as in these examples, transfer learning becomes less effec-

tive.

In a convolutional deep neural network, the lower layers of the network learn

to isolate the smallest of image features, such as a blurred edge at a small angle to
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Figure 1.1: “The first layer bases (top) and [a selection of] the second layer bases
(bottom) learned from natural images. Each second layer basis (filter) was visualized
as a weighted linear combination of the first layer bases.” Adapted from Lee et al.,
2009, their Figure 3.

Figure 1.2: The second layer bases (top) and the third layer bases (bottom) learned
from various object categories. Lower-level bases are simlar across categories, but as
we move to higher layers, the bases become more specialized. From Lee et al., 2009,
their Figure 4.

the pixel grid. As one moves up the layer stack, the image features learned by com-

bining lower-level features become both larger in size and higher-level in concept: a

mixture of different edges may form an eye or a hubcap. Finally, the highest levels

again combine their lower-level feature inputs to create triggers for the objects we

seek to detect, such as cats or cars.

At the core of domain adaptation is the assumption that the source and tar-

get domains are sufficiently closely related that the low-level features learned for

3



the source domain are representationally equivalent to the low-level features that

would be learned in the target domain, if we had enough data to train from scratch.

Figure 1.1 shows the lowest two layers of filters in a network trained on a variety of

natural images, while Figure 1.2 shows how the lower-level filters feed into mid- and

high-level filters for four domains. (Lee et al., 2009)

Validating this assumption that the two domains can share their low-level

representations requires quantifying the similarity between learned representations,

which is the subject of this thesis.

The lower-level features consume more information from the training data

than the upper levels do. As the gradients backpropagate from the outputs to the

inputs, they become weaker and more spread out. One idea behind domain adap-

tation is that, provided the target domain has enough in common with the source

domain, we can reuse the weights from the lower layers that have been trained on

the easier-to-obtain data. That lets us leverage the more precious data on learning

the higher-level features.

Therefore, when adapting these models for a related domain, it is usual to

freeze the weights for the lower-level features. For example, if one wishes to add

a new species of animal, one can rely on the same low- and mid-level features re-

maining relevant. Thus, re-using the corresponding layers is an effective strategy.

All of the major machine vision models provide one or more checkpoints consisting

of a pre-trained set of weights, and many applications of those models use the pre-

trained values for a warm start rather than training from scratch with a random

initialization.

In guiding their work, researchers need a better understanding of the mod-

els’ behavior than can be discerned from a single accuracy measurement on the out-

put. To improve their models, they need to answer questions about the models’
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internal structure. In what areas does a fine-tuned instance differ from an instance

trained from scratch in the target domain? Which learned features from the source

domain remain useful as the model adapts, and which atrophy?

More generally, assume we are given a pair of trained model instances, which

may differ in various ways: their model architectures, the data on which they were

trained, their random initializations, and the optimizers and learning rates with

which they have been trained, among other factors. We need a method for quan-

tifying the similarity between the internal behavior of these models, to provide an

understanding of where domain adaptation is occurring and where the processing of

domain-specific signal is located.

1.2. Natural Images versus Document Images

The case study that we use in this thesis is the adaptation from natural im-

ages to images representative of text documents such as PDFs. Some assert that

“the scarcity of labeled training data is a major problem in the domain of doc-

ument analysis. This problem can be addressed by utilizing the approach of do-

main adaptation and transfer learning.” (Arif and Shafait, 2019) Others find that,

“though recent advances in object detection for natural scene images are impres-

sive, directly applying the same model to document images is likely sub-optimal

due to large domain differences.” (Li et al., 2020)

Since most available image-processing checkpoints have been pre-trained on

natural images, the assessment of the tradeoffs in domain transfer is particularly

germane when considering models for page segmentation of documents.

There are several crucial differences between documents and natural images.

Documents tend to feature the highest possible contrast between foreground (black)
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and background (white) pixels, while natural images generally have a narrower dy-

namic range and a less abrupt transition between background and foreground pix-

els. Documents tend to have clearly isolated units, with the notable exceptions of

ligatures and script-style fonts, while natural images tend to have some objects par-

tially occluded by others. Documents tend to have multiple objects sharing a recti-

linear alignment, such as characters on a baseline or lines of text in a column, while

natural images have objects at a wider variety of orientations and relative positons.

Many of these differences make the problem of “understanding” a docu-

ment’s structure an easier task than the decomposition of natural images, because

the domain is more tightly constrained. However, the feature extraction layers at

the bottom of a typical modern convolutional neural net have been pre-trained to

recognize the low-contrast out-of-focus non-rectilinear features of natural images.

A pertinent question is: When transfer learning is used to retrain the upper layers

of the model, to what degree will the frozen lower layers make it difficult for the

model to adapt to the new domain? (He et al., 2018)

These lowest levels are not the only challenge. The images in page segmen-

tation differ from the natural images at all levels. Most obviously, the high-level

objects we wish to detect, such as sentences and paragraphs, have no similarity to

those in the world of natural images. The mid-level features differ as well; eyes and

wheels do not look like letters and words. (Pondenkandath et al., 2017)

Thus, we need a suitable mechanism for measuring the evolution of each of

these layers.
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1.3. Digits in Natural Images

There has been much work in recent years on a specific subset of natural

images, which we use to provide data for one of our domains. This is recognizing

the presence of in-scene text and converting it to strings. This is mostly focused on

street signs and house numbers, such as those found in Google Street View. (Netzer

et al., 2011)

For these purposes the transfer learning approach has performed well, al-

though some improvements are also made by considering the makeup of the fonts

themselves. (See, for example, Wang et al., 2015b; Chen et al., 2014; and Wang

et al., 2015a).

1.4. Our Contribution

In this thesis, we survey some existing methods for comparing the responses

of pairs of model instances, and particularly explore Centered Kernel Alignment

(CKA) with a linear kernel. We extend the application of CKA in two ways, and

consider ways to compute it effeciently.

Existing methods, such as CKA, have been widely applied to comparing

model instances at the granularity of layers. We apply the CKA method within

layers, to compare the responses of groups of units corresponding to specific con-

volutional filters. This allows us to better understand which filters are processing

similar signals, especially in the inner layers, where interpretability of models is a

challenge. This filter-level analysis can indicate candidates for pruning to eliminate

redundant signals.

Existing methods, such as CKA, have been applied in the context of com-
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paring different model architectures or different random initializations of the model

weights, but have assumed that the two models being compared were trained on a

common training set and evaluated with single test set, drawn from the same pop-

ulation as the training set. We apply the CKA method to models trained on train-

ing sets drawn from populations in different domains, as well as models trained us-

ing domain adaptation. To do this, we use multiple test sets, one drawn from the

source domain and one drawn from the target domain, and compare the measured

responses. This allows us to understand the impact of domain adaptation on our

models.
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Chapter II.

Prior Work

Denoising autoencoders are a class of ML model whose goal is to recon-

struct an input image to which random error has been introduced. Such a model

is well-suited for our experiments because the interpretation of the architecture

and learned weights are easy to visualize and interpret. We introduce the general

class of autoencoders in Section 2.1 and particularly denoising autoencoders in Sec-

tion 2.2.

For a metric to be effective in measuring the similarity between pairs of

model instances, it must meet certain requirements; we summarize those in Sec-

tion 2.3 and survey the literature of such metrics in Section 2.4. Of those candi-

dates, we select Centered Kernel Alignment (CKA), which we explain in more de-

tail in Section 2.5 with a worked-out example in Section 2.6.

2.1. Autoencoders

The models that we investigate in this thesis are image autoencoders, specif-

ically denoising autoencoders with tied weights.

We choose autoencoders for this work because their architecture makes their

weights and activations well-suited for visualization to illustrate the concepts in-

volved. The principles explored herein are not restricted to autoencorders, but ap-

ply equally well to other tasks such as classification or segmentation.



Figure 2.1: An abstract architecture of an autoencoder. The left column shows the
data at each step, from the original image, at a hidden state in the encoder, as the
embedding, at a hidden state in the decoder which is similar to but not the same as
the corresponding point in the encoder, and the output image which almost matches
the original input image.

An autoencoder is a model whose output is trained to be as similar as pos-

sible to its input. If that output were the only product of the model, it would seem

to be pointless. By constraining the model in various ways, however, a valuable rep-

resentation of the information contained in the input can be extracted. This might

be used as an optimal compression format, or it could be trained as an embedding

space in which the distance between pairs of images can be computed as a mea-

sure of similarity or a space in which to perform clustering. If the representation

is trained to focus on the most important aspects of the image and to discard the

least important aspects, it can also be used to filter noise while retaining signal.

Autoencoders are divided into an encoder f(x) and a decoder g(h), where f

maps the input tensor x onto an intermediate state h, which is the embedding. The

function g then takes the embedding and reconstitutes the original input. This is

illustrated schematically in Figure 2.1.

Both f and g are typically learned as deep networks. The encoder in our

model, as diagrammed in Figure 4.3, is built of alternating convolutional layers,
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which learn position-independent filters for commonly-occuring input features, and

maxpool layers, which gradually reduce the scale of the image and discard details

which have been encapsulated by the convolutional encoding. The decoder reverses

this, using deconvolutional layers to reconstruct the most likely patterns of pixels

from the down-sampled image and recombine the channels.

The learning goal is typically to minimize mean-squared reconstruction error

over all pixels.

While the embedding h can remain a hidden layer encapsulated within the

model and not accessible from outside, it is often useful to take the learned map-

ping h = f(x), once trained, for use as an input to another model. This mapping

projects a high-dimensional input x into an embedding h in which has been trained

completely without supervision, allowing the extraction of the most information-

rich signal to be done without the expense of labeling data.

There is an inherent tension between allowing a representation that is rich

enough to capture useful information while avoiding overfitting. There are several

related approaches to address this.

As noted above, encoders typically rely on convolutional layers, which tie

millions of weights within each layer. That is, they require that the same weight

be used for the corresponding position within each frame, drastically reducing the

number of free parameters in the model.

The embedding, which is also known as the “bottleneck”, is often chosen to

have a low number of dimensions compared with the number of instances and the

source image size. This forces the model to prioritize which channels carry the most

valuable signal for reconstructing the image, which should also be the most valuable

signal for other tasks.

When the embedding has high dimensionality, on the other hand, regular-

11



ization approaches can be used to prevent overfitting while allowing the input im-

age to be embedded in a manifold within the higher-dimensionality space. Such an

autoencoder is called “overcomplete” when the embedding has more dimensions

than the input. The choice of regularization strategy causes an overcomplete au-

toencoder to favor embeddings with specific properties, such as sparsity or greater

robustness to noise. The representation will not be preconstrained to a small di-

mensionality dictated by the size of the embedding layer; instead it will contain

the smallest number of effective dimensions necessary to represent the data in the

learned manifold.

`1 regularization can promote sparseness in the learned model. This allows

the model to determine at training time which connections have the most value in

the domain of interest.

2.2. Denoising Autoencoders

Denoising is another useful technique to prevent overfitting. In this approach,

a small amount of random noise is added to each input image during training, but

the model’s loss function is evaluated relative to the original image, without the

noise. That forces the model to generalize well instead of memorizing the examples

it has been given. (Goodfellow et al., 2016, Chapter 14)

Figure 2.2 shows how the autoencoder depicted abstractly in Figure 2.1

can be modified to become a denoising autoencoder. While training, the input x is

modified by adding random noise ε. The exact nature of this noise is not important

at this time: it might be Gaussian, salt-and-pepper, etc. The rest of the model’s

architecture is the same as it was before we added the noise generation stage at

the input. The model is now trained using the noisy input, but the loss function

12



Figure 2.2: An abstract architecture of a denoising autoencoder. As in Figure 2.1,
the left column shows the data at each step, from the original image, with noise added,
at a hidden state in the encoder, and so on. Because regularization is provided by the
denoising requirement, the embedding can have higher dimensions without leading
to overfitting. Note that the output image almost matches the original input image
without noise, and that the loss is determined by comparing the output, g(f(x+ ε)),
to the original input x and not the noisy input x+ ε.

is computed based on comparing the resulting output g(f(x + ε)) with the origi-

nal input x before the noise was added. The random noise is different each time a

particular training sample is enountered; this produces a randomly augmented data

set which forces the model to generalize beyond the exact training set. At inference

time, no noise is added.

2.3. Measuring Domain Adaptation

Domain adaptation takes a checkpoint which has been trained on a source

dataset, and fine-tunes it with a small amount of data from a target dataset to cre-

ate a new trained instance. To assess the effects of the fine-tuning, we need to com-

pare the resulting instance both to the checkpoint from which it was fine-tuned and

to an instance trained from scratch in the target domain using the same random

13



initialization. While this pair of comparisons is described as being done only once,

we repeat the comparison over a family of related instances, to estimate the error in

our measurements and ensure that our results generalize.

We therefore need a method of computing a comparison metric for pairs of

model instances.

One näıve approach would be to examine the correlation of the weights them-

selves using Pearson’s R2. This poses several difficulties. First, the model has non-

identifiability and permutation symmetry: exchanging pairs of units and their re-

spective weights results in an equivalent instance. More generally, the weights might

recombine linearly, making it practically impossible to align the weights between

instances that are mathematically equivalent. Third, not all units are equally im-

portant: some may activate much more often than others, yet simply examining the

correlation of weights ignores that fact.

Rather than comparing weights directly, many papers start by computing

an activation vector for each unit in the model, by iterating over each data point

in the test set and recording the activation of each unit. If there are p units in our

model and n samples in our test set, this provides a summary of the model’s behav-

ior on relevant data, as a matrix in Rp×n space.

A representation based on the activations must be robust under affine trans-

formations, including rotations of the subspace and permutations of the units, as

will commonly occur due to model symmetry and nonidentifiability. This is neces-

sary because the activations, and not the pre-activation weights, will be combined

linearly through the weight tensor and biases of the succeeding layer.

For example, consider two activation matrices Aa and Ab that correspond

to the same layer in the same model architecture, but trained with different random

initializations. Assume that Ab is an affine transformation of Aa — in other words,
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Ab = TAa where T is a square matrix representing the transformation and where

the bias is accouted for by augmenting the matrices. When the model instances

are used for inference, these inputs will be multiplied by (different) learned weights

Wa and Wb at the input stage of the following layer. Let us choose Wa = WbT.

Then:

WaAa = WbTAa = WbAb

which means that the activations on the next layer will be identical. Thus, the two

representations carry exactly equal information and the CKA computed between

each of them and a third representation should be equal.

Another advantage of limiting our focus to activations in response to a fixed

test set of inputs is that the activation matrix is always two-dimensional, with one

dimension representing the test cases and the other representing the set of units

regardless of the model architecture. This enables us to compare responses between

different layers and even arbitrarily different architectures. We can compare any

layers from models A and B once we have their activation matrices A ∈ RpA×n and

B ∈ RpB×n for the test set. We can even compare groups of units within a layer,

such as the units corresponding to a particular convolutional filter within a layer.

The question then becomes which similarity metric to apply to the activa-

tion matrices to compute a numerical score.

2.4. Survey of Literature Regarding Similarity Metrics

One approach is to simply learn a matrix M that predicts the response of

model B from the response of model A, that is, B̂ = MA, minimizing the squared
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error ||B − B̂||2, and then use the normalized magnitude of M as the similarity

matrix. This maps units one-to-one when possible, by having a value of 1 in the

corresponding cell of M, with 0 for all other values in that row and column. How-

ever, it also allows for one-to-many or many-to-many mappings by learning rows

and columns that are mostly 0 except when interacting with other units from the

given cluster. Of course, it is more likely that there will be values close to 0 or 1,

which is why the authors recommend using `1 penalties on learning the matrix M

to encourage sparseness and the formation of clusters. One downside of this regu-

larization is that it introduces a hyperparameter λ into the similarity metric. (Li

et al., 2016)

This method is non-deterministic and expensive to compute, because it in-

volves running an optimizer to learn M for every combination of units that we wish

to evaluate. The optimizer’s behavior introduces additional hyperparameters. The

main value of this approach appears to be as a conceptual starting point for consid-

ering how to express the relationship between the activation matrices of two differ-

ent models.

Another approach is SVCCA, the Singular Vector Canonical Correla-

tion Analysis, which involves two steps. First, singular value decomposition is

performed on the activation matrices, and only the first few dimensions, enough to

account for a given fraction of the variance, such as 95%, are retained. This is in-

tended to remove noise; we again note the introduction of a hyperparameter, the

required amount of variance accounted for.

In the second step, the reduced-dimensionality vectors are passed into Canon-

ical Correlation Analysis (CCA), in which the vectors undergo linear transforma-

tions to maximize the correlations in each dimension; the list of correlations ρi are

returned. There are several ways to interpret this vector of ρ values as a multi-
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dimensional measure of similarity. While this provides additional flexibility to the

researcher applying this technique, it complicates the interpretation and comparison

of results. (Raghu et al., 2017).

This can be simplified by keeping the Canonical Correlation Analysis but

eliminating the explicit SVD preprocessing step, since the implementation of the

CCA algorithm has its own step involving singular value decomposition of the in-

puts, and therefore the SVD step which SVCCA uses to suppress noise is redun-

dant. (Morcos et al., 2018)

To produce a single similarity metric, instead of the list of correlations pro-

vided by CCA, and thus by SVCCA, the authors propose Projection Weighted

CCA. In this approach, they take a weighted average of the correlations, where the

weight is the fraction of variance explained by each dimension in the SVD process

within CCA.

These and other approaches are summarized and a more formal mathemati-

cal basis for them is proposed in Wang et al., 2018.

CKA, or Centered Kernel Alignment, a normalized version of the Hilbert-

Schmidt Independence Criterion (HSIC), is a more recent suggestion. (Kornblith

et al., 2019) The HSIC was introduced by Gretton et al. in 2005 as a test of inde-

pendence suitable for Reproducing Kernel Hilbert Spaces (RKHS), and uses kernel-

based generalizations of the cross-covariance operator and the Frobenius norm. A

more detailed explanation follows in section 2.5.

For the simplest case, using the linear kernel, Gretton et al.’s generalization

to operators on functionals is not needed: the HSIC is simply the squared Frobe-

nius norm of the cross-covariance matrix, computed using traditional matrix oper-

ations. Intuitively, this measures the overall magnitude of how dependent the acti-

vations of each model instance are on activations of the other. The computation is
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straightforward, introduces no hyperparameters, and can be trivially parallelized for

efficiency.

Kornblith et al. define CKA by normalizing the HSIC so that it falls in the

range [0, 1] and demonstrate how to interpret it as a comparison of the represen-

tations learned by various layers. They also compare linear and radial basis func-

tion kernels and conclude that the linear kernel provides adequate insight to assess

model behavior.

Kornblith et al. proceed to compare their metric with those proposed in the

previous papers, along with simple linear regression and mutual information, nei-

ther of which proves useful. They use their metric to explore the structures of var-

ious models at each layer, and to consider the impact of increasing width on each

layer.

2.5. Centered Kernel Alignment

The Centered Kernel Alignment has the properties that we identified as

desirable in Section 2.3. It is invariant to permutation and scale, it is tractable to

compute, and it is easily interpretable. We use the Centered Kernel Alignment with

a linear kernel to compare activations.

The HSIC and CKA can be built on any universal kernel. We first describe

them using a linear kernel, and then explain the generalization to other kernels.

Restating our problem: we seek to compare two activation matrices, A ∈

RpA×n and B ∈ RpB×n, where n is the number of observations in the test set, and

pA and pB are the number of activations generated by each of the two model layers

we wish to compare—that is, the number of units.

The HSIC was defined by Gretton et al. as a way to test independence be-
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tween reproducing kernel Hilbert spaces. They define a cross-covariance operator

on the joint distribution between two such spaces in terms of the expected value

of each space’s kernel over the marginal distribution of values in that space. The

HSIC is then defined as the squared Hilbert-Schmidt norm of that cross-covariance

operator.

Gretton shows that an empirical estimator for HSIC is trKHLH
(n−1)2 , where n is

the number of observations being used, K and L are the Gram matrices from ap-

plying the kernel functions to the sampled observations (that is, Kij = k(ai, aj) and

similarly for L), and H = δij − 1
n

centers the observations.

For the case of a linear kernel, where K = ATA and L = BTB, this is the

squared Frobenius norm—or, more aptly here, the squared Hilbert-Schmidt norm,

which is the same thing—of the cross-covariance matrix. That is,

HSIClinear (A,B) = ||Acentered ×BT
centered||2F =

pA∑
i=1

pB∑
j=1

(
n∑

k=1

(Aik − A)(Bkj − B)

)2

where Acentered = A −A. That is, the centered matrix is the original matrix offset

so that the mean of its values is 0, and similarly for Bcentered.

Regardless of the kernel used, the value does not change when rows or columns

are permuted, and because it sums the squares of the values in the cross-covariance

matrix, it is invariant under rotations in Euclidean space. It is also symmetric when

exchanging A and B.

What it is not invariant to is isotropic scaling of the inputs. For Kornblith

et al., however, scale invariance is crucial to allow comparisons between layers.

CKA normalizes the HSIC between kernels K and L by the square root of the HSIC

between each kernel and itself:
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CKA(K,L) =
HSIC(K,L)√

HSIC(K,K) ·
√
HSIC(L,L)

so that values are always in the range [0.0, 1.0]. A value of 0.0 indicates statisti-

cal independence, and the CKA between two sets of observations that differ only

in scale and permutation yields 1.0. However, intermediate values are neither a

measure of correlation (Gretton et al., 2009) nor of mutual information. (Kornblith

et al., 2019)

Using kernels other than the linear or RBF kernels makes HSIC and CKA

available in any space for which an appropriate kernel can be found. For example,

a string kernel might enable the use of CKA for providing insights in NLP applica-

tions.

For comparing computer-vision models, Kornblith et al. explore RBF kernels

as well as the linear kernel, and conclude that for most purposes, the RBF kernel

does not improve on the simpler linear kernel. We note that the linear kernel also

has the advantage that it is not parameterized. The RBF kernel requires choosing

or tuning the bandwidth σ.

A further advantage of the linear CKA is that it is embarrassingly paralleliz-

able and can be computed using a map/reduce architecture, since the individual

elements in the cross-product are squared and summed. This algorithm can be rep-

resented as a TensorFlow graph, allowing the computation to complete in a reason-

able amount of time even on somewhat large inputs.

This property also allows us to use the CKA to subdivide a given layer into

groups of units. For example, a convolutional layer can be subdivided into units

that share weights, corresponding to the filters that comprise the layer, and thus

the filters can be compared with one another, with the filters from the correspond-
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ing layer in another model, or even with filters from different layers.

For this thesis, we use the CKA with the linear kernel as our tool for com-

paring model instances, layers, and unit groups. We explore its computation in

more detail in Section 7.

2.6. Computing Linear HSIC and CKA: A Worked-Out Example

Let us walk through an example computation by hand. Our first “model”

has four units, and our second “model” has two; we have three observations for

each:

A =


1 2 0 −1

2 4 12 0

3 0 0 1

 B =


2 2

4 16

6 0


Both matrices have three rows, representing the corresponding test inputs;

each matrix has the same number of columns as its model has units.

Simply by visual inspection, we can tell the the first column of B is twice

the first column of A, and the second column of B is the sum of the second and

third columns of A. So we expect these to have a high CKA, although the fourth

column of A expresses information that is absent from B, so we expect the CKA to

not be a perfect 1.0 score.

We begin by centering each matrix:

Acentered =


−1 0 −2 −3

0 2 10 −2

1 −2 −2 −1

 Bcentered =


−3 −3

−1 11

1 −5
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Now we take the cross product of Acentered and BT
centered, which yields the

cross-covariance matrix:

Acentered ×BT
centered =

 4 −4 −6 10

−2 32 126 −8


From this we can see that the third unit of A is much more strongly corre-

lated with the second unit of B than with the other possible combinations. This

is because in the second row, corresponding to the second test input, both of these

units had an activation that was an order of magnitude stronger than any other.

We now compute the squared Frobenius norm of this matrix by summing

the square of its eight elements, yielding 17,136. This is HSIC(A,B), which is not

normalized and therefore is difficult to interpret.

To compute a denominator that will let us normalize the HSIC, we repeat

this process to compute the HSIC of each of our two matrices with themselves.

Acentered ×AT
centered =



2 −2 0 2

−2 8 24 −2

0 24 108 −12

2 −2 −12 14


gives HSIC(A,A) = 13, 392. We note in passing, by examining the zeros of this

matrix, that the third unit is independent of the first unit.

Bcentered ×BT
centered =

11 −7

−7 155


gives HSIC(B,B) = 24, 244.

We finally combine these to compute the CKA of our two layers:
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CKA =
HSIC(A,B)√

HSIC(A,A) ·HSIC(B,B)
=

17, 136√
13, 392 · 24, 244

≈ 0.951

Since this value is slightly shy of 1.0, we deduce that our two matrices are

roughly equivalent representations of the activations over our three samples. Look-

ing at the original matrices once again:

A =


1 2 0 −1

2 4 12 0

3 0 0 1

 B =


2 2

4 16

6 0


we can see that the first column of B is twice the first column of A, and the sec-

ond column of B is the sum of the second and third columns of A. Thus, the entire

information contained in B is also contained in the first three columns of A, how-

ever this does not hold in the opposite direction: there is some information in the

division of signal between the second and third units of A, and the fourth unit of

A contributes an entirely different learned feature. The additional information rep-

resented by A has an impact on the CKA score and, in all likelihood, on the hypo-

thetical model’s ability to represent the input in a more nuanced way.

We can now quantify the impact of the additional richness of representation

afforded by A relative to B as being roughly 5% as measured by linear CKA on

this particular test set.
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Chapter III.

Extending CKA Beyond a Single Test Set Focusing on Layers

We note that all of the approaches covered in the literature survey in the

previous chapter assume the existance of a single well-defined test set, drawn from

the same population as the training set; this is implicitly a parameter to the simi-

larity metric. Substantially different inputs could create different activation matri-

ces, which might cause different covariance patterns to emerge. While all the pa-

pers summarized above focus on using their preferred metric to compare various

models, none asks the question of what can be learned in our case of domain adap-

tation by seeing how their preferred similarity metric responds to a change of test

set.

This leads to the main contributions of this thesis. As we have seen, the

CKA metric was created to compare layers — either within a model or between

models of the same or differing architectures — and to quanitify the degree to which

those layers reflect overlapping representations of the space of input data on which

they have been trained.

In this thesis, we extend this approach in two ways.

First, in Section 5.4, we subdivide layers into groups of related units that

represent specific convolutional filters. This allows us to assess redundancy between

pairs of filters within the same model instance, where such redundancy may in-

dicate a waste of resources. We also assess redunancy between filters in different

models, allowing us to identify which filters have learned equivalent representations



Figure 3.1: An example of domain adaptation. Three classes from a source domain,
two sets of convolutional filters that a model could hypothetically learn to discriminate
among the three classes, and three classes in a potential target domain. Two of the
target classes are the same as the source class.

and which are unique to particular model instances.

Second, in Section 5.5, we apply the techniques explored in Section 3.1 to

compare the CKA computed using test sets drawn from the source and target do-

main populations, in order to assess the efficacy of Domain Adaptation.

In addition, in Section 7, we demonstrate how the use of a TensorFlow graph

makes it possible to compute CKA in a reasonable amount of time, even for cases

when the size of the data required exceeds available GPU memory.

3.1. Examples of Using CKA to Assess Domain Adaptaion

Consider two model instances, differing only in the random seed with which

their weights and optimizers were initialized. If these have a high CKA in the orig-

inal domain, but have a lower CKA in the target domain, then by focusing on the

(groups of) units where the dissimilarity occurs, we can direct our attention to the

weights needed to capture new features or a new distribution found in the target

domain.

For example, in Figure 3.1, we consider a hypothetical three-class classifier

with a convolutional layer containing two filters of size 5 and stride 1, followed by a

fully-connected layer.
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This model might converge on the filters examining the “northwest” and

“northeast” corners: If both are present somewhere in the image, we have Class A

(a square), if only the “northeast” is present, we have Class B (a triangle), and if

neither is present, we have Class C (a line segment).

Alternatively, the model might converge on the second set of filters, which

are sensitive to the “northeast” corner and the “south point”. This time, Class A

activates the “northeast” only, Class B activates the “northeast” and “south point”

filters, and Class C activates neither.

These are summarized in Figure 3.2

Because these are completely equivalent representations, their CKA is 1.0 on

a test set drawn from the source domain.

In our test domain, we mirror-image the triangles. At first, both models mis-

label Class B′ as Class C, because the “northeast” filter remains inactive. However,

the way in which they adapt is different.

Instance 1′ can reuse the existing convolutional filters and relearn the rules

in its fully-connected layer to reverse the roles of the “northeast” and “northwest”

filters for two of the three outputs.

Instance 2′ has to re-learn the lower-level filter “south point”, but once it

has done so the fully-connected layer should be unchanged.

So for Instance 1′, we would maximize retraining efficiency by freezing the

lower layer and directing all the gradient to the upper layer, while for Instance 2 we

would want to do the opposite.

Let us work out the hypothetical CKA between our two model instances on

the source domain, assuming our test set comprises a single example each of classes

A, B, and C in that order. We also make the simplifying assumption that the filters

are not actually convolutional but are specific to the location where the correspond-
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Trained on Domain I:
Class NW NE SP Instance 1 Instance 2
A 1 1 0 A (NW ∧ NE) A (NE ∧ !SP)
B 0 1 1 B (!NW ∧ NE) B (NE ∧ SP)
C 0 0 0 C (!NE) C (!NE)

Evaluated on Domain II:
Class NW NE SP Instance 1 Instance 2
A 1 1 0 A (NW ∧ NE) A (NE ∧ !SP)
B′ 1 0 0* C (!NE)* C (NE ∧ SP*)
C 0 0 0 C (!NE) C (!NE)

Fine-tuned on Domain II starting with Instance 1:
Class NW NE SP Instance 1′

A 1 1 A (NW ∧ NE)
B′ 1 0 B′ (NW ∧ !NE)
C 0 0 C (!NW)

Fine-tuned on Domain II starting with Instance 2:
Class NW NE SP′ Instance 2′

A 1 0 A (NE ∧ !SP′)
B′ 0 1 B′ (NE ∧ SP′)
C 0 0 C (!NE)

Figure 3.2: Step-by step illustration of how domain adaptation occurs at differ-
ent layers depending on the starting checkpoint, corresponding to Figure 3.1. “In-
stance 1”, having “Northwest” and “Northeast” filters, re-learns how to identify class
B from those existing low-level features by reweighting the inputs at the higher layer.
“Instance 2”, having “Northeast” and “South point” filters, must relearn the lower-
level filter SP′ but leaves the logical combinations unchanged. Asterisks mark incor-
rect values caused by domain shift.
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ing input feature will occur.

For Instance 1, the Northwest filter’s activation vector is NW = (1, 0, 0) and

the Northeast filter’s activation vector is NE = (1, 1, 0). For Instance 2, the South

Point filter’s activation vector is SP = (0, 1, 0) and the Northeast filter is again

NE = (1, 1, 0)T .

These are linearly related, in that SP = NE = NW, so we know that the

CKA should be 1.0. Let us validate this by working it out. The activation matrices

of the two instances are

1 0 0

1 1 0

 and

0 1 0

1 1 0


In both instances, the mean of the activation matrix is 0.5, and so the cen-

tered activation matrices are

0.5 −0.5 −0.5

0.5 0.5 −0.5

 and

−0.5 0.5 −0.5

0.5 0.5 −0.5


They produce the cross-correlation matrix


0.0 0.5 0.0

0.5 0.0 −0.5

−0.5 0.0 0.5


which in turn yields HSIC of 1.25.

Taking the correlation matrices
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0.5 0.0 −0.5

0.0 0.5 0.0

−0.5 0.0 0.5

 and


0.5 0.0 0.0

0.0 0.5 −0.5

0.0 −0.5 0.5


gives an HSIC of 1.25 for each, finally yielding the expected perfect CKA of 1.0.

This difference between the instances is made apparent when we compute

the CKA between the corresponding layers of Instance 1 and Instance 2 using a test

set from Domain II.

The activation matrices
[
1 1
1 0
0 0

]
and

[
1 0
0 0
0 0

]
are centered to give

[
0.5 0.5
0.5 −0.5
−0.5 −0.5

]
and[

0.833 −0.167
−0.167 −0.167
−0.167 −0.167

]
Their cross-covariance matrix is [ 0.417 0.583

−0.083 0.083 ] and its Frobenius norm

yields an HSIC of 0.528. The two covariance matrices are [ 0.75 0.25
0.25 0.75 ] and

[
0.75 −0.083
−0.083 0.083

]
yielding HSIC values of 1.25 and 0.583, resulting in a CKA of 0.618, much less than

the perfect 1.0 we got in the original domain.

This indicates that the convolutional layers of the two instances no longer

capture equivalent information. It does not disambiguate which model will need

more retraining, but it does provide a hint to the model architect of where to pay

attention—and that it would be a mistake to simply assume that the low-level fea-

tures could be frozen for fine-tuning! In this constructed example, in fact, for In-

stance 2′ that would be a disaster.

We have shown how a lower CKA indicates where one instance may be bet-

ter suited than another for domain adaptation. The inverse, however, does not nec-

essarily hold. If a feature found in the target domain is detected by neither original

model, then the CKA in the target domain will remain high because the models

will remain in agreement, even if one of them will require less fine-tuning than the

other.

As fine-tuning progresses, however, the models should develop a sensitivity
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Figure 3.3: An example of domain adaptation with a new feature in the target
domain. From left to right: Two classes from a source domain, two convolutional
filters that a model could hypothetically learn to discriminate between the two classes,
and two classes in a potential target domain. In this case, one class in the source
domain is not found at all, and the second class is subvided into two new classes.

to these features, and intra-layer CKA comparisons may help identify where the

adaptation is occurring.

For example, in Figure 3.3, our source domain contains a “T” and a “+”. A

simple classifier with a single convolutional filter could learn to look for the “T”, as

in the filter shown for the first instance, or it could learn to look for the “+”, as in

the filter for the second instance.

Now we introduce a target domain, in which every shape has the “+” but

Class A attaches a circle while Class B attaches a triangle. While both models will

initially do badly on this new task, their CKA will remain high. This is because

they will either always activate weakly if at all, because there is always a “+” but

they are sensitive to a “T”, or always activate strongly, because they are looking for

the “+” that is always there.

An additional caveat: What HSIC, and therefore CKA, is measuring is simi-

larity of responses to inputs over the test set. Just because two groups of units have

a CKA close to 1 does not imply that they are responding to the same signal. It

merely tells us that over the test set, the presence of the input feature that stimu-

lates the first group of units co-occurs with the presence of the feature that stimu-
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Figure 3.4: An example of domain adaptation based on two differing checkpoints in
the source domain. From left to right: two classes from a source domain, two sets of
convolutional filters that a model could hypothetically learn to discriminate between
the two classes, and two classes in a potential target domain.

lates the second group of units. A group of units here could be at the filter, layer,

or model level. That may indicate a redundant signal that could be pruned with-

out loss of accuracy in the general case, but it does not guarantee it. This can be

mitigated by ensuring diversity in the test set.

For example, in Figure 3.4, we again have two classes of shapes, which can

be distinguished by whether the top is a “T” or a “+”, and equally well by whether

the bottom is a circle or a triangle. If we allow two convolutional filters this time,

any model that has learned to recognize any combination of these signals will have

matching activations across the test set, as long as the test set only contains varia-

tions on these two shapes.

But if the test set contains new shapes, such as the crossbar in Class A mov-

ing to be halfway between the positions in the source domain, or the triangle and

the plus components switching positions, then the values of the CKA between the

two instances on this new test set will depend on which input features in the orig-

inal domain the model happened to learn based on its random initialization. This

can be mitigated by training multiple instances with different random seeds and

aggregating the CKA results across all pairs of instances.
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These preceding examples are constructed specifically to point out potential

fallacies in the interpretation of CKA scores. Real-world datasets will rarely have

such adversarially ideal cases. We present them to alert the reader not to treat a

CKA score as a magic bullet that can be interpreted without context. As discussed,

ensuring diversity in the test set and repeating the CKA measurements over a fam-

ily of related models can mitigate these risks.

In summary, the CKA is a measure of alignment which can direct our atten-

tion to places where models are not aligned for a domain-appropriate test set. This

technique can help us separate those portions of our models which have equivalent

representations of data in a given domain from those more interesting portions of

our models where the representations capture different information.
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Chapter IV.

Methods

We specify a denoising autoencoder architecture and train it multiple times,

using both Natural and Synthetic data sets, to obtain baseline model instances for

each domain. We then fine-tune each baseline model instance on the opposite do-

main.

4.1. The Main Model and Its Datasets

Our family of models is a simple denoising autoencoder architecture with

three sets of convolutional and maxpool layers on the encoding side, and three de-

convolutional layers, whose weights are linked back to the convolutional layer fil-

ters, on the decoder.

Our emphasis is on keeping the model small enough and simple enough to

analyze, while being complex enough to demonstrate the domain adaptation pro-

cess that we want to explore.

We have two data sets to demonstrate the effects of domain adaptation.

They are motivated by our interest in adapating models trained on natural images

by fine-tuning them on synthetic images of text.

Source images are taken from two domains. There are 1,000,000 images that

we synthesized (“Synth”) in Domain I, and 33,400 natural images from the Street

View House Numbers dataset (“Natural”) in Domain II.



Figure 4.1: Sample input images from the Natural domain (top) and Synth domain
(bottom) after cropping

The Synth dataset contains 320x128-pixel greyscale images containing black

text on a white background. Words were randomly sampled from a wordlist con-

taining roughly 1000 of the most common English words; sufficient words were cho-

sen that in most cases they would run past the end of the image. The font and font

size were randomly selected. An integer between 0 and 9,999 inclusive was chosen

uniformly and inserted into the list of words at a random point, which may fall af-

ter the last visible word on the page. Any grey pixels are the result of anti-aliasing

by the PIL library in rendering the text.

The Natural images are taken from the Street View House Number set.

This is a widely-used dataset provided by Andrew Ng’s group at Stanford Univer-

sity. (Netzer et al., 2011)

To keep processing time limited, we crop images to 80 × 64 pixels. To avoid

dealing with the padding case, we filter the SVHN images to eliminate those smaller

than 80 pixels wide or 64 pixels tall; 10,322 images remain after filtering. We use

10,322 images from our synthetic set so that both domains have an equal number of

images.
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Figure 4.2: Sample images with salt-and-pepper noise added in the Natural domain
(top) and Synth domain (bottom)

For each dataset, we divide the 10,322 images into an 80%/20% split be-

tween training (8,257) and validation (2,065) sets. We then remove 200 images

from the validation set for use as our test set, leaving 1,865 images for validation.

The same split is used for training all our model instances on a given dataset, since

computing CKA requires that we use the same test data for all our models.

Natural images are reduced to greyscale (to match the Synth images) and

pixel intensities are scaled by 1/255 to fall in the range [0.0, 1.0].

While training, we add salt-and-pepper noise between the input placeholder

and the first convolutional layer. 5% of pixels are randomly set to 0.0, 5% are ran-

domly set to 1.0, and the remaining pixels are unchanged. The loss function uses

the original image data. This makes our model a denoising autoencoder, since it

faces the additional challenge of identifying the masked pixels and reconstructing

their most likely original values. This also acts as a form of regularization, since the

training noise is different each epoch, which discourages memorization and overfit-

ting. (Alain and Bengio, 2013; Vincent et al., 2008)

Our model’s architecture is depicted in Figure 4.3.
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Figure 4.3: The architecture of our denoising autoencoder.

36



We have three convolutional layers, each with 16 filters and stride 1. The

first convolutional layer has filter size 7 × 7 pixels; the second convolutional layer

has filter size 5 × 5 pixels; the third convolutional layer has filter size 3 × 3 pixels.

Each convolutional layer is followed by a maxpool layer with size and stride both

set to 2.

The final maxpool layer is fed into three deconvolutional layers, with weights

tied to those in the corresponding convolutional layers (transposed). Tying weights

in this way halves the number of parameters to be learned by the network. This

provides faster convergence and acts as a form of regularization. By enforcing sym-

metry across the layers, it also increases the interpretability of the inner layers of

the model.

Finally, the 16 channels from the outermost deconvolutional layers are re-

duced to a single channel through a deconvolution of size 1 × 1 which learns a

weighted sum of the 16 channels for each pixel.

All layers except the last are passed through a ReLU activation. Weights

are initialized using He normal initialization, while biases are initialized to 0. Each

training session is initialized using a fixed list of random seeds for reproducibility.

We rely on the salt-and-pepper noise for regularization, rather than `2 loss.

This allows us to use the ADAM optimizer, which is incompatible with `2 loss.

(Loshchilov and Hutter, 2019)

We use a series of patience counters to control training. We start training

with ADAM optimization with learning rate 10−2 until we go 1000 consecutive

batches without improving on our lowest value for the loss function on the valida-

tion set. We then multiply the learning rate by a factor of
√

0.1. We repeat this

process, training until 1000 consecutive batches fail to improve on the lowest value

for the loss function, then multiplying the learning rate once more by a factor of
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Figure 4.4: Sample images, from left to right: Original (cropped), with salt-and-
pepper noise added, and the output predicted by a model instance.

√
0.1, resulting in a final learning rate that is one-tenth of the rate with which we

began. Training continues until another 1000 consecutive batches have gone by

without achieving an improved value for the loss function.

We train the model four times on each domain’s data set with different ran-

dom seeds. The same random seeds are used for each domain. The resulting model

instances are named Natural-n for the instances trained on the Natural data, and

Synth-n for the instances trained on the Synth data. Sample results are in Fig-

ure 4.4. Plots of loss versus batch appear in Figures 4.5 and 4.6.

When the instances have been trained, we run inference using each of the

200 held-out images from both domains’ test sets. We are not interested in the model’s

output nor its loss. Instead we record the activations of each unit within the model

for each of the 200 images in each test set to generate two activation matrices for

every instance, as described in Section 2.3.

4.2. Fine-tuning

Next, we take each of our four instances in each set and treat them as check-

points, fine tuning them on data from the other dataset.
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Figure 4.5: Loss while training four instances using Natural data. On the left,
the Natural validation set shows a steady decrease in loss. On the right, the Synth

validation set also shows a decrease in loss, because the domains are related and a
good representation of natural images will get the overall structure of the synthetic
image right. The loss plateaus at a higher level than either the Natural validation set
or the Synth validation set in Figure 4.6, because the details needed to reconstruct
the Synth images are not present in the Natural-trained instances.

Domain adaptation is typically used in cases where the expense or diffi-

culty precludes collecting a large data set in the target domain. To simulate this,

we limit ourselves to 800 images out of the approximately 8,000 that were used to

train the original instances. We repeat the three stages of training, with the pa-

tience counters, that we used for the initial training. Plots of loss versus batch ap-

pear in Figures 4.7 and 4.8.

We now have eight new model instances. Four, named Nat-from-Synth-n,

have been fine-tuned using Natural data from a checkpoint originally trained on

the Synth-n base. The other four, named Synth-from-Nat-n, were fine-tuned us-

ing Synth data from a checkpoint originally trained on the Natural-n base.

Once again, we take the two sets of 200 test images and use them to gener-

ate activation matrices for the eight new instances. We can now use CKA to com-
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Figure 4.6: Loss while training four instances using Synth data. On the left, the
Synth validation set’s loss decreases steadily. On the right, the Natural validation
set also shows an overall decrease in loss although with a lot of noise in the loss
curve. The validation set here is drawn from a domain which the model has not
seen; the loss decreases overall because the domains are related, but it has a lot of
high-frequency noise because as the optimizer seeks a local minimum for the source
domain, the target domain’s needs are not considered. At the end of each curve,
when the learning rate is decreased, the magnitude of the noise in the loss curve also
decreases.

pare the new instances both to their checkpoint baselines and to the trained-from-

scratch instances.
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Figure 4.7: Loss while fine-tuning four Synth-trained checkpoints using Natural

data. On the left, the Natural validation set shows a steady decrease in loss. On
the right, the Synth validation set shows an increase in loss as the model, originally
trained on Synth data, undergoes the domain shift to handle reconstructing Natural

images, shifting the weights away from the source domain.

Figure 4.8: Loss while fine-tuning four Natural-trained checkpoints using Synth

data. On the left, the Synth validation set shows a decrease in loss. On the
right, the Natural validation set shows a trend to increase in loss as the weights
shift away from the source domain. We note that the loss curve becomes less noisy
as the learning rate decreases.
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Chapter V.

Results and Evaluation

To understand the problem space in which we will apply CKA, we first ex-

amine the results of the autoencoder when trained on each of our domains and

tested both within the same domain and across domains. We then perform domain

adaptation and see how that alters the outcome.

Finally, we use Linear CKA to explore the properties of our example model

under different training regimens. With CKA results, we confirm the common wis-

dom that the low-level filters do not change much when fine-tuning, and we show

how to use a CKA-based analysis to locate where the majority of adaptation is oc-

curring, as in the middle convolutional layer of our example. We demonstrate that

domain adaptation is asymmetric, and deliver insights into which filters in our var-

ious model instances are the best candidates for combining into a hybrid ensemble

model.

5.1. Domain-Specific Results

We can examine the results of the autoencoder to gain some perspective on

the challenges of domain adaptation. We see that model instances trained on the

Natural dataset are better at handling data from the Synth dataset than the oppo-

site. The problems revealed when trying to process Natural images with a model

instance trained on the Synth dataset motivate our interest in domain adaptation.



Figure 5.1: Natural data, as input (left), as processed by Natural-trained autoen-
coders (middle), and as processed by Synth-trained autoencoders (right). Domain
shift makes the third column very difficult to read, for reasons explained in the text.

First, let us examine the treatment of images from the Natural validation

set. Figure 5.1 shows three such images, processed by model instances trained on

the Natural dataset and by instances trained on the Synth dataset.

While the output of the Natural-trained autoencoders are slightly lossy, the

number is clearly visible. When the same images are passed through an instance

trained on the Synth data, the representation is inadequate to capture the image

with high fidelity. The numbers are very difficult for a human to recognize for sev-

eral reasons. JPEG artifacts are amplified: with waffle patterns in the Natural-

trained autoencoder output, and in the 8×8 blocks emphasized by the high-contrast

output of the Synth-trained autoencoder. The digits in the middle example are

difficult to discern without referring to the earlier images for landmarks. We can

clearly see that, without domain adaptation, the Synth-trained instance will do

poorly at the task of representing the Natural-based data well enough for a human
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to be able to read the output.

How about the other direction? Here are instances of three images from

the Synth validation dataset after being processed by autoencoders trained on the

Synth dataset:

Figure 5.2: Synth data as input (left), after being processed by Synth-trained
autoencoders (middle), and after being processed by Natural-trained autoencoders
(right). The high-constrast filters in the Synth-trained instances deliver reasonably
faithful results, while the Natural-trained instances introduce blurring, a reduction
in contrast, and the waffle patterns associated with the JPEG artifacts seen in the
Natural training set.

The results from the Synth-trained instances are lossy, which we expected

given the narrow bandwidth of the bottleneck layer in our autoencoder, but most of

the individual letters still can be easily made out. When we assess the cross-domain

performance by passing the same image through our Natural-trained autoencoders,

the letters are blurry and in some cases impossible to identify. This is because of

several differences in the data from the two domains. Images in the Natural do-

main (a) contain larger digits, so less importance is placed on fine detail; (b) tend
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Figure 5.3: Natural data as input (left), as processed by Natural-trained autoen-
coders (second column), as processed by Synth-trained autoencoders (third column),
and processed by Nat-from-Synth autoencoders trained on Synth data and then
fine-tuned on Natural data (right). The first three columns repeat Figure 5.1 to ease
comparison. Results of the fine-tuned instances are comparable to those from the
Natural-trained instances—Domain Adaptation has been successful.

away from the extremes of the pixel intensity, so contrast is lessened, (c) are often

slightly out-of-focus, so sharp edges are avoided; (d) contain JPEG artifacts, which

the deconvolution attempts to reproduce.

5.2. Results from Fine-tuning

As described in Section 4.2, our next step is to take each of our eight model

instances and retrain them for the opposite domain using only a small subset of the

training set, to simulate fine-tuning. We see that in both directions, domain adap-

tation is successful. The small accuracy gap between the fine-tuned model instances
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Figure 5.4: Synth data as input (left), as processed by Synth-trained autoencoders
(second column), as processed by Natural-trained autoencoders (third column), and
processed by autoencoders trained on Natural data and then fine-tuned on Synth

data (right). The first three columns repeat Figure 5.2 to ease comparison. The fine-
tuned results in the rightmost column are almost, but not quite, as good as the results
from the native trained-from-scratch instances (second column)—Domain Adaptation
is mostly successful with the larger font sizes, but the smallest text remains unread-
able.

and those instances trained from scratch is an expected consequence of the small

size of the target domain training subset.

In Figure 5.3 we see the results from taking the Nat-from-Synth instances

that had been trained on the Synth domain and fine-tuning them on Natural data.

The results on the Natural validation set are still readable, and almost as clear as

on the Natural-trained-from-scratch instances.

In Figure 5.4 we see that the results from going the opposite direction, tak-

ing the Synth-from-Nat instances that had been trained on the Natural domain

and fine-tuning them on Synth data, are readable until we get to the smallest font

size. These are not quite as good as the trained-from-scratch Synth instances, but
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Figure 5.5: The distribution of reconstruction loss for each type of instance, using
the test datasets from the Natural (left) and Synth (right) domains. The shaded
regions represent within-domain test sets; in these cases, the fine-tuned versions of
the model perform only slightly worse than the trained-from-scratch versions. The
unshaded regions represent cross-domain test sets, where we obtain a higher loss, as
expected. Because fine-tuned instances were originally trained on the cross-domain
data, they outperform the from-scratch instances in the cross-domain cases.

the high contrast and narrow lines of these are much closer to those than to the

Natural instances from which they started.

These qualitative results are illustrative of the overall performance of our

sixteen models across the several hundred images in each test set. Figure 5.5 sum-

marizes the distribution of the losses across each of the images for those 32 com-

binations. We can clearly see that the Natural instances, whether from-scratch or

fine-tuned, perform excellently on the images from the Natural domain.

We also note that fine-tuned instances do almost but not quite as well as

the corresponding from-scratch instances on in-domain data, but the fine-tuned in-

stances outperform their from-scratch counterparts when evaluated on cross-domain

data. This is as expected; domain adaptation is about leveraging previously-learned

patterns, not replacing them wholesale.
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5.3. Evaluation Using CKA at the Layer Level

Now that a visual inspection of the results has given us context, we use the

CKA scores to compare our instances and learn how similarly they behave. CKA

reveals that a single representation of the Synth dataset is learned by all of our

model instances, but there is up to 5% non-alignment between two different sets

of representations learned for the Natural dataset. CKA further provides the in-

sight that non-alignment is distributed differently in the Synth and Natural model

instances.

CKA is intended by Kornblith et al. to be used to compare layers between

two model instances. In Figure 5.6 we see the CKA comparing each of the three

convolutional layers in our model across all eight instances, testing with each of the

data sets.

Figure 5.6 shows the CKA when comparing each pair of our eight base model

instances. With the Synth test dataset every pair has a CKA of essentially 1.0. In

other words, these instances have learned an equivalent representation when pre-

sented with this kind of data, while the Natural test data shows less alignment.

Although the scale is different, however, once that is accounted for, they reveal sim-

ilar information.

There are no major outliers in the first convolutional level, where all model

instances have developed equivalent representations.

Within the Natural model instances, there is also high alignment in the

middle layer, but the third convolutional layer shows disagreement. In particular,

we find two pairs of models that have high mutual CKA but low CKA with the

other models in their cohort.
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Figure 5.6: CKA of the three convolutional layers (outer columns) for each of the
test sets (outer rows), for all eight baseline checkpoints. The Synth test set (bottom)
has nearly perfect alignment, implying that all four instances learned equivalent rep-
resentations. In the second and third layers, the clustering of the comparisons into
high and low groups corresponds to two pairs of base instances; each pair has high
alignment between them and lower alignment with the members of the other pair.
This implies that there are two representations in the Natural-trained instances that
share about 95% of their information.

Within the Synth model instances, on the other hand, the disagreement

occurs in the middle convolutional layer, with nearly perfect aligment in the third

layer.

When looking at comparisons of one model instance from each group, these

two sources of disagreement combine. The distribution of CKA in the middle strip

of each small multiple shows disagreement in both the second and third layers, and

shows less distinct clustering.

We can use this information to choose model instances from different groups

to create an ensemble with better coverage of the input space. We also use this as a
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Natural-1

Synth-4

Figure 5.7: Examples of filter weights in the first convolutional layer in each of two
domains: Natural images (top), and Synth images (bottom). Filters within each
instance are ordered by the mean of their weights.

baseline when we compare the fine-tuned model instances in Section 5.5.

5.4. Evaluation Using CKA at the Filter level

One of our contributions is to extend the established approach of using CKA

to compare entire layers and apply it to comparing pairs of filters. More formally,

we compare the activations from groups of units, where each group’s units represent

a particular convolutional filter.

This can be done either within a particular layer or between layers from dif-

ferent model instances. Our goal is to distinguish filters that convey redundant sig-

nal from filters that carry valuable information. By working through several ex-

amples from our autoencoder instances, we demonstrate how CKA can provide

insights regarding which filters product the activations with the least redundancy

compared with other filters and which filters are already well-disposed towards the

domain adaptation.

Let us begin with examining the filters in one layer of one of our model in-

stances. We look at the first layer, which has 16 convolutional filters of size 7 × 7.

In these visualizations we note that different instances have a differing num-

ber of filters with a single bright area, a single dark area, or the distinctive waffle or

50



checkerboard pattern caused by JPEG artifacts in the Natural training set.

The challenge is to assess the degree to which these sets of weights represent

equivalent information.

Simply computing the R2 correlation for the weights assigned to each pixel

between pairs of filters will not capture the information we care about. Information

could be divided between filters in different ways, as we see in the differing number

of filters of each type, and one-by-one comparisons would obscure this. Addition-

ally, the ReLU activation used in these models means that strongly anti-correlated

weights would activate under incompatible scenarios.

Instead, we compute the CKA between all pairs of filters in this layer. More

precisely, we compute the CKA between pairs of groups of units, with each group

corresponding to the units from a specific filter. We must do that computation

twice: once using test data drawn from the Natural population and one from the

Synth population.

As our first example, we compare filters from instance Synth-2, the second

instance trained using synthetic data, with each other, using Synth test data.

Each filter is assigned both a row and a column; the diagonal shows a CKA

of 1.00 because every filter is perfectly aligned with itself. The triangles above and

below this diagonal are symmetric because HSIC(X, Y ) = HSIC(Y,X).

When examining a comparison of filters within a single layer, we hope to

see low values of the CKA, which indicates low alignment (i.e., high independence)

between the firing patterns of the given filters. Pairs of filters with high CKA are

redundantly encoding information. This may increase training time and not take

full advantage of the bandwidth of the model to provide a rich embedding space.

In our autoencoder such as ours, some redundancy in the encoding may be

unavoidable when the occurrance of distinctive pixel patterns is highly correlated.
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Figure 5.8: CKA of the filters in the first convolutional layer of instance Synth-2,
using the Synth test set. The darkness of the chords on the right visualization, which
correspond to the darkness of the cells in the adjacency matrix, is proportional to
the value of the CKA between those two filters. Two clusters of filters are apparent:
a large one with high CKA values within the cluster, and a smaller one with weaker
alignment and thus greater independence.

Because the deconvolutional layers’ weights are tied to the convolutional layer, the

model may need redundancy in the encoder to provide the most accurate decoder.

The CKA analysis can help us identify such redundant pairs, and might in-

dicate architectural choices that could be reconsidered.

In this case, filters 1, 3, 6, 7, and 12 have an extremely low CKA (0.03 or

less) compared to the other filters. When comparing the filters in this set to one

another, CKA scores range from a low of 0.19 (for filters 1 and 3) to 0.57 (for filters

7 and 3). These filters activate mostly independently of one another. Comparing

the filters in Figure 5.9 to the random initializations, we confirm that even these

noise-like filters are the result of training and not simply surviving random initial-

izations.
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Natural-1

(initialization)

Synth-4

(initialization)

Figure 5.9: Comparison of the learned filter weights as seen in Figure 5.7 with their
random initializations, showing that even the filters that look like noise are the result
of training. Filters within each instance are ordered by the mean of their weights in
the trained model instances.

The remaining filters have a high alignment. This implies that these filters

are responding to similar pixel patterns in the input (“input features”), or more

generally to pixel patterns that co-occur in the Synth data set.

We can also visualize the same data in a clock arrangement, which allows

us to add visualizations of the filter weights themselves and the distribution of ac-

tivations. In Figure 5.8, the opacity of the chords connecting each pair of filters is

proportional to the CKA of that pair, with black indicating 1.0 and transparent

indicating 0.0.

Comparing this clock visualization to the heamap of the same data, the two

groups of filters become even more clear. The five filters with the most negative

average weights rarely activate, and when they do, they activate mostly indepden-

dently. Given that the training and test sets are both for the Synth dataset, in

which images are mostly bright white pixels with isolated groups of black pixels,

this conclusion regarding the most negatively-weighted filters undergoing ReLU ac-

tivation is reasonable.

The remaining filters activate more often, and in a way that CKA indicates
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Figure 5.10: CKA of the filters in the first convolutional layer of instance Synth-2,
using the Natural test set. The minor cluster shows much less internal alignment
than in Figure 5.8. This implies that whatever pixel-level patterns co-ocurred in the
Synth dataset do not co-occur in the Natural dataset, if they occur at all. In this
case, filters 3 and 7 have zero activations over the Natural test set, while they had
at least one non-zero activation in the Synth test set.

is not independent. This directs our attention towards considering whether to re-

duce the number of filters on this layer.

Let us next examine the CKA for the exact same set of filters, only this time

we use the Natural test dataset as our probe.

Figure 5.10 provides a drastically different picture than Figure 5.8 did. The

group of negative filters remains separated, but the independence between its mem-

bers is even stronger, rarely registering above 0.0 — with the striking exception of

filters 6 and 12, whose CKA jumps to 0.84.

On the other hand, filter 5, which had been the member of the main group

with a uniformly high CKA when evaluated with the Synth test set (ranging down

to 0.91), is now a clear outlier, with CKA ranging from 0.28 to 0.77. This filter is

responding to a signal that others in its layer do not recognize; and indeed, looking
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at the filter itself we can see right angles with negative weights, distinguishing it

from the general light areas that the other filters have in common. This indicates

that it is likely to be valuable in the domain adaptation.

Filter 11 shows a similar, albeit less dramatic, decrease in CKA compared to

other filters in the main group.

This illustrates how crucial the choice of test set data is. When the instance

trained on Synth data is assessed using Natural data, differences in the relation-

ships between pairs of filters become apparent. CKA ignores differences that are

immaterial to the test set. For Synth data, filters 5 and 11 do not isolate an indep-

dendent signal; for Natural data, they do.

We can apply the same technique to comparing layers from two different in-

stances. Figure 5.11 compares the filters, activation patterns, and CKA scores for

the first convolutional layer of instances Synth-2 and Natural-4.

We can immediately identify the filters in each instance which are attuned

to signal that is not recognized by the other instance.1

The most interesting filters are the exceptions that are connected to only a

few filters on the other side. The most notable exception in our example is filters

6 and 12 in Synth-2, which each have a middling CKA about 0.5 with filter 6 in

Natural-4. These filters are likely to be important in domain adaptation because

they are already partially sensitized to the signal from the other domain.

Since these two instances were trained on the two different domains, this

helps us understand which filters are responding regardless of domain and which

are likely to be domain-specific.

For example, let us examine Filter 0 in the Natural-4 instance and Filter 5

1In the Synth-2 instance, these independent filters are 3, 6, 7, and 12; in the Natural-4 in-
stance, the independent filters are 6 and 7. Additionally, we see moderately independent filters: In
Synth-2, they are filters 1, 5, and 11; in Natural-4, they are filters 1, 5, 8, and 13.
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Figure 5.11: CKA of the filters in the first convolutional layers of instances Synth-2
(top) and Natural-4 (bottom), using the Natural test set. Rows and columns with
uniformly low CKA values indicate filters that do not have a counterpart in the other
domain’s instance. Filters with moderate values, such as the row for Filter 13 in the
Natural-4 instance and the column for Filter 5 in the Synth-2 instance, indicate
filters that, although trained in one domain, are likely to provide a discriminative
signal in the other domain as well.

in the Synth-2 instance. Looking at the visualization of the weights, these appear

dissimilar: Filter 0 from Natural-4 has a large bright region towards the lower left,

while Filter 5 from Synth-2 has a much more mottled appearance and many dark

pixels, meaning negative weights. Yet their CKA of 0.99 tells us that the responses

of these two filters, in the aggregate, when presented with the Natural test set, are

very highly aligned. This implies that if we were to (1) replace the weights of Fil-
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ter 0 in Natural-4 with those of Filter 5 from Synth-2, (2) freeze this layer and

the corresponding deconvolutional layer with their original weights, and finally (3)

retrain the remaining layers, we should lose only about 1% of the information pass-

ing through the model.

Another way of using the CKA results would be in the creation of a hybrid

model, using a union of these two instances’ filters to form a super-feature-detection

layer. For example, we note that Filter 10 of the Natural-4 instance has a very

high CKA with many of the highly-activating filters in Synth-2. From this we con-

clude that in the combined layer, most of its signal would be redundant; we thus

would not choose to include it in our hybrid. Building such a hybridized model is a

compelling direction for future work.

These insights lay the groundwork for our main task: applying CKA to an

analysis of fine-tuning.

5.5. Evaluation of Fine Tuning

We are now prepared to use CKA in examining the results from our fine-

tuning experiments. We confirm the common wisdom regarding domain adapta-

tion not altering low-level filters, we identify model instances that are most promis-

ing for use in an ensemble, and we gain insights that contribute to a more efficient

training strategy.

Let us start by expanding our coverage of layers from Figure 5.6 to compare

the fine-tuned instances with the base checkpoints. The result is Figure 5.12.

As before, both test sets reveal similar patterns, although at different scales,

with the Synth set much closer to 1.0.

The first (lowest) convolutional layer again has the highest CKA, indicat-
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Figure 5.12: CKA score (y-axis) comparing the indicated convolution layer (outer
columns) between each pair of a fine-tuned model instance and a from-scrach model
instance, using both data sets (rows). The inner columns group comparisons by the
combination of which dataset was used for the fine-tuning (which implies that the
other dataset was used for the base of the fine-tuned instance), and by the dataset
used to train the base model used for comparison. Red dots, which are offset to
the right side of each group, indicate those comparisons where the fine-tuned model
instance and the from-scratch model instance shared a random seed; the higher range
of CKAs for these dots reveals the general persistance of the random initializations.
The much higher CKA values for the first (lowest) convolutional layer supports the
common wisdom that low-level features do not change much in domain adaptation.
The lower-CKA points in the second and third layers suggest which specific instances
could be most effectively combined in an ensemble.

ing that domain adaptation has not fine-tuning has not caused much if any change

in the representation of the filters at this level. This supports the conventional un-

derstanding that the low-level filters do not change much when retrained. It also

reassures us that our domains are similar enough (99% or better) for domain adap-

tation to re-use the lowest level’s weights.

The second and third layers again demonstrate a wider range of CKA val-
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ues. We note in particular that, for most groups, the second convolutional layer

has a wider range of CKA scores than the third. From this, we gain the key insight

that for the model under consideration, it is the middle layer where the adaptation

is occurring.

Some of the comparisons in the second convolutional layer have a represen-

tation of the input images that range as low as 94% similarity. Referring back to

Figure 4.5, their loss curves in training were no different than their peers, so while

these representations are as much as 6% different, they appear neither better nor

worse in terms of accuracy.

This directs our attention to the possibility of improving our performance by

designing an ensemble that combines the units with dissimilar responses.

We next examine those pairs of models that shared an initial random ini-

tialization of weights. These are indicated in the figure by the color red and by be-

ing offset to the right of their group. They remain, in general, more closely aligned

within each group than those trained from different starting points. This reveals

the important role that the initial weights play.

We pay particular attention to the comparison of Natural-from-Synth in-

stances to the corresponding Synth from scratch instances from which they were

adapted. These are the red dots in the second group in each panel. These are al-

most all 1.0, indicating that the adaptation from Synth to Natural domains did

not require much retraining.

By comparison, the red dots in the third group of each panel, representing

the comparison of Synth-from-Natural instances to the corresponding Natural

base instance, have more of a spread and in general do not achieve 1.0, indicating

that more retraining was needed going in this direction.

Referring back to the loss curves in Figures 4.7 and 4.8, we note that fine-
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tuning into Natural from Synth converged much more quickly than the other di-

rection. Natural from Synth took about 4,000 steps and had a much sharper elbow

in the curve, while the other direction took 20,000 to 30,000 steps and underwent a

more gradual decrease in loss.

Not only is this consistent with our interpretation of the CKA data, it sug-

gests a training strategy for this model. To reduce the amount of training needed

when fine-tuning instances based in the Synth domain we can freeze all but the

middle layer for much of the training process, concentrating the gradient where

adaptation is most needed.

5.6. CKA Comparisons of all Fine-Tuned Instances

Finally, we are ready to examine the CKA, comparing each fine-tuned in-

stance against (a) the checkpoint from which it was trained, and (b) with the cor-

responding from-scratch model instance. We expand our scope to include all the

layers in our model, and observe how domain adaptation can be highly effective in

terms of improving accuracy, while leaving many of the internal activation patterns

closer to those that the base model instance learned for the source domain.

Figure 5.14 shows how the CKA scores for each layer compare.

We examine the two test sets on separate scales, because the Synth data, as

we have previously observed, has a much narrower range of CKA scores than the

Natural data.

For the Nat-from-Synth instances, which started from Synth checkpoints

and were fine-tuned using Natural data, each model instance has more similarity

with the base (Synth) checkpoint from which it was trained than it does with the

target-domain instance. This is true regardless of which test set we use for our as-
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Original Base Fine-Tuned Scratch

Figure 5.13: Three examples from each domain. From left to right: The original
image; the image after passing through the autoencoder for the wrong domain, which
is the checkpoint used as the basis for fine-tuning; the image after passing through
the fine-tuned autoencoder; and the image after passing through the corresponding
from-scratch autoencoder for the correct domain. The fine-tuned model instances
produce results that are comparable to the from-scratch instances.
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CKA Test Accuracy
w/Base (Synth) w/Scratch (Nat) FT Base Scratch

Instance Nat Synth Nat Synth Instance (Synth) (Nat)
Nat-from-Syn-1 0.9978 0.9995 0.9203 0.9981 0.9983 0.9692 0.9983
Nat-from-Syn-2 0.9987 0.9995 0.9910 0.9982 0.9983 0.9750 0.9982
Nat-from-Syn-3 0.9972 0.9997 0.9790 0.9997 0.9974 0.9677 0.9983
Nat-from-Syn-4 0.9979 0.9995 0.9962 0.9985 0.9981 0.9663 0.9984

Mean 0.998 1.000 0.972 0.999 0.9980 0.9696 0.9983
StdDev 0.001 0.000 0.035 0.001 0.0004 0.0038 0.0001

CKA Test Accuracy
w/ Base (Natural) w/ Scratch (Synth) FT Base Scratch

Instance Synth Nat Synth Nat Instance (Nat) (Synth)
Syn-from-Nat-1 0.9998 0.9995 0.9959 0.8945 0.9578 0.9311 0.9713
Syn-from-Nat-2 0.9995 0.9910 0.9978 0.9987 0.9601 0.9319 0.9677
Syn-from-Nat-3 0.9998 0.9790 0.9993 0.9972 0.9664 0.9285 0.9518
Syn-from-Nat-4 0.9980 0.9962 0.9982 0.9979 0.9645 0.9300 0.9655

Mean 0.999 0.991 0.998 0.972 0.9622 0.9304 0.9641
StdDev 0.001 0.009 0.001 0.052 0.0039 0.0015 0.0085

Figure 5.14: Comparison of the CKA scores for each fine-tuned model instance with
(a) the checkpoint from which it was derived (“base”), and (b) the model instance
that was trained from scratch on the target domain, using the same random initial-
ization (“scratch”). CKA scores are given for the target domain’s test set followed by
the source domain’s test set. Test accuracy is defined as 1 minus the loss as measured
in the target domain. The accuracy of fine-tuned instances does not differ signifi-
cantly from the accuracy of the from-scratch instances, even though CKA indicates
activation patterns remain closer to those of the original base instance.
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sessment.

For the Synth-from-Natural instances, the situation is more complex. Each

instance has some layers where it is more similar to the base (Natural) checkpoint

from which it was fine-tuned, and others where it is more similar to the from-scratch

target (Synth) instance with which it shared initial random weights. The responses

to the two test sets are not the same. In general, though, we do note that layer 2,

the middle convolutional layer, shows a drop in CKA relative to its neighbors, con-

sistent with our earlier observation that this is the layer where much of the domain

adaptation is occurring.

We thus see that the domain adaptation is not symmetric. Fine-tuning a

Synth checkpoint into the Natural domain results in an instance that retains much

of the behavior of the source domain, while fine-tuning a Natural checkpoint into

the Synth domain finds some layers adapting more, typically dominated by the

middle convolutional layer.

Looking at the accuracy numbers, however, we see that the fine-tuned model

instances are indistinguishable in performance from their trained-from-scratch coun-

terparts. Although the fine-tuned instances have successfully adapted to the target

domain, their activation patterns remain much more similar to their base check-

points than to the from-scratch instances.

Using only the loss curves, we would be able to measure the result of adap-

tation but not understand its mechanism. By applying CKA analysis across the

test sets and within each layer, we are able to gain insight into how the model adapts.
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5.7. Summary

We have demonstrated how CKA with a linear kernel can be used to ana-

lyze a family of related model instances. First we examined the filters within a sin-

gle layer of one model instance, then we looked at comparing layers from instances

with a common architecture, both those trained on the same data but with differ-

ent random initializations, and those whose training sets were from different do-

mains.

Finally, we performed the experiment which was our goal: We took model

instances that had first been trained in a source domain and then been fine-tuned

in a target domain, and used CKA with a linear kernel to compare the resulting

model instance both with the baseline instance from the source domain and with an

equivalent instance trained from scratch in the target domain. In our case, we de-

termined that the fine-tuned model instances had greater similarity with the source

domain checkpoint than with the target domain model instance, and we confirmed

that changes were concentrated in the later convolutional layers, which accords

with theory.
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Chapter VI.

Design and Technology Choices

There are four stages to the processing of data: Data preparation, model

training and inference, computation of CKA scores, and visualization.

Data preparation uses the Python Image Library (PIL), which is widely

available and easy to use, for generating synthetic data from scratch. For data taken

from Web sources, the data were manually downloaded and unpackaged.

For creating, training, and using the models, we use Tensorflow. Ten-

sorflow is a widely used framework for using GPUs and Python to train Machine

Learning models and then to perform inference on them. It includes a very useful

web-based monitoring tool called Tensorboard. For those reasons, Tensorflow was a

good choice for this project.

The framework for running the model uses command line arguments to con-

trol almost all aspects of the training, including:

• Which model architecture to use; each was in its own Python module.

• Which dataset to use for training.

• How many convolutional filters to use at the first level.

• Whether to start from scratch or from a specific pre-trained checkpoint.

• How many samples from the test set to use when generating the activation

vectors.



• The maximum number of epochs to train for. This was to catch runaway

training sessions if a model failed to converge; it was useful while debugging

but never triggered in actual training. Setting this to 0, however, in conjunc-

tion with loading a checkpoint and specifying a number of samples to use for

generating activation vectors, allows the operator to generate the activation

matrix for an already-trained model.

• The random number seed used for both initialization and noise generation.

This is a required parameter to ensure that all results are reproducible.

• The width and height of the image. Images larger than this size were cropped;

images smaller than this size were padded.

• The maximum number of images to use from the training set. This was used

during development to ensure faster epochs, but was not used in actual train-

ing.

• Whether to start in fine-tuning mode, where the optimizer and learning rate

start off in their final fine-tuning state, as opposed to when the optimizer and

learning rate are initialized to favor fast but coarse convergence.

Additional parameters such as the learning rate schedule are hard-coded into

the Python script, but as default values for properties of a class, allowing for the

use of subclasses to define different behaviors.

Reproducibility of even interim results is critical. Therefore, each time the

main script is run, it makes a timestamped backup copy of the script and a json

representation of the arguments with which it was invoked, to ensure complete re-

producibility even for experiments that are not yet ready to be committed to git.
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Computation of CKA scores was divided into two parts. The compu-

tation of HSIC values, which are prerequisites for computing CKA values, also re-

quired Tensorflow in order to efficiently perform multiplication of large matrices.

An alternative implementation in NumPy was used to confirm correctness of the

Tensorflow implementation, but was orders of magnitude slower. As we required

Tensorflow, this computation had to run on the GPU-equipped computer.

Computation of HSIC values was much longer-running than training the

models in the first place, and so it was important for it to be restartable and for

partial results to be available. Therefore, each individual HSIC calculation is imme-

diately written to disk, appending to a tab-delimited text file (TSV), and flushed so

that writes are, in essence, atomic. At startup, the exiting TSV files are read in so

that already-performed computations are not repeated.

Periodically, these TSV files are copied to a second computer, which does

not have a GPU. A separate Python script takes the HSIC values for the numerator

and denominator of each CKA calculation, and writes the CKA scores to another

TSV file. The script sanity-checks that the resulting CKA value is properly in the

range [0.0, 1.0].

Visualizations are also produced on the second computer. An R script us-

ing GGPlot produces many of the visualizations, especially the CKA heatmaps.

GGPlot was chosen because it produces clear results with much flexibility.

The visualzations that display the weights of the filters and the shaded line

segments connecting related filters were generated using PIL, which affords pixel-

level control over the results.
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6.1. Software and Versions

The specific version of Tensorflow was 1.14. Although more recent versions

have since become available, the simplicity of the models and calculations required

for this project did not require the newer features, and we opted to stay on the

older version for stability.

Main processing was done with Python 3.7. For preparing and processing

data, we used NumPy 1.17.2, Pandas 0.25.1, PIL (pillow) 6.1.0, MatPlotLib 3.1.1,

and R 3.5.0 with GGPlot 2.2.1.

The code for this thesis is at https://github.com/amgreene/alm-thesis
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Chapter VII.

Algorithmic Challenges

Computing the linear HSIC would appear to be a simple matter of chain-

ing together existing NumPy library functions. However, this does not scale, since

models have many units, and even individual layers can have millions of units. Com-

puting the HSIC between two sets of units is O(n · pX · pY ) for pX units in model in-

stance X and pY units in model instance Y. We must be mindful of both space and

time complexity.

The computation of HSIC(X, Y ) is a massively parallel matrix operation,

and we have the ideal combination of hardware and software for this: a GPU and

TensorFlow. We can implement HSIC as a simple TensorFlow graph, using the li-

brary functions for matrix multiplication, reducing via Euclidean norm (which, for

2-D matrices, is equivalent to the Frobenius or Hilbert-Schmidt norm), squaring

each element, and reducing via summation.

We then set up appropriate TensorFlow datasets to feed the X and Y values

into this graph. The use of sum instead of mean allows us to eke out a bit more ef-

ficiency. Since all our vectors have the same number of observations, and since we

are interested in CKA and not HSIC, the extra factor of n will cancel out when we

take that ratio.

The timing comparison between this TensorFlow implementation versus an

implementation using NumPy’s vectorized operations was an improvement of about

1:1,000.



This addresses the time complexity but is still memory-bound.

The number of elements involved are sometimes too large to pass through

one TensorFlow graph, since the output of the intermediate matrix multiplication

step must consume GPU memory proportional to pXpY . Fortunately, the computa-

tion can be subdivided: HSIC(X, Y ) =
∑

i,j HSIC(X
(i)
centered , Y

(j)
centered) where the

superscripts indicate any partitioning of X and Y after centering, and so we can

trivially subdivide the calculation when necessary.

To reduce the time spent moving large amounts of data onto the GPU, we

sort the queue of HSIC computations so that we can load X into the GPU once

and leave it in the cache while cycling through values of Y.

It is also the case that we reuse the value of HSIC(X,X) many times as

part of the normalization step of CKA. We therefore compute HSIC values in one

pass, writing them to a series of files, and only compute CKA in a separate script,

which can even run on a separate computer.
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Chapter VIII.

Conclusion and Next Steps

Centered Kernel Alignment, when applied to the activation matrices gen-

erated by two model instances, is an effective measure of the independence of the

representations learned by those two instances. In Sections 2.5 and 2.6, we explore

the theory behind the CKA with a linear kernel.

CKA is particularly useful when analyzing domain adaptation, when one of

the models has been trained with many examples in a source domain and then fine-

tuned using fewer examples from a target domain. We extended the use of CKA

found in the literature in two ways. In Section 5.4, we show how to apply CKA to

compare filters within a convolutional layer instead of merely comparing entire lay-

ers between model instances. In Section 5.5, we use test sets in both the source and

target domain to analyze the impact of domain shift.

With this approach, we establish that the fine-tuned model instances re-

tained more similarity with the checkpoints from which they are derived than with

the corresponding models that have been trained from scratch on the same ran-

dom initializations. This result holds even when the accuracy of the fine-tuned and

from-scratch models are the same. We also confirm the theoretical principle that

the domain adaptation mostly occurrs in the later convolutional layers, while the

low-level convolution layers retain mostly equivalent representations.

Finally, in Chapter 7, we describe computational techniques to optimize the

calculation of CKA over large samples.



8.1. Next Steps

There are several ways this work could be extended.

It is common to build an ensemble of multiple model instances that attempt

to solve the same problem. The idea is that each instance should make different

mistakes, and one can increase the accuracy of the final output by combining the

individual model instances’ outputs, for example, by having three binary classifiers

make a yes/no prediction and taking the majority vote.

In this thesis, we used CKA to compare sub-layer groups of units in order to

determine which ones are redundant and which carry unique signals. This would al-

low us to build more efficient pseudo-ensembles by hybridizing our model instances,

combining groups of units within equivalent layers. Starting at the lowest level, one

could align corresponding groups of units, and then add in the signals from the left-

over units. This process could be repeated at each layer until the final output layer

is reached. Such an approach might provide the robustness of ensembles while re-

ducing the computational overhead by eliminating redundant calculations.

Conversely, in many cases these leftover units might correspond to answers

that one model instance has memorized while overfitting, which another model in-

stance has not. Pruning these memorized paths is a form of regularization, a kind

of targeted, rather than random, dropout that might improve generalization of the

model.

By comparing groups of units across layers in a single instance, one might

identify redundancies that present opportunities to add skip connections in lieu of

expensive intermediate calculations that serve to propagate a mostly unchanged

signal.
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Glossary

Activation – the value produced by the (usually non-linear) activation

function of a unit.

Activation matrix – A matrix created by concatening all the activation

vectors for a model over a given test set. This can be used to better understand

how the signals traverse the network to produce a prediction.

Activation vector – A record of the activation of each unit in a neural net-

work for a given input.

Anti-aliasing – A method of rendering text or vector graphics to a bitmap

which interpolates colors to make the edges appear more gradual and natural.

Autoencoder – A model which uses a deep neural network to first encode

an input image into a small tensor of real numbers, known as an embedding, then

uses a second network, usually with the mirrored architecture of the first, to at-

tempt to reconstruct the original input image from the embedding tensor. These

can be trained without having a manually labeled dataset. The challenge of mak-

ing the reconstructed image as low-loss as possible depends on the model finding an

embedding that generalizes well to images that are similar to ones on which it was

trained, but which have not been seen before.

Checkpoint – A set of weights for a particular model which are saved dur-

ing or at the end of training. At a later time, the model’s training can be resumed

from the checkpoint. If the new training uses a different set of training data then

this may be fine-tuning or domain adaptation. Other things that can be changed



when resuming are the learning rate or other hyperparameters of the model; this al-

lows experimentation to run in parallel.

Classifier – Any model, not necessarily a neural network, that assigns to

each input one of a limited number of class labels. A binary classifier determines

whether or not each input is of the given class (for example, “is there a cat in this

image?”) while a multi-class classifier chooses a single class out of its repertoire (for

example, an image may be classified as “cat”, “dog”, “elk”, or “other”).

Convolutional layer – A layer in a deep neural net in which a small set of

kernels or filters are applied at regular intervals (strides) to the input values per-

taining to that layer. These generally learn to detect relevant features at any loca-

tion in the input.

Denoising autoencoder – An autoencoder in which the input is ran-

domly disrupted during training, which forces the model instance to become robust

to small variations in the input.

Domain adaptation, also known as transfer learning – Taking a model

instance that has been trained for one task and re-training it for a task in a some-

what related domain. The underlying principle is that many of the low- and mid-

level features will remain relevant. For example, a model instance that has been

trained to recognize instances of “cat” might be adapted to recognize instances of

“dog” instead, expecting that both the low-level features such as the edge of an ob-

ject and the mid-level features such as eyes and tails will require only minimal re-

training. This is particularly effective in cases where the initial model takes a very

long time to train, and so the new model instance can be prepared sooner, or where

there is only a small dataset available in the new domain, and so we wish to use the

information content in that data to learn the differences from the original domain,

rather than having to learn all the aspects of the domain which can be adapted or
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transfered.

Filter – a kernel which can be convolved with inputs to act as a feature de-

tector.

Fine tuning – Taking an existing model instance and resuming the train-

ing cycle on it using a smaller training dataset that is more task-specific than the

dataset on which the model instance was originally trained. For example, a model

instance that has been trained to recognize instances of “cat” might be fine-tuned

to differentiate different breeds.

Freezing layers – Normally, as a deep neural network assesses each train-

ing example, it backpropagates the gradient for each layer to the layer immediately

beneath it. This allows all layers to evolve to better predict the output for this ex-

ample. Freezing layers means keeping their weights unchanged, allowing the gradi-

ent to take stronger effect on the remaining laters. This has two advantages: First,

it speeds up training; second, when performing domain adaptation, it forces the

model to assume that the distribution of low-level features continues to correspond

to the (much larger) original training set, preventing it from overfitting the lower

levels to the particulars of the (smaller) training set from the new domain.

Generalization – How accurate a model instance is when making predic-

tions on inputs that are not in the training set, but which are drawn from the same

population from which the training set was drawn. This is measured using a test

set which was not used at all in the training of the model.

Image segmentation – A class of Machine Learning problems in which the

pixels or regions of an input image are to be assigned to specific labels.

Learned feature – An aspect of a dataset which has predictive value for

the output and which the model learns to recognize without the input being hand-

engineered to identify.
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Learning rate – When an optimizer uses a form of gradient descent to find

locally optimal weights, it is often necessary to reduce the resulting gradient as

training progresses in order to assist the model in converging on a solution. The

multiplicative factor which is used is known as the learning rate.

Low-level features – Features detected by units in the lower levels of a

deep model. These are typically small segments of edges between objects, at various

scales, angles, contrasts, etc.

Mid-level features – Features detected by units in the middle levels of a

deep model. These are typically building blocks that have some domain specificity,

such as eyes and whiskers in a model detecting cat faces, or wheels in models de-

tecting vehicles. These features can then be combined by the upper layers of the

model to identify instances of the objects of interest.

Model instance – A trained instance of a particular model architecture,

represented by a snapshot of the various weights, which can be used to perform the

desired inference task.

Natural images – Images depicting scenes in the real world. While these

are most often photographs, they can also be simulated.

Page segmentation – The problem of taking the image of a printed page

and segmenting it into instances such as paragraphs and headings.

Patience counter – A mechanism for monitoring the model’s progress

while training. If it goes a certain number of batches without recording a new low

on the loss function taken on the validation set, then the session advances to the

next phase of training or, if the session is already in the final phase, then training is

considered complete.

Pre-trained checkpoint – A checkpoint whose weights have been trained,

often by the researchers who published the initial model architecture. Pre-trained
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checkpoints can be used “out of the box” when applied to the task for which they

were trained, and can also serve as a starting point from which fine-tuning or do-

main adaptation can begin.

Regularization – One main risk in training a machine learning model is

that it will overfit its training data, providing exceptionally good accuracy for those

specific input values but having poor predictive accuracy for inputs that do not

exactly correspond to the training set. Regularization refers to any of several ap-

proaches to solving this problem, such as adding a penalty to the loss function to

discourage overspecification, or using dropout to force near-redundant encoding of

information which has been shown to improve generalization.

Salt-and-pepper noise – A form of noise that distorts an input image by

setting a random subset of pixels to white (salt) and another random subset of pix-

els to black (pepper)

Source domain – In cases of domain adaptation, the domain on which the

baseline model instance was originally trained.

Synthetic data – Data for training, validation, or test, which has been gen-

erated rather than collected from the real world. Synthetic data is inexpensive to

produce and is guaranteed to be labeled correctly, but usually does not capture all

the variations seen in the real world, and may have unintentional correlations with

the output signal.

Target domain – In cases of domain adaptation, the domain on which the

pre-trained model instance is being fine-tuned.

Tied weights – When training a deep neural net, there are a vast num-

ber of weights that must be optimized. Weights that are required to have the same

value, or, more generally, that are required to have values that satisfy some arith-

metic relationship, are said to be tied to one another. This vastly reduces the num-

77



ber of free parameters to be learned. Weights in corresponding positions in multiple

layers may be tied; weights that represent the same convolutional kernel in different

locations are also tied.

Training data (or training set) – The portion of the available data that

has been selected to use in training the model. The data set is typically divided

into a training set, which is used to calculate gradients that update the weights

of the learned model; a validation set, which is separate from and independent of

the training set, and which is used to monitor the model as it trains to determine

when the model is starting to overfit the training set; and a test set, which is only

used once the model has been trained to provide an estimate of the model’s ability

to generalize – that is, its accuracy on data that it has never seen during training.

Transfer learning – see Domain adaptation

Unit – the fundamental building block of a neural network. It multiplies

its tensor input, which is either the input to the model or the output of a previous

later, by the weights that it has learned, passes the resulting scalar through an ac-

tivation function, and produces a scalar output which may be part of the input

tensor to the next layer or which may be part of the final output of the model.

Warm-start training – When training is resumed from a checkpoint (q.v.),

instead of from randomly initialized weights, it is referred to as warm-start training.
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