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Abstract 
 
 
 
 

Technological advancements in blockchain solutions have allowed for the development of 

applications that were not previously viable. Many of those applications will require querying 

potentially vast amounts of transaction data. With a potential transaction throughput orders of 

magnitude higher than was possible until recently, such applications would benefit from delegating 

those queries to third party services with the computing power and infrastructures allowing the 

quick return of accurate results.  

 

 The problem, however, with delegating queries, is that it creates a need for trust in a third 

party that blockchain technology was explicitly designed to eliminate. Such a third party query 

service should then be able to provide proof of the authenticity of the results it returns to its users. 

 In this project, we build an API that provides fast and scalable random access to transaction 

data on the Algorand blockchain and allows queries according to a number of transaction 

parameters. A mathematical proof based on the principle of Zero-Knowledge Proof allows the user 

of the API to verify the authenticity and completeness of the queried transaction data. This work 

is based on the vChain framework described in the paper "vChain: Enabling Verifiable Boolean 

Range Queries over Blockchain Databases" by Cheng Xu, Ce Zhang, and Jianliang Xu.  
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Chapter 1:   Introduction 
 
                                                          

1.1   Blockchain Technology 
 
 
 A blockchain (Yaga et al., 2018) is a digital ledger that keeps track of all transactions and 

the time at which they occur between all the accounts on the blockchain (the distinction between 

a party or individual and an account is important since a single party could own several accounts 

on the same blockchain). As transactions are submitted to the blockchain, they are consolidated 

into blocks of fixed size that are then committed to the network based on a consensus protocol 

designed to ensure that only correct transaction information is stored. As each new block is 

committed, it is linked to the last block that was previously committed, in the sense that it contains 

a hash (Rogaway et al., 2004) of all the information contained in that previous block. This hash is 

a form of cryptographic fingerprinting mechanism which guarantees the integrity of the 

blockchain.  

 Digital records of transactions have existed for a long time in the form of different kinds 

of databases. What makes blockchain revolutionary is that it addresses a fundamental problem that 

has existed since the inception of bookkeeping of any kind, the problem of trust.  

 Whether it's in the case of financial transactions and banks, or medical records with  

hospitals and insurance companies, the problem people have always faced when it comes to  

keeping track of information is that of having to trust a single authority not to temper with  

the information stored in the database through malice of their own or that of an outside  

attacker.  
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 Blockchain addresses the problem of trust using two main mechanisms. First, it achieves 

decentralization through being a distributed network. A typical database is centralized, meaning 

that information is stored by a single authority that grants access to it to other parties based on 

certain protocols. Even if that single authority keeps up-to-date copies of the database, that only 

solves the problem of potentially losing the information and of certain cases of tampering with it. 

In a distributed network, information is kept by several parties, or nodes, on the network. In the 

case of financial transactions, this means that all the parties (or those willing) participating in those 

transactions would be keeping that information, not just the specific bank or institution where 

someone happens to be a customer. This principle already exists in the case of peer-to-peer 

networks, in which each participating computer essentially acts as both a client and a server. 

 The other mechanism is immutability. Any information committed to the blockchain is 

permanent and cannot be subsequently altered in any way. Thanks to the hashing principle 

mentioned earlier, no block - and therefore no transaction either - can be changed in the blockchain. 

Any change in the information contained in any of the blocks will change that block's 

cryptographic fingerprint, which is stored in the next block. 

 Those two principles applied together all but guarantees that the information stored on the 

blockchain cannot be altered in any way. This immutability principle allows for traceability 

auditing. For example, products could be traced through the supply chain, and information 

recorded along the way couldn't be altered in any way.  
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Figure 1: Basic Blockchain Structure (Zheng et al., 2017) 
 

The figure above illustrates the basic structure of a blockchain and how blocks are 

cryptographically linked to one another through a hashing mechanism whereby each block stores 

the hash of the data contained in the previous block in the chain.  

In most blockchain implementations, a Block Header contains a summary of the data 

contained in the body of the block, namely the hash of the previous block and the root of the 

Merkle tree (Beck, 2018), which encodes an aggregation of all the transactions contained in the 

block. The structure of the Merkle tree is introduced in section 1.4 and explained in detail in section 

2.5. 

 
 

1.2   The Algorand Blockchain 
 

  
For this project, we have chosen to use the Algorand blockchain (Micali, 2016). blockchain 

implementations have so far suffered from one or more of a set of issues constituting what is known 

as the trilemma of blockchain; the idea that out of the three fundamental properties a blockchain 
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should have - security, scalability, and true decentralization - a blockchain will only have two of 

them. Several blockchain implementations have been criticized for claiming all the benefits of 

blockchain technology in the creation of private solutions that are effectively centralized networks, 

defeating one of the most fundamental aspects and advantages of the technology, the guarantee of 

immutability provided by true decentralization. 

The Algorand network, a new implementation of blockchain technology, resolves the 

trilemma mentioned above and provides true decentralization despite achieving scalability of short 

and predictable block creation times (Chen et al., 2019). Algorand's consensus protocol is pure 

proof-of-stake, meaning that the probability for a participant in the network to be chosen to be part 

of the voting committee is proportional to the participant's stake in the network. 

The Algorand network provides an interesting case for transaction indexing due to its 

support of an unusually high number of potential transactions per second. While Bitcoin 

(Nakamoto, S. 2009) and Ethereum (Buterin, V. 2014), currently the two largest blockchain 

platforms, allow for only around 7 and 15 transactions per second, respectively, the Algorand 

network allows for around 1,000 transactions per second. This provides an interesting challenge 

when it comes to the scaling ability of our Verifiable Query Service (VQS from now on). It also 

makes the network a viable option for many kinds of applications that other blockchains with much 

slower transaction throughput would not be able to support, making our VQS much more 

beneficial and impactful. Another reason we chose to use Algorand is that unlike other major 

blockchain implementations, Algorand never forks. Forking happens when several blocks are 

proposed at the same position in the blockchain, and it is not immediately clear which one is 

correct. When that happens, two chains are temporarily built-in parallel until the fork is eventually 

resolved.  
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The problem with this is that while the fork persists, it is impossible for the network's users 

to be certain that their transactions will be part of the final version of the blockchain when the fork 

eventually resolves, as it could choose to resolve using a maliciously built sub-chain.  

Algorand's voting protocol guarantees with an overwhelming probability that the blockchain will 

never fork. As far as our project is concerned, this makes it possible to update our database in real-

time as we listen for the transactions coming from the network. 

 Another key aspect of the Algorand blockchain that separates it from most other blockchain 

implementations is its distinction between archival and non-archival nodes.  

Typically in a blockchain, a “full” node will store the entire ledger data, including all of the 

transactions in each block. Algorand’s archival nodes serve the same purpose and store the entire 

ledger data. However, most blockchain implementations also have what is typically called “light” 

nodes, which store only the headers of the blocks for the entire blockchain. 

The headers contain a summary of the data contained in the block. For example, instead of 

storing all the transactions in a block, a block header stores only the root of the Merkle tree built 

from all the block transactions. The data present in the header still allow for important fundamental 

operations while hosting a “light” node is not prohibitive from a computing or storage standpoint. 

Algorand’s equivalent, a non-archival node, stores all the data contained in the last 1,000 blocks 

instead. Given the nature of the vChain framework, which relies on the assumption that the Query 

User hosts a light node and therefore has access to the block headers for the entire blockchain, 

Algorand’s design of light nodes proved to be a challenge that we addressed through the use of a 

Database of Transactions and describe in detail in section 2.3 

 
 
 



 6 

1.3    Zero-Knowledge Proofs 
 
 
 

A Zero-Knowledge Proof (Micali et al., 1989 ) is a process by which one party (the prover 

P) can show another party (the verifier V) that they have a certain piece of information without 

disclosing anything about that piece of information. 

As an example, consider the following: Imagine that V has 2 diamonds in his possession 

sitting on a table. He knows one of them is real and the other fake, but doesn't know which one is 

which and cannot himself tell the difference. P, however, claims to be able to tell the difference 

between the two diamonds but refuses to reveal which one is real and which one is fake.  

One way for V to verify P's claim would be to blindfold P, either switch the position of the 

diamonds or not, and then ask V whether the position of the diamonds has changed. If P truly can 

tell the difference between the diamonds, he should be able to say whether or not they have 

changed positions. Of course, even if he doesn't have that knowledge, P could decide to guess in 

an attempt to convince V he does have that knowledge. 

The chance of guessing correctly would be 50%, which is not very strong evidence in favor 

of P's claim. However, if the experiment is repeated a second time, the probability that P would be 

able to guess correctly twice in a row falls to 25%. Each additional iteration of the experiment 

halves the probability that P is simply guessing correctly over and over. Mathematically, the 

probability can be expressed as , where n is the number of iterations of the 

experiment. After only 10 iterations, the probability that P guessed correctly 10 times in a row is 

less than 1 in 1000. Since the probability converges to 0, the experiment can be repeated until a 

desired degree of certainty is achieved, without P ever disclosing which diamond is which. 
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In the case of the VQS, two things need to be accomplished in order to guarantee the 

validity of query results. One is to return the set of all transactions requested by the querier, but 

the validity of those transactions can be easily verified by the querier himself. The other thing, 

however, is to provide the querier with proof that the set of returned transactions is complete; in 

other words, that no transactions are missing from the results. The VQS needs to be able to prove 

to the querier that the set of transactions returned is complete, without having to show the querier 

the process the VQS goes through in order to retrieve all of those transactions. This is where Zero-

Knowledge Proofs come in; we want to be able to demonstrate that we are in possession of certain 

information (the fact that the set of returned transactions is complete) without having to reveal 

anything about the information (walking the querier through the entire query fulfillment process). 

The vChain framework, of which the VQS is an adaptation to the Algorand blockchain, 

allows for precisely this kind of proof to be returned to the query user. 

 
 

1.4   vChain 
 
 
 

vChain (Xu et al., 2019) is a framework that leverages the power of Zero-Knowledge 

proofs in order to provide users interested in querying transaction data on a blockchain network a 

cryptographic guarantee of the authenticity of the results returned. 

With enough time and computing resources, a query user could theoretically scour the 

entire blockchain from the genesis block to the current last block, looking at every transaction 

within each block for transactions that fulfill their query parameters. This, however, given the rate 

of growth of a modern blockchain implementation such as Algorand’s, is extremely impractical 
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and threatens the viability of any application relying on such a method of querying data. From the 

perspective of a single user potentially using a mobile device to run queries on transaction data, 

the memory cost of storing the entire ledger is prohibitive.  

One possible solution is to delegate the work of querying transaction data to a powerful 

archival node. However, the archival node, while certainly orders of magnitude more powerful 

than a query user’s mobile device, will still have to scour the entire blockchain for every single 

query, no matter how similar in its specified parameters to a previous query. For example, if two 

different Query Users specify the exact same query parameters just a few minutes apart, the 

archival node will scour the entire blockchain, looking at every single transaction and running their 

transaction data against the same exact query parameters twice in a row. 

The key point here is that a lot of time and computing power is wasted going over every 

single transaction in every single block on the network in order to return query results. As in the 

case of dynamic programming, whereby previously computed data is stored to be re-used during 

subsequent computations, we can use a powerful database engine to store all the transaction data 

the VQS will need to run queries.  

Given a query specifying a “to” or/and “from” address(es), as well as a time or block 

interval on the blockchain, a transaction within that time or block interval is either a match or a 

non-match, there is no other possibility and therefore those two sets together constitute the entirety 

or the results returned to the Query User. 

If a transaction is a match, it is returned to the user and the verification process is very 

straight-forward; the user can recompute the root of the Merkle tree to which the transaction 

belongs, and confirm whether that root is identical to the one in their possession as a non-archival 
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node. If the reconstructed root is identical to the root in the block header hosted by the Query User, 

then the transaction is valid. 

All we have done at this point though is to prove that the transactions returned are valid 

query results. This result is incomplete because it doesn’t prove that the non-matching transactions 

are indeed non-matching. In other words, while we can easily prove that all returned transactions 

are valid, how do we know that certain valid transactions weren’t omitted from the results? In 

order to guarantee not only the validity of the returned transactions but also the completeness of 

the query results as a whole, we need to prove that each transaction that wasn’t returned to the 

Query User was indeed not a match for the query parameters. 

In order to construct those proofs of non-membership, the vChain framework uses 

Authenticated Data Structures (ADS) that can be added to block headers and returned to the Query 

User, who can then verify the validity of the proofs and therefore the completeness of the query 

results. The ADS is computed for each transaction by the VQS and stored in the Database of 

transactions as “AttDigest”. The implementation details of the ADS will be given in section 2.4.  

 
 

1.5   The Importance of Demonstrably Correct Transaction Indexing and Querying 
 
 

As mentioned earlier, a full node storing the entire blockchain could theoretically fulfill 

queries guaranteed to be accurate by simply scouring the entire blockchain, block by block and 

transaction by transaction, looking for transactions that fulfill its query parameters. However, 

without a structured storage mechanism, that full node would need to repeat the process of scouring 

the entire blockchain for every single query. This is without even considering the massive amount 

of memory required to store the entire blockchain. Algorand is already close to 10 million blocks 
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and is growing very quickly due to its high transaction throughput. Therefore, the true value of the 

VQS relative to manual queries is in its scalability and speed in returning results.  

There are some use cases for which the integrity of query results would be paramount, for 

example, accounting and reporting for publicly traded companies, which are required to provide 

an accurate representation of their books at the end of the year. A company running blockchain 

transactions could use verifiable query results to prove that their accounting is accurate. The IRS 

could use a VQS to audit company records and prevent tax evasion. Machine learning algorithms 

could be used to detect fraud and money laundering on the blockchain, using the VQS to query 

specific data sets of transactions. Similarly, the VQS could be used for data analytics and the 

visualization of trends in transactions.  

The note field of transactions could for example be used to contain information about 

products traveling along a supply chain. The VQS could return all the transactions containing 

information about products damaged at a specific point along the supply chain, providing an 

unprecedented degree of transparency to product transportation processes. In general, the public 

nature of blockchains such as Algorand has the potential to impose a new standard of transparency, 

and therefore accountability, in many industries, and the VQS could prove to be a key part of that 

process by providing a way to quickly retrieve transaction data guaranteed to be authentic. 

There are however some challenges to providing verifiable query services. Algorand will 

grow at a rate of orders of magnitude greater than the current other major blockchains, which 

provides many challenges to the development of a transaction indexing system. Assuming a 

maximally functioning network at 1000 transactions per second, that comes out to about 30 billion 

transactions per year, reaching close to 1 trillion transactions in 30 years. 
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1.6    Requirements 
 
 
 

The following use case diagram describes the high-level use cases of the VQS: 
 
  
 
 

`  
 
 

Diagram1: Verifiable Query Service Use Case Diagram 
 
 
 

Query User: A user of the VQS interested in acquiring transaction data on the Algorand 

blockchain. The user is also interested in being able to verify the authenticity of the results, both 

the validity of the returned transactions and the completeness of the query results, i.e the guarantee 

that no transaction is missing from the set of returned transactions.  
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Construct query: The Query User constructs a query based on a set of parameters including time 

or block intervals as well as the addresses of the accounts involved in the transactions within that 

interval. Those parameters are turned using SQL format into a structured query that  

can be used as input into the VQS.   

 

Submit query: The user-constructed query is imputed into the VQS API which will then process 

the query, generate the required proofs, and return the query results to the user.  

 

Retrieve Transactions: The VQS API communicates with the Database of Transactions in order 

to retrieve all the transactions within the block or time interval specified by the Query User.  

After this initial filtering of all the transactions in the database, the remaining transactions are 

classified into matching and non-matching transactions. Matching transactions are appended onto 

the list of transactions returned to the user, along with the elements necessary to validate their 

authenticity, namely the root, branch, and navigation directions of the Merkle tree the transaction 

belongs to. Non-matching transactions are sent to the Proof Constructor. 

 

Generate Proofs: For each non-matching transaction within the time or block interval specified 

by the Query User, the Proof Constructor computes the proof of non-membership necessary to 

guarantee the completeness of query results. Each proof is appended to a list of proofs  

returned to the Query User, along with the other cryptographic elements required for proof 

verification. 
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Validate query results: The authenticity of the query results returned to the Query User is 

established by two separate validation processes described in more detail later. One is the 

verification of the authenticity of the transactions returned to the user; the other is proof that no 

transaction is missing from the set of returned transactions. In other words validity and 

completeness of results. 

 
 

1.6.1   Non-functional Requirements  

 
 

Since a full node, or archival node in Algorand terms, could theoretically scour the entire 

blockchain and gather its own verified transaction data, the VQS’ existence is motivated by the 

potential for very fast query results that don’t require a systematic scouring of the entire blockchain 

for each query, as well as storage requirements orders of magnitude smaller than those for hosting 

a full, or archival, node.  

Fast query results could allow for the existence of applications that wouldn’t otherwise be 

viable due to slow query processing, while lower storage requirements will allow users not in 

possession of expensive hardware configurations, or even mobile device users, to query the 

blockchain for transaction information. Query results also need to be verifiable beyond doubt, at 

the level of mathematical proof, the way they would be if they were personally retrieved by the 

user traveling the blockchain from the genesis block to the current last block. 

Finally, even with the authenticity of returned transactions being established, the user still 

needs to be certain that no transaction matching the query parameters was omitted from the results. 

As such, The VQS needs to be able to prove not only the authenticity of the returned transactions 

but also the completeness of the results. Given the potential high transaction throughput on the 
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Algorand blockchain, the database storing the transactions needs to be able to not only store a lot 

of transactions but also filter them efficiently based on different query parameters specified by the 

Query User.  

The VQS’ viability also depends on its ability to be up to date on the transaction data 

contained in the blockchain. This means that computationally expensive operations such as the 

creation of the ADS need to be processed fast enough to keep up with the growth rate of the 

blockchain. 

 
 

1.6.2   Functional Requirements 

 
 

The VQS needs to communicate with the Algorand blockchain in order to retrieve 

transaction data at a rate sufficient to keep up with the rate of growth of the network. 

The VQS needs to store the transaction data in a database. It will then compute all the 

cryptographic elements that will be returned to the user in order to validate the authenticity of the 

query results and store those elements in the database as well. 

The VQS will need to compute the Merkle tree of all transactions within a block, as well 

as the branch of the tree required for each specific transaction to compute the root of the Merkle 

tree. In order to support the functionality we wish our VQS to have, we need to be able to process 

queries from the user. Structured Query Language (SQL) notation is a widely used way to express 

queries and the one the Query User will use to define queries and pass them to the VQS.  

Once the VQS receives the user query as a SQL string, it needs to be able to communicate 

with the Database of Transactions and initially filter transaction data based on the time or block 

interval specified by the Query User. The VQS then needs to be able to determine for each 
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transaction whether that transaction is a match or not based on the query parameters specified by 

the user. If a transaction is a match, the VQS will return the transaction data to the user, as well as 

the cryptographic elements necessary to confirm that the transaction is a valid query result. 

If the transaction is not a match, the VQS needs to generate a proof of non-membership 

using the cryptographic elements stored in the database with each transaction, and return the proof 

to the user along with the other cryptographic elements required for the user to verify the proof of 

non-membership and establish the completeness of the query results. 

Finally, the Query User needs to be able to verify the validity of the query results returned by the 

VQS. This validation process requires two distinct, separate processes. In order to verify the 

validity of the returned matching transaction data, the user needs to compute the root of the 

corresponding Merkle tree using the cryptographic elements returned by the VQS, and then 

compare the reconstructed root to their own, locally stored root.  

The user also needs to be able to establish the validity of the proofs of non-membership 

returned by the VQS in order to ultimately establish the completeness of the query results returned 

by the VQS. 
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Chapter 2:   Design 

 
 

This section describes the architecture and design of the VQS. It starts with a high-level overview 

of the different components of the VQS and then delves into the implementation details of each 

component.                                

 
 

2.1   Architecture 
 

The VQS employs a modular architecture, in which most of the activity that takes place in 

each component is contained within that component. The following component diagram describes 

the components of the VQS:  

  
Diagram 2: Component Diagram 

 
 
 

The Query User uses the VQS to process a query. 
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The Algorand blockchain contains the transaction information queried by the Query user. 

That information is continuously collected by the VQS and stored into the Database. 

The Database stores all the transaction information relevant to the Query User, including 

the proofs and Merkle tree branches necessary to validate the authenticity of the Query Results. 

The Proof Constructor computes the cryptographic proof necessary to establish the 

completeness of Query Results, in the case where a transaction is not a Query match. 

The VQS API processes the query from the Query User and returns Query Results to the 

user in the form of transactions or proofs or non-membership, depending on whether or not a 

particular transaction is a Query match. 

The Query Results Validator has two functions. The first is the reconstruction of the Merkle 

root using the Merkle tree branch returned by the VQS to the user. The second is the verification 

of the proof of non-membership returned by the VQS. Combined, those two functions establish 

the authenticity of each returned transaction as well as the completeness of the Query results. 

 
 

2.1.1   Design and Technology Choices 
 
 

We decided to use the Python programming language to implement our VQS for several 

reasons. Python natively supports integers of arbitrary size and operations between them with no 

loss of precision. This means that one can compute operations between extremely large numbers 

without having to use special libraries or having to worry about integer overflow. Compared to 

languages such as C/C++ and Java, which require the programmer to specify the type of integer to 

be used, Python abstracts that need, which makes dealing with large numbers much easier. Given 

that the numbers used to encode information into the AttDigest can reach upwards of 900 digits, 

this is a very useful feature of the language.  
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Python is the language used by the cryptographic accumulator library we ended up using, 

as it was the cleanest and most well-documented we could find. It is also the native language for 

Databricks notebooks, and the language we had the most experience and familiarity with. 

The cryptographic accumulator library we used was designed by Oded Leiba in Python 3. 

We chose Databricks as our database engine because of its ability to scale to a potentially 

very large number of simultaneous queries, as well as its integration with Spark and cluster-

computing capabilities, which would allow for the computation in parallel of expensive operations 

such as the creation of the Att Digests. Other database engines such as SQLite, used internally by 

Algorand, are intended more for append-only type operations and wouldn’t scale as well. 

 
 
 

2.2   The Verifiable Query Service API 
 
 
 

The process: The VQS API acts as an interface between the Query User and the 

components of the VQS. It takes in user-defined queries and fetches transaction data from the 

Database of Transactions based on the query parameters. The fundamental principle of the 

querying process is that a transaction either is or isn’t a match. All transactions in the time or block 

interval specified by the query need to be processed one of two ways based on that binary 

classification.  

If a transaction is a match for all the query parameters, it is returned to the user along with 

its associated validation elements. Those elements will allow the user to reconstruct the Merkle 

root and, by comparing it to the corresponding Merkle root in their own database, establish the 

authenticity of the returned transaction. 
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If a transaction isn’t a match, the VQS sends it to the Proof Generator, where a proof of 

non-membership is created and returned to the user with its associated validation elements. The 

user will then be able to use those elements to verify the proof and establish the completeness of 

the query results. The VQS API also continuously collects block and transaction information from 

the Algorand blockchain in order to keep the Database of Transactions up to date. 

The following diagram is a class diagram that describes the modular structure of the code 

used to implement the VQS. The color-coding shows which elements of the structure are native to 

the Algorand network, which are part of the VQS, and which are for use by the Query User.  
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Diagram 3: Class diagram 

 
 
 

2.2.1   Algorand Classes  

 
 

Block:  
 
-timestamp: the date and time at which this particular block was committed to the blockchain. 
 
-block_number: a number that indicates the order of the block in the blockchain, relative to the 

first (genesis) block. 
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-transactions: a list of transaction objects, stored as Python dictionaries. Blocks make up the 

fundamental structure of the blockchain, linked together through mutual cryptographic encryption 

and containing all the information in the blockchain. In the Algorand blockchain, blocks contain 

additional information such as the block’s hash, the previous block’s hash, the current blockchain 

implementation’s protocol, etc...however we will ignore those since they are not directly relevant 

to our application and use cases. 

 
 
Transaction:  
 
-tx_id: each transaction has a transaction ID associated with it. The transaction ID is generated  
 
by hashing all the contents (the attributes that follow) of the transaction. 
 
-timestamp: the timestamp of the block this particular transaction belongs to. 
 
-block_number: the number of the block this particular transaction belongs to. 
 
-amount: the amount sent in that transaction, in micro Algos. 
 
-fee: each transaction has a transaction fee associated with it, at the point of writing this a  
 
minimum of 1,000 microAlgos. 
 
-from: the address of the account from which the transaction originates. 
 
-to: the address of the account receiving the transaction. 
 
-att_digest: the ADS associated with this particular transaction. Used to compute the proof of  
 
non-membership if this transaction is not a query match. 
 
-root: the root of the Merkle tree made of the transactions belonging to the same block.  
 
-branch: the Merkle tree path needed to recompute the tree root starting from this single  
 
transaction. Used by the Query User to compare the reconstructed root to the original root and  
 
validate the authenticity of the returned transactions matching the query. 
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-directions: the directions needed by the user to navigate the Merkle tree path and reconstruct  
 
the root. Returned along with the set of matching transactions in the query results. 
 
-key: the public key created in the setup of the ADS’ accumulator. Required to compute the  
 
proof and verification of non-membership. 
 
-nonce: a discardable single-use value associated with the “from” and “to” addresses, used to  
 
compute the cryptographic proof of non-membership.  
 

Each transaction is implemented as a Python dictionary, a data structure that maps an 

arbitrary number of keys to corresponding values. The dictionary can contain other dictionaries, 

as for example in the case of “att_digest”, which is itself a dictionary containing the original as 

well as final accumulator values, under the keys “A0” and “A_Final”. 

Of attributes relevant to our application and use cases, Algorand transactions originally 

contain only the transaction ID, amount, fee, and “from” and “to” addresses. We add a number of 

attributes to each transaction in order to facilitate the storage of transaction data necessary to 

process queries and return query results, as well as to validate query results. For example, the 

Query User can specify a search interval using either a starting and ending block number, or a 

starting and ending date. As such, we want transactions to store the timestamp and block number 

of the block they belong to.  

We also want each transaction to contain its own AttDigest, key, and nonce, which can be 

stored in the database of transactions and returned to the user for validation of proof of non-

membership. 

Finally, we also want each transaction to contain the root of the Merkle tree this 

particular transaction belongs to, as well as the tree branch and directions necessary to 

reconstruct the root for validation purposes. 
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The following is a single JSON formatted transaction, as stored in the Database of  

Transactions:  

 
 

 
 
 

Figure 2: JSON Formatted Transaction 
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2.2.2   VQS Classes 

 
 

VerifiableQueryService: 

-execute_query(query: Query): This method takes as input a query in the format of a SQL 

command and returns the results of the query as two separate lists. It first filters all the transactions 

in the Database of Transactions by time or block interval.  

The Query User can specify either a start and end block or a start and end date. If neither 

is specified, the query is assumed to apply to the entire blockchain. Similarly, if only one end of 

the interval is specified by the query, the other end is assumed to be unbounded. For example, for 

a query specifying only a starting block number of 2,596,035, the VQS API would assume a block 

interval starting from block 2,596,035 up to the last block currently committed to the blockchain.  

The execute_query method then goes on to check each transaction in the set of filtered 

transactions for the address(es) specified by the query. The Query User can specify either a “from” 

or “to” address or both. As explained at the beginning of this chapter, once all the query parameters 

are taken into account, a transaction is either a match or not. If the transaction in the database, once 

filtered for all other query parameters, matches the address(es) specified by the query, it is a match 

and is appended to a list of query matching transactions. If the transaction isn’t a match, 

execute_query(query: Query) calls the create_proof(txn: txn, query_address: string) function, 

which takes as input the transaction and the first address (“from” or/and “to” in the query 

parameters) to not match the transaction, and returns the proof  

of non-membership necessary for the user to establish the completeness of the query results.  

The first list returned by the execute_query method is a list of all the transactions matching 

the query parameters. Each transaction is a Python dictionary with the attributes shown above in 

JSON format. Additionally to the original transaction data found in the Algorand Transaction class 
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(fee, amount, ‘from’ and “to” addresses, tx_id, etc...), the transaction contains the information 

necessary to validate its authenticity, namely the root and branch of the Merkle tree to which the 

transaction belongs, as well as the instructions required to navigate the reconstruction process. 

The second list returned by the execute_query function is a list of proofs of non-

membership for each transaction that didn’t match the query parameters. The proof is also a Python 

dictionary (shown below in JSON format) that contains the other elements necessary for proof 

verification; namely, the transaction’s AttDigest, associated key, and the query address’ 

cryptographic nonce. The proof dictionary also stores the transaction ID and the first of the query 

addresses that didn’t match the transaction’s “from” or/and “to” address(es). 

 

The following is a single JSON formatted proof dictionary, as returned to the Query User 

for non-matching transactions: 

  

 
 

Figure 3: JSON Formatted Proof Dictionary 
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ProofConstructor: 

The create_proof(txn: txn, query_address: string) method takes as input a transaction that 

doesn’t match the query parameters, as well as the first of the non-matching query addresses, and 

returns a proof of non-membership as a Python dictionary (shown above). The proof contains all 

the elements necessary for subsequent proof verification, namely the cryptographic proof of non-

membership itself and its associated key, nonce, and AttDigest. Details about the inner-workings 

of the proof creation are given in section 3.4.  

 

QueryResults: 

Query results are returned by the execute_query method as two separate lists, one list of 

transactions matching the user query, and another list of proofs, one for each non-matching 

transaction. Those two lists are returned by the VQS API to the Query User for validation. 

 

 
 

2.2.3   User Classes 

 
 

Query: 

The queryString attribute is a string in SQL command format defined by the Query User 

and passed to the VQS API’s execute_query method. The string specifies the query parameters 

chosen by the user, namely the time or block interval over which they wish to retrieve transactions, 

as well as the “from” or/and “to” account addresses associated with those transactions. 

Any combination of account addresses can be specified. If both “from” and “to” addresses 

are specified, only the transactions fulfilling both constraints will be returned. If only a “from” or 

“to” address is specified, all transactions fulfilling that constraint will be returned. In the case in 
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which no addresses are specified by the query parameters, all transactions over the time or block 

interval specified will be returned, regardless of provenance or destination accounts. 

 

QueryResultsValidator:  

The validate_query_results(matching_txns: [ ]txn, proofs: [ ]proof) method takes as input 

the two lists returned as query results by the VQS API; the list of transactions matching the query 

parameters and the list of proofs for every non-matching transaction. 

For every matching transaction, validate_query_results uses the Merkle tree branch and 

navigation directions provided to reconstruct the Merkle root the transaction belongs to and 

validate its authenticity.  

For every non-matching transaction, validate_query_restults uses the Att_Digest, proof, 

and associated elements to verify the validity of the proof of non-membership. If the validation 

process fails for any root reconstruction or proof verification, an error message is delivered to the 

Query User with the transaction ID associated with the failed validation. The details of the 

validation process are given in section 3.4 

 

The following is a sequence diagram showing the flow of functionality between the 

different components of the VQS: 
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Diagram 4: Sequence Diagram 
 
 

The Query User constructs a query, formatted as a SQL command string. The query 

specifies a time or block interval over which to look for matching transactions, and either a “from” 

or “to” address or both. The query is then submitted to the VQS API, which sends it through the 

execute_query method to the Query Engine to be processed. The Query Engine fetches the 

matching and non-matching transactions in the Database of Transactions and constructs the 

appropriate proofs for the non-matching transactions, before returning the query results to the VQS 

API, which in turn returns them to the Query User. The Query User then uses the 

validate_query_results method contained in the QueryResultsValidator class to authenticate the 

returned transactions matching the query parameters and to verify the returned proofs of non-

membership for each non-matching transaction. Those two validation processes combined 

guarantee the authenticity as well as the completeness of the returned query results. 
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2.3   The Database of Transactions  
 
 
 

 
 

Diagram 5: Database of Transactions 
 
 

The above diagram shows the contents of the Database of Transactions (columns resized 

to fit the page) as stored in Databricks. Each row represents a different transaction and each column 

a transaction feature. Due to the size of the numbers used to encode information into the AttDigest, 

they are converted to strings so that the database can store them accurately instead of having to 

replace them with a value of “infinity”. The same applies to the cryptographic key. Those strings 

are converted back to integers when transaction data is retrieved from the database by the VQS 

and returned to the Query User. 

In this particular implementation of the VQS, we chose to store the Att Digests in our 

Database of Transactions to address the challenge of dealing with Algorand’s design of light nodes, 

or non-archival nodes. The vChain framework requires that the user have access to the Att Digest 

for each transaction in order to verify the proof of non-membership for transactions not matching 

the query parameters, thereby ensuring not only the authenticity of the query results but also their 
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completeness. However, since Algorand’s code is open source, a new instance of the blockchain 

could be created to have non-archival nodes store block headers, or at least the cryptographic 

elements needed by the user to validate query results returned by the VQS. 

The database also stores the root of the Merkle tree corresponding to the transaction in that 

row, the branch necessary to recompute the root for verification purposes, and the directions 

required to navigate the branch all the way up to the root. All those elements need to be returned 

to the user so that they can recompute the Merkle root and compare it to the one in the header that 

they store as a light node. Similarly to the challenge posed by the design of the non-archival nodes, 

we store the Merkle root in the Database of Transactions even though in an implementation of the 

Algorand blockchain better suited to the use of the VQS, the user would be in possession of the 

data by virtue of having access to the entire ledger’s block headers as a non-archival node. 

 
 

2.4   The Proof Constructor 
 
 

This section describes how proofs of non-membership are constructed and used to  
 

establish the completeness of query results. 
 
 
 

2.4.1   Authenticated Data Structures and Proofs 
 
 

 The Authenticated Data Structure, or AttDigest, is the most fundamental cryptographic 

element of the VQS. It is what allows the Query User to verify the proofs and guarantee the 

completeness of the query results returned by the VQS.  
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The challenge here is not to prove that an element is a member of a particular set, but 

instead to prove that it is not a member of that set. This will allow us to prove that a transaction is 

not part of the set of transactions that fulfill a certain set of constraints, in our case the set of 

parameters specified by a query. 

 Following is the list of cryptographic elements necessary to the construction and 

verification of the proofs of non-membership. 

-Cryptographic Hash Function: A cryptographic hash function takes a string of any length as input 

and outputs a string of fixed length. Its most important properties are that it is practically non-

invertible, i.e that it is infeasible to figure out the input string from a certain output string, and that 

it is collision-resistant, meaning that the probability of two unique input strings mapping to the 

same output string is overwhelmingly small. 

-Bilinear Pairing: Let  and  be two cyclic multiplicative groups with the same prime order . 

Let  be the generator of . A bilinear mapping is a function  with the following 

properties: 

1) Bilinearity: if  and , then  for any  

2) Non-degeneracy:  

-q-Strong Diffie-Hellman (q-SDH) Assumption (Boneh et al., 2004):  

Let  be a bilinear pairing as described above. It states that for all polynomials 

 and for all probabilistic polynomial-time adversaries Adv,  

 

-q-Diffie-Hellman Exponent (q-DHE) Assumption (Camenisch et al., 2009): 

Let  as described above. It states that for all polynomials  and for all probabilistic 

polynomial-time adversaries Adv,  
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-Cryptographic Multiset Accumulator: A multiset is a set to which an element can belong multiple 

times. A cryptographic multiset accumulator is a function  which maps a multiset to an 

element in some cyclic multiplicative group in a collision resistant fashion (Xu et al., 2017). 

The cryptographic multiset accumulator has the following algorithms:  

1) : On input a security parameter , it generates a secret key  

and a public key . 

2) : On input a multiset  and the public key , it computes the 

accumulative value . 

3) : On input two multisets  where , 

and the public key , it outputs a proof . 

4) : On input the accumulative values 

, a proof \pi, and the public key , it outputs  if and only if   

 
The properties of the multiset that allow to prove set disjointedness are what we will use to 

prove that certain transactions do not belong to the set of transactions matching the query 

parameters. 

Using the ProveDisjoint algorithm, the VQS will output a proof of non-membership for each 

transaction not matching the query parameters and return that proof to the Query User, who will 

then use the VerifyDisjoint algorithm to verify the validity of the proof returned by the VQS. 
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2.5   Validation of Query Results 
 
  
 

The following diagram shows how the Merkle root is recomputed by the Query User in  
 
order to verify the validity of the returned matching transactions. 
 
 
 
 
 

 
 
 

Diagram 6: Merkle Root Computation 
 

 
The above diagram shows the structure of a Merkle tree and describes the process of using 

a single transaction as well as a specific path in the Merkle tree, its branch, in order to compute 

the root of the tree. This process is the one that allows the user to verify the authenticity of the 

transactions matching their query parameters returned by the VQS.         

In the diagram, “H” stands for “Hash” and the subscripts A through P stand for transaction IDs. 

A Merkle tree is a binary tree in which the parent node at any level of the tree is created by 

concatenating its two children nodes and hashing the resulting string. The process is then repeated 
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until there is only a single node left, the root of the tree. The principle behind this data structure is 

that each Hash, whether the initial hash of the transactions making up the tree or the root of the 

tree is of fixed size by the definition of a hashing function. The root of the tree can then be used 

as a cryptographic encoding of all of the transactions in a block. By the very nature of hashing 

functions, only a tree built using the same exact list of transactions will yield the same root. As 

such, the root of the Merkle tree can be used to verify whether a certain transaction belongs to the 

block associated with the root.  

The idea is that since the size of the output of a hash function is always constant regardless 

of the size of its input, the root of the Merkle tree can be used as a record of all the transactions in 

a block and requires only a fraction of the space required to store a list of all the transactions. 

Specifically, in a block containing 10,000 transactions, the size of the root of the Merkle tree would 

be 1/10,000th of the size of the list of all transactions. Over billions, or even possibly trillions of 

transactions eventually, the storage space saved through this process is very significant. In most 

blockchain implementations, the root of the Merkle tree is stored in the block headers so that light 

nodes, or non-archival nodes in the case of Algorand, contain the transaction data necessary to 

verify that a transaction, in fact, belongs to a specific block. 

Three elements are required in order to verify a transaction’s membership to a certain 

block. The transaction itself, the root of the Merkle tree associated with the block the transaction 

belongs to, and the path required to recompute the root. The path, or branch, is a list of the 

transactions needed at each level in the tree in order to recompute that specific hash and move to 

a higher level in the tree. In order to recompute the root of a Merkle tree, we only need a single 

transaction per level in the tree. 
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The diagram above provides an example. We start with a transaction whose authenticity 

we wish to verify. “K” is the transaction ID, and “H_K” (in green in the diagram) is the hash of 

that transaction ID. Given “K” initially, we wish to recompute the root of the entire Merkle tree in 

the most efficient way possible, both in terms of storage and computation overhead. 

Looking at the diagram, we can see that if we have “H_L”, the hash of the transaction ID 

of transaction L, we can apply the construction principle of the Merkle tree and compute the parent 

of “H_K” and “H_L”. Namely, we can concatenate “H_K” and “H_L” and hash the resulting 

string, which will output “H_KL”. At that level in the tree, we can see that in order to get to yet a 

higher level we need the sibling node of “H_KL”, “H_IJ”. Given “H_IJ”, we can concatenate 

“H_IJ” and “H_KL“ and hash the resulting string, which will output “H_IJKL” and take us to the 

above level in the tree. By repeating this process as many times as necessary we will eventually 

get to the root of the Merkle tree, in this example “H_ABCDEFGHIJKLMNOP”. 

The key point to notice in this reconstruction process is that we only need a single hash per 

level in the tree in order to recompute the root, regardless of how many transactions are in the 

block. This is where the true value of Merkle trees lies. Since only a single hash per level of the 

tree is necessary to recompute the root starting with a certain transaction ID, the size of the path in 

the tree, or branch, is logarithmic to the number of transactions in the block. Specifically, for  

transactions in the block, the size of the branch will be  (rounded down to the nearest 

integer).  

In the example above for a block containing 16 transactions, we only need a list of 4 

transactions to recompute the root of the Merkle tree. However to get a better sense of how efficient 

this process is, let us consider the case of a block of 10,000 transactions. Without the process 

previously described, we would need 5,000 hashing operations to get to the second level in the 
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tree, then 2,500 hashing operations to get to the level above that, etc...however using the Merkle 

branch associated with our starting transaction, we would only need  operations. 

In the algorithm we implemented in order to recompute the root of the Merkle tree given a 

starting transaction and its path throughout the tree, directions are also needed to navigate that 

path. The reason is that given the nature of hashing functions, the order of concatenation preceding 

the hashing of the resulting string is going to matter. In other words, H(H_K + H_L) is not 

equivalent to H(H_L + H_K), so at each level in the tree, we need to know the order in which to 

concatenate the two strings and get the correct output hash. 

Our implementation of the Merkle tree algorithm keeps track not only of the path needed 

throughout to eventually recompute the root but also of the directions needed to navigate that path. 

Both of those data are stored in the database and returned to the user with every transaction 

matching their query parameters. The user can then use all of those elements to recompute the root 

of the Merkle tree the transaction belongs to. The resulting root is then compared to the root in the 

block header stored on the blockchain itself in the header of the block associated with that 

transaction. If the two roots are identical, the transaction is cryptographically guaranteed by the 

definition of hashing functions to belong to the block in question. Repeating this process allows 

the user to verify the authenticity of the transactions returned by the VQS.                              

 

2.6   Risk  
 

The principal risk with this implementation of the VQS lies in the assumption that it will 

be able to scale to the rate of growth of the Algorand blockchain. At maximum usage, Algorand 

could reach a throughput of 10,000 transactions per second. While proof construction and 
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verification are fast and inexpensive operations, the computation of the Att Digest is significantly 

more expensive, taking approximately 2 seconds per transaction on a latest generation laptop. 

This means that on any single computer, the VQS would not be able to keep up with 

Algorand’s eventual transaction throughput, falling increasingly behind the network’s growth over 

time and therefore becoming useless as a query system, which needs to be kept constantly up-to-

date with the current state of the network in order to be a viable option as an application. 

The computation of a particular Att Digest however is completely independent from that 

of another, meaning the task is highly parallelizable. Using the parallel computing abilities of 

Apache Spark clusters, we should theoretically be able to reach a rate of Att Digest computation 

sufficient to stay up-to-date with the current state of the Algorand network. This however hasn’t 

been tested in this current version of the VQS. 

 
 

2.7   Testing 
 
 

We tested the functionality of the VQS using a JSON file containing 1000 blocks from the 

Algorand blockchain with an approximate average of 20 transactions per block. In order to 

compare the results returned by the VQS to the data contained in the blocks, we ran each test query 

both with the VQS and by scouring the blocks in the JSON file and sequentially going over each 

transaction within each block, running the transaction data against the parameters defined by the 

test query, determining whether the transaction was a match or not and accordingly either 

rebuilding the Merkle root and comparing it to the root stored in Database of Transactions, or 

constructing the proof of non-membership and verifying it using the functionality provided to the 

Query User. 
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Across a large sample of tests including every possible combination of “from” or/and “to” 

addresses, as well as starting or/and ending block or time intervals, our results running the queries 

“manually” by sequentially going over every transaction within each block one by one, were 

identical to the results returned to the Query User by the VQS. 
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Chapter 3:   Results 
 
 
 

In this project, we successfully implemented a transaction data query service for the 

Algorand blockchain whose query results are cryptographically guaranteed to be authentic.  

A query user is able to submit a query in SQL format to retrieve transaction data from the Algorand 

blockchain. The VQS allows the query user to specify any combination of a starting or/and ending 

block or date. The user then specifies any combination of ‘from’ or/and ‘to’ addresses. This 

flexibility allows, for example, a user to retrieve all the transactions originating from a certain 

account A to another account B over a specific time interval, such as January 1st, 2019 to June 

15th, 2020. It would also allow a user to retrieve all the transactions originating from the same 

account A to any other account on the network over a specific block interval. 

Once given a query with those parameters, the VQS is able to retrieve transaction data from 

the Database of Transactions and return the results to the user. The VQS successfully returns a set 

of transactions matching the query parameters, as well as a set of proof of non-membership for 

each non-matching transaction. 

The verification functionality provided to the Query User allows them to validate the 

results returned by the VQS. The first verification function successfully recomputes the root of the 

Merkle tree the matching transaction belongs to, compares it to the Merkle root in the user’s 

possession, and confirms or denies their equivalence. The second verification function successfully 

uses the proof of non-membership returned by the VQS to confirm that the corresponding 

transaction doesn’t belong to the set of matching transactions.  
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These two verification processes successfully guarantee to the user both the authenticity 

and completeness of the results returned by the VQS, therefore fulfilling the most important and 

fundamental requirements of the VQS. 

Certain aspects of our initial requirements however were not met. Namely, we were not 

able to set up the VQS to gather a constant stream of transaction data from the Algorand network 

in order to stay up-to-date with the current state of the blockchain. This is because the time required 

to compute the Att Digests is such that the single computer we used to test this version of the VQS 

could not keep up with the transaction throughput of the Algorand network. This could be 

addressed in a future version of the VQS by using parallel computing as explained in chapter 4.  

While more performance testing should be done on the VQS’ ability to stay up-to-date with 

the transaction data on the blockchain, we strongly believe that its algorithmic foundation is sound 

and that given the capabilities of a cluster-computing framework such as Apache Spark’s, the VQS 

would be able to stay up-to-date with the current state of the blockchain and therefore be shown to 

be viable as a stand-alone application or as support for third-party applications.  

One of the greatest challenges we had to deal with was to deal with the absence of typical 

“light” nodes in Algorand’s implementation of a blockchain. Algorand’s non-archival nodes store 

all the block information for the last 1,000 blocks only. However, the Att Digests, as well as the 

other cryptographic data needed to guarantee the authenticity of the query results need to be stored 

on a light node hosted by the Query User. Typically this is done by having light nodes, non-archival 

nodes on the Algorand network, store the headers of the block.  

The vChain framework assumes that the ADS are stored in the block headers, where they 

can be retrieved by the user and used to verify the proofs of non-membership. We proceeded with 

the knowledge that the open-source code of the Algorand blockchain could be modified such that 
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another instance of the network could use a different protocol whereby non-archival nodes store 

the block headers for the entire ledger instead of all the block data for the last 1,000 blocks. Our 

solution was to store the Att Digests in our Database of Transactions, where they are provided to 

the user for validation of query results. 
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Chapter 4:   Future Work and Applications 
 
 

 There are two assumptions of the vChain framework that the Algorand blockchain doesn’t 

fulfill and that we worked around for this project. The first is that the ADS are meant to be 

integrated within the block header during the creation and submission of a block to the blockchain 

since once committed a block cannot by definition be modified. This issue would have presented 

itself with any currently active implementation of a blockchain network. A potential workaround 

for Algorand would be to instantiate a copy of the blockchain that would recreate the contents of 

the original blockchain and to change the block creation protocol to include the computation and 

integration of the ADS to the block headers. Any future instantiation of the Algorand protocol 

could be implemented in such a way as to include the  

ADS computation and integration process. 

The second assumption is that an Algorand non-archival node, typically labeled a light 

node in most blockchain networks, contains the block headers from each block in the blockchain, 

but light nodes in the Algorand network store only the last 1000 blocks. However, the headers are 

crucial to the query results validation process since the Att Digests are needed to compute the 

proofs and proof verifications. This could also be implemented in a different instantiation of the 

Algorand blockchain with some changes to the source code, which is open source and freely 

modifiable.  

Those are the reasons that we store in our Database of Transactions the Att Digests, which 

the Query User would have access to in the block headers. Despite that assumption being violated 

in this specific implementation of the Algorand blockchain, the many advantages it has relative to 

other blockchains made it a very good platform to build and test the VQS on top of; and as 
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mentioned, those assumptions could be fulfilled in future implementations of the network with 

some straightforward modifications to the source code. 

For this version of the VQS, we implemented a naive strategy for intra and inter-block data 

aggregation. We apply the original process of checking a transaction for a match with the query 

parameters and repeat that process for each transaction within the time or block interval specified 

by the Query User. However, optimizations of query performance are possible through batch 

verification, and the vChain paper proposes two different intra and inter-block batch processes. 

One of those optimization methods could be used in the future to speed up the verification process 

and efficiency of the VQS. 

 Algorand transactions contain a note field that could be used for query purposes. The words 

in the note field could be viewed as set-valued attributes and added to the cryptographic 

accumulator, such that a proof of non-membership for transactions that wouldn’t match the queried 

terms could be computed in the same exact way that it is in the VQS for transaction addresses.  

 Transactions matching the queried terms would be returned to the Query User in the same 

way, with the addition of the note field to the transaction dictionary, and with the combination of 

the set of matching transactions and the set of proofs of non-memberships for non-matching 

transactions, authenticity, and completeness of query results could be established in the same way 

they are for account addresses. Applications of term queries have vast potential across many 

industries. For example, a real estate company could run verifiable queries on a large catalog 

classified in different categories (number of rooms, square meters, etc…). A law firm could search 

the note field of data committed to the blockchain for certain legal terms.  
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Summary 
 
 

For the first time in human history, a solution to the fundamental problem of trust has 

been discovered and shown to be viable, practical, and sustainable in the form of blockchain 

technology. Thanks to its cryptographically guaranteed immutability and decentralized nature, 

blockchain technology promises to eliminate the need for trust in a third party. 

While the first blockchain implementations suffered from an inability to resolve all three 

constraints of security, decentralization, and scalability, the Algorand network has solved this 

“trilemma of blockchain“ and offers a platform that not only fulfills the promise of blockchain 

technology but also whose scalability and transaction throughput can rival those of currently 

ubiquitous financial institutions. 

The advent of such technology is all but guaranteed to accelerate the already steady 

growth of blockchain adoption. In the context of such a development, the need to query 

transaction data will grow as well, creating the need for fast and powerful query services. 

The use of such a service however reintroduces the need for trust in a third party, the very 

need that blockchain was invented to eliminate. Using the cryptographic mechanism of a Zero-

Knowledge Proof, the vChain framework offers a solution to this problem by returning to the 

query user not only the set of transactions matching the query parameters but also a set of proofs 

of non-membership for non-matching transactions. This guarantees the completeness of query 

results additionally to their authenticity. 

In this project, we successfully implemented a functional version of the vChain 

framework for the Algorand blockchain. We believe it is fundamentally sound and can be 
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straightforwardly integrated into the Algorand consensus protocol and become a viable and 

valuable service for any application requiring fast and verifiable transaction data queries. 
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Appendix A:   VQS Code  
 

A.1.   Python, RSA Accumulator Library by Oded Leiba 
  

Listing A.1:   Extract Transactions 

 
 

1. # extract txns from n blocks and returns list of txns as dicts 
2. # with txn data including Merkle root, branch and directions 
3. def extract_txns(data, n): 
4.     txn_list = [] 
5.     i = 0 
6.     for b in range(n): 
7.         block_txns = [] 
8.         for txn in data[b]['txns']['transactions']: 
9.             txn_list.append({'tx_id':'', 'timestamp':0, 'fee':0, 'from':'', 'to':'', 

'amount':0, 'AttDigest':{'A0': 0, 'A_Final': 0}, \ 
10.                              'key':0, 'S':dict(), 'root':'', 'branch':[], 

'directions':[], 'round':0}) 
11.             txn_list[i]['timestamp'] = data[b]['timestamp'] 
12.             txn_list[i]['round'] = data[b]['round'] 
13.             txn_list[i]['fee'] = txn['fee'] 
14.             txn_list[i]['from'] = txn['from'] 
15.             txn_list[i]['to'] = txn['payment']['to'] 
16.             txn_list[i]['amount'] = txn['payment']['amount'] 
17.             txn_list[i]['tx_id'] = txn['tx'] 
18.   
19.             block_txns.append(txn_list[i])                       
20.              
21.             i += 1 
22.   
23.         txn_branches = merkle_root_and_branch(block_txns) 
24.          
25.         for k in range(len(block_txns)): 
26.             block_txns[k]['root'] = txn_branches[k]['root'] 
27.             block_txns[k]['branch'] = txn_branches[k]['branch'] 
28.             block_txns[k]['directions'] = txn_branches[k]['directions'] 
29.   
30.     return txn_list 
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Listing A.2:   Construct Merkle Tree. Return Root, Branch and Directions 
 
 

1. # given a list of tx_ids compute the Merkle tree and return the root 
2. # as well as the branch and directions required for each txn to recompute the root 
3. def merkle_root_and_branch(txns): 
4.     # copy tx_ids to new list 
5.     txid_list = [] 
6.     for txn in txns: 
7.         txid_list.append(txn['tx_id']) 
8.      
9.     num_nodes = len(txid_list) 
10.   
11.     # hash all txn ids in list, duplicating the last one if number of txns is odd 
12.     for i in range(num_nodes): 
13.         txid_list[i] = sha_256(txid_list[i])     
14.     if (num_nodes % 2) != 0: 
15.         txid_list.append(txid_list[num_nodes-1])     
16.         num_nodes += 1   
17.   
18.     # find out number of levels to Merkle tree   
19.     levels = math.ceil(math.log2(num_nodes))     
20.   
21.     txn_branches = [] 
22.   
23.     for i in range(num_nodes): 
24.         txn_branches.append({'opposite to node':txid_list[i], 'branch':[], 

'directions':[], 'root':''}) 
25.   
26.     # set up counter for directions 
27.     k = 1 
28.   
29.     for l in range(levels): 
30.         if (num_nodes % 2) != 0: 
31.             txid_list[num_nodes] = txid_list[num_nodes-1] 
32.             num_nodes += 1 
33.   
34.         combinations = num_nodes//2 
35.   
36.         for t in txn_branches: 
37.             for i in range(num_nodes): 
38.                 if txid_list[i] == t['opposite to node']: 
39.                      
40.                     if i % 2 == 0: 
41.                         t['branch'].append(txid_list[i+1]) 
42.                     else: 
43.                         t['branch'].append(txid_list[i-1])       
44.                     break    
45.   
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46.         # update directions to follow for root reconstruction from branch 
47.         for i in range(len(txn_branches)): 
48.             if (i//k)%2 == 0: 
49.                 txn_branches[i]['directions'].append('right') 
50.             else: 
51.                 txn_branches[i]['directions'].append('left') 
52.                              
53.         for i in range(combinations):                        
54.             # concatenate and hash [0,1], [2, 3], etc...and store back in list in order          
55.             combined_hash = sha_256(txid_list[i*2] + txid_list[(i*2)+1]) 
56.             txid_list[i] = combined_hash 
57.   
58.         for t in range(len(txn_branches)): 
59.             txn_branches[t]['opposite to node'] = txid_list[t//(k*2)]            
60.   
61.         num_nodes = num_nodes//2 
62.   
63.         k = k*2 
64.   
65.     root = txid_list[0] 
66.   
67.     # update root value in txn_branches list 
68.     for i in range(len(txn_branches)): 
69.         txn_branches[i]['root'] = root 
70.   
71.     return txn_branches 
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Listing A.3:   Reconstruct Merkle Root and Compare With User Root. 

 
 

1. # recomputes the Merkle root using a txn, its Merkle branch and directions 
2. # and returns True or False based on whether the txn is valid 
3. def root_from_branch(tx_id, branch, directions, root): 
4.     # hash each tx_id 
5.     tx_id = sha_256(tx_id) 
6.     computed_root = tx_id 
7.   
8.     for i in range(len(branch)): 
9.         if (directions[i] == 'right'): 
10.             computed_root = sha_256(computed_root + branch[i]) 
11.         else: 
12.             computed_root = sha_256(branch[i] + computed_root) 
13.   
14.     return computed_root == root 
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Listing A.4:   Query Results 

 
 

1. # takes a query dict as input and checks all txns within the time or block interval 
2. # if txn is a match for from or/and to addresses, returns transaction with Merkle root 

and branch 
3. # if txn isn't a match, computes and return nonce + proof + key (n) + AttDigest + 

query_address 
4. def query_results(query, txns): 
5.     # filter by date or block interval first and store filtered txns in list     
6.     if query['dates']: 
7.         filtered_txns = time_interval_txns(query['dates'], txns) 
8.     elif query['rounds']: 
9.         filtered_txns = block_interval_txns(query['rounds'], txns)   
10.     # if no date or block constraints, use every transaction in the database 
11.     else: 
12.         filtered_txns = txns 
13.   
14.     matching_txns = [] 
15.     proofs = [] 
16.   
17.     # check each txn for a query match and append it to the correct list 
18.     for txn in txns: 
19.         address = check_query_addresses(query['addresses'], txn) 
20.         if address: 
21.             proof, query_address_nonce = create_proof(txn, address) 
22.             proofs.append({'proof':proof, 'query_address': 

address,'query_address_nonce': query_address_nonce, \ 
23.                            'n':txn['key'], 'AttDigest':txn['AttDigest'], 

'tx_id':txn['tx_id']})          
24.         else: 
25.             matching_txns.append(txn) 
26.   
27.     return matching_txns, proofs 
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Listing A.5:   Create AttDigest.  Construct and Verify Proof of Non-Membership 

 
 

1. # populates the AttDigest, key and S fields of the txn dict 
2. def create_AttDigest(txn): 
3.     n, A0, S = setup() 
4.     # add from and to addresses to accumulator  
5.     A1 = add(A0, S, address_to_int(txn['from']), n) 
6.     A2 = add(A1, S, address_to_int(txn['to']), n) 
7.     # populate relevant txn fields in dictionary 
8.     txn['AttDigest']['A0'] = A0 
9.     txn['AttDigest']['A_Final'] = A2 
10.     txn['key'] = n 
11.     txn['S'] = S 

 
 

1. def create_proof(txn, query_address): 
2.     query_address = address_to_int(query_address) 
3.     prime, query_address_nonce = hash_to_prime(query_address) 
4.     proof = prove_non_membership(txn['AttDigest']['A0'], txn['S'], query_address, 

query_address_nonce, txn['key'])   
5.     return proof, query_address_nonce 
6.   
7.   
8. def verify_proof(AttDigest, proof, query_address, query_address_nonce, n): 
9.     query_address = address_to_int(query_address) 
10.     verified = verify_non_membership(AttDigest['A0'], AttDigest['A_Final'], proof[0], 

proof[1], query_address,query_address_nonce, n) 
11.     return verified 

 
 
 
 
 
 
 
 

  



 54 

Listing A.6:   Query Results User Validation. 

 
 

1. # Query user function. Checks the validity of returned txns and verifies returned proofs 
2. def user_check_results(matching_txns, proofs): 
3.     # check each returned matching txn by reconstructing the Merkel root from the branch 
4.     for txn in matching_txns: 
5.         if root_from_branch(txn['tx_id'], txn['branch'], txn['directions'], txn['root']) 

== False: 
6.             return "Merkle root of transaction" + txn['tx_id'] + "couldn't be 

reconstructed" 
7.   
8.     # verify each returned proof of non-membership to confirm completeness of query 

results 
9.     for proof in proofs: 
10.         if verify_proof(proof['AttDigest'], proof['proof'], proof['query_address'], \ 
11.                         proof['query_address_nonce'], proof['n']) == False: 
12.             return "proof for transaction" + proof['tx_id'] + "couldn't be verified" 
13.   
14.     return True 

 
 
 
 


