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The Developmental Origins of The Formal Structure of Kind Representations 

 

Abstract 

There exists an intellectual thread that traces back to Aristotle, can be seen in the works 

of many of the Enlightenment philosophers, especially the Cambridge Platonists, and extends 

into contemporary philosophy and empirical psychology. The core idea of this intellectual thread 

is that concepts like dog, hammer, river, city, and triangle possess a central form. This central 

form represents the properties that capture the core identity of these kind concepts, what it means 

to be each of these kind of things (e.g., the properties of barking for a dog, having a handle for a 

hammer, having a source for a river, having citizens for a city, and having three sides for a 

triangle). This form does not determine necessary and sufficient conditions for referring to 

entities in the world (e.g., we can encounter a dog that cannot bark, or a city without citizens, and 

still think about these entities as dogs and cities, respectively). Instead, the form alters the way 

we think about the properties that are part of it, licensing a range of conceptual and linguistic 

consequences for those properties. The present thesis extends this thread, especially more recent 

approaches within contemporary cognitive science (e.g., Prasada, 2000; Pustejovsky, 1986). In 

the first paper, two experiments investigated whether we see reflections of this form in familiar 

kind representations throughout conceptual development. These experiments provide evidence 

that by age four, children represent some properties as part of the form of familiar kind 

representations like dog and plate, as part of their core identity, and that these properties possess 
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distinct conceptual consequences not licensed by other properties that are construed as true of 

those kinds, but which are not part of the form of those concepts (e.g., wearing a collar for a dog, 

being white for a plate). In the second paper, we asked whether the capacity to configure the 

form of a kind representation is part of the kind acquisition machinery that allows humans to 

acquire thousands of new kind representations throughout conceptual development, often from 

only a single encounter with a novel entity. These experiments demonstrate that when adults are 

introduced to a property of a novel kind with evidence that the property is part of the form of the 

representation, then they immediately infer a conceptual consequence of that form. If they are 

introduced to the same property with evidence that it is merely true of the kind, but not part of its 

form, they do not infer this consequence. These results provide evidence that one part of the 

generative kind acquisition machinery possessed by human adults is a capacity to represent 

properties as part of the form of the representation. The third paper extends this finding and 

provides evidence that children by age four can represent a property as part of the form of a kind 

representation from only a single encounter with a novel entity. Together, these papers provide 

further evidence that human kind representations possess a central form. They provide the first 

evidence that this structure is part of our early emerging kind acquisition machinery. We 

conclude that this structure is an important and early emerging part of the formal structure of 

kind representations, the structure that is intrinsic to this type of mental representation, 

distinguishing it from the other mental representations the mind possesses (e.g., representations 

of sets, representations of logical operators, representations of properties, and so on).    
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1. Introduction  

 
Human beings produce an extraordinary repertoire of concepts for kinds of things, 

representations that enter crucially into almost every aspect of our daily lives. Take the scene in 

front of you right now. From one perspective, you are confronted with what 17th Century 

philosopher Ralph Cudworth described as “the corporeal world in its naked hue”—the world of 

mere individuals, a “dark womb of unthinking matter” (Cudworth, 1731, p101). From another 

perspective, your mind imposes a rich tapestry of instances of kinds—a desk, a coffee cup, a 

wall, a shelf. Look closer and you might see a smudge, a crack, or a crumb. Lean back and 

contemplate your life’s purpose, and you can imagine your place as a person, within this 

building, within this city, on this planet. Each of these concepts affords a rich set of inferences 

that follow from thinking about the entities we encounter from that perspective. Furthermore, 

you may choose to conceive of each of these entities from any number of different perspectives, 

by drawing upon alternative kind concepts. Pull out the desk to the center of the room, lay some 

place mats, invite your friends over, and now you have a dinner table. As your mind drifts from 

the dinner conversation, perhaps you will conceive of the crumbs from your sandwich as 

goalposts for an imaginary miniature game of soccer, played by the mice living behind the crack 

in the wall, a door to their home. In principle, there are indefinitely many worlds in front of you 

to conceive right now, and this is in large part due to your vast repertoire of kind concepts.  

Not only do kind representations impose a rich texture onto our immediate experience, 

they also play a number of crucial roles in higher-level thought. For example, kind 

representations act as constituents in the folk theories we form of objects in the world—say, our 

theory of how mice grow, lay nests, and acquire food (Carey, 1971, Gelman 2003). They also 

underlie the meanings of most count and mass nouns in natural language, reflected in the fact 
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that hearing a novel noun, even with no other evidence, and even at the earliest stages of 

conceptual development, generates a representation for a new kind of thing (e.g., Balaban & 

Waxman, 1997; Waxman & Markow, 1995; Xu, Cote, and Baker, 2005). As such, kind 

representations share an important interface with the combinatorial operations of symbolic 

thought, and so help to provide an interpretation of complex expressions like “I admire the 

person at my dinner party who kept feeding the mice cheese,” which is in part possible due to 

our possession of concepts like person, dinner party, mouse and cheese.  

In one form or another, philosophers, psychologists, and linguists have agonized over the 

structure of kind representations (under a variety of labels), tracing back at least to Aristotle’s 

analysis of each concept’s “form”—it’s intrinsic, essential qualities (Anagnostopoulos, 2009). 

This is unsurprising given the importance of these concepts for human thought and human life. 

Since a large proportion of acquired lexical concepts are noun concepts, and since language is 

the clearest reflection of abstract symbolic thought, representations for kinds of things capture a 

large part of what Jerry Fodor called the base units of our “language of thought,” and thus, 

according to Fodor, should be “at the heart of a theory of cognitive science” (Fodor, 1998). 

Among the questions commonly posed of kind representations are: What cognitive capacity, or 

capacities, produce representations for kinds of things like mouse, river, amplifier, world and 

triangle? How are these representations structured and deployed within and throughout the 

cognitive architecture? In providing candidate answers to these questions, each and every 

theorist has had to contend with a further question, at the core of theories of conceptual 

representation: How does a kind concept like mouse relate to the properties we take it in some 

way to possess, like having fur, having a tail, being small, eating cheese, making nests, and so 

on. These are the questions this thesis will attempt to shed a glimmer of light on. 
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The rich and varied computational roles kind representations play in human cognition 

both complicates the search for answers to these questions, and motivates the questions 

themselves. On the one hand, since each kind representation, when used, is placed within a nexus 

of inferential relationships to other representations, it is hard to determine which (if any) 

inferential relations, or properties, derive from kind representations in particular, rather than as a 

consequence of how kinds are used, relations that are only formed when a kind representation is 

deployed for specific cognitive operations. Do any of the inferences we form about nouns in 

natural language derive from the structure of a kind concept itself, or do they all follow from the 

concept’s participation in natural language as a noun? Do any of our inferences about properties 

of kind representations derive from our thinking about them as an instance of one or another 

kind, specifically, or do they all follow from the causal inferences generated when we build folk 

theories about aspects of the external world?  

On the other hand, the great richness and variety (and cognitive importance) of these 

computational roles warrants taking seriously the question of whether kind representations have 

any inherent structure, since, if they do, that structure is presumably reflected throughout 

cognition, shaping the thoughts we have and the perspectives we form of the world.  

 
2. The conceptual landscape 

 
A common contemporary answer to this question is that kind representations possess no 

intrinsic representational structure—cognitive structure specific to kind representations 

themselves. To illustrate, consider the concept house. There are many properties of houses that 

we take to be true of houses—that in some way our mind takes as characterizing houses. 

Properties like for living in, having a roof, being made of bricks, having four walls, having 
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windows, having doors, having a garden, and having an attic are among those properties that are 

understood as characterizing the kind. They have the clear linguistic consequence of licensing 

the judgment that generic sentences like “houses have attics,” “houses are for living in,” and 

“houses have windows,” are true (Brandone, Cimpian, Leslie, & Gelman, 2012; Carlson & 

Pelletier, 1995; Gelman, 2003). This pool of generic-supporting properties for any concept can 

be distinguished from properties that might be accidentally related to an instance of the kind on 

occasion, like being wet for the concept house, but which are not judged as true of the kind 

(Gelman, 1988).  

The problem, alluded to most notably in contemporary philosophy by Ludwig 

Wittgenstein and Jerry Fodor, is that none of these generic-licensing properties appear to be 

necessary for either concept possession or concept use.1 As Putnam observed, we might possess 

the concepts elm and beech, without knowing any of the granular differences that distinguish 

these trees from one another (Putnam, 1975). And we acquire new words easily in experimental 

contexts, appearing to interpret them as names for kinds of things, sometimes without knowing 

any of the specific properties that structure them (e.g., Balaban & Waxman, 1997; Xu, Cote, and 

Baker, 2005; Waxman & Markow, 1995). Furthermore, even when we do know a concept’s 

distinguishing properties, these properties appear to hold no necessary (nor sufficient) relation to 

concept use (Fodor, 1998; Fodor, Fodor, and Garrett 1975; Wittgenstein, 1953). Namely, we can 

(and often do) use kind representations to pick out entities in the world as instances of those 

kinds, even when they lack any one of their distinguishing properties. Take the concept house 

 
1 For Fodor and Wittgenstein, as with some of the authors cited below, the object of inquiry was concepts more 
generally (e.g., including verb representations such as paint; Fodor, 1981). The focus of the present body of work is 
kind representations. Nevertheless, since the arguments put forward by Fodor and Wittgenstein (and others) apply to 
kind representations, they make up an important part of the history of inquiry into the structure and origin of human 
kind representations.   
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again, and perhaps the most necessary-seeming property of all, that houses are lived in by people. 

Consider now a derelict house, abandoned for decades, or a show house, or a building designed 

to be a library, but converted 50 years later into a house. These entities can still be considered as 

houses, invoking a rich set of inferences (e.g., that they might have doors, windows, a roof etc.), 

without any requirement that people currently live in them, or ever did, or even that they were 

designed to be lived in. Furthermore, these observations appear to generalize to all concepts, 

even geometrical concepts like triangle, which rarely exist in their perfect three-sided form in 

nature (e.g., consider a dented ‘yield’ traffic sign, which even when new and undamaged 

possesses curved corners).  

From here, the theorist, and the empirical work that follows, has taken a few different 

paths. One move, made most notably by Fodor, is to propose that concepts are atomic. The 

concept house is an innate unit, without any internal structure, though relatable to other cognitive 

structures through learning and maturation, which then guides how we use it (Fodor, 1998). 

Another approach, falling roughly under the banner of the prototype theory of conceptual 

structure, takes a concept to be a description of one of many possible distinct bundles of co-

occurring properties, which pattern together in the objects we encounter (Rosch, 1973). For 

example, when a child first encounters the objects that adults call houses, she might register that 

99% of these objects are for living in, 80% have attics, 60% are made of bricks, and so on. Over 

time, a prototype structure develops—a representation of a cluster of properties that typically co-

occur, which might at some point in conceptual development be given the label “house.” 

Evidence for this approach comes from the fact that people make judgements about whether an 

instance of a category is a “good” or “typical” or “representative” instance, based on whether it 

possesses the prototypical properties for that category (Armstrong et al., 1983; Rosch, 1973; 
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1975). A particular house is a good (prototypical) instance of the category houses not just when 

it is used for living in, but if it has painted interior walls, good plumbing and electricity, a back 

garden with trees growing in it, and so on. In addition to identifying these as good instances of 

the category, people are also faster at identifying prototypical instances as instances of that 

category (Armstrong et al., 1983).   

A further influential current in research on conceptual representation has been the theory-

theory, or explanation-based approach to conceptual structure (e.g. Gelman, 2003; Keil, 1989). 

On this view, a concept is structured by the causal-explanatory relations that hold between the 

properties of objects. Specifically, a concept’s structure adheres to the assumptions of 

psychological essentialism—the assumption that there exists a causal process that is responsible 

for bringing instances of each kind into being, and that this causal process is responsible for why 

each instance has some of the properties it does. For example, for a house, a designer (in this 

case an architect) designed the house in order that it be lived in by human beings, and this 

process of design explains the existence of some of the properties of each individual house (e.g., 

why it has rooms, windows, and a front door). In support of this proposal, a large amount of 

empirical work has demonstrated that both children and adults presume the existence of these 

causal processes when learning a new kind concept. For example, properties of artifacts that are 

understood as being part of the designer’s intended plan for the creation of those objects are 

subsequently privileged in categorization decisions, including over merely statistically prevalent 

perceptual properties (Bloom, 1996, 1998; Dennett, 1990; Keil, 1989; Rips, 1989), and over 

current use (e.g., Matan and Carey; 2001), as are properties of animals that are understood as the 

effects of the growth and development of the organism (Gelman, 2003), including, for example, 

an animal’s insides (e.g., Gelman & Wellman, 1991).   
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Stephen Laurence and Eric Margolis (2002) have extended these accounts in an attempt 

to acknowledge the fact that human beings can learn an unbounded number of natural kind 

concepts, each with an explicit symbol (e.g., dog), lexicalized as a noun, which can be used in 

thought and reasoning. For them, concept formation involves two distinct components. First, a 

generative mechanism that can produce new primitive natural kind symbols, each of which takes 

the form of a role slot (e.g., Natural Kind 1 [X], for natural kind 1 from 1...n). Since this 

representation is symbolic, it can be accessed by higher-level symbolic computations (e.g., to 

produce symbolic thoughts like “Natural Kind A [X] has four legs”). And second, they posit a 

separate representational structure which fills the role slot (i.e., X), whether that representational 

structure is a causal schema (e.g., the artifact or natural kind schema outlined above), which will 

adhere to the assumptions of psychological essentialism, or a prototype structure, or combination 

of the two. This second structure is what guides categorization decisions, and so the relationship 

of the symbol to entities in the world. However, and crucially, Laurence and Margolis hold the 

position that none of the content of the causal schema or prototype structure holds a necessary 

nor a sufficient relationship to the generated kind symbol (for similar proposals see Carey, 2009; 

Macnamara; 1986).  

All of these approaches hold some truth. We clearly do organize properties according to 

prototype structures, allowing for what is often referred to as ‘quick and dirty’ categorization of 

the entities we encounter—a fast approximation which is less computationally intensive but 

which may sometimes produce errors. Furthermore, a slew of findings from empirical 

psychology over the past four decades demonstrates that children and adults assume rich causal-

explanatory schemas when organizing the properties of new kinds. And the observation that our 

concept machinery can produce an unbounded number of explicit symbols, and therefore must be 
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generative is deep and clearly in some sense correct (though this fact extends to all kind 

representations, not just natural kinds, something we will return to). However, what all of these 

approaches have in common is that none of them propose any kind of narrow meaning distinction 

for concepts—any kind of specification of which properties capture the core identity of, say, 

being a house. Consider for example the representational structures generated for the concept 

house by the mechanisms that form causal-explanatory theories and the mechanisms that form 

prototypes. In both cases, there is nothing that distinguishes having a bedroom as closer to the 

core meaning of house than having windowsills or having guttering. Both are highly statistically 

prevalent, and so a privileged part of the cluster of properties that co-occur in the prototype 

structure of the concept house. And both were designed by an architect, who had specific 

functions in mind for these properties. But it seems intuitively clear that having a bedroom is part 

of the core identity of the concept house, what it means to be a house, even it if is not necessary 

for identifying an entity in the world as a house.  

The present thesis looks to tease out this intuition. It argues that, for all kind concepts, 

there exists a meaningful boundary—what Aristotle and 17th Century Neoplatonist Ralph 

Cudworth said delimits a concept’s form—within which sit properties that capture the core 

meaning of a concept. Specifically, it will propose that we posit a further piece of cognitive 

structure to the concept formation device, to support the formation and representation of this 

form for each and every kind concept—to support the representation of properties that are part of 

a concept’s core identity. In the context of the above literature, this move is equivalent to 

positing an additional piece of cognitive structure to Laurence and Margolis’ generative symbol 

system. Crucially, since the properties that are part of this form are patently not necessary for 

concept possession and concept use, identifying this boundary—the core meaning of the 
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concept—will require a shift of focus, away from categorization/identification judgments and 

towards conceptual and linguistic phenomena that more closely reflect the core identity of each 

concept. The remaining sections of this introduction outline the history of this shift, which took 

place in conception during the 17th Century with roots in Aristotle, was reintroduced in 

philosophy and linguistics during the 20th Century, and has recently been the subject of empirical 

inquiry. Having sketched this historical perspective, we will review recent empirical work 

together with the logic of the experiments included in the present thesis, which look to move this 

proposal forward.    

 
3. Kind concepts have a “form” 

3.1. Historical Antecedents 

There is a proposal, tracing back to Aristotle, though also articulated clearly in the 

Cambridge Neoplatonist thought of Ralph Cudworth, Thomas Reid, and Antony Cooper (the 3rd 

Earl of Shaftesbury), which provides an answer to how a property can relate to a concept’s core 

meaning. Some (though certainly not all) elements of this picture were even held by Empiricists 

like Hume and Locke, as well as in the philosophy of Prussian philosopher Wilhelm von 

Humboldt, in his writings on human language. Much of this work is largely ignored by 

contemporary philosophy and psychology, aside from the observations of a few scholars (e.g., 

Boeckx, 2010; Chomsky, 1980; 2000; 2002; McGilvray, 2015; Mijuskovic, 1974; Moravcsik, 

1973; Prasada, 2000; Pustejovsky, 1986).  

According to this picture, the mind possesses a domain general, highly generative 

mechanism for producing concepts for new kinds of things like dog, house, spanner, and 

aardvark. Cudworth referred to this device as a “universal…cognoscotive power,” while von 

Humboldt called it a “mental instrument” for producing new lexical concepts. But for the 
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Cambridge Neoplatonists in particular, the concepts produced by this generative mechanism did 

not hold a necessary and sufficient relation to their constituent properties. House is not 

constituted of having a bedroom, having four walls, having a roof, and so on, and it is not 

constructed from these properties. Rather, each generated concept provides an abstract “form”—

a type of relational structure that envelops representations produced by lower-level “passive” 

systems (which on Cudworth’s analysis bear a striking resemblance to later proposals of “core” 

systems by Susan Carey and Elizabeth Spelke, Carey and Spelke, 1996; Spelke, 2000; 2004). 

This form provides a representational basis for the core identity of a kind of thing, what the mind 

takes it to be (as opposed to what it can do, its various consequences). For Cudworth, if a 

property is part of the form of the concept, then the form reorients our interpretation of that 

property, so that its identity is understood as dependent on the kind. This proposal comes out in 

Shaftesbury and Hume, too, who write that this “form” provides a kind of unity, a “sympathy of 

parts” in which there is a “reciprocal relation” of identity between each of the parts and the 

whole.   

One reflection of this form of unity is in the names we choose to give to the properties 

that are a part of it. Often these terms wear on their sleeve a dependency relation between the 

identity of the property and the kind. We speak of dogs barking, but barking does not refer to the 

physical sound waves produced—to sound waves with a particular wave length, amplitude, and 

frequency. Sound waves with very similar properties could be produced by a human with a cold, 

in which case it might be called a cough. Likewise, tables have table legs, often made of wood. 

But table legs do not have an existence independent of tables. And again the word does not refer 

to the physical properties of matter, but rather its existence in a particular relationship to the 

concept table. When walking through the forest, you might find a physically and perceptually 
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similar piece of wood on the ground, but on this occasion it is a branch that has fallen from a 

nearby tree. And if you put it in the camp fire, then now it's firewood, inherently tied to the 

concept of camp fire. Even triangles have three sides, not three lines, and sides cannot exist on 

their own. For a subset of properties of all concepts, our interpretation of those properties is 

reoriented around the concept, which provides an anchor for that property's identity. According 

to the Cambridge Neoplatonists, this redescriptive quality extends to kind representations across 

all domains, and they argued that it is a feature of human concepts specifically.  

A slightly sharper reflection of the “reciprocal identity” imposed by each of these forms 

traces back to Aristotle (Anagnostopoulos, 2009; Charlton, 1970; Ferejohn, 2013; Kirby, 2008; 

Moravcsik, 1968; Witt; 1989; 1998). For Aristotle too, each concept has a form, which imposes 

an identity on the properties that are conceived as part of it. As a consequence, we can explain 

the existence of those properties in instances by simply referring back to the kind—called a 

formal explanation. For example, if we encounter a tree while walking through the forest with a 

friend, and the friend asks of a branch “Why does it [the tree] have that [the branch]?” then the 

response “Because it’s a tree” makes sense to us. And if later that day at dinner we are both 

sitting at a table, and the legs happen to be made up of perceptually similar pieces of wood, then 

in answer to the question “Why does it [the table] have that [a table leg]” on this occasion the 

response “Because it’s a table” makes sense to us. But if our friend instead asks us why the tree 

has a bird perching in it, or why the table has a certain type of ornate pattern or is located inside 

rather than outside, then the responses “Because it’s a tree” and “Because it’s a table” are much 

less natural. The form of the concept imposes a structure that guides the identity of what we take 

to be the properties of this thing in front of us, and thus how we explain the existence of those 

properties. 
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These are not simply the pronouncements of philosophers. Instead, they provide a sketch 

of a specific, testable proposal about the formation and core structure of kind concepts. Adopting 

this picture, the mind/brain possesses a generative, domain general device for producing an 

abstract structure that unifies a set of properties for each concept, capturing what it means to be 

that kind of thing, and imbuing each property with an identity that partly derives from its status 

as part of the “form” of that kind representation. In contemporary terminology, this proposal 

amounts to assigning an additional piece of structure to Laurence and Margolis’ symbol 

generation system. Importantly however, this structure is not a definition—it does not capture 

necessary and sufficient conditions for possessing or using the concept. Rather it has a 

redescriptive quality. The property of having a bedroom, for the concept house, is interpreted 

differently compared to when the same property is present elsewhere (say, a bedroom set up in a 

workaholic’s office building). And it is also interpreted differently when compared to the other 

properties that are part of the prototype structure or causal schema of the concept, such as having 

windowsills or having guttering for the concept house. This is because having a bedroom is part 

of a house’s form. Crucially, Aristotle and later the Cambridge Neoplatonists drew an initial 

(though quite detailed, and often under-appreciated) sketch of some of the conceptual 

consequences of a property being part of this structure, including consequences for identity, 

explanation, normativity, and our understanding of it as a type of part-whole structure. One 

project of the cognitive sciences, then, is to investigate empirically whether the structure 

proposed, and its consequences, are a fundamental part of how humans conceive of kinds of 

things.  
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3.2. Contemporary Proposals 

The proposal that human cognition possesses a highly generative concept formation 

device, capable of producing an unbounded number of kind representations, has remained largely 

an implicit part of contemporary approaches that posit a form to each kind concept, though other 

notions of generativity have been emphasized. For example, perhaps the most complete and 

systematic proposal that each concept possesses this type of abstract structure comes from James 

Pustejovsky’s (1986) “generative lexicon” which was in turn inspired by Julius Moravcsik’s 

(1973) “generative factors of lexical structure.” But in both proposals “generative” concerns how 

new “senses”/meanings are generated during composition—for example, how the abstract 

meaning of book (e.g., that it includes information) and the concrete meaning (e.g., that it is a 

physical object) might both be generated from a single lexical item. Furthermore, Sandeep 

Prasada and Geoff Hall propose a slightly different notion of generativity, making the 

observation that each kind representation generates representations for indefinitely many unique 

instances of kinds (2019). Finally, as noted, Laurence and Margolis (2002) propose the existence 

of a kind syndrome, one component of which is a generative device that can produce new kind 

symbols, though in Laurence and Margolis’ proposal the symbol generation is limited to natural 

kind symbols. 

Pustejovsky, following Moravcsik, proposes that each lexical item possesses an internal 

structure, what he calls a qualia structure, capturing the lexical item’s core meaning. The qualia 

structure is made up of four components, inspired by Aristotle’s four causes: a constitutive quale, 

which characterizes the part of the core meaning of the lexical item that derives from what a 

thing is made of, a telic quale, which characterizes its function, an agentive quale, which 

characterizes how it was brought about, and a formal quale, which characterizes what it is (at the 
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superordinate level). For example, take the concept book. The core meaning (i.e., internal 

structure) of book includes that it contains information (its constitutive quale), that it is for 

reading (its telic quale), that it was written (its agentive quale) and that it is a physical object (its 

formal quale). Each of these captures what a book is, and that they are represented within the 

same lexical item explains a range of linguistic phenomena.  

To give one example, take expressions like “Mary finished the book.” This expression is 

polysemous—it can be interpreted in one of two ways, either implying that Mary finished 

reading a book, or implying that Mary finished writing a book. Pustejovsky argues that the 

polysemy generated by this expression is explained by the fact that multiple quale are stored 

within the same lexical item, as part of its core meaning. We can use the expression to refer to 

both the reading of the book and the writing of the book (fairly effortlessly, it seems) since both 

are encoded in the qualia structure of the lexical item book, as the telic quale and agentive quale 

respectively. Following a similar line of reasoning, the expression “John and Mary took War and 

Peace out of the library” can be interpreted either in terms of the formal quale (a physical object) 

or the constitutive quale (the information). Since the internal structure of the lexical item 

supports both interpretations, it also supports two interpretations about how many books are 

taken out of the library. In the first case, we count only one book leaving the library, in the 

second, we could reasonably count two. Pustejovsky argues that representing these qualia as part 

of a single lexical entry is less computationally intensive, and more tractable than the 

alternatives, and explains a suite of other linguistic facts (for review, see Pustejovsky 1986; for 

various critiques, see Fodor and Lepore 1998, and Asher, 2011, and for Pustejovsky’s response 

to critique, see Pustejovsky, 1998).  
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The only experimental evidence that representing a kind involves representing its abstract 

form, distinguishable from other information we represent about the kind, comes from Sandeep 

Prasada (Prasada and Dillingham, 2006; 2009; Prasada 2013). Prasada, drawing upon Aristotle’s 

proposals, conceives of a set of properties that capture what it means to be a kind of thing, for 

each and every kind representation. Prasada calls these properties principledly-connected 

properties, or properties that bear a principled connection to the kind. These are properties like 

telling time for a watch, designing buildings for an architect, being green for a cucumber, and 

having three sides for a triangle. Prasada draws a distinction between principledly-connected 

properties and properties that are understood as true of the kind, but which do not capture what it 

means to be that kind of thing, such as having a round face for a watch, working in teams for an 

architect, and being made of steel for a screwdriver. Since the latter properties are understood as 

true of kinds, they license true generics like “watches have round faces,” “architects work in 

teams,” and “screwdrivers are made of steel.” In many cases, there will be an important 

explanation for their existence in instances of those kinds; for example, screwdrivers are made of 

steel because it is a durable material. But they are not central to the core identity of those kinds 

of things, what makes them what they are (part of their form in Aristotelean terms).  

Crucially, Prasada and Dillingham demonstrated that for adult participants, principledly-

connected properties license some of the signatures of Aristotle’s notion of form. First, 

principledly-connected properties license formal explanations—references back to the kind in 

order to explain the existence of a property. When adults are tested on 90 kinds, from three 

different domains, they accept formal explanations as natural explanations for why kinds have 

their principledly-connected properties. For example, when asked why a watch tells time, a 

principledly-connected property of watches, participants rate explanations like “because it is a 



  

 17 

watch” as natural, and more natural than formal explanations of non-principledly-connected 

properties. Although barns are typically red, licensing the generic “barns are red,” explanations 

that seek to explain a barn’s redness by citing the fact that it is a barn were rated as being 

significantly less natural (Prasada and Dillingham, 2006; 2009). Similarly, adults accept as 

natural sentences like “Watches, by virtue of being watches, tell time” and “Architects, by virtue 

of being architects, design buildings” whereas they find less natural sentences like “Watches, by 

virtue of being watches, have a round face” and “Architects, by virtue of being architects, work 

in teams.” Both the formal explanation and “by virtue” signatures in Prasada’s data appear to 

hold a similar status. As Aristotle (and following him the Neoplatonists) pointed out, the identity 

of a property, if it is part of the form of the concept, is understood as dependent upon the 

concept. When thought about from the point of view of a kind concept, the entities we encounter 

are understood as possessing some of their properties by virtue of being that kind of thing, and 

we can explain their existence by simply citing the kind.  

Principled connections demonstrate other characteristics reflective of the 17th Century 

conception of a concept having a form. Adults accept as true statements like “telling time is an 

aspect of being a watch” or “designing buildings is an aspect of being an architect” whereas they 

are less likely to accept as true statements like “being round is an aspect of being a watch” or 

“working in teams is an aspect of being an architect.” Prasada here appeals to the idea that 

principled connections capture a type of part-whole understanding, drawing upon proposals of 

Aristotle’s, and making arguments that are similar in character to the 17th century Enlightenment 

observations that a concept is a “sympathy of parts” or a “kind of unity” (Aristotle in 

Anagnostopoulos, 2009; Aristotle in Ferejohn, 2013; Aristotle in Kirby, 2008; Cudworth, 1731; 

Prasada and Dillingham 2009; Shaftesbury in Mijuskovic, 1974).  
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Finally, Prasada and Dillingham provided evidence that principled connections license a 

type of normativity. When adult participants read descriptions of an instance of a kind without 

one of its principledly-connected properties, they judge that there is something wrong with it 

(Prasada and Dillingham, 2006; 2009). For instance, when participants read about a watch that 

does not tell time, or an architect who cannot design buildings, they judge there to be something 

wrong with these instances, much more so than if they read about a car that doesn’t have a radio, 

or a car that doesn’t produce carbon dioxide, even though all of these properties license true 

generics (“watches tell time,” “architects design buildings,” “cars have radios,” “cars produce 

carbon dioxide”). Following a similar proposal of Aristotle’s (Anagnostopoulos, 2009; Witt, 

1989; 1998), Prasada and Dillingham (2009) speculate that this normativity actually derives from 

the part-whole nature of principled connections. Humans come to the task of organizing their 

concepts with the understanding that parts should have their wholes, and thus that instances of 

kinds should have their principledly-connected properties, and that there is something wrong 

with them if they do not.  

3.3. Limitations to current evidence that each kind concept has a form 

 The 17th century Enlightenment figures conceived of a highly generative, domain 

general, concept formation system, with the capacity to organize the form of a concept, changing 

the interpretation of the properties that are part of each form, anchoring the identity of the 

property relative to the concept. An upright piece of wood for a table becomes a table leg, part of 

the form of the concept table, though not necessary and sufficient for identifying an entity in the 

world as a table. A perceptually similar piece of wood for a tree can be conceived of as a branch, 

part of the form of the concept tree. When a new concept is generated, some properties are 
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incorporated into the form, leading those properties to be redescribed relative to that concept, and 

licensing a series of unique signatures.   

One limitation of the current evidence is that it does not investigate directly whether there 

exists a generative kind system that has abstract structure with these characteristics. Current 

research explores distinctions in the adults’ understanding of generic-licensing properties for 

known kind representations, with the central finding that a subset of these generic-licensing 

properties license meta-linguistic naturalness or truth judgments of linguistic expressions such as 

“Having property X is part of being kind Y” “Ys, by virtue of being Ys, have X,” and so on, for 

the property X and the kind Y. Many of these linguistic expressions embody the characteristics 

of the Aristotelean/17th Century conception of a concept’s form. That these signatures align for a 

subset of the generic-licensing properties of each kind, for kind representations within at least 

three different domains (animals, artifacts, and professions; Prasada and Dillingham, 2006; 

2009), is suggestive of a piece of kind-specific cognitive structure to represent them. However, 

the claim that human beings possess distinct structure to represent the form of each and every 

kind representation, as part of an early emerging generative kind system, is a strong claim. 

Comparable hypotheses about verb representations—that they have an internal structure which is 

part of the verb acquisition machinery—are heavily contested (e.g., Tomasello, 1992). One can 

conceive of other routes through which adults come to systematize inferences around a cluster of 

properties for all kind representations. For example, a child might first learn that when a 

functional property (e.g., time telling for a watch, having legs for dog) is lacking in an instance 

or broken, then there is something wrong with that kind member since it cannot enact its 

function. Subsequently she might learn, signature by signature, that each of the other signatures 

is licensed by these same properties (e.g., on a later occasion, she might hear a formal 
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explanation provided for why a dog has four legs or why a watch tells time). Over time, she 

might form the broader generalization that, for each kind representation, a subset of generic-

licensing properties licenses this cluster of signatures. Notice that this account of the acquisition 

of this cluster of inferences for a subset of generic-licensing properties of each kind 

representation does not posit a specific piece of structure within an early emerging kind 

acquisition device. Rather, the type of learning here is closer in character to learned 

generalizations (e.g., Goodman, 1955; Kemp, Perfors & Tenenbaum, 2007; Macario, Billman & 

Shipley, 1990; Shipley, 1993).   

Furthermore, even if we do grant that adults have kind-specific structure that is part of a 

generative kind acquisition device, this says nothing about whether this is part of the early 

emerging kind acquisition machinery possessed by young children. Indeed, many researchers 

propose that the core structure of a particular conceptual domain can be acquired over the course 

of conceptual development. For example, many systems of representation go through quite 

dramatic qualitative shifts over the course of development, including systems of numerical 

representation, as well as many of our folk systems of causal reasoning, such as our causal 

understanding of biological systems (e.g., Carey 2009).  

In sum, there are two alternatives to the proposal that our early emerging kind acquisition 

machinery includes kind-specific structure that establishes each and every kind representation’s 

form. First, the cluster of inferences/signatures that adults display for a subset of generic 

licensing properties might be learned generalizations, and so even in adults, they may not derive 

from a piece of kind-specific structure, part of a generative kind system. Second, even if these 

signatures are the product of structure that is part of a generative kind system in adults, this may 

result from conceptual change in the structure of this acquisition system over the course of 
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conceptual development. Given these considerations, how can we systematically investigate 

whether principled connections are a fundamental part of our early emerging, generative capacity 

for forming an unbounded number of new kind representations? The following section reviews 

existing evidence for an early emerging generative kind machinery and presents an answer to this 

question.  

 
4. The formal structure of kind representations 

 
4.1 Kind representations as a type of mental representation 

 Kind representations are a type of mental representation, with distinct characteristics that 

distinguish them as a class of mental representation from other mental representations—from 

verb representations, from set representations, from representations of logical connectives, from 

representations of individuals, and so on. As with other types of mental representation we can 

ask whether a piece of cognitive structure (say, a principled connection) is part of that type of 

mental representation, part of its formal structure.  

To illustrate, consider verb representations. Verb representations are partly characterized 

by the fact that they have an argument structure—each and every verb, unlike nouns, projects 

one or more arguments. These abstract characteristics appear to structure verbs from early in 

language development (Gleitman, 1990; Naigles, 1990) and they are available to structure novel 

verbs and their interpretations from only a fragment of experience with a novel action or event 

(e.g., Gertner et al., 2006). They are considered, at least on most accounts of verb learning, part 

of the resources that we bring to the table to structure our verb representations (though see: 

Tomasello, 1992). In like manner, then, we can ask: Which aspects of kind representations are 

part of the formal structure of kind representations? How might we investigate whether 
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principled connections are part of the formal structure of kind representations, such that they are 

able to structure each and every new kind generated? The next two sections deal with these 

questions in turn.  

 
4.2. Current evidence that kind representations have a formal structure 

 There already exists a rich body of evidence that at least one piece of formal structure 

exists as part of a kind system, namely, the explicit representation of the kind itself, a symbol, 

kind. This representation is formal in the sense of being produced by a generative kind system, 

across any domain of kinds, without granular knowledge of the instances that make up the kind. 

That is, it appears to be producible as a unit of cognition, immediately usable, in contrast to, say, 

the representation of alive that is constructed slowly over the course of conceptual development 

(Carey, 1985; 2009).  

The first evidence that humans easily produce a stock of distinct kind representations 

comes from work with infants. A large body of evidence now suggests that infants of around 9 

months of age with linguistic cues, and 12 months of age without them, can distinguish 

representations of kinds, like cup, ball, and duck, from representations of properties, like tall and 

red. Take, for example, the following experiment of Fei Xu’s (Xu, Carey, & Quint, 2004). A 12 

month old infant is introduced to an occluder, and from one side of the occluder a ball emerges 

and returns behind it. Then, from the other side of the occluder a perceptually similar cup 

emerges and returns behind it. Infants under these conditions will expect there to exist 2 objects 

behind the occluder, and will be surprised if only one object is present when the occluder is 

lifted, looking longer in the one-object condition compared to when two objects are revealed. But 

they will not expect two objects to exist behind the occluder if the objects in this task only differ 

in perceptual properties, say, two differently colored cups, or two differently sized balls (Xu, 
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Carey, & Quint, 2004). If provided with meaningful linguistic support, even 9-month-olds can 

succeed in this paradigm. For example, when provided with expressions like “Look, a duck!” 

and “Look, a ball!” when each object emerges, 9-month-olds will expect 2 objects, but they will 

not expect 2 objects when the objects are described with the same label, or with two contrastive 

emotional expressions (e.g., “ahh,” “yuk”). This work sits alongside an extensive body of 

research demonstrating that infants distinguish kind representations from property 

representations, that they use kind representations to guide individuation and categorization, and 

that these representations are sensitive to noun labels (Xu, Carey & Quint, 1997; Xu, Cote, and 

Baker, 2005; Xu, 2005).  

The strongest evidence that the mind possesses a generative kind system, capable of 

producing an indefinite number of kind symbols, comes a little later in development, when kind 

representations begin combining with other representations in natural language. By the end of the 

second year of life, young children have progressed beyond simple two-word utterances, to 

expressions as long as four or five words (Gross, 2010). And by at least 2.5 years (and 

potentially earlier), they begin producing generic sentences like “dogs have fur,” “cats meow” 

and “tables are made of wood,” which predicate something of a noun. These generic sentences 

are common in parent-child interactions, a natural part of the child’s early speech (e.g., Gelman, 

Coley, Rosengren, Hartman, & Pappas, 1998; Gelman, Goetz, Sarnecka, & Flukes, 2008; 

Gelman, 2003).  

Extensive evidence now suggests that when we predicate a noun in natural language, 

using a generic like “cats meow,” we are predicating a kind rather than a description of the 

statistical characteristics of a set of individuals. That is, generic expressions are not simply 

paraphrases of quantified expressions like “Some tables are made of wood,” “Most cats meow” 
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and “All dogs have fur.” To see why this is the case, consider the expressions “Books are 

paperbacks” and “Lions are male,” as compared with “Mosquitos carry the West Nile virus” and 

“Lions have manes.” As noted in Leslie (2014), the first two generics are patently false, while 

the second two are judged as true, despite the fact that 80% of books are paperbacks and only 1% 

of mosquitos carry the West Nile virus, and just as many lions are male as have manes (in fact, 

more so if we include lion cubs, yet to grow a mane). Or take the fact that if someone asks you 

“How many tires are black?” then the generic “Tires are black” does not constitute an 

informative response, unlike the statistical expressions “Almost all tires are black” or “99% of 

tires are black.” These observations illustrate how, in a very deep sense, predicating something 

of a noun in natural language involves predicating a property of a kind, rather than paraphrasing 

a quantified description of a set of individuals (for review of these observations and related 

results, see Leslie, 2014).  

These are not incidental facts about generic language, limited to one or two examples. 

Rather, they are central to how humans interpret generic expressions, emerging early in 

development, across languages, and even as soon as a novel kind has been taught to a child. Take 

preschoolers, who know by this age that only boy lions have manes. These children accept the 

generic “lions have manes,” but reject the generic “lions are boys,” despite knowing that at least 

as many boy lions as there are maned lions (Brandone et al., 2012). Young children remember 

quantified expressions like “Some dogs are brown” and “some blickets are spotty” as if they had 

been presented as generics (Hollander et al., 2002; Leslie and Gelman, 2012), as do adults under 

some circumstances (Leslie, 2012), demonstrating that attributing a property to a kind is a 

cognitively natural mode of interpretation. Finally, there is even some evidence that these aspects 
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of generic interpretation reflect cross-language universals—similar findings have been found in 

Mandarin Chinese and Quechua-speaking children (Mannheim et al., 2011; Tardif et al., 2011). 

Young children even show quite sophisticated adult-like understanding of generics about 

completely novel kinds. Specifically, they demonstrate a sophisticated understanding of the 

relationship between a property being generic-licensing, and the degree to which it is expected to 

exist universally in instances of the kind. In these experiments, participants are introduced to a 

novel kind and a property. If participants are first introduced to the property as part of a generic 

(e.g., “Blickets have spots”) and subsequently asked to predict the number of instances that have 

that property, they will expect the property to be possessed by almost all instances of the kind, 

from age 4 to adulthood (Cimpian, Brandone & Gelman, 2010). But across the same age range, if 

participants are asked to judge the truth of a generic after being provided with information about 

the prevalence of the property in instances of the kind, they will accept a generic as true for a 

variety of prevalence levels (e.g., even when only 10% or 30% of blickets have spots). That is, 

four-year-olds demonstrate the exact same flexibility of the truth conditions for generics as do 

adults. These aspects of generic understanding are available as soon as a novel kind has been 

learned, and they are stable across ontogenesis, present by at least age 4.  

These data provide evidence for the existence of at least one formal component of the 

generative kind system, a symbol, kind. The infant data provide evidence that infants have 

something like a distinction between a kind and a property. But it is really the data probing the 

predication of kinds in natural language that show that this representation is formal. Words for 

novel kinds can be generated and predicated as a kind—rather than as a set of individuals—as 

soon as that novel kind has been taught. This provides evidence for something like a “role slot” 

for kind, similar to how Macnamara and Laurance and Margolis envisaged a role slot for natural 
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kind and artifact kind, though in this literature there is no evidence that the role slot differs for 

different domains. Finally, these data also hint at a potential second piece of formal machinery, 

the capacity to represent properties as generic-licensing. That there exists an additional piece of 

formal machinery to represent these properties is supported by the fact that once a property has 

been represented as generic-licensing, conceptual consequences follow, including an initial 

assumption of universality—an assumption that essentially all instances have that property (for 

further consequences, see: Chambers, Graham, & Turner, 2008; Cimpian & Markman, 2009, 

2011; Gelman & Bloom, 2007; Gelman, Ware, & Kleinberg, 2010). Given the stable nature of 

these judgments throughout ontogenesis and given that they are provided following a single 

encounter with a set of novel instances of a kind, they likely reflect a stable part of our formal 

kind representation machinery.   

 
5. Principled connections as part of the formal structure of kind representations. 

 
The existing research on kind representations and generic language—together with 

existing research on the formal structure of other mental representations, such as verbs—

suggests a way to investigate more directly whether the mind possesses a generative kind system 

that produces abstract structures of the sort proposed by the 17th Century Enlightenment 

philosophers. Namely, it suggests empirical steps we might take to investigate whether 

principled connections are part of the formal, generative machinery of kind representations. 

Much research has now demonstrated that adults distinguish principledly from non-principledly-

connected properties, with principledly-connected properties appearing to license conceptual and 

linguistic consequences (also called “signatures”) that are characteristic of each concept 

possessing a core identity. However, all data thus far comes entirely from metalinguistic 
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judgment tasks, and with adults, who have had a vast amount of experience with instances of 

each kind and the properties that they possess. What empirical predictions, then, can be 

generated by the hypothesis that principled connections are part of the early emerging, generative 

kind machinery that allows humans to form and structure an indefinite number of kind 

representations throughout the lifecourse?   

First, if principled connections are part of this early emerging machinery, then we should 

expect to find evidence that children, like adults, are sensitive to the principled/non-principled 

distinction early in conceptual development, at the same ages at which they are sensitive to the 

generic/non-generic distinction. For example, do four-year-olds, like adults, explain the 

roundness of a tire by citing the kind (“because it’s a tire”), more so than when explaining its 

blackness? Such evidence would demonstrate that children, like adults, structure their kind 

representations using principled connections, just as they represent some properties of kind 

representations as generic licensing at this age. Second, if principled connections are part of the 

formal generative machinery of kind representations, then we should expect to see reflections of 

this structure as soon as participants learn a novel kind representation. When participants are 

introduced to instances of novel kinds (e.g., blicks, feps, and timbles), do we find evidence that 

they assume the signatures of principled connections are licensed for some properties of these 

novel kinds, which would provide evidence that they are representing some of these properties 

as principled as soon as they have formed a novel kind representation? Such a result would be 

expected on the hypothesis that principled connections are a formal part of the generative kind 

machinery, entering into the structuring of each and every kind representation. Third, and 

relatedly, if each of the signatures of principled connections identified in existing research are all 

direct consequences of representing a property via a principled connection, specifically, then we 
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might expect that evidence for one of the signatures of principled connections would license a 

different signature, even when no evidence is provided for that second signature. That is, existing 

research has provided support for the hypothesis that principled connections organize our kind 

representations on appeal to the fact that for each kind representation (e.g., watch, table), the 

same properties (e.g., telling time, having a flat surface, respectively) license each of these 

signatures (e.g., formal explanations, normative expectations, and so on). If these signatures are 

all direct consequences of a single piece of cognitive structure, a principled connection, then we 

might expect that when participants are provided evidence for one of these signatures (e.g., “That 

has a handle because it is a blicket”), they immediately assume that a different signature is 

licensed for that property/kind relations (e.g., this leads participants to judge that there is 

something wrong with a blicket that lacks a handle—the normative signature of principled 

connections). Broadly speaking, the present papers investigate these predictions—that principled 

connections are an early emerging and stable part of human kind representations by at least age 

4, that they structure novel kind representations, and that the signatures of principled connections 

trigger one another.  

In Paper 1, we investigate whether children, like adults, represent principled connections 

between known kind representations and some of their properties, and the degree to which 

principled connections structure known kind representations throughout conceptual 

development. In order to test this, we sought evidence for two signatures of principled 

connections in four- to seven-year-old children and adults. Experiment 1 asked whether for four- 

to seven-year-old children, like adults, principledly-connected properties like telling time for a 

watch license the normative signature of principled connections—the judgement that there is 

something wrong with an instance of a kind that lacks one of its principledly-connected 
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properties (e.g., the judgement that there is something wrong with a watch that cannot tell time). 

Experiment 2 asked whether for four- to seven-year-old children, like adults, principled 

connections license the formal explanation signature of principled connections—an explanation 

of the presence of a property in an instance of a kind by citing the kind (e.g., responding to the 

question, “Why does that tell time?” about a particular watch with the explanation “Because it’s 

a watch!”). In both cases, participants we explored whether merely generic-supporting 

properties, such as being yellow for a school bus, license these two signatures. We predict that if 

a principled connection is an early emerging, formal characteristic of kind representations, then 

participants of all ages should provide responses that demonstrate that principledly-connected 

properties license normative judgments and formal explanations more so than merely generic-

licensing properties. That is, we expect to find evidence that the principled/generic distinction is 

an early emerging part of human kind representations, much like how the generic/non-generic 

distinction has been shown to be present in known kind representations like watch and cow early 

in conceptual development. 

In Paper 2, we ask whether principled connections can structure a novel kind 

representation, as soon as a new kind representation has been learned, and from only a single 

encounter with an instance of a novel kind. If a piece of cognitive structure is formal, 

intrinsically part of that type of mental representation, then it should be able to structure new 

representations of that type as soon as they are generated by the kind acquisition machinery, 

much like how the formal aspects of verb representations can be structured from only a small 

amount of experience with a novel action or event. In order to investigate whether principled 

connections can structure novel kinds, we introduced adult participants to a novel instance of a 

kind (e.g., a blick) and then introduced a potentially generic-licensing property of that kind (e.g., 
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having fur, having a handle). This property was introduced in one of two ways: first, in a 

linguistic introduction frame that provided information that the property licensed a signature of 

principled connections (e.g., “Blicks, by virtue of being blicks, have fur” or “It has fur because 

it’s a blick” or “Having fur is part of being a blick”); second, in an introduction frame that 

provided information relevant to the property being generic-licensing, but not necessarily 

principled for that kind. For example, in one of these conditions, the introduction frame simply 

lacked the signature of principled connections and the generic-licensing information was carried 

by the fact that property itself was likely principled for the kind (e.g., “It has fur and it is a 

blick”). In a second introduction frame participants were provided with additional information 

that these generic-licensing properties were statistically prevalent in instances of the kind (e.g., 

“Almost all blicks have fur”). On test, we then measured whether the introduced property 

licensed a different signature of principled connections, without evidence having been provided 

for this second signature. Specifically, we tested whether participants judged that there was 

something wrong with instances of a kind that lacked the introduced property—a test of the 

normative signature of principled connections. We predicted that when participants were 

introduced to a property in an introduction frame that included information that it licensed a 

signature of principled connections, they would then expect it to license a different signature of 

principled connections—specifically, the normative signature. However, when participants are 

introduced with information that the property is merely generic-licensing, but not principledly-

connected to the kind, they would not expect the normative signature to be licensed. This would 

provide evidence for a principled/non-principled distinction in novel kind representations, 

specifically, evidence that principled connections can structure novel kind representations. 

Relatedly, this paradigm investigates whether the signatures or principled connections trigger 
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one another, and so if they do, this would provide evidence that a principled connection is a 

distinct piece of cognitive structure, a natural kind, which licenses each of these signatures.  

The primary aim of Paper 3 was to investigate whether for children, like adults, 

principled connections can structure a novel kind representation as soon as that representation 

has been generated by the kind acquisition machinery. As discussed in the previous section, 

existing research has established that there is an early emerging formal structure to kind 

representations, which can be used to structure a new kind representation from only a single 

encounter with an instance of a novel kind (e.g., the generation of a kind symbol, which can then 

be predicated in natural language, and the representation of properties as characteristic/generic-

licensing for the kind). Paper 3 asks whether principled connections are part of this early 

emerging formal machinery. It drew upon the experimental paradigm used in Paper 2, with some 

small amendments to make the task more manageable for young children, and used this 

paradigm to test 4- to 8-year-olds, and adults—the same ages at which the other formal aspects 

of kind representations have been shown to be present in novel kind representations.  

Each of these papers is a contribution to a much longer line of inquiry into a picture of 

common-sense concepts that began with Aristotle, was extended during the 17th Century, and 

continues to the present day. We ask whether these philosophers were correct in proposing that 

there exists a generative kind mechanism that has as part of it the capacity to quickly set up and 

structure a concept’s core identity. In modern parlance, it seeks to investigate whether principled 

connections are part of the early emerging kind acquisition machinery, and whether one part of 

learning a new kind representation involves being equipped to structure it with principled 

connections, configuring a set of properties that capture its core identity, what it means to be that 

kind of thing, similar in character to Aristotle’s and Cudworth’s notion of form. 
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1. Introduction 

Human beings are alone in the animal kingdom in developing an extraordinary repertoire 

of intricate kind representations—representations for kinds of entities like dogs, watches, cities, 

triangles and atoms.  Kind representations play a central role in human thought.  They underlie 

the meanings of most count and mass nouns in natural language, and as such, they provide an 

important interface between non-linguistic conceptual structure and combinatorial, hierarchical, 

unbounded linguistically expressible thought.  

Given the centrality of kind representations in common sense thought and language, 

investigating the characteristics of kind representations and how they are acquired is a central 

task in theories of conceptual representation and of conceptual development (Cimpian, 2016; 

Gelman, 2003; Macnamara, 1986; Margolis, 1998; Prasada, 2016; Xu, 2005, 2012). To 

investigate kind representations, we must distinguish between the specific content of the 

representation of any one kind of thing (i.e., information specific to dogs, tables, and trees) and 

the abstract structure of kind representations which underlies kind representations of any and all 

kinds of things.  The specific content of kind representations, unlike the abstract structure of kind 

representations, varies from kind to kind. So, for example, the kind representation for dogs will 

include information that characterizes dogs (e.g., that they are animals, that they bark, have fur, 

have four legs) and distinguishes dogs from other kinds of things, and the kind representation for 

tables will include information that characterizes tables (e.g., that they are made by humans, are 

furniture, have tops, are for putting things on) and distinguishes tables from other kinds of things, 

and so on for each specific kind of thing.  Despite these differences, there is evidence for a 

common abstract structure underlying the representations of kind concepts in general.  This 
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structure is what makes the representations kind representations and explicating it provides an 

abstract characterization of how humans think and speak about any and all kinds of things. 

1.1. Characteristics of adult kind representations and evidence that young children’s kind 

representations have at least some of the same characteristics.   

Most fundamentally, all kind representations have the dual function of providing the means 

for thinking and talking about entities as instances of kinds, and the means for thinking and 

talking about kinds, themselves (Prasada, 2016). For example, not only can we form the thought 

that Fido is an instance of the kind dog, we can entertain thoughts in terms of kinds themselves, 

such as the thought that dogs evolved from wolves (Carlson, 1980; Gelman, 2003). This latter 

thought is not the thought that individual dogs evolved from individual wolves, but that dogs as a 

kind evolved from wolves as a kind. Both of these functions of kind representations are evident 

early in development.  Children’s extensions of nouns across multiple individuals, as well as the 

category-based inductions they make of properties across these individuals, reveal their ability to 

think of distinct things as being instances of the same kind of thing. Furthermore, by age two and 

a half, and possibly earlier, children can understand and use generic sentences to think and talk 

about kinds and the properties that characterize them (e.g., “Birds fly,” Gelman, 2003). 

 Importantly, kind representations allow us to characterize kinds in ways that do not reduce 

to noting what is true of all, most, or many members of the kind. By at least three years of age, 

generic statements like dogs have four legs and watches tell time are understood as attributing 

properties to kinds and are interpreted distinctly from statements about quantified sets of 

individuals (e.g., some/all/most dogs wear collars) (Brandone, Gelman, & Hedglen, 2014; 

Hollander, Gelman & Star, 2002; Leslie & Gelman, 2012). This capacity to predicate properties 

of kinds is one characteristic of the human endowment for representing kinds.  A consequence of 
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the profound difference between kind representations and quantified representations of sets of 

individuals is an asymmetry in the statistical inferences that follow from learning a generic 

generalization and in the statistical evidence that supports judging the truth of a generic 

generalization. For example, when participants are introduced to a property of a novel kind using 

a generic statement (e.g., “Lorches have purple feathers.”), they expect the property to apply to 

nearly all members of the kind (Cimpian, Brandone & Gelman, 2010). Conversely, if they 

simply learn of particular Lorches that some of them have purple feathers (e.g., 30% or 50% of 

the Lorches they encounter have purple feathers), they subsequently judge the same generic 

(“Lorches have purple feathers.”) as true, and they do this for a wide variety of percentages (even 

in conditions where as few as 10% of Lorches have purple feathers). This striking asymmetry in 

how generic statements are interpreted is a reliable part of the way 4-to 7-year-olds, as well as 

adults, interpret generics and incorporate property information into their kind representations 

(Brandone, Gelman & Hedglen, 2014). Thus, these expectations likely reflect the abstract 

structure of kind representations. 

In addition to the distinction detailed above between kind representations and 

representations of prevalent features of sets of individuals, further aspects of the abstract 

structure of kind representations distinguish kind representations within specific domains (e.g., 

the animal kind dog) from representations of quantified sets of individuals (e.g., all existent dogs, 

all of the dogs who ever played Lassie on the TV series, Lassie). For instance, natural kind 

representations, including representations of animals, plants, and substances, are structured by 

the assumptions of psychological essentialism (Gelman, 2003)—the assumption that causally 

deep, perhaps unknown, features of the members of the kind explain how new members come 

into existence and explain why those members have kind relevant properties. These schemata, 
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too, are abstract, early developing, and are made available when we think about things from the 

perspective of a natural kind.  

1.2. A further abstract characteristic of adult kind representations: Principled connections 

between kinds and properties 

Recent work has confirmed Aristotle’s observation (Charlton, 1970) that kind 

representations draw an important distinction between properties that are understood as existing 

in instances of a kind by virtue of their being the kind of thing they are and properties that are not 

understood in this manner.2  For example, the properties of barking or having four legs for the 

kind dog are both understood as being had by dogs by virtue of the fact that they are dogs: these 

are among the properties that are understood as making the kind what it is. In contrast, the 

property of wearing a collar is not understood as existing in instances by virtue of their being 

dogs, despite the fact that a large percentage of dogs wear collars (Prasada and Dillingham, 

2006). This distinction is central to kind representations and generalizes to all kinds: for 

example, for the artifact kind watch the property of telling time is understood to be true of 

individual watches because they are the kinds of things they are, whereas the property of having 

a round face is not understood as being true of individual watches because they are the kinds of 

things they are, even though we assent to the generic proposition watches have round faces.  

Properties such as barking for dogs, or telling time for watches are said to bear a 

principled connection to the kind (Prasada & Dillingham, 2006; 2009). They are those properties 

that capture part of what it means to be a member of that kind of thing. And, critically, all kinds 

across all domains possess properties that bear a principled connection to the kind. For example, 

for abstract mathematical kinds, such as triangles, the property of having three sides is 

 
2 The distinction in Aristotle regards kinds, not kind representations, but it is kind representations that concern us as 
psychologists. 
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understood to have a principled connection to being a triangle, and for social kinds such as 

architects, the property of designing buildings is understood to have a principled connection to 

being an architect.  Furthermore, principled connections can be distinguished from statistical 

connections, which represent properties that are merely highly statistically correlated with 

particular kinds.  In this context, statistical connections between properties and kinds serve as a 

control in the search for signatures of principled connections: both support generic 

generalizations (we assent to “dogs bark” and “dogs wear collars,” “watches tell time” and 

“watches have round faces”, and so on, in spite of only the first generic in each pair expressing a 

principled connection).   

Principled connections between properties and kinds have a number of unique conceptual 

and linguistic consequences. First, properties that bear a principled connection to the kind license 

normative expectations concerning the presence of properties in instances of the kind (Prasada 

and Dillingham, 2006; 2009). For example, adults judge that there is something wrong with a 

dog that does not bark, but they do not have equivalent expectations for statistical connections: 

there is nothing wrong with a dog that does not wear a collar. That is, if an instance of a kind 

lacks a principled property, it is judged to be incomplete or to have something wrong with it, 

whereas if it lacks a property merely statistically associated with the kind, no such judgment is 

licensed.  

In addition, principled connections license formal explanations — references to the kind 

in order to explain the existence of a property in instances of that kind. For example, we can 

explain the existence of a property that has a principled connection to a kind in an instance of the 

kind by simply citing the category: e.g., that thing tells time because it is a watch. In contrast, 

strong statistical relations are not enough; although barns are typically red (a statistical property 
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of barns), explanations that seek to explain a barn’s redness by citing the fact that it is a barn 

were rated as being significantly less natural (Prasada and Dillingham, 2006; 2009; Prasada, 

Khemlani, Leslie & Glucksberg, 2013).  As with the licensing of by virtue of statements and 

normative expectations, this signature of principled connections generalizes to all domains. For 

example, we can explain why a person designs buildings by citing the fact that she is an 

architect. 

Though previous research has not explicitly investigated the development of principled 

connections and these signatures, there are some findings which suggest that school aged 

children may produce formal explanations and have normative expectations for some properties 

and thus may represent principled connections.  For example, research by Taylor, Rhodes & 

Gelman (2009) suggests that the formal mode of explanation is a natural mode of explanation for 

children. Taylor et al. found that 5- and 10-year-old children offered formal explanations to 

explain the predicted persistence of physical traits in both animals (e.g. “because it is a cow”) 

and human genders (e.g. “because she is a girl”) more often than they offered 

statistical/association based explanations (e.g. “because cows usually have straight tails; because 

a lot of girls sew”). Five-year-olds also offered more formal explanations than 

statistical/association based explanations to explain the persistence of behavior traits associated 

with animals and human gender whereas the 10-year-olds did not.  These data are important 

because they show that children as young as 5-years-old are able to use formal and statistical 

modes of explanation.  As this research did not seek to distinguish between properties that have a 

principled connection to a kind from those that have a statistical connection to a kind, it remains 

an open empirical question as to when children distinguish principled and statistical connections 

to kinds and when they begin to preferentially provide formal explanations for properties that 



  

 39 

have a principled connection to the kind as opposed to those that have only a statistical 

connection to the kind. 

Recent research by Roberts, Gelman and Ko (2017) suggests that children interpret some 

properties of kinds in a normative manner. Roberts et al. found that 4-year-olds readily interpret 

properties of social groups as carrying normative force—they judge it not to be okay for 

members of a group not to conform.  Furthermore, they also sometimes use formal explanations 

(e.g., “because it is a Hibble”) to explain why it is not okay for a member of a social group not to 

conform. These findings make it plausible that 4-year-olds may represent properties as having 

principled connections to kinds. It is unclear, however, if the convergence of normative 

expectations and formal explanations in Roberts et al. (2017) reveals principled connections as 

this research was not designed to investigate principled connections and to distinguish them from 

statistical connection.  Furthermore, it is likely that the form of normativity that is relevant in the 

Roberts et al. (2017) study differs from the normativity involving principled connections. The 

adults in the Roberts et al. study did not interpret group regularities as carrying normative force 

and did not disapprove of the nonconformity of a group member; however, adults routinely 

display normative expectations for properties that have principled connections to kinds (Prasada 

& Dillingham, 2006, 2009; Prasada, Khemlani, Leslie & Glucksberg, 2013) .  

In addition to licensing normative expectations and formal explanations, principled 

connections have a range of other conceptual and linguistic consequences (for review, see 

Prasada and Dillingham, 2006; 2009). The distinction between principled and statistical 

connections is a formal distinction, in the sense of being a conceptual and/or semantic parameter 

that is specified for generic licensing properties of kinds, and plays a role in our conceptual 

representations of kinds that is akin to roles of semantic parameters such as agent vs. patient, or 
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syntactic parameters such as count vs. mass noun in our representations of language. The setting 

of that abstract parameter (e.g., as a principled connection) then determines the attested 

signatures of principled connections—licensing “in virtue” statements, licensing the judgment 

having property x is “part of” or an “aspect of” being in the kind, licensing normative 

expectations, and licensing formal explanations.  These phenomena suggest that the parameter 

should be thought of as conceptual.  But that it might also be a semantic parameter is suggested 

by the fact that the distinction places constraints on the manner in which generic facts may be 

expressed within natural language.  For example, indefinite singular sentences involving 

properties with principled connections, such as “A dog has four legs,” may be interpreted as a 

generic statement concerning the kind, like “Dogs bark,” whereas such sentences involving 

properties with statistical connections, such as “A barn is red,” are interpreted as a statement 

about a particular barn, rather than as the generic “Barns are red” (Prasada and Dillingham, 

2009).   

So long as the child can assign the abstract parameter of being a principled connection 

relative to a particular property relative to a particular kind, that property/kind relation inherits 

all of the above consequences.  These formal aspects of the child’s conceptual system are 

therefore likely to be of particular importance early in development, when she lacks much 

domain specific knowledge of relevant causal mechanisms and when she has limited access to a 

large sample of instances from which to form detailed causal and statistical knowledge, both of 

which are necessary for detailed understanding of the relations between the kind, on the one 

hand, and the properties of its instances, on the other. 
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1.3. Current Studies 

Even though there is extensive evidence that adults establish principled connections 

between some properties of individuals and those individuals’ kinds (Prasada and Dillingham, 

2006; 2009; Prasada et al., 2013), thus far there has been no developmental work concerning 

whether young children do so. The primary aim of the current set of studies, therefore, is to 

determine whether children, like adults, represent principled connections between kinds and 

some of their properties, and the degree to which these representations are stable throughout 

development. In order to test this, we sought evidence for two signatures of principled 

connections in four-to-seven year old children. Experiment 1 asked whether for 4- to 7-year-old 

children, like adults, principled connections license normative expectations. Experiment 2 asked 

whether for 4- to 7-year-old children, like adults, principled connections license formal 

explanations to explain the presence of properties that have principled connections to the kind in 

instances of kinds.  In both cases, properties with generic supporting statistical connections were 

included as a contrast to properties with principled connections to kinds.  

These ages were chosen for two reasons.  The first is the recent evidence that children as 

young as age 4 and 5 use kind based formal explanations and make kind based normative 

judgments (Taylor, Rhodes & Gelman, 2009; Roberts, Gelman and Ko, 2017).  Additionally, the 

four-to-seven year old age range in children, along with the data from adults, corresponds to the 

ages for which other abstract characteristics of our kind-based knowledge have been found to be 

stable across development (see the above literature review). Therefore, if principled connections 

are part of the basic machinery humans use to think and speak about kinds, then we should 

observe continuity between preschool participants through to adults with respect to the two 

signatures of the abstract formal structure of kind representations probed here.  Alternatively, 
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these relatively abstruse signatures of kind representations may be abstracted later in 

development, awaiting much more experience with the language of kind representations. 

In addition to shedding light on the development of kind representations, the present 

research will inform us of children’s ability to make use of the formal mode of explanation.  

There is abundant evidence that from an early age children make use of causal and teleological 

modes of explanation (e.g., Callanan and Oakes, 1992; Keil, 1995; Keleman, 1999; Kelemen, 

Callanan, Casler & Perez-Granados, 2005).  But efficient cause and teleological cause are only 

two of the Aristotelian typology of four causal/explanatory schemata (Charlton, 1970; 

Moravcsik, 1974; 1975; 1991), and thus there is a need to expand the investigation of whether 

and when children use the formal mode of explanation which is afforded by kind representations.  

Furthermore, the present research will expand the investigation of when children systematically 

incorporate normative expectations into their conceptions of kinds of things   

2. Experiment 1 

Prasada and Dillingham (2009) demonstrated that adults are more likely to judge there to 

be something wrong with an instance of a kind if it lacks a property that has a principled 

connection to the kind (e.g., there is something wrong with a watch that does not tell time) than 

if it lacks one that has a statistical connection to the kind (e.g., there is nothing wrong with a barn 

that is not red), even when the properties in each case are equally prevalent in their kinds.  This 

experiment adapts the methods from Prasada and Dillingham’s (2009) Experiment 5 to 

investigate whether 4- to 7-year-old children show a similar pattern of normative judgments to 

that of adults tested with the same materials, or, alternatively, whether there are developmental 

changes in sensitivity to this formal aspect of kind representations over the years 4 to adulthood. 
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2.1. Method 

2.1.1. Participants. Forty three 4- and 5-year-old children (20 girls and 23 boys; M= 4 

years 11 months, SD= 7 months), thirty three 6- and 7-year-old children (23 girls and 10 boys; 

M=7 years, SD=5 months), and 36 adults participated. The primary language of all participants 

was English, although some children spoke additional languages. The families in all of the 

studies reported here reflected the demographics of volunteers in our database, largely middle 

class with a stay-at-home parent. Ethnicity for both experiments reported here was largely non-

Hispanic American Caucasians (approximately 70%), with Hispanic participants (9%) and other 

race non-Hispanic participants (21%: Native Americans, Asian, Native Hawaiian and African 

Americans) making up the rest of the sample. Each child was given a toy or shirt for 

participating and the parents were given a five-dollar travel reimbursement. The child 

participants were tested at a university lab. Adults were either recruited as volunteers from the 

psychology department and tested in the university lab, or recruited and tested as volunteers at a 

local park.  

2.1.2. Stimuli and Procedures.  Children were introduced to a puppet who joined the child 

in viewing pictures and who served as the pretend source of questions about them.  The pictures 

were photographs of various kinds of objects, and were presented in a book format with a single 

picture per page.  Each child received eight trials, each trial consisting of two successive pages: 

an initial page on which an instance of a kind was shown with a prominently displayed property 

that had a principled or statistical connection to the kind (e.g., a picture of a cow with four legs, a 

picture of a round plate, respectively) followed by a second page in which the same property was 

missing (e.g., a picture of a cow with three legs, a picture of a square plate). While viewing the 

first page, children were asked two questions: a catch question, which asked about a manifestly 
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false feature of the picture and tested whether the child was maintaining attention to the task 

(e.g., for an upright cow, “Look! Here is a picture of a cow, and Bear says that it’s lying down. Is 

that right?”); and a prevalence question, which asked children to assess a statement about how 

common (or prevalent) the target feature was and tested the child's statistical knowledge of the 

critical properties (e.g., “Bear says that most cows have four legs. Is that right?”). On the second 

page of each trial, children were shown a picture of the same kind with the principled or 

statistical connection missing or changed (e.g., a cow with only three legs; a square plate) and 

they were asked the normative question (e.g. “Here is another cow, but this one does not have 

four legs. So, what is this? That’s right! It’s a cow that doesn’t have four legs. Is there something 

wrong with it?”).   

By random assignment, half of the children were assigned to a condition in which all of the 

critical properties had a principled connection to the kind, and half of the children were assigned 

to a condition in which all the critical property were statistically connected to their kinds. All 

trials were of the same type for a given child but within each condition, the order of the eight 

kinds was counterbalanced.  Sessions were videotaped and children’s responses were coded 

offline.  The procedure for adults was identical to that used by children, except that the adults’ 

responses were simply recorded by the experimenter. 

Most statistical and principled connections were drawn from the Prasada and Dillingham 

battery of kinds and properties (2006, 2009).  These studies yielded six signatures of the 

distinction between the two generic supporting relations between kinds and their properties, 

including the findings that principled connections license normative expectations and formal 

explanations more than do statistical connections—the signatures under study here. 
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  A few individual items were changed to be more appropriate for children.  In these cases, 

the properties were chosen as were those in Prasada and Dillingham’s work, initially by 

intuition: whether they warrant the statements of the form “An x, by virtue of being an x, has 

property p”  (e.g., “a cucumber, by virtue of being a cucumber, is green” vs. “a barn, by virtue of 

being a barn, is red.”)  The data from adults in the present studies will serve as a validation of the 

property-kind contrasts chosen. Appendix 1 provides the complete list of kind-property pairings 

in each condition,3 as well as a list of the catch questions.  It also includes an example of the 

complete experimental script.   

2.2. Results 

Participants correctly answered the catch questions on 99% of all trials, showing that they 

were paying attention to the contents of the pictures.  To determine if children believed the 

critical properties were highly frequent for kinds in both conditions, a 3 x 2 ANOVA examined 

the effects of age group (4- and 5-year-olds, 6- and 7-year-olds, adults) and connection type 

(principled vs. statistical) on the percentage of prevalence statements accepted across the eight 

trials.  There was a main effect of age (F(2,108)=6.88, p<.05, ηp2=.12); post-hoc Tukey HSD 

tests showed that both groups of children were more likely to agree that most of the instances of 

the kind had the probed properties than the adults (4- and 5-year-olds, 94%; 6- and 7-year-olds, 

98%; adults, 89%). Critically, there was no main effect of connection type and no interaction 

between age and connection type.  That is, both children and adults judged the statistical 

 
3 The items involving principled connections in the present study as well as Prasada & Dillingham (2006, 2009) had 
properties that are true of instances of the kinds generally (e.g. Dogs have four legs).  Principled connections need 
not involve properties that are possessed by the majority of instances of a kind (e.g. Ducks lay eggs) (see Prasada, 
Khemlani, Leslie & Glucksberg, 2013). For principled connections of this latter type, the normative expectations are 
qualified, although still present. There is nothing wrong with a baby duck or a male duck that does not lay eggs, 
although there is something wrong with a young post-pubescent, female duck that does not lay eggs.  
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properties as being just as prevalent for the target kinds (95% and 86%, respectively) as 

principled properties were (97% and 91%, respectively). 

2.2.1. Distinguishing principled and statistical connections.  

Figure 1 shows the mean proportion of trials on which an instance of a kind was judged to 

have something wrong with it if it lacked either a principled or a statistical connection.  

Figure 1. Mean proportion of trials on which an instance of a kind was judged to have something wrong 

with it if it lacked either a principled or a statistical property.  
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A 3 x 2 ANOVA, with participants as the random variable, examined the effects of age 

group (4- to 5-year-olds, 6- to 7-year-olds, adults) and connection type (principled vs. statistical) 

on the proportion of normative violation judgments.  There was a main effect of connection type 

(F(1,109)=129.74, p<.001, ηp2=.56): Participants were significantly more likely to judge there 

was something wrong with a kind lacking a principled connection (e.g., a cow without four legs, 

or a watch that didn’t tell time; 68% overall) than with a kind lacking a statistical connection 

(e.g., a cat that didn’t scratch furniture, or a school bus that wasn’t yellow; 8% overall). There 

was no main effect of age (F(2,108)=.55, n.s., ηp2=.02) and no interaction between age and 

condition (F(2,108)=.22, n.s., ηp2=.01).  That is, children of both ages differentiated the 

principled from the statistical properties to the same degree as did adults.4   

Our measure of participants’ beliefs about statistical prevalence of the critical properties is a 

blunt instrument, namely, whether they assent to the statements “most Xs have property Y.”   

The statement “Most Xs have Y” might be judged as true for any property that is understood as 

existing in at least 50% of instances of that kind. A consequence of using such a coarse measure 

of statistical prevalence (chosen because preschoolers might be expected to make sensible 

judgments) is that it may have masked differences in participants’ estimates of the prevalence of 

the properties with principled- and statistical connections, and these prevalence differences might 

have driven the difference in normative expectations found in Experiment 1. In order to address 

this concern, we ran an additional study on MTurk in which we asked 45 adults to provide 

prevalence estimates (from 0-100%) for each of the kinds-property pairings used in Experiment 

 
4 A parallel ANOVA, using items as the random variable rather than participants, produced the same results: a main 
effect of connection type (F(1,15)=176.45, p<.001), no effect of age (F(2,15)=2.305, n.s.), and no interaction (F 
(2,15) = .11, n.s.).    
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1 (e.g., “What percentage of watches do you think tell time?”). Items with principled connections 

and statistical connections did indeed differ in the percentage of instances adults understood as 

having that particular property (91% for properties with principled connections vs 70% for 

properties with statistical connections; t(44)=13.26, p<.001). However, we were able to generate 

a subset of three properties with principled connections and three properties with statistical 

connections to their kind that were matched on mean estimated prevalence (84% vs 80%).5 

When the same ANOVA analysis was performed for this subset of items, the results were 

qualitatively the same as with the full set.  Importantly, there was a main effect of connection 

type (F(1,109)=89.83, p<.001, ηp2=.46): Participants were significantly more likely to judge 

there was something wrong with a kind lacking a principled property (e.g., a bird that could not 

fly, or a cucumber that wasn’t green; 67% overall) than with a kind lacking a statistical property 

(e.g., a school bus that wasn’t yellow, or a fire truck that wasn’t red; 9% overall) even though the 

items did not differ in the estimated prevalence of their critical properties. There was a marginal 

main effect of age (F(2,108)=3.07, p=.051, ηp2=.06), which was driven by a lower rate of 

normative judgments overall for the adults (25%) compared to either the 4- and 5-year-olds 

(47%) or the 6- and 7-year-olds (41%). Critically, there was no interaction between age and 

condition (F (2,108)=1.09, p=.34. , ηp2=.02); each age group distinguished principled and 

statistical connections to the same degree. These results, together with those of Prasada and 

Dillingham (2006; 2009) which also controlled for prevalence, demonstrate that statistical 

prevalence cannot account for the difference in the normative expectations assigned to properties 

that have principled and statistical connections to kinds.   

  

 
5 The items with principled connections were: birds, cucumbers and knives.  The items with principled connections 
were: bricks, fire trucks, and school buses. 
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2.3. Discussion 

This experiment provided strong evidence for a core signature of principled connections 

between kinds and properties, namely, that they license normative expectations.  Both children 

and adults were significantly more likely to judge that there was something wrong with an object 

lacking a property that had a principled connection to the kind than an object lacking a property 

that had a statistical connection to the kind, even though participants judged both the principled 

and the statistical properties as being highly prevalent within their kinds.  That is, while 

participants believed that both square plates and three-legged cows are unusual, they only 

believed there was something wrong with such cows—not such plates.  It is the nature of the 

connection of the property to the kind that matters, not the frequency with which the kind 

possesses the property. Moreover, unlike the form of normativity investigated in Roberts et al. 

(2017), this experiment found strong continuity between children and adults in their normative 

expectations regarding the presence/absence of properties with principled connections to kinds.  

The differentiation in normative judgments between principled and statistical connections was 

robustly found in the youngest age group (4- to 5-year-old children) and remained consistently 

strong for the older children as well as for adults.  These results therefore strongly support the 

idea that an adult-like understanding that only properties that bear a principled connection to the 

kind license normative judgments is firmly in place by the pre-school years.   

Experiment 1 provides evidence that principled connections are part of children’s cognitive 

machinery for thinking and speaking about kinds. In order to gain a fuller grasp on the status of 

principled connections in the young child’s kind representations, we looked at a second signature 

of principled connections—that principled connections license formal explanations. Experiment 
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2 looked to test for this signature of the distinction between principled and statistical connections 

between properties and kinds in years 4 to adulthood. 

3. Experiment 2 

 Prasada and Dillingham’s (2006; 2009) studies on formal explanation asked participants 

to rate explanation goodness. Adults were presented with a question, for example, “Why does 

that [pointing to a dog] have four legs?”, and then presented with a number of explanations, one 

of which was a formal explanation (e.g., because it’s a dog), and asked to what extent the 

explanation was “a good or natural response to the question” on a 7-point scale.  In Experiment 

2, we probed children’s (and adults’) propensity to provide formal explanations in the simplest 

possible way—by asking our participants for explanations.  Experiment 2 elicited explanations 

with questions about why individuals had particular properties, some of which should elicit 

formal explanations because the properties have a principled connection to the kind (e.g., “Why 

are both of these [pointing to pictures of two knives] sharp?”), and some which should not elicit 

formal explanations because the properties have merely a statistical connection to the kind (e.g., 

“why are both of these (pointing to pictures of two plates) round?”).  Thus, while Prasada and 

Dillingham’s data provide evidence that adults rate formal explanations for properties that have a 

principled connection to a kind as being better than formal explanations that have a statistical 

connection to the kind, the present experiment is the first to explore whether adults actually 

provide more formal explanations for properties that have principled connection to kinds than 

those that have statistical connections. Moreover, we probed children’s explanations in exactly 

the same direct way as we do adults’ without the potential added complications of a switched-at-

birth task (cf. Taylor et al., 2009) allowing us to determine whether children also spontaneously 

provide formal explanations, and whether they distinguish between principled and statistical 
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connections to the same extent as do adults.  Alternatively, there may be developmental changes 

in sensitivity to this formal aspect of kind representations over the years 4 to adulthood. 

3.1. Method 

3.1.1. Participants. Sixty two 4- and 5-year-old children (31 girls and 31 boys; M= 5 years, 

SD= 7 months), fifty three 6- and 7-year-old children (28 girls and 25 boys; M=6 years 11 

months, SD=8 months), and 40 adults participated in Experiment 2. 

Approximately half of the child participants in each age group were tested at a university 

lab in Cambridge, MA.  These children were recruited via birth records and through a local 

children’s museum and families were provided with a token incentive (e.g. a small toy) and a 

small travel reimbursement for participating.  The other half of child participants were tested at a 

lab housed within a science museum in Columbus, OH.  These children were recruited from 

among the museum’s visitors and received no incentives for their participation.  All adults were 

tested in MA, and were either recruited as volunteers from the psychology department and tested 

in the university lab, or recruited and tested at a local park.  

3.1.2. Explanation Elicitation Task: Stimuli and Procedures. As in Experiment 1, children 

were introduced to a puppet who joined the child in viewing a set of pictures and who served as 

the nominal source of all the questions. Stimuli for the experiment were eight sets of color 

photographs of two identical instances of a kind (e.g., pictures of two cucumbers, side by side). 

Each child received eight trials, and each trial contained a different kind of object. In addition, 

two properties were chosen for each kind of object, a property that does not support generics and 

so would not be expected to elicit formal explanation (for the control question) and a generic 

supporting property (for the critical question).  The control questions ensured that children were 

paying attention, demonstrated they could provide relevant causal explanations, and allowed us 
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to verify that they were not perseverating by giving a formal explanation for every question 

asked.  Half of the critical properties had principled connections to their kinds, and half had 

statistical connections to their kinds.  Children were randomly assigned to the principled 

connection condition (in which all critical properties had principled connections to their kind) or 

to the statistical connection condition.  The kind-property pairings for critical questions were the 

same as in Experiment 1, and are displayed in Table A2, along with the control properties 

participants were asked to explain.    

On each trial, the experimenter read a short vignette that described a causal event resulting 

in each object having the same new property (e.g., “These knives are very dirty after chopping 

vegetables all day. The chef decided to put them in the sink. He put this knife in the sink, and he 

also put this knife in the sink”).  The vignette then introduced a critical property — a property 

with a principled connection to the kind for children in the principled connection condition (e.g. 

“This knife is very sharp, and this knife is very sharp”), or a property with a statistical 

connection to the kind for children in the statistical condition (e.g., for plates: “This plate is 

round and this plate is round”).  

The vignette was followed by the two questions as to why “these,” indicating each pictured 

object, have each property—the critical property first (e.g., “Why do both of these tell time?”), 

followed by the control property (e.g., “Why do both of these have sand in them?”). The critical 

question and control question order was fixed for each item, but counterbalanced across items. 

See Appendix for the full script of a trial.  

Sessions were videotaped and children’s answers were transcribed offline for later coding.  

Adults were tested with the same materials and procedure as children with two exceptions. 

Adults were told that the study was designed primarily for young children and were encouraged 
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to give the answers that came most naturally to them, and they were not videotaped.  Rather their 

responses were transcribed by the experimenter.  

Coding. Explanations were coded into five categories: non-explanations, plus four different 

types of explanation (formal, causal, functional, and statistical).  

 Formal explanations made reference to the kind in order to explain the existence of the 

property. For example, if a participant responded to the question, “Why are both of these 

(cucumbers) green?” with the answer, “Because they’re cucumbers”, their response was coded as 

a formal explanation. Furthermore, some responses made tacit reference to a norm (e.g., 

“Because they’re supposed to be that way”) or an abstract category (e.g., “Because they’re the 

same kind of thing”). These too were coded as formal explanations.6  

Causal explanations made reference to a causal process that brought about the property. 

For example, if a participant responded to the question, “Why are both of these (school buses) 

yellow?” with the explanation, “Because someone painted them”, then the explanation was 

coded as causal.  

Functional explanations made reference to an end to which the property is put. For 

example, if a participant responded to the question, “Why do both of these (watches) tell time?” 

with the answer, “So that people can plan their day”, then the explanation was coded as 

functional. 

Finally, statistical explanations explicitly made reference to statistical facts about the kind 

using quantifiers such as all, most, some or always. For example, if a participant responded to the 

question, “Why do both of these [watches] tell time?” with the answer, “Because all/most/some 

watches tell time,” then the explanation was coded as statistical.  

 
6 The same pattern of results is found if these latter two types of responses are not coded as formal explanations. 
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All other responses that did not directly answer the question, such as uncertain responses 

(e.g., “don’t know”), responses with irrelevant information (e.g., “’cause the frog is” when asked 

why two plates are round), and tautologies (e.g., “because they tell time,” when asked why two 

watches tell time) were coded as non-explanations. 

Eighteen percent of the 2480 explanations were coded by 2 coders.  Intercoder agreement 

was 90%.  The majority of disagreements involved explanations that were ambiguous between 

causal explanations and functional explanations (e.g., “because they like it” as an explanation for 

why two cats scratch furniture). Importantly, agreement was 95% on the designation of formal 

explanations.  Disagreements were resolved by discussion.  

3.2. Results 

      Both adults and children virtually always provided relevant explanations.  On the Control 

questions, 100% of the adults’ and 92% of the children’s responses to the why question were 

actually relevant explanations and for the Critical questions 98% of the adults’ and 91% of the 

children’s responses were so as well. Figure 2 displays the distribution of explanation types for 

control questions and critical questions, collapsing over the Statistical and Principled conditions, 

and collapsing over age groups among the children. 

Distribution of Explanation Types for Critical and Control Questions 

 As can be seen from Figure 2, the vast majority of the relevant explanations provided on the 

Control questions were causal explanations in which the participant articulated causally relevant 

aspects of the process through which the property in the explanandum came to be. Furthermore, 

the children’s explanations contained the same content as the adults’. For example, when 

provided with a description of two friends at a beach whose watches get blown into the sand and 

asked of the two watches, why do both of these have sand in them, a typical adult explanation 
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was “because they were blown into the sand by the wind”; a typical 4-year-old explanation was 

“because they got blown in the sand” and a typical 7-year old explanation was “because the wind 

blew them off the towel.” The responses to the control question establish that the children in this 

experiment were adept at inferring explanatory relations from information presented in the 

accompanying vignette, and importantly, they do not simply provide formal explanations in 

response to every why-question.  

Figure 2 also shows that both children and adults found it natural to explain the existence 

of the critical properties by citing the kind—i.e., by providing formal explanations. Asked why 

both of these (cows) have four legs, or are round (plates), participants were quite likely to reply 

“because they are cows” or “because they are plates.” Indeed, the most frequent explanation type 

for the critical questions for both children (46% of relevant explanations) and adults (72% of 

relevant explanations) was formal explanation. As Figure 2 shows, for both children and adults 

critical questions also elicited functional explanations (e.g., for cows, “so they can walk” as an 

explanation for why both of these have four legs), or causal explanations (e.g., for plates, 

“because they were made that way in a factory” as an explanation for both of these being round). 

Statistical explanations were markedly less frequent.  
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Figure 2. Distribution of explanation types for control questions and critical questions, collapsing over 

the Statistical and Principled conditions, and collapsing over age groups among the children. 

 

In sum, both children and adults spontaneously produced formal explanations at a high rate 

for critical questions, and neither did so for the control questions.  These data, as well as those of 

Taylor et al. (2009), confirm that formal explanation, in addition to teleological explanation and 

to causal explanation that specifies efficient cause, is a natural mode of explanation for adults 

and young children. We now turn to our main question of interest:  whether children, like adults, 
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distinguish principled connections between kinds and their properties from merely statistical 

connections, and offer formal explanations more for properties with principled connections than 

statistical connections to kinds. 

3.2.1. Distinguishing principled and statistical connections. 

Figure 3 shows the mean percentage of trials on which a formal explanation was given for 

both the principled connection condition and for the statistical connection condition, broken 

down by age. A 2 X 3 ANOVA examined the effects of connection type (principled, statistical), 

and age group (4- and 5-year-olds, 6- and 7-year-olds, adults) on the percentage of the eight trials 

in which a formal explanation was provided.  There was a main effect of condition: Participants 

provided more formal explanations for properties that bear a principled connection to the kind 

(61%) than properties that bear a statistical connection to the kind (44%: F(1,152) =12.579, 

p=.001, ηp2=.08).  There was also a main effect of age: Adults gave more formal explanations 

than did children (adults=72%, children=46%, F(2,151) = 11.988, p <.001, ηp2=.14).7 

Importantly, there was no interaction among these variables; children differentiated principled 

connections from statistical connections as much as did adults. Furthermore, as can be seen in 

Figure 2, there were no developmental changes in the likelihood to provide formal explanations, 

or in the differentiation of principled and statistical connections, over the ages of 4-5 to 6-7.  An 

ANOVA on the children alone confirmed a main effect for connection type (F(1,112)=7.402, 

p=.008, ηp2=.06), and no main effect or interactions involving age group.8  

 
7 A parallel ANOVA, using items as the random variable rather than participants, produced the same results: a main 
effect of connection type (F(1,28)=8.35, p=.007), a main effect of age (F(2,27)=17.39, p<.001), and no interaction (F 
(2,27) = .71, n.s.).  
8 A parallel ANOVA, using items as the random variable rather than participants, produced the same results: a main 
effect of connection type (F(1,28)=8.92, p=.006), no effect of age (F(2,27)=1.50, n.s.), and no interaction (F (2,27) = 
.42, n.s.).   
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Figure 3. Mean percentage of trials on which a formal explanation was given for both the principled 

property condition and for the statistical property condition, broken down by age. 

 

3.3. Discussion 

Experiment 2 confirms the large literature establishing that young children have a grasp 

of many aspects of the structure of explanation (e.g. Callanan & Oakes, 1992; R. Gelman, 1990; 

Keil, 1995; Kelemen, 1999; Kelemen, D., Callanan, M., Casler, K. & Pérez-Granados, D. R., 

2005) and are capable of providing formal explanations (Taylor et al., 2009; Roberts et al. 2017). 

They overwhelmingly produced relevant causal and teleological explanations, with the same 
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content as the adult explanations, for the control questions, and occasionally for the critical 

questions as well. Experiment 2 yielded two important new results.  First, like adults, 4- to 7-

year-old children spontaneously produced many formal explanations.  Both children and adults 

find formal explanation natural, but neither group deployed it indiscriminately.  Both groups 

used it only to explain properties that support generic statements, such as “plates are round” or 

“watches tell time,” but not properties that were in the particular scenarios alone, like “knives are 

in the sink.”  Second, to the same extent as adults, 4- to 7-year-olds distinguished generic 

generalizations that express principled connections between kinds and their properties from those 

that expressed merely statistical connections between kinds and their properties, providing more 

formal explanations for the presence of properties with principled connections to their kinds. 

 Two further aspects of the data are worth noting: first, neither children nor adults 

provided formal explanations for principled connections on all trials (children, 54% of trials: 

adults, 81%), and second, both groups provided formal explanations for statistical connections in 

a large percentage of trials (children, 39%: adults, 61% of trials).  

A lower-than-ceiling rate of formal explanations for principled properties is consistent with 

the picture of kind representations outlined in Prasada and Dillingham (2006; 2009). Our kind 

representations allow properties that bear a principled connection to the kind to be explained 

using a formal mode of explanation. Nevertheless, such a theory of kinds does not dictate that a 

given individual’s having a particular property be explained by that individual’s membership in 

the kind.  Other modes of explanation, such as the teleological mode of explanation and the 

causal mode of explanation, are available to our participants and may be drawn upon 

independently to explain the existence of the properties presented in our stimuli. For example, 

that a property, such as telling time, bears a principled connection to the kind watch does not 
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prevent the child from drawing upon other explanatory modes in order to explain why a given 

watch tells time. Children who did not provide a formal explanation for the time-telling of 

watches instead provided either a functional explanation (e.g., “so they can know what time it 

is”) or a causal explanation (e.g., “because they’re made to do it”) in order to explain why 

watches tell time. 

What we did not predict was the substantial percentage of trials in which a formal 

explanation was given to explain a statistical property, both by children and adults. Children’s 

unexpectedly high proportion of formal explanations for the statistical items could be due to the 

fact that children of these ages may be beginning to represent the distinction between principled 

and statistical connections between kinds and their properties, and may take any generic 

supporting property of a kind to license formal explanations, or may mistakenly think that some 

items that involve statistical connections involve principled connections. This would explain why 

children produced a higher than expected number of formal explanations for the statistical items.  

However, the results from Experiment 1 undermine this explanation.  Experiment 1 found 

developmental continuity between age 4 and adulthood in the degree of differentiation of 

properties that have a principled connection to a kind from properties that have a statistical 

connection to a kind for the very same properties with respect to normative expectations.  

Furthermore, this account could not explain why the adults produced an even larger number of 

formal explanations for statistical items.  We must explain why both children and adults 

provided so many formal explanations for properties merely statistically connected to their kinds. 

It is an important task for future research to determine the factors that elicit formal explanations 

from both children and adults when there is only a statistical connection between the kind and 

property to be explained. We speculate that several features of the present task elicited formal 
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explanations in both the principled property and statistical property conditions of Experiment 2. 

Several of these derive from pragmatic factors that influence an explainer’s decision of what 

information an explanation-seeker lacks. 

Given that an individual may be understood to be an instance of many kinds (e.g. Fido is a 

collie, a dog, an animal), one role of a formal explanation is to identify the kind, if any, to which 

a property is lawfully connected and thus the connection that requires explanation. This function 

of formal explanation is relevant to explaining any property that licenses generics, including 

generics for which the connection between the property and the kind is merely statistical, as in 

“Barns are red.”  A second role of formal explanations is to actually explain the property that has 

a lawful connection to the kind via a formal connection between the kind and the property—by 

the property being represented as an aspect of being that kind of thing (Prasada & Dillingham, 

2009).  This second role is only possible when there is a principled connection between the kind 

and the property (see General Discussion for a more detailed discussion of the nature of formal 

explanation).  It is possible that participants sometimes produced formal explanations for 

properties that merely have statistical connections to a kind because in such cases one of the 

roles of formal explanation is satisfied, namely the role if identifying the relevant kind. This 

possibility also may have been amplified by pragmatic factors specific to the task we used.  

All acts of explanation have a major pragmatic component: the explainer seeks to provide 

information he or she infers the explanation seeker lacks (e.g., see Salmon, 1999).  It is likely 

that the critical questions in the current task support the inference that the questioner might not 

know the kind that is relevant to the property in question (whether the connection is principled or 

statistical).   The pragmatic context of explanation in these experiments is one in which 

participants are asked to explain the existence of a property in multiple instances of the same 
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kind (e.g., why are both of these yellow? pointing to two bananas).  This context may make 

membership in the same kind salient, because it highlights the fact that the property is true of 

multiple instances of the same kind, making it likely that the questioner is asking what kind is 

relevant to the property (e.g., for school buses and yellow—vehicle (no), bus (no), school bus 

(yes)). If this is the case, asking participants to explain the presence of a property in a single 

instance of a kind (e.g., Why is this yellow?) should lead to fewer formal explanations being 

generated.  A second pragmatic factor that may have suggested that the questioner was ignorant 

of the kind that was relevant to the property was that the question used a pronoun (e.g., Why are 

both of these yellow?) creating a strong pressure to inform the questioner of the kind of thing 

being referred to.  If this is the case, replacing the pronoun with the kind name (e.g., Why are 

both of these school buses yellow?) should lead to fewer formal explanations being generated. 

Future research should determine whether these (or other) factors influence the likelihood 

of formal explanations for all properties that license generic statements, including properties that 

merely have a statistical connection to a kind.  Importantly, despite the factors that make formal 

explanations natural in explaining why individuals have properties that have both statistical and 

principled connections to their kinds, we found that principled connections provide greater 

warrant for formal explanation than do statistical connections, for 4- to-7-year-olds to the same 

extent as for adults.  

4. General Discussion 

Experiments 1 and 2 yielded five results that constrain our theories of kind representations, 

explanation, and conceptual representations more generally. First, Experiment 1 showed that 4- 

to 7-year-old children, as well as adults, judge there to be something wrong with an instance of a 

kind lacking a property that has a principled connection to a kind, whereas they deny that there is 
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something wrong with an instance of a kind lacking a property that has a statistical connection to 

a kind. Second, Experiment 2 showed formal explanation to be a natural mode of explanation, 

both for young children and adults.  Third, Experiment 2 showed that four- to seven-year-old 

children, as well as adults, are more likely to provide a formal explanation when explaining the 

existence of properties of two instances of a given kind with a principled connection to that kind 

than they did for properties with statisticalƒ connections to their kinds. Fourth, both experiments 

showed no effect of age on the measures of differentiation of properties that have principled and 

statistical connections to kinds: sensitivity to this distinction is stable during development from 

age 4 through adulthood.  Fifth, the differentiation of principled and statistical properties was 

more categorical in Experiment 1 than in Experiment 2; suggesting that the distinction’s 

implications for normative judgments are greater than its implications for the likelihood of 

producing formal explanation.   

4.1. Nature and development of kind representations 

Previous work has identified several features that distinguish kind representations from other 

types of mental representations (of properties, of events, of logical connectives, of spatial 

relations, of quantifiers, and so on).   These include the capacity for setting up kind 

representations from only one or two encounters with a novel object (Markson, Diesendruck & 

Bloom, 2008), thinking of instances of kinds as being equivalent with respect to indefinitely 

many other actually as well as potentially existing instances (Prasada, 2016), providing the basis 

for placing novel objects under the assumptions of psychological essentialism (Gelman, 2003, 

2004), and supporting generic generalizations, which reflect our understanding of properties 

attributed to kinds as opposed to quantified sets of individuals (Gelman, Sanchez & Leslie, 2015; 

Leslie & Gelman, 2012), which are in turn reflected in the asymmetric inferences concerning 
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generic sentences and prevalence expectations discussed in the introduction (Cimpian et al., 

2010).  

 Another distinctive feature of our kind representations is that they mark principled 

connections to properties that are true of instances of a kind by virtue of their being the kind of 

thing they are.  Previous research with adults has shown that principled connections license 

formal explanations of properties in instances of kinds and support normative expectations 

concerning the presence of properties in instances of the kind (Prasada & Dillingham, 2006, 

2009; Prasada et al., 2013).  The present studies extend this work by showing that adults actually 

produce formal explanations for principled connections (not merely rate formal explanations as 

acceptable) and answer categorically that there is something wrong with an instance of a kind 

lacking a property that has a principled connection to a kind.  More importantly, the data from 

the present experiments show that, like the other central features of kind representations, these 

signatures of principled connections are in place by age 4, in essentially their adult form. Even 

the youngest children distinguished principled connections from merely statistical connections to 

the same degree adults did.   

4.2. Implications for the normative dimension of common-sense concepts 

Experiment 1 showed that both children and adults make a categorical distinction between 

principled and statistical connections with respect to their engendering normative expectations. 

Participants virtually never said there was something wrong with an individual that lacked a 

property merely statistically connected to its kind, whereas they frequently judged that there was 

something wrong with an individual that lacked a property with a principled connection to its 

kind. This was equally true from age 4 to adulthood. Thus, Experiment 2 provides the first 

developmental evidence that the kind representations in place by age 4 specify normative 
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expectations that individuals should have the properties that have principled connections to the 

kind.  

The existence of such normative expectations poses a significant challenge for theories of 

conceptual representation and development. How does the child, or adult, go from observing 

what is the case in one or more instances of a kind to conclusions about what is supposed to be 

the case for those and other instances of the kind? This problem is similar to the is-ought 

problem identified by Hume (1738); however, the normativity in the present case is not moral 

normativity. We speculate that the solution to the present version of Hume’s problem is that the 

normativity derives from the abstract formal structure of kind representations, although further 

research is needed to determine the nature of the normativity embodied in kind representations. 

Perhaps, since properties that have a principled connection to a kind are understood to be aspects 

of being that kind of thing, the normativity is grounded in a principle of completeness or 

perfection (Prasada & Dillingham, 2009; Bublitz & Prasada, 2013). 

4.3. Implications for Theories of Explanation 

 Explanation plays an important role in human cognition (e.g., Keil & Wilson, 2000; 

Lombrozo, 2006, 2016).  Analyses of the why questions preschool children ask (e.g., Callanan & 

Oakes, 1992), the answers they give to why questions (e.g., Wellman, Hickling, & Schult, 1997), 

as well as studies of what explanations young children find satisfying (e.g., Frazier, Gelman, & 

Wellman, 2016) establish that young children seek, produce, and understand causal and 

teleological explanations.   Furthermore, much research on conceptual representations highlights 

the central role of explanation in structuring kind concepts, both for adults and young children.  

Psychological essentialism posits a commitment to their being deep causal properties that explain 

how new individuals of a kind come into being and explain why they have some of the properties 
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they do (e.g., Gelman, 2003, Strevens, 2000).  Experimental work on kind learning shows that 

participants weigh both the causally central and functionally relevant properties more in their 

judgments about which other novel entities are members of the kind (e.g., Ahn, Kim, Lassaline 

& Dennis, 2000; Lombrozo, 2009; Medin & Shoben, 1988; Sloman, Love & Ahn, 1998).  Dating 

back to Aristotle, philosophers have noted that there is another mode of explanation, in addition 

to causal and teleological explanation, namely, formal explanation, which has a central place in 

mathematical explanation.  Indeed, the first modern philosophical theory of explanation, the 

nomological-deductive theory of Hempel and Oppenheim (1948) sought to reduce all scientific 

explanation to providing premises whose truth is accepted and showing how the explanandum 

follows, deductively or inductively, from those premises and accepted laws.  Explaining a 

property of an instance by citing its membership in a relevant kind is an instance of formal 

explanation that is licensed by the formal (principled) connection between a kind and a property.  

The data from Experiment 2 confirm Taylor et al.’s (2009) observation that young children, as 

well as adults, have access to a formal mode of explanation, in addition to the causal and 

teleological modes, and provide systematic evidence that, as for adults, formal explanation plays 

an important role in kind representations from age 4 on.   

 In fact, our results revealed that formal explanation is a remarkably natural mode of 

explanation for both children and adults. In Experiment 2, formal explanation was the most 

common type of explanation drawn upon to explain critical properties (i.e., generic licensing 

properties such as the property of telling time for two instances of the kind watch and the 

property of being yellow for two instances of the kind school bus).  This was true of both 

children (46% of relevant explanations) and adults (72% of relevant explanations). This was true 

in spite of the fact that, for each of the critical properties tested, other modes of explanation 
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could have been used to explain the existence of the critical property. And indeed they were: on 

20% of trials children provided a functional explanation, as did adults on 3% of trials, and on 

18% of trials children provided a causal explanation, as did adults on 15% of trials. For example, 

in explaining the four-leggedness of a cow (a property with a principled connection to this kind), 

participants might have referred to either causal origin (e.g., because it’s coded in their DNA, 

because it was born from cows), function (e.g., so that they can walk), or statistical prevalence 

(e.g., because most cows have four legs) using explanatory and linguistic resources that we know 

they have access to by age 4 (Gelman 1990, Kelemen, 1999). Similarly, for yellowness of 

schoolbuses (a property with a statistical connection to this kind) participants might have 

appealed to causal origin (e.g., because they were painted yellow), function (e.g., so they can be 

identified as schoolbuses) or statistical prevalence (e.g., because most schoolbuses are yellow).  

Despite this, formal explanations were the most common explanation type for both adults and 

children.  

 One question raised by these data is why this was so.  Formal explanations, unlike the 

other modes of explanation, appear not to provide additional information about the existence of a 

property in an object. For example, causal explanations provide information about the process of 

production of a property, while functional explanations provide information regarding the 

environmental circumstances and goals of the particular thing (or its designer) that may indicate 

the reasons for a property’s existence. In contrast, formal explanations only provide a reference 

to the kind, and so at first blush, they appear to be a relatively uninformative mode of 

explanation.  

There are two roles that formal explanation might play that would explain our participants’ 

readiness to provide them in response to a request to explain a property’s existence. First, formal 
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explanation may play a role in indicating which kind should be drawn upon to explain the 

existence of a given property in multiple instances. Most entities fall under a number of different 

kind descriptions. For example, if a person is encountered in Central Park on a summer’s day, 

then she may be thought of and spoken about using the kind concepts person, mother, American, 

or artist, and the application of each of these kinds on a particular occasion will make a different 

set of properties intelligible by virtue of the individual being that kind of thing (e.g., for the 

concept artist, the tools she possesses, and for the concept person, the number of legs she has). 

As such, producing a formal explanation may provide information about the most general kind 

for which the property to be explained is lawfully connected to the kind.  This role for formal 

explanation applies to properties that are merely highly statistically connected to their kinds, as 

well as applying, of course, to those with principled connections to their kinds. In explaining 

why this thing is red, it is relevant that it is a barn, not that it is a building.  In so doing, a formal 

explanation conveys the kind, if any, to which a property is lawfully connected and thus the 

connection that requires explanation. The second role of formal explanations is to actually 

explain the property via a formal connection between the kind and the property—by representing 

the property as an aspect of being that kind of thing (Prasada & Dillingham, 2009).   

These suggestions make sense of an unexpected feature of our data.  Whereas Prasada and 

Dillingham (2006, 2009) suggest that formal explanation is licensed only by principled 

connections, in Experiment 2, formal explanation was also the dominant mode of explanation for 

accounting for properties of individuals that are merely statistically connected to their kinds, 

although to a lesser extent than was so for principled connections.  That formal explanation may 

highlight the relevant kinds under which properties have reliable connections to those properties 

partly explains why they are sometimes natural for properties statistically connected to the 
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highlighted kinds and as well as why they are more natural for properties with principled 

connections to the kind.  This highlighting function may have been amplified by two 

characteristics of the task used in Experiment 2.  First, the questioner did not identify the kind of 

the instances that had the properties to be explained (e.g., “Why do these have property x?”), 

putting pragmatic pressure on the explainer to identify the relevant kind.  Secondly, participants 

were not asked to explain why a single instance had a property, but why multiple (two) instances 

of the same kind had a given property, suggesting a lawful connection between the kind and the 

property.  Nonetheless, the consistent (across ages) differentiation of principled and statistical 

properties with respect to the likelihood of formal explanations reflects additional explanatory 

warrant that derives from the formal connection itself—the representation the property as an 

aspect of the kind.  

4.4. Two Crucial Open Questions 

Experiments 1 and 2 suggest that at least by age 4, children’s acquisition of kind concepts is 

constrained by the formal framework provided by kind representations first fleshed out in 

Prasada and Dillingham (2006, 2009). That is, children and adults alike approach the problem of 

concept acquisition distinguishing kind representations from other types of concepts.  They 

expect that some of the properties of a given kind will have principled connections to that kind, 

and that these are properties that exemplars of that kind are supposed to have, and the presence 

of these properties in instances of a kind can be explained by reference to the kind of thing 

something is. The research presented here, as well as that in previous work on adults (Prasada & 

Dillingham, 2006, 2009; Prasada, Khemlani, Leslie & Glucksberg, 2013) leaves open two 

(related) crucial questions.  First, for a given kind, which properties have a principled connection 

to that kind? Though there is work on what types of properties (e.g. entrenched, causally deep) 
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may characterize kinds (e.g. Goodman, 1955/1983; Shipley, 1993; Strevens, 2000; Gelman & 

Markan, 1986), that research does not address the question of which properties of a kind have a 

principled connection to that kind.  This is because not all properties that characterize a kind 

involve principled connections to the kind.  Statistical connections can license generics (e.g., 

barns are red) and causal connections (e.g., deer ticks carry Lyme disease) can also license 

generics, however, neither of these property-kind relations display the characteristics of 

principled connections.  There is nothing wrong with a barn that is not red or a deer tick that does 

not carry Lyme disease; being red is not a part/aspect of being a barn and carrying Lyme disease 

is not a part/aspect of being a deer tick. As such, the question of which properties of a kind have 

a principled connection to that kind remains.  The second crucial open question is, what types of 

information do people use to establish which properties have principled connections to which 

kind.   The present study shows that not only do 4-year-old children distinguish principled 

connections from statistical ones, they have also identified the principled connections probed in 

these studies as such.  How do 4-year-olds, or adults, for that matter, classify yellow as a 

statistical property of school buses, and green as a principled property of cucumbers?   

  Both of these questions are important topics for further research.  Concerning the first 

question, it is likely that there is no single non-formal property that all properties that are 

represented as principled connections share. Nevertheless, it remains possible that there are 

systematic mappings between different types of non-formal properties and principled 

connections in different domains (Prasada, 2017).  It will be important to develop and explore 

these possibilities in future work.  With respect to the second question, how children and adults 

decide which properties have principled connections to their kinds, it is possible that learners 

come to the task of concept formation with expectations about the types of properties that kinds 
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of different types (i.e. from different domains) have principled connections to (Prasada & 

Dillingham, 2009; Prasada, 2017). Another, not mutually exclusive, hypothesis is that the 

linguistic reflections of principled connections in speech provide relevant evidence.  For 

example, hearing an indefinite, singular generic such as “a dog has 4 legs,” or a formal 

explanation such as “that has 4 legs because it’s a dog,” or an explicit normative statement such 

as “dogs are supposed to have four legs” may allow learners to assume that a principled 

connection is involved and assume the other characteristics of principled connections. Work on 

the important question of how participants determine which generic supporting properties have 

principled connections to their kinds is ongoing in our laboratories.  

4.5. Conclusion and directions for further research 

Human beings, from a young age, are capable of acquiring a vast number of richly structured 

kind representations during conceptual development, often from limited evidence. This capacity 

derives in part to the learner’s sensitivity to the different ways in which properties are understood 

in relation to the kind (Prasada et al., 2013). The two experiments reported here provide evidence 

that by the preschool years, children represent some properties of individuals as related to their 

kinds via principled connections, and that sensitivity to the distinction between principled 

connections and statistical connections is stable throughout development from age 4 through 

adulthood. Furthermore, Experiment 1 provides evidence for early emerging normative 

implications of principled connections, and Experiment 2 provides evidence for the importance 

of formal explanation in the child’s explanatory repertoire, and for its greater naturalness when 

explaining why individuals have properties with principled connections to their kinds, relative to 

those with statistical connections to their kinds. The present research also raises a rich set of 

further questions, including the following:  How do children and adults determine which 
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properties of a given kind have principled connections to the kind? Work with adults shows that 

they distinguish principled connections from both statistical connections and causal connections 

(Prasada et al., 2013), and the present studies show that children distinguish principled and 

statistical connections by age 4.  When do children begin to make these distinctions? What is the 

exact nature of the normative expectations implicated by kind representations? How does the 

knowledge structured by our kind representations complement and interact with other types of 

conceptual knowledge in the course of conceptual development?  The answers to these and 

related questions promise to enrich our understanding of conceptual representation and 

development. 
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Paper 2: The Formal Structure of Kind Representations 
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1. Introduction  

 Human beings are the only species with the capacity to create a vast repertoire of 

representations for kinds of things—concepts like hammer, bird, library, mountain, and universe. 

Any normally developing child will generate thousands of kind representations during early 

conceptual development, often from only a single encounter with a novel entity and without 

explicit instruction (Bloom, 2000; Markson, Diesendruck, & Bloom, 2008). Once generated, 

each kind representation sits at a critical interface. On one side of this interface, all kind 

representations provide a meaningful organization of properties—properties like shape and parts 

(e.g., legs, a tail, a handle) material constitution (e.g., wood, flesh, blood) and characteristic 

location (e.g., in a nest, in a factory, in a classroom). For natural kinds, properties are organized 

according to the principles of psychological essentialism, including representations of causal 

schema that relate properties of a given kind to one another, and explain how new members of 

the kind come into existence and come to have their kind characteristic properties (Gelman, 

2003). On the other side of this interface, kind representations map to nouns in natural language, 

and as such they provide the meanings for some of the most basic elements of symbolic, 

unbounded, linguistically expressible thought. For example, they underlie generic uses of 

language, as in “Birds fly,” “Barns are red,” and “Mosquitos carry lime disease.” 

Given the importance of kind representations to commonsense thought and language, 

investigating their structure and how they are acquired is a central task of theories of conceptual 

representation and of conceptual development (Carey, 1985; Gelman, 2003; Graham & 

Kilbreath, 2007; Keil, 1989; Macnamara, 1986). Investigating kind representations requires 

distinguishing between the specific content of the representation of any one kind of thing (i.e., 

content specific to the representations of dogs, tables, and trees) and the abstract structure which 
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is present in any and all kind representations. This latter abstract structure is what makes the 

representations kind representations. We call the abstract structure that makes a given type of 

representation that type of representation (in this case, a kind representation) its formal structure. 

Logically, this structure must enter into the generation of each and every kind representation. 

Here we investigate whether proposed aspects of the formal structure of kind representations are 

indeed available to structure newly acquired kind representations, which would provide strong 

evidence that they are indeed part of the formal structure of kind representations. 

1.1. The Formal Structure of Kind Representations: Characterizing kinds and their instances. 

  All kind representations include a conceptual distinction between properties understood 

as true of a kind (generic-supporting properties), and properties that might be present in members 

of the kind on particular occasions, but which are not true of the kind in general (accidental 

properties; Cimpian, Brandone, & Gelman, 2010; Gelman, 2003; Hollander, Gelman, & Star, 

2002; Leslie & Gelman, 2012). For example, generic sentences like “tires are black,” and 

“watches tell time” reflect an understanding that the property in question in some way 

characterizes the kind. Telling time and being black characterize the kinds watches and tires, 

respectively, unlike idiosyncratic properties such as being dirty or being defective, which may be 

true of individual watches or tires, but which are not understood as being true of those kinds. The 

distinction between generic-supporting and idiosyncratic/accidentally-related properties emerges 

early in ontogenesis, reflected in the child’s language and thought by at least two and a half years 

of age (Gelman, 2003). Furthermore, at least one study shows that this distinction structures the 

initial representations of newly encountered kinds (Sutherland et al., 2015) 

 Generic sentences do not simply capture what is true of all or most members of a kind. 

For example, generics like “birds lay eggs,” “ticks carry Lyme disease” and “sharks kill bathers” 
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are judged as true despite the fact that only a small percentage of members of the kinds in 

question possess those properties. Even when evaluating sentences about the properties that 

characterize novel kinds, participants accept as true generic sentences where only a small 

percentage of members of the kind possess those properties. For instance, when first presented 

with a single sample of lorches where only 30% of the lorches have purple feathers, participants 

judge the sentence “lorches have purple feathers” as true (Cimpian, Brandone & Gelman, 2010). 

This effect is stable with age—four-year-olds, seven-year-olds, and adults all accept generics 

where only a small proportion of instances of the kind possess that property to essentially the 

same degree (Brandone, Gelman & Hedglen, 2014). Given the stable nature of these judgments 

throughout ontogenesis and given that they are provided following a single encounter with a set 

of novel instances of a kind, they likely derive from the formal structure of kind representations.   

Within the class of generic-supporting properties for any given kind representation we 

observe a further systematic distinction in how properties can relate to a kind. A rich line of 

thought, tracing back to Aristotle (Charlton, 1970; Witt, 1989; 1998), proposes that a much 

smaller set of properties than all the generic-supporting ones capture the core identity of the kind, 

what it means to be a particular kind of thing (Aristotle in Charlton, 1970; Cudworth, 1731; 

Haward et al., 2018; Moravcsik, 1975; Prasada and Dillingham, 2006; Pustejovsky, 1995). These 

are properties like telling time for a watch, barking for a dog, designing buildings for an 

architect, and having three sides for a triangle. These properties, properties that are said to bear 

“principled connections” to their kinds (Haward et al., 2018; Prasada and Dillingham, 2006; 

2009), are distinguished from merely generic supporting properties by a variety of conceptual 

and linguistic signatures. Take “barns have roofs” and “barns are red” as examples. Both license 

true generics. However, participants accept formal explanations for why a particular barn has a 
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roof (“because it’s a barn”) moreso than for why a particular barn is red, judge that there is 

something wrong with a barn without a roof, whereas there is nothing wrong with a barn that 

isn’t red, take a singular sentence “a barn has a roof” to express a generic while “a barn is red” is 

taken to refer to a particular barn, accept as true “in virtue of being a barn, this has a roof” or 

“part of being a barn is to have a roof” more than the comparable statements about being red. All 

of these generalizations are true when prevalence of the properties within their kinds is 

controlled. These signatures hold for the same properties of each kind, and for kinds from 

different domains (e.g., having a roof for a barn, telling time for a watch, barking for a dog, 

designing buildings for an architect). Furthermore, this distinction is present in the child’s known 

kind representations by least age four (Haward et al., 2018). These results suggest that the 

distinction between properties that bear principled connections to their kinds and merely generic-

supporting properties is part of the formal structure of kind representations. The present research 

is a contribution to this line of thought, and in particular, to proposals that posit distinct cognitive 

structure that represents the relation of a given property and kind as bearing a principled 

connection, thus distinguishing those properties from the much broader suite of properties that 

are true of a kind. The present paper investigates whether this cognitive structure is part of the 

kind acquisition machinery that humans use to acquire and structure completely new kind 

representations.  

1.2. The Acquisition Machinery for Kind Representations.  

 Much prior research has demonstrated that humans are endowed with acquisition 

machinery for setting up new kind representations. This is reflected in the fact that hearing a 

novel noun, even with no other evidence, and even at the earliest stages of conceptual 

development, leads participants to generate a representation for a new kind (e.g., Balaban & 
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Waxman, 1997; Gelman, 2003; Hall and Waxman, 2004, Waxman & Markow, 1995; Xu, Cote, 

and Baker, 2005). For instance, as discussed above, if a child or adult  hears the novel label 

“blicket,” attributing a property to an individual or a specific set, she can immediately attribute 

that property to the kind, blickets, using generic sentences like “Blickets have spots” “Blickets 

live in caves” “Blickets are green” and so on (Cimpian, Brandone, & Gelman, 2010; Leslie & 

Gelman, 2012). Also, as mentioned above, adults distinguish between accidental and generic 

supporting properties in their initial representations of newly encountered kinds (Sutherland, et 

al., 2015)  Furthermore, if the representation is of a natural kind (e.g., tiger, cucumber), then 

participants immediately assume a suite of causal assumptions about that kind that are true of 

natural kinds (Gelman, 2003). These results capture aspects of the acquisition machinery for 

representations of kinds.  

Previous research on principled connections does not yet establish that principled 

connections are part of this kind acquisition machinery, since these studies involved familiar 

kinds with which both adults and preschoolers have had much experience. The present studies 

open an exploration of the question of whether principled connections are part of the kind 

acquisition machinery. If they are, then upon encountering a new entity that a participant takes to 

be a new kind, she should have the tacit assumption that there exist principled connections for 

that kind, and given the right evidence, she should mark the property as principled for that novel 

kind, immediately licensing each of the principled connection signatures. Furthermore, she 

should distinguish principledly-connected properties from those that are merely generic-licensing 

for a completely novel kind.  

 The present studies investigate whether principled connections are part of this initial kind 

learning machinery (call this the Principled Connections Part of Kind Acquisition Machinery 
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hypothesis). In particular, we investigate whether, when given evidence that a property of a novel 

kind licenses one of the signatures of principled connections (e.g., hear “part of being a blicket is 

having fur”),  participants can immediately represent that property as principled, and thus expect 

a different signature of principled connections to be licensed for that property for that kind, 

without evidence having been provided for that second signature (in these studies, the normative 

signature, that there is something wrong with a blicket without fur). Evidence for the Principled 

Connections Part of Kind Acquisition Machinery hypothesis (sometimes shortened to Acquisition 

Machinery hypothesis) would add further strong warrant for the hypothesis that principled 

connections are part of the formal structure of kind representations, part of what makes these 

representations kind representations. In contrast, the distinct signatures of principled connections 

that have been documented for highly familiar kinds could reflect different aspects of our vast 

factual knowledge of familiar kinds that could be acquired independently of the acquisition 

machinery that establishes new kind representations. On this alternative hypothesis, Principled 

Connections NOT Part of the Acquisition Machinery, the distinction between principled 

connections and merely generic-licensing connections does not structure a novel kind 

representation as soon as it has been learned. Rather, as documented above, while the distinction 

between generic-supporting properties and accidental ones is part of the kind acquisition 

machinery, it is only upon experience with many instances of kinds and the properties that they 

possess, that people learn that there is something wrong with members of some kinds who lack 

some properties, that we think of some properties as part of being a member of some kinds, and 

so on, in a piecemeal manner (signature by signature), following extensive causal and statistical 

experience with instances of those kinds. The Principled Connections NOT Part of the Kind 

Acquisition Machinery hypothesis predicts no effects of whether a property is introduced with 
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evidence of a signature of principled connections, and no initial differentiation between 

properties that are generic-licensing but do not bear principled-connections from those that are 

both. 

 Three features of the current paradigm make it a strong test of the Acquisition Machinery 

hypothesis that principled connections can structure a novel kind representation. First, we tested 

whether, having introduced a property with one signature of principled connections, a quite 

different reflection of principled connections is licensed. The introduction frames used to 

introduce properties drew upon largely linguistic signatures of principled connections—the “by 

virtue” and “part of” signatures, and the formal explanation signature. We then tested whether 

each of these introduction frames licensed the normative signature of principled connections, 

which provides the expectation that there is something wrong with an instance of a kind lacking 

a property that has a principled connection to the kind. Second, we compared these principled 

introduction frames to two conditions that included information that the property was generic 

licensing for the kind, but not necessarily principled (e.g., “Almost all blicks have fur”). This 

allowed us to investigate whether introducing a property of a novel kind with one of the 

signatures of principled connections licensed a different signature of principled connections 

more than when the property is introduced as simply true of the kind. Such a result would 

provide evidence for a principled/generic distinction when participants structure completely 

novel kinds, which would in turn provide evidence that principled connections are part of the 

kind acquisition machinery. Finally, third, the properties we used were all of the sort that 

previously have been shown to be strong candidates for being generic-supporting. That we used 

generic-supporting properties for all introduction frames allows a strong test of the hypothesis 
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that the distinction between merely generic-supporting properties and properties that bear 

principled connections to a novel kind structures newly formed kind representations.   

2. Experiment 1 

The primary goal of Experiment 1 was to investigate whether principled connections can 

structure a novel kind representation. Participants were introduced to instances of eight novel 

kinds and taught about a likely generic-supporting property (critical property) of each particular 

instance (see Table 1; Figure 4 shows an example trial, in which the individual is a member of 

the kind blick and the critical property is having fur).  

The language used to introduce the critical property (the introduction frame) was the 

between-subjects manipulation. In total, we investigated six introduction frames. Four of these 

included a signature of principled connections—the Part Of introduction frame (“Having fur is 

part of being a blick”), the Formal Explanation introduction frame (“It has fur because it is a 

blick”), a bare plural By Virtue introduction frame (“Blicks, by virtue of being blicks, have fur”), 

and an indefinite By Virtue introduction frame (“A blick, by virtue of being a blick, has fur”). 

The by virtue signature was introduced in both the bare plural and indefinite singular form since 

this allowed us to investigate whether the consequences of introducing a property with a 

signature of principled connections is stable across two different linguistic forms of generics. In 

addition to the four principled introduction frames, we also investigated the effects of 

introducing a property with a Statistical Generic introduction frame (“Almost all blicks have 

fur”) and a No Information introduction frame (“It has fur and it is a blick”). The statistical 

generic introduction frame provides evidence that the property is generic licensing due to its 

prevalence, but it does not provide specific evidence that the property bears a principled 

connection to the kind. The no information frame provides no linguistic information about the 
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relationship between the kind and the property, and certainly no specific information that the 

kind/property relation is principled. However, since all properties tested were potentially generic 

supporting (e.g., fur, legs, a handle), this condition includes some information that the 

kind/property relation is potentially generic supporting. Participants were randomly assigned to 

one of six conditions—in each condition the same one of these six introduction frames was used 

to introduce all eight critical properties of the novel kinds.  

On test, participants were introduced to a new instance of the novel kind which lacked the 

critical property (e.g., a blick without fur). They were then asked whether there was something 

wrong with the instance (e.g., “Is there something wrong with it because it doesn’t have fur”). 

They were presented with a Likert scale from -3 (Definitely nothing wrong), to 0 (Unsure), to (3 

Definitely something wrong). Responses on this scale captured whether the normative signature 

of principled connections was expected by participants for that property for that kind.  

According to the Principled Connections Part of Kind Acquisition Machinery hypothesis, 

hearing a property of an individual related to a kind through a signature of principled 

connections should establish that the property bears a principled connection to the kind, and this 

then licenses the normative consequence of this piece of the formal structure of kinds. Thus, the 

Acquisition Machinery hypothesis makes the following two predictions. First, the four principled 

introduction frames (Part Of, Formal Explanation, bare plural By Virtue of, singular generic By 

Virtue of) should lead to a higher rating that there is something wrong with a member of the 

novel kind that lacks the critical property, compared to the two control introduction frames 

(Statistical Generic and No Information; a preregistered analysis, 

http://aspredicted.org/blind.php?x=id7un5). Both of these control frames include information 

that the property is generic-licensing, but not information that it is principled. Such a result 
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would provide evidence for a principled/generic distinction when participants structure 

completely novel kinds. Second, the properties introduced with any of the four principled 

introduction frames will license ratings on the normative Likert scale that differ significantly 

from 0 and tend towards the positive end of the scale (3, Definitely something wrong). The latter 

prediction was a preregistered exploratory analysis—exploratory since ratings on Likert scales 

can shift around due to exogenous factors (e.g., perhaps participants are hesitant to say there is 

something wrong with these instances across all conditions). In contrast, the Principled 

Connections NOT Part of the Acquisition Machinery hypothesis predicts no effects of whether a 

property is introduced with evidence of a signature of principled connections on our dependent 

measure of normative judgments. Participants might be concerned with the distinction between 

generic-licensing and accidental properties, but on this latter hypothesis, they are not initially 

seeking evidence for principled connections between properties and kinds. On this latter 

hypothesis, the knowledge that licenses each of the signatures associated with principled 

connections that we see in highly familiar kinds is learned independently for any given property 

and kind.   

2.1. Method 

2.1.1. Participants. Five-hundred and ten adults participated online using Amazon’s 

Mechanical Turk. The primary language of all participants was English, and all participants were 

located in the United States. Participants received a nominal amount for their participation. A 

power analysis on pilot data provided a target sample size of 85 participants per condition would 

be sufficient to detect a difference of .5 from the midpoint (0) of the normative Likert scale with 

80% power. We programmed Mechanical Turk to randomly assign participants between the 6 

conditions with a target total number of participants of 510 (85 per condition). As per our 
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preregistered exclusion criteria, we excluded participants who answered 3 or more catch 

questions incorrectly, out of 8 total catch questions (described below; this led to exclusion of 

12.7% of the participants).  Of the 85 participants who provided data in each condition, after 

exclusion there remained 70 participants in the Part Of condition, 76 participants in the Formal 

Explanation condition, 74 participants in the bare plural By Virtue condition, 77 participants in 

the indefinite By Virtue condition, 78 participants in the Statistical Generic condition, and 70 

participants in the No Information condition.    

2.1.2. Stimuli and Procedures. Participants viewed eight sets of pictures which depicted 

instances of four novel animate kinds and four novel artifact kinds (See Figure 4 for an example 

of the whole procedure for the animate kind “blick” and the property of having fur). The first 

picture in each set depicted an instance of the kind, and labeled it: “This is a blick.”  Participants 

were then asked a catch question, to make sure that the participants were people and were paying 

attention, in this case, “Is this blick asleep?”  Then two properties of the depicted instance were 

highlighted—a critical property (having fur for the blick) and an accidental property (having a 

piece of grass on it for the blick).  The accidental properties were chosen to be most likely not 

generic supporting; even young children distinguish non-generic supporting properties, which 

are clearly specific to particular individuals, from generic supporting ones (Gelman, 1988). The 

accidental properties should not be understood as characterizing the kind and thus provide a clear 

case of a property for which participants should not have any normative expectations that 

instances of that kind should have that property. The introduction frame for the accidental 

properties was always the same in all conditions and did not invite a generic interpretation (e.g. 

“This blick has a piece of grass on it”).  In contrast, the critical properties were chosen because 
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they might plausibly license true generics.  None was antecedently likely to be an 

idiosyncratic/accidental property of the pictured instance of the novel kind (see Table 1).  

The main independent variable in all of the studies was the frame with which the critical 

properties were introduced (introduction frame). Introduction frame was always a between-

subjects variable; participants in a given condition heard the same introduction frame for all 8 

critical properties. See Figure 4 for examples of the six introduction frames.  

We investigated our manipulation of interest (introduction frame) across different 

domains of kinds (animals and artifacts) of kinds and different types of properties (parts and 

material composition).  The hypothesis that principled connections are part of the acquisition 

machinery of kind representations requires that they should be able to structure different types of 

novel kinds and different types of properties. Within each domain, two of the critical properties 

were parts of the objects (e.g., legs for an animal kind, and a handle for an artifact kind) and two 

were material properties (e.g., fur for an animal kind, and being made of wood, for an artifact 

kind). See Table 1 for a full list of the kinds, critical properties and accidental properties tested.    

 We are testing the hypothesis here that hearing a property related to a novel kind via a 

signature of principled connections provides sufficient evidence to establish that that property 

bears a principled connection to that kind.  But this hypothesis does not preclude other sources of 

evidence also playing a role in the acquisition machinery that structures initially learned kind 

representations.  This design also allowed us to conduct exploratory analyses to see whether 

participants had any preexisting expectations about which types of properties might be principled 

for each of the two domains tested (artifacts and animals).   
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Figure 4. An example trial. Here the procedure is shown for an animate kind, “blick,” and the property of 
having fur.  
 

After answering the catch question about the first instance of a kind, and having been 

introduced to the critical and accidental properties of this instance, participants saw pictures of 

two new instances (See Figure 4). Each picture was introduced as a different instance of the 

novel kind. One instance lacked the critical property and one instance lacked the accidental 

property. The new instances were introduced as follows: “Here is another blick, but this one does 
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not have fur,” or “Look, here is another blick, but this one does not have a piece of grass on it”. 

The presentation order of these two new instances was counterbalanced across trials. Then, for 

each, the participant was asked to rate on a Likert scale whether there was anything wrong with a 

blick that did not have that property: e.g., “Is there something wrong with it because it doesn’t 

have a piece of grass on it?”  The scale went from -3 (Definitely nothing wrong) to 3 (Definitely 

something wrong).  The slider began at 0 (Unsure), and participants were required to click and 

move the slider (or confirm its present location) in order to proceed.   

 
Table 1. The kinds, critical properties and accidental properties used for all experiments. 

 

2.2. Results 

In Experiment 1, the included participants correctly answered the catch trials on 98% of 

all trials, showing that they were paying attention to the contents of the pictures.  

2.2.1. Distinguishing critical and accidental properties. 

As predicted, participants were more likely to judge that there would be something wrong with a 

new instance of a novel kind lacking a critical property than a new instance of a novel kind 

lacking an accidental property. Normative violation ratings for instances of kinds lacking an 
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accidental property were significantly lower (N=445, M=-1.96, SD=1.32) than for instances 

lacking a critical property (N=445, M=.77, SD=1.48; t(1,444)=30.10, p<.001).  The ratings for 

accidental properties were also significantly lower than 0, the midpoint of the Likert scale and 

the starting location for the slider (t(1,444)=31.27, p<.001).  

2.2.2. Determining the effect of introduction frame 

In order to investigate the role of introduction frame on the normative expectations participants 

had about the critical properties, a 6x2x2 ANOVA examined the effects of introduction frame  

(Part Of, Formal Explanation, indefinite By Virtue, bare plural By Virtue, Statistical Generic, No 

Information), domain (animate, artifact), and property type (part, material) on the average 

normative violation rating for the critical properties across the eight trials. There was a 

significant effect of introduction frame (F(5,1756)=50.44, p<.001; See Figure 5).  Post hoc 

Tukey HSD tests revealed that, as predicted, this was driven by a difference between the four 

principled introduction frames and the two control frames.  Participants were more likely to 

judge that there was something wrong with an instance of a kind that lacked a critical property 

introduced using any of the principled connection frames (Part of: N=70, M=1.21, SD=1.30; 

Formal Explanation: N=76, M=.80, SD=1.24; bare plural By Virtue: N=74, M=1.22, SD=1.39; 

Indefinite By Virtue: N=77, M=1.46, SD=1.24) than they were to judge that there was something 

wrong with an instance of a kind that lacked a critical property introduced using the Statistical 

Generic or No Information frames (Statistical Generic: N=78, M=-.09, SD=1.51; No 

Information: N=70, M=.03, SD=1.44). In addition, the Formal Explanation frame was 

differentiated (to a lesser degree) from each of the other principled frames. Normative ratings in 

this condition were lower than those in the other three principled frames (vs. Part Of: p=.02; vs. 
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bare plural By Virtue: p=.02; vs. indefinite By Virtue: p<.001), but still higher than the control 

conditions (p<.001).  

 As expected, participants actively moved the slider away from the midpoint of the scale, 

towards the upper end of the scale in each of the principled connection introduction frame 

conditions; the average normative rating was significantly greater than 0 in the Part Of condition 

(t(1,69)=7.76, p<.001), the Formal Explanation condition (t(1,75)=5.60, p<.001), the bare plural 

By Virtue condition (t(1,73)=7.55, p<.001), and indefinite By Virtue condition (t(1,76)=10.30,  

 

Figure 5. Panel a. Average normative violation rating for an instance of a novel kind if it lacked a critical 
property introduced using each introduction frame. Panel b. Average truth judgment rating for the generic 
sentences in Experiment 2, organized by introduction frame condition. 
 

p<.001). Introducing a property with any of the “by virtue” “part of” and formal explanation 

signatures of principled connections licenses the normative signature of principled connections 

for that property/kind relation. In contrast, neither of the control frames led to normative ratings 

significantly above the midpoint of the Likert scale, which was labeled with “Unsure” (Statistical 

Generic: t(1,77)=-.09,p=.61, No Information: t(1,69)=.03, p=.87). Nevertheless, normative 

ratings for properties introduced in these non-principled frames were still differentiated from the 
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normative judgments for instances of kinds lacking the accidental properties (e.g., a blick 

without a piece of grass on it) (t(1,147)=16.68, p<.001).  

 The inclusion of kinds from different domains (animate and artifact kinds) and different 

property types (part and material properties) allow us to perform exploratory analyses to 

investigate whether participants come to this task with expectations about which types of 

properties are likely to be principled for each domain. Correspondingly, the 6x2x2 ANOVA 

revealed a main effect of domain (F(1, 1756)=17.81, p<.001), property type (F(1, 1756)=32.98, 

p<.001) and an interaction between domain and property type (F(1, 1756)=9.99, p=.002). These 

effects are summarized in Figure 6. For animate kinds, normative ratings for instances of a kind 

lacking a material property (e.g., fur, M=0.83) did not differ significantly from normative ratings 

for instances of a kind lacking a part property (e.g., legs, M=1.03, t(1,888)=1.71, p=.16). In 

contrast, for artifact kinds, normative ratings for instances of kinds lacking a material property 

(e.g., being made of wood, M=.28) were significantly lower than normative ratings for instances 

of a kind lacking a part property (e.g., a handle, M=.95, t t(1,888)=5.85, p<0.001, corrected for 

multiple comparisons). These results are consistent with participants bringing to the task 

knowledge of which types of properties tend to be principled for known kinds. Material 

properties such as being made of wood, metal, and bricks can be more or less frequent for 

objects like tables, doors, and houses, but they are rarely principledly-connected to those kinds 

(e.g., there is nothing wrong with a table that is not made of wood, nor a house made out of wood 

rather than bricks). In contrast, material properties for animate kinds are commonly principled 

(e.g., skin for humans, or fur for dogs). And for both animals and artifacts, parts are commonly 

principled (e.g., dog legs and table legs). The interaction between domain and property type 
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suggests that antecedent knowledge of these generalizations constrain participants’ hypotheses 

concerning which properties are likely to be principled for any given novel kind.   

 

 

Figure 6. Panel a. Average normative violation rating for an instance of a novel kind if it lacked a critical 
property in Experiment 1, organized by the domain of the novel object and by property type. Panel b. 
Average truth judgment rating for the generic sentences in Experiment 2, organized by the domain of the 
novel object and by property type. 
 

 There were no further interactions. Crucially, the interaction between domain, property 

type, and introduction frame was not significant (F(5, 1756)=.66, p=.66). The effects of 

introduction frame are present across all types of trials, and the domain by property type 

interaction is present across all introduction frame conditions. These are independent effects, 

which both play a role in the process through which participants determine whether a given 

property is principled or not.  

2.3. Discussion 

Upon hearing the relationship between a property and a novel kind described with a 

signature of principled connections, participants establish that the property bears a principled 

connection to the kind, for they draw the normative expectations that are a distinct signature of 

this relation.  Thus, Experiment 1 provides the first experimental evidence that principled 
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connections are part of the cognitive machinery that humans use to set up new kind 

representations, that is, for the Principled Connections Part of the Kind Acquisition Machinery 

hypothesis. The “part of,” “by virtue,” and formal explanation signatures of principled 

connections hang together with the normative signature, such that evidence for the former 

licensed the latter, even though no direct evidence was provided for the normative signature. 

This provides evidence for the hypothesis that the signatures follow from representing a property 

of a kind via a principled connection, rather than the knowledge underlying each signature being 

acquired independently from independent evidence.  

Furthermore, these data provided evidence that the principled/non-principled distinction 

is distinct from the generic/non-generic distinction. Properties that were introduced with 

information that the property/kind relation was generic-supporting, in the Statistical Generic 

introduction frame, did not subsequently license normative expectations. In fact, the Statistical 

Generic condition did not differ from the No Information condition, which provided no specific 

information about the relationship between the kind and the property, and both of these non-

principled conditions led to normative ratings undifferentiated from the midpoint of the 

normative scale (labelled “Unsure”). These data reflect the fact that introducing a property with 

explicit linguistic information that the kind/property relation is generic-supporting, or 

introducing a property that might alone be expected to be generic-supporting (e.g., having fur), is 

not sufficient to license the signatures of principled connections. Moreover, the fact that 

participants selected a rating of “Unsure” for the normative value of these properties, may reflect 

their cognitive status as generic-supporting properties, which are candidates for being principled 

as participants come to gain more experience with instances of these kinds. In contrast, and as 
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predicted, properties that are accidentally related to the kind are not even candidate properties to 

be represented via a principled connection.  

Although all principled introduction frames led to kind/property relations that license 

normative expectations, introducing a property with the Formal Explanation frame (“It has fur 

because it is a blick”) led to lower normative ratings of there being something wrong with a new 

blick without fur than did the other three principled frames. This result, though not predicted, is 

interpretable. Haward et al. (2018) provided evidence that principledly-connected properties of 

known kinds license the formal explanation and normative signatures more so than merely 

generic-licensing properties by age four. From ages 4 through adulthood, participants answer 

“why does this (pointing to a duck) have feathers?” with “because it’s a duck” more than they 

answer “why is this (pointing to a tire) black?’ with “because it is a tire.”  And they also judge 

there is something wrong with a duck without feathers to a greater extent than there is something 

wrong with a tire that isn’t black. But in these studies, at all ages, the differentiation between 

principled-connected and merely generic-licensing properties was less pronounced for formal 

explanation than for normative judgments. Haward et al. (2018) speculate that this is because 

explanation, per se, is fundamentally a pragmatic phenomenon. That is, what explanation is 

called for depends upon why the questions is being asked, and sometimes even for merely 

generically-licensed properties the explanation giver may think that the questioner for some 

reason does not know the relevant kind, licensing providing that information in the explanation. 

This line of argument might explain why, although principled-connections license formal 

explanation to a greater extent than other generic-licensing relations, hearing a formal 

explanation does not provide as strong evidence for a principled connection between a property 

and a newly encountered kind than do the other signatures of this relation. 
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Finally, Experiment 1 suggests two sources of evidence which might be drawn upon to 

determine which properties of any new kind representation are principled. First, the planned 

analysis of introduction frame suggests that if a property of a novel kind is heard together with a 

signature of principled connections, then this information can be used to establish the property as 

principled for that kind. Second, our exploratory analyses suggested that people may make use of 

knowledge about which types of properties (e.g., material, parts) for different domains (e.g., 

animal, artifact) are typically principled when establishing principled connections between 

properties and kinds. 

3. Experiment 2 

Experiment 1 demonstrated that when a property of a novel kind is introduced with a 

signature of principled connections (e.g., “It has a handle because it is a liff”),  a different 

signature of principled connections is then licensed for that property-kind relation, even though 

no evidence was provided for this second signature (e.g, participants then judge there to be 

something wrong with a liff that lacks a handle). Introducing a property with a Statistical Generic 

(e.g,. “Almost all liffs have a handle”), or a No Information introduction frame that provides no 

information about the relationship between the kind and the property (e.g., “It has a handle and it 

is a liff”), does not have the same consequence. The Statistical Generic introduction frame was 

chosen because it provides participants direct evidence that the kind/property relation is generic-

licensing (e.g., “Almost all blicks have fur”). The No Information introduction frame itself does 

not provide generic-licensing information, but we chose properties that we assumed participants 

would take to be generic-licensing: type of body covering (e.g., fur) and structure of body parts 

(e.g., having 3 legs) for novel animal kinds, structure of object parts (e.g., having a handle) and 

material composition (e.g., being made of wood) for novel artifact kinds. These two information 
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frames were chosen as controls since we assumed that both principled and non-principled 

generic-supporting properties should license a true generic, and we were exploring whether only 

those properties represented via a principled connection would license the signatures of 

principled connections within the representations of newly learned kind concepts.  

The purpose of Experiment 2 was to confirm our assumptions that all introduction frames 

in Experiment 1 yield kind-property relations that are generic-licensing. This assumption is 

important since assessing the Acquisition Machinery hypothesis requires establishing that what 

people were learning about the critical properties in Experiment 1, in the principled introduction 

frame conditions, was not merely that they were generic supporting. Thus, Experiment 2 tests 

whether all introduction frames, and all kind-critical property relations from Experiment 1, 

license a true generic. In order to test for this, Experiment 2 was identical to Experiment 1, apart 

from the dependent measure. In Experiment 2, instead of being asked whether there is something 

wrong with a new instance of a kind lacking the critical property, participants instead evaluated 

whether a generic sentence that stated that the critical property was characteristic of the kind was 

true (e.g., “Blicks have fur,” for the kind blick and the property of having fur), again using a 

Likert scale from -3 to +3.  We predict that, unlike Experiment 1, ratings in all conditions should 

be high, robustly on the positive end of the rating scale.  

3.1. Method 

3.1.1. Participants. 506 adults participated online using Amazon’s Mechanical Turk. The 

primary language of all participants was English, and all participants were located in the United 

States. As in Experiment 1, per our preregistered exclusion criteria, we excluded participants 

who answered 3 or more catch questions incorrectly, out of 8 total catch questions. This yielded 

77 participants in the Part Of condition, 77 participants in the Formal Explanation condition, 82 
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participants in the bare plural By Virtue condition, 83 participants in the indefinite By Virtue 

condition, 80 participants in the Statistical Generic condition, and 77 participants in the No 

Information condition.    

3.1.2. Stimuli and Procedures. The stimuli were identical to those of Experiment 1.  The 

experiment unfolded as in Figure 4, through Page 1.  On Pages 2 and 3, participants were 

presented with a bare plural generic sentence about  the kind and the critical property (e.g., 

“Blicks have fur”), or the kind and the accidental property (e.g., “Blicks have a piece of grass on 

them”), and they were asked to judge for each if it was true. For example, they were presented 

with the sentence “Blicks have fur,” and asked: “To what extent does this sentence strike you as 

true?” Participants provided their responses on a 7-point Likert scale from -3 (Definitely false) to 

3 (Definitely true) with the midpoint labeled as 0 (Unsure).  As in Experiment 1, the order of the 

critical question and accidental question was counterbalanced across trials.  

3.2. Results 

Experiment 2 confirmed that the information in all introduction frames, together with the 

nature of the critical properties themselves, establish each kind-critical property relation as 

generic-licensing (see Figure 5). Planned t-tests confirmed that generics like “Blicks have fur” or 

“Timbles have three rings” are licensed when the critical property is introduced with the Part Of 

frame (M=2.71, SD=.49, t(76)=48.21, p<.001), the Formal Explanation frame (M=2.60, SD=.62, 

t(76)=36.80, p<.001), the bare plural By Virtue frame (M=2.75, SD=.49, t(81)=50.31, p<.001), 

the indefinite By Virtue frame (M=2.60, SD=.67, t(82)=35.05, p<.001), the Statistical Generic 

frame (N=80, M=2.06, SD=.71, t(79)=25.90, p<.001) and the No Information frame (M=2.23, 

SD=.81, t(76)=24.70, p<.001). These results show clear differentiation from Experiment 1, in 

which only the principled connection conditions differed significantly from the midpoint of the 
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Likert scale, which in that case was a test of the normative expectations participants had about 

the critical properties.  

Truth ratings for generic statements involving each critical property were significantly 

different from those given for generic statements involving the accidental properties (e.g., 

“Blicks have a piece of grass on them” or “Feps are next to a rock”: N=505, M=.59, SD=1.60).9  

Importantly, this was true in the No Information Frame condition alone (critical property generic 

rating: 2.29; accidental property generic rating: .54) confirming that the critical properties 

themselves were recognized as potentially generic licensing in these kinds. This differentiation 

between accidental and critical properties was also true of the normative judgement dependent 

variable of Experiment 1. However, in Experiment 1, participants gave ratings for accidental 

properties that were robustly lower than the midpoint (-1.97), saying that they were confident 

that there was nothing wrong with a blick without a piece of grass on it, whereas in Experiment 

2, their judgements hovered near to “unsure” whether the generics were true (Over 506 

participants, the ratings of .56 were significantly greater than 0).  That is, participants were 

unsure whether, or slightly accepting that, properties we chose to be accidental licensed a true 

generic, whereas they were quite sure that there was nothing wrong with a novel kind that lacked 

its accidental property.  This finding underlines another way in which a property’s status as 

generic licensing is sharply distinguished from a property’s status as principled. In Experiment 1 

participants rejected these properties as principled, whereas in Experiment 2 they were unsure 

 
9 Truth ratings for critical properties were greater than those for accidental properties in the Part Of condition 
(critical: M=2.71, accidental: M=.46, t(1,76)=11.62, p<.001), Formal Explanation condition (critical: M=2.60, 
accidental: M=.76, t(1,76)=8.77, p<.001), bare plural By Virtue condition (critical: M=2.75, accidental: M=.65, 
t(1,81)=11.87, p<.001), indefinite By Virtue condition (critical: M=2.60, accidental: M=.24, t(1,82)=11.40, p<.001), 
Statistical Generic condition (critical: M=2.06, accidental: M=.47, t(1,79)=9.95, p<.001) and No Information 
condition (critical: M=2.29, accidental: M=.54, t(1,76)=9.69, p<.001).   
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whether they were generic-licensing.10 We return to the perhaps surprising finding that 

participants accepted “daxes are next to a rock” as a true generic to any extent in the general 

discussion.  

Exploratory analyses confirmed that the generic ratings in Experiment 2 patterned 

differently from the normative ratings in Experiment 1. An 2x6x2x2 ANOVA investigated the 

effect of experiment (Experiment 1 vs Experiment 2), introduction frame (Part Of, Formal 

Explanation, bare plural By Virtue, indefinite By Virtue, Statistical Generic, No Information), 

domain (animate kind, artifact kind), and property type (part, material) on the Likert ratings 

provided in each experiment. There were two crucial interactions. First, there was an interaction 

between experiment and introduction frame (F(5,3636)=18.08, p<.001; see Figure 5). The 

differentiation between the principled frames and control frames in Experiment 1 was 

significantly more pronounced than the differentiation between the principled frames and control 

frames in Experiment 2. Second, there was a three-way interaction between experiment, domain, 

and property type (F(1,3636)=9.84, p=.002; see Figure 6). In Experiment 1, for artifacts, 

participants were more likely to judge there to be something wrong with an entity missing a part 

than for an entity made of a different material. For animals, the two property types (parts, 

material) were not differentiated. In Experiment 2 we find no such interaction between domain 

and property type. Though exploratory, these results further suggest participants are treating their 

evaluation of a critical property’s status as generic licensing in Experiment 2 in an entirely 

 
10 See Table 1 for the accidental properties used in both Experiment 1 and Experiment 2. These properties are 
clearly accidentally related to the individuals tested. However, with further evidence, some of these accidental 
properties may come to be seen as generic-licensing (e.g., “This blick is next to a rock”). As such, it makes sense 
why participants do not rate these statements as false, while at the same time not robustly endorsing them as generic 
licensing in the way they do for properties like having fur, having legs, having a handle, and being made of wood.  
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different manner from their normative evaluation of the very same critical properties in 

Experiment 1.11  

3.3. Discussion  

Experiment 2 provides evidence that all of the introduction frames, together with the 

nature of the properties themselves, establish the critical properties as generic-licensing. In all 

introduction frame conditions, participants overwhelmingly judged that a bare plural generic 

involving the critical property and kind was true (e.g., “Blicks have fur” “Wugs have a tail”). 

This included the no information condition, which provided no information about the 

relationship between the kind and the property. This latter result confirms that the critical 

properties used for all conditions in Experiment 1 were by themselves generic-supporting (e.g., 

having fur, having a tail, having a handle, being made of wood). These data therefore 

demonstrate a key difference between a property’s status as generic-licensing, which is true of 

the kind/property relations established in all 6 conditions in this paper, and a property’s status as 

principledly-connected to a kind, which was only true of the kind/property relationships 

established by the 4 principled introduction frames in Experiment 1. Unlike in Experiment 2, in 

Experiment 1, it was only in these 4 principled conditions that participants actively assigned 

normative ratings to the critical properties, with ratings that differed from the midpoint (Unsure) 

of the normative scale.  

Further exploratory analyses provided additional support for a fundamental distinction 

between properties that bear principled connections to a newly learned kind and properties that 

 
11 In addition to the results noted in the main text, the ANOVA also revealed main effects of experiment 
(Experiment 1 vs Experiment 2; F(1,3636)=1782.96, p<.001) introduction frame (F(5,3636)=82.55, p<.001), domain 
(F(1,3636)=24.95, p<.001), and property type (F(1,3636)=31.70, p<.001). Furthermore, there was an interaction 
between experiment and domain (F(1,3636)=7.87, p=.005), experiment and property type (F(1,3636)=25.31, 
p<.001) and domain and property type (F(1,3636)=7.31, p=.007).  
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are merely considered to characterize the kind (are merely generic-licensing).  First, when 

participants were asked to consider a critical property’s status as principled in Experiment 1, the 

normative ratings they provided (a signature of principled connections) were much higher if the 

property was first introduced with a signature of principled connections. In contrast, when 

participants were asked to consider the very same critical property’s status as generic-licensing 

in Experiment 2, the truth ratings they provided were less conditional on the introduction frame 

with which the property was introduced (principled vs control). Second, when considering a 

critical property’s status as principled in Experiment 1, participants brought prior knowledge 

about the types of properties that typically are / are not principled for known kinds, and they used 

this knowledge to determine whether any given property of a novel kind was principled. This 

was reflected in their higher normative ratings when an instance of an artifact kind lacked a part 

(e.g., a leg) compared to when it lacked a material property (e.g., when it was not made of 

wood). In Experiment 2, there were no such effects on truth ratings about whether the same 

property was generic-licensing. Both of these results demonstrate that a property’s status as 

principled is quite different from its status as generic-licensing. 

Together, Experiments 1 and 2 therefore provide evidence for the Principled Connections 

Part of the Kind Acquisition Machinery hypothesis. While each of the introduction frames used 

in these experiments establishes the property as generic-licensing, only the four principled 

introduction frames have the consequence of licensing a different signature of principled 

connection for which participants had received no evidence. These experiments therefore provide 

evidence for the principled/non-principled distinction in a novel kind paradigm. They support the 

hypothesis that principled connections can structure novel kind representations and so support 
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the hypothesis that principled connections are part of the formal generative machinery used to 

generate and structure novel kind representations.   

4. General Discussion 

The experiments in this paper yielded four results that together suggest that principled 

connections are part of the kind acquisition machinery. First, participants in Experiment 1 

established a principled connection between a property and a novel kind for which they had no 

specific statistical or causal knowledge. That is,  Experiment 1 demonstrated that when adults 

encounter a potentially-generic-supporting property of a novel kind introduced with the formal 

explanation signature, “part of” signature, or “by virtue” signature of principled connections, 

then they judge there to be something wrong with an instance of a kind that lacks that property—

a reflection of the normative signature of principled connections. This was true despite the fact 

that no direct evidence was provided for the normative signature. Second, principled connections 

are differentiated from merely generic supporting properties as soon as a novel kind has been 

generated. In support of this, when adults are introduced to properties that would plausibly be 

generic licensing for most newly learned kinds (e.g., a handle, legs, fur) without a signature of 

principled connections (e.g., “It has fur and it is a blick”), then the normative signature is not 

triggered for that property/kind relation. Nor is it triggered when additional linguistic generic-

licensing information is provided on top of this property information, for the same property/kind 

relations (e.g., “Almost all blicks have fur”). This differentiation between principledly-connected 

properties and generic-licensing properties demonstrates that principled connections in novel 

kinds are present in essentially the same form as they are present for known kinds, in which they 

are also differentiated from merely generic-licensing properties. Third, Experiment 1 showed 

that at least two different sources of evidence can be drawn upon as an adult tries to decide which 
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properties are principled for any given kind. Not only is evidence that one of the signatures is 

licensed for a given kind/property relation sufficient to set it as principled, adults also make use 

of their prior knowledge about which properties are principledly-connected to known kinds. For 

example, material properties of artifacts are rarely principled for known kinds—e.g., wood is not 

principled for the representations table or door, despite the fact that the sentences “tables are 

made of wood” and “doors are made of wood” are judged as true generics. In Experiment 1, 

participants were much less likely to take a property as principled if it was a material property of 

an artifact, compared to a part (e.g., handle), whereas for animate kinds both types of property 

were equally likely to be taken as principled. Fourth, Experiment 2 provided two further sources 

of evidence for the distinction between merely generic-licensing properties and properties that 

additionally bear a principled connections to newly encountered kinds. First, it confirmed that all 

six conditions—both the principled and non-principled conditions—establish kinds/properties as 

generic-licensing (e.g., in all conditions, sentences like “Blicks have fur” and “Liffs are made of 

wood” are judged as true), whereas in Experiment 1, only properties that were introduced in a 

principled frame triggered the normative signature for that kind/property relation. Second, in 

Experiment 1 participants were less likely to demonstrate a signature of principled connections 

for the material properties of artifacts, whereas for judgements of generic-licensing (Experiment 

2) we saw no such effect. Altogether, these results provide strong evidence for the hypothesis 

that principled connections are part of the kind acquisition machinery, structuring new kind 

representations.  

4.1. The acquisition of principled connections  

That principled connections structure new kind representations raises a crucial question. 

How do learners know which properties of a kind should be represented as principled? The 
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studies in the present paper provide some initial data which illuminate an answer to this question, 

and also suggest avenues for future research. First, the logic of Experiment 1 presupposed that 

linguistic evidence of a signature of principled connections would be sufficient for marking a 

property as principled, and tested this hypothesis by seeing whether hearing one signature of 

principled connections (sentences like “It has fur because it is a dax,” “Having fur is one part of 

being a dax,” and “Daxes, by virtue of being daxes, have fur”) would license a completely 

different signature (“There is something wrong with a dax that does not have fur”).  There is 

much further work do be done here.  A limitation of this work is that we tested introduction 

frames with only 3 of the signatures of principled connections previously attested, and with only 

one signature as the dependent variable. The relations seen here should hold among any two 

signatures; ongoing studies are testing this hypothesis.   

Also, we presupposed that hearing a signature of principled connections provides 

sufficient evidence to mark a property as bearing a principled connection to the kind, but we also 

used critical properties for which participants might have had over-hypotheses that that property 

type often bears principled connections to the kind.  Future work should explore blank 

predicates, and even predicates about which participants might have over-hypotheses that the 

property is accidental in that kind, to test the hypothesis that hearing a signature of principled 

connections is sufficient to mark a property as principled. 

Still, we did find that, indeed, hearing a property attributed to a kind via a principled 

connection did license another signature of principled connections, and this suggests that this 

might be a mechanism through which participants decide that a given property is part of what is 

is to be that kind. This raises the question of whether this mechanism is actually part of the 
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process by which people do so. A first step might be corpus analyses probing the frequency in 

speech of the signatures of principled connections.   

We can draw another important conclusion from the results of the present paper. The 

results of Experiment 1 suggested that people possess knowledge about which types of properties 

(e.g., material, parts) for different domains (e.g., animal, artifact) are typically principled in 

known kinds and that this knowledge may contribute to whether they take a property to be 

principled for a novel kind.  The interaction between domain and property type in Experiment 1 

suggests that antecedent knowledge of these generalizations constrain participants’ hypotheses 

concerning which properties are likely to be principled for any given novel kind.   

Over-hypotheses—hypotheses such as every kind of animal makes a characteristic sound 

have been suggested as providing a mechanism through which domain based knowledge of the 

type found in Experiment 1 might be acquired (Goodman, 1955; Kemp, Perfors & Tenenbaum, 

2007; Macario, Billman & Shipley, 1990; Shipley, 1993). Could such a mechanism be used to 

set a property as principled for a given kind and property? As noted in Prasada (2017), 

overhypotheses cannot be the sole source of evidence relevant to acquiring principled 

connections. For overhypotheses to guide the acquisition of principled connections they must be 

formulated as overhypotheses about properties that have principled connections to kinds within a 

domain. Unless such overhypotheses are innate, the learner must have some other way of 

identifying the principled connections between kinds and properties that form the basis for the 

learned overhypotheses. As such, it would appear that overhypotheses are unlikely to be the only 

mechanism through which learners learn which properties are principledly-connected to kinds.  

Of course, the same observation applies to signatures of principled connections being the 

sole source of information for deciding that a property is principled for properties of novel kinds.  
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A given property/kind relation must be recognized as a principled connection before it will be 

expressed with a signature of that connection. Clearly, future research should investigate further 

exactly which types of information may be used to represent a property as principled. Research is 

ongoing in our laboratories exploring whether domain specific causal information (e.g., design 

information for artifacts) might be sufficient to mark a property as principled, as well as the 

extent to which constraints exist about the types of properties that might be expected to be 

principled within different domains.   

4.2. The formal structure of kind representations  

 Here we are concerned with the question of what structure, present in all kind 

representations across all content domains, makes each of these representations kind 

representations?  We call that structure the formal structure of kind representations, and note that 

it plays a number of critical roles in mental life. It guides the acquisition of new kind 

representations, by providing the learner with formal characteristics that can immediately 

structure a novel kind representation. Once configured for a particular representation, these 

formal characteristics provide a unique kind-centric perspective for thinking and speaking about 

the entities we encounter as kinds of things, rather than as, for example, representations of 

individuals, or representations of sets.    

Most fundamentally, the formal structure of kind representations provides the means for 

thinking and talking about kinds and the indefinitely many instances that the kind contains 

(Macnamara, 1986; Prasada & Hall, 2019). Once generated, a formal/explicit representation of a 

kind (e.g., dog, spanner, tree) provides the means to characterize instances of that kind in ways 

that are expressed through true generics like “dogs wear collars” and “dogs have four legs” 

(Gelman, 2003; Strevens, 2000) or via representations of a “kind-syndrome” (Margolis, 1998; 
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Laurence & Margolis, 2002). Kind representations also provide the means for thinking thoughts 

about kinds themselves, such as the thought that dogs evolved from wolves, which is distinct 

from the thought that individual dogs evolved from individual wolves. The formal structure of 

kind representations have also been hypothesized to make available formal distinctions between 

kinds of kinds that are reflected in language and thought (Jackendoff, 1983; Prasada, 2017; 

Pustejovsky, 1995).  Finally, Strevens (2012) has proposed that the introduction of theoretical 

terms into scientific discourse may require a mechanism with a structure akin to that of kind 

representations. 

 The present paper provides the first evidence that principled connections are part of the 

acquisition machinery for kind representations, which in turn provides strong confirmation of the 

hypothesis that they are part of the formal structure of kind representations. These studies build 

on previous research which demonstrates the domain generality of principled connections across 

natural kinds, artifact kinds, and social kinds (Prasada & Dillingham, 2006, 2009; Prasada, et al. 

2013) and which shows that principled connections are represented in the child's representations 

of familiar kinds early in development, by at least age four (Haward et al., 2018), both of which 

are consistent with this piece of cognitive structure being a formal part of kind representations, 

part of the machinery that sets up each and every kind representation.  

 Still, these studies leave open the course of acquisition of this kind acquisition machinery 

itself, for these studies are with adults, who may have abstracted the formal structure of kind 

representations from their vast experience with kind representations in natural language.  

Contrary to that hypothesis, Haward et al., (2017; in preparation) show that the distinction 

between properties with principled connections and merely generic-licensing properties of newly 

encountered kinds is already part of the acquisition machinery for novel kinds by age 4.  
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Preschool children also establish principled connections for properties of novel kinds upon 

hearing those properties introduced in a frame that includes a signature of principled connections 

(e.g., see also Brandone et al., for evidence of a different subtle aspect of the acquisition 

machinery for generic concepts that is shared between adults and preschool children).    

 Noun learning is often considered easy, because nouns are often used to refer to objects 

that are easily observed in the environment (e.g., see Gleitman, human simulation paradigm). On 

the contrary, noun representations are highly structured, distinguishing between generic 

meanings and representations that refer to particular individuals or sets, and distinguishing 

between different kinds of generics. If noun representations are easily learned, it is because much 

of this abstract structure guides that learning.   

 

 

 

 

 

 

 

 

 

 

 

 

 



  

 108 
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1. Introduction 

 Human beings are the only species to produce such a vast number of representations for 

kinds of things. Throughout conceptual development, a normally developing child will come to 

acquire thousands of concepts for kinds of things like tree, unicycle, aardvark, city, and triangle, 

often from quite limited evidence, and without explicit instruction (Bloom, 2000; Markson, 

Diesendruck, & Bloom, 2008). These representations enter crucially into almost every aspect of 

human life. They provide the meanings for most nouns in natural language, and as such they sit 

at an important interface with the combinatorial operations of symbolic, potentially distinctively 

human thought. They are recruited when we form causal theories about how the world works 

(say, theories of how aardvarks live, hunt, and reproduce; Gelman, 2003). And we cannot help 

but interpret the entities we encounter on a daily basis as instances of one or another kind. Take 

the scene in front of you right now. You do not think about the entities you can see as 

meaningless, spatiotemporally-bounded individuals, but rather as a desk, a table, a wall, and a 

coffee cup, licensing a range of rich inferences about what these objects are, what they do, and 

where they might have come from.  

 Given the importance of kind representations for human thought, inquiry into the nature 

and origin of kind representations has been at the heart of much research on conceptual structure 

and conceptual development (Carey, 1985; Cimpian, 2016; Gelman, 2003; Keil, 1989; 

Macnamara, 1986; Margolis, 1998; Prasada, 2016; Xu, 2005, 2012). The present research seeks 

to add to our understanding of the formal structure of kind representations – the structure that is 

present in all kind representations and that makes these representations kind representations, 

rather than some other sort of mental representation such as a set representation, or a property 

representation, or a logical operator representation, or any of the other types of mental 



  

 110 

representation that the mind possesses. If there is a formal structure of kind representations, this 

structure must enter into the generation of each and every kind representation. The present paper 

explores the role of this formal structure in the acquisition and structuring of new kind 

representations throughout conceptual development. 

1.1. Evidence for an early emerging formal structure to kind representations 

The most fundamental component of an early emerging formal structure of kind 

representations is our capacity to generate a kind symbol—e.g., the symbol dog which allows us 

to think and talk about an indefinite number of dogs. This kind-member relation is present from 

early in conceptual development; by age three, when children are taught a property of a member 

of a novel kind, they then generalize it to other kind members (e.g., Booth and Waxman; 2002; 

Cimpian, Brandone & Gelman, 2010; Gelman, 2003; Hall & Waxman, 2004). At this age, 

children can also use the symbol dog to predicate properties of the kind in natural language; 

three-year-olds understand that generic sentences like “Dogs bark,” “Dogs chase sticks,” and 

“Dogs have fur” characterize entire kinds, rather than specific sets of individuals (e.g., the dogs 

in New York last Tuesday; Brandone et al., 2012; Cimpian, Brandone & Gelman, 2010; 

Hollander et al., 2002; Leslie and Gelman, 2012). 

 This highlights a second formal feature of kind representations. All kind representations 

include an early emerging conceptual distinction between properties understood as true of a kind 

(generic-supporting properties, such as barking and chasing sticks for dogs), and properties that 

might be present in members of the kind on particular occasions, but which are not understood as 

true of the kind in general (accidental properties such as being next to a tree for a dog; Cimpian, 

Brandone, & Gelman, 2010; Gelman, 2003; Hollander, Gelman, & Star, 2002; Leslie & Gelman, 

2012). Consider as another example, the kind representations table and house. For table and 
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house, generic sentences like “tables have a flat surface,” and “houses have bedrooms” reflect an 

understanding that the property in question in some way characterizes the kind. Having a flat 

surface and having bedrooms characterize the kinds tables and houses, respectively, unlike 

idiosyncratic properties such as being dirty, being old or being defective, which may be true of 

individual tables or houses, but which are not understood as being true of the kinds. The 

distinction between generic-supporting and idiosyncratic/accidentally-related properties emerges 

early in ontogenesis, reflected in the child’s language and thought by at least age three (Gelman, 

2003).  

Generic-supporting properties are not simply those properties that are true of most or all 

members of the kind. Take expressions like “Sharks kill bathers” or “Ticks carry Lyme disease” 

which are readily accepted as true generics even though a very small percentage of sharks kill 

bathers and a very small percentage of ticks actually carry Lyme disease (Leslie, 2012). 

Furthermore, a property can be highly prevalent in instances of a kind and yet not characterize 

the kind. Most Americans are right handed and most books are paperbacks, yet we cannot 

characterize Americans as right-handed or books as paperbacks—the generic sentences 

“Americans are right-handed” and “Books are paperbacks” are both judged to be false. These 

observations illustrate how generic-licensing properties are a much broader and more nuanced 

set of properties than those that are simply high in statistical prevalence (Leslie, 2014).  

Young children show a sophisticated adult-like understanding of generic-supporting 

properties. If children are first introduced to a property within a generic expression (e.g,. 

“Blickets have spots”) and subsequently asked to predict the number of instances that have that 

property, they will expect the property to be possessed by almost all instances of the kind. This 

reflects an understanding that generics can be licensed due to high statistical prevalence (e.g., 



  

 112 

“Tires are black,” “Tables are made of wood”). Four-year-olds have this expectation to the same 

degree as seven-year-olds and adults (Brandone, Gelman, & Hedglen, 2015). However, 

participants across the same age range also accept generics when they know only a small number 

of kind members possess a property. If participants are asked to judge the truth of a generic after 

being provided with information about the prevalence of the property in instances of the kind, 

they will accept a generic as true for a variety of prevalence levels (e.g., even when only 10% or 

30% of blickets have spots). Again, these judgments are stable with age. Taken together, each of 

these results suggests that throughout conceptual development, and into adulthood, humans 

represent a set of properties as being generic-licensing for each kind representation.  

Within the class of generic-supporting properties for any given kind representation we 

observe a further early-emerging distinction. A rich line of thought, tracing back to Aristotle 

(Charlton, 1970; Witt, 1989; 1998), proposes that for all kinds, only a subset of the generic-

supporting properties capture the core identity of the kind, what it means to be a particular kind 

of thing (Aristotle in Charlton, 1970; Cudworth, 1688; Haward, Carey, Wagner and Prasada, 

2018; Moravcsik, 1975; Prasada and Dillingham, 2006; Pustejovsky, 1995). These are properties 

like telling time for a watch, barking for a dog, designing buildings for an architect, and having 

three sides for a triangle. These properties are said to bear “principled connections” to their 

kinds (Haward et al., 2018; Prasada and Dillingham, 2006; 2009) and are distinguished from 

merely generic supporting properties by a variety of conceptual and linguistic signatures. Take 

“tires are round” and “tires are black” as examples. Both are judged as true generics. However, 

participants accept formal explanations for why a particular tire is round (“because it’s a tire”) 

moreso than for why a particular tire is black, judge that there is something wrong with a tire that 

is not round, whereas there is nothing wrong with a tire that isn’t black, take a singular sentence 
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“a tire is round” to express a generic while “a tire is black” is taken to refer to a particular tire, 

accept as true “tires, by virtue of being tires, are round” or “being round is part of being a tire” 

more than the comparable statements about being black. All of these generalizations are true 

when prevalence of the properties within their kinds is controlled. These signatures hold for the 

same properties of each kind, and for kinds from different domains (e.g, having a roof for a barn, 

telling time for a watch, barking for a dog, designing buildings for an architect).  

As with the generic/non-generic distinction, the principled/generic distinction is present 

early in conceptual development, reflected in the child’s known kind representations by least age 

four (Haward et al., 2018). In explaining why a barn has a roof (a principled connection of barns) 

a four-year-old is more likely to provide a formal explanation (“Because it’s a barn!”), than when 

explaining why a barn is red (a merely generic-licensing property). Furthermore, four-year-olds, 

like adults, will be more likely to say there is something wrong with an instance of a kind that 

lacks a principledly-connected property (e.g., a barn without a roof) than one lacking a merely 

generic-licensing property (e.g., a barn that’s not red). Crucially, four-year-olds have these 

expectations to the same degree as seven-year-olds and adults.  

The early emergence of each of these distinctions, their apparent presence across all kind 

representations, and their stable presence throughout conceptual development, points to each 

being part of the formal structure of kind representations—the structure that makes these 

representations kind representations. All kind representations naturally represent a kind-member 

relationship from early in conceptual development. All kind representations represent some 

properties as generic-licensing, and all kind representations represent some properties as bearing 

a principled connection to the kind.  
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1.2. The Acquisition of New Kind Representations.  

Much prior research has demonstrated that humans are endowed with machinery for 

setting up new kind representations from only a single encounter with what they take to be a 

novel kind of thing. This is reflected in the fact that hearing a novel noun, even at the earliest 

stages of conceptual development, leads participants to generate a representation for a new kind 

(e.g., Balaban & Waxman, 1997; Booth and Waxman, 2002; Cimpian, Brandone & Gelman, 

2010; Gelman, 2003; Hall & Waxman, 2004; Waxman & Markow, 1995; Xu, Cote, and Baker, 

2005). For instance, as discussed above, if a child or adult hears a novel noun (e.g., “blicket”), 

she can immediately attribute a property to the kind, blickets, using generic sentences like 

“Blickets have spots” “Blickets live in caves” “Blickets are green” and so on (Cimpian, 

Brandone, & Gelman, 2010; Leslie & Gelman, 2012). As also mentioned above, adults 

distinguish between accidental and generic supporting properties in their initial representations 

of newly encountered kinds (Sutherland et al., 2014). That is, the hypothesized formal 

distinctions introduced in the previous section are not only present in investigated known kind 

representations, but they also structure new kind representations, as soon as those representations 

have been formed by our generative kind acquisition machinery. These results add further 

support to the claim that these really are formal aspects of kind representations, since formal 

structure is the structure we take to be part of each and every kind representation.  

Along these lines, Haward et al (under review) provided evidence that principled 

connections are part of the adult’s kind acquisition machinery. When adult participants are 

introduced to a property of a novel kind with evidence that it licenses one of the signatures of 

principled connections (e.g., “It has fur because it is a blick”), they then expect a different 

signature of principled connections to be licensed for that property (e.g., they judge there to be 
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something wrong with a blick that lacks fur). This was true even though no direct evidence was 

provided for this second signature. Furthermore, introducing a property of a novel kind with any 

one of three different signatures of principled connections has this same normative consequence 

(e.g., “It has fur because it is a blick,” “Blicks, by virtue of being blicks, have fur,” “Having fur 

is part of being a blick”). But when the same properties and kinds are introduced without a 

principled connection signature (e.g., “It has fur and it is a blick” or “Almost all blicks have 

fur”), then adults do not expect the normative signature of principled connections to be licensed 

(e.g., they do not judge there to be something wrong with a blick that lacks fur). Furthermore, 

Haward et al. found that in all of these introduction frames participants accepted true generics for 

the kind/property relations (e.g., “Blicks have fur”). This latter finding demonstrates that they 

conceived of these properties as generic-licensing in all conditions, but only inferred the 

normative signature of principled connections when the kind/property relation had first been 

introduced with evidence that it was principledly-connected to that kind. These data demonstrate 

that the distinction between a generic-licensing property and a principledly-connected property is 

present in a completely new kind representation, and thus provide evidence that principled 

connections are part of the kind acquisition machinery that generates and structures new kind 

representations.   

 The present studies investigate whether principled connections can structure the child’s 

novel kind representations. Each of the other formal distinctions mentioned above is present in 

the kind acquisition machinery from age four to adulthood. Both 4-year-olds and adults can 

generate a new kind symbol, represent properties as generic-licensing, and represent these 

properties as distinct from accidental properties, and they can do this from a single encounter 

with a novel entity. Each of these distinctions is therefore likely part of the kind acquisition 
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machinery, used to structure kind representations throughout conceptual development. They 

motivate investigating whether the four year old’s kind acquisition machinery also includes 

principled connections (call this the Principled Connections Part of Early Acquisition Machinery 

hypothesis, sometimes shortened to Early Acquisition Machinery hypothesis). On this 

hypothesis, principled connections are like the rest of the formal machinery that is part of an 

early emerging generative kind system—present as part of it by at least age four. We can contrast 

the Early Acquisition Machinery hypothesis with the Principled Connections NOT Part of Early 

Acquisition Machinery hypothesis. On this alternative hypothesis, although adults can structure 

novel kind representations with principled connections, young children cannot. Instead, humans 

might require much experience with kinds, generics, and the co-occurrence of the signatures of 

principled connections with particular properties of kinds before they form the generalization 

that, for a given property of a novel kind, a suite of signatures should be triggered if the property 

is conceived of as part of what it means to be that kind of thing, part of its central meaning.  

We adjudicated between these two hypotheses by adopting a similar paradigm to the 

adult studies of Haward et al. (under review) with four- to eight-year-olds, as well as with a new 

sample of adult participants. Participants were introduced to novel animals and artifacts. On each 

trial, they were introduced to an instance of one of these novel kinds, and taught a plausibly 

generic-licensing property of that instance. These were properties that have been shown to be 

strong candidates for being generic-supporting (e.g., fur, legs, a handle; see Haward et al., 2018; 

Haward et al., under review for evidence that both child and adult participants expect these sorts 

of properties to be generic-licensing).  

The current paradigm included two conditions, contrasted by the linguistic introduction 

frame that introduced a property of a novel kind. In a principled condition, the introduction 
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frame provided evidence that the property licenses the formal explanation signature of principled 

connections (“It has fur because it is a blick,” called the Formal Explanation frame) and in a 

non-principled condition, participants were introduced to the same kind and property in an 

introduction frame that lacks this evidence (“It has fur and it is a blick,” called the No 

Information frame). Upon test, we asked whether there was something wrong with an instance of 

a kind that lacked that property (e.g., a blick without fur)—a test of whether the normative 

signature was licensed for that kind/property relation. On the Early Acquisition Machinery 

hypothesis, when a property is introduced with the formal explanation signature of principled 

connections, child participants, like adults in Haward et al. (under review), should judge there to 

be something wrong with an instance that lacks that property more than when the property is 

introduced without specific evidence that it licenses the formal explanation signature. The 

alternative hypothesis is that the child’s kind acquisition machinery does not include principled 

connections. On this alternative, evidence that a property licenses a formal explanation cannot 

indicate to participants that it is principledly-connected to that kind, and so cannot immediately 

trigger the normative signature for that kind/property relation.  

Three features of the current experimental paradigm make it well suited to test this 

hypothesis with young children. First, as already noted, both the formal explanation signature 

(our manipulation in the current paradigm) and the normative signature (which our dependent 

measure will test for) have been shown to be licensed by principledly-connected properties of 

known kind representations from age 4 to adulthood (e.g., telling time for a watch, being green 

for a cucumber, or having four legs for a cow; Haward et al., 2018). As in Haward et al. (under 

review), the current paradigm presupposes that children can take information that a property 

licenses one of the signatures (e.g., “It has a handle because it is a timble”) as evidence that the 
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property is principledly-connected to the kind. In using signatures which have been shown to be 

reflected in the child’s known kind representations, we raise the chance that they can use this 

information as evidence—a prerequisite in testing our hypothesis that one signature licenses a 

different, untaught signature. Second, instead of using a Likert scale for the normative judgment 

dependent measure, children were tested using a binary forced choice (yes/no) response, since 

children sometimes struggle to make judgments on Likert scales. Furthermore, Haward et al. 

(2018) used a binary dependent measure in their investigation of the child’s representation of 

principled connections in known kinds. Using the same type of dependent measure allows for a 

comparison of the normative responses when an instance of a kind lacks a principledly-

connected property across both known kinds (Haward et al., 2018) and novel kinds (the present 

experiments). Third, early piloting suggested that child participants were apprehensive about 

judging that there was something “wrong” with the objects in our experiment. In order to 

reassure children that it was okay to judge that there was something wrong with an object, and in 

order to focus children in on the type of normativity being tested, we began the experiment by 

modeling some normative judgments with principledly and non-principledly-connected 

properties of known kinds (e.g., describing a dog without four legs in one case, and a dog 

without a collar in another case, and reassuring children that it’s okay to say that there is 

something wrong with the dog in the first case—See Appendix for the modeling script). 

Crucially, this modeling exercise made no reference to the information that would be included in 

the introduction frames—neither formal explanations (“because it’s a dog”) nor conjunctions 

(“and it’s a dog”) were used to relate the kind and the property in this modeling exercise, and of 

course, the kinds in the experiment were novel kinds. Finally, so that we could compare children 

and adults on identical designs, and to provide a conceptual replication of Haward et al. (under 
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review) with this new design, we began by running a set of adult participants on the new 

paradigm.  

2. Experiment 1 

Experiment 1 sought to conceptually replicate the result Haward et al. (under review). 

We first wanted to ensure that the new paradigm, which is an altered version of Haward et al.’s 

and which we planned to subsequently use with children, generated similar results to Haward et 

al.’s with adult participants. As in Haward et al., we predict that when a participant is introduced 

to a critical property of a novel kind with a signature of principled connections (e.g., “It has fur 

because it is a blick”), they will then expect there to be something wrong with an instance of a 

kind that lacks fur (e.g,. a blick without fur), more so than when a property is introduced without 

that principled signature (e.g,. “It has fur and it is a blick”).   

2.1. Method 

2.1.1. Participants. Twenty-eight adults participated online using Amazon’s Mechanical Turk 

and were randomly assigned to either a formal explanation condition or a no information 

condition.12 The primary language of all participants was English, and all participants were 

located in the United States. Participants received a nominal amount for their participation.  

2.1.2. Stimuli and Procedures.  

 All participants began the task with a modeling exercise designed to familiarize them 

with the type of normativity we were testing. This was primarily designed to reassure children 

(tested in Experiment 2) that it was okay to say that an object had something wrong with it, but 

 
12 Sample sizes for both Experiment 1 and Experiment 2 were generated from a power analysis on the results from 
Haward et al. (2018), which also used a binary (yes/no) normative dependent measure to test whether there was 
something wrong with instances of known kinds that lack principled or non-principledly-connected properties, and 
which tested the same age range as the present paper (4-year-olds, 7-year-olds, and adults). The power analysis 
provided a target sample size of 28 participants per condition which would be sufficient to detect a difference of 
30% between the principled and neutral (non-principled) conditions with 80% power. 
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adults in the present experiment received the same script. At the beginning of the task, 

participants were told that “sometimes we come across these things and they don’t have 

something, and that means that there’s something wrong, and it’s okay to say that in the game 

we’re about to play.” We then modeled normative judgments about a small set of principledly-

connected and non-principledly-connected properties of known kinds. For example, for a 

principledly-connected property like having four legs for a dog, they heard: “there’s something 

wrong with a dog without four legs, isn’t there?” And for a non-principledly-connected but 

characteristic property like wearing a collar for a dog, they heard: “But, sometimes we come 

across things without something and there’s nothing really wrong with them. There’s nothing 

wrong with a dog, say, that doesn’t wear a collar, right?” Crucially, this modeling exercise made 

no reference to formal explanations (“because it’s a dog”) or the no information frame (“and it’s 

a dog”), which was our manipulation during the main phase of the experiment. Furthermore, all 

properties modelled were parts, since part properties are more likely to be principled in both 

animals and artifacts (e.g., having a tail, having a handle) whereas material properties are rarely 

principled in artifacts (e.g., being made of wood for a table), and we wanted to keep the 

information provided to participants matched across artifact and animate trials. In addition to 

undergoing a modeling exercise before the task began, participants were also reminded after the 

first animal trial and after the first artifact trial that it was okay in this task to say that there was 

something wrong with the objects that lacked a property.  

Next, participants viewed eight sets of pictures, with each set depicting instances of a 

particular kind. These kinds were four novel animate kinds and four novel artifact kinds (See 

Figure 7 for an example of the whole procedure for the animate kind “blick” and the property of 

having fur). The first picture in each set depicted an instance of the kind, and labeled it: “This is 
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a blick.” Participants were then asked a catch question, to make sure that they were paying 

attention—in this case, “Is this blick asleep?” Then a critical property of the depicted instance 

was highlighted (e.g., having fur for the blick). The critical properties were chosen because they 

might plausibly license true generics, i.e., might be construed as characteristic of the kind. None 

was obviously an idiosyncratic/accidental property of the pictured instance of the novel kind (see 

Table 2).  

We investigated our manipulation of interest (introduction frame) across different 

domains of kinds (animals and artifacts) and different types of properties (parts and material 

composition). The hypothesis that principled connections are part of the acquisition machinery of 

kind representations requires that they should be able to structure different types of novel kinds 

and different types of properties. Within each domain, two of the critical properties were parts of 

the objects (e.g., legs for an animal kind, and a handle for an artifact kind) and two were material 

properties (e.g., fur for an animal kind, and being made of wood, for an artifact kind). See Table 

2 for a full list of the kinds, critical properties and accidental properties tested.  

 The main independent variable was the frame with which the critical properties were 

introduced. Introduction frame was a between-subjects variable; participants in a given condition 

heard the same introduction frame for all 8 critical properties. Experiment 1 contrasted a formal 

explanation frame condition “It has fur because it is a blick” with a no information condition “It 

has fur and it is a blick.” The latter provides no additional information about whether the kind 

and the property are related via a principled connection beyond the fact that these properties are 

likely generic-supporting for the kind.  

On test, participants saw a picture of a new instance of each kind (See Figure 7). Each 

picture was introduced as a different instance of the novel kind, and each instance lacked the 
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critical property for that trial. The new instances were introduced as follows: “Here is another 

blick, but this one does not have fur.” The participant was asked to answer (yes/no) whether 

there was anything wrong with a blick that did not have the critical property: e.g., “Is there 

something wrong with it because it doesn’t have fur?” Animal and artifact trials were blocked 

into two sets of four, and the order of these blocks was counterbalanced across participants.  

 

Table 2. The kinds and critical properties used for all experiments. 
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Figure 7. An example trial. Here the procedure is shown for an animate kind, “blick,” and the property of 

having fur. 

 

2.2. Results 

 Participants correctly answered the catch trials on 98% of all trials, showing that they 

were paying attention to the contents of the pictures.  

2.2.1. Distinguishing the formal explanation and no information framing for critical properties  
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 In order to investigate the role of introduction frame on the normative judgement that 

there was something wrong when an instance of a kind lacked the critical property, a 2x2x2 

ANOVA examined the effects of introduction frame (formal explanation, no information), 

domain (animal, artifact), and property type (parts, material) on the percentage of normative 

violation responses across the eight trials. There was a significant main effect of introduction 

frame; participants were more likely to judge that there was something wrong with an instance of 

a kind that lacked a property if that property was introduced using the formal explanation frame 

(“It has fur because it is a blick”: M=75% of trials, SD=20.41%) than if it was introduced using 

the no information frame (“It has fur and it is a blick”: M=52.50% of trials, SD=34.78%: 

F(1,104)=9.25, p=.003; See Figure 8). Thus, evidence that the formal explanation signature of 

principled connections is licensed for a property of a novel kind automatically licenses the 

normative signature for that property, despite no evidence having been provided for this second 

signature.  

The data from Haward et al., 2018, allow for a posthoc comparison of the normative 

responses in the current novel kind paradigm, to normative responses when an instance of a 

known kind lacks either a principledly-connected property (e.g., telling time for a watch) or 

generic licensing property (e.g., being made of steel for a watch). First, the percentage of 

judgments that there is something wrong when an instance of a novel kind that lacks a property 

introduced with a formal explanation (e.g., a blick that lacks fur; 75%) did not differ from the 

percentage of judgments that there is something wrong with an instance of a known kind lacking 

a principledly-connected property (e.g., a zebra that doesn’t have black and white stripes; 61%: 

t(1,27)=1.63, p=.11). This result demonstrates that as soon as participants have evidence that a 

property of a novel kind is principled, at least one of the signatures of principled connections is 



  

 125 

licensed to the same extent as it is licensed for principledly-connected properties of known kinds. 

Second, the percentage of judgments that there is something wrong when an instance of a novel 

kind that lacks a potentially generic-licensing property introduced in the no information 

condition (52.5%) was significantly higher than the percentage of judgments that there is 

something wrong with an instance of a known kind lacking a merely generic-licensing property 

(e.g., a plate that is not round, or a brick that is not rectangular; 4%: t(1,33)=5.99, p<.001). This 

second result is in line with the finding in Haward et al., under review. In that paradigm, 

participants were asked the same normative test question using a Likert rating scale, rather than a 

yes/no response. When asked whether there was something wrong with a novel kind lacking a 

property introduced using the no information frame (e.g., “It has fur and it is a blick”), for the 

same properties and kinds, participants’ average rating on a Likert scale from -3 (Definitely 

nothing wrong), 0 (Unsure), to +3 (Definitely something wrong) did not differ from the midpoint 

(Unsure) of the normative scale. Haward et al.’s interpretation of these results was that 

participant’s do not mark merely generic-licensing properties like having fur or having a handle 

as principled, like they do in the principled condition. Nevertheless, these properties are still 

candidates to be marked as principled as people come to gain further information about these 

kinds. The present results support this interpretation. Upon a single encounter with a novel kind, 

participants do not immediately reject merely generic-licensing properties as not principled.   
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Figure 8. A summary of the data from Experiment 1 (Adults) and Experiment 2 (Children). The figure 
presents the percentage of trials on which participants judged that there was something wrong with an 
instance of a novel kind if it lacked its critical property, as a function of age and the introduction frame 
used to introduce the property. 
 

The ANOVA revealed significant main effects of property type (F(1,104)=10.55, 

p=.002); participants were more likely to judge that there was something wrong with an instance 

of a kind that lacked a part (e.g., legs, a handle: M=75%, SD=38%) than if it went through a 

change in material (e.g., from wood to metal, or losing its fur: M=51%, SD=42%). This is 

expected since the modeling script only introduced object parts, and so this is consistent with 

participants having paid attention to the modeling script (though they may also have used prior 

knowledge that parts are typically principled for known kinds of animals and artifacts—see 

Haward et al., under review). There were no other interactions, and crucially, there were no 

interactions with introduction frame—the effect of introducing a property with a signature of 

principled connections was stable across all types of trials.  
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2.3. Discussion 

 Experiment 1 provided a conceptual replication of the result in Haward et al., under 

review; namely, introducing a property with one signature of principled connections licenses a 

different signature of principled connections for that property/kind relation. In the present 

experiment, we demonstrated that introducing a property of a novel kind with evidence that it 

licenses the formal explanation signature (e.g., “It has fur because it is a blick”) triggers the 

normative signature for that property/kind relation, despite no evidence having been provided for 

the normative signature. The primary goal of Experiment 1 was to replicate this result in an 

experimental design that could be used with children. However, since this was the first test of 

this hypothesis using a binary yes/no normative response with adult participants, it allowed us to 

compare the normative judgements provided when an instance of a novel kind lacks a 

principledly-connected property, to the normative judgments provided when an instance of a 

known kind lacks a principledly-connected property (from Haward et al., 2018). This 

demonstrated that as soon as an instance of a novel kind lacks a property that has been 

introduced as principled (e.g., “It has fur because it is a blick”), the normative judgments 

provided when that property is lacking in an instance are at a rate indistinguishable from those 

provided when principledly-connected properties of known kinds are lacking (e.g., judgements 

about watches that do not tell time, dogs that do not have four legs, or zebras that do not have 

black and white stripes). This is true despite the fact that participants will have had vastly more 

experience with these known kinds and properties. In contrast, the current experiment provides 

further supporting evidence to the claim first put forward in Haward et al., under review, that 

properties that are merely generic-licensing are nevertheless still candidates for being 

represented as principled. In those data, participants were unsure whether the same properties 
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licensed normative expectations, with average ratings on a Likert scale from -3 (Definitely 

nothing wrong) to +3 (Definitely something wrong) not differing significantly from the midpoint 

(0-Unsure). This makes sense of the fact that the rate of normative judgments that there is 

something wrong with an instance of a novel kind lacking a potentially generic-licensing 

property introduced without principled information (e.g., “It has fur and it is a blick”) is higher 

than for comparable judgments of merely generic licensing properties of known kinds. In the 

latter case, participants will have had much experience that the property is not principledly-

connected to the kind. We now turn to running the present experimental paradigm with 4- to 8-

year-old children.     

3. Experiment 2 

 Experiment 2 investigates whether principled connections are part of the child’s kind 

acquisition machinery. Previous research has demonstrated that, by at least age 4, children 

distinguish principledly-connected properties from merely generic-licensing properties of known 

kinds with respect to the two signatures investigated in the present paper—the licensing of 

formal explanations and normative expectations (Haward et al., 2018). Furthermore, prior 

research has demonstrated that preschoolers have kind acquisition machinery which they can use 

to generate novel kind representations from only a single encounter with an instance of a novel 

kind (e.g., Booth and Waxman, 2002; Cimpian, Brandone & Gelman, 2010; Gelman, 2003; Hall 

& Waxman, 2004). Experiment 2 investigates whether principled connections are part of this 

early emerging kind acquisition machinery (the Early Acquisition Machinery hypothesis). 

Alternatively, principled connections might not be part of the child’s kind acquisition machinery 

and so not able to structure novel kind representations. On this alternative, throughout conceptual 

development children (and then adults) learn the different signatures of principled connections 
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independently of one another. After experience with a large amount of input a learner may 

discover that the presence of one signature of principled connections is highly correlated with a 

different signature and thus learn the generalization that the second signature is licensed given 

evidence for the first. We adjudicated between these two hypotheses by testing four- to eight-

year-old children on experimental design used in Experiment 1 with adults. If the youngest 

children display the same pattern of inferences as those observed in Experiment 1, where one 

signature of principled connections licenses the untaught normative signature for a property of a 

novel kind, this would be evidence in favor of the Early Acquisition Machinery hypothesis.    

3.1. Method 

 3.1.1. Participants. Twenty six 4- and 5-year-old children (M = 4 years  9 months, SD = 

6 months) and twenty 7- and 8-year-old children (M = 7 years  7 months, SD = 5 months) 

participated in Experiment 2 (see footnote 12, page 125). The primary language of all 

participants was English, and all participants were located in the United States. Children were 

tested at a university lab and in a local children’s museum. Families were provided with a token 

incentive (e.g. a small toy) and if they traveled to the lab, a small travel reimbursement for 

participating. The families in all of the studies with children reported here reflected the 

demographics of volunteers in our database, largely middle class with a stay-at-home parent. 

Ethnicity for the child database as a whole was largely non-Hispanic American Caucasians 

(approximately 70%), with Hispanic participants (9%) and other race non-Hispanic participants 

(21%: Native Americans, Asian, Native Hawaiian and African Americans) making up the rest of 

the sample.  

 3.1.2. Stimuli and Procedures. All aspects of the design were identical to Experiment 1. 

Whereas adults in Experiment 1 were tested online, child participants in Experiment 2 were 
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tested either in a university lab or in a local children’s museum. Rather than presenting pictures 

and descriptions on a webpage, pictures of artifacts and animals were presented on 8.5”x11” 

paper to children, and the descriptions were read aloud.  

3.2. Results 

 Participants correctly answered the catch trials on 98% of all trials, showing that, like the 

adults from Experiment 1, they were paying attention to the contents of the pictures.  

3.2.1. Distinguishing the formal explanation and no information framing for critical properties 

Our primary interest was whether there was an effect of introduction frame on the 

normative expectations assigned to the critical properties, and if so, whether the effect of 

introduction frame was present in children to the same degree as was for adults in Experiment 1. 

A 2x2x2x2 ANOVA examined the effects of introduction frame (formal explanation, no 

information), age (4- and 5-year-olds, 7- and 8-year-olds, adults from Experiment 1), domain 

(animal, artifact), and property type (part, material) on the proportion of normative violation 

judgments across the eight trials. There was a significant main effect of introduction type; 

participants were more likely to judge that there was something wrong with an instance of a kind 

that lacked a property introduced using the formal explanation frame (“It has fur because it is a 

blick”; M=66%, SD=47%) than they were to judge that there was something wrong with an 

instance of a kind that lacked a property introduced using the no information frame (“It has fur 

and it is a blick”; M=38%, SD=48%: F(1,560)=59.10, p<.001). Introducing a property with a 

signature of principled connections licenses another signature of principled connections for that 

property, more so than when the same property is introduced with language that provides no 

information about the relationship between the kind and the property (see Figure 9). Crucially, 

there were no interactions involving introduction frame—the effect of introduction frame was 
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stable across age, domain and property type. That is, evidence for one signature of principled 

connections licenses another signature across conceptual development from age four to 

adulthood.  

Finally, as in Experiment 1, there was also a main effect of property type; participants 

were more likely to judge that there was something wrong with an instance of a kind that lacked 

a part (e.g., legs, a handle; M=62%, SD=46%), than one that lacked the original material of 

which it was constituted (e.g., having fur, being made of wood; M=39%, SD=44%; 

F(1,180)=13.12, p<.001). As in Experiment 1, this is expected since the modeling script only 

introduced object parts, and so this is consistent with participants having paid attention to the 

modeling script (though they may also possess prior knowledge that parts are typically principled 

for known kinds). There were no other main effects or interactions.  

One striking feature of these data is the similarity of the youngest children with the adult 

participants in the formal explanation condition. When a property was introduced with a formal 

explanation, four and five-year-olds provided normative judgments that there was something 

wrong with an instance lacking the critical property (72% of trials) that were indistinguishable 

from adult participants (73% of trials; t(1,22)=.20, p=.84). Furthermore, four and five-year-olds, 

like adults in Experiment 1, provide normative judgments that are indistinguishable from 

comparable judgments about principledly-connected properties of known kinds. Haward et al. 

(2018) found that instances of known kinds that lack their principledly-connected properties 

were judged to have something wrong with them by four-year-olds on 69% of trials (e.g., a dog 

that doesn’t have four legs, or a watch that doesn’t tell time; t(1,32)=.26, p=.80). That is, for four 

and five-year-olds, like adults in Experiment 1, once a property has been identified as principled 

in a novel kind, the magnitude of the normative signature is just as great as it is for principledly-
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connected properties of known kind representations, with which participants have had much 

more experience. Both of these results suggest that four and five-year-olds’ kind acquisition 

machinery includes principled connections, and that these children can use this machinery to 

structure novel kinds with principled connections much in the same way as adults do.  

In contrast to the youngest children, the seven and eight-year-olds did not provide 

normative judgments in the formal explanation condition at a level comparable to adults (48% of 

trials compared with 75% of trials for adults; t(1,21)=2.33, p=.048).13 Why might this be? One 

possibility is that the lower normative judgments of the seven- and eight-year-olds in the formal 

explanation condition indicate that they were not representing these properties as principled in 

the principled condition. 

We see three reasons not to support this conclusion. First, and crucially, there was no 

interaction of age with introduction frame. The difference between the principled and no 

information frame conditions was stable across all three age groups. Second, there was a main 

effect of age (F(2, 268)=10.99, p<.001); Tukey post hoc tests revealed that judgments about 

whether there was something wrong with an instance of a kind without a critical property 

differed across all three age groups. Adults were most likely to judge that there was something 

wrong with an instance of a kind lacking one of its critical properties (M=.63, SD=.48), followed 

by four- and five-year-olds (M=.50, SD=.47) and then seven- and eight-year-olds (M=.35, 

SD=.44). That is, a lower percentage of normative judgements for the seven and eight-year-olds 

was present across both introduction frame conditions. Anecdotally, the older children displayed 

some caution when asked to judge that an object had something normatively wrong with it, 

 
13 There was no statistical difference between seven and eight-year-olds’ normative responses when a property 
introduced with a formal explanation was lacking in the present experiment (48%) and the normative responses in 
Haward et al. (2018) when an instance of a kind lacked a principeldly connected property (69%; t(1,25)=1.49, 
p=.15). But this may be due to lack of power.  
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despite having been told repeatedly that it was okay to make these sorts of judgments. Third, 

both the four-year-olds and the adults appear to display the normative signature of principled 

connections to the same extent as they do for principledly-connected properties of known kinds, 

suggesting that they can immediately represent the critical properties as principled. It is unlikely 

that the seven-year-olds alone would possess a kind acquisition mechanism without principled 

connections.  

3.3. Discussion 

 Experiment 2 provides evidence that principled connections can structure novel kind 

representations by at least age four. For children, like adults, when a property is introduced with 

evidence that it licenses the formal explanation signature of principled connections (e.g., “It has 

fur because it’s a blick”), participants then expect the normative signature to be licensed for that 

property/kind (e.g., when the property is lacking in an instance, there is something judged to be 

wrong with that instance). Furthermore, for both four-year-olds and adults, norms were licensed 

to the exact same level as they are for principledly-connected properties of known kinds (e.g., 

see Haward et al., 2018). These developmental data contribute to a highly consistent pattern of 

evidence that demonstrates the interdependence of the signatures of principled connections in 

adults (Haward et al., under review; Experiment 1 of the present paper). These data are also 

consistent with previous research demonstrating that children by age four are sensitive to the 

distinction between principledly-connected properties and non-principled characteristic 

properties of known kinds (Haward et al., 2018). Taken together, this evidence supports the 

hypothesis that principled connections are represented as part of the early emerging kind 

acquisition machinery, ready to structure a novel kind representation from a single encounter 

with a novel entity.  
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4. General Discussion 

 The experiments in the present paper yielded four primary results, one of which provides 

further evidence that principled connections are part of the adult’s kind acquisition machinery, 

and three of which provide evidence that principled connections are part of the early emerging 

kind acquisition machinery. First, Experiment 1 provided a conceptual replication of Haward et 

al.’s (under review) result that when an adult is introduced to a property of a novel kind with 

evidence that it licenses the formal explanation signature of principled connections (e.g., “It has 

fur because it is a blick”), they will then expect the normative signature to be licensed for that 

property for that kind. Namely, they will judge that there is something wrong with instances of 

the kind that lack the property. These data extend the findings of Haward et al. (under review), 

which had previously demonstrated this result with a Likert response scale rather than asking for 

binary yes/no responses. Second, Experiment 2 provided evidence that principled connections 

are an early emerging part of the child’s kind acquisition machinery. In Experiment 2, children 

showed the same pattern of responses as adults—taking the presence of one of the signatures of 

principled connections as evidence for a different signature for that property for that kind. Third, 

four-year-olds did this to the exact same degree as adults, suggesting that for four-year-olds, this 

part of the kind acquisition machinery is present in essentially the adult form. Fourth, both four-

year-olds and adults judged that there was something wrong with an instance of a novel kind 

lacking a property introduced with evidence that it is principled to the same degree as four-year-

olds and adults judge there is something wrong with an instance of a known kind lacking a 

principledly-connected property. That is, for the youngest and oldest participants in our sample, 

providing evidence that a property is principled for a novel kind immediately licenses a different 
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signature of principled connections to its level in known kinds, with which participants have had 

vastly more experience. Taken together, these results provide evidence that principled 

connections are part of the early emerging generative kind machinery that humans use to acquire 

and structure thousands of kind representations throughout conceptual development, often from 

just a single encounter with a novel entity.  

4.1. A rich early emerging formal structure to kind representations 

That principled connections are part of the early emerging acquisition machinery 

provides strong confirmatory evidence that this cognitive structure is part of an early emerging 

formal structure to kind representations—the structure that is present in all kind representations 

and captures what it means to be a kind representation, distinguishing these representations from 

other mental representations (e.g., verbs, logical connectives, set representations, and so on). 

Logically, if there is a formal structure to kind representations, then this structure must be part of 

the machinery that generates each new kind representation, and which is responsible for 

generating thousands of new representations throughout conceptual development.  

 The present studies are part of a broader line of research which demonstrates that the 

formal structure of kind representations is rich and early emerging. Part of this structure is the 

capacity to represent a property as characteristic/generic-licensing for a kind. By at least age 3, 

and as soon as a child has encountered a novel entity and a kind name for that entity (e.g., 

“Blick”), she can represent some properties as characteristic of the kind (e.g., “Blicks have 

spots,” “Blicks live in caves,” “Blicks chase sticks”; Brandone et al., 2012; Cimpian, Brandone 

& Gelman, 2010; Hollander et al., 2002; Leslie and Gelman, 2012). And subtle aspects of 

generic understanding, such as the fact that generics can be licensed for properties that only exist 

in as little as 10% of kind members, are early emerging and stable with age (Brandone, Gelman, 
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& Hedglen, 2015). Young children also understand the difference between properties that 

characterize the kind and properties that are accidentally present in instances of the kind (e.g., a 

kind member having a piece of grass on it; Gelman, 1988). The present work shows that 

principled connections are part of this early emerging formal structure. Not only did we find 

evidence that principled connections can structure novel kind representations by age four, but 

they structure kind representations in a way that is indistinguishable from adults. For four-year-

olds and adults, the normative consequences that follow from representing a property as 

principled are at the same level, and in both cases they are at the same level as the normative 

consequences generated for principledly-connected properties of known kinds (e.g., telling time 

for a watch, or having four legs for a dog). Each of these formal components of kind 

representations is early emerging, stable over ontogenesis, and observable in new kind 

representations, as soon as they have been generated. As such, they are likely aspects of what 

makes these representations kind representations—structure that is intrinsic to being this type of 

mental representation.  

The present experiments also highlight avenues for future research. First, these results 

raise the question of whether the other signatures of principled connections are stable over the 

course of conceptual development in the same manner as we see here. The hypothesis that 

principled connections are formal is supported by a considerable body adult data demonstrating 

the interconnectedness of signatures of principled connections. Haward et al. (under review) 

demonstrated that at least three signatures of principled connections can be used to introduce a 

property of a novel kind in a way that triggers the normative signature, without evidence having 

been provided for that normative signature (these three signatures include the “by virtue” and 

“part of” signatures of principled connections, in addition to the formal explanation signature 
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investigated in the present experiment). Furthermore, while only the normative signature took the 

role of the triggered signature in these experiments and the experiments of Haward et al., further 

work from our laboratory suggests that other signatures can take this role (Haward, in 

preparation). Future research should investigate whether this interconnectedness between each of 

the signatures is true of young children’s principled connections. If it is, this would further 

confirm the richness of the early emerging formal structure of kind representations.   

Future work should also investigate other aspects of the formal structure of kind 

representations that might be early emerging and stable with age. For example, adult kind 

representations contain the assumption that each member is uniquely different from each other 

one, and that there are indeterminately, potentially infinitely many, members (Prasada and Hall, 

2019). Do children possess these assumptions about kind representations also? It is often 

commented that noun learning is easy because nouns are often used to refer to objects that are 

easily observed in the environment (e.g., see the human simulation paradigm; Gillette, Gleitman, 

Gleitman & Lederer, 1999). But the present line of work suggests that learning nouns is only 

easy because it is supported by dedicated machinery that once activated, triggers rich formal 

knowledge that governs the way we think about those kinds and their instances.  

4.2. Sources of evidence to determine which properties are represented via a principled 

connection 

 The present paper provides evidence that principled connections exist as part of an early 

emerging kind acquisition machinery. But this raises a crucial question. How does the cognitive 

system determine, for any given kind representation, which properties are principled? Which 

sources of evidence does it use?  
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 One result from the present paper was that at least one of the signatures alone is sufficient 

evidence to mark a property as principled for a novel kind. From age four, when children hear a 

property of a novel kind introduced with a formal explanation “It has a handle because it is a 

timble,” they then take that property to bear a principled connection to the kind—to be one of 

those properties that captures what it means to be that kind of thing. Notice however that the 

present experiments introduced properties that might already be expected to be generic licensing 

(e.g., having a handle, having fur). Future work should explore whether hearing a signature of 

principled connections is sufficient evidence even with blank predicates (e.g., “It goes zock 

because it is a dax”) or with known properties that are less likely to be generic-licensing (e.g., “It 

has a piece of grass on it because it is a dax”). And as noted above, future work should also 

explore whether, for children like adults in Haward et al. (under review), hearing one of the other 

more abstruse signatures of principled connections is sufficient to mark a property is principled. 

Would expressions like “Having a handle is part of being a timble” or “Timbles, by virtue of 

being timbles, have handles” be sufficient evidence for young children? It seems unlikely, since 

children will almost certainly have never been exposed to this kind of language in the context of 

known kinds and principledly-connected properties. Even so, if it were to transpire that this kind 

of evidence is meaningful to children, it would provide even more compelling evidence that an 

untaught suite of formal knowledge & corresponding signatures are waiting to be activated, 

given the right kind of evidence.  

 Which other sources of evidence, aside from linguistic evidence that a property licenses a 

signature of principled connections, might the cognitive system use to mark a property as 

principled? We see at least two potential sources. First, kind representations not only participate 

in linguistic expressions; they also enter into the causal-explanatory relationships that make up 
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the folk theories we form of the world (e.g., Carey, 1985; Gelman, 2003; Keil, 1989). Indeed, 

previous research has shown that for physical kinds, both children and adults presume the 

existence of a causal process that is responsible for bringing instances of those kinds into 

existence and explaining the presence of some of each instance’s properties. For example, 

properties of artifacts that are understood as being part of the designer’s intended plan for the 

creation of those objects are subsequently privileged in categorization decisions, including over 

merely statistically prevalent perceptual properties (Bloom, 1996a, 1998; Dennett, 1990; Keil, 

1989; Rips, 1989), and over current use (e.g., Matan and Carey; 2001), as are properties of 

animals that are understood as the effects of the growth and development of the organism 

(Gelman, 2003). Studies are ongoing in our laboratory exploring whether this causal-process 

information can be used as a source of evidence to mark a property as principled for a novel 

kind.  

 Second, a number of researchers have proposed that we might possess differing 

expectations about the types of properties that are more likely to be principled in each domain, 

either as learned overhypotheses (e.g., Goodman, 1955; Kemp, Perfors & Tenenbaum, 2007; 

Macario, Billman & Shipley, 1990; Shipley, 1993), or as innate constraints (e.g., Jackendoff, 

1983; Prasada, 2017; Pustejovsky, 1995). For example, Haward et al. (under review), found that 

adults possess expectations about the types of properties that might be principled for the domains 

of animal kinds and artifact kinds. For both animals and artifacts, participants were just as likely 

to mark a part (e.g., legs, or a handle) of a novel kind as principled. But adults were more likely 

to mark a material property of novel animal (e.g., fur) as principled than they were to mark a 

material property of a novel artifact (e.g., made of wood). Such a pattern of expectations is 

consistent with known kinds more generally, for which the material properties are less likely to 
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be principled if the kind is an artifact (e.g., the material of tables, doors, and cups) than if it is an 

animal (e.g., the skin/fur/material composition of humans, cows, and dogs). The present studies 

did not have the power to test for such domain-based expectations, but future work should 

explore whether children too have these domain-based expectations. Each of these potential 

sources of evidence awaits more focused research and research is ongoing in our laboratories.  

4.3. Conclusion 

 Human beings have the capacity to generate a vast number of richly structured kind 

representations during conceptual development, often from limited evidence. Previous research 

has provided evidence that one part of the adults’ generative kind acquisition machinery is the 

capacity to represent property via a principled connection to the kind, which marks properties as 

part of what it means to be that kind of thing (Haward et al., under review). The experiments 

reported here provide further evidence that this piece of cognitive structure is part of our 

generative kind acquisition machinery, and the first evidence that it is an early emerging and 

stable component of this acquisition machinery, present by at least age 4. The present 

experiments extend recent work on kind representations (e.g., Brandone, Gelman, & Hedglen, 

2015) which, taken together, provides an increasingly detailed account of an early emerging and 

stable formal structure to kind representations.    
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The purpose of the present body of work was to investigate whether human kind 

representations possess a form, a central structure that represents each kind’s core identity, and 

whether the capacity to represent a kind representation’s form is part of our early emerging and 

generative kind acquisition machinery. This proposal has deep roots in Classical and 

Enlightenment philosophy, tracing back to Aristotle (Anagnostopoulos, 2009), present in the 

work of many of the Enlightenment philosophers, especially the Cambridge Platonists (e.g., 

Cudworth, 1731), and taken up again in contemporary philosophy (e.g., Chomsky, 1980; 2000; 

2000; McGilvray, 2003), linguistics (e.g., Boeckx, 2010; Pustejovksy, 1995), and empirical 

psychology (e.g., Prasada and Dillingham 2006; 2009). 

Paper 1 investigated whether having a central form is an early emerging and stable part of 

familiar kind representations like dog and watch. It built upon previous work with adults, which 

had demonstrated that adult participants distinguish between properties that are part of what it 

means to be a particular kind (principledly-connected properties, e.g., barking for a dog) and 

properties that are construed as true of a kind, but not part of its core identity (e.g., wearing a 

collar for a dog; Prasada and Dillingham, 2006; 2009). Namely, principledly-connected 

properties license a suite of conceptual and linguistic signatures, each of which is indicative of 

that property’s status as part of a kind representation’s central form (and drawn from Aristotle’s 

writings on form; Anagnostopoulos, 2009; Witt, 1989; 1998). Paper 1 drew upon two of these 

signatures—the normative signature, on which people judge there to be something wrong with 

an instance of a kind that lacks a principledly-connected property, and the formal explanation 

signature, on which people find it natural to explain the existence of a principledly-connected 

property in a member of the kind by simply citing the kind (e.g., answering questions such as 
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“Why does that watch tell time?” with the explanation “Because it’s a watch!”). In Paper 1, four-

year-olds, seven-year-olds, and adults were all more likely to judge that there is something 

wrong with an instance of a kind lacking a principledly-connected property (e.g., a watch that 

doesn’t tell time, or a cucumber that is not green) than they were to judge that there was 

something wrong with an instance of a kind lacking a merely characteristic/generic-licensing 

property (e.g., a dog that doesn’t chase sticks, or a plate that is not round). Furthermore, 

participants of the same ages were more likely to explain the existence of a principledly-

connected property (e.g., telling time for watch) by citing the kind (e.g., “Because it’s a watch!”) 

than they were to explain the existence of a merely generic-licensing property (e.g., being round 

for a plate) by citing the kind (e.g., “Because it’s a plate!). Strikingly, in both cases the 

distinction between principledly-connected and generic-licensing properties, in the degree to 

which they license each of these signatures, was stable across development, from age 4 to 

adulthood.   

The second and third papers demonstrated that principled connections are part of our 

early emerging, generative kind acquisition machinery—the machinery that humans use to 

generate and structure new kind representations. First, Paper 2 provided evidence that adults can 

represent a property as principledly-connected to a novel kind representation, so long as they 

receive evidence that the property is principled for that kind, and not merely generic-licensing. 

When a property of a novel kind was introduced with evidence that it licensed a signature of 

principled connections (e.g., “It has a handle because it is a liff,” “Having a handle is part of 

being a liff,” “Liffs, by virtue of being liffs, have handles”), adult participants then expected the 

normative signature to apply to that property, despite the fact that no direct evidence was 

provided for this normative signature (e.g., participants subsequently judge there to be something 
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wrong with a liff that lacks a handle). This consequence did not follow when the same property 

was introduced with evidence that it is merely generic-licensing for the kind. When adults were 

introduced to a property of a novel kind with introduction frames such as “It has a handle and it’s 

a Liff” or “Almost all liffs have a handle,” they did not judge there to be something wrong with 

an instance of a kind that lacks the property (e.g., a liff without a handle), even though these 

frames were shown to be sufficient to establish a kind/property relation as generic-licensing (as, 

indeed, were the principled frames). Paper 2 therefore provides evidence that an adult can 

represent a property as principledly-connected to a novel kind, thus distinguishing it from the 

broader set of properties that are construed as true of the kind, so long as they receive evidence 

that the property is principled.  

Finally, Paper 3 adopted a similar paradigm and provided evidence that children, by age 

four, are able to structure a novel kind representation with principled connections from only a 

single encounter with an instance of a novel kind. As in Paper 1, Paper 3 revealed another 

striking developmental continuity. When four-year-olds were introduced to a property of a novel 

kind with evidence that it licenses a signature of principled connections, they subsequently 

judged there to be something wrong with an instance of the kind lacking the property, at levels 

that are indistinguishable from those of adult participants. These data therefore support the 

proposal that principled connections are part of the four-year-old’s kind acquisition machinery, 

playing essentially the same role in kind representation acquisition as they do for adults.    

When viewed together with previous research on kind representations, this thesis presents 

the following picture: There exists a generative kind system of the mind/brain, a crucial human 

mental faculty, partly due to its immense productivity—each human being will come to possess 

tens of thousands of kind representations throughout his or her lifetime—and partly due to where 
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this machinery appears to be situated within the cognitive architecture, at an interface with 

symbolic/linguistic thought and non-linguistic conceptual structure. This generative system can 

produce, from only a fragment of evidence, a new kind representation (e.g., after hearing a novel 

noun: Gelman, 2003; Hall & Waxman, 2004; after encountering an object with “non-arbitrary” 

structure: Prasada, Ferenz, & Haskell, 2002; or perhaps, in principle, following a pedagogical 

cue: Csibra & Gergely, 2006; 2009; 2011). One part of this early emerging acquisition 

machinery is the capacity to immediately represent a property as true/characteristic of the kind 

(e.g., Cimpian, Brandone, & Gelman, 2010; Gelman, 2003; Hollander, Gelman, & Star, 2002; 

Leslie & Gelman, 2012). The present body of work demonstrates that another part of this 

acquisition machinery is the capacity to represent a property as part of the form of that 

representation, as part of its core identity, distinguishing it from the broader set of properties 

taken to be true of the kind. Once represented as part of this central structure, these properties are 

construed as a stable part of the core identity of the concept over time, and they immediately 

inherit a suite of conceptual and linguistic consequences. Since each of these structural 

components of kind representations emerges early in conceptual development, and is able to 

structure a novel kind representation, they each likely form part of the formal structure of kind 

representations—the structure that is present in all kind representations, distinguishing kind 

representations from other types of mental representation. 

The present work therefore provides support for proposals first put forward by the 

Cambridge Platonists, that the human mind possesses a “cognoscitive power”—a generative kind 

system that has as one part of it the capacity to organize properties into a central form. Ralph 

Cudworth, in his 1731 book A Treatise Concerning Eternal and Immutable Morality, wrote 

vividly of the contrast between the world of simple, spatiotemporally-bound individuals in front 
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of each of us right now, and the rich mental tapestry that we impose on the world through 

viewing the things we see as instances of one or another kind. The approach adopted by the 

present thesis, and the broader intellectual thread it contributes to and helps extend, promises to 

continue to reveal the cognitive machinery that allows us to create this rich mental tapestry. Its 

richness is not merely due to the fact that humans possess indefinitely many kind representations 

to divide up our experience of the world (into the desk in front of us, the coffee cup that sits upon 

it, the crack in the wall and the crumbs on the floor, all within this room, on this street, in this 

city, and on this planet). It also comes from the fact that underlying each one of these 

representations is a rich formal structure that helps frame the objects we encounter, which affects 

the explanations we provide, the judgments we make and likely the thoughts we form and beliefs 

we hold about the world. Through this structure, our mind frames our world. This thesis attempts 

to shed a glimmer of light onto this structure and some of its richness, with much still waiting to 

be found.  

 

 

 

 

 

 

 

 

 

 

 



  

 147 

 

 

 

 

 

 

 

 

 

 

 

 

Appendix 

 

 

 

 

 

 

 

 

 

 

 

 



  

 148 

1. Stimuli and Script for Experiment 1 of Paper 1 

 

 

Table A1: Kinds, critical properties and catch questions for Experiment 1 of Paper 1. 
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1.1. Script for Experiment 1 of Paper 1 

The following is the script for a sample trial from the statistical condition in Experiment 1. 

 

[Experimenter points to the puppet and says:] This is my friend Bear. Would you like to play a 

game with Bear? Bear went to the library and he got his book with all of these cool pictures, and 

he would like to use it to play a game with you. Would you like to play a game with him? 

Great let me tell you how Bear plays this game. 

In this game he is going to show you some pictures and tell you about them. You have to listen 

carefully, okay because Bear is going to need your help to figure out lots of different things. 

Bear is a bit silly, so sometimes he says things that are right, and sometimes he says things that 

are wrong, so he’s going to need your help to figure out when he says something right, and when 

he says something wrong. 

You think you can help him figure out when he’s right and when he’s wrong? Great! Are you 

ready to begin? 

 

Catch Question:  [Experimenter points to the picture of a school bus and says:] This is a picture 

of a school bus and Bear says that it’s driving in water. Is that right? [Child provides answer.] 
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 Prevalence Judgment:  This school bus is yellow. Bear says that most school buses are yellow. 

Is that right? [Child provides answer and Experimenter turns page]. 

 

Here’s a picture of another school bus but this one is not yellow. So, what is this? [Experimenter 

corrects child if needed.] Is there something wrong with it? [Child provides answer.] 
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2. Stimuli and Script for Experiment 2 of Paper 1 

 

 

Table A2: Kinds, critical properties and control properties for Experiment 2 of Paper 1 
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2.1. Script for Experiment 2 of Paper 1 

The following is the script for a sample trial from the principled condition in Experiment 2. 

 

[Experimenter points to the puppet and says:] This is my friend Bear. Would you like to play a 

game with Bear? Bear went to the library and got this book with all these cool pictures, and he 

would like to use it to play a game with you. 

Would you like me to tell you how to play? 

In this game, Bear is going to show you some pictures and tell you things about them. You have 

to listen carefully, because Bear is going to need your help to figure out lots of different things. 

Bear doesn’t understand some things about the pictures he is going to show you, so he is going to 

need your help to explain them to him. 

Can you help explain some things to Bear? Great! Are you ready to begin? 
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 [Experimenter points to the picture of two watches and says:] Amber and Mary went to the 

beach. Before they went in the ocean, they took off their watches, and put them on their towels. 

A big wind came up and blew the watches off the towels and into the sand. So this watch got 

blown into the sand, and this watch got blown into the sand. And this watch tells time, and this 

watch also tells time. 

[Critical question]: This one tells time, and this one tells time. Can you tell Bear why both of 

these tell time? [Child provides explanation.] 

[ Control question]:  And this one has sand in it, and this one also has sand in it. Can you tell 

Bear why both of these have sand in them? [Child provides explanation.] 
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3. Familiarization Script for Experiment 2 of Paper 3 
 

 
3.1. Experiment 2: Introduction Script (read aloud at the beginning of each experiment) 

“Okay, so you know how there are all sorts of things in the world, like dogs, and school buses, 

and watches. [Child: yeah]. And sometimes we come across these things and they don’t have 

something, and that means that there’s something wrong, and it’s okay to say that in the game 

we’re about to play.  

 

So, for example, there’s something wrong with a dog with three legs, right? But, there’s nothing 

really wrong with a dog not wearing a collar, right?  And there’s something wrong with a car 

without wheels, isn’t there? [Child: typically laughs] But, sometimes we come across things 

without something and there’s nothing really wrong with them. There’s nothing wrong with a 

car, say, that doesn’t have a logo, right?  

 

Let’s try some more, so is there something wrong with a basketball that can’t bounce? [Child: 

Yeah]. Great! And is there something wrong with a jacket without a hood? [Child: No]. Right, 

exactly!  And is there something wrong with a duck without a bill? [Child: Yeah]. Right! Okay, 

is there something wrong with a girl without shoes? [Child: No]. 

 

Okay, so that’s what we mean by wrong in this game. Okay, so now I’m going to show you some 

new things from an island far away...”  
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3.2. Experiment 2: Reminder Script (read aloud twice during the experiment) 

After the first animate trial: Great job! Now remember, sometimes it’s okay for there to be 

something wrong when we remove something’s parts, and sometimes it’s not. So you remember 

how there is something wrong with a dog without four legs right? [Yeah!] Great, and you 

remember how there is nothing wrong with a dog without a collar, right? [Yeah!]. Great, so 

remember, that’s what we mean by wrong, okay? Great, so let’s look at the next thing.  

After the first artifact trial: Great job! Now remember, sometimes it’s okay for there to be 

something wrong when we remove something’s parts, and sometimes it’s not. So you remember 

how there is something wrong with a car without wheels, right? [Yeah!] Great, and you 

remember how there is nothing wrong with a car that doesn’t have a logo? [Yeah!]. Great, so 

remember, that’s what we mean by wrong, okay? Great, so let’s look at the next thing.  
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