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Abstract
A central problem in astronomy is converting the 2-D positions of sources observed on the sky to their 3-D
positions in space. This has become especially important in the last decades as large-scale surveys such as Gaia are
providing astrometric and photometric measurements of billions of sources. These datasets open up an entirely
new regime for understanding galaxies such as our own Milky Way, provided we can develop the appropriate
statistical algorithms to analyze them and the computational methods necessary to apply them at unprecedented
scales.
In pursuit of these goals, I present new computational and statistical algorithms both for general use as well
as specifically to model the 3-D distribution of stars and dust using these large datasets. Using empirical stellar
models, I derive new constraints on the 3-D distribution of nearby star-forming regions. Using state-of-the-art
theoretical stellar models, I then derive the 3-D distribution of 170M stars at high Galactic latitudes along with
their associated stellar properties. I also discuss methods used to characterize systematics in both the photometric
data and the underlying stellar models.
These results are accompanied by publicly available datasets, interactive figures, and open-source code that can
be used by others to explore my results as well as further their own research interests.
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Those who ignore statistics are condemned to reinvent it.
Bradley Efron
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Introduction

Humans are curious creatures. Since time immemorial, people have looked up at the sky and wondered what the
lights “up there” have to say about life “down here”. We want answers to the big questions: How did we get here?
Where do we ﬁt in? What does the future have in store for us?
Astronomy (and astrology) has played a unique role in trying to answer these questions. Observations of
sources in the sky offer a unique vantage point of places outside of Earth that can be used to better inform our
understanding of life down here. These include stars other than our own Sun, planets other than Earth, and
galaxies other than our own Milky Way, among many other possibilities.
A central problem in interpreting these observations are that we only can observe the 2-D positions of sources
in the sky (and possibly their 1-D velocities along the line of sight) at any given time. Gaining physical understanding requires turning these projected observations into 3-D positions and velocities so that we can understanding the locations, size, and movements of these objects relative to us.
Observations such as these have served a crucial role in informing us about our place in the Universe. In the
time of Ptolemy, detailed observations of the 2-D motions of the stars, Sun, and Moon were often interpreted
in a geocentric framework with the Earth at the center of the Universe. However, even back then the motions
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of the planets (“wanderers”) proved to be challenging to model, requiring the use of mathematical devices such
as equants and epicycles as described in Ptolemy’s Almagest 243 . Continued detailed observations over hundreds
of years, especially by Tycho Brahe, eventually enabled researchers such as Nicholas Copernicus and Johannes
Kepler to overturn the geocentric model in favor of a heliocentric one with the Sun at the center of the Solar
system 55,152,151,150 . This was a paradigm shift in how we viewed our place in the Cosmos and revolutionized our
view of the structure of the Solar system.
Distances to astronomical sources have done more than just revolutionize our understanding of our place in
the Solar system. Just over 100 years ago (April 26, 1920), the Smithsonian Institute hosted “The Great Debate”
between Harlow Shapley and Heber Curtis. The debate focused on whether spiral nebulae like Andromeda
were galaxies like the Milky Way or whether they were merely nearby gas clouds 234 . Resolving this argument
required being able to measure distances to these objects, which was finally made possible through the use of
“standard candle” Cepheid variable stars based on work done by Henrietta Leavitt at the Harvard College Observatory 179,180 . This confirmed that spiral nebulae were indeed galaxies much like our own, again expanding our
knowledge of the size and scope of the Universe as well as our place within the Universe.
Cepheid variables were also a crucial component of observations by Edwin Hubble in the 1920s that found
nearby galaxies were preferentially moving away from us at a rate proprtional to their distance 138 . These observations soon led to predictions from physicists such as Georges Lemaître that the Universe was expanding
outwards from an initial “Big Bang” event 189 . This was later confirmed by measurements of the Cosmic Microwave Background 231 . Measurements of the “Hubble constant” H0 have now gotten so precise that they have
led to to two separate large-scale debates in the astronomical community regarding the accuracy of various methods 263,62,1,237,255,92 .
Even outside of the Big Bang, accurate distance estimates have played a critical role in revolutionizing cosmology. Calibrated distance measurements to Type Ia supernovae near the turn of the century were the first indication for the presence of “dark energy” (often referred to as Λ) 256,232 , a mysterious form of energy that we do not
understand which makes of ∼ 70% of the energy density in the Universe today 288,237 . This discovery has once
again taken us further afield from the time when we thought we might be at the center of the Universe.
One of the central challenges in achieving each of these scientific breakthroughs is how to actually go from
the data that we observe to the underlying astrophysical parameters such as distance that we wish to infer. In the
past, much of this work was crude and involved “chi by eye” procedures where models would be evaluated based
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on whether they “looked good”. These approaches are reasonable when data are noisy and sparse many of the
conclusions qualitative in nature, and have served as the basis for a variety of groundbreaking discoveries such as
Edwin Hubble’s measuements of galaxy distances and velocities 138 . They have also been equally useful in less
famous regimes, such as work by Max Wolf to show the impact and variation of dust on observations of stars 309 .
Today, we can see that there is an incredible diversity of astronomical sources whose observed properties are
caused by a similar diversity of underlying physical processes across a wide range of scales. From observations of
protostellar disks to galaxy clusters, there is an ever-greater need to develop new statistical methods that can convert these data into robust constraints (and realistic uncertainties) to help us better understand these processes.
This last point is especially relevant for astronomers today compared to those in the past. Over the last few
decades, technological advances in data collection, storage, and processing has enabled astronomers to collect data
homogeneously across the sky at an unprecedented rate. Surveys such as the Sloan Digital Sky Survey (SDSS) 313 ,
the Panoramic Survey Telescope and Rapid Response System (Pan-STARRS) 44 , the Two Micron All Sky Survey
(2MASS) 282 , Wide-field Infrared Survey Explorer 311 , and the Gaia satellite 94 now contain observations of billions of objects and have enabled fundamental breakthroughs throughout many fields in astronomy. Gaia, which
has measured astrometric parallaxes and 2-D proper motions to billions of sources, has been particularly important in currents efforts to study the structure, dynamics, formation, and evolution of the Milky Way. Together,
these observational efforts promise to provide new, much sharper maps of the stellar components of the Galaxy
using billions of individual sources.
Many recent and potential discoveries concerning the structure and evolution of the Milky Way depend
upon reliable 3-D maps. In the disk, recent work has uncovered the remnants of a major merger ∼ 10 Gyr
ago 158,14,123 and a phase-space “spiral” 8 . Large spectroscopic surveys of stellar chemistry promise shed light on
the role of hierarchical assembly and radial migration in the present-day distribution of stellar populations 259 .
In the halo, accurate position and velocity maps of stellar streams will constrain the gravitational potential of the
Galaxy 144,177,24 . The key to all these discoveries is the need for a robust statistical framework to infer 3-D properties of a large number of stars.
Most sources (∼ 99%) seen in large surveys, however, do not have measured spectra. Instead, they only have
a coarse spectral energy distribution (SED) comprised of flux densities estimated across a range of broad-band
and narrow-band photometric filters. Mapping out the Milky Way in detail and at scale thus requires effective
utilization and joint analysis of all of these datasets. Dealing with this new flood of data will therefore require an

3

interdisciplinary approach that mixes astronomy, statistics, and computer science.
In recent years there has been increasing interest in this in this area from a wide variety of researchers in areas
from 3-D dust mapping 253,182,168,108 to stellar parameter estimation 214,40,6 . The work presented in this dissertation aim to target exactly this interdisciplinary niche in order to study the Milky Way using stars and dust.
The outline of this work is as follows. In §1, I provide an overview of the statistical inference methods needed
to combine observations with existing prior beliefs to estimate parameters such as distance in a probabilistic manner. In §2, I describe new methods for estimating parameters when they are multi-valued or poorly constrained.
In §3, I describe a new approach for combining various statistical techniques to quickly but robustly estimate
stellar properties from a combination of astrometry and broadband photometry. In §4, I investigate the behavior
of the underlying stellar models used to make these inferences and describe methods to “calibrate” them using existing observations. In §5, I examine the behavior of photometric data, in particular describing and characterizing
a widespread bias in the estimated flux densities present in most modern photometric catalogs. In §6, I use these
results and additional statistical modeling to map out the 3-D distribution of local molecular clouds. In §7, I use
these results to map out 170M stars in the Milky Way at high Galactic latitudes. These results are accompanied
by publicly released data, code, and visualizations so that others can benefit from the work presented here.
Throughout this work, individual parameters are notated using standard italicized math fonts (Θ) while
vectors and matrices are notated using boldface (Θ). Collections of parameters are notated using sets (Θ =
i=n ). Vectors should be assumed to be in column form (i.e. of shape n × 1) unless explicitly stated other{Θi }i=1

wise.
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All models are wrong, but some are useful.
George Box

1

A Practical Introduction to Bayesian Inference

Much of modern astronomy rests on making inferences about underlying physical models from observational
data. Since the advent of large-scale, all-sky surveys such as the Sloan Digital Sky Survey (SDSS) 313 , the quality
and quantity of these data has increased substantially 26 . In parallel, the amount of computational power to process these data also increased enormously.
Together, these changes have made it possible to explore increasingly complex models using methods that can
exploit these computational resources. This has led to a dramatic rise in the number of published works that rely
on Monte Carlo methods, which use a combination of numerical simulation and random number generation to
explore these models e.g., 298,237,80 .
One particularly popular subset of Monte Carlo methods is known as Markov Chain Monte Carlo (MCMC).
MCMC methods are appealing because they provide a straightforward, intuitive way to both simulate values
from an unknown distribution and use those simulated values to perform subsequent analyses. This allows them
to be applicable in a wide variety of domains.
Owing to its widespread use, various overviews of MCMC methods are common both in peer-reviewed and
non-peer-reviewed sources. In general, these tend to fall into two groups: articles focused on various statisti-
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cal underpinnings of MCMC methods and articles focused on implementation and practical usage. Readers
interested in reading more details on either topic are encouraged to see Brooks et al. 33 and Hogg & ForemanMackey 134 along with associated references therein.
This chapter builds up a strong conceptual understanding of the what, why, and how of MCMC based on
statistical intuition. In particular, it tries to systematically answer the following questions:
1. What problems are MCMC methods trying to solve?
2. Why are we interested in using them?
3. How do they work in theory and in practice?
We will build on many of these results established here in subsequent chapters. For a more detailed overview of
various underlying statistical concepts, please see Gelman et al. 96 and Blitzstein & Hwang 21 along with associated references therein.
The outline of this chapter is as follows. In §1.1, I provide a brief overview of Bayesian inference and posterior
distributions. In §1.2, I discuss what posteriors are used for in practice, focusing on integration and marginalization. In §1.3, I outline a basic scheme to approximate these posterior integrals using discrete grids. In §1.4, I
illustrate how Monte Carlo methods emerge as a natural extension of grid-based approaches. In §1.5, I discuss
how MCMC methods fit within the broader scope of possible approaches and their benefits and drawbacks. In
§1.6, I explore the general challenges MCMC methods face. In §1.7, I examine how these concepts come together
in practice using a simple example. I summarize the main concepts in §1.8.

1.1

Bayesian Inference

In many scientific applications, we have access to some data D that we want to use to make inferences about the
world around us. Most often, we want to interpret these data in light of an underlying model M that can make
predictions about the data we expect to see as a function of some parameters ΘM of that particular model.
We can combine these pieces together to estimate the probability P(D|ΘM , M) that we would actually see
that data D we have collected conditioned on (i.e. assuming) a specific choice of parameters ΘM from our model
M. In other words, assuming our model M is right and the parameters ΘM describe the data, what is the likelihood P(D|ΘM , M) of the parameters ΘM based on the observed data D? Assuming different values of ΘM will
give different likelihoods, telling us which parameter choices appear to best describe the data we observe.
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In Bayesian inference, we are interested in inferring the flipped quantity, P(ΘM |D, M). This describes the
probability that the underlying parameters are actually ΘM given our data D and assuming a particular model M.
By using factoring of probability, we can relate this new probability P(ΘM |D, M) to the likelihood P(D|ΘM , M)
described above as
P(ΘM |D, M)P(D|M) = P(ΘM , D|M) = P(D|ΘM , M)P(ΘM |M)

(1.1)

where P(ΘM , D|M) represents the joint probability of having an underlying set of parameters ΘM that describe
the data and observing the particular set of data D we have already collected.
Rearranging this equality into a more convenient form gives us Bayes’ Theorem:
P(ΘM |D, M) =

P(D|ΘM , M)P(ΘM |M)
P(D|M)

(1.2)

This equation now describes exactly how our two probabilities relate to each other.
P(ΘM |M) is often referred to as the prior. This describes the probability of having a particular set of values
ΘM for our given model M before conditioning on our data. Because this is independent of the data, this term is
often interpreted as representing our “prior beliefs” about what ΘM should be based on previous measurements,
physical concerns, and other known factors. In practice, this has the effect of essentially “augmenting” the data
with other information.
The denominator

Z
P(D|M) =

P(D|ΘM , M)P(ΘM |M)dΘM

(1.3)

is known as the evidence or marginal likelihood for our model M marginalized (i.e. integrated) over all possible
parameter values ΘM . This broadly tries to quantify how well our model M explains the data D after averaging
over all possible values ΘM of the true underlying parameters. In other words, if the observations predicted by
our model look similar to the data D, then M is a good model. Models where this is true more often also tend
to be favored over models that give excellent agreement occasionally but disagree most of the time. Since in most
instances we take D as a given, this often ends up being a constant.
Finally, P(ΘM |D, M) represents our posterior. This quantifies our belief in ΘM after combining our prior
intuition P(ΘM |M) with current observations P(D|ΘM , M) and normalizing by the overall evidence P(D|M).
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Figure 1.1: An illustra on of Bayes’ Theorem. The posterior probability P(Θ) (black) of our model parameters Θ is based on a com-

bina on of our prior beliefs π(Θ) (blue) and the likelihood L(Θ) (red), normalized by the overall evidence Z

=

R

π(Θ)L(Θ)dΘ

(purple) for our par cular model. See §1.1 for addi onal details.

The posterior will be some compromise between the prior and the likelihood, with the exact combination depending on the strength and properties of the prior and the quality of the data used to derive the likelihood. A
schematic illustration is shown in Figure Figure 1.1.
Throughout the rest of the paper I will write these four terms (likelihood, prior, evidence, posterior) using
shorthand notation such that
P(Θ) ≡ R

L(Θ)π(Θ)
L(Θ)π(Θ)
≡
Z
L(Θ)π(Θ)dΘ

(1.4)

where P(Θ) ≡ P(ΘM |D, M) is the posterior, L(Θ) ≡ P(D|ΘM , M) is the likelihood, π(Θ) ≡ P(ΘM |M) is
the prior, and the constant Z ≡ P(D|M) is the evidence. I have suppressed the model M and data D notation
for convenience here since in most cases the data and model are considered fixed, but will re-introduce them as
necessary.
Before moving on, I would like to strongly emphasize that the interpretation of any result is only as good as
the models and priors that underlie them. Trying to explore the implications of any particular model using, for
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instance, some of the methods described in this chapter is fundamentally a secondary concern behind constructing
a reasonable model with well-motivated priors in the first place.

1.2

What are Posteriors Good For?

Above, I described how Bayes’ Theorem is able to combine our prior beliefs and the observed data into a new
posterior estimate P(Θ) ∝ L(Θ)π(Θ). This, however, is only half of the problem. Once we have the posterior,
we need to then use it to make inferences about the world around us. In general, the ways in which we want to
use posteriors fall into a few broad categories:
1. Making educated guesses: make a reasonable guess at what the underlying model parameters are.
2. Quantifying uncertainty: provide constraints on the range of possible model parameter values.
3. Generating predictions: marginalize over uncertainties in the underlying model parameters to predict
observables or other variables that depend on the model parameters.
4. Comparing models: use the evidences from different models to determine which models are more favorable.
In order to accomplish these goals, we are often more interested in trying to use the posterior to estimate various constraints on the parameters Θ themselves or other quantities f(Θ) that might be based on them. This often depends on marginalizing over the uncertainties characterized by our posterior (via the likelihood and prior).
The evidence Z, for instance, is again just the integral of the likelihood and the prior over all possible parameters:
Z
Z=

Z
L(Θ)π(Θ)dΘ ≡

P̃(Θ)dΘ

(1.5)

where P̃(Θ) ≡ L(Θ)π(Θ) is the unnormalized posterior.
Likewise, if we are investigating the behavior of a subset of “interesting” parameters Θint from Θ = {Θint , Θnuis },
we want to marginalize over the behavior of the remaining “nuisance” parameters Θnuis to see how they can impact Θint . This process is pretty straightforward if the entire posterior over Θ is known:
Z
P(Θint ) =

Z
P(Θint , Θnuis ) dΘnuis =
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P(Θ)dΘnuis

(1.6)

Other quantities can generally be derived from the expectation value of various parameter-dependent functions f(Θ) with respect to the posterior:
R
EP [f(Θ)] ≡
since

R

f(Θ)P(Θ)dΘ
R
=
P(Θ)dΘ

R

f(Θ)P̃(Θ)dΘ
=
R
P̃(Θ)dΘ

Z
f(Θ)P(Θ)dΘ

(1.7)

P(Θ)dΘ = 1 by definition and P̃(Θ) ∝ P(Θ). This represents a weighted average of f(Θ), where at

each value Θ we weight the resulting f(Θ) based on to the chance we believe that value is correct.
Taken together, we see that in almost all cases we are more interested in computing integrals over the posterior
rather than knowing the posterior itself. To put this another way, the posterior is rarely ever useful on its own; it
mainly becomes useful by integrating over it.
This distinction between estimating expectations and other integrals over the posterior versus estimating the
posterior in-and-of-itself is a key element of Bayesian inference. This distinction is hugely important when it
comes to actually performing inference in practice, since it is often the case that we can get an excellent estimate
of EP [f(Θ)] even if we have an extremely poor estimate of P(Θ) or P̃(Θ).
More details are provided below to further illustrate how the particular categories described above translate
into particular integrals over the (unnormalized) posterior. An example is shown in Figure Figure 1.2.

1.2.1 Making Educated Guesses
One of the core tenets of Bayesian inference is that we don’t know the true model M∗ or its true underlying parameters Θ∗ that characterize the data we observe: the model M we have is almost always a simplification of what
is actually going on. If we assume that our current model M is correct, however, we can try to use our posterior
P(Θ) to propose a point estimate Θ̂ that we think is a pretty good guess for the true value Θ∗ .
What exactly counts as “good”? This depends on exactly what we care about. In general, we can quantify
“goodness” by asking the opposite question: how badly are we penalized if our estimate Θ̂ ̸= Θ∗ is wrong? This
is often encapsulated through the use of a loss function L(Θ̂|Θ∗ ) that penalizes us when our point estimate Θ̂
differs from Θ∗ . An example of a common loss function is L(Θ̂|Θ∗ ) = |Θ̂ − Θ∗ |2 (i.e. squared loss), where an
incorrect guess is penalized based on the square of the magnitude of the separation between the guess Θ̂ and the
true value Θ∗ .
Unfortunately, we don’t know what the actual value of Θ∗ is to evaluate the true loss. We can, however, do the
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Figure 1.2: A “corner plot” showing an example of how posteriors are used in prac ce. Each of the top panels shows the 1-D marginal-

ized posterior distribu on for each parameter (grey), along with associated median point es mates (red) and 68% credible intervals
(blue). Each central panel shows the 10%, 40%, 65%, and 85% credible regions for each 2-D marginalized posterior distribu on. See
§1.2 for addi onal details and §6 for a descrip on of the model used in this Figure.

next best thing and compute the expected loss averaged over all possible values of Θ∗ based on our posterior:
h
i Z
LP (Θ̂) ≡ EP L(Θ̂|Θ) = L(Θ̂|Θ)P(Θ)dΘ

(1.8)

A reasonable choice for Θ̂ is then the value that minimizes this expected loss in place of the actual (unknown)
loss:



Θ̂ ≡ argmin LP (Θ′ )

(1.9)

Θ′

where argmin indicates the value (argument) of Θ′ that minimizes the expected loss LP (Θ′ ).
While this strategy can work for any arbitrary loss function, solving for Θ̂ often requires using numerical
methods and repeated integration over P(Θ). However, analytic solutions do exist for particular loss functions.
For example, it is straightforward to show that the optimal point estimate Θ̂ under squared loss is simply the
mean.

1.2.2 Quantifying Uncertainty
In many cases we are not just interested in computing a prediction Θ̂ for Θ∗ , but also constraining a region
within which Θ∗ might lie with some amount of certainty. In other words, can we construct a region CX such
that we believe there is an X% chance that it contains Θ∗ ?
There are many possible definitions for this credible region. One common definition (intimately connected
with the Lebesgue integral and measure theory) is the region above some posterior threshold PX where X% of the
posterior is contained, i.e. where

Z

X
100

(1.10)

CX ≡ {Θ : P(Θ) ≥ PX }

(1.11)

Θ ∈ CX

P(Θ)dΘ =

given

In other words, we want to integrate our posterior over all Θ where the value P(Θ) > PX is greater than some
threshold PX , where PX is set so that this integral encompasses X% of the full posterior. Common choices for X
include 68% and 95% (i.e. “1-sigma” and “2-sigma” credible intervals).
In the special case where our (marginalized) posterior is 1-D, credible intervals are often defined using per-
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centiles rather than thresholds, where the location xp of the pth percentile is defined as
Z

xp
−∞

P(x)dx =

p
100

(1.12)

We can use these to define a credible region [xlow , xhigh ] containing Y% of the data by taking xlow = x(100−Y)/2
and xhigh = x(100+Y)/2 . While this leads to asymmetric thresholds and does not generalize to higher dimensions,
it has the benefit of always encompassing the median value x50 and having equal tail probabilities (i.e.

100−Y
2 % of

the posterior on each side).

1.2.3 Making Predictions
In addition to trying to estimate the underlying parameters of our model, we often also want to make predictions
of other observables or variables that depend on our model parameters. If we think we know the underlying true
model parameters Θ∗ , then this process is straightforward. Given that we only have access to the posterior distribution P(Θ) over possible values Θ∗ could take, however, to predict what will happen we will need to marginalize over this uncertainty.
We can quantify this intuition using the posterior predictive P(D̃|D), which represents the probability of
seeing some new data D̃ based on our existing data D:
Z
P(D̃|D) ≡

Z
P(D̃|Θ)P(Θ|D)dΘ ≡

i
h
L̃(Θ)P(Θ)dΘ = EP L̃(Θ)

(1.13)

In other words, for hypothetical data D̃, we want to compute the expected value of the likelihood L̃(Θ) over all
possible values of Θ based on the current posterior P(Θ).

1.2.4 Comparing Models
One final point of interest in many Bayesian analyses is trying to investigate whether the data particularly favors
any of the model(s) we are assuming in our analysis. Our choice of priors or the particular way we parameterize
the data can lead to substantial differences in the way we might want to interpret our results.
We can compare two models by computing the Bayes factor:
R12 ≡

P(M1 |D)
P(D|M1 )P(M1 )
Z1 π 1
=
≡
P(M2 |D)
P(D|M2 )P(M2 )
Z2 π 2
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(1.14)

where ZM is again the evidence for model M and πM is our prior belief that M is correct relative to the competing model. Taken together, the Bayes factor R tells us how much a particular model is favored over another
given the observed data, marginalizing over all possible values of the underlying model parameters ΘM , and our
previous relative confidence in the model.
Again, note that computing ZM requires computing the integral

R

P̃(Θ)dΘ of the unnormalized posterior

P̃(Θ) over Θ. Combined with the other examples outlined in this section, it is clear that many common use cases
in Bayesian analysis rely on computing integrals over the (possibly unnormalized) posterior. We will return to the
evidence and model comparison more generally in §2.

1.3

Approximating Posterior Integrals with Grids

I now want to describe basic methods for estimating posterior integrals. While in some cases (e.g., conjugate
priors) these can be computed analytically, this is not true in general. To properly estimate quantities such as
those outlined in §1.2 therefore requires the use of numerical methods (highlighted in the previous exercises).
To start, I will first focus on the case where our integral over Θ is 1-D. In that case, we can approximate it using
standard numerical techniques such as a Riemann sum over a discrete grid of points:
Z
EP [f(Θ)] =

f(Θ)P(Θ)dΘ ≈

n
X

f(Θi )P(Θi )ΔΘi

(1.15)

i=1

where
ΔΘi = Θj+1 − Θj

(1.16)

is simply the spacing between the set of j = 1, . . . , n + 1 points on the underlying grid and
Θi =

Θj+1 + Θj
2

(1.17)

is just defined to be the mid-point between Θj and Θj+1 .1 As shown in Figure 1.3, this approach is akin to trying
to approximate the integral using a discrete set of n rectangles with heights of f(Θi )P(Θi ) and widths of ΔΘi .
This idea can be generalized to higher dimensions. In that case, instead of breaking up the integral into n 1-D
1

Choosing Θi to be one of the end-points gives consistent behavior (see §1.3.3) as the number of grid points n
but generally leads to larger biases for finite n.
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Figure 1.3: An illustra on of how to approximate posterior integrals using a discrete grid of points. We break up the posterior into

con guous regions deﬁned by a posi on Θi (e.g., an endpoint or midpoint) with corresponding posterior density P(Θi ) and volume

ΔΘi over a grid with i = 1, . . . , n elements. Our integral can then be approximated by adding up each of these regions propor onal
× ΔΘi contained within it. In 1-D (top), these volume elements ΔΘi correspond to line segments while

to the posterior mass P(Θi )

in 2-D (middle), these correspond to rectangles. This can be generalized to higher dimensions (bo om), where we instead used N-D
cuboids. See §1.3 for addi onal details.

segments, we instead can decompose it into a set of n N-D cuboids. The contribution of each of these pieces is
then proportional to the product of the “height” f(Θi )P(Θi ) and the volume

ΔΘi =

d
Y

ΔΘi,j

(1.18)

j=1

where ΔΘi,j is the width of the ith cuboid in the jth dimension. See Figure 1.3 for a visual representation of this
procedure.
Substituting P(Θ) = P̃(Θ)/Z into the expectation value and replacing any integrals with their grid-based
approximations then gives:
R
EP [f(Θ)] =

f(Θ)P(Θ)dΘ
R
=
P(Θ)dΘ

R

f(Θ)P̃(Θ)dΘ
≈
R
P̃(Θ)dΘ

Pn

i=1 f(Θi )P̃(Θi )ΔΘi
Pn
i=1 P̃(Θi )ΔΘi

(1.19)

Note the denominator is now an estimate for the evidence:
Z
Z=

P̃(Θ)dΘ ≈

n
X

P̃(Θi )ΔΘj

(1.20)

i=1

This substitution of the unnormalized posterior P̃(Θ) for the posterior P(Θ) is a crucial part of computing
expectation values in practice since we can compute P̃(Θ) = L(Θ)π(Θ) directly without knowing Z.

1.3.1 The Curse of Dimensionality
While this approach is straightforward, it has one immediate and severe drawback: the total number of grid
points increases exponentially as the number of dimensions increases. For example, assuming we have roughly
k ≥ 2 grid points in each dimensions, the total number of points n in our grid scales as

n∼

d
Y

k = kd

(1.21)

j=1

This means that even in the absolute best case where k = 2, we have 2d scaling.
This awful scaling is often referred to as the curse of dimensionality. This exponential dependence turns
out to be a generic feature of high-dimensional distributions (i.e. posteriors of models with larger numbers of
parameters) that will be discussed in more detail in §1.6. It will serve serve as a guide for the statistical methods
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employed/studied in subsequent chapters.

1.3.2 Effective Sample Size
Apart from this exponential scaling of dimensionality, there is a more subtle drawback to using grids. Since we
do not know the shape of the distribution ahead of time, the contribution of each portion of the grid (i.e. each
N-D cuboid) can be highly uneven depending on the structure of the grid. In other words, the effectiveness of
this approach not only depends on the number of grid points n but also where they are allocated. If we do not
specify our grid points well, we can end up with many points located in regions where P̃(Θ) and/or f(Θ)P̃(Θ) is
relatively small. This then implies that their respective sums will be dominated by a small number of points with
much larger relative “weights”. Ideally, we would want to increase the resolution of the grid in regions where the
posterior is large and decrease it elsewhere to mitigate this effect.
Note that the use of the term “weights” in the preceding paragraph is quite deliberate. Looking back at the
original approximation, the form of Equation (1.19) is quite similar to one which might be used to compute a
weighted sample mean of f(Θ). In that case, where we have n observations {f1 , . . . , fn } with corresponding
weights {w1 , . . . , wn }, the weighted mean is simply:
f̂mean

Pn
wi fi
≡ Pi=1
n
i=1 wi

(1.22)

Indeed, if we define
fi ≡ f(Θi ),

wi ≡ P̃(Θi )ΔΘi

(1.23)

then the connection between the weighted sample mean in Equation (1.22) and the expectation value from our
grid in Equation (1.19) becomes explicit:
EP [f(Θ)] ≈

Pn

i=1 f(Θi )P̃(Θi )ΔΘi
Pn
i=1 P̃(Θi )ΔΘi

Pn
wi fi
≡ Pi=1
n
i=1 wi

(1.24)

Thinking about our grid as a set of n samples also allows us to consider an associated effective sample size
(ESS) neff ≤ n. The ESS encapsulates the idea that not all of our samples contribute the same amount of information: if we have n samples that are very similar to each other, we expect to have a substantially worse estimate
than if we have n samples that are quite different. This is because the information in correlated samples are at
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Figure 1.4: An example of how changing the spacing (volume elements) of the grid can drama cally aﬀect its associated es mate of

posterior integrals. On a toy 2-D posterior P(Θ), simply changing the spacing of the associated 2-D 30 × 30 grid drama cally aﬀects
the eﬀec ve sample size (ESS) (see §1.3.2). Diﬀerences between poor spacing (le ), uniform spacing (middle), and op mal spacing (right)
leads to an order of magnitude diﬀerence in the ESS, as highlighted by the distribu on of weights (bo om) associated with the volume
elements of each grid. See §1.3.2 for addi onal details.

least partially redundant with one another, with the amount of redundancy increasing with the strength of the
correlation: while two independent samples provide completely unique information about the distribution and
no information about each other, two correlated samples instead provide some information about each other at
the expense of the underlying distribution.
Returning to grids, this correspondence means that we can in theory come up with an estimate of the expectation value EP [f(Θ)] that is at least as good as the one we might currently have using a smaller number neff ≤ n
of grid points if we were able to allocate them more efficiently. This distinction matters because errors on our
estimate of the expectation value generally scale as a function of neff rather than n. For instance, the error on the
−1/2

mean typically goes as ∝ neff

rather than ∝ n−1/2 .

We can quantify the ideas behind the ESS as discussed above by introducing a formal definition following
Kish 155 :
neff

2
Pn
i=1 wi
≡ Pn
2
i=1 wi
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(1.25)

In line with our intuition, the best case under this definition is one where all the weights are equal (wi = w):
nbest
eff

2
Pn
(nw)2
n2 w2
i=1 wi
=n
= Pn
=
= Pn
2
2
nw2
i=1 w
i=1 wi

(1.26)

Likewise, the worst case is one where all the weight is concentrated around a single sample (wi = w for i = j and
wi = 0 otherwise):
nworst
eff

2
Pn
(w)2
i=1 wi
= Pn
=
=1
2
w2
i=1 wi

(1.27)

This former situation (with nbest
eff ) would be the case where each of the elements of our grid all have roughly the
same contribution to the integral, while the latter (with nworst
eff ) would be where the entire integral is essentially
contained in just one of our n N-D cuboid regions. An illustration of this behavior is shown in Figure 1.4.

1.3.3 Convergence and Consistency
Now that I have outlined the relationship between the structure of our grid and the ESS, I want to examine two
final issues: convergence and consistency. Convergence is the idea that, while our estimates using n samples
(grid points) might be noisy, it approaches some fiducial value as n → ∞:
Pn

lim

n→∞

i=1 f(Θi )P̃(Θi )ΔΘi
Pn
i=1 P̃(Θi )ΔΘi

=C

(1.28)

Consistency is subsequently the idea that the value we converge to is the true value we are interested in estimating:
lim

n→∞

Pn

i=1 f(Θi )P̃(Θi )ΔΘi
Pn
i=1 P̃(Θi )ΔΘi

= EP [f(Θ)]

(1.29)

It is straightforward to show that if the expectation value is well-defined (i.e. it exists) and the grid covers the
entire domain of Θ (i.e. spans the smallest and largest possible values in every dimension) then using a grid is
a consistent way to estimate the expectation value. This should make intuitive sense: provided our grid is expansive enough in Θ so that we’re not “missing” any region of parameter space, we should be able to estimate
EP [f(Θ)] to arbitrary precision by simply increasing the resolution in ΔΘ.
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Figure 1.5: An illustra on of how grid-based es mates can be convergent (i.e. converge to a single value as the number of grid points

increases) but not consistent (i.e. the value it converges to is not the correct answer). Our toy 2-D unnormalized posterior P̃(Θ) has
two modes that are well-separated with a total evidence of Z

= 200. If we are not aware of the second mode, we might deﬁne a grid

region that only encompasses a subset of the en re parameter space (le ). While increasing the resolu on of the grid within this region
allows the es mated Z to converge to an single answer (le to right), this is not equal to the correct answer of Z

= 200 because we

have neglected the contribu on of the other component (right). See §1.3.3 for addi onal details.

1.4

From Grids to Monte Carlo Methods

Unfortunately, we do not know beforehand what range of values of Θ our grid should span. While parameters
can range over (−∞, +∞), grids rely on finite-volume elements and so we have to choose some finite sub-space
to grid up. So while grids may give estimates that converge to some value over the range spanned by the grid
points, there is always a possibility that a significant portion of the posterior lies outside that range. In these cases,
grids are not guaranteed to be consistent estimators of EP [f(Θ)]. An illustration of this issue is shown in Figure
1.5. This fundamental problem is not shared by Monte Carlo methods, whose connection to grids I now will
make explicit.

1.4.1 Connecting Grid Points and Samples
Earlier, I outlined how we can relate estimating EP [f(Θ)] using a grid of n points to an equivalent estimate using
a set of n samples {f1 , . . . , fn } and a series of associated weights {w1 , . . . , wn }. The main result is that there is an
intimate connection between the structure of the posterior and the grid to the relative amplitude of the weights
wi ≡ P̃(Θi )ΔΘi for each point fi ≡ f(Θi ). Adjusting the resolution of the grid then affects these weights, with a
more uniform distribution of weights leading to a larger ESS which can improve our estimate.
The fact that decreasing the spacing (making grid denser) also decreases the weights makes sense: we have more
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points located in that region, so each point should in general get less relative weight when computing EP [f(Θ)].
Likewise, if we have the same spacing but change the relative shape of the posterior, the weight of that point
when estimating EP [f(Θ)] should also change accordingly.
I will now extend this basic relationship further. In theory, adaptively increasing the resolution of our grid
allows us more control over the volume elements ΔΘi used to derive our weights. If we knew the shape of our
posterior sufficiently well, for large n we should in theory be able to adjust ΔΘi such that the weights wi =
P̃(Θi )ΔΘi are uniform to some amount of desired precision. By inspection, this should happen when
ΔΘi ∝

1
P̃(Θi )

(1.30)

for all i.
Taking this reasoning to its conceptual limit, as n → ∞ we can imagine estimating the posterior using a larger
and larger number of grid points whose spacing ΔΘ changes as a function of Θ. Using this, we can now define
the density of points Q(Θ) based on the varying resolution ΔΘ(Θ) of our infinitely-fine grid as a function of Θ:
Q(Θ) ∝

1
ΔΘ(Θ)

(1.31)

This result suggests that, in the continuum limit where n → ∞, the structure of our inﬁnite-resolution grid is
equivalent to a new continuous distribution Q(Θ). An illustration of this concept is shown in Figure 1.6. Using
Q(Θ), we can then rewrite our original expectation value as
R
EP [f(Θ)] ≡

f(Θ)P̃(Θ)dΘ
=
R
P̃(Θ)dΘ

R

h
i
P̃(Θ)
EQ f(Θ)P̃(Θ)/Q(Θ)
Q(Θ)dΘ
f(Θ) Q(Θ)
h
i
=
R P̃(Θ)
P̃(Θ)/Q(Θ)
E
Q(Θ)dΘ
Q
Q(Θ)

(1.32)

For reasons that will soon become clear, I will refer to Q(Θ) as the proposal distribution.
At this point, this may mostly seem like a mathematical trick: all I have done is rewrite our original single expectation value with respect to the (unnormalized) posterior P̃(Θ) in terms of two expectation values with respect to the proposal distribution Q(Θ). This substitution, however, actually allows us to fully realize the connection between grid points and samples.
Earlier, I showed that the estimate for the expectation value from grid points is exactly analogous to the estimate we would derive assuming the grid points were random samples {f1 , . . . , fn } with associated weights
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Figure 1.6: An illustra on of the connec on between grids and con nuous density distribu ons. As we increase the number of grid

points, our es mate of the posterior P(Θ) improves (top). Since the spacing between the grid points varies to maximize the eﬀec ve

sample size (see Figure 1.4 and §1.3.2), the diﬀeren al volume elements ΔΘi change depending on our loca on (middle). As we con-

= [ΔΘi ]−1 behaves like a
om). This implies we should be able to use Q(Θ) in some way

nue to increase the number of volume elements, the density of grid points at any par cular loca on ρ(Θi )

con nuous func on Q(Θ) whose distribu on is similar to P(Θ) (bo

to es mate P(Θ). See §1.4 for addi onal details.

{w1 , . . . , wn }. Once we have defined our expectation with respect to Q(Θ), however, this statement can become
exact assuming we can explicitly generate samples from Q(Θ).
What does this mean? Initially, we looked at trying to estimate EP [f(Θ)] over a grid with n points. In the
limit of infinite resolution, however, our grid becomes equivalent to some distribution Q(Θ). Using Q(Θ), we
h
i
h
i
can then rewrite our original expression in terms of two expectations, EQ f(Θ)P̃(Θ)/Q(Θ) and EQ P̃(Θ)/Q(Θ) ,
over Q(Θ) instead of P(Θ). This helps us because we can in theory estimate these final expressions explicitly using a series of n randomly generated samples from Q(Θ). Due to the randomness inherent in this approach, this
is commonly referred to as a Monte Carlo approach for estimating EP [f(Θ)] due to historical connections with
randomness and gambling.
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On the face of it, this should come across as a surprising claim. When we compute an integral of a function
f(Θ) on a bounded grid, we know that there is some error in our approximation having to do with the discretization of the grid. This error is entirely deterministic: given a number of grid points n and an a particular discretization density Q(Θ) ∝ 1/ΔΘ(Θ), we will get the same result (and error) for EP [f(Θ)] every time.
By contrast, drawing n samples {Θ1 , . . . , Θn } from Q(Θ) is an inherently random (i.e. stochastic) process
that seems to look nothing like a grid of points. And because these points are inherently random, the actual deviation between our estimate and the true value of EP [f(Θ)] will also be random. The “error” from random
samples then tells us something about how much we expect our estimate can differ over many possible realizations of our random process given a particular number of samples n generated from Q(Θ). The fact that we can
derive roughly equivalent estimates from these these very different approaches as we adjust n and Q(Θ) lies at the
heart of the connection between grid points and samples.
There are three primary benefits from moving from an adaptively-spaced grid to a continuous distribution
Q(Θ). First, a grid will always have some minimum resolution ΔΘi that makes it difficult to get our weights to
be roughly uniform, limiting our maximum ESS in practice. By contrast, we can in theory get Q(Θ) to more
closely match the posterior P(Θ), giving a larger ESS at fixed n.
Second, because we are now working with distributions rather than a finite number of grid points, we are no
longer limited to some finite volume when estimating expectations. Since distributions can range over (−∞, +∞),
we can guarantee Q(Θ) will provide sufficient coverage over all possible Θ values that our posterior P(Θ) could
be defined over. This means that some of the theoretical issues raised in §1.3.3 associated with applying grids to
posteriors that range over (−∞, +∞) no longer apply. Monte Carlo methods therefore can serve as a consistent
estimator for a wider range of possible posterior expectations than grid-based methods, making them substantially more flexible.
Finally, the minimum number of grid points always scales exponentially with dimensionality (see §1.3.1), regardless of how many parameters we are interested in marginalizing over. Since Monte Carlo methods do not rely
on these, they can take full advantage of marginalizing over parameters when estimating expectations EP [f(Θ)].
They are therefore less susceptible to this effect (although see §1.6.2).
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1.4.2 Importance Sampling
As I have tried to emphasize previously, the core tenet of this article is that we do not know what P(Θ) looks like
beforehand. This means we do not know what grid structure will provide an optimal estimate (i.e. maximum
ESS) for EP [f(Θ], let alone how this should behave as Q(Θ) in the continuum limit. This gives us ample motivation to choose Q(Θ) in such a way to make generating samples from it easy and straightforward.
Assuming we have chosen such a Q(Θ), we can subsequently generate a series of n samples from it. Assuming
these samples have weights qi associated with them and defining
f(Θi ) ≡ fi ,

P̃(Θi )/Q(Θi ) ≡ w̃(Θi ) ≡ w̃i

(1.33)

Pn
fi w̃i qi
EQ [f(Θ)w̃(Θ)]
EP [f(Θ)] =
≈ Pi=1
n
EQ [w̃(Θ)]
i=1 w̃i qi

(1.34)

our original expression reduces to

If we further assume that we have chosen Q(Θ) so that we can simulate samples that are independently and
identically distributed (iid) (i.e. each sample has the same probability distribution as the others and all the samples are mutually independent), then the corresponding sample weights immediately reduce to qi = 1/n and our
result becomes

P
n−1 ni=1 fi w̃i
EP [f(Θ)] ≈ −1 Pn
n
i=1 w̃i

(1.35)

As with the previous case using grids (§1.3), the denominator of this expression is again a direct approximation
for the evidence
Z
Z=

−1

P̃(Θ)dΘ ≈ n

n
X

w̃i

(1.36)

i=1

This gives a straightforward recipe for estimating our original expectation value:
1. Draw n iid samples {Θ1 , . . . , Θn } from Q(Θ).
2. Compute their corresponding weights w̃i = P̃(Θi )/Q(Θi ).
3. Estimate EP [f(Θ)] by computing EQ [w̃(Θ)] and EQ [f(Θ)w̃(Θ)] using the weighted sample means.
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Figure 1.7: A schema c illustra on of Importance Sampling. First, we take a given proposal distribu on Q(Θ) (le ) and generate a

set of n iid samples from it (middle le ). We then weight each sample based on the corresponding “importance” P̃(Θ)/Q(Θ) it has
at that loca on (middle right). We then can use these weighted samples to approximate posterior expecta ons (right). See §1.4.2 for

addi onal details.

Since this process just involves “reweighting” the samples based on w̃i , these weights are often referred to as importance weights and the method as Importance Sampling. A schematic illustration of Importance Sampling is
highlighted in Figure 1.7.
We can interpret the importance weights as ways to correct for how “far off” our original guess Q(Θ) is from
the truth P(Θ). If the posterior density is higher at position Θi relative to the proposal density, then we were
less likely to generate a sample at that position compared to what we would have seen if we had drawn samples
directly from the posterior. As a result, we should increase its corresponding weight to account for this expected
deficit of samples at a given position. If the posterior density is lower relative to the proposal density, then the
alternative is true and we want to lower the weight of the corresponding sample to account for the expected excess
of samples at a given position.

1.4.3 Examples of Sampling Strategies
Importance Sampling serves as a useful first step for understanding how the weights {w̃1 , . . . , w̃n } for the corresponding set of n samples are related to different Monte Carlo sampling strategies.
As an example, one common approach is to generate samples uniformly within some cuboid with volume V.
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The proposal distribution for this will then be

Qunif (Θ) =




1/V

Θ in cuboid



0

otherwise

(1.37)

The corresponding importance weights subsequently will just be proportional to the posterior at a given position:
w̃unif
=
i

P̃(Θi )
= VP̃(Θi ) ∝ P(Θi )
Qunif (Θi )

(1.38)

Another possible approach would be if we instead take our proposal to be our prior:
Qprior (Θ) = π(Θ)

(1.39)

This seems like a well-motivated choice: the prior characterizes our knowledge before looking at the data, so it
should serve as a useful first guess and encompass the range of all possibilities. Under this assumption, we now
find our weights will be equal to the likelihood L(Θ) at each position:
prior

wi

=

P̃(Θi )
L(Θi )π(Θi )
=
= L(Θi )
prior
Q (Θi )
π(Θi )

(1.40)

Finally, notice that the optimal sampling strategy is to assume that we can take our proposal to be identical to
our posterior:
Qpost (Θ) = P(Θ)

(1.41)

The corresponding weights will then just be constant and equal to the evidence Z:
post

wi

=

ZP(Θi )
P̃(Θi )
=
=Z
post
Q (Θi )
P(Θi )

(1.42)

As expected, this final result guarantees the maximum possible ESS of neff = n. Getting Q(Θ) to be as “close”
as possible to P(Θ) therefore becomes a crucial part of analyses when trying to use Importance Sampling to
estimate expectation values. It is this result in particular that motivates the use of Markov Chain Monte Carlo
(MCMC) methods discussed from §1.5 onward: if we can somehow generate samples directly from P(Θ) or

26

something close to it, then we can achieve an optimal estimate of our corresponding expectation values.

1.5

Markov Chain Monte Carlo

Now that I have shown how importance weights relate to various Monte Carlo sampling strategies, I can now
outline the ideas behind Markov Chain Monte Carlo (MCMC). In brief, MCMC methods try to generate
samples in such a way that the importance weights {w̃1 , . . . , w̃n } associated with each sample are constant. Based
on the results from §1.4.3, this means MCMC seeks to generate samples proportional to the posterior P(Θ) in
order to arrive at an optimal estimate for our expectation value.
MCMC accomplishes this by creating a chain of (correlated) parameter values {Θ1 → · · · → Θn } over n iterations such that the number of iterations m(Θi ) spent in any particular region δΘi centered on Θi is proportional
to the posterior density P(Θi ) contained within that region. In other words, the “density” of samples generated
from MCMC
ρ(Θ) ≡

m(Θ)
n

(1.43)

at position Θ integrated over δΘ is approximately
Z

Z
Θ∈δΘ

P(Θ)dΘ ≈

−1

Θ∈δΘ

ρ(Θ)dΘ ≈ n

n
X


1 Θj ∈ δΘ

(1.44)

j=1

where 1 [·] is the indicator function which evaluates to 1 if the inside condition is true and 0 otherwise. We can
therefore approximate the density by simply adding up the number of samples within δΘ and normalizing by the
total number of samples n. A schematic illustration of this concept is shown in Figure 1.8.
While this will just be approximately true for any finite n, as the number of samples n → ∞ this procedure
generally guarantees that ρ(Θ) → P(Θ) everywhere.2 In theory then, once we have a reasonable enough approximation for ρ(Θ), we can also use the samples {Θ1 → · · · → Θn } generated from ρ(Θ) to get an estimate for the
evidence using the same substitution trick introduced in §1.4:
Z
Z=

i
h
X P̃(Θi )
P̃(Θ)
ρ(Θ)dΘ ≡ Eρ P̃(Θ)/ρ(Θ) ≈ n−1
ρ(Θ)
ρ(Θi )
i=1
n

2

(1.45)

Discussing the details of exactly when/where this condition holds in theory and in practice is beyond the scope of this
paper but can be found in other references such as Asmussen & Glynn 10 and Brooks et al. 33 .
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Figure 1.8: A schema c illustra on of Markov Chain Monte Carlo (MCMC). MCMC tries to create a chain of n (correlated) samples
{Θ1 → · · · → Θn } (top) such that the number of samples m in some par cular volume δ gives a rela ve density m/n (middle)
comparable to the posterior P(Θ) integrated over the same volume (bo om). See §1.5 for addi onal details.
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This is just the average of the ratio between P̃(Θi ) and ρ(Θi ) over all n samples.
Finally, since our MCMC procedure gives us a series of n samples from the posterior, our expectation value
simply reduces to

P
P
n
X
n−1 ni=1 fi
n−1 ni=1 fi w̃i
= −1 Pn
= n−1
fi
EP [f(Θ)] ≈ −1 Pn
n
n
i=1 w̃i
i=1 1
i=1

(1.46)

This is just the sample mean of the corresponding {f1 , . . . , fn } values over our set of n samples.
I wish to take a moment here to highlight two features of the above results related to common misconceptions
surrounding MCMC methods. First, there is a widespread belief that because MCMC methods generate a chain
of samples whose behavior follows the posterior, we do not have any ability to use them to estimate normalizing
constants such as the evidence Z. As shown above, this is not true at all: not only can we do this using ρ(Θ),
but the estimate we derive is actually a consistent one (although it will converge extremely slowly, as discussed in
§1.6.1).
The second misconception is that the primary goal of MCMC is to “approximate” or “explore” the posterior.
In other words, to estimate ρ(Θ). However, as shown above, the ability of MCMC methods to estimate ρ(Θ) is
really only useful for estimating the evidence Z. In fact, by tracing its heritage from Importance Sampling-based
methods, we see its primary purpose is actually to estimate expectation values (i.e. integrals over the posterior). I
will spend some time discussing this point in more detail in §1.6.1.
To summarize, the idea behind MCMC is to simulate a series of values {Θ1 → · · · → Θn } in a way that
their density ρ(Θ) after a given amount of time follows the underlying posterior P(Θ). We can then estimate
the posterior within any particular region δΘ by simply counting up how many samples we simulate there and
normalizing by the total number of samples n we generated. Because we are also simulating values directly from
the posterior, any expectation values also reduce to simple sample averages. This procedure is incredibly intuitive
and part of the reason MCMC methods have become so widely adopted to perform Bayesian inference in the
sciences.

1.5.1 Generating Samples with the Metropolis-Hastings Algorithm
There is a vast literature on various approaches to generating samples see, e.g., 33 . Exploring how the majority of
these methods behave both in theory and in practice is beyond the scope of this chapter (and indeed this dissertation). As such, I will instead describe the basics of how these methods operate.
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The central motivating idea is that we want a way to generate new samples Θi → Θi+1 such that the distribution of the final samples ρ(Θ) as n → ∞ (1) is stationary (i.e. it converges to something) and (2) is equal to
the P(Θ). These are essentially analogs to the convergence and consistency constraints discussed in §1.3.3. We
can satisfy the first condition by invoking detailed balance. This is the idea that probability is conserved when
moving from one position to another (i.e. the process is reversible). More formally, this just reduces to factoring
of probability:
P(Θi+1 |Θi )P(Θi ) = P(Θi+1 , Θi ) = P(Θi |Θi+1 )P(Θi+1 )

(1.47)

where P(Θi+1 |Θi ) is the probability of moving from Θi → Θi+1 and P(Θi |Θi+1 ) is the probability of the
reverse move from Θi+1 → Θi . Rearranging then gives the following constraint:
P(Θi+1 )
P(Θi+1 )
P(Θi+1 |Θi )
=
=
P(Θi |Θi+1 )
P(Θi )
P(Θi )

(1.48)

where the final equality comes from the fact that the distribution we are trying to generate samples from is the
posterior P(Θ).
We now need to implement a procedure that enables us to actually move to new positions by computing
this probability. We can do this by breaking each move into two steps. First, we want to propose a new position
Θi → Θ′i+1 based on a proposal distribution Q(Θ′i+1 |Θi ) similar in nature to the Q(Θ) used in to Importance
Sampling (§1.4.2). Then we will either decide to accept the new position (Θi+1 = Θ′i+1 ) or reject the new position (Θi+1 = Θi ) with some transition probability T(Θ′i+1 |Θi ). Combining these terms together then gives us
the probability of moving to a new position:
P(Θi+1 |Θi ) ≡ Q(Θi+1 |Θi )T(Θi+1 |Θi)

(1.49)

As with Importance Sampling, we can choose Q(Θ′i+1 |Θi ) so that it is straightforward to propose new samples Θ′i+1 by numerical simulation. We then need to determine the transition probability T(Θ′i+1 |Θi ) of whether
we should accept or reject Θ′i+1 . Substituting into our expression for detailed balance, we find that our form for
the transition probability must satisfy the following constraint:
P(Θi+1 ) Q(Θi |Θi+1 )
T(Θi+1 |Θi )
=
T(Θi |Θi+1 )
P(Θi ) Q(Θi+1 |Θi )
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(1.50)

Figure 1.9: A schema c illustra on of the Metropolis-Has ngs algorithm. At a given itera on i, we have generated a chain of samples

{Θ1 → · · · → Θi } (white) up to the current posi
′

on Θi (red) whose behavior follows the underlying posterior P(Θ) (viridis

color map). We then propose a new posi on Θi+1 (yellow) from the proposal distribu on (orange shaded region). We then compute
′

the transi on probability T(Θi+1 |Θi ) (white) based on the posterior Q(Θ) and proposal Q(Θ
random number ui+1 uniformly from 0 to 1. If ui+1

Θi+1 = Θ′i+1 . If we reject the move, then Θi+1

′

|Θ) densi

es. We then generate a

T(Θ′i+1 |Θi ), we accept the move and make our next posi on in the chain

≤
= Θi . See §1.5.1 for addi

onal details.

It is straightforward to show that the Metropolis criterion 204


P(Θi+1 ) Q(Θi |Θi+1 )
T(Θi+1 |Θi ) ≡ min 1,
P(Θi ) Q(Θi+1 |Θi )


(1.51)

satisfies this constraint.
Generating samples following this approach can be done using the Metropolis-Hastings (MH) Algorithm 204,121 :
1. Propose a new position Θi → Θ′i+1 by generating a sample from the proposal distribution Q(Θ′i+1 |Θi ).
i
h
P(Θ′ ) Q(Θi |Θ′i+1 )
.
2. Compute the transition probability T(Θ′i+1 |Θi ) = min 1, P(Θi+1
′
|Θi )
i ) Q(Θ
i+1

3. Generate a random number ui+1 from [0, 1].
4. If ui+1 ≤ T(Θ′i+1 |Θi ), accept the move and set Θi+1 = Θ′i+1 . If ui+1 > T(Θ′i+1 |Θi ), reject the move and
set Θi+1 = Θi .
5. Increment i = i + 1 and repeat this process.
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See Figure 1.9 for a schematic illustration of this process.
Because algorithms like the MH algorithm generate a chain of states where the next proposed position only
depends on the current position rather than any of its past positions (i.e. it “forgets” the past), they are known
as Markov processes. Combining these two terms with the Monte Carlo nature of simulating new positions is
what gives Markov Chain Monte Carlo (MCMC) its namesake.
An issue with generating a chain of samples in practice is the fact that our chain only has finite length and a
starting position Θ0 . If our chain were infinitely long, we would expect it to visit every possible position in parameter space, rendering the exact starting position is unimportant. However, since in practice we terminate
sampling after only n iterations, starting from a location Θ0 that has an extremely low probability means an inordinate fraction of our n samples will occupy this low-probability region, possibly biasing our final results. Since
we have limited knowledge beforehand about where Θ0 is relative to our posterior, in practice we generally want
to remove the initial chain of states once we are confident our chain has begun sampling from higher-probability
regions. Discussing various approaches for identifying and removing samples from this burn-in period is beyond
the scope of this article; for additional information, please see Gelman & Rubin 98 , Gelman et al. 96 , and Vehtari
et al. 302 along with references therein.

1.5.2 Effective Sample Size and Auto-Correlation Time
At this point, MCMC seems like it should be the optimal method for any situation: by simulating samples directly from the (unknown) posterior, we can achieve an optimal estimate for any expectation values we wish
to evaluate. In practice, however, this does not hold true. MCMC values rely on specific algorithmic procedures such as the MH algorithm to generate samples, whose limiting behavior reduces to a chain of samples
{Θ1 → · · · → Θn } whose distribution follows the posterior. Any given sample Θi , however, is more likely
than not to be correlated with both the previous sample in the sequence Θi−1 and the subsequent sample in the
sequence Θi+1 .
This occurs for two reasons. First, new positions Θi drawn from Q(Θi |Θi−1 ) by construction tend to depend
on the current position Θi−1 . This means that the position we propose at iteration i + 1 from will be correlated
with the position at iteration i, which itself will be correlated with the position at iteration i − 1, etc.
Second, even if we set Q(Θ′ |Θ) = Q(Θ′ ) so that all of our proposed positions are uncorrelated, our transition probability T(Θ′ |Θ) still ensures that we will eventually reject the new position so that Θi+1 = Θi . Since
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samples at exactly the same position are maximally correlated, this ensures that samples from our chain will “on
average” have non-zero correlations. Note that having low acceptance fractions (i.e. the fraction of proposals
that are accepted rather than rejected) will lead to a larger fraction of the chain containing these perfectly correlated samples, increasing the overall correlation.
As mentioned in §1.3.2, correlated samples provide less information about the underlying distribution they
are sampled from since their behavior doesn’t just depend on the underlying distribution but also the neighboring samples in the sequence. Samples that are more highly correlated then should lead to a reduced ESS.
This intuition can be quantified by introducing the auto-covariance C(t) for some integer lag t. Assuming
that we have an infinitely long chain {Θ1 → . . . }, the auto-covariance C(t) is:
n

1X
(Θi − Θ̄) · (Θi+t − Θ̄)
n→∞ n
i=1

C(t) ≡ Ei [(Θi − Θ̄) · (Θi+t − Θ̄)] = lim

(1.52)

where · is the dot product. In other words, we want to know the covariance between Θi at some iteration i and
Θi+t at some other iteration i + t, averaged over all all possible pairs of samples (Θi , Θi+t ) in our infinitely long
chain. Note that the amplitude |C(t)| will be maximized at |C(t = 0)|, where the two samples being compared
are identical, and minimized with |C(t)| = 0 when Θi and Θi+t are completely independent from each other.
Using the auto-covariance, we can define the corresponding auto-correlation A(t) as
A(t) ≡

C(t)
C(0)

(1.53)

This now measures the average degree of correlation between samples separated by an integer lag t. In the case
where t = 0, both samples are identical and A(t = 0) = 1. In the case where the samples are uncorrelated over
lag t, A(t) = 0.
The overall auto-correlation time for our chain is just the auto-correlation A(t) summed over all non-zero
lags (t ̸= 0):
τ≡

∞
X

A(t) − 1 = 2

t=−∞

∞
X

A(t)

(1.54)

t=1

where the −1 comes from the fact that the auto-correlation with no lag is just A(t = 0) = 1 (i.e. each sample
perfectly correlates with itself) and the substitution arises from the fact that A(t) = A(−t) by symmetry. If
τ = 0, then it takes no time at all for samples to become uncorrelated and the samples can be assumed to be iid. If
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Figure 1.10: A schema c illustra on of the auto-correla on associated with MCMC. MCMC methods generate a chain of samples

{Θ1 → · · · → Θn } (top), but these tend to be strongly correlated on small length scales (top middle). We can quan

fy the degree of

correla on by compu ng the corresponding auto-correla on A(t) over our set of samples and all possible me lags t (bo om middle).

This quan ty is 1 when t

= 0 and drops to 0 as t → ±∞. The overall auto-correla on
̸= 0. See §1.5.2 for addi onal details.

then just the integrated auto-correla on over t

me τ associated with our chain of samples is

τ > 0, then it takes on average τ additional iterations for samples to become uncorrelated. An illustration of this
process is shown in Figure 1.10.
Incorporating the auto-correlation time leads directly to a modified definition for the ESS:
n′eff ≡

neff
1+τ

(1.55)

In practice, we cannot precisely compute τ since we do not have an infinite number of samples and do not know
P(Θ). Therefore we often need to generate an estimate τ̂ of the auto-correlation time using the existing set of n
samples we have. While discussing various approaches taken to derive τ̂ is beyond the scope of this work, please
see Brooks et al. 33 for additional details.
The fact that MCMC methods are subject to non-negative auto-correlation times (τ ≥ 0) but have optimal
importance weights w̃i = 1 give an ESS of
n′eff,MCMC =

neff,MCMC
n
=
≤n
1+τ
1+τ

(1.56)

This means that there is no guarantee that MCMC is always the optimal choice to achieve the largest ESS. In particular, Importance Sampling methods, which can generate fully iid samples with no auto-correlation time (τ = 0)
but non-optimal importance weights w̃i , instead have an ESS of
n′eff,IS

2
Pn
neff,IS
i=1 w̃i
=
= neff,IS = Pn
2 ≤n
1+τ
i=1 w̃i

(1.57)

which can be greater than n′eff,MCMC at fixed n.
Given the results above, it should now be clear that the central motivating concern of MCMC methods is whether
they can generate a chain of samples with an auto-correlation time small enough to outperform Importance Sampling. Whether or not this is true will depend on the posterior, the approach used to generate the chain of samples (see §1.5.1 and §1.7) and the proposal distribution Q(Θ) used for Importance Sampling (see §1.4.3).

1.6

Sampling with MCMC

The approach by which MCMC methods are able to generate a chain of samples immediately gives a mental
image of our chain “exploring” the posterior. While it is true that the density of samples from the chain ρ(Θ) →
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P(Θ) as n → ∞, the primary purpose of MCMC is estimating expectation values EP [f(Θ)]. Although this
might seem like a subtle difference, this distinction is actually crucial for understanding how MCMC algorithms
(should) behave in practice. We discuss this in more detail below.

1.6.1 Approximating the Posterior
Although algorithms such as MH (§1.5.1) are constructed to ensure the density of the chain of samples ρ(Θ)
generated by MCMC converges to the posterior P(Θ) as n → ∞, this does not necessarily translate into an efficient method to approximate the posterior. In other words, n might need to be extremely large for this constraint
to hold. So how many samples do we need to ensure ρ(Θ) is a good approximation to P(Θ)?
To start, we first need to define some metric for what a “good” approximation is. A reasonable one might be
that we would like to know the posterior within some region δΘ to within some precision ε so that
n

1X
1 [Θi ∈ δΘ ] −
n i=1

Z
δΘ

P(Θ)dΘ ≡ |p̂(δΘ ) − p(δΘ )| < ε

(1.58)

where p(δΘ ) is the total probability contained within δΘ and p̂(δΘ ) is the fraction of the MCMC chain of samples contained within the same region. While it might seem strange to only estimate this for one region, I will
shortly generalize this to encompass the entire3 posterior.
In the ideal case where our samples are iid and drawn from P(Θ), our samples each have a probability p(δΘ )
of being within δΘ . The probability that p̂(δΘ ) = m/n then follows the binomial distribution:


m
P p̂(δΘ ) =
=
n

 
n
[p(δΘ )]m [1 − p(δΘ )]n−m
m

(1.59)

In other words, our samples end up inside δΘ a total of m times with probability p(δΘ ) and outside δΘ a total of

n − m times with probability 1 − p(δΘ ). The additional binomial coefficient mn for “n choose m” accounts for
all possible unique cases where m samples can end up within δΘ out of our total sample size of n.
This distribution has a mean of p(δΘ ), so for any finite n we expect p̂(δΘ ) to be an unbiased estimator of
p(δΘ ):
E [p̂(δΘ ) − p(δΘ )] = p(δΘ ) − p(δΘ ) = 0
3

(1.60)

Technically the procedure outlined in this section only works for finite volumes. The basic intuition, however, holds
even when parameters are unbounded although proving those results is beyond the scope of this work.
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The variance, however, depends on the sample size:
 p(δΘ ) [1 − p(δΘ )]

E |p̂(δΘ ) − p(δΘ )|2 =
n

(1.61)

In practice, we can expect there to be some non-zero auto-correlation time τ > 0. This will increase the number of MCMC samples we will need to generate to be confident that our estimate p̂(δΘ ) is well-behaved. Inserting a factor of 1 + τ and substituting our expectation value from above into our accuracy constraint then gives a
rough constraint for the number of samples n we would require as a function of ε:
n≳

p(δΘ ) [1 − p(δΘ )]
p̂(δΘ ) [1 − p̂(δΘ )]
∼
× (1 + τ̂)
ε2 /(1 + τ)
ε2

(1.62)

The final substitution of p(δΘ ) and τ with their noisy estimates p̂(δΘ ) and τ̂ arises from the fact that in practice
we don’t know p(δΘ ) or τ (both of which require full knowledge of the posterior). We are therefore forced to rely
on estimators derived from our set of n samples.
Let’s now examine this result more closely. As expected, the total number of samples is proportional to 1 + τ̂:
if it takes longer to generate independent samples, then we need more samples to be confident we have characterized the posterior well in a given region. We also see that n ∝ ε−2 , so that if we want to reduce the error by a
factor of x we need to increase our sample size by a factor of x2 .
The behavior in the numerator is more interesting. Note that p̂(δΘ ) [1 − p̂(δΘ )] is maximized for p̂(δΘ ) =
0.5, and so the largest sample size needed is when we have split our posterior directly in half. In all other cases
the sample size needed will be smaller because there will be more samples outside or inside the region of interest
whose information we can leverage. The exact value of p̂(δΘ ) of course depends on both the posterior P(Θ) and
the target region δΘ : the sample size needed to approximate the posterior to some ε near the peak of the distribution (the small region where P(Θ) is large) will likely be different than the sample size needed to accurately
estimate the tails of the distribution (the large region where P(Θ) is small).
While the above argument holds if we are looking to estimate the posterior in just one region, “converging to
the posterior” implies that we want ρ(Θ) to become a good approximation to P(Θ) everywhere. We can enforce
this new requirement by splitting our posterior into m different sub-regions {δΘ1 , . . . , δΘm } and requiring that
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each sub-region is well constrained:
|p̂(δΘ1 ) − p(δΘ1 )| < ε1

|p̂(δΘm ) − p(δΘm )| < εm

...

(1.63)

Substituting in the expected errors on each of these constraints then gives us an approximate limit on the number
of samples nj that we need to estimate the posterior in each region δΘj :


p̂(δΘj ) 1 − p̂(δΘj )
× (1 + τ̂)
nj ≳
ε2j

(1.64)

The total number of samples we need is then simply:
n≳

m
X

nj

(1.65)

j=1

This approach of dividing up our posterior into sub-regions is conceptually similar to the grid-based approaches described in §1.3. As such, it is also subject to the same drawbacks: we expect the number of regions
m to increase exponentially with the number of dimensions d. For instance, if we just wanted to divide our posterior up into m orthants we would end up with m = 2d regions: 2 in 1-D (left-right), 4 in 2-D (upper-left,
lower-left, upper-right, lower-right), 8 in 3-D, etc.
This effect implies that we should in general expect the number of samples required to ensure ρ(Θ) is a good
approximation to P(Θ) for some specified accuracy ε to scale as
n ≳ kd

(1.66)

where k is a constant that depends on the accuracy requirements. This puts approximating the full posterior
firmly in the “curse of dimensionality” regime (see §1.3.1).4
While many practitioners talk about MCMC being an efficient method to “approximate the posterior”, in
practice it is rarely used to approximate P(Θ) directly. As discussed in §1.2 and shown in Figure 1.2, almost all
quantities that are reported in the literature do not rely on approximations to the full d-dimensional posterior,
but rather approximations to marginalized distributions that are almost always restricted to no more than k ≲ 3
4

A direct corollary of this result is that, while the evidence estimates from MCMC are consistent, the rate of convergence to the underlying value will proceed exponentially more slowly as d increases.
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parameters at a time. The act of marginalizing over the remaining d − k parameters helps to counteract the curse
of dimensionality illustrated here. While it is technically fair to say that MCMC can “explore” the marginalized
k-D posteriors for certain limited sets of parameters, this type of language can often lead to more misconceptions
than insights.

1.6.2 Posterior Volume
The basic consequences outlined in §1.6.1 are more general than the specific case where we imagine dividing
up the posterior into orthants or other regions. Fundamentally, computing any expectation over the posterior
EP [f(Θ)] requires integrating over the entire domain of our parameters Θ. We therefore want to understand
how the volume of this domain behaves (i.e. how many parameter combinations there are). Once we have a grasp
on how this behaves, we can then starting trying to quantify how this will impact our estimates.
To start, consider the d-dimensional hyper-cube (the d-cube) with side length ℓ in all d dimensions. Its volume
scales as
V(ℓ) =

d
Y

ℓ = ℓd

(1.67)

i=1

The differential volume element between ℓ and ℓ + dℓ is
dV(ℓ) = (d × ℓd−1 ) × (dℓ) ∝ ℓd−1

(1.68)

This exponential scaling with dimensionality means that volume becomes increasingly concentrated in thin
shells located in regions located progressively further away from the center of the d-cube. As an example, consider
the length-scale
ℓ50 = 2−1/d ℓ

(1.69)

that divides the d-cube into two equal-sized regions with 50% of the volume contained interior to ℓ50 and 50% of
the volume exterior to ℓ50 . In 1-D, this gives ℓ50 /ℓ = 0.5 as we’d expect. In 2-D, this gives ℓ50 /ℓ ≈ 0.7. In 3-D,
ℓ50 /ℓ ≈ 0.8. In 7-D, ℓ50 /ℓ ≈ 0.9. By the time we get to 15-D, we have ℓ50 /ℓ ≈ 0.95, which means that 50%
of the volume is located in the last 5% of the length-scale near the boundary of the d-cube. While the constants
may change when considering other shapes (e.g., spheres), in general this exponential scaling as a function of d is
a generic feature of higher-dimensional volumes. In other words, increasing the number of parameters leads to an
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Figure 1.11: A schema c illustra on of how the curse of dimensionality aﬀects MCMC acceptance frac ons via posterior volume. At a

given posi on posi on Θ, the volume increases ∝ rd as a func on of distance r away from that posi on (le ). As the dimensionality

increases, this implies volume becomes concentrated progressively further out, leading to larger distances between proposed posi ons

Θ′ and the current posi on Θ. Most of these posi ons have signiﬁcantly lower posterior probabili es P(Θ′ ) compared to the current
value P(Θ), leading to an exponen al decline in the typical acceptance frac on (and a corresponding increase in the auto-correla on
′
me) as the dimensionality increases (right). Adjus ng the size and/or shape of the proposal Q(Θ |Θ) can help to counteract this
behavior. See §1.6.2 for addi onal details.

exponential increase in the number of available parameter combinations that we have to explore.
In addition to affecting the long-term behavior of MCMC, this exponential increase in volume also directly
impacts how MCMC methods operate. To see why this is the case, we need look no further than the transition
probability used in the MH algorithm discussed in §1.5.1:


P(Θi+1 ) Q(Θi |Θi+1 )
T(Θi+1 |Θi ) ≡ min 1,
P(Θi ) Q(Θi+1 |Θi )



The non-trivial portion of this expression cleanly splits into two terms. The first is dependent on the volume and
is related to how we proposed our next position from Q(Θ′ |Θ). The second is dependent on the density and is
related to how the posterior density changes between the two positions.
In practice, our transition probability can be interpreted as a basic corrective approach: after proposing a new
position from some nearby volume, we then try to “correct” for differences between our proposal and the un-
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derlying posterior by only accepting these moves sometimes based on changes in the underlying density. In high
dimensions, this basic “tug of war” between the volume (proposal) and the density (posterior) can break down
as the vast majority of an object’s volume becomes concentrated near the outer edges.5 For instance, in the case
where our proposal Q(Θ′ |Θ) is a cube with side-length ℓ centered on Θ, this leads to a median length-scale of
ℓ50 = 2−1/d ℓ, which increases rapidly from 0.5ℓ to ≈ ℓ as the dimensionality increases. The same logic also
applies to other proposal distributions (see §1.7). This focus on positions either far away or with very similar separation length-scales as ℓ50 → ℓ means that many choices of Q(Θ′ |Θ) have a tendency to “overshoot”, proposing
new positions with much smaller posterior densities compared to the current position. These new positions
are then almost always rejected, leading to extremely low acceptance fractions and correspondingly long autocorrelation times. An example of this effect is illustrated in Figure 1.11.
One of the main ways to counteract this behavior is to adjust the size/shape of the proposal Q(Θ′ |Θ) so that
the fraction of proposed positions that are accepted remains sufficiently high. This helps to ensure the posterior
density P(Θ) does not change too drastically when proposing positions new positions, leading to lower overall auto-correlation times. Details of how to implement these schemes in practice are beyond the scope of this
article; please see Brooks et al. 33 for additional details.

1.6.3 Posterior Mass and Typical Sets
Above, I described how the behavior of volume in high dimensions can impact the performance of our MCMC
MH sampling algorithm, possibly leading to inefficient proposals and low acceptance fractions. Let’s assume
that we have resolved this problem and have an efficient way of generating our chain of samples. We now have a
secondary question: where are these samples located?
From our discussion in §1.6.1, we know that the highest density of samples ρ(Θ) will be located where the
posterior density P(Θ) is also correspondingly high. However, this region δΘ might only correspond to a small
portion of the posterior. Indeed, given there is exponentially more volume as the dimensionality increases, it
is almost guaranteed that models with many parameters Θ will have the vast majority of the posterior located
outside the region of highest density.
A consequence of this is that the majority of samples in our chain will be located away from the peak density.
5

Alternative methods such as Hamiltonian Monte Carlo 212 can get around this problem by smoothly incorporating
changes in the density and volume.
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As a result, chains spend the majority of their time generating samples in these regions. This has a huge impact in
the way chains are expected to behave: while the highest concentration of samples will be located in the regions
of highest posterior density, the largest amount of samples will actually be located in the regions of highest posterior mass (i.e. density times volume). Since this implies that a “typical” sample (picked at random) will most
likely be located in this region of high posterior mass, this region is also commonly referred to as the typical set.
To make this argument a little easier to conceptualize, let’s imagine that we have a 3-parameter model Θ =
(x, y, z) and P(x, y, z) is spherically symmetric. While we could imagine trying to integrate over P(x, y, z) directly in terms of dxdydz, it is almost always easier to instead integrate over such a distribution in “shells” with
p
differential volume dV(r) = 4πr2 dr as a function of radius r = x2 + y2 + z2 . This allows us to rewrite the
3-D integral over (x, y, z) as a 1-D integral over r:
Z

Z
P(x, y, z)dxdydz =

Z

2

P(r)4πr dr ≡

P ′ (r)dr

(1.70)

where P ′ (r) ≡ 4πr2 P(r) is now the 1-D density as a function of r. This “boosts” the contribution as a function
of r by the differential volume element of the shell associated with P(r), and implies that the the posterior should
have some sort of shell-like structure (i.e. P ′ (r) is maximized for r > 0).
Although not all posterior densities can be expected to be spherically-symmetric in this way, in general we
can rewrite the d-D integral over Θ as a 1-D volume integral over V defined by some unknown iso-posterior contours6

Z

Z
P(Θ)dΘ =

(1.71)

P(V)dV

As outlined in §1.6.2, we generically expect the size of each volume element to go as dV ∼ rd−1 dr where r is the
distance from the peak of posterior. So the basic intuition we get from the simple spherically-symmetric case still
applies and we expect

Z

Z
P(V)dV ∼

P(r)r

d−1

Z
dr =

P ′ (r)dr

(1.72)

As before, the differential volume element of the shell associated with P(r) “boosts” its overall contribution
as a function of r. This boost also becomes exponentially stronger as d increase. For even moderately-sized d, we
therefore expect the posterior mass to be mostly contained in a thin shell located at a radius r′ with some width Δr′ .
6

Indeed, alternative Monte Carlo methods such as Nested Sampling 279,280 or Bridge/Path Sampling 97 actually are
designed to evaluate this type of volume integral explicitly.
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See Figure 1.12 for an illustration of this effect based on the toy problem presented in §1.7.1.
This result has two immediate implications. First, the majority of our samples are not located where the posterior
density is maximized. This is the result of an exponentially increasing number of parameter combinations, which
allow a small handful of excellent fits to the data to be easily overwhelmed by a substantially larger number of
mediocre fits. MCMC methods are therefore generally inefficient at locating and/or characterizing the region of
peak posterior density.
Second, as d increases we generally would expect the radius of the shell containing the bulk of the posterior
mass to increase, moving further and further away from the peak density due to the exponentially increasing
available volume. Since the majority of our samples are located in this region, our chain will spend the vast majority of time generating samples from this shell.
This allows us to now outline exactly why it is challenging to propose samples efficiently in high dimensions:
1. To make sure our acceptance fractions remain reasonable, we need to ensure our proposed positions
mostly lie within this shell of posterior mass.
2. However, obtaining an independent sample requires being able to (in theory) propose any position within
this shell.
3. This means that our auto-correlation time will principally be set by how long it takes to “wander around”
the shell, which will be a function of its overall size r′ , its width Δr′ , and the number of dimensions d.

1.7

Application to a Simple Toy Problem

I now consider a concrete, detailed example to illustrate how all the concepts discussed in §1.5 and §1.6 come
together in practice.

1.7.1 Toy Problem
Take the (unnormalized) posterior to be a d-dimensional Gaussian (Normal) distribution with a mean of μ = 0
and a standard deviation of σ in all dimensions:


1 |Θ|2
P̃(Θ) = exp −
2 σ2
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(1.73)

1.7. APPLICATION TO A SIMPLE TOY PROBLEM

44

Figure 1.12: A schema c illustra on of how the posterior mass behaves as a func on of dimensionality using a d-dimensional Gaussian.
2

∝ e−r

(red) plo ed as a func on of distance r from the maximum posterior density
= 0 as the number of dimensions d increases (le to right). As expected, this distribu on remains constant. The middle panel
shows the diﬀeren al volume element dV(r) ∝ rd−1 dr (blue) of the corresponding shell at radius r. This illustrates the exponen ally
The top panel shows the posterior density P(r)

at r

/2

increasing volume contributed by shells further away from the maximum. The bo om panel shows corresponding “posterior mass” as a
func on of radius P ′ (r)

∝ rd−1 P(r) ∝ rd−1 e−r

2

/2

(purple). Due to the increasing amount of volume located further away from the

maximum posterior density, we see that the majority of the posterior mass (and therefore of any samples we generate with MCMC) are
actually located a shell located far away from the r

= 0. See §1.6.3 for addi

onal details.

where |Θ|2 =

Pd

2
i=1 Θi

is the squared magnitude of the position vector.

Based on the results from §1.6.3, we can better understand the properties of this distribution by rewriting the
qP
d
2
posterior density in terms of the “radius” r ≡ |Θ| =
i=1 Θi away from the center:


r2
P̃(r) = exp − 2
2σ


(1.74)

The corresponding volume contained within a given radius r is then
V(r) ∝ rd

(1.75)

The corresponding posterior mass is P̃ ′ (r) is then defined via
P̃(V)dV(r) ∝ e−r

2 /2σ2

rd−1 dr ≡ P̃ ′ (r)dr

Note that this is closely related to the chi-square distribution.
The typical radius rpeak where the posterior mass peaks (i.e. is maximized) and a sample is most likely to be
located can be derived by setting dP̃ ′ (r)/dr = 0. Solving this gives
rpeak =

√

d − 1σ

(1.76)

In other words, while in 1-D a typical sample is most likely to be located at the peak of the distribution with
rpeak = 0, in higher dimensions this changes quite drastically. While rpeak = 1σ in 2-D, it is 2σ in 5-D, 3σ in 10-D,
and 5σ in 26-D. This is a direct consequence of the huge amount of volume at larger radii in high dimensions:
although a sample at r = 5σ has a posterior density P(r) orders of magnitude worse than a sample at r = 0, the
enormous number of parameter combinations (volume) available at r = 5σ more than makes up for it.
In general, we expect the posterior mass to comprise a “Gaussian shell” centered at some radius
Z
rmean ≡ EP ′ [r] =

∞
0


√
√ Γ d+1
2

dσ
rP (r)dr = 2
σ
≈
Γ d2
′
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(1.77)

with a standard deviation of

Δrmean ≡

p

EP ′ [(r − rmean

v
u
u
2
) ] = σt d − 2

Γ
Γ

 !2

d+1
2

d
2

σ
≈√
2

(1.78)

where Γ(d) is the Gamma function and the approximations are taken for large d. See Figure 1.12 for an illustration of this behavior.

1.7.2 MCMC with Gaussian Proposals
Let us now consider a chain of samples {Θ1 → · · · → Θn }. The distance between two samples Θm and Θm+t
separated by some lag t will be

v
u d
uX
′
|Θ − Θ | = t (Θ

m,i

− Θm+t,i )2

(1.79)

i=1

Assuming that the lag t ≫ τ is substantially larger than the auto-correlation time τ, we can assume each sample is
approximately iid distributed following our Gaussian posterior. This then gives an expected separation of

Δrsep

v
u d
uX
p
√
√
EP [(Θm,i − Θm+t,i )2 ] = 2dσ ≈ 2rmean
≡ EP [|Θm − Θm+t |2 ] = t

(1.80)

i=1

We can in theory propose samples in such a way so that the separation |Θi+1 − Θi | between a proposed po√
sition Θi+1 and the current position Θi follows the ideal separation of 2rmean derived above by using a simple
Gaussian proposal distribution:


1 |Θi+1 − Θi |2
Q(Θi+1 |Θi ) ∝ exp −
2
2σ2

(1.81)

While this proposal has the same shape as the posterior, it is centered on Θi rather than 0. Using our intuition for
how volume behaves based on §1.6.2, we can conclude that the majority of samples proposed from this choice of
Q(Θ′ |Θ) will probably have little overlap with the posterior.
Indeed, numerical simulation suggests the typical fraction of positions that will be accepted given the above
proposal roughly scales as


1
d
⟨facc (d)⟩ ≡ exp [EP,Q [ln T(Θi+1 |Θi )]] ∼ exp − −
4 2

46


(1.82)

which decreases exponentially as the dimensionality increases, similar to Figure 1.11. Likewise, we find the autocorrelation time roughly scales as


d 7
⟨τ(d)⟩ ≡ exp [EP,Q [ln τ]] ∼ exp
+
4 4


(1.83)

This exponential dependence arises because the overlap between the typical Gaussian proposal Q(Θ′ |Θ) and the
underlying posterior P(Θ) essentially reduces to the small volume where two thin shells overlap. Since the radii
√
of the shells goes as ∝ d while the widths remain roughly constant, the “fractional size” of the shell (and the
corresponding overlap) ends up decreasing exponentially.
To counteract this effect, we need to adjust the σ of our proposal distribution by some factor γ:


1 |Θi+1 − Θi |2
Qγ (Θi+1 |Θi ) ∝ exp −
2
(γσ)2
where our previous proposal assumes γ =

√


(1.84)

2. If we want to ensure our typical acceptance fraction will remain

roughly constant as a function of dimension d, γ needs to scale as
⟨facc (γ(d))⟩ ≈ C

⇒

1
γ(d) ∝ √
d

(1.85)

which inversely tracks the expected radius rmean of the typical set. We find that taking
δ
γ= √
d

(1.86)

"  2
#
δ2
δ
⟨facc (δ/ d)⟩ ≈ exp −
−
4
2

(1.87)

leads to a typical acceptance fraction of
√

as d becomes large with a typical auto-correlation time of
√
⟨τ(δ/ d)⟩ ≈ 3d

(1.88)

for reasonable choices of δ. This linear dependence is a substantial improvement over our earlier exponential
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Figure 1.13: Numerical results showcasing the performance of a simple MH MCMC sampler with Gaussian proposals on our toy prob-

lem, a d-dimensional Gaussian with mean μ

= 0 and standard devia

on σ

= 1 in every dimension. The top series of panels show

snapshots of a random parameter from the
√ le to right) assuming an unchanging
√chain as a func on of dimensionality (increasing from

= 2 (blue) and a shrinking proposal with γ = 2.5/ d designed to target a constant accep25% (red). The bo om panels show the corresponding acceptance frac ons (le ), auto-correla on mes (middle),

proposal with constant scale factor γ

tance frac on of ∼

and eﬀec ve sample sizes (right) from our chains (colored points) as a func on of dimensionality. The approxima ons from §1.7.2 are
shown as light colored lines. Shrinking the size of the proposal helps to keep samples within the bulk of the posterior mass, substanally reducing the auto-correla on me and increasing the eﬀec ve sample size. Failing to do so leads to an exponen ally decreasing
frac on of good proposals and a corresponding exponen al increase/decrease in the auto-correla on me/eﬀec ve sample size. See
§1.7.2 for addi onal discussion.

scaling.
To confirm these results, I sample from this d-dimensional Gaussian posterior (assuming σ = 1 for simplicity) using two MH MCMC algorithms for n = 20, 000 iterations based on these proposal distributions. The
√
√
first proposes new points assuming γ = 2. The second assumes γ = 2.5/ d in order to maintain a roughly
constant acceptance fraction of 25%. As shown in Figure 1.13, the chains behave as expected given our theoretical predictions as a function of dimensionality, with the constant proposal quickly becoming stuck while the
adaptive proposal continues sampling normally. While the auto-correlation time τ increases in both cases, the
increase in the latter case (where it is driven by decreasing size/scale of the proposal distribution) is much more
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manageable than the former (where it is driven by the exponentially decreasing acceptance fraction).

1.7.3 MCMC with Ensemble Proposals
One drawback to the Gaussian proposals explored above is that we have to specify the structure of the distribution ahead of time. In this specific case, we assumed that:
1. the width of the posterior in each dimension (parameter) was constant such that σ1 = σ2 = · · · = σn = σ
and
2. the parameters were entirely uncorrelated with each other such that the correlation coefficient ρij = 0
between any two dimensions i and j.
In general, there is no good reason to assume that either of these are true. This means we have to also estimate
the entire set of d(d + 1)/2 free parameters that determine the overall covariance structure of our unknown
posterior distribution. Trying to adjust the covariance structure in order to improve our sampling efficiency and
decrease the auto-correlation time becomes one of the most difficult parts of running MCMC algorithms in
practice.
While there are schemes to perform these adjustments during an extended burn-in period (see, e.g., Brooks
et al. 33 ), there is significant appeal in methods that can “auto-tune” without much additional input from the
user. One class of such approaches are known as ensemble or particle methods. These methods attempt to use
many m chains running simultaneously (i.e. in parallel) to improve the performance of any individual chain.
As we might expect, an immediate drawback of these methods is they rely on having enough particles to characterize the overall structure of the space (i.e. the curse of dimensionality). While this limits their utility when
sampling from high-dimensional spaces, they can be attractive options in moderate-dimensional spaces (d ≲ 25)
where a few hundred particles are often sufficient to ensure reasonable performance.
We explore three variations of ensemble methods here that attempt to exploit m ≳ d(d + 1)/2 chains running
simultaneously:
1. using the ensemble of particles to condition a Gaussian proposal distribution,
2. using trajectories from multiple particles along with Gaussian “jitter”, and
3. using affine-invariant transformations of trajectories from multiple particles.
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1.7. APPLICATION TO A SIMPLE TOY PROBLEM
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Figure 1.14: A schema c illustra on of the three ensemble MCMC methods described in §1.7.3. The current state of the chain we are

interested in upda ng (red) and the other chains in the ensemble (gray) are shown on the le . In the top panels (ensemble Gaussian),
we compute the covariance of the other k

̸= j chains (middle) and use a scaled version to subsequently propose a new posi on. In
̸= l ̸= j to compute a trajectory. We then propose a new

the middle panels (3-chain shi + ji er), we use two addi onal chains k

posi on based on this scaled trajectory plus a small amount of “ji er”. In the bo om panels (2-chain stretch), we use only one addi onal
chain k

̸= j to propose a new trajectory. We then propose a random posi

probability varying as a func on of scale. See §1.7.3 for addi onal details.

on along a scaled version of this trajectory with the proposal

A schematic illustration of these methods is shown in Figure 1.14.
The first approach is simply a modified Gaussian proposal: at any iteration i for any chain j, we propose a new
j

j

position Θi+1 based on the current position Θi using a Gaussian proposal
j
j
j
Qγ (Θi+1 |Θi )



1 j
j
j
j
j
∝ exp − (Θi+1 − Θi )T (γ2 Ci )−1 (Θi+1 − Θi )
2


(1.89)

where T is the transpose operator and
h
i
j
j−1
j+1
Ci = Cov {Θ1i , . . . , Θi , Θi , . . . , Θm
}
i

(1.90)

is the empirical covariance matrix estimated from the current positions of the m chains excluding chain j. We
repeat this process for each of the m chains in turn.
In other words, at each iteration i we want to update all m chains. We do so by updating each chain j in turn
based on what the other chains are currently doing. Assuming the current position of each chain is distributed
j

following the underlying posterior P(Θ), it is straightforward to show that Ci is a reasonable approximation to
j

the unknown covariance structure of our posterior. In addition, because we exclude j when computing Ci , this
j

j

j

j

proposal is symmetric going from Θi → Θi+1 and from Θi+1 → Θi . This means that we satisfy detailed balance
and do not have to incorporate any proposal-dependent factors when computing the transition probability.
While this approach solves the problem of trying to tune the covariance of our initial Gaussian proposa, it still
assumes that a Gaussian proposal is the optimal solution. A more general approach is one that does not rely on
assuming a proposal explicitly, but rather only relies on the distribution of the remaining particles.
The second approach examined here is based on Differential Evolution MCMC (DEMCMC) 292,295 . The
main idea behind DEMCMC is to rely on the relative positions of the chains at a given iteration i when making
j

new proposals. We first randomly select two other particles k and l where Θi ̸= Θki ̸= Θli . We then propose a
new position based on the vector distance between the other two particles Θki − Θli with some scaling γ along
with some additional “jitter” ε:
j

j

Θi+1 = Θi + γ × (Θki − Θli + ε)

(1.91)

In the case where the behavior of chains k and l are approximately independent of each other and assuming
the underlying posterior distribution P(Θ) is Gaussian with some unknown mean μ and covariance C (and
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“standard deviation” C1/2 ), it is straightforward to show that the distribution of Θki − Θli will then follow
h
i
Θki − Θl ∼ N 0, (2C)1/2

(1.92)

Typically, the jitter ε is chosen to also be Gaussian distributed with covariance Cε such that
h
i
ε ∼ N 0, C1/2
ε

(1.93)

In general, Cε is mostly used to try and avoid issues caused by finite particle sampling: since the number of unique
trajectories (ignoring symmetry) is

ntraj =


(m − 1)(m − 2)
(m − 1)!
m−1
=
=
2!(m − 3)!
2
2

if m is sufficiently small the DE-MCMC procedure can only explore a small number of possible trajectories at any
given time, leading to extremely inefficient sampling.
Combined, this implies that the proposed position has a distribution of
h
i
j
j
Θi+1 ∼ N Θi , γ × (2C + Cε )1/2

(1.94)

This shows that the 3-particle DEMCMC procedure can generate new positions in a manner analogous to the
ensemble Gaussian proposal first discussed.
The third approach tested is the Affine-Invariant “stretch move” from Goodman & Weare 102 implemented
in codes such as emcee 90 . This uses only one additional particle Θki rather than two:
j

j

Θi+1 = Θki + γ × (Θi − Θki )

(1.95)

In place of the jitter term ε from DEMCMC, the stretch move instead injects some amount of randomness by
allowing γ to vary. By sampling γ from some probabilty distribution g(γ), we allow the proposals to explore various “stretches” of the direction vector. As shown in Goodman & Weare 102 , if this function is chosen such that
g(γ−1 ) = γ × g(γ)
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(1.96)

then this proposal is symmetric. Typically, g(γ) is chosen to be

g(γ|a) =




γ−1/2

a−1 ≤ γ ≤ a



0

otherwise

(1.97)

j

j

where a = 2 is often taken as a typical value. Note that when γ = 1, this move leaves Θi+1 = Θi unchanged.
Compared to DEMCMC, the stretch move appears to have one clear advantage: it doesn’t have any reliance
on some “jitter” term ε that reintroduces scale-dependence into the proposal. That makes the proposal invariant
to affine transformations and only sensitive to a single parameter a, which governs the range of scales the stretch
factor γ is allowed to explore.
This lack of jitter, however, is not substantially advantageous in practice since ε is designed to avoid possible
degeneracies due to the limited number of available trajectories. In the DEMCMC case we had (m − 1)(m −
j

2)/2 ∼ m2 /2 possible trajectories; in this case, however, we only have m (since Θi is always included). This is
a much smaller number of possible trajectories at a given m, making this particular proposal more susceptible to
that particular effect.
In addition, because this proposal involves adjusting γ and therefore the length of the trajectory itself, we need
j

j

to consider how changing γ affects the total volume of the sphere centered on Θi with radius Θki − Θi . As discussed in §1.6.2, the differential volume increases as rd−1 . Therefore, increasing or decreasing γ substantially adjusts the differential volume in our proposal. This involves introducing a steep boost/penalty into our transition
probability, which now becomes:
"
j
j
T(Θi+1 |Θi , γ)

= min

j
P(Θi+1 )
1, γd−1
j
P(Θi )

#
(1.98)

This heavily favors proposals with γ > 1 (outwards) and heavily disfavors proposals with γ < 1 as d increases to
account for the exponentially increasing volume at larger radii.
Finally, while this stretch move actually generates proposals in the right overall direction, it is not efficient at
generating samples within the bulk of the posterior mass as the dimensionality increases. As discussed in §1.7.2,
√
j
given the typical position of Θi , the typical length-scale of the proposed positions needs to shrink by ∝ 1/ d in
order to guarantee our new sample remains within the bulk of the posterior mass. However, the form for g(γ|a)
specified above instead ensures that γ will always be between a−1 and a. Even if we attempt to account for this

53

effect by letting a(d) → 1 as d → ∞ in order to target a constant acceptance fraction and ensure more overlap,
the asymmetry of our proposal and the γd−1 term in the transition probability systematically biases our proposed
and accepted positions compared with the ideal distribution. This subsequently leads to lager auto-correlation
times, mostly counteracting any expected gains.
To confirm these results, I sample from this d-dimensional Gaussian posterior (assuming σ = 1 for simplicity)
using each of these ensemble MH MCMC algorithms with for n = 1500 iterations with m = 100 chains. In the
j

first case, I propose a new position for chain j at iteration i using a Gaussian distribution with a covariance γ2 Ci
√
computed over the remaining ensemble of k ̸= j chains, where the scale factor γ = 2.5/ d is chosen to target a
constant acceptance fraction of roughly 25%. In the second case, I propose new positions using the DE-MCMC
√
j
algorithm with a scale factor of γ = 1.7/ d and additional Gaussian jitter with covariance Cε = Ci /5 derived
from the remaining chains in the ensemble, again targeting an acceptance fraction of roughly 25%. In the third
case, I propose new positions using the affine-invariant stretch move assuming the typical form for g(γ|a) with
a = 2.7
As shown in Figure 1.15, the chains behave as expected given our theoretical predictions as a function of dimensionality. Similar to the adaptive Gaussian case, the first two approaches continue sampling efficiently even
as d increases. The affine-invariant stretch move, however, experiences exponentially-decreasing efficiency and
struggles to sample the posterior effectively.

1.7.4 Additional Comments
I wish to emphasize that the toy problem explored in this section should only be interpreted as a tool to build intuition surrounding how certain methods are expected to behave in a controlled environment. While the behavior as a function of dimensionality helps to illustrate common issues, in practice the performance of any method
will depend on the specific problem, tuning parameters, the time spent on tuning, and many other possible factors.
7
Allowing a(d) to vary as a function of dimensionality to target a roughly constant acceptance fraction gives similar
results.
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Figure 1.15: Numerical results showcasing the performance of several ensemble MH MCMC samplers on our toy problem, a d-

dimensional Gaussian with mean μ

= 0 and standard devia

on σ

= 1 in every dimension. The top series of panels show snapshots of

a random parameter from the collec on of chains (with a few√chains highlighted) as a func on of dimensionality (increasing
√ from le to
right) assuming ensemle Gaussian proposals with γ

= 2.5/ d (blue), 3-chain “shi and ji er” proposals with γ = 1.7/ d (red), and
= 2 (orange). The bo om panels show the corresponding

2-chain “stretch” proposals with γ drawn from the distribu on g(γ|a) with a

acceptance frac ons (le ), auto-correla on mes (middle), and eﬀec ve sample sizes (right) from our chains (colored points) as a funcon of dimensionality. Approxima ons based on the §1.7.2 are shown as light solid colored lines, with dashed lines showing rough ﬁts.
The ﬁrst two methods, which allow the size of the proposal to shrink, are able to propose samples within the bulk of the posterior mass.
The last method, which is unable to do so, instead proposes exponen ally fewer good posi ons as the dimensionality increases. See
§1.7.3 for addi onal details.

1.8

Final Remarks

Bayesian statistical methods have become increasingly prevalent in modern scientific analysis as models have become more complex. Exploring the inferences we can draw from these models often requires the use of numerical
techniques.
In this chapter, I provided a conceptual introduction to Bayesian inference that explored a number of numerical techniques that will serve as the foundation for scientific results that will be discussed later in this dissertation.
These include grid-based approaches, Importance Sampling, and Markov Chain Monte Carlo. In particular,
I discussed how these different strategies behave in different regimes and how this contributes to their relative
strengths and weaknesses using simple arguments derived from how volume and posterior density behave as the
number of parameters increases. Finally, I illustrated the impact this conceptual understanding has in practice by
comparing the performance of various MCMC methods on a simple toy problem. This will be useful in the next
chapter, where I describe how alternative Monte Carlo methods such as Nested Sampling complement existing
MCMC approaches.
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There are three kinds of lies: lies, damned lies, and
statistics.
Sir Charles Dilke

2

Dynamic Nested Sampling with dynesty

As discussed in §1, for complicated data and models the posterior P(Θ) is often analytically intractable and must
be estimated using numerical methods. These often work by constructing an algorithm that allows us to generate a set of samples {Θ1 , Θ2 , . . . , ΘN } that we can use to approximate expectation values over the posterior by
substituting in
P(Θ) ≈ P̂(Θ) ≡

PN

i=1 p(Θi )δ(Θ|Θi )
PN
i=1 p(Θi )

(2.1)

where p(Θi ) is the importance weight associated with each Θi and δ(Θ|Θi ) is the Dirac delta function located at
Θi .
There is a rich literature see, e.g., 48 on the approaches used to generate these samples and their associated
weights, some of which were outlined in §1. One of the most popular method used in astronomy today is Markov
Chain Monte Carlo (MCMC), which generates samples “proportional to” the posterior such that p(Θi ) ≡ pi =
constant. While MCMC has had substantial success over the past few decades 33,276 , the most common implementations e.g., 238,90,41 tend to struggle when the posterior is comprised of widely-separated modes, as is the
case when estimating stellar parameters (see §0). In addition, it is difficult to use those samples to estimate the
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evidence ZM to compare various models via the Bayes Factor R.
Nested Sampling 279,280 is an alternative approach to posterior and evidence estimation that tries to resolve
some of these issues.1 By generating samples in nested (possibly disjoint) “shells” of increasing likelihood, Nested
Sampling is able to estimate the evidence ZM for distributions that are challenging for many MCMC methods
to sample from. The final set of samples can also be combined with their associated importance weights pi to
generate associated estimates of the posterior.2
Since a large portion of modern astronomy relies on being able to perform Bayesian inference, implementing these methods often can serve as the primary bottleneck for testing hypotheses, estimating parameters, and
performing model comparisons. As such, packages that implement these approaches serve an important role enabling science by bridging the gap between writing down a model and estimating its associated parameters. These
allow users to perform sophisticated analyses without having to implement many of the aforementioned algorithms themselves. Several prominent examples include the MCMC package emcee 90 and the Nested Sampling
packages MultiNest 82,83 and PolyChord 120 , which collectively have been used in thousands of papers.
In this chapter I describe dynesty, a public, open-source, Python package that implements Dynamic Nested
Sampling methods developed by Higson et al. 126 . dynesty is designed to be easy to use and highly modular,
with extensive documentation, a straightforward application programming interface (API), and a variety of sampling configurations. It also contains a number of “quality of life” features including well-motivated stopping
criteria, plotting functions, and analysis utilities for post-processing results.
The outline of this chapter is as follows. In §2.1, I give an overview of Nested Sampling and discuss the method’s
benefits and drawbacks. In §2.2, I describe how Dynamic Nested Sampling is able to resolve some of these drawbacks by allocating samples more flexibly. In §2.3, I discuss the specific approaches dynesty uses to track and
sample from complex, multi-modal distributions. In §2.4, I examine dynesty’s performance on a variety of toy
problems. In §2.5, I examine dynesty’s performance on several real-world astrophysical analyses, including those
that will be presented in §6. More detailed results are included in §A.
dynesty is publicly available on GitHub as well as on PyPI. See https://dynesty.readthedocs.io for

installation instructions and examples on getting started.
1

While there are some hybrid methods that combine Nested Sampling and MCMC such as Diffusive Nested Sampling 32 , we will not discuss them further here.
2
While conceptually similar, Nested Sampling is different from Sequential Monte Carlo (SMC) methods. See Salomone
et al. 261 for additional discussion.
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Figure 2.1: A schema c representa on of the diﬀerent approaches Markov Chain Monte Carlo (MCMC) methods and Nested Sampling

methods take to sample from the posterior. While MCMC methods a empt to generate samples directly from the posterior, Nested
Sampling instead breaks up the posterior into many nested “slices”, generates samples from each of them, and then recombines the
samples to reconstruct the original distribu on using the appropriate weights.

2.1

Nested Sampling

The general motivation for Nested Sampling, first proposed by Skilling 279 and later fleshed out in Skilling 280 ,
stems from the fact that sampling from the posterior P(Θ) directly is hard. Methods such as Markov Chain
Monte Carlo (MCMC) attempt to tackle this single difficult problem directly. Nested Sampling, however, instead tries to break down this single hard problem into a larger number of simpler problems by:
1. “slicing” the posterior into many simpler distributions,
2. sampling from each of those in turn, and
3. re-combining the results afterwards.
I provide a schematic illustration of this procedure in Figure 2.1 and give a broad overview of this process below based on previous results from Skilling 279 , Skilling 280 , Feroz et al. 82 , Feroz et al. 83 , Handley et al. 120 , Higson et al. 127 , and Higson et al. 126 . For additional details and discussion, please see those sources and references
therein as well as §A.
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2.1.1 Overview
Unlike MCMC methods, which attempt to estimate the posterior P(Θ) directly, Nested Sampling instead focuses on estimating the evidence

Z
Z≡

ΩΘ

(2.2)

L(Θ)π(Θ)dΘ

As this integral is over the entire multi-dimensional domain of Θ, it is traditionally very challenging to estimate.
Nested Sampling approaches this problem by re-factoring this integral as one taken over prior volume X of the
enclosed parameter space

Z

Z
Z=

ΩΘ

L(Θ)π(Θ)dΘ =

1
0

L(X)dX

(2.3)

Here, L(X) now defines an iso-likelihood contour (or multiple) defining the edge(s) of the volume X, while the
prior volume

Z
X(λ) ≡

ΩΘ :L(Θ)≥λ

π(Θ)dΘ

(2.4)

is the fraction of the prior where the likelihood L(Θ) ≥ λ is above some threshold λ. Since the prior is normalized, this gives X(λ = 0) = 1 and X(λ = ∞) = 0, which define the bounds of integration for equation (2.3).
As a rough analogy, we can consider trying to integrate over a spherically-symmetric distribution in 3-D. While
it is possible to integrate over dxdydz directly, it often is significantly easier to instead integrate over differential
p
volume elements dV = 4πr2 dr as a function of radius r ≡ x2 + y2 + z2 :
Z

Z
P(x, y, z)dxdydz =

Z
P(V(r))dV(r) =

P(r)4πr2 dr

Parameterizing the evidence integral this way allows Nested Sampling (in theory) to convert from a complicated
D-dimensional integral over Θ to a simple 1-D integral over X.
While it is straightforward to evaluate the likelihood at a given position L(Θ), estimating the associated prior
volume X(Θ) and its differential dX(Θ) is substantially more challenging. We can, however, generate noisy estimates of these quantities by employing the procedure described in Algorithm 1. We elaborate further on this
procedure and how it works below.
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Algorithm 1: Static Nested Sampling
// Initialize live points.

Draw K “live” points {Θ1 , . . . , ΘK } from the prior π(Θ).
// Main sampling loop.

while stopping criterion not met do
Compute the minimum likelihood Lmin among the current set of live points.
Add the kth live point Θk associated with Lmin to a list of “dead” points.
Sample a new point Θ′ from the prior subject to the constraint L(Θ′ ) ≥ Lmin .
Replace Θk with Θ′ .
// Check whether to stop.

Evaluate stopping criterion.
end
// Add final live points.

while K > 0 do
Compute the minimum likelihood Lmin among the current set of live points.
Add the kth live point Θk associated with Lmin to a list of “dead” points.
Remove Θk from the set of live points.
Set K = K − 1.
end

2.1.2 Generating Samples
A core element of Nested Sampling is the ability to generate samples from the prior π(Θ) subject to a hard likelihood constraint λ. The most naive algorithm that satisfies this constraint is simple rejection sampling: at a given
iteration i, generate samples Θi+1 from the prior π(Θ) until L(Θi+1 ) ≥ L(Θi ).
In practice, however, this simple procedure becomes progressively less efficient as time goes on since the remaining prior volume Xi+1 at each iteration of Algorithm 1 keeps shrinking. We therefore need a way of directly
generating samples from the constrained prior:

πλ (Θ) ≡




π(Θ)/X(λ)

L(Θ) ≥ λ



0

L(Θ) < λ

(2.5)

Sampling from this constrained distribution is difficult for an arbitrary prior π(Θ) since the density can vary
drastically from place to place. It is simpler, however, if the prior is standard uniform (i.e. flat from 0 to 1) in
all dimensions so that the density interior to λ is constant and X behaves more like a typical volume V. We can
accomplish this through the use of the appropriate “prior transform” function T which maps a set of parameters
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Φ with a uniform prior over the D-dimensional unit cube to the parameters of interest Θ.3 Taken together, these
transform our original hard problem of sampling from the posterior P(Θ) directly to instead the much simpler
problem of repeatedly sampling uniformly4 within the transformed constrained prior

π′λ (Φ) ≡




1/X(λ)

L(Θ = T (Φ)) ≥ λ



0

otherwise

(2.6)

Throughout the rest of the text we will henceforth assume π(Θ) is a D-dimensional unit cube prior unless otherwise explicitly specified.
Because there is no constraint that this distribution is uni-modal, the constrained prior may define several
“blobs” of prior volume that we are interested in sampling from. While sampling from the blob(s) might be hard
to do from scratch, because Nested Sampling samples at many different likelihood “levels”, structure tends to
emerge over time rather than all at once as we transition away from the prior π(Θ).

2.1.3 Estimating the Prior Volume
As shown in §A, generating samples following the strategy in §2.1.2 based on Algorithm 1 allows us to estimate
the (change in) prior volume at a given iteration using the set of “dead” points (i.e. the live points we replaced at
each iteration). In particular, it leads to exponential shrinkage such that the (log-)prior volume at each iteration
changes by

i
i
h
h
1
E Δ ln X̂i = E ln X̂i − ln X̂i−1 = −
K

(2.7)

where E [·] is the expectation value (i.e. mean) and we have adopted the x̂ notation to emphasize that we have a
noisy estimator of the prior volume X. Using more live points K thus increases our volume resolution by decreasing the rate of this exponential compression. By default, dynesty uses K = 500 live points, although this should
be adjusted depending on the problem at hand.
Once some stopping criterion is reached and sampling terminates after N iterations, the remaining set of K
live points are then distributed uniformly within the final prior volume XN (see §A). These can be “recycled” into
3

In general, there is a uniquely defined prior transform T for any given π(Θ); see the dynesty documentation for
additional details.
4
Technically this requirement is overly strict, as Nested Sampling can still be valid even if the samples at each iteration
are correlated. See §A for additional discussion.
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the final set of samples by sequentially adding the live points to the list of “dead” points collected at each iteration
in order of increasing likelihood. This leads to uniform shrinkage of the prior volume such that the (fractional)
change in prior volume for the kth live point added this way is
"

ΔX̂N+k
E
X̂N

#

"

X̂N+k − X̂N+k−1
=E
X̂N

#
=

1
K+1

(2.8)

where X̂N is the estimating remaining prior volume at the final Nth iteration.

2.1.4 Stopping Criterion
Since Nested Sampling is designed to estimate the evidence, a natural stopping criterion 280,148,127 is to terminate
sampling when we believe our set of dead points (and optionally the remaining live points) give us an integral
that encompasses the vast majority of the posterior. In other words, at a given iteration i, we want to terminate
sampling if


 

Δ ln Ẑi ≡ ln Ẑi + ΔẐi − ln Ẑi < ε

(2.9)

where ΔẐi is the estimated remaining evidence we have yet to integrate over and ε determines the tolerance. If
the final set of live points are excluded from the set of dead points, dynesty assumes a default value of ε = 10−2
(i.e. ≲ 1% of the evidence remaining). If the final set of live points are included, dynesty instead uses the slightly
more permissive ε = 10−3 (K − 1) + 10−2 .
While the remaining evidence ΔẐi is unknown, we can in theory construct a strict upper bound on it by assigning
ΔẐi ≤ Lmax Xi

(2.10)

where Lmax is the maximum-likelihood value across the entire domain ΩΘ and Xi is the prior volume at the current iteration. This is equivalent to treating the remaining likelihood interior to the current sample (X < Xi ) as a
uniform slab with amplitude Lmax .
Unfortunately, neither Lmax or Xi is known exactly. However, we can approximate this upper bound by replacing both quantities with associated estimators to get the rough upper bound
ΔẐi ≲ Lmax
i X̂i
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(2.11)

where Lmax
is the maximum value of the likelihood among the live points at iteration i and X̂i is the estimated
i
(remaining) prior volume.
While this rough upper bound works well in most cases, because we only have access to the best likelihood
≪ Lmax and that we
sampled by the K live points at a particular iteration there is always a chance that Lmax
Lmax
i
i
will terminate early. This can happen if there is an extremely narrow likelihood peak within the remaining prior
volume that has not yet been discovered by the K live points.

2.1.5 Estimating the Evidence and Posterior
Once we have a final set of samples {Θ1 , . . . , ΘN }, we can estimate the 1-D evidence integral using standard
numerical techniques. To ensure approximation errors on the numerical integration estimate are sufficiently
small, dynesty uses the 2nd-order trapezoid rule

Ẑ =

N+K
X
i=1

h
i N+K
X
1
[L(Θi−1 ) + L(Θi )] × X̂i−1 − X̂i ≡
p̂i
2
i=1

(2.12)

where X0 = X(λ = 0) = 1 and
p̂i ≡

i
h
1
[L(Θi−1 ) + L(Θi )] × X̂i−1 − X̂i
2

(2.13)

is the estimated importance weight. By default, dynesty uses the mean values of X̂i to compute the mean and
standard deviation of ln Ẑ following §A, although these values can also be simulated explicitly.
We can also estimate the posterior P(Θ) from the same set of N + K dead points by using the associated
importance weights derived above:

P̂(Θ) =

PN+K

N+K
X
p̂(Θi )δ(Θ|Θi )
= Ẑ −1
p̂(Θi )δ(Θ|Θi )
PN+K
i=1 p̂(Θi )
i=1

i=1

(2.14)

By default, dynesty uses the mean values of X̂i to compute this posterior estimate, although as with the evidence
these values can also be simulated explicitly (see §A).
An illustration of a typical Nested Sampling run is shown in Figure 2.2.
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Figure 2.2: An example highligh ng the behavior of a Sta c Nested Sampling run in dynesty. See §2.1 for addi onal details. Top: The

number of live points as a func on of prior volume X. Snapshots of their distribu on (purple) with respect to the current bounds (gray;
see §2.3.1) are highlighted in several insets. The number of live points remains constant un l sampling terminates, at which point we

add the ﬁnal live points one-by-one to the samples. Top-middle: The (normalized) likelihood limit L/Lmax associated with the prior

volume X(L) in the top panel. This increases monotonically as we sample increasingly smaller regions of the prior. Bo om-middle: The

importance weight PDF p(X), roughly divided into regions dominated by the prior volume (dX is large, L(X) is small; yellow), posterior
mass (dX and L(X) are comparable; orange), and likelihood density (dX is small, L(X) is large; red). The posterior mass is the most

important for posterior es ma on, while evidence es ma on also depends on the prior volume. Bo om: The es mated evidence Ẑ(X)
(blue line) and its 1, 2, and 3-sigma errors (blue shaded). The true value is shown in red.

2.1.6 Benefits of Nested Sampling
Because of its alternative approach to sampling from the posterior, Nested Sampling has a number of benefits
relative to traditional MCMC approaches:
1. Nested Sampling can estimate the evidence Z as well as the posterior P(Θ). MCMC methods in practice
generally can only constrain the latter (although see 175,122 ).
2. Nested sampling can sample from multi-modal distributions that tend to challenge many MCMC methods.
3. While most MCMC stopping criteria based on effective sample sizes can feel arbitrary, Nested Sampling
possesses well-motivated stopping criteria focused on evidence estimation.
4. MCMC methods need to converge (i.e. “burn in”) to the posterior before any samples generated are
“valid”. While optimization techniques can speed up this process, assessing this convergence can be
challenging and time-consuming 98,302 . Nested Sampling doesn’t suffer from similar issues because the
method smoothly integrates over the posterior P(Θ) starting from the prior π(Θ).

2.1.7 Drawbacks
While Nested Sampling has its fair share of benefits that have encouraged its rapid adoption in astronomical
Bayesian analyses, it also suffers from a fair share of drawbacks. Most crucially, the standard Nested Sampling
implementation outlined in Algorithm 1 focuses exclusively on estimating the evidence Z; the posterior P(Θ)
is entirely a byproduct of the approach. This creates several immediate drawbacks relative to MCMC, which
focuses exclusively on sampling the posterior P(Θ).
First, because most Nested Sampling implementations rely on sampling from uniform distributions (see
§2.1.2), applying them to general distributions requires knowing the appropriate prior transform T . While these
are straightforward to define when the prior can be decomposed into separable, independent components, they
can be more difficult to derive when the prior involves conditional and/or jointly distributed parameters.
Second, because the evidence depends on the amount of prior volume that needs to be integrated over, the
overall expected runtime is sensitive to the relative size of the prior. In other words, while estimating the posterior
mostly depends on generating samples close to where the majority of the distribution is located in the typical

66

set 18 , estimating the evidence requires generating samples in the extended tails of the distribution. Using less
informative (broader) priors will increase the expected runtime even if the posterior is largely unchanged.
Finally, because the number of live points K is constant, the rate Δ ln X at which we integrate over the posterior P(Θ) is the same regardless of where we are. This means that increasing the number of like points K, which
increases the overall runtime, always improves the accuracy of both the posterior P̂(Θ) and evidence Ẑ estimates.
In other words, Nested Sampling does not allow users to prioritize between estimating the posterior or the evidence. We focus on improving this behavior in §2.2.
As with any sampling method, Nested Sampling should not be viewed as being strictly “better” or “worse”
than MCMC, but rather as a tool that can be more or less useful in certain problems. There is no “One True
Method to Rule Them All”, even though it can be tempting to look for one. In fact, as will be argued in §3,
sometimes neither MCMC nor Nested Sampling is the appropriate method for a particular problem.

2.2

Dynamic Nested Sampling

In our overview of Nested Sampling in §2.1, we highlighted three main drawbacks of “Static” Nested Sampling
implementations:
1. They generally require a prior transform.
2. Their runtime is sensitive to the size of the prior.
3. Their rate of posterior integration is always constant.
While the first two drawbacks are essentially inherent to Nested Sampling as a sampling strategy, the last is not.
Instead, the inability of Algorithm 1 to “prioritize” estimating the evidence Z or posterior P(Θ) is a consequence of the fact that the number of live points K remains constant throughout an entire run, which sets the
rate of integration via Δ ln X. As a result, we will henceforth call this procedure “Static” Nested Sampling.
To address this issue, Higson et al. 126 proposed a deceptively simple modification: let the number of live
points vary during runtime. This gives a new “Dynamic” Nested Sampling algorithm whose basic implementation is outlined in Algorithm 2. This simple change is transformative, allowing Dynamic Nested Sampling to
focus on sampling the posterior P(Θ), similar to MCMC approaches, while retaining all the benefits of (Static)
Nested Sampling to estimate the evidence Z and sample from complex, multi-modal distributions. It also possesses well-motivated new stopping criteria for posterior and evidence estimation.
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Algorithm 2: Dynamic Nested Sampling
// Initialize first set of live points.

Draw K “live” points {Θ1 , . . . , ΘK } from the prior π(Θ).
// Main sampling loop.

Set Lmin = 0 and K0 = K.
while stopping criterion not met do
// Get current number of live points.

Compute the previous number of live points K and the current number of live points K′ .
if K′ ≥ K then
// Add in new live points.

while K′ > K do
Sample a new point Θ′ from the prior subject to the constraint L(Θ′ ) ≥ Lmin .
Add Θ′ to the set of live points.
Set K = K + 1.
end
// Replace worst live point.

Compute the minimum likelihood Lmin among the current set of K live points.
Add the kth live point Θk associated with Lmin to a list of “dead” points.
Replace Θk with Θ′ .
else
// Iteratively remove live points.

while K′ < K do
Compute the minimum likelihood Lmin among the current set of K = K′ live points.
Add the kth live point Θk associated with Lmin to a list of “dead” points.
Remove Θk from the set of live points.
Set K = K − 1.
end
end
// Check whether to stop.

Evaluate stopping criterion.
end
// Add final live points.

while there are live points remaining do
Compute the minimum likelihood Lmin among the current set of live points.
Add the kth live point Θk associated with Lmin to a list of “dead” points.
Remove Θk from the set of live points.
end
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It is important to note that we cannot take advantage of the flexibility offered by Dynamic Nested Sampling,
however, without implementing appropriate schemes to specify exactly how live points should be allocated,
when to terminate sampling, etc. While dynesty tries to implement a number of reasonable default choices
based on previous work e.g., 127,126,129 , this inevitably leads to many more tuning parameters that can affect the
behavior of a given Dynamic Nested Sampling run. Results from Higson et al. 128 based on implementations in
dyPolyChord 125 as well as tests in §2.4, however, indicate the general approach is quite robust.

We provide an illustration of the overall approach in Figure 2.3 and give a broad overview of the basic algorithm below based on Higson et al. 127 , Higson et al. 126 , and Higson et al. 129 . For additional details and discussion, please see those sources and references therein as well as §A.

2.2.1 Allocating Live Points
The singular defining feature of the Dynamic Nested Sampling algorithm is the scheme we use for determining
how the number of live points Ki at a given iteration i should vary. Naively, we would like Ki to be larger where
we want our resolution to be higher (i.e. a slower rate of integration Δ ln Xi ) and smaller where we are interested
in traversing the current region of prior volume more quickly. This allows us to prioritize adding samples in regions of interest.
In general, we would like the number of live points K(X) as a function of prior volume X to follow a particular
importance function I(X) such that
K(X) ∝ I(X)

(2.15)

While this function can be completely general, since most users are interested in estimating the posterior P(Θ)
and/or evidence Z more generally, dynesty by default follows Higson et al. 126 and considers a function of the
form:
I(X) = fP I P (X) + (1 − fP )I Z (X)

(2.16)

where fP is the relative amount of importance placed on estimating the posterior.
We define the posterior importance function as
I P (X) ≡ p(X)
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(2.17)

2.2. DYNAMIC NESTED SAMPLING
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Figure 2.3: An example highligh ng diﬀerent schemes for live point alloca on between Sta c and Dynamic Nested Sampling run in

dynesty with a ﬁxed number of samples. See §2.2 for addi onal details. Top panels: As Figure 2.2, but now highligh ng the number of
live points (upper) and evidence es mates (lower) for a Sta c Nested Sampling run (black) and Dynamic Nested Sampling runs focused
en rely on es ma ng the posterior (blue), en rely on es ma ng the evidence (green), and with an 80%/20% posterior/evidence mixture (the default in dynesty; red). Bo om panels: The distribu on of samples from the targeted 3-D correlated Gaussian distribu on
in the Sta c (le ), posterior-focused (middle), and evidence-focused (right) runs. Points are color-coded based on their important weight

pi . The posterior-oriented run allocates points almost exclusively around the bulk of the posterior mass, while the evidence-oriented
run preferen ally allocates them in prior-dominated regions.

where p(X) is the now the probability density function (PDF) of the importance weight defined in §2.1.5. This
choice just means that we want to allocate more live points in regions where the posterior mass ∝ L(X)dX is
higher.
We define the evidence importance function as
I Z (X) ≡ R 1

1 − Z(X)/Z

0 (1 − Z(X)/Z)dX

(2.18)

where Z(X) is the evidence integrated up to X. This means that we want to allocate more live points when we
believe we have not integrated over much of the posterior (i.e. in the prior volume-dominated regime at larger
values of X) and fewer as we integrate over larger portions of the posterior mass and become more confident in
our estimated value of Z (see Figure 2.2).

2.2.2 Iterative Dynamic Nested Sampling
As in §2.1.4, we unfortunately do not have access to X or I(X) directly. We thus need to use noisy estimators to
approximate them, which are only available after we have already generated samples from the posterior. In practice then, Dynamic Nested Sampling works as an iterative modification to Static Nested Sampling. We outline
this “Iterative” Dynamic Nested Sampling approach, first proposed in Higson et al. 126 and implemented in
dynesty, in Algorithm 3.

It has five main steps:

1. Sample the distribution with Static Nested Sampling to lay down a “baseline run” to get a sense where the
posterior mass P(X)dX is located.
2. Evaluate our importance function I(X) over the existing set of samples.
3. Use the computed importances Ii to decide where to allocate additional live points/samples.
4. Add a new “batch” of samples in the region of interest using Static Nested Sampling.
5. “Merge” the new batch of samples into the previous set of samples.
We then repeat steps (ii) to (v) until some stopping criterion is met. By default, dynesty uses Kbase = Kbatch =
250 points for each run, although this should be adjusted depending on the problem at hand.
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Allocating points using an existing set of samples is a two-step process. First, we evaluate a noisy estimate of
our importance function over the samples:
p̂i
Îi = fP PN

1 − Ẑi /(ẐN + ΔẐN )
+ (1 − fP ) PN
i=1 p̂i
i=1 1 − Ẑi /(ẐN + ΔẐN )

(2.19)

where we are now using the noisy importance weight p̂i to estimate the posterior and the rough upper limit
ΔẐN ∼ Lmax
N X̂N to estimate the remaining evidence. Then, we use these values to define new regions of prior
volume to sample. By default, dynesty only samples from a single contiguous range of prior volume (Xlow , Xhigh ]
which define an associated (flipped) range in iteration [ilow , ihigh ) and likelihood [Llow , Lhigh ) defined by the simple heuristic


ilow = min min({i}) − npad , 0


ihigh = max max({i}) + npad , N

(2.20)

∀ i ∈ [0, N] s.t. Îi ≥ fmax × max({Îi })
where fmax serves as a threshold relative to the peak value and npad pads the starting/ending iteration. In other
words, we compute the importance values Îi over the existing set of samples, compute the minimum ilow and
maximum ihigh iterations where the importance is above a threshold fmax relative to the peak, and shift the final
values by npad . By default, dynesty assumes fP = 0.8 (80% posterior vs 20% evidence), fmax = 0.8 (80%
thresholding), and npad = 1.
Once we have computed [ilow , ihigh ], we can then just start a new Static Nested Sampling run that samples
from the constrained prior between [Llow , Lhigh ). In the case where Llow = 0, this is just the original prior π(Θ)
and our Static Nested Sampling run is identical to Algorithm 1 except with stopping criteria L(Θ) ≥ Lhigh . If
Llow > 0, however, then we are instead starting interior to the prior and thus not fully integrating over it. So
while those new samples will improve the relative posterior resolution Δ ln Xi and thus the posterior estimate
P̂(Θ), they will not actually improve the evidence estimate Ẑ.
Finally, we need to “merge” our new set of N′ samples {Θ′1 , . . . , Θ′N′ } into our original set of samples {Θj }.
This process is straightforward and can be accomplished following the procedure outlined in §A. We are then left
with a combined set of samples {Θ1 , . . . , ΘN+N′ } with new associated prior volumes {X1 , . . . , XN+N′ } and a
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Algorithm 3: Iterative Dynamic Nested Sampling
// Baseline Nested Sampling run.

Run Static Nested Sampling (Algorithm 1) with:
(a) K live points
(b) sampled uniformly from the prior π(Θ)
(c) until the default Static Nested Sampling stopping criterion is met.
// Main sampling loop.

while stopping criterion not met do
// Find region where new samples should be allocated.

Compute relative importance {Î(X̂i )} over all dead points {Θi }.
Use {Îi } to assign lower Llow = L(X̂high ) and upper Lhigh = L(X̂low ) likelihood bounds.
// Batch Nested Sampling run.

Run Static Nested Sampling (Algorithm 1) with:
(a) K′ live points
(b) sampled uniformly from the constrained prior πλ (Θ) based on the lower likelihood bound λ = Llow
(c) until the likelihood L(Θ) of the last dead point exceeds the upper likelihood bound Lhigh .
// Merge samples from batch.

Merge new batch of dead points {Θ′i } into the previous set of dead points {Θi }.
// Check whether to stop.

Evaluate stopping criterion.
end

variable number of live points {K1 , . . . , KN+N′ } at every iteration.

2.2.3 Estimating the Prior Volume
As shown in §A, we can reinterpret the results from §2.1.3 as a consequence of the two different ways Nested
Sampling traverses the prior volume. In the first case, where the number of live points Ki ≥ Ki−1 increases
or stays the same, we know that we have (possibly) added live points and then replaced the one with the lowest
likelihood Lmin . In this case, the prior volume experiences exponential shrinkage such that
h
i
1
E Δ ln X̂i = −
Ki

(2.21)

In the second case, where the number of live points Kj+1 < Kj strictly decreases, we know that we have removed the live point(s) with the lowest likelihood Lmin . For each of the k iterations where this continues to oc-
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cur, the prior volume experiences uniform shrinkage such that
"
E

ΔX̂j+k

#

X̂j

=

1
Kj + 1

(2.22)

In Static Nested Sampling, these two regimes are cleanly divided, with the main set of dead points traversing
the prior volume exponentially and the final set of “recycled” live points traversing it uniformly. In Dynamic
Nested Sampling, however, we are constantly switching between exponential and uniform shrinkage as we increase or decrease the number of live points at a given iteration.

2.2.4 Stopping Criterion
The implementation of Static Nested Sampling outlined in Algorithm 1 generally exclusively targets evidence
estimation. This gives a natural stopping criterion (see §2.1.4) to terminate sampling once we believe that we
have integrated over a majority of the posterior P(Θ) such that additional samples will no longer improve our
evidence estimate Ẑ.
In the Dynamic Nested Sampling case, however, we are no longer just interested in computing the evidence.
Because we now have the flexibility to vary the number of live points Ki over time, we are also interested in the
properties of our integral (and the samples that comprise the integrand) in addition to the question of whether
our integral has converged.
This flexibility necessitates the introduction of more complex stopping criteria to assess whether those alternative properties are behaving as expected. Similar to §2.2.1, we consider a stopping criteria of the form:
S = sP S P + (1 − sP )S Z < ε

(2.23)

where ε is our tolerance, S P is the posterior stopping criterion, S Z is the evidence stopping criterion, and sP is
the relative amount of weight given to S P over S Z .
We define our stopping criterion to be the amount of fractional uncertainty in the current posterior P̂(Θ)
and evidence Ẑ estimates. For the posterior P(Θ), we start by defining the concept of “posterior noise” using the
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Kullback-Leibler (KL) divergence
h
i
H(P̂ ′ ||P̂) ≡ EP̂ ′ ln P̂ ′ − ln P̂
Z
Z
′
′
P̂ (Θ) ln P̂ (Θ)dΘ −
=

ΩΘ

ΩΘ

(2.24)
P̂ ′ (Θ) ln P̂(Θ)dΘ

(2.25)

between the posterior estimate P̂ ′ (Θ) from a random hypothetical Nested Sampling run with the same setup
and our current estimate P̂(Θ). This can be interpreted as the “information loss” due to random noise in our
posterior estimate P̂(Θ). Our proposed posterior stopping criteria is then

SP

h
i
′ ||P̂)
σ
H(
P̂
1
i
≡ P h
ε E H(P̂ ′ ||P̂)

(2.26)

where εP normalizes the posterior deviation to a desired scale and σ [·] is the standard deviation (i.e. the squareroot of the variance). For the evidence Z, this is just the estimated fractional scatter between the evidence estimates Ẑ ′ from random hypothetical Nested Sampling runs with the same setup. Following Higson et al. 126 , we
opt to compute this in log-space for convenience:
SZ ≡

i
1 h
′
σ
ln
Ẑ
εZ

(2.27)

where εZ normalizes the evidence deviation to a desired scale.
Unsurprisingly, we do not have access to the distribution of all hypothetical Nested Sampling runs with the
same setup to compute these exact estimates. However, as with §2.1.4 and §2.2.2, we do have access to noisy estimates of these quantities via procedures described in Higson et al. 127 and outlined in §A for simulating Nested
Sampling errors. dynesty uses M simulated values of these noisy estimates to estimate the stopping criteria as:
h
i
σ {Ĥ1 , . . . , ĤM }
i
Ŝ = P h
ε E {Ĥ , . . . , Ĥ }
1
M
i
(1 − sP ) h
ˆ
ˆ
Ẑ
}
Ẑ
,
.
.
.
,
σ
{ln
+
ln
M
1
εZ
sP

(2.28)

ˆ
where the Ẑ notation just emphasizes that we are constructing a noisy estimator of our already-noisy estimate Ẑ.
By default, dynesty assumes sP = 1 (100% focused on reducing posterior noise), ε = 1, εP = 0.02, εZ = 0.1,
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Bounding Method

Relevant Papers

Single ellipsoid (§2.3.1)

Mukherjee et al. 208

Multiple ellipsoids (§2.3.1)

Shaw et al. 277 , Feroz & Hobson 81 , Feroz et al. 82 ,83 , Handley et al. 120

Overlapping balls/cubes (§2.3.1, §2.3.1)

Buchner 34 ,35

Sampling Method

Relevant Papers

Uniform Sampling (§2.3.2)

Mukherjee et al. 208 , Feroz & Hobson 81 , Feroz et al. 82 , Buchner 34

Random walks (§2.3.2)

Skilling 279 , Skilling 280

Slice sampling (§2.3.2)

Neal 211 , Handley et al. 120

Hamiltonian slicing (§2.3.2)

Neal 211 , Skilling 281 , Feroz & Skilling 84 , this work

Table 2.1: Summary of techniques implemented in dynesty along with associated references.

and M = 128.

2.3

Implementation

Now that I have outlined the basic algorithm and approach behind Dynamic Nested Sampling, I now turn to the
problem of generating samples from the constrained prior. dynesty approaches this problem in two parts:
1. constructing appropriate bounding distributions that encompass the remaining prior volume over multiple possible modes and
2. proposing new live points by generating samples conditioned on these bounds.
dynesty contains several options for both constructing bounds and sampling conditioned on them.

I provide

an broad overview of each of these in turn. A list of papers associated with each method can be found in Table
2.1.

2.3.1 Bounding Distributions
In general, dynesty tries to use the distribution of the current set of live points to try and get a rough idea of the
shape and size of the various regions of prior volume that we are currently sampling. These are then used to con-
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dition various sampling methods to try and improve the efficiency. There are five bounding methods currently
implemented in dynesty:
• no bounds (i.e. the unit cube),
• a single ellipsoid,
• multiple ellipsoids,
• many overlapping balls, and
• many overlapping cubes.
These specific methods and their implementations are based on extensive previous work by other authors. The
use of a single bounding ellipsoid was first developed by Mukherjee et al. 208 . Its extension to multiple bounding
ellipsoids was developed by Shaw et al. 277 and Feroz & Hobson 81 , with various implementations incorporated
into the MultiNest 82,83 , PolyChord 120 , and nestle5 nested sampling packages. The extension to more flexible
distributions involving many overlapping balls or cubes was later developed by Buchner 34 ,35 and implemented in
UltraNest 34 .

In general, single ellipsoids tend to perform reasonably well at estimating structure when the likelihood is
roughly Gaussian and uni-modal. In more complex cases, however, decomposing the live points into separate
clusters with their own bounding ellipsoids works reasonably well at locating and tracking structure. In low
(D ≲ 5) dimensions, allowing the live points themselves to define emergent structure through many overlapping balls or cubes can perform better provided the L(Θ) spans similar scales in each of the parameters. Finally,
using no bounds at all is only recommended as an option of last resort and is mostly relevant when performing
systematics checks or if the number of live points K ≪ D2 /2 is small relative to the number of possible parameter covariances.
In addition to these various options, dynesty also tries to increase the volume of all bounds by a factor α to
be conservative about the size of the constrained prior. While this is generally assumed to take a constant value
of α = 1.25, it can also be derived “on the fly” using bootstrapping methods following the approach outlined in
Buchner 34 . Deriving accurate volume expansion factors are extremely important when sampling uniformly but
are less relevant for other sampling schemes that are more robust to the exact sizes of the bounds (see §2.3.2).
5

dynesty is built off of nestle with the permission of its developer Kyle Barbary.
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Figure 2.4: An example highligh ng the various bounding distribu ons implemented in dynesty. These include the en re unit cube

(le ), a single ellipsoid (le -middle), mul ple overlapping ellipsoids (middle), overlapping spheres (right-middle), and overlapping cubes
(right). The current set of live points are shown as purple points while draws from the bounding distribu on are shown as grey points.
A schema c representa on of each bounding distribu on is shown in the bo om-right-hand corner of each panel. See §2.3.1 for addional details.

By default, dynesty uses multiple ellipsoids to construct the bounding distribution. A summary of the various bounding methods can be found in Figure 2.4. I describe these each in turn below.

Unit Cube
The simplest case of using the entire unit cube (i.e. simple rejection sampling over the entire prior π(Θ) with no
limits) can be useful in a few edge cases where the number of live points K is small compared to the number of
dimensions D, or where users are interested in performing tests to verify sampling behavior.

Single Ellipsoid
As shown in Mukherjee et al. 208 , a single bounding ellipsoid can be effective if the posterior is unimodal and
roughly Gaussian. dynesty uses a scaled version of the empirical covariance matrix C′ = γC centered on the
empirical mean μ of the current set of live points to determine the size and shape of the ellipsoid, where γ is set so
the ellipsoid encompasses all available live points.

Multiple Ellipsoids
By default, dynesty does not assume the posterior is unimodal or Gaussian and instead tries to bound the live
points using a set of (possibly overlapping) ellipsoids. These are constructed using an iterative clustering scheme
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following the algorithm outlined in Shaw et al. 277 and Feroz & Hobson 81 and implemented in the online package nestle. In brief, we start by constructing a bounding ellipsoid over the entire collection of live points. We
then initialize 2 k-means clusters at the endpoints of the major axes, optimize their positions, assign live points to
each cluster, and construct a new pair of bounding ellipsoids for each new cluster of live points. The decomposition is accepted if the combined volume of the subsequent pair of ellipsoids is substantially smaller. This process
is then performed recursively until no decomposition is accepted.
By default, dynesty tries to be substantially more conservative when decomposing live points into separate
clusters and bounding ellipsoids than alternative approaches used in MultiNest 82,83 . This algorithmic choice,
which can substantially reduce the overall sampling efficiency, is made in order to avoid “shredding” the posterior
into many tiny islands of isolated live point clusters. As shown in Buchner 34 , that behavior can lead to biases in
the estimated evidence Ẑ and posterior P̂(Θ).

Overlapping Balls
An alternate approach to using bounding ellipsoids is to allow the current set of live points themselves to define
emergent structure. The simplest approach used in dynesty follows Buchner 34 ,35 by assigning a D-dimensional
ball (sphere) with radius r to each live point, where r is set using bootstrapping and/or leave-one-out techniques
to encompass ≥ 1 other live points. One benefit to this approach over using multiple ellipsoids (which can depend sensitively on the clustering schemes) is that it is almost entirely free of tuning parameters, with the overall
behavior only weakly dependent on the number of bootstrap realizations.

Overlapping Cubes
As with the set of overlapping balls, dynesty also implements a similar algorithm based on Buchner 34 ,35 involving overlapping cubes with half-side-length ℓ. As §2.3.1, ℓ is derived using either bootstrapping and/or leave-oneout techniques so that the cubes encompass ≥ 1 other live points.

2.3.2 Sampling Methods
Once a bounding distribution has been constructed, dynesty generates samples conditioned on those bounds. In
general, this follows a strategy of
f(sCb , Θ) → Θ′
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(2.29)

where Cb is the covariance associated with a particular bound b (e.g., an ellipsoid), Θ is the starting position, Θ′ is
the final proposed position, and s ∼ 1 is a scale-factor that is adaptively tuned over the course of a run to ensure
optimal acceptance rates.
dynesty implements four main approaches to generating samples:

• uniform sampling,
• random walks,
• multivariate slice sampling, and
• Hamiltonian slice sampling.
As with the bounding methods described in §2.3.1, these sampling methods and their implementations are based
on extensive previous work by other authors. The use of uniform sampling from a bounding ellipsoid (§2.3.1)
was introduced in Mukherjee et al. 208 . Its extension to multiple ellipsoids (§2.3.1) was implemented by Feroz &
Hobson 81 and Feroz et al. 82 in MultiNest, and to overlapping balls (§2.3.1) and cubes (§2.3.1) by Buchner 34 in
UltraNest.

The use of random walks was proposed in Skilling 279 and Skilling 280 and implemented in packages

such as nestle. Multivariate slice sampling 211 was applied to Nested Sampling by Handley et al. 120 and implemented in PolyChord. Finally, applications of Hamiltonian slice sampling approaches to Nested Sampling can
be found in Feroz & Skilling 84 .
These four classes of methods are each designed for different regimes. Uniform sampling can be relatively
efficient in lower dimensions where the bounding distribution can approximate the prior volume better but
struggles in higher dimensions since it is extremely sensitive to the size of the bounds. Random walks are less sensitive to the size of the bounding distribution and so tend to work better than uniform sampling in moderate
dimensional spaces but still struggle in high-dimensional spaces because of the exponentially increasing amount
of volume it needs to explore. Multivariate and Hamiltonain slice sampling often performs better in these highdimensional regimes by avoiding sampling directly from the volume and taking advantage of gradients, respectively.
In addition to each method’s performance in various regimes, there is also a fundamental qualitative difference between uniform sampling and the other sampling approaches outlined above. Uniform sampling, by construction, can only sample directly from the bounding distribution. This makes it uniquely sensitive to the assumption that the bounds entirely encompass the current prior volume at a given iteration, which is never fully
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guaranteed 34 . By contrast, the other sampling methods are MCMC-based: they generate samples by “evolving”
a current live point to a new position. This allows them to generate samples outside the bounding distribution,
making them less sensitive to this assumption.
By default, dynesty resorts to uniform sampling when the number of dimensions D < 10, random walks
when 10 ≤ D ≤ 20, and Hamiltonian/multivariate slice sampling when D > 20 if a gradient is/is not provided.
A summary of the various sampling methods can be found in Figure 2.5. I describe these each in turn below.

Uniform Sampling
If we assume that our bounding distribution B(Θ) encloses the constrained prior πλ (Θ), the most direct approach to generating samples from the bounds is to sample from them uniformly. This procedure by construction produces entirely independent samples between each iteration i, and tends to work best when the volume of
the bounds XB (λ) is roughly the same order of magnitude as the current prior volume X(λ) (leading to ≳ 10%
acceptance rates).
In general, the procedure for generating uniform samples from overlapping bounds is straightforward 81,34 :
1. Pick a bound b at random with probability pb ∝ Xb proportional to its volume Xb .
2. Sample a point Θb uniformly from the bound.
3. Accept the point with probability 1/q, where q ≥ 1 is the number of bounds Θb lies within.
This approach ensures that any proposed sample will be drawn from the bounding distributing B(Θ) comprised
P b
of the union of all bounds, which has a volume XB ≤ N
b=1 Xb that is strictly less than or equal to the sum of the
volumes of each individual bound.
Generating samples uniformly from the bounds in §2.3.1 falls into two cases: cubes and ellipsoids. Generating
points from an D-cube centered at Θb with half-side-length ℓ is trivial and can be accomplished via:
1. Generate D independent and identically distributed (iid) uniform random numbers U = {U1 , . . . , UD }
from [−ℓ, ℓ].
2. Set Θ′ = U + Θb .
1/2

Generating points from an ellipsoid centered at Θb with covariance Cb with matrix square-root Cb is also
straightforward but slightly more involved:
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Figure 2.5: A schema c illustra on of the diﬀerent sampling methods implemented in dynesty. These include: uniform sampling

from the bounding distribu on (top-le ), random walks proposals star ng from a random live point based on the bounding distribu on
(top-right) with either ﬁxed or variable scale-lengths for proposals, mul variate slice sampling proposals star ng from a random live
point (bo om-le ) using either the principle axes or a random direc on sampled from the bounding distribu on, and Hamiltonian slice
sampling away from a random live point forwards and backwards in me (bo om-right). See §2.3.2 for addi onal details.

1. Generate D iid standard normal random numbers Z = {Z1 , . . . ZD }.
2. Compute the normalized vector V ≡ Z/||Z||.
3. Draw a standard uniform random number U and compute S ≡ UD V.
1/2

4. Set Θ = Cb S + Θb .
Step 2 creates a random vector V that is uniformly distributed on the surface of the D-sphere. Step 3 randomly
moves V → S to an interior radius r ∈ (0, 1) based on the fact that the volume of a D-sphere scales as V(r) ∝ rD .
Finally, step 4 adjusts the scale, shape, and center to match that of the bounding ellipsoid.

Random Walks
An alternative approach to sampling uniformly within the bounding distribution B(Θ) is to instead to try and
propose new positions by “evolving” a given live point Θk → Θ′ to a new position. Since L(Θk ) ≥ Lmin
at a
i
given iteration by definition, this procedure also guarantees that we will be generating samples exclusively within
the constrained prior πλ (Θ).
One straightforward approach to “evolving” a live point to a new position is to consider sampling from the
constrained prior using a simple Metroplis-Hastings 205,121 MCMC algorithm:
1. Propose a new position Θ′ ∼ Q(Θ|Θk ) from the proposal distribution Q(Θ|Θk ) starting from Θk .
2. Move to Θ′ with probability
i
h
(Θ′ ) Q(Θk |Θ′ )
. Otherwise, stay at Θk .
A = min 1, ππλλ(Θ
′
k ) Q(Θ |Θ )
k

These steps are repeated for Nwalks iterations.
Since the constrained prior is flat (see §2.1.2), the ratio of the constrained prior values is by definition 1. Likewise, if we choose a symmetric proposal distribution Q(Θ|Θk ), then the ratio of the proposal distributions also
evaluates to 1. This procedure then reduces to simply accepting a new point if it is within the constrained prior
with L(Θi ) ≥ λ and rejecting it otherwise. By default, dynesty takes Nwalks = 25.
dynesty implements two forms of the proposal Q(Θ|Θk ).

The default option is to propose new positions

uniformly from an associated ellipsoid centered on Θk with covariance Cb , where Cb is one of the bounding
distributions that encompasses Θk (selected randomly). The second follows the same form as the first, except the
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covariance Cb is re-scaled at each subsequent proposal t ≤ Nwalks by γ following the procedure outlined in Sivia
& Skilling 278 :





e1/Nacc (t) × γ(t − 1)




α(t) = e−1/Nrej (t) × γ(t − 1)






γ(t − 1)

Nacc (t)
t

> facc

Nacc (t)
t

< facc

Nacc
t

(2.30)

= facc

where Nacc (t) and Nrej (t) is the total number of accepted and rejected proposals by iteration t, respectively, facc is
the desired acceptance fraction, and γ(t = 0) = 1. By default, dynesty targets facc = 0.5.

Multivariate Slice Sampling
In higher dimensions, rejection sampling-based methods such as the random walk proposals outlined in §2.3.2
can become progressively more inefficient. To remedy this, dynesty includes slice sampling 211 routines designed
to sample from the constrained prior πλ (Θ). These are based on the “stepping out” method proposed in Neal 211
and Jasa & Xiang 143 , which works as follows in the single-variable case starting from the position xk of the kth
live point:
1. Draw a standard uniform random number U.
2. Set the left bound L = xk − wU and the right as R = L + w where w is the starting “window”.
3. While L(L) ≥ λ, extend the position of the left bound L by w. Repeat this procedure for R.
4. Sample a point x′ ∼ Unif(L, R) uniformly on the interval from L to R.
5. If L(x′ ) > λ, accept x′ . Otherwise, reassign the corresponding bound to be x′ (L if x′ < x and R otherwise) and repeat steps (iv)-(v).
When sampling in higher dimensions, the single-variable update outlined above can be interpreted as a Gibbs
sampling update 99 where instead of drawing Θ directly we instead update each component in turn




Θ1 ∼ πλ (Θ1 |Θ\1 )




..
Θ′ ∼ πλ (Θ) ⇒
.






ΘD ∼ πλ (ΘD |Θ\D )
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(2.31)

where Θ\i are the set of D − 1 parameters excluding Θi . This procedure is then repeated for Nslices iterations. By
default dynesty takes Nslices = 5.
This procedure is generally robust, although it can introduce longer correlation times if there are strong covariances between parameters. To mitigate this, dynesty by default executes single-variable slice sampling updates along the principle axes Vb ≡ {v1,b , . . . , vD,b } associated with the covariance Cb from a given bound b.
This allows us to automatically set both the direction vi,b and associated scale ||vi,b || of the window while trying
to reduce the correlations among sets of parameters.
Alternately, instead of executing a full Gibbs update by rotating through the entire set of parameters in turn,
we can sample along a random trajectory v′ through the prior instead. This procedure is similar to that implemented in PolyChord 120 , except that rather than “whitening” the set of live points using the associated Cb we
instead draw v′ from the surface of the corresponding bound with covariance Cb . Provided a suitable number of
Nslices ∼ D, this procedure also can generate suitably independent new positions Θ′ .

Hamiltonian Slice Sampling
Over the past two decades, sampling methods have increasingly attempted to incorporate gradients to improve
their overall performance, especially in high-dimensional spaces. The most common class of methods are based
on Hamiltonian Monte Carlo (HMC) 212,18 , whereby a particle at a given position x is assigned a mass matrix M
and some momentum p and allowed to sample from the joint distribution
P(x, p|M) ∝ exp [−H(x, p|M)]

(2.32)

1
H(x, p|M) ≡ U(x) + K(p|M) ≡ − ln [π(x)L(x)] + pT M−1 p
2

(2.33)

where

is the Hamiltonian of the system with a “potential energy” U(x) and “kinetic energy” K(p|M), and T is the transpose operator. Typically, proposals are generated by sampling the momentum from the corresponding multivariate Normal (Gaussian) distribution
p ∼ N [0, M] ,
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(2.34)

with mean 0 and covariance M, evolving the system via Hamilton’s equations from H(x, p) → H(x′ , p′ ), and
then accepting the new position based on the MH acceptance criteria outlined in §2.3.2. In other words, at each
iteration we randomly assign a given particle some mass and velocity and then have it explore the potential defined by the (log-)posterior.
As with the previous methods, this approach simplifies dramatically when sampling over the constrained prior
πλ (Θ). In that case, since the distribution is flat, the momentum remains unchanged until the particle hits the
hard likelihood boundary, at which point it reflects so that
p′ = p − 2h

p·h
||h||2

(2.35)

where h is the gradient at the point of reflection. This version of the algorithm is referred to elsewhere as Galilean
Monte Carlo 281,84 or reflective slice sampling 211 .
In practice, since we have to evolve the system discretely, there are a few additional caveats to consider. Most
importantly, the use of discrete time-steps means reflection will not occur right at the boundary of the constrained prior but slightly beyond it, which does not guarantee reflections will end up back inside the constrained
prior. This behavior, which arises from larger time-steps, “terminates” the particle’s trajectory in that particular
direction and leads to inefficient sampling that isn’t able to explore the full parameter space.
On the other hand, using extremely small time-steps means spending the vast majority of time evaluating positions along a straight line, which is also non-optimal. dynesty by default attempts to compromise between
these two behaviors by optimizing the time-step so that fmove ∼ 0.9 of total steps are spent moving forward passively instead of reflecting or terminating. In addition, dynesty by default caps the total number of time-steps to
Nmove = 100 to prevent trajectories from being evolved indefinitely.
Similar to algorithms such as the No U-Turn Sampler 132 , dynesty also considers trajectories evolved forwards and backwards in time to broaden the range of possible positions explored in a given proposal. While these
roughly double the number of overall time-steps, they substantially improve overall behavior by exploring larger
regions of the constrained prior.
dynesty employs two additional schemes to try and further mitigate discretization effects on the sampling

procedure described above. First, the time-step used at a given iteration is allowed to vary randomly by up to 30%
following recommendations from Neal 212 . This helps to suppress resonant behavior that can arise from poor
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choices of time-steps without substantially impacting overall performance. Second, rather than merely accepting
positions at the end of a trajectory, dynesty instead tries to sample uniformly from the entire trajectory by treating it as a set of slices defined by (ΘiL , Θi , ΘiR ) left-inner-right position tuples. New samples are then proposed
via the following scheme:
1. Compute the length ℓi of each line segment (ΘiL , ΘiR ).
2. Selecting a line segment i at random proportional to its length.
3. Sample a point Θ′ uniformly on the line segment defined by (ΘiL , ΘiR ).
4. If L(Θ′ ) > λ, accept Θ′ . Otherwise, reassign the corresponding bound to be Θ′ (ΘiL if Θ′ is on the line
segment [ΘiL , Θi ) and ΘiR otherwise) and repeat steps 1-4.
While there are a variety of possible approaches to applying HMC-like methods to Nested Sampling other
than the basic procedure outlined above, we defer any detailed comparisons between them to possible future
work.

2.4

Tests

I now examine dynesty’s performance on a variety of toy problems designed to stress-test various aspects of the
code. Additional tests can also be found online.

2.4.1 Gaussian Shells
One standard problem that tests the efficiency of the ability of bounding distributions to transition between a flat
surface to separated, elongated structures is the D-dimensional “Gaussian shells” from Feroz & Hobson 81 . The
likelihood of the distribution is defined as
L(Θ) = circ(Θ|c1 , r1 , w1 ) + circ(Θ|c2 , r2 , w2 )
where

"

1 (||Θ − c|| − r)2
circ(Θ|c, r, w) = √
exp −
2
w2
2πw2
1
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(2.36)

#
(2.37)

Figure 2.6: Illustra on of dynesty’s performance using mul ple bounding ellipsoids and uniform sampling over 2-D Gaussian shells

(highlighted in Figure 2.4) meant to test the code’s bounding distribu ons. Le : A smoothed corner plot showing the exact 1-D and 2-D
marginalized posteriors of the target distribu on. Middle: As before, but now showing the ﬁnal distribu on of weighted samples. Right:
The volume of the bounding distribu on when using a single ellipsoid (blue) versus mul ple ellipsoids (orange) over the course of the
run. Since a single ellipsoid is a poor model for this distribu on, its volume quickly saturates as it becomes unable to accurately capture
the distribu on of live points. Allowing the bounding distribu on to be modeled by mul ple ellipsoids allows for dynesty to capture
the more complex structure as the live points move increasingly into organized rings.

Following Feroz et al. 83 , I take the centers c1 and c2 of the two positions to be −3.5 and 3.5 in the first dimension and 0 in all others, respectively, the radius r = 2, and the width w = 0.1. The prior is defined to be uniform
from [−6, 6] to encompass the majority of the likelihood and ensure a smooth transition between the uni-modal
starting distribution and the multi-modal target distribution.
I illustrate dynesty’s performance in the 2-D case in Figure 2.6. The default configuration options in dynesty
(multiple ellipsoid bounds with uniform sampling) lead to a roughly 10% sampling efficiency over the course of
∼ 20k iterations when using Dynamic Nested Sampling and lead to excellent posterior estimates. We also see
that the multi-ellipsoidal decomposition algorithm works as expected, with the total volume of the bounding
distribution decreasing dramatically as the live points begin to organize themselves within the two shells.

2.4.2 Eggbox
Another distribution we consider to test the ability of dynesty to track and evolve multiple modes is the 2-D
“Eggbox” likelihood from Feroz & Hobson 81 , which we defined as
(
L(x, y) = exp


2 + cos

5π(x − 1)
2




sin

5π(y − 1)
2

5 )

(2.38)

This distribution is periodic over the 2-D unit cube, with 13 localized modes contained within a given period. We
take our prior to be standard uniform in x and y to limit sampling to one period.
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Figure 2.7: Illustra on of dynesty’s performance using mul ple bounding ellipsoids and overlapping balls with uniform sampling over

the 2-D “Eggbox” distribu on meant to test the code’s bounding distribu ons. Top le : The true log-likelihood surface of the Eggbox
distribu on. Top right: A smoothed corner plot showing the 1-D and 2-D marginalized posteriors of the ﬁnal distribu on of weighted
samples from a posterior-oriented Dynamic Nested Samplig run. Bo om: The importance weight PDF p(X) (top) and corresponding
evidence es mate Ẑ with 1, 2, and 3-sigma uncertain es (bo om) from two independent evidence-oriented Dynamic Nested Sampling
runs using mul ple ellipsoids (blue) and overlapping balls (red) as bounding distribu ons.

Figure 2.8: Illustra on of dynesty’s performance using mul ple bounding ellipsoids and mul variate slice sampling over principle

axes to model an “Exponen al Wave” signal meant to test the code’s bounding distribu ons and incorpora on of periodic boundary
condi ons. Le : Trace plots showing the 1-D posi ons of samples (dead points) over the course of the run, colored by their es mated
importance weight PDF p(X). The true model parameters are shown highlighted in red. We see that even though the underlying structure of the distribu on spans many diﬀerent scales and emerges in diﬀerent stages, dynesty is able to conﬁdently iden fy the ﬁnal
two modes and converge to the underlying model parameters. Middle: A corner plot showing the 1-D and 2-D marginalized posteriors from the distribu on of the ﬁnal weighted samples. The true model parameter values are shown in red. The 2.5%, 50%, and 97.5%
percen les (i.e. the 2-sigma credible region) are shown as ver cal dashed lines. Top right: The noisy data (gray crosses) and underlying
model (red points).

The resulting posterior and evidence estimates from several posterior-oriented and evidence-oriented Dynamic
Nested Sampling runs are shown in Figure 2.7. dynesty is able to sample from this distribution quite effectively,
with average sampling efficiencies ranging from 20 − 40% when sampling uniformly from the multiple ellipsoids
or overlapping balls.

2.4.3 Exponential Wave
I next apply dynesty to a signal reconstruction problem with multiple modes and periodic boundary conditions. Our model is a transformed periodic signal from 0 to 2π:
y(x) = exp [na sin(fa x + pa ) + nb sin(fb x + pb )]
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(2.39)

where we observe noisy data points drawn from


ŷ(x) ∼ N y(x), σ2

(2.40)

The likelihood for this model is Gaussian over the corresponding observed datapoints such that
N

ln L(Θ) = −

 [ŷi − y(xi |Θ)]2
1X
ln 2πσ2 +
2 i=1
σ2

(2.41)

and has seven free parameters: two controlling the relevant amplitudes (na , nb ), two controlling the frequencies
(fa , fb ), two controlling the phases (pa , pb ), and one controlling the scatter σ.
I take our true model parameters to be fa = 1.05, fb = 4.2, na = 0.8, nb = 0.3, pa = 0.1, pb = 2.4,
and σ = 0.2 so that a solution is close to the boundary. We assign our prior to be uniform or log-uniform in
all parameters with log na ∈ [−2, 2), log fa ∈ [−2, 2), pa ∈ [0, 2π), log nb ∈ [−2, 2), log fb ∈ [−2, 2),
pb ∈ [0, 2π), and log σ ∈ [−2, 0), where the priors in pa and pb are periodic.
I illustrate dynesty’s performance on this problem in Figure 2.8. I find dynesty is able to robustly recover
both modes in this problem, including the solution near the boundary.

2.4.4 200-D Gaussian
I next examine dynesty’s behavior in higher dimensions by testing its performance on a 200-D multivariate
Gaussian likelihood with mean μ = 0 and covariance C = I where I is the identity matrix. I assign an identical
prior (iid Gaussian with μ = 0 and C = I), such that the posterior will also be iid Gaussian with mean μ = 0 but
with covariance C = (1/2) I.
I sample from this distribution using Hamiltonian Slice Sampling with the analytic log-likelihood gradient.
To further highlight the efficiency of these proposals to explore the posterior, we use a small (K = 50) number of live points so that we are highly undersampled relative to the 200-D space. Since dynesty by default uses
the empirical covariance to construct any bounding ellipsoids, this process is dominated by shot noise that can
substantially affect the covariance. I consequently impose no bounding distribution (which happens to also be
optimal for this problem).
As shown in Figure 2.9, I find dynesty is able to achieve unbiased recovery of the mean, covariance, and evidence under these conditions. The typical sampling efficiency achieved for this problem is roughly 0.1% (i.e.
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Figure 2.9: Illustra on of dynesty’s performance sampling from a 200-D Gaussian using Hamiltonian Slice Sampling (§2.3.2) with gra-

dients and no bounding distribu on with only K

= 50 live points. Top: Oﬀsets in the recovered mean (le , black), variance (center,
= 0 and covariance of C = (1/2) I. Bo om: The es-

red), and covariance cross-terms (right, blue) rela ve to an expected mean of μ

mated evidence Ẑ (red line) along with the 1, 2, and 3-sigma errors (shaded). The true value is shown in black, along with the loca on
where sampling terminates (do ed red ver cal line).

1000 likelihood calls per iteration), which translates to roughly 5 per dimension.

2.4.5 Comparison to MCMC
Nested Sampling and MCMC sampling are different tools designed for different types of problems. I perform a
limited comparison to highlight the advantages/disadvantages of each methodology.
I consider a simple linear regression problem where our model is

and we observe noisy data from

y(x) = mx + b

(2.42)



ŷi ∼ N y(xi ), σ2i + [fy(xi )]2

(2.43)

where σ2i is the measured variance and f corresponds to an additional fractional systematic uncertainty that we
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would like to infer in addition to m and b. The likelihood is again Gaussian:
N


1X 
ln 2π(σ2i + f2 (mxi + b)2 )
ln L(m, b, f) = −
2 i=1
+

[ŷi − (mxi + b)]2
σ2 + f2 (mxi + b)2

(2.44)

This problem is unimodal and only has three parameters, making it very tractable to both Nested Sampling
and MCMC methods.
I choose the priors to be uniform so that m ∈ [−5, 0.5), b ∈ [0, 10), and ln f ∈ [−10, 1], which are substantially broader than the likelihood distribution but not so broad that the runtime of dynesty will be dominated
merely integrating over the prior.
I run dynesty in three configurations to sample from this posterior distribution, using the default settings
whenever possible to highlight performance in a “typical” use case. First, I set the weight function to give the
posterior 100% of the importance when allocating live points in order to imitate MCMC-like behavior. Then, I
revert to the default 80%/20% posterior/evidence weighting scheme to see how much our posterior estimate degrades as dynesty spends a larger fraction of runtime trying to improve our evidence estimates. Finally, I switch
out the default sampling mode (uniform sampling) for random walks to forcibly decrease the overall sampling
efficiency.
I compare these results to two MCMC alternatives. The first is emcee 90 , which is a common MCMC sampler used in astronomical analyses today. I opt to run it in its default configuration, which uses the “stretch
move” from Goodman & Weare 102 to make proposals, with K = 50 walkers. I initialize the walkers around the
maximum-a-posteriori (MAP) solution based on the estimated covariance. We remove the first 300 samples from
the chain to account for burn-in but do not count these “wasted” samples when computing the overall sampling
efficiency.
The second alternative is a standard Metropolis-Hastings MCMC sampler with a Gaussian proposal distribution. We take the covariance to be the same as that of the posterior distribution determined from the final set
of weighted dynesty samples to create a relatively optimal proposal distribution. We then run with an identical setup to emcee (i.e. K = 50 chains initialized around MAP solution) to maintain consistency between
approaches.
The metric I use to compare between methods is the overall “sampling efficiency”, which I define to be the
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Figure 2.10: Comparison between dynesty and common MCMC alterna ves inferring the slope m, intercept b, and (log-)frac onal

uncertainty ln f in a simple linear regression problem. See §2.4.5 for addi onal details. Le : A corner plot showing the 1-D and 2-D

marginalized posteriors for the slope m, intercept b, and (log-)frac onal uncertainty ln f, with their true values in red. The 2.5%, 50%,

and 97.5% percen les (i.e. the 2-sigma credible region) are shown as ver cal dashed lines, while the 2-D contours highlight the corresponding 10%, 40%, 65%, and 85% credible regions. We see the posterior is well-constrained and roughly Gaussian. Right: The posterior sampling eﬃciency (i.e. the frac on of independent posterior samples generated per likelihood call) for dynesty, emcee, and
simple MH MCMC plo ed as a func on of the total number of likelihood func on calls. The predicted eﬃciency for a ﬁxed eﬀec ve
sample size is shown in gray. We see that dynesty op mized for posterior es ma on using uniform sampling (blue) can be up to 10x
more eﬃcient than emcee or MH MCMC at genera ng independent samples from the posterior. As expected, decreasing the emphasis on posterior vs evidence es ma on to 80% (red) or using a less eﬃcient but more ﬂexible sampling method such as random walks
(right) also reduces the overall eﬃciency.

ratio of the estimated effective sample size (ESS) NESS relative to the number of likelihood calls Ncall :
fsamp ≡

NESS
Ncall

(2.45)

For dynesty, since the samples are all independent but assigned varying importance weights, I choose to estimate
the ESS by counting the number of unique samples after using systematic resampling to redraw a set up equallyweighted samples.6
For the MCMC approaches, I use the standard definition of ESS defined in §1
NESS =
6

N
1+τ

(2.46)

Using multinomial resampling, which introduces additional sampling noise 72,135 , reduces the relative ESS by roughly
25% but does not affect our overall conclusions.
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where τ is the auto-correlation averaged over all the chains. Since τ is computed for each parameter, to be conservative I set the value used to compute the ESS to be the maximum value. These choices tend to decrease the ESS
by ∼ 25% relative to more optimistic ones but does not affect our overall conclusions.
I compare the five different cases above and summarize the results from 25 independent trials in Figure 2.10.
In all cases, I try to generate enough samples to give similar ESS between each approach based on dynesty’s default stopping criterion, which gives NESS ∼ 17000. dynesty with uniform sampling within multiple bounding
ellipsoids is roughly an order of magnitude more efficient at generating independent samples in this problem
than MH MCMC and emcee. dynesty using random walks (i.e. running MCMC internally) gives efficiencies
that are much more comparable to the two MCMC implementations.
As discussed earlier, all methods experience some amount of overhead transitioning from the prior-dominated
to posterior-dominated region. While this leads to ≲ 5% of samples being discarded for burn-in for the MCMC
cases, it leads to a reduction in the ESS of ∼ 25% for dynesty. The fact that dynesty performs well even in this
case illustrates how important Dynamic Nested Sampling is for ensuring samples are efficiently allocated during
runtime.
This result highlights the basic argument first outlined in §2.1, illustrating that using Nested Sampling to
sample from many simpler distributions in turn can sometimes be more effective than trying to sample from the
posterior distribution directly with MCMC. In general, Nested Sampling performs well in cases like these where
the likelihood varies smoothly in a given region and the prior has reasonable bounds. In other cases where the
prior is large or fewer samples from the posterior are needed, MCMC methods are more than sufficient.

2.5

Applications

In addition to the toy problems in §2.4, dynesty has also been applied in several packages and ongoing studies and shown to perform well when applied to real astronomical analyses. These include applications analyzing
gravitational waves 9 , exoplanets 65,78,116 , transients 114 , galaxies 184,186 , and 3-D dust mapping 317,319,318 . I highlight two applications below that I have been personally involved in.
In Leja et al. 186 , my collaborators and I modeled roughly 60k galaxy spectral energy distributions (SEDs) from
the 3D-HST survey 29 over a redshift range of 0.5 < z < 2.5. To conduct this analysis, they used the Bayesian
SED fitting code Prospector 187 , utilizing dynesty as their primary sampler, to sample from a 14-parameter
model involving stellar mass, a non-parametric star formation history, stellar and gas metallicites, dust properties,
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Figure 2.11: Galaxy SED for object AEGIS 17 from the 3D-HST survey modeled with Prospector using dynesty. Le : A corner

plot showing the 1-D and 2-D marginalized posteriors for the 14-parameter galaxy model. The 2.5%, 50%, and 97.5% percen les (i.e.
the 2-sigma credible region) are shown as ver cal dashed lines. The posterior includes a bi-modal solu on for the gas-phase metallicity. Top right: The modeled galaxy SED marginalized over the posterior. The 1-sigma (16-84% credible region) is also shown, along
with the error-normalized residuals. The underlying model provides a reasonable ﬁt to the observed data. Right middle: The median
reconstructed star forma on history as a func on of look-back me along with the associated 16-84% credible region.
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Figure 2.12: Line-of-sight dust ex nc on (reddening) model for a sight-line in the Chameleon molecular cloud es mated with

dynesty. Le : A corner plot showing the 1-D and 2-D marginalized posteriors for the 6-parameter line-of-sight model. The 16%,
50%, and 84% percen les (i.e. the 1-sigma credible region) are shown as ver cal dashed lines. The posterior includes a bi-modal soluon for the cloud distance μC as well as an extended tail for the foreground dust reddening f. Top right: The line-of-sight model from
the es mated posterior. Individual distance-ex nc on posteriors for stars used in the ﬁt as shown in grayscale, with most probable
distance and ex nc on shown as a red cross. The blue line shows the typical ex nc on proﬁle inferred for the sightline. The range of
distance es mates is shown as the inverted blue histogram at the top of each panel, with the median cloud distance marked via the
ver cal blue line and yellow arrow and the 16-84% credible ranges marked via the ver cal blue dashed lines. The horizontal blue lines
show the es mated 1-sigma sca er in ex nc on behind the cloud.

and contributions from possible Active Galactic Nuclei. Compared to previous studies where emcee had been
used to sample from the posterior 187,185 , we found that dynesty provided over an order of magnitude more
efficient sampling and was able to characterize a wide variety of posteriors. The results for a typical galaxy are
shown in Figure 2.11.
In Zucker & Speagle et al. 319 , my collaborators and I used a combination of distance and reddening estimates
to nearby stars from SED modeling (described in §3) and Gaia parallax measurements 93 to derive distances to
dozens of local molecular clouds. As described in §6, the distances to these clouds are sensitive to the number
and distribution of stars immediately in front of them as these stars help constrain the location of the “jump” in
dust extinction associated with the cloud. In cases where there are only a small number of foreground stars, this
constraint can be quite weak, leading to extended posteriors with multi-modal solutions. This, along with the
overall performance illustrated in Figure 2.10, motivated the use of dynesty to sample from the 6-parameter
cloud distance model used in the analysis. We highlight one such multi-modal case in Chameleon in Figure 2.12.
These examples, along with others listed earlier, are large-scale professional applications of dynesty that illustrate dynesty can work well in theory and in practice.
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We must be careful not to confuse data with the abstractions we use to analyze them.
William James

3

Deriving Stellar Properties, Distances, and

Reddenings using Photometry and Astrometry
with brutus

As discussed in §0, one of the central challenges in Galactic astronomy is converting the projected 2-D positions
of sources on the sky into 3-D maps that we can use to infer properties about the Milky Way. This challenge has
only accelerated in recent years as large datasets have become publicly available from large missions such as the
ground-based Sloan Digital Sky Survey (SDSS) 313 and the space-based Gaia mission 94 . Together, these observational efforts promise to provide new, much sharper maps of the stellar components of the Galaxy using billions
of individual sources.
Many recent and potential discoveries concerning the structure and evolution of the Milky Way depend upon
reliable 3-D maps. In the disk, recent work has uncovered the remnants of a major merger ∼ 10 Gyr ago, referred to as “Gaia-Enceladus” or the “Sausage” 158,14,123 and a phase-space “spiral” 8 . Large spectroscopic surveys
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of stellar chemistry will shed light on the role of hierarchical assembly and radial migration in the present-day distribution of stellar populations 259 . In the halo, accurate phase-space maps of stellar streams will constrain the potential of the Galaxy 144,177,24 and probe the existence of a thick dark disk expected in ΛCDM 247 , with the latter
having strong implications for the interpretation of direct detection experiments of dark matter 246 . Measuring
the radial profile of the inner dark matter halo through maps of dynamical tracers can constrain its accretion history 307 . The key to all these discoveries is the need for a robust statistical framework to infer 3-D properties of a
large number of stars.
In order to build these maps, the raw observations from large scale surveys need to be converted into physical quantites such as 3-D positions and velocities, effective temperatures, surface gravities, metallicities, alphaenhancements, masses, and ages. Many of these quantities are most reliably estimated using spectroscopy using
a combination of empirical relations 310 , theoretical stellar isochrones 30,47 , or some combination of the two 214 .
Comparisons to the observed flux densities, combined with estimates of foreground extinction and the properties
of Galactic dust (i.e. the “reddening”), then enable a measurement of distance 110 .
Most sources (∼ 99%) seen in large surveys, however, do not have measured spectra. Instead, they only have
a coarse spectral energy distribution (SED) comprised of flux densities estimated across a range of broad-band
and narrow-band photometric filters. More recently, the Gaia second data release (DR2) 93 has also provided
astrometric parallax measurements for many of these sources, giving independent constraints on the distance.
Mapping out the Milky Way in detail and at scale thus requires effective utilization and joint analysis of all of
these datasets.
In recent years there has been extensive work in this area from a wide variety of researchers in areas from 3-D
dust mapping 253,182,168,108 to stellar parameter estimation 214,40,6 . I add to these efforts by developing brutus, a
public, open source Python package for quickly and robustly deriving stellar properties, distances, and reddenings to stars with astrometric and/or photometric data. brutus is designed to be well-documented, user-friendly,
and highly modular, with various components that can be used for individual stellar parameter estimation, analysis of co-eval stellar populations, and 3-D dust mapping within an internally-consistent statistical framework.
The code has also already been used in several publications including Zucker & Speagle et al. 319 and Zucker
et al. 318 .
The outline of the chapter is as follows. In §3.1, I describe the underlying Bayesian statistical framework and
modeling, including the initial set of Galactic priors over the 3-D distribution of stars, dust, and related proper-
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ties. In §3.3, I describe the strategy brutus uses to quickly explore and characterize the probabilistic uncertainties for a given source. In §3.4, I describe the initial set of empirical and theoretical stellar models used to infer
stellar properties. In §3.5, I describe a series of tests on mock and real data used to validate the performance of the
models and the code.
brutus is available online at github.com/joshspeagle/brutus.

3.1

Statistical Framework

The statistical framework is divided into three parts. In §3.1.1, I describe the noiseless (ideal) model for a given
source as a function of stellar parameters, dust extinction, and distance. In §3.1.2, I describe the assumptions
regarding the photometric and astrometric data and the corresponding likelihoods. In §3.1.3, I outline the basis
for combining these pieces of information into a Bayesian posterior probability using relevant priors. We discuss
these priors separately in §3.2.
In brief, I assume that:
• The noiseless model can be described as a linear combination (in magnitudes) of intrinsic stellar, dust, and
distance components.
• The measured flux densities (i.e. photometry) and the parallaxes have Normal (i.e. Gaussian) errors.
• The variation the underlying dust extinction curve can be described with a linear one-parameter model.
See the subsections below for additional details.

3.1.1 Noiseless Model
i=b over a set of b photometric bands can be modeled as
I assume that the observed magnitudes m ≡ {mi }i=1

mΘ,Φ ≡ MΘ + μ + AV × RΘ + RV × R′Θ



(3.1)

This contains several components:
• The intrinsic absolute magnitude MΘ of the star as a function of its intrinsic (stellar) parameters Θ.
• The distance modulus μ ≡ 5 log(d/10) where d is the distance to the object in pc.

101

• The dust extinction AV ≡ Vobs − Vtrue in magnitudes, measured using the difference between the
observed Vobs and true Vtrue magnitudes in the V-band.
• The reddening vector RΘ that determines the wavelength-dependence of extinction across the b filters.
• The “differential” extinction RV ≡ AV /(AB − AV ) ≡ AV /E(B − V) in the V-band versus the B-band,
where E(B − V) is often referred to as the color excess.
• The “differential” reddening vector R′Θ that modifies the shape of the underlying reddening vector RΘ .
For compactness, I define Φ to be the combined set of all extrinsic parameters (here μ, AV , and RV ) that can
subsequently modify MΘ . The combined effect of Θ and Φ then generate the observed magnitudes mΘ,Φ . We
will discuss the logic behind separating Θ and Φ into these two separate categories in §3.3.

Intrinsic Parameters
For the majority of this chapter, I assume that the intrinsic (stellar) parameters Θ are defined such that




 Minit 



Θ≡
[Fe/H]init 


tage

(3.2)

where Minit is the initial mass (in M⊙ ), [Fe/H]init is the initial metallicity (relative to solar), and tage is the current
age (in Gyr). This is a vast oversimplification of stellar physics and evolution, ignoring the contributions of stellar
rotation 104 , alpha-process element abundance variations 296 , binarity 77 , and more. However, given the limited
resolution of current, publicly-available photometric data and the difficulty in modeling all of these processes
simultaneously, I follow recent work such as Anders et al. 6 by approximating stellar evolution using only these
three parameters. I hope to improve on this in the future.
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Theoretical stellar evolutionary tracks can relate these intrinsic parameters Θ to surface-level stellar parameters




 log g 


 log T 

eff 




Θ⋆ ≡  log Lbol 




 log R 
⋆ 



[Fe/H]surf

(3.3)

where g is the surface gravity (in cgs), Teff is the effective temperature (in K), Lbol is the bolometric luminosity
(in L⊙ ), R⋆ is the radius (in R⊙ ), and [Fe/H]surf is the surface metallicity (relative to solar). Θ⋆ can then be connected to the more direct observables through the use of stellar atmospheric models 163,117 and associated line
lists 235,162,260 that turn these parameters into corresponding spectral flux densities Fν (λ|Θ) as a function of wavelength λ.
Assuming these are properly normalized, the corresponding intrinsic absolute magnitude Mi (Θ) over a given
filter i with filter transmission curve Ti (λ) is then
R∞
0

Mi (Θ) ≡ −2.5 log

Fν (λ|Θ)Ti (λ)λ−1 dλ

R∞
0

!
(3.4)

Sν (λ)Ti (λ)λ−1 dλ

where Sν (λ) is the spectral flux density used to normalize the observations. In the Vega magnitude system, Sν (λ)
is the spectrum of Vega, while in the AB system Sν (λ) = 3631 Jy is a constant. Combining these ingredients
together then gives us a way to generate the intrinsic magnitudes MΘ :
isochrones

Θ

atmospheres

Θ⋆

−−−−−→

−−−−−−→
filters

MΘ





 log g 
 


 log T 
M1 
M

init 
eff 

 atmospheres 



 isochrones 

 ... 
[Fe/H]  −−−−−→ 
−
−
−
−
−
−
→


log
L
bol




init
 filters

 




 log R 
Mb
tage
⋆ 



[Fe/H]surf
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Extrinsic Parameters
i=b over a set of b photometric bands are extinguished based on
The intrinsic magnitudes MΘ = {Mi (Θ)}i=1

intervening foreground dust with some wavelength-dependent optical depth τλ . The integrated effect for a given
scaling factor A at a distance d is then
mi (Θ|A, d) = −2.5 log

d−2

R∞
0

e−Aτλ Fν (λ|Θ)Ti (λ)λ−1 dλ

R∞
0

Sν (λ)Ti (λ)λ−1 dλ

!
(3.5)

For small A, this expression can be approximated as
mi (Θ|A, d) ≈ Mi (Θ) + A × Ri (Θ) + μ(d)

(3.6)

where the reddening Ri (Θ) in the ith band is
R∞
−1
2.5 0 τλ Fν (λ|Θ)Ti (λ)λ dλ
R∞
Ri (Θ) ≡
ln 10 0 Fν (λ|Θ)Ti (λ)λ−1 dλ

(3.7)

and I have added in the distance modulus μ = 5 log(d/10) to explicitly account for the impact of the distance
i=b , this then becomes a simplified version of Equation
d of the object in pc. For A = AV and RΘ = {Ri (Θ)}i=1

(3.1).
While the above approximation only strictly holds true for small AV , it still generally serves as a good model for
observed extinction and reddening for AV ≫ 1 110 . In addition, while the reddening vector RΘ clearly depends
on the underlying spectrum Fν (λ|Θ) and therefore will be different for each star, many approaches further approximate the reddening vector as being independent of the underlying spectrum (i.e. RΘ = R) with reasonable
results 111,109,108 . I will discuss this further in §3.4.
It is important to note that τλ is not universal for foreground dust. It instead depends on a variety of intrinsic
properties such as the dust grain size distribution along a given line of sight and the relative composition of dust
grains (e.g., silicate versus carbonaceous grains). While the underlying physics are complex 73 , in practice it has
been shown 86,267,88,271,272 that most of this variability in the optical and near-infrared (NIR) can be modeled
with a single parameter RV such that
τλ,eff (RV ) ≈ τλ + RV × τ′λ
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(3.8)
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Figure 3.1: An illustra on of the components that go into crea ng stellar spectral energy distribu ons (SEDs) in brutus. The intrinsic

magnitudes MΘ (far top) are constructed using a combina on of intrinsic parameters Θ that incorporate stellar evolu onary models

and stellar atmospheric models combined with a given set of photometric ﬁlters. These are modiﬁed by extrinsic parameters Φ (middle)
including the distance (d), which can be compared to astrometric parallax measurements, and the reddening (AV ) and “diﬀeren al”

reddening (RV ), which are based on empirical dust ex nc on models. These combine to give predicted magnitudes mΘ,Φ that can be
compared to the noisy observed data m̂ (bo om). See §3.1.1 for addi onal details.

where τ′λ characterizes the wavelength-dependence of “differential extinction” as a function of RV . Adding in this
term then gives the corresponding differential reddening in the ith band as
R′i (Θ)

R∞
−1
2.5 0 τ′λ Fν (λ|Θ)Ti (λ)λ dλ
R∞
≡
ln 10 0 Fν (λ|Θ)Ti (λ)λ−1 dλ

(3.9)

i=b then gives the final component of the model in Equation (3.1). See §3.4.1 for further
Letting R′Θ = {R′i (Θ)}i=1

discussion on RV .
A schematic illustration of each of the various components of our basic model is shown in Figure 3.1.

3.1.2 Noisy Data
Photometry
i=b over our b photometric bands that are
I assume that our data contains a set of noisy flux densities F̂ = {F̂i }i=1
i=b with corresponding
distributed following a Normal distribution around the true flux densities F = {Fi }i=1
i=b . More formally,
uncertainties σF = {σF,i }i=1

F̂ ∼ N [F, CF ]

(3.10)

where D ∼ N [μ, C] indicates that the data D = F̂ is drawn from a Normal probability density function (PDF)
with mean vector μ = F and covariance matrix C = CF = diag(σF ), where diag(σF ) indicates a diagonal matrix
with the ith value of σF located in the (i, i) matrix position and zeros everywhere else.
The log-likelihood of the observed flux density as a function of Θ and Φ follows the PDF of a multivariate
Normal distribution:
− 2 ln Lphot (Θ, Φ) = (F̂ − FΘ,Φ )T C−1
F (F̂ − FΘ,Φ ) + ln [det (2πCF )]

(3.11)

where T is the transpose operator, C−1 is the matrix inverse of C (i.e. the precision matrix), and det(·) is the determinant of the matrix. In our case where we assume CF is diagonal this reduces to

− 2 ln Lphot (Θ, Φ) =

b
X
(F̂
i=1
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i

− FΘ,Φ,i )2
+ ln(2πσ2F,i )
σ2F,i

(3.12)

I assume that flux densities are defined in units of “maggies” (i.e. in units relative to the standard reference
used to define the magnitude system) such that I can convert from flux density to magnitude via
i=b
mΘ,Φ ≡ {−2.5 log (FΘ,Φ,i )}i=1

(3.13)

Note that while this assumption simplifies the majority of the subsequent derivations, it does not impact my results in any way. I will return to this mismatch between the model (in magnitudes) and the data (in flux densities)
in §3.3.

Astrometry
In addition to flux densities, we may also have astrometric measurements for many of sources from Gaia. While
these include both noisy parallax and proper motion measurements, I will only utilize the parallaxes for our inference and leave incorporating proper motions to future work. I assume that the noisy parallax ϖ̂ is Normally
distributed about the true parallax ϖ ≡ 1/d (in mas) for a given distance to the object d (in kpc) with some scatter
σϖ such that
ϖ̂ ∼ N [ϖ, σϖ ]

(3.14)

The corresponding log-likelihood is then
− 2 ln Lastr (Φ) =

(ϖ̂ − ϖ(Φ))2
+ ln(2πσ2ϖ )
σ2ϖ

(3.15)

since ϖ(Φ) = ϖ(μ) = ϖ(d) = 1/d is one of the extrinsic parameters we are interested in.
As discussed in Lindegren et al. 191 , there are numerous systematics present in the parallax measurements provided as part of Gaia DR2. The largest ones to consider are overall zero-point offsets in the parallax measurements as well as possible underestimates of the provided errors. Following work by Schönrich et al. 274 , Leung
& Bovy 190 , and Khan et al. 153 , among others, I add 0.054 mas to all parallaxes and increase the errors by adding
0.043 mas in quadrature with the reported uncertainties whenever these data are used.
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3.1.3 Posterior Probability
The probability P(Θ, Φ|F̂, ϖ̂) for a particular set of intrinsic parameters Θ and extrinsic parameters Φ given the
observed b flux densities F̂, parallax ϖ̂, and prior knowledge P(Θ, Φ) about Θ and Φ can be derived using Bayes
Theorem (see §1):
P(Θ, Φ|F̂, ϖ̂) ∝ P(F̂, ϖ̂|Θ, Φ)P(Θ, Φ) ≡ Lphot (Θ, Φ)Lastr (Φ)π(Θ, Φ)

(3.16)

where P(Θ, Φ|F̂, ϖ̂) is the posterior probability for Θ and Φ, P(F̂, ϖ̂|Θ, Φ) ≡ Lphot (Θ, Φ)Lastr (Φ) is the likelihood, which we have split into photometric Lphot (Θ, Φ) and astrometric Lastr (Φ) terms, and P(Θ, Φ) ≡
π(Θ, Φ) is the prior.
Combined, this allows us to translate from a set of observed flux densities F̂ and parallax ϖ̂, along with their
corresponding errors σF and σϖ , into constraints on the distance (μ), dust extinction (AV , RV ), and intrinsic stellar properties (Θ) for each source.

3.2

Priors

The prior π(Θ, Φ) over Θ and Φ represents a full “Galactic model” describing the 3-D distribution of stars, dust,
and their associated properties throughout the Milky Way. In the current implementation of brutus1 , the prior
is divided up into independent components describing several different processes:
π(Θ, Φ) ∝ π(Minit ) π(d|ℓ, b) π([Fe/H]init |d, ℓ, b) π(tage |d, ℓ, b) π(AV |d, ℓ, b) π(RV )
| {z } | {z } |
{z
} | {z }
{z
}|
{z
}|
IMF

3D number

3D metallicity

3D age

3D extinction

(3.17)

Dust curve

where d is the heliocentric distance of a source and (ℓ, b) are the Galactic longitude and latitude, respectively.
Schematic illustrations of this 3-D stellar and extinction priors are shown in Figures 3.2, 3.3, 3.4, and 3.5. A
summary of the priors and associated constants are described in Table 3.1. I hope to add in more options for
various 3-D Galactic stellar priors (number densities, metallicities, ages, alpha-abundance variations, etc.) and
3-D dust extinction priors, such as those included in dustmaps2 107 , in the future.
1
2

v0.7.5: http://doi.org/10.5281/zenodo.3711493
https://github.com/gregreen/dustmaps
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Table 3.1.
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Description of default priors and their corresponding hyper-parameters in brutus.

Description

Symbol

Value

Description

Symbol

Value

High-mass power law slope

α2

2.3

Halo smoothing radius

Rs

1 kpc

Initial Mass Function
Low-mass power law slope

α1

1.3
Stellar Density

Solar radius

R⊙

8.2 kpc

Solar height

Z⊙

0.025 kpc

Halo oblateness at r = 0

q0

0.2

Thin disk scale radius

Rthin

2.6 kpc

Halo oblateness at r = ∞

q∞

0.8

Thin disk scale height

Zthin

0.3 kpc

Halo scale radius

rq

6 kpc

Thick disk scale radius

Rthick

2.0 kpc

Halo power law slope

η

4.2

Thick disk scale radius

Zthick

0.9 kpc

Halo fractional contribution at R⊙

fhalo

0.005

Thick disk fractional contribution at R⊙

fthick

0.04

Thick disk metallicity scatter

σ[Fe/H],thick

0.4

Halo mean metallicity

μ[Fe/H],halo

−1.6

Thick disk age scatter

σt,thick

2.8 Gyr

Stellar Metallicity
Thin disk mean metallicity

μ[Fe/H],thin

−0.2

Thin disk metallicity scatter

σ[Fe/H],thin

0.3

Thick disk mean metallicity

μ[Fe/H],thick

−0.7

Halo metallicity scatter

σ[Fe/H],halo

0.5
Stellar Age

Thin disk mean age

μt,thin

4.9 Gyr

Thin disk age scatter

σt,thin

4 Gyr

Halo mean age

μt,halo

12.4 Gyr

Thick disk mean age

μt,thick

8.3 Gyr

Halo age scatter

σt,halo

1 Gyr

Dust Extinction
3-D AV mean

μA (d|ℓ, b)

Bayestar19 mean

Mean RV

μR

3.32

3-D AV uncertainty

σA (d|ℓ, b)

Bayestar19 scatter

RV scatter

σR

0.18

ΔA

0.2 mag

AV scatter

3.2.1 Initial Mass Function
I assume that stars are all born with initial masses Minit independently sampled from a universal stellar initial
mass function (IMF). I assume that this follows a broken power law such that

π(Minit ) ∝





0





Minit < 0.08
−α1

Minit





 −α2

Minit

0.08 ≤ Minit < 0.5

(3.18)

Minit ≥ 0.5

where we exclude initial masses below the deuterium-burning limit of ∼ 0.08M⊙ and we set α1 = −1.3 and
α2 = −2.3 following Kroupa 160 . As I do not attempt to model stars with known initial masses below 0.5M⊙ in
this dissertation (see §4), this is functionally equivalent to a Salpeter 262 IMF. I hope to extend the stellar models
down to lower stellar masses in future work.

3.2.2 3-D Stellar Number Density
For a given number density distribution n(d|ℓ, b) along a particular line of sight (LOS) specified by Galactic
coordinate ℓ and b, the probability of observing stars at a given distance d involves accounting for the increasing
differential volume from the associated shell dV/dd = 4πd2 as a function of distance so that
π(d|ℓ, b) ∝ n(d|ℓ, b) × d2

(3.19)

I assume that the number density of stars in the Galaxy come from three components:
• A thin disk of younger stars with higher metallicities.
• A thick disk of slightly older stars with lower metallicities.
• A halo of substantially older stars with low metallicities.
This implies our number density is
n(d|ℓ, b) =

X
x
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nx (d|ℓ, b)

(3.20)

where the sum over x is taken over each component nthin (d|ℓ, b), nthick (d|ℓ, b), and nhalo (d|ℓ, b). Unlike other
recent work such as Anders et al. 6 , I do not currently include any components corresponding to the Galactic
bulge and/or bar. I hope to include these in future work.
Since measuring absolute number densities can be difficult, observations often can better constrain the relative
number density n′ (d|ℓ, b) such that
nx (d|ℓ, b) = fx × n⊙,thin × n′x (d|ℓ, b)

(3.21)

where n′x (d = 0|ℓ, b) ≡ 1 at the position of the Sun (d = 0), n⊙,thin is the number density of the thin disk
at d = 0, and fx is a scale factor specifying the relative contribution for the xth component (where fthin = 1 by
definition). Since n⊙,thin is the same for all terms, I can ignore its contribution to the prior and work directly with
fx and n′x (d|ℓ, b).
We model the relative number density of stars in the thin and thick disk with an exponential profile as a function of Galactocentric radius R and disk height Z
n′disk (R, Z)






R − R⊙
|Z| − |Z⊙ |
= exp
× exp
Rdisk
Zdisk

(3.22)

where Rdisk is the scale radius, Zdisk is the scale height, and R⊙ = 8.2 kpc and Z⊙ = 0.025 kpc are the corresponding Solar values taken from Bland-Hawthorn & Gerhard 19 . It is straightforward to convert from Galactic coordinates to Galactocentric cylindrical coordinates (d, ℓ, b) → (R, Z, φ) to evaluate this prior from our
observed data using astropy3 11,242 or other publicly-available Python packages. The values for constants assumed for the thin and thick disk are taken from Bland-Hawthorn & Gerhard 19 and summarized in Table 3.1.
Following Xue et al. 312 , I model the relative number density of stars in the halo using a power law of the form
n′halo (reff ) =



reff

−η

r⊙,eff

(3.23)

as a function of effective radius
q
reff (R, Z, q(r), Rs ) = R2 + (Z/q(r))2 + R2s
3

https://www.astropy.org
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(3.24)

Figure 3.2: The 3-D stellar number density prior used in brutus, marginalized and projected into Galactocentric Cartesian X-Y (top)

and X-Z (bo om) coordinates. This is divided into thin disk (blue, far le ), thick disk (green, center le ), and halo (red, center right)

components along with their combined contribu ons (black, far right). This includes a dV

∝ d2 component centered on the Sun at

(X, Y, Z) ≈ (−8, 0, 0) due to line-of-sight eﬀects, leading to suppression/enhancement of the prior rela

ve to the true underlying

number density for nearby/faraway sources. See Table 3.1 and §3.2.2 for more details.

where η = 4.2, q is the oblateness (q = 1 is spherical, q = 0 is perfectly flat) and Rs = 1 kpc is a smoothing radius
that prevents the power law from diverging near the Galactic center. The oblateness q(r) is allowed to change as a
√
function of Galactocentric spherical radius r = R2 + Z2 such that:
q
i
h
q(r) = q∞ − (q∞ − q0 ) × exp 1 − 1 + (r/rq )2

(3.25)

where q∞ = q(r = ∞) = 0.8 is the oblateness at large radii, q0 = q(r = 0) = 0.2 is the oblateness at the
Galactic center, and rq = 6 kpc is the scale radius over which the oblateness begins to transition from q0 to q∞ .
To ensure n′halo (R⊙ , Z⊙ ) = 1, the function is normalized to
r⊙,eff

q
≡ R2⊙ + (Z⊙ /q⊙ )2 + R2s ≈ 8.26 kpc

where q⊙ = q(r = r⊙ ) ≈ 0.5 for r⊙ =

q
R2⊙ + Z2⊙ .

A schematic illustration of the combined 3-D number density/distance prior is shown in Figure 3.2.
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(3.26)

3.2.3 3-D Stellar Metallicity
I assume a spatially-invariant prior on the metallicities of stars within each component (indexed by x) following a
Normal distribution with mean μ[Fe/H],x and standard deviation σ[Fe/H],x :
1
πx ([Fe/H]init ) = q
2πσ2[Fe/H],x


2 
 1 [Fe/H]init − μ[Fe/H],x 
× exp −

2
σ2[Fe/H],x

(3.27)

h
i
≡ N μ[Fe/H],x , σ2[Fe/H],x


where I slightly abuse notation by letting N μ, σ2 represent the PDF of a Normal distribution with mean μ
and standard deviation σ. The metallicity prior at a particular 3-D position is then a number-density weighted
combination of each component
π([Fe/H]init |d, ℓ, b) =

X nx (d|ℓ, b)
x

n(d|ℓ, b)

× πx ([Fe/H]init )

(3.28)

The values for the mean and standard deviation of each component of the prior (thin disk, thick disk, and halo)
are summarized in Table 3.1 and highlighted in Figure 3.3.

3.2.4 3-D Stellar Age
Similar to the metallicity prior, I also assume a spatially-invariant prior on the ages of stars within each component following a truncated Normal distribution between minimum age tmin and maximum age tmax with mean
μt,x and standard deviation σt,x :

πx (tage ) =




∫

N [μt,x ,σ2t,x ]

tmax
tmin



0

N [μt,x ,σ2t,x ]dtage

tmin ≤ tage ≤ tmax
otherwise
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(3.29)
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Figure 3.3: The age-metallicity rela on (shaded blue density; top le ) used to set the uncorrelated thin disk (blue), thick disk (green),

and halo (red) 1-D metallicity (bo om-le ) and 1-D age (top-right) priors used in brutus. The mean rela onship is highlighted as the
solid dark blue line. The associated mean values for the ages and metallici es are indicated by the dashed red, green, and blue lines. See
Table 3.1 and §3.2.3 and §3.2.4 for more details.

where I choose tmin = 0 and tmax = 13.8 237 . The age prior at a particular 3-D position is again a number-density
weighted combination of each component
π(tage |d, ℓ, b) =

X nx (d|ℓ, b)
x

n(d|ℓ, b)

× πx (tage )

(3.30)

Although I do not account for explicit covariances between the metallicities and ages of stars within/across
components in this work, I still want to connect the overall mean μt,x and scatter σt,x in the ages of stars for each
component to the mean metallicity μ[Fe/H],x of that component. I choose a smooth logistic function
μt,x (μ[Fe/H],x ) =

tmax − tmin
hμ
i + tmin
[Fe/H],x −ξ[Fe/H]
1 + exp
Δ

(3.31)

[Fe/H]

where ξ[Fe/H] = −0.5 is the “pivot” metallicity halfway between tmin and tmax and Δ[Fe/H] = 0.5 is the metallicity scale-length over which the age transitions from tmin to tmax .
The scatter σt,x is subsequently set based on the mean age of the population μt,x as:

σt,x (μt,x ) =





σt,min





tmax −μt,x

nσ






σt,max

tmax −μt,x
nσ

< σt,min

σt,min ≤

tmax −μt,x
nσ

tmax −μt,x
nσ

> σt,min

≤ σt,max

(3.32)

where σt,min = 1 Gyr is the minimum allowed scatter, σt,max = 4 Gyr is the maximum allowed scatter, and
nσ = 2 scales σt,x relative to the difference between the mean age and the maximum age tmax − μt,x . This function
smoothly varies the scatter in age between a maximum value of σt,max and a minimum value of σt,min as the age
increases relative to the maximum allowed age tmax . This ensures that younger populations (such as in the disk)
have a higher allowed age dispersion arising from more extended star formation histories, while older populations
(such as in the halo) have a lower allowed age dispersion due to the shorter timescale over which the stars could
have formed.
The values for this “age-metallicity relation” and the corresponding the mean and standard deviation of the
age for each component (thin disk, thick disk, and halo) are summarized in Table 3.1 and highlighted in Figure
3.3. The mean values and scatter are in broad agreement with similar work such as Anders et al. 6 . An illustration
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Figure 3.4: An example of the 3-D Galac c prior over distance, metallicity, and age used in brutus evaluated for a given sightline with

Galac c coordinates (ℓ, b)

= (90, 20). As this sightline points perpendicularly to the Galac

c center and slightly out of the Galac c

plane, it intersects all relevant components and serves as a highly illustra ve case. Each panel is broken into the total probability density
(gray) along with the contribu on from the thin disk (blue), thick disk (green), and halo (red). The top-le corner highlights the prior

π(d|ℓ, b) marginalized over stellar metallicity [Fe/H] and age tage . The le

-most column shows the prior π(d|ℓ, b, tage ) condi oning

only on tage , while the top-most row shows the prior π(d|ℓ, b, [Fe/H]) but condi oning on [Fe/H] instead. Each sub-panel shows

the prior π(d|ℓ, b, [Fe/H], tage ) condi oning on both [Fe/H] and tage . Marginalized over [Fe/H] and tage , the prior prefers a source
to be in the thin disk with small but non-negligible contribu ons from the thick disk and halo. Condi oning on low [Fe/H] or high
tage , however, begins to favor a source being in the halo. Only a er condi oning on both low [Fe/H] and high tage is a source strongly
favored to be in the halo. As expected, at high [Fe/H] and low tage a source is almost en rely associated with the thin disk, although
small contribu ons from the thick disk and halo remain due to their much larger number densi es (rela ve to the thin disk) at larger
distances. See Table 3.1 and §3.2 for more details.

of the combined prior on number density, metallicity, and age for specific lines of sight is shown in Figure 3.4.

3.2.5 3-D Dust Extinction
I assume the distribution of dust is independent of the distribution of stars and has a density of ρdust (d, ℓ, b).
The impact of on the observed photometry for any particular star depends on the cumulative dust along a given
LOS:
Z
AV (d|ℓ, b) = fΘ

d
0

!
ρdust (d′ , ℓ, b) dd′

≡ fΘ (Ndust (d|ℓ, b))

(3.33)

where Ndust (d|ℓ, b) is the column density out to distance d along the LOS defined by (ℓ, b) and fΘ (·) is an unknown function that translates Ndust (d|ℓ, b) → AV (d|ℓ, b) for a given stellar spectrum Fν (λ|Θ). Typically
fΘ (Ndust ) is assumed to be roughly linear in Ndust and independent of stellar parameters. While this is unimportant here as I am placing a prior directly on AV rather than ρdust , I hope to try to infer ρdust directly in future
work.
I assume that stars at roughly the same (d, ℓ, b) are Normally distributed with mean μA (d|ℓ, b) and standard
deviation σA (d|ℓ, b):



π(AV |d, ℓ, b) = N μA (d|ℓ, b), σA (d|ℓ, b)

I take the mean

(3.34)

N

μA (d|ℓ, b) =

1 X B19
A (d|ℓ, b)
N i=1 V,i

(3.35)

to be the sample mean computed from extinction realizations AB19
V,i (d|ℓ, b) taken from the 3-D dust map from
Green et al. 108 (henceforth Bayestar19) and the uncertainty
σ2A (d|ℓ, b) =

N

2
1 X  B19
AV,i (d|ℓ, b) − μA (d|ℓ, b) + Δ2A
N i=1

(3.36)

to be a combination of the sample variance computed from the same set of Bayestar19 extinction realizations
along with some intrinsic spread ΔA = 0.2 mag based on comparisons between Green et al. 108 and Queiroz
et al. 245 . This helps to account for both possible systematics in the underlying dust estimates (which were de-
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Figure 3.5: An illustra on of the Bayestar19 3-D dust prior π(AV |ℓ, b, d) used in brutus along the same (ℓ, b)

= (90, 20) sight-

line as Figure 3.4. The mean rela onship is highlighted as the solid red line. There is evidence for diﬀuse dust between 0.3 kpc and
1.0 kpc and a concentrated dust feature between 1.1 kpc to 1.3 kpc. This increases the preferred AV value for a par cular source at
larger distances, although there is s ll a substan al amount of varia on allowed by the prior. See Table 3.1 and §3.2.5 for more details.

rived using particular stellar models; see §3.4.2) as well as small-scale dust structure below the current resolution
of the Bayestar19 dust map 319 . Note that since Bayestar19 is defined in terms of E(B − V) ≡ AB − AV (i.e.
“reddening” rather than “extinction”), I convert from E(B − V) to A(V) as described in the dustmaps package
using the conversion factor from Schlafly & Finkbeiner 267 .
A summary of the parameters involved in the 3-D dust extinction prior is included in Table 3.1. An illustration is shown in Figure 3.5.

3.2.6 Variation in the Dust Extinction Curve
As described in §3.1.1, I allow the dust curve to vary linearly as a function of RV . While results from Schlafly
et al. 271 ,272 suggest that RV (d, ℓ, b) varies as a function of 3-D position, the results are not available with the
same fidelity and resolution of the 3-D Bayestar19 dust map. As a result, in this work we consider variation in
RV to be independent of position. Following Schlafly et al. 271 , we approximate this variation using a Normal
distribution



π(RV ) = N μR , σR

118

(3.37)

with a mean RV of μR = 3.32 and standard deviation of σR = 0.18.
In practice, it is difficult to infer RV variation from individual sources observed only in a handful of bands.
Even with high signal-to-noise ratio (SNR) observations across ∼ 8 bands of optical and near-infrared (NIR)
photometry, I find that RV constraints improve over our prior by at most ∼ 30 − 50%. As such, I consider this
component of our model mostly a means to accommodate systematic offsets between the models and the data
and increase the uncertainty in the derived posteriors (see §3.5.2). I hope to explore modeling coherent 3-D RV
variation in future work (see also Schlafly et al. 272 ).
The corresponding mean μR and standard deviation σR are included in Table 3.1.

3.3

Implementation

In brief, brutus uses a combination of linear regression, Monte Carlo sampling, and brute force methods to
generate fast but robust approximations to the underlying posterior that can capture strong covariances between
parameters, trace extended structure, and characterize multiple possible solutions. The basic procedure works as
follows:
1. For all models in a given stellar grid, use linear regression in magnitude space to solve for the best-fit solution for our extrinsic parameters Φ given the intrinsic stellar parameters Θ.
2. After removing models that are poor fits, improve the remaining fits by transforming the best-fit solutions
from magnitudes into flux densities and using linear regression to solve for first-order corrections.
3. After further removing models with low expected posterior probabilities, use Monte Carlo sampling to
numerically integrate over the prior.
4. (Re)sample Θ and Φ from the estimated posterior.
I describe the motivation behind pursuing this approach in §3.3.1. The strategy for performing linear regression over magnitude is described in §3.3.2. The subsequent expansion and linear regression in flux density is
described in §3.3.3. The use of Monte Carlo sampling to incorporate priors is described in §3.3.4. Computing
estimates and (re)sampling from the posterior over a given stellar grid is described in §3.3.5. Additional implementation details are discussed in §3.3.6.
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Figure 3.6: A schema c illustra on of the approach brutus takes to es mate stellar parameters. First, brutus constructs a “quick approx-

ima on” of the observed magnitudes (1, top le ; see §3.3.6). A er clipping poor ﬁts, brutus transforms the data to the na ve to ﬂux
densi es and conducts a limited op miza on of the best-ﬁt parameters (2, top middle; see §3.3.6). A er clipping poor ﬁts again using
more stringent criteria, brutus uses importance sampling to incorporate constraints from our priors (see §3.2) as well as any measured
parallax (3, top right; see §3.3.6). These steps are processed in parallel across a grid of stellar models (4, bo om le ) and subsequently
resampled to approximately sample from the underlying posterior (5, bo om right; see §3.3.6). The whole process takes only a few seconds for a typical SED with ∼

10 bands and parallax measurements with low-to-moderate SNR. See §3.3 for more details and Table 3.2

for a summary of important hyper-parameters.

A schematic illustration of this approach is shown in Figure 3.6. Associated hyper-parameters are summarized in Table 3.2. I find that for a typical source observed in ∼ 8 optical-to-NIR photometric bands with weak
parallax constraints, brutus is able to generate ∼ 250 samples from the posterior in ∼ 5 seconds for a grid of
∼ 7.5 × 105 models. See §3.3.6 for additional discussion.

3.3.1 Motivation
In general, deriving the posterior tends to be fall into two approaches:
1. Sampling-based (i.e. Monte Carlo) approaches.
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2. Grid-based (i.e. “brute force”) approaches.
Both have benefits and drawbacks that were discussed extensively in §1 and §2. I will quickly summarize them
below.
Monte Carlo methods such as Markov Chain Monte Carlo (MCMC) 33,276,134,285 or Nested Sampling 279,280,286
i=n along
try to characterize the posterior distribution P(Θ, Φ|F̂, ϖ̂) by generating a set of n samples {(Θi , Φi )}i=1
i=n . Expectation values (i.e. weighted averages) of functions f(Θ, Φ)
with a set of corresponding weights {wi }i=1

taken over the posterior

Z
EP [f(Θ, Φ)] ≡

f(Θ, Φ)P(Θ, Φ|F̂, ϖ̂)dΘ dΦ

can then be estimated via:
EP [f(Θ, Φ)] ≈

Pn

i=1 wi

× f(Θi , Φi )
PN
i=1 wi

(3.38)

(3.39)

While Monte Carlo methods allow us in theory to derive arbitarily precise estimates for EP [f(Θ, Φ)], they
suffer from two main drawbacks when trying to infer stellar properties from photometry:
1. Many of the posterior distributions for stars have multiple, widely-separated solutions due to the “dwarfgiant degeneracy” since main sequence (MS) stars (“dwarfs”) and post-MS stars (“giants”) can often have
similar colors but very different luminosities. Many Monte Carlo methods struggle to characterize these
types of multi-modal distributions efficiently.
2. We expect most posteriors to have extended and complex degeneracies since changes in Θ and Φ (e.g., Teff
and AV ) can impact observables in similar ways. Accurately characterizing these uncertainties will require
more samples and/or longer run-times from Monte Carlo methods.
These basic issues were highlighted in §1.
“Brute force” methods can get around these problem by computing the posterior probability P(Θi , Φi |F̂, ϖ̂)
i=n . These can then be used to estimate the expectation value in a similar
over a large grid of n values {(Θi , Φi )}i=1

way to our initial set of samples via
EP [f(Θ, Φ)] ≈
where Δi =

Qm

j=1

Pn

i=1

Δi × P(Θi , Φi |F̂, ϖ̂) × f(Θi , Φi )
Pn
i=1 Δi × P(Θi , Φi |F̂, ϖ̂)

(3.40)

Δi,j is the volume of each element i of the grid with spacing Δi,j for the j-th parameter (out of
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m total) at position (Θi , Φi ). For an evenly-spaced grid in each parameter, Δi = Δ is constant.
While grids scale extremely poorly (∝ em ) as the number of parameters m increases (see §1.3.1), for m ≲ 4
parameters grids often only comprise ≲ 106 elements that can be fit extremely quickly using modern computing
architectures that excel at linear algebra operations. This often makes evaluating grids 1-2 orders of magnitude
faster than sequentially generating samples via Monte Carlo methods. This allows grids to be expansive enough
to explore large regions of parameter space at fine enough resolution to characterize multiple modes robustly.
Unfortunately, when inferring stellar properties from photometry the number of parameters m is often ≳ 5.
To get around this, grid-based approaches often either simplify the problem (see §3.1.1) and/or apply grids to
only a few parameters at a time. This, however, often can underestimate uncertainties and possibly miss solutions.
To resolve these various difficulties, brutus adopts a hybrid approach that exploits properties of our statistical model to combine grids, linear regression, and Monte Carlo methods to approximate the posterior. This
allows us to exploit grids when possible to explore widely-separated modes while retaining the ability to construct
accurate estimates of particular inferred quantities. These are described in more detail in the subsequent sections.

3.3.2 Linear Regression in Magnitudes
The core of the approach taken in brutus centers on the fact that the initial model in magnitudes is essentially
linear in the extrinsic parameters Φ since
μ + AV × (RΘ + RV × R′Θ ) ≡ ΦTmag DΘ

(3.41)

where I have slightly abused notation by defining the 3 × 1 vector

Φmag



=



μ
AV
AV × RV
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(3.42)

and




1
 
 

DΘ = 
R Θ 
 
R′Θ

(3.43)

i=b .
is the 3 × b “data-generating” matrix where 1 = {1}i=1

Assuming our errors σm on the magnitudes m̂ are approximately Normal and defining Δm̂Θ ≡ m̂ − MΘ , the
corresponding log-likelihood at fixed Θ is then
h
iT
h
i
T
− 2 ln Lmag (Φmag |Θ) = Δm̂Θ − ΦTmag DΘ C−1
Δ
m̂
−
Φ
D
+ ln [det (2πCm )]
Θ
Θ
m
mag

(3.44)

To solve for the maximum-likelihood estimate (MLE) for Φmag , set the 3 × 1 Jacobian vector ∂ ln Lmag /∂Φmag =
0 and solve this linear system for ΦMLE
mag . This gives
−1

−1 T
DΘ C−1
ΦMLE
(Θ)
=
D
C
D
Θ
m Δm̂Θ
mag
m
Θ

(3.45)

Note that this is the standard solution for a weighted least-squares linear regression problem.
This result immediately implies that the conditional likelihood of Φ given Θ is
h
i
h
i
MLE
MLE
MLE
Lmag (Φmag |Θ) = LMLE
mag (Θ) × det 2πCmag (Θ) × N Φmag (Θ), Cmag (Θ)
{z
} |
{z
}
|
Normalization

(3.46)

Distribution

In other words, Φmag is Normally distributed about the MLE ΦMLE
mag (Θ) with a maximum amplitude of
MLE
LMLE
mag (Θ) ≡ Lmag (Θ, Φmag (Θ))

and a covariance of
CMLE
mag (Θ)


=

T
DΘ C−1
m DΘ

−1

=

∂ 2 Lmag (Φmag |Θ)
∂Φ2mag

(3.47)

!−1
(3.48)

where ∂ 2 Lmag (Φmag |Θ)/∂Φ2mag is the 3 × 3 Hessian matrix who elements are comprised of all the secondorder derivatives. This correspondence between the covariance and the Hessian is a generic feature for Normal
likelihoods. An example of this covariance structure in (μ, AV , RV ) is shown in the left panel of Figure 3.7.
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Given a prior/independent constraint π(Φ) = N [Φπ (Θ), Cπ (Θ)] on our extrinsic parameters that are
Normally distributed around mean Φπ (Θ) with covariance Cπ (Θ), the corresponding posterior can also be
shown to be Normal with a mean equal to the maximum a posteriori (MAP) estimate by solving
h
i−1 n
o
MAP
−1 MLE
π
−1 π
ΦMAP
[CMLE
mag (Θ) = Cmag (Θ)
mag (Θ)] Φmag (Θ) + [Cmag (Θ)] Φmag (Θ)

(3.49)

where the (inverse) covariance is now
h

CMAP
mag (Θ)

i−1

−1
π
= [CMLE
+ [Cmag
(Θ)]−1
mag (Θ)]

(3.50)

Unfortunately, there are not (Normal) priors/independent constraints on μ, AV , and AV × RV , but rather on
ϖ, AV (d|ℓ, b), and RV separately. This poses a problem, since in practice I find that the MLE solution is unstable
without independent constraints on RV , with the reddening vector able to adjust to nonphysical values to better
model the data.
I resolve this by breaking the problem into two parts. First, I neglect the contribution of any constraints on μ
or AV , which are not Normal here, and only consider our prior π(RV ).4 Then, I exploit the fact that this system
of equations is linear in (μ, AV ) at fixed RV , and likewise linear in (μ, RV ) at fixed AV . To find ΦMLE
mag , brutus
therefore alternates between
• solving for (μ, AV )MLE at fixed RV , including the contribution from π(RV ), and
• solving for (μ, RV )MLE at fixed AV .
It iterates between the two until both AV and RV converge to within δA = δR = 0.05, which typically occurs within a handful of iterations. This strategy for incorporating parallax measurements and other priors is
described in §3.3.4 and §3.3.6.
Finally, even with these additional constraints, it is still possible that our MAP estimate for AV and/or RV will
be unphysical (e.g., AV < 0). To deal with these edge cases, by default I limit the MLE for AV to be between
AV,min = 0 and AV,max = 6 and the MLE for for RV to be between RV,min = 1 and RV,max = 8. While these
choices may lead to issues in regions with particularly high extinction, they can easily be changed through in-line
arguments within brutus.
4

brutus can also incorporate Normal priors on AV if desired.
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Figure 3.7: An illustra on of the best-ﬁt solu ons from the assumed linear model for an par cular model SED with intrinsic parameters

Θ when ﬁ

ng for our extrinsic parameters Φ in magnitudes (see §3.3.2; le ) and a er Taylor expanding in ﬂux density (see §3.3.3;

right). The top panels show the measured SED and 2-sigma errors with realiza ons around the best-ﬁt solu on, while the bo om
panels show 1-D and 2-D marginalized probability densi es in dust ex nc on AV , diﬀeren al ex nc on RV , and distance modulus

μ (le

)/scale factor s (right). These highlight the diﬀerent covariance structure between the two cases. Note that the scale factor s is

directly related to the parallax s via s

= ϖ2 .

3.3.3 Linear Regression in Flux Density
Earlier, I assumed that the photometric errors are Normally distributed in magnitudes (i.e. log-flux). This is a
reasonable approximation when the errors are small (≲ 5%), but lead to estimates and errors for parameters that
are slightly different than when we assume errors are distributed following a Normal distribution in ﬂux density.
For small changes ΔAV and ΔRV around a given value of Φ, I Taylor expand the previous linear model in
magnitudes to get a model that is linear in flux density



ln 10
ΔAV RΘ + ΔRV R′Θ
FΘ,Φ (ΔΦ) ≈ sFΘ,Φ ⊙ 1 −
2.5


(3.51)

where ⊙ here indicates the Hadamard product (i.e. element-wise multiplication), FΘ,Φ is the “absolute” model
flux density derived from the absolute model magnitudes MΘ,Φ , and s is now a scale factor that adjusts the nor-

125

malization. Slightly abusing notation again and defining the parameters of interest to be




ΔΦflux

s






ln
10
≡  −s
2.5 ΔAV 


−s ln2.510 ΔAV ΔRV

(3.52)

I rewrite the above model in matrix form as
FΘ,Φ (ΔΦflux ) ≈ (ΔΦflux )T DΘ,Φ
where



DΘ,Φ





(3.53)



FΘ,Φ 
 1 

 

 

=
FΘ,Φ  ⊙ RΘ 

 

FΘ,Φ
R′Θ

(3.54)

Altogether, this gives a log-likelihood of
iT
h
i
h
T
− 2 ln Lflux (ΔΦflux |Θ, Φ) = F̂ − (ΔΦflux )T DΘ,Φ C−1
+ ln [det (2πCF )] (3.55)
F̂
−
(ΔΦ
)
D
Θ,Φ
flux
F
As §3.3.2, this implies the conditional likelihood is analytic such that



 MLE
MLE
MLE
Lflux (ΔΦflux |Θ, Φ) = LMLE
flux (Θ, Φ) × det 2πCflux (Θ, Φ) × N ΔΦflux (Θ, Φ), Cflux (Θ, Φ)
|
{z
} |
{z
}
Normalization

(3.56)

Distribution

where LMLE
flux (Θ, Φ) is again evaluated at the MLE, the mean is

and the covariance is


−1
−1 T
D
(Θ,
Φ)
=
D
C
ΔΦMLE
DΘ,Φ C−1
Θ,Φ F
Θ,Φ
flux
F F̂

(3.57)


−1
−1 T
(Θ,
Φ)
=
D
C
D
CMLE
Θ,Φ
Θ,Φ
flux
F

(3.58)

As with §3.3.2, in the presence of (Normal) priors/independent constraints, the MAP estimates ΔΦMAP
flux (Θ, Φ)
and CMAP
flux (Θ, Φ) are straightforward to derive. Similarly, due to the constraints on RV needed for the solution to
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be well-behaved, brutus solves for elements of ΔΦflux iteratively conditioning on AV and RV in turn.
As the data F̂ are fundamentally in flux density space, we are ultimately interested in constraining on our parameters relative to our linear model in flux density FΘ,Φ (ΔΦ). I therefore will redeﬁne our earlier set of extrinsic
parameters as





 s 
 

Φ≡
AV 
 
RV

(3.59)

where the only change relative to our original parameters is that the distance modulus μ is now the scale factor s.
Note that is straightforward to convert from Φmag and ΔΦflux to Φflux and Φ. Around the true MAP solution
ΦMAP (Θ) where ΔΦ = (0, 0, 0), we can compute CMAP (Θ) by explicitly computing the corresponding Hessian
matrix of second-order derivatives. An example showing the covariance structure in (s, AV , RV ) versus that in
(μ, AV , RV ) from §3.3.2 is shown in Figure 3.7.
Altogether, this gives us a straightforward recipe for “optimizing” the initial MAP solution derived from magnitudes to the corresponding distribution in flux:
1. Starting from an initial guess of AV = 1, RV = 3.32, derive ΦMAP
mag (Θ). Iterate in (μ, AV ) and (μ, RV )
until convergence.
2. Convert from ΦMAP
mag (Θ) → ΦMAP (Θ) and expand around ΦMAP (Θ) to derive FΘ,Φ (ΔΦ).
3. Compute first order corrections ΔΦMAP (Θ, Φ) for s, AV , and RV .
4. Compute the new MAP solution Φnew
MAP = ΦMAP + ΔΦMAP (Θ, Φ).
5. Repeat steps 2-4 starting from Φnew
MAP until the likelihood converges.
In general, I find the likelihood quickly converges after only a handful of iterations.

3.3.4 Incorporating Priors with Monte Carlo Sampling
I am interested in estimating expectation values (see §3.3.1 and §1.2) over the conditional posterior
P(Φ|Θ, F̂, ϖ̂) = Lphot (Φ|Θ)Lastr (Φ)π(Φ|Θ)
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(3.60)

From previous calculations, I derived an analytic approximation for Lphot (Φ|Θ). Critically, conditional on Θ, I
showed that Φ is approximately distributed as
Φ|Θ ∼ N [ΦMAP (Θ), CMAP (Θ)]

(3.61)

i=m drawn from this Normal distribution, I can
and therefore easy to simulate. Given a set of m iid samples {Φi }i=1

then approximate expectation values over posterior using Importance Sampling (see §1.4.2) via
Z
EP [f(Φ|Θ)] =

f(Φ|Θ)P(Φ|Θ, F̂, ϖ̂) dΦ
m

1 X
≈
qi × f(Φi |Θ)
m i=1

(3.62)

where the importance weight qi for each sample Φi is defined as
qi ≡

P(Φ|Θ, F̂, ϖ̂)
= Lastr (Φi )π(Φi |Θ)
Lphot (Φ|Θ)

(3.63)

Generally, I find that for nprior ≳ 30 samples the estimates of the integrated conditional probability for a
particular model

Z
qΘ ≡

m

P(Φ|Θ, F̂, ϖ̂) dΦ ≈

1 X
qi
m i=1

(3.64)

tend to roughly converge. As a result, I choose nprior = 50 as the default number of samples used in brutus.
This step, which requires generating a large number of samples over our model grid and subsequently evaluating
the astrometric likelihood and Galactic prior for each sample, typically takes up the vast majority of the computation time (≳ 90%).

3.3.5 Application over Stellar Parameter Grids
Above, I showed that the conditional likelihood Lphot (Φ|Θ) can be solved for analytically, which implies that
we should be able to generate estimates for those parameters without the use of grids over Φ. This allows me to
both substantially improve the resolution in both Θ (over our grid) and Φ (with linear regression and sampling).
In addition, I simultaneously decrease the required computation since brutus only require a grid of n values
i=n over the m ≲ 4 intrinsic set of stellar parameters Θ rather than over the m + 3 parameters from both Θ
{Θi }i=1
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3.3. IMPLEMENTATION

Table 3.2.
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Default hyper-parameters used when deriving posterior estimates with brutus.

Description

Symbol

Value

Minimum allowed AV

AV,min

0 mag

Maximum allowed AV

AV,max

6 mag

Minimum allowed RV

RV,min

1

Maximum allowed RV

RV,max

8

Tolerance in AV

δA

0.05 mag

Tolerance in RV

δR

0.05

mag
ftol

0.005

Relative likelihood threshold

fflux
init

0.005

Tolerance in Lphot

δL

0.03

Relative likelihood tolerance threshold

fflux
tol

0.01

Relative posterior threshold

fpost

0.005

Number of samples used for integration

nprior

50

Number of resampled posterior draws to save

npost

250

Bounds

Magnitude Step

Relative likelihood tolerance threshold
Flux Step

Monte Carlo Step

and Φ.
I exploit such a grid by noting that the original posterior can be rewritten as
P(Θ, Φ|F̂, ϖ̂) = P(Φ|Θ, F̂, ϖ̂)P(Θ|F̂, ϖ̂)

(3.65)

for a given Θ. This then implies that I can generate samples from our joint likelihood in two steps. First, I can
draw Θ′ from P(Θ|F̂, ϖ̂). Then, I can draw Φ′ from P(Φ|Θ′ , F̂, ϖ̂). More formally,
Θ′ ∼ P(Θ|F̂, ϖ̂)
Φ′ ∼ P(Φ|Θ′ , F̂, ϖ̂)
While this might not seem any more straightforward, the weighted Monte Carlo samples from §3.3.4 actually
already provide the ingredients needed to perform this exact operation. For a particular grid point Θi , generating
a random sample Φ′ from the conditional posterior P(Φ|Θi , F̂, ϖ̂) is equivalent to picking one of the alreadyj=m

generated set of m samples {Φi,j }j=1 with a probability proportional to its weight qi,j . More formally, this implies

h
i
j=m
j=m
Φ′ ∼ Cat {Φi,j }j=1 , {qi,j /qi }j=1

(3.66)

i=n with corresponding probabilities p = {p }i=n
where Cat[x, p] is the Categorical distribution over x = {xi }i=1
i i=1
P
and qi = j qi,j is the total conditional probability.

Likewise, I can approximate drawing a sample Θ′ from P(Θ|F̂, ϖ̂) using the same strategy by taking
h
i
j=n
i=n
Θ′ ∼ Cat {Θi }i=1 , {pi /p}i=1

(3.67)

The prior-weighted probability pi corresponding to a given Θi is related to the previous qi via
pi ≡ qi × πi × Δi

(3.68)

where πi = π(Θi ) is the prior probability evaluated at Θi and Δi is the associated grid spacing. The normaliza-
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tion
p≡

X

Z
pi ≈

P(Φ, Θ|F̂, ϖ̂)dΦdΘ

(3.69)

i

is then the estimated marginal likelihood (i.e. the Bayesian evidence) for the source, which in theory can be useful for model comparisons (see §2). Using this strategy, brutus post-processes the MAP fits and Monte Carlo
k=npost

samples over the input grid points to generate npost = 250 samples {(Θk , Φk )}k=1

that serve as rough approxi-

mations to the underlying posterior P(Θ, Φ|F̂, ϖ̂).
I wish to emphasize that these options only generate approximations to the underlying posterior. I expect the
largest differences between the estimated posterior relative to the true distribution will be primarily due to
• grid resolution effects in Θ,
• “posterior noise” caused by noisy estimates of the pi ’s, and
• “resampling noise” due to the procedure used to resample the final set of npost samples.
See §3.5 for examples of the impact these may have on inferring underlying relevant intrinsic and extrinsic stellar
properties. An example of the output stellar parameters and the associated SED can be seen in Figure 3.8.

3.3.6 Implemetation Details
At multiple points during the fitting process brutus applies cuts to decrease the effective size of the grid it is
dealing with in order to reduce the overall run time. The choices I have made are discussed below and summarized in Table 3.2. The general procedure is shown in Figure 3.6.

Magnitude Step
While models that are reasonable fits to the data generally converge quickly, the AV and RV values for models that
are poor fits can sometimes be ill-behaved. As a result, I opt to only worry about convergence for objects with
mag

likelihoods whose values are greater than ftol = 0.005 times the maximum value after each first linear regression
step. I consider the fits to be converged when the maximum variation in AV and RV over these “reasonably fit”
models falls below δA = 0.05 mag and δR = 0.05, respectively, between one iteration and the next. This usually
occurs within ≲ 5 iterations.
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Figure 3.8: An example of parameters es mated from brutus using the default priors (see §3.2) and setup (see §3.3 and Table 3.2) and

the MIST models (see §3.4 and §4) for an real object observed in Pan-STARRS (PS), 2MASS, and WISE with a Gaia parallax measurement. The upper-right region shows the measured SED (black points) with the associated 2-sigma errors (black lines) along with SED
realiza ons from the posterior (gray shaded regions). The lower-le region highlights the 1-D and 2-D marginalized posterior distribu ons es mated using the npost

= 250 samples saved to disk. The labels, which are read in directly from the stellar model grid,

correspond to the set of (gridded) intrinsic stellar parameters Θ and their derived surface-level stellar parameters Θ⋆ along with the

(sampled) extrinsic parameters Φ. The astrometric constraints from the measured parallax alone are highlighted in light blue. Since

the ﬁts for each model Θi on the grid are done en rely in parallel, all correla ons that emerge are a result of the posterior resampling
process.

Flux Density Step
After the magnitude fits have converged, I only want to perform additional optimization after expanding in flux
density for a smaller subset of objects that give “good” likelihoods. Using the MLE values for {ΦMLE,i }ni=1 , I
compute the corresponding photometric likelihood Lphot (Θi , ΦMLE,i ) and, if it is measured, an astrometric likelihood Lastr (ΦMLE,i ) for each object. brutus only perform the subsequent flux density expansion and optimization for objects with combined astro-photometric likelihoods that are within fflux
init = 0.005 times the maximum
value. This further screens models that may provide good fits to the photometry but give inconsistent parallax
estimates.
As with our magnitude step, I only consider convergence over a set of “reasonably fit” models with likelihoods
greater than fflux
tol = 0.01 the current maximum value in order to avoid being overly-sensitive to the worst-fit
models under consideration (i.e. to decrease the sensitivity to the likely tails of the distribution). I take the fits
to be converged after the change in the photometric likelihood Lphot (Θi , ΦMLE,i ) between iterations falls below
δL = 0.03. As in §3.3.6, this usually occurs within ≲ 5 iterations.

Monte Carlo Step
Since generating samples for all of our models is both time-consuming and memory-intensive over large grids, I
only want to perform this step (and the subsequent resampling) over a small subset of models. I subselect these
based on their “expected” posterior probabilities, which I compute in two steps.
First, I ignore all distance-dependent effects such as the 3-D priors over stellar properties and dust extinction.
The remaining “static” contributions of the prior are then direct functions of the underlying grid of stellar pai=n and can therefore be pre-computed. This includes contributions from the spacing of the grid
rameters {Θi }i=1
i=n (see §3.3.1) and the associated IMF prior over mass π(M ).
points {Δi }i=1
init

Second, I again want to incorporate possible constraints from the measured parallax. Unlike in §3.3.6, however, I now want to incorporate uncertainties σs (Θi ) in the inferred scale-factor s(Θi ) for a particular model Θi .
The marginal distribution of s(Θi ) derived from Lphot (Φ|Θi ) is Normal:


s(Θi ) ∼ N μs (Θi ), σ2s (Θi )

(3.70)

where μs (Θi ) and σs (Θi ) are just taken from the appropriate elements of ΦMAP (Θi ) and CMAP (Θi ). It is straight-
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forward to show that the inferred scale-factor s(Θi ) is simply the square of the associated parallax ϖ(Θi ):
s(Θi ) = ϖ2 (Θi )

(3.71)

In the case where the measured parallax ϖ̂ is Normally distributed with at least a moderate signal-to-noise
ratio (SNR) (i.e. ϖ̂/σϖ ≫ 1), it is straightforward to show that the ϖ2 (Θi ) is also expected to be approximately
Normally distributed such that




ϖ(Θi ) ∼ N ϖ̂, σ2ϖ ⇒ ϖ2 (Θi ) ∼ N μϖ2 , σ2ϖ2

(3.72)

where μϖ2 = ϖ̂2 + σ2ϖ and σϖ2 = 2σ4ϖ + 4ϖ̂2 σ2ϖ . I take the likelihood Ls (Θ) for s to be the convolution of this
distribution with the MAP uncertainties assuming the parallax SNR is above a minimum SNR threshold ϖmin
SNR
and uniform otherwise:
Ls (Θ) =




1

ϖ̂/σϖ < ϖmin
SNR





N μ 2 , σ2 2 + σ2s (Θ)
ϖ
ϖ

ϖ̂/σϖ ≥

(3.73)

ϖmin
SNR

I find ϖmin
SNR = 4 to be a reasonable threshold where this approximation remains valid to ∼ 10%.
After applying these two terms to the photometric likelihoods computed from the earlier steps, I then select
the small subset of models (often ≲ 1% of the original grid) with expected posterior probabilities greater than
fpost = 0.005 that of the maximum computed value. brutus then performs the Monte Carlo integration and
resampling procedure described in §3.3.4 using nprior = 50 samples per selected model and saving a total of
npost = 250 posterior samples.

Runtime
Overall, I find that for grids with n ∼ 7.5 × 105 models, brutus is able to perform full posterior estimation in
≲ 5−10 seconds when fitting ∼ 5−10 bands of photometry with low-to-moderate SNR parallax measurements.
This is comparable to the “rough” version of StarHorse described in Anders et al. 6 while giving continuous
resolution in the extrinsic parameters Φ and reasonable resolution over the intrisic stellar parameters Θ (see §3.4).
Due to the adaptive thresholding, Monte Carlo (re)sampling, and use of parallax measurements, the scaling
tends to be non-linear in the number of bands and the size of the grid. For smaller grids of n ∼ 4 × 104 elements
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Figure 3.9: Color-magnitude diagrams (CMDs) in i magnitude (at 1 kpc) versus r

− z color in the Pan-STARRS ﬁlters for Bayestar
∼ 4 × 104 empirical Bayestar models (see §3.4.2) are
deﬁned over a grid of metallicity values along with absolute Pan-STARRS r-band magnitudes Mr (le color scale), which serve as a
rough proxy of intrinsic luminosity (and hence ini al mass). The n ∼ 7.5 × 105 theore cal MIST models (see §3.4.1), including

(le ) and MIST (right) models implemented by default in brutus. The n

the empirical correc ons discussed in §4, are deﬁned over a grid of ages, metallicites, and ini al masses (right color scale). While the

Bayestar models extend down to fainter intrinsic luminosity (lower ini al mass) on the MS (dwarfs), they only contain limited models
at higher ini al masses and li le-to-no post-MS models (giants). They also are not calibrated outside a limited set of photometric bands.
By contrast, while the MIST models only give reliable predic ons down to ini al masses of ∼

0.5 M⊙ , they include a wide variety of

evolu onary phases and extend to higher ini al masses.

(as in §3.4.2), the typical runtime is ∼ 1 second, while for much larger grids of n ∼ 2 × 106 elements the typical
runtime can range from ∼ 20 − 40 seconds. With tight parallax constraints, runtimes can be up to an order of
magnitude faster (down to ∼ 0.1 seconds).

3.4

Stellar and Extinction Models

While brutus can in theory incorporate an arbitrary set of stellar and extinction models via a corresponding grid
i=n → {M , R , R′ }i=n , two models are currently implemented:
in {Θi }i=1
Θ,i
Θ,i
Θ,i i=1

• The theoretical MESA Isochrone and Stellar Tracks (MIST) models 47 combined with the RV -dependent
extinction curve from Fitzpatrick 87 .
• The empirical Bayestar models 110,111,319 combined with the empirical RV -dependent extinction curve
from Schlafly et al. 271 .
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I hope to incorporate additional models such as PARSEC 30 and BPASS 77 in the future.
A comparison of the MIST and Bayestar models is shown in Figure 3.9. A detailed description of the MIST
models and the corresponding pre-generated photometric grids in brutus is provided in §3.4.1. A detailed description of the Bayestar models and the corresponding photometric grids in brutus is provided in 3.4.2. All
of the relevant data products described in this section are available online as part of the brutus codebase.

3.4.1 MIST
Isochrones
The MESA Isochrone and Stellar Tracks (MIST) models are a set of theoretical isochrones built off of the Modules in Stellar Evolution (mesa) 225,226,227,228,229 codebase that connect intrinsic stellar evolutionary parameters Θ
to physical surface-level parameters Θ⋆ as described in §3.1.1. A full description of the models can be found in 47 .
We utilize the MIST Version 1.2 non-rotating models computed over a grid of initial masses, initial metallicities,
and ages as described out the MIST website5 .
As described in Dotter 69 , since the timescale of stellar evolution is sensitive to the initial mass, different stars
will reach different evolutionary phases at different times and over different timescales. As a result, it is advantageous to define a grid in Equivalent Evolutionary Points (EEPs) instead, which interpolate smoothly between
particular stellar evolutionary states. While these have a monotonic relation with age, they are defined such that
evolutionary phases where there are rapid changes to the surface of interior stellar properties are adequately captured in relevant evolutionary tracks and isochrone tables. EEPs can therefore be converted to tage using associated lookup tables for a particular Minit and [Fe/H]init . To account for the subsequent unequal spacing in age,
the grid spacing Δi for each model Θi for our MIST grid also includes the associated Δtage,i /ΔEEPi gradient estimated at each EEP using second-order finite differences.
While the MIST models have been generally successful at reproducing stellar behavior across a wide range of
masses, metallicities, and ages, I want to highlight two particular drawbacks:
1. The current suite of models do not self-consistently account for the effects of rotation in stellar evolution,
which substantially alter the relationship between age and EEP as well as the associated surface parameters
Θ⋆ 105 . While MIST also contains a set of rotating models, since rotation is not treated in a self-consistent
5

http://waps.cfa.harvard.edu/MIST/
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manner I opted to use the simpler set of non-rotating models. I note that this inevitably will introduce
systematic uncertainties in any inferred stellar parameters (both Θ and Θ⋆ ).
2. The MIST models assume entirely solar-scaled abundance patterns. However, substantial populations of
stars both in clusters and in the field display enhancement/depletion of α-process elements (Ne, Mg, Si, S,
Ar, Ca, and Ti) relative to the Sun (i.e. [α/Fe] ̸= 0). [α/Fe] variations can induce changes in the effective
temperature on the order of ±100 K that are somewhat degenerate with other effects such as changes
in metallicity and dust extinction 70 . These effects will be included in an upcoming suite of newer MIST
models (Dotter et al. in prep.) and therefore are not addressed in this work.
The 3-D grid over Minit , [Fe/H]init , and EEP we use for the MIST models are described in Table 3.3. This is
adaptively spaced in Minit and defined in EEP to have coarser resolution on the MS (EEP = 202 − 454) and finer
resolution on the post-MS (EEP > 454). It does not include any models on the pre-MS (EEP < 202) or at or
beyond the start of the thermally-pulsing asymptotic giant branch (EEP > 808).6
i=n →
I use linear interpolation to generate the corresponding grid over the surface-level parameters {Θi }i=1
i=n . After removing models with unphysical combinations of parameters (e.g., ages substantially exceeding
{Θ⋆,i }i=1

the estimated current age of the Universe), I am left with a total of n ∼ 7.5 × 105 models.7 While I find that
cross-validation and hold-out tests over the original grid indicates interpolation errors can become significant
(≳ 10%) above 2 M⊙ , they remain at the few percent level between 0.5 M⊙ and 2 M⊙ .
Other systematics in the models and the methods I use to correct for them are discussed in §4.

Atmospheric Models
Following Cargile et al. 40 , each model Θ⋆ is connected to an underlying spectrum Fν (λ|Θ⋆ ) using the C3K atmospheric models presented there given the predicted value of Θ⋆ (Θ) from linear interpolation and the relevant
filter transmission curves (see §3.1.1). These synthetic spectra are calculated using the 1-D local thermal equilibrium (LTE) plane-parallel atmosphere and radiative transfer codes ATLAS12 and SYNTHE maintained by R.
Kurucz 163,165,164 . The line list used in the radiative transfer calculations was provided by R. Kurucz (private com6

See the MIST website and/or Dotter 69 for additional information on the EEP definitions used in MIST.
While brutus allows for modeling additional unresolved binary components, internal testing found current systematic uncertainties (see §4) are too large to infer meaningful quantities for many individual stars. This feature is therefore
disabled by default.
7
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Table 3.3.
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Default grid of input stellar parameters for the MIST models used in brutus.

Minimum

Maximum

Spacing

Initial Mass (Minit )
0.5 M⊙

2.8 M⊙

0.02 M⊙

2.8 M⊙

3.0 M⊙

0.1 M⊙

3.0 M⊙

8.0 M⊙

0.25 M⊙

8.0 M⊙

10.0 M⊙

0.5 M⊙

Initial Metallicity ([Fe/H]init )
−4.0

+0.5

0.06

Equivalent Evolutionary Point (EEP)
202

454

12

454

808

6

munication) after being empirically tuned to the observed, ultra-high resolution spectra of the Sun and Arcturus
(Cargile et al., in prep). The micro-turbulence is assumed to be constant with a velocity of vmicro = 1 km s−1 .
The C3K atmosphere models are originally constructed over a 4-D grid in effective temperature Teff , surface
gravity log g, surface metallicity [Fe/H]surf , and surface alpha-abundance enhancement [α/Fe]surf over an adaptive
grid as outlined in Table 3.4. This includes a total of n = 26561 models after removing unphysical combinations
of parameters. Since the current MIST models only use solar-scaled abundance patterns, when predicting spectra
and/or photometry brutus by default sets [α/Fe]surf = 0.

Dust Extinction Curve
To incorporate the impact of dust extinction, I add two dimensions to the C3K atmospheric model grid in both
AV and RV based on the RV -dependent dust extinction curve from Fitzpatrick 87 . This dust curve has been
shown to accurately reproduce detailed observations from spectra and photometry in the optical and NIR 87,271 .
The associated grid in AV and RV is shown in Table 3.4. The final 6-D grid contains n ∼ 6.4 × 105 models.

Photometry
Photometry is computed from each synthetic spectrum for a large set of photometric systems derived from various imaging surveys. This currently includes:
• Pan-STARRS: g, r, i, z, y, w, and wopen .
• DECam: u, g, r, i, z, and Y.
• Bessel: U, B, V, R, and I.
• 2MASS: J, H, and Ks .
• UKIDSS: Z, Y, J, H, and K.
• WISE: W1 , W2 , W3 , and W4 .
• Gaia: G, BP, and RP.
• Tycho: B and V.
• Hipparcos: Hp .
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Table 3.4.
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Grid of parameters for the C3K stellar atmosphere models and the Fitzpatrick 87 dust
extinction curve used in brutus.
Minimum

Maximum

Spacing

Effective Temperature (Teff )
2500 K

50000 K

200 K − 10000 K

Surface Gravity (log g)
−1.0

5.0

0.5

Surface Metallicity ([Fe/H]surf )
−4.0

−3.0

0.5

−3.0

+0.5

0.25

Surface Alpha Abundance ([α/Fe]surf )
−0.2

+0.6

0.2

Dust Extinction (AV )
0.0

5.0

1.0

Dust Curve Variation (RV )
2.0

5.0

1.0

• Kepler: D51 and Kp .
• TESS: wTESS .
Note that the Gaia filter curves and zeropoints are computed using the latest DR2 photometric calibration 79,199 .
For the BP filter, where the behavior on the bright and faint end substantially differ, I opt to utilize the “faint”
version of the filter curve. See Choi et al. 47 and the MIST website for additional discussion on the filters, photometric systems, and corresponding “zero-points”. I will return to some of these points in §4.
To generate photometry in a given band Mi (Θ⋆ , AV , RV ), one needs to both integrate each model over the
corresponding filter transmission curve Tb (λ) and interpolate over the corresponding 6-D grid. While the former
operation is straightforward, the latter is slightly more difficult due to the larger dimensionality of our grid and
smooth (but non-linear) behavior in the synthetic spectra as a function of our parameters.
As discussed in Ting et al. 297 , the use of artificial neural networks (NNs) to predict synthetic spectra (and in
our case photometry) has advantages over other interpolation methods. I train a multi-layered feed-forward NN
using PyTorch over the 6-D grid of normalized photometry after integrating the synthetic spectra over each
filter transmission curve. I use the same architecture and training procedure described in Cargile et al. 40 . Briefly,
the network has 4 layers (2 hidden layers) with 64 neurons per layer and sigmoid activation functions. Training
is performed using adaptive cross-validation procedures over regular epochs and where the density of models are
increased where the network’s predictions are the least accurate. The predicted magnitudes have a mean square
error (MSE) of ∼ 0.01 mag over both the training data and a subset of hold-out test data. This is below the level
of known systematic uncertainties in the MIST models discussed in choi+16 and investigated in §4.

Linear Reddening Approximation
As described in §3.1.1, I approximate the impact of dust extinction through the use of a linear reddening vector
RΘ and differential reddening vector R′Θ over a set of filter curves. As expected, I find that for large changes in
AV and RV the corresponding change in magnitudes is not fully described by a single linear vector but requires
additional polynomial terms in both parameters. While this will impact the “absolute” inferred AV and RV , it is
consistent both with the definition of E(B − V) → AV from the Bayestar19 dust map 108 and of RV 271,272 .
I approximate the linear AV and RV vector in two steps:
1. AV step: At fixed RV , I compute the absolute magnitudes {MΘ (AV,i |RV )}m
i=1 over a grid of m AV values

141

from AV = 0 to AV = 1.5 with a resolution of ΔAV = 0.3. I then perform weighted linear regression
over the grid points where each point is assigned a weight
w(AV ) = (10−5 + AV )−1

(3.74)

This ensures the fit essentially goes through AV = 0 with the AV > 0 grid points assigned a weight
inversely proportional to the extinction. This provides a set of reddening vectors RΘ (RV ) as a function of
RV .
2. RV step: I compute RΘ (RV ) over a grid of RV values from RV = 2.4 to 4.2 with a resolution of ΔRV =
0.3. Then, I perform weighted linear regression over the RV grid points where each point is assigned a
weight of
w(RV ) = exp(−|RV − 3.3|/0.5)

(3.75)

This gives maximum weight to the grid point at RV = 3.3 and exponentially declining weight for grid
points with larger/smaller RV to ensure we best reproduce the behavior for “typical” RV values. This
procedure then provides a set of RΘ and R′Θ associated with each MΘ .
An example of this overall procedure and the accuracy of these linear approximations for a solar-like star over
several filters is shown in Figure 3.10. Overall, I find agreement at the few percent level across a wide range of AV
and RV values.

3.4.2 Bayestar
Stellar Models
As described in Green et al. 110 ,111 , the Bayestar stellar models are obtained by fitting a stellar locus in 7-D color
space in the Pan-STARRS1 grizy and 2MASS JHKs bands following the procedure described in Newberg &
Yanny 215 . These are derived from ∼ 1 million stars with detections in all bands, estimated magnitude errors of
< 0.5 mag, and estimated dust extinction E(B − V) < 0.01 based on the 2-D integrated dust map from Schlegel
et al. 273 . The photometry is then “de-reddened” by assuming all stars have the same reddening vector (i.e. RΘ =
R), where R is estimated from a Teff = 7000 K solar-metallicity source spectrum at E(B − V) = 0.4 mag using
the extinction curve from Cardelli et al. 39 with RV = 3.1.
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Figure 3.10: An illustra on of the linear reddening approxima on used in brutus for the MIST models with the Fitzpatrick 87
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RV -

dependent reddening curve in the Pan-STARRS g, r, i, z, and y ﬁlters. First, photometry in each ﬁlter is generated using a neural net-

work (NN) trained on the grid of C3K model atmospheres summarized in Table 3.4 over a grid of AV values (open circles) at ﬁxed RV .

The resul ng magnitudes are then ﬁt using weighted linear regression. Devia ons between the linear predic ons (mlinear ) and the NN
baseline (mNN ) for values of RV

= 2.4 (purple), RV = 3.3 (blue), and RV = 4.2 (red) are highlighted in the ﬁrst three rows. We then

perform weighted linear regression over the set of ﬁ ed linear ex nc on coeﬃcients. The resul ng linear ﬁts (orange) and the baseline
NN predic ons (light blue) are shown in the bo om row. See §3.4.1 for addi onal details.

Once this 7-D locus has been derived, metallicity-dependent absolute magnitudes MΘ are obtained using the
metallicity-dependent photometric parallax relation given in Ivezic et al. 141 . This makes the Bayestar stellar
models primarily dependent on only two parameters: the absolute magnitude Mr in the Pan-STARRS r-band
and the “metallicity” [Fe/H] of the star. The locus is extended artificially to lower stellar masses (fainter Mr )
using the prescription outlined in Green et al. 110 .
Since this fitting is done exclusively in color space, it is not sensitive to evolved giants with nearly-identical
colors as MS stars (i.e. “dwarfs”). As a result, giant templates from Ivezic et al. 141 , derived from linear fits to globular cluster color-magnitude diagrams (CMDs), are “grafted” onto the stellar locus based on their corresponding
r − i color. While these templates are quite limited relative to the diverse evolutionary states included in the MIST
models (see Figure 3.9), they still capture basic features of the dwarf-giant degeneracy.
Since these templates are only defined based on specific photometric bands and are not connected to any underlying stellar spectra, they cannot be easily extended to other bands. Currently, they are only supported in the
DECam, Pan-STARRS1, and 2MASS system 110,111,319 . See §6 for additional discussion.

Dust Extinction Curve
For the Bayestar models, I follow the approach taken in Green et al. 110 and subsequent work by assuming the
reddening vector is again both linear and constant for all models such that RΘ = R. As in Green et al. 108 , I take
this reddening vector to be the empirical reddening vector derived from Schlafly et al. 271 re-normalized to scale
with AV as described in Zucker & Speagle et al. 319 . Similarly, I also assume that the differential reddening vector
is the same for all models such that R′Θ = R′ , where R′ is again derived from Schlafly et al. 271 .
As with the empirical stellar models, it is also difficult to extend these results to other photometric systems
without constraints on the underlying dust extinction curve. Schlafly et al. 271 , however, do provide a simple
functional form for the dust curve that reproduces the observational constraints for a particular stellar spectrum.
This was used in Zucker & Speagle et al. 319 to (re-)derive R and R′ in the DECam, Pan-STARRS1, and 2MASS
photometric system, and will be discussed in more detail in §6.

Priors
While I have used the same notation Θ to refer to the intrinsic parameters for both the MIST and Bayestar models, the Bayestar models do not have age tage or initial mass Minit estimates. As a result, inference over these
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models does not incorporate the age prior π(tage |d, ℓ, b) or IMF prior π(Minit ) described in §3.2. Instead, the
Bayestar models are subject to a luminosity function prior π(Mr ) taken from Green et al. 110 .

This is derived

by computing the luminosity function π(Mr |[Fe/H], tage ) for a particular metallicity [Fe/H] and age tage based
on the PARSEC models 30 assuming a Chabrier 43 IMF and then marginalizing over [Fe/H] and tage such that
Z
π(Mr ) =

π(Mr |[Fe/H], tage )π([Fe/H], tage ) d[Fe/H] dtage

(3.76)

where the prior over [Fe/H] and tage is the product of two independent Normal distributions
h
i


π([Fe/H], tage ) = N μ[Fe/H] , σ2[Fe/H] × N μt , σ2t

(3.77)

given μ[Fe/H] = −0.5, σ[Fe/H] = 0.5, μt = 7 Gyr, and σt = 2 Gyr. The resulting π(Mr ) prior is tabulated over a
large grid of Mr values that is provided as part of the brutus package.

3.5

Validation

I now turn to examining in detail how brutus performs. I consider three classes of tests:
1. Mock tests: Mock tests are important to understand in detail how brutus performs in various scenarios
and how well it can recover stellar parameters.
2. A/B tests: Tests where various features of the code are switched between scenario A or B when running
over the same sample of stars. This allows us to examine the impact of various parts of the code in a systematic way.
3. Independent comparisons: Comparing results against independent methods allows the characterization of
systematics when applying brutus to real data.
In §3.5.1, I discuss a suite of mock tests to illustrate how well brutus is able to recover intrinsic stellar pameters Θ under various conditions. In §3.5.2, I discuss A/B tests performed on real data to illustrate the impact of
various modeling assumptions when estimating extrinsic parameters Φ. In §3.5.3, I examine how well brutus is
able to estimate distances compared to Gaia DR2 parallax measurements and spectrophotometric distances from
Cargile et al. 40 .
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3.5.1 Mock Tests
Methods that utilize both spectra and photometry are able to get independent constraints on stellar parameters
from the spectra (e.g., log g, [Fe/H]) and photometry (e.g., Teff ). This enables them to get complementary constraints on the distance (via log g → log R⋆ → log Lbol ) as well as on the intrinsic color (via [Fe/H]surf ). With
photometry alone, however, we do not have access to these additional constraints and therefore can’t break these
degeneracies. This leads to a much stronger reliance on both the underlying Galactic prior and on independent
distance constraints from parallax measurements ϖ̂.
In order to examine how well brutus is able to recover intrinsic stellar parameters Θ from photometry and
astrometry alone, I generate mock data for stars at a variety of evolution states:
• EEP = 350: On the Main Sequence (MS).
• EEP = 450: On the MS turn-off (MSTO).
• EEP = 550: On the first ascent up the Red Giant branch (RGB).
• EEP = 650: On the Red Clump (RC).
As in Cargile et al. 40 , I choose to generate models from a tage = 5 Gyr MIST isochrone. This spans a wide range
of evolutionary states (with differing evolutionary timescales) and a moderate range in initial mass Minit , leading
to a diverse set of SEDs.
To highlight the impact of the prior, we choose to place these sources at a distance of d = 1 kpc along the
line-of-sight located at Galactic coordinates of (ℓ, b) = (90, 20). As highlighted in Figures 3.4, this sightline
intersects all major components of our prior, thereby providing an illustrative example of how brutus performs.
At d = 1 kpc, in particular, an object is strongly favored to be a member of the thin disk. As a result, we generate
two models: one with [Fe/H]init = 0, which is consistent with the expected metallicity, and one at [Fe/H]init =
−1, which is more consistent with the thick disk and halo.
As shown in Figure 3.5, this sightline also displays a small but non-negligible amount of dust extinction. To
examine systematic deviations from the prior, we set the extinction AV = 0.4 mag to be somewhat above the
mean expected from the 3-D dust extinction prior at d = 1 kpc. We opt to leave RV = 3.3 to keep it in line with
prior expectations.
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Figure 3.11: Parameter recovery for a mock 10-band SED (Pan-STARRS, 2MASS, and WISE) with a noisy parallax measurement

(ϖ̂/σϖ

= 5), AV = 0.4, RV = 3.3, and d = 1 kpc located along the same sightline (ℓ, b) = (90, 20) shown in Figures

3.4 and 3.5. Four cases are highlighted: a star on the main sequence (MS; blue), at the MS turn-oﬀ (MSTO; orange), on the red giant
branch (RGB; purple), and at the red clump (RC; green). The input values on the i versus g

− r color-magnitude diagram (CMD; top),
[Fe/H]init = 0 and [Fe/H]init = −1

Hertzsprung-Russel diagram (HRD; middle), and Kiel diagram (bo om) are indicated with a star.

isochrones are also shown in dark gray and light gray, respec vely. The 2-sigma measurement errors are highlighted in the top le
corner of the CMD. Samples from the resul ng probability density func ons (PDFs) derived from brutus are shown as shaded regions
taking into account constraints from the SED and measured parallax (far le ), uneven model sampling over our grid (middle le ), the
full 3-D Galac c prior (middle right), and addi onal ( ght) constraints on AV and RV (far right). The ini al mass func on (IMF) prior,
combined with the 3-D dust prior, leads brutus to prefer intrinsically redder, cooler sources on/near the MS, although the true solu on
is clearly s ll captured. Strong constraints on AV and RV give unbiased parameter recovery. Note that the CMD PDFs show the quality
of the ﬁts in all cases are essen ally iden cal, highligh ng the strong impact our prior has on the inferred parameters.

In Figure 3.11, we illustrate the impact of the prior for a 10-band SED (Pan-STARRS, 2MASS, and WISE)
for a source with a measured parallax ϖ̂ = 1.0 mas with a SNR of 5. As shown in the top panels highlighting
the CMDs, the fitted SEDs from brutus are nearly identical. However, the inferred parameters differ substantially between the initial likelihoods and the posterior. In particular, we see that the IMF prior, combined with
the 3-D dust prior, leads brutus to prefer intrinsically redder sources on/near the MS. This leads to a bias towards cooler inferred Teff values, although the true solution is clearly still captured. To illustrate that this is the
ultimate cause, I add in strong constraints on AV and RV so that there is no additional degeneracies between Teff
and AV . As expected, in this case brutus achieves unbiased parameter recovery. In general, I find brutus is able
to recover parameters at each EEP quite well, with the uncertainties decreasing for more evolved stars with more
distinctive SEDs.
In Figure 3.12, I illustrate how the inferred parameters vary as a function of parallax SNR. At high SNR
(ϖ̂/σϖ = 25), the distance is tightly constrained, leading to the majority of the variation being in the inferred Teff
and AV . As expected, due to the IMF prior and the slightly higher AV value compared to what is expected from
the prior, the posterior prefers somewhat intrinsically redder sources, leading to cooler inferred Teff although the
true solution is again still captured. At ϖ̂/σϖ = 5, the distance is still constrained to be around d ∼ 1 kpc but
there is more flexibility to shift the star around, leading to larger uncertainties in log Lbol and log g. At ϖ̂/σϖ = 1,
however, the constraint on the distance is much weaker. At this point, the influence of the prior dominates, preferring stars to be at longer-lasting evolutionary stages and lower masses. This shifts the MS star to lower masses,
the MSTO start to be on the MS, and the RC star to instead be at the end of the MSTO before beginning the ascent up the RGB. The RGB star, which is uniquely constrained by the SED, instead simply prefers a lower-mass,
higher-metallicity solution.
Finally, in Figure 3.13 I illustrate the [Fe/H]init = −1 case where the metallicity deviates substantially from
that expected from the prior. In this case, the prior is strong enough that biases the SED to be intrinsically redder
in color, as shown on the CMDs. This also leads the posterior to infer metallicities around [Fe/H]init = −0.5
rather than −1, making the inferred temperatures substantially cooler (and the intrinsic SED redder) compared
to their actual values, although again the true solution is clearly still captured. When the parallax SNR becomes
∼ 1, solutions are pulled towards the [Fe/H]init = 0 isochrone and shifted in intrinsic colors appropriately as a
result, mirroring the behavior from Figure 3.12.
One exception to this is the RGB solution, which behaves differently than the other three cases. Due to its
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Figure 3.12: As Figure 3.11, but now showing the posterior as a func on of the the measured parallax signal-to-noise ra o SNR

ϖ̂/σϖ for SNR = 25 (le

), SNR

=
= 5 (middle), and SNR = 1. As in Figure 3.11, we see that even for objects with well-constrained

distances uncertainty on the dust ex nc on leads to speciﬁc degeneracies in the HR and Kiel diagrams along with preferences for
cooler, lower-mass sources. These uncertain es are broadened in log Lbol and log g for parallaxes with lower SNR due to larger allowed varia on in the es mated distance. At extremely low SNR, the impact of the prior leads to a strong preference for lower masses
and longer-las ng phases of stellar evolu on, leading to lower es mates on the MS, a preference for the MS over the MSTO, and a
preference for the MSTO over the RC. For models that have evolved oﬀ the post-MS, the preference for lower-mass solu ons and
lower dust ex nc on leads to a preference of higher metallici es and therefore intrinsicly redder and cooler SEDs, shi ing solu ons
down and to the right on the HR and Kiel diagrams.
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Figure 3.13: As Figure 3.12, but now for sources with [Fe/H]init
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= −1 rather than [Fe/H]init = 0. At this loca

on, our prior

strongly prefers metallici es that are consistent with the thin disk, leading to a bias towards redder observed colors in the observed
CMD. This remains true even at high parallax SNR (although the true solu on remains within the uncertain es). For the RGB solu on at
low parallax SNR, the prior belief against the correct stellar parameters is so strong that all relevant ﬁts are prematurely removed before
the op miza on and Monte Carlo sampling steps (see 3.3.6), causing brutus to fail to produce a reliable posterior PDF.

rapid evolution, I find that the prior belief against the RGB solution is so strong the brutus actually clips the
true solution before the final optimization/sampling step and failing to produce a reasonable posterior estimate.
This highlights one of the risks with the implementation outlined in §3.3.6, which can eliminate rare (but possible) solutions from the fitting process. I confirm that true solution can be properly recovered when the thresholds used for clipping fits are substantially relaxed.

3.5.2 A/B Tests
I now investigate the impact various assumptions can have on recovery of extrinsic parameters Φ, in particular distance d and extinction AV . To do this, I model a subsample of stars in sightlines towards the Orion star
forming complex taken from Zucker & Speagle et al. 319 (see §6). For each star, I model the 8-band SED (PanSTARRS and 2MASS) along with the measured parallax from Gaia DR2 under four different assumptions:
• Case 1: I emulate the setup used in Green et al. 108 when deriving the 3-D Bayestar19 dust map, where
the underlying stellar models are the Bayestar models the RV is fixed to a value of 3.3, and there is no
3-D dust prior applied.8
• Case 2: As above, but now allowing RV to vary subject to the prior described in §3.2.6. This emulates the
setup from Zucker & Speagle et al. 319 and Zucker et al. 318 as discussed in §6.
• Case 3: As above, but now using the MIST models instead of the Bayestar models. This approximates
the setup in Cargile et al. 40 , where the 3-D dust extinction prior is extremely weak.
• Case 4: As above, but now with the full 3-D Bayestar19 dust map prior applied. This is the default
setup in brutus that is used in §7.
The results of each of these tests for a representative subsample of stars that were well-fit in all four cases is
shown in Figure 3.14. While I find some stars do not exhibit many changes in their inferred distance modulus
μ or extinction AV , I do find large variations for many sources. Some of these can be attributed to RV variation,
such as with source 3, which shows a substantial change in AV linked to shifts in RV and changes in the inferred
intrinsic parameters Θ as a result. I also see substantial changes for a number of sources when moving from the
8

I also perform an additional test with an alternate codebase designed to more closely emulate the setup (modeling,
priors, etc.) used in Green et al. 108 . The differences between the two approaches were minimal and could mostly be traced
back to differences in the Galactic prior.
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Figure 3.14: Probability density func ons (shaded regions) in ex nc on AV and distance modulus μ for ten representa ve stars along

sightlines to the Orion star-forming region under various modeling assump ons. The top panels show the results for the Bayestar
stellar models (red) assuming RV is ﬁxed (far top) or allowed to vary (middle top). The bo om panels show the results for the MIST

models before (middle bo om) and a er (far bo om) applying the prior from the Bayestar19 3-D dust map. While some stars do
not show much change, a number of sources show marked changes in inferred distance and/or reddening, illustra ng the impact the
underlying priors and stellar models of when inferring extrinsic parameters Φ for each source (in addi on to the intrinsic parameters Θ
shown in Figures 3.11, 3.12, and 3.13).

Figure 3.15: The inferred parallax for n

∼ 5100 representa

ve objects with (only) a 10-band Pan-STARRS, 2MASS, and WISE SED from

brutus versus the es mated parallax from Gaia DR2. 1-sigma errors from both sources are plo ed for each point and the one-to-one
rela on is shown with a dashed gray line. The inferred parallaxes from brutus agree well with the measurements down to low parallax
SNR. For smaller parallaxes, we observe a bias towards larger inferred values due to the 3-D stellar density prior, as well as objects with
much larger inferred values caused by giants being incorrectly modeled as dwarfs. Both of these eﬀects are expected (see Figures 3.11,
3.12, and 3.13).

Bayestar to the MIST models, many of which are either caused by changes in stellar type or by additional solu-

tions now made available due to the increased diversity of allowed stellar models (see Figure 3.9). Finally, I see
that the 3-D dust extinction prior actually serves as a strong constraint in this case, with the inferred μ and AV
constraints both shifting around and tightening considerably. These results, along with the degeneracies discussed in §3.5.1, highlight the importance of obtaining strong constraints on the dust extinction towards various
sources in order to be confident that the inferred Θ for various stars are both well-constrained and accurate.

3.5.3 Distance Recovery
As a final series of tests, I examine how well brutus can recover distances to real stars. To make this comparison,
I utilize a subset of n ∼ 5100 stars from the H3 survey 54 with spectro-photometric distances estimated using
MINESweeper 40 both with and without Gaia parallax measurements. In addition to being a representative,
low-reddening subsample of sources, all of these measurements were estimated using the same underlying MIST
isochrones, excluding the empirical corrections and photometric offsets derived in §4. This makes the comparisons both independent (estimated using different codebases and with different datasets) while still remaining
internally consistent.
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Figure 3.16: A comparison of the distances derived from brutus (photometry only) and MINESweeper (photometry and spectroscopy)

for the same sample of n

∼ 5100 objects shown in Figure 3.15 without (le

, blue) and with (right, purple) Gaia parallax constraints.

1-sigma errors from both sources are plo ed for each point and the one-to-one rela on is shown with a dashed gray line. In both cases,
we ﬁnd excellent agreement between the two methods for the majority of objects. Without parallax constraints, however, brutus overwhelmingly prefers to model sources as being MS dwarfs compared to MINESweeper (which has access to log g informa on from the
spectrum), leading to a substan al frac on of post-MS giants being incorrectly classiﬁed as MS dwarfs. Many of these sources are correctly classiﬁed once the parallax informa on is included in the ﬁts.

In Figure 3.15, I show the inferred parallaxes for this subsample of stars from brutus without including the
Gaia DR2 parallax measurements using up to 10 bands of photometry (Pan-STARRS, 2MASS, and AllWISE).
The results show that brutus is able to recover accurate parallaxes exclusively from photometry to many nearby
sources and that the results are mostly unbiased down to objects with smaller parallaxes. For sources at ≳ 2 kpc,
however, I observe a bias towards larger inferred values. This arises from two reasons. The first is the 3-D Galactic
prior, which prefers objects being a few kpc away (see Figure 3.4), disfavoring larger distances (and lower parallaxes). This “bias” is physically-motivated and expected 12 . The second is the mis-classification of giants (post-MS
stars) as dwarfs (MS stars), as illustrated in Figures 3.12 and 3.13, which leads to anomalously large parallax estimates (small distances) compared to the measured values from Gaia.
I now investigate how the distance estimates from brutus compare with those from MINESweeper for the
same sample of stars. In Figure 3.16, I show the resulting distances estimated with and without Gaia parallaxes.
In the left panel of the figure, it is apparent that without parallax constraints brutus systematically mis-classifies
giants as dwarfs relative to the spectroscopic classifications obtained by MINESweeper. Outside of these sources

154

at large distances, however, the results are in excellent agreement between the two codes and datasets.
Once the parallaxes are included, the overall distance agreement improves, as expected. Interestingly, the rate
of mis-classification between brutus and MINESweeper decreases substantially, even for objects with extremely small parallaxes and correspondingly low parallax SNRs. This result is due to one fundamental feature
of parallaxes: even an extremely low SNR parallax still rules out small distances. In other words, while a parallax
of ϖ̂ ∼ 0 gives almost no constraint on the distance, it does imply that d ≳ afew kpc or so, which is enough to
substantially disfavor mis-classifying faraway giants sources as nearby dwarfs. This further highlights just how
crucial parallax measurements (at all SNR) are for accurately recovering not just intrinsic stellar parameters but
also accurate distances to many sources.
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You can’t ﬁx by analysis what you bungled by design.
Light, Singer and Willett

4

Empirical Calibrations of Stellar Models

In §3.5, I illustrated how well brutus is able to recover stellar parameters under a variety of circumstances. I now
turn to the underlying stellar models themselves.
Unlike the Bayestar models, which are derived directly from data, the MIST models (both the underlying
MIST isochrones and the atmospheric C3K models) have known systematic offsets in predicted stellar properties

Θ⋆ and observed photometric flux densities F over particular sets of intrinsic parameters Θ 47 . These can become
especially large at lower stellar masses (Minit ≲ 0.75), where the impact of stellar activity, magnetic fields, convection, and molecular emission/absorption features, among others, become increasingly important.
To try and ameliorate some of these differences, I develop limited empirical calibrations for the MIST models
described above. The corrections and models described in this chapter are available as part of the brutus package.
I perform these calibrations in two steps. First, I utilize a set of “benchmark” open clusters to calibrate massdependent and metallicity-dependent offsets in predicted surface properties from the MIST isochrones as well
as a series of preliminary photometric offsets. Afterwards, I validate and refine these photometric offsets using a
large population of nearby, high-latitude, low-reddening field stars with good parallax measurements. The overall
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approach is illustrated in Figure 4.1.
The outline of this chapter is as follows. The cluster model is described in §4.1. The calibration using this
model over a set of “benchmark” open clusters is described in §4.2. The calibration with field stars is described in
§4.3.

4.1

Cluster Modeling

We build up the basic components of our cluster model below. In §4.1.1, we outline our baseline model. In
§4.1.2, we introduce our approach for modeling unresolved (non-interacting) binaries. In §4.1.3, we describe our
approach for dealing with cluster contamination and/or alternate stellar populations. In §4.1.4, we describe the
additional parameters used to add empirical corrections to underlying isochrones derived from the MIST models.
We finally describe additional empirical photometric corrections in §4.1.5.

4.1.1 Baseline Model
I assume that an open cluster can be effectively approximated by a simple stellar population (SSP) such that all
stars in the cluster have identical initial metallicities [Fe/H]init and ages tage but have initial masses Minit that have
been independently sampled from the stellar IMF. I further assume that stars are located at approximately the
same distance d and are co-spatial on the sky that they are behind the same screen of dust (i.e. all have the same
AV and RV ). I will collectively refer to these “cluster-level” parameters as Θcluster . The log-posterior over n photoi=n is then proportional to the product of the likelihoods and priors for each source plus the
metric sources {F̂i }i=1

prior for the cluster
i=n
i=n
P({Minit,i }i=1
, Θcluster |{F̂i }i=1
) ∝ π(Θcluster )

n
Y

Li (Minit,i |Θcluster )π(Minit,i ) ≡ πcluster ×

i=1

n
Y

Li × π i

i=1

I want the likelihoods of each individual object to incorporate information from various bands when available
without implicitly favoring objects with greater/fewer measurements. As a result, I consider the likelihood for
each object to follow the χ2 -distribution, which is substantially less sensitive compared to the Normal distribution to changes in dimensionality (i.e. in b). The likelihood is then defined as
2

(χ2 )ki /2−1 e−χi /2
Li ≡ i k /2
2 i Γ(ki /2)
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(4.1)

Figure 4.1: An illustra on of the components in the cluster model I use as part of the empirical calibra on of the MIST models using

data from NGC 2862 (i.e. M67; see Figure 4.3). The baseline component is a simple stellar popula on (SSP; top le ), which I integrate
over for every single source for a given set of cluster parameters Θcluster such as age and metallicity. I then add in a set of empirical
“correc ons” including overall photometric oﬀsets (top middle) and mass-dependent luminosity and temperature shi s (right) that adjust
the SSP model to be er match the data (see Figure 4.2). I then integrate over possible contribu ons from unresolved binaries (bo om
middle) with unknown secondary companion masses. Finally, I use informa on on cluster membership from astrometric measurements
from Gaia DR2 along with mixture modeling to compute robust likelihoods (bo om le ). This is done simultaneously over all sources
and in all bands, allowing me to leverage the full SED for each source along with corresponding parallax measurements. See §4.1 for
addi onal details.

where ki is the effective number of data points (bi bands of photometry, plus an optional parallax measurement),
Γ(·) is the Gamma function, and
χ2i ≡

bi
X
(F̂i,j − Fi,j )2
j=1

σ2F,i,j

+

(ϖ̂i − 1/d)2
σ2ϖ,i

(4.2)

is the “standard” χ2 -statistic as a function of the model photometry Fi for each object i given Minit,i and Θcluster .
For this baseline model, I assume that the prior is uniform within some specific range of allowed Θcluster and
i=n are constant. While this assumption is not entirely accurate (e.g., it
Minit values such that πcluster and {πi }i=1

doesn’t apply constraints from the IMF), it drastically simplifies the problem since in practice we do not know
i=n or other associated parameters for each source. While proper inference requires utilizing a full hier{Minit,i }i=1
i=n , I instead simply marginalize over the latter to
archical model 304,60,301 to estimate both Θcluster and {Minit,i }i=1
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get
i=n
P(Θcluster |{F̂i }i=1
)

∝

n Z
Y
i=1

Mmax
Mmin

Li (Minit |Θcluster ) dMinit

(4.3)

where Mmin = 0.3 M⊙ (the minimum mass where the MIST models are well-behaved) and Mmax = 100 M⊙
(the standard upper limit for the IMF).
As described in Dotter 69 , isochrones are more evenly sampled in EEP than in Minit . As a result, I opt to evaluate this integral using a grid in EEP. I account for the unequal spacing in Minit using second-order numerical
derivatives in ΔMinit /ΔEEP. By default, I use a grid of n = 2000 evenly-spaced values between EEP = 202 and
808, which spans the beginning of the MS to the beginning of the thermally-pulsing asymptotic giant branch.
Note that the approach taken here is substantially different from the analysis of binned “Hess Diagrams” commonly used in the literature 66,68,61,308,106,105 . While the current approach requires simpler models, it has the benefit of not being sensitive to any issues related to binning over the CMD and can jointly model all observed bands
rather than just 2-3 at a time. More complex star formation histories beyond SSPs can also be explored through
the use of, e.g., inhomogeneous Poisson processes 188 , although I defer any such improvements to future work.
This baseline model is shown in Figure 4.1.

4.1.2 Binaries
As clusters display prominent binary sequences, I explicitly consider the case where a given source could be an
unresolved binary with a primary mass of Minit and a binary companion with secondary mass fraction q ∈ [0, 1],
where q = 0 is equivalent to a single source and q = 1 is an equal-mass binary. Marginalizing over both Minit and
q then gives
i=n
P(Θcluster |{F̂i }i=1
)

∝

n Z
Y
i=1

Mmax
Mmin

Z

1
0

Li (Minit , q|Θcluster ) × π(Minit , q|Θcluster ) dMinit dq

(4.4)

I evaluate this integral in q using an adaptively-spaced grid of n = 14 values from q = 0 to 1 with a resolution
that ranges from Δq = 0.2 near the edges to Δq = 0.05 around q = 0.6.
Compared to §4.1.1, incorporating binaries involves dealing with a few additional subtleties. First, a secondary
companion can only exist down to Mmin . This means that while the likelihood for q = 0 (i.e. a single star) is
defined, the likelihood from 0 < q < Mmin /Minit is undefined. Second, close (unresolved) binaries generally
only exist when the primary (higher-mass) binary companion has not yet evolved off the MS, since this process
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tends to decouple the system. As a result, the likelihood as a function of q > 0 is only defined for systems with
EEP < 480 (i.e. before beginning the first ascent up the giant branch). The prior therefore becomes

π(Minit , q|Θcluster ) ∝





1













Mmin
q = 0 or
≤ q ≤ 1 and EEP < 480
Minit
| {z }
{z
}
|
Single
Binary System

(4.5)

0 otherwise

where EEP again is a function of Minit and Θcluster .
A representation of the impact including binaries has on the cluster model is shown in Figure 4.1.

4.1.3 Outliers
In addition to the χ2 likelihood defined above, clusters are subject to additional contamination due to background/foreground field stars, which are not associated with the assumed SSP. In addition, clusters can also have
populations such as blue stragglers 264 whose stellar evolution has been influenced by interactions with a companion, violating the assumption of a single SSP. To account for these outliers, I modify the likelihood for each
object to be a weighted mixture of two components such that
Li (fout |pin,i ) = pin,i × Lin,i + (1 − pin,i ) × Lout,i

(4.6)

Here, pin,i is the probability that object i is well-modeled by our SSP (i.e. an “inlier”) and 1 − pin is the probability
that it is not (i.e. an “outlier”).
The “inlier” probability
pin (pmem,i , fout ) = pmem,i × (1 − fout )

(4.7)

is defined to be a mixture of two things. The first is the cluster membership probability pmem,i for object i based
on possible external information such as spatial position and/or proper motion. The second is the baseline outlier
fraction fout , which governs the fraction of objects for which the outlier model Lout,i > Lin,i serves as a better
model than the inlier model (i.e. an SSP). This is a free parameter that I am interested in modeling in addition to
the cluster parameters Θcluster .
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I take the outlier model to be an adaptive threshold such that the likelihood is constant
Lout,i (ki ) ≡ Lin,i (χ2max (ki ), ki )

(4.8)

where the value of the likelihood is defined at the point where the cumulative probability of the χ2 -distribution
with ki degrees of freedom is less than a particular threshold pmin :
Z

∞
χ2max (ki )

Lin,i (χ2i , ki ) dχ2i = pmin

(4.9)

This scheme is functionally equivalent to a Bayesian version of “sigma-clipping” for a given pmin with two
main exceptions:
1. The threshold used isn’t a constant value but depends on the number of bands ki observed for each object
i.
2. An individual object’s contribution to the overall likelihood is de-emphasized rather than being completely ignored.
I set pmin = 10−5 by default, a conservative value which corresponds to ∼ 4.5-sigma clipping.
A representation of the impact of outlier modeling on the cluster model is shown in Figure 4.1.

4.1.4 Empirical Isochrone Corrections
While the above model allows me to incorporating most of the behavior seen in open clusters (excluding the
impact of rotation) such as binarity (§4.1.2) and outliers (§4.1.3), it does not account for systematic modeling
issues in the SSP itself as derived from theoretical isochrones such as MIST and the use of synthetic spectra such
as those derived from the C3K models. I introduce a series of empirically-motivated corrections to the underlying
isochrones in order to address some of these issues.
These corrections work by adding an additional set of “corrected” surface-level parameters Θ′⋆ (Θ⋆ (Θ), Θ)
that are a function of the original predicted surface-level parameters Θ⋆ (Θ) as well as the underlying stellar evolution parameters Θ from the MIST isochrones. In particular, I opt to modify the stellar radius log R⋆ and the
effective temperature log Teff (and by proxy the surface gravity log g and bolometric luminosity log Lbol ) such
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I choose to apply empirical corrections to log R⋆ and log Teff for two reasons. The first is that I expect both
parameters to be strongly affected by magnetic fields, which appear to “puff up” stars, making them larger, and
contribute to sunspots, making them cooler 16,284,283 . Magnetic activity tends to increase at lower masses, leading
to substantial deviations in the observed properties of stars compared to predictions from models such as MIST
which does not take these effects into account. The second reason I choose to apply corrections in this domain is
that detailed modeling of binaries already suggests that the MIST models deviate slightly from the observations in
these two domains 47 .
To keep these empirical corrections as simple as possible, I only introduce corrections for masses below Minit =
1 M⊙ and “suppress” the effects of our derived corrections after stars evolve off the MS (i.e. after stars have
EEP > 454) and for sub-solar metallicities (where the fits are relatively unconstrained; see §4.2). I further assume
that these corrections only involve a single parameter, Minit , and that they are fully linear. While I experimented
with more complex functional forms, I found that there was not enough data to warrant using them. Note that
these corrections do not deal in any way with evolved stars, such as the red clump and horizontal giant branch.
While there are known disagreements between the MIST models and observations at those particular stellar evolutionary phases 47 , investigating them is beyond the scope of this work.
Altogether, I end up modeling variations in Δ log Teff ≡ log T′eff − log Teff and Δ log R⋆ ≡ log R′⋆ − log R⋆
using
Δ log Teff (Θ) = fT (Minit ) × g(EEP) × h([Fe/H]init )

(4.10)

Δ log R⋆ (Θ) = fR (Minit ) × g(EEP) × h([Fe/H]init )

(4.11)

I then propagate these modifications to derive relative corrections Δ log g ≡ log g′ − log g and Δ log Lbol (T′eff ) ≡
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log L′bol (T′eff ) − log Lbol (T′eff ) via
Δ log g = −2 × Δ log R⋆

(4.12)

Δ log Lbol (T′eff ) = 2 × Δ log R⋆

(4.13)

The corrections in Δ log Teff and Δ log R⋆ have three components. The first, fT (Minit ) and fR (Minit ), represent the “baseline” shifts in effective temperature and radius, respectively, and are defined to be piece-wise linear
functions of Minit such that

fT (Minit ) =

fR (Minit ) =




log [1 + cT × (Minit − 1)]

Minit < 1 M⊙



0
Minit ≥ 1 M⊙



log [1 + cR × (Minit − 1)] Minit < 1 M⊙


0

(4.14)

(4.15)

Minit ≥ 1 M⊙

where cT and cR can be seen as characterizing the (fractional) offset in Teff and R⋆ , respectively, as a function of
Minit . The second, g(EEP), represents a “suppression” term that reduces the offsets as stars evolve off the MS. I
take this to be a modified logistic function
g(EEP) = 1 −

1
1 + exp [−(EEP − 454)/ΔEEP ]

(4.16)

where ΔEEP sets the EEP scale over which this suppression takes place. This function strictly decreases from 1 →
0 as a star evolves off the MS. Finally, h([Fe/H]init ) represents an additional “suppression” term that reduces the
offsets at sub-solar metallicities. I take this to be a simple exponential
h([Fe/H]init ) = exp A[Fe/H] × [Fe/H]init



(4.17)

where A[Fe/H] sets the amplitude of the suppression (1/A[Fe/H] can also be thought of as a scale). I note that while
this function does suppress contributions at sub-solar metallicities, it actually give a slight enhancement for supersolar metallicites. The tests performed in §4.2 and §4.3 did not provide enough evidence to support/refute this
effect, and so I opt to leave it in for simplicity.
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Table 4.1.

The parameters used to apply the empirical MIST isochrone corrections.

Description

Symbol

Value

Slope of Minit -dependent Teff correction

cT

+0.09

Slope of Minit -dependent R⋆ correction

cR

−0.09

ΔEEP

30

A[Fe/H]

0.5

Scale of EEP suppression
Amplitude of [Fe/H] suppression

While I consider cT and cR as free parameters I am interested in modeling in addition to the cluster parameters
Θcluster , I find there is not have enough data to model ΔEEP and A[Fe/H] reliably. After experimenting with a variety of values using the data described in §4.2 as well as observations of Ruprecht 106 taken from Dotter et al. 71 ,
I ultimately set ΔEEP = 30 and A[Fe/H] = 0.5. See Table 4.1 for a summary of the parameters used to model
empirical corrections used in this work and their final set of values.
A representation of the impact these empirical corrections have on our cluster model is shown Figure 4.1. An
illustration of the functional forms used for the corrections themselves is shown in Figure 4.2.

4.1.5 Empirical Photometric Corrections
Although I find the set of empirical corrections outlined in §4.1.4 substantially improve the overall shape and
overall offset of the MIST isochrones relative to data from nearby open clusters, they are unable to address overall
offsets in photometry that might come from, e.g., slightly different photometric calibrations between the synthetic photometry computed from models versus the real photometry from surveys (such as in the Vega system)
or issues with the C3K stellar atmosphere models. Both of these manifest themselves, to first order, as “photometric offsets” between the model predictions and the observed data.
i=b that simply rescale the
I model these offsets explicitly by introducing a set of scale-factors sem = {sem,i }i=1

data such that the new flux density F̂′i,j for a given star i in band j is
F̂′i,j = sem,j × F̂i,j
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Figure 4.2: An illustra on of the components used in the empirical MIST isochrone “correc ons”. The top le panel shows the under-

lying correc ons, which are linear adjustments in log R⋆ (solid blue) and log Teff (solid red) as a func on of ini al mass, with no cor-

rec ons above Minit

= 1 M⊙ . These then propagate to correc

ons in log g (dashed purple) and log Lbol (dashed green) at ﬁxed Teff .

The middle le panel shows the func on used to suppress the overall amplitude of these correc ons near the Main Sequence turn-oﬀ
(MSTO) as a func on of EEP, with intervals of the suppression scale ΔEEP highlighted with shaded grey regions. The bo om le panel
shows the func on used to modify the overall amplitude as a func on of ini al metallicity rela ve to [Fe/H]init

= 0, with intervals of

the e-folding amplitude eA[Fe/H] highlighted with shaded gray regions. The combined eﬀect these have on a speciﬁc isochrone is shown

in the Gaia G versus BP − RP color-magnitude diagram of NGC 2682 (i.e. M67) on the right, with the data shown in black, the original
isochrone in blue, and the isochrone a er applying these correc ons in red. The approximate loca on where Minit

< 0.5 M⊙ is indi-

cated with a dashed grey line. The overall shape and behavior of the isochrone displays much be er agreement with the data, especially
at lower masses, while the behavior near and beyond the MSTO remains rela vely unchanged. See §4.1.4 for addi onal details.

I treat sem as b free parameters that we are interested in modeling in addition to the cluster parameters Θcluster . I
am able to do so thanks to the large number of available parallax measurements from Gaia DR2 that give independent constraints on the distance, thereby fixing not just offsets in color but absolute offsets in magnitude.
The final cluster model after including these additional empirical corrections is shown in Figure 4.1.

4.2

Calibration with “Benchmark” Clusters

The full model from §4.1 requires modeling not just the cluster parameters Θcluster ≡ {[Fe/H]init , tage , d, AV , RV , fout }
i=b (§4.1.5). This
(§4.1.2, §4.1.3) but also the nuisance parameters cT and cR (§4.1.4) along with sem ≡ {sem,i }i=1

naively implies a total of 6 + (2 + b) parameters for a given cluster.
Typically, I would be interested in inferring Θcluster since most science goals are related to studying properties
of the clusters themselves. However, in this work I am instead interested in constraining the empirical correction parameters cT , cR , and sem that modify the MIST models. I estimate these parameters by marginalizing over
Θcluster based on fits to a series of “benchmark” clusters. To do this, I use a three-step approach:
1. Use optimization methods to compute the MLE for Θcluster , cT , cR , and sem for each cluster, allowing all
parameters to vary.
2. Fix cT and cR to be roughly the median value across all of the benchmark clusters, then re-optimze the
results starting from the previous MLE.
3. Fix sem to be the roughly the median value across all of the benchmark clusters, the re-optimize the results
starting from the previous MLE.
I perform this iterative conditional optimization using a combination of Powell’s method 240 and Nelder-Mead 213
implemented within the optimize.minimize routine in SciPy 303 . To avoid being biased by issues modeling
low-mass sources, for each cluster I impose a Gaia DR2 G-band cutoff Gmin below which no sources are included
in the fit.
The data we use to perform this calibration come from six open clusters: NGC 2548 (M48), NGC 752, NGC
188, NGC 2632 (Praesepe), NGC 2682 (M67), and NGC 3532. The reasons for choosing these particular open
clusters are as follows:
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• Well-studied: Each cluster has been the subject of numerous studies and have reasonably well-known literature “consensus” values of the overall metallicity, age, and distance to each cluster, often derived using
multiple methods.
• Wavelength coverage: With the exception of NGC 3532 (which does not have Pan-STARRS coverage),
all clusters have photometry and astrometry measurements from Gaia DR2 and photometry from PanSTARRS, 2MASS, and WISE. The long wavelength range is crucial for disentangling the relative impacts
of dust compared to those expected from our empirical corrections.
• Metal-rich: Due to issues modeling evolved stars on the horizontal giant branch at lower metallicities, all
clusters are required to have [Fe/H]init ∼ 0.
Cluster membership probabilities were assigned using the Hierarchical Density-Based Spatial Clustering of
Applications with Noise (HDBSCAN) algorithm 38,202,201 using proper motion and parallax measurements
from Gaia DR2. Photometry was taken from the Panoramic Survey Telescope and Rapid Response System
(Pan-STARRS) 44 , Two Micron All Sky Survey (2MASS) 282 , and AllWISE 57 surveys and cross-matched using Pan-STARRS as the primary within a 0.5 arcsecond radius. All photometric errors have 0.02 mags added
in quadrature to account for possible systematic effects (see also §4.3).
The final fit to NGC 2682 (M67) is shown in Figure 4.3 to illustrate the overall quality of our results. The fits
to the remaining five clusters are shown in Figures 4.4, 4.5, 4.6, 4.7, and 4.8. The final set of empirical isochrone
corrections are listed in Table 4.1 while the final set of empirical photometric offsets are listed in Table 4.2. We
find the resulting temperature and radius offsets agree well with observations from binary systems presented
in 47 . These isochrone-level corrections are applied in §3 and in all subsequent chapters unless explicitly stated
otherwise.

4.3

Calibration with “Benchmark” Field Stars

While the overall behavior of the empirical isochrone corrections was somewhat stable across clusters, I found
there was substantial variation in the derived photometric offsets sem from cluster to cluster. This led me to develop an independent pipeline to derive and validate photometric offsets between the MIST models and the data
using a sample of nearby, low-reddening stars with high-SNR parallax measurements.
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Table 4.2. A summary of the photometric offsets (see §4.1.5) derived for the empirical MIST
isochrone corrections used in brutus along with the estimated systematic errors in the models. Note
that the field values (highlighted in bold) are preferred.
Filter

Value (Cluster)

Value (Field)

Error (mag)

Gaia DR2a
G

1.03

1.01

0.02

BP

1.05

1.02

0.02

RP

1.00

0.97

0.02

Pan-STARRS
g

1.03

1.01

0.02

r

0.96

0.97

0.02

i

0.98

0.97

0.02

z

0.99

0.96

0.02

y

1.00

0.97

0.02

2MASS
J

1.00

0.99

0.03

H

1.04

1.04

0.03

Ks

1.02

1.04

0.03

WISE
W1

1.02

1.02

0.04

W2

1.07

1.03

0.04

a Offsets were derived using the latest Gaia DR2 filter

curves from Maíz Apellániz & Weiler 199 . They shift by
∼ 0.03 mag when using previously published filter curves.

Figure 4.3: The best-ﬁt cluster model (see §4.1) to Gaia DR2, Pan-STARRS, 2MASS, and AllWISE data for NGC 2862 (i.e. M67) for all

stars with G

> 17.0 (horizontal dashed black line). Color-magnitude diagrams (CMDs) for the sources associated with the cluster are

shown in the le four panels. Points are colored according to their log-likelihoods with respect to our best-ﬁt model, whose associated
isochrone tracks are overplo ed in red. The parallax measurements for the individual sources, colored according to their membership
probability, are shown in the top right along with the weighted mean (dashed orange line) and best-ﬁt distance (solid red). A summary of
the best-ﬁt parameters are shown on the bo om right. We see that the overall model is a good ﬁt to the SED overall, capturing the behavior across the MS and post-MS down to Gmin

= 17, and that the outlier model does a good job of reducing the contribu on of the
2.5%) percentage of outlying sources such as blue stragglers (top le area of CMDs). The values for for the age, metallicity,
and A(V) are in excellent overall agreement with measurements from the literature.

small (≈

The idea behind this method is straightforward. If a star has very precise parallax measurements, there is not
much allowed variation in the overall distance. The overall lack of dust also guarantees a fairly accurate measure
of the underlying luminosity. Taken together, I then expect that any photometric offsets between the model and
the data must be primarily due to sem . While this measurement will be noisy for any individual source and likely
vary as a function of Θ, averaging over a large enough number of sources will allow me to estimate sem robustly.
More formally, I aim to estimate sem,j in each band j by computing the ratio of the observed flux density F̂i,j for
star i to the predicted flux density Fi,j (Θ, Φ) averaged over the posterior P(Θ, Φ|F̂i,\j , ϖ̂i ) computed using the
measured flux densities F̂i,\j excluding band j, averaged across n sources:
n

sem,j

1X
≈
n i=1

Z

Fi,j (Θ, Φ)
F̂i,j
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P(Θ, Φ|F̂i,\j , ϖ̂i )dΘdΦ

(4.19)
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Figure 4.4: As Figure 4.3, but for NGC 188.

Figure 4.5: As Figure 4.3, but for NGC 752.
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Figure 4.6: As Figure 4.3, but for NGC 2548 (i.e. M48).

Figure 4.7: As Figure 4.3, but for NGC 2632 (i.e. Praesepe).
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Figure 4.8: As Figure 4.3, but for NGC 3532. Note that no Pan-STARRS data was available for use in the ﬁt.

Naively, computing this would require generating b sets of n posteriors (excluding each band in turn). Instead,
I opt to simply reweight the samples from the single set of n posteriors P(Fi,j |F̂i , Θ, Φ) computed using all the
bands. Assuming that each source i has a set of m samples {(Θi,1 , Φi,1 ), . . . , (Θi,m , Φi,m )} ∼ P(Θ, Φ|F̂i , ϖ̂i )
from the underlying posterior, our estimate then becomes
n

sem,j

1 X
≈
nm i=1

Pm

k=1 wi,j (Θi,k , Φi,k ) × Fi,j (Θi,k , Φi,k )
P
F̂i,j m
k=1 wi,j (Θi,k , Φi,k )

(4.20)

where the importance weights wi,j (Θi,k , Φi,k ) are defined as
wi,j (Θi,k , Φi,k ) =

P(Θ, Φ|F̂i,\j , ϖ̂i )
P(Θ, Φ|F̂i , ϖ̂i )

=

Lphot,\j (Θi,k , Φi,k )
Lphot (Θi,k , Φi,k )

(4.21)

where Lphot,\j (Θ, Φ) is the photometric likelihood excluding band j. Since computing the photometric likelihoods with and without band j is trivial, this procedure offers a much more computationally efficient way to
estimate photometric offsets.
I apply this overall procedure to a set of field stars selected using the following criteria:
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• |b| > 60: High Galactic latitude to avoid crowding and dust.
• E(B − V) < 0.2: Low amounts of dust in the region, as estiamted from the Schlegel et al. 273 dust map.
• ϖ̂/σϖ > 50: Extremely high signal-to-noise parallax measurements to ensure absolute distances are essentially fixed.
• Full photometric coverage: We require all sources have detections in Gaia, Pan-STARRS, 2MASS, and
AllWISE.
• Minit > 0.55 M⊙ : We require all sources to have initial masses that are sufficiently away from the low
edge of our mass grid (Minit = 0.5 M⊙ ). Using the MIST models, we approximate this to be the case
when G < −0.052 × (BP − RP)2 + 1.88 × (BP − RP) + 4.97, where G is the absolute Gaia G-band
magnitude estimated using the measured parallax.
This leaves a sample of n = 22933 stars. Their distribution in the Gaia G versus BP − RP CMD is shown in
Figure 4.9.
The resulting photometric offsets are listed in Table 4.2. These were derived as described above with three
main additions:
1. Rather than strictly using the weighted mean of the entire sample, I compute the median of weighted
mean estimates from jackknife realizations (n = 1000) in order to be less sensitive to possible outliers.
2. I apply a Gaussian prior over sem with a mean of 1 and standard deviation of 0.01 in each band to avoid
behavior where a combination of (large) offsets can become degenerate with adjusting entire intrinsic
stellar types. I incorporate this into the initial estimate of sem computed above by using bootstrapping to
estimate errors in the initial estimate and assuming the PDF is Gaussian.
3. I repeat the process iteratively by applying the sem estimated from the previous stage before computing
new estimates of the posteriors. I consider the results converged when each element of sem changes by less
than ∼ 0.01.
Overall, we find that the offsets for the empirical Bayestar models are on the order of ≲ 1%, which is expected since the Bayestar models were originally constructed using these exact datasets. The resulting offsets for
the MIST models (with empirical isochrone corrections) are on the order of ∼ 3%, in agreement with the results
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Figure 4.9: The number density of sources across the Gaia G versus BP

− RP CMD for the set of “benchmark” ﬁeld stars used to
= 1/(1 mas). Above a

calibrate empirical photometric oﬀsets for the MIST and Bayestar models assuming a distance of 1 kpc

given threshold colored histograms are used to highlight the number density; below this threshold individual sources are plo ed are

> 60), low reddening (E(B − V) < 0.2), and well> 50). with a few stellar popula ons are labeled (WD = white dwarf, MS = main sequence, MSTO = main
sequence turn-oﬀ, RC = red clump). The ﬁnal collec on of n = 22933 stars a er requiring full photometric coverage in Gaia DR2, PanSTARRS, 2MASS, and AllWISE is highlighted in the red box and shown on the right. The impact of the Pan-STARRS r < 14 satura on
limit and the Minit > 0.55 M⊙ ini al mass cutoﬀ are labeled.
gray points. The le panel shows the set of stars with high Galac c la tude (|b|

measured parallax (ϖ̂/σϖ

from §4.2, although the exact values differ somewhat between bands. We find that applying these offsets substantially improves the quality of the fits for the MIST models, increasing the number of objects with χ2 /b ≲ 1 by
∼ 20%. In total, we find that ∼ 95% of the sample is well-fit by both sets of models.
The behavior of these offsets for the Bayestar and MIST models as a function of magnitude and position on
the Gaia CMD is shown in Figures 4.10 and 4.11, respectively. As expected, the Bayestar models do not exhibit
large variations since they were calibrated on similar datasets (Pan-STARRS and 2MASS) to the one used here.
By contrast, the MIST models exhibit large variation (∼ 0.05 mag) across both magnitude and position on the
CMD, especially on the blue side. This is in line with expectations from Choi et al. 47 . A combination of this
observed behavior, expected systematics from each survey, and the disagreement between estimates of sem derived
in §4.2 and §4.3 is used to set the combined systematic errors in each band listed in Table 4.2.
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Figure 4.10: Residual magnitude oﬀsets within the Bayestar models in the Pan-STARRS (top) and 2MASS (bo om) data over the

“benchmark” ﬁeld star sample (Figure 4.9) a er correc ng for mean photometric oﬀsets using the procedure described in §4.3. The top
row of each set of ﬁgures shows the normalized density of stars as a func on of Δmag versus observed magnitude in each band, while

the bo om row shows the corresponding oﬀset as a func on of posi on on the Gaia G versus BP

− RP CMD from Figure 4.9. Since

the empirical Bayestar models were originally constructed using both Pan-STARRS and 2MASS photometry, as expected the overall
oﬀsets are small (≲

1%) and only display weak trends as a func

on of magnitude and posi on of the CMD.
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Figure 4.11: As Figure 4.10, but now showing the residual magnitude oﬀsets within the MIST models in the Gaia (top), Pan-STARRS,

and 2MASS+AllWISE (bo om) data. Compared to the Bayestar models (Figure 4.10), the oﬀsets here are substan ally larger (∼
and display strong trends as a func on of magnitude and posi on of the CMD, especially in the bluest and reddest bands.

3%)

An approximate answer to the right problem is worth a
good deal more than an exact answer to an approximate
problem.
John Turkey

5

Photometric Biases in Modern Surveys

In §4, I examined systematics related to the underlying stellar models. I now turn to examine systematics in the
photometric data over which the stellar models will be applied in §6 and §7. While this is particularly important
for understanding limits on the accuracy of recovered stellar parameters, precise flux density measurements are
crucial for many areas of astronomy outside of determining precise colors and bolometric luminosities for stellar
and galactic modeling 233 , including analyzing time-variable signals when searching for exoplanets 156 . For example, the Large Synoptic Survey Telescope (LSST) will require photometric precision of ∼ 1% for weak-lensing
studies, supernova cosmology, classifying potentially hazardous asteroids, and to separate out main sequence and
giant stars to map the galaxy 140 .
Photometric accuracy is also important for measuring photometric redshifts 23 . By using multi-band forced
photometry to improve the photometric accuracy, 217 significantly improve photometric redshift accuracy in the
Spitzer Extragalactic Representative Volume Survey. In a survey with billions of objects, statistical uncertainty
(which generally averages down with the square root of the number of objects) may be generically less important
than systematic bias (which does not). Understanding systematic biases is therefore crucial when trying to model
data from large photometric surveys.
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Historically, the gold standard for precision photometry was photoelectric measurement with a photomultiplier tube 169,170 . The photons entering an aperture of, e.g., an eight arcsecond radius were detected and counted.
In this way, hundreds of stars could be measured with great precision, and these “standard stars” formed the basis
of the commonly used photometric systems. Landolt’s repeat measurements of these standards were impressively
consistent, but even the “Landolt Faint Standards” 171 are relatively bright compared to the saturation limit of
modern wide-area surveys.
Modern surveys use arrays of pixelated sensors such as charge-coupled devices (CCDs) in the optical/UV
bands and mercury-cadmium-telluride (HgCdTe) devices in the near infrared. Surveys then perform “aperture
photometry” by adding up all (background-subtracted) counts inside of a circle (or ellipse) in an image. This process works well for isolated stars well above the background noise, and forms the basis of, e.g., the Sloan Digital
Sky Survey (SDSS) 313 photometric calibration 224 . Aperture photometry is widely used in astronomical surveys
including the Two Micron All Sky Survey (2MASS) 282 , the Cosmological Evolution Survey (COSMOS) 275 , and
the Transiting Exoplanet Survey Satellite (TESS) 254 .
Aperture photometry, however, has several significant issues that hamper its usage. To place the aperture, the
center of the point spread function (PSF) must be estimated with techniques like the image centroiding method,
but these estimates may be inadequate if the source is crowded or faint 58 . To gather nearly all the light from a single source, apertures need to be relatively large compared to the seeing of the image. Since all pixels (except those
on the boundary) in an aperture have equal statistical weight, including those with very little flux density from
the source, enlarging the aperture can reduce the signal-to-noise ratio (SNR) of faint sources closer to the background 136 . Shrinking the size of the aperture can mitigate this problem but results in some amount of light from
most sources being excluded, necessitating an “aperture correction” that needs to be calibrated 136,290 . Aperture
photometry can also become quite sensitive to issues relating to background estimation: because all counts in the
aperture are being added together, these systematic offsets contribute an increasing portion of the counts with
increasing aperture size 136 .
Motivated by the need to photometer crowded fields, astronomers introduced PSF photometry in algorithms
like ROMAFOT 37 and DAOPHOT 289 which apply a 2-D matched filter 299 to the image. For point sources
the appropriate 2-D “filter” is the point-spread function. Put another way, PSF photometry involves a parametric generative model of the noiseless data as a function of some parameters Θ. Combining this with an appropriate noise model then yields a likelihood function. Maximizing the likelihood then provides an estimate
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of the flux density with the highest signal-to-noise ratio. For resolved sources, the appropriate filter is the PSFconvolved profile of the source: in model-fitting photometry, a parameterized model profile (e.g., exponential, de
Vaucouleurs) is used to approximate the source profile. Photometry then involves estimating the model profile
parameters as well as the flux density of the source.
Even for point sources, which are the primary models considered in this work, this process is not always straightforward. While aperture photometry simply requires an appropriately-sized aperture, PSF photometry relies on
having an accurate model of the underlying source. This requires knowing the PSF precisely across the image
to avoid applying a mismatched filter. The PSF is often extracted from the image itself using algorithms like PSFEx 17 . While for space-based telescopes the PSF can be quite stable, for ground-based surveys it varies as a function of time and position in the focal plane to such a degree that it can cause flux density errors of 1 − 2% (on
the order of the stellar modeling systematics shown in §4), dominating the measurement error budget of bright
stars 224 .
Furthermore, while PSF photometry can perform better than aperture photometry for fainter objects by
avoiding “overweighting” the background, it still struggles in crowded regions where the measured parameters
for objects become covariant with those of close neighbors (or even bright neighbors that are not so close). In the
extremely crowded limit, the challenge of estimating the PSF and the background level may become severe. These
questions, however, have been explored elsewhere 31,239 and so will not be discussed further here.
In this chapter, I will use the term “maximum likelihood (ML) photometry” (or MLE photometry) as an umbrella term for any algorithm that uses (1) a parametric generative model of the data and (2) a noise model to
define (3) a likelihood and that (4) estimates flux densities by maximizing this likelihood. The generative model
need not be complicated (e.g., the image of a point source may be approximated by a 2-D circular Normal) and
the noise model can also be simple (e.g., identical errors). In particular, when the noise is assumed to be independent and Normal in each pixel maximizing the likelihood amounts to solving a least squares problem (i.e.
chi-squared minimization), similar to the one described in §2.3.
ML photometry does not include algorithms that use a PSF but do not maximize a likelihood to estimate flux
density. In a Bayesian statistical framework, for instance, the likelihood can be combined with prior beliefs to
yield a posterior distribution in flux density (see §1). Some algorithms return samples from a Bayesian posterior,
like The Tractor 172 in sampling mode or probabilistic cataloging 31,239 while others use variational inference,
like Celeste 249,250 .
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This maximum likelihood approach has been implemented in many software packages that are widely used in
astronomy, including DAOPHOT/ALLFRAME 289,291 , DoPHOT 266 , HSTphot/DOLPHOT 67 , Photo 195 ,
psphot 198 , The Tractor 172 in optimization mode, the Hyper Suprime-Cam (HSC) pipeline 27 , and the
LSST Stack 146 . While these software packages differ on implementation details (e.g. estimating the sky level,
measuring the PSF, and deblending sources), they are similar in how they measure the positions and flux densities
of sources. They all maximize the likelihood of a PSF (or PSF-convolved model for extended sources) as a function of position and flux density (PSF/model fitting photometry for point/extended sources), possibly alongside
aperture photometry at the same positions.
Although ML photometry (in theory) maximizes the SNR (i.e. is most precise), that does not mean that it
is unbiased (i.e. is most accurate) or gives proper errors (i.e. has appropriate coverage). Indeed, Cox & Snell 56
showed that maximum-likelihood estimators are generically biased to order SNR−2 . While there are many biases/systematic errors that can appear in photometry 217 , in this chapter I focus on the biases that arise in ML
photometry due to it being a maximum-likelihood estimator. I show that this leads the flux density estimates
to generally be biased high, and that it broadly arises from PSF photometry “over-fitting” the data in a way that
breaks symmetries. While this bias is generally small (a ∼ 1% effect at 10σ for a point source) and likely not of
concern for an individual source, its impact may be magnified when using a large population of low signal-tonoise sources.
This outline of this chapter is as follows. In §5.1, I introduce a simplified version of ML photometry with a
single source and Normal noise. In §5.2, I derive the flux density bias in the MLE flux for a point source and the
corresponding uncertainty introduced when correcting for it. In §5.3, I compute the flux bias for multi-band
photometry in both the forced photometry and simultaneous fit case. In §5.4, I show that the flux bias is present
in mock data pipelines and SDSS data. In §5.5, I discuss these findings and show that the flux bias persists when
using aperture photometry and that the flux bias is larger for extended sources such as galaxies. I summarize the
results and give some additional remarks in §5.6.
All the data and code used to create the plots presented in this chapter are available online at https://github.
com/joshspeagle/phot_bias so that anyone can investigate the nature of this bias for themselves.
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5.1

Maximum-Likelihood Photometry

Consider an n × m footprint of a pixelated image containing only one point source at some true position (x∗ , y∗ )
with some true flux density f∗ . Assume the pixel-convolved point spread function (PSF) is constant throughout
the footprint and is exactly known. Let the value of the pixel-convolved PSF in pixel i for a point source located
at position (x, y) be pi (x, y). For notational convenience, the values across the whole image will be modeled as the
nm × 1 column vector px,y ≡ p(x, y) = {. . . , pi (x, y), . . . }.
Assume that an estimate of the sky background1 has been subtracted from the footprint and that (residual)
sky background in the footprint is Normally distributed with nm × 1 mean column vector b∗ and nm × nm
covariance matrix C, where the noise C is known but the mean bias b∗ is not. The observed background noise in
our pixels b̂ ≡ {b̂1 , . . . , b̂nm } is then distributed as
b̂ ∼ N (b∗ , C)

(5.1)

where N (μ, C) is again the multivariate Normal distribution with mean vector μ and covariance matrix C.
In the case where the background noise is independently and identically distributed (iid) with mean b∗ and
variance σ2 the noise in each pixel follows
b̂i ∼ N (μ = b∗ , σ2 = σ2 )

(5.2)

and the mean and covariance become b∗ = {b∗ , . . . , b∗ } and C = diag({σ2 , . . . , σ2 }). Although I will often
use vector/matrix notation for compactness, I will derive results assuming the iid case throughout the main text.
Some corresponding results for the general case are included in §B.
Excluding noise from the sky background, the value of the model image for a point source at location (x, y)
and with flux density f is
F(x, y) = fpx,y

(5.3)

The nm × 1 observed flux densities F̂ within the footprint for our object with true flux density f∗ at position
1

I define the sky background to be any flux not coming from the sources that are being cataloged, e.g., scattered light
from the atmosphere and telescope, dark current, and sources below the detection threshold.
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(x∗ , y∗ ) are then distributed as
F̂(x∗ , y∗ , b∗ ) = F∗ (x∗ , y∗ ) + b̂ ∼ N (f∗ px∗ ,y∗ + b∗ , C)

(5.4)

The log-likelihood for a model consisting of a single point source at location (x, y) with flux f and background b
is then
ln L(x, y, f, b) = −

nm
1 X
(f̂i − fpi (x, y) − b)2
ln(2πσ2 ) − 2
2
2σ i

(5.5)

When extracting photometry, most often a maximum-likelihood (ML) approach is used. While ML estimators have been widely studied in the statistics literature, I derive some basic results for their application to photometry in this section for completeness. These results are already known in the literature and appear in, e.g.,
King 154 .

5.1.1 Flux Density
Denote the maximum-likelihood (i.e. best-fit) flux for a given position (x, y) and background b as fMLE (x, y, b).
By definition, the partial derivative of the log-likelihood at fMLE (x, y, b) with respect to f is zero such that
∂f ln L(x, y, fMLE , b) =

1 X
(f̂i − b)pi (x, y) − fMLE p2i (x, y) = 0
σ2 i

where ∂f ≡ ∂/∂f. This yields

P
fMLE (x, y, b) =

f̂i − b)pi (x, y)
i (P
2
i pi (x, y)

(5.6)

(5.7)

which is equivalent to using the PSF centered at (x, y) as a matched filter against the background-subtracted image.
A naive estimate of the error/uncertainty in the maximum-likelihood flux density estimate σ̃f (x, y) can be
constructed by calculating the (negative inverse of) the second derivative with respect to flux density
−1

σ2
=P 2
σ̃2f (x, y) ≡ − ∂f2 ln L
≡ Apsf (x, y) × σ2
p
(x,
y)
i
i
where Apsf (x, y) ≡ 1/

P

(5.8)

2
i pi (x, y) is the “effective area” of the PSF. This uncertainty is proportional to the back-

ground noise σ and effective PSF area

q
Apsf (x, y) (i.e. the uncertainty is larger when the PSF is broader). The
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estimate is naive because it ignores the possible covariances between flux density and other parameters. See §B for
additional details.
As an example, a circular Normal PSF with a standard deviation of s pixels has an effective area of
2
AG
psf → 4πs

(5.9)

in the oversampled limit where (n, m) ≫ s ≫ 1 (i.e. the footprint is large compared to the size of the PSF which
is also large compared to the size of a single pixel).

5.1.2 Position
One can define the maximum-likelihood positions (xMLE , yMLE ) the same way by setting the partial derivative of
the log-likelihood with respect to (x, y) to zero. Using xMLE as a representative case:
∂x ln L(xMLE , y, f, b) =


f X
(
f̂
−
b)
−
fp
(x
,
y)
∂x pi (xMLE , y) = 0
i
i MLE
σ2 i

(5.10)

Similarly, the naive error/uncertainty in (xMLE , yMLE ) can be found by calculating the second derivative with
respect to position:
σ2
σ̃2x (xMLE , y, f, b) = 2
f

X
i


1
(∂x pi (xMLE , y))2 −
(f̂i − b) − fpi (xMLE , y) ∂x2 pi (xMLE , y)
f

!−1
(5.11)

This expression has two components. The first involves the square of the first derivative of the pixel-convolved
PSF (∂x pi )2 , while the second involves the second derivative of the pixel-convolved PSF ∂x2 pi weighted by (fractional) model residuals. Assuming that the residuals are sufficiently small relative to f and the PSF varies sufficiently slowly across the footprint, we can ignore this term and approximate the error as
σ̃2x (xMLE , y, f)
P

1
σ2
≈ 2P
2 ≡ Spsf (xMLE , y) ×
f
i (∂x pi (xMLE , y))
2

f2
σ2

−1

(5.12)

is the “effective smoothness” of the PSF, analogous to the effective
q
area Apsf (x, y). Note that the position error is directly proportional the effective PSF smoothness Spsf (x, y) and

where Spsf (x, y) ≡ 1/

i (∂x pi (xMLE , y))



inversely proportional to the signal-to-noise ratio (SNR) f/σ.
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As above, for the case with a circular Normal PSF with a standard deviation of s pixels, the effective smoothness is
4
2
SG
psf → 8πs = 2s Apsf

(5.13)

in the oversampled limit for (n, m) ≫ s ≫ 1. This gives a corresponding position error of
σ2x

→

2
2s2 AG
psf σ

f2

= 2s

2

f2
σ̃2f

!−1
(5.14)

where σ̃2f is the naive flux density error estimate from §5.1.1.

5.1.3 Background
For a given flux density f and position (x, y), one can solve for the maximum-likelihood background bMLE by
again taking the first derivative and setting it to zero:
∂b ln L(x, y, f, bMLE ) =

1 X
f̂i − fpi (x, y) − bMLE = 0
σ2 i

The ML solution is then
bMLE (x, y, f) =
with the associated naive error
σ̃2b =

(5.15)

1 X
f̂i − fpi (x, y)
nm i

(5.16)

σ2
σ2
≡
nm
A

(5.17)

where A = nm is the area of the footprint.
This result shouldn’t be surprising, since it implies that the maximum-likelihood background is just the mean
residual between the model fpx,y and the data F̂ in our given n × m footprint. Since I have assumed a fixed value
b across the footprint, this is summed over all the pixels. While the background often shows significant spatial
variation, approximating it as locally constant in a small area around a source can be useful. For example, psphot
fits for a constant local background in its convolved galaxy model fits 198 . To capture spatial variation in larger
areas, the background is often approximated by a slowly varying function: for example, hscPipe uses a sixthorder 2-D Chebyshev polynomial 27 . Results for the general case where the background is actually a function of a
k nuisance parameters β across the footprint are outlined in §B.
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5.2

Bias in Maximum-Likelihood Estimates

While ML estimators are consistent estimators (i.e. fMLE → f∗ as f/σf → ∞) assuming no model mismatch,
they are not guaranteed to be unbiased at any finite SNR. I will now derive estimates of the expected bias between
the ML flux density estimate fMLE and the true flux density f∗ along with its associated variance in the ideal case
where (x∗ , y∗ , b∗ ) are known (§5.2.1) and the general case where it is not (§5.2.2). A schematic outline of our
results is illustrated in Figure 5.1.

5.2.1 Ideal Case
It is helpful to rewrite the noisy observed flux densities F̂ in terms of random variables such that
f̂i = f∗ pi (x∗ , y∗ ) + b∗ + σZi ∼ N (f∗ pi (x∗ , y∗ ) + b∗ , σ2 )

(5.18)

where each Zi ∼ N (0, 1) is an iid random variable drawn from the standard Normal distribution with mean
μ = 0 and variance σ2 = 1. This represents a re-framing of the underlying data generating process: start with the
true underlying model f∗ p(x∗ , y∗ ) + b∗ and add on a particular value comprised of Zi drawn from N (0, 1) scaled
by the standard deviation σ.
Given Equation (5.18), the likelihood at the true position (x∗ , y∗ ) and background b∗ then reduces to
ln L(x∗ , y∗ , f, b∗ ) = −

A
1 X ∗
ln(2πσ2 ) − 2
((f − f)pi (x∗ , y∗ ) + σZi )2
2
2σ i

(5.19)

Setting the partial derivative ∂f ln L = 0 then allows me to write the ML flux density estimate as
fMLE (x∗ , y∗ , b∗ ) = f∗ + P

X
σ
Zi pi (x∗ , y∗ )
2 (x∗ , y∗ )
p
i i
i

(5.20)

Noting that the latter term is actually normally distributed, I rewrite this as
X
σ
P 2 ∗ ∗
Zi pi (x∗ , y∗ ) ∼ N
p
(x
,
y
)
i
i
i



σ2
0, P 2 ∗ ∗ = σ̃2f (x∗ , y∗ )
i pi (x , y )


(5.21)

where the equality comes from Equation (5.8). This immediately implies that the ML flux density estimate is
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Figure 5.1: A schema c illustra on of the bias described in §5.2. If the true posi on is known and held ﬁxed, then random noise ﬂuc-

tua ons tend to cause the es mated ML ﬂux density fMLE to randomly ﬂuctuate around the true value f∗ with a typical dispersion of

σf (see §5.1). Since these ﬂuctua

ons are symmetric, the average es mated ﬂux density is unbiased, as shown on the le in blue. Allow-

ing the posi on (x, y) to vary, however, breaks this symmetry because noise ﬂuctua ons tend to draw the ML posi on (xMLE , yMLE )

away from the true posi on (x∗ , y∗ ) to improve the ﬁt. This slightly biases fMLE against smaller values near the true posi on and leads
to an overall posi ve bias in the es mated ﬂux density, as shown on the right in red. This argument can be generalized to more complex
models such as galaxies (see §5.5.4), which introduce addi onal ways in which model parameters can “soak up noise” in ways that break
symmetry.

distributed as
fMLE (x∗ , y∗ , b∗ ) ∼ N (f∗ , σ2f (x∗ , y∗ ))

(5.22)

since the naive error estimate σ̃2f (x∗ , y∗ ) is equivalent to the true error σ2f (x∗ , y∗ ) in the single parameter case (see
§B). In other words, given the true values of (x∗ , y∗ , b∗ ), the ML flux density estimate fMLE is an unbiased estimate of the true flux density f∗ with a variance of σ2f (x∗ , y∗ ) corresponding to the true variance.

5.2.2 General Case
Following our random variable notation above, at the true values (x∗ , y∗ , f∗ , b∗ ) of the position, flux density, and
background, respectively, I rewrite the likelihood of the noisy data as
ln L(x∗ , y∗ , f∗ , b∗ ) = −

A
1X 2
ln(2πσ2 ) −
Z
2
2 i i

(5.23)

where the Zi ∼ N (0, 1) are again iid normal random variables. The sum of their squares represents the sum of
the error-normalized residuals. I rewrite this by noting that
nm
X
i=1

Z2i ∼ χ2A

(5.24)

which follows a chi-square distribution with A = nm degrees of freedom.
In general, I expect the best-fit parameters to “absorb” some of the scatter present in the data since they are allowed to vary when trying to maximize the likelihood. I can make this more rigorous using Cochran’s theorem 52 ,
which implies that the sum of error-normalized residuals for a fit with p free parameters Θ will follow
(F̂ − FΘMLE )T C−1 (F̂ − FΘMLE ) ∼ χ2A−p

(5.25)

with the sum of error-normalized residuals for the ML solution distributed as
∗
2
(Θ∗ − ΘMLE )T C−1
Θ (Θ − ΘMLE ) ∼ χp
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(5.26)

such that their combined sum is
∗
2
(F̂ − FΘMLE )T C−1 (F̂ − FΘMLE ) + (Θ∗ − ΘMLE )T C−1
Θ (Θ − ΘMLE ) ∼ χA

(5.27)

since χ2i + χ2j ∼ χ2i+j .

Decoupled Background
There is an asymmetry between the parameters connected to modeling the object and those connected to modeling the background. When modeling an object, (f, x, y) can all modify the model image and provide information
on the scale of the PSF. Even as the size of the footprint (n × m) → (∞, ∞), there is a minimum variance σ2f,min
achievable set by Amax
psf and σ.
In contrast, the background estimate can continually improve as the image becomes larger. This holds true
for any finite-parameter background model (see §B) as the size of the footprint A → ∞ becomes infinitely
large. This implies that there is a fundamental difference between “object-related” parameters and “backgroundrelated” parameters.
In the case where the area of the footprint is substantially larger than the effective area of the PSF (i.e. A ≫
Apsf ), one can consider the object parameters effectively decoupled from background parameters. In §B, I show
that the freedom in the object position parameters leads to a bias2 in the generalized ML flux density fMLE ≡
fMLE (xMLE , yMLE ) relative to the ideal (unbiased) ML flux density f∗MLE ≡ fMLE (x∗ , y∗ ) in §5.2.1 that to leading
order goes as
f∗MLE ≈ fMLE

2

X2 σ̃f
1 − 2 2MLE
2 fMLE

!
(5.28)

where X22 ∼ χ22 is a random variable drawn from the chi-square distribution with 2 degrees of freedom (which is
determined by the 2 parameters (x, y) used to fit for the position). This leads to a fractional bias of
σ̃2fMLE
δfMLE
E[f∗MLE ]
≡1−
≈ 2
fMLE
fMLE
fMLE

(5.29)

where E[f∗MLE ] is the expectation value of f∗MLE . This shows that fMLE is biased high relative to the true under2

Note that this effect is completely independent of (and unrelated to) selection effects such as Malmquist bias that can
also cause sources to naturally be biased high close to detection limits/cutoffs. It is also independent of Eddington bias,
which causes the number of bright objects to be overestimated when faint objects are more common than bright ones.
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lying flux density f∗ . See §B for a more detailed derivation involving higher-order terms and B for an alternate
derivation using bias tensors. This bias is the same as the “gradient bias” identified by 142 and the “noise bias”
identified by 248 . A related derivation was done by 118 that neglected the correlation between noise and the maximum likelihood position and obtained a different result. The authors of that paper confirm that when they
include the noise-position correlation, they agree with our result (private communication). Note that unlike the
ML flux density, the mean flux density fmean (derived from, e.g., Markov Chain Monte Carlo methods; see §1) is
in fact an unbiased estimator of the true flux. See §B for additional details.
This result gives a straightforward procedure to approximately “de-bias” fMLE using Equation (5.28). Doing
so, however, increases the variance in the measurement to first-order by
∗
σ2fMLE
]
V[fMLE
≈
f2MLE
σ̃2fMLE

(5.30)

since the exact bias for any individual measurement is not known. This is an example of the bias-variance tradeoff and leads to an increase in the total effective error following
σ̃f∗MLE

q
= σ̃2fMLE + V[f∗MLE ] ≈ σ̃fMLE

1 V[f∗MLE ]
1+
2 σ̃2fMLE

!

2

= σ̃fMLE

1 σ̃f
1 + 2MLE
2 fMLE

!
(5.31)

The magnitude of this bias for PSF photometry is generally small but not totally negligible: a nominally 10σ
source (i.e. fMLE = 10σ̃fMLE ) incurs a 1% bias and 0.5% error underestimate. I will return to this in §5.5.4 when I
examine the behavior of fMLE when modeling extended objects.
I test these analytic predictions by creating a set of simulated point-source images and running maximumlikelihood photometry on them. The simulated images have a point-source with a circular Normal PSF of σ =
2 pixels in the center of a 101 × 101 pixel image with iid Normal noise in each pixel. I simulate sources of
nine fluxes ranging from 4.0σ to 9.4σ, evenly spaced in 1/SNR. For each flux, I create 100,000 different simulated images. I solve for the ML parameters using the Trust Region Reflective algorithm (as implemented in
scipy.optimize 303 ), initialized with the true parameters to ensure that the optimizer finds the global maximum.
Figure 5.2 shows that the mean flux bias and flux errors from these simulated images agree well with our predictions.
It is crucial to note this bias does not by itself arise from the fact that ML estimators tend to “overfit” the data
when they use more parameters than are justified by the data. If that were the case, I should not have found that
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Figure 5.2: Le : The bias in the es mated maximum-likelihood ﬂux density for a point source assuming a ﬁxed background rela ve to

the true value. First (red) and second-order (blue) analy c predic ons (§B) are compared with results from simulated images. The ﬂux
es mate is biased high because the posi on parameters will move to be er ﬁt the noise in the data, increasing the log-likelihood and
−2

es mated ﬂux. To leading order in SNR, the frac onal ﬂux bias is SNR

. Right: The bias in the derived errors a er correc ng for the

mean bias in the ML ﬂux. Since the exact bias for any individual measurement is not known, subtrac ng the average bias increases the
error by 1/2 × SNR

−2

. This is an example of the bias-variance tradeoﬀ where decreasing the bias increases the variance.

the ML estimate at the true position fMLE was actually unbiased because the fitted parameters are exactly those
used in the data-generating process. Instead, this bias arises because of the way in which this overfitting occurs.
At the true position, fMLE is allowed to adjust to the noise, but it does so in a symmetrical way: the noise fluctuations in the image are symmetric, and so fMLE is just as likely to fluctuate upwards relative to f∗ as it is to fluctuate downwards. Once the position (x, y) is allowed to vary, however, the model can move the source to absorb
nearby positive noise. This breaks the symmetry from earlier: the source will tend to stay in the correct position
with an overestimated fMLE when the noise fluctuates upwards around the true position (x∗ , y∗ ), but will try
to move position and absorb nearby positive noise when the noise fluctuates downwards around (x∗ , y∗ ). This
position-dependent behavior of fMLE is broadly illustrated in Figure 5.1 and shown in more detail in Figures 5.3
and 5.4. Averaging over this behavior as a function of position then gives the results derived above. I note that for
sources that can be confidently detected (ie. SNR > 5), the ML positions only move from the true positions by
fractions of a pixel (see Equation (5.14)). Thus the bias arises because the noise modifies the global maximum in
the likelihood function, not because it creates a new local peak.
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Coupled Background
The result I derived above holds if the image is sufficiently large that background estimation is effectively decoupled from modeling the actual object. In the case where this is not true (i.e. A ̸≫ Apsf ), I need to consider how
background estimation is covariant with our model parameters. For example, in extragalactic deep fields, Apsf
is larger than it would be for point sources because it is the effective area of a galaxy profile convolved with the
PSF, while the footprint area A is limited by spatial variations in the PSF. The mixed 2nd-order derivatives of the
log-likelihood give
1
1 X
pi (x, y) = − 2
2
σ i
σ
f X
∂x pi (x, y) ≈ 0
∂x ∂b ln L(x, y) = − 2
σ i
∂f ∂b ln L(x, y) = −

(5.32)
(5.33)

assuming that pi (x, y) is oversampled and roughly symmetric in x. As shown in §B, the contribution from the
mixed partial with respect to f and b is expected to contribute to a fractional underestimate of the variance proportional to the ratio A/Apsf of the area of the footprint versus the effective area of the PSF. This gives a modified
variance of
σ2f (x, y) =

Apsf (x, y) × σ2
1−

Apsf (x,y)
A

=

A
× σ̃2f
A − Apsf (x, y)

(5.34)

since by construction A ≥ Apsf . Note that I have dropped σ̃f since σf is now the “true” uncertainty of the ML
estimator that takes into account the relative coupling between the ML background estimate bMLE and the parameters used to model the object (fMLE , xMLE , yMLE ).
Substituting in σf for σ̃f into the expressions from earlier then modifies the effective SNR to give
σ2f
σ2fMLE
δfMLE
V[f∗MLE ]
≈ 2MLE ,
≈
fMLE
fMLE
σ2fMLE
f2MLE

(5.35)

When the effective size of the footprint is large compared to the PSF, then A/(A − Apsf ) → 1 and the background is effectively decoupled from the modeling of the object, leading to the results derived previously. When
the effective size becomes more comparable to the PSF, then A/(A − Apsf ) → ∞ and the covariance between
the background and flux density dominate the error budget. This has the effect of increasing the expected bias by
decreasing the effective SNR.

191

Figure 5.3: An illustra on of the “centering bias” described in Figure 5.1. When random ﬂuctua ons lead to “noise peaks” near the true

posi on, the maximum-likelihood posi on (xMLE , yMLE ) will remain close to the true posi on (x∗ , y∗ ) but the ﬂux density fMLE will
be overes mated. When random ﬂuctua ons generate noise peaks further from the true posi on, however, the ﬁt follows them away
from the true posi on (top panels). This process systema cally biases the distribu on of fMLE (xMLE , yMLE ) at the maximum-likelihood
posi on to larger values compared to the distribu on of fMLE (x∗ , y∗ ) values that would be es mated at the true posi on (bo om
panels). The general behavior in Figure 5.2 describing the mean bias arises from averaging over these two behaviors.

While a coupled background worsens the bias that arises when the source position is unknown, no bias arises
if the true source position is known and the background is uniform. In this case, the model image is linear in all
the free parameters (f and b) and so no bias is incurred. The covariance between the background level and flux
density of the source will still inflate the uncertainty in the flux density, as shown in Equation (5.34).
I augment the set of simulation images used to generate Figure 5.2 by considering five different image sizes
approximately evenly distributed in 1/A: 11, 13, 15, 23, and 101 pixels. The effective SNR of a given flux will
decrease as image size decreases. In Figure 5.5, I show that the analytic predictions hold in these simulated images
when considering effective SNR.
I want to note that while this effect is conceptually informative, in practice the impact is extremely small. For
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Figure 5.4: The impact of “centering bias” on the es mated maximum-likelihood ﬂux density fMLE as a func on of signal-to-noise ra o

(SNR). Top: The bias in fMLE for a point source, assuming a ﬁxed background, rela ve to the true value as a func on of posi on (x, y)

at various signal-to-noise ra os (SNR). In all cases, fMLE is biased high near the true posi on and low at the outskirts with amplitudes

based on the SNR. Bo om: The corresponding distribu on of fMLE across all posi ons (gray) compared with those with small posi on
oﬀsets (red, extracted inside the red circles in the top panels) and large posi on oﬀsets (blue, extracted outside the blue circles in the
top panels). The (unbiased) distribu on that would arise if the posi on (x, y) was ﬁxed to the true value (x∗ , y∗ ) is shown as the thick
black dashed curve. Because the posi on is le free, the ﬁt is allowed to move away from the true posi on whenever noise ﬂuctua ons
would tend to lead to smaller inferred fMLE at a given posi on. This systema cally “removes” low fMLE es mates derived near the true
posi on, which are subsequently biased high. At larger posi on oﬀsets, the model has less overlap with the true PSF, which in general
biases fMLE low. The general behavior in Figure 5.2 describing the mean bias (shown in purple) arises from averaging over these two
behaviors.

instance, in SDSS the background is determined in patches of 256 × 256 pixels.3 With a median seeing of 1.32′′
in r band4 and pixel size of 0.4′′ 115 , Apsf /A = 4.4 × 10−4 . Similarly, in LSST the background will be determined
in patches of 256 × 256 or 512 × 512 pixels.5 With a median seeing of 0.7′′ in r band and pixel size of 0.2′′ 194 ,
Apsf /A = 4.3 × 10−4 if the background is determined using 256 × 256 pixel patches. A significantly larger effect
is present in unWISE 270 , which estimates the sky background in much smaller (20 × 20) pixel regions: with a
PSF FWHM of 6′′ and a pixel scale of 2.75′′ 311 , Apsf /A = 2.8%.
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Figure 5.5: As Figure 5.2, but now with a variable background and computed over various image sizes. The eﬀec ve signal-to-noise

ra os (SNRs) decrease due to the covariance between the background and the es mated ﬂux density as described earlier, which depend
on the rela ve size of the image A compared to the eﬀec ve size of the point-spread func on Apsf . The analy c predic ons computed
using these lower eﬀec ve SNRs s ll model the data well.

5.3

Extension to Multi-Band Fitting

I now examine the case where an object is modeled in multiple bands. I will consider two cases. The first (§5.3.1)
is where the object is “detected” in a single band, after which the position is fixed across all the bands. This is
analogous to surveys such as the Hyper Suprime-Cam Subaru Strategic Program Survey (HSC-SSP) 4 , which
prefers i-band as the “reference band” for multi-band object detections 27 . The second (§5.3.2) is where the object is modeled simultaneously across all bands. This is somewhat equivalent to detecting an object in a stacked
(PSF-matched) image constructed from all the bands as proposed by Szalay et al. 293 , as is done by AllWISE 57 ,
COSMOS 167 , and the Dark Energy Survey 206 .

5.3.1 Single-band Detection
MLE
Let’s assume that the object is detected in band D, after which the ML position (xMLE , yMLE ) = (xMLE
D , yD ) ≡

(xD , yD ) is fixed. As shown in §5.2, the ML flux density estimate in this band is expected to be overestimated by
an amount based on the PSF-normalized SNR. Following our previous assumption that the likelihood is multivariate normal around the ML parameters ΘMLE , one would expect the values for our ML flux density estimates
3

https://www.sdss.org/dr14/algorithms/sky/
https://www.sdss.org/dr14/imaging/other_info/
5
https://confluence.lsstcorp.org/display/LSWUG/Measurement+in+the+LSST+Stack
4
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fj,MLE in other band j ̸= D to be
P
fj,MLE (xD , yD , b∗j )

≈

∗
∗ ∗
i (fk pi (x , y ) + σj Zi )pi (xD , yD )
P 2
i pi (xD , yD )

(5.36)

where Zi is again an iid normally distributed random variable, σj is the noise in band j, and I have again assumed
that background bj is known and fixed to the true value b∗j . This result is analogous to Equation (5.20), except
that I have assumed a mismatch in the position between our model at (xD , yD ) and the source at (x∗ , y∗ ).
The expectation value of fj,MLE assuming (xD , yD ) is fixed is
E[fj,MLE | xD , yD ] ≈ f∗j ×

P

∗ ∗
i (x , y ) pi (xD , yD )
i pP
2
i pi (xD , yD )

(5.37)

P
Since I expect the mismatched PSF term to be smaller than the matched PSF term i pi (x∗ , y∗ )pi (xD , yD ) ≤
P 2
∗
i pi (xD , yD ), this implies that E[fj,MLE | xD , yD ] ≤ fj so that the ML flux densities are underestimated. Note
that this bias tends to zero as (xMLE , yMLE ) → (x∗ , y∗ ), again confirming that our ML estimator is consistent in
the limit of infinite SNR.
Subsequently taking the expectation value over position then gives the general expression
E[fj,MLE ] ≈

f∗j

ZZ P
×

i (x
i pP

∗ , y∗ ) p

i (xD , yD )
2
i pi (xD , yD )

P(xD , yD | Θ∗ , CΘ ) dxD dyD

(5.38)

where P(xD , yD | Θ∗ , CΘ ) is a 2-D multivariate normal distribution for (x, y) (see §B). While this integral does
not have an analytic solution, since I expect the bias to increase as (xD , yD ) becomes progressively more offset
from (x∗ , y∗ ), performing an average over possible ML positions further away from the true position should not
be able to change the overall bias from an underestimate to an overestimate. Therefore, I arrive at the general
conclusion that
E[fj,MLE ] ≲ f∗j

(5.39)

In other words, while the ML flux density estimates tend to be overestimated in the detection band, they will
tend to be underestimated in all other bands. The severity of this (reverse) bias depends on the exact properties
of the PSF in each band relative to the detection band (which establishes the ML position and associated covariances).
In the particular case where we have a circular Normal PSF with a standard deviation of s pixels, we can evalu-
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ate these biases explicitly. At a fixed offset r2D = (xD − x∗ )2 + (yD − y∗ )2 , the expected value of fj,MLE is
E[fj,MLE | r2D ] = f∗j × exp



−r2D
4s2


(5.40)

Assuming that the covariance between xD and yD is small such that we can approximate the errors as σ2D,x = σ2D,y ,
the error-normalized offset will be distributed as
(xD − x∗ )2 (yD − y∗ )2
r2D
+
=
∼ χ22
σ2D,x
σ2D,y
σ2D,x

rD ∼ σD,x × χ2

⇒

(5.41)

This implies that
rD ∼ Rayleigh(σD,x )

(5.42)

where Rayleigh(σD,x ) is the Rayleigh distribution with scale parameter σD,x . This is simply the distribution of
the magnitude of a 2D vector whose components are drawn from Normals centered at zero and arises because we
assume the position errors are Normal. Marginalizing over rD then yields
E[fj,MLE ] = f∗j ×

2s2
2s2 + σ2D,x

(5.43)

Assuming a Normal PSF in the detection band with standard deviation sD and σ2x,D = 8πs4D σ2D /f2D ≈ 2s2D σ2f,D /f2D ,
we get
E[fj,MLE ] ≈ f∗j

2

s2 σf,D
1 + D2 2
s fD

!−1
(5.44)

This corresponds to a fractional bias of
δfj,MLE
fj,MLE

≡1−

f∗j
E[fj,MLE ]

2

≈−

s2D σf,D
s2 f2D

(5.45)

In practice, I find that to properly model the bias at lower SNR requires incorporating a slightly higher-order
Taylor expansion of my results (i.e. going from 2nd to 4th-order). As above, this expansion in general is nontrivial. However, it can be evaluated explicitly for circular Normal PSFs, as shown in §B. Including this additional
term then gives

 2
 4
2
7sD s4D σ̃fD
s2D σ̃fD
− 1 ≈ − 2 ∗2 − 2 − 4 ∗4
E[fj,MLE ]
s fD
s
s fD
f∗j
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(5.46)

Figure 5.6: The bias in the es mated maximum-likelihood ﬂux density for a point source assuming a ﬁxed background rela-

ve to the true value in the detec on band fD (le ) and the forced band fj,MLE (middle) along with the associated color C =
−2.5 log(fD /fj,MLE ) (right). The ﬁrst and second-order analy c predic ons from §B and §5.3.1 are shown in red and blue, respecvely. The es mate in the detec on band fD is biased high because the posi on parameters will move to be er ﬁt the noise in the
data (see Figure 5.2). The es mate in the forced band fj,MLE is biased low since the maximum-likelihood posi on in the detec on band
(xD , yD ) is oﬀset from the true posi on. The biases in the detec on band and forced band compound when considering the color be−2
tween the two bands. To leading order in SNR in the detec on band, the frac onal ﬂux bias in the forced band is −SNRD and the
−2
bias in color is −5/ ln 10 × SNRD .

I test these predictions for forced photometry by creating a set of simulated point-source images in two bands,
running maximum-likelihood photometry on one band (the detection band) and forced photometry on the
other (the forced band). The simulated images have a point-source with a circular Normal PSF of σ = 2 pixels
in the center of a 101 × 101 pixel image in each band with iid Normal noise in each pixel. I simulate sources with
nine fluxes ranging from 4.0σ to 9.4σ in the detection band, evenly spaced in 1/SNR. For each detection band
flux, I consider four different forced band fluxes: 1×, 2×, 4×, and 8× fainter than the flux in the detection band.
For each flux combination, I create 100,000 different simulated images. Figure 5.6 shows that the flux in the
detection band is overestimated and the flux in the forced band is underestimated, both by a fraction depending
on the SNR in the detection band, as well as the bias on the measured color C = −2.5 log(fD /fj,MLE ).

5.3.2 Unforced Photometry in All Bands
When the object is modeled simultaneously across bands (i.e. with a common (x, y) position), using Cochran’s
theorem reveals that the sum of fluxes across bands will be biased high but does not show how the flux in individual bands is biased. To calculate the bias in each band, I use the bias tensor formulation introduced by 56 , which
shows that the leading-order term in this bias for parameter s is
δs (ΘMLE ) =

X

(F −1 (ΘMLE ))rs (F −1 (ΘMLE ))tu (B(ΘMLE ))rtu

r,t,u
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(5.47)

Figure 5.7: As Figure 5.6, but for simultaneous two-band photometry with a common (x, y) posi on. The posi on parameters move

to be er ﬁt the noise in both bands, spli ng the increase in the log-likelihood and es mated ﬂux between both bands. If the two
bands have the same PSF size, the frac onal ﬂux bias in both bands is determined by the combined SNR, regardless of color. Thus,
the measured color is not aﬀected by these ﬂux biases, unlike the forced photometry case shown in Figure 5.6. To leading order in the
−2

combined signal-to-noise ra o (SNR), the frac onal ﬂux bias in both bands is SNRtot .

where

(B(ΘMLE ))rtu ≡ ED

1
∂r ∂t ∂u ln L(ΘMLE ) + (∂t ln L(ΘMLE ))(∂r ∂u ln L(ΘMLE )) ΘMLE
2


(5.48)

is the bias tensor and ED [·|ΘMLE ] is the expectation value with respect to the data D for ΘMLE fixed.
The derivation of the bias in fMLE with respect to f∗MLE using bias tensors in the single-band case is outlined in
§B. There, I show that
δf (ΘMLE ) = σ̃2fMLE

X

σ2x (B(ΘMLE ))fii

(5.49)

1
2σ2x f

(5.50)

i∈{x,y}

where
(B(ΘMLE ))fxx = (B(ΘMLE ))fyy =

When using multiple bands, the bias for band i has the same terms as Equation (5.49) for the single band case,
but σ2x = (F −1 )xx is smaller because all bands help constrain the position. However, in the bias tensor (Equation
5.50), the σ2x is the uncertainty in position that would have been obtained using only band i. If all bands have
Normal PSFs with widths sj , then the flux bias for band i is

−1
σ2fi X f2j s2i σ2fi
δfi

= 2 
2 s2 σ 2
fi
fi
f
i
j
f
j
j

(5.51)

where the sum over j is taken over all bands used in the fit. If all bands have the same PSF size s, then all bands
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Figure 5.8: Top: The distribu on of magnitude oﬀsets in the grizy bands from HSC-SSP SynPipe ar ﬁcial star tests as a func on of

input (true) magnitude for a tract with good seeing (< 1′′ ). Bo om: The mean magnitude oﬀsets as a func on of magnitude from the

top panel with (yellow) and without (gray) a simple linear correc on to account for observed systema c trends. The mean predicted
ﬁrst-order analy c correc on (SNR

−2

) is shown in red. The mean magnitude oﬀsets have been shi ed to accommodate zero-point

diﬀerences. Note the diﬀerence in scale between the top and bo om panels, highlighted the subtlety of the derived bias. Our analy c
predic on of the bias tracks the data well, especially once the observed linear bias has been accounted for.

have the same fractional flux bias of (

P

2 −1
j SNRj ) .

I test the analytic predictions for simultaneous fitting by creating a set of two-band simulated point-source
images with the same parameters as those used to make Figure 5.6 for forced photometry. Figure 5.7 shows that
the fractional bias in both bands depends on the combined SNR, as predicted.

5.4

Application

While the results discussed in the previous sections are present in the previous simulations, I now turn to realworld datasets to demonstrate that these effects are likely present in most datasets currently used in the astronomy community.

5.4.1 HSC SynPipe
I first investigate whether this effect is present in more realistic mock catalogs processed by real pipelines. In particular, I use simulated data from HSS-SSP 4 Synthetic Object Pipeline SynPipe 137 . In brief, SynPipe injects
fake objects into real images that are then processed by the HSC-SSP Pipeline 27 to test the accuracy/precision of
various aspects of the pipeline. These objects are drawn from a realistic color and magnitude distribution based in
part on data from COSMOS, and so these mock tests represent fairly realistic realizations of the data seen by the
HSC pipeline. See Huang et al. 137 for additional details.
I analyze the PSF magnitudes for artificial star tests from two tracts (8764 and 9699) with good/poor seeing,
respectively, processed using the same SynPipe configuration presented in Huang et al. 137 . The corresponding
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Figure 5.9: As Figure 5.8, but for a tract with poor seeing (> 1′′ ). While a number of addi onal systema c trends remain present in the

data, the analy c predic on con nues to provide a good ﬁt to the observed trends.

magnitude offsets and the predicted analytic relations are shown in Figures 5.8 and 5.9 for good seeing and poor
seeing data, respectively. The magnitude offsets show good agreement with the analytic predictions, but include
an additional systematic trend that is linear with magnitude. Investigating the source of this trend is beyond the
scope of this work, although I have have contacted several of the main authors of the pipeline so they are now
aware of this behavior.
One crucial aspect of these results is that the SynPipe tests nominally represent forced photometric extractions, with detection done in the i band. However, our results are almost entirely consistent with unforced photometry, where each band is derived separately. After some investigation, I find that this effect can be accounted
for within the forced photometry algorithm used by the HSC pipeline, which effectively allows for limited “recentering” in each band to improve the fit. Because the allowed range of positions is much larger than the relative
positional uncertainties suggested by, e.g., σx (§5.1.2) in most cases, this process effectively undoes the forcing effect described in §5.3.1. This phenomenon – where “forced” photometry from a particular pipeline is not quite
what its namesake suggests – highlights the importance of transparency when pipelines provide users with results
for conducting detailed analysis.

5.4.2 Stripe 82
To show that this bias appears in real data, I also look at SDSS catalogs of Stripe 82 7 . Stars that are low signal-tonoise in individual “runs” should have magnitudes that are biased high relative to their true values. While I do
not have access to those true values, I approximate them using measurements taken from the combined images
constructed from all the runs, which give much higher SNR measurements (with negligible bias) relative to the
individual runs. I expect stars to be brighter, on average, in the individual run catalogs than in the stacked image
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Figure 5.10: The distribu on of PSF magnitude oﬀsets in the ugriz bands for stars in SDSS Stripe 82 between individual runs and the

measured values from the combined catalog. The general density is shown in grayscale, with the mean trends with and without a linear
correc on highlighted in blue and yellow, respec vely, and the analy c predic on (SNR

−2

) in red. As Figure 5.8, the mean magnitude

oﬀsets have been shi ed to accommodate addi onal systema c oﬀsets. While a number of addi onal systema c trends similar to
those seen in the HSC SynPipe data (Figures 5.8 and 5.9) are present, there is good agreement between the predicted and observed
oﬀsets.

catalog. Furthermore, each run and band will have a different bias, due to differences in seeing and sky brightness.
Figure 5.10 shows the magnitude difference between the individual run catalogs and stacked image catalog for
each band and over a range of seeing conditions. The faintest stars are biased brighter in the individual runs, in
rough agreement with our predictions. It is interesting to note that the apparent systematic trends seen in these
data mirror those in the HSC SynPipe tests, and that the photometry is also described as “forced” photometry
from the SDSS pipeline. As the HSC pipeline is in part derived from the SDSS pipeline, these similarities bolster
the hypothesis that these results are most likely caused by the same algorithmic choices.
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5.5

Discussion

5.5.1 Aperture Photometry
I have shown that ML methods exhibit a generic bias when estimating the flux density of any particular isolated
object from a given footprint. This bias causes flux density to be overestimated, and arises because fitting for an
unknown object position does not treat noise fluctuations symmetrically. When the noise at the true position
fluctuates low, the fit will be drawn away from the true position by nearby high noise fluctuations; conversely,
when the noise at the true position fluctuates high, the fit will tend to remain near the true position. As is expected for any ML estimation bias, it is most pronounced at low SNR, scaling as SNR−2 . This bias becomes
worse as the models become more complex (as is the case for extended sources such as galaxies), and also biases
colors when fitting across multiple bands with forced photometry.
Given these apparent drawbacks, some might wonder whether a return to aperture-based methods might
present a compelling alternative. I want to offer a few arguments for why ML photometry should still be preferred and offer advice where aperture photometry might be more appropriate.
First, ML photometry performs better in the ideal case, where it is unbiased and follows the true error distribution, i.e. f∗MLE ∼ N (f∗ , σ2f ). By contrast, an aperture will “miss” part of an object’s flux, leading to an underestimate in all cases. This correction is not expected to be the same for all sources unless the aperture is adaptively
adjusted to match (a few times) the size of the PSF-convolved object, which is rarely the case. The “aperture corrections” involved to capture the total flux subsequently almost always serves as a dominant systematic hindering
precise analyses.
Aperture photometry might also not eliminate the “centering bias” described in this work. Since an aperture
also requires a position (x, y) to be centered on, determining a central position for the aperture will likely be subject to the same types of biases as the ML case (§5.2.2).6 These expected centering offsets will result in variable
amounts of flux being excluded from the aperture, likely biasing aperture photometry to a similar extent as ML
photometry. Unlike in the ML case where these biases can be studied using statistical methods, however, apertures by nature make such studies much more difficult.
The derived errors from aperture photometry are also generally larger than those from ML photometry. In the
6

Indeed, apertures are often centered using positions determined from either model-fitting approaches or various simplistic heuristics (e.g., “peak hunting”).
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5.5. DISCUSSION
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Figure 5.11: As Figure 5.10, but now showing the diﬀerences between PSF and aperture magnitudes for the same stars between indi-

vidual runs versus the measured PSF magnitudes from the combined catalog. The general density is shown in grayscale, with the mean
trends with and without a quadra c correc on highlighted in blue and yellow, respec vely. As Figure 5.8, the mean magnitude oﬀsets
have been shi ed to accommodate addi onal systema c oﬀsets. There are large diﬀerences and addi onal systema c trends similar
to those seen in the HSC SynPipe data (Figures 5.8 and 5.9) at bright magnitudes that are likely due to issues with background es maon and aperture ﬂux correc ons. Once these trends are removed, there is evidence for a bias that scales as SNR−2 appearing at much
brighter magnitudes than in the PSF magnitude-only comparison (Figure 5.10) due to the substan ally larger errors associated with the
aperture photometry measurements.

ML case, I showed in §5.1 that the error for a point source is σ2f = Apsf σ2 , where Apsf is the effective area of the
2
PSF. For a Normal PSF with a standard deviation of s pixels, this gives AG
psf = π(2s) . Since aperture photometry

just sums all pixels within a given aperture, the equivalent error for an aperture with radius of r = 2s pixels is just
σ2f = πr2 σ2 = π(2s)2 σ2 . Any aperture larger than “2-sigma” then has errors that are strictly larger than those
estimated from ML photometry, and even this 2s aperture excludes roughly 5% of the flux, requiring a significant
aperture correction.
Aperture photometry is also inherently unstable as the aperture increases. While increasing the size of the aperture ensures a greater amount of the total flux is captured, it also increases the variance proportional to the size.
While the SNR from ML photometry strictly improves as more data is added, the SNR from aperture photometry strictly degrades (ignoring aperture corrections).
Finally, aperture photometry is unable to integrate information across multiple bands/images. As discussed
in §5.3.2, simultaneously fitting a single model across multiple images strictly improves the SNR and reduces
the effective bias. Because apertures assume no model, they are unable to improve their SNR across multiple
bands. While this comparison appears to be irrelevant in the examples shown in §5.4 which all exhibit tendencies
equivalent to single-band unforced photometry, it will likely become more relevant in future survey pipelines.
I illustrate the magnitude of the above effects in Figure 5.11, which shows the magnitude difference between
PSF and aperture (aper6) measurements from the same sources in the individual run catalogs as a function of
the PSF magnitude measured from the stacked image catalog for each band and over a range of seeing conditions.
There are substantial differences between the two measurements even at bright magnitudes that also show complex dependencies as a function of seeing. These most likely arise from the increasing sensitivity of the aperture to
issues like background mis-estimation and incorrect aperture corrections. Once these effects are removed, there is
behavior suggestive of a SNR−2 bias. Compared to PSF photometry (see Figure 5.10), this bias becomes significant at much brighter magnitudes due to substantially larger aperture flux errors.
Ultimately, aperture photometry is appealing because it is so simple: it assumes no model and is straightforward to apply to almost any isolated object. While this leads to many of the drawbacks mentioned above and
shown in Figure 5.11, it can also be desirable in cases where modeling complex sources can be difficult and/or
the systematics involved limit the effective SNR of an object below that achievable with ML photometry. It thus
serves a valuable purpose in cases where a model for the PSF and/or source cannot be cleanly determined and the
source is relatively isolated. Our results suggest that it should only be used judiciously in most other cases.
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5.5.2 Stacked Catalogs
One direct corollary of the above results is that users must be extremely careful what exactly “stacking” means
when constructing catalogs and estimating photometry from sources. This is important because stacking can
occur at multiple levels, ranging from the images themselves to the catalogs produced from them. In the former
case, where images are combined before they are processed through a pipeline, modeling the results is somewhat
equivalent to the simultaneous fitting approach discussed in §5.3.2. Assuming that each image has roughly the
√
same error σf , the effective error from N images is expected to decrease to σf / N and the bias to decrease accordingly. Stacking on the image level thus reduces both the error and the bias.
In the case where stacking is done on the catalog level, however, each observation will be biased, with a mean
of fMLE = f∗ (1 + SNR−2 ) and error of σf . Averaging the results over many identical catalogs then will reduce
√
the error to σf / N, but will not decrease the bias in any meaningful way. This implies that any measurement
constructed from a stacked catalog may have systematic biases that far exceed the quoted statistical uncertainties.
Put another way, making catalogs from a series of images and then averaging the measurements across catalogs
will not remove the flux density bias, because each catalog is individually biased. If inverse variance weighting
is used and all images have the same PSF size, the fractional bias of the average will then be the reciprocal of the
average SNR2 . In contrast, the fractional bias from image stacking or simultaneous fitting is the reciprocal of the
total SNR2 , allowing multiple images of comparable SNR to drive down the bias. If catalogs are to be averaged,
each catalog should first be individually debiased so that the average flux across catalogs is also unbiased. This
procedure increases the variance in each catalog’s flux since the exact bias for each is not known (the bias-variance
trade-off; see §5.2); however, this increase in variance is similar to that incurred by debiasing the flux measured
from a stacked image or simultaneous fit.
For example, Budavári et al. 36 propose detecting faint sources by stacking at the catalog level rather than
the image level. This approach requires making catalogs with low SNR thresholds from each image, which is
precisely the regime where the ML flux bias is most important. The catalogs made from each individual image
should be debiased before being stacked.
I illustrate this effect in Figure 5.12 by constructing “stacked catalogs”7 using the same SDSS Stripe 82 data
used to generate Figure 5.10. As expected, the bias remains unchanged regardless of the number of runs used
7

I “stack” the S82 observations in flux density (linear) space to compute the weighted arithmetic mean. Note that stacking in magnitude (logarithmic) space (which computes the weighted geometric mean) introduces additional biases.
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Figure 5.12: As Figure 5.10, but now for the case where I have constructed “deeper” catalogs by averaging objects detected across

individual runs on the catalog level rather than co-adding the images and we have applied a quadra c rather than linear correc on for
catalog-related biases. The general density is shown in grayscale, with the mean trends with and without the quadra c correc on
highlighted in blue and yellow, respec vely. Predic ons of the bias using the combined SNR of the images are in red solid lines, and our
predic ons using the SNR of a single image are in red dashed lines.

to generate the stack even as the estimated errors (and thus the bias we would predict from the stacked catalogs)
decreases substantially.

5.5.3 Bayesian Inference
The maximum likelihood flux density bias described thusfar can be ameliorated by using Bayesian inference. I
show in §B that marginalizing over the possible positions of the source cancels out the ML bias. Bayesian methods using MCMC sampling are starting to be implemented in astronomy. The widely-used Tractor code 172
returns ML measurements but also allows users to sample the posterior distribution of source parameters. Prob-
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abilistic cataloging 31,239 allows users to sample from the posterior in catalog space, yields an ensemble of catalogs that may vary in the number of sources identified. This catalog ensemble is useful in crowded fields to capture uncertainties in source identification and deblending. The computational cost required to sample from a
posterior rather than reporting ML parameters can be daunting. As such, it is likely the case that ML methods
will continue to be applied in both the near and intermediate terms in modern astronomical image processing
pipelines.

5.5.4 Galaxies
While this dissertation focuses on point sources, other areas of modern astronomy rely on in obtaining photometric measurements for resolved, extended sources such as galaxies in addition to unresolved point sources. As
outlined in §B, the results presented earlier can be generalized to a p-parameter object model to give
"
f∗MLE ≈ fMLE 1 −

X2p−1 σ2fMLE

#

2
2 fMLE

(5.52)

2 is a chi-square random variable with p − 1 degrees of freedom, σ2
where X2p−1 ∼ χp−1
fMLE is the “true” error

estimate that includes the covariances from the other object parameters as well as the background, and the p − 1
comes from the fact that I am excluding the flux density f. This gives
2
δfMLE
p − 1 σfMLE
,
≈
fMLE
2 f2MLE

2
V[f∗MLE ]
p2 − 4p + 7 σfMLE
≈
4
σ2fMLE
f2MLE

(5.53)

Galaxies thus increase the bias and underestimate the variance both by including more free parameters (increasing
p) as well as by introducing covariances among them (increasing σ2fMLE ).
When modeling galaxies using single-component models (e.g. Sersic profiles), astronomers typically introduce anywhere from one to four additional parameters beyond just position (x, y) and flux density f. These at a
minimum often include parameters to model the physical size (e.g., effective radius Re ), elongated shapes/projection effects (e.g., axis ratio b/a and position angle φ), and surface brightness profiles (e.g., scale index n). For
multi-component models such as cmodel 2 , this can include up to 8 additional parameters.
Due to the additional parameters involved, one should expect the ML flux density estimates for galaxies (and
other extended objects) to at least double. In addition, because galaxy models can introduce potentially strong
covariances between f and other model parameters, one should expect σ2f to increase even in the absence of any
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Figure 5.13: The bias in the es mated maximum-likelihood ﬂux density fMLE for a 2-D “Normal galaxy” assuming a ﬁxed (le ) and

varying (right) background over several image sizes. The ﬁrst-order analy c predic ons (§B) are shown in red. At ﬁxed SNR, fMLE is

biased higher than in the point-source case from Figure 5.2 because the shape parameters can “absorb” addi onal noise in the image,
−2

further increasing the log-likelihood and es mated ﬂux. To leading order, the frac onal ﬂux bias is 5/2 × SNR

.

background modeling by at least a factor of a few. These combined effects (larger effective image areas, more
parameters, and stronger parameter covariances) imply that one should expect biases arising purely from an ML
approach to now be roughly 0.6% at 20σ, 2.5% at 10σ, and 10% at 5σ.
To test this, I create a set of simulated images of a 2D Normal galaxy and run maximum-likelihood photometry on them, with the standard deviations s1 and s2 and position angle φ left free parameters. The simulated
images have a circular Normal galaxy of s1 = s2 = 1 pixel with a circular Normal PSF of σ = 2 pixels. Again,
each pixel has iid Normal noise. For the fixed-background case, I simulate sources of nine flux densities ranging
from 4.3σ to 10.0σ, evenly spaced in 1/SNR. For the free background case, I consider the same fluxes in the previously used five image sizes (11, 13, 15, 23, and 101 pixels). Again, I create 100,000 different simulated images for
each configuration. Figure 5.13 shows that the mean flux bias from the simulated galaxy images agree well with
theoretical predictions outlined in §B in both the fixed background and free background case.
Although I have focused on flux density estimates, Refregier et al. 248 have also examined a similar bias in derived galaxy shapes and sizes.8 I encourage interested readers to examine their work for additional details.
Unfortunately, there are many other complications when dealing with extended sources besides this expected
ML flux bias. In particular, the additional complexity of the 2D light profiles of extended sources can lead to
substantial model mismatch between the simple generative model we assume and the actual data. They can also
8

They also derive a bias in the estimated flux density which agrees with our results.
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be much more sensitive to mis-estimation of and spatial variation in the PSF. These issues make it difficult to
accurately predict systematic biases in galaxy photometry in real datasets without the use of realistic fake-object
pipelines that can perform end-to-end simulations of complex extended sources. As such, I expect these results to
merely serve as a rough guide as to the expected level and behavior of the flux bias in the best possible case.

5.6

Summary and Additional Remarks

In this chapter, I presented results showing a photometric bias that arises from the maximum-likelihood (ML)
estimator in model fitting photometry. It arises (in part) because the ML estimate can “soak up” a small amount
of noise such that the fitted position is drawn away from the true position. This leads to an overestimate of the
flux density, with a bias scaling with the inverse signal-to-noise ratio (SNR−2 ) and the number of free parameters
in the model. For example, it is 1% for a 10σ point-source and 2.5% for a 10σ 2-D Normal galaxy.
While this leads to an overestimate in the detection band, because the derived position is offset from the true
position the flux density will be underestimated by the same SNR−2 in any other bands where the position is
forced to the same value. This can double the effective bias in derived colors. By contrast, when all bands are
modeled simultaneously, all bands are biased high, but less so than if they had been fit individually. In the case
P
where all of the PSFs are the same size, this bias goes as ( SNR2 )−1 . If an object’s position is already known to
great precision (for example, from a deeper or higher-resolution dataset), then forced photometry using this fixed
position also does not suffer this bias. Methods that consider the distribution of possible positions, like Bayesian
inference, do not exhibit this bias (see §B).
This bias is likely common in many astronomical datasets, as shown using both mock HSC-like data and real
SDSS data. The results further illustrate the importance of pipelines being transparent about the exact algorithmic implementation, since both tests are consistent with unforced photometry even though the data have been
extracted using “forced” methods.
Although maximum-likelihood estimators may be biased, there are still compelling reasons to use them over
simpler aperture-based methods in most cases. While apertures are appealing because of their simplicity, they
require difficult-to-model aperture corrections to account for missing flux and likely exhibit similar biases due to
offsets in aperture centers relative to the true positions of objects. Apertures also cannot effectively incorporate
information across multiple bands, which can substantially reduce any relevant biases by improving the effective
signal-to-noise ratio.
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Though I have shown derivations in a simplified case, with iid Normal noise, Normal PSFs, and Normal
galaxy profiles, this bias is generic to maximum-likelihood photometry estimation and would still arise if these
assumptions were relaxed. This analysis could be repeated under different assumptions, like Poissonian noise, real
PSFs, and Sersic galaxy profiles. While calculating the relevant corrections will likely be more involved in these
more realistic cases, they are likely still tractable through the bias tensor formalism (see §B) or through numerical
simulations.
For the results that will be presented in §6 and §7 that mainly rely ML photometry of (bright) point sources
far above the detection threshold, these results are encouraging since they imply any bias in the observed photometry is likely substantially smaller than (or at worst on the order of) biases from the underlying stellar models as
shown in §4. While some of the systematics at the very bright end are somewhat concerning, especially the general trends with magnitude, they again are on the order of only 1 − 2% and therefore likely sub-dominant to the
systematic trends present in the stellar models. Altogether, this implies that the precision to which we can currently estimated stellar bolometric luminosities is on the order of a few percent, in line with independent error
estimates I derive as part of subsequent analyses.
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Maturity is the capacity to endure uncertainty.
John Finley

6

Deriving Accurate Distances to Local Molecular
Clouds

Stars are the fundamental unit of astronomy, acting as both the hosts of planetary systems and the building
blocks of galaxies. Understanding how stars form underpins our understanding of physics from planetary to
galactic scales. Due to the close connection between molecular gas and star formation, molecular clouds have
been targeted in an effort to understand the process by which dense molecular gas gravitationally collapses to
form stars. Observations of molecular clouds in the solar neighborhood offer the best spatial resolution and facilitate both detailed studies of their physical properties and the testing of star formation theory.
Accurate estimates of cloud mass, physical size, and star formation, however, depend critically on accurate distance measurements. Although there is a long history of using star colors and magnitudes to determine cloud distances, until recently distance estimates to local molecular clouds were obtained on a cloud-by-cloud basis using
a variety of techniques with different (and often large) uncertainties. Schlafly et al. 268 took advantage of the PanSTARRS1 survey 44 , which observed the entire sky north of a declination δ = −30◦ , to produce a homogeneous
catalog of accurate distances to local molecular clouds. In addition to most of the clouds in the Magnani et al. 196
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catalog (hereafter MBM), Schlafly et al. 268 provided distances to well-studied molecular clouds like Orion, λ Orionis, Taurus, Perseus, California, Ursa Major, the Polaris Flare, the Cepheus Flare, Lacerta, Pegasus, Hercules,
Camelopardis, Ophiuchus, and Monoceros R2.
Schlafly et al. 268 determined the distances to molecular clouds in a two step process. First, they inferred the
joint probability distribution function on distance and reddening for individual stars based on their optical photometry from Pan-STARRS1 following Green et al. 110 . Then, by modeling the cloud as a simple dust screen
with a spatial template given by Planck 236 , they bracketed the dust screen between unreddened foreground stars
and reddened background stars, thereby constraining at which distance a single “jump” in reddening occurs.
In the last few years, there have been a variety of scientific developments that offer the potential for substantially more accurate distances to local molecular clouds. First, recent astrometric results from the Gaia DR2
release 93 offer an unprecedented opportunity to improve the accuracy and precision of this method, since stellar parallax measurements provide an independent (and often superior) constraint on stellar distances. In addition, new results from APOGEE allow data-driven modeling of possible variation of the optical-NIR extinction
curve 271 . Finally, larger samples and improved modeling allow for more systematic exploration of the spatial
structure of these clouds. Some of these advances were pivotal in deriving the results seen in §4.
In this chapter, I derive accurate distances to a large collection of local molecular clouds using publicly available photometric and astrometric data to map out the 3-D interstellar medium (ISM), in particular around starforming regions, at unprecedented resolution. The outline is as follows. In §6.1, I describe the photometric and
astrometric data on which these results are based, along with quality cuts we impose to obtain a reliable stellar
sample. In §6.2, I describe the method for obtaining per-star distance extinction estimates and the line-of-sight
dust model. In §6.3, I present an updated catalog of distances for the Schlafly et al. 268 sightlines, a new catalog
of pixelated maps systematically covering the same regions, and a collection of average distances to each cloud. In
§6.4, I compare these results with others from the literature and discuss the limitations of the model. In §6.5, I
discuss subsequent results that build on this work and give concluding remarks.

6.1

Photometric and Astrometric Data

I utilize data from four surveys: the Pan-STARRS1 Survey (PS1) 44 , the National Optical Astronomy Observatory (NOAO) Source Catalog (NSC) 216 , the Two Micron All Sky Survey (2MASS) 282 , and the second data
release of the Gaia survey (Gaia DR2) 93 . While the PS1 survey was previously utilized in Schlafly et al. 268 , the
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incorporation of NSC, 2MASS, and Gaia DR2 is novel.

6.1.1 Pan-STARRS1
The PS1 survey is a multi-epoch, deep broadband optical survey of the northern sky visible from Haleakala in
Hawaii (δ > −30◦ ). It observed in five photometric bands (gPS1 , rPS1 , iPS1 , zPS1 , YPS1 ) spanning 400 − 1000
nm, with a typical single epoch 5σ point-source exposure depth of 22.0, 21.8, 21.5, 20.9, and 19.7 magnitudes,
respectively, in the AB system 218 .
The photometry I utilize is based on catalog co-adds of single epoch photometry obtained as part of the PS1
DR1 3π Steradian Survey. Compared to Schlafly et al. 268 , this includes additional 1.5 years of data, incorporates
improved photometric and astrometric calibrations 197,198 , and includes data from the north equatorial pole.

6.1.2 NOAO Source Catalog
The NOAO Source Catalog is a catalog of sources derived from most of the public data taken on the NOAO
telescopes, including the Dark Energy Camera (DECam). As this includes facilities in both the north and the
south, the NOAO source catalog is the only dataset available that covers several local molecular clouds in the
southern sky. Although the data are collected over many individual PI-led projects, the data were reduced and
measured uniformly based on the NOAO Community Pipeline. The photometry is measured to roughly 1-2%
accuracy, with an astrometric accuracy of around 2 mas.
To ensure homogeneity, I only utilize NSC data taken from DECam in this analysis. These have a median 10σ
point-source exposure depth in gDECam , rDECam , iDECam , zDECam , and YDECam of 22.4, 22.9, 22.6, 22.4, 21.6, 20.4
magnitudes, respectively, in the AB system.
Although the data are reduced uniformly, because the number, duration, and general observing standards for
exposures is heterogeneous over a given region of the sky, the overall quality of the data are worse than for PS1
(which had a uniform observing strategy across most of the main 3π survey). As a result, I only opt to use these
data when no PS1 data are available, and will specifically highlight this whenever relevant.

6.1.3 2MASS
The 2MASS survey is a near-infrared (NIR) survey of the entire sky spanning 1 − 2 μm. It is shallower than
PS1, achieving a typical 10σ point-source exposure depth in the J2MASS , H2MASS , and K2MASS bands of 15.8, 15.1,
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and 14.3 magnitudes, respectively, in the Vega system. I utilize data from the 2MASS “high-reliability” catalog1 ,
which minimizes contamination and confusion caused by neighboring point and/or extended sources.

6.1.4 Gaia DR2
Gaia DR2 is the second data release of the Gaia mission 94 . It provides proper motion and parallax measurements
for roughly 1.3 billion stars, along with photometric data in the G, GRP and GBP bands. The astrometric catalog
we use 191 has a limiting magnitude for 99.875% (i.e. 3σ) of sources around G ≈ 21 mag and a bright limit of
G ≈ 3 mag (see Gaia Collaboration et al. 93 for additional details). The typical astrometric uncertainty is around
0.7 mas for the faintest stars and 0.04 mas in the bright limit.
In this chapter I only incorporate Gaia DR2 parallax measurements and their uncertainties. Incorporating
Gaia photometric data is deferred to future work (although see §4 and §7).

6.1.5 Assembling a Final Catalog
For the northern clouds (δ > −30◦ ), I cross-match all sources in PS1, 2MASS, and Gaia DR2 within a radius
of 1 arcsec, with the closest source being selected if there are multiple matches. To limit the sample to stars whose
distance estimates will likely be most accurate, I adopt the procedure of Schlafly et al. 268 and require that the star
be detected in the gPS1 band as well as at least three of the four other PS1 bands. For the M-dwarf only sightlines
towards very nearby clouds (see §6.2.5), I require that the star be detected in gPS1 , rPS1 , and iPS1 in order to select
a reliable sample of M-dwarf stars. To reduce contamination from galaxies, I require that the aperture magnitude
of the star be < 0.1 mag brighter than the PSF magnitude in at least three PS1 bands. This is a rather loose cut,
but at the Galactic latitudes explored here, stars greatly outnumber galaxies in the magnitude range of interest
and so I do not expect residual contamination to be a major issue.
For the southern clouds (δ < −30◦ ), I cross-match all sources in NSC, 2MASS, and Gaia DR2 within a
radius of 1 arcsec, with the closest source being selected if there are multiple matches. All of the southern clouds
are nearby, so like the northern “Mdwarf-only” clouds, I require that the star be detected in gDECam , rDECam , and
iDECam . Unlike PS1, the NSC catalog does not provide complete coverage in all five optical bands. Thus, I adopt
a slightly weaker cut, requiring that the star be detected in at least four bands total, and allow the fourth band to
1

Described at https://old.ipac.caltech.edu/2mass/releases/allsky/doc/sec2_2.html.
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be any DECam or 2MASS band. To reduce contamination from galaxies, I impose the criterion that the NSC
class_star field be greater than 0.8, indicating that the source has at least an 80% probability of being a star.

For both the northern and southern clouds, a Gaia DR2 parallax measurement is not required for inclusion
in the catalog. However, if a parallax measurement is available for a star, I impose the same quality cuts recommended in Lindegren et al. 191 . That is, the star must have a mean G magnitude ≤ 21.0, visibility_periods_used
≥ 6 and astrometric_sigma5d_max ≤ (1.2mas) × γ(G), where γ(G) = max[1, 100.2(G−18) ].
To account for systematic errors in the photometry and possible limitations of the stellar models (see §6.2.1
and §4), I add a 2% (0.02 mag) systematic uncertainty in quadrature with the reported errors on the observed
magnitudes in all bands. For Gaia DR2 parallax measurements, I add in a systematic uncertainty of 0.04 mas in
quadrature with the reported parallax errors.

6.2

Methods

The technique for inferring the distances to clouds builds on that of Schlafly et al. 268 . Here I briefly summarize
the procedure for inferring the per-star distance-extinction estimates and the line-of-sight dust distribution, along
with the modifications I make to the Schlafly et al. 268 model. See §3 for additional details on the per-star modeling.

6.2.1 Obtaining Per-Star Distance-Extinction Estimates
We model the posterior distribution for each star with brutus (see §3) using the Bayestar empirical stellar
models. These are primarily chosen for this particular application due to the prevalance of nearby, low-mass
sources (i.e. M-dwarfs) whose colors the Bayestar stellar models can reproduce well. The MIST models, while
spanning a much more diverse and realistic set of stellar models, particularly in post-MS evolutionary phases,
struggle in this regime. We will return to them in §7.
While the stellar modeling here is similar to that done in previous work 268,110,111,109 , I want to highlight the
following key differences:
1. Unlike Schlafly et al. 268 , I measure in units of extinction, A(V), rather than reddening, E(B − V).
2. I accommodate variations in the extinction curve by allowing R(V) to vary on a star-by-star basis, substantially improving the flexibility of the stellar modeling.
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3. I incorporate Gaia DR2 parallax measurements as an independent constraint on the distance, tightening
the distance constraints to a significant fraction of nearby sources.
4. I use “brute force” methods (although see §2.3), rather than Markov Chain Monte Carlo (see §1), to derive stellar posteriors. This enables better modeling of distance and extinction estimates for stars displaying significantly extended and/or multi-modal behavior.
These are briefly summarized below for completeness.
I model each star as having observed magnitudes m = {mgPS1 , . . . , mK2MASS } as a function of intrinsic stellar
type, extinction, and distance, in a manner following Green et al. 110 ,111 ,109 ,108 . This gives predicted magnitudes
for each source as
m = mint (Mr , [Fe/H]) + AV (R + RV R′ ) + μ

(6.1)

where μ is the distance modulus and mint is the set of intrinsic magnitudes for the star.
Following Green et al. 110 , we use an empirical set of models (i.e. the Bayestar models) calibrated on empirical observations of the stellar locus in low-reddening regions of the sky. These are functions of the absolute
r-band magnitude in PS1 (Mr ) and a vector designed to roughly track the impact of metallicity ([Fe/H]). For PS1
and 2MASS, these models are identical to those used in Green et al. 109 . For DECam data from NSC, I have fit
a new stellar locus to stars inside the Dark Energy Survey (DES) 3 footprint. The results are shown in Figure 6.1
and discussed in more detail in §C.
The extinction is determined by the integrated amount of dust along the line of sight and the shape of the
attenuation curve. The overall amount of dust is parameterized by AV ≡ A(V), which measures the total attenuation in magnitudes in the V band. The shape of the dust curve is taken to be a function of one parameter
RV ≡ R(V) ≡ A(V)/E(B − V), which measures the attenuation in the V band A(V) relative to the color excess
in the B and V bands E(B − V). This serves as a rough proxy for the blueward slope of the attenuation curve,
and has been shown to be a reasonable way to parameterize the shape of the attenuation curve in the optical and
NIR 86,87,271 . The particular values for R and R′ , which parameterize the mean shape and RV -dependence of
the extinction vector for our photometry, are derived using the interpolated curve from Schlafly et al. 271 over
the PS1, DECam, and 2MASS bands assuming the same K-giant model with Teff = 4500, [Fe/H] = 0, and
log g = 2.5.2
2

Technically this curve is not parameterized explicitly as a function of R(V), but the two parameterizations are so similar
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NSC-2MASS Stellar Locus Fits
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Figure 6.1: The stellar locus ﬁt used to create the new NSC-2MASS stellar templates. Each panel shows a diﬀerent 2D projec on of the

ﬁt in seven-dimensional color space. See §C for more details.

Based on this model, the posterior probability that a set of observed magnitudes m̂ is consistent with the predicted photometry m(Θ) ≡ m(Mr , [Fe/H], AV , RV , μ) and a measured parallax from Gaia DR2 ϖ̂ can be
computed following Bayes’ Rule:
P(Θ|m̂, ϖ̂) ∝ L(m̂|Θ) L(ϖ̂|μ) π(Θ)

(6.2)

I again assume the likelihood is independent and roughly Gaussian in the measured magnitude in each band b
such that
L(m̂|Θ) =

Y
b



1 (m(Θ) − m̂)2
1
√
exp −
2
σ2b
2πσb

(6.3)

where the product over b is taken over all observed bands. Likewise, I assume that the likelihood for the parallax is
Gaussian:
L(ϖ̂|μ) = √



1 (ϖ(μ) − ϖ̂)2
1
exp −
2
σ2ϖ
2πσϖ

(6.4)

The prior is comprised of a few separate components that can be factored as
π(Mr , [Fe/H], AV , RV , μ) = π(AV ) × π(RV ) × π(Mr ) × π(μ, [Fe/H])

(6.5)

Since I plan to fit for the extinction along a given sightline (see §6.2.2), I take the prior on AV to be mostly uninformative and flat between AV = 0 mag and AV = 12 mag. The prior for RV is Normal with a mean of
⟨RV ⟩ = 3.32 and a standard deviation of σ(RV ) = 0.18 based on observations from Schlafly et al. 271 . The
prior over Mr is based on measurements from PS1 following Green et al. 110 . Finally, the joint prior on distance
μ and metallicity [Fe/H] is derived from a 3-D Galactic model similar to Green et al. 110 , Bland-Hawthorn &
Gerhard 19 described in more detail in §3.
I marginalize over [Fe/H], Mr , and RV to compute the 2-D posteriors P(μ, AV ) used in §6.2.2 using n =
2000 random samples {Θ1 , . . . , Θn } from brutus. The results are illustrated in Figure 6.2, which shows a set
of stellar 2-D distance-extinction posteriors for stars towards the Perseus molecular cloud before and after adding
in the additional parallax constraints.
The Gaia DR2 astrometric data has two significant effects on the stellar posteriors. First, for nearby stars,
Gaia DR2 parallaxes are often observed at such high signal-to-noise ratio (SNR) that they are able to constrain
that the differences are negligible.
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Figure 6.2: A set of 2-D distance-ex nc on stellar posteriors towards the Perseus molecular cloud (l
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= 159.3◦ , b = −20.6◦ ) a

er

incorpora ng parallax measurements from Gaia DR2 (see §6.2.1). The most probable distance and ex nc on to each star is marked with
a red cross. For high signal-to-noise parallaxes, the Gaia DR2 data alone can signiﬁcantly constrain the distance modulus (panels 1, 7, 8,
and 14). However, even for parallaxes with more moderate signal-to-noise measurements, the Gaia DR2 data help break degeneracies
between a star being a nearby “dwarf” or a faraway “giant” by signiﬁcantly favoring one solu on over the other (panels 3, 9, 11, and 15).
An interac ve version of this ﬁgure showing the diﬀerences before and a er Gaia is available here.

the distance modulus μ to within a few hundredths of a magnitude. Second, even when Gaia DR2 parallaxes
are only observed at moderate SNR, they can still be significantly informative by breaking the degeneracy between nearby “dwarfs” and faraway “giants”. This degeneracy manifests as a bimodality in the stellar posteriors;
the inclusion of the Gaia DR2 parallaxes is usually able to discriminate between the two modes by suppressing
the disfavored mode significantly. This supports the results from §3.5.3, which showed similar behavior when
comparing with results from the H3 survey 54 .
To summarize, the stellar modeling from brutus involves five parameters for each star: the PS1 r-band absolute magnitude Mr , metallicity [Fe/H], overall extinction AV , attenuation curve shape RV , and distance modulus
μ. I derive distance and extinction estimates by comparing the predicted magnitudes m(Θ) and distance modulus
μ to the observed magnitudes m̂ and parallaxes ϖ̂ with a set of reasonably-informed priors. Random samples from
the posterior are then saved to construct marginalized 2-D posteriors in μ and AV .

6.2.2 Modeling the Line-of-Sight Extinction
Basic Model
I model the line-of-sight extinction towards each cloud as being dominated by a single thin dust screen at the
cloud distance modulus μC . The total extinction through the screen towards a single star i in the sightline is parameterized as N × Ci , where Ci is the amplitude of the reddening given by Planck at 353 GHz 236 towards star
i multiplied by its typical RiV (see §6.2.1) and N is a normalization factor that corrects for the overall scale difference between the Planck-derived extinction and our per-star Bayestar-based extinction (see §6.2.1).3
In addition to the bulk of the extinction associated with the cloud, I also account for possible foreground extinction by parameterizing it as a constant f. Together these three terms parameterize the line-of-sight extinction
profile AV (μ) for individual stars through each sightline:

AV (μ) =



 f

μ < μC


 f + N × Ci μ ≥ μ
C

3

(6.6)

This is a very simplistic parameterization of the extinction, given that Planck actually measures the long-wavelength
emissivity of dust, rather than the extinction in optical bands. The Planck team derives τ353 by modeling the dust emission
with a modified blackbody and then converts τ353 to E(B − V) using the correlation between the reddening of quasars
and dust optical depth along the same line of sight. I include a normalization factor N to account for small errors in this
extinction templates.
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where, again, Ci is the Planck-based extinction towards each star i.
If the extinction profile AV (μ) is parameterized by α = {μC , f, N} and there are measurements of the distance
modulus μi and extinction AiV to each source, then the posterior distribution of α would be given by:
P(α|{μi , AiV }) ∝ L({μi , AiV }|α) π(α) = π(α) ×

Y
i

L(μi , AiV |α)

(6.7)

assuming the measurements for each star i are independent and some prior π(α) over the cloud parameters. Unfortunately, there is not an exact measurement of μi and AiV for each star, but rather a probabilistic one P(μ, AV |m̂i , ϖ̂i ).
Ideally, I would like to model the joint distribution of our line-of-sight parameters α along with the individual
parameters Θi for each star. I defer this to future work. Instead, I will simply integrate over each per-star posterior to try and marginalize over this uncertainty. The likelihood L(μi , AiV |α) then becomes:
Z
L(α|m̂i ) =

P(α|μ, AV ) P(μ, AV |m̂i ) dμ dAV

(6.8)

where P(μ, AV |m̂i ) is the per-star posterior and P(α|μ, AV ) implements the line-of-sight model for AV (μ) outlined above:
P(α|AV , μ) =



 δ(f)

μ < μC


 δ(f + N × Ci ) μ ≥ μ
C

(6.9)

where δ(·) is the Dirac delta function.
To summarize, the basic model assumes that a given cloud is at some distance modulus μC and functions as
a thin dust screen with amplitude N relative to Planck. In front of each cloud is a small amount of foreground
extinction f. Because the exact distance and extinction of each star is unknown, I marginalize over them by integrating over the 2-D distance-extinction posterior for each star (from §6.2.1) relative to the line-of-sight model.

Modifications
I build on the basic formalism described above in three main ways:
1. I allow some dispersion in the foreground extinction to account for possible variation in a given spatial
region.
2. I allow for variation within each cloud (i.e. the “background”) to account for patchiness in cloud geome-
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Figure 6.3: A cartoon illustra on of the line-of-sight ex nc on proﬁle demonstra ng our basic thin dust-screen model. The mean

ex nc on proﬁle (solid red line) is deﬁned by the free parameters f (foreground cloud ex nc on), μc or DC (distance/distance modulus

to the molecular cloud), and N (a normaliza on factor, ﬁxed for all stars, that accounts for any scale diﬀerence between the Plank-based
ex nc on and our derived ex nc on; see §6.2.2). The quan ty Ci cons tutes the Planck-based ex nc on for star i, modeled as the

line-of-sight reddening from Planck towards the star mes its R(V). Possible ex nc on varia on along the line of sight (shaded blue)
is modeled separately before and a er the cloud. The resul ng ex nc on proﬁle is overlaid on an idealized 2-D distance-ex nc on
posterior for star i (grayscale ellipsoid); this is akin to the distance-ex nc on posteriors shown in Figure 6.2. The likelihood contribu on

from this star is the integral following the cloud’s ex nc on proﬁle. This star’s likelihood would then be mul plied together with the
likelihoods of other stars in the sightline to get the total likelihood of the cloud parameters. See §6.2.2 for addi onal details.

try relative to the Planck-based dust screen model.
3. I account for possible outliers in the stars used to model the cloud that can arise due to mis-estimated
posteriors or more complex 3-D dust geometry.
I describe these each in turn. See Figure 6.3 for a schematic illustration of this model.
As discussed in §6.2.2, the basic model assumes that there is only a single possible extinction for the foreground or the background. However, it’s likely that there is some variation within a given spatial region. I ac-
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count for this by assuming our model actually has some dispersion such that the probability becomes:

P(α|AV , μ) =



 N (f, σ2 )
fore

μ < μC


 N (f + N × Ci , σ2 ) μ ≥ μ
back
C

(6.10)

where N (·, ·) indicates a normal distribution with the listed mean and variance, respectively. Here, I define the
relevant standard deviations with respect to a “smoothing parameter” s, which is parameterized as a fraction of
the total AV range explored by the model, i.e.
sfore =

1
× σfore
Amax
−
Amin
V
V

(6.11)

and likewise for sback .
Alternately, sfore and sback can be interpreted as adaptively smoothing the per-star posteriors along the extinction axis with respect to a given model α for the cloud. The portion of the star’s 2-D distance-extinction posterior
in front of the cloud (μ < μC ) is smoothed with a Gaussian kernel with σfore , while the portion behind the cloud
(μ ≥ μC ) is smoothed with a Gaussian kernel with σback .
It is also necessary to consider the effect of outlying stars on this likelihood. Schlafly et al. 268 reduced the effect
of outliers by adding a small ﬁxed constant to every stellar posterior, where the constant was chosen so that some
fraction of stars in the sightline was considered to be drawn from a flat outlier distribution in μ and E(B − V). I
adopt a similar approach by introducing a final parameter Pb that models the individual likelihoods as a mixture
model following Hogg et al. 133 . This model assumes that a given star i is associated with the given cloud model α
with probability 1 − Pb and is associated with a particular outlier model with probability Pb . Broadly speaking, it
quantifies the fraction of “bad” stars that are inconsistent with our model.
This mixture model modifies the likelihood to be:
L(α|m̂i ) = (1 − Pb ) LC (α|m̂i ) + Pb Lb (α)

(6.12)

where LC (α|m̂i ) is the original cloud-based likelihood defined in Equation (6.8) and Lb (α) is the likelihood under our assumed outlier model. I take this to be uniform over distance modulus μ and extinction AV within the
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bounds of our priors, which gives a constant value of
Lb (α) = Lb =

1
Amax
−
Amin
V
V

(6.13)

6.2.3 Priors
The model parameters α for the cloud now include six parameters:
• the cloud distance modulus (μC ),
• the foreground extinction (f),
• the normalization factor (N),
• the foreground smoothing (sfore ),
• the background smoothing (sback ), and
• the outlier fraction (Pb ).
I impose a flat prior on both the cloud distance modulus μC and the normalization factor N, such that 4 <
μC < 14 mag and 0.2 < N < 2. I also impose a conditional flat prior on the foreground extinction, requiring
that it be less than 25% of the median projected extinction towards the stars determined by the Planck extinction
and each star’s RV . I impose a truncated Log-Normal prior over the range 0 to 1 on both smoothing parameters
sfore and sback , with a mean of 0.05 and a standard deviation equivalent to a factor of 1.35. Finally, I impose a
truncated Log-Normal prior on Pb over the range 0 to 1, with a mean of 0.03 and a standard deviation equivalent
to a factor of 1.35.

6.2.4 Sampling
I sample for the set of model parameters (μC , f, N, sfore , sback , Pb ) using dynesty 286 (see §2) since in a minority
of cases the posteriors for α are clearly multi-modal. The cloud distance D(μC ) is the primary free parameter of
interest; all other parameters, as well as the individual stellar posteriors, are considered nuisance parameters to be
marginalized over (although I report them for completeness).
dynesty is run in the following configuration:
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sampler = dynesty.NestedSampler(log_likelihood, prior_transform, ndim,
bound='multi', sample='rwalk',
update_interval=5.0, nlive=500, walks=25)
sampler.run_nested(dlogz=0.01)

The log_likelihood argument is the log-likelihood function described in §6.2.2. The prior_transform
argument is a function which transforms samples from the unit cube to the target prior (a feature of the nested
sampling algorithm; see §2). See §6.2.3 for the adopted priors. The ndim argument is the number of sampled
parameters, which is equal to six in all cases. The stopping criterion (see §2.1.4) defined via dlogz is set to 0.01,
guaranteeing the majority of the posterior is properly integrated over before terminating sampling. I use 500
live points when sampling, which I find is able to characterize the posterior reasonably well without requiring
excessive runtimes.

6.2.5 Sample Selection
Because the target clouds lie at a range of distances (from < 100 pc to > 2 kpc), I adopt two slightly different
techniques for distance determination following Schlafly et al. 268 . For clouds which are “far away” (DC ≳ 200
pc), stars of all stellar types are used. For clouds which are “nearby” (DC ≲ 200 pc, covering Aquila S., Ophiuchus, Taurus, Hercules, and all the MBM clouds with the exception of MBM 46-47), only M-dwarf-like stars
are used. Limiting the analysis to only M-dwarfs for very nearby clouds prevents the small number of foreground
stars from being overwhelmed by the large number of background stars when trying to pinpoint where a step in
extinction occurs (see §6.2.2).
I select for M-dwarfs by imposing the following cuts based on Schlafly et al. 268 :
g−

Ag
(g − r − 1.2) < 20
Ag − Ar

r−i−

Ar − Ai
(g − r − 1.2) > 0.78
Ag − Ar

(6.14)

(6.15)

where the extinction coefficients Ax are taken from Table 1 of Green et al. 109 . Both of these equations impose
color and magnitude cuts along the reddening vector. Equation (6.14) primarily selects bright blue stars (as faint
as gP1 =20 mag), which have a typical unreddened gP1 − rP1 = 1.2. Equation (6.15) selects M-dwarfs in color-
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color space. As argued in Schlafly et al. 268 , the application of both cuts produces a clean, reddening-independent
sample of nearby M-dwarfs ideal for the “near” analysis. Compared to Schlafly et al. 268 , I make one minor revision to Equation (6.15) by fixing the intercept of the cut to 0.78. This ensures that it intersects the gP1 − rP1 vs.
rP1 − iP1 color-color diagram at the same location as Schlafly et al. 268 for gP1 − rP1 = 1.2 despite the adoption of
the updated reddening vector.
In addition to the above cuts, I also follow Schlafly et al. 268 by masking out all stars with Plank-based E(B −
V) < 0.15 mag, independent of R(V). Similar to the M-dwarf cut, limiting the sample to stars with at least 0.15
mag of reddening (assuming they are in the background) ensures that only stars capable of informing where a
jump in reddening occurs are used in the fit.
Finally, I remove stars from the analysis with poor best-fit chi-square values χ2best , which indicate these stars
are likely inconsistent with the assumed Bayestar stellar models and therefore likely have unreliable distanceextinction estimates. Since the expected χ2 for any particular source depends on the number of bands observed,
we opt to remove all stars with
P(χ2 > χ2best |nbands ) < 0.01

(6.16)

where nbands is the number of bands observed. This is roughly equivalent to removing outliers at approximately
the 2σ − 3σ level.

6.2.6 Uncertainties
The Bayesian approach used here enables a robust determination of statistical uncertainties through the output
posterior samples (see §6.2.4). However, there are additional systematic uncertainties in the approach that need to
be considered. These stem from three main factors:
1. Errors in the stellar models: The empirical Bayestar stellar models are derived from fits to the observed
stellar locus in PS1, 2MASS, and NSC DECam data. These likely contain some amount of residual noise,
possible residual reddening, and extrapolated metallicity dependence. Slight differences between the models and the intrinsic colors of stars could result in systematic extinction/distance offsets for each star.
2. Errors in the extinction vector: Although I have based the extinction vector and its variation on empirical
results from Schlafly et al. 271 , it is possible that the mean vector and/or R(V) dependence is slightly off.
This mismatch could result in systematic extinction/distance offsets for each star.
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3. Errors in the line-of-sight cloud model: The cloud model (see §6.2.2) is quite simplistic, assuming that the
majority of the cloud is located at a single distance (modulus) μC , that any foreground stars only have a
single, uniform extinction f, and that neighboring regions of the sky are completely independent from
each other. Any more complex behavior that violates these assumptions can systematically bias μC .
Compared to the analysis presented in Schlafly et al. 268 , this work is much less impacted by systematic uncertainties arising from the per-star modeling. All of the stellar models, extinction vectors, and R(V) dependencies used here are significantly improved from that work, and have been tested rigorously in other analyses 271,111,109,108 and in §4. In addition, in many cases the Gaia DR2 parallaxes significantly constrain the distance
to nearby stars, further limiting the impact of systematic offsets. Internal testing based on Gaia DR2 data lead us
to estimate the impact of any systematics arising from our per-star modeling to be ≲ 2%, in line with the results
from §4 and §5.
Instead, the dominant source of systematic uncertainty stems from the simplicity of the line-of-sight dust
model. Based on results in §6.3.3, I find that these assumptions lead to 5% systematic uncertainty in distance,
which I adopt for all reported values. Since the characteristic statistical uncertainty on the sightlines is often 2 −
3%, the total estimated uncertainty is often dominated by this term.

6.3

Results

I present two separate collections of distances to regions of local molecular clouds. For consistency with past
work, in §6.3.1 I first apply the methods described above to the same sightlines used in Schlafly et al. 268 to determine an updated catalog of distances. After investigating any relevant changes, in §6.3.2 I apply these methods
over a larger area of the cloud by systematically subdividing each cloud using a pixelization scheme and independently fitting distances to each pixel. This second technique is then applied to derive 2-D spatial maps to many
molecular clouds in the Dame et al. 59 CO survey. These results are then used to compute robust average distances to these regions in §6.3.3.

6.3.1 Schlafly et al. 268 Sightlines
Schlafly et al. 268 presented a catalog of distances motivated by a combination of the Magnani et al. 196 (MBM)
molecular cloud catalog and the Dame et al. 59 CO survey. Clouds in the MBM catalog were associated with an
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Figure 6.4: An illustra on of the ﬁ ng procedure applied for three sightlines from Schlaﬂy et al. 268 , with a sightline from Hercules

= 45.1◦ , b = 8.9◦ ) shown in the top panel, Mon OB1 (l = 201.4◦ , b = 1.1◦ ) in the middle panel, and Orion (l = 208.4◦ , b =
−19.6◦ ) in the bo om panel. The background grayscale shows the stacked distance-ex nc on posteriors for all the stars used in the

(l

ﬁt. The most probable distance and ex nc on to every star is marked via a red cross. The blue line shows the typical ex nc on proﬁle
inferred for the sightline. Prior to the cloud distance DC (at distance modulus μC ), the magnitude of the ex nc on proﬁle is equal to the

foreground ex nc on, with the median foreground ex nc on f shown via the blue horizontal line. The probable range of distances to

the cloud is shown via the inverted blue histogram at the top of each panel, with the median cloud distance marked via the blue ver cal
line. On either side I show the 16th and 84th percen le of the cloud distance (derived from the dynesty posterior) via the ver cal
blue dashed lines. Beyond the cloud distance, the bo om and top blue lines show the 16th and 84th percen le of the Planck-based
ex nc on towards the stars, mul plied by the median normaliza on factor N inferred for the sightline. The distance uncertain es do

not include any systema c uncertain es, which I es mate to be 5% in this work and 10% for Schlaﬂy et al. 268 . An interac ve version

of this ﬁgure showing the diﬀerences before and a er Gaia is available here.

Figure 6.5: Summary of cloud distance results for sightlines through major molecular clouds from the Dame et al. 59 CO survey. The top

panel shows the Planck reddening map 236 , with the central (l,b) posi on of each sightline overlaid. The bo om panel shows the inferred
distance to the cloud as a func on of Galac c longitude, along with es mated sta s cal uncertain es; systema c uncertain es are
excluded, which are es mated to be 5% here and 10% for Schlaﬂy et al. 268 . Sightlines through the same molecular cloud are grouped
by color and labeled by name. An interac ve version of this ﬁgure showing the diﬀerences before and a er Gaia is available here.

explicit list of sightlines from that work, and Schlafly et al. 268 adopted the same sightlines to remain consistent.
Clouds from the Dame et al. 59 CO survey, however, did not have an explicit set of sightlines associated with
them. As a result, Schlafly et al. 268 instead chose a representative set of sightlines that was well-suited to the basic
method outlined in §6.2 but not intended to provide complete areal coverage of these clouds.
In total, Schlafly et al. 268 included all clouds in the Dame et al. 59 CO survey and Magnani et al. 196 catalog
which fell inside the PS1 footprint (δ > −30◦ ), possessed an adequate number of stars with Planck-based E(B −
V) > 0.15 mag, and were far enough from the Galactic plane to avoid possible multi-cloud confusion. I provide
updated distances to the Schlafly et al. 268 sightlines towards major clouds in the Dame et al. 59 CO survey and
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Figure 6.6: Same as in Figure 6.5, except now showing the MBM clouds with sightlines color-coded according to their cloud index from

Magnani et al. 196 . An interac ve version of this ﬁgure showing the diﬀerences before and a er Gaia is available here.

in the Magnani et al. 196 catalog in Tables 6.1 and 6.2, respectively.4 In Table 6.1, I also include two additional
sightlines towards the diffuse high latitude clouds Draco and the Spider, which were not targeted in Schlafly
et al. 268 . These clouds have too little reddening to allow for the pixelated distance maps presented in §6.3.2, but
targeting the most highly reddened sightlines through these clouds produces well-constrained distances to both
regions. The line-of-sight extinction profiles and the corner plots of the model parameters for all sightlines in
Tables 6.1 and 6.2 are available on the Dataverse.
In Figure 6.4, I show the results of the line-of-sight dust model for three different sightlines, in Hercules
(l = 45.1◦ , b = 8.9◦ ), Mon OB1 (l = 201.4◦ , b = 1.1◦ ), and Orion (l = 208.4◦ , b = −19.6◦ ). Al4

One sightline towards the Lacerta Molecular Cloud (l = 98.7◦ , b = −14.7◦ ) from Schlafly et al. 268 is excluded in Table 6.1 due to the lack of well-modeled foreground stars.
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though these span a wide range in distance and extinction, I find the model provides an excellent fit to the data,
with a well-constrained distance modulus μC , small outlier fraction Pb , and low foreground extinction f for each
sightline. As expected, the majority of the distance constraint comes from a collection of highly-extincted stars at
the same distance, with the outlier model suppressing the impact of isolated foreground stars with anomalously
high extinction. I also find that the model prefers significant amounts of variation in background star extinction
(via sback ) but not the foreground (via sfore ), illustrating the importance of explicitly modeling this intra-cloud
variation.
In Figures 6.5 and 6.6, I visualize the distance results for every sightline from Schlafly et al. 268 . Overall, the statistical uncertainties decrease dramatically for most sightlines compared to Schlafly et al. 268 , with the dispersion
between many clouds “tightening” substantially, as expected if they are part of a localized structure at a single
distance.
One interesting feature is that the distances appear to systematically shift depending on a sightline’s position
relative to the galactic center, with most of the distances to the right of the galactic center (which are also further
away) decreasing while those on the left (which are also more nearby) increasing. In both cases, the fractional
difference between the Schlafly et al. 268 distances and the new Gaia-informed distances is ≲ 15%, which is within
the magnitude of the systematic uncertainty estimated in Schlafly et al. 268 .
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± 24

463-6185

89.5 38.4 481+50
−45 ± 24

Perseus

232+53
−87

285+17
−15

Perseus
Perseus

Hercules

45.1 8.9

223+2
−2 ± 11

194+7
−7 ± 19

Polaris

+66
123.5 37.9 472+34
−37 ± 23 458−75 ± 45

10018

Hercules

44.1 8.6

223+3
−2 ± 11

184+5
−6 ± 18

Polaris

+166
129.5 17.3 341+19
−18 ± 17 337−44 ± 33

10018

Hercules

42.8 7.9

230+3
−2 ± 11

216+9
−9 ± 21

Polaris

+34
126.3 21.2 343+5
−10 ± 17 390−34 ± 39

10018

Lacerta

96.1 -10.2 504+6
−5 ± 25

517+27
−26 ± 51

5206

Rosette

+6
206.8 -1.2 1356−15
± 67 1540+69
−67 ± 154

160019

Lacerta

95.8 -11.5 473+5
−3 ± 23

509+29
−28 ± 50

5206

Rosette

+85
207.8 -2.1 1261+19
−12 ± 63 1383−64 ± 138

160019

± 150

160019

± 94

2280+71
−66

± 228

22007

± 105

+48
2222−47

± 222

22007

± 105

2071+59
−55

± 207

22007

+69
Maddalena 216.4 0.1 2099+16
−9 ± 104 2437−71 ± 243

Maddalena 217.1 0.4

1888+22
−12

Maddalena 216.5 -2.5

2110+10
−5

Maddalena 216.8 -2.2

2113+16
−8

205.2 -2.6

1413+5
−6

± 70

134.8 40.5

369+19
−22

± 18

Taurus

171.6 -15.8

130+8
−7

±6

20
21
102+25
−32 ± 10 140 , 130-160

22007

Taurus

175.8 -12.9 156+3
−2 ± 7

20
21
127+26
−34 ± 12 140 , 130-160

Rosette
Spider

1508+70
−64

Mon OB1 200.4 0.8

719+11
−4 ± 35

905+61
−55 ± 90

9138

Taurus

172.2 -14.6 137+4
−2 ± 6

20
21
128+9
−10 ± 12 140 , 130-160

Mon OB1 201.4 1.1

748+9
−10 ± 37

887+53
−44 ± 88

9138

Taurus

170.2 -12.3 170+9
−5 ± 8

20
21
142+11
−14 ± 14 140 , 130-160

Mon OB1 201.2 1.0

715+45
−7 ± 35

877+41
−38 ± 87

9138

Taurus

166.2 -16.6

20
21
107+18
−20 ± 10 140 , 130-160

232

138+1
−1 ± 6

Mon R2 219.2 -7.7

943+35
−5 ± 47

Mon R2 215.3 -12.9

767+12
−17

Mon R2 219.3 -9.5
Mon R2 220.9 -8.3

1018+50
−43 ± 101

9039

Taurus

171.4 -13.5 154+4
−3 ± 7

+8
149−8
± 14

14020 , 130-16021

± 15 14020 , 130-16021

9039

Taurus

+60
923+9
−14 ± 46 1026−54 ± 102

9039

Ursa Ma 143.4 38.5 408+7
−4 ± 20

400+33
−27 ± 40

11022

915+5
−3 ± 45

1052+35
−35 ± 105

9039

Ursa Ma 158.5 35.2 352+10
−14 ± 17

331+29
−25 ± 33

11022

876+42
−41 ± 87

9039

+52
Ursa Ma 146.9 40.7 330+18
−19 ± 16 269−32 ± 26

11022

136+12
−14 ± 13

11910 , 14011

Ursa Ma 153.5 36.7 352+19
−16 ± 17

11022

± 38

Mon R2 213.9 -11.9 788+11
−15 ± 39
Ophiuchus 355.2 16.0

128+3
−2 ± 6

788+34
−32

± 78

173.5 -14.2

147+9
−15

154+14
−21

±7

353+38
−29 ± 35

Table 6.1: Distances to sightlines through Major Local Molecular Clouds. In Column 1/7, I list the cloud associated with each sightline.

In Columns 2/8 and 3/9, I list the Galac c coordinates corresponding to the center of each sightline. In Column 4/10, I list the new
Gaia-informed distances to the clouds from this work. The ﬁrst error term is the sta s cal uncertainty stemming from the posterior
es mates (see §6.2.2), while the second error term is the systema c uncertainty stemming from the reliability of the line-of-sight dust
model (equivalent to roughly 5% in distance; see Figure6.9). The uncertain es should be added in quadrature. In Column 5/11, I list
the distance es mates from Schlaﬂy et al. 268 for comparison, including the sta s cal and systema c errors (roughly 10% in distance).
In Column 6/12, I compare the distances to other previous distance es mates from the literature. These include: [1] Clariá 50 , [2] Lada
et al. 166 , [3] Zdanavičius et al. 315 , [4] Grenier et al. 112 , [5] Gladders et al. 100 , [6] Kaltcheva 147 , [7] Lee et al. 181 , [8] Baxter et al. 13 ,
[9] Lombardi et al. 192 , [10] Lombardi et al. 193 , [11] Or z-León et al. 222 , [12] Menten et al. 203 , [13] Großschedl et al. 113 , [14] Murdin
& Penston 209 , [15] Kounkel et al. 159 , [16] Hirota et al. 130 , [17] Zucker et al. 317 , [18] Zagury et al. 314 , [19] Blitz & Thaddeus 20 , [20]
Kenyon et al. 149 , [21] Galli et al. 95 , and [22] Penprase 230 . See Figure 6.5 for a map of these sightlines and their distances. See this link
(doi:10.7910/DVN/JGMNHI) for a machine readable version of this table, which also includes addi onal cloud parameters (see §6.2.2).
Likewise, addi onal Figures showing the cornerplots of the model parameters and the line-of-sight ex nc on proﬁles for every sightline
in this table are available at this link (doi:10.7910/DVN/9MZOVV).
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110.2

-41.2

265+42
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228+45
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176.3

-20.8

158+27
−10 ± 7

190+12
−16 ± 19

2

117.4

-52.3

239+9
−7 ± 11

206+14
−12 ± 20

107

177.7

-20.4

141+4
−13 ± 7

197+12
−15 ± 19

3

131.3

-45.7

314+8
−7 ± 15

277+22
−26 ± 27

108

178.2

-20.3

143+2
−2 ± 7

168+19
−21 ± 16

4

133.5

-45.3

286+17
−11 ± 14

269+16
−14 ± 26

109

178.9

-20.1

155+10
−8 ± 7

160+15
−14 ± 16

5

146.0

-49.1

279+16
−12 ± 13

187+86
−18 ± 18

110

207.6

-23.0

356+2
−4 ± 17

313+14
−12 ± 31

6

145.1

-39.3

111+32
−31 ± 5

151+16
−66 ± 15

111

208.6

-20.2

400+4
−3 ± 20

366+9
−11 ± 36

7

150.4

-38.1

171+24
−7 ± 8

148+13
−11 ± 14

113

337.7

23.0

144+7
−7 ± 7

148+11
−13 ± 14

8

151.8

-38.7

255+6
−4 ± 12

199+9
−9 ± 19

115

342.3

24.2

141+2
−2 ± 7

137+12
−16 ± 13

9

156.5

-44.7

262+22
−14 ± 13

246+42
−29 ± 24

116

342.7

24.5

137+2
−1 ± 6

134+10
−11 ± 13

11

158.0

-35.1

250+5
−7 ± 12

185+21
−20 ± 18

117

343.0

24.1

138+2
−2 ± 6

140+9
−9 ± 14
56+21
−17 ± 5

12

159.4

-34.3

252+4
−6

13

161.6

-35.9

14

162.5

15

DS14

± 12

234+11
−10

Cloud

± 23

118

344.0

24.8

140+4
−4

237+5
−6 ± 11

191+11
−12 ± 19

119

341.6

21.4

169+8
−8 ± 8

150+26
−32 ± 15

-31.9

275+3
−6 ± 13

233+11
−10 ± 23

120

344.2

24.2

135+6
−4 ± 6

59+70
−23 ± 5

191.7

-52.3

200+27
−24 ± 10

160+47
−64 ± 16

121

344.8

23.9

140+5
−5 ± 7

118+11
−13 ± 11

16

170.6

-37.3

170+2
−1 ± 8

147+10
−9 ± 14

122

344.8

23.9

137+4
−3 ± 6

116+11
−19 ± 11

17

167.5

-26.6

130+2
−1 ± 6

165+16
−14 ± 16

123

343.3

22.1

143+5
−4 ± 7

101+12
−19 ± 10

18

189.1

-36.0

155+3
−3 ± 7

166+18
−17 ± 16

124

344.0

22.7

145+4
−3 ± 7

89+16
−16 ± 8

19

186.0

-29.9

143+5
−2 ± 7

156+18
−18 ± 15

125

355.5

22.5

129+5
−6 ± 6

115+16
−14 ± 11

20

210.9

-36.6

141+3
−2 ± 7

124+11
−14 ± 12

126

355.5

21.1

142+5
−6 ± 7

142+12
−17 ± 14

21

208.4

-28.4

234+74
−17 ± 11

277+23
−22 ± 27

127

355.4

20.9

146+4
−10 ± 7

147+12
−12 ± 14

233

±7

22

208.1

-27.5

266+30
−19 ± 13

238+27
−22 ± 23

128

355.6

20.6

136+5
−4 ± 6

134+11
−11 ± 13

23

171.8

26.7

349+16
−14 ± 17

305+22
−22 ± 30

129

356.2

20.8

139+4
−4 ± 6

141+11
−11 ± 14

24

172.3

27.0

351+25
−22 ± 17

279+27
−23 ± 27

130

356.8

20.3

129+9
−3 ± 6

109+10
−13 ± 10

25

173.8

31.5

342+22
−79 ± 17

297+25
−27 ± 29

131

359.2

21.8

158+3
−8 ± 7

106+11
−11 ± 10

27

141.3

34.5

376+9
−5 ± 18

359+23
−21 ± 35

132

0.8

22.6

172+2
−5 ± 8

155+9
−10 ± 15

28

141.4

35.2

393+8
−9 ± 19

370+22
−20 ± 37

133

359.2

21.4

161+3
−3 ± 8

98+12
−11 ± 9

29

142.3

36.2

390+13
−20 ± 19

376+76
−60 ± 37

134

0.1

21.8

158+7
−3 ± 7

121+14
−28 ± 12

30

142.2

38.2

381+4
−3 ± 19

352+10
−11 ± 35

135

2.7

22.0

228+3
−4 ± 11

180+11
−10 ± 18

31

146.4

39.6

395+7
−14 ± 19

325+27
−26 ± 32

136

1.3

21.0

139+12
−10 ± 6

120+12
−12 ± 12

32

147.2

40.7

353+4
−8 ± 17

259+14
−15 ± 25

137

4.5

23.0

169+13
−11 ± 8

146+11
−16 ± 14

33

359.0

36.8

74+10
−7 ± 3

88+18
−21 ± 8

138

3.1

21.8

235+5
−7 ± 11

186+8
−8 ± 18

±5

34

2.3

35.7

117+9
−6

35

6.6

38.1

86+17
−15 ± 4

36

4.2

35.8

37

6.1

38

110+27
−34

± 11

139

7.6

24.9

149+5
−6

±7

112+10
−26 ± 11

89+17
−25 ± 8

140

3.2

21.7

230+5
−5 ± 11

186+8
−9 ± 18

107+2
−2 ± 5

105+7
−7 ± 10

141

4.8

22.6

163+5
−6 ± 8

127+13
−14 ± 12

36.8

115+6
−5 ± 5

121+10
−16 ± 12

142

3.6

21.0

200+3
−4 ± 10

133+14
−13 ± 13

8.2

36.3

92+20
−19 ± 4

77+24
−24 ± 7

143

6.0

20.2

119+3
−2 ± 5

131+8
−6 ± 13

39

11.4

36.3

102+4
−3 ± 5

94+15
−11 ± 9

144

6.6

20.6

147+3
−3 ± 7

128+9
−9 ± 12

40

37.6

44.7

93+24
−20 ± 4

64+21
−25 ± 6

145

8.5

21.8

108+6
−4 ± 5

152+19
−25 ± 15

45

9.8

-28.0

149+11
−11 ± 7

131+21
−29 ± 13

146

8.8

22.0

116+3
−9 ± 5

179+11
−12 ± 17

46

40.5

-35.5

517+7
−8 ± 25

490+25
−23 ± 49

147

5.9

20.1

117+2
−2 ± 5

130+8
−7 ± 13

47

41.0

-35.9

491+6
−9 ± 24

475+25
−21 ± 47

148

7.5

21.1

156+3
−3 ± 7

116+10
−10 ± 11

49

64.5

-26.5

212+21
−35 ± 10

204+39
−33 ± 20

149

7.9

20.3

164+3
−2 ± 8

114+13
−11 ± 11

50

70.0

-31.2

141+61
−53

53

94.0

-34.1

259+4
−3 ± 12

54

91.6

-38.1

55

89.2

56

±7

99+43
−45

±9

150

9.6

21.3

144+40
−26

±7

139+14
−12 ± 13

253+10
−11 ± 25

151

21.5

20.9

138+2
−1 ± 6

122+8
−8 ± 12

245+4
−3 ± 12

231+11
−12 ± 23

156

101.7

22.8

383+5
−5 ± 19

313+12
−10 ± 31

-40.9

245+2
−3 ± 12

206+8
−6 ± 20

157

103.2

22.7

358+3
−3 ± 17

325+11
−9 ± 32

103.1

-26.1

265+8
−10 ± 13

227+17
−17 ± 22

158

27.2

-20.7

147+9
−8 ± 7

142+9
−10 ± 14

57

5.1

30.8

113+7
−9 ± 5

88+25
−39 ± 8

159

27.4

-21.1

136+6
−2 ± 6

143+8
−10 ± 14

101

158.2

-21.4

289+4
−6 ± 14

283+11
−10 ± 28

161

114.6

22.5

360+2
−3 ± 18

308+8
−8 ± 30

102

158.6

-21.2

289+8
−4 ± 14

275+9
−9 ± 27

162

111.7

20.1

352+7
−4 ± 17

304+8
−9 ± 30

103

158.9

-21.6

279+2
−1 ± 13

+10
269−9
± 26

163

115.8

20.2

336+3
−2 ± 16

293+6
−7 ± 29

104

158.4

-20.4

281+4
−3 ± 14

262+9
−9 ± 26

164

116.2

20.4

339+2
−2 ± 16

294+6
−6 ± 29

105

169.5

-20.1

127+2
−2 ± 6

139+8
−9 ± 13

165

116.2

20.3

341+1
−1 ± 17

291+7
−7 ± 29

166

117.4

21.5

343+5
−4 ± 17

302+10
−10 ± 30
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Table 6.2: Distances to sightlines through MBM Molecular Clouds. In Column 1/6, I list the cloud associated with each sightline.

In Columns 2/7 and 3/8, I list the Galac c coordinates corresponding to the center of each sightline. In Column 4/9, I list the new
Gaia-informed distances to the clouds from this work. The ﬁrst error term is the sta s cal uncertainty stemming from the posterior es mates (see §6.2.2), while the second error term is the systema c uncertainty stemming from the reliability of the line-ofsight dust model (equivalent to roughly 5% in distance; see Figure6.9). The uncertain es should be added in quadrature. In Column
5/10, I list the distance es mates from Schlaﬂy et al. 268 for comparison, including the sta s cal and systema c errors (roughly 10%
in distance). See Figure 6.6 for a map of these sightlines and their distances. See this link for a machine readable version of this table (doi:10.7910/DVN/QW2AXB), which also includes addi onal cloud parameters (see §6.2.2). Likewise, Figures showing the cornerplots of the model parameters and the line-of-sight ex nc on proﬁles for every sightline in this table are available at this link
(doi:10.7910/DVN/JPE8AI).

6.3.2 Detailed Maps of Cloud Structure
To complement the Schlafly et al. 268 catalogue, I also adopt an alternative approach to provide more uniform
detailed maps of cloud structure. Guided by previous studies of these clouds in the literature, I start by defining rectangular boundaries (in Galactic longitude and latitude) around each region. I then subdivide each area
into healpix pixels 103 of either nside=64 or nside=128, corresponding to pixel areas of 0.84 deg2 and 0.21
deg2 , respectively. The larger nside=64 pixels are used for all “nearby” M-dwarf only sightlines, while the smaller
nside=128 pixels are used for all “faraway” sightlines (see §6.2.5).

After replacing the circular beams from the sightlines presented in §6.3.1 with these healpix pixels, I want to
ensure that the only pixels fit are those that actually trace the cloud, rather than a lower density component along
the line-of-sight. To do this, I impose Planck E(B − V) thresholds on the pixels for each cloud and only consider pixels with appreciable amounts of extinction. These thresholds vary from 0.15 mag for very diffuse clouds
at high latitudes (e.g. Ursa Major) to 3 mag for clouds in the Galactic plane and oriented towards the Galactic
center (e.g. Serpens/AqR).
Once I have a set of pixels within each longitude-latitude box that satisfy this E(B − V) threshold, I apply the
exact same procedure describe above to estimate the distances to extinction jumps within each pixel. This procedure then results in a grid of distance estimates to different parts of each cloud. This technique is able to provide
complete coverage above each cloud’s reddening threshold for a vast majority of clouds. The exceptions are the
southern clouds Chamaleon and Lupus, whose pixel coverage is spare due to the lack of available broadband photometry in the g, r, and i bands. Likewise, in a very small fraction of cases (≈ 1% of sightlines), I remove pixels
from the maps which contain no foreground stars, leading to very uncertain distance estimates.
An example of the distance map produced for a particular cloud (Cepheus) is shown in Figure 6.7. A sum-
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Figure 6.7: Pixelated distance map for the Cepheus molecular cloud. The le panel shows the Planck E(B

− V) reddening map in

the region around Cepheus. The right shows the set of healpix pixels associated with the cloud (see Table 6.3 and §6.3.2) colored by
their median distance. I ﬁnd Cepheus clearly hosts two separate components: a “near” component (purple pixels) and a “far” component
(yellow or green pixels). An interac ve version of this ﬁgure that includes each pixel’s line-of-sight ex nc on proﬁle is available here.
Similar ﬁgures for every cloud in Table 6.3 are accessible via Figure 6.8. A machine readable table of the per pixel results for every pixel
shown above in Cepheus is available at this link (doi:10.7910/DVN/74Y5KU). Similar tables are available for every cloud in Table 6.3.

mary of the results across all pixels is shown in Figure 6.8. Detailed results (including coordinates, distances, and
Planck-based reddenings for each pixel) for every cloud are available online at this link (doi:10.7910/DVN/74Y5KU).
Figure 6.7 highlights that Cepheus is composed of two components, with the near component around a distance
of 350 pc and the far component at a distance of 920 pc. This has been known for decades (see, e.g., Grenier
et al. 112 ), but never before has the distance structure of this cloud been mapped at such a high spatial resolution.
The far component dominates at b < 14◦ , while the near component is seen at b > 14◦ .

6.3.3 Average Cloud Distances and Uncertainties
Using the new grid of distance estimates from §6.3.2, I use a Monte Carlo-based procedure to produce an average
distance to each cloud. I first consider the full set of posterior samples for every pixel in the cloud boundaries
which meet the minimum reddening threshold for the cloud listed and described in §6.3.2. Samples are then
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Figure 6.8: Distance es mates to local molecular clouds through >

to its median distance modulus and overlaid on the Planck E(B

for details on how the pixels were selected. An interac ve version of the ﬁgure that highlights more detailed results for each cloud is
available here.

drawn at random from “noisy” realization of each pixel’s chain in order to incorporate sources of uncertainty
within our posterior samples 286 using dynesty’s simulate_run function. The random samples from each pixel
are then used to compute a reddening-weighted average distance via:
n
pix
P

⟨d⟩ =

⟨EPlanck ⟩k dk

k
n
pix
P
k

(6.17)
⟨EPlanck ⟩k

where dk is the randomly-sampled “noisy” distance to an individual pixel and ⟨EPlanck ⟩k is the average Planckbased reddening for the pixel.
To characterize the statistical uncertainty in our measurements, I compute n = 500 realizations of ⟨d⟩ for
each cloud. The mean and standard deviation of these five hundred average distances are then reported as the
average cloud distance and its statistical uncertainty in Table 6.3.
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293.0

305.0

-18.0

-12.0

0.5

183 ± 3 ± 9

Corona Australis

-2.0

3.0

-23.0

-16.0

0.25

151 ± 3 ± 8

Crossbones

218.5

220.0

-11.0

-7.5

1.0

886 ± 4 ± 44

Gem OB1*

188.5

193.5

-1.0

2.5

2.0

1786 ± 4 ± 89

Hercules

42.0

47.0

7.5

10.0

0.5

227 ± 1 ± 11

Lacerta

94.0

97.0

-12.0

-8.0

0.5

503 ± 5 ± 25

Lupus

335.0

348.0

5.0

19.0

1.0

189 ± 9 ± 9

Maddalena*

216.0

219.0

-3.0

1.0

2.0

2072 ± 6 ± 104

Mon OB1

199.0

204.0

0.0

3.0

2.0

745 ± 3 ± 37

Mon R2*

212.0

216.0

-14.0

-11.0

1.0

778 ± 3 ± 39

Ophiuchus

351.0

357.0

13.0

19.0

1.0

144 ± 2 ± 7

Orion A

207.0

215.0

-20.5

-18.5

1.0

432 ± 2 ± 22

Orion B

204.0

209.0

-17.0

-13.0

1.0

423 ± 2 ± 21

Orion Lam

191.5

200.0

-17.0

-7.0

0.5

402 ± 1 ± 20

Pegasus

85.0

96.0

-42.0

-30.0

0.25

247 ± 4 ± 12

Perseus

157.5

161.5

-22.0

-16.0

1.0

294 ± 2 ± 15

Polaris

120.0

127.0

24.0

32.0

0.25

352 ± 1 ± 18

Rosette*

205.0

209.0

-3.0

-1.0

2.0

1304 ± 5 ± 65

Serpens/AqR

28.0

32.5

2.0

6.0

3.0

484 ± 4 ± 24

Taurus

166.0

176.0

-19.0

-13.0

1.0

141 ± 2 ± 7

Ursa Major

140.0

162.0

32.0

44.0

0.15

371 ± 3 ± 19

Table 6.3: Average Distances to Local Molecular Clouds. In Column 1, I list the name of the cloud. In Columns 2-5, I list the longitude

and la tudes bounds considered for the clouds. In Column 6, I list the E(B

− V) threshold used to include pixels within this region

in the distance es mate (see §6.3.2). In Column 7, I list the average distance computed for the cloud given these set of pixels. The
ﬁrst error term is the sta s cal uncertainty while the second error term is the systema c uncertainty es mated following §6.3.3 (5%
in distance) that should be added in quadrature. See Figure 6.8 for an interac ve distance map for each cloud, which includes all the
pixels used to calculate these averages. Clouds marked with an asterisk have more complex line-of-sight dust distribu ons, poten ally
causing their distances to be underes mated (see §6.4.2 for more details). A machine readable version of this table is available at this
link (doi:10.7910/DVN/JGMNHI).

As discussed in §6.2.6, this method does not take into account possible systematic uncertainties in the model
stemming from the simplicity of the single-cloud dust model. In order to estimate the magnitude of these systematic uncertainties, I start by assuming that neighboring pixels are probing dust at the same distance. Then,
for every pixel targeted in §6.3.2, I find each of its neighbors. For every target-neighbor pair, I draw ten random
samples from both the target chain and the neighbor chain, and calculate the fractional differences between them
relative to the target pixel. I then repeat this for every pixel in each cloud.
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Figure 6.9: The distribu on of the frac onal diﬀerence in distance between the neighboring pixels used to compute the average cloud

distances shown in Figures 6.7 and 6.8. There is a median frac onal diﬀerence of ≈

5% (blue ver

cal line), which is adopted as the

systema c uncertainty on all reported distance measurements. See §6.3.3 for addi onal details.

The results from these target-neighbor pixel comparisons are shown in Figure 6.9. The distribution peaks near
zero, with has a median difference of ≈ 5%. Based on this observed variation in neighboring pixels, I conservatively conclude that the distance estimates are subject to a 5% systematic uncertainty. These should be added in
quadrature with our statistical uncertainty, and generally dominate the error budget. I adopt the same systematic
error for all distance estimates reported in this work, but caution that the systematics could be higher for clouds
at farther distances (see §6.4.2).
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6.4

Discussion

6.4.1 Comparison with Distance Estimates from the Literature
I have utilized a combination of optical-NIR photometry and Gaia DR2 astrometry to produce a uniform catalog of accurate distances to local molecular clouds. While other papers have used Gaia DR2 data to determine
distances to molecular clouds, I argue that the catalog of distances derived here is the most comprehensive, covering a large number of clouds and taking into account larger angular areas than previous studies.
Previous approaches to estimate distances to local molecular clouds have mostly relied on constraining the
distances to young stellar objects (YSOs) associated with a particular cloud, either using Gaia parallax measurements 113,75,221,159 or using VLBA trigonometric parallax measurements 223,221,222,95 . As YSOs are not included
in the stellar models used to determine the distance and extinction to individual stars (see §6.2.1), they are generally poorly-fit and largely excluded from our sample following the cuts outlined in §6.2.5. This means that the
distance estimates obtained using YSOs provide an independent comparison to the distance estimates I present
here.
Overall, I find good agreement between the distances derived in this work and these YSO-derived distances.
Ortiz-León et al. 223 obtains VLBA parallax measurements towards two dark clouds in the Ophiuchus complex,
L1688 and L1689, finding distances of 137.3 ± 1.2 pc and 147 ± 3.4 pc, respectively. In my measurements of
Ophiuchus, including L1688 and L1689, and the rest of the streamer extending down to b = 14◦ , I find an
average distance of 144 ± 7 pc, in good agreement with their results.
I find a similar agreement for previous measurements of the Taurus molecular cloud. Galli et al. 95 obtains
VLBA parallax measurements towards L1495 and the B216 clump, finding distances of 129.5 ± 0.3 pc and
158.1 ± 1.2 pc, respectively. The distance map for Taurus exhibit a similar bimodality, with the sightlines towards
L1495 and B216 at distances of roughly 133 pc and 152 pc, respectively. Considering the sightlines from all pixels
in Taurus, I find an average distance of 141 ± 7 pc, which is consistent with portions of the cloud being at the
nearer distance of ≈ 130 pc and parts of the cloud being at the farther distance of ≈ 150 pc.
In other regions, like the Serpens/AqR region, I find less agreement. This is, however, more likely to be attributed in part to having targeted a more comprehensive area of the cloud compared to previous VLBA observations of YSOs. For instance, Ortiz-León et al. 220 find distances and proper motions to seven stars in the Serpens
Main and Serpens South/W40 region, and report a mean distance of 436 ± 9.2 pc. By contrast, I consider all
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area in the Serpens/AqR complex above our E(B − V) threshold of 3 mag 25 , which includes Serpens Main, Serpens South, and the W40 region, along with several other dark clouds associated with the Aquila Rift complex
(towards l = 32◦ and b = 3◦ ). This leads to a higher overall average distance of 484 ± 24 pc. If I only consider
the two sightlines towards Serpens Main, however, I find a lower distance of around 420 pc, which agrees with
Ortiz-León et al. 220 given the estimated uncertainties. Like Ortiz-León et al. 220 , I also find that the Serpens/AqR
clouds form a single coherent complex, at a similar distance, with their dispersion along the line of sight ≲ 50 pc.
The results discussed above were obtained using VLBA observations of YSOs in the pre-Gaia DR2 era, but
I find similar agreement if considering works which use the Gaia DR2 parallax measurements. For instance,
Großschedl et al. 113 considered Gaia parallax measurements towards 700 YSOs in Orion A, and find a distance
gradient across the cloud of ≈ 90 pc, with the head of Orion A (towards the Orion Nebula Cluster) at a distance
of around 390 pc and the tail (towards L1647) at a distance of around 470 pc. I find a similar trend here, with
pixels towards the head of the cloud at a distance of ≈ 400 pc and pixels at the tail of the cloud at distances ≈
450 pc. I find an average distance to the Orion A cloud of ≈ 432 ± 22 pc.
Finally, the distance estimates towards Perseus in this work are consistent with Ortiz-León et al. 221 , which
utilized Gaia parallax observations towards the IC348 and NGC1333 star forming regions to derive distances
of 320 ± 26 pc and 293 ± 22 pc, respectively. I find a mean distance to Perseus of 294 ± 15 pc, which is also
in strong agreement with the Gaia-informed results of Zucker et al. 317 of 294 ± 17 pc. This is is expected, as
Zucker et al. 317 employed the same general Bayesian inference framework as this work, but with a more complex
line-of-sight dust model and utilizing CO velocity slices (instead of the Planck dust map) as dust templates.
Overall, this illustrates that my results are in excellent agreement with previous estimates from the literature
derived from independent measurements. This provides strong support for the accuracy of the astro-photometric
distances derived in this work, especially those obtained for other clouds which do not have other published Gaiainformed distances or any other distance estimates from the literature outside of Schlafly et al. 268 .

6.4.2 Limitations of the Model
The results presented here are based on a very simple line-of-sight dust model, characterized by a single, wellbehaved foreground cloud and a single, infinitesimally-thin jump in extinction at the distance to the cloud of
interest. This technique works remarkably well for a large fraction of the sample, and suggests the 5% systematic
uncertainty quoted in §6.3 is the characteristic systematic uncertainty across most of the full catalog of distances
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= 215.2◦ , b = −12.9◦ ), Gemini OB1
e (l = 206.0 , b = −2.7 ), and Maddalena (l = 216.9◦ , b = −2.4◦ ). These panels high-

Figure 6.10: Same as in Figure 6.4, but for sightlines towards Monoceros R2 (l

(l

◦

◦

= 193.4 , b = 0.3

), Rose

◦

◦

light the limita ons of the simple line-of-sight dust model. In comparison to the rest of our clouds (whose systema c uncertainty we
es mate to be 5%), these four clouds display a “ramp” in foreground ex nc on leading up to the cloud. This behavior is not captured
by the simple line-of-sight model used here. These modeling mismatches lead to systema c underes mates of the distances to these
sightlines and suggests higher systema c uncertain es (see §6.4.2).

presented in §6.3.
Unfortunately, however, there are a few clouds where the dust possesses a more complex distribution along the
line-of-sight, severely violating the modeling assumptions used here and systematically shifting the estimated distances to the clouds. This primarily affects the most distant clouds in the sample (Rosette, Maddalena, and Gemini OB1) as well as Monoceros R2. The foreground extinction towards these clouds manifests not as a discrete
cloud at low extinction, but rather a steady “ramp’ up in extinction, increasing in extinction by a few magnitudes
over several hundred parsecs leading up to the cloud of interest.
This behavior is highlighted in Figure 6.10, which shows four sightlines towards the Monoceros R2, Rosette,
Maddalena, and Gemini OB1 clouds taken from the pixelated maps in §6.3.2. Because the foreground is poorly
modeled in these sightlines, the default behavior is to assign low extinction to the foreground cloud (f ≈ 0.2 −
0.3 mag) in combination with higher foreground smoothing (sfore ). As a result, the fits accommodate the steady
ramp up in extinction by aggressively smoothing all the individual stellar posteriors prior to the cloud distance,
with typical values of sfore ≈ 0.1 (≈ 1.2 magnitudes of A(V)). This tends to result in cloud distances that are underestimated, with at least part of the posteriors one would associate with the ramp “by eye” being designated as
background stars. Given this behavior, a conservative 10% systematic uncertainty should be adopted for Monoceros R2, Rosette, Maddalena, and Gemini OB1, with the values provided in Tables 6.3 and 6.1 as probable lower
limits on the distance.

6.5

Conclusion and Follow-up Work

Here, I determine distances to dozens of molecular clouds within 2 kpc from the Sun using a combination of optical and near-infrared photometry and Gaia DR2 parallax measurements. Using these data, I infer the distances
and extinctions to tens of thousands of nearby stars towards these clouds using the Bayestar models and the
brutus code (§3). I then fit these per-star distance-extinction measurements with a thin dust screen model to
determine the distance to the jump in extinction corresponding to the cloud. Given the low fractional distance
errors on the Gaia parallax measurements, the statistical uncertainties are small, on the order of ≈ 2 − 3%. By
examining the distance correlation between line-of-sight fits towards neighboring pixels, I am able to probe the
systematic uncertainty on our distances, finding that it is typically 5% (although it can be higher towards certain
clouds due to the limitations of the very simple line-of-sight dust model).
In addition to targeting over 100 sightlines towards the Magnani et al. 196 high-latitude clouds, I provide
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Gaia-informed averages distances to most of the major named clouds in the Dame et al. 59 CO survey, including Perseus, Orion A, Taurus, Ophiuchus, California, and Cepheus. For a subset of these clouds, I fit a grid of
pixels independently over their area that provides more detailed insight into cloud distance structure and a more
comprehensive average distance determination in comparison to VLBA-based methods (which typically only
target a small number of stars towards a few sightlines through each cloud).
Since this technique is versatile, it can be applied to almost any high-latitude sightline with an appreciable
amount of extinction and an adequate number of stars. In particular, follow-up work in Zucker et al. 318 applied this technique to a broader collection of sources in the Star Formation Handbook 251,252 , creating a map of
a large fraction of the molecular material in the solar neighborhood. This served as the basis for the discovery of
the “Radcliffe Wave” 5 , a ∼ 2.7 kpc arrangement of dense gas in the solar neighbourhood that contains many
of the clouds thought to be associated with the Gould Belt 22 , upending a century-long paradigm for how many
astronomers understood the distribution of nearby star formation. These discoveries, which were only made possible by the exquisite distance resolution provided by datasets and techniques such as those used here, illustrate
how rigorous analysis of these large datasets will open up new avenues of discovery in the coming years.
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99% of all statistics only tell 49% of the story.
Ron DeLegge II

7

Mapping the Milky Way in 5-D at High Galactic

Latitudes

In §6, I presented an application of brutus to nearby stars as showed how statistical modeling of the resulting
probabilistic stellar parameter estimates resulted in an unprecedented map of the molecular gas in the local Solar neighborhood. That work relied on the Bayestar empirical stellar models, mainly due to the abundance of
nearby, low-mass M-dwarfs. While this enables robust inference on distances and extinctions, it leaves us unable
to derive estimates of the underlying stellar parameters. Deriving these for large quantites of sources is particular
important when studying the Milky Way, where many many recent and potential discoveries depend upon reliable 3-D maps. In the disk, for instance, recent work has uncovered the remnants of a major merger ∼ 10 Gyr ago
e.g., 158,14,123 and a phase-space “spiral” 8 e.g., while in the halo accurate phase-space maps of stellar streams have
begun to constrain the potential of the Galaxy e.g. 144,177,24 . Access to more complex stellar models are particularly important in the halo and deep in the disk, where many of the stars that trace out, e.g., streams or spiral arms
are bright, evolved giants.
As argued throughout this dissertation, since most sources (∼ 99%) seen in large surveys do not have mea-
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sured spectra, much of the work associated with deriving 3-D maps to billions of stars has to rely on modeling
coarse spectral energy distributions (SEDs) comprised of flux densities estimated across a range of broad-band
and narrow-band photometric filters e.g., 108,6 . More recently, Gaia DR2 93 has also provided astrometric parallax
measurements for many of these sources, giving independent constraints on the distance. In §3, I described new
methods implemented in the public, open-source Python package brutus that contribute to these efforts by
allowing for quick and robust estimation of stellar properties, distances, and reddenings to stars with photometric and astrometric data. In §3.5 and §4, I also illustrated that the theoretical MIST models are able to model SEDs
at the ∼ 0.02 mag level, which is at the level of possible measurement systematics of many phtometric surveys
(see §4).
In this chapter, I bring these results together to present Augustus, a “proof-of-concept” application of brutus with the MIST stellar models to 170M sources brighter than r < 20 with Galactic latitudes |b| > 10. In §7.1,
I describe the datasets, quality cuts, and selections used to select the 170M objects in this work. In §7.2, I summarize the approach taken to modeling and fitting the 170M sources described with brutus. In §7.3, I describe
the catalogs produced by this modeling. In §7.4, I discuss results demonstrating the quality of the output data,
including “blind” recovery of the Gaia color-magnitude diagram and the detection of known large-scale Galactic
substructure. I conclude in §7.5. A detailed description of the data products provided as part of this work can be
found in §D. The data can be found online on the Harvard Dataverse at this link.

7.1

Data

I utilize data from the Pan-STARRS 44 , 2MASS 282 , the United Kingdom Infrared Telescope Infrared Deep Sky
Survey (UKIDSS) 178 , the unofficial Wide-field Infrared Survey Explorer (WISE) 311 catalog (unWISE) 270 , and
the Gaia survey 94 . In §7.1.1, I describe the Pan-STARRS data. In §7.1.2, I describe the 2MASS data. In §7.1.3, I
describe the UKIDSS data. In §7.1.4, I describe the unWISE data. In §7.1.5, I describe the Gaia data. In §7.1.6,
I describe how the data are combined into a final catalog. The overall sky and wavelength coverage from these
combination of surveys are shown in Figure 7.1 and 7.2, respectively.
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Figure 7.1: Projected maps showing the coverage of the data used in the work at a healpix resolu on of nside

a func on of Galac c longitude ℓ and la tude b, centered on (ℓ, b)

= (0, 0). The top le

= 64 plo

ed as

panel shows the mean number of bands

from all surveys combined, while the bo om le panel shows the overall (log-)number of stars in each pixel. The mean number of bands
from the individual surveys are shown in the remaining panels, with Pan-STARRS (§7.1.1) in the top middle panel, 2MASS (§7.1.2) in
the top right panel, UKIDSS (§7.1.3) in the bo om middle panel, and unWISE (§7.1.4) in the bo om right panel. While towards the
Galac c center we lose a substan al amount of coverage due to crowding and dust ex nc on, at high Galac c la tudes and in the
Galac c outskirts we have 8

− 10 bands of op cal to near-IR (NIR) coverage. The uniform coverage of the Pan-STARRS data is due to
4 bands of Pan-STARRS photometry. Due to the depth of the UKIDSS LAS data, in regions that

the sample selec on, which requires ≥

overlap with the survey area we have almost 10 bands of wavelength coverage from the op cal through the infrared. An interac ve
version of this Figure is available online at this link.

7.1.1 Pan-STARRS
The Pan-STARRS survey1 is a multi-epoch, deep, broadband optical survey of the northern sky visible from
Haleakala in Hawaii (i.e. δ > −30 deg). It observed in five photometric bands (grizy) spanning 0.4 μm − 1μm
with a typical single-epoch 5σ point-source exposure depth of g = 22.0, r = 21.8, i = 21.5, z = 20.9, and
y = 19.7 magnitudes in the AB system 218 .
The photometry used in this work is based on combined single-epoch photometry obtained as part of the PanSTARRS1 3π Steradian Survey DR1 44 . Photometry and astrometry were derived from combined images as described in Magnier et al. 197 . I require that there are at least four detections of a particular source in a given band,
and remove galaxies by requiring that the difference between the point-spread function (PSF) model photometry and aperture photometry is < 0.1 mag across at least four bands. I remove objects below the Pan-STARRS
saturation limit in each band, and also objects with magnitude errors > 0.2 mag.
1

https://panstarrs.stsci.edu/
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7.1.2 2MASS
2MASS2 is a near-infrared (NIR) survey of the entire sky in three photometric bands (JHKs ) spanning 1 μm −
2.3 μm with a typical 10σ point-source exposure depth of J = 15.8, H = 15.1, and Ks = 14.3 magnitudes
in the Vega system.3 I utilize data from the 2MASS “high-reliability” catalog4 , which minimizes contamination
and confusion by neighboring point and/or extended sources. I also require errors to be < 0.2 mag and that no
photometry quality (ph_qual), read quality (rd_qual), or galaxy contamination (gal_contam) flags to be set.

7.1.3 UKIDSS
The UKIDSS project5 is defined in Lawrence et al. 178 . UKIDSS uses the UKIRT Wide Field Camera WFCAM; 42 . The photometric system is described in Hewett et al. 124 , and the calibration is described in Hodgkin
et al. 131 . The science archive are described in 119 .
I use data from the UKIDSS Large Area Survey (LAS) second data release 74,305,306 DR2;. UKIDSS LAS imaged 4000 square degrees in three fields (an equatorial block, a northern block, and a southern stripe) that were
a subset of the SDSS footprint 313 in four photometric bands (YJHK) spanning 1 μm − 2 μm with a typical 5σ
point-source exposure depth of Y = 20.5, J = 20.0, H = 18.8, and K = 18.4 magnitudes in the Vega system. I require the errors to be < 0.2 mag, the probability of being a star pstar > 0.9, and that no erorbit flags
([J_1/h/k]ppErrBits) are set.

7.1.4 unWISE
The unWISE catalog6 270 is a collection of two billion sources observed over the entire sky in the infrared (IR)
over two bands (W1 W2 ) from 3 μm − 5 μm with the WISE satellite as part of the WISE and Near Earth Object
WISE (NEOWISE) missions. Compared to the existing AllWISE catalog 57 , the unWISE catalog is a factor of
two deeper due to its use of additional images from the extended mission along with improved source modeling
2
3

https://old.ipac.caltech.edu/2mass/

While references to the “Vega system” suggest a single alternate system, it instead represents a variety of independent
photometric calibrations to differing models of Vega. This introduces additional systematics when attempting to combine
photometry across different surveys, which will be discussed later.
4
The cuts used in this selection are described at https://old.ipac.caltech.edu/2mass/releases/allsky/doc/
sec22.html.
5
6

http://www.ukidss.org/surveys/surveys.html
https://catalog.unwise.me/
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Figure 7.2: Histograms illustra ng the wavelength coverage of the data used in this work. The le panel shows the number of stars

available in each band, color coded by survey, illustra ng the uniform Pan-STARRS selec on and amount of NIR and IR coverage available through 2MASS and unWISE, respec vely. Compared with Figure 7.1, it is clear that that although UKIDSS data is quite deep, the
total amount of objects with UKIDSS photometry is quite small due to its high-la tude targe ng. We also see a substan al amount of
objects are detected in the unWISE catalog. The right panel shows the number of bands per star, highligh ng that the majority of the
sample has full coverage across all 10 possible bands. Regions where we roughly lose coverage at various wavelengths are labeled, with
the next largest peak of objects having only ∼

5 bands of coverage (mostly in the op

cal) closer to the Galac c plane. An interac ve

version of this Figure is available online at this link.

in crowded regions using the crowdsource code 269 . This allows it to reach a 50% completeness point-source
depth of W1 = 17.9 and W2 = 16.7 magnitudes in the Vega system.
I select all objects which are flagged as primary, contain no bitwise quality flags (flags_unwise) and that
have errors of < 0.2 mag. I also further constrain the fractional flux (fracflux) at an object’s given position,
which measures of the contamination of light from the source due to neighboring objects, to be > 0.5 (i.e. a
majority of the light at a given position is contributed by the source being modeled).

7.1.5 Gaia
I use data taken from the Gaia second data release 93 , which provides photometry (G, BP, RP) and astrometry
(proper motion and parallax) measurements for over one billion stars, along with radial velocity measurements
for a small fraction of nearby sources. The astrometric catalog has a 99.875% completeness point-source depth
of G ≈ 21 magnitudes in the Vega system 191,93 . The typical astrometric uncertainty is around 0.7 mas for the
faintest stars and 0.04 mas in the bright limit.
In this work, I only incorporate Gaia parallax measurements and their uncertainties when modeling individual
sources. I only use the photometry and proper motions as additional checks to validate the results, as will be
discussed in §7.4. I impose the same quality cuts as recommended in Lindegren et al. 191 , which requires sources
to have:
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Table 7.1. A summary of the photometric offsets that are multiplied to the observed flux densities and
the error floors (as a fraction of the flux density) that are added in quadrature to the observational
uncertainties. See §4 for additional details.

Filter

Offset

Error Floor

Pan-STARRS
g

1.01

0.02

r

0.97

0.02

i

0.97

0.02

z

0.96

0.02

y

0.97

0.02

2MASS
J

0.99

0.03

H

1.04

0.03

Ks

1.04

0.03

UKIDSS
J

0.99

0.03

H

1.04

0.03

K

1.04

0.03

unWISE
W1

1.02

0.04

W2

1.03

0.04

7.1. DATA

Table 7.2.
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Grid of parameters for the MIST models used in this work. See §7.2.2 for additional details.

Minimum

Maximum

Spacing

Initial Mass (Minit )
0.5 M⊙

2.8 M⊙

0.02 M⊙

2.8 M⊙

3.0 M⊙

0.1 M⊙

3.0 M⊙

8.0 M⊙

0.25 M⊙

8.0 M⊙

10.0 M⊙

0.5 M⊙

Initial Metallicity ([Fe/H]init )
−4.0

+0.5

0.06

Equivalent Evolutionary Point (EEP)
202

454

12

454

808

6

• G ≤ 21,
• visibility_periods_used ≥ 6, and
• astrometric_sigma5d_max ≤ 1.2 mas × γ(G),


where γ(G) = max 1, 100.2(G−18) .
As discussed in Lindegren et al. 191 , there are numerous systematics present in the parallax measurements
provided as part of Gaia DR2. The ones I consider here are overall zero-point offsets in the parallax measurements as well as possible underestimates of the provided errors. Following work by Schönrich et al. 274 , Leung &
Bovy 190 , and Khan et al. 153 , among others, I add 0.054 mas to all parallaxes and increase the measurement errors
by adding 0.043 mas in quadrature with the reported uncertainties.

7.1.6 Assembling a Final Catalog
I cross-match all sources in Pan-STARRS, 2MASS, UKIDSS, unWISE, and Gaia DR2 after applying the cuts
described above within a radius of 1 arcsecond, with the cloest source being selected in the presence of multiple
matches. This operation was performed using the Large Survey Database LSD; 145 hosted on the Cannon computing cluster at Harvard University and required Pan-STARRS to be the “primary” catalog that all others were
matched to. I also impose a minimum error threshold of 0.005 mag in all bands after removing any additional
survey-imposed error floors; I add in our own (larger) error floors as described in §7.2.
In addition to the cuts described above, I imposed four additional cuts:
1. ≥ 4 bands of photometry in Pan-STARRS,
2. a parallax measurement in Gaia DR2,
3. r < 20 mag in Pan-STARRS, and
4. a Galactic latitude of |b| > 10.
The first cut guarantees that I have approximately uniform coverage in Pan-STARRS and guarantees I have
enough photometry (≥ 4 bands) to be able to run brutus. The second requirement guarantees that all sources
will have parallax measurements (and Gaia photometry), making it straightforward to compare to previous work
such as Anders et al. 6 . The third requirement limits the size of the sample and helps the sample remain within
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the Gaia G ≲ 21 mag completeness limit, making it roughly r-band magnitude-limited. Finally, the fourth cut
helps to further limit the size of the sample while avoiding the intense crowding/dust extinction near the Galactic
plane.
The final combined catalog, which I refer to as the Augustus catalog, has roughly 170 million sources. The
distribution of sources on the sky is shown in Figure 7.1, while the wavelength coverage for stars in the sample is
shown in Figure 7.2. The lack of data in the south is due to the required coverage in Pan-STARRS, which only
allows for 3π steradians of coverage. In general, I find a plurality of sources (∼ 60 million) have 10 bands of
optical-through-IR photometry across Pan-STARRS, 2MASS/UKIDSS, and unWISE, and that only 40 million
(∼ 25%) have ≤ 5 bands of coverage.

7.2

Modeling

I describe the details behind the modeling approach used in brutus in extensive detail in §3. I provide a brief
summary below.

7.2.1 Statistical Framework
brutus uses Bayesian inference to model the posterior probability P(Θ, Φ) of a set of intrinsic stellar parameters Θ (e.g., initial mass Minit ) and extrinsic stellar parameters (e.g., distance d) as the product of three different
components:
P(Θ, Φ) ∝ Lphot (Θ, Φ) Lastr (Φ) π(Θ, Φ)

(7.1)

i=b
The first term is the photometric likelihood between the model of the flux densities F(Θ, Φ) ≡ {Fi (Θ, Φ)}i=1
i=b and their associated errors σ̂ ≡ {σ̂ }i=b across b bands. I assume the
and the observed flux densities F̂ ≡ {F̂i }i=1
i i=1

data follows a Normal distribution in each band such that

Lphot (Θ, Φ) ≡

b
Y
i=1





1
 1 Fi (Θ, Φ) − F̂i
q
exp −
2
σ̂2i
2πσ̂2i

2 



(7.2)

The second term is the astrometric likelihood, which compares the predicted parallax ϖ(Φ) to the observed
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value ϖ̂ and the associated error σ̂ϖ .7 I also assume the data follow a Normal distribution such that
"

1 (ϖ(Φ) − ϖ̂)2
Lastr (Φ) ≡ q
exp −
2
σ̂2ϖ
2πσ̂2ϖ
1

#
(7.3)

The final term is the Galactic prior, which describes the prior belief over the 3-D distribution of stars, dust,
and their associated properties. I use the same default prior outlined in §3. This includes a thin disk, thick disk,
and halo component whose size/shape are based on Bland-Hawthorn & Gerhard 19 and Xue et al. 312 with simple, spatially-independent distributions of initial metallicities [Fe/H]init and ages tage as described in §3.8 The 3-D
distribution of dust attenuation AV is taken to follow the 3-D dust map from Green et al. 108 , with variations in
the dust curve (as parameterized by RV ) taken to be spatially-independent following that from Schlafly et al. 271 .

7.2.2 Stellar Modeling
The stellar models used in this work are the Modules for Experiments in Stellar Astrophysics mesa; 225,226,227,228,229
Isochrone & Stellar Tracks MIST; 47 . In particular, I utilize the non-rotating models from MIST version 1.2. These
are defined in terms of initial mass Minit , initial metallicity [Fe/H]init , and equivalent evolutionary point EEP; 69 ,
which correspond to a unique age tage (EEP|Minit , [Fe/H]init ) for a given Mint and [Fe/H]init .
I use three separate pieces to predict the underlying stellar spectrum Fν (λ|Θ, Φ). The first is the C3K stellar atmosphere models described in Cargile et al. 40 and §3, which are computed as a function of effective temperature
Teff , log-surface gravity log g, surface metallicity [Fe/H]surf , and surface alpha-abundance variation [α/Fe]surf .
While version 1.2 of the MIST models provide predictions for Teff , log g, and [Fe/H]surf , they do not model
any variations in [α/Fe]; as a result, we set [α/Fe]surf = 0 by default. The second is a set of “empirical corrections” to the MIST models based on isochrone modeling of nearby open clusters described in §4. These are implemented as adjustments to effective temperature Teff and stellar radius log R⋆ (and by extension the surface
gravity log g and bolometric luminosity log Lbol ) as a function of Minit , with small modifications as a function
of EEP and [Fe/H]init . The third is a set of dust extinction curves (i.e. reddening laws) from Fitzpatrick 87 to
account for the effect of dust extinction. These are defined as a function of extinction in the V band AV and
the “differential extinction” RV ≡ AV /(AB − AV ) based on the ratio of AV to the difference in extinction
7

Note that while other astrometric measurements such as proper motions are measured by Gaia, we do not model them
here.
8
No bulge or bar component is currently included but will be added in future work.
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AB − AV between the B and V bands. Altogether, these give a framework for generating spectra as a function of
Θ = {Minit , [Fe/H]init , EEP} and Φ = {d, AV , RV } with Θ∗ = {tage , Teff , log g, log R⋆ , log Lbol } generated as
intermediate values, where d is again the distance to the source.
Finally, to generate the mode flux density in a given filter i, I integrate the underlying stellar spectrum Fν (λ|Θ, Φ)
through a filter curve with transmission Ti (λ):
R
Fν (λ|Θ, Φ)Ti (λ)λ−1 dλ
Fi (Θ, Φ) = R
Sν (λ|Θ, Φ)Ti (λ)λ−1 dλ

(7.4)

where Sν (λ) is the source spectrum used to calibrate the observations. This is the chosen spectrum of Vega in the
Vega system and a constant in the AB system. To avoid having to compute integrals “on the fly”, I pre-compute
photometry over a large grid of Teff , [Fe/H]surf , log g, [α/Fe], AV , and RV values in each band, and interpolate over the resulting photometric predictions in each band using a neural network as described in §3. Crossvalidation and hold-out testing suggest that the difference between photometry predicted using the neural network versus direct integration is ≲ 0.01 mag over a large majority of the parameter space.

7.2.3 Application to Data
brutus exploits the nature of the statistical problem to derive continuous estimates of the extrinsic stellar parameters Φ = {d, AV , RV } over a grid of intrinsic stellar parameters Θ = {Minit , [Fe/H]init , EEP}. While
interpolating over an input grid of stellar models allows for smoother probabilistic estimation of underlying parameters 40 , this process in general is substantially slower than using pre-computed grids when the number of
parameters being inferred is small (≲ 4). brutus uses grids to exploit this speedup. This leads to “gridding
effects” that will be visible in subsequent Figures.
In brief, brutus fits each object in three steps:
1. Magnitude step: Compute a “quick approximation” of the solution in magnitudes.
2. Flux density step: Improve the magnitude solution after converting the data back to flux density.
3. Prior step: Incorporate information from the prior (and the parallax) using Monte Carlo sampling.
These steps are then parallelized across all models in the grid, with the final posterior estimated using Monte
Carlo integration and resampling. The entire process takes only a few seconds for a typical source with a mildly-
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Figure 7.3: Color-magnitude diagrams (CMDs) for the MIST models used in this work as a func on of Pan-STARRS i-band magnitude at

d = 1 kpc and Pan-STARRS r − z color. The le

panel shows the models used with [Fe/H]init

= +0.02, with the rough loca

ons of

Main Sequence and post-Main Sequence evolu onary phases indicated. The underlying mass tracks are shown as light grey lines, with
the actual models used shown as points and colored by log Minit . The right panel shows the en re collec on of ∼
deﬁned over [Fe/H]init

= −4.0 to +0.5.

750, 000 models

informative parallax measurement. The grid of stellar models used in this work (grid_mist_v8) are defined in
Table 7.2 and shown in Figure 7.3. They are available online through the brutus GitHub page.
As discussed in §4 and elsewhere (e.g., Choi et al. 47 ), there are known systematics offsets between the MIST
models used in this work and the photometric data it is being fit to. To account for some of this additional uncertainty not captured by the empirical corrections described earlier, I apply zero-th order photometric offsets to the
observed flux densities and increase the effective errors by adding in error floors in quadrature. A summary of the
offsets and error floors applied can be found in Table 7.1.
Finally, I purposely mask out 2MASS photometry whenever UKIDSS photometry in the same band is available. This helps to avoid adding additional noise from the 2MASS observations, which are substantially shallower than the UKIDSS observations in the same footprint, and also prevents us “double-counting” systematics.9
I run brutus using this setup over the 170M sources in the Augustus catalog using the default hyper-parameters
enabled in v0.7.510 . All computations were performed on the Cannon research computing cluster at Harvard
9

If I estimate uncertainties to be dominated by a systematic
error Δ, observations from n ∼ identical bands with errors
√
floors of Δ in each effectively makes the error floor Δ/ n.
10
http://doi.org/10.5281/zenodo.3711493
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University. Including overheads, the final runtime was ∼ 700, 000 CPU hours.

7.3

Catalogs

Using the posterior samples for each object, I post-process the data into two output catalogs:
• a “point” catalog containing various information about each object and summary statistics describing the
stellar parameters, and
• a “samples” catalog containing a subset of 25 posterior samples for each object.
I will use results from the former catalog when highlighting results in this paper; the latter is meant to be used as a
supplement for users interested in additional error modeling. Detailed descriptions of both catalogs and examples
of their usage can be found in §D.
In addition to these catalogs, I found that surveys artifacts from the UKIDSS footprint (deeper near-IR photometry changed the distribution of stellar parameter estimated) were prominent when projecting results onto
the plane of the sky or galaxy. As a result, I re-ran all objects in the UKIDSS LAS footprint without UKIDSS
photometry (i.e. using 2MASS instead when available); the catalogs for this subset of objects are also provided
online and described in §D. While this does degrade the quality of the stellar parameter estimates, it makes resulting maps more homogeneous. As a result, I opt to use the “no UKIDSS” versions of our results when highlighting results in this work unless otherwise explicitly stated.
The distribution of a random posterior sample of the distances for each star in Augustus is shown in Figure 7.4. The distribution peaks around a few kpc, with a sharp decline towards larger distances and a shallower
decline towards smaller ones. The former behavior can be understood by the r = 20 faint magnitude limit in
Pan-STARRS, which makes the catalog primarily sensitive to giants at larger distances. The latter behavior is due
to a combination of two effects. The first is the increasing differential volume which goes as d2 , which increases
the raw number of sources available between d and d + Δd at larger distances. This counteracts the decreasing
number density of stars moving away from the Galactic center and out of the Galactic plane. The second is the
r ∼ 14 saturation limit in Pan-STARRS, which makes us increasingly incomplete at nearby distances.
As part of the catalog I generate two quality flags:
1. FLAG_FIT, which diagnoses problems in the best-fit model spectral energy distribution (SED), including
the predicted parallax, and
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Figure 7.4: A distribu on of the distances (taken from a random posterior sample) for the 170M objects in Augustus catalog. The

le panel shows the number of objects for the en re sample (black), all the sources with “acceptable” ﬁts (FLAG_FIT = FALSE; orange), and all sources with “reliable” posteriors (FLAG_FIT = FALSE and FLAG_GRID = FALSE; red). There are around 125M sources
with reliable posteriors that have distances up to 10s of kpc. The right panel shows the subset of sources for which the probability of
being a giant (deﬁned as log g

< 3.5) is > 5% (green), > 50% (blue), and > 95% (purple). These illustrate that are millions of

photometrically-classiﬁed giants in the sample, although only a few million at very high-conﬁdence. See §7.3 for more informa on on
the cuts applied here.

2. FLAG_GRID, which diagnoses when the output posterior appears to be artificially truncated by the input
model parameter grid.
The details of these flags are discussed in §D. There are roughly 14M sources (∼ 8%) with have FLAG_FIT = TRUE,
38M (∼ 22%) with FLAG_GRID = TRUE set, and 47M (∼ 27%) with either flag set. I consider the set of roughly
125M sources with both flags set to have “reliable”, high-quality posteriors that are sufficient for analysis. I utilize this subset of stars in Augustus in all subsequent analyses and will henceforth refer to them as the Octavius
subset.
In Figure 7.4, I show the impact each of these flags has on the distribution of stellar distances. Overall, I find
that most poor fits tend to happen preferentially at either small distances (≲ 5 kpc) or extremely large ones (≳
15 kpc). Internal investigation reveals this can be due to a variety of failure modes, some of which are outlined
below:
1. Bad photometry: One outlying band will lead to extremely poor fits. This is more common near the PanSTARRS r ∼ 14 mag saturation limit.
2. Failed cross-matching: Multiple objects within the same 1 arcsec radius can be inappropriately matched,
leading to “mixed” SEDs that are difficult to model.
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3. Blending effects: Photometry in crowded regions have significant portions of the flux at a given position
contributed by their neighbors, which can impact the measured flux densities. This becomes stronger at
lower |b| values.
4. Quasar/galaxy contamination: As discussed in Green et al. 108 , quasars and other point sources can often
contaminate these samples, especially at fainter magnitudes. Since these have very different SEDs compared to our stellar models, they often are poorly fit.
5. Unresolved binaries: A non-negligible fraction of sources in Augustus are expected to be in unresolved
binaries see, e.g., 15 . These are not modeled in this work.
6. Missing models: Since our grid only goes down to Minit = 0.5 M⊙ and only includes stellar models after
they reach the Main Sequence (EEP = 202), nearby sources that have Minit ≲ 0.5 M⊙ or EEP < 202 are
not part of our grid and therefore will be mismodeled. This can also occur if models fall between our grid
points, which has coarser spacing on the high-mass end.
7. Strong prior disbelief : As shown in §3, brutus can fail to locate the correct solution if it is sufficiently
disfavored by the prior. This leads to mismodeling of the SED.
8. Imprecise parallaxes: For nearby sources with extremely high signal-to-noise ratio (SNR) parallax measurements, brutus is unable to reproduce the parallax measurements relative to the size of the uncertainties.
9. Heavily extinguished: The default modeling used in this work assumes that 0 ≤ AV ≤ 6. In nearby
regions with large AV (and possible large variations in RV ), the models will fail to reproduce the heavily
extinguished SEDs.
By contrast, I find that the vast majority of cases where FLAG_GRID = TRUE are when the initial mass Minit hits
the lower edge of the grid. Imposing this flag therefore imposes a de facto cut on initial mass, limiting the catalog
to mostly sources above Minit ≳ 0.55 M⊙ . This also explains why imposing this cut almost exclusively removes
sources at smaller distances, where I are more sensitive to lower-mass objects.
In the right panel of Figure 7.4, I highlight subsets of Octavius as a function of the probability that a source
is classified as a “giant”, which I define as the probability that it has a log g < 3.5. The vast majority of stars in
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Figure 7.5: Es mates of the sta s cal distance uncertain es (i.e. excluding systema c uncertain es) as a func on of Pan-STARRS r-

band magnitude (rrmPS ; le ), parallax signal-to-noise ra o (SNR; middle), and median es mated distance (right). These are es mated
using the distribu on of random distance realiza ons around the median distance es mates, with results from half the width of the 68%
conﬁdence interval (CI; solid red) and a quarter the width of the 95% CI (dashed blue). I ﬁnd typical uncertain es of 8

− 10% at the

faintest magnitudes and lowest parallax SNR, with uncertain es derived from the 95% CIs larger than those derived from the 68% CIs
due to uncertain es in dwarf/giant stellar solu ons placing stars at vastly diﬀerent distances. This eﬀect is especially strong for stars
classiﬁed as giants with >

50% probability that have median distances at several kpc.

our sample (∼ 150M) are classified as dwarfs with P(giant) ∼ 0, such that even allowing stars that have only
P(giant) > 5% only includes roughly 9M objects. Imposing even stricter criteria such as P(giant) > 50%
or P(giant) > 95% leaves around 5M and 3.5M sources, respectively. Given that brutus is inherently biased
against classifying sources as giants (see §3.5.3), I find these to be likely underestimates of the true number of
giants in our catalog. Regardless, a sample of > 3M giants at high-latitude is already over an order of magnitude
larger than targeted spectroscopic surveys such as the Hectochelle in the Halo at High Resolution (H3) survey 54 .
In Figure 7.5, I show the statistical uncertainties in the estimated distances within Octavius as a function of
Pan-STARRS r-band magnitude, parallax SNR ϖSNR , and median estimated distance. I find typical statistical
uncertainties of ∼ 3 − 5% near r ∼ 14 that degrade smoothly to 8 − 10% at r ∼ 20 and ϖSNR ≲ 1. Note that
these uncertainties do not include systematic uncertainties related to issues with the underlying stellar models,
the assumed Galactic priors, etc. While in general estimating overall uncertainties from 1σ and 2σ scatter in the
distance realizations give consistent answers, these diverge strongly for median distances dmed ≳ 10 kpc, at which
point confusion between dwarf and giant solutions lead to multi-modal distance estimates and largely inflated
uncertainties in the tails. These estimates, especially on the brighter end, are similar to recent work from Anders
et al. 6 and are substantially better than the purely geometric uncertainties from Bailer-Jones et al. 12 .
The distribution of random posterior samples from all the stars in Octavius is shown in Figure 7.6. As ex-
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Figure 7.6: A “corner” plot showing the 1-D and 2-D distribu ons of random stellar posterior samples from each of the 125M stars

with reliable posteriors. These include the ini al mass (Minit ), ini al metallicity ([Fe/H]init ), equivalent evolu onary point (EEP), age

(log tage ), eﬀec ve temperature (log Teff ), bolometric luminosity (log Lbol ), surface gravity (log g), distance log d, ex nc on (AV ), and
“diﬀeren al” ex nc on (RV ). The tles of each column show the median and the interval encompassing 95% of the sample. As ex-

pected, the majority the sample comprises sources with low ex nc on (AV

≲ 1) and ini

al masses ranging from 0.55

< Minit < 1.2,

with the lower limit imposed by the lower Minit bound on the underlying grid of stellar models. Gridding eﬀects can be seen in a few

panels.

pected for objects with |b| > 10, the vast majority have AV ≲ 2 mag with > 50% of the sample having
AV < 0.4. The metallicity distribuition of the sample peaks around [Fe/H]init ∼ −0.5, similar to that of the
thin disk in our prior, although there is a substantial tail out to metallicities as low as [Fe/H]init ∼ −2.5. As
expected, most sources have sub-solar initial masses, with 95% having 0.55 M⊙ ≲ Minit ≲ 1.05 M⊙ , and are located on the Main Sequence with EEP < 454. I do, however, observe a substantial tail of stars up to and beyond
the Main Sequence turn-off (EEP > 454).

7.4

Results and Discussion

I now wish to highlight some preliminary results illustrating the quality of the data from the 125M stars in
Octavius.

7.4.1 Reproducing the Gaia Color-Magnitude Diagram
Given known systematics in the theoretical stellar models used in this and other work 47,6 and investigated in §4,
one way to examine the reliability of the results is to examine the ability of the stellar models to reproduce the
empirical color-magnitude diagram (CMD). In order to accomplish this, I purposefully did not use any of the
observed Gaia DR2 photometry (which are included in the Augustus catalog) when computing predictions.
Since these bands are so much broader than the underlying Pan-STARRS bands that they overlap with, they
can serve as a (limited) posterior predictive check on the overall quality of the fits derived using the Pan-STARRS,
2MASS, UKIDSS, and unWISE data.
Using the brutus package, I take a random posterior sample of the distance d, extinction AV , and differential reddening RV from each object and use it to compute the corresponding distance modulus μ and extinctions AG , ABP , ARP in the Gaia bands using the filter curves from Maíz Apellániz & Weiler 199 . I then use these
to “de-distance” and “de-redden” the observed photometry. I then compare this “empirical” CMD to the “intrinsic” CMD predicted directly from the corresponding model. The results of this exercise for all sources in
Octavius along with a subset of 12.5M sources with full photometric coverage and reasonably-constrained dis-

tances (< 30% 2-sigma errors) are shown in Figure 7.7. I find excellent overall agreement between the intrinsic
CMD predicted by the models and the “empirical” CMD derived from the data, with uncertainties mostly scattered in the direction of the reddening vector, objects preferentially scattered to larger values (i.e. more dust) due
to non-negativity AV ≥ 0 constraints. Some exceptions to this include noticeable gridding effects in post-Main
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Figure 7.7: The Gaia G vs BP

− RP color-magnitude diagram (CMD) for all sources in Octavius (125M objects; top) and “well-

constrained” sources (12.5M objects; bo om) which have 10 bands of Pan-STARRS, 2MASS, UKIDSS, and/or unWISE photometry and

30% of the median distance (i.e. |(d97.5 − d2.5 )/d50 | < 0.3). The le panels shows
= 10 pc using a random sample drawn from the stellar posterior. The middle panels shows the
“de-reddened” CMD using the AV and RV values from the same random posterior sample and the predicted linear reddening vector

95% distance credible intervals that are <
the CMD a er shi ing sources to d

from the stellar parameters associated with them. The right panels shows the predicted CMD computed directly from the models; this
is also over-plo ed as the light gray shaded region in the middle panel for ease of comparison. As the Gaia photometry was not used
when deriving the stellar posteriors but whose wavelength coverage overlaps with the Pan-STARRS data, this serves as a useful but
limited check on the internal self-consistency and overall quality of the results. I ﬁnd excellent overall agreement between the intrinsic
CMD predicted by the models and the “empirical” CMD derived from the data, with uncertain es mostly sca ered in the direc on of
the reddening vector. Some excep ons to this include no ceable gridding eﬀects in evolved stellar evolu onary phases (thin overdense
regions), issues modeling the horizontal giant branch (upper le regions), and dwarf/giant misclassiﬁca on (middle right regions).

Sequence stellar evolutionary phases and higher masses as well as clear discrepancies properly modeling the horizontal giant branch.

7.4.2 Comparison to Anders et al. 6
I also compare our results to previous work. In particular, Anders et al. 6 (henceforth A19) use a similar approach
to derive distances to 270M sources with Gaia G < 18. Similar to this work, their approach also involved using a set of theoretical isochrones applied to similar photometric and astrometric datasets. The main differences
between the two approaches are as follows:
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Figure 7.8: Comparisons between median distance (top le ), log g (top right), Teff (bo om le ), and AV (bo om right) in this work

(Octavius; S20) and Anders et al. 6 (A19) for 26M sources present in both catalogs. In each panel the 1:1 rela onship is shown as

y given x) is shown as a solid red line,
x given y) is shown as a solid orange line. The es mated distances

a dashed black curve, the most likely value in Octavius given a value from Anders et al. 6 (i.e.
and the most likely value from Anders et al. 6 given Octavius (i.e.

from both catalogs are extremely consistent with each other across most distances, although this work generally prefers source below a
few kpc to be slightly closer. The log g values are also consistent with each other (outside of gridding eﬀects), although there is a clear
excess of sources that are classiﬁed as low-mass dwarfs in Octavius rela ve to Anders et al. 6 . The reason for this discrepancy can

be seen when examining the es mated Teff , which shows that while values are consistent across both datasets below Teff

≲ 6000 K

Anders et al. 6 prefers to make sources substan ally ho er than Octavius. This leads to a corresponding increase in the number of
sources with AV

≳ 1, where the higher reddening combined with the intrinsically bluer (ho

intrinsically redder (cooler) sources with less reddening.

er) colors end up giving similar SEDs as

1. A19 utilize the PARSEC 1.2 models 30,46,294 rather than the (modified) MIST models employed here.
2. A19 use the empirical dust curve from A19 to model AV variation but no RV variation. This work uses
the dust curve from Fitzpatrick 87 and models variation in both AV and RV .
3. A19 use a different form for the underlying Galactic prior that includes an additional bulge component
and different thin disk, thick disk, and halo properties.
4. A19 do not apply a 3-D dust prior to supply additional constraints on AV .
5. A19 uses a version of the StarHorse code 265,245,6 to fit a grid over stellar models, d, and AV and evaluates the prior over these data points. brutus samples d, AV , and RV values and attempts to integrate over
the Galactic prior while doing so.
6. A19 fits photometric data from Gaia, Pan-STARRS, 2MASS, and AllWISE. This work excludes fitting
photometric Gaia data and uses unWISE instead of AllWISE.
7. A19 apply different Gaia DR2 parallax zero-point corrections and photometric offsets/errors compared
to this work.
As A19 perform significant vetting of their associated catalog across a wide range of surveys, I want to confirm
that I am able to recover similar results for sources that overlap between the two catalogs. After cross-matching
sources based on their Gaia object ID and only selecting “high-quality” sources with SH_GAIAFLAG_ = 000 and
SH_OUTFLAG = 00000, I find roughly 26M sources that overlap between the two catalogs.

Part of the reason for

this small overlap is that A19 only go down to G = 18 rather than the r = 20 used in this work; the other main
reason is that this work excludes all sources with |b| < 10, where the vast majority of stars actually lie.
Figure 7.8 shows the comparison between the two datasets in a few parameters of interest including d, log g,
Teff , and AV . Overall, I find the estimated distances between the two datasets are extremely consistent with each
other, although Octavius generally prefers sources below a few kpc to be slightly closer. This is likely due to
small differences in the underlying Galactic prior. I also find strong agreement between predicted log g values
(outside of gridding effects due to coarse sampling of post-MS evolutionary phases in this work), although there
is a clear excess of sources that are classified as low-mass dwarfs in Octavius relative to A19. The reason for this
discrepancy can be seen when examining Teff , which shows that while values are consistent across both datasets
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Figure 7.9: The mean number density of stars in (overlapping) distance bins ranging from d

of nside

= 64 (see Figure 7.1). The bulk mo

= 0 − 50 kpc at a healpix resolu

on

on of stars within each healpix pixel (corrected for Solar reﬂex mo on) are indicated

by small arrows and es mated using the mean proper mo on. We can see clear evidence of large-scale features in our maps, including
evidence of the Sagi arius stream (bo om right) and the Monoceros Ring (middle right) along with “missing regions” where substan al
foreground dust ex nc on removes stars from our catalog. An interac ve version of this Figure is available online at this link.

below Teff ≲ 6000 K, sources in Octavius with estimates of Teff ∼ 6000 K are much more likely to have
associated estimates of Teff ≳ 8000 K in A19. To reproduce the observed SED, these intrinsically bluer sources
need to have more reddening from foreground dust, leading to an expected increase in higher associated values of
AV for some sources in A19 relative to Octavius. Note that while Octavius strictly enforces AV ≥ 0 and A19
does not, I find the impact of this choice does not appear to significantly hamper comparisons other than around
AV ∼ 0.

7.4.3 Detecting Galactic Substructure
As discussed in §3.5, inference from photometry alone is strongly influenced by the underlying Galactic priors
and even including strong constraints from parallaxes can still lead to biases in inferred stellar properties without
tight constraints on AV (i.e. some knowledge of the intrinsic SED). As such, it is important to investigate just
how much information I am able to recover from astro-photometry relative to the prior.
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Figure 7.10: As Figure 7.9, but now showing the expected distribu on of sources from the Galac c prior. These have been normalized

so that the total number of sources in each distance bin are the same in both ﬁgures. Since the prior contains only smooth components,
it does not show any evidence for addi onal substructure compared to Figure 7.9. An interac ve version of this Figure is available
online at this link.

It has been demonstrated in Green et al. 111 , Chen et al. 45 , Anders et al. 6 , and other work that there is enough
information in stellar photometry to recover distance and extinction estimates to stars with enough precision to
construct detailed, accurate 3-D dust maps. Anders et al. 6 show that these estimates may also be detailed enough
to begin resolving large-scale features such as the Galactic bar. Given that our map targets high-latitude regions
and goes substantially deeper than that work, I want to investigate whether I too can (in principle) recover largescale substructure purely from astro-photometry alone.
In Figure 7.9, I plot the mean proper motion directions for all the sources in Octavius with nside = 64
healpix resolution, split into (overlapping) median distance bins ranging from d50

= 0 kpc to d50 = 50 kpc

and colored by counts in each pixel. Overall, I see clear evidence of large-scale features in our maps, including
evidence of the Sagittarius stream (bottom right) and the “Monoceros Ring” (middle right) 244,101,173,174 . I also
observe issues where systematics clearly play a role in the inferred stellar properties, especially near the Galactic
center and the Galactic plane as well as in regions of substantial foreground extinction (where brutus either
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Figure 7.11: As Figure 7.9, but now showing the ra o between the data and the prior. This highlights devia ons from the assumed

Galac c model (i.e. “the background”) in order to emphasize substructure present in the data. The Monoceros Ring in the Galac c an center can be clearly seen as a ≳

10

mes overdensity rela ve to the background from d

stream is also clearly visible, with number densi es also ≳

10

∼ 5 − 15 kpc. At d > 20 kpc, the Sagi

arius

mes higher than the background. An interac ve version of this Figure is

available online at this link.

misses stars entirely or likely somewhat mismodels them).
To get a sense for how significant these features are, I need to compare them against what I expect given the
Galactic prior. In Figure 7.10, I show the exact same plot except this time colored by the expected number of
counts in each pixel, normalized so that each bin contains the same total number of stars. In this version, I see no
evidence for any substructure in density alone (since the prior includes no kinematic information). This makes
sense, since the prior was, by construction, a smooth model of the Galaxy that did not account for any small-scale
structure.
In Figure 7.11 I compare the ratio of the observed number of counts to the expected number of counts. As
expected, I observe an under-density of sources in the direction of the Galactic center, where there is a substantial
amount of dust extinction and we are likely incomplete. I can clearly see the overdensity corresponding to the
Monoceros Ring appears as early as d ∼ 3 kpc, peaks at d ∼ 9 kpc, and extends out to d ∼ 13 kpc. While there
are strong asymmetries as a function of ℓ and b, it is difficult to interpret these differences since several of these
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Figure 7.12: As Figure 7.11, but now showing the diﬀerence between the mean [Fe/H]init from the data and the prior. Devia ons

can be seen in all distance bins, although the size of the devia ons increases as a func on of distance. Clear systema cs in [Fe/H]init

es ma on aligned with foreground dust ex nc on features and objects near the Galac c plane are visible. We see evidence for lowerthan-expected [Fe/H]init values (compared to the prior) for stars in the Monoceros Ring and higher-than-expected [Fe/H]init values
for stars in the Sagi arius stream. An interac ve version of this Figure is available online at this link.

regions have high-extinction dust clouds along the line of sight.
Beyond d ∼ 15 kpc, I see clear evidence for the Sagittarius stream, which has densities at high-latitudes similar to those of near the plane. These densities are in fact so large that they dominate the normalization of the
expected number of counts, leading to these structures being considered “normal” with ratios ∼ 1 while the rest
of the halo is considered “underdense”.
In Figure 7.12 I now highlight differences between the predicted mean [Fe/H]init from the Galactic prior and
the mean [Fe/H]init,50 derived from the data. Deviations can be seen in all distance bins, although the size of the
deviations increases as a function of distance. Here I see clear evidence for issues related to survey coverage at
nearby distances with visible survey stripes and at far distance near the Galactic plane. There are also clear systematics in [Fe/H]init estimation correlated with foreground dust extinction, with regions with large AV having
discrepant [Fe/H]init relative to background sources. That said, I do see strong, correlated evidence for lowerthan-expected [Fe/H]init values for stars in the Monoceros Ring and higher-than-expected [Fe/H]init values for
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Figure 7.13: As Figure 7.9, but now showing the mean tangen al velocity (in km/s) corrected for the Solar reﬂex mo on. The overall

structure in the observed veloci es at d

≲ 6 kpc is due to poin

ng directly along/opposite the expected mo on of stars orbi ng in the

disk. Kinema cally coherent structures associated with known clusters (which show up as “outliers” rela ve to the background mo on
of nearby sources) as well as more extended structures are easily visible.

stars in the Sagittarius stream.
In Figure 7.13 I plot the associated mean tangential velocities in each pixel derived from the median distances
in Octavius and measured proper motions from Gaia, corrected for the Solar reflex motion using astropy 11,242 .
The overall structure in velocities observed at d ≲ 6 kpc agrees with what I would expect from geometry, where
sources orbiting in the disk are moving directly along/opposite our line of sight. Kinematically coherent largescale structure associated with the Monoceros Ring and Sagittarius stream are clearly visible. I also clearly see
the presence of known large open/globular clusters, which show up as “outliers” in tangential velocity in a given
distance bin relative to the underlying background. Both of these results are encouraging.
Finally, I examine the detection of the Sagittarius stream in more detail. I transform the coordinates from the
Octavius sources from Galactic coordinates (ℓ, b) to coordinates aligned with the orbital plane of the Sagit-

tarius stream (Λ, β). In Figure 7.14 I try to directly compare these results with those from simulations taken
from Law & Majewski 177 by using the density contrast for sources with |β| < 10 compared with those with
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Figure 7.14: The ra o of the observed number density for objects with |β|

< 10 (“Sagi

arius”) and with 10

< |β| < 40 (“Background”)

as a func on of distance and ΛSgr , where (Λ, β) are coordinates in the Sagi arius orbital plane. The results for all stars with median

distances 10 kpc

< d50 < 70 kpc and the subset with P(giant) > 95% are shown in the le and middle panels, respec vely.
< 10 are shown in the right panel. The broad

The stellar density from stars taken from the Law & Majewski 177 simula ons with |β|

correspondence in overall structure between the astro-photometric distances derived in this work and the results from the simula ons
lends conﬁdence that the distances and stellar classiﬁca ons in Octavius are reliable even out to large distances.

10 < |β| < 30 as a tracer of the Sagittarius stream as a function of d and Λ. I find the results to be qualitatively consistent regardless of whether I use all sources or limit myself to only those with P(giant) > 95%. This
broad correspondence in overall structure between the astro-photometric distances in Octavius and the results
from the simulations lends confidence that our distances and stellar classifications are reliable even out to large
distances.

7.4.4 Visualizing 5-D Substructure with allsky
As a final tool to aid exploration and characterization of the data presented in this work, I modify the public,
open source code earth11 used to visualize wind and ocean currents on the surface of the Earth to handle the
similar types of structure present in 2-D velocities in a given 3-D distance bin. The public, open source code
allsky12 is able to illustrate velocity motion as moving “streamlines” following simple non-linear trajectories
and allows users to explore various underlying properties of the data (velocity, number density, metallicity, etc.)
in various projections (Atlantis, orthographic, equirectangular, etc.) for each of the nine distance bins shown
in this work. A screenshot illustrating the code is shown in Figure 7.15. The full interactive visualization can be
accessed online at allsky.s3-website.us-east- 2.amazonaws.com and the data can be downloaded from
the allsky GitHub repository.
11
12

https://earth.nullschool.net/
github.com/joshspeagle/allsky
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Figure 7.15: A screenshot of the interac ve visualiza on of 3-D distance and 2-D velocity structure that can be accessed online at

allsky.s3-website.us-east- 2.amazonaws.com. The background color is based on the overall speed of the sources in a
given distance bin, while the white streamlines follow the tangen al veloci es of the same sources in the given coordinate projec on.
The interface to change these proper es (distance bin, background proper es, and projec on) is shown in the bo om le .

7.5

Additional Remarks

As large-area surveys such as SDSS 313 , Pan-STARRS 44 , Gaia 94 , and the Legacy Survey of Space and Time
(LSST) 141 continue to (or promise to soon provide) provide measurements to billions of stars, the challenge
of transforming observations of the projected 2-D positions of sources on the sky into full 3-D maps becomes
ever more pressing when trying to study the Milky Way. In this work, I presented results applying brutus – a
public, open-source Python package described in §3 that uses a combination of statistical approaches to infer
stellar properties, distances, and extinctions for sources using photometry and astrometry – to a catalog of 170M
sources (Augustus) at high Galactic latitudes (|b| > 10) down to r < 20 with data from Pan-STARRS, Gaia,
2MASS, UKIDSS, and unWISE.
I find 125M objects (Octavius) have good fits and reliable posteriors with estimated statistical distance uncertainties of ∼ 3 − 5% at r = 14 to ∼ 8 − 10% at r = 20. I show that the resulting fits are able to predict the
“empirical”, de-reddened Gaia CMD based on astro-photometric modeling in other bands, and that the derived
stellar parameters are in excellent agreement overall with similar results derived in Anders et al. 6 . I then illustrate
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the quality of the data by highlighting its ability to recover large and small-scale Galactic substructure such as
the Monoceros Ring at d ∼ 10 kpc and the Sagittarius Stream at d ∼ 25 kpc in density, metallicity, and kinematics relative to expectations from the underlying Galactic prior. Finally, I present an interactive visualization
(allsky) that is able to highlighted limited 5-D distance and tangential velocity structure present in the data.
Catalogs summarizing my results are publicly available at this link and summarized in §D. Overall, I hope that
these results serve as a useful value-added catalog that highlight the power of combined astro-photometric constraints to estimate stellar properties. I hope to soon extend these results to the entire sky as well as incorporate
additional kinematic constraints to estimate the full 5-D and 6-D properties of billions of stars to study the Milky
Way in ever greater detail.
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Prediction is very diﬃcult, especially of the future.
Niels Bohr

8

Conclusion

In this work, I have presented results that seek to tackle the problem of converting 2-D observations of stars on
the sky into 3-D spatial positions. In §1, I provided an overview of the statistical inference methods needed to
combine observations with existing prior beliefs to estimate parameters such as distance in a probabilistic manner. In §2, I described new methods for estimating these solutions when they are multi-valued or poorly constrained. In §3, I described how a combination of various statistical techniques can be used to quickly but robustly estimate stellar properties from a combination of astrometry and broadband photometry. In §4, I investigated the behavior of the underlying stellar models used to make these inferences and developed methods to
“calibrate” them using existing observations. In §5, I examined the behavior of the photometric data and characterized a widespread bias in the estimated flux densities present in most modern photometric catalogs. In §6, I
used these results and additional statistical modeling to map out the 3-D distribution of local molecular clouds.
In §7, I used these results to map out 170M stars in the Milky Way at high Galactic latitudes. These results were
accompanied by publicly released data, code, and visualizations so that others can benefit from the work presented here.
One of the overarching themes of this work has been using a combination of astronomy, statistics, and com-
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puter science to help “bridge the gap” between the ever-increasing amounts of data we have access to and the
increasingly complex models that we wish to constrain. Many of the key results presented here would not have
been possible without such an interdisciplinary approach along with recent technological advances, incredible
gains in computational power, and the availability of public data products from large-area sky surveys. As the
size and scope of these data products will continue to expand in the forseeable future with surveys such as the
Transiting Exoplanet Survey Satellite (TESS) 254 , the Sloan Digital Sky Survey V (SDSS-V) 157 , the Dark Energy
Spectroscopic Instrument (DESI) 64 Milky Way Survey, the Legacy Survey of Space and Time (LSST) with the
Vera C. Rubin Observatory 141,140 , Euclid 176 , and the Wide-Field Infrared Survey Telescope (WFIRST) 287 coming online, I forsee interdisciplinary approaches such as those outlined here playing crucial role in generating
“data-driven” scientific discoveries and ensuring these datasets have lasting legacy value.
Looking ahead to the next decade, there is an incredible opportunity to truly revolutionize our understanding
of the Milky Way by looking at the system in an “integrated” fashion for the first time in several unique ways:
1. Integrated across components.
2. Integrated across datasets.
3. Integrated across time.
4. Integrated across scales.
We now know that galaxy evolution, and the Milky Way’s in particular, involves physics happening across a
wide range of components 200 . Gas collapses into stars, which produce light and generate dust. Stars then explode, disrupting the gas and creating/dispersing dust. Dust and gas then block the light from many of these
stars, impacting our observations. And all these components evolve dynamically within the Milky Way potential while (extra-)Galactic features and processes such as large magnetic fields 51 , cold flows 63 , and satellite accretion 207 are taking place. Each of these pieces – the stars, dust, gas, and dark matter – then tell part of the story of
how our galaxy got to where it is today.
Tracing out each of these components requires observations spanning a wide range of datasets. Gas can most
easily be traced through molecules such as CO that are easy to detect in the radio, providing kinematic (velocity)
information but no distances 59 . Stars, by contrast, are most easily visible in the optical. Constraints on dust can
only be achieved through emission in the radio or through absorption of starlight in the optical 236,110 . While
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direct observations of dark matter might be possible through hypothesized annihilation channels at high energies 85 , indirect measurements generally require detailed kinematics modeling of features such stellar streams 24 .
Pursuing an integrated model of the gas, dust, and stars in the Milky Way model therefore necessitates simultaneously modeling datasets across the electromagnetic spectrum.
All these components, however, only provide constraints on the Milky Way’s structure today. Understanding the assembly history of our galaxy requires being able to model how all these components change through
cosmic time. Getting access to these measurements will not only require detailed modeling of the chemical composition of the stars in the Milky Way we observe today 91 , but also an extensive search for external analogs across
cosmic time. Connecting the resolved stellar populations in our own galaxy with the unresolved stellar populations in others will require the development of new tools and techniques that can analyze both stellar and galactic
SEDs and harness the incredible amount of stellar spectra from surveys such as SDSS-V and DESI and unresolved
galaxy spectra from the upcoming James Webb Space Telescope (JWST).
Being able to combine all this information together requires modeling across a wide variety of physical scales.
We now understand that star formation occurs in a hierarchical fashion in giant molecular clouds whose formation and disruption is intimately connected with galactic-scale processes 161 . Bar resonances, spiral arm structure,
and satellite accretion all can have substantial impacts on the shape and structure of the Milky Way 257 . Only by
pursuing astrophysical understanding through theoretical modeling, numerical simulations, and extensive observations can the physics across these vast physical scales be combined into a unified model.
Jointly modeling the billions of stars and petabytes of data from the next generation of large-scale surveys
will be no easy task. In particular, it will require the development of new, scalable statistical inference methods
that are simultaneously data-driven and flexible while still being physics-motivated, interpretable, and robust 183 .
This will require concerted effort by the many members of the astronomy community as well as building up
relationships with researchers in other fields and in industry.
While the above directions are wide-ranging and ambitious, I am confident that the data, models, statistical
techniques, and computational resources are developing fast enough that within the next two decades such a “6D” (3-D positions and velocities) integrated model of the Milky Way will not only exist but be in common use
within the astronomical community. These, along with other advances, will be crucial for astronomers to better
try and answer big questions such as “How did we get here?” in ways we can barely envision today.
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A

Additional Nested Sampling Derivations

In Chapter 2, I glossed over much of the statistical background of Nested Sampling. These are included here
as follows. In §A.1, I outline the basic setup for Nested Sampling. In §A.2, I derive statistical properties in the
single live point case. In §A.3, I discuss the process of utilizing multiple live points. In §A.4, I derive properties in
the many live point case. In §A.5, I extend these results to encompass varying numbers of live points. In §A.6, I
discuss various error properties of Nested Sampling as well as schemes to estimate them.

A.1 Setup
Following Skilling 280 , 83 , and others, I start by (re-)defining Bayes Rule
P(Θ) =

L(Θ)π(Θ)
Z

(A.1)

where P(Θ) is the posterior, L(Θ) is the likelihood, π(Θ) is the prior, and
Z
ZM =

ΩΘ

L(Θ)π(Θ)dΘ
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(A.2)

is the evidence.
To evaluate this integral, Nested Sampling seeks to transform it from one over position Θ to one over prior
volume X where

Z

Z
X(λ) ≡

ΩΘ s.t.L(Θ)>λ

π(Θ)dΘ ≡

ΩΘ

πλ (Θ)dΘ

(A.3)

defines the prior volume within a given iso-likelihood contour of level λ, assuming our priors are integrable, and

πλ (Θ) ≡




π(Θ)/X(λ)

L(Θ) ≥ λ



0

L(Θ) < λ

(A.4)

is the constrained prior. Note that X ∈ (0, 1] since the integral over the entire prior is x(λ = 0) = 1 while the
value as λ → ∞ should approach 0 if the maximum-likelihood value Lmax is a singular point.
Since λ ∈ [0, ∞), this allows us to redefine the evidence integral as
Z
Z=

∞
0

X(λ)dλ

(A.5)

Provided the inverse L(X) of X(L(Θ) = λ) exists (i.e. there are no flat “slabs” of likelihood anywhere, only
contours), we can rewrite this integral in terms of the prior volume associated with a particular iso-likelihood
contour:

Z
Z=

1
0

(A.6)

L(X)dX

This is now a 1-D integral over X that we can approximate using a discrete set of N points using, e.g., a Riemann
sum
Ẑ =

N
X

L(Θi ) × (Xi − Xi−1 ) ≡

i=1

N
X

p(Θi )

(A.7)

i=1

where X0 = 1 and p(Θi ) is the (un-normalized) importance weight. These values can also be used to approximate
expectation values over the posterior.

A.2 Using a Single Live Point
Unfortunately, the exact value of X(λ) at a given likelihood level λ = L(Θ) is unknown. We can, however,
construct an estimator X̂ with a known statistical distribution. Since the definition of the prior volume X(L)
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defines a cumulative distribution function (CDF) over L, we can then define the associated probability density
function (PDF) for L as
P(L) ≡

dX(L)
d
=
dL
dL

Z
ΩΘ

πL (Θ)dΘ

(A.8)

Assuming we can sample L from its PDF P(L), we can use the Probability Integral Transform (PIT) to subsequently constrain the distribution of X(L). In other words:
L′ ∼ P(L)

X(L′ ) ∼ Unif

⇒

(A.9)

where X ∼ f(X) notation implies the random variable X is drawn from f(X) and Unif is the standard Uniform
distribution (i.e. flat from 0 to 1). This can be directly extended to cases where we are interested in sampling relative to a given threshold λ as
L′ ∼ P(L|L > λ)

⇒

X(L′ )
∼ Unif
X(λ)

(A.10)

While this does not appear to make things any easier, it actually helps us out enormously since, at fixed λ, X(λ)
is actually a CDF over the constrained prior πλ (Θ). That means we can bypass λ and P(L) altogether and just
sample from πλ (Θ) directly to satisfy the PIT:
Θ′ ∼ πλ (Θ)

⇒

X(L(Θ′ ))
∼ Unif
X(λ)

(A.11)

Various methods for sampling from the constrained prior πλ (Θ) subject to a suitable prior transform T (see
§2.1.2) are outlined in §2.3.
Before moving on, I want to quickly note that while the above scheme is suﬃcient for generating values of
L′ ∼ P(L) it is by no means necessary. As a counter-example, imagine a function f(t) → Θt that traces out a
singular path through the distribution with support over L(f) ∈ [Lmin , Lmax ]. Let us furthermore assume that
we construct f(t) such that we spend more “time” t where the likelihood PDF is higher so that the PDF P(t) ∝
P(L(Θt )). Finally, let’s define the constrained function fλ (t) to simply be the portion of the path with L(Θt ) >
λ. While this path by no means encompasses the prior, it is clear that
t′ ∼ fλ (t)

⇒

X(L(Θt′ ))
∼ Unif
X(λ)
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(A.12)

This result proves we can in theory satisfy the PIT for Nested Sampling using correlated samples provided they
probe enough of the local portion of the prior to obtain sufficient coverage over the range of possible likelihoods
see also 261 . It also provides support for why Nested Sampling works so well in practice even when samples are not
fully independent.
For a given prior volume Xi−1 associated with a given likelihood level λi−1 = L(Θi−1 ) after i − 1 iterations of
this procedure, this implies the current prior volume Xi will be
X̂i = Ui X̂i−1 =

i
Y

Uj

(A.13)

j=1

where
iid

U1 , . . . , Ui ∼ Unif

(A.14)

are iid random variables drawn from the standard Uniform distribution and we have taken X0 ≡ X(λ = 0) = 1.
As we do not actually know the values of U1 , . . . , Uj , X̂i is considered to be a noisy estimator of Xi .
While sampling, we obviously need to assign a value for X̂i to determine, e.g., whether to stop. While we can
easily simulate random values of U1 , . . . , Ui , if we want these values to be consistent then a reasonable choice is
the expectation value (arithmetic mean):


 i
i
i
h i
Y
Y
 
1


Uj =
E X̂i = E
E Uj =
2
j=1
j=1

(A.15)

Alternately, we might also be interested in the expectation value of ln X̂i (geometric mean):
i
i
i X
h
X


 
E ln Uj ∼ −
E ln X̂i =
E Ej = −i
j=1

(A.16)

j=1

where we have used the fact that
U ∼ Unif ⇒ − ln U ∼ Expo

(A.17)

where Expo is the standard Exponential distribution and
iid

E1 , . . . , Ei ∼ Expo
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(A.18)

Various stopping criteria are discussed in the main text (§2.1.4 and §2.2.4) and so are not discussed further
here.

A.3 Combining Live Points
Following Higson et al. 127 , I will consider the case where there are two independent live points following the
basic sampling approach described above. These each form a set of samples with increasing likelihood
[1]

[1]

[2]

[2]

L N1 > · · · > L 1 > 0
LN2 > · · · > L1 > 0
where the [·] superscript notation indicates the index of the associated live point. I now want to “merge” these
two sets of ordered samples together to get a single hypothetical ordered list:
[1]

[2]

[2]

[1]

[2]

[1]

L N1 > L N2 > · · · > L 2 > L 2 > L 1 > L 1 > 0
→ L N > · · · > L1 > 0
where N = N1 + N2 .
Independently, we know that the prior volume at a given iteration for each live point is just
[j]

X̂i =

i
Y

[j]

Un

n=1

What we want to know, however, is the distribution of X̂i of the merged list. Considering each sample indepen[1]

[2]

dently implies X2 = X1 and X1 = X1 follow the same distribution (i.e. the first sampled prior volume for each
[2]

run is similarly distributed). However, considering them together (based on the merged list) implies X2 = X1
[1]

is strictly less than X1 = X1 since L2 > L1 . This tells us that X̂i cannot follow the same distribution from the
associated independent runs that comprise it.
With this finding in hand, I now consider an approach for sampling from the prior volume using two live
points. At each iteration i, we remove the one with the lowest likelihood λ = Lmin
and replace it with a new
i
point sampled from the constrained prior πλ (Θ). After N iterations, we will end up with a sorted list of likeli-
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hoods LN > · · · > L1 > 0. If, however, we look at each live point individually (i.e. ignoring the other live
point), we would find that each live point’s evolution would comprise a list of independent samples with ordered
[1]

[1]

[2]

[2]

likelihoods that would each be identical to LN1 > · · · > L1 > 0 and LN2 > · · · > L1 > 0, respectively. As a
result, this procedure for sampling with two live points is identical to combining two sets of independent samples
derived using one live point each.
The above procedure can be immediately generalized to K live points, producing the Static Nested Sampling
procedure outlined in Algorithm 1. I will return to this duality between K independent Nested Sampling runs
and a single Nested Sampling run with K live points in §A.6.

A.4 Using Many Live Points
Now that I have established a procedure for running Nested Sampling with K live points, I need to characterize how this affects the estimates X̂i of the prior volume. At any given iteration i, we know that the current set
[1]

[K]

of prior volumes {Xi , . . . , Xi } associated with our K live points are uniformly distributed within the prior
volume from the previous iteration Xi−1 so that
[j]

Xi = U[j] Xi−1

(A.19)

where
iid

U[1] , . . . , U[K] ∼ Unif

(A.20)

We are now want to replace the live point with the lowest likelihood Lmin
corresponding to the largest prior
i
volume. This means we are now interested in the ordered list of prior volumes
(j)

Xi = U(j) Xi−1

(A.21)

where (j) now indicates the position in the ordered list (from smallest to largest) rather than the live point index
[j] and
U(j) = min
j

n

U[1] , . . . , U[K]

o

(A.22)

is the jth standard uniform order statistic, where minj selects the jth smallest point (so j = 1 is the smallest and
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j = K is the largest).
Using the Renyí Representation, it can be shown 210 that we can represent the joint distribution of our K
standard uniform order statistics {U(1) , . . . , U(K) } such that:
Pj

U

(j)

n=1
= PK+1

En

n=1

(A.23)

En

where
iid

E1 , . . . , EK+1 ∼ Expo

(A.24)

The marginal distribution for U(j) then follows from Blitzstein & Hwang 21 :
U(j) ∼ Beta (j, K + 1 − j)

(A.25)

where Beta (α, β) is the Beta distribution.
Using these results, we see that the prior volume based on K live points at iteration i evolves as
i
Y

X̂i =

j=1

(K)

(K)

where U1 , . . . , Ui

(K)

(A.26)

Uj

are iid draws of the Kth standard uniform order statistic with marginal distribution Beta (K, 1).

The arithmetic mean is

i
h
i  K i
h i Y
(K)
E Uj
=
E X̂i =
K+1
j=1

The geometric mean is

h

i

E ln X̂i =

i
X
j=1

h
i
i
(K)
E ln Uj
=−
K

(A.27)

(A.28)

As discussed in §2.1.3, after we terminate sampling we can add the final set of K live points to our set of N
samples. These will then just follow the final set of {U(1) , . . . , U(K) } standard uniform order statistics relative to
X̂N with an arithmetic mean

h

i

E X̂N+k =



K+1−k
K+1
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K
K+1

N

(A.29)

and geometric mean

h
i
N
E ln X̂N+k = − − [ψ(K + 1) − ψ(K + 1 − k)]
K

(A.30)

where ψ(·) is the digamma function.

A.5 Using a Varying Number of Live Points
As discussed in §2.2, there’s no inherent reason why the number of number of live points must remain constant
from iteration to iteration. Indeed, we can interpret adding the final set of live points to the list of samples from
§A.4 as simply allowing the nested sampling run to continue while continually decreasing the number of live
points. From this viewpoint, we have K1 = · · · = KN = K live points over iteration i = 1 to N, but only
KN+k = K + 1 − k live points at iteration i = N + k.
The change in the number of live points also changes the overall behavior of the Nested Sampling run before
and after adding the final set of live points. I highlight this by rewriting the results from §A.4 as:
h

i

ln E X̂N+k =

N
X
i=1

|




 X

k
K
K+1−k
ln
+
ln
K+1
K+2−k
j=1
{z
} |
{z
}

Exponential Shrinkage

(A.31)

Uniform Shrinkage

This neatly decomposes the two “modes” in which Nested Sampling can traverse the prior. While “replacing” the
worst live point (i.e. Ki = Ki−1 ), the prior volume shrinks exponentially by a constant factor at each iteration.
However, when “removing” live points (i.e. Ki < Ki−1 ), we instead shrink uniformly by a variable factor at each
iteration.
I can now generalize this behavior to the case where Ki is allowed to vary at each iteration 126 . This now generates two distinct classes of behavior. When Ki ≥ Ki−1 , we add Ki − Ki−1 ≥ 0 live points to our existing set of
live points, after which we replace the one with the worst likelihood Lmin
i . This then gives a distribution for the
prior volume shrinkage of ΒKi 1.
If Ki < Ki−1 , on the other hand, we instead have removed Ki−1 − Ki live points from the previous set of live
points. The expected shrinkage is then based on the associated Ki standard uniform order statistic U(Ki ) from
the initial set of Ki−1 values. Although in theory we should consider cases where the number of live points can
decrease by an arbitrary amount, in practice when following iterative schemes such as the one outlined in Algorithm 3 we only need to consider the case where Ki−1 − Ki = 1.
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Taken together, these two types of behavior then give a mean estimate of:
 X



n1
n2
h i X
KN1 + 1 − i
Ki
+
ln
ln E X̂j =
ln
Ki + 1
KN1 + 2 − i
i=1
i=1


nM−1
n3
X
X  KNM−2 +i + 1 − i 
KN2 +i
+
ln
ln
+ ··· +
KN2 +i + 1
KNM−2 +i + 1
i=1
i=1


n
M
X
KNM−1 + 1 − i
+
ln
KNM−1 + 2 − i
i=1

(A.32)

where nm is the number of contiguous samples for which either exponential or uniform shrinkage dominates,
P
Nm = ik=1 nk is the total number of iterations that have occurred up to that point, and M is the number of
contiguous regions prior to iteration j = NM where one mode of shrinkage dominates. Note that for illustrative
purposes here we have assumed the final samples are experiencing uniform shrinkage.
To summarize, varying the number of live points at each iteration simply involves dynamically switching between exponential and uniform shrinkage over the course of a Nested Sampling run. While this adds additional
bookkeeping, it remains straightforward to estimate the prior volume X̂i at any particular iteration.

A.6 Nested Sampling Errors
I now turn to characterizing various error properties of Nested Sampling, following the basic approach of Higson
et al. 127 ,129 . Similar to other sampling approaches, we expect some amount of “sampling noise” in our evidence
Ẑ and posterior estimates P̂(Θ) arising from the fact that we are approximating a continuous distribution (and
smooth integral) with a discrete set of N samples (see the extensive discussion in §1.4.1). We expect that as the
number of live points at each iteration Ki → ∞ such that change in prior volume Xi − Xi−1 → 0 and the total
number of samples N → ∞, these sampling errors will become negligible.
Unlike other sampling approaches such as Markov Chain Monte Carlo (MCMC), however, Nested Sampling,
contains an additional source of noise arising from our use of noisy estimators X → X̂i of the prior volume at
a given iteration i 280 . This “statistical noise” translates to a noisy estimator of the importance weight p(Θi ) →
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p̂(Θi ), which in turn gives noisy estimators for our previous evidence estimate

Ẑ =
≈

N
X
i=1
N
X

L(Θi ) × (Xi − Xi−1 )
L(Θi ) × (X̂i − X̂i−1 ) ≡

N
X

i=1

p̂(Θi )

(A.33)

i=1

and our previous posterior estimate
P̂(Θ) =

PN

i=1 p(Θi )δ(Θ|Θi )
PN
i=1 p(Θi )

≈

PN

i=1 p̂(Θi )δ(Θ|Θi )
PN
i=1 p̂(Θi )

(A.34)

Similar with the sampling noise, we also expect the statistical noise to become negligible as the number of live
points at each iteration Ki → ∞ such that our estimate X̂i → Xi and the total number of samples N → ∞.
I highlight the decomposition of these two noise sources by considering trying to evaluate the expectation
value of a target function f(Θ) with respect to the posterior 49,127 :
Z

1
f(Θ)P(Θ)dΘ =
EP [f] =
Z
ΩΘ

Z

1
0

f̃(X)L(X)dX

(A.35)

where
f̃(X) = Eπ [f(Θ)|L(Θ) = L(X)]

(A.36)

is the expectation value of f(Θ) on the associated iso-likelihood contour L(Θ) = L(X) with respect to the prior
π(Θ). Using the same Riemann sum approximation as §A.1, Nested Sampling would approximate this integral
as:
EP [f] ≈
≈
≈

N
X
i=1
N
X
i=1
N
X

N

f̃(Xi )

L(Xi )(Xi − Xi−1 ) X
=
f̃(Xi )p(Xi )
Z
i=1

(A.37)

f(Θi )p(Xi )

(A.38)

f(Θi )p̂(Θi )

(A.39)

i=1

The two error types enter in cleanly through the final two approximations. In Equation (A.38), I introduce sampling noise by replacing f̃(X), which is averaged over the entire iso-likelihood contour, with the estimate f(Θi )
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evaluated at a single point. Then, in Equation (A.39), I replace the true importance weight p(Xi ) at a given prior
volume with its noisy estimate p̂(Θi ) based on our noisy estimators for the prior volume X̂i .

Statistical Uncertainties
In §A.2, §A.4, and §A.5, I derived the analytic distribution for our prior volume estimator X̂i at iteration i under
a variety of assumptions. While the distribution for Ẑ and P̂(Θ) is not analytic, it is straightforward to simulate
values from them. First, we simulate values of the prior volumes
X̂′1 , . . . , X̂′N ∼ P(X̂1 , . . . , X̂N )

(A.40)

by drawing a combination of Beta (Ki , 1)-distributed random variables (when Ki ≥ Ki−1 ) and standard uniform
order statistics (when Ki < Ki−1 ) and iteratively computing each X̂′i using the procedures outlined earlier. Then,
we simply compute the corresponding evidence Ẑ ′ and posterior P̂ ′ (Θ) estimates.
While we can simulate the prior volumes and trace their impact on Ẑ and P̂(Θ) explicitly, it is also helpful to
derive a rough estimate of their impact. Since the posterior P(Θ) can be arbitrarily complex, we will focus on the
evidence Z for which this analysis is more tractable.
There have previously been two main approaches for deriving the uncertainty, which focus either on trying to
h i
h
i
derive the variance in the evidence V Ẑ 148 or in the log-evidence V ln Ẑ 280 . I will focus on the latter, which
gives a cleaner (if less precise) result.
I first start with the Static Nested Sampling case using a constant number of live points K. To estimate the
evidence Z, we must integrate over the unnormalized posterior P(Θ) ∝ π(Θ)L(Θ). This occurs after a certain
number of iterations N have passed given a fixed stopping criterion.
There are two factors that contribute to the overall N. The first is the rate of integration: at any given iteration
i, the prior volume decreases by Δ ln X ≈ 1/K. As a result, it must be the case that N ∝ K.
The second is the total amount of prior volume that needs to be integrated over. This roughly scales as the
Kullback-Leibler (KL) divergence (i.e. “information gain”) between the prior π(Θ) and posterior P
Z
H(P||π) ≡ H ≡

ΩΘ

1
=
Z

P(Θ)
dΘ
π(Θ)

(A.41)

L(X) ln L(X)dX − ln Z

(A.42)

P(Θ) ln

Z

1
0
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Since N is a discrete number that is typically large, it is reasonable to assume that it follows a Poisson distribution such that
E [N] = V [N] ∼

H
Δ ln X

(A.43)

This leads to a rough uncertainty in ln Ẑ of
h
i
h
i
σ ln Ẑ ∼ σ ln X̂N ∼ σ [ln N] (Δ ln X)
r
p
H
∼ H(Δ ln X) =
K

(A.44)

I now extend this result to encompass a variable number of live points Ki at each iteration. I first rewrite the
estimate of the variance as
h

"

i

V ln Ẑ = V

N 
X

ln Ẑi − ln Ẑi−1



#

"
≡V

i=1

≈

N
X

N
X

#
Δ ln Ẑi

i=1

h
i
V Δ ln Ẑi

(A.45)

i=1

where the final approximation assumes the distribution of evidence updates is independent at each iteration
i and ln Ẑ0 = 0. If I further assume that the distribution of the actual evidence estimates Ẑi themselves are
roughly independent at each iteration i and that the number of live points Ki changes sufficiently slowly such
that Δ ln Xi ≈ Δ ln Xi−1 , I find
i
i
h
i
h
h
V Δ ln Ẑi ≈ V ln Ẑi − V Δ ln Ẑi−1
∼ (Hi − Hi−1 )(Δ ln Xi ) ≡ (ΔHi )(Δ ln Xi )

(A.46)

Substituting this in to our original expression and taking Δ ln Xi ≈ 1/Ki then gives a modified error estimate
v
u N
uX ΔHi
σ ln Ẑ ∼ t
Ki
i=1
h

i

(A.47)

While the modified estimator in Equation (A.47) is less reliable that the original estimate, it is somewhat reassuring that in the special case K1 = · · · = KN = K it reduces to the original estimator derived in Equation
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(A.44).

A.6.1 Sampling Uncertainties
Unlike the statistical uncertainties on the prior volume estimator X̂i , there are not analytic expression or ways
to explicitly simulate from the distribution characterized by our sampling uncertainties. In fact, it is doubtful
we will ever have access to these except in special cases, since they rely on having access to the distribution of all
possible paths (of varying lengths) that live points can take through the distribution over the course of a Nested
Sampling run.
This however, does not mean I cannot attempt to construct an estimate of this distribution. To do this, I follow Higson et al. 127 and turn to bootstrapping, which serves as a generic and robust tool for attempting to simulate the impact of sampling uncertainties with limited support 76 . Since in most cases we have many thousands
of samples from our distribution and sample with K > 100 live points, Nested Sampling is almost always in a
regime where bootstrapping should be viable.
Naively, pme might expect to simply be able simulate values of, e.g., Ẑ by just bootstrapping the underlying
set of live points. However, this leads to three immediate complications:
1. This approach creates multiple samples at the same position. It is unclear how these points need to be
ordered to assign them associated prior volumes.
2. This approach conserves the total number of samples N, which clearly must be allowed to change if we
really want to simulate from all possible live point paths (with varying path-lengths).
3. This approach can leave out samples initially drawn from the prior. These points are crucial for establishing the normalization needed to estimate the evidence, and so removing them drastically distorts our
evidence estimates.
I address each of these in turn.
First, the ambiguous ordering, while at first glance a serious issue, is actually a non-concern since the impact
on any derived quantity is actually completely insensitive to the ordering. For the evidence, since the likelihood
L(Θ) is identical among the points, their contribution to Ẑ will remain unchanged. Likewise, because they occupy the same position Θ, their contribution to the posterior estimate P̂(Θ) is also unchanged. This implies that
any ordering scheme (e.g., random) will suffice.
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To resolve the second issue, I now turn to the problem of simulating all possible live point paths along with
their possibly varying path-lengths. Bootstrapping over all the samples by construction destroys this information
by ignoring the paths of each individual live point. Analogous to the discussion in §A.3, one can characterize
[j]

[j]

these individual paths as being the collection of K lists of positions Θ1 → · · · → ΘNj traversed by each live
point. Sampling from the space of all possible live point paths thus is equivalent to bootstrapping from these
[j′ ]

[j′ ]

individual K “strands” and then merging the K resampled strands {. . . , {Θ1 → · · · → ΘN ′ }, . . . } into a new
j

Nested Sampling run.
Unfortunately, this procedure still can run afoul of the third issue when the number of live points Ki is not
constant. Going back to the discussion in §A.3 and the Iterative Dynamic Nested Sampling scheme outlined
in Algorithm 3, increasing the number of live points at some iteration i > 1 means that those additional live
points were sampled interior to the prior at some associated likelihood threshold L(Θi ). Since these live points
provide no information about the overall normalization (only the normalization relative to X̂i ), they are totally
uninformative on their own when it comes to estimating the evidence Ẑ.
To account for this, we need to perform a stratiﬁed bootstrap over the set of Kint “interior” strands (i.e. strands
with starting positions interior to the prior) and Kanc “anchor” strands (i.e. strands sampled directly from the
prior that “anchor” the interior strands). Once the set of Kint interior strands and Kanc strands have been resampled, we can then merge the new collection into a new Nested Sampling run. Following this scheme is then suffiˆ
estimates, where we have used Z̃ˆ notation to indicate a
cient for simulating the evidence Z̃ˆ and posterior P̃(Θ)
we used bootstrapping rather than prior volume simulation.
Note that one interesting corollary of our bootstrap estimates is that we expect the total number of samples
Ñ to change. For a sufficient number of live points, this distribution is likely to be roughly Poisson. Assuming
that the associated ΔH̃i ≈ ΔHi and K̃i ≈ Ki from our bootstrapped Nested Sampling run are similar to the
h
i
original, this immediately leads us to an estimate of σ ln Ẑ identical to that in Equation (A.47). Although it has
the exact same form, note that this error term is completely independent from the previous case.

A.6.2 Combined Uncertainties
The full uncertainties associated with a given Nested Sampling run involve both the statistical uncertainties described in §A.6 and the sampling uncertainties described in §A.6.1. Simulating from this combined error distribution is straightforward and can be done by the following procedure:
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1. Resample the set of underlying Kanc anchor and Kint interior strands using stratified bootstrap resampling.
2. Merge the resampled strands into a single run.
3. Simulate the values of the prior volumes.
One can then calculate the evidence Z̃ˆ′ and posterior P̃ˆ ′ (Θ) estimates accordingly. The combined uncertainty
on the evidence that we estimate from both sources is then roughly
v
u N
u X ΔHi
σ ln Ẑ ∼ t2
Ki
i=1
h

i

based on the identical error estimates derived in §A.6 and §A.6.1.
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(A.48)

B

Additional Maximum-Likelihood Photometry

Bias Derivations

B.1 Results with Correlated Noise
Assume the noise in a footprint to be Normally distributed such that
b̂ ∼ N (b∗ , C)

(B.1)

with mean vector b∗ and covariance matrix C. The corresponding log-likelihood for a point source within this
footprint is
1
1
ln L(x, y, f, b) = − ln(det(2πC)) − (F̂ − b − fpx.y )T C−1 (F̂ − b − fpx,y )
2
2
where det is the determinant (i.e. the dimension-independent analog of area/volume).
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(B.2)

B.1.1 Flux Density
At the ML flux fMLE (x, y, b) the derivative with respect to f is zero such that
∂f ln L(x, y, fMLE , b) = (F̂ − b)T C−1 px,y − fMLE pTx,y C−1 px,y = 0
which yields
fMLE (x, y, b) =

(F̂ − b)T C−1 px,y
pTx,y C−1 px,y

(B.3)

(B.4)

The naive estimate (see §5.1.1) of the error/uncertainty σ̃f (x, y) is then

−1
σ̃2f (x, y) = pTx,y C−1 px,y

(B.5)

B.1.2 Position
The maximum-likelihood positions (xMLE , yMLE ) can likewise be defined via
T

∂x ln L(xMLE , y, f, b) = f (F̂ − b) − fpxMLE ,y C−1 ∂x pxMLE ,y = 0

(B.6)

with a naive error/uncertainty of

−1
T
1
1
T
−1
−1 2
∂
p
C
∂
p
−
(
F̂
−
b)
−
fp
C
∂
p
x xMLE ,y
x xMLE ,y
xMLE ,y
x xMLE ,y
f2
f
−1
1 
≈ 2 ∂x pTxMLE ,y C−1 ∂x pxMLE ,y
f

σ̃2x (xMLE , y, f, b) =

(B.7)

B.1.3 Background
The maximum-likelihood background bMLE can likewise be defined using
∂b ln L(x, y, f, bMLE ) = C−1 (F̂ − fp(x, y) − bMLE ) = 0

(B.8)

bMLE (x, y, f) = F̂ − fpx,y

(B.9)

which gives
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The associated naive errors then are
C̃b = C

(B.10)

This result shouldn’t be entirely surprising. In §5.1.3, I noted that the maximum-likelihood background is just
the mean residual between the model fpx,y and the data F̂ in the given n×m footprint. In the iid case where I have
assume a fixed value b across the footprint, I therefore take the average over all the pixels. In the case where every
pixel has a separate possible value bMLE,i for the background, however, this leads to averaging done on a per-pixel
basis for bMLE . Since fitting the background separately in every pixel always over-fits the data by construction, I
also derive results for the more realistic case where bβ ≡ b(β) is actually a function of a k nuisance parameters β
across the footprint in §B.3.

B.1.4 Bias
As in §5.2, I rewrite our likelihood in terms of random variable notation such that
F̂ = f∗ p(x∗ , y∗ ) + b∗ + C1/2 Z ∼ N (f∗ p(x∗ , y∗ ) + b∗ , C)

(B.11)

where each Zi ∼ N (0, 1) is an iid random variable drawn from the standard Normal distribution and C1/2 is the
(symmetric) square root of the covariance matrix. The likelihood at the true position (x∗ , y∗ ) and background b∗
then is
1
1
ln L(x∗ , y∗ , f, b∗ ) = − ln(det(2πC)) − ((f∗ − f)px∗ ,y∗ + C1/2 Z)T C−1 ((f∗ − f)px∗ ,y∗ + C1/2 Z) (B.12)
2
2
This gives a ML flux density estimate of
fMLE (x∗ , y∗ , b∗ ) = f∗ +
Since
pTx∗ ,y∗ C−1/2 Z
pTx∗ ,y∗ C−1 px∗ ,y∗



∼ N 0, 

pTx∗ ,y∗ C−1/2 Z

pTx∗ ,y∗ C−1 px∗ ,y∗
pTx∗ ,y∗ C−1 px∗ ,y∗
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(B.13)

pTx∗ ,y∗ C−1 px∗ ,y∗


2 ∗ ∗ 
2 = σ̃f (x , y )

(B.14)

we then recover
fMLE (x∗ , y∗ , b∗ ) ∼ N (f∗ , σ2f (x∗ , y∗ ))

(B.15)

following §5.2.1.

B.2 Results with Correlated Parameter Uncertainties
The naive uncertainty estimates σ̃f derived in §5.1 and utilized in most of §5.2 only are equal to the true uncertainties σf if there is no covariance between the p × 1 parameter vector Θ that comprises the model. In general,
one can assume the likelihood is approximately multivariate normal so that
Θtrue ∼ N (ΘMLE , CΘ (ΘMLE ))

(B.16)

where θMLE is the ML estimator. Following the discussion in §5.1 (see also §B.4), I can estimate the covariance
around the ML solution as
−1
 2
−1
2
≡ (FΘ (ΘMLE ))−1 = − ∂Θ
CΘ (ΘMLE ) ≈ −ED ∂Θ
ln L(ΘMLE )
ln L(ΘMLE )|ΘMLE

(B.17)

Here, ED [·|ΘMLE ] is the expectation value (i.e. mean) with respect to (random realizations of) the data D with
ΘMLE fixed. ∂Θ ln L represents the p × 1 Jacobian vector with respect to Θ with elements (∂Θ ln L)i = ∂θi ln L,
2 ln L represents the p × p Hessian matrix whose elements are comprised of the second-order derivatives of the
∂Θ

log-likelihood (∂Θ ln L)ij = ∂θi ∂θj ln L, and FΘ (ΘMLE ) is the Fisher Information Matrix (FIM) evaluated
at ΘMLE . The final equality, where I remove the expectation value and equate the FIM with the inverse of the
Hessian, follows from the assumption that the likelihood is multivariate normal.
With this more general result, it is clear the results derived in §5.1 for the associated marginal uncertainties on
each parameter σ̃ are only are equal to the true marginal uncertainties σ when the FIM is diagonal. When the offdiagonal elements of the FIM (i.e. mixed derivatives) are non-zero, the actual marginal uncertainties along the
diagonal of CΘ (ΘMLE ) for the ML solution are larger. I will now examine the special 2 × 2 case involving just the
flux density f and one other parameter Θi for illustrative purposes.
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B.2.1 Error Underestimation in Two-Parameter Models
In the special case where the FIM is 2 × 2, the inverse has a simple analytic form of


2
∂Θ
i

−1

ln L(ΘMLE )

∂Θi ∂Θj ln L(ΘMLE )

2 ln L(Θ
)
∂Θi ∂Θj ln L(ΘMLE )
∂Θ
MLE
j


2
1
 −∂Θj ln L(ΘMLE ) ∂Θi ∂Θj ln L(ΘMLE )
=


det(FΘ (ΘMLE ))
2 ln L(Θ
)
∂Θi ∂Θj ln L(ΘMLE ) −∂Θ
MLE
i


CΘ (ΘMLE ) = [FΘ (ΘMLE )]−1 = − 

(B.18)

where the determinant is
2
2
ln L(ΘMLE ) − ∂Θi ∂Θj ln L(ΘMLE )
ln L(ΘMLE ) ∂Θ
det(FΘ (ΘMLE )) = ∂Θ
j
i

2

(B.19)

When ignoring the covariances, the cross-terms vanish and the naive error estimate for Θi reduces to
2
ln L(ΘMLE )
σ̃2Θi (ΘMLE ) = − ∂Θ
i

−1

(B.20)

which is identical to the results from §5.1. Properly including the covariance instead gives
σ2Θi (ΘMLE ) =

2 ln L(Θ
−∂Θ
MLE )
j
2
2 ln L(Θ
∂Θ
MLE ) ∂Θj ln L(ΘMLE ) − ∂Θi ∂Θj ln L(ΘMLE )
i

2

(B.21)

The ratio of the naive estimate to the true estimate of the variance is
2
2 ln L(Θ
∂Θ
MLE ) ∂Θj ln L(ΘMLE ) − ∂Θi ∂Θj ln L(ΘMLE )
σ̃2Θi (ΘMLE )
i
=
2
2 ln L(Θ
σ2Θi (ΘMLE )
∂Θ
MLE ) ∂Θj ln L(ΘMLE )
i

2

2
∂Θi ∂Θj ln L(ΘMLE )
= 1− 2
2 ln L(Θ
∂Θi ln L(ΘMLE ) ∂Θ
MLE )
j
(B.22)

This gives a fractional bias of
2
2
∂
∂
ln
L(Θ
)
(Θ
)
σ̃
Θ
Θ
MLE
MLE
i
j
Θ
i
−1=− 2
(ΘMLE ) ≡ 2 i
2 ln L(Θ
σ2Θi
σΘi (ΘMLE )
∂Θi ln L(ΘMLE ) ∂Θ
MLE )
j

δσ̃2Θ

(B.23)

This is defined to be negative to indicate that these are underestimates rather than overestimates.1
1

This is a consequence of the fact that ∂Θi ∂Θj ln L
inequality.

2

≤ (∂Θ2 i ln L)(∂Θ2 j ln L), which arises from the Cauchy-Schwarz
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This result – where the error underestimates are the ratio of the product of the “interaction” terms divided
by the “naive” terms – provides a quick and intuitive way to estimate how covariances among parameters impact
our marginalized error estimates.2 In the case where there is no covariance among the parameters, δσ̃2 /σ2f = 0
f

and σ̃2f

=

σ2f .

In the case where the parameters become perfectly degenerate, this instead gives δσ̃2 /σ2f
f

→ 1 and

σ2f /σ̃2f → ∞.

B.2.2 Background Covariance
As an example, I will consider fixing the position (x, y) of the source and jointly estimating the flux density f and
sky background b. The mixed f and b derivative is
∂f ∂b ln L(x, y) = −

1 X
1
pi (x, y) = − 2
2
σ i
σ

(B.24)

which is insensitive to the value of f and b. This then gives

FΘ (x, y) = −

where again Apsf (x, y) =

P

2
i pi (x, y) and A



1 Apsf (x, y) 1 


σ2
1
A

(B.25)

= nm. This in turn gives


CΘ (x, y) =



−1 
A


AApsf (x, y) − 1
−1 Apsf (x, y)
σ2

(B.26)

This means the naive errors σ̃2f I previously derived, which ignored the covariance between the flux and the background, are smaller than the actual uncertainties by a factor
δσ̃2
f

σ2f
2

(x, y) = −

Apsf (x, y)
A

Unfortunately, this intuition does not generalize to larger matrices.
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(B.27)

B.2.3 Position Covariance
The mixed partial derivative of the log-likelihood with respect to f and one coordinate of the position, say, x, is
∂f ∂x ln L(x, y, f, b) =


1 X
f̂
−
b
−
fp
(x,
y)
−
fp
(x,
y)
∂x pi (x, y)
i
i
i
σ2 i

(B.28)

In the case where px,y is approximately symmetric (even) in x, the derivative ∂x px,y will be approximately antisymmetric (odd) in x. This implies
X

ZZ
pi (x, y)∂x pi (x, y) ≈

p(x, y)∂x p(x, y) dx dy = 0

(B.29)

i

assuming that:
1. the PSF is oversampled so that the sum over pixels is a reasonable approximation to the integral and
2. the impact of sub-pixel shifts is small.
If the PSF is undersampled so that it occupies only a few pixels, then this term may be significantly non-zero.
Note that the behavior under any general covariance matrix is not guaranteed to be small even if the PSF is oversampled, although in most practical applications where only nearby pixels are correlated with each other this
behavior still tends to hold.
If the model (xMLE , yMLE , fMLE ) is close to the truth, the residuals F̂ − b − fp(x, y) should be roughly distributed following a multivariate Normal, which I will write as
X ∼ C1/2 Z ∼ N (0, C)

(B.30)

where Z is an mn × 1 iid normal random vector and C1/2 is the symmetric square root of the covariance matrix C. This implies that the residual contribution to the flux density-position covariance should be roughly distributed as



T
C1/2 Z C−1 ∂x px,y = ZT C−1/2 ∂x px,y

(B.31)

Since the expectation value E[ZT Y] = E[Z]T Y = 0 for a normal random vector given any fixed matrix Y, the
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FIM reduces to

FΘ (xMLE , yMLE , fMLE ) ≈ −

and

1 

σ2

δσ̃2
f

σ2f

P



2
i pi (xMLE , yMLE )

0
f2MLE

0

P

i (∂x pi (xMLE , yMLE

))2

(xMLE , yMLE , fMLE ) ≈ 0




(B.32)

(B.33)

This implies that while modeling the position leads to a bias in the mean value of fMLE (xMLE , yMLE ), it does not
impact the associated error estimates.

B.3 Errors with General Background Models
In §B.1.3, I showed that the maximum-likelihood (ML) solution for a background model b across all nm pixels is
bMLE (x, y, f) = F̂ − fpx,y

(B.34)

C̃b = C

(B.35)

which had an error estimate of

This result is singularly uninformative, because it implies that the “best” background model is exactly equal to the
model residuals across the entire image.
In most cases (e.g., Bosch et al. 27 ), the background is parameterized as a smooth function bβ ≡ b(β) of k
nuisance parameters β across the footprint. This gives
∂βi ln L(x, y, f, βMLE ) = ∂βi bTβ

MLE

C−1 (F̂ − fpx,y − bβMLE ) = 0

(B.36)

which can be used to solve for βMLE . Following §B.2, the error estimates can be derived by inverting the FIM
whose elements are
(Fβ )ij (x, y, f, βMLE ) = ∂βi bTβ

MLE

C−1 ∂βj bβMLE − ∂βi ∂βj bTβ

MLE

C−1 (F̂ − fpx,y − bβMLE )

(B.37)

As before, if I assume that the overall residuals F̂ − fpx,y − bβMLE are small and that the background model varies
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sufficiently slowly with respect to β, this can be approximated as
Fβ (βMLE ) ≈ ∂β bTβ

MLE

C−1 ∂β bβMLE

(B.38)

where ∂β bβMLE is the nm × k Jacobian. This implies that the Jacobian can be used to linearly project from the
nm-dimensional “data space” into the k-dimensional parameter space.

B.4 Maximum-Likelihood Biases using Cochran’s Theorem
As discussed in §5.2.2, given the true values (x∗ , y∗ , f∗ , b∗ ) of the position, flux density, and background, respectively, the likelihood of the noisy data can be rewritten as
1X 2
1
Z
ln L(x∗ , y∗ , f∗ , b∗ ) = − ln(det(2πC)) −
2
2 i i

(B.39)

where Z1 , . . . , Zi ∼ N (0, 1) are again iid normal random variables and
nm
X
i=1

Z2i ∼ χ2A

(B.40)

follows a chi-square distribution with A = nm degrees of freedom. Assuming that the data are normally distributed and the ML parameters are also approximately Normally distributed, I can apply Cochran’s theorem to
get
(F̂ − FΘMLE )T C−1 (F̂ − FΘMLE ) ∼ χ2A−p

(B.41)

Assuming the background is known (see §5.2.2), we note that we can relate the distribution of the sum of
error normalized residuals around fMLE ≡ fMLE (xMLE , yMLE ) in the decoupled-background case to those around
f∗MLE ≡ fMLE (x∗ , y∗ ) for a constant background model b via
(F̂ − fMLE pxMLE ,yMLE )T C−1 (F̂ − fMLE pxMLE ,yMLE ) + X22 ∼ (F̂ − f∗MLE px∗ ,y∗ )T C−1 (F̂ − f∗MLE px∗ ,y∗ )

(B.42)

where X22 ∼ χ22 incorporates the noise “absorbed” by (xMLE , yMLE ) and I have used the fact that X22 + X2nm−2 ∼
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χ2nm . Exploiting the fact that
ln L(x, y, fMLE ) =

f2MLE (x, y)
2σ̃2f (x, y)

(B.43)

then allows me to rewrite the above result as
F̂T C−1 F̂ − 2fMLE F̂T C−1 pxMLE ,yMLE +

f∗,2
f2MLE
∗
T −1 ∗ ∗
2
T −1
MLE
+
F̂
−
2f
F̂
C
p
+
X
∼
F̂
C
x ,y
MLE
2
σ̃2fMLE
σ̃2f∗

(B.44)

MLE

Although the true position is not known, in the interest of deriving the impact on the flux I take the approximation that (x∗ , y∗ ) ≈ (xMLE , yMLE ), etc. for all terms that don’t explicitly involve the flux density f. This leaves an
equation of the form
c1 f2MLE − 2c2 fMLE + X22 ∼ c1 (f∗MLE )2 − 2c2 f∗MLE

(B.45)

T −1
where c1 = σ̃−2
fMLE and c2 = F̂ C pxMLE ,yMLE are approximately constant. This has a positive solution at

f∗MLE ∼

c2 +

q
c21 f2MLE − c1 X22 − 2c1 c2 fMLE + c22
c1

c2
= + fMLE
c1

s
1−

c2
2c2
X2
− 2 2 + 2 22
c1 fMLE c1 fMLE c1 fMLE

(B.46)

Since c1 and c2 are known for a given (xMLE , yMLE ) and the distribution of X22 ∼ χ22 is known exactly, this gives
an expression for the distribution of the unbiased ML estimator f∗MLE . In general, assuming that the residuals are
sufficiently small such that c2 ≈ 0, this reduces to
s
f∗MLE ∼ fMLE

1 − X22

σ̃2fMLE

(B.47)

f2MLE

This can be immediately generalized to a model with p model parameters Θ (excluding the background b) to get
s
f∗MLE ∼ fMLE

1 − X2p−1

σ̃2fMLE

f2MLE

(B.48)

I can write this in a slightly more intuitive form by Taylor expanding around small σ̃fMLE /fMLE to get
"
f∗MLE ≈ fMLE 1 −
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X2p−1 σ̃2fMLE

2
2 fMLE

#
(B.49)

This gives a fractional bias of
1−

2
2
δf
E[f∗MLE ]
p − 1 σ̃fMLE V[f∗MLE ]
p2 − 4p + 7 σfMLE
,
≡ MLE ≈
≈
fMLE
fMLE
2 f2MLE
4
f2MLE
σ̃2fMLE

At lower SNR it is necessary to include the second-order term

X4p−1 σ4f
MLE
8 f4MLE

(B.50)

from the Taylor expansion to prop-

erly model behavior. Including this term gives a modified fractional bias of
2

4

δfMLE
p − 1 σ̃fMLE
p2 − 1 σ̃fMLE
≈
+
fMLE
2 f2MLE
8 f4MLE

(B.51)

For a typical point source model with p = 3 parameters (x, y, f), this becomes
σ̃4f
σ̃2f
δfMLE
≈ 2MLE + 4MLE
fMLE
fMLE fMLE

(B.52)

B.5 Maximum-Likelihood Biases using Bias Tensors
ML estimators have a bias δ which tends to zero as the signal-to-noise ratio (SNR) increases. Cox & Snell 56
found that the leading-order bias term for any parameter s can be found with
δs (ΘMLE ) =

X

(F −1 (ΘMLE ))rs (F −1 (ΘMLE ))tu (B(ΘMLE ))rtu

(B.53)

r,t,u

where

(B(ΘMLE ))rtu ≡ ED

1
∂r ∂t ∂u ln L(ΘMLE ) + (∂t ln L(ΘMLE ))(∂r ∂u ln L(ΘMLE )) ΘMLE
2


(B.54)

is the bias tensor and ED [·|ΘMLE ] is the expectation value with respect to the data D for ΘMLE fixed.
With the background b = b∗ fixed, the non-zero terms in the flux density bias δf are
δf (ΘMLE ) = σ̃2fMLE

X

σ2x (B(ΘMLE ))fii

(B.55)

i∈{x,y}

since the off-diagonal elements of the FIM with respect to position (x, y) are zero (§B.2.3) and we have substituted in for (F −1 (ΘMLE ))ff = σ̃2fMLE and (F −1 (ΘMLE ))xx = (F −1 (ΘMLE ))yy = σ2x . Under similar assumptions
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as §5.2.2 it is straightforward to show that

(B(ΘMLE ))fxx = (B(ΘMLE ))fyy =
and thus:
δfMLE =

σ̃2fMLE
fMLE

1
2σ2x f

(B.56)

(B.57)

.

Substituting in for the definition of δf allows me to rewrite this as
E[f∗MLE ] = fMLE

1−

σ̃2fMLE

!
(B.58)

f2MLE

which reproduces Equation (5.28).
With the background b free, the flux bias has the same terms as Equation B.55 except that (F −1 (ΘMLE ))ff =
σ2fMLE ≥ σ̃2fMLE due to the covariance between the flux and background. Solving and rearranging as above then
gives
E[f∗MLE ]

= fMLE

1−

σ2fMLE

!

f2MLE

(B.59)

which reproduces Equation (5.29).

B.6 Unbiasedness of Marginalized Mean Flux
While the ML solution is the mode of the likelihood distribution, the mean flux density fmean , marginalizing over
position (x, y), need not be the ML flux density fMLE . Here, I show that the posterior mean flux is unbiased to
order SNR−2 in a specific case (flat priors and Normal PSF) for illustrative purposes.
As discussed in §5.1, the maximum likelihood flux fMLE (x, y) varies with position and is maximized at (xMLE , yMLE )
assuming the background b is known. While first derivative of fMLE ≡ fMLE (xMLE , yMLE ) with position is zero
(by definition), the second derivative is
1
∂x2 fMLE ≈ P

2
j pj

X
i

∂x2 pi f̂i

(B.60)

under the same oversampled/smoothness assumptions discussed in §5.1.2. For a circular Normal PSF with stan-
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dard deviation of s pixels, the second derivative of the PSF is
∂x2 pi =

Δx2i − s2
pi
s4

(B.61)

where Δxi is the difference in the x-coordinate of the center of pixel i and the source. Taking
P
2 2
s2
i Δxi pi
P
≈
2
2
j pj

(B.62)

and approximating the counts around the source as f̂i ≈ fMLE pi then gives
∂x2 fMLE ≈ −

fMLE
.
2s2

(B.63)

using the definition of fMLE from Equation (5.7).
Near the ML position, the ML flux density is approximately


(x − xMLE )2 + (y − yMLE )2
fMLE (x, y) ≈ fMLE 1 −
4s2

(B.64)

The likelihood can then be approximated (up to a constant factor Z) as
(x − xMLE )2 + (y − yMLE )2 (f − fMLE (x, y))2
L(x, y, f) = Z exp −
−
2σ̃2x (fMLE )
2σ̃2f (fMLE )

!
(B.65)

where I have taken σ̃2x = σ̃2y since the PSF is circular. The mean flux density fmean after marginalizing over position is defined as
fmean

RRR
L(x, y, f) f df dx dy
≡ RRR
L(x, y, f) df dx dy

(B.66)

Integrating over the flux density f yields
RR
fmean ≈



(x−xMLE )2 +(y−yMLE )2
fMLE (x, y) exp −
dx dy
2σ2x (fMLE )


RR
(x−xMLE )2 +(y−yMLE )2
dx dy
exp −
2σ2 (fMLE )
x
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(B.67)

Using Equation (B.64) for fMLE (x, y) then gives


σ2 (fMLE )
fmean ≈ fMLE 1 − x 2
2s

(B.68)

Substituting in σ2x (f) = 2σ2f s2 /f2 for the circular Normal PSF then gives
fmean ≈ fMLE

1−

σ2fMLE

!

f2MLE

= E[f∗MLE ]

(B.69)

where σfMLE ≡ σf (fMLE ) and f∗MLE = fMLE (x∗ , y∗ ) are defined as in §5.2.
Since I showed in §5.2 that the ML estimator at the true position f∗MLE is unbiased, this explicitly demonstrates
that the mean flux density, marginalized over position, is also unbiased.

B.7 Second-Order Expansion in Flux Density
As discussed in Section §5.3.1, fixing the position of an object to the best-fit from a detection band D leads to
an underestimate in the flux density in all other bands. If the detected position is distributed as a 2-D Normal of
width σx about the true position, the average best-fit flux is given by Equation (5.43):
E[fj,MLE ] = f∗j ×

2s2
2s2 + σ2D,x

(B.70)

At low signal to noise, the position error obtained by inverting the second derivative with respect to position
in Equation (5.14) needs to be corrected by higher-order terms. The maximum-likelihood is found by setting the
partial derivatives of the log-likelihood to zero. Taylor expanding the partial derivatives to leading order about the
true parameters (x∗ , y∗ , f∗ ):
0 = ∂α ln L(xMLE , yMLE , fMLE ) ≈ ∂α ln L(x∗ , y∗ , f∗ ) +

X
β

2
ln L(x∗ , y∗ , f∗ )
(βMLE − β∗ )∂αβ

(B.71)

with α, β ∈ {x, y, f}. Evaluating the partial derivatives at the true parameters yields
∂α ln L(x∗ , y∗ , f∗ ) =

1 X
σZi ∂α (fpi (x, y))|Θ=Θ∗
σ2 i
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(B.72)

∂αβ ln L(x∗ , y∗ , f∗ ) =

1 X
σZi ∂αβ (fpi (x, y))|Θ=Θ∗ − ∂α (fpi (x, y))|Θ=Θ∗ ∂β (fpi (x, y))|Θ=Θ∗
σ2 i

(B.73)

with Zi = (f̂i − f∗ pi (x∗ , y∗ )) being independent, Normally-distributed variables with mean zero and unit
variance. The sum over pixels of the second term of Equation (B.73) can be approximated in the oversampled
limit with integrals over the PSF and its derivatives. Using Equations (B.72) and (B.73), Equation (B.71) can be
written as a matrix equation:


  
 
1
ζ
0
ζ
ζ
x
y 
   
 4πs2
   
 
 

∗ 
∗
∗ 
0 = σ
f ζx  + σ ζx f ζxx f ζxy  −  0
   
 
0
f∗ ζy
ζy f∗ ζxy f∗ ζyy
with ζ =

P

∗ ∗
i Zi pi (x , y ), ζα

=

P

∗ ∗
i Zi ∂α pi (x , y ), and ζαβ

=

P

0
f∗
8πs4

0


 
0   fMLE − f∗ 

 

∗
0 
 xMLE − x 

 
f∗
∗
y
−
y
MLE
8πs4

∗ ∗
i Zi ∂αβ pi (x , y ).

(B.74)

Solving this matrix equation

for xMLE − x∗ and expanding to second order in σ yields:
2 6 2
2
8πs4 σζx 32π s σ (ζζx + 2s [ζx ζxx + ζy ζxy ])
xMLE − x =
+
.
f∗
f∗2
∗

(B.75)

The sums ζ, ζα , ζαβ are random variables with mean zero just as Zi are. It can be shown that the expectation value
of xMLE − x∗ is zero (ie. the position is unbiased) by evaluating expectation values like
*
⟨ζζx ⟩ =

X

+
∗

∗

∗

∗

Zi pi (x , y )Zj ∂x pi (x , y )

ij

=

X
i

⟨Z2i ⟩pi (x∗ , y∗ )∂x pi (x∗ , y∗ )

ZZ
≈

p(x, y)∂x p(x, y)dx dy = 0
(B.76)

with the second equality following from the independence of the Zi and the third equality holding in the oversampled limit. Similarly,
⟨ζx ζxx ⟩ = ⟨ζy ζxy ⟩ = 0

(B.77)

Since xMLE − x∗ has an expectation value of zero, the variance in position can be found by squaring Equation
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(B.75) and taking the expectation value. To evaluate the variance in position, these expectation values are needed:
1
4πs2
1
⟨ζ2x ⟩ = ⟨ζ2y ⟩ =
8πs4
3
⟨ζ2xx ⟩ =
16πs6
1
⟨ζ2xy ⟩ =
16πs6
1
⟨ζζxx ⟩ = − 4
8πs
⟨ζ2 ⟩ =

(B.78)
(B.79)
(B.80)
(B.81)
(B.82)

⟨ζζ2x ⟩ = ⟨ζ⟩⟨ζ2x ⟩ = 0

(B.83)

⟨ζ2x ζxx ⟩ = ⟨ζ2x ⟩⟨ζxx ⟩ = 0

(B.84)

⟨ζx ζy ζxy ⟩ = ⟨ζx ⟩⟨ζy ⟩⟨ζxy ⟩ = 0

(B.85)

⟨ζ2 ζ2x ⟩ = ⟨ζ2 ⟩⟨ζ2x ⟩

(B.86)

⟨ζζ2x ζxx ⟩ = ⟨ζζxx ⟩⟨ζ2x ⟩

(B.87)

⟨ζζx ζy ζxy ⟩ = ⟨ζ⟩⟨ζx ⟩⟨ζy ⟩⟨ζxy ⟩ = 0

(B.88)

⟨ζ2x ζ2xx ⟩ = ⟨ζ2 ⟩⟨ζ2xx ⟩

(B.89)

⟨ζx ζy ζxx ζxy ⟩ = ⟨ζx ⟩⟨ζy ⟩⟨ζxx ⟩⟨ζxy ⟩ = 0

(B.90)

⟨ζ2y ζ2xy ⟩ = ⟨ζ2y ⟩⟨ζ2xy ⟩

(B.91)

The final calculation then yields:
8πs4 σ2
⟨(xMLE − x∗ )2 ⟩ = ∗2
f



28πs2 σ2
1+
f∗2


=

2s2 σ̃2f
f∗2

1+

7σ̃2f

!

f∗2

(B.92)

Approximating the position errors as being distributed as a 2-D Normal with this variance and using Equation
(5.43) gives:
E[fj,MLE ] =

f∗j

×

2s2

2s2

2

+

2s2D σ̃f
f∗2
D

D

1+

7σ̃2f

≈

D
∗2
fD
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f∗j

 2
 4 !
2
7sD s4D σ̃fD
s2D σ̃fD
1 − 2 ∗2 − 2 − 4 ∗4
s fD
s
s fD

(B.93)

B.8 Normal Galaxies
To illustrate the impact extended sources such as galaxies can have on the ML flux bias (by having more free parameters, additional parameter covariances, and enlarged effective PSFs), I will derive results explicitly for a circular Normal PSF with variance s2 and a 2-D Normal galaxy model with semi-major/semi-minor axes s1 /s2 and
position angle φ. Without loss of generality, I will take the true φ∗ = 0 to simplify calculations since it doesn’t
affect the size of the galaxy. These results build on those from Condon 53 and Refregier et al. 248 .
For a point source, the effective PSF area is
Apsf =

X
i

p2i (x, y) → 4πs2

(B.94)

in the limit where the footprint is sufficiently large and the PSF is oversampled. For a Normal galaxy convolved
with the PSF, however, this increases to
Apsf → 4π

q
(s21 + s2 )(s22 + s2 ) ≡ 4πa1 a2

(B.95)

where a1 and a2 are now the PSF-convolved semi-major and semi-minor axes, respectively. Assuming that a1 =
a∗1 , a2 = a∗2 , and φ = φ∗ are known and ﬁxed to their true values, this would increase the underlying bias by
2
σ̃2fMLE
δfMLE
Apsf σ2
1
2 σfMLE
=
=
≈ 2
2
2
A
A
fMLE
2 fMLE
1 − Apsf fMLE
1 − Apsf fMLE

(B.96)

where δf /f is again the fractional bias and σ2 is again the variance of the normal iid noise in the footprint. At fixed
SNR, this then implies
δfMLE ∗ ∗ ∗
Apsf (a∗1 , a∗2 ) σ2
4πa∗1 a∗2 σ2
=
(a1 , a2 , φ , A) =
4πa∗ a∗ 2
A (a∗ ,a∗ ) 2
fMLE
1 − A1 2 fMLE
1 − psf A1 2 fMLE

(B.97)

While the case above is instructive, it is not representative of the general case where a1 , a2 , and φ are left free
when searching for a ML solution. This leads to additional covariances among the parameters that cause the

308

uncertainties to increase. These covriances depend on the second partial derivatives of the log-likelihood
∂αβ ln L =

1 X
(f̂i − fpi (x, y) − b)∂αβ (fpi (x, y) + b) − ∂α (fpi (x, y) + b)∂β (fpi (x, y) + b)
σ2 i

(B.98)

with pi being the galaxy model convolved with the PSF and α, β indexing the parameters of the galaxy. To fill in
the FIM, I take the expectation value of the second derivatives with the parameters fixed to their true values. The
residuals about the true parameters f̂i − fpi are zero in expectation, so
Fαβ

ZZ
1 X
= 2
∂α (fpi (x, y) + b)∂β (fpi (x, y) + b) ≈
∂α (fp(x, y) + b)∂β (fp(x, y) + b) dx dy
σ i

(B.99)

in the well-sampled limit, with


(x cos ϕ + y sin ϕ)2 (−x sin ϕ + y cos ϕ)2
1
−
p(x, y) =
exp −
2πa1 a2
2a21
2a22

(B.100)

Many of the off-diagonal elements are zero due to the symmetries of p(x, y), so the FIM is diagonal except for the
entries involving f, b, a1 , and a2 . The FIM for these four parameters is


1
4πa1 a2




1
1 
F= 2
σ 
− f2
 8πa1 a2

f
− 8πa a2
1 2

f

1

− 8πa2 a

A

0

0

3f2
16πa31 a2

0

1 2

f2
16πa21 a22


f
− 8πa a2 
1 2


0 


f2

16πa21 a22 

2

(B.101)

3f
16πa1 a32

Note that Fff = (Apsf σ2 )−1 for a galaxy and so without accounting for the covariances, σ̃2f = Apsf σ2 . Taking the
covariances into account by inverting the FIM yields:
(F −1 )ff =

2Apsf σ2
8πa1 a2 σ2
=
1 − 8πa1 a2 /A
1 − 2Apsf /A

(B.102)

This means that impact of the additional covariances among the parameters causes the uncertainties to increase such that

σ2f

(F −1 )ff
2Apsf
8πa1 a2
=
≈
=
2A
σ2
σ2
1 − 8πaA1 a2
1 − Apsf
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(B.103)

essentially doubling the effective PSF area. This, along with the additional three free parameters, leads to a bias of
δfMLE
5 8πa1,MLE a2,MLE σ2
=
fMLE
2 1 − 8πa1,MLE a2,MLE f2MLE
A
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(B.104)

C

Updates to the Bayestar Models

To incorporate stellar modeling of the southern clouds, I derive joint NSC-2MASS stellar templates following
the procedure outlined in Green et al. 111 , which describes the creation of their PS1-2MASS stellar templates. I
start by querying all stars within a radial beam of 15◦ centered on (α, δ) = (356◦ , −45◦ ). This region was chosen
due its low reddening, with a typical E(B − V) ≈ 0.01 mag. I require that the stars have detections in all NSC2MASS bands (grizYJHKs ), with photometric errors < 0.5 mag in all passbands. I exclude galaxies from the
sample by requiring that the source has a > 80% probability of being a star (based on the NSC class_star
field) and is not flagged as an extended source in 2MASS (based on the ext_key field).
This results in a sample size of ≈ 200, 000 stars. After de-reddening the photometry following Green et al. 111 ,
I fit a stellar locus to this sample in seven-dimensional color space following the procedure outlined in Newberg
& Yanny 215 . The resulting stellar locus is shown in Figure 6.1.
I then associate each position along the locus with an absolute r-band magnitude Mr and metallicity [Fe/H]
following the relations from Ivezic et al. 141 , which uses observations of clusters from SDSS to determine the
absolute magnitudes of stars as a function of their intrinsic colors and metallicities. I finally correct for small
differences in the derived MDECam
values from DECam and the expected MPS1
r
r values from PS1 using the color
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corrections derived from Schlafly et al. 269 .
I supplement these new intrinsic NSC-2MASS stellar templates with a new reddening vector (R) and R(V)
dependencies (R′ ) using the procedure outlined in Schlafly et al. 271 . In brief, I integrate the dust curve provided
there over the MARCS 117 spectrum of a 4500 K, [Fe/H] = 0, log g = 2.5 star in the DECam grizY bands. I
then simultaneously set the gray component and normalization such that A(H)/A(K) = 1.55 in the 2MASS
bands and A(V) = 1 in the Landolt V band (i.e. so the reddening is in A(V) units).
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D

Augustus Data Products

The output Augustus stellar parameter catalogs can be found online through the Harvard Dataverse at this link.
Two types of data products are made available:
1. a “point” catalog that contains information about each object along with sumamry statistics describing
the results and
2. a “samples” catalog that contains 25 random posterior samples for each object.
A summary of the column names, the data format, and a brief description of each catalog can be found in Tables
D.1 and D.2. Note that the “samples” catalogs are strictly meant to be supplementary to the “point” catalog
and are matched to the latter row-wise. Catalogs are made available for sources modeled using all bands as well
excluding UKIDSS data for sources that have them (which have the _noukidss suffix). Additional information
on the columns provided in these catalogs are described below.
Information on sources are provided through their corresponding Pan-STARRS ID (PS_ID) and Gaia DR2
ID (GAIA_ID) as well as by their 2-D coordinates, in units of right ascension and declination (SKY_COORDS) as
well as Galactic longitude and latitude (GAL_COORDS). In addition, I also include astrometric measurements from
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Gaia including parallaxes (PARALLAX, PARALLAX_ERROR) and proper motions (PROPER_MOTION, PROPER_MOTION_ERROR)
as well as multi-band photometry from Gaia, Pan-STARRS, 2MASS, UKIDSS, and unWISE (MAGNITUDES,
MAGNITUDES_ERROR). Note that the parallaxes and magnitudes contain none of the offsets or additional system-

atic corrections/errors described in §6.1 outside of the 0.005 mag photometric error floor.
Information on the overall quality of the fit can be assessed in a few ways. One metric is the log-evidence
(LOG_EVID), defined as


Z
Lphot (Θ, Φ) Lastr (Φ) π(Θ, Φ) dΘ dΦ

ln Z ≡ ln

(D.1)

I estimate this for each object by summing over the final (weighted) subset of models before applying the posterior resampling scheme described in §3. This provides information on the overall quality of the fit across all the
models including the influence of the prior.
Another metric is simply the best-fit χ2best (BEST_CHI2) from all the models before applying the posterior resampling scheme. This provides information on the quality of the best possible fit ignoring the impact of the
prior, thereby serving as a useful supplement to the log-evidence.
Combined with the number of bands b used in the fit (NBANDS_IN_FIT), I use this information to come up
with a flag for rejecting sources that fail to achieve even a single reasonable fit:



TRUE
FLAG_FIT

=

if P(χ2 > χ2best |b − 3) < 10−3



FALSE otherwise

(D.2)

where P(χ2 > χ2best |b − 3) is the probability of observing a χ2 value larger than χ2best assuming b − 3 degrees of
freedom. Note that I use b − 3 rather than b due to the fact that brutus “optimizes” over 3 parameters (d, AV ,
RV ) before the posterior weighting and resampling step.
For every parameter I compute the 2.5th, 50th, and 97.5th percentiles (i.e. the median and the 2σ errors) for
each parameter by rank-ordering the final set of n = 250 posterior samples. I choose to report 2σ rather than 1σ
errors here since they better reflect intuitive understandings of uncertainty (i.e. objects are “unlikely” to be outside the errors bars) and better highlight possible degeneracies in the fits (e.g., between dwarf and giant solutions)
when they occur. I provide these percentiles along with a random sample taken from the posterior for the object
for each parameter in our model (see Table D.1 for a full list). Since all the parameters from this random sample
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are correlated, it can be useful in certain contexts.
I use these percentiles to define a second flag FLAG_GRID that I set to TRUE if any of the 2.5th or 97.5th percentiles for each parameter that defines the grid of models (Minit , [Fe/H]init , EEP) are equal to the minimum or
maximum possible value of that parameter, respectively, and FALSE otherwise. This flags posteriors that may be
biased due to the hard edges present in our input model grid. This mainly flags sources with lower initial masses
since our mode grid only goes down to Minit = 0.5 M⊙ .
Finally, as part of the “point” catalog I also provide the probability PROB_GIANT that a source is a giant, which
I define as
PROB_GIANT

≡ P(log g < 3.5)

(D.3)

following the defintion used in the H3 survey 54 . I estimate this using the final set of posterior samples, which
gives us a resolution of 1/n = 0.004 in probability.
In the “samples” catalog, I provide 25 samples from the posterior for the distance d (SAMPLES_DISTANCE), extinction AV (SAMPLES_A_V), differential reddening RV (SAMPLES_R_V), and “model index” (SAMPLES_MODEL_IDX).
The model index can be used to grab the corresponding models from the input parameter grid, which can then
be used to construct output predictions for associated quantities. An example using these samples with brutus
is shown below:
import numpy as np
import h5py
from brutus import utils as butils
from brutus.filters import gaia, ps, tmass, ukidss, wise

# grab quality flags
cat = h5py.File(`point_cat.h5', mode=`r')

# load h5 file

flag_fit, flag_grid = cat[`FLAG_FIT'][:100], cat[`FLAG_GRID'][:100]
good = np.where(~flag_fit & ~flag_grid)[0]

# first 100 elements

# no flags (good fits, good posteriors)

# load samples catalog
samples = h5py.File(`samples_cat.h5', mode=`r')
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# load h5 file

samples_idx = samples[`SAMPLES_MODEL_IDX'][:100][good]

# first 100 elements with no flags

# load MIST grid
flts = gaia + ps[:-2] + tmass + ukidss + wise[:-2]

# define filterset

mags, labels, _ = butils.load_models(`grid_mist_v8.h5', filters=flts)

# read file

# get effective temperatures of corresponding models
logt = labels[`logt'][samples_idx]
teff = 10**logt

# log(Teff)

# convert from log to linear

# compute percentiles (median, +/- 1 sigma, +/- 2 sigma)
teff_vals = np.percentile(teff, [2.5, 16, 50, 84, 97.5], axis=1)

# compute mean and standard deviation of predicted intrinsic Gaia G magnitude at 1 kpc
G = mags[:, 0, 0][samples_idx]
G_mean, G_std = np.mean(G, axis=1), np.std(G, axis=1)
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Table D.1. Summary of the Augustus “point” catalog that includes object information and
summary statistics description results from the brutus fits. See §D for additional details.
Name

Data Format

Description

PS_ID

64-bit uint

Pan-STARRS object ID

GAIA_ID

64-bit uint

Gaia DR2 object ID

SKY_COORDS

64-bit float (x2)

Sky coordinates (α, δ) in degrees

GAL_COORDS

64-bit float (x2)

Galactic coordinates (ℓ, b) in degrees

PARALLAX

32-bit float

Parallax from Gaia DR2 in mas

PARALLAX_ERROR

32-bit float

Parallax error from Gaia DR2 in mas

PROPER_MOTION

32-bit float (x2)

Proper motion in sky coordinates from Gaia DR2 in mas/yr

PROPER_MOTION_ERROR

32-bit float (x2)

Proper motion error in sky coordinates from Gaia DR2 in mas/yr

MAGNITUDES

32-bit float (x16)

Magnitudes from Gaia DR2, Pan-STARRS, 2MASS, UKIDSS, and unWISE

MAGNITUDES_ERROR

32-bit float (x16)

Magnitude errors from Gaia DR2, Pan-STARRS, 2MASS, UKIDSS, and unWISE

LOG_EVID

32-bit float

Log-evidence (base e) from models used in the fit

BEST_CHI2

32-bit float

Best-fit χ2 value (photometry and parallax) from models used in the fit

NBANDS_IN_FIT

8-bit uint

Number of bands (photometry and parallax) included in the fit

FLAG_FIT

1-bit bool

Whether there was an issue with the fit (TRUE = yes)

FLAG_GRID

1-bit bool

Whether the posterior hits the edge of the grid (TRUE = yes)

PROB_GIANT

16-bit float

Probability that log g < 3.5 from models used in the fit

INIT_MASS

16-bit float (x4)

2.5th, 50th, and 97.5th percentiles and a random sample of Minit in M⊙

INIT_FEH

16-bit float (x4)

2.5th, 50th, and 97.5th percentiles and a random sample of [Fe/H]init

EEP

16-bit int (x4)

2.5th, 50th, and 97.5th percentiles and a random sample of EEP

LOG10_AGE

16-bit float (x4)

2.5th, 50th, and 97.5th percentiles and a random sample of log tage in yr

LOG10_TEMP_EFF

16-bit float (x4)

2.5th, 50th, and 97.5th percentiles and a random sample of log Teff in K

LOG10_LBOL

16-bit float (x4)

2.5th, 50th, and 97.5th percentiles and a random sample of log Lbol in L⊙

LOG10_SURF_GRAV

16-bit float (x4)

2.5th, 50th, and 97.5th percentiles and a random sample of log g in cgs

DISTANCE

32-bit float (x4)

2.5th, 50th, and 97.5th percentiles and a random sample of d in kpc

A_V

16-bit float (x4)

2.5th, 50th, and 97.5th percentiles and a random sample of AV in mag

R_V

16-bit float (x4)

2.5th, 50th, and 97.5th percentiles and a random sample of RV

318

Table D.2. Summary of the Augustus “samples” catalog that includes random posterior samples
from the brutus fits. See §D for additional details.
Name

Data Format

Description

SAMPLES_MODEL_IDX

32-bit int (x25)

25 posterior samples of the model index in the input grid

SAMPLES_DISTANCE

32-bit float (x25)

25 posterior samples of d in kpc

SAMPLES_A_V

16-bit float (x25)

25 posterior samples of AV in mag

SAMPLES_R_V

16-bit float (x25)

25 posterior samples of RV in mag
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