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ABSTRACT
As developing countries continue to industrialize and the effects of climate change begin
to manifest, air pollution continues to be the greatest environmental risk factor to health and
research in this area continues to be essential.
However, accurate measurement of air pollution on an individual level is difficult.
Recent developments in computer science have enabled us to utilize machine learning
algorithms in creating spatio-temporal models which estimate pollution levels on a fine scale. In
this work, we incorporated three different machine learners and an ensemble approach to
estimate PM2.5 levels in Greater London from 2005 to 2013 on a one km2 scale. Our model
showed strong overall and temporal predictive ability, and moderate spatial predictive ability.
This model can be further utilized in epidemiology studies, risk assessments, and in the
development of other spatio-temporal models.
Studies looking at air pollution epidemiology have been prolific over the past two
decades. However, this research has tended to focus on fatal outcomes and on the effects of
short-term exposure. In this dissertation, we look at the non-fatal outcomes of long-term
exposure to air pollution using causal methodology. Both of our studies found pollutants such as
fine particulate matter (PM2.5), nitrogen dioxide (NO2), and ozone (O3) to be harmful for
cardiovascular and respiratory health, with the greatest increase in risk occurring at lower
concentrations.
This dissertation demonstrates the need for continued research into the health risks of
air pollution and the need for greater investment in accurate exposure measurement.
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Introduction
The Global Burden of Disease estimates that about five percent of total annual deaths
worldwide can be attributed to exposure to ambient particulate matter. That is approximately
three million people a year who die from a cause that is largely anthropogenic and preventable[1].
And it is only one of the many toxic components of an air pollution mixture. As such, ambient air
pollution constitutes a vital public health concern and should be studied thoroughly.
Previous research on the health effects of air pollution, though extensive, has had several
key limitations. Firstly, accurate exposure assessment has proved to be very difficult. A person’s
individual exposure is not constant as they move through the day and using personal monitoring
equipment is both expensive and inconvenient. As such, it is very often not a feasible option in
scientific studies. On the other hand, fixed local monitors are generally located in areas with high
population density and are limited in number, restricting our ability to study different
populations. Moreover, there are several different types of instruments used for the measurement
of air pollution levels and they may be used for different types of pollution. For example, older
monitors often only measured PM10. This would then have to be converted to PM2.5, relying on
assumptions made about the relationship between the two size groups. Newer monitors directly
measure PM2.5 and do not require a conversion, thus eliminating the need for any assumptions.
These issues have given rise to the use of modelling approaches which utilize satellite data,
meteorological data, land use data, chemical transport data, etc. to estimate pollution levels on a
fine spatial scale across large less-densely populated areas that were not previously studied .
Secondly, many studies, particularly older studies, looking at the relationship between air
pollution and health outcomes do not utilize causal methodology. A frequent criticism in
environmental epidemiology is that the results reflect an association and not a causal link. The
use of causal methodology could alleviate some of those concerns. Additionally, the studies that
do use causal methodology may focus on a single pollutant and not adjust for confounding by
other air pollutants. Identifying which component of air pollution is most toxic is an important
1

part of this research as different components have different sources and different
pharmacodynamic and pharmacokinetic properties. Not including other pollutants may result in
estimates biased due to confounding.
Furthermore, studies thus far have tended to focus on the effects of short-term exposure
to air pollution rather than long-term exposure. This may have resulted in an underestimation of
the health effects, as coefficients sizes for long-term exposure are generally larger than those of
short-term exposure[2,3].
Finally, the data used in environmental epidemiology is often collected for other research
and then re-purposed to study air pollution. As such, a number of important confounders may
not have been measured or may not have been measured ideally. Also, outcome assessment may
have not been consistent with diagnostic gold-standards; particularly if looking at non-fatal health
outcomes which have been under-studied when it comes to air pollution.
In this dissertation, we attempted to address some of these gaps. We began by addressing
the exposure assessment component. Advances in computer science have meant that we can now
use novel machine learning methods which make no assumptions about the functional form of
the relationship between predictors and pollutant levels to estimate various air pollutants
including fine particulate matter (PM2.5), nitrogen dioxide (NO2), and ozone (O3). We created a
model for daily average PM2.5 in the greater London area from 2005 to 2013 on a 1 km x 1 km scale
using an ensemble model and three machine learning methods. Specifically, we utilized a gradient
boosting machine (GBM), a random forest (RF), and a K-nearest neighbor (KNN) approach to
estimate daily levels given predictors such as meteorological variables, land-use variables, and
satellite measurements. These estimates were then used as predictors in a geographicallyweighted generalized additive model (GAM) to generate the final predictions.
In the second and third portions of this dissertation, we focused on studying the
cardiovascular and respiratory health effects of long-term exposure to air pollution among
Medicare beneficiaries. Specifically, we initially looked at annual exposure to PM2.5 and O3 using
2

fine-resolution pollution estimates, and first hospital admissions with myocardial infarction (MI),
stroke, pneumonia, chronic obstructive pulmonary disease (COPD), lung cancer, and heart failure
(HF) from 2000 to 2012 in the southeast region of the United States. We used a causal marginal
structural modelling approach which adjusted for confounding and the competing risk of death
using inverse probability weighting (IPWs). The interpretation of the regression estimates from
this study was then not dependent on the distribution of the covariates.
We then expanded the analysis to include the entirety of the contiguous United State and
extended the study period through 2016. We still focused on cardiovascular and respiratory
outcomes but here we looked at MIs, stroke, pneumonia, and atrial fibrillation. We used a causal
doubly robust additive model to estimate the effect of PM2.5, O3, and NO2, on health outcomes.
The estimates were then used to calculate the number of cases of hospital admissions attributable
to air pollution. In these studies, we used extensive data from several sources such as the US
Census, the American Community Survey, the Behavioral Risk Factor Surveillance System, and
the Dartmouth Health Atlas to account for confounding by socioeconomic factors which are the
main confounders of concern in looking at the health effects of air pollution.
These studies will contribute to the environmental epidemiology literature and address
some of the limitations and criticisms that previous research has faced.
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Chapter 1:
Predicting Fine Particulate Matter (PM2.5) in the Greater London Area: An
Ensemble Approach using Machine Learning Methods
Mahdieh Danesh Yazdi, Zheng Kuang, Konstantina Dimakopoulou, Benjamin Barratt, Esra Suel,
Heresh Amini, Alexei Lyapustin , Klea Katsouyanni, and Joel Schwartz

Abstract
Estimating air pollution exposure has long been a challenge for environmental health
researchers. Technological advances and novel machine learning methods have allowed us to
increase the geographic range and accuracy of exposure models, making them a valuable tool in
conducting health studies and identifying hotspots of pollution. Here, we have created a
prediction model for daily PM2.5 levels in the Greater London area from 1st January 2005 to 31st
December 2013 using an ensemble machine learning approach incorporating satellite aerosol
optical depth (AOD), land use, and meteorological data. The predictions were made on a 1 km x
1 km scale over 3,960 grid cells. The ensemble included predictions from three different machine
learners: a random forest (RF), a gradient boosting machine (GBM), and a k-nearest neighbor
(KNN) approach. Our ensemble model performed very well, with a ten-fold cross-validated R2
of 0.828. Of the three machine learners, the random forest outperformed the GBM and KNN.
Our model was particularly adept at predicting day-to-day changes in PM2.5 levels with an outof-sample temporal R2 of 0.882. However, its ability to predict spatial variability was weaker,
with a R2 of 0.396. We believe this to be due to the smaller spatial variation in pollutant levels in
this area.

4

Introduction
Environmental research has long dealt with issues in exposure assessment, particularly in
studies involving air pollutants. Direct individual measurements using personal monitors are
costly, difficult to implement, and inconvenient for participants—effectively limiting the number
of individuals that may be recruited and the length of time that exposures are measured.
Moreover, some monitors have large exposure measurement bias [4]. On the other hand, data
from centrally placed monitors are limited, both spatially and temporally. Using these would
restrict the populations and areas that we could study epidemiologically, increase uncertainty,
and potentially introduce bias into health impact assessments. Modeling exposures offers a
solution that addresses these deficiencies.
The most widely studied component of air pollution is fine particulate matter, or PM2.5, which
refers to particles suspended in the air with an aerodynamic diameter of less than 2.5
micrometers. These particles are of particular concern, as they are small enough to penetrate deep
into the respiratory system, cross biological membranes, and cause systemic damage [5].
Exposure to PM2.5 has been linked with mortality [6–12], cardiovascular outcomes [11,13–15],
cerebrovascular outcomes [11,13,15,16], respiratory outcomes [11,13,15], neurological outcomes
[17,18], etc. These associations have been observed even at levels below current regulatory
standards, suggesting that no amount of particulate matter in ambient air is safe [9,10,13,19].
Furthermore, it affects at least 95% of individuals [20], making PM2.5 an essential component of
current and future environmental research.
In recent years, the modeling of PM2.5 has centered around the use of aerosol optical depth
(AOD) obtained from satellite data as a key predictor of fine particulate matter levels [21–25].
Traditional modeling has usually relied on land-use regression (LUR) models and chemical
transport models (CTMs), to describe the relationship between predictors of PM 2.5 and measured
PM2.5 levels, with later models incorporating both into generating predictions [26–33]. However,
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LURs are limited in their ability to capture temporal variation and CTMs often do not correspond
well with surface pollution levels on their own.
Novel machine learning techniques allow us to create models with greater accuracy and
flexibility that can combine remote sensing, land use, meteorological, and CTM inputs. They are
also better at incorporating temporal variation than standard LURs. Machine learning algorithms
allow us to non-parametrically examine the relationship between the predictors of pollutant
concentrations and measured pollutant concentrations [31,34–39]. By allowing the learner to
designate the predictor-outcome relationship, this burden is removed from the researcher and
automated, saving time and making the most of both the data and the computational
infrastructure now available. Overfitting is avoided by tuning models, based on performance on
held out measurements. These methods also provide us with measures of variable importance, so
that key consistent predictors may be identified. These predictors can then be used in other
models, as well as to inform mitigation policies.
The primary utility of these exposure models is their use in epidemiological studies. They ease
exposure assignment to the unit of study, and with greater accuracy, reduce the amount of
measurement error of exposure, and thus are preferable for use in statistical analyses [8,9,13,40–
43]. The output may also be used to identify areas with high exposures, as a predictor in other
prediction models, and in risk assessments.
Here, we incorporate AOD, land-use data, and meteorological data to predict PM2.5 levels on
a 1 km x 1 km scale, from 1st January 2005 to 31st December 2013 in the Greater London area,
using an ensemble model and four machine learning algorithms, which were calibrated using data
derived from a wide network of monitors.
Methods
We created a prediction model for daily PM2.5 in the Greater London area from 1 st January
2005 to 31st December 2013. The predictions were made on a 1 km x 1 km scale. The total map
consisted of 3960 grid cells. In order to optimize the predictions, we utilized four different
6

machine learning methods: a gradient boosting machine (GBM), a random forest (RF), a deep
neural network (NN), and a k-nearest neighbor (KNN) learner. The predictions from each model
were put into a final generalized additive model (GAM) with a smoothed spatial term, to obtain
the final average daily PM2.5 levels in each grid cell. We expected that the use of an ensemble
approach would result in better predictions than those from a single model [44].
Machine Learning Algorithms
The detailed specifics of how these machine learning algorithms work have been described
elsewhere [45–48]. The GBM and RF are both decision tree machine learning algorithms. The
GBM is a boosting decision tree method. This means that weak learners are created and the
residuals from these models are used to create stronger learners, with previous models essentially
“boosting” subsequent models and improving the predictions [45]. In a random forest, a large
number of decision trees are constructed and predictions from these individual trees are averaged
to obtain the output [46]. The neural network, on the other hand, takes the input variables, much
like a neuron responds to stimuli, processes them through various combinations and weights, and
generates predictions [47]. The k-nearest neighbor algorithm relies on the assumption that there
is a proximal relationship between values. It calculates a weighted average from the closest
designated “k” neighbors, in order to generate predictions [48]. Each machine learner was run
separately on the data.
The individual machine learners were ensemble-averaged using a GAM, which included a
smoothed function of the predictions from each individual learner, plus a smoothed function of
latitude and longitude. The predictions from this GAM are the ensemble-averaged predictions.
The smoothing terms allow the weights given to each learner to vary with the pollution level, in
case one learner performs better in a specific range of PM2.5.
Input Variables
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The covariates used in training the models were population density (persons/km2),
cloudiness (okta), barometric pressure (mBar/hPa), wind direction (°N), wind speed (m/s), dew
point temperature (°C), temperature (°C), aerosol optical depth (AOD), land use type, distance to
water (km), distance to Heathrow airport (m), inverse of the height of the planetary boundary
layer (m-1), normalized difference vegetation index (NDVI), traffic counts, sine of day of the year,
cosine of day of the year, day of week, number of days from time of origin (1 st January 2005),
average daily PM2.5 across the greater London area (µg/m3), year, light at night, elevation (m),
distance to nearest major road (km), length of major road (km) in grid cell, number of bus stops
in grid cell, distance to nearest bus stop (km), average building height (m), and number of
buildings in the grid cell. We selected these variables, primarily based on expert knowledge and
data availability. Meteorological variables are known to affect the dispersion and transport of fine
particulate matter. Land-use variables represent potential sources of PM2.5 and areas of higher
concern. The time variables account for the seasonal variation in PM2.5 levels and the trend over
several years. As previously mentioned, AOD is a key predictor of PM2.5, with higher levels of AOD
indicating higher PM2.5 levels [21–25]. We also used cross-validated R2 values in the GBM
algorithm to determine whether additional variables would improve model performance in
deciding whether to include them or not.
Data Sources
The meteorological variables were obtained from the UK Meteorological Office. Traffic counts
were obtained from the Department of Transport in the United Kingdom. The land use type was
derived from the Land Cover Map of Great Britain from 2007. The average building height,
number of buildings, distance to nearest major road from grid cell centroid, and length of major
road in grid cell were calculated using data provided by the Ordnance Survey. Elevation data was
obtained from the CGIAR Consortium for Spatial Information, who used Shuttle Radar
Topography Mission (SRTM) data from the United States Geological Survey (USGS) and NASA.
Data on bus stops was obtained from Transport for London on the London Datastore website.
8

We used AOD from the Moderate Resolution Imaging Spectroradiometer (MODIS)
instrument on the Aqua and Terra satellites, as provided by the MAIAC algorithm at 1 km2
resolution [49]. There were missing AOD values due to cloud cover and snow reflectance. We
imputed these missing values using a random forest approach and land use and meteorological
predictors. The random forest approach had an internal cross-validation R2 score of 0.913 with a
root mean square error (RMSE) of 0.037 for AOD-terra and an R2 of 0.914 and RMSE of 0.036
for AOD-aqua, indicating very good predictive ability for both these variables. NDVI was also
obtained from MODIS satellite measurements. It was measured every 16 days. Daily values were
imputed spatially and temporally.
Mean annual light at night from 2015 was obtained from the Visible Infrared Imaging
Radiometer Suite (VIIRS) satellite, at a horizontal resolution of 750m.
Population density was obtained on a 1 km x 1 km scale from Columbia University’s Center
for International Earth Science Information Network (CIESIN)[50].
PM2.5 Data
Predicted PM2.5 was compared to measured PM2.5 to train the models and assess the accuracy
of the various methods used. Measured PM2.5 was obtained from 24 monitoring sites for 2005–
2008 and 33 sites for 2009–2013 across the Greater London area. Measured PM10 information
was obtained at 108 monitoring sites for 2005–2008 and 115 monitoring sites from 2009–2010.
These values were taken from the London Air Quality Network (londonair.org.uk)[51] and the UK
Automatic Urban and Rural Network (uk-air.defra.gov.uk)[52]. In order to predict PM2.5 at fixed
sites with no PM2.5 measurements, but which measured PM10 and NOx, we used two methods: 1)
a regression model and 2) a random forest approach. The predictions from the two methods were
used as independent variables in a generalized additive model (GAM), in order to improve the fit
of the model and therefore provide a greatly enhanced database of PM 2.5 estimated
concentrations. These values were then treated as our measured PM2.5, which we used for training
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and cross-validation. All PM measurements were gravimetric equivalent [53]. Overall,
measurements from 124 sites were used. The location of these monitors can be seen in Figure 1.1.
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Figure 1.1. Location of monitoring sites in the Greater London area.
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Hyper-parameter Tuning
Although machine learning methods are non-parametric and do not require distributional
assumptions, they do require the specification of hyper-parameters, parameters that control the
learning process. In order to optimize the hyper-parameters for the algorithms, we used a grid
search and looked at the mean square error (MSE) and cross-validated R2 values. For the gradient
boosting machine, we looked at the following hyper-parameters: number of trees, maximum tree
depth, column sample rate, and learning rate. For the random forest, we also tuned the number
of trees and maximum tree depth. For the neural network we used two hidden layers and tuned
the number of neurons, the number of times the data is run through the network, the adaptive
learning rate, and two shrinkage parameters. For the k-nearest neighbor, we found the optimal
value of “k” using cross-validation.
Predictions
After hyper-parameter tuning, we estimated average daily PM2.5 for 3960 grid cells, which
covered the greater London area, from 2005 to 2013, using each of the four methods. We then
used predictions from the four models in a generalized additive model (GAM), in different
combinations, with a spline term for longitude and latitude to allow the predictions to vary
spatially. If any of the final predictions were negative, we set the value of PM2.5 to zero. This
represented less than 0.00014% of predictions.
We used ten-fold cross-validation to check the robustness of our model. We divided the
monitoring stations into ten groups. Each model was trained on data from ninety percent of the
monitors and predicted in the held-out ten percent. This process was repeated ten times to fully
recreate the measured dataset from the portion of the data in which training did not occur. We
then looked at the correlation of the predicted PM2.5 with the measured PM2.5. In order to look at
the model’s ability to capture spatial variation, we compared annual average predicted PM 2.5 to
the measured annual average PM2.5 at monitoring sites, as seen in the equation below:
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𝐴𝑛𝑛𝑢𝑎𝑙 𝑀𝑒𝑎𝑠𝑢𝑟𝑒𝑑 𝑃𝑀2.5𝑖𝑗 = 𝛽0 + 𝛽1 𝐴𝑛𝑛𝑢𝑎𝑙 𝑃𝑟𝑒𝑑𝑖𝑐𝑡𝑒𝑑 𝑃𝑀2.5𝑖𝑗

(1)

where i is the monitoring site and j is the year. In order to look at the temporal accuracy, we looked
at the difference between predicted and measured PM2.5 levels and their annual averages, as seen
in the equation below:
𝐷𝑎𝑖𝑙𝑦 𝑀𝑒𝑎𝑠𝑢𝑟𝑒𝑑 𝑃𝑀2.5𝑖𝑗 − 𝐴𝑛𝑛𝑢𝑎𝑙 𝑀𝑒𝑎𝑠𝑢𝑟𝑒𝑑 𝑃𝑀2.5𝑖𝑗
= 𝛽0 + 𝛽1 (𝐷𝑎𝑖𝑙𝑦 𝑃𝑟𝑒𝑑𝑖𝑐𝑡𝑒𝑑 𝑃𝑀2.5𝑖𝑗

(2)

− 𝐴𝑛𝑛𝑢𝑎𝑙 𝑃𝑟𝑒𝑑𝑖𝑐𝑡𝑒𝑑𝑃𝑀2.5𝑖𝑗 )
We chose our final prediction model based on the overall, spatial, and temporal adjusted R2
values.
To assess the linearity of the relationship between predicted and measured PM2.5, we
regressed the final predictions against the measurements for both the spatial and temporal
component, using a penalized spline, which chooses the degree of nonlinearity based on the
restricted maximum likelihood. The spatial component was modeled using the following
equation:
𝐴𝑛𝑛𝑢𝑎𝑙 𝑀𝑒𝑎𝑠𝑢𝑟𝑒𝑑 𝑃𝑀2. 5𝑖𝑗 = 𝑠(𝐴𝑛𝑛𝑢𝑎𝑙 𝑃𝑟𝑒𝑑𝑖𝑐𝑡𝑒𝑑 𝑃𝑀2. 5𝑖𝑗 ) + 𝜀𝑖𝑗

(3)

In this equation, i is the monitoring site and j is the year, and s is a smoothing function. We
modeled the temporal component using the equation below:
𝐷𝑎𝑖𝑙𝑦 𝑀𝑒𝑎𝑠𝑢𝑟𝑒𝑑 𝑃𝑀2. 5𝑖𝑗 − 𝐴𝑛𝑛𝑢𝑎𝑙 𝑀𝑒𝑎𝑠𝑢𝑟𝑒𝑑 𝑃𝑀2. 5𝑖𝑗
= 𝑠(𝐷𝑎𝑖𝑙𝑦 𝑃𝑟𝑒𝑑𝑖𝑐𝑡𝑒𝑑 𝑃𝑀2. 5𝑖𝑗 − 𝐴𝑛𝑛𝑢𝑎𝑙 𝑃𝑟𝑒𝑑𝑖𝑐𝑡𝑒𝑑 𝑃𝑀2. 5𝑖𝑗 )

(4)

+ 𝜀𝑖𝑗
In this equation, i is the monitoring site and j is the day/year of the day, and s is a smoothing
function.
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All data cleaning and processing operations were done in R Statistical Software Version 3.6.1.
The machine learning algorithms and predictions, in particular, were run using the “H2O” and
“caret” packages [54,55].
Results
The results of the ten-fold cross-validation can be seen in Table 1.1.
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Taking all the results into consideration, the final model chosen was the GAM with the
RF, GBM, and KNN. The equation for this model can be seen below:
𝑃𝑀𝑖𝑗 = 𝑠(𝑙𝑜𝑛𝑔𝑖𝑡𝑢𝑑𝑒𝑖 , 𝑙𝑎𝑡𝑖𝑡𝑢𝑑𝑒𝑖 ) + 𝑠(𝑟𝑓_𝑝𝑟𝑒𝑑𝑖𝑐𝑡𝑖𝑜𝑛𝑖𝑗 )
(5)
+ 𝑠(𝑔𝑏𝑚_𝑝𝑟𝑒𝑑𝑖𝑐𝑡𝑖𝑜𝑛𝑖𝑗 ) + 𝑠(𝑘𝑛𝑛_𝑝𝑟𝑒𝑑𝑖𝑐𝑡𝑖𝑜𝑛𝑖𝑗 ) + 𝜀𝑖𝑗
In this equation, i refers to the grid cell and j refers to the day, and s is a smoothing function.
The NN showed fairly weak results and was subsequently dropped. The RF performed better than
the other machine learning methods, overall and temporally. However, the GBM had the strongest
spatial predictability. As such, incorporating both benefited the overall model in terms of its
predictive abilities across attributes.
The slope and intercept were obtained from regressing the predicted against the measured in
the ten held-out cross-validation samples, which recreated the full measured dataset. This both
tests for bias in the estimates and represents a form of regression calibration. The final ensemble
model had virtually no additive bias (intercept of 0.058), and little multiplicative bias (slope of
0.979 vs 1.0). A biased slope could induce measurement error bias in epidemiological studies.
This model performed well during different seasons. The cross-validated R2 values were 0.851
for winter, 0.809 for spring, 0.743 for summer, and 0.837 for fall.
The spatial R2 was not strong for any of the individual or ensemble averaged models. We
modeled the spatial residuals from various years (Figure 1.2) to see whether a pattern existed
which our learners had failed to capture.
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Figure 1.2. Spatial Residuals of Predictions (1 km2) for Each Year in the Greater London Area.
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The residuals showed no discernible pattern for us to address. We further tested this idea by
calculating Moran’s I and seeing whether there was any spatial autocorrelation between the
residuals. The results in Table 1.2 suggest that the dispersion of the residuals is random and not
guided by a spatial trend.
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Table 1.2. Moran’s I and Statistical Test.
Year

Moran’s I

p-value

2005

-0.0132

0.446

2006

-0.0123

0.603

2007

-0.0125

0.953

2008

-0.0118

0.848

2009

-0.0114

0.552

2010

-0.0119

0.380

2011

-0.0116

0.167

2012

-0.0118

0.338

2013

-0.0122

0.500
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We also attempted to model the spatial variability separately from the temporal variability
using the GBM machine and found very poor spatial model performance (R 2 =0.09–0.12),
indicating that our ensemble approach would indeed be preferable.
We further modeled the population-weighted standard deviation of the annual predicted
PM2.5 across the Greater London area to see whether annual PM 2.5 changes in different parts of
London were the same across the years or not. Figure 1.3 shows that while there is not an obvious
pattern across the years, annual PM2.5 concentrations were slightly more homogeneous at the end
of the study period in 2013 than at the beginning in 2005. This implies that daily changes in PM2.5
in a year are less dramatic for later years than earlier years, after adjustment for population
density.
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Figure 1.3. Population-Weighted Annual Standard Deviations (µg/m3).
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The final model was used to generate daily predictions for 3960 1-km by 1-km grid-cells which
cover the Greater London Area from 1st January 2005 to 31st December 2013. The mean daily
measured PM2.5 at monitoring stations was 16.1 µg/m3 with a standard deviation of 9.2 µg/m3.
Across all 3960 grid-cells, the mean daily predicted PM2.5 level was 14.9 µg/m3, with a standard
deviation of 9.0 µg/m3, indicating that the monitors were located, on average, in more polluted
locations. Annually, the measured PM2.5 was 16.1 µg/m3 with a standard deviation of 0.6 µg/m3,
as compared to a predicted level (across all grid-cells) of 14.9 µg/m3, with a standard deviation of
0.6 µg/m3. The measured and predicted values at monitoring sites closely resembled one another
(Table 1.3).
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Annual predictions for the Greater London area can be seen in Figure 1.4. The center of
London is consistently the location with highest levels of fine particulate matter. The southern
and western regions of the area seem to have the lowest levels of pollution. Over the years, a
general decrease can be seen in the levels of PM2.5. By 2013, the average concentration in London
had fallen to 16.1 µg/m3, from a peak of 17.1 µg/m3 in 2011 and an initial concentration of 16.9
µg/m3 in 2005. This is most likely attributable to regulatory policies and technological
improvements.
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Figure 1.4. Annual Predictions in the Greater London Area (µg/m3).
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Of the variables used as predictors, six of the ten most important were the same for the RF
and the GBM (the KNN did not provide measures of variable importance). These six were average
daily city-wide PM2.5, height of the planetary boundary layer, average wind speed, wind direction,
distance to Heathrow airport, and light at night (Table 2.4). Of these, the average daily city-wide
PM2.5 level was by far the most informative predictor. We also looked at SHAP (shapely additive
explanations) values. The SHAP values measure the contribution of each predictor to the
prediction for each observation. They can be aggregated to obtain a global value of variable
importance, as seen in Figure1.5[56]. Of the variables we considered, the average daily city-wide
PM2.5 level was by far the most informative predictor. This would be expected given the correlation
values seen in Figure 1.6 with average daily city-wide particulate levels having a correlation
coefficient of 0.9 with measured PM2.5. When modeling the spatial and temporal predicted vs.
measured PM2.5 using a smoothing term, we found a virtually perfect linear relationship for both
components (Figure 1.7).
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Table 1.4. Variable Importance for Machine Learning Algorithms.
Random Forest
Variable

Average city-wide daily

Gradient Boosting Machine
Relative

Variable

Contribution

Contribution

(%)

(%)

58.31

Average city-wide daily

PM2.5
Height of the planetary

Relative

66.75

PM2.5
10.28

Average wind speed

6.36

6.90

Wind direction

5.00

boundary layer (inverse)
Average wind speed

(categorical)
Wind direction

4.65

Height of the planetary

(categorical)

2.69

boundary layer
(inverse)

AOD (from aqua

1.17

Time (days from

satellite)
Average barometric

January 1, 2005)
1.10

Distance to Heathrow

pressure
Distance to Heathrow

1.26

1.22

airport
0.99

Population density

1.10

Longitude

0.96

Light at night

1.05

Light at night

0.94

Average building

1.00

airport

height in grid cell
Average temperature

0.93

Number of buildings in
grid cell
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0.98

Figure 1.5. GBM variable importance based on SHAP values.
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Figure 1.6. Correlation Matrix of Continuous Predictors and PM2.5.
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Figure 1.7. (a) Spatial Measured vs. Smooth Predicted Annual PM 2.5 (µg/m3). (b) Temporal
Measured vs. Smooth Predicted Annual PM2.5 (µg/m3) (all values are on a 1 km2 scale).
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Discussion
Our final model incorporated the GBM, RF, and KNN in a GAM, with a smoothing term for
longitude and latitude. This model had a very strong performance in terms of the cross-validated
overall R2 and the cross-validated temporal R2. The spatial R2 was not as robust. However, the
linear regression looking at measured PM2.5 versus predicted PM2.5 showed very little bias in the
spatial model (i.e., the intercept was approximately zero and the slope was approximately one).
The distribution of the spatial residuals did not demonstrate any particular pattern (Figure 1.2)—
a conclusion supported by Moran’s I values (Table 1.2)—nor did modeling the spatial variability
separately improve the spatial R2. We hypothesize that the reason behind the lackluster spatial R2
was that the Greater London area did not have very much spatial variation on this scale to begin
with; that is to say that most of the change in PM2.5 levels was due to temporal factors. This can be
seen by looking at the standard deviation of the measured PM2.5. The standard deviation of the
daily measured PM2.5 is 9.2 µg/m3, while the standard deviation of the annual averages across the
monitoring sites is 0.6 µg/m3, showing that most of the variation in the area can be attributed to
day-to-day variation in pollution levels rather than spatial differences. If the predictions were
done on a finer scale, the R2 for the spatial variation would likely be higher due to greater
variability on a smaller scale.
In order to check for bias across the range of particulate matter levels, we modeled the spatial
component and temporal component of the measured PM against the predicted one using a
smoothing parameter. This would have allowed us to see any non-linearity that might have existed
between the predicted and measured at any point. As can be seen in Figure 1.7, there is a virtually
perfect linear relationship between the predicted and measured PM2.5 levels at the monitoring
sites for both the spatial and temporal component of our predictions. It demonstrates that our
model performs well across the range of pollution levels.
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Our model joins a number of other PM2.5 models that have been created for London, though
it covers a more comprehensive time frame of nine years. A 2016 study by researchers at King’s
College London modeled hourly PM2.5 on a 20 m x 20 m scale in 2011. This model was called the
Community Multiscale Air Quality (CMAQ)-urban model and it was generated using a
combination of dispersion and chemistry models, and meteorological models with a very fine
emissions inventory. It had an R2 coefficient of 0.59[29]. A newer hybrid daily model, which
incorporated CMAQ-urban, a LUR model, as well as machine learning methods for 2009–2013
at the lower layer output super area (LSOA) level, had a spatial R2 0.22 and a temporal R2 of 0.93
for background monitors and a spatial R2 of 0.29 and a temporal R2 of 0.95 at roadside monitors
[57]. A 2014 study by Singh et al., which modeled hourly PM2.5 for the year 2008 on an adjustable
10 m to 100 m scale using a dispersion model, had an overall R 2 of 0.64 when comparing the
predicted time-series to the measured time-series. Furthermore, this model had a spatial R2 of
0.27, indicating limited spatial predictability [58]. A 2012 land use regression model created for
the European Study of Cohorts of Air Pollution Effects (ESCAPE) using measured pollution data,
collected three time over 14 days in three seasons and averaged for an annual estimate, found a
spatial leave-one-out cross-validated R2 of 0.77 in the London/Oxford area [59].
The ensemble model we created compares well to other prediction models for PM2.5 using
machine learning methods. An ensemble model set to predict daily PM2.5 in China from 2013 to
2016 using clustering and an ensemble approach of a an extreme gradient boosting machine, RF,
and GAM, found an overall R2 of 0.79 [60]. Also in China, a geographically-weighted GBM daily
prediction approach across the country for the year 2014 had a cross-validated R2 of 0.76 [61].
Another study in China modeling daily PM2.5 from 2005 to 2016 and utilizing a random forest
approach found a cross-validated R2 of 0.83. This machine learning approach outperformed two
other non-linear distributed lag models [62]. A study predicting monthly PM2.5 in British
Columbia based on remote sensing data, and in particular AOD, using eight different approaches
found that the random forest was the strongest machine learner as compared to other algorithms,
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such as extreme gradient boosting and Bayesian regularized neural networks. All machine
learners in this study outperformed the multiple linear regression [63].
There are other studies which did not find the same patterns as we did. A study looking
specifically at modeling hourly PM2.5 in Beijing and Shanghai using multiple machine learning
methods found a variant of the artificial neural network to have the highest R 2, with a value of
0.92, which outperformed the random forest with a value of 0.88 [64], while our study found the
neural network to be one of the weakest learners and the random forest to be the strongest. A
study predicting average daily PM2.5 in the contiguous United States on a 1 km2 scale using an
ensemble approach and machine learning methods also showed the neural network to be the
strongest learner [34]. This might be due to differences in the input variables, as well as the
structure of the algorithm and how it processes the input parameters from different regions. The
substantial difference in spatial scale (US vs. London) may also favor different algorithms.
Our study had several limitations. Firstly, we had a limited number of observations and fixed
PM2.5 station monitors. We expanded this number using a model to predict PM 2.5 from PM10
measurements and correcting tapered element oscillating microbalance (TEOM) monitor
measurements to gravimetric equivalents for consistency. We then used this dataset to calibrate
our predictions. These monitors were located in a range of site types: curbside, roadside and urban
background. As our spatial predictions were at 1-km2 resolution, validation against monitors with
strong local sources would produce an under-prediction. Secondly, as with any machine learning
method, our predictions may be subject to overfitting. We accounted for this using out-of-bag tenfold cross-validation at monitoring sites. Thirdly, we were limited in the number of input variables
by data availability. It is possible that the inclusion of an overlooked variable may have improved
the spatial and overall predictability. Finally, as with all analyses, our results rely on the quality
of our predictors. This is particularly true of measurements made using remote sensing
technology such as AOD. Many PM2.5 prediction models rely on AOD as the main predictor of
PM2.5 concentrations. Yet, there is error associated with satellite measurements of AOD as well
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[65,66]. However, given that we are predicting a continuous outcome, this measurement error
should not cause bias and it is accounted for in the residuals of the prediction model.
Despite these limitations, our prediction model also possessed several advantages. It relied
on the power of three different machine learning algorithms to generate predictions. As such, it is
likely that one method may have captured some of the variation in daily PM2.5 that the other two
had missed. Moreover, the overall out-of-bag ten-fold cross-validated R2 of 0.828 suggests a
strong ability to predict fine particulate matter and the temporal R2 suggests that we are capturing
the day-to-day trends very well. Furthermore, even though the spatial R 2 is not very strong, the
model comparing predicted and measured PM2.5 had an intercept close to zero and an intercept
close to one. This suggests minimal bias in capturing the spatial variation. Finally, our model
predicted particulate matter in 1-km2 grid cells which allows for exposure assignment on a fine
scale in other studies that may utilize the model.
Conclusion
Our PM2.5 model, which incorporated several different machine learning algorithms, has
shown to be a robust and accurate measure of pollution levels in the Greater London area. It had
very strong performance metrics, overall and temporally. The spatial R2 was fairly weak, however,
the model showed very little bias. Future models of Greater London may need to be done on a
smaller spatial scale or with additional predictor values in order to capture greater variability.
These exposure measurement models can be used study the effect of PM2.5 on health outcomes in
epidemiological studies, to identify locations with peak concentrations, and to conduct risk
assessments.
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CHAPTER 2:
Long-term Exposure to PM2.5 and Ozone and Hospital Admissions of
Medicare Participants in the Southeast USA
Mahdieh Danesh Yazdi, Yan Wang, Qian Di, Antonella Zanobetti, Joel Schwartz
Abstract
We examined the association between average annual fine particulate matter (PM2.5) and ozone
and first hospital admissions of Medicare participants for stroke, chronic obstructive pulmonary
disease (COPD), pneumonia, myocardial infarction (MI), lung cancer, and heart failure (HF).
Annual average PM2.5 and ozone levels were estimated using high-resolution spatio-temporal
models. We fit a marginal structural Cox proportional hazards model, using stabilized inverse
probability weights (IPWs) to account for the competing risk of death and confounding. Analyses
were then repeated after restricting to exposure levels below the current U.S. standards. The
results showed that PM2.5 was significantly associated with an increased hazard of admissions for
all studied outcomes; the highest observed being a 6.1% (95% CI: 5.9%- 6.2%) increase in the
hazard of admissions with pneumonia for each μg/m3 increase in particulate levels. Ozone was
also significantly associated with an increase in the risk of first hospital admissions of all
outcomes. The hazard of pneumonia increased by 3.0% (95% CI: 2.9%-3.1%) for each ppb increase
in the ozone level. Our results reveal a need to regulate long-term ozone exposure, and that
associations persist below current PM2.5 standards.
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Introduction
Air pollution has long been linked to increased cardiovascular and respiratory mortality.
This has been demonstrated in both short-term studies utilizing case-crossover or time-series
designs [67–69] and cohort studies examining chronic exposure to pollutants, especially fine
particulate matter, or PM2.5 [6,7,70–75].The mechanism of harm has most generally been
attributed to the ability of these particles to penetrate deep into the respiratory tract to cause
systemic inflammation, oxidative stress, and other downstream effects [76–79].
Fewer studies have looked at exposure to pollutants and non-fatal cardiovascular and
respiratory outcomes. Most studies of hospital admissions have used daily measurements of
exposure and admissions to examine these associations [80–83]. These studies have not
addressed the long-term impact of these compounds. Additionally, they have not answered the
question of whether short-term exposure simply accelerates pathological processes that would
have happened eventually, or whether exposure increases long-term rates of outcomes. Moreover,
these studies were generally set in large urban environments as they rely on air monitors which
typically do not exist in small cities or areas with low population density. Further, most current
studies do not take into consideration the competing risk posed by death to analyses done on
hospital admissions or cardiovascular and respiratory events. Finally, most studies estimate rate
or hazard ratios that reflect the average individual effect of exposure, conditional on covariates.
Because of the non-collapsibility of the hazard ratio, this is not the same as the marginal effect of
exposure in the population. This makes risk assessment more difficult.
We examined the marginal effect of chronic exposure to PM2.5 and ozone on first hospital
admissions of participants in the Medicare program in the southeastern region of the United
States for six outcomes using marginal structural Cox proportional hazards models. These models
accounted for confounding and the competing risk of death through stabilized inverse probability
weights (IPWs).
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Methods
Exposure Assessment
We estimated average annual PM2.5 and ozone exposure from 2000-2012 in seven
southeastern states: Florida, Alabama, Mississippi, Georgia, North Carolina, South Carolina, and
Tennessee. We used PM2.5 and ozone predictions from previously published models based on
satellite remote sensing, land use, and chemical transport models to assign daily exposure in 1 x1
km grid cells [31,35]. The PM2.5 model had an overall cross-validated R2 of 0.84 and the ozone
model had an overall cross-validated R2 of 0.76. For the southeast specifically, the PM2.5 model
had an R2 of 0.86 and the ozone model had an R2 of 0.62-0.68. These models performed well even
at low concentrations-plots of predicted pollutant levels vs measured pollutant levels maintained
a linear trend at lower values. These daily values were averaged temporally and geospatially to
create annual pollutant measurements by mailing address zip code. This approach allowed
exposure assignment with a higher resolution than would have been possible with air quality
monitors, in which the same exposure is assigned to all participants within a certain radius of the
monitor. Furthermore, daily satellite measurements account for temporal variations not captured
by land use regression models. This method also allows us to assess Medicare recipients in the
entire study area.
Health Outcomes Data
Data for Medicare recipients in the southeast were obtained from the Center for Medicare
and Medicaid Services denominator file [84]. Hospital admissions data for fee-for-service
participants were obtained from Medpar records between January 1, 2000 and December 31,
2012 and were analyzed as an open cohort study. An individual entered the cohort on the first day
of January in the year following Medicare enrollment. We examined first hospital admissions
with a primary discharge diagnosis of stroke (ICD-9 codes: 430-438), myocardial infarction (MI)
(ICD-9 code: 410), and pneumonia (ICD-9 codes: 480-487). Primary discharge diagnoses are a
reasonable proxy measure for incident cases of acute outcomes such as stroke, myocardial
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infarction, and serious pneumonia. We also studied first hospital admissions with a primary or
secondary discharge diagnosis of: heart failure (HF) (ICD-9 code: 428), lung cancer (ICD-9 code:
162), and chronic obstructive pulmonary disease (COPD) (ICD-9 codes: 490, 491, 492, 494, 495,
496). For those conditions, a hospital admission has a different implication. In these situations,
an admission is most likely indicative of an exacerbation of an existing problem rather than a new
diagnosis. As such, the primary discharge diagnosis may not be sufficient for accurate outcome
ascertainment in the case of a chronic condition. For example, a patient admitted to the hospital
with an acute respiratory infection resulting from a COPD exacerbation may not have COPD listed
as their primary discharge diagnosis. Therefore, we used both primary and secondary discharge
diagnoses to better capture both the acute presentation and the underlying reason for admission
in such a case.
A separate dataset was created for each outcome in the long format. In these datasets, each
subject was followed from the year 2000 or the year of their enrollment in Medicare, whichever
occurred later until the year of first hospital admissions with the outcome, death, or
administrative censoring, whichever occurred earliest. Exposure and outcome data were merged
based on patient zip code and year. Observations for which the zip code in the Medicare file could
not be matched to the exposure information were excluded from the final analysis. This
represented less than 0.015% of observations.
Statistical Analysis
We examined the association between PM2.5 and ozone and first hospital admissions for
our designated outcomes using Cox proportional hazards models. To approximate a causal model,
we used a marginal structural Cox model which was weighted with stabilized IPWs. These weights
were calculated by multiplying the stabilized IPWs of same-year exposure by the stabilized IPWs
of censoring by death for each person-year. Since our population included older individuals (65
years or older), we assumed that death would pose a significant threat as a competing risk—
essentially that subjects might die before they could develop the outcome. We accounted for this
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risk by calculating IPWs for the risk of censoring by death. The formula for the weights was as
follows:
𝑆𝑊 =

𝑓(𝐴)
𝑃(𝐷 = 0|𝐴)
×
𝑓(𝐴|𝐿) 𝑃(𝐷 = 0|𝐴, 𝐿)

The left side represents the stabilized IPWs for the exposure and the right side represents
the stabilized IPW for the competing risk of death [85]. “A” represents the exposure, “L” the
confounders, “f” the probability density of the residuals of the propensity score model, “D” is an
indicator for whether the subject died in that interval, and “P” the probability of that outcome.
The denominator of the exposure IPW was calculated using the density of the normal distribution
based on the following generalized propensity score regression:
𝐸(𝑃𝑀2.5) = 𝛽0 + 𝛽1 𝑠𝑒𝑥 + 𝛽2 𝑟𝑎𝑐𝑒 + 𝛽3 𝑠𝑡𝑎𝑡𝑒 + 𝛽4 𝑀𝑒𝑑𝑖𝑐𝑎𝑖𝑑 𝑒𝑙𝑖𝑔𝑖𝑏𝑖𝑙𝑖𝑡𝑦 + 𝛽5 𝑜𝑧𝑜𝑛𝑒 + 𝛽6 𝑦𝑒𝑎𝑟
+ 𝛽7 𝑚𝑒𝑑𝑖𝑎𝑛 ℎ𝑜𝑢𝑠𝑒 𝑣𝑎𝑙𝑢𝑒 + 𝛽8 𝑝𝑒𝑟𝑐𝑒𝑛𝑡 𝑜𝑤𝑛𝑒𝑟 𝑜𝑐𝑐𝑢𝑝𝑖𝑒𝑑 ℎ𝑜𝑢𝑠𝑖𝑛𝑔
+ 𝛽9 𝑝𝑒𝑟𝑐𝑒𝑛𝑡 𝑙𝑖𝑣𝑖𝑛𝑔 𝑏𝑒𝑙𝑜𝑤 𝑝𝑜𝑣𝑒𝑟𝑡𝑦 + 𝛽10 𝑝𝑜𝑝𝑢𝑙𝑎𝑡𝑖𝑜𝑛 𝑑𝑒𝑛𝑠𝑖𝑡𝑦
+ 𝛽11 𝑚𝑒𝑑𝑖𝑎𝑛 ℎ𝑜𝑢𝑠𝑒ℎ𝑜𝑙𝑑 𝑖𝑛𝑐𝑜𝑚𝑒
where race, state, and year were treated as categorical variables. For ozone, IPWs, ozone was the
dependent variable and PM2.5 took its place on the right-hand size of the equation.
For the numerator of the IPW we used the density of the normal distribution and based on the
following linear intercept-only model:
𝐸(𝑒𝑥𝑝𝑜𝑠𝑢𝑟𝑒) = 𝛽0
The denominator of the weights for the competing risk was calculated by subtracting the predicted
probabilities from the following model from one:
𝑃(𝐷 = 1|𝐴, 𝐿) = 𝛽0 + 𝛽1 𝑠𝑒𝑥 + 𝛽2 𝑟𝑎𝑐𝑒 + 𝛽3 𝑠𝑡𝑎𝑡𝑒 + 𝛽4 𝑀𝑒𝑑𝑖𝑐𝑎𝑖𝑑 𝑒𝑙𝑖𝑔𝑖𝑏𝑖𝑙𝑖𝑡𝑦 + 𝛽5 𝑜𝑧𝑜𝑛𝑒 + 𝛽6 𝑃𝑀2.5
+ 𝛽7 𝑦𝑒𝑎𝑟 + 𝛽8 𝑚𝑒𝑑𝑖𝑎𝑛 ℎ𝑜𝑢𝑠𝑒 𝑣𝑎𝑙𝑢𝑒 + 𝛽9 𝑝𝑒𝑟𝑐𝑒𝑛𝑡 𝑜𝑤𝑛𝑒𝑟 𝑜𝑐𝑐𝑢𝑝𝑖𝑒𝑑 ℎ𝑜𝑢𝑠𝑖𝑛𝑔
+ 𝛽10 𝑝𝑒𝑟𝑐𝑒𝑛𝑡 𝑙𝑖𝑣𝑖𝑛𝑔 𝑏𝑒𝑙𝑜𝑤 𝑝𝑜𝑣𝑒𝑟𝑡𝑦 + 𝛽11 𝑝𝑜𝑝𝑢𝑙𝑎𝑡𝑖𝑜𝑛 𝑑𝑒𝑛𝑠𝑖𝑡𝑦
+ 𝛽12 𝑚𝑒𝑑𝑖𝑎𝑛 ℎ𝑜𝑢𝑠𝑒ℎ𝑜𝑙𝑑 𝑖𝑛𝑐𝑜𝑚𝑒
where race, state, and year were treated as categorical variables.
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The numerator for the weights for the competing risk was calculated by subtracting the predicted
probabilities from the following model from one:
𝑃(𝐷 = 1|𝐴) = 𝛽0 + 𝛽1 𝐴
Thus, the weighting procedure accounted for confounders and the competing risk of death. The
variables included in the IPW models for both exposure and death were: state, sex, race, year (as
a categorical variable), eligibility for Medicaid, and census measures of socioeconomic status. In
addition, PM2.5 was included in the model for ozone exposure and ozone was included in the model
for PM2.5 exposure. Both were included in the model that predicted death. Census variables
included: median value of housing, percent owner occupied housing, median household income,
percent living below poverty, and population density. In order to account for outliers in exposure
weights, the stabilized IPWs below the 2.5th percentile were given the weight value at the 2.5 th
percentile and those above the 97.5th percentile were given the weight value at the 97.5th percentile
[86]. Robust standard errors were estimated to account for the heterogeneity created by using
IPWs. We looked at the balance of the propensity score by calculating the absolute standardized
difference between the high pollutant exposure group and low pollutant exposure group [87].
High exposure was defined as a value greater than or equal to the 90th percentile and low exposure
was defined as a value below the 90th percentile.
The analysis was then repeated, restricted to observations with PM2.5 levels below 12
µg/m3. For ozone, the analysis was repeated on a subset of the data with only years and zip codes
for which all days had an 8-hour maximum level of less than 70 parts per billion, the current U.S.
standard set by the Environmental Protection Agency (EPA). Furthermore, penalized spline
models of PM2.5 and ozone were fit to estimate the shape of the dose-response relationship, with
degrees of freedom chosen based on corrected Akaike Information Criterion (AIC) values.
All statistical analyses were performed with the R statistical software, version 3.1.3 (R
Development Core Team; http://R-project.org).
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Results
The complete dataset included 11,084,660 individuals in the southeast United States who
utilized Medicare’s fee-for-service program. They contributed a total of 72,217,733 person-years
of follow-up. Slightly more than half the participants were women and over three-quarters were
white. Most participants were not eligible for Medicaid. Over a third of the observations came
from Florida (Table 2.1).
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Table 2.1. Cohort Characteristics (N=11,084,660)
Number of individuals (%)
Sex
Female
6,211,134 (56.0)
Male
4,873,526 (44.0)
Race
White
9,230,019 (83.3)
African-American
1,500,891 (13.5)
Other/Unknown
353,750 (3.2)
Characteristics by Observations (Person-Years) (N=72,217,733)
State
Number of observations
(%)
Alabama
6,579,616 (9.1)
Florida
25,278,525 (35.0)
Georgia
9,751,875 (13.5)
Mississippi
4,209,031 (5.8)
North Carolina
12,003,867 (16.6)
South Carolina
6,349,002 (8.8)
Tennessee
8,045,817 (11.1)
Eligibility for Medicaid
10,989,501 (15.2)
Characteristics of Dataset by Outcome
Number of Person-Years
Number of Events
Stroke
69,036,827
991,077
COPD
66,762,663
1,728,689
MI
70,535531
570,668
Pneumonia
69,757,279
923,764
Lung Cancer
71,892,362
248,013
HF
67,199,285
1,881,452
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All outcome-specific datasets contained information on a similar number of follow-up
years (66-72 million person-years). There were also a similar number of deaths acting as a
competing risk in each dataset. About three million individuals died during the follow-up period
prior to the occurrence of the outcome: this is approximately 27% of the total study cohort.
PM2.5 and ozone were associated with an increase in the hazard of first hospital admission
for all outcomes: stroke, COPD, MI, pneumonia, lung cancer, and HF. For incidence of serious
illness, the highest risk of PM2.5 was seen for pneumonia. Each one μg/m3 increase in fine
particulate matter was associated with a 6.1% (5.9%, 6.2%) increase in the hazard of first hospital
admission with pneumonia. The highest risk with ozone was also seen for pneumonia. Each one
ppb increase in ozone levels was associated with a 3.0% (2.9%, 3.1%) increase in the hazard of
first hospital admission with pneumonia (Table 2.2).
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Table 2.2. Primary Analyses: Hazard Ratios for Exposure to Average Annual PM2.5 and
Ozone
Average Annual
1.031
1.051
1.026
1.061
1.018
1.053
PM2.5
(1.030(1.05(1.024(1.059(1.015(1.0521.032)
1.052)
1.028)
1.062)
1.021)
1.054)
Average Annual
1.012
1.024
1.011
1.030
1.004
1.023
Ozone
(1.012(1.023(1.010(1.029(1.002(1.0221.013)
1.025)
1.012)
1.031)
1.005)
1.024)
*The outcome was either the primary or secondary discharge diagnosis
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Restricting the analysis to observations where PM2.5 levels were below 12 μg/m3 showed a
similarly significant association, with higher hazard ratios observed in each case (Table 2.3). The
spline models which were used to graphically demonstrate a dose-response relationship
revealed a positive and relatively linear relationship between PM2.5 levels and the log hazard
ratio of first hospital admission for each of the outcomes (Figure 2.1).
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Figure 2.1: Dose-Response Curves for PM2.5 and Ozone and First Hospital Admissions
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Limiting the dataset to observations of zip codes and years in which all days had ozone
levels below seventy parts per billion greatly reduced the sample size. The analysis in the ozone
subset revealed attenuated relationships between ozone and all outcomes and made the
relationship with lung cancer statistically non-significant. A negative association between MI and
ozone was found in the limited dataset (Table 2.3).
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Table 2.3. Secondary Analyses:
Hazard Ratios for Exposure to Average Annual PM2.5 and Ozone at Levels Below Federal
Standards
PM2.5 < 12 µg/m3
1.052
1.073
1.034
1.101
1.034
1.076
(1.049(1.071(1.030(1.097(1.028(1.0741.056)
1.076)
1.038)
1.105)
1.04)
1.079)
Ozone <70 ppb (on 1.008
1.004
0.998
1.030
1.000
1.011
all days of
(1.007(1.003(0.996(1.028(0.997(1.009zip code-year)
1.010)
1.006)
1.000)
1.032)
1.004)
1.012)
*The outcome was either the primary or secondary discharge diagnosis
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Multiple exposures and outcomes were assessed in a number of models in this study.
However, even a strict Bonferroni correction did not change the statistical significance of the
results for any of the models in the main analysis as defined by a P < 0.05.
The balance of the covariates when comparing a weighted vs. unweighted approach can be
seen in Figure 2.2. For most covariates, the weighted approach resulted in a smaller absolute
standardized difference between the high pollutant and low pollutant exposure groups. This
suggests greater exchangeability between the high exposure group and low exposure group in the
weighted approach vs the unweighted approach.
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Figure 2.2: Balance Plot for PM2.5 and Ozone in Pneumonia Dataset: Weighted vs. Unweighted
Approach
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Discussion
Annual PM2.5 exposure was associated with an increase in the hazard of admissions for all
measured outcomes in the Medicare population: incidence of stroke, myocardial infarction,
pneumonia, and admissions with lung cancer, COPD, and heart failure. This effect remained after
sub-setting the dataset to exposure levels below the standard 12 μg/m3, and the penalized splines
showed dose-response continuing down to very low exposure levels. Moreover, the estimated
effect sizes indicate substantial effects.
Ozone exposure also increased the hazard of admissions for all outcomes. At present EPA
risk assessments only consider acute effects on respiratory admissions. However, we found
annual average ozone was also associated with cardiovascular outcomes such as MI and heart
failure. As with PM2.5, the estimated impacts were not small. In a far more restrictive dataset with
a fraction of the number of observations, these effects were attenuated, disappeared entirely for
lung cancer and were reversed for myocardial infarction. Assuming that the models are correctly
specified and there is no unmeasured confounding, these results represent causal effects.
Our study addresses several gaps in the current literature. Firstly, most other studies have
looked at acute associations of air pollution and hospital admissions over short periods of time,
which did not elucidate whether the exposure increased the rate of the disease or merely expedited
its occurrence. Since we used annual average exposures, our study would not capture an outcome
occurring earlier than it normally would have by a number of days or weeks. Based on our results,
it is more likely that the exposure increased the rate of the outcome. Secondly, we used causal
modeling methods to account for confounding and estimated marginal effects. Moreover, to the
best of our knowledge, this is the first study that accounted for the competing risk of death when
exploring this association. Given that almost 27% of the cohort died before they developed the
outcome, this is an important consideration in obtaining unbiased estimates. Furthermore, the
large sample size in our study strengthens the conclusions drawn from our restricted analyses
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which found stronger associations between the outcomes of interest and exposure to PM 2.5 than
in the full dataset.
Cohort studies looking at the association of air pollution and mortality tend to have higher
effect estimates than studies which look at shorter durations and daily event data. We see the
same pattern in our study. For example, in our study, each one µg/m 3 increase in PM2.5 was
associated with a 6.1% increase in first hospital admissions with pneumonia and a 5.3 % increase
in hospital admissions with heart failure. A study by Zanobetti et al looking at 2-day averaged
PM2.5 levels and hospital admissions for Medicare participants in several large cities across the
United States found an increase of 0.21% in hospital admissions with respiratory disease and
0.19% for hospital admissions for heart failure for each one µg/m3 increase in PM2.5 [88]. A recent
study looking at hospital admissions in New England among Medicare beneficiaries found that
long-term exposure to PM2.5 was associated with a 4.09% increase in respiratory admissions for
each interquartile increase in exposure levels versus a 0.41% increase with short-term exposure.
The same study found an increase of 6.58% in cardiac hospital admissions for each interquartile
increase in long-term PM2.5 exposure as compared to 0.02% for short-term exposures [89].
Another such study looking at the effect of both short-term and long-term PM2.5 exposure and
hospitalizations in New England found that in all reported cases, long-term effect sizes were larger
than acute effects. Each 10 µg/m3 increase in PM2.5 was associated with an increase in respiratory
admission of 0.70% for short-term exposure and 4.22% for long-term exposure. For
cardiovascular admissions, each 10 µg/m3 increase in PM2.5 was associated with an increase of
1.03% for short-term exposure and 3.12% for long-term exposure. [2]. Hence, risk assessments
based only on the acute exposure studies for hospital admissions risk substantially
underestimating the health benefits of reducing PM2.5 and ozone.
Previous studies have found associations between long-term air pollution exposure and
our outcomes of interest. Investigators using data from participants in the Women’s Health
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Initiative (WHI) found a hazard ratio of 1.24 (1.09-1.41) for cardiovascular events for each ten
µg/m3 increase in long-term PM2.5 exposure [90]. A study among a national sample cohort in
Korea found a significant increase in the risk of stroke, CHF, MI with long-term exposure to PM2.5.
Conversely, this study also found significant negative relationships between ozone and these
outcomes [91]. In the Ontario Population Health and Environment Cohort (ONPHEC),
investigators found a hazard ratio of 1.04 (1.02-1.07) for both COPD and lung cancer for each IQR
increase in PM2.5 [92]. Researchers looking at long-term exposure to ambient air pollution and
cerebrovascular disease within the European Study of Cohorts of Air Pollution Effects (ESCAPE)
data found positive non-significant associations between exposure to PM2.5 and the incidence of
disease, with significant relationships seen for those 60 or above (HR: 1.40 (1.05-1.087) per 5
µg/m3 increase) and non-smokers (HR: 1.33 (1.01-1.077) per 5 µg/m3 increase) [93]. A study in
the same data looking at incidence of acute coronary events found an increased though nonsignificant incidence of ischemic heart disease and acute MI [94]. Data from the nurse’s health
study (NHS) and ESCAPE showed a positive but non-significant relationship between long-term
PM2.5 and the incidence of lung cancer [95–97].
There are studies which did not find the same relationships we found. In a cohort of
California teachers, long-term PM2.5 and ozone were not associated with an increase in the
incidence of MI, though PM2.5 was associated with a non-significant increase in stroke [98]. A
study in London looking at long-term exposure to ambient air pollutant and cardiovascular and
respiratory hospitalizations found no significant increase in the risk of admissions [99]. In
Australia, long-term exposure to PM2.5 was not associated with an increase in respiratory
admissions [100]. Another study based in Canada found no relationship between PM2.5 or ozone
and COPD and related conditions. It further found no association between long-term PM2.5 or
ozone and cerebrovascular mortality. That study did, however, find an increased risk of
cardiovascular deaths and deaths due to ischemic heart disease with both PM2.5 and ozone as we
did with hospital admissions [73]. The differences in the results may be due to population
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differences, differences in exposure assessment, lack of control for competing risk of death, or a
lack of statistical power to detect changes in the incidence of disease.
Our study has several strengths. Our exposure model meant that we could assign exposure
to all individuals in our cohort over multiple years on a scale as small as a zip code, which limits
exposure misclassification. It also allowed for temporal variations in pollutant levels which would
not be found in studies relying on exposure predictions based on land use regression models. We
used a marginal structural Cox proportional hazards model which provides effect estimates that
are not conditional on the distribution of the confounders and were not hindered by the
competing risk of death. This also eases the interpretation of the results. The model for fine
particulate matter accounted for confounding by ozone in the IPW and the model for ozone was
adjusted for PM2.5.
Our study has several limitations. Exposure was assigned based on the beneficiary’s
mailing zip code which may result in some measurement error depending on how much time the
individual spends in the area. This is particularly true if the mailing zip code corresponds to a Post
Office box instead of a residential address. It is unlikely that this will skew our results as P.O.
boxes only account for 0.5% of our observations. We believe this measurement error will be nondifferential and bias the results towards the null. Furthermore, all individuals in a particular zip
code in a given year are assigned the same exposure level. This aggregation may lead to ecological
bias. However, we believe that given the high R 2 of the models, this is unlikely to be substantial
and that most of the error will be Berkson error which would not change the effect estimates. The
annual average used as a proxy for long-term exposure may not capture the full variation of shortterm exposure which changes more frequently from baseline.
This study covered those over the aged 65 years or older who participated in Medicare’s
fee-for-service coverage in the southeastern US. While seniors are a vulnerable population, the
exclusive study of this group limits the generalizability of the effects to other age groups.
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Moreover, the study only included seven states in the southeast US and about a third of the
observations came from a single state (Florida), which also affects generalizability. Additionally,
the Medicare population of these seven states which were included in this study was over 80%
white. Even though we attempt to establish causal relationships, our modeling relies on the
assumption that the model used to derive the weights is correctly specified and that there are no
omitted confounders; assumptions that cannot be verified. On the other hand, we have previously
published an analysis of data from the Medicare Beneficiaries Surveillance study, which is a
representative sample of the population of beneficiaries, and reported there was no association
between the exposures used in this analysis and either smoking or body mass index, which
provides some reassurance on the issue of omitted confounders [9]. Finally, the interpretation of
these effects relies on inverse probability weighting for the competing risk of death. As such the
hazard ratios should be interpreted with the assumption that for those who died, had they lived,
would have had a similar risk of the outcome as those who survived and had a similar propensity
score for exposure.
Conclusion
Exposure to fine particulate matter and ozone was associated with an increased hazard of
first hospital admission in all outcome conditions. This was true even at levels of PM2.5 at or below
the nation standard of 12 µg/m3. Ozone levels below current standard levels were also associated
with several serious clinical outcomes, including cardiovascular ones. The results of this study,
combined with the conclusions from other studies, warrants an examination of current federal
standards.
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Chapter 3:
Long-term Effect of Air Pollution on Hospital Admissions Among Medicare
Participants Using a Doubly Robust Additive Model (DRAM)

Mahdieh Danesh Yazdi, Yan Wang, Qian Di, Yaguang Wei, Weeberb Requia, Liuhua Shi,
Matthew Benjamin Sabath, Francesca Dominici, Brent A. Coull, John S. Evans, Petros
Koutrakis, and Joel D. Schwartz

Abstract
Background: Studies looking at the non-fatal health outcomes of exposure to air pollution have
been limited by the number of pollutants studied, a focus on short-term exposures, and the use of
non-causal methodology.
Methods: We examined the relationship between long-term exposure to PM2.5, NO2, and O3 and
hospital admissions for four cardiovascular and respiratory outcomes: myocardial infarction
(MI), ischemic stroke, atrial fibrillation and flutter, and pneumonia among the Medicare
population of the United States. Annual pollution levels were assigned based on predictions
from ensemble models which incorporated three different machine learning algorithms. We
used a causal doubly robust method for our statistical analysis, which relies on both inverse
probability weighting (IPW) and adjustment in the outcome model to account for confounding.
The results from this regression are on an additive probability scale. We further looked at this
relationship at lower pollutant concentrations- which are more consistent with typical exposure
levels in the United States- and among potentially susceptible subgroups.
Results: Long-term exposure to PM2.5 increased the risk of all outcomes with the highest effect
for stroke with a 0.0091% (95% CI: 0.0086%-0.0097%) increase in probability of stroke for each
one µg/m3 increase in annual levels. This translated to 5,759 (95% CI: 5,412-6,112) cases of
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hospital admissions with ischemic stroke over the study period which can be attributed to each
one-unit increase in PM2.5 levels among the study population. NO2 was associated with an
increase in the probability of admission with stroke and atrial fibrillation and O3 was associated
with an increase in the probability of admission with pneumonia. At lower concentrations, all
pollutants were consistently harmful for all our studied outcomes.
Conclusions: Long-term exposure to air pollutants poses a significant risk to cardiovascular and
respiratory health among the elderly population in the United States, with the greatest increase
in risk per unit of exposure occurring at concentrations below international standards.
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Introduction
Recent studies looking at the non-fatal health effects of air pollution have shifted their
focus from short-term exposure to long-term exposure[1-17]. The effect estimates from studies of
long-term exposure tend to be larger than ones looking at short-term exposure[2,3]. Furthermore,
more studies are now looking at multiple air pollutants simultaneously in recognition of the fact
that air pollution is a mixture of compounds with varying toxicities[13,91,113]. These changes
suggest that current regulations may require amendment. In fact, some pollutants such as
tropospheric ozone (O3), do not have any national regulations on long-term exposure at all.
While research on the effect of long-term exposure to air pollution and health continues
to proliferate, most of the studies currently done continue to focus on mortality outcomes and
estimate effects on a multiplicative scale, which are more difficult to interpret clinically as they
depend on the distribution of other risk factors. Multiplicative models also make it more difficult
to evaluate effect modification and identify vulnerable sub-populations. Additionally, few studies
use the causal methodology that is often required to sway regulatory policy[13,43,114,115]. This
limits knowledge about non-fatal outcomes and limits our ability to make convincing inferences
that would sway regulators. The studies that do utilize causal methods often look at a single
pollutant at a time and not the variety of compounds that make up air pollution.
In order to address this gap, we have conducted a study looking at the relationship
between average annual PM2.5, NO2, and O3, and four cardiovascular and respiratory
hospitalization outcomes, namely: myocardial infarction (MI), ischemic stroke, atrial fibrillation
and flutter, and pneumonia using a causal doubly-robust additive model (DRAM) in fee-forservice Medicare beneficiaries across the contiguous United States from 2000-2016. In these
models, we adjusted for multiple pollutants. We further looked at effect measure modification
(EMM) by demographic characteristics to identify particularly susceptible sub-populations.

Methods
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In this study, we looked at the relationship between long-term exposure to fine particulate
matter (PM2.5), ozone (O3), and nitrogen dioxide (NO2), and first hospital admissions with several
cardiovascular and respiratory diseases on an additive scale.
Study Population
Our full cohort consisted of all fee-for-service Medicare beneficiaries, who were 65 years
of age or older and lived in the contiguous United States between 2000 and 2016. This data was
derived from the Medicare denominator file and the Medicare Provider Analysis and Review
(MEDPAR) file. We created a separate dataset for each outcome of interest. Patients entered the
cohort on January 1st of the year following enrollment and were followed until they developed the
outcome of interest, died, were censored, or reached the end of the follow-up time.
Exposure Assessment
PM2.5, O3, and NO2 levels were derived from high-resolution spatio-temporal ensemble
models, each of which combined estimates from three different machine learning algorithms,
including a neural network (NN), a gradient boosting machine (GBM), and a random forest (RF)
[34,39,116].
The models used hundreds of predictors including land use terms, chemical transport
model predictions, meteorological variables, and satellite measurements to estimate daily levels
of the pollutants on a scale of 1 km × 1 km. The advantage of using these machine learning
techniques is that they make no assumptions about the functional form of the relationships
between the predictors and the outcome. The quality of the estimates was assessed using ten-fold
cross-validation against measured values at EPA monitoring sites across the United States. The
resulting R2 values of 0.89, 0.84, and 0.86 for the annual averages of PM2.5, NO2, and O3,
respectively, show excellent model performance[34,39,116].
Outcome Assessment
The dataset contains all hospital admissions for Medicare fee-for-service beneficiaries
from 2000 through 2016. Medicare used ICD-9 codes through the end of the third quarter of
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2015 and then switched over to ICD-10. Myocardial infarction was defined as ICD-9 codes 410.X0
and 410.X1 and ICD 10-code: I21 as the primary discharge code. Ischemic stroke was defined as
ICD-9 codes: 433.X1, 434.X1, 436, and ICD-10 code: I63 as the primary discharge code.
Pneumonia was defined as ICD-9 codes: 003.22, 011.6, 055.1, 073.0, 115.05, 115.15, 115.95, 480,
481, 482, 483, 484, 485, 486, 487.0, 488.01, 488.11, 488.81, 516.3, 517.1, 997.32, and ICD-10
codes: A01.03, A02.22, A20.2, A21.2,A22.1, A37.X1, A42.0, A43.0, A48.1, A54.84, A69.8, B01.2,
B05.2, B06.81, B25.0, B37.1, B38.0,B39.0, B44.0, B44.1, B58.3, B59, B77.81, J15, J09.X1, J10.0,
J11.0, J12, J13, J14, J17, J18, J84.2, J85.1, J95.851 as the primary discharge code. Atrial
fibrillation and flutter were defined as ICD-9 code 427.3 and ICD-10 code I48 as the primary
discharge code.
Covariate Assessment
We obtained data on individual-level covariates sex, race, age group, and Medicaid
eligibility from the Medicare denominator file. We used data from the U.S. Census and the
American Community Survey (ACS) to find zip code-level socioeconomic data : proportion of the
population above 65 years of age living below the poverty line, population density, median value
of owner occupied properties, proportion of the population listed as black, median household
income, proportion of housing units occupied by the owner, proportion of the population
identified as Hispanic, and proportion of the population above 65 years of age who had not
graduated from high school. Measured data was available for the following years: 2000, 2010,
2011, 2012, 2013, 2014, 2015, and 2016. Data for all other years and missing values was obtained
using linear interpolation and extrapolation.
The lung cancer hospitalization rate in each zip code was used as a proxy for smoking and
was derived from MEDPAR and missing values were filled in using interpolation and
extrapolation.
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We derived zip code-level data on mean body mass index (BMI) and the smoking rate from
the Behavioral Risk Factor Surveillance System (BRFSS). BRFSS data was collected at the county
level and then linked to relevant zip codes and temporally interpolated to fill in missing values.
We obtained zip code-level data on several access-to-care variables: proportion of
Medicare beneficiaries with at least one Hgb A1c test in a year, proportion of elderly diabetic
beneficiaries who had a lipid panel test in a year, proportion of beneficiaries who had an eye
examination in a year, proportion beneficiaries with at least one ambulatory doctor’s visit in a
year, proportion of female beneficiaries who had a mammogram over a two-year period. These
were obtained from the Dartmouth Atlas of Health Data. The data was collected at the hospital
service area level and linked to the relevant zip code. Missing values were filled in using
interpolation. We also included region of residence to account for geographic differences and
distance to hospital as a variable to measure access to healthcare. The distance to the nearest
hospital was calculated from the centroid of the patient’s residential zip code. Hospital locations
across the United States were derived from an ArcGIS dataset[117].
Observations with missing exposure or covariate information were assumed to be
missing at random and were excluded from further analysis. These represented less than 1% of
the data.
Statistical Analysis
We examined the relationship between long-term exposure to PM2.5, NO2, O3, and
admissions with cardiovascular and respiratory outcomes using a doubly robust additive model
(DRAM). Specifically, confounding is accounted for via two mechanisms: firstly, in inverse
probability weights of exposure and second, by adjustment in the outcome regression model. If
either of the models is correctly specified, the estimated coefficient is unbiased[118]. The equation
for this model can be seen below:
𝑃𝑟(𝐴𝑑𝑚𝑖𝑠𝑠𝑖𝑜𝑛𝑠𝑖𝑗 ) = 𝛽0 + 𝛽𝑥𝑖𝑗 + 𝑠(𝑣𝑖𝑗 , 𝛾)
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where 𝑃𝑟 (𝐴𝑑𝑚𝑖𝑠𝑠𝑖𝑜𝑛𝑠𝑖𝑗 ) represents the probability of the outcome for individual i in year j, x
represents the exposure, v represents the vector of covariates, and gamma represents the
parameterization (e.g. coefficients) of the covariates. This equation is weighted using stabilized
IPWs for exposure from the following formula:
𝑆𝑊𝑖𝑗 =

𝑓(𝑥)
𝑓(𝑥|𝑣)

where x represents the exposure and v represents the covariates. In this case, we defined f(x|v) as
the probability density of the exposure based on a linear regression with the exposure of interest
as the outcome and the covariates and other pollutants as the predictors. For example, in the
model for PM2.5 we adjusted for individual and socioeconomic and behavioral covariates as well
as O3 and NO2. The same covariates and other pollutants were adjusted for in the outcome
regression model as well.
Assuming that (a) the underlying true outcome regression model follows the additive
structure 𝑃𝑟(𝐴𝑑𝑚𝑖𝑠𝑠𝑖𝑜𝑛𝑠𝑖𝑗 ) = 𝛽0 + 𝛽𝑥𝑖𝑗 + 𝑠′(𝑣𝑖𝑗 , 𝛾), where s’ may or may not be the same as s,
and (b) either the IPWs or the functional form of s is correctly specified (i.e., s = s’), the resulting
risk difference estimate is consistent. In order to account for outliers, we trimmed the weights:
values above the 99th percentile were given the value at the 99th percentile and values below the
1st percentile were given the value at the 1st percentile.
We ran two hundred bootstraps for each analysis. The median value was used as the
coefficient of interest and the 2.5th percentile and 97.5th percentile constituted the 95% confidence
interval.
We looked at effect modification by sex, race, Medicaid eligibility, and age group using
stratification. We also conducted a subgroup analysis on person-years with pollutant levels below
international regulations. For PM2.5 we restricted to individuals with levels below 10 µg/m3 for all
years, for NO2 we restricted to individuals with levels below 20 ppb for all years, and finally for O 3
we restricted to individuals with levels below 40 ppb for all years with effect measure modification
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analyses for these subsets as well. As a sensitivity analysis, we calculated E-values for our main
results. E-values measure the magnitude of the relationship a hypothetical unmeasured
confounder would have to have with both the exposure and the outcome to fully account for the
effect estimate that has been found [119].
All data cleaning and statistical analyses were conducted in R Statistical Software Version
3.6.1 and the IPWs and outcome regression estimates were obtained using the “biglm”
package[120].
Results
The cohort consisted of 63,006,793 Medicare beneficiaries who used the fee-for-service
program from 2000 to 2016 in the contiguous United States. Demographic characteristics for
these individuals can be seen in Table 3.1. There are slightly more women than men and most
participants are white. Of the observations used in the analyses, 85% were not Medicaid-eligible
and about half were between 64 and 75 years old. The majority of the observations came from the
southern and midwestern regions of the United States.
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Table 3.1. Demographic Characteristics of Medicare Fee-for-Service Patients
Individual Characteristics (N=63,006,793)
Variable
N (%)
Sex
Female
34,725,250 (55.11)
Male
28,281,543 (44.89)
Race
White
53,207,613 (84.45)
Black
5,511,770 (8.75)
Other
4,287,410 (6.80)
Demographic Characteristics by Observations (person-years) (N=538,173,801)
Variable
N (%)
Medicaid Eligibility
Yes
76,042,269 (14.13)
No
462,131,532 (85.87)
Age Group
64<Age<75
277,788,354 (51.62)
75≤Age<85
181,809,593 (33.78)
Age≥85
78,575,854 (14.60)
Region
Northeast
105,812,685 (19.66)
Midwest
132,107,154 (24.55)
South
209,831,299 (38.99)
West
90,422,663 (16.80)
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Table 3.2 shows the distribution of air pollutants across the contiguous United States from
2000 to 2016. Annual average levels of PM2.5 and NO2 were generally low, below the EPA annual
standard of 12 µg/m3 and 53 ppb. O3 does not have an annual standard level, but the levels are
below the daily standard of 70 ppb[121]. This distribution also reveals that our lower exposure
analysis, the one subset to only individuals with lower values, largely was consistent with
prevailing exposures.
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Table 3.2. Exposure Distribution of Pollutants across Person-Years
Min.
10th
25th
Mean
Media
75th
Percentil Percentil
n
Percentil
e
e
e
PM2.5
0.01
6.36
8.11
10.21
10.05
12.29
(µg/m3)
NO2 (ppb) 0.01
8.13
11.51
19.50
17.44
25.88
O3 (ppb)
18.31
33.88
36.56
38.77
38.75
40.92
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90th
Percentil
e
14.32

Max.

33.88
43.74

127.63
65.09

30.92

The results of our primary analysis can be seen in Figure 3.1 and Table 3.3. Long-term
exposure to PM2.5 is associated with a statistically significant increase in the probability of all
outcomes. This translated to thousands of hospital admissions attributable to air pollution over
the study period. For example, there were 5,759 (95% CI: 5,412-6,112) admissions for each one
µg/m3 increase in PM2.5 for ischemic stroke, 1,455 (95% CI: 1,103-1,859) for myocardial
infarction, 3,585 (95% CI: 3,245-3,850) for atrial fibrillation, and 5,727 (95% CI: 5,167-6,301)
for pneumonia. Long-term exposure to NO2 increases the probability of stroke and atrial
fibrillation and shows a negative effect for admissions of MI and pneumonia. Long-term
exposure to O3 led to mixed results; it increases the probability of admissions with pneumonia
but the coefficient was negative for stroke and atrial fibrillation. The E-values suggest that the
PM2.5 model is the most robust to unmeasured confounding (the E-values are reported on the
multiplicative scale).
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Figure 3.2. Primary Analyses Results: Air Pollution and Hospital Admissions across Full Range of
Exposure
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Figure 3.2. Secondary Analyses Results: Air Pollution and Hospital Admissions at Low Concentrations
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Table 3.3. Main Results and Sensitivity Analysis (E-Values)
Outcome

MI

Pollutant

Median
Probabilit
y (%)

Lower
95% CI
(%)

Upper
95% CI
(%)

Attributable
Increase in
Number of
Cases**
(95% CI)
1455 (1103-1859)

E-Value
(Multiplicativ
e Scale)

N/A*

1.0096

PM2.5
(µg/m3)
NO2 (ppb)

0.00231

0.00175

0.00295

-0.00084

-0.00103

O3 (ppb)

-0.00024

-0.00052

N/A*

1.0050

PM2.5
(µg/m3)
NO2 (ppb)

0.00914

0.00859

0.00067
0.0000
2
0.00970

5759 (5412-6112)

1.0323

0.00059

0.00039

0.00075

370 (246-471)

1.0080

O3 (ppb)

-0.00278

-0.00300

N/A*

1.0175

Atrial
Fibrillatio
n
and
Flutter

PM2.5
(µg/m3)
NO2 (ppb)

0.00569

0.00515

0.00246
0.00611

3585 (3245-3850)

1.0253

0.00129

0.00114

0.00148

813 (718-933)

1.0119

O3 (ppb)

-0.00072

-0.00091

N/A*

1.0088

Pneumon
ia

PM2.5
(µg/m3)
NO2 (ppb)

0.00909

0.00820

0.00047
0.01004

5727 (5167-6301)

1.0322

-0.00134

-0.00158

N/A*

1.0121

O3 (ppb)

0.00413

0.00376

2602 (2369-2816)

1.0215

Stroke

0.00110
0.00447

1.0160

*Negative values on a probability scale are not logical. As such excess number of cases were not calculated.
**Per one-unit increase in pollutants
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We further looked at hospital admissions for individuals who had low pollutant
concentration throughout the follow-up period (Figure 3.2). For all pollutants, the probability of
hospital admissions increased for cardiovascular and respiratory outcomes with larger effect size
estimates. This shows that the greatest increase in the risk of admissions per unit change in
exposure occurs at lower concentrations of air pollutants.
One of the advantages of our additive model is that effect measure modification can be
measured on an additive scale. We looked at effect modification by Medicaid eligibility, sex,
race, and age group for all of our pollutants and outcomes. Figure 3.3a shows the results for this
analysis and myocardial infarction. The results vary by pollutant. For PM2.5, older beneficiaries
were at a higher risk of admission as compared to younger beneficiaries and white individuals
had a higher probability of admission as compared to black individuals. For NO 2, the stratified
analysis was generally negative. However, black individuals were at a higher risk than white
individuals. For O3, those who were Medicaid-eligible, male, and younger had a higher
probability of hospital admission with an MI as compared to those who were not Medicaideligible, female, and older, respectively.
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The results of the EMM analysis for ischemic stroke can be seen in Figure 3.3b. For
PM2.5, older participants had a significantly higher risk of admission than younger individuals.
For NO2, those who were not Medicaid-eligible were at a higher risk than those who were
Medicaid-eligible and black individuals were at a higher risk than white individuals. The results
for the stratified ozone analysis showed negative coefficients.
Figure 3.3c shows the results of the EMM analysis for atrial fibrillation and flutter. For
PM2.5, those not Medicaid-eligible, white, and older were at increased risk of admission.
Similarly, for NO2, those who were not Medicaid-eligible and older had a higher probability of
being admitted with atrial fibrillation than those who were Medicaid-eligible and younger. For
ozone, the stratified analyses showed a generally protective effect.
The results for the EMM analysis of pneumonia are shown in Figure 3.3d. For PM2.5,
those who are Medicaid-eligible, black, and older are at increased risk of admission with
pneumonia as compared to those who are not. In contrast, the stratified analyses for NO 2 and
pneumonia show a negative effect estimate for most subsets. Finally, exposure to ozone was
associated with a higher probability of admission with atrial fibrillation and flutter among those
who are Medicaid-eligible, white, and older.
When looking at the EMM analysis for those exposed to lower concentrations, the
harmful effects seen previously persisted across strata for all pollutants and across outcomes
(Figure 3.4). For MI, PM2.5 and NO2 was associated with an increased risk of the admissions for
men, the elderly, and those who are Medicaid-eligible as compared to those who are not. O3
increased the risk of hospital admission with MI for men and those who are black (Figure 3.4a).
For ischemic stroke (Figure 3.4b), PM2.5 increased the risk of admission for those who
are Medicaid-eligible, female, and the elderly. For NO2, the more vulnerable sub-populations
were those were Medicaid-eligible, those who were black, and the elderly. For O3, those who
were Medicaid-eligible, females, and those who were white were at increased risk of stroke.
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PM2.5 and NO2 increased the risk of atrial fibrillation and flutter among those who are
white and the very elderly, as compared to those who were not. O 3 was found to particularly
increase the risk of admission amongst those who were not Medicaid-eligible and who were
white.
For pneumonia, all pollutants increased the risk of hospital admissions among those who
were Medicaid-eligible and elderly as compared to those who were not. On the other hand, PM 2.5
was associated with an increased risk of atrial fibrillation among those who were white while O3
was associated with an increased risk among those who were black.
Discussion
The results of our study showed several important trends. Firstly, PM 2.5 increased the
probability of hospital admissions with all our studied outcomes. This was particularly true for
elderly individuals who were at greater risk. Secondly, NO2 increased the risk of stroke and atrial
fibrillation and flutter. This trend was largely consistent across strata. However, O 3 was negative
in the cardiovascular outcomes but increased the probability of pneumonia. This is consistent
with other literature linking ozone to respiratory outcomes [122–124]. This seemed to suggest
that NO2 and O3 confound each other’s effects or may be confounded by an unknown or
unmeasured variable. Support for this comes from that pattern of NO 2 showing positive
associations for outcomes where O3 shows negative associations and vice versa. The partial
correlation coefficient between the two in our data was -0.186 which shows a moderate negative
correlation after adjusting for all other variables.
At lower concentrations, all pollutants increased the probability of hospital admissions
with larger effect estimates than the primary results. That the negative effects of NO 2 and O3
disappear when restricted to pollution concentrations in the more normal range suggests that
those effects in the full analysis may be due to outlier exposures and stronger negative correlations
between high NO2 and low O3 than for more common concentrations. The higher effect sizes for
risk of cardiovascular and respiratory outcomes at the lower end of air pollution exposure and is
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consistent with several other studies in this population looking at health effects at lower
concentrations[8,9,13,125].
The existing literature on the non-fatal health effects of long-term exposure to air pollution
shows mixed results depending on the pollutants and the population studied and the methodology
used. A previous study in the same population focusing on the southeastern region of the US found
both PM2.5 and O3 to be risk factors for MI, stroke, and pneumonia on the multiplicative scale,
while we found ozone to be negative for ischemic stroke on an additive scale here in the full
exposure model[13], but a risk factor at more modest concentrations. Researchers working with
the European Study of Cohorts for Air Pollution Effects (ESCAPE) data looked at several air
pollutants and the incidence of acute coronary disease between 1997 and 2007 in Finland,
Sweden, Denmark, Germany, and Italy. Both PM2.5 and NO2 were non-significantly associated
with an increased hazard of acute coronary events in an adjusted model[94]. They further found
that neither PM2.5 nor NO2 were significantly associated with stroke incidence in the ESCAPE
cohort[93]. This contrasts with our results which found PM2.5 to be harmful and NO2 to be
negative for MI and both pollutants harmful for stroke including all observations, though both
were harmful for all outcomes at lower concentrations. Among a cohort of women enrolled in the
Women’s Health Initiative (WHI), long-term exposure to PM2.5 was associated with a higher
hazard of stroke, though no relationship was found with MI[90]. A case-control study nested in
the Worcester Heart Attack cohort found positive but non-significant association between longterm exposure to PM2.5 and acute MI overall[103]. A study in the Danish, Diet, Cancer and Health
cohort between 1993 and 2006 looking at ischemic stroke found a non-significant increase in the
hazard of the incidence of disease with long-term exposure to NO2[126]. In a study among the
EPIC cohort in Greece, NO2 was not associated with an increase in the hazard of stroke and
ischemic heart disease[104]. A study done in South Korea looking at the effect of long-term
exposure to air pollutants including PM2.5 and NO2 found similar results to our own. PM2.5
increased the hazard of myocardial infarction and ischemic stroke, in both single and multi76

pollutant models and ozone showed a decreased hazard of both conditions. However, unlike our
study, they found NO2 to increase the risk of MI [91]. In a study of British patients between 2003
and 2007 looking at air pollutants including NO2 and O3 and incident cases of cardiovascular
disease, researchers found largely non-significant results for MIs, strokes, and arrythmias in their
single pollutant model[106]. Finally, a meta-analysis of long-term exposure to PM2.5 as a risk
factor for stroke found a 6.4% (95% CI: 2.1%-10.9%) increase in the hazard of admission for each
5 µg/m3 increase in PM2.5 levels which is consistent with our results of an increased probability of
stroke [107].
The harm caused by air pollution to the cardiovascular and respiratory systems is
generally attributed to its ability to increase inflammation and oxidative stress and disrupt the
coagulation cascade [127–130]. In the Social Environment and Biomarkers of Aging Study
(SEBAS) in Taiwan, changes in annual PM2.5 and O3 levels were associated with higher levels of
systolic and diastolic blood pressure, total cholesterol, fasting glucose, hemoglobin A1c, and
neutrophils. NO2 was associated with all of the above as well as elevated levels of interleukin-6
(IL-6). Lipids, glucose levels, and inflammatory biomarkers are all risk factors for cardiovascular
disease [131]. Moreover, in the ESCAPE study, participants showed lower lung function, as
measured by forced expiratory volume in one second (FEV1) and forced vital capacity (FVC), in
response to NO2, which can be a marker of respiratory disease [132].
Our study has numerous strengths that make the results particularly compelling. Firstly,
the coefficients obtained are risk differences and do not require transformation to be
interpretable. Furthermore, the coefficients are on the additive scale. This is particularly helpful
for the stratified analyses in which the additional number of cases due to the variable can be
identified directly and are of greater public health importance.[133]. Secondly this study uses a
causal modeling approach. The inverse probability weights creates a pseudo population in which
the exposure is independent from the measured confounders[85]. Our approach is also doubly
robust which means that if either the IPW model or the outcome are correctly specified, our
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estimates are unbiased. Furthermore, we derived our estimates and confidence intervals
empirically using bootstrapping. In our model, we account for multiple air pollutants which were
estimated from prediction models on a fine scale, allowing us to identify the more toxic
components of the air pollution mixture while adjusting for others. Lastly, our study focuses on
long-term effects, which have not been as thoroughly looked at, but may be of greater importance
in terms of the health impact of air pollution. This is particularly important to reaffirm, or in some
cases establish, the need for long-term guidelines, such as for O3 which does not even have
national annual guidelines. Our study suggests that long-term O3 guidelines may be particularly
necessary given the effect of long-term ozone on respiratory outcomes.
Our approach also had several limitations. The causal methodology we use relies on the
strong assumption of no unmeasured confounding which is not testable. We did, however,
calculate e-values to see the strength of the relationship a hypothetical unmeasured confounder
would have to have with both the exposure and the outcome to account for the results we found.
Moreover, we chose a more conservative approach and controlled for lung cancer rate as a proxy
for smoking. However, air pollution is itself a risk factor for lung cancer. As such, we may be overcontrolling for smoking and under-estimating the true effect size. We also assumed that loss to
follow-up among our population was unrelated to air pollution. Furthermore, Medicare is an
administrative database and billing codes could leave the door open to potential outcome
misclassification. We expect that this will not be related to exposure to air pollution and nondifferential misclassification should bias the results to the null.
Conclusion
This study demonstrates that, on an additive scale, air pollution components pose a risk
to human health, particularly among the very elderly population in the United States. The increase
in the probability of hospital admissions with cardiovascular and respiratory outcomes seems to
be most pronounced at lower exposure concentrations for all pollutants. Given that over half of
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the US population is exposed to such levels, this issue should be of great concern to clinicians and
policy makers alike.
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Conclusion
As developing nations continue to industrialize and undergo demographic transitions, and
the urgency of the effects of climate change grows more immediate, air pollution will continue to
be a relevant topic of research for years to come. In this dissertation, we add to the previous work
done in air pollution epidemiology by demonstrating an exposure model for PM2.5 and
conducting two epidemiological studies looking at the effects of long-term exposure to air
pollutants on the cardiovascular and respiratory systems. Our exposure model for Greater London
used three different machine learning algorithms and an ensemble approach to estimate daily
PM2.5 levels on a 1 km x 1 km scale. While the overall and temporal validity measures were strong,
the ability of the model to capture spatial variability was limited. Nonetheless, this model could
be utilized as an example in future modeling, to assign exposure in epidemiological studies, and
to be incorporated into risk assessments.
Our epidemiological studies used causal methodologies to look at the relationship between
long-term exposure to air pollutants namely PM2.5, NO2, and O3, and first hospital admissions of
cardiovascular and respiratory outcomes among Medicare beneficiaries. In the southeast study,
we found that PM2.5 and O3 increased the risk of admission with all of our studied outcomes and
the increase in the risk of disease due to PM2.5 was highest at lower concentrations. In the national
study, we also found PM2.5 to be harmful for all of our outcomes while NO2 and O3 showed mixed
results. At lower concentrations, however, all of our pollutants were harmful for all of our
outcomes on an additive scale, a finding that was consistent with our previous results.
These results add to the vast literature looking at the relationship between air pollution and
health and reinforce the need for stronger standards here in the US and internationally. The work
in this dissertation also highlights the need for continued effort in improving exposure assessment
methods and causal methodologies. This could involve the development of better modeling
approaches that can incorporate spatial dynamics and the increased use of methods that account
for confounding such as inverse probability weighting. As air pollution is linked to more and more
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disease conditions, the importance of this research and subsequent policy reforms cannot be
overstated. We hope that this thesis may lead to greater attention to this continuing problem and
leads to greater action on the part of regulators in protecting human health.
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