Genetic Draft and Linked Selection in Rapidly
Adapting Populations
Permanent link
http://nrs.harvard.edu/urn-3:HUL.InstRepos:37944970

Terms of Use
This article was downloaded from Harvard University’s DASH repository, and is made available
under the terms and conditions applicable to Other Posted Material, as set forth at http://
nrs.harvard.edu/urn-3:HUL.InstRepos:dash.current.terms-of-use#LAA

Share Your Story
The Harvard community has made this article openly available.
Please share how this access benefits you. Submit a story .
Accessibility

Genetic Draft and Linked Selection in
Rapidly Adapting Populations

a dissertation presented
by
Ekaterina Alexeevna Kosheleva
to
The Department of Physics
in partial fulfillment of the requirements
for the degree of
Doctor of Philosophy
in the subject of
Physics
Harvard University
Cambridge, Massachusetts
January 2017

©2017 – Ekaterina Alexeevna Kosheleva
all rights reserved.

Thesis advisor: Professor Michael M. Desai

Ekaterina Alexeevna Kosheleva

Genetic Draft and Linked Selection in Rapidly Adapting
Populations
Abstract
Evolution proceeds by the stochastic emergence and fixation of mutations over time. The dynamics of
this process are well understood if beneficial mutations are sufficiently rare or the population is sufficiently
small. However, as the population size increases or beneficial mutations become more common, many
selected mutations may arise and spread on different genetic backgrounds, competing with each other for
fixation. In this case, the fates of alleles depend not only on their direct effect on fitness, but also on the
genetic backgrounds on which they are found, and on their associations with future mutations that may
arise in the population. The stochastic fluctuations in evolutionary dynamics that result from these factors
are referred to as genetic draft, in reference to the other primary stochastic force in evolution, genetic drift.
In this thesis, I investigate how genetic draft alters the trajectories of neutral and selected alleles and skews
patterns of genetic diversity, with an emphasis on tying theoretical predictions of evolutionary dynamics
to experimental inference and observations.
The first part of this thesis investigates the dynamics of mutant alleles from a theoretical perspective that
includes the evolutionary forces of mutation, selection, and drift. In this section, I analyze a simple model
of genetic draft in rapidly adapting, asexual populations. I derive a prediction for how the frequencies of
selected and neutral alleles will change over a characteristic timescale, which I use to infer the typical fixation
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and sojourn times of selected mutations. I also derive several statistics of genetic diversity, including the
average heterozygosity and site frequency spectra. Finally, I use such predictions to analyze how genetic
draft skews commonly used tests for selection and propose a modified test that accounts for this additional
stochasticity.
The latter half of the thesis explores experimentally how genetic draft affects the speed, diversity, and
genetic basis of adaptation at different recombination rates. I evolve hybrid populations of budding yeast
with different rates of outcrossing, while tracking genetic diversity, the rate of adaptation and the variance in fitness over time. I observe experimentally a phase transition from highly deterministic and polygenic adaptation at high recombination rates to the stochastic emergence and sweep of clones as the rate
of outcrossing decreases. I investigate the consequence of this transition for the speed and predictability
of adaptation. Finally, by comparing experimental observations with simulations, I infer that adaptation
at high recombination rates is driven by a large number of dense, weakly selected variation, and examine
how linkage and interference between these variants distorts the trajectories and outcomes of adaptation
from simple population genetic predictions.
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1
Introduction

Evolution is an inherently stochastic phenomenon, whose course may be altered by fluctuations in births,
deaths, random mutations, ecological shifts, and environmental accidents. While this stochasticity drives
the immense and often surprising diversity found in the natural world, it makes predicting the outcome
of evolution immensely challenging. Stephen Jay Gould summed up the difficulty of such an endeavor in
1989, when he described “the ‘pageant’ of evolution as a staggeringly improbable series of events, sensible
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enough in retrospect and subject to rigorous explanation, but utterly unpredictable and quite unrepeatable” 68 .
Gould’s words describe the unpredictability of macroevolutionary changes – speciations, extinctions,
and radiations occurring over timescales of tens or hundreds of millions of years. However, the prospect
of forecasting over much shorter microevolutionary timescales of hundreds or thousands of generations
is more promising. Toward this end, evolutionary theory has been applied to predict what strain of flu
will be most common next winter 122 , how an HIV patient might respond to antiretroviral treatment 156 , or
how a crop will change in response to selection for increased size or yield over the course of a few years 47 .
This short term forecasting bears considerable resemblance to models of complex physical systems: even
though a meteorologist may be hard-pressed to predict whether it will rain in Cambridge on a Tuesday 100
years from now, modern 5-day forecasts tend to be quite accurate.
Efforts to develop short-term evolutionary predictions have their roots over 100 years ago with the rise
of the field of population genetics, which models the dynamics of alleles and studies how evolutionary
forces shape genetic diversity. The field’s three main founders – Wright, Fisher and Haldane – developed
models that incorporated the effects of genetic drift (i.e., random sampling of alleles from generation to
generation), mutation, and selection in an effort to describe microevolution at a genetic level.
However, early population geneticists faced a serious setback: an almost complete absence of empirical data to test their predictions. To demonstrate the severity of this lack of data, consider the modern
synthesis, the first triumph of population genetics, which reconciled the theory of Darwinian evolution
with Mendelian genetics. The first major work of the modern synthesis was published in 1918 by Fisher 53 ,
describing how a large number of discrete loci under Mendelian segregation could result in the continu-
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ous variation described by biometricians. It was published 26 years before DNA was even proposed as the
hereditary material 3 , 35 years before the structure of the DNA molecule was uncovered 191 , 54 years before
the first protein-coding gene was sequenced 135 , and –finally– 65 years before the first analysis of genetic variation was carried out in the alcohol dehydrogenase gene in Drosophila 101 . This absence of experimental
validation led some biologists to view the field with a healthy dose of skepticism 161 .
One specific criticism of these early models was their overly simplistic treatment of genetic interactions,
since they typically considered evolution at single, isolated loci. Mutations were modelled independently
of one another, counted and sampled like colored beans drawn out of a bag. Many scientists did not know
what to make of this “beanbag genetics.” Some went so far as to ask what these sorts of models even
contributed to biology 127 .
These issues have been resolved several times over with the recent onset of cheap and accessible genetic
sequencing. Collection of genetic data is now a staple of biological research, and population genetic theory frequently employed as an essential tool in the interpretation of such datasets. These technical advances have been particularly revolutionary for the study of evolution in microbes and viruses,due to their
small genomes and fast generation times. Recent years have seen real-time tracking of the evolution of
pathogens such as seasonal influenza 5,122,81 , Ebola 62,105 , and HIV 104,56 , both globally and within individual
patients 198,80 . Additionally, starting with the first laboratory evolution experiment in E. Coli by Richard
Lenski 116 , an entire field of laboratory evolution has emerged to “replay the tape of life” in massively replicated, well controlled and precisely measured conditions. These data sources have tested the predictions
of population genetics and investigated long-standing questions on the role of historical contingency and
predictability in evolution.
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Broadly, these experiments have found that, far from being “a staggeringly improbable series of events,”
adaptation tends to be predictable over timescales of hundreds or thousands of generations, at least on
the level of biological change. In other words, even though the specific mutations that fix in a population
almost always vary on a case by case basis, the first few adaptive steps of a population to a new environment
tend to be convergent on the level of genes or pathways 30,188,107,111 . Furthermore, experiments in microbes
have observed that populations increase in fitness relatively predictably 102 . *
Conversely, both laboratory evolution experiments and observations in natural populations have found
that evolution is typically far less predictable from the standpoint of dynamics. In other words, while a researcher might be confident, from examining the evolutionary outcomes of several dozen replicate lines,
that a population of microbes evolved in a specific environment will eventually obtain a mutation in a
given metabolic pathway, she will usually have difficulty inferring whether or not a particular polymorphism observed in the population will proceed to fix. This is true even if the polymorphism is observed at
a high frequency in the population sample, and even if time-serial data suggests that the variant is rapidly
increasing in frequency 111,108 . This observation stands in contrast with basic population genetic predictions. Simple analytic models suggest that a mutation conferring an average of s additional offspring per
generation (in population genetic jargon, of fitness effect s) should fix with probability ∼1 once it spreads
to more than 1/s individuals (for example, a mutation of effect 1% will almost certainly fix once it has
spread to substantially more than 100 individuals). Even when mutations are known to be highly beneficial, fixation probabilities tend to better resemble predictions for neutral alleles (Figure 1.1A), for which the
*

It should be noted, however, that the timescales over which this convergence may be expected to hold is unclear,
in part because many selected alleles in laboratory evolution experiments tend to be large-target, loss-of-function
mutations 188,107 .
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fixation probability at a given moment in time is simply the frequency of the mutant in the population.
Furthermore, once a beneficial mutation is sufficiently common (specifically, once it has spread to more
than 1/s individuals), single-locus population genetic theory predicts that its frequency through time will
be approximately logistic. In reality, actual allele trajectories are rarely described by this prediction (Figure
1.1B). In short, although evolutionary dynamics occasionally conform to the predictions of “beanbag genetics,” these patterns do not hold in general. Mutations interact, and these interactions have consequences
for the process and outcomes of adaptation. When beneficial mutations are plentiful, the trajectory of
an allele may be affected by correlations with other selected variants in the population. Such correlations
can let an allele ‘hitchhike’ with another strongly selected variant to fixation, or, if it is unlucky, drive it to
extinction. Fluctuations in evolutionary dynamics arising from these effects are known as genetic draft.
In this thesis, I combine theoretical modelling with experimental observation to understand how correlations between selected sites skew evolutionary dynamics. The focus of the work is on tying predictions from population genetics with observations from experimental data. In chapter 2, I analyze a simple,
stochastic model of a rapidly adapting asexual population to infer how the trajectories of alleles will change
over a characteristic timescale. I then use this prediction to derive several commonly used statistics of genetic diversity. In chapter 3, I track the changing genetic and phenotypic composition of populations of
budding yeast evolved under different recombination rates. I infer how interactions between hundreds of
selected variants affect the rate, predictability and genetic basis of adaptation, both validating previous theoretical work and uncovering the different roles of linkage between sites in sexual and asexual populations.
Before discussing the main advances of the thesis, I will begin with a review of the relevant population
genetic theory and experimental observations, beginning with the dynamics of single, independently seg-
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Figure 1.1: Snapshot of evolu onary dynamics from a recent study of forty, laboratory evolved popula ons of budding

yeast 111 . (A) Probability of ﬁxa on of an allele as a func on of its observed frequency in the popula on, inferred from
3509 measured allele frequencies from 12 mepoints over 1000 genera ons in 40 popula ons (black bins). Blue and
orange dashed lines show single-locus predic ons for neutral and posi vely selected alleles, respec vely. Data more
closely resembles neutral predic ons, despite the fact that these popula ons are known to increase rapidly in ﬁtness (∼78%/1000 genera ons), and allele frequency changes in these popula ons are too rapid to be caused by gene c dri . (B)
Allele frequency dynamics for a single popula on. Each solid line represents the trajectory of a new muta on detected
in sequencing data. Dashed lines represent maximum likelihood predic ons of three trajectories, assuming a single locus
model (that is, neglec ng compe on with other muta ons spreading in the popula on).

regating loci.

6

Time
Figure 1.2: Schema c of the Wright-Fisher model. Individuals in each genera on (represented by circles) are sampled with

replacement from individuals in the previous genera on.

1.1 Single locus models: The trajectory of a mutant allele
1.1.1

The Wright-Fisher model

We begin by considering the trajectory of a single neutral mutation, starting with a simple, discrete-time
model of evolution in a finite population. Consider a haploid population of N individuals, with discrete,
non-overlapping generations. Each generation, N offspring are randomly selected with replacement from
the previous generation, as demonstrated in Figure 1.2. This framework was conceived around the same
time by both Fisher and Wright in their development of single-locus population genetic theory 54,195 , and
is commonly referred to as the Wright-Fisher model.
Using this simple model, we can establish some intuition about the dynamics of neutral alleles. Given
j individuals carrying an allele A with no effect on fitness, the likelihood of i individuals with allele A in
the next generation is simply given by the binomial distribution
)
( ) ( )i (
N − j N −i
N
j
,
P (i|j) =
N
N
i

7

with expectation value and variance,
⟨i⟩ = j
σi2 =

j(N − j)
N

We can immediately observe that the likelihood of i individuals in a given generation only depends on
the number of individuals j in the previous generation. Thus, the forward-time dynamics of a neutral
mutation can be modelled as a Markov process with transition probability P (i|j), with two absorbing
states, P (0|0) = P (N |N ) = 1. Several useful results can be derived from this formulation 45,34 . One
simple result that can immediately be seen is the fixation probability πi of a neutral mutation carried by i
individuals, which is given by the solution to

πi =

∑

πj P (j|i)

j

π0 = 0
πN = 1.

Using the fact that ⟨i⟩ =

∑
j

jP (j|i) = i, we can see that πi = i/N is a solution that fulfils the boundary

conditions. Thus, the fixation probability of a neutral mutation is simply its frequency in the population.
This result makes intuitive sense – eventually, all individuals in the population will be descended from one
ancestor, and the likelihood for that individual to carry the neutral mutation is simply its frequency in the
population.
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Exact formula for other population genetic quantities like the mean time to fixation are more difficult
to obtain, but may be derived using a continuous time approximation that we will develop shortly.
We can also incorporate selection into this model relatively easily, by imposing the condition that individuals carrying allele A produce, on average, s more offspring than individuals that do not. In that case,
the transition matrix for the number of individuals i carrying allele A in the next generation, given j such
individuals currently, becomes

( )
N i N −i
P (i|j) =
ηj ηj ,
i

with
ηj =

(1 + s)j
= ⟨i⟩.
(1 + s)j + N − j

Although this model – and variants thereof – are used commonly as the basis for numerical simulations
of evolving populations, it is generally quite challenging to derive useful population genetic quantities
from them. Toward this end, we can make a few modest, simplifying assumptions, and recast this discretespace, discrete-time framework with a continuous-time, continuous-space diffusion approximation which
will be more amenable to exact analysis.

1.1.2

The diffusion approximation

If we assume that (i − j)/N = δx ≪ 1, i.e., that the frequency of an allele does not change substantially
in a single generation, then we can recast the Wright-Fisher model into a continuous-time, continuousspace diffusion approximation. The above assumption is equivalent to the assertion that the population
size is large and selection is weak, N ≫ 1 and s ≪ 1. We define f (x|y, t) to be the probability density of

9

an allele at frequency x at time t, given initial frequency y. The law of total probability then dictates that
∫
f (x|y, t + δt) =

f (x − δx|y, t)f (x|x − δx, δt)d(δx)

(1.1)

In other words, for an allele to end at frequency x at time t + δt, it must have ended at frequency x − δx
at time t, and then moved to x in the last instant δt.
In the Wright-Fisher model, the mean, variance, and higher order moments of an instantaneous change
in x, δx, are given by:

⟨δx⟩ = sx(1 − x)
2
σδx
=

x(1 − x)
N

⟨δxn ⟩ = o(1/N ) for n ≥ 3

The o(1/N ) dependence of higher-order terms justifies an expansion of Equation 1.1 to second order,
which results in the following differential equation:
)
∂f (x|y, t)
∂
1 ∂2 ( 2
=−
(⟨δx⟩f (x|y, t)) +
σδx f (x|y, t)
2
∂t
∂x
2 ∂x

(1.2)

This equation, known alternatively as the Fokker-Planck or the forward Kolmogorov equation, is of fundamental importance in population genetics. For the particular case of the Wright-Fisher model, we obtain:
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∂f (x|y, t)
∂
1 ∂2
=−
(sx(1 − x)f (x|y, t)) +
∂t
∂x
2 ∂x2

(

)
x(1 − x)
f (x|y, t)
N

(1.3)

For some purposes, it is instructive to write this equation in the Langevin framework, as

∂x
= sx(1 − x) +
∂t

√

x(1 − x)
η(t)
N

(1.4)

where η(t) is a white noise term with mean 0 and variance 1.
At this point, we can appreciate how the diffusion of allele frequencies are analogous to the Brownian
motion of particles, described generally in the physics literature by equation 1.2. However, an allele diffusing though a population is a strange particle indeed. The drift and diffusion terms for a particle undergoing
Brownian motion tend to be constants, with values determined by details of the kinetics and ambient fluid.
However, both the drift and diffusion components of a segregating mutation depend on its frequency in
the population, and vanish as the frequency approaches one of the two absorbing boundaries at 0 or 1.
The x(1 − x) dependence makes intuitive sense: for an allele to change in frequency, an individual of
one type must be replaced by an individual of the other type in the next generation, and the probability
for this to happen is related to the product of the frequencies of the two types. Equation 1.3 admits an
exact, closed-form solution for the case s = 0 96 , and an eigenfunction expansion for the general case of
s ̸= 0 97,32 .
To derive the fixation probability of a mutation, given some selective effect and starting frequency, it is
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more convenient to work with a slightly modified equation derived from the following condition:
∫
f (x|y, t + δt) =

f (y + δy|y, δt)f (x|y + δy, t)d(δy)

(1.5)

In other words, an allele that ends at frequency x at time t + δt, starting at frequency y, must have moved
to a frequency y + δy in the first instant δt, and from there moved to frequency x in the rest of the time t.
Taylor expanding this condition once again to second order and simplifying, we obtain the Kolmogorov
backward equation,
2
∂f (x|y, t)
∂f (x|y, t)
2 ∂ f (x|y, t)
= ⟨δx⟩
+ σδx
∂t
∂y
∂y 2

(1.6)

which for the Wright-Fisher model gives

∂f (x|y, t) x(1 − x) ∂ 2 f (x|y, t)
∂f (x|y, t)
= sx(1 − x)
+
∂t
∂y
N
∂y 2

(1.7)

The steady state, infinite time solutions to the equation above can be used to obtain the fixation probability
π(s, x) of a mutation starting at frequency x with fitness effect s 45 :

π(s, x) =

1 − e−2N sx
.
1 − e−2N s

(1.8)

We can learn a great deal from this simple equation. First, we see that as s → 0, π(s, x) → x, recovering our earlier result for a neutral mutation. Furthermore, for a selected mutation originating in a single
individual (y = 1/N ), we have π(s, 1/N ) ≈ 2s. This result may be initially surprising: it suggests that
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only a very small fraction of beneficial mutations are expected to fix in the population, even if they are
strongly selected. If we believe this result, a beneficial mutation conferring a quite massive fitness benefit
of 10% will go extinct four out of five times it arises. Not surprisingly, we can see that the greatest danger
to beneficial mutations exists when they are rare. Once a selected mutation crosses a frequency threshold of about 1/(N s) (equivalently, once it is carried by n ≫ 1/s individuals), its fixation probability
rapidly approaches 1. We refer to the threshold between stochastic fluctuation at n ≪ 1/s and quasideterministic fixation at n ≫ 1/s as the “drift boundary,” and mutations that have crossed this boundary
as “established.”
The significance of the boundary at 1/s can be understood by considering the balance of genetic drift
with selection. A rare mutation carried by n individuals will be changed by δndrif t ≈

√
nδt in a time δt

due to genetic drift, where we have approximated σ 2 = N x(1 − x) ≈ N x = n. The same mutation will
be changed by selection by δnsel ≈ nsδt. From the above, we can see that genetic drift will substantially
change the number of mutants n over roughly n generations. In that same time, selection will add roughly
n2 s mutants to the population. The value of n at which these two forces balance is 1/s. At substantially
smaller numbers, drift dominates; at larger ones, selection does.
We can glean a number of key insights from this simple observation. First, a mutation whose fitness
effect is substantially smaller than N s will never have a fixation probability much larger than its neutral
expectation, suggesting that its dynamics will not differ substantially from those of a neutral mutation. In
other words, a mutation does not “feel” the effects of selection when its effect s ≪
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1
N.

1.1.3 Branching process and asymptotic matching
Equations 1.7 and 1.3 have been solved exactly to derive the probability density of the frequency of a selected
allele over time 97,32 and its mean (conditional) time to fixation 45,100 . However, neither of these results have
simple analytical solutions as in 1.8, and must be cast in terms of an eigenvalue expansion (in the former
case) or integral special functions (in the latter). We can analyze the dynamics of a selected allele more
simply by using the observation that certain terms of equations 1.3, 1.7 and 1.4 are negligible in different
regimes of an allele’s trajectory. We can solve for the trajectory in these different regimes and then match
the solutions together, obtaining a much simpler and more intuitive picture of the dynamics.
When the frequency of an allele x ≫

1
N s , genetic drift no longer substantially affects its trajectory.

In

this case, we can ignore fluctuations about the expected frequency over time, and write 1.3 as:

∂x(s, t)
1
≈ sx(1 − x) for x ≫
∂t
Ns

(1.9)

which can be solved exactly:
x(t) =

x0 est
1 − x0 + x0 est

using the boundary condition x(0) = x0 .
What about when x ≲

1
Ns ?

We might naively try to ignore the selection term and only retain the

diffusion component, but this will be problematic for matching, since there is strictly no regime where
both approximations describe the dynamics. One alternative is to simplify both the deterministic and
stochastic terms, so long as x ≪ 1:
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∂x(s, t)
≈ sx +
∂t

√

x
η(t)
N

for x ≪ 1

(1.10)

This approximation assumes that the mutant does not substantially change the mean fitness of the
population, and no longer constrains the total population size to be constant. If x makes up a substantial
proportion of the population (or if many such lineages are being considered simultaneously), this approximation can introduce substantial population size fluctuations and allow the population to grown in size
indefinitely. However, because the mutant is assumed to comprise a small fraction of the population, we
can assume that it does not substantially change the mean fitness or the total population size.
We can then analyze the dynamics of the mutant by considering g(n|1, t), the likelihood that a mutation is carried by n individuals, given that it arose in 1 individual at time 0. By considering all possibilities
in the first time step δt, we arrive at the following relation:

g(n, 1, t) =

δtδn,0
+ (1 + s)δtg(n, 2, t − dt) + [1 − (2 + s)δt]g(n, 1, t − dt) (1.11)
|
{z
} |
{z
}
| {z }
P (birth event in dt)
P (neither)
P (death event in dt)

If we assume that the mutant lineage fluctuates and grows independently of the rest of the population,
we can solve this model using a branching process approximation:

g(n, 2, t) =

n
∑

g(m, 1, t)g(n − m, 1, t)

m=0
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which assumes that all lineages generated by the mutant proliferate independently. Equation 1.11 can be
rewritten in terms of the generating function,

G(z, t) =

∞
∑

g(n, 1, t)z n ,

n=0

and solved exactly to obtain the expected number of mutants at a given time after the mutant arises:

⟨n(t)⟩ =

∂G(z, t)
∂z

= est
z=1

and the expected number of mutants, given that the mutant will eventually fix:

⟨n(t)|n(t → ∞) ̸= 0⟩ = est +

est − 1
est
≈
for t → ∞
s
s

(1.12)

Equation 1.12 suggests that a successful mutant will tend to rise in frequency much more quickly than
expected in the first few generations of its existence.
We can now match the expected trajectories in the two regimes to obtain

⟨x(t)⟩ ≈

est
N s + est

for t ≫ 0

suggesting that the mean time to fixation of a mutation,

T (s) ≈

2 ln(N s) − ln(s)
s
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(1.13)

where the 2 ln(N s)/s term is the time it take the mutation to reach a frequency of 1 − 1/(N s), and
− ln(s)/s is the typical time it will take for that mutation to stochastically fluctuate to fixation once it is
at a very high frequency. We will revisit this formalism in more detail in Chapter 2.

1.2 Two locus models: interactions between alleles
As we’ve seen in the previous section, the dynamical properties of independently segregating mutations
have been described in great detail and are largely well understood. However, evolution becomes substantially more complicated when even one additional variant also segregates in the population. Although
the case of two mutations in the population is hardly less unrealistic than the case of one, developing this
scenario helps establish the intuition about how multiple interacting mutations can distort evolutionary
trajectories.
Broadly, mutations can affect each other’s fates and dynamics in two ways. First, the fitness of individuals can depend non-additively on the mutations they carry. In other words, given alleles A and B at two
loci with reference alleles a and b, along with corresponding fitness effects of the single and double mutants sAb (equivalently, sA ), saB (equivalently, sB ), and sAB , we can consider a simple model in which
sAB = sAb + saB . If this relation holds, and the two variants are not correlated in other ways (discussed
below), then the trajectory of each allele will be approximately consistent with the formalism developed in
the previous section (so long as sxy ≪ 1 for all x ∈ {A, a}, y ∈ {B, b} ). In general, however, the model
described above does not hold, and the fitness of the double mutant deviates by sAB = sAb + saB + ϵ,
where ϵ quantifies the amount of epistasis, or non-additivity, in the system. This additional parameter
can dramatically affect the outcome of evolution. For example, whereas alleles in single-locus models will
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either fix or go extinct on timescales O(N ) or smaller, for a broad range of values of ϵ the population
can harbor one or several internal equilibria, maintaining some or all possible genotypes in the population
indefinitely. The existence and location of such equilibria are set by a balance between selection, which amplifies favored genotypes, and recombination, which destroys them. There is a large body of work studying
these equilibria for a broad class of epistatic models 88,89 .
Alternatively, two alleles can interfere with one another’s dynamics if their occurrence is correlated – or,
in population genetic jargon, if they are linked. Given two alleles A and B with population frequencies fA
and fB , consider the frequency of each two locus haplotype fxy for x ∈ {A, a}, y ∈ {B, b}. If the two
alleles segregate independently, i.e., if fxy ≈ fx fy , then the two loci are said to be unlinked, and evolve
approximately according to single locus models. We might quantify the degree of linkage between two
alleles by considering the Pearson correlation coefficient

r=

fAB fab − fAb faB
√
.
fA fa fB fb

In practice, however, population geneticists prefer to consider only the numerator of this equation, which
is referred to as the linkage disequilibrium (LD) and denoted by the parameter

D = fAB fab − fAb faB .

There are several reason why two alleles might be found in linkage disequilibrium. A mutation to an
allele A may occur in close physical proximity to a variant B at another locus, e.g. in the same gene or
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operon. In this case, the ‘repulsion’, or Ab/aB, haplotypes can only be generated by a recombination
event between the two sites. Such events will occur at rate ρdfAB fab , where ρ is the local recombination
rate and d the physical distance between alleles A and B. In general, if the two locus haplotype fAB is
sufficiently uncommon, and its frequency change in a given time interval, ∆δt fAB ≫ ρdfAB fab δt, then
linkage disequilibrium will accrue between the two sites A and B.
We can quantify this intuition precisely by considering how haplotype frequencies are changed by the
forces of selection and recombination. Neglecting drift, the dynamics of two-locus haplotypes are governed
by the following coupled ordinary differential equations:

dfAB
dt
dfAb
dt
dfaB
dt
dfab
dt

= (sAB − s̄)fAB − ρd(fAB fab − fAb faB )
= (sAb − s̄)fAb + ρd(fAB fab − fAb faB )
= (saB − s̄)faB + ρd(fAB fab − fAb faB )
= (sab − s̄)fab − ρd(fAB fab − fAb faB )

(1.14)

where
s̄ = sAB fAB + sAb fAb + saB faB + sab fab

is the average fitness of the population. From 1.14, we can infer how the linkage disequilibrium D will
change over time:
dD
= D(sA + sB − 2s̄) + ϵfAB fab − ρdD
dt

(1.15)

where as before we write sAB = sA + sB + ϵ and scale fitness so that sab = 0. Equation 1.15 reveals

19

that linkage disequilibrium is set by a balance between selection, which amplifies LD for rare haplotypes,
and recombination, which breaks it down. Epistatic interactions can also induce correlations between sites
by amplifying or suppressing the AB/ab haplotypes, although the direction of this effect depends on the
sign of the parameter ϵ.
Nowhere is the effect of linkage more apparent than in the dynamics of asexual populations, where
recombination can never generate additional haplotypes. In these populations, assuming no further mutations to either alternate allele, linkage disequilibrium will always be at its maximum possible value given
the allele frequencies. For asexual populations, ρ = 0, and equations 1.14 reduce to the well known replicator equations of evolutionary game theory 179,172 , which have exact solutions:

fxy (t) = ∑

fxy (0)esxy t
sx′ y′ t
x′ ,y ′ fx′ y ′ (0)e

(1.16)

Note that if all sxy are distinct, then the haplotype with the largest sxy will approach frequency 1 as t →
∞, so long as it begins at any non-zero starting frequency. Conversely, a haplotype that is not initially
generated by mutation will never arise, implying that the ‘best possible’ haplotype will rarely be the one that
fixes. In other words, if fAB = 0 initially, then either allele A or allele B may fix, but not both. Equation
1.16 demonstrates that selected mutations at high frequencies in the population can be outcompeted by
rare, fitter haplotypes, resulting in substantial deviations in dynamics from single-locus predictions.
This phenomenon, known as clonal interference, is ubiquitous in both laboratory-evolved and naturally
adapting asexual populations. A example of dynamics driven by these effects is given in Figure 1.3, which
shows segregating variation in the epitope region of the hemagglutinin (HA) gene in global populations
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Figure 1.3: Global molecular evolu on in the epitope region of the hemagglu nin (HA) gene of seasonal inﬂuenza. Each

trajectory represents the frequency of an observed muta on (rela ve to the ancestral reference strain) over me, averaged over a 6 month window.

of seasonal influenza – a rapidly evolving RNA virus that undergoes virtually no form of recombination.
Many variants that appear to be on a trajectory toward fixation are eventually purged as different, fitter
clones arise and sweep, suggesting that clonal interference effects substantially alter dynamics in these populations.
These interference effects may also have significant consequences for adaptation in sexual populations.
The phenomenon described above – where adaptive variants on different genetic backgrounds compete
with each other for fixation, and ultimately slow the rate of adaptation – was first appreciated in sexual
populations in a 1966 simulation study by Hill and Robertson 78 . By generating new, favored genotypes
in the population, sexual populations can alleviate this so-called Hill-Robertson interference, suggesting a
benefit for higher recombination rates, and, in general, sexual over asexual evolution.
Furthermore, linkage disequilibrium between selected and neutral alleles leads to distortions in genetic
diversity in regions flanking the selected site, a phenomenon that has been exploited in numerous statistical
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tests for selection in genomic data 167,1,12,149,189,169 . This effect was first appreciated in a seminal 1974 paper 126 ,
which observed that a neutral allele in linkage disequilibrium with a selected site can either “hitchhike” to
a higher frequency, or (if it is found on the opposite haplotype) be outcompeted. We can describe this
phenomenon precisely by solving equations 1.14 with s = sA > sB = 0 (and ϵ = 0) for the final
frequency of the linked neutral allele, y = fAB + faB , giving

y≈






fB (0)(1 − (N s)−r/s ) + (N s)−r/s

allele on same background
(1.17)





fB (0)(1 − (N s)−r/s )

allele on different background

where r = ρd is now the average recombination rate between the two sites. Note that the strength of
this hitchhiking effect is set by the parameter r/s, which quantifies the relative rates of recombination and
selection. As r/s → ∞, the neutral allele is unlinked much more quickly than the selected allele amplifies,
and the selected variant does not substantially change the frequency of the neutral site. Conversely, as
r/s → 0, the neutral variant either fixes or goes extinct, depending on whether or not it is found on the
background of the selected allele. This hitchhiking effect results in a signature of selection characterized
by a reduction in overall genetic diversity, but with an excess of neutral variation at very high and very low
frequencies.
If the beneficial mutation rate is sufficiently high, then the dynamics of neutral and weakly selected
alleles may be driven largely by fluctuations arising from these kinds of stochastic hitchhiking effects, rather
than genetic drift. If only a single strongly selected mutation is sweeping in the population at a time, the
details of this process have been worked out for both sexual and asexual populations 59,60 . For example, we
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can consider the change in frequency of a neutral allele over the typical time that a beneficial mutation will
sweep. Neglecting changes arising from genetic drift, a neutral mutation at frequency f may shift to three
different frequencies f ′ over one such time step:






(N s)−r/s (1 − f ) + f





′
f = f (1 − (N s)−r/s )









f

selected mutation arises on same background
selected mutation arises on different background

(1.18)

no selected mutation

where the first two cases are based on the change in frequency derived in 1.17. Since the frequency of the
neutral site depends only on its frequency in the previous step, we can model this system as a discrete-time
Markov process. If p is the likelihood for a strongly selected mutation to arise in one time step, we can
calculate the first few moments of the change in frequency ∆f :

⟨∆f ⟩ = 0
⟨(∆f )2 ⟩ = p(N s)−2r/s f (1 − f )
⟨(∆f )3 ⟩ = p(N s)−3r/s f (1 − f )(1 − 2f )

(1.19)

The form of the first two moments is similar to the corresponding Wright-Fisher process for neutral genetic drift with an ‘effective population size’ of Nef f =

(N s)2r/s
, inspiring the name genetic
p

draft for the

stochastic fluctuations arising from this phenomenon. However, care must be taken in drawing further
conclusions from this similarity, since higher order moments do not vanish for Nef f → ∞, as they do
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for genetic drift. Genetic draft is characterized by large, rapid jumps in allele frequencies, and thus is not
appropriately described by a diffusion approximation.
Despite this difficulty, it is possible to derive the effects of this process on the rate of fixation and some
simple properties of genetic diversity 59,60 . Furthermore, the effects of genetic draft can be analyzed in the
much more complex case of many segregating beneficial mutations. In this case, we must consider both
interference between selected sites, and on linked neutral variation.

1.3

Travelling wave approaches

In the following two sections, I will briefly review progress that has been made in modelling adaptation in
populations with many linked beneficial mutations, beginning with the asexual case.
When the beneficial mutation rate Ub ≫ 1/N , many selected sites segregate in the population simultaneously. For asexual populations, this results in a few additional constraints on the dynamics of a selected
mutation. Most importantly, the trajectory of a mutation depends much more heavily on the genetic
background on which it arises, and whether or not its offspring acquire further beneficial mutations. In
the limit where many beneficial mutations arise in a single generation, a mutation’s fate may be determined
more by genetic background and genetic draft than by its intrinsic fitness effect.
In this limit of plentiful beneficial mutations, it is simpler to write down a model for the dynamics of
genotypes than mutations. While the fitness of a genotype stays constant over time, the average fitness
of individuals carrying a particular mutation will stochastically fluctuate as they accumulate additional
selected variants. The frequency gi (t) of a genotype i with fitness s(i) at time t evolves according to the
following Langevin equation, where we break down the contributions from genetic drift, selection and
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mutation:


∑
∑
dgi (t) 
= s(i) −
gj (t)s(j) gi (t) +
µ(i, j)gj (t) − Ub gi (t)
dt
j
j
{z
}
|
{z
} |
mutation
selection
√
∑
gj (t)
(δi,j − gi (t))
+
η(j)
N
j
|
{z
}
genetic drift

(1.20)

where µ(i, j) is the mutation rate from genotype j to i, η(j) is a white noise term with mean 0 and variance
1, and the correlation structure of the genetic drift term imposes the constraint that

∑

i gi (t)

= 1.

Equation 1.20 presents a serious challenge to solve in practice. The dynamics of an individual genotype
at a given instant depends on the exact composition of the rest of the population: what other genotypes
are present, their fitnesses, their rates of mutation to and from the focus genotype, and their stochastic fluctuations from generation to generation. This is further complicated by the fact that in any given adapting
population, the vast majority of possible genotypes are not present in the population at all. Because the set
of possible genotypes is invariably much larger than the typical population size, an adapting population
at any instant will harbor only a tiny, closely related fraction of all possible genotypes, whose identities
will depend sensitively on the initial condition of the population. This means that any sort of mean field
approximation, whereby we attempt to consider the dynamics in light of some deterministic, steady-state
or optimal distribution of gj , are destined to fail in all but the most restrictive cases.
Even with the same starting conditions, the genotypic composition of a population will eventually vary
considerably from instance to instance. The dynamics of fitness, on the other hand, are much more pre-
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dictable. In particular, many ‘bulk’ properties of the population, such as the variance in fitness and the
rate of adaptation, can be derived exactly as a function of N, s and Ub . The strategy for analyzing the dynamics of individual mutations in this case is to consider the fate of an allele as it arises and spreads on the
backdrop of this adapting fitness distribution. Thus, we can make progress on equation 1.20 by grouping
genotypes with similar fitnesses, and considering how these ‘fitness classes’ will change in frequency as the
population adapts. In particular, the frequency f (s, t) of individuals with fitness s will change according
to the Langevin equation:
(
)
∫
∫
′
′
′
s − s f (s , t)ds f (s, t) + Ub ρ(s − s′ )f (s′ , t)ds′ − Ub f (s, t)
{z
}
|
{z
} |
mutation
selection
√
∫
f (s′ , t)
+ (δs,s′ − f (s, t))
η(s′ )ds′
N
|
{z
}
genetic drift

df (s, t)
=
dt

(1.21)

where ρ(s − s′ ), the distribution of fitness effects (DFE), denotes the probability density of mutations
with fitness effects ρ(s − s′ ). Note that we assume that there is no background-dependence to selective
effects; mutations with effect sizes s − s′ are equally likely, regardless of the genetic background they arise
on.
If the typical effect size

∫

sρ(s)ds = ⟨s⟩ ≫ Ub , then the dynamics of each fitness class will be dom-

inated by changes due to selection rather than mutation or genetic drift, so long as f (s, t) ≫ 1/(N s).
In this case, we can solve 1.21 in a regime where the last two terms are negligible. We further suppose that
the mean fitness s̄(t) =

∫

sf (s, t)ds increases linearly in time at some rate v. Once we have solved 1.21,

we can develop a consistency condition for our solution that enforces this assumption, which amounts to
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solving for the parameter v in terms of underlying population genetic parameters N , s and Ub .
Given these assumptions, equation 1.21 simplifies to

df (s, t)
≈ (s − vt)f (s, t)
dt

(1.22)

which has the solution
(s−vt)2

e− 2v
f (s, t) = √
2πv
given the additional constraint that

∫

(1.23)

f (s, t)ds = 1. In general, 1.23 will only hold when the population

has been adapting in its environment for long enough that the initial fitness distribution has a negligible
effect on the population’s current state, which will hold when t ≫

√
1/v. Furthermore, this approxima-

tion will break down in regions where f (s, t) ≲ 1/(N ⟨s⟩), which occurs near the high- and low-fitness
edges of the distribution.
These edge effects cannot be ignored in adapting populations and must be modelled carefully. In particular, the stochastic fluctuations at the high-s tip of the fitness distribution have important consequences
for the dynamics of adaptation and genetic diversity. This is true for two primary reasons: first, the speed
of evolution and the variance in fitness that the population can sustain is limited by the rate at which
variation is generated at the wavefront, which is closely related to the rate at which new fitness classes can
stochastically arise and proliferate. Whereas mutations that arise in the bulk of the distribution are largely
irrelevant to the population’s adaptation, a small number of rare mutational events drive the emergence
and spread of the new classes that sustain the population’s adaptation.
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Second, because establishing lineages expand exponentially when rare, the earliest lineages to arise at the
wavefront will dominate the genetic diversity in their class. As a result, population-wide genetic diversity
depends strongly on how many such lineages there tend to be, how quickly they arise, and how much
these values fluctuate from class to class. These considerations are also relevant for analyzing the dynamics
of individual mutations, since the fate of a highly-fit lineage is dependent on how many other competing
lineages it must contend with, and for how long.
These arguments paint a reasonably simple picture of a rapidly adapting asexual population, demonstrated in Figure 1.4.

†

The population translates forward in fitness space as a noisy travelling wave, with

a rate of adaptation v equal to its variance in fitness σ 2 . The majority of the population evolves deterministically according to equation 1.22, whereas the high-fitness edge of the wave is generated stochastically
through the combined forces of mutation, selection and genetic drift. While all three terms are significant in this regime, we note that the correlation structure of the genetic drift term can be simplified considerably, as all the rare lineages can be assumed to grow or shrink independently of other lineages and
are largely unaffected by the constraint of constant population size. This regime can be analyzed using a
branching process approximation similar to the one employed in Section 1.1.3. The total rate of adaptation
and (equivalently) the variance in fitness can then be calculated by matching the rate of improvement of
the population’s ‘bulk’ with the rate of establishment of new, fit classes.
†

One could argue that this picture is misleading, or at the very least, incomplete. Equation 1.23 presents one
particular time-invariant solution of 1.22. In reality, each instance of an evolving population will have a finite set of
fitnesses present at a given time, rather than the continuous mean-field density given by equation 1.23. Furthermore,
fluctuations in the rate that each new set of classes arises will introduce correlated distortions in the shape of the wave
from the simple Gaussian solution. Some authors have addressed this latter complication 52,72 , whereas the former
objection can be addressed by appropriately coarse-graining the fitness distribution, or considering a single-s model
(discussed below).
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Figure 1.4: Schema c of the travelling wave of a rapidly adap ng asexual popula on. Grey bars represent ﬁtness classes in

one speciﬁc instance of the travelling wave, whereas the blue curve represents the average ﬁtness distribu on. Although
the speciﬁc set of populated ﬁtnesses will vary from instance to instance, the majority of the popula on is approximately
described by a Gaussian distribu on that translates forward at some rate v . Fitness classes in this regime evolve determinis cally, albeit nonlinearly, according to 1.22. The high ﬁtness p of the travelling wave evolves stochas cally, albeit
linearly, due to the combined forces of muta on, selec on and gene c dri .

A number of useful results, including rates of adaptation and fixation probabilities of selected mutations, have been worked out for the case of a general distribution of fitness effects 64 . However, in future, I will concentrate on the case where selected mutations arise with a single, typical effect size s, i.e.
ρ(s′ ) = δs,s′ . This assumption considerably simplifies both the intuition and analysis of equation 1.21,
while retaining the main qualitative features of the dynamics. Furthermore, it has been shown that fixing beneficial mutations in populations with a broad class of short-tailed DFEs are sharply peaked around
some characteristic fitness value s̃ 64,39 , suggesting that the single-s model is a decent approximation for
dynamics in these cases.
In the single-s model, the fitness of an individual is determined entirely by the number of beneficial
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mutation k that it carries. In this case, we can modify equation 1.21 to model the dynamics of the k-th
fitness class:
(
)
∑
df (k, t)
=s k−
k ′ f (k ′ , t) f (k, t) + Ub (f (k − 1, t) − f (k, t))
dt
k′
√
∑
f (k ′ , t)
+
(δk,k′ − f (k, t))
η(k ′ )
N
′

(1.24)

k

This equation has been solved for the distributions of class sizes and variance in fitness by matching the
behavior in the bulk of the distribution with evolution at the stochastic wavefront 39 . We will revisit the
details of both the method and the solution in Chapter 2.

1.4 Rapidly adapting sexual populations
The approach of the previous section can be extended to modelling adaptation in sexual populations with
the addition of a recombination term to equation 1.20:
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}
(1.25)

Equation 1.25 represents the dynamics of haploid genotypes gi that outcross at some rate r per generation.‡
The recombination kernel R(i|j, k) is the likelihood of generating genotype i from a mating and meiosis
event between genotypes j and k. Characterizing the behavior of equation 1.25 is an area of active research
in modern population genetics, and many steady-state properties of this model, including the variance in
fitness, the rate of adaptation, the fixation probability of new mutations and many statistics of genetic
diversity, have not yet been derived for a broad range of parameter regimes.
Several challenges underlie the analysis of this model’s behavior. First, if r ∼ σ, i.e. if the rate of
outcrossing is on the same scale as the typical fitness differences between individuals, then adaptation in
these populations can be driven by rare recombination events that generate offspring far into the highly
fit tail of the fitness distribution, causing large jumps in fitness that quickly purging previously existing
variation. If these large fluctuations are sufficiently common, then the mean-field approximation for the
shape of the fitness distribution may be a poor approximation for the population’s typical behavior.
Furthermore, bulk properties such as the shape of the fitness distribution and the rate of adaptation
cannot be decoupled from genetic diversity in the analysis of sexual populations, as they are in asexuals.
When calculating such quantities in asexual populations, genetic diversity is only relevant with regards to
fitness, i.e. genotypes with the same fitness can effectively be considered identical. This is no longer true in
recombining populations, where the distribution of offspring generated by recombination events depends
crucially on the number of beneficial mutations that vary between two parents, even if those parents have
the same total fitness. Two diverse, distantly related parents will occasionally generate rare, fit recombinant
‡

Equivalently, this equation can also represent the dynamics of diploid genotypes, so long as both copies of each
allele are included in the fitness term, and each copy contributes additively to the total fitness (or, in population
genetic jargon, the dominance coefficient h = 1/2).

31

offspring, which in turn will rapidly proliferate and purge genetic variation, introducing transient feedback
effects between the rate of adaptation and diversity. In short, we cannot simply describe the travelling wave
in fitness space and then work out the consequences for genetic diversity – the two are intimately related
in sexual populations.
Finally, evolutionary dynamics in recombining populations are affected by transient, local patterns of
linkage disequilibrium. In asexual populations, adaptation depends on how many beneficial mutations
there are, and on what backgrounds they arise. In sexual populations, it is also necessary to keep track of
how these beneficial mutations are distributed along the genome. The fate of an individual allele is strongly
affected by variants in its local genetic neighborhood, but largely unaffected by variants at distances d such
that ρd ≫ 1.
A number of strategies have been proposed to resolve these challenges. One approach is to approximate the genome as a set of unlinked ‘linkage blocks:’ a mutation that arises within a particular block is
assumed to undergo no recombination events between other mutations in its block, and is completely unlinked to all other sites. The length of each linkage block can be derived in a self-consistent manner by
matching the recombination rate across a block with the (inverse) time it takes a mutation in that block
to sweep. The population can then be analyzed by combining the effects of each independently evolving,
non-recombining block. This approach neglects fluctuations arising from rare, highly-fit recombinant haplotypes, but nevertheless generates reasonable approximations for a number of population genetic quantities in a broad range of parameter regimes 67,143,193 .
Another strategy effectively takes the opposite approach, and neglects physical linkage while attempting
to account for rare, fit recombinants. Such models are appropriate for systems undergoing rapid adapta-
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tion but only occasional outcrossing, relevant for viruses undergoing coinfection and template switching
during replication, and facultatively sexual organisms such as yeast and nematodes. In this case, the evolution can be approximately modelled by considering the dynamics in fitness space:
(
)
∫
∫
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where K(s|s′ , s′′ ) is the likelihood of generating a mutant of fitness s, given a recombination event between individuals of fitnesses s′ and s′′ . Note that the problem of rare, highly-fit recombinants has not
been resolved in this model. As such, the approximation of a single, time-independent K(s|s′ , s′′ ) is
only appropriate for a restricted set of conditions. One common approach is to assume some steady-state
background fitness distribution and form for K(s|s′ , s′′ ), and analyze the consequences for the rate of
adaptation and the dynamics of individual alleles 146,141,165 . If large fluctuations are sufficiently rare, these
analyses may accurately describe the typical behavior of the travelling wave.
The behavior of Equation 1.26 depends on the ratio r/σ, which denotes the frequency of outcrossing
relative to typical fitness differences between individuals. For the regime where r/σ ≫ 1, each genotype
is broken up by selection before it has a chance to significantly amplify in frequency. As a result, linkage
disequilibrium between sites does not accumulate, and evolutionary dynamics are well approximated by
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the single-locus models described in Section 1.1 § .
The dynamics become more complicated in the regime where r/σ ≲ 1. Here, genotypes at high fitness can amplify in frequency more quickly than recombination can break them down, resulting in the
emergence of clones that purge genetic variation. This ‘clonal condensation’ regime has been predicted for
populations initiated from a diverse pool of standing genetic variation, as would be generated through a
cross between two diverged strains. In the absence of further mutations, a number of authors have derived
analytical predictions for the typical time that clones first appear, the typical size of each clonal clade, and
the final fitness that the hybrid population will attain 148,144 . However, no steady state model of this system
has been described, and many properties of evolution in this regime are poorly understood.

1.5 What do experiments and real-world observations tell us about adaptation?
In the previous few sections, I’ve outlined the major theoretical advances and ongoing challenges in describing the dynamics of positively selected mutations. As we have seen, these dynamics have long been
well-understood for single, isolated sites (and, to a lesser extent, for pairs of sites). When positive selection
is very rare, or recombination between sites very frequent, adaptation is well-described by such models.
This observation raises the question: how well do these models actually describe adapting populations?
In other words, how frequently does genetic draft and linkage between selected sites actually matter for
evolution?
Note that linkage disequilibrium between two sites i and j does attain a small, equilibrium value of O(ϵij /r) if
there is any amount of epistasis between sites, inspiring the name ‘quasi-linkage-equilibrium,’ or QLE, for evolution
in this regime for general epistatic models 98,145 .
§

34

To answer this, we can look to examples from both laboratory evolution experiments and real-time observations of adaptation in natural populations. Our best data invariably comes from asexually evolving
microbial and viral populations, because their small genome sizes and fast generation times make timeserial investigations of their adaptation fast and cheap. In these cases, for even modest population sizes
of O(105 ), observations of clonal interference are the rule rather than the exception 123,107,6,108,112,85,136,35,36 .
Although such dynamics could, in theory, arise from only a handful of beneficial mutations, evidence suggests that many laboratory-evolved microbial populations harbor hundreds or thousands of newly arising,
strongly selected, simultaneously segregating mutations 117,40 .
Similar effects have been observed in sequence datasets obtained from rapidly evolving global pathogens.
One well studied example is the influenza A virus, for which genetic samples of the rapidly evolving epitope
region of the hemagglutinin protein (HA) have been collected since the 1960’s 5 . Variants emerging in
these regions are characterized by large, erratic fluctuations in global frequency, indicative of competition
between different adaptive clades carrying disjoint sets of selected alleles (see Figure 1.3). Recent years have
seen considerable interest in combining population genetic models of rapid adaptation with functional
predictions of mutational effects to develop better predictive models for vaccine strain selection 122 .
Observations of real-time adaptation have also been made for facultative outcrossers both in and out of
the lab. A recent study of the molecular dynamics of evolution in a few facultatively sexual populations of
budding yeast observed large fluctuations in frequency of a few clonal genotypes, hitchhiking of strongly
deleterious alleles to high frequencies, and alleviation of Hill-Robertson interference through recombination 130 . These effects have also been observed in longitudinal, metagenomic samples of HIV collected
from chronic infections 198 (HIV undergoes a form of recombination as a result of template-switching,
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whereby a hybrid DNA strand may be reverse transcribed from multiple viral templates during coinfection), demonstrating that rare recombination is likely to be important for intrapatient viral evolution. A
better understanding of the effects of these rare recombination events may help to predict the timescales
of viral escape from the host immune system and the emergence of resistance to antiretroviral therapy.
Although examples of genetic draft are ubiquitous for both asexual populations and rare outcrossers,
the data is more complicated for obligately sexual populations. Data for these populations generally takes
two forms: inferences of selective effects from current patterns of genetic diversity and data from artificial selection experiments. For the former, a number of statistical methods to detect the effects of rare,
strong selection have been developed and successfully employed in a number of organisms, particularly
in humans 167,1,12,149,189,169,9,13,168,149 . On the other hand, recent evidence suggests that some adaptations in
human populations are caused by selection on complex traits with contributions from hundreds of loci or
more 51,10,184,75,73,74 . Some authors have argued that this form of polygenic adaptation could explain some
inconsistencies between indirect evidence for positive selection and the relative scarcity of beneficial candidate loci 159 . Although it is likely that there is considerable concurrent selective pressure on many thousands of sites in the human genome, it is unclear how the dynamics of this selection is affected by linkage
disequilibrium, and the importance of this effect relative to other factors such as stabilizing selection and
epistasis. Evidence for the role of linkage disequilibrium is more convincing in other model organisms such
as Drosophila, whose evolution has been inferred to be under strong, pervasive position selection 169,174 and
for which competing, strongly selected drug resistance mutations have been observed directly 86 .
Artificial selection experiments have been employed for over a century to investigate the phenotypic
response of populations to selection and infer the genetic basis of adaptation 47 . Historically, these ex-
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periments have found that most variation in complex traits is highly polygenic, obtaining contributions
from hundreds if not thousands of sites, and that extended selection on this variation has consequences
for reproductive fitness. Recently, a growing class of “evolve-and-resequence” (E&R) experiments have
linked these observations with genetic data. These experiments expose a diverse, usually outbred population to selection on a phenotype of interest, and sequence a subset of the population both before and
after the evolution to quantify the genetic response to selection. Because of the longer generation times
and more complex genomes involved, these experiments are typically performed in smaller populations
and over shorter timescales than corresponding experiments in microbes. Furthermore, the result of these
experiments depend heavily on the model organism and phenotype studied; typical E&R experiments find
anywhere from several to several thousand variants under selection 115,201,42,23,187,84,154,181,151 . Nevertheless, in
cases where time-serial data is available, evolutionary dynamics are often poorly described by single-locus
models. Regions of the genome that appear to be under strong early selection often stagnate at intermediate frequencies and rarely fix 154,19,21,151 . Furthermore, fine mapping of large effect quantitative trait loci
often uncovers several causative sites in linkage disequilibrium 120,176 , suggesting that linkage effects may
underlie some of the deviations observed in E&R experiments. However, these effects can also be brought
about by epistasis, pleiotropy, frequency-dependence, or any number of other possible multi-locus effects,
and the specific genetic architectures underlying selected phenotypes is virtually always unknown.
In short, laboratory and artificial selection experiments, along with real-world observations of rapidly
adapting pathogens, reveal that many populations harbor large numbers of interacting beneficial mutations. Accurate models of genetic draft and epistasis are necessary to accurately forecast evolution in such
cases. The effect of interference between selected sites is often readily apparent in both asexual and facul-
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tatively sexual populations, where it results in dramatic deviations in evolutionary dynamics from naive
population genetic predictions. The effects of genetic draft are less obvious in obligately sexual populations. Here, linkage disequilibrium tends to be much lower, and deviations from single-locus models can
be explained by a large number of other factors. Nevertheless, fine-mapping studies find that genomic
regions affecting quantitative phenotypes often obtain contributions from several closely linked variants,
suggesting that linkage disequilibrium between sites may be important if such traits are under natural selection.

1.6

Overview of the thesis

As the cost of sequencing has plummeted, time-serial genomic sequencing has frequently been used to
forecast short-term outcomes of adaptation. This endeavor is complicated by genetic draft, which distorts
the trajectories of segregating mutations and randomizes the outcomes of adaptation. Considerable work
has already been done to model evolutionary dynamics in the presence of this effect, particularly if only a
few sites are involved. However, when beneficial mutations are plentiful, the effect of genetic draft on the
dynamics of adaptation is well understood.
This thesis helps to bridge this gap in understanding by describing the distortions in evolutionary dynamics arising from genetic draft, using the tools of theoretical population genetics and experimental evolution.
In Chapter 2, I develop analytical predictions for the dynamics of mutant alleles in rapidly adapting
asexual populations using a travelling wave approach similar to the one described in Section 1.3. A simple
intuitive picture emerges from this analysis, whereby the frequency of an allele in each newly arising, fittest
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cohort is governed by a Markov process with a heavy-tailed transition probability. Using this intuition, I
predict how allele frequencies of selected and neutral mutations will change over time, and use this prediction to infer other dynamical properties of adaptation, such as the fixation and sojourn time of a newly
arising mutation, along with several commonly used statistics of genetic diversity.
In Chapter 3, I experimentally examine how genetic draft alters the dynamics of adaptation in sexual
populations. In particular, I evolve hybrids of budding yeast at different rates of outcrossing, while periodically sequencing and assaying the fitness of both individuals and populations. I find that fitness in
these populations is highly polygenic, obtaining contributions from hundreds of selected sites, and that
linkage disequilibrium dramatically alters evolutionary dynamics at all recombination rates, albeit in different ways. In asexual populations, genetic draft leads to the rapid and inefficient fixation of a few clonal
genotypes. On the other hand, sexual populations adapt continuously throughout the duration of the
experiment by amplifying many weakly selected variants simultaneously. The gradual decay in linkage disequilibrium between selected sites results in an apparent stagnation of genetic change over time, yet allows
sexual populations to continue to adapt by finding superior combinations of alleles after nearly 1000 generations of evolution. In this way, recombination and genetic draft change the strength and number of
sites relevant for adaptation in sexual and asexual populations.
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2
The dynamics of genetic draft in rapidly
adapting asexual populations

Abstract

The accumulation of beneficial mutations on competing genetic backgrounds in rapidly adapting populations has a striking impact on evolutionary dynamics. This effect, known as clonal interference, causes

40

erratic fluctuations in the frequencies of observed mutations, randomizes the fixation times of successful
mutations, and leaves distinct signatures on patterns of genetic variation. Here, we show how this form
of genetic draft affects the forward-time dynamics of site frequencies in rapidly adapting asexual populations. We calculate the probability that mutations at individual sites shift in frequency over a characteristic
timescale, extending Gillespie’s original model of draft to the case where many strongly selected beneficial
mutations segregate simultaneously. We then derive the sojourn time of mutant alleles, the expected fixation time of successful mutants, and the site frequency spectrum of beneficial and neutral mutations. We
show how this form of draft affects inferences in the McDonald-Kreitman test, and how it relates to recent
observations that some aspects of genetic diversity are described by the Bolthausen-Sznitman coalescent in
the limit of very rapid adaptation.

2.1 Introduction

The effects of linkage between beneficial mutations in altering evolutionary dynamics and the
structures of genealogies has been recognized for nearly a century, particularly in the context of the evolutionary advantage of sex 139 . In both asexually reproducing organisms and in regions of low recombination
in sexual organisms, the chance congregation of beneficial mutations on competing genetic backgrounds
skews evolutionary dynamics. Because of this “clonal interference” effect, the success of a mutation depends not only on its fitness effect, but also on the quality of the genetic background in which it occurs
and the fortune of the mutant’s progeny in amassing more beneficial mutations 175,58,59,60,94 .
Recent work in experimental evolution has confirmed that clonal interference is widespread in large
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adapting laboratory microbial and viral populations 108,112,85,136,35,36 . Several recent studies also suggest that
classic “hard” selective sweeps may be rare in Drosophila 174,87 and humans 77,160 implying that models that
better account for linkage between sites need to be explored. As a result, in recent years there has been an
influx of theoretical work describing the effects of clonal interference on the evolution of large populations
(see Park et al. 153 for a recent review).
This work has provided a good understanding of evolutionary dynamics in the regime of rare interference, where the number of strongly beneficial mutations segregating in a population is rarely more than
two 58,152,59,60,95 . However, in large populations many beneficial mutations can segregate simultaneously,
and the population can maintain substantial variation in fitness. This decreases the importance of each
mutation’s intrinsic fitness effect relative to the quality of the genetic background on which it occurs. Longterm evolutionary dynamics in these populations are therefore driven primarily by the stochastic introduction of mutants at the high-fitness tip of the population’s fitness distribution, and the fluctuation in the
lineage sizes of these super-fit mutants when rare. Several models have been introduced to study evolution in these strong selection, strong mutation regimes 39,163,71,183 . This work has successfully described the
rate of adaptation and the variation in fitness within a population 39,164,153 , and the fitness effects of fixed
mutations 52,147,66,55 , while ignoring the specific mutations that underlie these population-wide quantities.
In this chapter, we use these earlier theoretical treatments as the basis for analyzing the evolutionary
dynamics of individual mutations (i.e. their frequencies over time and their eventual fates). To do so, we
study the forward-time dynamics of specific mutant lineages on the backdrop of the population’s fitness
distribution, concentrating specifically on quantities relevant and measurable in experiments: the trajectories and sojourn times of polymorphic sites, fixation times of successful mutants, and some basic patterns
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of genetic diversity.
We begin by introducing our model and briefly summarizing earlier results that describe the dynamics
of the population’s fitness distribution. We then demonstrate that the growth of the high-fitness “nose” of
this distribution is dominated by a small number of successful, founding mutants. Since this high-fitness
nose will eventually come to dominate the population, the long-term success of a given polymorphism is
largely determined by its representation (or lack thereof) among this small class of stochastically fluctuating, high-fitness individuals. This allows us to model adaptation as a series of replacements of each fittest
class by a new, fitter class over a typical replacement timescale. We show how this leads to a distribution of
transition probabilities that describe how the frequency of each polymorphism changes in each stochastic
jump from one fittest class to the next. This process bears some resemblance to several recent models of
adaptation in populations with highly skewed offspring distributions 38,43,173 . However, whereas in these
earlier models a jump in offspring frequency is assumed to be an explicit feature of the offspring distribution, in this work these jumps emerge organically from the dynamics of the underlying model.
We next use our derived transition probabilities to calculate various diversity statistics, providing an
alternative forward-time perspective that complements earlier structured coalescent approaches to these
questions 41 . We first calculate the site frequency spectrum of beneficial and neutral mutations, which
has not yet been explicitly derived for this class of models. We then use our results to make predictions
regarding the fates of mutations in experiments, particularly on the sojourn time of these mutations and
the time to fixation of a successful mutant. Finally, in the Discussion we describe a decay to neutrality
exhibited by mutations in these populations, comment on the relationship between our results and the
Bolthausen-Sznitman coalescent, analyze the implications of our results for interpreting widely used tests
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for adaptation, and consider the extension of our model to evolution on more complex fitness landscapes.
Our work complements earlier analysis of related questions in facultatively sexual populations 141 , which
neglect new mutations and focus instead on fluctuations in the frequencies of individual polymorphisms
driven by recombination into higher or lower fitness backgrounds. By contrast, we focus on either asexual populations or on tightly linked genomic regions of sexual populations, where recombination can be
neglected compared to selection and new mutations, and study instead the fluctuations in polymorphism
frequencies driven by new mutations. Despite the different sources of draft explored in these two models,
our results bear some similarities to the findings of Neher & Shraiman 141 , a parallel that we will revisit in
the discussion.

2.2

Model

We study the evolution of a large asexually reproducing population of constant size N , using the model
introduced in Desai & Fisher 39 (summarized below). This model assumes that beneficial mutations of a
single fitness effect s occur at a constant beneficial mutation rate Ub per genome and are drawn from an
effectively infinite number of possible sites. The use of a single fitness effect allows the fitness of an individual in the population to be described solely by the number of beneficial mutations k it carries, with
the absolute fitness of an individual given by wk = (1 + s)k ≈ 1 + ks for s ≪ 1. More complicated effects such as frequency dependent selection and epistasis are neglected in this analysis (although
the model is easily modified to include some simple sign epistasis, see Discussion). Finally, we assume that
the population is evolving in the strong selection, strong mutation regime. Specifically, this means that
N s ≫ 1, s/Ub ≫ 1, N Ub ≫ 1; meaning that the selective forces, selective forces relative to mutations,
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and incoming mutations per generation are all large.
In the next few paragraphs we will review the primary features of this model that are pertinent to our
analysis, which are justified in detail by Desai & Fisher 39 . This model describes the population as a travelling wave in fitness space, wherein the deterministic evolution in the bulk of the wave is combined with a
careful stochastic treatment of the birth and fluctuation in lineage sizes of mutants at the high-fitness nose
of the distribution. Specifically, the population is characterized according to the number of individuals
nk in each fitness class k, where the term ﬁtness class refers to the class of individuals carrying k beneficial
mutations. At each generation, nk changes according to the effects of genetic drift, incoming and outgoing mutations, and selection. If nk is sufficiently large, then selection trumps the effects of the other two
evolutionary forces, and the rate of change of nk is

dnk (t)
≈ nk (ks − ⟨ks⟩),
dt

(2.1)

where t is taken in units of generations and ⟨ks⟩ is the (time-dependent) mean fitness of the population. A fitness class will enter this regime of deterministic growth shortly after the effect of selective forces
overcomes the effect of drift, which occurs shortly after the entire fitness class reaches a population size
∼ 1/(k − ⟨k⟩)s, at which point we say that it is established. Given our assumption that s ≫ Ub , the probability for a fitness class that has not yet established to generate a more fit establishing lineage is extremely
low. Thus, the population is well described by a deterministically growing/shrinking set of fitness classes
{nkmin , nkmin +1 , ...., nkmax −1 } and one stochastically fluctuating class {nkmax }, where kmin , kmax are
defined to be the minimum/maximum k s.t. nkmin , nkmax ̸= 0.
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In principle, one could consider the transient dynamics by which an initially clonal population attains
a steady distribution of relative fitnesses. However, we are instead interested in the regime where this
equilibrium distribution has already been reached and is maintained over much longer timescales than
the typical establishment time of a new fitness class. In other words, the population has been evolving
long enough to attain some typical steady state fitness profile, but not long enough to begin to deplete the
supply of beneficial mutations (which validates our infinite sites approximation). In this case, the width
of the distribution is set by an equilibrium between the influx and growth of highly fit mutants (which
increases the width of the distribution) and the advancement of the mean fitness (decreasing this width).
The size of this width q (defined as the mean number of mutations between the mean fitness class and the
largest not-yet-established class) is given to a good approximation by

q≈

2 log(N s)
,
log(s/Ub )

(2.2)

(Desai and Fisher, 2007; Eq. 4) with higher order corrections given in Desai and Fisher (2007; Eq. 39). Similarly, τk , defined roughly as the random variable denoting the time between the establishment of fitness
class k − 1 and k, has expectation value
[
]
1
s q sin(π/q)
,
⟨τk ⟩ =
log
(q − 1)s
Ub πeγE /q

(2.3)

(Desai and Fisher, 2007; Eq. 36 * ) with γE ≈ 0.577 the Euler gamma constant.
Note that the variable is called τq in Desai and Fisher (2007), and contains an erroneous factor of (q −1) instead
of q within the logarithm.
*
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A more accurate derivation of the true time between establishments, accounting primarily for the nonnegligible effect of incoming mutations shortly after a class establishes, is derived in Brunet et al. 17 , whereas
a more careful discussion of the correct interpretation of τk is given in Desai & Fisher 39 . However, the
precise distribution of τk is not important for our analysis, since throughout the rest of this paper we will
take time in units of establishment of each new lead class.
If q is not small, the mean relative fitness of any individual class does not change too much in the course
of one establishment time. In this case, the dynamics of fitness classes are excellently approximated by a
staircase model, in which the fitness of every class is held constant over the course of the establishment of
a new class. In the time it takes each new class to establish, the mean fitness will typically increase by s,
and hence the relative fitness of all classes decreases accordingly. Thus, the number of individuals in each
class grows exponentially at a rate that is well approximated as diminishing by discrete steps of s after each
establishment time τk . Under these assumptions, the number of individuals in a class k with ℓ mutations
more or less than the mean is approximately
q−1
1 ∏
1
nk ≈
exp(is⟨τk ⟩) ≈ es⟨τk ⟩(q(q−1)−ℓ(ℓ−1))/2 .
qs
qs

(2.4)

i=ℓ

A more detailed discussion of this formula is given in Desai and Fisher (2007; p. 1774). Note that by
averaging over all times we recover a Gaussian distribution with variance σ 2 = v = s/⟨τk ⟩, where v is
the rate of adaptation.
We are primarily interested in the growth of fitness classes when they are still expanding near the highfitness tip of the wave, which is where mutations destined to reach appreciable frequencies first occur.
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Thus, we would like to examine the growth of the class k = kmax , i.e. the largest not-yet-established class.
The number of individuals in this lead class at short times is (Desai and Fisher, 2007; Eq. 31)

nk (t) =

eqs(t−τk )
.
qs

(2.5)

Note that we have arbitrarily defined the origin of time such that t = τk corresponds to the establishment
time of class k, which occurs when nk = 1/qs individuals. By a simple transformation,

nk (t) =

σk eqs(t−⟨τk ⟩)−γE /(q−1)
,
qs

(2.6)

where we have defined
σk = e−qs(τk −⟨τk ⟩)+γE /(q−1) .

(2.7)

In formulation (2.5), the stochasticity of the growth is encapsulated in the establishment time τk ; in formulation (2.6), the random variable σk encodes how much the class deviates from its typical size at long times.
The random variable σk is chosen to have the simple generating function (obtained by a transformation
of the generating function of nk (t) given in Eq. 29 of Desai & Fisher 39 ),

⟨e−zσk ⟩ = e−z

1−1/q

.

(2.8)

Note that σk is singularly well suited for extracting the contribution of independent lineages. To see
this, we note that nk (t) denotes the growth of class k, given that it is fed by an exponentially (and deter-

48

ministically) expanding class k − 1 (which we will simply call the feeding class)

nk−1 (t) =

1 (q−1)st
e
qs

(2.9)

which is supplying mutants to class k of fitness qs at a rate Ub per genome per generation. To probe the
contribution of particular haplotypes from the feeding class, we decompose the growth of class (k − 1)
into

∑
nk−1 (t) =

ℓ xℓ,k−1 (q−1)st

qs

e

,

∑

(2.10)

xℓ,k−1 = 1,

ℓ

where xℓ,k−1 is the fraction of the feeding class constituted by haplotype ℓ. Note that if each haplotype is
plentiful enough to expand deterministically (an assumption we discuss in more detail below), then each
haplotype grows at the same rate as the class as a whole, and the xℓ,k−1 are time-independent constants.
In this case, the growth of the lead class may be written as

σk qs(t−⟨τk ⟩)−γE /(q−1)
nk (t) =
e
=
qs

∑

ℓ νℓ,k qs(t−⟨τk ⟩)−γE /(q−1)

qs

e

,

(2.11)

where νℓ,k is the random variable denoting the contribution from haplotype ℓ to class k from class k − 1.
Note that it is not necessary that σk =

∑

ℓ νℓ,k

= 1; in fact, σk may deviate strongly from unity if a

mutation occurs and establishes in the lead class anomolously early. As a result, νℓ,k is not the frequency
of the lineage derived from haplotype ℓ in class k. Rather, νℓ,k is the random variable that encodes how
quickly that lineage establishes and expands in class k relative to its typical growth. The frequency of the
derived lineage, then, is xℓ,k = νℓ,k /σk . This setup is illustrated in Figure 2.1. Since each haplotype in
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class k − 1 expands exponentially, the lead class k is fed by m independent feeding processes, where m is
the total number of haplotypes in class (k − 1). From this, we can essentially repeat the derivation for the
generating function of σk done in Desai & Fisher 39 for νℓ,k by adding appropriate factors of xℓ,k−1 in the
growth of the feeding class, eventually obtaining

⟨e−zνℓ,k ⟩ = e−xℓ,k−1 z

1−1/q

.

(2.12)

Note that the assumption of independence between each νℓ,k implicitly assumes that the size of the lead
nk ≪ N . In this case, feedback effects, whereby the growth of each νℓ,k affects the advancement of the
mean fitness, and thereby the growth of other νℓ,k , may safely be neglected. When class k leaves the lead
and this assumption begins to break down, the frequency of each lineage ℓ derived from the corresponding
haplotype in class k − 1 is already frozen in class k (an assumption justified in detail in Appendix A.1) and
the lineage is expanding deterministically. Furthermore, because the rate of expansion of both the lineage
and the class as a whole are set by the relative fitness of the class, at long times the frequencies xℓ,k do
not change. The process will then begin anew, with a new set of haplotypes in class k at frequencies xℓ,k
feeding a new most-fit class, k + 1. Hence, the number of individuals descended from a lineage ℓ at a time
t, η(t), is given simply by η(t) =

∑kmax
k=kmin

xℓ,k nk (t).

Some objections to this formalism might immediately be raised. First, the number of haplotypes m in
class k − 1 is increasing in time due to incoming mutations from the previous class k − 2. However, we
show in Appendix A.1 that incoming mutations typically stop contributing significantly to a class shortly
after it establishes, and certainly by the time that it itself begins feeding establishing mutants to the next
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− 1 contribute to a class k through further
beneﬁcial muta ons. Shown are the three ﬁ est classes of the travelling wave. Class 1 is broken down into haplotypes
{0, 1, 2, ...ℓ} at frequencies {x0,1 , x1,1 , ..., xℓ,1 } within class 1, which grow determinis cally. At the instant illustrated
here, haplotype 0 (at frequency x0,1 within class 1) has generated two beneﬁcial muta ons. These muta ons occurred
at two diﬀerent mepoints in the past, grew stochas cally, and now cumula vely form a signiﬁcant frac on of class 2.
Individuals derived from haplotype 0 now form a frac on x0,2 = ν0,2 /(ν0,2 + ν1,2 + ν2,2 ) of this class. Analogous
observa ons can be made for the other haplotypes. Before class 2 begins genera ng mutants des ned to establish in
class 3, the frequencies of its haplotypes will be frozen up to small ﬂuctua ons, and the process repeats with a new set of
frequencies {x0,2 , x1,2 , ..., xℓ,2 }.
Figure 2.1: Illustra on of the stochas c process by which lineages in a class k

class. Thus, while m may be strictly increasing in time, the combined contribution of these new haplotypes
affect the frequencies of all other sites only negligibly. Second, a considerable fraction of these haplotypes
could be at frequencies xℓ,k−1 such that xℓ,k−1 nk−1 (t) ≲ 1/((q − 1)s), meaning that these haplotypes
cannot be modelled deterministically. This objection becomes important when considering fluctuations
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in the frequencies of haplotypes that are rare in a given class. On the other hand, if a polymorphic site
xℓ,k−1 is sufficiently common, its growth by the time the class begins supplying establishing mutants may
be modelled deterministically. In this case, the above formalism is well suited to predict the contribution
of that lineage ℓ to subsequent fitness classes.
In what follows, since we are only interested in the dynamics of one particular lineage at a time, we will
drop the ℓ subscript and set the initial fitness class (i.e., the fitness class in which the lineage frequency first
begins to be tracked) at k = 0. The strengths and realm of validity for all of the above assumptions have
been studied by ourselves and others in previous work 39,41,52,17,164 .

2.3

Transition Probabilities

From the considerations of the previous section, we see that evolutionary dynamics in these populations
are driven by two factors: the deterministic growth and decay of existing clones — governing the short
time dynamics — and the stochastic introduction and expansion of new super-fit mutants, which govern
the population’s long-term evolution. Analogously, the fate of any particular mutation is determined by
two factors: (1) the genetic background in which it occurs and (2) the success of its progeny in amassing
additional beneficial mutations more quickly than competing backgrounds. When many beneficial mutations segregate simultaneously, the strictness of these two constraints requires that mutations with any
non-negligible chance of fixing (or even rising to an appreciable frequency) must have been founded near
the nose of the fitness distribution. The vast majority of beneficial mutations are thus “wasted” on the
bulk of the distribution, where the mutant’s lineage is doomed to eventual extinction.
We are largely concerned with those mutations that successfully rise to appreciable frequencies, and
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thus largely consider the dynamics of those mutations that are founded on “good” genetic backgrounds.
Once established, one of these new, high-fitness clones will grow, stagnate and diminish in its class deterministically as dictated by Eq. (2.1). At any moment in time, the population can be divided into many such
expanding and contracting “bubbles”, which fully determine frequency dynamics over short timescales of
O(τk ). However, many of the interesting long term dynamics are determined by the stochastic origination and establishment of super-fit mutants from these deterministically expanding clones, which drive
the success or failure of particular lineages, mutations, or entire evolutionary trajectories.

Figure 2.2: The frequency trajectory of a successful muta on on a high-ﬁtness background. The popula on’s ﬁtness pro-

ﬁle is shown for three mepoints, along with one haplotype present in each class. A muta on founded in the ﬁrst mepoint (labelled in red) expands and cons tutes a signiﬁcant frac on of its ﬁtness class in the second mepoint. As the popula on adapts, the founding ﬁtness class begins to shrink, along with the number of individuals in the lineage comprising
that class. However, this lineage generates a beneﬁcial mutant (shaded in blue) between the ﬁrst and second mepoints,
as shown by the ﬁrst arrow. This mutant dri s randomly for a short while before establishing and eventually comprising a
signiﬁcant frac on of the next ﬁtness class. In this way, the original successful muta on ‘jumps’ into the next ﬁtness class
and is poten ally able to avoid ex nc on. This process repeats, as the second (blue) lineage generates another successful
(green) mutant that comes to populate a signiﬁcant frac on of the next class, and so on.
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These ideas are expressed more concretely in Figure 2.2, which shows the distribution of fitness classes
at three distinct timepoints. A clone that is about to establish in the first timepoint is growing deterministically in the second timepoint and diminishing in the third timepoint, before finally going extinct as the
population evolves to higher and higher fitness. Normally, this would mean that the contribution of the
clone’s lineage is also extinct; however, the lineage avoids this fate by jumping into the next fitness class
through the creation of a new, super-fit mutant when the class is still small and expanding very rapidly.
This new mutant establishes and expands, and because it occurs very early, comes to form a significant
fraction of the next fitness class, as exemplified in the second timepoint of Figure 2.2. Although only one
of these jumps is shown in Figure 2.2, a given lineage may jump many times into the next class, with each
successive jump, on average, contributing a smaller and smaller fraction of individuals to that class. This
new clone will then deterministically expand, contract, and go extinct in the new class, although its lineage
may survive by jumping into the next fitness class sufficiently early to eventually constitute a significant
fraction of that class, shown by the second jump in Figure 2.2. The process continues ad infinitum, until
the sum of all the contributions of a given lineage to a class vanishes or constitutes the entire class, in which
case the lineage is then destined to go extinct or sweep, respectively.
The key distribution describing these dynamics is the jump probability ρ(xk |xk−1 , ..., x0 ), the probability of finding a lineage at frequency xk in fitness class k, given that it was at frequencies xk−1 , xk−2 , ...x0
in the k previous fitness classes. Essentially, ρ(xk |xk−1 , ..., x0 ) gives the probability distribution of the
sum of the frequencies of each clone in fitness class k that originated from a lineage at some frequency x0
in fitness class 0 and jumped through k − 1 intermediate classes. Under our particular model, the derivation of ρ(xk |xk−1 , ..., x0 ) becomes much simpler because the frequency of a lineage at fitness class k is
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Figure 2.3: The transi on probability ρ(x1 |x0 ) plo ed for diﬀerent values of x0 , q , and other popula on parameters

Ub , s, and N . Solid curves represent the theore cal predic on for the transi on probabili es given in Eq. (2.15). Circles
and squares represent the results of forward- me simula ons. The circular and square points have iden cal values of q ,
but diﬀer in popula on size by a factor of 10. Circles (small N ) represent simula ons run with parameters s = 0.1, Ub =
0.001 and squares (large N ) are run with parameters s = 0.01, Ub = 0.0001. The three plots represent diﬀerent
values of q , with q = 4 derived from the approximate value in the text, and q = 6.8, 8 derived with higher order
correc ons given in Desai & Fisher 39 . These correc ons become more important for higher q , and are the reason for the
slight discrepancy between theorized and predicted values for small N at q = 8. More informa on about the simula ons
may be found in Appendix A.7.
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only determined by its frequency at fitness class k − 1. This is equivalent to the statement that when
a class begins feeding establishing mutants to the next class (i.e., when the jumps in Figure 2.2 occur),
the frequencies of lineages in the feeding class are already frozen. In this case, one may consider the frequencies of lineages evolving in analogy to the entire population: the frequencies of lineages in the classes
{nkmin , nkmin +1 , ....nkmax −1 } are frozen, and the frequencies of mutants in the lead {nkmax } are fluctuating. Thus the transition process is a Markov chain, meaning that the long-time frequency of a lineage
in fitness class k, xk , is simply ρ(xk |xk−1 , ...x0 ) = ρ(xk |xk−1 ). Of course this viewpoint sacrifices precision for the sake of clarity, since frequencies of lineages in the lead will continue to fluctuate after the
lead establishes. It is only when a class typically begins to supply establishing mutants to the nose that the
frequencies of its lineages will be frozen. Regardless, there will typically be one class with fluctuating frequencies (either the lead or next-to-lead class shortly after it establishes) and the rest of the population with
lineage frequencies already frozen. This is by no means an obvious assumption, and is discussed in detail
in Appendix A.1.
In Eq. (2.12), we gave the generating function of νk (the contribution of a particular lineage to a fitness
class k, given that the frequency of the lineage in class k − 1 is xk−1 ). In class k, the lineage will grow as

ηk (t) =

xk (q−1)s(t−τk ) νk (q−1)s(t−⟨τk ⟩)
e
∝ e
,
qs
qs

(2.13)

where the exact proportionality constant is not relevant for our analysis. Similarly, we may denote the
contribution of that lineage’s complement by ν̃k — that is, the contribution to k from those individuals
whose ancestors in class k − 1 were not derived from the chosen lineage. Naturally, ν̃k is described by the

56

following generating function:
⟨e−ν̃k z ⟩ = e−(1−xk−1 )z

α

(2.14)

with νk + ν̃k = σk and σk defined in Eq. (2.6). Then, ρ(xk |xk−1 ) is derived from the two generating
functions to be

ρ(xk |xk−1 ) =

sin(πα)xk−1 (1 − xk−1 )
[
(
)α
)α
],
(
xk
1−xk
2
xk (1 − xk )π (1 − xk−1 )2 1−x
+
x
+
2x
(1
−
x
)
cos(πα)
k−1
k−1
k−1
xk
k
(2.15)

which is corroborated by results of forward-time simulations (see Figure 2.3). This is readily extended
to ρ(xk |x0 ), the distribution of a given lineage frequency k fitness class steps forward, by the simple replacement α → αk . The derivation of Eq. (2.15) and the extension to arbitrary time steps k are given
in Appendix A.1. Note that this transition probability was also stated, without detailed derivation, in Desai et al. 41 . Importantly, parameters such as N, s and Ub only factor into this distribution through the
parameter α = 1 − 1/q ≈ 1 − log(s/Ub )/(2 log(N s)).
Note that while the result for one time step is exact, the generalization to several steps forward assumes
that σk′ ≈ 1 for 0 < k ′ < k, or that the rate of establishment of each new class does not deviate too much
from typical values. If this is the case, then νk′ ≈ xk′ , and each lineage may be assumed to grow independently of its competition in each new establishment. Errors introduced using this method start to become
significant for k ≈ q, which is the timescale at which fluctuations in the establishment time of new lead
classes begin to affect the rate of adaptation and mean fitness. We will later demonstrate that calculations
using ρ(xk |x0 ) yield robust estimates for a variety of diversity statistics and other population-wide prop-
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erties, supporting our claim that the above assumption does not significantly change most quantitative
predictions.
Although the analytic form of this jump probability is somewhat cryptic, some illuminating properties
can be gleaned by considering the form of the distribution in the limit of infinite population size, q → ∞:

ρq→∞ (xk |xk−1 ) =

xk−1 (1 − xk−1 )
.
q(xk−1 − xk )2

(2.16)

Because this distribution has a fat tail, large jumps may occasionally occur between adjacent fitness classes
even in the limit of a massively large population, indicating that the dynamics described by this stochastic
process are super-diffusive. This non-diffusive property of genetic draft has been observed many times for
a number of different models of adaptation 59,41,141,142 . One important, commonly stressed consequence
of this non-diffusivity is that the stochastic dynamics of the population cannot be fully encapsulated by a
single rescaled variance effective population size Ne .

2.4 Implications for Genetic Diversity
Whereas ρ is not directly measurable by itself — describing transition probabilities between fitness classes,
and not the population as a whole — genetic draft leaves distinct signatures on the diversity of rapidly
adapting populations which are both readily measurable and readily derived from ρ. In what follows we
derive some implications of the stochastic jump process on the site frequency spectra of both beneficial
and neutral mutations.
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2.4.1

The site frequency spectrum of beneficial mutations

One statistic that is strongly affected by the stochastic jumps described above is the site frequency spectrum
(SFS) of beneficial mutations f (x), the expected density of mutations between frequencies x and x + dx.
In rapidly adapting populations, the SFS is partitioned into two regimes: on the one hand, common mutations first arise at the distribution’s high fitness nose and are strongly affected by the process of stochastic
jumps. On the other hand, nearly private variants, which constitute the majority of beneficial mutations,
are overwhelmingly founded near the distribution’s bulk and are largely unaffected by this process. Thus,
we expect the high and low frequency spectra to be qualitatively different. As a result, the derivation that
follows is split into two segments: first, we derive the SFS of common alleles, which are founded at the
exponentially expanding wavefront. Since our previous analysis only describes the dynamics of these exponentially expanding nose classes, it does not describe the frequency spectrum of extremely rare, nearly
private alleles. Thus, in the second part of this section we make use of a different branching process method
to derive the distribution of these plentiful but extremely rare variants.
We begin by deriving the site frequency spectrum of common alleles. For the moment, we may further
simplify the problem by considering the site frequency spectrum of mutants in only one fitness class. Since
the frequencies of common mutations freeze shortly after a given class establishes, we only need to calculate
the distribution of frequencies in a class that is near the nose of the wave. Once the class leaves the nose,
the frequencies of these common mutants will be frozen and the class will have the same SFS regardless of
its position relative to other classes.
Now, as we have previously argued, almost every common polymorphism was once founded in a class
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that was at the population’s high-fitness nose. Thus, given a fitness class k that is near the distribution’s
nose, we might decompose the frequency spectrum of mutants in class k according to which class they
were founded in. Specifically, we consider mutations founded in class k from class k − 1 when class k was
at the nose; these mutations originate in class k. Next, we may consider mutations that originated in class
k − 1 from class k − 2 when class k − 1 was near the nose, whose lineages subsequently jumped into class
k after acquiring more beneficial mutations; these mutations originate in class k − 1. Analogously, we can
consider the distribution of mutants in class k that originated in classes k − 2, ...k − i when these classes
were at the distribution’s nose. The SFS f (x) in class k is then the sum over all of these distributions.
Consider first the SFS of sites in class k that originate in k, f1 (x). We derive the SFS of these “new” mutations from the transition probability ρ as follows: first, we observe that class k − 1 first begins supplying
mutants to class k that are destined to establish at a time of O(⟨τk ⟩) since its own establishment. Shortly
before this time, we can decompose the growth of class k − 1 into 1/β independently growing blocks of
frequency β such that β ≪ 1/q. If β is sufficiently large, so that βnk−1 (⟨τk ⟩) ≫

1
qs , it is valid to model

the growth of each block deterministically. In this case, the frequency x in class k of descendants of individuals in block β is distributed as ρ(x|β). Since nk−1 (⟨τk ⟩) = Ub−1 , we require that 1/q ≫ β ≫

Ub
qs

for the jumps from each β-sized block into class k to be well described by ρ(x|β). Now, since β ≪ 1/q, it
is unlikely that more than two founding mutants originate from the same block. In other words, the contribution of each block to the next class is dominated by the contribution of one most successful mutation,
and the probability distribution of the frequency x of this most successful mutation is well approximated
by ρ(x|β). The expected density of mutations between frequencies x and x + dx that are introduced
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from class k − 1 is then
f1 (x) =

ρ(x|β)
sin(πα)(1 − x)α−1
≈
.
β
πx1+α

(2.17)

Analogously, the distribution of mutations in class k originally arising from the (k − i)th class is obtained
by the replacement α → αi , giving for the total SFS

f (x) =

i
∞
∑
sin(παi )(1 − x)α −1

πx1+αi
(
) t
∫ ∞
1
1−x α
t
≈
dt sin(πα )
πx(1 − x) 0
x
(
)
∫ 1
1
sin(πz) 1 − x z
=
dz
.
πx(1 − x) log(q/(q − 1)) 0
z
x
i=1

(2.18)

Although straightforward to evaluate numerically, this integral has no simple closed form expression.
However, a first order Taylor expansion in the sine is a reasonable approximation for 1 − x ≪ 1. This
gives
f (x) ≈

1 − 2x
, 1 − x ≪ 1.
log(q/(q − 1)) log((1 − x)/x)x2 (1 − x)

(2.19)

For x → 1,
f ∼ ((1 − x) log(1 − x))−1 .

(2.20)

Note that this predicts that very high frequency mutations are actually more common than mutations at
slightly lower frequencies. This upswing at very high frequency mutations is a widely recognized marker
of selection for a number of different models, with and without linkage between sites 196,48,131,142 . Importantly, it cannot be explained by many commonly studied forms of demographic history, such as popula-
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tion expansions. Recently, Neher & Hallatschek 142 derived the upswing of the SFS arising from genealogies obeying the Bolthausen-Sznitman coalescent. However, to our knowledge, the excess of extremely
common variants arising from linked beneficial mutations has not previously been derived directly from
the forward-time dynamics of any model.
Another point worth mentioning is the invariance of the functional form of this distribution for different parameters N, s and Ub . Given that our assumptions about the population hold, the spectra of
different populations are identical up to a scaling factor that represents the different absolute numbers of
common mutations in these populations, which itself is somewhat insensitive to the specific choice of parameters. This observation highlights an inherent limitation in inferring properties of adaptation through
the functional form of the site frequency spectrum.
We now argue that the above distribution is a good approximation to the population-wide site frequency spectrum, instead of simply the frequency spectrum of mutations in a single class. First, we observe
that we can arbitrarily set the distribution f (x) to describe the SFS of the mean class. The above approximation, then, is equivalent to the statement that the SFS of the mean class is a good approximation to
the SFS of the entire population. If q is not too large (the relevant case for many biological populations),
then the approximation holds because the vast majority of individuals reside in the mean class at any given
time. The contribution of sites from other classes will then be a small perturbation on the SFS of the mean
class, particularly relevant at low frequencies (where our approximation breaks down regardless, due to the
contribution of mutants not founded at the nose). On the other hand, as q increases, the mean class constitutes a smaller and smaller fraction of the total population. However, the variance of the jumps in the
frequencies of mutant sites also decreases in proportion to 1/q. Thus, while the mean class constitutes a
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smaller fraction of the total population, sites in adjacent classes tend to shift more slowly than for the case
of smaller q (despite the fact that, as we have previously noted, large jumps may still occur occasionally).
Thus the approximation should still be valid even in the limit that q is large. The strength of these arguments is corroborated by the close correlation of Eq. (2.18) with site frequency spectra derived from our
forward-time simulations (Figure 2.4).
As we have previously mentioned, this distribution only describes frequencies of mutations that are
founded in the exponentially expanding, high-fitness front of the wave. As such, it fails for rare mutations,
which are overwhelmingly dominated by mutations that are introduced when the class is near the mean of
the distribution. A different approach is then necessary for understanding the spectrum of these extremely
low frequency mutations.
Fortunately, all the difficulties in accounting for effects of genetic draft and the stochasticity of the
wavefront are no longer a factor when dealing with these rare variants. By definition, the lineage of a
rare variant never comprises a substantial fraction of the population and only rarely acquires further (establishing) beneficial mutations. Thus, the site frequency spectrum of these individuals can be studied
using standard branching process methods given some fixed death rate d = 1 and a diminishing birth
rate b(t) = 1 + y0 − vt, where t is the time in generations, y0 is the initial fitness of the mutant, and
v the mean rate of adaptation of the population. Furthermore, because these mutants occur in the bulk
of the fitness distribution, where the number of individuals is very large, we can assume that they occur
deterministically at some rate Ub nk−1 (t).
In Appendix A.4, we show that as a consequence of these assumptions, the expected number of muta-
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Figure 2.4: A) The site frequency spectrum of common muta ons. The dashed lines are the theore cal predic ons from

Eq. (2.18) for the two tested values of q . Colored lines are frequency spectra derived from the results of 1000 forwardme simula ons for each parameter set. For each evolved popula on, 1000 individuals were sampled from the ﬁnal mepoint of an ini ally clonal popula on evolved for 15000 genera ons. s and Ub for small and large popula on sizes are the
same as those quoted in Figure 2.3. B) The site frequency spectrum of beneﬁcial semi-private variants (a magniﬁca on
of (A) in the regime x ≪ 1). The site frequency spectrum for each parameter set is normalized by the number of purely
private muta ons (i.e. sites with lineage sizes n = 1). The 1/n dashed black line is the decay predicted from Eq. (2.21)
for small n, and the 1/n2 dashed black line indicates the crossover to the (approximately) 1/n2 decay predicted for more
common alleles. Dashed ver cal lines represent the predicted realm of validity of the 1/n decay for each parameter set,
derived in Appendix A.4. Colored lines are frequency spectra derived from the results of 1000 forward- me simula ons
for each parameter set. For each evolved popula on, the total number of muta ons carried by n individuals were explicitly tabulated from the ﬁnal mepoint of an ini ally clonal popula on evolved for 15000 genera ons. Parameter sets are
the same as those quoted in Figure 2.3.
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tions with lineage sizes n in a class at fitness y = 0, Frare (n/N, 0), is given by
Ub N e−s /(2v)
√
,
n 2πv
2

Frare (n/N, 0) ≈

under the constraints that n ≪

√

2/v −s/(2v) and s ≪

√

(2.21)

v. Significantly, the density of sites at the rare

end of the frequency spectrum, frare (n/N ) ∝ Frare (n/N, 0) ∝ 1/n. Note that in comparing to the
Wright-Fisher results we must multiply Eq. (2.21) by a factor of ∼ 2, which reflects the different stochastic
dynamics of the branching process and Wright-Fisher model.
It is important to observe that these frequencies are at the extremely low end of what is colloquially
considered to be a “rare” variant, and hence we dub these mutations more precisely as “nearly private” or
“semi-private.” For the frequencies commonly measured in a reasonably sized population sample, rare but
non-singleton variants will still decay as 1/x2 , and the effect of this skew for nearly private mutations will
manifest itself as a smaller number of singletons than that predicted simply by the 1/x2 extrapolation.
The frequencies of mutant sites thus fall into two regimes. Common alleles founded at the wavefront
have distributions similar to those of exponentially expanding populations. Conversely, semi-private variants are largely founded recently in the past and in the bulk of the distribution, and as a result exhibit a
neutral SFS. This latter property is only to be expected, since a mutant landing in the mean fitness class
has neutral relative fitness by definition, regardless of the specific fitness effects of the mutations it carries.
These findings are supported by our forward-time simulations, demonstrated in Figure 2.4.
There is necessarily some crossover region between the regime of more common alleles and semi-private
variants, occurring in the region of landing fitness y0 ∼ (q − 2)s. Near these fitnesses, newly founded
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sites are no longer well described as originating in the expanding, high-fitness front of the wave; however,
over the course of their existence a sufficiently significant number of them may reach large enough lineage
sizes to be affected by draft. In this case, the distribution of site frequencies in fitness classes near the population’s bulk is skewed by mutations that were not founded near the nose, but still jumped into fitter
classes. Such lineages will certainly contribute a potentially non-negligible number of sites at the rare end
of the spectrum (at lineage sizes larger than the “semi-private” ones we have studied). However, because
they do not change the results qualitatively, they are neglected in this work. This choice is supported by
the rapid crossover between the 1/x rare variant decay and the (approximately) 1/x2 decay predicted for
more common alleles, as exemplified by Figure 2.4.

2.4.2

The site frequency spectrum of neutral mutations

Our method is similarly well suited for calculating the SFS of neutral mutations. Once a mutation is present
at some frequency in a given class, its frequency in subsequent classes is purely determined by draft. Thus,
the only difference between the beneficial and neutral cases is in the distribution of mutations first introduced in a given class when that class was at the distribution’s nose, f1 (x). The effect of draft on these
mutations i classes later is then obtained by convolution with the jump probability,
∫
fneut,i>1 (x) =

1

fneut,1 (y)ρi−1 (x|y)dy,

(2.22)

0

where ρi−1 (x|y) denotes the probability density of a mutation at frequency x in a class i − 1, given that
it was at frequency y in class 0. The total site frequency spectrum is then obtained by summing over all
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timepoints, corresponding to all possible originating classes:

fneut (x) =

∞
∑

fneut,i (x).

(2.23)

i=1

In Appendix A.6 we show that fneut,1 (x) ≈ Un /((q − 1)sx2 ) to leading order. Similarly, fben,1 (x),
the distribution of newly introduced beneficial mutations in a given class, was derived in Eq. (2.17) to be

fben,1 (x)dx =

sin(πα)
dx
dx
→ 2
1/q
2−1/q
π
qx
(1 − x) x

(2.24)

for q → ∞. In this limit, it is true that

fneut,1 (x)
Un π
Un
=
≈
.
fben,1 (x)
sin(πα)(q − 1)s
s

(2.25)

As a result,
∫
fneut,i (x) =

fneut,1 (y)ρi−1 (x|y)dy
∫

≈

Un π
Un π
fben,1 (y)ρi−1 (x|y)dy =
fben,i (x)
sin(πα)(q − 1)s
sin(πα)(q − 1)s

(2.26)

and by extension (since this holds for each i),

fneut (x) ≈

Un
Un π
fben (x) →
fben (x)
sin(πα)(q − 1)s
s
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(2.27)

in the limit q → ∞. Thus, in the limit of rapid adaptation, the neutral and beneficial site frequency spectra
differ only by a scaling factor set by the rate of neutral mutation relative to the strength of selection. This
relationship demonstrates the fact that, as beneficial mutations become more common, the relative importance of a mutation’s intrinsic fitness effect diminishes relative to the quality of its genetic background.
Thus, the relative site frequency spectra are roughly set by the rate at which neutral mutations accrue in
the nose classes relative to beneficial mutations. Although only strictly true in the infinite adaptation limit,
our simulations demonstrate that this approximation is already accurate for q as small as 4 (Figure 2.5).
To compute the site frequency spectrum of neutral semi-private variants, the derivation follows identically as for beneficial mutations, with s → 0, Ub → Un . The result may then immediately be written
down to be
Un N
1
fneut,rare (n/N ) ∝ Fneut,rare (n/N, 0) ≈ √
∝
n
n 2πv
which holds so long as n ≪

√

(2.28)

2/v. This 1/n dependence is demonstrated in Figure 2.5.

2.5 Sojourn Times
So far, we have described the effect of genetic draft on the frequencies of lineages as they jump through
fitter and fitter fitness classes, and characterized the effects of these jumps in skewing the resulting beneficial and neutral SFS. Now, we are ready to make predictions regarding fates and trajectories of observed
polymorphic sites in these populations. One of the most important predictions to be made is the time to
fixation of a beneficial allele.
In contrast to the strong selection, weak mutation regime, in the strong selection, strong mutation
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Figure 2.5: A) The site frequency spectrum of common neutral muta ons. The dashed lines are the theore cal predic ons

using the exact scaling in Eq. (2.27) for the two tested values of q . Colored lines are frequency spectra derived from the
results of forward- me simula ons for each parameter set. For each evolved popula on, 1000 individuals were sampled
from the ﬁnal mepoint of an ini ally clonal popula on evolved for 15000 genera ons. Parameter sets are the same as
those quoted in Figure 2.3, and addi onally Un = Ub for each parameter set. B) The site frequency spectrum of neutral semi-private variants (a magniﬁca on of (A) in the regime x ≪ 1). The site frequency spectrum for each parameter
set is normalized by the number of purely private neutral muta ons (i.e. neutral sites with lineage sizes n = 1). The
1/n dashed black line is the decay predicted from Eq. (2.28) for small n, and the 1/n2 dashed black line indicates the
crossover to the (approximately) 1/n2 decay predicted for more common neutral alleles. Dashed ver cal lines represent
the predicted realm of validity of the 1/n decay for each parameter set, derived in Appendix A.4. Colored lines are frequency spectra derived from the results of forward- me simula ons for each parameter set. For each evolved popula on,
the total number of muta ons carried by n individuals were explicitly tabulated from the ﬁnal mepoint of an ini ally
clonal popula on evolved for 15000 genera ons. Parameter sets are the same as those quoted in Figure 2.3, and addi onally Un = Ub for each parameter set.
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regime, the lineage carrying a particular mutation usually jumps through many fitness classes before fixing
in any one. Furthermore, it takes time for the class in which the mutation first fixed to traverse the length
of the wave, adding roughly 2q⟨τk ⟩ generations before the mutation is fixed in the population. Thus, in
studying the fates of mutations, there are two pertinent questions. First, given a mutation at some measured frequency, how long does it take before the mutation sweeps or goes extinct? Second, given a newly
established fitness class, how long does it take any mutation introduced in this class to sweep (equivalently,
what is the expected time to fixation of a new mutation that is destined to fix)?
Because our method assumes that lineages in the feeding class are frozen once they begin to feed establishing mutants into the next class, our method is poorly equipped to deal with lineages at very high or low
frequencies that are strongly affected by drift. Furthermore, the pathologies of our distribution (which,
treating nk as a continuous variable, allows for fractional numbers of individuals) introduces errors in the
regime of nk ∼ 1. Nevertheless, we can calculate the sojourn time of these mutants by predicting when
the frequency of a given mutation is expected to fall above or below a small threshold frequency ϵ. All the
above problems may be circumvented if ϵ is taken to be small, but large enough for the lineage to be established in the feeding class when it begins supplying establishing mutants (roughly, this is fulfilled when
1 ≫ ϵ ≫

Ub
qs ).

When a lineage falls below frequency ϵ or rises above frequency 1 − ϵ in a given class,

its probability of extinction or fixation is then 1 − ϵ, which is nearly certain if ϵ is sufficiently small. We
note that this scenario more accurately imitates what one could measure in an experimental setting, with a
sample that is much smaller than the total population size or (if performing whole population sequencing)
some finite sequencing read depth. In these experimental scenarios, the absence of a particular polymorphism in such a measurement may not mean that the polymorphism is extinct entirely, but rather that it
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is unlikely to be present in the population above a certain frequency.
The distribution governing the sojourn time Psoj (k|x0 ) — the probability that a site at a frequency x0
in fitness class 0 has a frequency xk in fitness class k that freezes below the threshold ϵ (or above 1 − ϵ) —
is calculated as
∫
Psoj (k|x0 ) =
0

ϵ

∫
ρ(xk |x0 )dxk +

1

∫

ζ

ρ(xk |x0 )dxk =

1−ϵ

0

∫
Π(x̃k |x0 )dx̃k +

[∫ ζ
x0
1
dx̃k
=
Re
1−αk iπαk
π
e
)
0 −i(x0 x̃k + (1 − x0 )x̃k
]
∫ ∞
1
+
dx̃
k
1−αk iπαk
)
e
1/ζ −i(x0 x̃k + (1 − x0 )x̃k
(
)
[
k
1
x0 ζ α sin(παk )
= k arctan
α π
1 − x0 + x0 ζ αk cos(παk )
)]
(
k
(1 − x0 )ζ α sin(παk )
+ arctan
x0 + (1 − x0 )ζ αk cos(παk )

∞

Π(x̃k |x0 )dx̃k

1/ζ

(2.29)

where ρ, Π are given in Eq. (2.15) and Eq. (A.9), respectively, and ζ = ϵ/(1 − ϵ). If the initial reference
class is assumed to be the mean class, this is the probability that the mutation will be fixed or extinct in
the mean class k⟨τk ⟩ generations later. It will then require q⟨τk ⟩ more generations before the mutation is
fixed or extinct population-wide, corresponding to the time for the mean fitness class to go extinct. Given
a mutation at a measured frequency x0 at t = 0, the true, population-wide sojourn time in generations is
then Psoj ((k + q)⟨τk ⟩|x0 ) = Psoj (k|x0 ). Both simulated and predicted sojourn times for a number of
different parameters are shown in Figure 2.6.
A similar method is used to calculate the expected time for fixation of any lineage in a given reference
fitness class, which we dub Pf ix (k). Specifically, Pf ix (k) is the probability that one of the mutations
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Figure 2.6: The sojourn probability Psoj (k|x0 ) plo ed for diﬀerent values of x0 , q , and other popula on parameters

Ub , s, and N . Solid curves represent the theore cal predic on for the sojourn mes given in Eq. (2.29). Circles and
squares represent the results of forward- me simula ons. The circular and square points have iden cal values of q , but
diﬀer in popula on size by a factor of 10. Circles represent simula ons run with parameters s = 0.1, Ub = 0.001 and
squares are run with parameters s = 0.01, Ub = 0.0001. The three plots represent diﬀerent values of q , with q = 4
derived from the approximate value in the text, and q = 6.8, 8 derived with higher order correc ons given in Desai &
Fisher 39 . For both simulated and theore cal curves, muta ons were considered ex nct or ﬁxed in a given class when they
fell below or rose above a cutoﬀ of ϵ = 0.03 or (1 − ϵ) = 0.97, respec vely. More informa on about the simula ons
may be found in Appendix A.7.
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founded in class 0 is past the threshold 1 − ϵ, k fitness classes forward. Using the distribution of new
mutations given in Eq. (2.17), the probability that one is at frequency greater than (1 − ϵ) in class k is

sin(παk )
Pf ix (k) =
π

∫

1

1−ϵ

(1 − xk )α
k
xαk +1

k −1

dxk ≈ ϵα

k

(2.30)

for ϵ ≪ 1 and k large. In this case, the expected fixation time is
k
∞
∑
dϵα
⟨kf ix ⟩ =
k
≈ q(γE + log(log(1/ϵ))) ∼ O(2q)
dk

(2.31)

k=1

for q large, where the last relation holds for ϵ ∼ 10−2 . Thus, it takes a time of about 2q⟨τk ⟩ for a
mutation destined to fix to sweep in any class, and an additional time of about 2q⟨τk ⟩ for that class to
sweep through the population. The expected sweep time for successful mutations is then O(4q⟨τk ⟩) ∼
O(4 log(s/Ub )/s) for q large.
We note that the time for any mutation to cross some threshold frequency 1 − ϵ is closely related to the
time it takes a sample of n ≫ 1 individuals to coalesce within some fitness class, with ϵ ∝ 1/n. In this
case, for the coalescence time we recover the formula q(log(log(n))+O(1)) derived by both Desai et al. 41
and Neher & Hallatschek 142 for the corresponding backwards process (for the latter work, the factor of q
must be replaced by the model independent Tc , the coalescence time of two individuals in the high-fitness
nose).
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2.6

Discussion

We have used a simple, infinite-sites model of adaptation featuring a single beneficial selection coefficient
to carefully account for the effects of genetic drift, mutation, selection, and by extension, genetic draft in
determining the evolutionary dynamics of polymorphic sites. In what follows we discuss the connection
between the dynamics of rapid adaptation and the Bolthausen-Sznitman coalescent, and comment on applications of our results for interpreting frequency trajectories and inferring the action of positive selection
on sequence data. We also discuss pertinent similarities between our model and other models of genetic
draft. Finally, we note that our method might be applied towards understanding evolution on populations
with strong epistasis between evolutionary trajectories.

2.6.1 Rapid Adaptation and the Bolthausen-Sznitman Coalescent
Having established the effect of genetic draft on the frequencies of polymorphic sites, we then explored
the effect that the stochastic jumps characterizing the process have on genetic diversity. In particular, we
derived the site frequency spectrum of both beneficial and neutral mutations. As expected, we found that
nearly private variants — which overwhelmingly occur and drift near the mean class — decay according
to the well-known 1/x behavior predicted for unlinked neutral sites, whereas common mutations exhibit
site frequency spectra more closely related to those of exponentially expanding clones, with the additional
feature of an upswing at high frequency that is characteristic of adaptation for many models 142,133 .
Of particular interest is the diversity of populations in the limiting case of q → ∞, whose genealogies
obey the Bolthausen-Sznitman coalescent. Note that in this case, the Bolthausen-Sznitman coalescence
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rates apply for individuals in the lead, with each ‘generation’ taken over the time of a new fitness class
establishment (elaboration on this setup can be found in Desai et al. 41 ). Although this genealogical structure was observed previously in Desai et al. 41 , in the context of these stochastic jumps its origin is intuitive:
in the high-q limit, the contribution of one individual at the wavefront to the next class falls off as 1/x2 ,
which can be seen by taking xk−1 → 0 in Eq. (2.16). As proven by Schweinsberg 173 , the genealogies of
populations with offspring distributions that decay as x−2 converge to the Bolthausen-Sznitman coalescent in the limit of N → ∞. The 1/x2 decay is also well-known to describe the frequency spectrum of
exponentially expanding populations, and in the case of adapting populations results from the exponential expansion of new mutants at the front of the wave. The Bolthausen-Sznitman coalescent has been
associated with a growing number of different adaptive models 15,16,142,41 , suggesting that such genealogies
may be a universal limiting feature of rapid adaptation.

2.6.2 Quasi-Neutrality over Long Timescales
When many beneficial mutations segregate simultaneously, frequency dynamics of mutations begin to
exhibit a qualitatively different behavior than those in the strong selection, weak mutation regime. After
the introduction and establishment of a mutation in the fittest class, a mutation’s fixation probability is
equal to its frequency in that class, regardless of its intrinsic fitness effect. To see this, assume a mutation
first freezes to some frequency x0 in its founding class. Then, since xk→∞ ∈ {0, 1} (i.e., at long times the
allele is either fixed or extinct), this implies that the fixation probability
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∫

1

Pf ix =
1−1/N

(∫
ρ(x∞ |x0 )dx∞ = 1

)

1

1−1/N

ρ(x∞ |x0 )dx∞

= ⟨x∞ ⟩ = x0 .

(∫
+0
0

1/N

)
ρ(x∞ |x0 )dx∞
(2.32)

Essentially, this means that once a mutation founded at the high-fitness wavefront freezes to a particular
frequency in a class, its likelihood of success only depends on its frequency in that class (at least, without
more information about its frequency in fitter classes). Note, however, that the above formula technically
only holds for mutations at high enough frequencies to have necessarily been founded near the distribution’s nose class, since mutations founded away from the wavefront have fixation probabilities that are
virtually zero. However, since these latecomers never reach more than a negligible frequency in their class,
the above formula still describes the fixation probability of a randomly selected mutant reasonably well.
Now, once a mutation freezes in the fittest class, it will typically be present in the mean fitness class a
time q⟨τk ⟩ later. This corresponds to the timescale for the fittest class to become the mean class. Since the
mean class consists of the majority of individuals in the population, the measured frequency of the mutant
at this time is a good approximation to its frequency in the mean class. Barring any information about the
frequency of the mutation in fitter classes, its measured frequency at this time is then roughly its fixation
probability.† This equality becomes (nearly) exact at a time of O(2q⟨τk ⟩), when the founding fitness class
becomes the least fit in the population, and the mutation’s frequency in all classes is solely determined by
†

A better approximation is straightforwardly obtained by taking into account the fact that the mutation’s frequency in classes below the mean is identically 0.
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draft.
These considerations have important consequences for predicting the fate of polymorphic sites in experimentally evolving populations. In a population that is adapting rapidly enough for a stratification of
fitnesses to always be present, sites that are polymorphic for sufficiently long have dynamics that are indistinguishable from neutral mutations at comparable frequencies in these populations, because they are
only determined by genetic draft. Once the frequency of a mutation is frozen in a particular fitness class, its
fitness effect alone is no longer important in determining its future success. This is because it is only the net
fitness of the mutant and its genetic background that is important in determining its dynamics, and not
the fitness effect of the mutation itself. Because it takes a time of O(2q⟨τk ⟩) for a mutation founded at the
nose to occupy all strata of fitnesses in the population, common mutations in these rapidly adapting populations can be thought to have a relaxation time of 2q⟨τk ⟩, beyond which their population-wide frequency
approaches their frequency in the mean class, and the fitness of their founding haplotype decouples from
its population-wide dynamics.
In short, the significance of this finding is simple: if a mutation — regardless of its fitness effect — has
been measurable in the population for longer than 2q⟨τk ⟩ generations, its fixation probability is equal to
its frequency in the population. This approximation should already be quite good (albeit consistently too
low due to the inclusion of less-fit classes where the mutation is absent) at a time q⟨τk ⟩.
These considerations provide a parallel to Haldane’s formula for the fixation probability of a beneficial
mutation in the successive sweep regime, Pf ix = s. Whereas this formula gives the likelihood of a mutation to fix despite the stochastic effects of genetic drift, the probability of a long-standing polymorphism
to fix despite the randomizing effect of draft is simply Pf ix = x, where x is the frequency of the mutation
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in the population. The two forces are similar in that they stochastically amplify the fluctuations in the trajectories of polymorphic sites, but the time- and length-scale of the fluctuations caused by draft are much
greater.

2.6.3 Implications for the McDonald-Kreitman Test
Another useful application of our findings is the ability to analytically correct for the effect of genetic draft
on the results of tests for signals of adaptation, such as the McDonald-Kreitman test 128 . This test, along
with many other widely-used tests for selection, assumes that beneficial mutations are rare and segregate
independently. However, both assumptions are invalid for rapidly adapting populations, and new analytical predictions are needed. Fortunately, we will demonstrate that our method provides a simple way
to correct for the effect of linkage between beneficial mutations. For the case of the McDonald-Kreitman
test, this correction is straightforwardly obtained by accounting for the extra heterozygosity contributed
by many simultaneously segregating beneficial mutations.
The McDonald-Kreitman test approximates the fraction αM K of nucleotide substitutions that are
adaptive by considering relative quantities of fixed and polymorphic, synonymous and nonsynonymous
sites between two diverged populations. The fraction of adaptive substitutions is simply

αM K =

d+
ds pn
≈1−
,
dn
dn ps

(2.33)

where d+ , ds , and dn are the adaptive, synonymous and nonsynonymous substitution rates, and pn , ps
are the numbers of nonsynonymous and synonymous polymorphisms in one of the sampled populations,
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respectively. The last approximation arises from the assumption that

d+ = dn − d¯ ≈ dn − ds (p̄/ps ) ≈ dn − ds (pn /ps ),

(2.34)

where d¯ is the substitution rate of nonadaptive, nonsynonymous mutations and p̄ is the number of nonadaptive, nonsynonymous polymorphic sites in the sample. Implicit in Eq. (2.34) are several assumptions:
first, the rate of nonadaptive, nonsynonymous substitutions in the sample is equal to the rate of synonymous substitutions, scaled by the relative frequencies of nonadaptive, nonsynonymous to synonymous
polymorphisms. This implicitly assumes that deleterious mutations do not fix, that deleterious mutations
do not significantly contribute to the measured numbers of nonsynonymous polymorphisms in the sample, and that the population has not undergone any demographic change to skew the distributions of polymorphic sites. Second, it is assumed that the number of nonadaptive, nonsynonymous polymorphisms
is precisely equal to the measured numbers of nonsynonymous polymorphisms. In other words, beneficial mutations are rare and fix quickly upon arising; thus, they are rarely present in the population as
polymorphisms.
Of course, these assumptions break down when deleterious or beneficial mutations significantly contribute to the number of polymorphic sites and when linkage between sites skews the relative frequencies of mutations. These issues usually result in a measured αM K that severely underestimates the true
fraction of adaptive substitutions. A large body of work has been put forward in an effort to correct for
this skew 133,2,24,46 . For example, introducing a low-frequency cut-off for measured polymorphisms significantly improves estimates of αM K for the case of many weakly deleterious mutations 24,50 , since in the
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absence of genetic linkage few deleterious mutations will ever reach high frequencies. However, few studies have carefully analysed the effect of linkage on αM K , and particularly on the effect of linked beneficial
mutations. One notable exception is the work of Messer & Petrov 133 , who used a sophisticated extension
of the McDonald-Kreitman test accounting for demographic history and distributions of fitness effects
to infer αM K from simulated rapidly adapting populations. The authors uncovered that the inference
of a massive population expansion (derived from the site frequency spectrum of the sample) resulted in
superior estimates of αM K , although no such expansion ever occurred in the simulation. The intuition
guiding this finding is that the site frequency spectrum of a population undergoing rapid adaptation resembles that of a population undergoing an exponential expansion. Regardless, analytic corrections for
the effect of genetic draft have yet to be derived, and would provide for a more straightforward way of
accounting for this confounding factor.
Our results provide a simple analytical correction to αM K for the case of tightly linked sections of the
genome that accounts for genetic draft. First, we note that the number of polymorphic sites is closely
related to heterozygosity π, the average number of nucleotide differences between two randomly drawn
individuals, through
π=⟨

p
∑

2xi (1 − xi )⟩ = 2p(⟨x⟩ − ⟨x2 ⟩).

(2.35)

i=1

Thus, the ratio pn /ps is simply

pn
πn (⟨x⟩s − ⟨x2 ⟩s )
πn
=
≈
.
2
ps
πs (⟨x⟩n − ⟨x ⟩n )
πs
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(2.36)

In general, the moments of the frequencies of synonymous and nonsynonymous sites may be measured
straightforwardly from the site frequency spectrum of the sample. However, as we have already demonstrated, in the rapid adaptation limit the SFS of neutral and beneficial mutations is similar in form. Thus,
the heterozygosities of beneficial and neutral mutations are largely determined by different numbers of
neutral and selected sites — i.e. by pn and ps — rather than significantly different frequency distributions.
The heterozygosity for beneficial mutations is calculated from the moments of ρ(xk |x0 ) (using the
same method used in the calculation of the beneficial SFS) to be π ≈ 2(q − 1), with higher order corrections given in Desai et al. 41 . The neutral heterozygosity is simply 2Un T2 , where T2 is the expected
coalescence time for two randomly chosen individuals. The rate of beneficial substitutions is 1/⟨τk ⟩, and
the rate of neutral substitutions is Un . Thus, given the rate of synonymous mutations, Un,s , and the rate
of neutral nonsynonymous mutations, Un,n , the expected, measured value of αM K (by naively plugging
in each measured value in Eq. (2.33) ) will be
(
)(
)
Un,s
2T2 Un,n + 2(q − 1)
ds pn
ds πn
⟨αM K,meas ⟩ = 1 −
≈ 1−
= 1−
. (2.37)
dn ps
dn πs
1/⟨τk ⟩ + Un,n
2T2 Un,s

Clearly, only the first term of πn corresponds to nonadaptive sites. Thus, we have

d+
⟨αM K,meas ⟩ =
−
dn

(

Un,s
1/⟨τk ⟩ + Un,n

)(
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2(q − 1)
2T2 Un,s

)
=

d+ 2(q − 1)ds
−
.
dn
dn πs

(2.38)

This gives for the fraction of adaptive substitutions

d+
ds pn
ds 2(q − 1)
ds 2(q − 1)
=1−
+
= ⟨αM K,meas ⟩ +
.
dn
dn ps
dn
πs
dn
πs

(2.39)

In practice, the parameter q is measurable from estimates of N , s, and Ub or the distribution of fitnesses
within the population.
The interpretation of this correction is intuitively simple. In populations where adaptation is rapid, the
assumption that beneficial mutations do not contribute significantly to measured polymorphism breaks
down. As a result, ascribing all measured nonsynonymous polymorphism pn to neutral (or deleterious)
mutations results in an underestimate of d+ /dn . In fact, in the limit of infinitely rapid adaptation, q → ∞,
αM K,meas → 1/2, in contrast to the true fraction of adaptive substitutions, d+ /dn → 1. Our model,
then, provides a simple correction for this underestimate by predicting the expected fraction of observed
polymorphism (relative to synonymous polymorphism) that arises from beneficial mutations.

2.6.4

Relation to Other Models of Genetic Draft

There is a natural connection between our model and the classic model of genetic draft between a neutral
locus and a strongly selected locus, first studied by Gillespie 59 ,60 . In these seminal works, the diffusive
random walk of a neutral allele is coupled with the stochastic process of a hitchhiking event occurring
at rate R, which drives the neutral allele to either fixation or extinction. In Gillespie’s model, the time
required to fix the strongly selected allele relative to the time between substitutions is small enough so that
fixation/extinction is assumed to occur instantaneously. One basic result derived under the assumptions of
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such a model are the first two moments of the stochastic jump process: ⟨∆x⟩ = 0, ⟨∆x2 ⟩ = Rx0 (1−x0 ),
for ∆x = x1 − x0 (here, x1 denotes the frequency of the neutral allele after some time of O(⟨τf ix ⟩) for
the strongly selected locus). It turns out that the stochastic process described by Gillespie emerges naturally
as the weak mutation limit of the model studied in this work.
To demonstrate this, we observe that the first two moments of our jump distribution ρ(x1 |x0 ) are
⟨∆x⟩ = 0 and ⟨∆x2 ⟩ = x0 (1 − x0 )/q (the derivation, along with a general formula for higher orders,
is given in A.3). The similar functional dependence on x0 between the two models is not particularly
surprising, since it arises from a general property of any exchangeable coalescent (because the jump process
describes the changing composition of each new lead class, and because all individuals within the lead have
the same fitness, our model is exchangeable). However, the prefactor for each moment depends strongly
on the stochastic dynamics predicted by different models. To compare the stochastic dynamics described
by the different works, we first note that all of our results take time in units of fitness-class establishments,
which is equal to the substitution time of beneficial mutations. In the weak mutation limit, we have q → 1,
so that ⟨∆x2 ⟩ → x0 (1 − x0 ) = Rx0 (1 − x0 ), where R is the substitution rate of beneficial mutations.
Higher order moments of the two distributions are also similarly related, so that Gillespie’s results emerge
from our model in the limit that q → 1. Thus, our results generalize the stochastic process describing
genetic draft to the regime where the time between beneficial mutations is no longer large.
Next, we might ask how generalizable our results are when compared with genetic draft arising from
different sources. For example, Neher & Shraiman 141 recently analyzed the effect of draft arising from
infrequent recombination events instead of de novo mutations. They introduced an approach similar to
ours to study how the frequency of an allele changes over the course of a ‘meta-generation’ set by a typical
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turnover timescale. The resulting dynamics are qualitatively similar to many features of our model. Specifically, Neher & Shraiman 141 found that the origination of high-fitness clonal bubbles determines the long
term frequency dynamics of an allele, and showed that these dynamics can be encapsulated in a effective
offspring distribution for recombinant genotypes which decays asymptotically as x−2 . They then linked
this effective offspring distribution to genealogies described by multiple merger coalescents. As a consequence, they found that the asymptotic form of the site frequency spectrum also decays asymptotically as
x−2 for both neutral and beneficial alleles, analogous to our results here. The parallels between these two
models reflect some general effects of draft on the dynamics of linked sites, which are robust to the specific
source of the randomizing effect.

2.6.5

Applications to Forks and More Complicated Fitness Landscapes

Finally, because of the flexibility of our model with respect to the underlying fitness landscape, it is straightforward to extend our results to a small class of more general models involving complex interactions between sites. Specifically, we might consider the case where two or more disjoint and incompatible evolutionary pathways are possible. That is, each individual can acquire one of two or more distinct sets of
beneficial mutations, but mutations from different sets are incompatible. Note here that different evolutionary pathways are effectively incompatible if there is sign epistasis between them that is at least as strong
as ∼ s, so that any individual that acquires mutations from two or more pathways must leave the lead of
the wave, and is unlikely to fix as a result. In this scenario, we can apply our approach to analyze the jumps
from class to class for each different pathway separately. Different relative mutation rates for each pathway
simply contribute a different prefactor in the exponent of the generating function for each contributing
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lineage (i.e., replacing the xℓ,k−1 with some relative rate µℓ in Eq. (2.12) ). This allows us to apply our
method to answer questions about the probability that the population will follow any given path, its time
to fixation, and the degree to which the population will simultaneously explore the other pathways.
These considerations provide a different perspective on the fates of populations evolving on rugged
fitness landscapes, and particularly on the effect of a larger population size in avoiding local fitness peaks.
Previous works have suggested that over certain timescales, smaller populations may have an advantage
in adapting on these rugged landscapes, because their trajectories are more heterogeneous, whereas larger
populations have an increased tendency to get stuck on local fitness peaks 178,82,166,76 . However, our analysis suggests that if the landscape is dominated by several distinct uphill trajectories featuring mutational
steps of similar size, large populations may be capable of travelling for many steps down multiple paths,
effectively exploring the surrounding landscape before settling upon one particular uphill trajectory. For
example, in the case of a simple fork with equal mutation rates down each pathway, a large, rapidly adapting population will typically explore about 2q mutational steps forward before a particular pathway is
closed off. The transition between this behavior and that considered in the work cited above evidently
occurs between classical clonal interference, in which adaptation is dominated by the rare emergence of
extremely fit mutants, and the multiple mutations regime, in which most fixed mutations are of roughly
the same size. This, in turn, strongly depends on the distribution of fitness effects of mutations, with longtailed or short-tailed distributions giving rise to dynamics dominated by clonal interference or multiple
mutations, respectively 39,55 . The different outcomes predicted by these two regimes could explain the lack
of experimental consensus on the effect of population size on outcomes of adaptation 166,134,171 .
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2.6.6 Conclusions and Future Work
By using a simple model, we have made considerable headway in understanding how genetic draft affects
the frequencies of mutations through a series of stochastic jumps, how these jumps affect genetic diversity,
sojourn times and fixation times of mutations, and why these statistics resemble those derived from the
Bolthausen-Sznitman coalescent. We then showed how our method leads to a simple correction to the
McDonald-Kreitman test that accounts for linkage between beneficial mutations. Finally, we discussed
how our analysis might be extended to describe evolution on certain classes of rugged fitness landscapes,
which — although admittedly very simple — nonetheless describe limiting behavior for sign epistasis between multiple evolutionary pathways.
Still, our model has some shortcomings. First, we neglect recombination, making our results applicable only to the evolution of microbial populations and tightly linked regions of the genomes of sexually
reproducing organisms. Naturally, in cases where recombination is no longer rare, the effects of genetic
draft are tempered as competing beneficial mutations recombine onto a single genetic background. Fitness classes that evolve disjointly in the asexual model are then allowed to mingle at each reproductive
step, meaning that a series of stochastic jumps between classes no longer correctly describe the dynamics.
Fortunately, the work of Neher & Shraiman 141 , which accounts for the effects of occasional (facultative)
outcrossing of clones provides a framework for combining these two sources of genetic draft. In particular,
since common mutations must at one point propagate near the most-fit class, evolutionary dynamics in
these populations are still largely informed by the distribution of haplotypes in the nose. This distribution
would then obtain contributions both from mutations from the adjacent class and recombined haplotypes
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obtained from mating between less fit clones.
We also make use of the assumption of a single selection coefficient. Indeed, two facets of our model
that are key in deriving analytical results — the organization of clones according to fitness classes and the
asymptotic freezing of frequencies in each class — both break down when a single selection coefficient is
replaced with some distribution of fitness effects. However, several works 66,39 have shown that even in
populations with a distribution of fitness effects, evolutionary dynamics are well described by the use of
an effective, or predominant selection coefficient, which exactly coincides with the most common fixed
mutational effect. Still, the inclusion of a distribution of fitness effects, and the resulting unified understanding of the effects of multiple mutations and mutations of varying effect sizes in driving evolutionary
dynamics, remains a promising subject of future work.
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3

Recombination and the dynamics of
polygenic adaptation in laboratory yeast
populations
Abstract

The rates and selective effects of beneficial mutations, together with population genetic factors such
as population size and recombination rate, determine the outcomes of adaptation and the signatures this
process leaves in patterns of genetic diversity. Previous experimental studies of microbial evolution have
focused primarily on initially clonal populations, finding that adaptation is characterized by new strongly
selected beneficial mutations that sweep rapidly to fixation. Here, we study evolution in diverse outcrossed
yeast populations, tracking the rate and genetic basis of adaptation over time. We find that while asexual
populations evolve via rapid, stochastic, and inefficient fixation of clones, sexual populations adapt continuously by amplifying many weakly selected linked standing variants. Our results demonstrate how recombination can sustain adaptation over long timescales by inducing a transition from selection on genotypes
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to selection on individual alleles, and show how pervasive linked selection can affect evolutionary dynamics.

3.1

Introduction

Populations adapt to new environments by acquiring and amplifying adaptive variants, derived either
from new mutations or from standing genetic variation. The evolutionary dynamics of this process and
its signatures on patterns of genetic diversity depend crucially on the genetic architecture of fitness: that
is, how common and how strongly selected these beneficial mutations tend to be. Historically, quantitative geneticists have often assumed that selected traits are determined by contributions from many independently segregating, weakly selected loci — the “infinitesimal model” of quantitative genetics 47,53 .
In contrast, population geneticists often assume that beneficial mutations are both rare and strongly selected 59,60,61,126,99 , and as a result should rarely be found as polymorphisms in the population 129 . While
selection in the infinitesimal model often leaves only subtle marks on genetic diversity 185,186,190,18,25 , strongly
selected mutations leave distinct signatures in linked variation, including a depletion in genetic diversity 126,59,60 ,
an excess of very rare and very common derived variants 49,14,92 , and specific patterns of linkage disequilibrium in regions flanking the selected site 167,93 .
Numerous statistical methods based on these theoretical expectations have been developed to detect
positively selected loci from population genomic data 167,1,12,149,189,169 . This has led to the discovery of a number of putatively adaptive polymorphisms, particularly in humans 9,13,168,149 . The results of these scans for
positively selected sites have been dominated by candidate loci under strong and recent selection, in part
because such regions leave the clearest signatures in genetic diversity. However, these findings are at odds
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with expectations from quantitative genetics: that most variation in complex traits is highly polygenic,
dominated by hundreds if not thousands of sites with tiny effects on phenotype, and that extended selection on such traits often has pleiotropic fitness consequences 150,137,7,47 . In other words, selected sites may
be neither rare nor strongly selected, and may often be polymorphic, maintained in the population by
stabilizing selection, mutational influx, or a host of other factors.
Recently, there has been a resurgence of interest in detecting and quantifying the potential contributions of subtle polygenic changes to adaptation 25,158,159 . A few studies have introduced methods to look
specifically for such changes, usually by searching for signals of selection in candidate quantitative trait loci
(QTLs) for known polygenic traits. For example, some researchers have examined correlations between
allele frequency changes at QTLs and environmental variables 75,73,74 , searched for overdispersion of allele
frequencies between subpopulations 10,184 , or looked at subtle changes in local genetic diversity across pools
of hundreds or thousands of sites 51 . These studies provide evidence that some adaptations in nature are
likely the result of small shifts in allele frequencies at many loci, and some authors have have argued that this
mode of selection may be the norm rather the exception in human populations 158,159 . However, current
diversity data alone is underpowered to detect historical signatures of polygenic selection. Furthermore,
scans for polygenic effects are hampered by the fact that the evolutionary dynamics of polygenic adaptation
and its effect on genetic diversity is not fully characterized, particularly among sites harboring significant
linkage disequilibrium or epistatic interactions. Evolution in these cases depends sensitively on the recombination rate, population size, and other population genetic factors, which all affect the effectiveness of
selection on individual alleles. Some theoretical work has begun to analyze these factors 144,145,148 , but they
have not been directly studied in an experimental setting.
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Artificial selection experiments provide a potential framework for investigating such questions, particularly in organisms with diverse life cycles and modes of reproduction (e.g in yeast and worms). Historically,
these experiments have played a significant role in uncovering the genetic basis of complex traits and observing how these traits respond to selection 7,47,115,84,19,42 . Recently, a growing field of “evolve and resequence”
(E&R) studies have directly quantified the genetic response of large, outbred populations to selection (for
recent reviews see Burke 20 , Long et al. 121 , and Schlötterer et al. 170 ). These laboratory evolution experiments provide a highly replicated, well controlled setting where researchers can accurately measure changes
in a variety of phenotypes, and investigate their genetic basis. Many previous E&R studies have been aimed
primarily at identifying and localizing QTLs underlying complex traits 115,201,42,23,187,84,154 . However, some
recent experiments have used the E&R approach as a model system for tracking the dynamics of polygenic
adaptation 21,151,180,181,57 , studying the genetic basis of pleiotropic tradeoffs 162,182,125 , or the role of epistasis in
evolution 83,22 .
Although the details often depend on the specific system, these experiments tend to see similar patterns
of genetic and phenotypic responses to selection. First, adaptive response is overwhelmingly dominated
by standing variation, even over timescales (∼ 600 generations) during which new mutations would typically arise and sweep in initially clonal populations 19,21 . Second, E&R experiments tend to suffer from an
excess of candidate loci 181,151 , with anywhere from dozens to thousands of candidates detected in typical experiments. These QTLs are only occasionally validated by further analysis or other studies 181,83,22,125 , which
can reflect either a high rate of type I error or a large amount of background dependence in the underlying
effect sizes 83,79,22 . Third, in experiments where time serial data is available, many E&R studies are characterized by alleles that rarely fix, and instead have selection coefficients that diminish with time 154,21,19,151 . This

91

is a potential consequence of highly polygenic evolution, particularly if stabilizing selection is involved,
but it is also difficult to disentangle from other possibilities (e.g. overdominance, frequency dependent
selection, or epistasis between selected sites). In short, E&R experiments typically observe that short-term
adaptation is driven by polygenic selection on standing variation, which is likely affected by linkage disequilibrium, dominance, epistasis and other multi-locus effects. However, the contributions of such effects,
along with the influence of population genetic factors such as recombination rate, are not well understood.
In this study, we use the E&R approach to analyze how the genetic architecture of fitness interacts
with recombination to determine the evolutionary dynamics of adaptation at both phenotypic and genetic levels. To do so, we evolve initially diverse outbred haploid and diploid populations of budding yeast
at different recombination rates for 960 generations. We sequence and measure the fitness of clones and
whole-population metagenomic samples every 240 generations, which allows us to relate the evolutionary
dynamics of allele frequencies and haplotypes to the changes in mean and variance in fitness over time.
We also assay the relative contributions of new mutations versus standing variation through the experiment, which represents the largest number of generations analyzed in an outbred experimental eukaryotic
population to date.
We find that the genetic architecture of fitness is highly polygenic. Furthermore, the dynamics of adaptation on this variation depends sensitively on the recombination rate. While adaptation quickly stalls
in asexual populations and is highly variable between replicate lines, even modest amounts of recombination lead to more deterministic evolution, in which populations continue adapting at a nearly constant
pace for the entire duration of the experiment. This sustained adaptation in sexual populations is possible because recombination gradually breaks down linkage disequilibrium between many weakly-selected
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sites over time. In this way, sex changes the numbers and targets of selection, altering the dynamics and
outcomes of adaptation.

3.2

Results

3.2.1 Experimental System
We made use of the facultatively sexual life cycle of the budding yeast S. cerevisiae to evolve outbred populations for 960 generations at three different recombination rates. As in previous laboratory evolution experiments in yeast 200,63,130 , we varied recombination rate by interspersing rounds of asexual mitotic growth
with periodic sexual cycles of mating followed by sporulation (for haploid lines) or sporulation followed by
mating (for diploid lines). To implement these sexual cycles, we adapted a method recently developed by
McDonald et al. 130 , which uses multiple haploid-specific and mating-type specific nutrient markers, along
with drug resistance markers tightly linked to each mating locus, to effectively select for diploids, MATa,
and MATα cells at the appropriate times in the evolution protocol, with very little leakage of cells of the
wrong ploidy or mating type.
To found initially diverse outbred populations, we first mated W303 and SK1, two highly diverged
strains of lab yeasts 119 . We sporulated the resulting hybrid diploid in bulk, and screened the resulting pool
of haploid F2 spores for the nutrient and drug resistance markers necessary for the sexual evolution protocol (see Methods). We randomly selected forty mating type MATa and forty mating type MATα spores
and passaged these through another round of bulk mating and sporulation. We used the resulting diverse population to found 12 lines in 6 different treatments (72 populations in total, each with a unique
collection of at least 105 segregants generated from the 80 F2 haploid clones). We evolved half of these
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populations primarily as haploids and half primarily as diploids, at three different recombination rates:
‘frequent sex’ lines that outcrossed every 40 mitotic generations, ‘rare sex’ lines that outcrossed every 120
mitotic generations, and asexual control lines. A summary of the intercross line creation and experimental
evolution protocol is shown in Fig. 3.1, with a more detailed summary in Fig. S1.

Figure 3.1: Schema c describing the line crea on and experimental evolu on protocol. We created a diverse pool of

haploid segregants by two rounds of ma ng and sporula on. We used the resul ng diverse outcrossed popula on to
found 36 haploid and 36 diploid lines. We evolved these lines in batch culture for 960 genera ons, interspersing periods
of asexual mito c growth with rounds of ma ng followed by sporula on (for haploids) or sporula on followed by ma ng
(diploids). We varied recombina on rate by changing the dura on of the asexual mito c growth phase.

3.2.2 The rate of adaptation and maintenance of phenotypic variation
After 960 generations of evolution, we measured the phenotypic response to selection in a subset of populations by measuring the mean fitness of each population through time (Fig. 3.2A). Consistent with
previous observations 130,27,29,69,63,138,200 and theoretical predictions 144,155,140,193,33,78 , we found that populations undergoing any amount of recombination adapted more quickly than their asexual counterparts
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(P = 3.8 × 10−5 , haploids, P = 0.001, diploids; unequal variances t-test). In both haploid and diploid
asexual populations, fitness gains quickly plateau and adaptation largely stops, while the rate of adaptation
in sexual populations declines only slightly over the course of the experiment. We did not observe a statistically significant benefit to more frequent outcrossing in either sexual haploids or diploids (P = 0.71,
haploids, P = 0.32, diploids; unequal variances t-test). This observation could be due to a lack of statistical power, but may also result from a tradeoff between breaking apart well-adapted clones at high
recombination rates and Hill-Roberston interference at lower ones 33,44,70,144 .
Over the course of the experiment, we regularly assayed populations for incorrect ploidy and mating
type. Although we found few such instances in diploids or in any sexual populations, 6 out of 12 asexual
haploid lines underwent a whole genome duplication event at some point during evolution. We excluded
these populations from our primary analysis below, but we note that this rare duplication event is highly
beneficial in haploid asexuals, invariably causing a significant increase in population fitness in those cases
where it occurred (Fig. S2). These observations are consistent with previous work suggesting that chromosomal duplications may be short term, effective responses to rapid environmental change 11,177,197 .
We next measured the within-population distributions of fitness that underlie population-level adaptive changes. Specifically, we measured the fitness distribution in one population from each of four different treatments: a frequent-sex haploid, frequent-sex diploid, asexual haploid, and asexual diploid. We
randomly selected 96 clones from each population from each of four timepoints (generation 0, 240, 480,
and 720), and measured the fitness of the resulting 1536 clones. We show the resulting fitness distributions in Fig. 3.2C. We also performed the same measurement for a single haploid asexual population that
underwent a whole-genome duplication (Fig. S3).
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B

C

Figure 3.2: (A) Mean ﬁtness through me of 3 replicate popula ons for each recombina on rate and ploidy. Shading

represents total range of ﬁtnesses observed for each treatment and mepoint. (B) Within-popula on variance in ﬁtness
as a func on of me in an asexual haploid, sexual haploid, asexual diploid and sexual diploid popula on, calculated from
clone ﬁtness data. Error bars are bootstrapped 95% conﬁdence intervals. (C) Distribu on of ﬁtness through me within
an asexual haploid, sexual haploid, asexual diploid, and sexual diploid popula on. Legend denotes mepoint of sampling.

In agreement with our population-level data, we found that fitness variation in asexual haploid and
asexual diploid populations rapidly diminished over time, and at later timepoints was consistent with a
single fitness value and potentially a single surviving genotype (given fitness measurement errors of about
0.5% in haploids and 0.3% in diploids). On the other hand, fitness variation diminished slightly after
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the first timepoint in both sexual populations, but quickly plateaued to a steady state of about 1.7% for
haploid and 1.4% for diploid populations at later timepoints (Fig. 3.2B). These populations continued to
adapt through the end of the experiment. However, we note that the rate of adaptation (about 4 · 10−5
in haploids and 7 · 10−5 in diploids) was substantially smaller than the population variance in fitness
(about 3 · 10−4 in haploids and 2 · 10−4 in diploids), in contradiction with Fisher’s Theorem 54 . This
discrepancy may reflect interesting effects of epistatic interactions, genetic load, or linkage disequilibrium
between selected sites 47,18 , but it could also be a technical artifact arising from pleiotropic tradeoffs between
fitness in different phases of the sexual selection protocol.

3.2.3 The molecular dynamics of adaptation
To characterize the molecular basis of the phenotypic changes described above, we focused on a subset
of three populations from each ploidy and recombination rate (a total of 9 diploid and 9 haploid populations). We sequenced whole-population metagenomic samples from each of these populations at 240generation intervals through the entire timecourse of the experiment (or until a single haplotype fixed,
whichever was first). This sequence data allows us to track the frequency of each allele from the initial
standing genetic variation over time. To do so, we first compiled a list of 56, 648 high-quality segregating
SNPs and indels from the initial founding population by cross-referencing permissive lists of mutations
from the founding F3 hybrid populations with sequences of the 80 F2 clones and a high-coverage W303
genome (Methods). To minimize the effect of sampling noise on allele frequency measurements, we estimated frequencies over 15kb sliding windows using kernel regression.
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Standing genetic variation
In Fig. 3.3, we show an example of how allele frequencies changed between generations 0 and 480 across
four representative chromosomes in three replicate haploid populations at each of the three recombination
rates. Full-genome data from each sequenced timepoint in all haploid populations is shown in Fig. S5.
Diploid populations display qualitatively similar behavior (Fig. S4, Fig. S6).

− 10 (averaged across 15kb sliding windows) in the ini al
founding pool and at genera on 480 in three replicate haploid popula ons from each of the three recombina on rate
treatments.
Figure 3.3: SK1 allele frequencies across chromosomes 7

In asexual populations, we find that standing genetic variation is rapidly purged by the fixation of one
or a few clones (Fig. 3.3A), consistent with the fitness data described above. While intrapopulation diversity is quickly purged in these asexual populations (Fig. 3.4A), there is substantial variation between
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populations with regards to which allele fixes at each genetic locus (Fig. 3.4B), since each independent
replicate population stochastically fixes a different initial clone. On the other hand, as the recombination
rate increases, genetic variation is purged more slowly and evolution proceeds more deterministically, with
each replicate population exhibiting very similar allele frequency dynamics (Fig. 3.3B,C). This is reflected
in the fact that within-population heterozygosity is maintained throughout the full 960 generations of
evolution (with marginally more variation maintained at higher recombination rate; Fig. 3.4A), while
at the same time between-population variation is dramatically reduced at higher recombination rate (Fig.
3.4B). We find a similar effect of greater recombination increasing within-population heterozygosity while
decreasing between-population variability in diploid populations (Fig. S7).
To investigate haplotype diversity in sexual versus asexual populations more directly, we sequenced and
genotyped multiple clones from the initial haploid and diploid populations at generation 0, and from generations 240 and 720 in one high-recombination haploid population, one asexual haploid population,
one high-recombination diploid population, and one asexual diploid population. Two highly-fit clones
quickly rise in frequency to dominate the asexual haploid population (Fig. 3.5A). On the other hand, considerable haplotype diversity was maintained through the final timepoint sequenced in the sexual haploid
population (Fig. 3.5A), with linkage disequilibrium between sites decaying continuously over time (Fig.
3.5B). We observe a similar pattern in the diploid populations, with a few haplotypes quickly dominating
the asexual population while diversity is maintained and linkage disequilibrium decays over time in the
sexual population (Fig. S8).
In order to examine potential time-dependent effects of linkage disequilibrium, dominance, epistasis
and other multi-locus effects, we investigated how selective pressures on standing variants changed across
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B

Figure 3.4: (A) Average within-popula on heterozygosity through me, computed from 15kb sliding window frequencies every 100 bp across the genome, for each haploid popula on at each recombina on rate. (B) Average betweenpopula on standard devia on of allele frequencies among replicate haploid popula ons at each recombina on rate.

the genome over time. In asexual populations, this information is not readily attainable, as one or a few
clones rapidly dominate the population. However, in the high recombination populations, the repeatability between replicates allows us to calculate local selection pressures acting on each region of the genome
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Figure 3.5: (A) Genotypes of sequenced haploid clones from the ini al founder popula on at genera on 0 (top) and at genera ons 240 and 720 from evolved sexual lines (le ) and from evolved asexual lines (right). Each row denotes the genotype of a sequenced clone, with regions colored in blue deno ng loci with the SK1 allele, and regions colored in orange
deno ng loci with the W303 allele. (B) Normalized, average linkage disequilibrium D ′ 118 calculated from clone sequences,
as a func on of distance from the focal site. Note that D ′ declines over distance and me for sexual popula ons, while
increasing over me for asexual popula ons, reﬂec ng the ﬁxa on of individual clones.

through time from the average changes in allele frequencies across replicate populations. Specifically, we
define an effective selection coefficient acting on a given locus between two timepoints ti and tf as
sef f

[
]
x(tf )(1 − x(ti ))
1
ln
,
=
tf − ti
x(ti )(1 − x(tf ))
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(3.1)

where x(t) denotes the frequency of the SK1 allele at that locus at time t. This parameter gives the average
additional progeny per generation of an individual carrying an allele from the SK1 background relative to
the W303 background in the period between ti and tf . Importantly, this parameter incorporates the effect
of genetic draft from linked polymorphisms along with any selection acting on the allele itself. In Fig. 3.6,
we show how the replicate-averaged allele frequencies and effective selection strengths change over time
in our haploid high-recombination populations for a representative subset of the genome (whole genome
data is shown in Fig. S10, and analogous results for diploids in Fig. S9 and Fig. S11).

A

B

− 10 (in 15kb sliding windows), averaged among the three
replicate haploid frequent-recombina on popula ons, for each sequenced mepoint. (B) Corresponding average eﬀec ve
selec on pressures sef f through me.

Figure 3.6: (A) SK1 allele frequencies across chromosomes 7
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New mutations
To analyze the potential impact of new mutations on the evolutionary dynamics, we used our metagenomic data in combination with clone sequences (where available) to identify new segregating mutations
in all of our populations (Methods).
For the single haploid and diploid sexual populations where clone data was collected, we detected two
different nonsynonymous substitutions in HSP104 segregating in the haploid and diploid populations
at frequencies of about 30% and 60% by generation 720, along with a handful of mutations segregating
at lower frequencies (Fig. 3.7). Similarly, we detected a few segregating mutations in the asexual haploid
and diploid populations (e.g. three novel mutations accompanied the initial clonal sweep in the haploid
population). By cross-referencing the new mutations detected in each clone with all other samples, we
estimated that our power to detect new mutations in these datasets is about 87% for both haploids and
homozygous diploids. On the other hand, our power to detect heterozygous mutations in diploids was
very low (∼ 3%). This suggests that we detected most new mutations in haploids segregating at frequencies of about 5% or higher, but likely missed many low frequency new mutations in diploid populations.
For the haploid sexual population, we estimated that new mutations could only account for about 3% of
the measured variation in fitness at generation 720 (Methods), suggesting that the majority of this variation
arose from continued selection on standing variants. Because of our lower power to detect new mutations
in diploids, and because of the risk of overfitting arising from the extra dominance parameter, we did not
estimate the contribution of new mutations to variance in the diploid population. However, we do note
that the mutation observed at high frequency in the diploid sexual population stopped changing in fre-
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quency significantly after generation 480, a trend that was corroborated by metagenomic data from this
population at the end of the experiment (Fig. S12). This suggests that this mutation was either a neutral
hitchhiker or exhibited some form of heterozygote advantage or epistasis. Neither of these possibilities
explain the sustained increase in fitness observed in this population through the end of the experiment.

Figure 3.7: All new muta ons detected in each of the 4 popula ons where individual clones were sequenced. Each col-

ored line represents the frequency of a new muta on over me among all the clones sequenced in that popula on.

Finally, we searched for new mutations at frequencies greater than 50% in the metagenomic sequence
datasets in all populations where such data was available. Supporting our previous observations from clone
data, we found no well-supported new mutations that were fixed in any population, and very few that were
segregating at high frequencies by the end of the experiment (Fig. S12).
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3.3

Discussion

Our phenotypic data demonstrates that recombination has a dramatic impact on the dynamics of adaptation in our initially diverse outcrossed budding yeast populations. In asexual populations, variance in fitness is quickly purged, as fit clones sweep and stall future adaptation. In contrast, populations undergoing
any amount of recombination sustain diversity in fitness and continue to adapt through 960 generations.
Superficially, these data corroborate earlier empirical and theoretical studies describing the evolutionary advantages of recombination: sexual populations adapt faster by maintaining a larger variance in fitness 54,192 ,
by alleviating Hill-Robertson inference between competing beneficial mutations 78,140 and by decoupling
beneficial drivers from deleterious passengers 155 .
The contrast between sexual and asexual populations immediately raises the question: what is the
source of sustained adaptation in sexual populations? How many selected variants are involved, and what
are their fitness effects? In other words, what is the genetic architecture of fitness that underlies the dramatic effect of recombination on the dynamics of adaptation?
In theory, sustained phenotypic adaptation in our sexual populations could be explained by a few simple
models. Because we observed very few new mutations arising and fixing in our sexual populations, we
focus on models in which adaptation is driven primarily by selection on standing variation. In the first
such model, adaptation in sexual populations could be caused primarily by a modest number of strongly
selected mutations in linkage disequilibrium, potentially with other more weakly selected polymorphisms
present as well. In this “strong-selection” model, sexual populations would experience a series of selective
sweeps of diminishing effects. Initial selective sweeps at strongly selected loci would affect allele frequencies
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of linked weakly selected sites, sometimes increasing the frequency of deleterious alleles at these sites. These
more weakly selected sites would then experience their own selective sweeps later in the experiment, after
the linked strongly selected variants had fixed. In this model, fitness variation would decline over time.
However, the gradual unlinking between strongly and weakly selected sites could potentially extend the
expected sweep times of many selected sites beyond the simple estimate of ∼ 1/s, maintaining fitness
variation over a substantially longer period.
Alternatively, selection in sexual populations could act primarily on a very large number of weakly selected sites (∼ 100 or more sites of fitness effects 10−3 or smaller). This “dense weak-selection” model
suggests a very polygenic genetic architecture dominated by fitness effects of infinitesimal size, resembling
the architectures often assumed in quantitative genetics 47,18,190 . Since many of these weakly selected sites
would normally take at least 1/s ∼ 1000 generations to fix, this model would explain why most fitness
variation was not purged after 960 generations. We note that although these proposed fitness effects are
small compared to the effects typically estimated in microbial evolution experiments (e.g 26,106,157,117 ) and
E&R studies (e.g. 81 ), they are not necessarily weak in the population genetic sense, since Ne s for these
effects could be ∼ 10 − 100.
In addition to these models, which reflect different assumptions about the number and selective effects
of standing variants, various patterns of epistasis or pleiotropy could also potentially play an important
role 22 . There are a wide array of potential effects of this type, and directly investigating these by uncovering
specific interactions between sites is beyond the scope of this investigation. We therefore focus our analysis
primarily on the simpler and more parsimonious explanations for our results described above. However,
motivated by earlier experimental work 103,65,194,31 , we do consider the effects of a simple pattern of global,
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fitness-mediated diminishing returns epistasis below.
To help distinguish between the strong-selection and dense weak-selection models, we can turn to our
analysis of the effective selection pressure acting on each standing variant over time (Fig. 3.6). We see
that despite the fact that these sexual populations increase steadily in fitness through time, allele frequency
changes generally stagnate by the end of the experiment. This is reflected in a decline in local effective selection pressures throughout the genome. Many of these changes cannot be explained by linkage to a site that
fixed, since many loci that experience rapid early allele frequency changes do not ultimately fix for either allele, and the selection pressures at these loci often decline to very close to zero by the end of the experiment.
Overall, out of 24 regions that we would expect to fix based on their initial changes in allele frequency
(Methods), only 9 actually do fix through 960 generations. We note that this discrepancy is robust to the
size of the sliding window used to infer allele frequencies, and cannot be an artifact of genetic drift, since
the effective population size of these populations is of order 105 . Because many apparently selected regions
did not ultimately fix in this experiment, the strong-selection model of sweeps of diminishing effect sizes is
most likely inconsistent with the genetic changes underlying each population’s adaptation. On the other
hand, the trajectories of standing variants are not necessarily inconsistent with the dense weak-selection
model of adaptation.
We tested this intuition more quantitatively by implementing numerical simulations of our experiment,
in which we can vary the assumed genetic architecture underlying adaptation. We simulated our experiment by modifying SLiM 132 , a forward-time population genetic simulator for studying the effects of evolution under linked selection. Specifically, we simulated haploid populations of outbred individuals generated from a single hybrid diploid at a population size of N = 105 for 960 generations of evolution,
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sampling a subset of the population every 240 generation. To simulate sexual evolution, we allowed a
small but constant probability of recombination of 8.3 × 10−8 /bp each generation, consistent with the
amount of outcrossing experienced by our high-recombination lines. For each simulation, we introduced
standing variants with fitness effects drawn from an exponential distribution with an average effect s̄, and
a total number n(s̄) ∝ 1/s̄2 , chosen so that the initial standard deviation in fitness averaged about 2.1%,
matching the initial haploid fitness distribution in our experiment. We varied the number and strength
of selected sites contributing to adaptation by varying s̄, ranging from a model of rare, strong selection to
dense, weak selection. For each parameter set, we tracked the distribution of fitnesses, allele frequencies
and average fitness over time. An example of these data for two different values of s̄ is shown in Fig. 3.8.

A

B

Figure 3.8: Simulated SK1 allele frequencies (in 15kb sliding windows) through me for a single haploid popula on with

a recombina on rate approximately equal to that of the frequent outcrossing treatment. Simula ons shown are for a
model of addi ve eﬀects with eﬀect sizes drawn from an exponen al distribu on. (A) The case of rare, strong selec on
(s̄ = 0.36%, 1 selected site/250 kb). (B) Frequent, weak selec on (s̄ = 0.023%, 1 selected site/ kb).
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In addition to these base simulations, we also considered a model in which a few strongly selected mutations were interspersed among a large number of weakly selected sites. Finally, motivated by empirical
observations in other microbial evolution experiments 103,65,194,31 , we analyzed a model of macroscopic diminishing returns epistasis. In Fig. 3.9 we show the 10 simulation runs with the highest likelihoods for
each model. By comparing likelihood statistics, we find that our experimental data favors a model of diminishing returns epistasis (epistasis vs. additive model comparison, p < 10−15 , likelihood-ratio test; epistasis
vs. two-effect model, p < 10−11 , LOD score). Thus, we found that no model of purely additive effects
provides a good description of the heterozygosity and fitness trajectories observed in our experiment. However, our data is consistent with a model of many weakly selected sites (between 300-1200, with average
fitness effects between 0.075% and 0.15% per individual per generation), constrained by fitness-mediated
diminishing returns epistasis. Our prediction of a highly polygenic genetic basis of fitness was robust to
the specific model simulated.
This highly polygenic genetic architecture of fitness has consequences for the dynamics of adaptation at
high recombination rates, which appear to deviate from simple population genetic predictions. This is exemplified by the observation that sexual populations continue to improve in fitness, largely in the absence
of newly arising mutations and despite the fact that selective pressures appear to decline genomewide over
time (Fig. 3.6). Our simulations suggest two factors that contribute to the apparent stagnation of allele
frequency changes at later phases of the experiment. One factor is a global pattern of diminishing returns
epistasis, which predicts a decrease in the effect of selected sites as the general fitness of the population increases (but cannot by itself also explain the sustained rate of adaptation). Additionally, allele frequency
dynamics plateau due to a pattern of declining linkage disequilibrium between selected mutations.
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Figure 3.9: Comparison between experimental (black dots) and simula on (lines) ﬁtness and heterozygosity data. Simu-

la ons shown are the 10 runs with the highest log likelihood for each model among all measured parameters, with lines
colored by the average selec ve eﬀect of selected sites in the popula on. Because simulated popula ons are constrained
to have the same star ng variance in ﬁtness, the total number of selected sites is inversely related to the average selec ve
eﬀect.

Although somewhat counterintuitive, this second phenomenon has a simple explanation. To see this,
consider a simple idealized example, in which we imagine a population generated by crossing two diverged
lines with a polymorphism every 100bp. Imagine the selective effect of each polymorphism is distributed
with mean 0 (i.e. alleles from each background are equally likely to be positively or negatively selected)
and variance σ 2 = 10−8 (e.g. alleles with an effect of ±10−4 ). If mutations are linked over 100 kb in
the initial population, then a given linkage block will typically consist of about 1000 different mutations.
On average, these blocks all have the same fitness, but because of random fluctuations in the number of
favored alleles in each block, the fitness effect of each block will be normally distributed with standard
deviation σn =

√
nσ ∼ 0.3%. A genome of 107 bp (approximately the size of the yeast genome) will

contain about 100 such blocks. This implies that we expect ∼ 1 block with a fitness effect of more than
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0.8% per generation, and about 10 blocks with effect size more than 0.5% per generation. Because many
alleles start at high frequencies in an outbred population, these selective effects will cause large changes in
frequency over timescales of hundreds of generations.
At later stages of the experiment, recombination unlinks distant loci, but many nearby sites are still
in linkage disequilibrium. If, at these later stages, the correlation length is only about 10 kb, then only
about 100 mutations contribute to a given linkage block. A typical block then has σn ∼ 0.1%. Now, the
likelihood of a given block having a selective effect > 0.5% is less than 10−6 , and, even though the genome
now has about 1200 blocks total, we can only expect 1-2 blocks with effect sizes > 0.3% and none with
effect sizes > 0.35%. Thus, even though the population continues to adapt, allele frequencies are expect
to change much more slowly. A schematic describing these dynamics is shown in Fig. 3.10.
This intuition explains why much of the standing variation is wasted in outcrossed asexuals, as adaptation in these populations proceeds by fixation of a small relative subset of beneficial mutations, which
are likely enriched for the most strongly selected variants in the initial pool. Most weakly selected variants
in these asexual populations are fixed or purged stochastically, according to their presence or absence in
the genome of the fittest individual. In contrast, in sexual populations the genomes of the fittest clones
are broken up by recombination before they have a chance to significantly amplify in frequency, allowing
these populations to continue to adapt for nearly 1000 generations by finding increasingly precise reshufflings of weakly selected variation. Each selected region samples a large, constantly changing, continually
improving set of genetic backgrounds on its way to fixation. The frequencies of these regions then change
according to their average fitness effect sampled over all these backgrounds. The result is a transition from
selection on entire genotypes at low recombination rates to selection on alleles at high ones, as we also see
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Figure 3.10: Schema c demonstra ng the selec ve eﬀects of individual haplotypes in the strong-selec on and dense
weak-selec on regimes. In the strong-selec on case, we show two muta ons of selec ve eﬀects s1 and s2 that are
ini ally linked, but are quickly decoupled by recombina on. Over me, the typical size of the haplotype on which each
muta on is found gets shorter, but the ﬁtness eﬀect of the selected region stays constant. In contrast, in the dense weakselec on regime, an ini al haplotype has many muta ons with selec ve eﬀects ±s. The central limit theorem implies that
√
the typical ﬁtness σ0 of this haplotype is propor onal to n, where n is the number of muta ons on the haplotype. Over
me, haplotypes get smaller and n decreases, so the typical selec on pressure σ of a haplotype declines. As a result, the
rate of change in allele frequencies will decline over me.

in the patterns of haplotype diversity through time (Fig. 3.5).
The transition from “genotype selection” to “allele selection” at higher recombination rates has been
predicted by earlier theoretical work 144,148 . These studies show that because allele frequency changes in
more frequently outcrossing populations better reflect individual fitness effects, such populations adapt
more deterministically. Furthermore, because neutral and deleterious mutations do not hitchhike over
long distances in these populations, variation is maintained at intermediate frequencies for longer. Our
data represents the first experimental demonstration of the transition between genotype selection and this
allele selection regime (though we note that here this transition takes a somewhat different form than studied by Neher & Shraiman 144 , since in our experiment linkage disequilibrium between selected mutations
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skews evolutionary dynamics even at high recombination rates). The combination of more deterministic
dynamics (reflecting the alleviation of Hill-Robertson interference between selected sites) and longer maintenance of variation (reflecting decoupling of deleterious and neutral sites from drivers) likely underlies the
more rapid adaptation and greater fitness diversity observed in our sexual populations.
It is important to note that the heuristic calculations above rely on the assumption of many linked
mutations in a given section of the genome, so that the Central Limit Theorem applies. In reality, our
simulations suggest that between 300-1200 sites are selected genomewide, with typical selective effects of
between 0.075% and 0.15% per site per individual per generation. Taking an estimate in the middle of
this range, and excluding low diversity regions, this suggests that there is a variant with typical effect ±0.1%
roughly every 10kb. Fig. 3.5B suggests that the scale of linkage disequilibrium in the initial pool is around
100kb and declines to around 20kb by the end of the experiment. This suggests that there are, on average,
10 selected mutations per linked block in the early phase of the experiment, declining to about 2 selected
mutations per linked block after nearly 1000 generations of selection. While the linkage disequilibrium
effects described above are certainly relevant at these densities, the assumptions of large numbers of linked
mutations begin to break down, and the dynamics become sensitive to the specific shape of the underlying
distribution of fitness effects.
As previously mentioned, the linkage disequilibrium effects described above are also not strong enough
to fully explain the deviations from population genetic predictions observed in this experiment. Instead,
our simulations suggest that allele trajectories are constrained both by linkage disequilibrum and a global
pattern of diminishing returns epistasis. We cannot rule out the possibility that some of the evolutionary dynamics are driven by more complex patterns of epistasis, beyond our simple model of diminishing
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returns. Although we do not test more complex epistatic models, it is likely that the observed dynamics
result from a mix of specific epistatic interactions between loci, a global pattern of diminishing returns
epistasis, and an increasingly precise reshuffling of weakly selected variation.
Regardless of the extent of epistasis in this experiment, our results are robust to the assumption of
a highly polygenic genetic architecture dominated by infinitesimal fitness effects, of the kind traditionally
assumed by classical quantitative genetic models 47,18,190 . Furthermore, our calculations above demonstrate
how even a purely additive genetic architecture can generate apparently non-additive, time-dependent dynamics if linkage disequilibrium is high. In this way, our work highlights the role of linkage disequilibrium
in driving and distorting evolutionary dynamics. Such effects may explain the frequent observation of stagnation and lack of fixation in some evolution experiments 151 , although explanations involving epistasis,
dominance or pleiotropic effects are most likely better explanations in others 154,19,21 .
Inferring the contribution of weakly selected sites to adaptation is a challenge that requires large population sizes, high replication and sustained periods of selection 4,91 . Consequently, the role of weakly
selected sites in evolution remains a subject of debate 158,159 , and the power to detect these effects in traditional QTL mapping studies, evolve and resequence experiments, or GWAS is often low (with a few
notable exceptions; e.g. Lango Allen et al. 114 ). In fact, our results show that it is easy to be misled: the
molecular data from the early phases of our experiment involves rapid shifts in allele frequencies which
could be interpreted as evidence for individual strongly-selected QTLs. Additional data from later timepoints is needed to demonstrate that these large initial changes in diversity and fitness are likely driven
instead by many weakly selected sites in linkage disequilibrium, whose individual effects are not strong
enough to bring about significant allele frequency change over the timescales studied. Nevertheless, with
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appropriate data this transient hitchhiking effect leaves distinct genetic and phenotypic signatures, such
as allele frequency changes that diminish over time, coupled with sustained and predictable gains in fitness. In principle such signatures could be used to infer the existence of weak linked selection, although
care must be taken to disentangle this effect from epistatic interactions (e.g. by carefully measuring fitness
heritability over time).
Our results also demonstrate how rapid, time-dependent allele frequency dynamics can arise whenever
two diverged genotypes intermix, as in the case of introgressions, hybridizations or admixture between
subdivided populations. In these scenarios, genetic signals resembling strong selection may occur even in
the absence of single, strong QTLs. More generally, linkage disequilbrium between standing variants in
natural populations tends to be low, so the transient draft phenomenon described in this work is unlikely
to play a large role in the evolution of sexual populations exposed to new environments. However, our
work does suggest that sexual populations may harbor and sustain a large number of segregating sites that
adopt some small fitness effect upon exposure to a new environment. These sites are capable of bringing
about significant adaptive change, even though such adaptation is brought about by only modest shortterm changes in allele frequencies. While many existing linkage-based methods for detecting recent selection are based on models of hard sweeps driven by single, strongly selected beneficial mutations 167,149,189 ,
some recent work has focused on developing alternative methods that are sensitive to signals of this type
of polygenic selection 75,73,74,10,51,184 . Our findings underscore the need for further research in this area, and
emphasize the necessity of scanning for both hard selective sweeps and gradual polygenic changes in order
to gain a better understanding of recent evolution.
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3.4 Materials and Methods
3.4.1

Strains

The strains used in this study were derived from the base strains MJM64, MJM36, and MDY493. MJM64
and MJM36 are haploid W303 yeast strains with genotypes MATa-KanMX, ho, P rST E5 -URA3, ade21, his3∆::3xHA, leu2∆::3xHA, trp1-1, can1::P rST E2 -HIS3-P rST E3 -LEU2 and MATα-HphMX, ho,
P rST E5 -URA3, ade2-1, his3∆::3xHA, leu2∆::3xHA, trp1-1, can1::P rST E2 -HIS3-P rST E3 -LEU2 respectively 130 . These strains contain nutrient markers driven by promoters that are specific to mating type
a (P rST E2 − HIS3), mating type α (P rST E3 − LEU 2) or haploids (P rST E5 − U RA3). MDY493 is
a haploid SK1 strain with genotype MATa, his3∆200, leu2, trp1∆1, ura3-52, lys2, a haploid derivative
of MCY387 28 . To generate a heterothallic SK1 haploid, we amplified the NatMX6 cassette from plasmid pJHK1912 (provided by John Koschwanez) using primers oKK1 and oKK2 and integrated it at the
HO locus of MDY493, generating strain KK221. We used diagnostic PCR to verify the HO knockout
(primers oKK3-8), along with the ploidy and mating type of this strain (primers oGW1068, oGW2004,
oGW2018). The same plasmid was used to mating-type switch KK221 to generate a MATα heterothallic
SK1 haploid, KK222.

3.4.2

Intercross line creation

We isolated an F1 hybrid diploid clone from a cross of MJM64 and KK222 and another F1 hybrid diploid
from a cross of MJM36 and KK221. We grew two technical replicates for each hybrid clone overnight,
inoculated into YEP + 2% KOAc for 1 day, and then transferred to a 2% KOAc solution for 1 week until
all cultures exhibited sporulation efficiencies of at least 80%. We incubated the resulting spores overnight
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in a zymolyase solution (20 µg/mL) to kill unsporulated diploids. We then disrupted asci by mixing each
culture with 100 − 200 µm diameter glass beads and inoculating on a roller drum for 1 hour, then 3
alternating rounds of vortexing and sonication for 1 minute each. We verified full disruption of asci by
microscopy, and plated spores at low density onto YPD agar media (1% yeast extract, 2% peptone, 2%
dextrose, 2% agar). We replica plated colonies on appropriate defined amino acid dropout media (CSM
– uracil – histidine +G418 or CSM –uracil –leucine +hygromycin) to select for the mating-type specific
can1::P rST E2 -HIS3-P rST E3 -LEU2 locus, the haploid specific P rST E5 -URA3 locus, and the MATaKanMX or MATα-HphMX mating type loci, which were present in the original W303 but not the SK1
strains. We isolated forty MATa and forty MATα hybrid haploid spores with correct nutrient markers,
and verified their phenotypes by a second round of growth in defined dropout media as appropriate (CSM
–uracil, CSM –histidine, or CSM –leucine) and YPD supplemented with either G418 (200 µg/mL) or
hygromycin (300 µg/mL).
To generate the final set of F3 haploids, we grew cultures of each haploid clone overnight and pooled
them at a 33x dilution in YPD. We split the pooled culture into 12 replicate populations in a 96-well plate,
with between 105 and 106 cells per well. We grew these cultures overnight and then diluted 1:10 in YPD
supplemented with G418 and hygromycin to kill unmated haploids. We inoculated this diploid culture
at a 1:10 dilution into spo++ media (0.25% yeast extract, 1.5% KOAc, 0.05% glucose, 1x amino acid
stock) and allowed it to sporulate on a 96-well plate shaker at 1050 rpm at 30◦ C for 2 days. After 2 days,
we inspected cultures to verify the presence of tetrads, and digested asci by incubation in a solution of
zymolyase (20 µg/mL) and glass beads on a 96-well plate shaker for 1 hour. We diluted spores 1:10 into
3 96-well plates with selective media for haploid MATa clones (CSM –uracil –histidine + G418) and 3
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96-well plates with selective media for MATα clones (CSM –uracil –leucine +hygromycin). We diluted
saturated cultures 1:210 into mating-type selective media (CSM –uracil –histidine for MATa and CSM
–uracil –leucine for MATα). We assayed the final saturated cultures for leakage of the wrong ploidy or
mating type using appropriate selective media, mixed with glycerol to a final concentration of 20%, and
froze at −80◦ C for long term storage.

3.4.3 Laboratory evolution
We founded 36 haploid and 36 diploid populations from the intercross lines described above. For both
haploids and diploids, 12 populations underwent sexual cycles every 120 generations (the rare-outcrossing
treatment), 12 underwent sexual cycles every 40 generations (the frequent-outcrossing treatment) and 12
populations never experienced additional outcrossing (the asexual treatment). The set of lines in each
outcrossing treatment were founded by one of the three pairs of F3 MATa and MATα plates described
above. We implemented sexual cycles by propagating each population asexually by serial dilution in batch
culture for the appropriate number of days, followed by a round of obligate mating and sporulation (for
haploids) or obligate sporulation and mating (for diploids). A summary of these experimental details is
shown in Fig. S1.
We founded haploid lines from a 1:210 dilution of the F3 MATa and MATα lines. In haploid treatments, we propagated MATa and MATα subpopulations separately during the asexual phase. During sexual cycles, the corresponding population pairs were mixed, mated, sporulated and redivided into
MATa and MATα subpopulations. For the asexual treatment, we substituted a second MATa line for
the MATα subpopulation. The two MATa subpopulations in the asexual treatment were then mixed
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every 120 generations and maintained in similar conditions as the rare outcrossing treatment, where possible. We founded diploid lines by mixing and mating corresponding wells from the F3 MATa and MATα
plates, selecting for diploids using G418 and hygromycin, and propagating the resulting diploid populations according to Fig. S1.
For the asexual phase of each cycle, we propagated lines at 30◦ C in unshaken, flat-bottomed 96-well
plates containing 128 µL of YPD. Cultures were diluted daily by a factor of 1:210 . As described in previous
work 109 , this protocol results in approximately ten generations per day and an effective population size of
Ne ≈ 105 . Every 120 generations, plates were mixed with glycerol to a final concentration of 20%, and
frozen at −80◦ for long term storage.
The mating step in each sexual cycle was implemented by mixing MATa and MATα cultures in a 1:10
dilution in YPD. After 6 hours, we transferred cultures by a 1:10 dilution into YPD supplemented with
G418 (200 µg/mL) and hygromycin (300 µg/mL) to kill unmated haploids. The sporulation step was
performed identically to the bulk sporulation and mating type selection described in the intercross line
creation. Briefly, we incubated diploid cultures in spo++ media for 2 days, inspected cultures for tetrads,
and digested asci in a zymolyase solution (20 µg/mL). We diluted spores 1:10 into 2 sets of plates filled
with 117 µL selective media for each haploid mating type (CSM –uracil –histidine + G418 for MATa
and CSM –uracil –leucine +hygromycin for MATα). Because of the high sporulation efficiency of the
culture, the bottleneck size of this step was between 104 and 105 cells. After 18 hours, saturated cultures
were further diluted 1:210 into mating-type selective media (CSM –uracil –histidine for MATa and CSM
–uracil –leucine for MATα). All serial transfer, mating and sporulation steps were carried out using a
BioMek FX liquid handling robot (Beckman Coulter).
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To verify that no leakage of the wrong ploidy or mating type occurred during the sexual cycle, we periodically spotted samples of each culture at a 1:1000 dilution onto agar plates with selective media for MATa,
MATα and diploid cells. We performed these leakage assays every 4 sexual cycles (every 160 generations)
for frequent recombination treatments, every 2 sexual cycles (every 240 generations) for rare recombination treatments, and every 2 control cycles (every 240 generations) for asexual treatments. Assays were
performed directly after the sexual or control cycles. Two additional assays were performed before the sexual cycle, to verify that cultures maintained the same mating type and ploidy over the entirety of the asexual
phase. We found that rates of leakage of diploids in haploid MATa populations was < 1%, and leakage
of other ploidies or mating types in other treatments was < 0.1%. These values are consistent with rates
of leakage observed in previous work 130 . Diploid and mating type selection maintained the same efficiency
in all populations throughout the experiment.
To test whether asexual populations maintained the correct ploidy for the entirety of the experiment,
we fixed 2 replicate population samples from the final timepoint of the asexual haploid lines in ethanol,
incubated samples in a solution of 2 mg/mL RNase A overnight and stained them using SYTOX Green
nucleic acid stain (Invitrogen) to a final concentration of 240 nM. The flourescence spectrum of each
sample was measured using flow cytometry (Fortessa, BD Biosciences) on the FITC channel, counting
∼ 30, 000 cells per sample, and cross referenced with known haploid and diploid controls. We found that
6 of the 12 haploid asexual lines had become diploid by the end of the experiment. Since these populations
maintained the drug and nutrient markers consistent with MATa haploids in this experiment, it is likely
that these populations harbored MATa/MATa diploids generated by autodiploidization events.
The 12 populations per plate described here were part of a larger overall experiment in which all but 8
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blank wells in each 96-plate were filled with cell culture. To verify that no cross contamination occurred
between wells of 96-well plates during the sexual cycles, we inoculated every other well in 9 pairs of MATa
and MATα plates with strains MJM64 and MJM36 and propagated them through two rounds of mating
and sporulation. Out of 864 blank wells, we observed one instance of cross contamination, suggesting
that cross-contamination induced by the sexual cycle occurred at rates of ∼ 0.2% or less. Finally, we
cross-referenced new mutations detected in both metagenomic and clone sequencing between populations.
Although some mutations matched between plates (suggesting some newly arising variation introduced in
the founding F3 pool), there were no well-supported mutations confined to populations of a single plate,
suggesting no measurable cross-contamination occurred between the populations we study here and any
other population.

3.4.4

Fitness assays

Fitness assays were performed as previously described 109 . Briefly, we measured fitness using competition
assays between test populations or clones and a fluorescently labelled reference strain. The fluorescent reference used was a diploid strain created by mating MJM36 with DBY15084 110 , which has an mCitrine
marker integrated at the HIS3 locus. To measure the relative fitness of the reference and test culture, we
thawed 4 µL frozen stocks of each test culture into 128 µL of YPD and allowed this to saturate over 24
hours. We then mixed test cultures in equal proportions with the fluorescent reference strain and propagated asexually for 3 days according to the standard transfer protocol described above. After 1 and 3 days,
or approximately 10 and 30 generations respectively, we quantified the relative numbers of dark and fluorescent cells using flow cytometry (Fortessa, BD Biosciences), counting around 30, 000 cells per sample.
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Clustering of fluorescent and dark cells was done in batch using the SamSPECTRAL package 199 in R and
manually inspected for correct clustering. We calculated the relative fitness s of the test and reference using
the formula

]
[
xf (1 − xi )
1
,
s=
log
∆t
xi (1 − xf )

(3.2)

where xi and xf are the initial and final frequencies of the test cells and ∆t is the number of generations
between timepoints. We performed three replicate measurements for each population. To infer the typical measurement error, we made 30 replicate measurements of a diploid clone (KK221 x MJM36) and a
haploid clone (KK221). We inferred the standard error of our measurements to be 0.5% for haploids and
0.3% for diploids.
To test for possible non-transitivity in fitness measurements, or biases associated with using a diploid
rather than a haploid reference strain, we conducted fitness assays using the haploid DBY15084 as a reference for all of the haploid MATa and diploid F2 founder cells. We found very high correlation between
the fitness measurements made using the two different references (Pearson’s r = 0.97) .

3.4.5

Sequencing and variant calling

We thawed glycerol stocks of clones and populations to be sequenced, inoculated 4 µL of each into 128 µL
YPD, and incubated without shaking for 16 hours at 30◦ C. In haploid populations, we sequenced only
MATa subpopulations; since sequencing was performed immediately after each sexual cycle, we do not
expect this to introduce any bias in inferred allele frequencies. We extracted genomic DNA in 96-well plates
using a PureLink Pro 96 Genomic DNA Purification Kit, and prepared sequencing libraries as described
by Baym et al. 8 . We sequenced metagenomic samples on an Illumina HiSeq 2500 to an approximate
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coverage depth of 15-20x, and clone samples on an Illumina NextSeq 500 to an approximate coverage
depth of 10x.
We trimmed Nextera adapter sequences from reads using Trimmomatic and aligned to a high quality
SNP/indel-corrected W303 reference genome 111 using bowtie2 113 . To analyze frequencies of standing variants, we generated a high-quality list of SNPs and indels segregating in our sample. To do so, we first
sequenced strain KK221 to 40x coverage, aligned the trimmed reads to our W303 reference genome, and
generated a list of candidate SNPs and indels using breseq version 0.27.1 37 . This procedure generated
59, 955 candidate SNPs and indels. To cross-reference this list with mutations detected in sequencing
data, we constructed a complete list of SNPs and indels observed in sequenced F2 haploids using samtools
version 0.1.19, using the commands “samtools mpileup -uBQ 10 -q -1 -o 0 -m 1 -F 0.00001 -f $REFERENCE $SAMPLE .bam| bcftools view -Avp 1.5 - > $OUTPUT.vcf” and “samtools mpileup -BQ 10 -q
-1 -o 0 -f $REFERENCE $SAMPLE .bam| > $OUTPUT_coverage.vcf”. We cross-referenced these lists
with the 59, 955 candidate variants and removed all variants that were never found in any clone or fixed in
all clones. At each candidate variant, we pooled allele frequencies in the F2 clones in 10kb windows flanking the variant, and removed all variants whose frequency in the clone sample differed from the average
window frequency by more than 3σ, where σ =

√

xw (1 − xw ) /n, xw is the sliding window frequency,

and n is the number of clones with nonzero coverage at the variant locus. From this pruned candidate list,
we genotyped the F2 clones at each locus by pooling allele frequencies in 4kb windows, and calling the
genetic background for SK1 if the pooled frequency was > 75% and for W303 if the pooled frequency
was < 25%. Variants in regions with window frequencies in between these cutoffs usually occurred near
crossovers and gene conversion tracts and were imputed by comparing their locations relative to inferred
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recombination breakpoints. Variants whose genetic background required imputation in > 35% of cases
were removed from the list of candidate variants. These rounds of filtering generated a final list of 56, 648
high quality variant SNPs and indels segregating within the F2 hybrid pool.
To infer frequencies of standing variants in the metagenomic sequencing data, we wrote custom MATLAB code to assign each paired-end sequencing read to a genetic background of SK1, W303, indeterminant or recombinant. This was accomplished by cross-referencing our list of segregating standing variants
with the location of each read listed in the samfile corresponding to that sample. The frequency of each
genetic background in the population was then inferred every 100bp across the genome using kernel regression with an exponential kernel with a scale parameter of 7.5 kb.
To infer which regions of the genome were predicted to fix based on their initial change in frequency,
we inferred a threshold value of sef f between generations 0 and 240 that would result in a final allele
frequency of more than 98% or less than 2%, assuming that sef f remained constant through time. We
found 24 linked regions that cross this threshold, only 9 of which proceeded to eventually fix.
To genotype clone sequences, we constructed permissive lists of variants and coverage per site using the
samtools commands described above, and cross-referenced the resulting lists with our set of segregating
SNPs and indels. We genotyped each variant using LOWESS (locally weighted scatterplot smoothing)
nonparametric regression on the variant frequencies in MATLAB with a span of 15 sites, weighted by
distance from the focal variant and coverage at each site. Haploids were inferred to have the SK1 genetic
background at the site if the smoothed allele frequency was > 90% and the W303 background if the
smoothed allele frequency was < 10%. Diploids were inferred to be homozygous for the SK1 allele if
their smoothed allele frequency was > 90%, heterozygous if the smoothed allele frequency was < 60%
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and > 40%, and homozygous for the W303 allele if their frequency was < 10%. Indeterminate variants
were imputed in the manner described above.

3.4.6

Calling de novo mutations

To call new mutations in clone sequence data, we compiled a more stringent list of mutations from the
aligned sequences from each clone using the samtools command “samtools mpileup -uf $REFERENCE
$SAMPLE | bcftools view -mv - > $OUTPUT.vcf”. This list was filtered to include only mutations at
a 75% frequency in the sample and a coverage of at least 5-fold. Note that this threshold by default will
discard most heterozygous mutations in diploids. To remove known standing variants and common mapping errors between the SK1 and W303 alignments, we filtered SNPs that were detected at a frequency of
> 50% or in at least 6 alternate reads in the KK221 high-coverage reference, and applied a more stringent
threshold for indels (threshold frequency 25%, 4 alternate reads max).
We next compiled a large set of short-read datasets (25 sequence datasets at approximately 20-fold coverage each) for the MJM64 strain, derived from an early sequencing timepoint from an alternate evolution
experiment. We mapped these sequences to our W303 reference and filtered candidate variants of putative
mutations that appeared frequently in the W303 alignments (i.e. exhibiting a net frequency of > 50%,
30 reads across all samples, or presence in three or more independent populations). Since the presence of
the same SNP or indel in different populations is rare, such mutations are likely to be the result of mapping errors or mistakes in the reference sequence. To remove standing variants that were present in the
founding pool, and further eliminate possible mapping errors between the two founder strains, we next
filtered any mutations detected at high frequency (> 75% with at least 4-fold coverage) in any founder
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clone. Finally, we removed mutations with Q-scores less than 15, mutations within 15 bp of a known
indel, and mutations segregating in more than one of the four sequenced populations. The remaining list
of candidate de novo mutations was cross-referenced among all sequenced clones, and manually curated
to remove remaining mapping errors and standing variants.
We estimated our power to detect new mutations in haploid clones by computing
∑
i ni,new
∑
,
P =
i ni,cross
where ni,new is the total number of clones in which mutation i was detected using the algorithm described
above, and ni,cross is the total number of clones in which mutation i was detected in at least 50% of reads at
any coverage. For diploid clones, we first annotated each newly detected mutation as being heterozygous
if its detected frequency was less than 1 and homozygous otherwise. To estimate our power to detect
homozygous and heterozygous mutations, respectively, we computed

Phom

∑
ni,new,hom
= ∑i
i ni,cross,hom

Phet

∑
ni,new,het
= ∑i
.
i ni,cross,het

and

Here, ni,new,hom/het is the total number of clones in which mutation i was detected de novo and annotated
as homozygous/heterozygous, and ni,cross,hom/het is the total number of clones in which mutation i was
detected at frequency 1 (for homozygotes) or at any nonzero frequency (for heterozygotes). Assuming
each new mutation is detected with equal probability, P , Phom and Phet approximate the probability
of detecting a mutation if it is found in only a single clone. This algorithm resulted in an estimate of

126

P ≈ Phom ≈ 87% for either mutations in haploids or homozygous in diploids, and Phet ≈ 3% for
heterozygous diploids.
We applied a similar algorithm to detect mutations in metagenomic sequencing data. Because of the
relatively low coverage of these metagenomic sequences (15-20x), we restricted our search to mutations
that reached frequencies of 50% or higher at a given timepoint. We generated lists of putative SNPs and
indels, and filtered them of standing variants, mapping errors, and reference errors. Both of these steps
were done in the same way as for the clone sequences described above. For a final round of filtering, we
made use of our time serial data to only call mutations that were detected in at least two timepoints in a
given population. The results of this analysis are shown in Fig. S12.
The variant-calling pipeline described above was designed to detect substitutions and small insertions
and deletions (about 3 bp or less). To detect longer de novo amplifications, deletions, or copy number variants (CNVs), we analyzed the distribution of coverage along the genome among sequenced clones using a
method that resembles an algorithm described in previous work 130 . We first measured the average coverage
in 100 bp windows along the genome for the 25 W303 sequence datasets described above. Coverage depth
varies along the genome as a result of Poisson sampling noise, existing duplications, deletions, and CNVs,
and biases or artifacts introduced by the PCR, library preparation and alignment steps. Thus, for each
window we calculated the expected coverage relative to the median, by dividing the total number of reads
for each window by the median total coverage among the pooled samples (approximately 500-fold). This
gave us an expected baseline coverage in each 100 bp window for the clone data. For simpler statistical analysis, we modeled variance as a function of expected coverage m using the formula v(m) ∝ m + m2 /r,
where r is a parameter fit to the data. We then applied a variance-stabilizing Anscombe transformation
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[√
A(k) = arcsinh

k+3/8
r−3/4

]

− arcsinh

[√

m+3/8
r−3/4

]
to these data, where k is the measured coverage in a

window. This transformation results in approximately normally distributed data with mean 0 and constant variance. Finally, we transformed each data point by the standard deviation to scale our variance to
1. Large variations in coverage in this transformed dataset will appear as long, spatially correlated signal
above or below the expectation. To detect these signals in clone data, we applied a Hidden Markov Model
using MATLAB’s hmmviterbi algorithm with three hidden states (0 = no change, 1 = amplification, 2
= deletion), with normally distributed emission probabilities (N0 (µ = 0, σ = 1), N1 (µ = 4, σ =
2), N2 (µ = −4, σ = 2)) and a transmission matrix
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This analysis resulted in approximately 80 inferred duplications, deletions and CNVs segregating between
the SK1 and W303 founders, including a few (including the rDNA encoding segment of chromosome
12 and a region encompassing the high affinity hexose transporters HXT6 and HXT7 on chromosome
4) that appeared to be in regions undergoing very strong selection in the early phase of the experiment.
However, when applied to clones isolated from the frequent outcrossing treatment, this analysis did not
find evidence of new CNVs segregating in these populations upon manual inspection of candidate regions.

3.4.7 Fitness effect estimation
To estimate an upper bound on the potential contribution that new mutations have on fitness variation
in the sexual haploid population for which clone data was collected, we estimated the fitness effects and
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origination times of new mutations using a maximum likelihood approach. A mutation originating at
time τ with fitness effect s, assuming that it is not in linkage disequilibrium with other selected sites, will
change in frequency x according to the logistic growth equation,

x(t) =

es(t−τ )
,
N − es(t−τ )

(3.4)

provided that s ≪ 1. Given a set of parameters Θ = (s, τ ) and number of clones sequenced per timepoint
{nt }, the likelihood of observed counts of mutant individuals {ct } is thus
5 ( )
∏
nt
x(t, s, τ )ct (1 − x(t, s, τ ))nt −ct .
L({ct }|Θ, {nt }) =
ct

(3.5)

t=1

Maximum likelihood estimates of parameters Θ̃ = (s̃, τ̃ ) can then be inferred by numerically solving
∂ log L
∂s

=
Θ̃

∂ log L
∂τ

= 0.

(3.6)

Θ̃

Uncertainties in these estimates are obtained from the covariance matrix σ 2 , given by σ 2 = −H−1 , where
H is the Hessian matrix Hi,j ≡

∂ 2 log L
didj

.
Θ̃

In practice, new mutations are likely to be in linkage disequilibrium with many selected sites in these
populations, and as such, neutral or slightly deleterious mutations could potentially hitchhike to high
frequencies. Since this method does not take hitchhiking into account, it will tend to over-estimate fitness
effects, providing a conservative upper bound on the potential contribution of new mutations to fitness
variation.
We wrote custom MATLAB code to apply this method to infer the fitness of mutations segregating at
frequencies > 20% in the sexual haploid population. Combining both clone and metagenomic data, we in-
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fer a maximum likelihood fitness effect of s̃ = 0.3%±0.1% for the only high frequency mutation detected
in this population. At its largest influence on fitness variance, this mutation could explain a maximum of
Vmut
VA,total

=

2·10−6
6.7·10−5

≈ 3% fitness variation, where the additive genetic variance is estimated conservatively

from the change in average fitness of clones between generations 240 and 720 (VA,total = v = ∆s/480).

3.4.8

Simulations

To quantify how we expect the genetic architecture of fitness and population genetic parameters to affect
the phenotypic and sequence data we collected, we simulated our experiment by modifying SLiM 132 , a
forward-time population genetic simulator for studying the effects of evolution under linked selection.
First, we modified SLiM to simulate haploid rather than diploid evolution. We chose each child genome
in every generation from two randomly selected haploid genomes, which we selected proportionally to
each haploid genome’s fitness. The child genome was then assembled randomly from the chromosomes
of the two parent genomes, with a small probability of cross-over between the two genomes. Next, we
implemented an additive fitness model, in which the likelihood of haploid selection in each generation is
proportional to 1 +

∑n

i=1 si

− s̄, where si is the fitness effect of the i-th mutation, n the total number

of mutations carried by the individual, and s̄ the average contribution of selected mutations among all
individuals. This model prevents pathologies arising from dense and frequent selection in multiplicative
fitness models, and allows for rescaling of fitness effects, recombination rates and population sizes. Finally,
we included an additional, optional parameter Xc that could be passed to each simulation for a simple
model of diminishing returns epistasis, where the realized fitness of a particular genotype, W , depends on
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the absolute fitness of the genotype, X, as
X − X0
],
W =[
1 + (X − X 0 )/Xc

(3.7)

where X 0 is the starting mean absolute fitness of the population.
Using this modified version of SLiM, we simulated the laboratory evolution experiment while varying the number and strength of selected mutations as follows. First, we generated two diverged haploid
individuals by evolving a population of size 2 at a very high mutation rate (0.0007 per individual per generation). Each haploid individual had a 9 Mb genome consisting of 9 chromosomes, each with length 1
Mb. This size approximates the total size of the genome with standing variation in our experiment, once
we exclude regions of very low diversity and regions purged of variation due to selection for the sexual system. A fraction of the introduced mutations were chosen to be selected (between 1 and 1/256, depending
on the parameter set), with selective effects drawn from an exponential distribution with a mean effect
that was passed as another parameter to the simulation (between about 2 · 10−4 and 4 · 10−3 ). Next, to
simulate the generation of the outcrossed lines, we applied a round of recombination to the two diverged
haploids at a rate of about 30 crossovers per meiosis. This rate approximates the genome-wide recombination rate experienced by the frequent-outcrossing treatments, as inferred by both previous estimates of the
recombination rate (yielding anywhere between 40 and 50 crossovers per individual per meiosis 124 ), and
by counting the observed number of crossovers in the sequenced founder clones (averaging 38 crossovers
per spore per meiosis; Fig. 3.5A). During the recombination step, we simulated our clone selection and
intercross line generation procedure by introducing two demographic changes: a population expansion
to 80 individuals following the first round of recombination, followed by an expansion to 2 · 105 for the
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evolution. To improve computational efficiency, we rescaled population size N → N/10, selection coefficients s → 10s, recombination rate r → 10r, and time t → t/10 for this phase of the simulation.
This transformation preserves stochastic and deterministic dynamics while yielding an O(100) increase in
computational efficiency. We evolved each simulated population for 960 (rescaled 96) generations, and
output every genotype in the population every 240 (24) generations. From these data we measured the
mean and variance in fitness, allele frequencies in 15 kb sliding windows, and the mean heterozygosity
2p(1 − p) calculated from sliding windows.
For computational efficiency, the numbers and strengths of selected sites were constrained so that the
initial fitness variation in the simulated population matched the variation observed in the initial haploid
clone pool, σ ∼ 2.1%. To accomplish this, we introduced an array of different selected mutation rates
and selection effects, generated 10 outcrossed populations for each parameter pair, and recorded their variances in fitness. Then, for every simulated number of selected sites n, we fit a linear model σn = ms + b,
and inferred s(n) such that σn = 2.1%. We modified this procedure for two additional models of genetic
architecture. First, we modeled populations undergoing fitness-mediated diminishing returns epistasis as
described above, with 0.8 < Xc < 2.8. This model decreases variance from the additive expectation, so
for each diminishing returns parameter set we simulated a starting (additive) variance of 4%, which resulted
in an actual starting fitness variance of about 2%. Additionally, for the two-effect model of adaptation, we
estimated from our experimental clone fitness data an initial fitness increase of about 5.5% before generation 240, and a residual rate of adaptation of about 1.2% every 240 generations thereafter. As a result,
we introduced strong effect mutations with a total effect of 4% on fitness that were expected to be fixed
or nearly fixed by generation 240, and a large number of small effect mutations whose combined contri-
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bution to the standard deviation was about 0.7%, which would result in the rate of adaptation observed.
The introduced ‘strong effect’ mutations varied from 0.5% to 2%.
We compared our simulation results to experimentally measured fitness and heterozygosity trajectories.
Because the initial estimate of mean population fitness derived from the clone data more accurately includes the effect of low fitness genotypes, we used clone data to infer the fitness of one of our evolved
√
populations over time, with the uncertainty in mean fitness estimated as σt / nt , where nt and σt are the
number of clones measured and the fitness deviation at timepoint t, respectively. For generation 960, we
used the population estimate of mean fitness, normalized by the average difference between fitness measurements for generations 240, 480, and 720 between clones and populations. Uncertainty for this data
point was calculated from the 3 replicate fitness measurements. Mean heterozygosity was estimated from
15 kb sliding windows generated from the metagenomic sequencing data, by measuring the inferred heterozygosity 2p(1 − p) every 100 bp, and averaging this quantity across the genome. Regions of starting
low genetic diversity were masked during this calculation. We estimated uncertainty in heterozygosity by
calculating mean heterozygosity among all three sequenced populations, and computing σπ /2, where σπ
is the deviation in heterozygosity among the sequenced populations.
The likelihood of the data, given each parameter set Θ = (s, n, Xc ) was estimated by
L({πt,data , xt,data }|σx,t , σπ,t , Θ)
∫
= L({πt,data , xt,data }|σx,t , σπ,t , xt,sim , πt,sim )P (xt,sim , πt,sim |Θ)dxt,sim dπt,sim
1∑
L({πt,data , xt,data }|σx,t , σπ,t , xt,sim,j , πt,sim,j )
≈
n
n

j=1
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( 5 (
))
n
∑ (xt,data − xt,j,sim − mj )2 (πt,data − πt,sim,j )2
1∑
exp −
=
+
.
2
2
n
2σx,t
2σπ,t
j=1

(3.8)

t=1

Here xt,data and πt,data represent the measured fitness and heterozygosity; σx,t and σπ,t are uncertainties
in measured fitness and heterozygosity; xt,sim and πt,sim are simulated fitnesses and heterozygosities; and
5
∑
xt,data − xt,j,sim
1
mj = ∑ −1
σx,t
t σx,t t=1

is a parameter introduced to compare the relative fitnesses measured in the experiment and simulation,
calculated to maximize the likelihood for each parameter set. We did not include fitness variance measurements in our log likelihood statistic, because our estimates of population fitness variance were likely
inflated for a number of reasons (including deleterious load, an assay environment that did not include
the sexual selection phase of the evolution protocol, or other non-genetic factors). In general, however, we
found that simulated fitness variances were much smaller than those observed.
A comparison of likelihoods between the model of diminishing returns epistasis and the two-effect
model rejected the two-effect model with p < 10−11 . Applying a likelihood-ratio test between the most
likely sets of parameters for the model of diminishing returns epistasis and the purely additive model rejects
the additive model with p < 1.1·10−16 . We note, however, that other models of epistasis could potentially
better describe the experimental data.
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A
Appendices to Chapter 2

A.1

Dynamics of the Transition Process

In this appendix we show that frequencies of mutant lineages are frozen when a class begins feeding mutants to the lead that are destined to establish. We then explicitly derive the probability distribution ρk of
a transition in a mutation’s frequency from a starting class 0 to some final fitness class k.
To prove that frequencies of mutant lineages are frozen when a class begins supplying establishing mu-
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tants to the next class, we first note that the L-th establishing mutant in a given fitness class typically occurs
at time tL such that

∫
L = qs · Ub
|{z}
(a) |

tL

0

e(q−1)st
dt,
qs
{z
}

(A.1)

(b)

where (a) is the establishment probability of one mutant and (b) is the total number of mutants introduced into the lead class by time tL . Thus, using the same argument as in Desai et al. 41 , the amount that
the L-th establishing lineage contributes to a fitness class as a fraction of the first lineage is

ηL,k (t)
eqs(t−tL )
1
= qs(t−t ) = q/(q−1) .
1
η1,k (t)
e
L

(A.2)

Note that this is an upper limit on the contribution of ηL,k , since the growth of each subsequent lineage
actually decreases according to the rate of adaptation v. A fitness class typically establishes in a time ⟨τk ⟩,
and generates its first establishing mutant a time t1 after that. If we neglect the decreasing growth rate due
to adaptation of the population (valid for large q), then at this point, the class below it has supplied
∫
qsUb
0

t1 +⟨τk ⟩

e(q−1)st
s
dt ∼
≫1
qs
Ub

(A.3)

establishing mutants.
In practice, however, few biological populations evolve with q > 4, in which case the diminishing
growth rate becomes important in the above calculation. A simple modification of the analysis gives the
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number of establishing lineages to be roughly
(

)
(q − 2)(q − 1)(q−3)/(q−1) /((q − 3)q) (s/Ub )(q−2)/(q−1)

for q > 3, which, although considerably smaller than the asymptotic value of s/Ub is offset by the more
rapid decay of ηL,k /η1,k for smaller q. Extensions for q = 2, 3 are likewise straightforward.
Thus, we have demonstrated that the contribution of subsequent lineages diminishes rapidly, and by
the time a fitness class begins feeding establishing mutants to the class below it, it has O(s/Ub ) ≫ 1
lineages that are destined to establish in it. As a result, the contribution of subsequent lineages after this
time is already very small, meaning that the frequencies of common lineages in the fitness class at this time
may safely be treated as frozen.
The astute reader might also note that mutant lineages that are destined to go extinct may also contribute to shifting the frequencies, which is certainly a contributing factor close to the time that the class
establishes. Although not as straightforward a calculation, if s ≫ Ub then it is still true that by the time a
class begins feeding establishing mutations, the contribution of these “doomed lineages” is also small (A.2).
Thus we are justified in treating the process as a Markov chain.
Now we are ready to derive the transition probability of a mutation at frequency x0 in class 0 to some
frequency xk in class k. Desai and Fisher (2007; Eq. 29) showed that the contribution to class k, νk , from
a lineage at frequency xk−1 in class k − 1 is described by the generating function

⟨e−νk z ⟩ = e−xk−1 z .
α
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(A.4)

Thus, after class k establishes, the lineage grows as

ηk (t) =

xk (q−1)s(t−τk ) νk (q−1)s(t−⟨τk ⟩)
e
∝ e
.
qs
qs

(A.5)

The generating function for the contribution νk+1 of the mutation 2 fitness steps forward is then obtained by averaging over the intermediate value νk :

⟨e

−νk+1 z

⟩ = ⟨e
=
=

−νk z α

1
2πi
1
2πi

∫

∫
⟩νk =

∞ ∫ i∞
−i∞

0

∫

i∞

−i∞

∞

e−νk z P (νk |xk−1 )dνk
α

0

e−νk z eνk ζ e−xk−1 ζ dζdνk
α

α

e−xk−1 ζ
dζ
zα − ζ
α

α2

= e−xk−1 z ,

(A.6)

where the step in line two makes use of the standard formula for inverting the Laplace transform. Although
technically the average should be taken over the frequency xk (which is analytically intractable), an average
over νk is a reasonable approximation if σk , the growth of the entire class, does not deviate too much from
its typical value, and if the growth of the lineage νk in future classes may be taken independently of the
growth of other lineages. Because the effect of this approximation is compounded at each step forward, it
introduces significant deviations at timescales of roughly q fitness steps forward, which is the timescale over
which fluctuations in the advance of the fitness wave become significant. Accepting this approximation, it
is then straightforward to show that
αk

⟨e−νk z ⟩ = e−x0 z .

138

(A.7)

Without loss of generality, we can index the class in which the mutant begins to be tracked to 0. The
fitness class at k = 1 can then be divided into those individuals descended from a particular lineage in
class 0, at frequency x0 , and those not descended from that lineage, at frequency (1 − x0 ). Since, for each
subsequent fitness class, new frequencies are frozen near the nose, where the two sets of individuals proliferate independently, there are two independent variables encoding the fate of the lineage: νk , denoting the
contribution of the lineage to a class with k more beneficial mutations, and ν̃k , denoting the contribution
of individuals not derived from that lineage, so that ν̃k + νk = σk .
If we denote the probability densities of νk and x̃k = ν̃k /νk by Pk (νk |x0 ) and Πk (x̃k |x0 ) respectively,
then
∫
Πk (x̃k |x0 ) =

∞

Pk (x̃k νk |1 − x0 )Pk (νk |x0 )νk dνk

0

1
=
(2πi)2
1
=
(2πi)2

∫
0

∫

∞ ∫ ϵ+i∞ ∫ i∞
ϵ−i∞

ϵ+i∞ ∫

ϵ−i∞

i∞

−i∞

−i∞

αk

αk

ex̃k νk z1 eνk z2 e−(1−x0 )z1 e−x0 z2 νk dz1 dz2 dνk ,
αk

αk

e−(1−x0 )z1 e−x0 z2
dz1 dz2 ,
(x̃k z1 + z2 )2

∫ ϵ+i∞ −(1−x0 )z αk −x0 (−x̃k z1 )αk
1
x0 α k
e
=−
dz1 ,
k
k
2πi(−x̃k )1−α ϵ−i∞
z11−α
[∫
]
k
k
∞ −(1−x0 )(iz)α −x0 (−x̃k iz)α
x0 α k
e
Re
=
dz,
π
(−ix̃k z)1−αk
0
[
]
x0
1
= − 1−αk Re
k
i(x0 x̃αk + (1 − x0 )eiπαk )
x̃k
π
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(A.8)

where ϵ ∈ R, ϵ → 0− , and step 4 to 5 makes use of a transformation z = −iz1 + iϵ. Simplifying gives

Πk (x̃k |x0 ) =

sin(παk )
x0 (1 − x0 )
.
k
x̃k π (1 − x0 )2 x̃−α + x20 x̃αk + 2x0 (1 − x0 ) cos(παk )
k
k

Finally, we perform a change of variables to xk =

ρk (xk |x0 ) =

[
xk (1 − xk )π (1 − x0 )2

(

(A.9)

1
1+x̃k , giving the jump distribution,

sin(παk )x0 (1 − x0 )
].
)αk
(
)αk
xk
2 1−xk
k)
+
x
+
2x
(1
−
x
)
cos(πα
0
0
0
1−xk
xk
(A.10)

This function denotes the probability density of observing a mutation at frequency xk in class k, given
that it was at frequency x0 in class 0. The function cited in the text is ρ(x1 |x0 ) = ρ1 (x1 |x0 ).

A.2

Contribution of doomed lineages to a fitness class

In deriving the transition probabilities, we argue that the frequency of competing mutant lineages is frozen
by the time a fitness class begins feeding mutants that are destined to establish into the nose. We arrive
at this conclusion by calculating the number of establishing mutant lineages by the (typical) time this
occurs. Since this number is typically large, and the contribution of each subsequent establishing lineage
vanishes (despite the fact that these lineages arrive more and more quickly), the conclusion follows that
the frequencies of lineages by this timepoint are frozen. This comes from the fact that the deterministic
lineage size fraction, nL /n1 ∼ 1/Lq/(q−1) is convergent.
What could be the contribution of mutants that will not establish in a class, but may still contribute
establishing mutants to the next fitness class? There are many more mutants introduced that will not

140

establish relative to those that will, and these mutants grow roughly proportionally to the size of the class
below them (i.e., at rate (q−1)s). By the time the population starts supplying establishing mutants, if these
doomed lineages still comprise a significant fraction of the population, the result will be a deterministic
drifting of the frequency, as these doomed lineages (which, because they are plentiful, will typically be split
as x0 ) become less and less of a contributing factor. We would like to determine if these combined lineages
are negligible by the time a class begins feeding establishing mutants or still constituting some non-trivial
fraction of the class.
The total number of individuals at time t derived from lineages that are destined to go extinct is given
by

∫
Ndoomed (t) =
0

t

1
dT Ub (1 − qs) e(q−1)sT ⟨n(t − T )|n(t → ∞) = 0⟩,
|
{z
}
qs
|
{z
}
(b)

(A.11)

(a)

where (a) is the expected number of non-establishing mutants occurring in a small interval dτ , and (b) is
the expected number of these mutants that still persist at a time t − τ later, given that these mutants are
going to eventually go extinct. Here, ⟨n(t − τ )|n(t → ∞) = 0⟩ is derived from standard branching
process analyses.
The probability distribution of doomed (but not yet extinct) lineages at time t is given by

P (n > 0, t|doomed) = Pext (n)P (n, t)/Pext (t),

(A.12)

where Pext (n) is the probability of extinction of a lineage composed of n individuals, Pext (t) is the probability that a lineage destined to go extinct is not yet extinct by time t, and P (n, t) is the probability that
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a single mutant created at t = 0 has n descendants at time t. Note that by a “doomed” lineage we mean a
lineage that is destined to vanish.
Now, following standard branching process analysis, a new mutant at fitness qs will have the following
distribution of ancestors a time t later (Desai and Fisher, 2007; Eq. 11):

P (n = 0, t) =

eqst − 1
,
(1 + qs)eqst − 1

(A.13)

so that
P (n = 0, t|doomed) =

(1 + qs)(eqst − 1)
,
(1 + qs)eqst − 1

(A.14)

and furthermore (Desai and Fisher, 2007; Eq. 10)

(qs)2 eqst
P (n > 0, t) =
((1 + qs)eqst − 1)((1 + qs)eqst − 1 − qs)

(

((1 + qs)eqst − 1 − qs)
(1 + qs)eqst − 1

)n
. (A.15)

In the branching process analysis, all lineages are independent, so
(
Pext (n) = Pext (1)n =

1
1 + qs

)n
.

(A.16)

Furthermore,
Pext (t) = 1 − P (n = 0, t|doomed) =
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qs
.
(1 + qs)eqst − 1

(A.17)

Thus, using Eq. (A.12) gives
[
]n
qseqst
eqst − 1
P (n > 0, t|doomed) =
.
(1 + qs)eqst − 1 − qs (1 + qs)eqst − 1

(A.18)

Finally, this gives us

⟨n(t)|n(t) ̸= 0, n(t → ∞) = 0⟩ =

∞
∑
n=1

∞

∑
qseqst
nP (n, t|doomed) =
nξ n
(1 + qs)eqst − 1 − qs
n=1

(A.19)

with
ξ=

eqst − 1
.
(1 + qs)eqst − 1

(A.20)

This reduces to

⟨n(t)|n(t) ̸= 0, n(t → ∞) =

((1 + qs) − e−qst )
qs

(A.21)

Now, we include the possibility that the lineage has gone extinct by time t:

⟨n(t)|n(t → ∞) = 0⟩ =

((1 + qs) − e−qst )
P [n ̸= 0|doomed] = e−qst .
qs

(A.22)

A fitness class, naively, has O(1/Ub ) individuals when it typically starts creating establishing mutants.
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Hence,

Ndoomed (t1 + τk )
= Ub2
nk ((t1 + τk ))
≈

∫

(t1 +τk )

(1 − qs)

0
2
qs(t
Ub e 1 +τk )

1 (q−1)sT −qs((t1 +τk )−T )
e
e
dT
qs

2qs

s
≈ .
2

(A.23)

Thus, given our assumption that s ≪ 1, the contribution of doomed lineages is indeed small and can be
ignored.

A.3

Moments of the jump probability

The moments of the jump probability ρ are calculated as follows, analogous to the method used in Desai
et al. 41 . Using the fact that

(

1
σk

)n

∫
=
0

∞

z n−1 −zσk
e
dz,
(n − 1)!

the n-th moment (for the step k → k + 1) is derived as
⟨(
⟨xn ⟩ =

ν
σk

)n ⟩

⟨∫

∞

=
∫

0
∞

=
0

∫

∞

=
0

∫
=

0

∞

z n−1 −zσk n
e
ν dz
(n − 1)!

⟩

z n−1 ⟨ −zσk n ⟩
e
ν dz
(n − 1)!
z n−1 ⟨ −z(ν+ν̃) n ⟩
e
ν dz
(n − 1)!
z n−1 ⟨ −z ν̃ ⟩ ⟨ −zν n ⟩
e
e ν dz
(n − 1)!
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(A.24)

∫

∞

=
0

z n−1 −(1−x0 )z (1−1/q) ⟨ −zν n ⟩
e
e ν dz.
(n − 1)!

(A.25)

Now,
⟨ν n e−zν ⟩ = (−1)n

dn −zν
⟨e ⟩
dz n

(A.26)

and
⟨e−zν ⟩ = e−x0 z

(1−1/q)

(A.27)

.

We can thus compute a general formula for the n-th derivative:
∑
dn −x0 z (1−1/q)
Γ(1/q + i)
−x0 z (1−1/q)
. (A.28)
e
=
e
(−x0 )n−i (1 − 1/q)n−i z −(n−i)/q−i (−1)i
n
dz
Γ(1/q)
n−1
i=0

Thus,
n −zν

⟨ν e

⟩=e

−x0 z 1−1/q

n−1
∑

n−i −(n−i)/q−i
xn−i
z
0 (1 − 1/q)

i=0

Γ(1/q + i)
.
Γ(1/q)

(A.29)

This gives for the moments,
⟨(
⟨x ⟩ =
n

∫

ν
σk

)n ⟩

z (n−1) −(1−x0 )z 1−1/q −x0 z 1−1/q ∑ n−i
Γ(1/q + i)
=
e
e
x0 (1 − 1/q)n−i z −(n−i)/q−i
dz
(n − 1)!
Γ(1/q)
0
i=0
∫ ∞
n−1
∑
1−1/q −(n−i)/q−i
n−i
n−i Γ(1/q + i)
=
x0 (1 − 1/q)
z (n−1) e−z
z
dz
(n − 1)!Γ(1/q) 0
i=0
(
)
n−1
∑
q − 1 n−1−i
n−i Γ(1/q + i)Γ(n − i)
=
x0
.
(A.30)
(n − 1)!Γ(1/q)
q
∞

n−1

i=0
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The first two moments are

⟨∆x⟩ = 0,
⟨(∆x)2 ⟩ =

x0 (1 − x0 )
.
q

(A.31)
(A.32)

Equation (A.30) is readily generalized to k steps forward through the usual substitution, 1 − 1/q = α ⇒
αk , which gives
⟨xnk ⟩

=

n−1
∑
i=0

xn−i
0

Γ(1 − αk + i)Γ(n − i) ( k )n−1−i
α
.
(n − 1)!Γ(1 − αk )

(A.33)

A.4 Site Frequency Spectrum of Nearly Private Variants
In this supplement we flesh out the derivation of the site frequency spectrum of nearly private variants.
As noted in the text, several of the difficulties that arise in the derivation of the site frequency spectrum of
common mutations may be neglected when dealing with rare variants. Specifically, the problem is vastly
simplified with the inclusion of two approximations. First, since the lineage sizes of extremely rare variants
are small and destined to go extinct, the lineages can be assumed to experience no further (establishing)
beneficial mutations (specifically, this approximation holds if nyUb ≪ 1, where n is the lineage size and
y the fitness of the mutant created by the lineage). Second, we assume that mutations are fed into a given
fitness class k deterministically at rate Ub nk−1 (t). This holds if Ub nk−1 (t) ≫ 1 (certainly true in the
bulk of the distribution), in which case fluctuations of incoming mutants around the expected number
are small.
Because these lineages never comprise a significant fraction of the population, they can be studied
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through a standard branching process analysis with a constant death rate d = 1 and a time-varying birth
rate b(t) = 1 + y0 − vt, where t is time in generations, y0 is the initial fitness of the mutant, and v the
mean rate of adaptation of the population. First, we are interested in deriving the expected (time-averaged)
number of mutations carried by n individuals with relative fitnesses y, Frare (n/N, y). This is obtained
by considering the expected number of mutants introduced when a given fitness class was at relative fitness
y0 > y, and multiplying by the probability that, in the time it took for the relative fitness of the class to
decrease to y, the lineage size of any of these mutants has increased to n. Frare (n/N, y) is then the integral
over all possible landing fitnesses y0 .
Clearly, the number of mutants introduced at an initial fitness y0 is simply Ub N (y0 − s) where N (y)
is the expected number of individuals at relative fitness y. So long as the individual does not reside in the
distribution’s high-fitness nose, N (y) is well approximated by a Gaussian with variance v 39 :

N −y2 /2v
N (y) = √
e
.
2πv

(A.34)

Furthermore, a mutant that is introduced at initial fitness y0 will be at fitness y in a time t = (y0 − y)/v.
Finally, the distribution in lineage sizes of a mutant with an initial birth rate 1 + y0 that is decreasing at a
rate v per generation is a classic branching process problem that was solved by Kendall 90 . The distribution
in lineage sizes is

e−y0 t+

vt2
2



e−y0 t+

vt2
2

n−1

1 − ∫

P1 (n > 0, t) = ∫ t
t −y0 τ +vτ 2 /2
( 0 e−y0 τ +vτ 2 /2 dτ + 1)2
dτ + 1
0 e
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.

(A.35)

As a result, Frare (n/N, y) is given by

1
v

Frare (n/N, y) =
1 Ub N
= √
v 2πv


∫

∫

(q−2)s

∞

e

(

y

1 − ∫
((y0 −y)/v)
0

P1 (n, (y0 − y)/v)Ub N (y0 − s)dx0

y
2 −s2
y 2 +2y0 s−2y0
2v

∫ ((y0 −y)/v)
0

e

2
y 2 −y0
2v

e−y0 τ +vτ 2 /2 dτ + 1)2
n−1

e−y0 τ +vτ 2 /2 dτ + 1



×

dy0 .

(A.36)

where an arbitrary upper limit of (q − 2)s is imposed to restrict to regions where the deterministic supply
rate of mutants is guaranteed to hold, with contributions from mutants founded when the class was at
fitness greater than (q − 2)s already negligible for very rare mutations. The total SFS of semi-private
variants is then obtained by integrating over all final fitnesses y:
∫
Frare (n/N ) =

(q−2)s

−qs

1 Ub N
= √
v 2πv


Frare (n/N, y)dy
∫

∞

∫

∞

e

2 −s2
y 2 +2y0 s−2y0
2v

∫ ((y −y)/v)
( 0 0
e−y0 τ +vτ 2 /2 dτ + 1)2
n−1
2
y 2 −y0
e 2v

× 1 − ∫ ((y −y)/v)
dy0 dy.
2 /2
0
−y
τ
+vτ
0
e
dτ
+
1
0
−∞

y

To extract the leading order behavior, we consider frequencies just at the mean, y = 0:

1 Ub N
Frare (n/N, 0) = √
v 2πv

∫
0

∞

e

2 −s2
2y0 s−2y0
2v

×
∫ y /v
( 0 0 e−y0 τ +vτ 2 /2 dτ + 1)2
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1 − ∫
y0 /v
0

e

n−1

2
−y0
2v

e−y0 τ +vτ 2 /2 dτ + 1



dy0 .

(A.38)

2
D(y1 )
v

(A.39)

Examining the integral inside the integrand, we observe that
∫

y0 /v

√
e−y0

τ +vτ 2 /2

0

dτ =

2 −y12
e
v

∫

y1

√
y2

e dy =
0

√
for y1 = y0 / 2v, and D(y1 ) is Dawson’s integral, a well-studied special function. If y1 is small, then

2
4
D(y1 ) ≈ y1 − y13 + y15 ...
3
15

(A.40)

Since we are considering only small lineage sizes n, the integral will obtain its main contribution for y0
small (meaning that most nearly-private variants were founded recently in the past). Thus we can use the
first order expansion:
2 −s2
2y0 s−2y0
)n−1
(
2v
e
1
1
−
dy0
(y0 /v + 1)2
y0 /v + 1
0
(
)
∫
2
y0 s − y02
y0n−1
Ub N ve−s /(2v) ∞
√
exp
=
dy0
v
(y0 + v)n+1
2πv
0
(∫ ∞
( 2)
2
−y0
y0n−1
Ub N ve−s /(2v)
√
≈
exp
dy0
v
(y0 + v)n+1
2πv
0
( 2)
)
∫
s ∞
−y0
y0n
exp
+
dy0
v 0
v
(y0 + v)n+1
(∫ ∞
)
∫ ∞
2
2
2
e−ξ ξ n−1
Ub N e−s /(2v)
s
e−ξ ξ n
√
√
√
=
dξ + √
dξ ,
(ξ + v)n+1
v 0 (ξ + v)n+1
2π
0

Ub N
Frare (n/N, 0) ≈ √
v 2πv

∫

∞
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where, in the last step, the substitution ξ =
∫

0

for

was performed. Performing each integration separately:

∞

e−ξ ξ n−1
1
√ n+1 dξ ≈ √ ,
(ξ + v)
n v

∞

e−ξ ξ n
γ
√
dξ ≈ − + log
2
(ξ + v)n+1

0

∫

y0
√
v

2

2

(

1
√
n v

)
+

1
n

(A.42)

√
v ≪ 1. Note that the second approximation breaks down for n large; however, in the realm of

validity of our approximation (derived below), the second term will generally be much smaller than the
first term because of the log dependence on n.
Thus, the leading order behavior is
Ub N e−s /(2v)
√
.
2πvn
2

Frare (n/N, y = 0) =

(A.43)

A.5 Small n approximation condition
We would like to derive a realm of validity for all of our approximations. The primary assumption made
√
in simplifying the Dawson’s integral and exponential integrals is that y0 / 2v ≪ 1, which is justified if
the dominant contribution to the integral occurs for y0 satisfying this condition. Since we are integrating
against a Gaussian, the integral is sharply peaked around the maximum of

e

2 −s2
2y0 s−2y0
2v

exp −

2
−y0
2v



(n − 1)e
.
∫ y0 /v
vy 2 /2 dy + 1
e
0

2
e−y0 /2v
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Thus we would like to find the location of the maximum of the exponent’s argument:
2
−y0

2y0 s − 2y02 − s2
(n − 1)e 2v
−
.
∫ y /v
2
2v
e−y0 /2v 0 0 evy2 /2 dy + 1
Define
I = e−y0 /2v
2

∫

y0 /v

evy

2 /2

(A.45)

(A.46)

dy.

0

The equation to be solved for the peak ymax is
(n − 1)ymax −ymax
(n − 1)ymax Ie−ymax /(2v)
2
/(2v)
0 = s − 2ymax +
e
+
.
I +1
(I + 1)2
2

(A.47)

Note that ymax = O(s/2), with some n dependent correction that necessarily increases the location of
the peak. Thus, for any of these Taylor expansions to hold for any n, we require at minimum that s ≪

√
v.

In this case it is true that
s (n − 1)ymax −ymax
(n − 1)ymax Ie−ymax /(2v)
2
/(2v)
= +
e
+
2
2(I + 1)
2(I + 1)2
2

ymax

<

s (n − 1)ymax (n − 1)ymax I
+
+
.
2
2(I + 1)
2(I + 1)2

(A.48)

This may be solved numerically to find the exact location of the peak. However, if we suppose that the n
terms are a small perturbation on the s/2 peak, and (as we have already assumed) s ≪
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√

v, we are justified

in a first order expansion of Dawson’s integral:

ymax <
<

2
s
(n − 1)ymax
(n − 1)ymax
/v
+
+
2 2(ymax /v + 1) 2(ymax /v + 1)2

s
+ (n − 1)v.
2

(A.49)

So long as (n − 1)v ≪ 1, it is indeed true that the new maximum is a small perturbation around the s/2
peak, and our original first order expansion of I was justified.
Thus, for the small n approximation to hold, we require that ymax <
the small n approximation holds for

√
n≪

A.6

s
2

+ (n − 1)v ≪

2
s
− .
v 2v

√
2v. Thus,

(A.50)

Derivation of the Neutral Site Frequency Spectrum

In this section we derive the asymptotic form of the neutral site frequency spectrum for common alleles.
To derive this, we start from the assumption of a class that is growing exponentially (and deterministically),
such that
nk−1 (t) =

e(q−1)st
.
qs

(A.51)

This class supplies neutral mutants at a rate Un . Thus the expected number of individuals with lineage
sizes n at time t, F (n, t), is simply the integral over the expected number of mutants introduced at time
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τ multiplied by the probability for a mutant to reach a lineage size n in time t − τ :
∫

t

F (n, t) =
−∞

Un nk−1 (τ )P (n, t − τ )dτ.

(A.52)

The probability for a lineage to reach size n in a time t is given in Desai & Fisher 39 and in the first section
of this SI. This gives
∫
F (n, t) = ((q − 1)s)

t

2

×

−∞

Un dτ (q−1)sτ
e
qs

(

(1 + (q − 1)s)e(q−1)s(t−τ ) − 1 − (q − 1)s)
((1 + (q − 1)s)e(q−1)s(t−τ ) − 1)

)n

e(q−1)s(t−τ )
. (A.53)
((1 + (q − 1)s)e(q−1)s(t−τ ) − 1)((1 + (q − 1)s)e(q−1)s(t−τ ) − 1 − (q − 1)s)

Defining σ = (q − 1)s, y = (1 + σ)eσk − 1 − σ, we obtain

σUn eσt
F (n, t) =
qs

∫

∞

dyy n−1
.
(y + 1 + σ)(y + σ)n+1

0

(A.54)

An explicit series expansion in powers of n may now explicitly be derived. First we note that

1
1
=
y+1+σ
y+σ

(

1
1
1 + y+σ

)
=

∞
∑
k=0

(−1)k
,
(y + σ)k+1

which gives

σUn eσt
F (n, t) =
qs

∫

∞
∞∑

0
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k=0

dyy n−1 (−1)k
(y + σ)n+k+1

(A.55)

∞
Un eσt ∑ (−1)k (k − 1)!Γ(n)
=
qs
σ k−1 Γ(k + n)

=

k=2
∞
σt
e ∑

Un
qs

k=2

(−1)k β(k, n)
,
σ k−1

(A.56)

Γ(k)Γ(n)
.
Γ(n + k)

(A.57)

where the Beta function β(k, n) is defined as

β(k, n) =

The above is well approximated by the following expansion:
(
)
∞
Un eσt ∑ (−1)k (k − 1)!
1
Un eσt
2
6
F (n, t) =
≈
−
+
... .
qs
qs
σn2 σ 2 n3 σ 3 n4
σ k−1 nk

(A.58)

k=2

As expected, for σ → ∞ or n → ∞ we recover the characteristic n−2 decay of an exponentially expanding
population. Keeping the leading order term, we obtain

F (n, t) =

Un eσt
Un dx
⇒ f (x)dx =
.
qsσn2
σx2

(A.59)

A.7 Details concerning forward-time Wright Fisher simulations
We validate some of our results in the text by comparing theorized predictions to simulations. Toward
this end, we implemented forward-time simulations that closely resemble evolution in the Wright-Fisher
model. The details of the implementation of these simulations is described in detail in our previous work 66 .
To measure the transition probabilities and sojourn times of mutations between fitness classes, an ini-
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tially clonal population is allowed to evolve for 2(q + 1)⟨τk ⟩ generations until it reaches its steady state
distribution of fitnesses. At this point, a mutation is seeded in at a frequency x = 0.5 in each fitness class.
A new class k is allowed to establish, and shortly afterwords the mutation reaches some steady frequency
xk in this class. The population is then allowed to evolve until a class containing ⌈k + q⌉ beneficial mutations establishes. At this point, class k is (roughly) at the population’s mean fitness, and the frequency of
the mutant in this class is recorded. This prescription certifies that frequencies of mutations attain their
long-time steady values long before they are measured. Upon the establishment of class ⌈k + q + 1⌉, the
frequency of the mutant in class k + 1 is recorded. Generally, when class ⌈k + q + i⌉ establishes, the
frequency of the mutant in class k + i is recorded. In this way, a vector of transitions {xk , xk+1 , ..., } is
generated, until xi = 0 or xi = 1 in the mean class for some i. The transition and sojourn probabilities
are then collected from 60,000 such runs for each parameter set.

155

B
Supplementary Figures to Chapter 3
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Figure S1: Detailed schema c demonstra ng the experimental evolu on protocol for each treatment. Colored boxes

denote diﬀerent steps in the transfer protocol performed each day, with mul ple colors deno ng several steps performed
during a single day. Grey boxes denote asexual control steps for selec ve media in cases where iden cal treatments are
not possible (e.g. dilu on into phosphate buﬀered saline solu on instead of sporula on media for asexual diploids). Each
cycle repeats every 16 days.
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Figure S2: Mean ﬁtness of asexual haploid popula ons over me, including those in which autodiploidiza on events
occurred.
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Figure S3: Distribu on of ﬁtness over me in an asexual haploid popula on in which a whole genome duplica on arose
and swept.
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Figure S4: SK1 allele frequencies at genera ons 0 and 960 across chromosomes 7-10 for diploid popula ons.
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Figure S5: SK1 allele frequencies at genera ons 0 and 480 across the genome for haploid popula ons.
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Figure S6: SK1 allele frequencies at genera ons 0 and 960 across the genome in diploid popula ons.

A

B

Figure S7: Average within-popula on heterozygosity (A) and between-popula on standard devia on (B) for diploid popula ons.
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Figure S8: Genotypes of sequenced diploid clones. Each row denotes the genotype of a sequenced clone, with regions

colored in blue deno ng loci homozygous for the SK1 allele, regions in orange deno ng loci homozygous for the W303
allele, and regions in purple deno ng heterozygous alleles.
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Figure S9: SK1 allele frequencies through me (A) and average eﬀec ve selec on pressures (B) across chromosomes 7-10
for diploid popula ons.
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Figure S10: SK1 allele frequencies through me (A) and average eﬀec ve selec on pressures (B) across the genome for haploid popula ons.

B

A

167

Figure S11: SK1 allele frequencies through me (A) and average eﬀec ve selec on pressures (B) across the genome for diploid popula ons.

B

A

A

B

Figure S12: All new muta ons detected in metagenomic sequencing data, for (A) haploids and (B) diploids. Only muta ons

that were detected at a non-zero frequency at more than one mepoint are plo ed.
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