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Abstract
We introduce a variant of the variational RNN (VRNN) model with discrete latent
states to increase interpretability in RNN-based language models. Finding that naively
training the model results in the same posterior collapse phenomenon observed in
many other autoregressive tasks, we take the special case of an HMM where exact
inference is tractable and examine the optimization challenges in that setting. We
learn that sampling to compute the optimization objective likely causes optimization
of the inference network to be intractable. Since the exact ELBO can be computed
in the case of an HMM, we train an inference network for an HMM generative model
(without any posterior collapse), then initialize a VRNN using the HMM’s parameters
and inference network. We find that fine tuning this model and adding non-Markovian
transitions between latent time steps lets the model approach an LSTM-based language
model’s performance, while maintaining a sparse discrete latent state.
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1

Introduction

This thesis approaches the task of interpretability in language modeling, and tries to understand how sequential discrete latent variable models can be used to generate language. Its
goal is to understand the reason that it’s difficult to train such models, what methods we
can apply to make the problem tractable, and their drawbacks.

1.1

Sequential Discrete Latent Variable Models

Deep neural networks are in widespread usage in solving a wide variety of tasks, from image
segmentation to translation. However, one drawback of the kinds of neural architectures that
are being applied is that they are essentially black boxes. Making deep learning understandable is an active area of interest, with many researchers working on tasks like understanding
what features are learned (Yosinski et al., 2014) and embedding interpretability into the
model search process (Kim et al., 2015). One simple approach to aiding interpretability is
to use discrete internal states, since those can be readily understood and summarized by
humans: for example, it is much simpler to look at all examples that turn on a particular
binary variable than to understand what a vector like [0.2, -0.1, 4.5] means inside a neural network. One method for introducing discrete variables into the model is to construct
a generative model where the latent variables are discrete - making the ‘decision-making
process’ of the neural network an explicit choice at generation time.
One of the most uninterpretable and yet effective architectures is the recurrent neural
network (RNN), which despite its opacity achieves state of the art in many natural language
processing tasks, including translation, language modeling, and summarization (Luong et al.,
2015; Mikolov et al., 2010; Nallapati et al., 2016). The RNN is an especially good target for
interpretability efforts because it keeps an internal state at each time step of computation,
which can represent a summarization of the relevant information it has seen so far. Many
efforts have been made to understand or pick apart their internal structure (Karpathy et al.,
2015; Krakovna and Doshi-Velez, 2016).
Until now, efforts to apply latent variable models to language have focused on a single
continuous latent variable (usually from an isotropic Gaussian distribution) (Bowman et al.,
2015; Miao et al., 2016; Yang et al., 2017b; Kim et al., 2018), with the goal of producing
a fixed-size continuous representation of sentences. However, in this work we seek to build
latent variable models with discrete latent variables, one for each generated token. Our goal
is to factor some of the information present in the noisy hidden state of the RNN into a
discrete latent state, which is much easier to interpret.
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1.2

Language Modeling

Our goal is to apply these methods to natural language, so it is important to understand
what kinds of methods work well in practice. In language modeling, the goal is to find a
model pθ that maximizes the probability of sentences in a document, i.e. pθ (x). In the
past, language modeling was often based on n-gram models with smoothing (Goodman,
2001), but since Mikolov et al. (2010) the state of the art has been LSTM-based language
models, which factor the model as pθ (x) = pθ (x1 ) · pθ (x2 |x1 ) · . . . · pθ (xT |xT −1 , . . . , x1 ), and
produce a prediction for each word having conditioned on the previous words. A model
which conditions on previous words is called autoregressive 1 , and autoregressive models are
state of the art in a variety of sequence modeling tasks, including language modeling.
There are several recent advances in language modeling methods that improve the stateof-the-art on standardized benchmarks like the Penn Tree Bank (PTB) dataset (Marcus
et al., 1993). These advancements, which we examine below for completeness, are optimization techniques and low level modeling choices that can lead to performance improvements
due overfitting and better parameterization. Since the state-of-the-art method for language
modeling is an LSTM-based language model, these works focus on recurrent neural networks.
One common trend is that while these kinds of methods have existed for modeling image
datasets for a long time (for example, dropout (Srivastava et al., 2014) and batch normalization (Ioffe and Szegedy, 2015)), they have had difficulty in being applied to text-based
tasks until now because of the sequential structure and discrete output.
The main methods include:
• Regularization to prevent overfitting: Merity et al. (2017) explores a set of regularization methods, including DropConnect (dropout inside the RNN cell), variational
dropout (sampling the dropout once per RNN rollout), embedded dropout, and weight
tying. These methods either reduce the number of parameters in the model or increase
generalizability.
• Improved optimization methods Merity et al. (2017) mentions backpropagationthrough-time (BPTT) jitter (randomizing the BPTT window) and averaged SGD
(ASGD) as techniques that improve performance.
• Removing softmax limitations Yang et al. (2017a) explore the the restriction imposed by using the softmax function applied to a matrix-vector product to generate
probabilities for a language model (the most common method). Essentially, they show
that the probability distributions representable by a softmax is restricted to rank-d
1

Note that this is more flexible terminology than used in the time series literature
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matrices, where d is the embedding size 2 . They overcome this limitation using a
mixture-of-softmaxes, while retaining roughly the same number of parameters.
• Deep context-based word embeddings Peters et al. (2018) introduce word embeddings which are functions of the entire sentence of input, i.e. a function of the
hidden state of a pretrained language model that runs over the sentence. These richer
embeddings capture more information about the word in its context, and improve
performance on a number of tasks.
This is excellent experimental work that helps bring optimization of language models
in line with the techniques applied in the image domain. We view all of these works as
orthogonal to our own effort to impose interpretability on models - for example in all of our
models, we can extend the probability-distribution generating step by creating a mixtureof-softmaxes, or we can introduce variational dropout inside a multi-layer LSTM as recommended by the above work. So we focus for the rest of this thesis on the higher level choice
of model and inference, rather than the low level specifics.
Challenges in Autoregressive Latent Variable Models
In general, one method to train complex latent variable models for language is to sample z
from a distribution pθ (z), and then generate a sentence from it (i.e. x ∼ pθ (x|z)). Then,
given that we’ve found this generative model, we can use the posterior p(z|x) (or samples
from it) as a method for computing a corresponding representation of the sentence. Our
proxy for ’quality of representation’ in this case is log pθ (x), the marginal log-probability.
Examples of this approach include Bowman et al. (2015) and Miao et al. (2016), which apply
variational inference to optimize pθ (x) via an approximate posterior q(z) (which is implicitly
conditional on x).
While it would appear best to use an autoregressive generative model for modeling language, early efforts have found significant challenges. The first and most difficult arises from
the fact that since the posterior distribution over z is so complicated (since pθ (x|z) is autoregressive), variational inference is often used to optimize the generative model. However,
in this setting Bowman et al. (2015)3 note that applying a variational autoencoder (VAE) to
autoregressive models will cause the variational posterior q(z) to collapse to the prior p(z),
2

They show that if the true probability distribution over a sequence of contexts (e.g., a sentence) is
representated by a matrix A, then the distribution can be represented only if there’s a factorization into two
matrices Hθ WθT that is off from A only by a bias.
3
Amongst others. This phenomenon has been documented in many works, including Chen et al. (2016),
which explain that the issue is not just due to optimization challenges, but also a preference by the model
to get information from the autoregression rather than latent variables.
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which causes the generative model to ignore z (since it is now essentially noise) and instead
become an LSTM language model. The assumed cause of this problem is because inference
is very difficult early in training because the inference network is untrained, so it is easier
to optimize toward this simpler result. Two solutions were proposed to solve this issue: KL
annealing, where the coefficient for the KL divergence term in the ELBO is annealed from
0 to 1 over a fixed schedule, and weakening the autoregressive model by masking some of
the inputs. However, neither solution works particularly well, and Bowman et al. (2015)
found that the resulting model, while useful, was still numerically worse than an LSTM-LM.
Our attempts to replicate the work found the extra necessary hyperparameters (annealing
schedule, dropout rate) difficult to tune with stability.
Solving this problem has recently been an area of active inquiry. Yang et al. (2017b)
tackles this problem by using a dilated CNN for the decoder model, which is still autoregressive but reduces the need for word dropout. However, follow up work in Kim et al. (2018)
shows that the LSTM-LM baseline used was not strong enough, and there are only small
improvements if any. Shen et al. (2017); Semeniuta et al. (2017) also approach this problem
with a convolutional encoder and deconvolutional decoder, but do not make comparisons
against an LSTM-LM and seek to solve other tasks.
The usual metric reported to decide whether the inference model is working is computing
the KL divergence between q(z) and p(z) as a fraction of the overall ELBO (i.e. the nonnegative log-likelihood component), since this value is 0 if the inference is ignored by the
generative model. However, this isn’t a reliable metric since it confuses the marginal q (i.e.
as an average over all data points) with the per-data point q. Hoffman and Johnson (2016)
explore this difference, and show that on MNIST with a Gaussian prior, the marginal KL
becomes large, and is essentially equal to the gap between that model and state-of-the-art,
which suggests that the Gaussian prior is possibly to blame.
In the variational autoencoder setup there is an inference network that computes the
parameters of the variational approximation for a given point x (i.e. computes the λ in
q(z; λ)). Cremer et al. (2018) explore the suboptimality of this inference network, and
Kim et al. (2018) demonstrate how to incorporate methods from SVI into overcoming this
problem. To our knowledge this last work is the first that outperforms a baseline LSTM-LM
on language modeling.

1.3

Related Work

There are two branches of related work that we consider: research that explores inference on
sequential latent variables, and research that considers latent variable modeling on text, as
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(b) Probabilistic graphical model for Variational RNN, where the dashed lines indicate dependencies that are newly induced by
the RNNs. Here, too, the arrows are often
parametrized by deep neural networks.

(a) Probabilistic graphical model for deep
Markov models, where the transition (a) and
emission (b) distributions are parametrized by
deep neural networks. The circled nodes are
random variables, and the hatched nodes are
observed.

explained above. For the most part, due to tractability, the former mostly considers statespace models and/or video segmentation tasks, where the output is a continuous variable.
Inference on Sequential Latent Variables
Significant literature exists for state-space models and hidden Markov models (HMM), including fast approximate inference algorithms that are widely-used in practice. At the same
time, the LSTM has proved to be a very powerful discriminative model for recurrent data
in many contexts, including time series data and text.
Many recent works have explored sequential latent variable models. There are generally
two avenues of attack: (1) convert the LSTM into a latent variable model via the Variational
RNN structure (VRNN) (Chung et al., 2015), so named because variational inference is
almost always the method of inference for such an intractable model, or (2) parameterize
the transition and emission distributions of Markov models (like state-space and hidden
Markov models) using neural networks, where the result is often called deep Markov models
(Krishnan et al., 2017, 2015). One way to distinguish between the two techniques is via
the probabilistic graphical model of the generative model, see Section 1.3 for more details.
Another distinguishing characteristic is that the VRNN is an autoregressive model, while
the deep Markov model is not.
Of course, for both models inference is quite challenging. Previous work has applied variational inference, focusing on choice of variational distribution and parametrization. Krishnan
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et al. (2015) explore a deep Markov Kalman filter (which here means that the generative
model includes observed ‘actions’ as well as the latent state and observed emissions), and Krishnan et al. (2017) looks at parametrizations of the inference network for deep Markov state
space models. Chung et al. (2015) introduces the VRNN model and applies it to modelling
speech and handwriting generation.
An important sequence of prior work is the development of what we refer to as particle
filter variational inference (Naesseth et al., 2017b; Maddison et al., 2017; Le et al., 2017)4 .
One of the largest challenges of sequential latent modeling is that since the ELBO is often
computed using samples from the variational posterior, and these samples only explore a
small part of the exponentially large space, it is difficult to get accurate gradients based on
these samples. Particle filter variational inference (also called variational sequential Monte
Carlo or VSMC) is a way to expand the variational family considered by introducing resampling in the stepwise sampling procedure. More details can be found in Section 4.3, but it
is important to note that these works evaluate continuous latent variables (i.e. using the
deep Markov model or VRNN as generative models), which have significant differences from
discrete latent variable models. We apply these methods in our work.
Latent Variable Text Models
Finally, there are a few recent works that attempt to apply sequential latent variable models
to text, as we do. Zaheer et al. (2017) explores learning a Markov model where, in the
generative model, discrete latent variables are sampled from the hidden states of a small
LSTM. These ‘topic variables’ are then used to emit a word in a language model. To train
their model they use stochastic EM, where the E step is performed by taking samples from
a factored posterior. This work is followed by Zheng et al. (2017), which replaces sampling
from a factored posterior with the particle Gibbs method, which is a form of SMC where
the proposal is locally optimal (and based on forward messages). These works are similar to
ours in goal, but we have difficulty understand the results, since their best perplexity on the
Wikipedia dataset that they use is at least one order of magnitude worse than earlier results
with an LSTM-LM on the 1 Billion Words dataset (Chelba et al., 2013).
One final related work, Krakovna and Doshi-Velez (2016), doesn’t fit into the above
taxonomy, but is very relevant this thesis. They focused on increasing interpretability in
LSTM-based models by combining it with an HMM. In particular, they explore (1) training
an HMM to produce the hidden states of an LSTM-LM, and (2) a hybrid method which
combines the outputs of HMM inference and an LSTM-LM’s hidden states to predict each
4
Which all build on the prior work of Gu et al. (2015), which used a similar method to optimize the
proposal distribution of SMC.
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word (in their case, character). This work is quite similar to ours in goal, but approaches
the task differently - rather than learn one joint latent variable model, the HMM is trained
to be a subroutine for language modeling via filtering. We explore this model in more detail
in Section 3.2.

1.4

Contributions

There are three primary contributions of this thesis5 :
• First, since naively training a variational RNN (VRNN) with discrete latent states
via variational inference causes posterior collapse, where latent variables are ignored
during generation, we try to demonstrate some of the causes on a simpler model. We
first solve the special case of an HMM, where this effect also appears when training on
real natural language datasets, even though it is not an issue on synthetic datasets.
• Then, we give evidence via a comparison of multiple optimization objectives that the
reason the inference network is not learning is sampling, rather than the gap between
the model and its approximate posterior.
• Finally, we give a partial solution to the VRNN training problem by pretraining an
inference network on an HMM, letting us use the fact that an HMM is a specialization
of a VRNN.

1.5

Notation

For the rest of the thesis, the following brief overview of notation and problem setup will be
helpful:
• For variables: we consider modeling datasets with N sequences of data points, each of
possibly varying length. For any particular sequence i of length Ti , there is a sequence
of data points xi := {xi1 , xi2 , . . . xiTi }, where each xi is assumed to be a word or token,
and can be represented as a one-hot vector using a dictionary. In our models, we
consider a sequence of corresponding latent variables z i := {z1i , . . . , zTi i }, which for
now we assume also take on discrete values. In general, we drop the superscript i
since we assume that each sequence is i.i.d., and so our computation factors across
datapoints. So, for example, we consider the data x = {x1 , x2 , . . . , xT }. Also, we use
the notation x<t to refer to the variables (x1 , x2 , . . . , xt−1 ) collectively.
5

Not including open source work that has indirectly or directly supported the work on this thesis.
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• For probability distributions: we’ll use the notation that letters like p, q represent
both the distribution and its probability, e.g. z ∼ p(z; θ) = N (θ, 1) means that
z is a normally-distributed random variable with mean θ and variance 1, and that
p(z; θ) ∝ exp(−(z − θ)2 /2) as expected.
• For parameters: throughout, we use θ to refer to the parameters of the generative
model, and φ to refer to parameters (if any) used for inference. For a latent variable
model over variables x, z that factors as p(x, z) = p(z)p(x|z), we use θ to refer jointly
to the parameters of both p(z) (the prior) and p(x|z) (the likelihood). One distinction
we use is that since we discuss approximate inference, we denote pθ (z|x) the ’true’
posterior (which is dependent on the value of θ), as opposed to q(z), an approximate
posterior. In the rare case that we are not using misspecified models, we let θ∗ denote
the parameters of the data generating distribution (i.e. x ∼ pθ∗ (x)), and denote pθ∗ (x)
the ’oracle’ model.
This distinction between the choice of model and the choice of inference is crucial to our
experimental setup, since many of the models we consider do not have tractable methods for
exact inference.
We use two metrics throughout: one which is related to estimates of log p(x) (i.e. variational bounds on that value), and the perplexity, the most common metric for language
modeling that essentially computes exp(− log p(x)/T ) where T is the length of the sentence.

1.6

Outline

In Section 2 we describe the hidden Markov model in our notation and how we fit it using
stochastic gradient descent, and in Section 3 we describe some common autoregressive generative models, including the models used in our final experiments. In Section 4 we give an
overview of variational inference, including in Section 4.3 a description of Monte Carlo objectives, one of the core organizing ideas that we consider. In Section 5 we explain the methods
that we apply, along with an interpretation of the metrics relevant to those methods. In
Section 6 we explain our findings, and we conclude in Section 7 with a summarization and
some ideas for future work.
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Figure 2: The generative process for HMMs. The hatched nodes are observed random
variables.

2

HMMs

Some of the simplest models that can be used to explore sequential latent structure are statespace models and hidden Markov models (HMMs). While nomenclature can vary, here we
use state-space models to refer to when z is a sequence of continuous variables, and HMMs
to refer to when z is a sequence of discrete variables.
Our goal in exploring HMMs is to provide a simple generative model that we can use as
a testbed for exploring the more complex inference methods. For an HMM, we can compute
the posterior exactly using the forward-backward algorithm. That is, given a particular
sequence x and a set of parameters θ for the HMM, we can compute the exact probabilities
pθ (z|x)6 . From this distribution, we can compute log pθ (x), or the probability that the model
assigns to the sample. This is a useful point of comparison for variational methods, which
we introduce later. Also, HMMs are a special case of discrete VRNNs where the transitions
are Markovian.

2.1

Model

The assumption of the hidden Markov models (and of state-space model for continuous z)
is that the probability distribution factors using the Markov assumption:
T
Y

p(x, z) = p(z1 )
| {z }

!
p(zt |zt−1 )

|

!
p(xt |zt )

t=1

t=2

π

T
Y

{z
T

}|

{z
θ

}

The probabilistic graphical model for an HMM can be seen in Fig. 2.
There are three sets of parameters in the HMM indicated above: the distribution over
6

Since z is a sequence of T discrete random variables, this corresponds to a table of size T × D
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initial states π = p(z1 ) ∈ RD , the transition matrix T := p(zt+1 |zt ) ∈ RD×D , and the
parameters φ of the emission distribution pφ (xt |zt ) 7 .

2.2

Inference

For HMMs, because there is a finite number of possible values for each state, we can do
posterior inference (compute pθ (z|x)) via the forward-backward algorithm.
Definition 1. Forward-Backward Algorithm Given the parameters (π, T, θ) of the generative
model, we compute the quantities αt (zt ) := p(x1 , . . . , xt , zt ) and βt (zt ) := p(xt+1 , . . . , xT |zt )
recursively as follows:

p(x | z ) P
if 1 < t ≤ n
t
t
zt−1 p(zt | zt−1 )αt−1 (zt−1 )
∀zt : αt (zt ) =
p(x | z )p(z )
if t = 1
1
1
1

P
zt+1 p(zt+1 | zt )p(xt+1 | zt+1 )βt+1 (zt+1 ) if 1 ≤ t < n
∀zt : βt (zt ) =
1
o.w.
Then, we can compute the log marginal probability p(x) =

P

zt

αt (zt )βt (zt ) for any t, and

compute the posterior as p(zt |x) = αt (zt )βt (zt )/p(x). Note that, in practice, since these log
joint probability values αt , βt scale with a power of T (which can be 30 tokens long in many
sentences in the dataset), all of these computations must actually occur in log-space (i.e.,
each sum over zt must become a log-sum-exp).
We can also view the forward-backward algorithm via the perspective that is dynamic
programming to marginalize the choice of z, which we can again do here because of the
simple structure. In practice, we can do this marginalization for multi-layer HMMs in just
the same way we can for regular HMMs.

2.3

Fitting

Since we can perform exact inference on HMMs via the forward-backward algorithm, we can
use expectation maximization (EM) as an iterative process to fit an HMM: compute the
posterior distribution pθ (z|x) for the current generative model parameters θ, and then find
the maximizer of the expected complete data log-likelihood, i.e. find
θnext = argmax Epθ (z|x) [log pθ̂ (x, z)]
θ̂
7

Note that T, π, φ are all necessarily column-normalized since they parametrize probability distributions
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Usually expectation maximization refers to computing the exact maximum-likelihood estimate of θnext via sufficient statistics from the data and pθ (z|x), but since in most of our
models we work with large datasets, we instead use stochastic gradient descent for our M
step, which we refer to as stochastic gradient expectation maximization (sEM). HMMs are
a well studied model, so there are many training methods studied in the literature. In this
work we consider sEM mainly because it is simple and easy to implement, scales for large
datasets, and provides a useful connection to stochastic variational inference.
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Figure 3: An LSTM language model. The hatched nodes are observed random variables,
and the square nodes containing hi are intermediate states, not random variables.
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Autoregressive Models

Here we give a brief survey of some autoregressive models used in our experiments as a
reference for the results section. Some models are accompanied with a diagram that explains
both its probabilistic graphical model and the neural network that computes it. For all of
the latent variable models, exact inference is intractable.

3.1

LSTM Language Model

Of course, the state of the art for language modeling on most datasets is still given by an
LSTM-based language model (Merity et al., 2017; Yang et al., 2017a), with careful modifications of the model as explained in Section 1.2. The single-layer version of the model can
be seen in Fig. 3. The basic assumption is that the probability distribution factors as:
log p(x) =

T
X

log p(xt |x<t ) =

t=1

T
X

log f (xt |ht )

t=1

where ht is assumed to be a (deterministic) function of x<t , and f is just a parametrized
function mapping from ht to the space of probability distributions on xt . In particular, the
usual formulation is that ht = LSTM(xt−1 , ht−1 ), where the LSTM is a particular recurrent
structure that preserves long term dependencies (Hochreiter and Schmidhuber, 1997). One
important thing to note is that since the log-likelihood can be decomposed as above, for the
computation log p(xt |x<t ) we instead of using the model’s emissions we feed in the observed
data to predict the next step, a technique called teacher-forcing. This is common practice in
training recurrent neural networks and often necessary for achieving high performance. In
Fig. 3, the arrow from x1 → h2 is supplied by feeding in the true x1 token to the RNN.
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3.2

LSTM + HMM Hybrid

Krakovna and Doshi-Velez (2016) explore a model which consists of an HMM and an LSTM
jointly used to infer language. In the first hybrid model, an HMM is trained to generate
tokens using Forward-Filtering Backward Sampling (FFBS). Then, an LSTM is trained such
that the LSTM’s output is concatenated with the filtering posteriors (i.e. p(zt |x<t )) to
predict the next token. In the joint model, the two are trained together via gradient descent
on the loss log pHMM (x) + log pLSTM+HMM (x). The goal of the model is to put discrete,
Markovian information about the generation of the tokens into the latent state of the HMM,
and long-range information into the LSTM. More information can be found in Krakovna and
Doshi-Velez (2016).

3.3

Variational RNN

The variational RNN model assumes that there are latent variables z1 , . . . , zT , but retains
the autoregressive structure of an LSTM (see Fig. 5). One of its most notable features is
that if the zt nodes are removed (or ignored by the rest of the model), then it reverts back
to an LSTM. Similarly, if the autoregressive connections are removed (i.e. all of the dashed
arrows in Fig. 1b), then the VRNN becomes an HMM. While there is a particular VRNN
model given by Chung et al. (2015), here we explore a particular set of variational RNNs in
increasing complexity. In the first, which we call HMM + LSTMemit , an HMM is enhanced
by a separate LSTM over x, whose hidden state ht is combined by the state zt to predict
xt . In essence it is equivalent to the LSTM and HMM hybrids considered by Krakovna and
Doshi-Velez (2016), but the variables zt are sampled. The second, which we call just VRNN,
is a model where the transition from zt → zt+1 is not Markovian (VRNN), but also given by
a small RNN. This RNN takes information from xt−1 as well as the history of z<t in order
to sample zt . This model is essentially equivalent to the VRNN considered by Chung et al.
(2015), except that previous z<t are conditionally independent of xt given x<t , zt .
It is important to note that these connections are in the generative model, i.e. in the factorization of p(x, z). In the language of VAEs, this means that the autoregressive structure
is in the generation net. While the inference net can also contain recurrent structure, as our
models do, this is separate from the generative model.
Figs. 4 and 5 contain descriptions of the model structure, including the factorization of
the joint probability distributions and the hidden states used to compute them.
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Figure 4: The HMM + LSTMemit model. The model factors as:
p(z, x) = p(z1 )p(x1 |z1 )
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Figure 5: The VRNN model considered here, which has the same graphical model as Fig. 1b.
The model factors as:
p(z, x) = p(z1 )p(x1 |z1 )
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p(zt |z<t , xt−1 )p(xt |zt , x<t )
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4

Variational Inference

To tackle the optimization of complex latent variable models, we turn to variational inference
(VI). Here we give a brief overview of VI, and then cover some of the recent developments
that are necessary for this work.

4.1

Basics

To do inference (compute the exact posterior pθ (z|x)) we can apply Bayes rule, but computing
the normalization factor can be prohibitively expensive:
pθ (z|x) = P

pθ (x|z)pθ (z)
pθ (x|z)pθ (z)
=
pθ (x)
z∈Z pθ (x|z)pθ (z)

When Z, the set of all values for the latent variable z is large, this computation is intractable.
In our case, when latent variable is z = {z1 , . . . , zT }, the space Z is exponential in the length
of the sequence, which makes exact inference intractable8 .
So, we turn to approximate inference techniques. For tractability on problems of our
size we consider only variational inference. In variational inference, the goal is to find
an approximation qλ (z) to the posterior distribution of interest pθ (z|x) from a variational
family {qλ |λ ∈ Λ}. We measure this distance using the KL divergence, and we wish to find
the member of the variational family that minimizes the KL divergence. We can find the
following relationship:
KL(qλ (z) k pθ (z|x)) = log pθ (x) − Eqλ (z) [log pθ (x|z)] − KL(qλ (z) k pθ (x))



Note that all terms on the right side except log pθ (x) are actually expectations w.r.t qλ ,
our distribution of interest. However, since log pθ (x) is a constant w.r.t. our choice of λ,
minimizing the right hand side is equivalent to minimizing the left hand side:
argmin KL(qλ (z) k pθ (z|x)) = argmin log pθ (x) − Eqλ (z) [log pθ (x|z)] − KL(qλ (z) k pθ (x))
λ∈Λ



λ∈Λ

= argmax Eqλ (z) [log pθ (x|z)] − KL(qλ (z) k pθ (x))



λ∈Λ

Now, the final expression is all an expectation with respect to qλ (z), so we can estimate it
via sampling or summation if z is a small discrete variable. This value is called the evidence
8
Note, however, that this is only the case if the distribution p(z) cannot be factored (i.e. the joint is
complex). In the case that it factorizes completely, we can compute the exact posterior by either summing
up over the values of z (if it is discrete). However, here we consider models where prior doesn’t factor.
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lower bound (ELBO), since it is a lower bound on the log evidence log pθ (x). To find a
minimizing λ, we can use any number of techniques. In general, we turn to gradient descent,
which in the literature is called stochastic variational inference (SVI) (Hoffman et al., 2013).
Gradient descent
Computing the gradient of the ELBO with respect to the variational parameters λ is not
as simple as taking a sample, and estimating the gradient as a function of z. Essentially,
letting the ELBO be the function f :
Z
∇λ Eqλ (z) [f (z)] =

∇λ f (z)qλ (z) + f (z)∇λ qλ (z) dz
z∈Z

Z
∇λ f (z)qλ(z) dz

6=
z∈Z

= Eqλ (z) [∇λ f (z)]
Instead, we have two methods in general for computing an estimate of that gradient. The
first, the REINFORCE or score function method, is general purpose but high variance (which
can lead to finding poor optima). Implementing control variates, a method for decreasing
the variance of the gradient estimate, can lead to increased computation time. Instead, we
focus here on reparametrization gradients which are lower variance but much less general
(Kingma and Welling, 2013).
The idea here is that if z ∼ q(z) is a random variable, and we can reparametrize it
as a differentiable function h of a standardized, parameter-free variable. For example, if
q(z) = N (z; µ, σ 2 ), we can let z ∼ µ + σ · z 0 where z 0 ∼ N (0, 1). Then, we can rephrase our
expectation in terms of the parameter-free variable:
Eq(z) [f (z)] = Ez0 [f (µ + σ · z 0 )]
Then, we don’t have the issue above because the expectation is with respect to a distribution
without a dependence on λ, so the second term in Eqn 1 is 0.
However, this only applies to distributions that are reparametrizable. There’s much
recent work that attempts to find reparametrizable gradients and approximations (Naesseth
et al., 2017a; Ruiz et al., 2016). We’ll give an overview below of the technique necessary for
reparametrizing discrete variables.
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Structured vs. Mean-field posteriors
Given a set of random variables z = {z1 , . . . , zT }, we have many valid choices of the variational posteriors q(z) over the set. One choice we can make is that the posteriors are
independent (or the mean-field assumption):
q(z) = q(z1 ) · q(z2 ) · . . . · q(zT )
Or, we can assume a particular factorization:
q(z) = q(z1 ) · q(z2 |z1 ) · q(z3 |z1 , z2 ) . . . q(zT |z1 , z2 , . . . , zT −1 )
We use structured posterior to represent this latter factorization of q(z) across time in a
hierarchical way. There are several differences between the two choices: the mean field
posterior is more limited in that it cannot model dependencies in the posterior between the
latent variables, but it is simpler to optimize because of the reduction in complexity, and
much more computationally efficient.
Amortized Variational Inference
One significant reason that variational inference has been of interest in large-scale inference
is because the estimation of the variational parameters can be amortized across the dataset
(Kingma and Welling, 2013). In essence, if our model assumes a variational posterior qλ (z),
instead of fitting an individual λi for each data point xi , we can learn a (possibly smooth)
mapping g from xi to λi . This is referred to as amortized variational inference (AVI) or
simply as the VAE model. This has significant benefits: (1) when seeing a new training
point our first estimate of λ is better, since we have incorporated some of the information
from the past, (2) we hold much fewer variables in memory, which can be significant for
RAM-constrained GPU optimization, and (3) we have a simple method to get variational
parameters without optimization, even at test time (which simplifies the experimental setup).
However, there is a downside: since g is a function, the parameters g(x1 ), g(x2 ), . . . are more
constrained in their joint distribution than the free parameters λ1 , λ2 , . . ., so it’s possible
that if the true mapping is complicated and hard to fit, then our inference will be poorer
under AVI than under SVI. This tradeoff is explored in depth in Kim et al. (2018).
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4.2

Discrete Latent Variables

In the case of discrete latent variables, we do not have a reparametrizable distribution. While
we can apply the score function method (including control variates), a better alternative was
developed last year, concurrently by Maddison et al. (2016); Jang et al. (2016). The key
idea is that constructing a reparametrizable sample from a discrete distribution is difficult
because it takes on discrete values, instead of continuous ones. So, we take a distribution
p∗ such that supp(p∗ ) = {1, . . . , D}, and we relax it to a distribution p with support on
P
the corresponding simplex, or supp(p) = {x ∈ RD |
xi = 1}. So, samples from the
original distribution might look like z = [1, 0, 0], but samples from the corresponding relaxed
distribution look like z 0 = [0.81, 0.08, 0.11].
In practice this method for obtaining a reparametrizable gradient for discrete latent variables works quite well in comparison to earlier methods like BBVI and VIMCO (Ranganath
et al., 2014; Mnih and Rezende, 2016). In fact, in Singh et al. (2017), we found the improvement based on using the Gumbel softmax method to be as large as the difference between
structured and mean field posteriors. There are, however, a few drawbacks. First, since during training we have a relaxed q̃(z) which outputs values on the simplex rather than one-hot
vectors, we can’t pass those samples forward into a function that takes discrete inputs, e.g.
the choice of an action in reinforcement learning. Second, the method adds 2 new hyperparameters: λq , λp , the choice of temperature for the approximate posterior and the prior.
In practice, choosing the correct value of λ plays a significant role in the resulting optimum
found. Finally, the resulting gradient estimator from taking the relaxed distributions and
computing the reparametrization gradient is biased, which could lead to a poor optimum.
Two works address these problems: Tucker et al. (2017) debiases the Gumbel softmax
gradient by treating it as a control variate for REINFORCE-based estimators and also allows
for automatic optimization of λ to minimize gradient variance, and Grathwohl et al. (2017)
found a method to use relaxed samples downstream in black-box functions that take discrete
values (i.e. reinforcement learning).

4.3

Monte Carlo Objectives

The fact that the ELBO is a lower bound on log pθ (x) causes some issues. First, can we
compare two models p1 (x) and p2 (x) based on their ELBO values if there is some unspecified
and varying gap between the ELBO and the corresponding log pi (x)? Second, how does this
gap influence the quality of inference and optimization?
The first question is much easier to answer than the second, which we’ll leave until the
end of this subsection. One solution is to find the log-marginal exactly if possible, i.e.
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via forward-backward in the case of an HMM, and use that as our metric for comparison.
Since that’s rarely available in more complex models, we can instead turn to alternative
Monte Carlo objectives (MCO), which are a generalization of the ELBO as approximations
to log p(x):
Definition 2. Monte Carlo Objectives. (Definition 1 of Maddison et al. (2017)) Let p̂N (x)
be an unbiased positive estimator of p(x), E[p̂N (x)] = p(x), then the Monte Carlo objective
LN (x, p) over p ∈ P defined by p̂N (x) is
LN (x, p) = E[log p̂N (x)]
(Maddison et al., 2017)
So, for example, the ELBO is a MCO via the estimator p̂(x) = p(x, z)/q(z) (note that
this is unbiased). There are many marginal likelihood estimators in the literature (e.g. from
annealed importance sampling), and each results in a Monte Carlo objective. MCOs have
many convenient properties:
Proposition. Properties of Monte Carlo Objectives. (Proposition 1 of Maddison et al.
(2017)) Let LN (x, p) be a Monte Carlo objective defined by an unbiased positive estimator
p̂N (x) of p(x). Then,
(a) (Bound) LN (x, p) ≤ log p(x).
(b) (Consistency) If log p̂N (x) is uniformly integrable (see Appendix for definition) and
p̂N (x) is strongly consistent, then LN (x, p) → log p(x) as N → ∞.
(c) (Asymptotic Bias) Let g(N ) = E[(p̂N (x) − p(x))6 ] be the 6th central moment. If the
1st inverse moment is bounded, lim supN →∞ E[p̂N (x)−1 ] < ∞, then
1
log p(x) − LN (x, p) = var
2



p̂N (x)
p(x)


+ O(

p
g(N )).

(1)

Proof. See Maddison et al. (2017).
There are two important examples that we use as optimization objectives in this work:
Importance-weighted bound
If we have a function f (z) whose expectation we want to take with respect to pθ (z|x) (i.e.
estimate Epθ (z|x) [f (z)]), we can get an unbiased sample via normalized importance sampling
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from a proposal distribution q(z). That is, we can use importance sampling as:
Epθ (z) [f (z)] ≈

K
X

f (z i )w(z i );

w(z i ) :=

i=1

p(z i ) i
, z ∼ q(z i )
i
q(z )

If we let f := pθ (x|z) as a function of z the latent variable, we get an unbiased estimate of
Epθ (z) [pθ (x|z)] = p(x). However, in practice we can’t estimate pθ (x|z), but only log pθ (x|z),
so by Jensen’s inequality we get what is referred to as the importance-weighted lower bound
(IWAE) (Burda et al., 2015). The IWAE bound can be show to be a tigher approximation to
the log evidence log p(x), where it converges strongly to log p(x) as K → ∞. Note that the
samples obtained are still samples from the same variational distribution: i.e. z ∼ q(z) as
before. We’ve just used the importance sampling weights to compute a less biased estimate
of log p(x). This is the Monte Carlo objective corresponding to the K-importance sampling
estimate of p(x).
Particle Filtering
Another alternative Monte Carlo objective recently developed by (Maddison et al., 2017;
Naesseth et al., 2017b; Le et al., 2017) uses a particle filter to construct their estimate of
p(x), which is then used as an optimization target. While further details are in those works,
we note a few things that are important to consider when interpreting our results. First,
particle filters, also called sequential Monte Carlo (SMC), works by resampling chains of
latent variables at each time step dependent on the chain’s performance, so a sample from
a particle filter is from a different, nonparametric distribution than the proposal. In our
work we let q(z) remain the proposal from the mean-field inference network, but we let q̃(z)
denote the distribution from which the particle filter ultimately samples.
Particle filters have many desirable properties when modeling sequential data, but the
most notable are that:
• The KL divergence between q̃(z) and p(z|x) drops as O(1/K). In other words, we can
sample from closer to the posterior as we increase the number of samples (Naesseth
et al., 2017b; Del Moral and Formulae, 2004).
• As long as K ∈ O(T ), as T → ∞, the KL divergence converges to a constant Naesseth
et al. (2017b); Bérard et al. (2014).
Finally the following result from the above works is important: the estimate of the logmarginal given by particle filter VI (which we term the FIVO objective) is a lower bound on
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the ELBO formed by q̃. That is, we have
FIVO ≤ Eq̃ [log p(x, z) − log q̃(z)]
In practice Maddison et al. (2017); Naesseth et al. (2017b); Le et al. (2017) found that this
gap was much smaller than the gap between the IWAE and the log marginal log p(x).
Tightness of Variational Bounds
Above, we asked how the gap between the variational bound and log p(x) affected optimization. As with most optimization-related questions, this one is difficult to answer conclusively.
A recent paper entitled ‘Tighter Variational Bounds are Not Necessarily Better’ (Rainforth
et al., 2018) explains that even though using a tighter bound might make the bias of the
gradient smaller, it can often decrease the signal-to-noise ratio (i.e. increase the variance
relative to the mean). This is an important point so we give an intuition for it here. Suppose
that we have an MCO LN (φ, θ) where φ is the parameters of the generative model, and φ
parameters of the inference. Then, we know from above that:
• For any value of φ, the MCO is a lower bound for log p(x): ∀φ, LK (φ, θ) ≤ log pθ (x)
K→∞

• As K grows, the MCO gets close to the true log-marginal: LK (φ, θ) −→ log pθ (x)
Then, it intuitively follows that as K grows,
K→∞

|∇φ LK (φ, θ)| −→ 0
So, it is likely harder to fit the inference when K is large. The other side is that using more
samples might decrease the variance of the ELBO estimate, and thus the variance of the
gradient, which improves the signal-to-noise ratio. Rainforth et al. (2018) recommend using
IWAE-based optimization to optimize the inference network, and FIVO-based optimization
for the generative model, which is similar to our findings.
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5

Methods

While the above is a review of the relevant literature, below we give the methods that we
use in practice.

5.1

Inference Network

For all experiments, the inference network is a bidirectional LSTM with a hidden state size
of 64. We take the output (which is a sequence of T 128-dimensional vectors) and map
it through a single layer neural network with a ReLU activation to produce logits of the
relevant Categorical distribution q(zt ) (i.e., one such distribution for each 1 ≤ t ≤ T ). This
is mean-field stochastic variational inference amortized with a bidirectional LSTM. Our focus
in this work is more on the optimization targets than on the choice of inference model, which
has been studied extensively for language modeling (Yang et al., 2017b; Semeniuta et al.,
2017; Shen et al., 2017).
For backpropagating through discrete random variables, we use the Gumbel-softmax trick
throughout.

5.2

Exact Computation of the ELBO

In general, almost all of the above methods consider computing the ELBO via samples from
the variational posterior. Since the ELBO is an expectation with respect to q(z), this is easy
to compute. However, we can add one more important optimization target. In the special
case of an HMM, we can compute the ELBO exactly without sampling:
Assuming that we have a mean-field variational distribution q(z), we can use the alternative form of the ELBO:
ELBO = Eq [log p(x|z)] − KL(q(z) k p(z))
= Eq [log p(x, z)] − H[q(z)]
= Eq [log p(z1 ) +

T −1
X

log p(zt+1 |zt ) +

t=1

= Eq(z1 ) [log p(z1 )] +

X

log p(xt |zt )] − H[q(z)]

t=1
T −1
X

Eq(zt ,zt+1 ) [log p(zt+1 |zt )] +

t=1

X

Eq(zt ) [log p(xt |zt ] − H[q(z)]

t=1

where H[q(z)] is the entropy of the distribution. This has the significant advantage of being
much less noisy than the sampled ELBO.
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5.3

Glossary of Optimization Targets

To summarize, there are many approaches to variational inference, especially on sequential
latent variable models. One of our goals is to compare these different optimization targets
and determine their ability to train the model. Since these optimization targets are all lower
bounds on log p(x), they are often also used as a metric. In our HMM experiments, we will
also report the true value of log p(x), as compared to the bounded value (i.e., ELBO, IWAE,
FIVO).
The optimization targets (and the evaluation metrics) that we use below are explained
here:
• log p(x): the exact log-marginal. For HMMs, this can be computed via the forwardbackward algorithm, and optimized via gradient descent. For VRNNs we cannot compute this quantity.
• ELBOexact : the exact ELBO. For HMMs we can again compute this quantity as described above, but we cannot compute it for VRNNs. In expectation the gap between
this value and log p(x) is the KL divergence between q(z) and the true p(z|x).
• ELBOsampled : the sampled value of the ELBO, computed by taking samples from q(z).
We can compute this for all models. Its expectation under sampling is ELBOexact .
• IWAEsampled,K : the K-importance sampling estimate, computed by taking samples
from q(z). This is tractable to compute and optimize for all models.
• FIVOsampled,K : the K-particle filter estimate, also computed by taking samples from
q(z) and resampling. It is important to note that since using particle filtering for
sampling implies expanding the variational family, we are actually taking samples from
q̃(z). The gap between this value and log p(x) is an upper bound on KL(q̃(z) k p(z|x)),
in expectation.
For each target we can backpropagate to jointly optimize the generative model parameters
θ and the inference parameters φ. In the case of the exact log-marginal, the optimization is
what we call sEM (and there are no inference parameters).
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6

Experiments

Datasets
For most of this work we use a subset of the 1 Billion Words English language modeling
dataset Chelba et al. (2013) consisting of a training set of 96559 sentences of varying length
and a validation set of 9701 sentences. The vocabulary size (including the <bos>, <eos>,
<pad> and <unk> tokens) was 20004. We also consider a synthetic dataset generated by an
HMM. The generating HMM has 100 states. The dataset consists of 2000 training sequences
of 20 tokens each and 250 validation sequences of 15 tokens each.

Variational Inference on HMMs
In order to simplify the picture, we examine the special case of the HMM, and try to
understand at which step variational inference fails. The advantages of the HMM are twofold:
• We can compute log pθ (x) exactly, using the forward-backward algorithm. In turn,
for any value of the parameters θ we can compute the exactl value of ∇θ log pθ (x) (a
quantity we are aiming to estimate in variational inference).
• Moreover, we can compute the ELBO exactly, instead of via sampling, as described in
Section 5.2.
We apply the methods to a synthetic dataset which is generated by an HMM. The generating
HMM has 100 states, but we only fit misspecified models with 50 states. We call the HMM
that generated this data the ‘oracle’ model.
In Fig. 6 we can see a comparison of the trajectories under different optimization targets,
all used to train the same HMM with variational inference. Since the dataset was generated
from an HMM, all generative models fit instantly (i.e. within a few batches), which is shown
by the solid lines (log pθ (x) for every model) appearing to start together. They are just below
the ’oracle’ model (which is the HMM that generated the data) because the models are all
misspecified. However, the dashed lines (which are the optimization targets themselves)
take several epochs to converge to line. In the case of ELBOsampled /ELBOexact , that gap
corresponds to KL(q(z) k p(z|x)), indicating that the inference networks take much longer
to optimize than the generative model. However, in the case of the FIVOsampled bound,
we actually found that it converged to log p(x) immediately (this is difficult to see in the
figure, but it is below the solid black line). Since the gap between the dashed and solid black
lines are an upper bound on KL(q̃(z) k p(z|x)), the gap being 0 means that we are able
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Figure 6: This plot captures many different optimizations, but the same generative model
used throughout (an HMM) and the same inference network. Each color corresponds to a
different optimization target, while the dashed line/solid line corresponds to the evaluation
metric. The solid line is always log p(x) on the model. For example “IWAEsampled,K=10 - true
PPL” corresponds to log p(x) evaluated on a model that is trained with the IWAE bound
as a loss. The corresponding “bound PPL” line indicates the value of the IWAE bound
on the same model. ELBOfilter is the value of the ELBO on the model trained using the
particle-filtering objective as loss - it cannot be seen on this plot (see: Fig. 7). The oracle
model is the data generating HMM (which is above the rest of the models because they are
all misspecified).
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Figure 7: The legend is the same as in Fig. 6, and the experimental setup is the same except
the scale is changed so that ELBOfilter is visible. Over an additional 250 epochs, that curve
achieves -15597.
to essentially draw samples from the true posterior pθ z|x9 . The sampled ELBO and IWAE
bounds diverge after converging to log pθ (x), when the posterior is accurate. It’s not clear
why that happens, but it’s likely due to some property of the dataset since we don’t see this
in later experiments.
However, while we know that the particle filter is able to sample from the posterior, we
don’t know what parameters φ its corresponding model learned. While the line isn’t visible
in Fig. 6, in Fig. 7 we can see a plot of what we call ELBOfilter . This is the ELBO for
the model trained via the FIVO optimization target, evaluated using the regular variational
posterior q(z) given by the inference network (not q̃(z), which is given by resampling). This
corresponds to the loss if we were to take the filter model’s parameters and just evaluate
ELBOexact on it. The plot shows that this value is very far from log p(x) and moving very
slowly. This fits with the findings of Rainforth et al. (2018): a tight variational bound (given
by FIVO here) corresponds to low signal in the inference network.
Since those models all converge quickly to a good generative model, we also examined the
language modeling dataset under the same sets of methods applied to another HMM. The
results can be seen in Fig. 8, though we only plot the results that fit within the boundaries
shown, since multiple models perform very poorly. The ELBOsampled and IWAEsampled bounds
9

Here, by the true posterior we mean the posterior corresponding to the parameters of the model. In this
case the model has essentially learned the data generating distribution, but in other cases this means the
possibly incorrect posteriors of a bad generative model
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Figure 8: Test PPL for HMMs trained using the same optimization targets as in Figs. 6
and 7. However, since many of the models do quite poorly on this dataset, we do not plot
them in order to keep the graph readable. Note that lower PPL is a better model, whereas
in earlier plots a higher value of log p(x) was better.
are very high, indicating that the variational posteriors learned by those models is quite far
from the true posterior. More notably, looking at the models learned, both have perplexities
around 600, which is the unigram perplexity on this dataset. This is the perplexity that
would be achieved just by guessing the frequencies of each token, and corresponds to posterior
collapse in this setting, since an HMM relies on z to produce samples. However, the exact
ELBO target does manage to learn the HMM. Since this differs from the sampled ELBO only
in noise, we have evidence that the reason that the ELBOsampled and IWAEsampled models
undergo posterior collapse is because of noise or difficulty in sampling effectively. Since
the same space of z is exponentially large, it makes sense that naively sampling from an
unoptimized variational posterior makes it difficult to optimize. However, we found that since
the variational posterior is so far from the true posterior of the model, the FIVOsampled model
resamples at every step, and introduces significant variance. Since we backpropagate through
the overall loss, this adds noise to our gradients. So, at least early in the optimization process,
it’s not an effective method for optimizing either the generative model or the inference net.
This mirrors the findings in Rainforth et al. (2018).
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Application back to VRNNs
Our earlier goal of attempting to learn VRNNs now seems difficult, since in that model we
don’t have access to ELBOexact , and we can only sample (either via the ELBO, IWAE, or
FIVO methods), which appears to make optimizing the inference network difficult.
However, since we are able to train inference networks for HMMs via ELBOexact , and an
HMM is a special case of the VRNN model, we can instead pre-initialize our VRNN model
using the special case:
• Train (via ELBOexact ) an inference network and HMM over the dataset.
• Copy the inference network’s parameters to an inference network for the VRNN, and
initialize the VRNN to be the special case of the HMM we trained earlier. In other
words, choose the initial parameters of the VRNN so that without training, it is equivalent to the HMM10 .
• Fine tune the model using the sampling based ELBO, which as we saw above is likely
effective at learning the generative parameters, if not the inference network. We decrease the learning rate on the inference network so that the additional noise doesn’t
destroy the learned parameters.
Note that in the above experiments the HMM fit via sEM has lower perplexity than the
exact ELBO-trained model. Since we had the more powerful model, we also attempted to
just fit an inference network to this HMM in order to give the VRNN a better initialization. In other words, we used the gradients ∇θ log pθ (x) (which we can compute using the
forward-backward algorithm) and ∇φ KL(q(z) k p(z|x)) (again, via the forward-backward
algorithm). In fact, the sum of these two targets is exactly the ELBO, and in some sense
these gradients are the ideal under the conditions given above. However, this model, while
learning a good generative model, learns a weaker inference model. This is likely because
the variational family (or amortized family) does not include the posterior of the best HMM
models.
We compare against a set of baseline models. The hybrid and joint-hybrid models of
Krakovna and Doshi-Velez (2016) were described in Section 3.2, though for the first hybrid
model we implement a version based on sEM rather than FFBS (the method is the same
for the joint-hybrid models, i.e. gradient descent on the joint loss). The HMM and LSTM
models are standard comparisons. In our final models, HMM + LSTMemit and VRNNfinetune ,
10

While we were able to do this for most of the parameters, since our transition model is an LSTM in the
case of the VRNN which does not contain a linear transition matrix as a special case, we just fit the LSTM
cell to approximate the matrix on randomly sampled data.
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Model
HMM
LSTM
LSTM
Hybrid
Hybrid
Joint Hybrid
Joint Hybrid
HMM + LSTMemit
HMM + LSTMemit
VRNNfinetune
VRNNfinetune

LSTM size
150
50
150
50
150
50
150
50
150
50

Test PPL
187.38
113.96
124.10
113.82
126.92
113.43
126.07
≤ 169.56
≤ 168.67
≤ 126.10
≤ 128.75

Figure 9: A comparison of similar models. For the Joint Hybrid and Hybrid models
(Krakovna and Doshi-Velez, 2016), LSTM-LM, and HMM, the metric is just word level
perplexity on the validation set. For all of our models, which are below the double line,
the metric is the IWAE bound with 10 samples. This is an upper bound on the true test
perplexity, since we cannot compute the perplexity exactly.
after copying the inference network and generative model we optimize using the sampled
ELBO, with a low learning rate. We do optimize the inference net further during this time,
using the Gumbel softmax trick to backpropagate through the discrete z.
Fig. 9 shows the results. The hybrid and joint hybrid models are quite competitive, which
makes sense because they contain an LSTM as a special case. Essentially, the two models
perform similarly. Our model does not compete on perplexity with most of the baselines, but
from an interpretability perspective it has many strengths. First, while in the Hybrid and
Joint Hybrid models it is difficult to tell whether the model is using the filtered posteriors
from the HMM (i.e. they might be ignored internally by multiplying by a small number), we
know that our model’s latent variables are not being ignored by the LSTM in the generative
model, because there’s a positive KL divergence. For example, for VRNNfinetune with 150
LSTM hidden state size, the validation ELBO value is 4.84, but the negative log-likelihood
component of that is only 3.06. This means that if we were to get the information in the
sampled z ‘for free’, the perplexity would be 21.3, which is significantly lower than any model
can produce on this dataset.
Also, by looking at the drop between HMM + LSTMemit and VRNNfinetune we can note
that making the p(z) non-Markovian significantly reduced the perplexity, which is a clear
indication that the structure of z is being used. One downside to that tradeoff, however,
is that once we have an autoregressive z, it’s less clear what each zt means, or at least less
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easy to understand.
Finally, the gap between the VRNN with LSTM size of 50 and LSTM size of 150 is
much smaller than in the other models, which might be explained by there being little extra
information that we can squeeze into the extra hidden states, since much of that information
is already captured in z. A significant portion of the final loss comes from the KL divergence,
so it’s possible that the extra information is somewhat summarized inside z already.
Discussion of sampling-based optimization
We have a few thoughts on the difficulty of sampling-based optimization in this task. In
general, discrete variational autoencoders have only become tractable recently, and most
formulations focus on a prior with independent discrete variables (Maddison et al., 2016;
Jang et al., 2016; Mnih and Rezende, 2016), where errors in sampling can ‘cancel out’ in
some sense, leading to overall good quality estimates of the gradient. However, in our
case even with an HMM the prior depends on samples from the past. Even with particle
filtering, if there’s a mistake made when sampling from q(zt ) (i.e. if it differs from the
true posterior), since p(zt+1 |zt ) is dependent on zt , that prior will be slightly off, which will
influence downstream samples. There are analogues between this process and the practice
of teacher-forcing, i.e. feeding in the ‘correct’ label at time t into an RNN instead of its own
predictions. However, since here the zt are latent, we have no choice but to either use our
own samples or hopefully compute the exact ELBO.
However, in general, given a probabilistic graphical model we can remove dependencies
until the model has a tractable posterior, train via the exact ELBO, and then transplant into
the full model, as we did above. It remains to be seen whether this is an effective strategy
in general for other models.
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Conclusion

In this work we explored methods for training discrete sequential latent variable models,
including the discrete VRNN. We gave evidence for the the idea that sampling, not the
variational inference gap, is the cause of the poor optimization in these models. We also
demonstrated a simple technique for training these VRNNs via initialization from an HMM,
which to our knowledge is the first exploration of discrete VRNNs in the literature.
There are several avenues of future work that we would like to consider. First, the VRNN
structure is not particularly motivated by the structure of English language, so we would
like to consider other discrete sequential latent variable models, especially those that can be
simplified to being optimized via exact inference, as in this work. Next, given the results
of our earlier experiments we believe that particle-filter based VI is a good candidate for
later-optimization, i.e. during fine-tuning. However, we were unable to get the method to
work, possibly as a result of numerical errors when using the Gumbel-softmax relaxation
in a high dimensional space. We hope to solve this problem by either implementing any
of the more recent discrete random variable methods, or by decreasing the latent z size
and more finely testing the temperature hyperparameters. Finally, in following the goal
of interpretability we would like to more closely examine the values of the latente variable
during generation, especially in areas where we can apply semi-supervised learning to jointly
learn (1) a particular choice of the latent variables via a small labeled dataset and (2) a
powerful language model via a large unlabeled text corpus.
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Appendix

Hyperparameters
For all experiments we used latent z with dimension 150. For Fig. 9, one important note
should be made: the emission model used in the HMM assumes a matrix of parameters
p(xi |zj ) which has 3000600 parameters. It is standard practice to use a lower-ranked approximation via a factorization WU. In all final experiments the rank of the approximation
was 150, and the numerical value of this hyperparameter had a strong effect on results.
. For all models optimized using discrete sampling, the Gumbel-softmax method was
applied with a temperature of 0.35 and a prior temperature of 0.3, which we found through
grid search on the ELBOsampled HMM model.
For all experiments except for the ones producing Fig. 9, we used Adam with a fixed
learning rate of 0.01, which we found through hyperparameter search. For Fig. 9, we used a
schedule that reduced the learning rate by a factor of 0.7 every 10 epochs, and we performed
a hyperparameter search over the initial learning rate for each model.
For the synthetic dataset, we used a much smaller model to show the differences. The
embedding matrix for each token is of size 50, and the LSTM used in the encoder / inference
network has hidden state of size 32.

Implementation Details
The full source code for all experiments will be available shortly on Github. In the meantime,
we note some important details.
• All parameters were initialized uniformly between [−0.1, 0.1] before optimization. While
we experimented early with FastText (Joulin et al., 2016), we didn’t see an increase in
overall performance.
• For all experiments in Fig. 9, in order to reduce overfitting, we applied variational
dropout (Gal and Ghahramani, 2016) to the input sentences after the embedding layer,
as recommended in Merity et al. (2017).

Discrete Latent Variables
To get relaxed distributions, we take the original probability distribution, which we can
summarize using a vector of log probabilities log α, and add noise. In particular, the authors
borrow a method well known in the econometrics literature and add Gumbel noise. This has
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the property that rounding the resulting vector is equivalent to a sample from the underlying
categorical distribution:
Lemma 3. If α = [α1 , . . . , αD ] is a probability vector, and G1 , G2 . . . , GD are i.i.d. standard
Gumbel-distributed random variables, then C := argmax([log α1 + G1 , . . . , log αD + GD ]) is
distributed as Cat(α).
Proof. Note that
C ∼ argmax(exp([log α1 + G1 , . . . , log αD + GD ])) = argmax([α1 · exp(G1 ), . . . , αD · exp(GD )])
since the argmax doesn’t change under exponentiation. Then, since exp(Gi ) ∼ 1/Ei where Ei
is a standard Exponentially distributed random variable we know that the elements of that
vector are inverse-Exponential random variables with parameter αi . To find the argmax of
that, we find the argmin of the Exponential r.v.s, but it is a well-known fact that the argmin
of Exponential variables with parameters αi is Cat(α).
In addition, we can interpolate between rounding (a hard threshold) and the relaxed
distribution by dividing the probability vector after adding noise by any positive amount,
which is called the temperature. Finally, we also apply the softmax function to get the
resulting values on the simplex. So, the final sample is:

q(z̃) ∼ σ

log α + G
λ


;

Gi ∼ Gumbel; λ ∈ (0, ∞)

During training we approximate both q(z) and p(z) using a relaxed variant of the
corresponding discrete distribution. Note that this distribution is not the variational approximation chosen when constructing a discrete latent variable model. Instead, it is an
approximation chosen only during training, but our true model still contains a simple
Categorical distribution, rather than the relaxed model. In other words, given a model
p(x, z) = pθ (x|z)p(z), where p(z) ∼ Bern(. . .), for the sake of inference we choose a variational posterior q(z) ∼ Bern(gφ (x)). However, for the sake of training we fit θ, φ using the
approximation q̃(z) ∼ Bernrelax (gφ (x)) and possibly p̃(z) ∼ Bernrelax (. . .). The difference is
that at test time, our model is still q(z) ∼ Bern(gφ (x)), which is the only thing that makes
sense, since q̃(z) is a distribution over the simplex, rather than any real approximation to
pθ (z|x), which is over one-hot vectors.
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