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Note that the Moran process is an example of a Markov chain. The state space is S = {0, 1, · · · , n},
where state i means that i mutants are present in the population. The transition probabilities depend only
on the number of mutants i currently in the population, which determines the likelihood of mutants being
chosen to reproduce and/or die. Thus, the Moran process has the Markov property, so it is a Markov chain.
A common simplifying assumption in the study of evolutionary dynamics, including the Moran process, is
that the population is “well-mixed”: all individuals simultaneously compete against all other individuals and
death events happen at random, with no correlation with the reproducing individual. This thesis considers
evolutionary graph theory, which is a generalization of the Moran process that includes spatial structure.
Graphs are often a convenient method of representing which individuals are near each other: in a graph
model of evolution, individuals are vertices and edge weights represent closeness. This thesis proposes a
model which will extend the principles of evolutionary graph theory to sexual reproduction, and compares
this model with results from frequency-dependent selection on graphs.
Evolutionary graph theory was first introduced in a seminal 2005 work [7]. They introduced a framework
for thinking about evolutionary dynamics on graphs, whereby the individual chosen to die depends on the
individual chosen to reproduce. They first encoded the graph in matrix form, but we will notate this slightly
differently:
Definition 2. Define an edge-weight matrix W to be a right-stochastic3 N × N matrix. This encodes
the graph GW with vertices {1, · · · , N } and directed, weighted edges from each vertex i to each other vertex
j with weight Wij .
An example of this encoding can be found in Figure 1b, where the matrix W on the right encodes the
graph on the left. Note that the graph is directional. Given a graph, the evolutionary process from [7]
proceeds as follows:
Definition 3. Given an edge-weight matrix W with associated graph GW , define the graph selection
process to be the following model (first proposed in [7] but not under this name).
Each time step:
• Select an individual i for reproduction
with probability proportional to its fitness fi (t). It is assumed
P
that fi (t) ≥ 0 for all i, and that
fi (t) > 0.
i

• Select another individual j with probability Wij .
• Replace individual j with a copy of individual i.
Thus, the graph selection process works similarly to the Moran process, but it uses a graph to decide
who gets replaced. For example, if v3 were chosen to reproduce in Figure 1b, its offspring would be placed
in v1 with probability W31 or v5 with probability W35 . It would not be possible for the offspring to go to
either v2 or v4 as the edge weights from v3 to these vertices is 0.
Note that the graph selection process can also be reformulated as a Markov chain, but this time the state
space is S = 2{0,1,··· ,n} ; here, a given state represents the set of all vertices in the graph that are occupied by
mutants. Once again, this process satisfies the Markov property because the individuals selected for birth
and death depend only on the current graph state.
We now introduce key notation for the rest of this thesis:
Definition 4. Define the fitness function of a graph selection process to be fi (t).
Definition 5. In the context of a graph selection process with two species A and B, define:
 
1
TA =
0
 
0
TB =
1
(
At time t, i has type A TA
Ti (t) =
At time t, i has type B TB
3A

right-stochastic matrix is a matrix whose rows each sum to 1.
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Figure 1: This figure was taken from [7], and shows a comparison between the Moran process a and the
evolutionary graph theory approach b. In the Moran process, the population is not structured, so the
individual selected for death is chosen uniformly at random from the entire population. In evolutionary
graph theory, by contrast, the individual selected for death is chosen with probability equal to the weight of
its edge from the reproducing individual. As shown in b, in the evolutionary graph theory framework, all
weighted graphs can be represented with edge-weight matrices.
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Note that Ti0 is a Boolean variable that represents whether Ti = TA , and Ti1 is a variable that represents
whether Ti = TB .
Finally, we have some important special cases of the graph selection process:
• The Moran process is the special case Wij =

1
N

for all i, j.

• If Wij = 0, there is no edge from i to j. If Wji = 0 as well, i and j are unconnected.
• An unweighted graph is represented by setting Wij =

1
deg(i)

for all i, j.

One of the most important special cases is constant selection:
Definition 6. A graph selection process with fitness function fi (t) exhibits constant selection if there
exist FA , FB such that fi (t) = (FA , FB ) Ti (t) for all i, t. That is, the fitness of an individual depends only
on its species classification.
Key results in the field of constant selection on graphs are the Isothermal Theorem [7] and its extension,
the Thermal Theorem [8]. The Isothermal Theorem
states that a graph will have a fixation probability equal
P
to that of the complete graph if and only if j Wji is constant with respect to i, i.e. W is doubly-stochastic.
The fixation probability of a graph is the probability, as a function of the fitnesses of the species, that a
single member of species A placed randomly into the graph is able to take over the entire population by
reproduction, causing the competing species B to go extinct. The Thermal Theorem [8] provides a lower
bound on the fixation
probability when a mutant is placed at a vertex i, as a function of the in-degree of
P
that vertex (i.e.
W
ji ).
j

2.3

Frequency-Dependent Selection and Evolutionary Game Theory

Frequency-dependent selection is an important generalization of constant selection. In frequency-dependent
selection, the fitness of an individual depends not only on itself, but also on its neighbors:
Definition 7. A graph selection process with fitness function fi (t) exhibits frequency-dependent selection if there exists a payoff matrix G with Gab ≥ 0 for all a, b such that
X
fi (t) =
Wij Ti> GTj
j

Note that this definition of frequency-dependent selection is different from the treatment in [7], where
the fitness function is allowed to be
X
fi (t) =
Wij0 Ti> GTj
j
0

where it is possible that W 6= W . For this thesis, we will only consider the case W 0 = W .
Evolutionary game theory is a very useful tool for studying frequency-dependent selection. The key idea
is that in each step, each individual plays a game with each of its neighbors, and the fitness of that individual
is equal to its total payoff in all of these games.
Here, a game is represented by a payoff matrix. We will focus on two-strategy symmetric games, in
which case the payoff matrix will look like this:


G00 G01
G=
G10 G11
In this game, there are two strategies, 0 and 1. A player’s payoff is given by Gij , where i is the strategy
this player employed and j is the strategy the opponent used. Thus, if Player A uses strategy 0 and Player
B uses strategy 1, then Player A’s payoff is G01 and Player B’s payoff is G10 .


b − c −c
, where
One famous example of such a game is the Prisoner’s Dilemma, which has G =
b
0
b > c > 0. In the Prisoner’s Dilemma, strategy 0 represents cooperation and strategy 1 represents defection.
Because G1j = G0j +c > G0j for all j, each player is always better off defecting regardless of their opponent’s
5

choice. However, if both players defect they each receive payoff 0, whereas if they both cooperated they would
have received a higher payoff b − c > 0.
In evolutionary game theory, a player’s strategy is fixed by its species type. For example, the mutant
might always play strategy 0, with the wild-type playing strategy 1 (or vice versa). The terms “species” and
“strategy” are then often used interchangeably.
This idea is quite relevant to the topic of this thesis, because it is possible to reformulate certain types of
biased sexual reproduction in terms of games being played between potential mates. This equivalence will
be demonstrated in Theorem 2.
As with constant selection, a critical question in frequency-dependent selection is computing the fixation
probability of a strategy. However, the general two-species problem of finding the fixation probability of
species A given arbitrary matrices W and G is #P -hard [5], which means that unless P = #P (which is
considered very unlikely), it is not possible to find a simple equation or algorithm that computes the fixation
probability. Indeed, even the question of whether the fixation probability is nonzero is N P -hard [5], which
is again intractable.
However, although the general problem is hard, specific games on specific types of graphs may still be
solvable. For example, for the Prisoner’s Dilemma played on a regular graph of degree k, cooperation will
be favored (i.e. have a fixation probability larger than 1/N ) if and only if b/c > k [11].

3

Models of Sexual Reproduction

Thus far, all the models described involve individuals reproducing asexually, cloning themselves into the
new location. However, many organisms of interest reproduce sexually via meiosis. Meiosis is the process
whereby a diploid4 organism or zygote will divide into multiple haploid5 cells. During the process of sexual
reproduction, these haploid cells will recombine to form a new diploid zygote.
We are especially interested in biased sexual reproduction, during which a selfish genetic element (often
called a gene drive) will manipulate the meiosis process to gain greater representation among the haploid
cells. We present several models of biased sexual reproduction on a population graph structure as an
extension of the 2005 work [7].

3.1

Haploid Models

We will begin by assuming the reproducing (i.e. adult) organisms are haploid. In this case, there are two
types A and B, which can mate to produce a temporary diploid zygote, which then undergoes meiosis. The
meiotic offspring then grow into new adult organisms.
The general scenario is as follows: as with the evolutionary graph theory model in [7], we begin by
assuming individuals are vertices in a graph, and connections between them are edges. However, for sexual
reproduction, it is more natural for these edges to represent possible mating pairs, rather than replacement
destinations as in [7].
The general model will then be as follows:
Definition 8. Assume there are two competing haploid alleles A and B. Here A is the “mutant” strain and
B is the “wild-type” strain. Let W be a matrix that represents the graph of mating pairs, and let p be the
gene drive advantage of allele A — that is, the probability that meiotic offspring of a heterozygous zygote
will be of type A. (Thus 0 ≤ p ≤ 1.) Let FB be the fitness of the wild-type individual, and normalize such
that the fitness of a type-A individual is 1. We also include an optional fitness cost for a homozygous AA
pair. Then define the haploid sexual reproduction selection process (HSRSP) to be the following
(each time step):
1. Pick an edge (i, j) at random with probability proportional to Wij fi fj (1 − hTi0 Tj0 ), where h is a
(scalar) fitness cost associated with a homozygous AA pairing. The term Ti0 Tj0 simply checks whether
both i and j are of type A, so that the fitness cost h is only applied to a homozygous AA mating event.
4A
5A

diploid organism contains two copies of each of its chromosomes.
haploid organism contains only one copy of each of its chromosomes.
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Figure 2: An example showing one possible step of the HSRSP, which causes the system to transition from
the state on the left to the state on the right through the intermediate diploid zygote and its offspring (shown
in blue). Black and green lines are edges in the graph. The green arrow represents sexual reproduction and
produces a diploid zygote (blue). The blue arrows represent meiosis, when the zygote will split into gametes.
The red arrow represents death of an individual and its replacement by the zygote’s meiotic offspring.
2. Produce gametes from individuals i and j according to their type, and merge them to create a diploid
zygote, which will be of type AA, AB, or BB.
3. Replace an individual k drawn from a replacement probability distribution (RPD) RW,i,j (k)
with an independently-chosen meiotic offspring of the diploid zygote. This meiotic offspring will be A
if the zygote is of type AA and B if the zygote is of type BB. If the zygote is of type AB, A is chosen
with probability p and B is chosen with probability 1 − p.
Figure 2 shows an example of one step in the HSRSP. In this example, the green edge at the top has been
selected in Step 1, representing a mating event between the mutant vertex and wild-type vertex that this
edge connects. This creates a diploid AB zygote (blue) in Step 2. In Step 3, the zygote produces meiotic
offspring A with probability p and B with probability 1 − p. Meanwhile, the vertex shown in red is selected
to be replaced. In this example, the zygote has produced a mutant, so the this vertex is replaced by a new
mutant (green), yielding the graph shown at the right. This process would continue until either the mutant
or wild-type strains occupied every vertex in the graph, at which point that strain would have fixated.
This figure also illustrates another important point in that it contained an unweighted graph. In the
graph selection process, W was required to be right-stochastic, so such a graph would be represented with
Wij 6= Wji . For instance, in our graph on the left, letting i be the replaced B vertex and j be its isolated
B neighbor, Wij = 31 but Wji = 1. However, this does not make much sense in our current model, because
this would mean that there is somehow a different probability of i mating with j than j mating with i, but
mating is of course a reciprocal event. Thus, for the remainder of this thesis, we remove the right-stochastic
requirement from W and instead require that W is symmetric (that is, Wij = Wji ∀i, j). Unless otherwise
noted, for undirected, unweighted graphs we will assume that Wij = Wji = 1 if there is an edge between i
and j and 0 otherwise.
Another key remark is that this model is backwards from most evolutionary dynamics models: normally,
the wild-type fitness is held fixed at 1 and the mutant has some fitness cost, represented by it having
a fitness r < 1. In this model, however, we normalize the other way, so that the wild type has fitness
7

advantage FB − 1 ≥ 0. This is a purely semantic change, but it simplifies some analysis, which will be shown
later. With this change, and the homozygous AA fitness cost, AA edges will have fitness6 1 − h, AB edges
will have fitness FB , and BB edges will have fitness FB2 .
This model can adopt a variety of different behaviors depending on how the replacement probability
distribution is chosen. The distribution is allowed to depend on the graph W and the mating individuals i
and j, and it will output a probability RW,i,j (k) of individual k being replaced in this case. In particular,
we will consider three natural cases: the parents are replaced, a random individual is replaced, or the
replacement graph is the same as the sexual reproduction graph W . We consider each of these cases in turn.
3.1.1

Parental Succession

We begin with perhaps the simplest case (from an analytical perspective): two adults reproduce sexually,
and then die, with their children then taking their place. Then the formal definition is as follows:
Definition 9. Define the parental succession replacement probability distribution by
(
1
k ∈ {i, j}
RW,i,j (k) = 2
0 otherwise
Note that this process will not change anything if both i and j were of the same type (without loss of
generality, type B), because in that case the zygote will be of type BB, which will produce B offspring,
which by the parental succession RPD can only end up replacing either i or j. But in this case, both i or j
were already of type B, so this will not change the state of the system.
Thus, we may assume without loss of generality that i is of type A and j is of type B. In this case, the
diploid zygote will be of type AB, so there are three possible outcomes:
• i gets replaced with an individual of type B; this happens with probability 12 (1 − p).
• j gets replaced with an individual of type A; this happens with probability 21 p.
• Nothing changes (i remains of type A and j of type B); this happens with probability 21 .
Observe that these probabilities do not depend on the graph structure at all, assuming it is connected so
that there is at least one AB edge. Hence, the parental succession selection process can be represented as a
one-dimensional Markov chain with states {0, 1, · · · , n} and transition probabilities
Pi,i+1 =

1
p
2

1
(1 − p)
2
1
Pi,i =
2
= 0∀j ∈
/ {i − 1, i, i + 1}
Pi,i−1 =

Pi,j

Of course, if we are in state 0 or n, the process terminates, so P0,0 = 1 and Pn,n = 1. Then observe that
for calculating the fixation probability, we need only consider steps where the state changes. We can thus
discard the Pi,i probability and reduce the system to a p-forward-biased random walk. This then gives us:
Theorem 1. Assume that the size of the graph is n. Suppose we start this process in state i ≤ n, so that
there are i mutants initially on the graph. Then the probability that the system ends with the mutant fixating
to occupy all n vertices of the graph is given by
1−



1−p
p

1−



1−p
p

PF (i, n) =
6 The

i
n

“fitness” of an edge is proportional to its probability of being selected.
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Proof. We proceed by induction. The base case is (i, n) = (1, 1), in which case obviously PF (1, 1) = 1
because the system starts with the mutant strain already at fixation. Before proving the inductive case, we
will need this preliminary lemma:
Lemma 1. Let n ≥ 0. Then PF (n, n + 1) satisfies Theorem 1.
Proof. We proceed once again by induction, this time using the base case n = 0, so that PF (0, 1) = 0 because
the system starts without any mutants. Thus, assume that n ≥ 1 and PF (n − 1, n) satisfies Theorem 1.
Note that PF (n, n + 1) = P (n, n + 1) + P (n, n − 1)PF (n − 1, n + 1) = p + (1 − p)PF (n − 1, n + 1). But now
PF (n − 1, n + 1) = PF (n − 1, n)PF (n, n + 1) since in order to end up at state n + 1 from n − 1, we must first
have passed through state n. Thus, PF (n, n + 1)(1 − (1 − p)PF (n − 1, n)) = p. Now invoking the induction
hypothesis, we obtain

PF (n, n + 1) =

p
1 − (1 − p)

1−( 1−p
p )
1−(

1−p
p

n−1

)

n



n
n
1−p
1 − 1−p
1
−
p
p

= 
n+1


n 
n−1  =

1−p
1−p
1−p
1−p
1
1
−
1
−
−
1
−
p
p
p
p
p

The following Lemma then completes the proof of Theorem 1, since then for any (j, m) with 0 < j ≤ m,
we can first show that (1, m) satisfies Theorem 1, and then show that (j, m) does as well. (If j = 0 then
PF (j, m) = 0 trivially.)
Lemma 2. Let 0 < i < n, and assume that PF (i, n) satisfies Theorem 1. Then PF (i + 1, n) and PF (i, n + 1)
also satisfy Theorem 1.
(i,n)
Proof. We have PF (i, n) = PF (i, i + 1)PF (i + 1, n), so PF (i + 1, n) = PPFF(i,i+1)
. Lemma 1 gives us PF (i, i + 1),
and the inductive hypothesis provides PF (i, n), so we obtain

i  
i+1 


i+1

1−p
1−p
1− p
1− p
1 − 1−p
p
n

PF (i + 1, n + 1) = 
n  
i  =


1 − 1−p
1 − 1−p
1 − 1−p
p
p

p

Similarly,




i  



n 


i
1 − 1−p
p
PF (i, n + 1) = PF (i, n)PF (n, n + 1) = 
n+1

n  
n+1  =


1−p
1−p
1
−
1
−
1 − 1−p
p
p
p
1−

1−p
p

1−

1−p
p

This completes the proof of Theorem 1.
3.1.2

Random Replacement

The next model we consider has the offspring placed into a random location in the graph, replacing whatever
was previously there. This model might be useful for describing situations where individuals have high
mobility, but are very picky with mate selection. Alternatively, it could be useful when there is a highly
motile sexually-premature phase (for instance, tadpoles). The RPD for this model is very simple:
Definition 10. Letting n be the total population size, define the random replacement probability
distribution by
1
RW,i,j (k) =
n
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It is not as easy to derive an analytical formula for the fixation probability in this case, so it is very useful
to simulate the process. The simulator runs many instances of a HSRSP and counts how many times the
mutant successfully fixated to get an estimate of PF . In this case, we ran the simulator on many values of
FB and computed the resulting fixation probability for each case7 ; the results are shown in Figure 3.
Figure 3 is very illuminating: the graph does not appear to have an effect on the fixation probability. In
all cases, the fixation probability looks like a piecewise-linear function of FB with x-intercept near 2, so we
conjecture:
Conjecture 1. In a HSRSP with random replacement probability distribution and p = 1, for sufficiently
large n,


1
,0
PF = max 1 −
FB
Indeed, Theorem 3 proves that this is the case on the complete graph (that Theorem dealt with a slightly
different process, but that process is equivalent to this one on the complete graph.) It is also not too hard to
see why Theorem 3 might generalize: random replacement means that the wild-type and mutant individuals
are placed randomly into the graph, which means that the expected proportions of edges of each type (i.e.
AA, AB, and BB) would resemble that for a complete graph.
3.1.3

Graph Placement

Perhaps the most realistic model assumes that the offspring will be placed in the vicinity of its parents. This
model is used when the graph is to be interpreted as spatial, so that individuals can only mate with others
who they could physically contact. The idea is exactly the same as in the random placement model, but
with a different update rule:
Definition 11. Define the graph replacement probability distribution by
RW,i,j (k) = Wik + Wjk
This is the most complex case from an analytical perspective, as the graph structure is now very important
to the success of the mutant. We will spend most of the remainder of this thesis analyzing this case.

3.2
3.2.1

Diploid Models
Deterministic Models of Sexual Reproduction on the Complete Graph

Deredec et al. (2008) [3] have constructed a deterministic model of sexual reproduction within the context of
gene drives. In their model, the population is assumed well-mixed and its size is assumed large enough such
that the allele frequencies can be written as continuous proportions. In this case, they let e be the probability
of a successful gene drive event (so the probability of a heterozygote producing a gene-drive gamete is e+1
2 ).
They defined p to be the frequency of the wild-type allele and q to be the frequency of the gene drive, and
they let s be the fitness cost of a homozygous gene-drive and sh be the fitness cost of a heterozygote.
They found that the gene drive will invade whenever
s<

e
h(1 + e)

It will fixate whenever
e
1 − h + eh
This makes sense: the drive will do best when its fitness cost is small compared to its drive advantage.
s<

7 Due to the stochastic nature of the simulations, the results are not exact. More information on the simulator can be found
in Section 7.
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(a) 100-length cycle

(b) 15x15 4-regular lattice (toroidal boundary condition) (c) 15x15 8-regular lattice (toroidal boundary condition)

Figure 3: Plots of fixation probability versus wild-type fitness FB for various graphs. Each simulation was
run with the homozygous fitness cost h = 0 and gene-drive probability p = 1. The population size depends
on the graph, but each simulation was initialized with one mutant placed in a random location on the graph,
with the rest of the graph filled with wild-type individuals. 200 simulations were run per value of FB to
estimate the fixation probability.
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Noble et al. (2016) [10] have also considered deterministic gene drive models, which include a variety
of different resistant types. However, the invasion condition does not depend on the resistance, and their
formula is simply
2pfH > fW
Here p is the probability that a heterozygous individual will produce a gene-drive gamete (it is equal to
in Deredec et al.’s model [3]), fH is the fitness of a heterozygote (equal to 1 − sh in [3]), and fW is
the fitness of the wild-type (equal to 1 in [3]). Note that via parameter renaming, this is exactly the same
1
e
e
formula as in [3]: (1 + e)(1 − sh) > 1, so 1 − sh > 1+e
and sh < 1+e
, and thus s < h(1+e)
.
1+e
2

3.2.2

Stochastic Models of Diploid Sexual Reproduction

One way to generalize from haploid to diploid would be to expand the vertex state space by allowing three
genotypes AA, AB, and BB, and having neighbors reproduce with each other by each contributing a gamete
to the resulting offspring. The definition we will be using is as follows:
Definition 12. Assume there are two competing alleles A and B, resulting in three genotypes AA, AB,
and BB. Let W be a matrix that represents the graph, and let fi be the fitness of individual i. As with
the HSRSP, we assume fi = 1 if i is of type A and fi = FB if i is of type B. Let p be the probability of
a heterozygous AB individual producing gamete A. Then define the diploid selection process to be the
following:
1. Select an edge (i, j) at random with probability proportional to fi fj Wij (1 − hTi0 Tj0 ). As with the
HSRSP, h is a homozygote fitness cost.
2. Select an individual k to replace according to an update rule.
3. Produce gametes from individuals i and j. AA individuals will produce A, BB individuals will produce
B, and AB individuals will produce A with probability PAB,A and B with probability 1 − p.
4. Replace k with an individual of type CD, where C was i’s gamete and D was j’s gamete.
The major difficulty with this model is that it involves three different genotypes: AA, AB, and BB.
Each of these will have a different fitness and different distribution of gametes.
The main way to alleviate this complication is to assume that p = 1 and A is either dominant or recessivelethal. If A is dominant, the heterozygous AB genotype acts exactly like the homozygous AA genotype,
which simplifies the problem to only two different phenotypes, A = {AA, AB} and B = {BB}, with mating
rules A + ? = A and B + B = B. We define a dominant gene-drive selection process (DGDSP) to be
this special case p = 1 with A dominant.
If A is recessive-lethal, the homozygous AA genotype cannot exist. This can be represented as the
reproduction event AB + AB failing (since p = 1, it would otherwise have produced an AA individual), so
again the problem simplifies to only two distinct genotypes: A = AB and B = BB. The model would be
modified slightly to avoid reproduction events A + A by repeating step 1 until at least one of the individuals
in the edge had type B. We define a recessive-lethal gene-drive selection process (RLGDSP) to be
this case.
Observe that both the DGDSP and the RLGDSP are equivalent to the HSRSP with p = 1. For the
RLGDSP, we also require h = 1. Thus, any haploid results from the case p = 1 will also apply the the
DGDSP, and any haploid results from the case p = 1, h = 1 will also apply to the RLGDSP.

4

Equivalence of Haploid Sexual Reproduction Selection Process
and Frequency-Dependent Selection with Complex Payoffs

In this section we will prove Theorem 2, which states that the HSRSP with graph selection replacement
process is equivalent to a certain instance of frequency-dependent selection. This equivalence also helps
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simplify the proofs and analysis later in this thesis, as the equivalent process only needs to look at vertices
for reproduction, rather than selecting an edge.
First, the definition:
Definition 13. Define frequency-dependent selection with complex payoffs (FDSCP) as follows:
Let W be an edge-weight
matrix, and let G be a 2 × 2 payoff matrix with Gab ∈ C for all a, b; for this paper
√
we will denote I = −1 to avoid confusion with the index i. Then define
X
fi (t) =
Wij Ti> GTj
j

This process then proceeds as in the graph selection process, with a complex fitness a + bI for individual
i handled by assigning a fitness a + b to that individual. However, in the replacement step, the offspring of i
a
, as opposed to probability 1 as in normal frequency-dependent
will be of its type Ti only with probability a+b

b
selection. With probability a+b , i’s offspring will be of the opposite type 11 − Ti . That is, imaginary payoffs
cause the reproducing individual to produce offspring of the opposite type.
Additionally, as with the HSRSP, the replacement step is allowed to use an arbitrary replacement probability distribution RW,i,j (k), and the edge-weight matrix is assumed to be symmetric rather than stochastic.
(Probabilities are calculated by normalizing against the total fitness.)
An example of a step in the FDSCP is shown in Figure 4. In this step, the green individual has been chosen
to reproduce in the figure on the left. Since it has two neighbors of type B, its payoff is 2G01 = 2(x + iy),
where we are defining x and y. Here we are implicitly using the simplifying assumption Wij = 1 if and only
x
if i and j are connected. In the FDSCP model, this individual will then have a probability x+y
of giving
y
birth to another type-A individual, and a probability x+y of creating a type-B individual instead. In this
particular example, it happened to give birth to another mutant, leading to the graph shown on the right.
From there, a new individual would be chosen to reproduce, and the process would repeat.
In addition to its use of complex numbers, one key difference between the FDSCP model and normal
frequency-dependent selection is that the new graph requirements cause fitnesses to be dependent on the
number of neighbors one has. In particular, an individual of type T with i neighbors of type A and j
1
neighbors of type B has fitness iGT 0 + jGT 1 , not i+j
(iGT 0 + jGT 1 ) as in standard frequency-dependent
selection. Thus, in the FDSCP model, high-degree vertices on the graph will inherently have higher fitness,
regardless of which type is occupying them. This makes sense from a biological perspective, where edges
represent possible mating opportunities: the more such opportunities an individual has, the higher its fitness.
Note that the FDSCP model looks very similar to the HSRSP model, as both involve a probabalistic
branching process to determine the offspring type. This is not a coincidence, as we have the equivalence:
Theorem 2. Every haploid sexual reproduction selection process can be reformulated as a frequency-dependent
selection process with complex payoffs.
Proof. Suppose we have a HSRSP with fitness FB for species B and fitness cost c for a homozygous AA
zygote. Then define a frequency-dependent selection process with payoff matrix


1−h
FB (p + (1 − p)I)
G=
FB (pI + (1 − p))
FB2
To see that this is equivalent to our HSRSP, we will prove that for every individual k, the probability
distribution for k being replaced in a given step is the same among both models. We will represent this
(A)
distribution as a vector Pk = PPkk (B)
, with Pk (A) being the probability k is replaced with a type-A individual
and Pk (B) being the probability it is replaced with a type-B individual. First, in the HSRSP, this distribution
is:

Pk =

Pk (A)
Pk (B)


=

X


P (edge (i, j) is chosen)P (k is chosen to be replaced)

(i,j)

By definition of the HSRSP model, we have
13

P (k is replaced by an A)
P (k is replaced by a B)



Figure 4: An example showing one possible step of an FDSCP, which causes the system to transition from
the state on the left to the state on the right. In this system, x and y are defined by the payoff matrix,
so that G01 = x + iy. Unlike for the HSRSP, the blue states do not represent actual entities, but rather
probability distributions for the offpsring of the reproducing individual (green).

Pk ∝

X


Wij fi fj (1 − hTi0 Tj0 )Wik

(i,j)

Ti0 Tj0 + p(Ti0 ⊕ Tj0 )
Ti1 Tj1 + (1 − p)(Ti1 ⊕ Tj1 )


(1)

Here fi is 1 if i has type A and FB if i has type B; ⊕ represents the xor operation. Meanwhile, in the
FDSCP model, this distribution is (up to normalization; also note that fi and fj here are not the same as
they were in the HSRSP model):

 
X
1
− Ti
Pk ∝
Re(fi )Wik Ti + Im(fi )Wik
1
i
The fitness of i is given by its total payoff in games with all its neighbors:
 

XX


1
>
>
Pk ∝
Re Tj GTi Wik Ti + Im Tj GTi Wik
− Ti
1
i
j
We now split this into four terms, depending on the types of i and j:
Pk ∝

X

Ti0 Tj0 (1−h)Wik TA +Ti0 Tj1 FB Wik (pTA +(1−p)TB )+Ti1 Tj0 FA FB Wik (pTA +(1−p)TB )+Ti1 Tj1 Wik FB2 TB

i,j

Recalling the definitions of TA , TB , and fi , and also noting that for a given i, j, exactly one of the four terms
is nonzero, we obtain


X
Ti0 Tj0 + p(Ti0 Tj1 + Ti1 Tj0 )
Pk ∝
Wik fi fj (1 − h(ij = AA))
Ti1 Tj1 + (1 − p)(Ti0 Tj1 + Ti1 Tj0 )
i,j
This is equal to the HSRSP probability distribution by the definition of xor; the normalization terms must
also be equal since the total probability is 1.

14

5

Generalized Gene Drive Problem

This Theorem inspires the following definition:
Definition 14. A gene-drive payoff matrix in a FDSCP is a matrix


1−h
FB (p + (1 − p)I)
G=
FB (pI + (1 − p))
FB2
For notational simplicity, we will let a = 1 − h, b = FB (p + (1 − p)I), b0 = FB (pI + (1 − p), and c = FB2 .
Then the assumption will be 0 ≤ a < b < c.
Biologically, this can be thought of as incorporating both fitness and zygote viability. The entry a could
be thought of as the viability of the zygote when two A individuals reproduce — that is, the probability
that an AA zygote will successfully undergo meiosis, relative to the wild-type. For instance, if the gene
drive were dominant, a = 1 because the AA and AB zygotes would have the same phenotype. If the mutant
were recessive, however, it is possible for a < 1. Indeed, one case we will pay special attention to is the
recessive-lethal gene drive, where p ≈ 1 and a = 0. In this case, the gene drive is near-perfect, but it
carries a recessive cargo gene which is lethal to the zygote. The cargo gene would of course have to not be
lethal to the haploid offspring for this to work, but this could potentially be set up by having it activate
only in the zygote stage. Such a gene drive would have the potential to destroy an entire population if it
managed to fixate, since in that case all reproduction events would be unsuccessful.

6

The case p = 1

We first consider the case where p = 1, so that the gene drive is perfect, and b = b0 . This is not as unreasonable
an assumption as it might initially appear. For example, there have been gene drives demonstrated to have
p > 0.995[4]. In this section, we will assume a perfect gene drive with p = 1 and assess how the fitness of
the mutant strain affects its fixation probability in the gene-drive process.
We first prove some basic results about gene-drive processes:
Lemma 3. The fixation probability of A is positive if and only if the graph GW is connected.
Proof. In the forward direction, if the fixation probability of A is positive then the graph must be connected,
as otherwise it would be impossible for A to spread everywhere.
In the reverse direction, if the graph is connected then at all times in the process, either the graph is
all A, it is all B, or there exists an edge from an A node to a B node. We now show there exists a path
with positive probability from one invading A mutant in a B population to an all-A population. To see this,
suppose that there are N total nodes in the graph, and n < N of them currently have type A. It suffices to
show that there is a positive probability of there being n + 1 nodes of type A in the next step. Then since
n < N , there exists an edge from a node i of type A to a node j of type B. Hence the fitness of i is at least
bWij > 0, and the probability that i replaces j in the replacement step is also positive (it depends on the
replacement probability distribution in use, but is always positive). Thus, the probability that the number
of individuals of type A increases is positive.
Lemma 4. The invasion probability of B is zero.
Proof.
If exactly one node i is of type B, all its neighbors must be of type A. Therefore, its payoff is
P
Wij bI = bI. Since this is imaginary, if i is selected, its offspring will be of type A, so the number of B
j

nodes will not increase. If i is not selected, a node j of type A will be selected. But the payoff of node j is
P
Wij (aTj0 + bTj1 ) ∈ R, so once again the offspring will be of type A, and the number of B nodes cannot
j

increase.
Lemma 5. For every n > 2 and  > 0, there exists a gene-drive process with graph replacement policy of
size n such that the fixation probability of A is less than .
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Proof. Set a = 0 and b = 1. Let the graph be the complete graph of size n. Then consider a population with
one invading A mutant. The fitness of the A mutant is then (n − 1), while the fitnesses of the B wild-type
individuals are (n − 2)c + I. Thus, the probability in a given time step that the mutant will be replaced is
P (B selected)P (B has offspring of type B)P (A is replaced)
=

(n − 1)((n − 2)c + 1)
(n − 1)((n − 2)c)
1
(n − 1)((n − 2)c + 1) + (n − 1) (n − 1)((n − 2)c + 1) n − 1
=

(n − 2)c
(n − 1)((n − 2)c + 2)

Similarly, the probability that a wild-type B individual will be replaced is
2
(n − 1)((n − 2)c + 2)
If neither of these happen, then a B will replace a B and the population will remain unchanged. Thus,
the probability that A will go extinct before reproducing is
(n − 2)c
(n − 2)c + 2
2
this expression will be more than 1 − . Thus if the probability A goes extinct
Since n > 2, for c > (n−2)
is > 1 − , the probability A fixates is .

6.1

Fixation Probability on the Complete Graph

Consider a complete graph of size n. We will compute the fixation probability of a gene-drive process with
payoff matrix


a b
M=
bI c
For a complete graph, the state space of the Markov chain can be simplified to S = {0, 1, · · · , n}, as in
the Moran process, where state i means that there are i mutants in the population. Then the total fitness
of the population is
FT (i) = i(a(i − 1) + b(n − i)) + (n − i)(c(n − i − 1) + bi)
(Remember that complex payoffs translate into real fitnesses, with the caveat that the individual might
produce the wrong offspring.) Hence the transition probabilities are:
P (i, i + 1) = i

a(i − 1) + b(n − i) n − i
bi n − i − 1
+ (n − i)
T F (i)
n−1
T F (i) n − 1

P (i, i − 1) = (n − i)

c(n − i − 1) i
T F (i) n − 1

P (i, i) = 1 − P (i, i + 1) − P (i, i − 1)
P (i, k, k ∈
/ {i − 1, i, i + 1}) = 0
These hold only if 0 < i < n; if i = 0 or i = n then P (i, i) = 1 and P (i, j) = 0 for all j 6= i. Then defining
PF (i) to be the fixation probability of the mutant with initial state i, we can now write down a recurrence
relation on the fixation probability PF (i):
PF (n) = 1
PF (0) = 0
PF (i) = PF (i − 1)P (i, i − 1) + PF (i + 1)P (i, i + 1) + PF (i)P (i, i)
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We are interested in PF (1), which can be expressed as
PF (1) = PF (0)P (1, 0) + PF (1)P (1, 1) + PF (2)P (1, 2)
PF (1) =

P (1, 2)
PF (2)
1 − P (1, 1)

Define αi such that
PF (i) = αi PF (i + 1)
Observe that 0 ≤ αi ≤ 1 for all i, because probabilities cannot be negative, and because fixation probability must be a strictly increasing function of the number of mutants. Then we just showed
α1 =

P (1, 2)
1 − P (1, 1)

By the formula for PF (i) and definition of αi , we also obtain
PF (i + 1) = PF (i)P (i + 1, i) + PF (i + 1)P (i + 1, i + 1) + PF (i + 2)P (i + 1, i + 2)
PF (i + 1) = αi PF (i + 1)P (i + 1, i) + PF (i + 1)P (i + 1, i + 1) + PF (i + 2)P (i + 1, i + 2)
PF (i + 1) =

P (i + 1, i + 2)
PF (i + 2)
1 − αi P (i + 1, i) − P (i + 1, i + 1)

Thus, we obtain the recurrence relation
αi+1 =

P (i + 1, i + 2)
1 − αi P (i + 1, i) − P (i + 1, i + 1)

(2)

This can be expanded out as follows:
αi =
=

P (i, i + 1)
1 − αi−1 P (i, i − 1) − (1 − P (i, i + 1) − P (i, i − 1))
=

=

P (i, i + 1)
1 − αi−1 P (i, i − 1) − P (i, i)

P (i, i + 1)
(1 − αi−1 )P (i, i − 1) + P (i, i + 1)

bi n−i−1
n−i
i a(i−1)+b(n−i)
T F (i)
n−1 + (n − i) T F (i) n−1
a(i−1)+b(n−i) n−i
bi n−i−1
i
(1 − αi−1 )(n − i) c(n−i−1)
T F (i) n−1 + i
T F (i)
n−1 + (n − i) T F (i) n−1

αi =

a(i − 1) + b(−2i + 2n − 1)
a(i − 1) + b(−2i + 2n − 1) + c(1 − αi−1 )(n − i − 1)

(3)

This recurrence also holds for i = 0, so the base case can be α0 = 0; this makes analysis simpler compared
to the base case being α1 . By induction, we can compute the fixation probability of a single mutant:
PF (1) =

n−1
Y

αi PF (n) =

n−1
Y

i=1

i=1

n−1
Y

n−1
Y

αi

More generally,
PF (i) =

αj PF (n) =

αj

j=i

j=i

Since this is defined recursively, in order to compute it I wrote a Python script which calculates PF (k)
given the payoff matrix parameters a, b, and c, together with the total number n of individuals in the population and the initial number i of mutants. This script is available at
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https://github.com/goldenratio1618/genedrive/blob/master/fixation_probability_complete_graph.py
The script can also plot the fixation probability as a function of any one of its input parameters. I did so
for each of the parameters using a broad range of possible values 8 .
There are several interesting observations that can be drawn from these plots. The first is that the
mutant-mutant interaction payoff a does not have much of an influence on the fixation probability, which
remains very low for all values 0 ≤ a ≤ 10. Also of note is that the fixation probability decreases with
increasing n, which makes sense as this will increase only the number of wild-type individuals, without
increasing the number of mutants. (This trivial decrease is the reason why the y-axis on Figure 5 uses nPF
rather than PF .) This also explains why an increase in i increases the fixation probability.
Perhaps the most intriguing finding comes from the plots where b and c are varied. In particular, the
plot where c is varied appears to be piecewise-linear. This is no accident:
Theorem 3.


c 
lim PF (1) = max 1 − , 0
n→∞
2b
Proof. For notational simplicity, we will ignore the fact that each term αi actually depends on n as well; when
we write n in the equations, it is always with the assumption that we will take the limit n → ∞. Additionally,
∞
n−1
n
∞

Q
Q
Q
Q
c
,0 .
αi = max 1 − 2b
αi , so we are proving that
αi (n). Then PF (1) =
αi = lim
we will write
i=1

n→∞ i=1

i=1

i=1

We will consider the cases c > 2b and c < 2b in turn. The case c = 2b then follows because PF (1) is a
decreasing function of c. For the case c > 2b, we will find an upper bound on αi whose infinite product is
∞
Q
c
zero. For the case c < 2b, we will define another recursive sequence ai , show that
ai = 1 − 2b
, and then
show that |αi − ai | is small enough so that

∞
Q
i=1

αi =

∞
Q

i=1

ai .

i=1

We first consider the case c > 2b, in which case we wish to show PF (1) = 0. It suffices to prove the
following:
√
√
Lemma 6. If c > 2b, then for sufficiently large n and i ≤ n/(a + 1) − 1, αi ≤ 2b
c + O(1/ n).
Proof. First, define
f (i) =

a(i − 1) + b(2n − 2i − 1)
c(n − i − 1)

This f (i) represents fixed points of the recursion for each i, so that if αi−1 = f (i) then also αi = f (i).
We √
will prove that for sufficiently large n, αi ≤ f (i) for all i < n − 1. This is sufficient because for
i ≤ n/(a + 1) − 1 we have
√
√
n + 2nb
2b
√
=
+ O(1/ n)
f (i) ≤
c
c(n − n/(a + 1))
We proceed by induction. The base case is i = 0, in which case α0 = 0 and f (0) =
sufficiently large n.
Now assume αi−1 ≤ f (i − 1). Then using Equation 3, we obtain
αi =
≤

a+b−2bn
c(1−n)

> 0 for

a(i − 1) + b(−2i + 2n − 1)
a(i − 1) + b(−2i + 2n − 1) + c(αi−1 − 1)(i − n + 1)

a(i − 1) + b(−2i + 2n − 1)
a(i − 1) + b(−2i + 2n − 1) + c(f (i − 1) − 1)(i − n + 1)

The inequality holds because i < n − 1 and αi ≤ 1 imply c(αi−1 − 1)(i − n + 1) > 0. (Note that if
f (i − 1) > 1, this inequality might not hold if the denominator of the fraction became negative. However,
8 This means that the plots include parameter regimes that are not technically allowed by gene-drive processes, such as a > 1
or b > c. However, these cases can be interesting biologically, as they represent the case where the gene-drive strain has a
higher fitness than the wild-type. In particular, a > 1 can be thought of as a mutant strain that has a higher probability of
mating success when reproducing with another mutant, and b > c represents a mutant strain with higher reproductive success
than wild-types when mating with wild-types.
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(a) Fixation probability vs. a

(b) Fixation probability vs. b

(c) Fixation probability vs. c

(d) Fixation probability vs. i

(e) n · PF vs. n

Figure 5: Plot of fixation probability against various parameters. For these plots, all parameters other than
the one being plotted were fixed to the following values: a = 1, b = 2, c = 4, i = 1, and n = 10000.
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b+a(n−2)
= c(1+i−n)
2 > 0 for all i and sufficiently large n, so f (i − 1) > 1 would imply f (i) > 1, so that f (i) > αi .)
Simplifying this yields
∂f
∂i

αi ≤

(n − i)(a(i − 1) + b(2n − 2i − 1))
a(n − 2) + b + c (i2 − 2in + i + (n − 1)n)
≤

(n − i)(a(i − 1) + b(2n − 2i − 1))
c (i2 − 2in + i + n2 − n)

=

(n − i)(a(i − 1) + b(2n − 2i − 1))
c ((n − i)2 + i − n)
=

a(i − 1) + b(2n − 2i − 1)
c(n − i − 1)
= f (i)

as desired.
Now we must consider the other case, c < 2b. Define the recursive sequence ai by a0 = 0 and
ai =

2b
2b
=
2b + c(1 − ai−1 )
2b + c − cai−1

(4)

This sequence makes sense to consider as it is equal to the αi in the limit of i << n, n → ∞. We will now
prove the following key results (again assuming c < 2b), which together complete the proof of the Theorem:
Lemma 7:

∞
Q

ai = 1 −

i=1

c
2b

Lemma 8: αi is “close enough to” ai that

n
Q

αi =

i=1

Lemma 7. If c < 2b then

∞
Q
i=1

ai = 1 −

∞
Q

ai in the limit n → ∞.

i=1

c
2b

Proof. First, we solve the recurrence on ai to derive a closed-form solution for it. Equation 4 is a first-order
rational difference equation, so we can simplify it by the following substitution (using techniques from [1]):
a i = bi +

2b + c
c

This yields a simpler recurrence on bi :
bi = −

2b
2b + c
−
c
cbi−1

Still following the methods in [1], we can now make the substitution
bi = ci+1 /ci
This yields
ci+1 +

2b
2b + c
ci + ci−1 = 0
c
c

2b
The characteristic equation is k 2 + 2b+c
c k + c , which has roots
q

p
2b+c 2
±
− 8b
− 2b+c
−2b − c ± (2b + c)2 − 8bc
−2b − c ± (2b − c)
c
c
c
=
=
k=
2
2c
2c

Thus, the possible values of k are k1 = −1 and k2 = − 2b
c . The solution to the recurrence for ci is
therefore ci = Ak1i + Bk2i . (This characteristic polynomial solution is universal to linear recurrence relations;
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for example, it can also be used to prove Binet’s formula for the Fibonacci numbers, which states that
Fi = √15 (φn − τ n ); here φ and τ are the roots of the polynomial t2 − t − 1 = 0, which is of course the
characteristic polynomial for the Fibonacci sequence.)
Now that we have computed a closed-form solution for ci , we can now go backward through the derivation
to find a closed-form expression for bi , and then ai . First, we have
bi =

C1 k1i+1 + C2 k2i+1
C1 k1i + C2 k2i

and hence

ai = k2

(k1 /k2 )i+1 + C
2b + c
2b + c
2b (c/2b)i+1 + C
2b + c
(k1 /k2 )i+1 + C2 /C1
+
=
k
+
=
−
+
2
i
i
i
(k1 /k2 ) + C2 /C1
c
(k1 /k2 ) + C
c
c (c/2b) + C
c

The initial condition is a0 = 0, which implies
c
−1 − 2b
+C
2b 2b
2b + c
2b + c
c C
+
=
+
c 1+C
c
1+C
c
2b
C=−
c
Using this and the definitions of k1 and k2 we can now simplify our expression for ai to:

0=−

ai =
We now want to calculate
claim:
Sublemma 7.1. Pn =

Q∞

i=1

1 − (c/2b)i
(2b)((2b)i − ci )
=
(2b)i+1 − ci+1
1 − (c/2b)i+1

ai . Let Pn be the nth partial product, that is Pn =

(5)
Qn

i=1

ai . Then we

n
Pn (2b) i n−i
i=0 (2b) c

Proof. We proceed by induction. The base case is n = 1, in which case Equation 5 yields
P1 = a 1 =

2b
(2b)(2b − c)
=
(2b)2 − c2
2b + c
n

Now assume the statement is true for n, so that Pn = Pn (2b)
i n−i . Then observe that Equation 5 has
i=0 (2b) c
a common factor of 2b − c that can be divided out, yielding
Pn−1
(2b) i=0 (2b)i cn−1−i
Pn
an =
i n−i
i=0 (2b) c
Then the product telescopes:
Pn
(2b) i=0 (2b)i cn−i
(2b)n
(2b)n+1
= Pn+1
P
n+1
i
n−i
i n+1−i
i n+1−i
i=0 (2b) c
i=0 (2b) c
i=0 (2b) c

Pn+1 = Pn an+1 = Pn

Now we can simplify further:
1
1
= Pn
i−n cn−i
n−i
(2b)
(c/2b)
i=0
i=0

Pn = P n

We have now simplified the infinite product into a geometric series. Under the assumption c < 2b, this
1
series converges to 1−c/2b
. Thus
∞
Y
i=1

ai = lim Pn = 1 −
n→∞
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c
2b

Lemma 8. limn→∞ PF (1) = 1 −

c
2b

if c < 2b.

Proof. Define
 i = αi − ai =
=

a(i − 1) + b(−2i + 2n − 1)
2b
−
a(i − 1) + b(−2i + 2n − 1) + c(1 − αi−1 )(n − i − 1) 2b + c(1 − ai−1 )

c (1 − ai−1 ) (a(i − 1) + b) + 2bc(n − i − 1)i−1
(2b + c(1 − ai−1 )) (c(n − i − 1) (1 − ai−1 − i−1 ) + a(i − 1) + b(2n − 2i − 1))

(6)

Now observe that i ≥ 0 for all 0 ≤ i < n, which can be seen by induction. The base case is i = 0, in
which case 0 = α0 − a0 = 0. Now observe that because ai , αi ≤ 1 for all i, if i−1 ≥ 0 then all terms in
Equation 6 are nonnegative for i < n. Hence, we have ai ≤ αi for all 0 ≤ i < n. We also have an < αn
because αn = 1 and an < 1.
(c/2b)i
∗
Now, Equation 5 shows that 1 − ai−1 = 2b−c
c 1−(c/2b)i . Thus, define i = d2 log2b/c ne; then note that for
2

1/n
C
2b−c
would work.) Combining
i > i∗ , 1−ai−1 < 2b−c
c 1−1/n2 < n2 for some finite constant C. (For instance, 2 c
C
this with ai ≤ αi , we obtain the bound 1 − n2 < αi−1 ≤ 1, so we have

1≥

n
Y

αi−1

i=i∗

C
1− 2 =
>
n
i=i∗
Y



C
1− 2
n

n−i∗


>

C
1− 2
n

n

This expression tends to 1 as n → ∞, as a simple application of L’Hospital’s Rule shows:

n


C
1
2C/n3
C
2C/n
 = lim
log 1 − 2 = lim −1
=0
= lim
lim log 1 − 2
n→∞ 1/n
n→∞ 2 1 − C2
n→∞
n→∞ C/n2 − 1
n
n
n
n
Hence
∗

lim PF (1) =

n→∞

i
Y

αi

i=1

Thus, it remains to calculate this latter product. Note that because ai also satisfied the bounds described
∞
i∗
i∗
i∗
Q
Q
Q
Q
above, we also have
ai =
ai . Thus, it remains to show that
αi =
ai . Note that if there exists a
i=1

i=1

i=1

i=1

constant K such that i < K(i2 + i)/n for all 1 ≤ i ≤ i∗ then we would be finished, because in that case in
the limit n → ∞:
∗

i
Y

∗

i
Y

∗

∗

i
Y

i
Y

∗

i
Y
log3 n
ai + O(
(ai + i ) =
αi ≤
ai ≤
ai
)→
n
i=1
i=1
i=1
i=1
i=1

This is because the binomial expansion would have produced i∗ = O(log n) terms of the form
3
2
a1 a2 · · · aˆi ai+1 · · · ai∗ i = O( logn n ), for a total of O( logn n ) = negl(n). (The higher-order terms in i will also
be negligible.) Thus, it remains to show:
Sublemma 8.1. There exists a constant K such that i < K(i2 + i)/n for all 0 ≤ i < n.
Proof. By Equation 6,

i ≤

c(ai + b) + 2bcni−1
c(ai + b) + 2b2 (2i + 1) + 2bcni−1
i(ac + 4b2 ) + bc + 2b2
c
≤
=
+ i−1
2
2
2
2b (2n − 2i − 1)
(2b) n
(2b) n
2b

Now set K =

ac+4b2 +bc+2b2
.
(2b)2

Also observe that by assumption, c/2b < 1. Hence
i ≤ K

i
K
+
+ i−1
n
n
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i ≤

i
K
KX
(j + 1) + 0 < (i2 + i)
n j=1
n

Recall the original gene-drive framework, where a = 1 − h represented the fitness of a homozygous zygote
a constant FB was the fitness of the wild-type, and edges were selected to reproduce based on the product
of the fitnesses of their vertices. The gene-drive was assumed perfect, so that A/B edges only produce A
offspring. Under that framework, b = FB and c = FB2 regardless of whether the gene drive was dominant
or recessive-lethal, as those cases only differed on what a was. (It was 0 in the former and 1 in the latter.)
This then implies the following:
Corollary 1. In a complete graph with a perfect gene drive, in the limit n → ∞, the fixation probability
of the mutant strain is the same regardless of the fitness of the homozygous mutant zygote. The fixation
probability is always equal to


FB
max 1 −
,0
2FA
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Simulation

It is extremely difficult, if not impossible, to analytically compute the fixation probability of the mutant
strain on a general graph. Indeed, the results of [5] suggest that the general problem may be #P -hard.
(Those results dealt with frequency-dependent selection, but it seems quite reasonable to conjecture that
they would also apply to the gene-drive problem.)
Thus, in order to make progress on this problem, simulation-based techniques will likely be necessary.
To this end, I wrote a simulator, which is available at https://github.com/goldenratio1618/genedrive. This
simulator (in main.py) is extremely versatile. It is capable of running the gene-drive process with an arbitrary
payoff matrix on an arbitrary graph. There are many options available for setting these parameters, other
initial conditions, output and display options, and more; to see them all, type python main.py --help.
The simulator requires Anaconda Python 3.5 or later to run, although it should also be possible to run it
with a base Python 3 installation with certain package installations. It has been tested on the Windows 10
and Ubuntu 16.04 operating systems. For more information and instructions on how to run the simulator,
please see its website at https://github.com/goldenratio1618/genedrive.
In retrospect, the choice of the Python programming language for this project may not have been optimal,
due to it being slower than compiled languages such as C. As a result, these simulations can often take large
amounts of computation time. Python was chosen in order to reuse code I previously wrote for another
project. However, to mitigate Python’s performance issues, the simulation loop uses only NumPy functions,
which are precompiled and thus run much faster than interpreted Python code. Additionally, the Numba
compiler is used where needed to help speed up the code.
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Simulation Results

The simulation results for an 8-regular graph (left) and a 4-regular graph (right) are shown in Figure 7.
These graphs vary the parameter FB = c/b, since that was the most illuminating parameter for the complete
graph case. One of the graphs that was used is the “double-complete” graph, defined as follows:
Definition 15. A m × n double-complete graph is a set of m complete graphs of size n. Then using one
vertex from each complete graph, another complete graph is generated. For example, a 3 ×3 double-complete
graph looks is shown in Figure 6.
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Figure 6: This is an example of a 3x3 double-complete graph.
We chose to use a double-complete graph as a candidate for an island model. The idea is that each of the
inner n complete graphs represents an island, with the linking complete graph representing links between the
islands. Then most competition would happen on each island, with a relatively small amount of cross-island
mating.
For each graph, as with the complete graph, we appear to have a piecewise-linear function of w = FB .
However, the critical value of this ratio (where the fixation probability becomes effectively zero) appears to
be different for these graphs. It also turns out that on graphs, the critical value depends on the parameter
a. The simulator is capable of computing the critical value of FB as a function of other parameter values
(in this case, a). It does this by taking advantage of the fact that the fixation probability must be a strictly
decreasing function of FB , so it is possible to use binary search to quickly derive the critical value. Note that
stochastic effects mean that the derived critical value is not exact. The formal definition of critical value
(that is used by the simulator) is as follows:
Definition 16. The critical value FB∗ (a, p) is such that the fixation probability with parameter values
FB∗ , a, p is exactly 1/n.
I have plotted this critical value as a function of the homozygote fitness a for different graphs. The
results are in Figure 8. As would be expected, mutant fixation probability is an increasing function of the
homozygous mutant fitness a. Of note is the fact that the smaller-degree graphs tend to have higher critical
values, with the cycle being the highest and the 8-regular graph being the lowest. (Also recall that an
infinitely-large complete graph has a critical value FB∗ = 2, which is even smaller.) Also interesting is that
the double-complete graph appears to have a stronger dependence on a than the regular graphs. This is likely
because after the mutant successfully colonized one island, there were a lot of mutant-mutant interactions
on that island, making the mutant-mutant fitness a particularly important.
Also, observe that for all these cases, the critical value of FB is always at least 2, which is its value was
for the complete graph. This observation inspires the following conjecture:
Conjecture 2. The complete graph is the worst-case scenario for the gene drive. That is, for any graph,
FB∗ ≥ 2.
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Conclusions and Future Directions

We have proposed a family of models of a mutant strain spreading through a population by biasing sexual
reproduction in its favor. This model could potentially be used to study the impact of gene drives, which are
synthetically-engineered constructs designed exactly in this way. We have demonstrated several important
analytical results of these models, and also have developed a publicly-accessible simultor which can simulate
the models in any situation.
However, our models have several limitations. One important omission is that there is no gender: individuals can mate with any of their neighbors. This obviously limits our models’ applicability to gene drives that
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(a) 40-length cycle

(b) 15x15 4-regular lattice (toroidal boundary condition)

(c) 15x15 8-regular lattice (toroidal boundary condition)

(d) 10x10 “double-complete” graph

Figure 7: Fixation probability versus wild-type fitness for a variety of different graphs. The homozygous
mutant fitness a and gene-drive probability p were both fixed at 1. These plots were generated by running
500 iterations of the haploid sexual reproduction selection process with graph replacement policy per value
of FB and finding how often the mutant went to fixation. In all cases, the simulation was initialized with
one mutant on a random location in the graph.
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Figure 8: Critical values FB∗ plotted as a function of homozygote fitness a. Once again, the gene-drive
probability p is fixed at 1. These plots used a binary search algorithm to find FB∗ for each value of a, and
each step of the search used 2000 simulations to estimate the fixation probability. On this plot, the cycle
had 40 vertices and the regular graphs were 15x15 grids of vertices arranged on a torus with the appropriate
number of edges.
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act on the sex chromosomes. One important direction for further research is determining a reasonable way
to include gender. A potential extension of the parental replacement model is sexual cannibalism, whereby
the female eats the male before having offspring. For the graph-replacement model, perhaps only neighbors
of the female would be considered for replacement.
Another future direction is exploring the case p 6= 1. Most of the analysis in this thesis focused on p = 1,
which has the advantages of being simple and allowing the results to apply for the diploid selection process
as well. However, not all synthetic gene drives will be perfect, so studying p 6= 1 will be very important
for accurate predictions. Additionally, the case p = 0.5 is particularly interesting as it represents standard
non-biased Mendelian inheritance. This case would be interesting for studying genetic drift and propagation
of mutants with sexual reproduction.
It may be possible to prove (or disprove) one or both of the conjectures stated in this thesis. In particular,
if Conjecture 2 can be proven, it would mean that a gene-drive that is successful in a well-mixed population
will automatically be successful in any natural environment, at least under our model. This would make it
necessary to study only the simpler well-mixed case.
Another possible direction worth exploring is how these models are affected by weighted graphs. Almost
all of the analysis presented in this paper deals with unweighted graphs, represented by Wij = 1 or 0.
However, it might be possible for weighted graphs to represent interesting physical phenomena, such as
weaker edges connecting different islands, or weaker long-range edges representing insects on airplanes. In
our current model, these situations would have the same probability as two nearby insects mating, which
may not be realistic.
Finally, it would be very useful to test these models with experiments. This would be fairly difficult,
but certain graphs such as the “island model” double-complete graph and possibly some lattices may be
possible to experimentally set up. Such tests would of course be very helpful in determining the strengths
and shortcomings of our models, and of others like them.
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