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ABSTRACT
Motor learning allows us to skillfully interact with our environments and is responsible for many of our
actions such as hitting a tennis serve, driving a car, or brushing teeth. Yet despite its crucial role in our
everyday lives, little is known about the algorithms of the brain that govern this process. This work
focuses on understanding 3 important features of the algorithms underlying motor learning: the role of
motor variability in motor learning, the interactions between explicit strategies and implicit motor
learning, and the spatial reference frames behind impaired motor learning in Alzheimer’s disease.
Motor variability is the ubiquitous, often unwanted, variation in our actions from one movement to the
next that makes it nearly impossible to repeat a movement exactly. This motor variability is often viewed
as noise in our motor system; however, there is another point of view stemming from the theory of
reinforcement learning. This view posits that the variability of actions can be a key ingredient for
learning by providing exploration of different actions, which can lead to quicker discovery of solutions in
motor space. Inspired by reinforcement learning theory, we investigated the possibility that motor
variability can facilitate learning. In line with this idea, we found that higher levels of task-relevant motor
variability predicted faster learning both across individuals and across tasks in two different paradigms,
one relying on reward-based learning and the other relying on error-based learning. Remarkably, we also
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found that repeated training on a task causes the motor system to correspondingly increase its taskrelevant motor variability along with its learning rate, while not changing its task-irrelevant variability.
These results suggest that not only does motor variability facilitate motor learning, but also that the motor
system may take advantage of this relationship by regulating the structure of its variability according to
what it needs to learn.
In the second part of this work, I focus on understanding how explicit strategies interact with implicit
motor learning. Performance in a motor task can be improved by overtly using explicit strategies or by
displaying implicit adaptation; however, little is understood about how these processes interact and
potentially interfere with each other. In typical motor adaptation tasks that assess implicit and explicit
learning, studying their interactions is challenging because they are not only responding to each other but
also are both responding to the perturbation. Here we designed a motor adaptation task that allows us to
isolate the interactions between implicit and explicit learning from their responses to the perturbation. In
doing so, we reveal that implicit motor learning robustly compensates for the inappropriate behavior of
low-fidelity explicit learning, providing a rigorous, mechanistic basis for why strategies may be
detrimental, in line with the popular advice to ‘avoid overthinking’ in motor skill learning.
The result that implicit learning responds to explicit strategy, however, raises the question of “how.”
Previous work has shown that implicit motor learning is driven by sensory-prediction error, whereas
explicit strategies are driven by performance error. However, since strategy use can only affect
performance errors and not sensory prediction errors, if implicit learning were driven purely by sensoryprediction error, it would have to proceed independently of explicit strategy. Thus we wondered if
different parts of implicit learning respond differently to sensory-prediction error and performance error.
To this end, we dissected implicit learning into components based on their temporal stability to
understand how they respond to different error signals. By probing how these processes decay across rest
breaks, we decomposed implicit learning into its temporally-stable and temporally-labile components, and
found that temporally-labile implicit learning strongly depends on different levels of strategy, whereas
iv

temporally-stable implicit learning is invariant to different levels of strategy. These results indicate that
implicit learning responds to strategy through its temporally-labile component: temporally-labile implicit
learning responds to strategy, driven by performance error, whereas temporally-stable implicit learning
proceeds independently of strategy, driven by sensory-prediction error.
In the final part of this work, I investigate how spatial reference frames for motor learning are impaired in
Alzheimer’s disease. Although Alzheimer’s disease is best known for its impairments of cognitive
abilities, it also profoundly impairs motor skills that are critical to daily life. However, it is unclear why
this disease impairs some motor skills but not others. We wondered if the impairment of these motor
skills might be related to the use of spatial information, as motor learning inherently relies on spatial
information in planning movements. In particular, motor learning can depend on two important types of
spatial information: extrinsic spatial information relative to objects in the world, and intrinsic spatial
information relative to the body. In this study, we dissociated intrinsic and extrinsic learning in
Alzheimer’s disease by investigating how motor learning transfers from one posture to another. We found
that the ability to form and retain motor memories is largely intact in Alzheimer’s disease participants
when either type of spatial information can be used to perform the task, exhibiting similar levels of
overall motor learning as control participants. However, when we probe the intrinsic vs extrinsic
composition of this learning, we found that Alzheimer’s disease participants demonstrate largely intrinsic,
rather than extrinsic representations of this learning compared to control participants. These results
indicate a specific impairment of extrinsic learning in Alzheimer’s disease and suggest rehabilitation
strategies for preserving motor skills that are critical for maintaining independence.
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Chapter 1 INTRODUCTION

Movement is the fundamental medium through which we interact with the world. It allows us to
manipulate objects, transport our bodies from one place to another, and communicate with others. Just
imagine a day without movement: we would be unable to procure, eat, and digest our foods, unable to
walk, bike, or drive to school or work, and unable to use our vocal organs to speak to our friends. Even
the laziest of actions to accomplish these purposes nowadays requires, at a minimum, a finger tap on a
little screen to order food delivery, dispatch a taxi driver, or send a text.
Just as movement is crucial for interacting with our environments, motor learning too is crucial for
skillfully interacting with our environments, especially with environments that are complex, new, or
evolving. The remarkable ability of the brain to improve the accuracy, precision, and coordination of
movements over experience and practice in an environment allows a crawling baby to develop into the
next Michael Phelps in the water, the next Steph Curry on the basketball court, or the next Sinatra in front
of a listening audience. This allows us to proficiently adapt to new technological tools, like the keyboard
of a computer or the steering wheel of a car. This also allows us to maintain accurate movements while
the size and dynamics of the body evolve throughout growth.
We may take many of these abilities for granted, but unfortunate circumstances can rob them from us.
Parkinson’s disease, Huntington’s disease, or stroke, for example, affect millions worldwide each year1–3
and can cause individuals to lose motor function, and as a result, independence.
One important way to help patients with motor disabilities is to further our basic understanding of the
mechanisms underlying motor learning. By identifying key factors that drive motor learning, for example,
1

one can hope to develop efficient training paradigms that target these factors to accelerate rehabilitation.
In line with this purpose, chapter 2 of this work focuses on how motor learning is affected by motor
variability – the variation in motor output from movement to movement, a ubiquitous if often unwanted
feature of our motor performance. This work reveals the capacity of the motor system to harness and
regulate motor variability in order to learn faster. Similarly, chapters 3 and 4 identify the different
learning signals that drive motor adaptation, a specific type of motor learning in which the motor system
adapts its movements in response to systematic perturbations from our bodies (e.g. muscle fatigue, injury,
development) or the environment (e.g. manipulating objects or interacting with others), which is thought
to be critical in maintaining proper execution of movements4–6.
Another avenue for accelerating rehabilitation is in identifying and understanding the distinct processes
that contribute to motor learning. Decades of research has observed a juxtaposition wherein some parts of
motor learning are impaired while others are spared7–10, which has led to the understanding that motor
learning is not a single monolithic system, but is rather made up of multiple processes that work together.
By identifying the different processes in motor learning and how they learn, we can hope to design
rehabilitation paradigms that target specific processes. In line with this purpose, chapter 4 identifies
different processes underlying motor adaptation based their temporal stability and reveals the learning
signals that drive each. Chapter 5 focuses on understanding different motor learning processes that learn
based on different types of spatial information and investigates how these may be impaired in
Alzheimer’s disease.
In the remainder of this chapter I briefly introduce some ideas in motor learning that will be referred to in
subsequent chapters.

2

1.1

Error-based and reward-based motor learning

Chapter 2 examines the role of motor variability in two important types of motor learning: error-based
learning and reward-based learning. These are characterized by the information content available in the
learning signal provided in the task.
Error-based learning tasks provide an error signal, which is a vector that represents the difference between
the observed outcome of an action vs the desired or predicted outcome. Such an error provides feedback
about an action that conveys how to make a correction. For example, if I throw a dart at a target and
observe that it missed on the left side, then I would observe an error signal that indicates that a more
rightward throw would have hit the target.
In contrast, reward-based learning tasks provide a reward signal, which is a scalar that represents the
success of an outcome – which, in itself, does not indicate which direction one should correct in to obtain
a higher score. For example, if I throw a dart while blindfolded and an observing coach declares a score
of 70 points, then I would receive a reward signal that provides some sense of how well I performed but
no information about which other possible actions might have fared better or worse. Thus, the key
distinction between these types of learning signals is that an error signal on a single trial informs what
direction to correct in and how far to correct in that direction, (i.e. direction and magnitude of the error
vector) whereas a reward signal on a single trial only indicates the success of the action (value of the
reward scalar) without information about which corrections lead to a better score, and thus requires
additional trials to discover better actions.
Learning driven by error signals is thought to take advantage of the vector information of the error signal
by descending the observed error gradient to update predictions and actions to minimize future error5,6,11,12.
One example of an error-based learning task is the force-field adaptation task8,11–16, in which a participant
performs reaching arm movements toward a target while grasping a robotic arm that applies lateral forces
to perturb the trajectory of the participant’s reaching movement. Through training, participants learn to
3

minimize the error in their perturbed reaching trajectory by counteracting the forces generated by the
robotic arm. We run and analyze force-field adaptation experiments in chapter 2. Another example of an
error-based learning task is the visuomotor rotation task17–22. In this task, participants perform reaching
arm movements toward a target, while the on-screen cursor motion displayed to them is rotated relative to
the actual hand motion performed. Through training, participants learn to minimize the error of their
cursor movement angle by counter-rotating their hand motion direction. We run and analyze visuomotor
rotation experiments in chapter 3 and 4.
Learning driven by reward signals is thought to follow distinct algorithms from those of error-based
learning. The theoretical framework of learning from reward signals is known as reinforcement
learning23,24, where a learner, through trial-and-error, searches for actions that maximize reward and
reinforces the likelihood of repeating them. Here, the learner faces the so-called exploration-exploitation
tradeoff, in which one must strike a balance between exploring new actions to enable the potential
discovery of higher rewarding actions vs exploiting accumulated knowledge to choose an action that is
already known to provide high reward. In chapter 2 we target reward-based learning by designing a novel
motor learning paradigm in which participants perform reaching arm movements and are trained to subtly
change the curvature of these movements according to a numerical score that provides reward feedback.

1.2

Implicit learning and explicit strategies in motor adaptation

In chapters 3 and 4, we study how explicit strategies interact with implicit motor learning. Whereas
implicit learning proceeds without awareness by the learner, explicit strategies are performed under full
awareness by the learner and can be controlled by explicit intentions. For example, we learn how to ride a
bicycle largely implicitly: while many of us have acquired the skill of riding a bicycle, we often cannot
articulate the sequence of actions that allow us to proficiently balance the moving bicycle. Nor can we
explicitly switch off this skill, as demonstrated by the frustrating difficulty of relearning how to ride a
bicycle whose controls are reversed such that a leftward turn of the handlebars results in a rightward turn
4

of the wheel25. Despite the explicit knowledge of the simple switch in rules we cannot help but resort to
the original implicit expectations that the control of the handlebar and wheel are aligned. On the other
hand, one could imagine an instance where we could improve a free throw shot in basketball by using
explicit strategies. A coach might instruct us to aim the shot toward the center of the backboard instead of
the front of the rim, and by making this explicit adjustment we might successfully learn to improve the
accuracy of the shot. If the coach then instructs us to revert our aim, we can make this explicit adjustment
instantly.
Implicit learning in motor adaptation has been extensively studied through the visuomotor rotation task17–
22

and force-field adaptation task8,11–16, as well as other forms of motor adaptation such as a prism

adaptation task26–28, in which participants make reaching movements while equipped with goggles that
distort their visual feedback. Much of the adaptation in these tasks is thought to proceed implicitly, as
indicated by the presence of large and prolonged so-called aftereffects, which are the systematic
deviations of participants’ movements from the target that remain post-training after removing the
visuomotor or force-field perturbation. Furthermore, it has been observed that if a visuomotor rotation is
introduced incrementally, participants will adapt while unaware of the perturbation or of their small and
consistent directional errors29–32, indicating that adaptation can, as in these cases, proceed entirely
implicitly. In a separate, compelling demonstration, Mazzoni and Krakauer20 showed that implicit
adaptation can proceed even at the cost of hurting performance at the task, against participants’ explicit
intentions.
Explicit learning in motor adaptation, on the other hand, has seen a recent surge of interest. In a
visuomotor rotation task, aiming can be effective in compensating for the rotational visual perturbation;
participants can be prompted to use an aiming strategy that explicitly directs their hand motion off-target,
allowing them to rapidly adapt to the rotation in relatively few trials20,33. Studies that typically examine
explicit learning in this task do so by either controlling the use of explicit aiming, providing participants
with an aim point that allows them to successfully execute the task20,34,35, or by having participants
5

compose and report their own aiming strategies to measure the levels of explicit learning that participants
employ33,36. In chapters 3 and 4 we take this approach of having participants compose and report their
own aiming strategies in visuomotor rotation learning to investigate how implicit and explicit processes
interact.

1.3

Temporally-stable and temporally-labile processes in motor adaptation

In chapter 4, we dissect motor adaptation into different parts based on temporal stability. Recent studies
reveal that motor adaptation consists of a component that forgets quickly with time, within seconds and
minutes, and another component that remains stable for days and weeks7,37,38. In particular, it is observed
that force-field adaptation and visuomotor rotation adaptation are composed of a temporally-labile
component that decays exponentially with a time constant of 15-20 seconds7,37,38, and a temporally-stable
component that forgets slowly, through additional trials rather than time, over the course of hundreds of
trials38.
This two-component structure elegantly explains the spacing effect in motor adaptation, where it has been
observed that prolonged spacing between trials results in increased long-term retention. Because the
temporally-labile component decays rapidly, a long inter-trial interval causes it to decay substantially.
This makes overall adaptation worse but provides more error for the temporally-stable component, which
has excellent retention. Thus, long inter-trial intervals result in the overall adaptation relying heavily on
the temporally-stable component, leading to an overall improvement of long-term retention.
The temporally-stable component of motor adaptation also has been linked to the cerebellum7. Although a
number of studies show that motor adaptation is impaired following cerebellar damage8,39–44, the degree of
impairment varies considerably from one study to another, with widely ranging results reported even in
the same task. Using data from multiple studies8,43,44, Hadjiosif et al. showed that cerebellar patients show
the largest deficits in learning when inter-trial time intervals between repeated targets are larger, allowing
temporally-labile learning to decay more substantially. These results suggest that the temporally-labile
6

process is intact in cerebellar patients while the temporally-stable process is not, linking the cerebellum
specifically to the temporally-stable process of motor adaptation.
In chapter 4, we use these results to dissect motor adaptation into temporally-stable and temporally-labile
components in a visuomotor rotation task that measures both implicit and explicit learning. We do so by
measuring retention after 60 seconds rest breaks to measure the temporally-stable component of
adaptation that remains, and measure the decay of adaptation over the rest break to measure the
temporally-labile component of adaptation. This approach will allow us to understand how stable and
labile components of implicit learning interact with explicit strategies during learning.

1.4

Intrinsic and extrinsic processes in motor adaptation

In chapter 5, we explore the role of spatial reference frames in motor learning. Planning a movement
naturally depends on the spatial configurations of the body and of objects: the same sets of muscle
activity give rise to different movements depending on the spatial configuration of the body, and the same
movements give rise to different outcomes depending on the spatial configuration of objects in the world.
Motor learning thus inherently relies on spatial information, which can be represented in different
coordinate frames: the intrinsic frame relative to the configuration of the body and the extrinsic frame
relative to the world. For example, someone might learn to play a piano passage as an intrinsic sequence
of finger movements to be made and also simultaneously as an extrinsic sequence of key positions to be
pressed. Intrinsic learning could allow her to skillfully perform the same passage on an accordion when
her fingers are placed over its vertically rather than horizontally oriented keys, by using the same
sequence of finger movements. In contrast, extrinsic learning would allow her to play the same passage
on the piano with either hand, as this would involve pressing the same sequence of keys despite using
different fingers and a different sequence of finger movements.
Intrinsic vs extrinsic motor learning has been the focus of many motor adaptation studies in the field of
motor control, which have found evidence for intrinsic representations13,45–47 and also evidence for
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extrinsic representations of motor adaptation17,48,49. These studies typically dissociate intrinsic vs extrinsic
representations of motor adaptation by testing how a learned adaptation transfers to untrained movements
in a different body posture. Changing the body posture dissociates intrinsic and extrinsic motions,
because in the new posture, the same intrinsic displacement of joint angles (e.g. same displacement of the
shoulder and elbow angles) will result in a different extrinsic translation of the end effector (e.g. different
trajectory of the hand), and conversely, the same extrinsic translation of the end effector will result in a
different intrinsic displacement of joint angles. In particular, these past studies have assessed intrinsic vs
extrinsic motor adaptation by testing the transfer of learning for two special cases: when the test
movement is fully-matched to the trained movement in intrinsic motion but not in extrinsic motion vs
when the test movement is fully-matched to the trained movement in extrinsic motion but not in intrinsic
motion.
A recent study by Brayanov et al.21 improved the intrinsic-extrinsic task paradigm by using the finegrained approach of testing for transfer not only at the two fully-matched conditions, but also across a
densely sampled array of intermediate conditions that have different degrees of intrinsic vs extrinsic
similarity to the trained movement. Crucially, these intermediate conditions allowed them to examine the
detailed pattern of how the learning depends jointly on intrinsic vs extrinsic motion, revealing that
learning depends on both intrinsic and extrinsic motion in a gain-field manner. In other words, extrinsic
and intrinsic encodings of the movement are multiplied to yield the overall behavior, such that motor
adaptation transfers as a multiplicative function of both intrinsic and extrinsic coordinates.
In my work, I use the analytical and experimental tools developed by Brayanov et al. to investigate
intrinsic vs extrinsic learning in Alzheimer’s disease patients. Although Alzheimer’s disease is primarily
known for impairing declarative memory, it also critically impairs motor skills, such as the ability to
proficiently put on and remove clothing, or use tools and utensils50–54. In fact, such motor skill deficits can
interfere with activities of daily living to the extent that they are stronger predictors of patients losing
independence than cognitive deficits54,55. However, these Alzheimer’s patients also show the remarkable
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ability to learn or retain other motor skills56–60. For example, Alzheimer’s disease patients can maintain
the ability to play the piano even at very late stages in the disease when their anomia would prevent them
from naming a piano61,62.
To understand why Alzheimer’s disease spares some skills while impairs others, we wondered if
Alzheimer’s disease differentially affects intrinsic vs extrinsic representations of motor learning. This
hypothesis stems from the observation that Alzheimer’s disease largely spares brain regions like primary
motor cortex and dorsal premotor cortex63,64, tied to intrinsic representations of specific muscle
effectors65–75, but markedly impairs parietal cortex63,64,76–79, which is tied to extrinsic representations of the
objects we interact with70,73,80–93. Led by these anatomical hints, in chapter 5 we test Alzheimer’s disease
and control participants in Brayanov et al.’s visuomotor rotation task that allows us to finely dissociate
intrinsic and extrinsic motor learning.
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Chapter 2 The Temporal Structure of Motor Variability is Dynamically
Regulated and Predicts Individual Differences in Motor Learning Ability

2.1

Summary

Individual differences in motor learning ability are widely acknowledged, yet little is known about the
factors that underlie them. Here we explore whether movement-to-movement variability in motor output,
a ubiquitous if often unwanted characteristic of motor performance, predicts motor learning ability.
Surprisingly, we find that higher levels of task-relevant motor variability predict faster learning both
across individuals and across tasks in two different paradigms: one relying on reward-based learning to
shape specific arm movement trajectories and the other relying on error-based learning to adapt
movements in novel physical environments. We proceed to show that training can reshape the temporal
structure of motor variability, aligning it with the trained task to improve learning. These results provide
experimental support for the importance of action exploration, a key idea from reinforcement learning
theory, showing that motor variability facilitates motor learning in humans and that our nervous systems
actively regulate it to improve learning.
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2.2

Introduction

In 2009, Brendon Todd became the first golfer to hit two consecutive hole-in-ones on the same hole
during a professional tournament. Even if the vagaries of wind conditions, humidity, and pin placement
were controlled, precisely repeating the action that led to the hole-in-one would still be an amazing feat,
as anyone who has swung a golf club can attest. But why should it be difficult to repeat a hole-in-one, or
any other action? The answer is that there is an ever-present variability in motor execution that makes it
virtually impossible to exactly repeat our actions.
On one hand, motor variability is widely thought of as the inevitable consequence of stochastic nervous
system function, arising from noise in sensory or motor processing, or sensorimotor integration94–98.
Several theories of motor control posit that actions are specifically planned to minimize the extent to
which variability affects performance on the task at hand, either alone99–101 or in combination with
minimizing effort102–104. These theories generally treat motor variability as inevitable signal-dependent
noise, which varies proportionally to the size of the motor output. The idea that noise in motor output is
primarily signal-dependent, however, is largely based on isometric force generation studies95–97. Much
less is known about how motor output variability evolves during active movement.
On the other hand, there is evidence that the nervous system specifically regulates, and indeed amplifies
variability instead of minimizing its effects. Recent studies in songbirds have shown that the variability in
motor performance and motor learning ability are both dramatically reduced after inactivating the cortical
output nucleus of a basal ganglia circuit, the lateral magnocellular nucleus of the anterior neostriatum
(LMAN)105–107, These findings suggest that LMAN, which projects directly to a motor cortex analogue
brain area involved in singing, generates variability in motor output to promote learning106,108. Why
would this be? Motor variability can be equated with action exploration, an essential component of
reinforcement learning, where the exploration necessary to gather knowledge must be balanced with
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exploitation of the knowledge that has already been accrued109,110. Consider the process of learning a golf
swing: at first the motion is highly variable, but with practice it becomes increasingly precise as
performance improves. This can be interpreted as a progression from exploring different swing motions
early on when rapid learning is most beneficial, to exploiting the best of these later on. Similar learningrelated regulation of variability has been observed in other animal models and contexts111,112.
Thus, it remains unclear whether high initial variability stands in the way of effective performance, or
whether it facilitates the motor system’s ability to learn. To test whether movement variability indeed
promotes motor learning in humans, we measure baseline motor variability before participants engage in
different types of motor learning tasks, and ask whether the structure of this variability can predict the rate
at which they learn. We then investigate whether the motor system can leverage the relationship between
variability and learning ability, by examining whether it actively reshapes the structure of motor output
variability to guide learning.
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2.3

Methods

All participants gave informed consent for experimental procedures, which were approved by Harvard’s
Committee on the Use of Human Subjects. Eighty-four naïve, neurologically intact subjects (age range
18–55, 39 male, 46 female, all right handed) participated in Experiments 1 and 2, with twenty subjects in
Experiment 1, and 64 subjects in Experiment 2 (29 subjects in subgroup A and 35 subjects in subgroup B).
Forty right–handed, neurologically intact subjects (20 female, 20 male, age range 18-31) participated in
Experiment 3, and twenty-four naïve neurologically intact right handed individuals (16 female, 8 male,
age range 18-58) participated in Experiment 4.

The sample sizes for experiments 1 and 2 were

determined based on pilot data, and the sample sizes for experiments 3 and 4 were based on previous
experience from similar experiments and the existing literature12,16,113.
2.3.1

Methods for the Reward-based Learning Experiments (Experiments 1 & 2)

Participants and Experimental Paradigm
Subjects performed rapid 200 mm point-to-point reaching movements, while grasping a handle, whose
position was recorded on a high-resolution digitizing tablet (Wacom Intuos3) at a sampling rate of 200 Hz.
A monitor, horizontally mounted above the tablet, obstructed vision of the hand (Fig. 1a) and displayed
the start location, the target, and a guide shape connecting the two positions, all of which remained
identical throughout the experiment. Subjects were instructed to quickly trace the guide shape, moving
from the starting location to the target; however, subjects received no visual feedback about their hand
positions during each trial. Movements that failed to reach the target within 450 ms of movement onset
(defined by a velocity threshold of 12.7 mm/s) were discouraged with immediate negative auditory
feedback.
A 250 trial baseline period was followed by the training period (500 trials for Experiment 1, 1000 trials
for Experiment 2), which was identical to the baseline except that each trial was awarded with a
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numerical score between 0 and 1000, displayed above the target. Subjects were instructed to maximize
their score by more accurately tracing the displayed curve. However, unbeknownst to the subjects, each
score was calculated based on the normalized projection of the hand path onto the shape of the rewarded
deflection, which was unrelated to the displayed path, as described in the following section. Importantly,
the lack of visual feedback eliminated any obvious error signal that could consistently improve
performance on this task.
During the training period, the threshold movement time was changed from 450 ms to a new value based
on each subject’s baseline movement durations. The new threshold was set to be two standard deviations
above the mean baseline movement duration, and averaged 429 ms with a range of 289–529 ms.
Movements that failed to reach the target within this threshold time during training were discouraged with
negative feedback and withholding of the score. We excluded less than 4% of the overall training trials
based on this threshold after omitting 3 of the 84 subjects, who did not consistently complete trials in the
allotted movement time (in all three, over 50% of trials were too slow).
Learning Level
A dimensionless learning level (z) for each trial was calculated by projecting the vector of x-positions of
the hand path (from y-positions of 15–190mm of each 200 mm movement as seen in Fig. 1b) onto the
vector of x-positions of one of the rewarded deflections (Fig. 1c.):

2
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Here, 𝑥𝑥⃑(𝑦𝑦) denotes the x-positions of the hand during one trial as a function of y-positions, 𝑥𝑥⃑0 (𝑦𝑦) denotes

the average x positions of the hand from the last 160 trials of the baseline period, and 𝑟𝑟⃑(𝑦𝑦) denotes the
rewarded deflection for the particular experiment. We linearly interpolated the x-positions of the hand
path onto a vector of y-positions every 0.254 mm in order to align the hand path measurements across

14

trials. A learning level of 1 corresponds to the ideal amount of deflection relative to baseline performance.
Scores awarded on training trials were calculated as a function of learning level (see Supplementary
Information, Fig. S1b-c).
Rewarded Deflections
The two rewarded deflections (Shape-1 and Shape-2) were orthogonal, with identical root mean square
amplitudes (3.6mm) This amplitude was based on pilot data indicating that it allowed for robust learning
in a reasonable amount of time (~1 hour of training). Note that the shapes of the rewarded deflections
were unrelated to the guide shape shown to subjects. Experiment 1 trained subjects on Shape-1, and
Experiment 2 trained subjects on either Shape-1 or Shape-2. All subjects were randomly split into two
groups: 45 randomly chosen subjects were trained with positive deflections and the remaining 40 were
trained with negative deflections (thick vs thin, Fig. 1c), thus ensuring that any drifts that might occur
could not consistently promote or impede learning.
Measuring Baseline Variability and Learning Rate for Experiment 1&2
We quantified task-relevant variability at baseline using the standard deviation of the learning levels of
the last 160 trials from the baseline. We quantified total baseline variability using the square root of total
variance summed across all points in the path x(y) with units of mm RMS to facilitate an intuitive
interpretation of the magnitude.

On average, Shape-1 and Shape-2 accounted for 9.2±1.1% and

0.66±0.12%, respectively, of the total variability during the baseline period.
To compute average learning level shown in Fig. 1f-h, we used the average learning level during the first
125 trials for Experiment 1 (Fig. 1f-h), and the first 800 trials for Experiment 2 (Fig. 1i-k). We used a
longer window in Experiment 2 because the learning curves, particularly those for Shape-2, were slower.
Had we used a 125 trial window for Experiment 2, the slower learning curve for Shape-2 learning would
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dictate an average learning level not significantly different from zero, precluding us from examining
inter-individual differences in learning.
2.3.2

Methods for the Force-Field Experiments (Experiments 3 & 4):

Setup and Instructions:
Subjects were instructed to grasp the handle of a robotic manipulandum while making rapid (500 ms),
point-to-point reaching arm movements (10 cm in length) (Fig. 2a). Experiments consisted of three
different trial types: null-field trials during which no active forces were applied to the subject’s arm (Fig.
2b), error-clamp trials to measure the lateral forces produced (Fig. 2d), and force-field perturbation trials
(Fig. 2c). The position and velocity of the hand and the forces generated by the manipulandum were
recorded at a sampling rate of 200 Hz.
Force-field environments:
The force-fields used in the current experiments were composed of a linear combination of position and
velocity dependence (Fig. 3e) with the form:
𝐹𝐹𝑥𝑥
0
�𝐹𝐹 � = 𝐾𝐾 ∙ 𝑝𝑝⃗ + 𝐵𝐵 ∙ 𝑣𝑣⃗ = �
𝐾𝐾
𝑦𝑦

0
−𝐾𝐾 𝑥𝑥
�� � + �
𝐵𝐵
0 𝑦𝑦

−𝐵𝐵 𝑥𝑥̇
�� �
0 𝑦𝑦̇

Here, 𝑥𝑥 and 𝑦𝑦 denote the x and y position (𝑝𝑝⃗) of the hand and 𝑥𝑥̇ and 𝑦𝑦̇ denote the x and y velocities (𝑣𝑣⃗)

with axes as illustrated in Fig. 2a. Velocity-dependent (Vel) force-fields had values of (K=0 N/m, B=±15
Ns/m), position-dependent (Pos) force-fields had values of (K=±45 N/m, B=0 Ns/m), and positivecombination (PComb) and negative-combination (NComb) force-fields had values of (K=±21.2 N/m,
B=±13.2 Ns/m) and (K= 35N/m, B=±9.4 Ns/m) respectively. To account for biases from biomechanical
effects, clockwise and counter-clockwise versions of force-fields were balanced in all experiments.
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Error-clamp Trials:
Error-clamp trials were designed to measure the feed-forward motor output produced during a reaching
movement. Actions made during reaching movements result from feed-forward motor output and online
feedback error correction. Error-clamp trials12,16,114 restricted the lateral deviations during movement
below 1mm effectively eliminating the lateral error signal allowing for isolation of feed-forward motor
output (Fig. 2D). On error-clamp trials, we applied a damped high-stiffness elastic force (K=6000 N/m,
B=250 Ns/m) to counteract the subjects’ lateral forces, essentially clamping movements within a straight
channel towards the target. Although movement duration was generally between 500–600 ms, we
examined the force output generated in an 860 ms window centered at the peak speed point to ensure that
we captured the entire movement. Force data were smoothed with a second order Butterworth filter with a
cutoff frequency of 10 Hz to remove high frequency noise generated by force sensors and motor actuators.
Experiment 3 Design:
Experiment 3 examined the relationship between person-to-person differences in baseline task-relevant
variability and initial force-field learning rates. To obtain accurate measurements of baseline variability,
we designed a prolonged baseline period of 150 trials with 20 error-clamp trials that were interspersed
among 130 null-field trials (Fig. 2e), which followed a 100 trial familiarization period during which
variability was not measured. Following the baseline period, subjects experienced a 150 trial training
period during which a velocity-dependent force-field environment was applied (Fig. 2e). In this training
period, 80% of trials were force-field trials and 20% were error-clamp trials intermixed to measure the
learning level during the course of training.
Measuring Baseline Variability and Initial Learning Rate for Experiment 3:
Since subjects would later be exposed to a velocity-dependent force-field, we analyzed what would
become the task-relevant component of the variability by calculating the amount of velocity-dependent
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variability present during baseline error-clamp trials. We computed the velocity-dependent component of
variability by projecting each force trace onto its corresponding velocity profile (Fig. S7), and calculating
the standard deviation of the magnitudes of these projections.
Like in previous studies12,16,113, we performed per subject baseline subtraction, using the last five errorclamps in the baseline, F0(t), as a reference for learning-related changes in force output measurements on
error-clamp trials in the training period, F(t)-F0(t), which were regressed onto a linear combination of
each trial’s motion states: position, velocity, and acceleration (Fig. S7d-e). We determined the learning
level for the pure velocity-dependent force-field environment by normalizing the velocity regression
coefficient so that a value of 1 indicated full learning. An initial learning rate was calculated for each
subject by finding the average rate of increase in learning level over the first ten trials of training, a period
that included two error-clamp trials.
Analyzing the Temporal Structure of Baseline Variability:
To examine the overall structure of variability, we performed principal components analysis115 on the
aggregated baseline lateral force traces for all subjects in Experiment 3, after performing subject-bysubject baseline subtraction to prevent individual differences in mean behavior from influencing the
calculation of the principal components. We computed the principal components of the force variability
by performing eigenvalue decomposition on the covariance matrix of the aggregated force data. Note that
Fig. 3 & 4 scale each principal component vector by the square root of its eigenvalue to visualize the
amount of variability it explains. The fraction of overall variance (Fig. 3b) was calculated as the
eigenvalue (variance) for a particular principal component as a fraction of the sum of the eigenvalues for
all principal components.
We then regressed each scaled eigenvector onto a linear combination of position, velocity, and
acceleration. Note that we operationally define motion-related variance as variance that can be explained
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by a linear combination of position, velocity, and acceleration. We then scaled each eigenvalue by the
fraction of its corresponding eigenvector’s variance related to motion state to obtain the motion-related
eigenvalue. To determine the fraction of motion-related variance each principal component contained
(Fig. 3c), we found the ratio of each motion-related eigenvalue to the sum of the motion-related
eigenvalues for all principal components.
Explaining Learning Rate Differences Across Different Dynamic Environments:
We found the variance associated with four different force-field environments (Fig. 3e) during baseline
by projecting each baseline error-clamp force trace from Experiment 3 onto motion-dependent traces
representative of each force-field environment. These representative traces were generated by linearly
combining the position and velocity traces of the hand on the associated error-clamp trial, after scaling by
the K and B values associated with each environment. The variance of the magnitudes of the projections
was divided by the total variance of the force traces to compute the fraction of variance associated with
each type of force-field (Fig. 3g).
The single-trial learning rates for each force-field environment (Fig. 3f) were determined based on the
data reported in a previous publication16. In this previous experiment, error-clamp trials were presented
before and after a single trial force-field exposure, and the differences in the force output were used to
assess single trial learning rates. Since the previous study used a different window size, we recomputed
the learning rates in the same 860 ms window used to assess motor output variability.
Experiment 4 Design:
The training paradigm of Experiment 4 (Fig. 4a) was designed to increase the learning rate for either
velocity-dependent or position-dependent force-fields by creating high consistency environments (HCEs).
HCEs, where consistency is operationally defined as the correlation between the force-field on the current
trial versus the next trial – i.e. the lag(1) autocorrelation, have been shown to increase learning rate116, and
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were created here by exposing subjects to 48 runs of 7 force-field trials (either position-dependent or
velocity-dependent) each followed by a run of 8–12 null-field trials.
Motor variability was assessed during two epochs on each day: immediately preceding training and after
an extended washout period (26–33 null-field trials) following training. Each assessment consisted of 50
error-clamp trials interspersed amongst 150 null-field trials. Half the subjects were trained on the HCE
for the position-dependent force-field on day 1 and for the velocity-dependent force-field on day 2. The
other half experienced these environments in the opposite order. The initial assessment of variability on
day 2 was also used to probe the degree to which changes in variability induced on day 1 persisted to the
next day. Consequently, variability data from immediately before and after exposure were available for
all environmental exposures we studied, whereas next day retention was available only for the day 1
environment data (half the dataset).
Measuring Changes in the Amount and Specificity of Motor Learning:
Single-trial learning rate was assessed on 21 of the 48 force-field runs using error-clamp triplets16
centered around the first force-field trial in each of these pseudorandomly chosen runs. On these triplets,
subjects performed an error-clamp trial, followed by a force-field trial, and then another error-clamp trial.
Pre-training learning data was obtained on the very first triplet before any exposure to the HCE. Since
each subject thus contributed only a single triplet, we supplemented this data with first-exposure singletrial learning data from other experiments (58 additional velocity learning trials and 12 additional position
learning trials) which were essentially identical to the current experiment up to the point of this first
exposure16,116, with the only difference being the number of baseline trials experienced beforehand. Postexposure single-trial learning was computed from the averaged learning data from the last 9 training
blocks which included 5 measurement triplets. We measured task-specific adaptation for position and
velocity-dependent force-fields by regressing the learning–related changes in the force profile onto the
motion state profiles.
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We quantified the specificity of single-trial adaptation using a position-velocity (PV) gain-space analysis.
Task-specific adaptation for velocity-dependent learning is shown on the vertical axis while task-specific
adaptation for position-dependent learning is shown on the horizontal axis. In this gain-space, velocityspecific learning would correspond to an adaptation vector with a 90° angle whereas position-specific
would correspond to a 0° angle.
Measuring Changes in the Amount and Specificity of Motor Output Variability
We examined the effects of the HCE on the structure of motor variability by looking at the position- and
velocity-dependent changes in PC1. Data was aggregated across all subjects as in the analysis of the
temporal structure of baseline variability in Experiment 3 detailed above. We computed PC1 and its
motion-state fits in three different epochs: before training, after velocity-training, and after positiontraining. Similar to the changes in single-trial force-field adaptation, we can examine the changes in PC1
using a PV gain-space analysis. An alternate way to look at changes in the structure of motor variability
is to look at changes in position- and velocity-related variability. We used linear regression to find the
position-dependent and velocity-dependent contributions of the force traces in each epoch and determined
the fractions of variance accounted for by position and velocity as the ratios of the variance of these
regression coefficients to the total variance in the data.
Statistical Methods and Randomization of Subjects
Subjects were assigned to experiments based only on when they responded to advertisements about
participation and their availability for scheduling. When different experiments were running concurrently,
subjects were randomly assigned for participation. In most cases, data were successively collected for
different experiments. Although subjects were unaware of their experimental group assignments,
investigators were aware of these assignments during the analysis.
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Statistical testing for group learning rates (Fig. 1f, 1i, 2g, S3, S8) and group variability (Figures 1f, 1i, 4no) were performed by using two-sample one-sided Student’s t-tests, without assuming equal variances.
Linear regression analyses based on the t-statistic for the slope of a best fit straight line were used to test
for positive correlations between variability and learning rate (Fig. 1g-h, 1j-k, 2h, S2, S4, S5). An F test
was used to test (a) whether separate linear models of variability vs. learning for shape-1 and shape-2 in
Experiment 2 accounted for greater variance than a single linear model of variability vs learning across
these two tasks (Fig. 1j-k) and (b) whether task-relevant variability and total variability individually
contributed to a bivariate regression of early learning onto these two quantities for the experiment 2 data
(text only). The data we analyzed using F and t statistics were inspected and found to appear grossly
normal in their distributions. Since we were computing the principal components of the lateral force
variability over the population (Fig. 3b-d, 4h-m), confidence intervals around PC1 (Fig. 3d, 4h-i) were
computed using bootstrap analysis in which the population of participants was resampled 10,000-100,000
times to determine the confidence bounds for PC1. In this bootstrap analysis, PC1 was computed on each
iteration using the covariance of the mean subtracted force profiles from the randomly sampled
subpopulation. A similar bootstrap was performed to compute confidence intervals for single-trial
learning in Experiment 4 (Fig. 4b-c) by resampling adaptation force profiles from the population.
Correspondingly, statistical testing on the changes in the position and velocity contributions to adaptation
and variability (Fig. 4d-e,j-k) were performed with a bootstrap as were the changes in PV gain-space
angle (Fig. 4g,m).
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2.4

Results

2.4.1

Baseline variability can predict inter-individual differences in reward-based learning

Motivated by reinforcement learning theory, which emphasizes action exploration as a key ingredient for
learning, we examined the relationship between variability and learning rate in a reward-based motor
learning task. In this task, we trained subjects (N=20) to produce hand trajectories with specific shapes
using trial-and-error learning, where reward was based on performance (Fig. 1a-e). Instructions were
given to repeatedly trace a subtly curved guide shape shown on a monitor with rapid 20cm point-to-point
reaching arm movements (Fig. 1a-b). Importantly, participants received no visual feedback of their actual
hand paths, and in the training period received scores based on an unrelated but also subtly curved shape.
Each experiment began with a 250-trial baseline period during which we could estimate motor variability
before training (Fig. 1b). In this baseline period, movements were not rewarded based on a baseline
shape. Instead, scores were withheld and subjects received (binary) feedback only about their movement
speed so that we could enforce rapid movements. By the end of the training period, 95% of movements
were acceptably fast (peak speed > 0.45m/s).
During the training period, participants were instructed to maximize a numerical performance score
between 0 and 1000 displayed after each trial. This score was based on the similarity between the actual
path and a rewarded shape that was, like the guide shape, subtly curved, but otherwise independent from
it (examples are shown in Fig. 1c, but note the exaggerated lateral scaling). The rewarded shape was
individualized in that it corresponded to a predetermined deflection from each subject’s mean baseline
trajectory. The performance score was a function of the normalized dot product between the vectors of xaxis deflections for the actual and rewarded hand paths (examples shown in Fig. 1d-e, also see Methods
and Fig. S1). Critically, participants received visual feedback about neither their actual trajectories nor
the rewarded shape, ensuring that no error-correcting information was available to guide learning.
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Figure 2-1: Task-relevant variability predicts learning rate for reward-based learning.
(a-c) Task description for the reward-based learning experiments. (a) Basic setup (see Experimental
Procedures for details). Subjects were asked to follow a trace shown on screen (red), which was unrelated to the
rewarded deflections of (c) and remained unchanged for the entire duration of the experiment. (b) Example
baseline movements from one participant showing the pattern of trial-to-trial variability. Note that the x-axis is
magnified by a factor of two compared to the y-axis. (c) The shapes of the rewarded deflections used for
Experiments 1 and 2.
(d-e) Example scored movements, in comparison to the mean baseline trajectory (gray). (d) uses Shape-1
and (e) uses Shape-2 as the rewarded deflection. Darker shades of green correspond to higher scored movements.
(f-k) Analysis of Experiments 1-2. Learning level was computed as the magnitude of the normalized projection
(dot product) of the vector of x-positions of a movement trajectory onto the vector of x-positions of the shape of
the rewarded deflection, after aligning the movement trajectories by their y-coordinates. Scores displayed at the
end of the trial were based on learning level, (see Supplementary Information). Average learning levels were
computed as the mean of the learning levels of the first 125 trials for Experiment 1 and first 800 trials for
Experiment 2, in which learning was on average considerably slower. (f) Participants displaying above-average
amounts of Shape-1 variability (N=6) during the baseline period in Experiment 1 exhibit faster learning than
below-average participants (N=14).
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Figure 2-1 (continued)
(g-h) Subject-by-subject comparison of early learning in Experiment 1 as a function of total or task-relevant (Shape1) variability in the preceding baseline period. The best fit straight line and a one standard deviation confidence
ellipse is shown in each panel. Note that in (h), the subject with the highest task-relevant baseline variability
epitomized the positive relationship (r=+0.75, p<0.0001) we observe between learning and variability by displaying
the highest learning rate. However, even if this data point is removed, the correlation between task-relevant
variability and learning rate remains (r=+0.61, p=0.0027). Units of variability are mm RMS. Hence, a subject’s
amount of variability can be intuitively interpreted as the amount of lateral spread of the movements in physical space
(in mm), on average along the movement. (i) Comparison of learning curves for Shape-1 versus Shape-2 learning in
Experiment 2, showing that shape-1 learning, for which there was greater task-relevant baseline variability, proceeded
at a faster rate. (j) Total variability predicts individual differences within tasks, but not across tasks. Note that in (j)(k), the colored lines depict regression for each task whereas the dashed black line depicts regression across both
datasets. (k) Task-relevant variability predicts individual differences both within and across tasks. Correspondingly,
the bivariate linear regression analysis reported in the text shows a significant effect of task-relevant, but not total
variability. All error bars in this and subsequent figures represent S.E.M. Asterisks indicate significance (* p<0.05,
** p<0.005 in all figures).
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Moreover, each group was randomly split into 2 subgroups that learned deflections that were the same in
shape but opposite in direction (thin vs. thick lines in Fig. 1c).
If the variability produced by the motor system is indeed harnessed during trial-and-error learning to
improve performance, then greater task-relevant variability before training should predict higher learning
rates during training. This would be the case because greater variability in the task relevant dimension of
motor output immediately before the onset of training would lead to greater task relevant variability
during initial exposure to the task, resulting in greater exploration, which should promote faster learning.
Perhaps the most direct test of the hypothesis that motor variability promotes faster learning would be to
examine the relationship between task-relevant variability and learning rate in the same initial exposure
period. But in the early training period, directed learning and random motor variability occur alongside
one another, and thus changes in motor output from rapid directed learning may contaminate measures of
motor output variability. When we compare variability and learning ability in the early training period by
attempting to independently estimate them, we find a strong positive relationship, providing support for
the aforementioned hypothesis (see supplementary information, Fig. S4,S5) However, to eliminate any
possible contamination between learning and variability, we focused our analysis on the relationship
between task-relevant variability in a baseline period before training and learning rates observed during
early training. Because the learning task was not introduced in the baseline period and the polarity of the
task was balanced across subjects as described below, performance biases in the direction of task-related
learning could not systematically bias our measures of motor output variability.
We computed the “task-relevant” component of the baseline variability by projecting each meansubtracted hand path onto the deflection that would be rewarded during the subsequent shape-specific
training, as this projection isolates the aspect of the motor output that impacts the score in the training
period. We characterized the amount of baseline task-relevant variability by computing the standard
deviation of the size of these projections over the last 160 baseline trials. Analogously, we characterized
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the rate of initial learning based on the hand paths during the first 125 trials of the training period after
subtracting out the mean hand path during the last 160 baseline trials. Learning level estimates (Fig. 1f)
were computed as the mean size of the projections of these baseline subtracted hand paths onto the
rewarded deflection, normalized by the size of the rewarded deflection. Thus baseline performance
would yield a value of 0 and ideal performance would yield a value of 1. In Experiment 1, we trained
subjects on Shape-1, shown in Fig. 1c. To look at the effect of baseline motor variability on subsequent
learning, we stratified individuals into subgroups based on the amount of Shape-1 variability displayed in
the baseline period. We found that subjects with higher than average task-relevant variability learned
considerably faster than low variability subjects (Fig. 1f, p=0.0091, t(9.78)=2.83, see Fig S3 for a medianbased stratification), suggesting that higher task-relevant baseline variability is associated with faster
learning rates. In line with this idea, we found task-relevant variability to be positively correlated with
learning rate across individuals (Fig. 1h, r=+0.75, p<0.0001, t(18)=4.74). The subject with the highest
task-relevant baseline variability epitomized this correlation by displaying the highest learning rate.
However, even if this data point is removed, the correlation between task-relevant variability and learning
rate remains (r=+0.61, p=0.0027, t(17)=3.19). This is the first time individual differences in learning rate
have been predicted from baseline performance characteristics.
2.4.2

Baseline Variability can predict inter-task differences in reward-based learning

The correlation between task-relevant variability and motor learning rate suggests that higher levels of
task-relevant variability might lead to faster learning. However, when we examined the relationship
between total variability and learning rate, we also found a significant, albeit weaker, correlation (Fig. 1g,
r=+0.43, p=0.03, t(18)=1.99) raising the possibility that it is the total amount of variability rather than the
task-relevant component of the variability that matters for learning. Here we calculated total variability as
the sum of the variance at each point in the hand path. But in our data, total and task-specific baseline
variability are themselves correlated (r=+0.71). Thus to determine which of these variables drives inter-
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subject differences in learning rate, we performed a second experiment in which two groups of subjects
were trained on two different rewarded deflections (Fig. 1c, N=29 for Shape-1, N=32 for Shape-2), each
associated with different amounts of task-relevant variability at baseline. Shape-1 was identical to the one
used in the first experiment, whereas Shape-2 was chosen to account for a smaller amount of the total
baseline variability and to be orthogonal to Shape-1 (p<0.0001, t(32.72)=11.76). Because Shape-1 and
Shape-2 learners should display similar total variability but different task-relevant variability, comparing
their learning rates should dissociate the effects of task-relevant and total variability.
We found that task-relevant variability during baseline explained differences in learning rate both within
(Fig. 1k, Shape-1 (green): p=0.012, t(29)=2.39; Shape-2 (blue): p=0.022, t(32)=2.11) and across groups
(dashed black line: p<0.0001, t(61)=6.70) with slower learning rates for Shape-2 compared to Shape-1
(Fig. 1i, p<0.0001, t(41.92)=5.20). In contrast, total variability failed to explain the between-group
differences in learning rate (Fig. 1j), suggesting that task-relevant rather total variability drives changes in
learning rates. Moreover, simultaneous regression of learning rate onto both types of variability across
groups revealed a highly significant effect of task-relevant (partial R2=0.37, p<0.0001, F(1,58)=34.7062)
but no effect of total variability (partial R2=0.017, p=0.316, F(1,58)=1.02). Correspondingly, a single
relationship between task-relevant variability and learning rate (Fig. 1k, dashed black line) explained the
individual differences in learning ability for both groups just as accurately (R2=0.432) as a composite
relationship individualized for each group (R2=0.437), which can be visualized as a model combining the
blue and green lines shown in Fig. 1k (partial R2=0.009, p=0.77, F(2,57)=0.25). This indicates that taskrelevant variability provides a unifying explanation for both inter-individual and inter-task differences in
learning rate across the tasks that we studied.
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2.4.3

Baseline variability can predict inter-individual differences in error-based force-field

learning
We next examined the generality of the relationship between motor variability and motor learning rates
on a task thought to be learned via error-based learning. Reward-based tasks that lack error signals are
generally learned slowly than tasks in which dynamic or kinematic perturbations produce error signals.
Reinforcement learning theory posits that motor exploration is essential for reward-based learning, and
although recent studies have suggested that learning on error-based tasks may arise from multiple
mechanisms117, error-bavsed adaptation need not be contingent on such exploration.
To examine whether motor variability is associated with improved learning rates also in error-based
motor adaptation tasks, we performed a third experiment, where participants (N=40) adapted point-topoint reaching movements in an environment with altered physical dynamics (Fig. 2a). Subjects were
exposed to a velocity-dependent force-field in which the force vector perturbing the hand was
proportional in magnitude and lateral in direction to the hand’s velocity12,16,114 (Fig. 2c). Randomly
interspersed error-clamp trials12,16,114 (Fig. 2d) were used to measure the lateral force profiles produced
during both baseline (Fig. 2b) and training (Fig. 2c). Task-relevant variability at baseline and task-specific
adaptation during training were quantified by projecting these force profiles onto the ideal velocitydependent force patterns associated with each movement (see Fig. S10b-e).

When we stratified

individuals based on the level of velocity-dependent variability displayed during the baseline period (Fig.
2f), we found that participants with above-average variability showed faster velocity-dependent forcefield learning than those with below-average variability (Fig. 2g, p=0.011, t(32.36)=2.40 when comparing
the average learning rate over the first ten trials, see Fig. S8 for a median-based stratification). Moreover,
individuals with variability at least one standard deviation above average had more than twofold higher
learning rates than individuals with variability levels one standard deviation below average (Fig. 2g,
p=0.0021, t(6.76)=4.23). Correspondingly, we found a significant positive correlation between the
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Figure 2-2: Task-relevant variability predicts initial learning rate in error-based learning.
(a) Basic experimental setup for velocity-dependent force-field adaptation experiments.
(b-d) Illustration of different trial types.
(e) Trial schedule of experiment, comprising different trial types. In this depiction, the x-axis corresponds to trial
number and the y-axis corresponds to the level of perturbation (null vs force field). Trial types are color-coded
according to (b)-(d). Note that the first 40 of 150 trials in the training period are illustrated, as are the last 40 of
150 in the baseline period. We defined initial learning as the period of the first 10 trials, highlighted in yellow.
(f-g) Comparison of learning curves and initial learning in the first 10 trials for participants stratified by taskrelevant variability during the baseline period. (N=4, 23, 17, 5 for the four subgroups)
(h) Subject-by-subject comparison of learning during the first 10 trials of the training period with the amount of
total or task-relevant (velocity-dependent) variability displayed in the preceding baseline period.
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amount of velocity-dependent baseline variability and initial learning rate across subjects as shown in Fig.
2h (r=+0.46, p=0.0013, t(38)=3.21). It is interesting to note that the variability-related changes in
learning appear to be transient, peaking at about trial 8, in a pattern that resembles the fast component
from a two-rate model of force-field adaptation12,14,118, raising the possibility that this component may
underlie the relationship between variability and learning we observe.
These findings show that individuals with higher levels of task-relevant variability learn faster in both
error-based and reward-based motor learning tasks, suggesting that the relationship between motor
variability and learning may reflect a general principle of motor learning.
2.4.4

Analysis of the temporal structure of motor output variability during reaching movements

If indeed there is a general relationship between the structure of motor variability and learning ability,
variability in force production during movement may explain why some types of force dynamics are
learned more quickly than others16,119. However, little is known about movement-related variability in the
production of force, as force output variability has generally been studied under isometric
conditions95,96,104. To examine whether the temporal structure of motor output variability can indeed
explain differences in how individuals adapt to different types of dynamics, we designed an experiment to
measure force variability during voluntary point-to-point reaching movements. As in the analysis of the
individual differences in error-based learning above, we used occasional error clamp trials to directly
measure lateral force during these reaching movements.
Even during the null-field baseline period, we found a surprising degree of trial-to-trial variability
although subjects were asked to precisely repeat the same reaching movement, as shown in Fig. 3a. We
performed principal components analysis on the structure of this variability, a data-driven method that can
identify the temporal patterns that contribute most to the total variance. Remarkably, we found that the
first principal component (PC1), i.e. the force pattern which best characterizes the total motor variability,
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Figure 2-3: The structure of force output variability and the prediction of learning rate for different types
of dynamics.
(a) Example lateral force profiles from one participant aligned to the corresponding movement’s peak speed
point. The mean velocity profile is plotted below as a timeline reference.
(b-d) Principal components (PC) analysis of baseline lateral force variability. (b-c) Fraction of total and motionrelated variance accounted for by each PC. Note that PC1 accounts for over 40% of the total variance and over
70% of the motion-related variance. (d) The shape of PC1 is highly dependent on motion state (R2=0.95) and
closely corresponds to a positive linear combination of the mean position and velocity traces.
(e) Illustration of four different patterns of dynamics(25). Red: velocity (Vel), Blue: position (Pos), Green:
positive combination (PComb) of Pos and Vel, Purple: negative combination (NComb) of Pos and Vel.
(f-h) The fraction of variance accounted for by projecting the force patterns onto each type of dynamics strongly
correlates with the single-trial learning rates (r=+0.94).

32

by itself accounted for 40±2% (mean±s.e.m.) of the total variance – over three times as much as any other
component (Fig. 3b). Inspired by previous work showing that novel dynamics are learned as a function of
motion state rather than time16,113,120,121, we examined the extent to which each principal component
specifically explained motion-related variability (Fig. 3c), which we define as the portion of variability
that can be explained as a linear combination of the position, velocity, and acceleration of the motion.
PC1 accounted for 72±2% of the variability associated with motion state – more than twice as much as all
the other components combined.

This suggests that PC1 may account for nearly three quarters of

learning-related variability. In line with this idea, PC1’s shape was itself strongly motion-related, being
well approximated (R2=0.95) by a linear combination of the position, velocity, and acceleration of the
hand (Fig. 3d, see Fig. S9 for the shapes of PC2-PC5).

Interestingly, the position and velocity

contributions which account for the majority of PC1’s shape (R2=0.85) appear in positive combination,
closely resembling the pattern of visco-elastic dynamics which are known to be learned fastest16.
2.4.5

The temporal structure of baseline variability predicts which types of dynamics are learned

faster
The resemblance between the component of the temporal structure that accounts for the greatest fraction
of the baseline variability (PC1) and the type of dynamics that is learned most rapidly, suggests a link
between motor output variability and motor learning ability across different dynamic environments,
analogous to what we found for different reward-based learning tasks (Fig. 1i-k). To explore the nature of
this connection, we examined the relationship between baseline motor variability and learning rates in
four different dynamic environments, each consisting of a different combination of position and velocity
contributions (see Fig. 3e).
Projecting the overall baseline variability onto the force patterns associated with each of the perturbations
revealed that the negative combination dynamics, which is the most difficult to learn (Fig. 3f), accounted
for the smallest portion (12±1%) of the baseline variability (Fig. 3g).
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In contrast, the positive

combination dynamics, which is the easiest to learn, accounted for the largest portion (34±2%). Across
all four force-fields, we find that the amount of task-relevant variability during baseline strongly predicts
single-trial learning rates (Fig. 3h, r=+0.94), similar to what we observed across reward-based learning
tasks (Fig. 1i-k). These results show that task-relevant variability can predict motor learning ability both
across individuals and across tasks in both reward-based and error-based learning.
2.4.6

Training paradigms that alter learning ability

Having established a relationship between motor variability and learning ability, we wondered whether
the motor system is capable of capitalizing on this relationship to improve learning by modulating the
structure of variability. Recent work in songbirds suggests that the circuits generating motor variability
can promote learning by directing exploration towards more rewarding regions of motor output
space122,123. But can the motor system do more to promote efficient exploration than adaptively re-center
motor output122–124? We considered the possibility that the structure of motor variability can also be
reshaped around its mean, thus allowing for a more efficient pattern of exploration. Such an adaptive
reshaping would require a specific increase in variability along the task-relevant dimension of motor
output space.
To explore this hypothesis, we measured motor variability before and after a training paradigm designed
to increase motor learning ability in a fourth experiment. Increases in learning rates for positiondependent or velocity-dependent force-fields were induced by repeatedly exposing subjects to these forcefields in short blocks of seven trials, interleaved with slightly longer blocks of unperturbed trials (Fig. 4a).
This created environments that were highly consistent from one trial to the next, as characterized by high
lag-1 autocorrelations116 (see Supplementary Information). One group was repeatedly exposed to the
same position-dependent force-field, and the other to the same velocity-dependent force-field, both
interleaved with identical unperturbed trial blocks. We first examined how these high-consistency
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Figure 2-4: The structure of motor output variability is reshaped by the nervous system.
(a) Trial schedule of experiment. Black dashes denote error clamp trials. We assessed changes in learning rate
and variability induced by repeated cycles of training and washout trials. Each cycle consisted of seven forcefield trials and 8-12 null-field trials. We refer to this cyclic trial schedule as a high consistency environment
(HCE).
(b-c) Specific increases in single-trial force adaptation follow exposure to HCEs.
(d-e) The velocity component of adaptation increases only with exposure to the velocity HCE while the position
component of adaptation increases only with exposure to the position HCE.
(f) Plotting single trial adaptation in a position-velocity (PV) gain-space reveals non-specific adaptation during
initial exposure, but specific adaptation during late exposure to the type of HCE. Note that in (f) and (l) the
ellipses represent 1 s.e.m.
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Figure 2-4 (continued)
(g) The angle of single-trial adaptation in this PV gain-space reveals significantly increased specificity following HCE
exposure.
(h-m) Similar to (b)-(g) except that the analysis describes changes in PC1, which characterizes the main axis of the
motor variability. (h-i) Specific increases in the velocity- and position-dependent components of PC1 result from
exposure to the HCEs. (j-k) The velocity component of PC1 increases only with exposure to the velocity HCE while the
position component of PC1 increases only with exposure to the position HCE. (l) Plotting PC1 in a PV gain-space
reveals that exposure to HCEs aligns PC1 to the trained HCE force-field. (m) The angle of PC1 in the PV gain-space
reveals significantly increased specificity following HCE exposure.
(n-o) An alternative analysis shows specific increases in overall position- and velocity-dependent variability resulting
from HCE exposure.
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environments (HCEs) affected learning ability and then determined whether they reshaped motor
variability.
We found that prolonged and repeated exposure to the force-fields in these environments resulted in
single-trial adaptation that was not only larger in amplitude, but also more specific to the trained
environment compared to early exposure, in which adaptation was small in amplitude and largely nonspecific in shape16,116. To measure single-trial adaptation, error-clamp trials were presented immediately
before and after single trial force-field exposures, and the differences in the lateral force output were
compared to the ideal (full) adaptation, as in previous studies16. This was true for both velocity-dependent
and position-dependent HCEs (Fig. 4b-c, note the dark red and blue traces based on late exposure (blocks
40-48) to the velocity-dependent and position-dependent HCEs, respectively, compared to the lighter
traces based on early exposure (block 1)). To quantify these effects, we used linear regression to
determine the components of the single-trial adaptive responses associated with hand velocity and
position16. We found a more than twofold increase in the velocity-dependent component of adaptation
(p<0.0001) and a more than fourfold increase in the position-dependent component (p<0.0001) following
training to the corresponding HCEs with no significant changes in the untrained components (Fig. 4d-e,
p=0.35 and p=0.21 and for position and velocity respectively). This selective increase in learning rates
resulted in increased task specificity in the adaptive response, which was readily apparent when
projecting it into a position-velocity gain-space (Fig. 4f). The adaptive response to the velocity-dependent
force-field displays increased velocity-specificity, i.e. is closer to the y-axis in Fig. 4f (Fig. 4f-g,
p<0.0001), whereas the position response shows increased position-specificity, i.e. is closer to the x-axis
in Fig. 4f (Fig. 4f-g, p=0.016).
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2.4.7

The temporal structure of motor output variability is reshaped to promote motor learning

We next examined whether these experience-dependent changes in learning ability were paralleled by
changes in the temporal structure of motoar variability. To quantify changes in the amplitude and
structure of movement-related force variability, we scaled the unit vector characterizing the main axis of
variability (i.e. the direction of PC1) by the amount of variability it explained (Fig. 4h-i). Fig. 4h presents
a comparison of the scaled first principal component of motor output variability before and after exposure
to the velocity-dependent HCE, and Fig. 4i presents the analogous data for the position-dependent HCE.
The shape of PC1 was, both before and after exposure to the HCEs, well characterized by a linear
combination of position, velocity, and acceleration, in line with what we found for an independent data
set in Fig. 3d (R2Fig3d=0.95, R2pre = 0.94, R2post-vel=0.96, R2post-pos= 0.94).
Remarkably, we found that training in the velocity-dependent HCE induced a 78±21% increase in the
velocity-dependent component of PC1 (Fig. 4h,j, p<0.0001) without affecting the position-component
(Fig. 4h,k p=0.34). This is evidenced by a marked increase in the bold pink velocity-related component of
PC1 in Fig. 4h, alongside essentially no change in the thin light-blue position-dependent component. In
contrast, exposure to position-dependent HCE led to an 82±26% increase in the amplitude of the positiondependent component of PC1 (Fig. 4i,k, p<0.0001) without affecting the velocity-component (Fig. 4i,j,
p=0.19). This is evidenced by a marked increase in the bold light-blue position-related component of PC1
in Fig. 4i, alongside essentially no change in the thin pink velocity-dependent component.
Correspondingly, the position-velocity gain-space projections of these principal components show that
motor output variability changes in an environment-specific fashion (Fig. 4l-m). Both velocity- and
position-dependent HCEs lead to increased task-specificity of the motor variability (Fig. 4l-m, p<0.0001
in both cases), analogous to the changes we observed in motor learning ability (Fig. 4f-g).
An alternative analysis that does not rely specifically on PC1, but instead considers all components of
motor output variability, yields similar results. In particular, the overall changes in velocity-related and
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position-related variability also display environment-specific reshaping of the structure of motor
variability (Fig. 4n-o). We find the velocity-related variability to be greater after velocity-dependent HCE
training than after position-dependent HCE training or during baseline (p<0.0001, t(43.78)=6.74, and
p<0.0001, t(54.24)=4.58, respectively). Analogously, we find the position-related variability to be greater
after position-dependent HCE training than after velocity-dependent HCE training or during baseline
(p<0.0001, t(42.84)=3.34, and p<0.0001, t(35.33)=4.64, respectively). Interestingly, over half of the
specificity increases induced during the 90-minute training sessions in the HCEs persisted to the
following day (Fig. 4l, faded red and blue traces, p=0.047, see also Fig. S11), suggesting that traininginduced changes in motor output variability can be long lasting. Together, these findings indicate that the
motor system can reshape the temporal structure of motor output variability to align it with the
environment and that this realignment that can persist from one day to the next.
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2.5

Discussion

We have shown that the temporal structure of motor variability at baseline predicts learning rates both
across individuals and tasks. Remarkably, we found that individuals with higher task-relevant variability
at baseline learn faster than those with lower baseline variability and that tasks with higher baseline
variability in task-relevant dimensions elicit faster learning. Interestingly, we found that neither the interindividual nor inter-task effects of variability are specific to reward-based learning, as we also observed
them in an error-based force-field adaptation paradigm. Taken together, these results suggest a general
principle whereby increased variability enables faster learning.
When we examined whether the motor system might exploit the relationship between variability and
learning, we found that subjects consistently reshaped the structure of their motor variability in a manner
that would promote learning in the trained environment. In particular, we found specific increases in the
components of variability that were aligned with the trained environment, and that these increases
persisted from one day to the next. In sum, our findings suggest that motor variability should not merely
be considered as the inevitable consequence of neural noise in the motor system, but should be viewed as
a key ingredient of learning, which the motor system leverages by actively reshaping its structure.
Previous studies have identified genetic125, structural126,127, or neural activity markers128–130 which
correlate with learning rate; however, our findings provide the first demonstration of the ability to predict
differences in learning ability from baseline performance characteristics. Moreover, our results provide a
mechanistic explanation for why individual differences in motor learning ability may be task-specific, as
particular individuals may display above average task-relevant variability for some tasks, but below
average for others.

40

2.5.1

Motor variability and motor learning in the songbird

Our work was largely inspired by recent studies that link motor variability and learning in songbirds106,108.
A key finding is that the cortical outflow of a song-specialized basal ganglia circuit (LMAN) that is
essential for learning105–107 injects variability into the song control circuits in a manner that can be
regulated106,107. This provides a neural circuit mechanism for actively controlling motor output variability
to promote learning. For example, during song learning, juvenile birds express significantly greater vocal
variability than adults, in line with the idea that increased variability promotes rapid learning131. This
cannot simply be explained by juvenile birds having a more immature motor system since lesions to
LMAN yield song precision similar to adult crystallized song106. Moreover, birds significantly reduce
their variability when performing for a potential mate as compared to solitary practice107, demonstrating
short-term and context-specific regulation of motor variability that, again, suggests a link between
increased variability and learning situations. These observations are consistent with the need for high
variability exploration when rapid learning is called for, and low variability exploitation when precision is
desired132. Consistent with these findings, birdsong learning is often cast in the framework of
reinforcement learning, and most successful attempts at modeling the song learning process employ
it133,134. Indeed recent paradigms in songbirds use external reinforcers to shape the song, similar to our
experiments108,122,124.
However, the leap from songbirds to humans is not a trivial one to make. Not only are the motor control
circuits in humans and songbirds markedly different, but also the highly evolved and specialized vocal
behavior of songbirds may not speak to the diverse set of learned motor behaviors in humans. Now, by
demonstrating a link between motor variability and learning also in humans, we suggest that results from
songbirds may indeed reflect a general principle of motor learning. We find that humans, like songbirds,
can actively modulate motor output variability in the context of learning, in the sense that the motor
system contributes variability beyond the level of inevitable noise into motor output. Yet the current
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findings go beyond what has been found in songbirds in several ways. By demonstrating that motor
variability predicts individual differences in learning ability, our findings strengthen the link between
variability and learning, and suggest that even subtle differences in the amount and structure of variability
can impact learning. Moreover, we show that the modulation of variability is not limited to the overall
amount, but that its structure can be reshaped to increase the task-relevant component so that variability in
dimensions not relevant to learning can remain low. The ability to produce finely sculpted changes in the
temporal structure of motor variability thus allows the motor system to improve the efficiency of learning
by guiding exploration to relevant parts of motor output space.
2.5.2

The relationship between exploration and exploitation in reward-based learning

A key concept in reinforcement learning theory is the idea that the learning system must both explore the
environment to gain better knowledge about it and exploit the current, albeit imperfect, knowledge. The
processes of exploration and exploitation are often thought of as being in opposition to one another and
thus discussed in terms of a tradeoff between the two (the so-called “exploration-exploitation tradeoff”)
such that more of one necessarily means less of the other. If this were the case, learners would have to
sacrifice the degree to which they exploit in order to increase exploration, and our results would have to
imply that the benefit accrued from greater exploration outweighs the loss endured from commensurately
reduced exploitation.
However, a tradeoff may not be required, at least for early learning. A reasonable framework for a task in
a continuous output space is that exploitation sets the mean action and exploration controls the variability
around it. In this framework, greater exploration (i.e. greater variability) would reduce the expected
reward if the reward surface had a local maximum near the mean (exploited) action (or, more generally,
was predominantly concave down in shape), because increased exploration would result in actions farther
away from the local maximum, leading to lower expected reward. However, if the reward surface instead
resembles a constant gradient (i.e. a line or a plane) in the neighborhood around the currently exploited
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action, then increased variability would just as likely lead to an increase in reward compared to the
exploited action as to a decrease in it. Thus there would be no tradeoff between the amount of exploration
(variability) and the ability to exploit the knowledge gained so far (i.e. to obtain the expected
reward). Finally, if the reward surface is predominantly concave up in the neighborhood of the current
action exploration would, in fact, systematically increase the expected reward. The reward surface in our
shape-learning task (experiments 1 & 2) is essentially a constant gradient around the initial (baseline)
actions, and we would argue that it is very reasonable to believe that during early learning, the reward
surface in many reinforcement learning tasks also displays an approximately constant gradient. Insofar as
this is the case, increased exploration would not generally reduce the average performance and thus the
ability to exploit, allowing exploration to proceed independently of exploitation.
2.5.3

A Bayesian viewpoint

Bayes law, and thus Bayesian inference allows for optimal integration of information in combining the
probability distributions associated with prior expectations (the prior) with that associated with the current
sensory information (the likelihood). The alternating environments in Experiment 4 could be viewed as
broadening the prior in the task-relevant dimension, which would result in an increased learning rate for a
Bayesian learner. A broader prior would also result in a broader posterior, but have no direct effect on the
motor output variability for a Bayesian learner, such as a Kalman filter, that uses maximum a posteriori
(MAP) estimates. However, a Bayesian learner that generates output by sampling from the posterior135
would display increased task-specific variability, consistent with our results.
2.5.4

Can motor adaptation ability affect motor output variability?

A limitation of the first 3 experiments is that the relationships we uncover between variability and
learning are correlational in nature. Therefore our results, while intriguing, fall short of establishing a
causal link, as other variables may underlie the observed associations (see Fig S2). One possibility we
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investigated is that high baseline variability might itself be a manifestation of increased learning ability.
However, analysis of the baseline data from our experiments suggest this is unlikely to be the case,
because the positive autocorrelations present in this data would actually lead to a somewhat negative
relationship between learning rate and baseline variability (see Fig. S6).
2.5.5

Motor output variability and optimal control

The present findings challenge current models of optimal control on two different levels. First, the
experience-dependent changes we observe in motor variability show that variability during active
movement cannot be explained simply as signal-dependent noise. Current optimal control models
generally assume this, and their predictions strongly depend on it99–101. However, data supporting the
signal-dependent noise hypothesis have been generated predominantly in isometric force control
experiments without regard to how force variability evolves during the course of active movement95–97,
raising the need for improved noise models that take into account how variability evolves during active
movement.
Second, the idea that the motor system actively regulates motor variability to promote learning challenges
the viewpoint that motor behavior should generally be modeled as optimally controlled performance.
Theories of optimal control for motor planning hold that actions are planned to minimize an objective
function describing a combination of the effort and motor error involved in the execution of a given plan.
Such optimal planning incorporates the motor system’s current knowledge about the specifics of the
responses generated from the motor commands102–104, and thus amounts to exploiting the current
knowledge about a system to maximize performance. In contrast, our findings suggest that the human
motor system does not simply exploit what it currently knows, but actively engages in motor exploration,
possibly sacrificing accurate performance in lieu of facilitating learning. Critically, our findings dispel
the view that motor variability is nothing but a source of error to be overcome, demonstrating that current
models of optimal control are relevant only in cases where exploitation dominates over exploration.
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2.5.6

Motor variability improves error-based learning

The positive relationships we observed between task-relevant variability at baseline and subsequent motor
learning ability in Experiments 1 and 2 are in line with the idea from reinforcement learning theory that
exploration enables reward-based learning. However, we found it somewhat surprising to observe the
same relationship in error-based learning. One possibility involves the effects of motor variability on
internal estimates of the gradient function between motor errors and motor commands. During
reinforcement learning, exploration is required for discovering more rewarding actions because there is
generally no a priori information about how motor output should be adjusted to obtain greater reward.
Theories of error-based learning, however, posit that the motor system is equipped not only with the
ability to measure motor errors, but also with the knowledge of how adjustments in motor output reduce
them11,12,15. This knowledge corresponds to the existence of an internal model of the gradient between
motor errors and changes in motor commands. However, the internal representation of this gradient
function is likely to be imperfect. We suggest that motor exploration provides information useful for
improving the fidelity of the internal representation of the gradient function and the confidence in that
representation. This may explain the higher motor learning rates observed in error-based learning.
Taken together, our results support the view that motor variability, rather than being an unwanted
consequence of noisy nervous system function, is an essential feature of motor learning106–110 that is
centrally-driven94,106,136 and actively regulated107,137. This view emerged from work in songbirds where
motor variability and learning are coupled106–108, and is further supported by experimental evidence in
both songbirds107,132 and primates137,138 showing that motor variability is actively reduced when motor
precision is crucial, such as when reward is at stake107,132,138, and that motor variability is increased during
learning107,137,139. The current findings extend these observations by demonstrating that: (1) learning
ability is linked to motor variability in humans, (2) variability can predict individual differences in
learning ability, and (3) the motor system does not merely modulate the overall amount of motor

45

variability, but actively reshapes its structure to direct exploration for more efficient learning. Elucidating
the relationship between variability and learning not only enhances our basic understanding of learning in
the motor system but also provides potential avenues for the rational design of novel training procedures
for improving motor learning and rehabilitation.
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Chapter 3 Implicit learning compensates for erratic explicit strategy in
human motor learning

3.1

Summary

Sports are replete with strategies, yet coaching lore often emphasizes “quieting the mind,” “trusting the body,”
and “avoiding overthinking,” in referring to the importance of relying less on high-level explicit strategies in
favor of low-level implicit motor output. Here we investigate the interactions between explicit strategy and
implicit motor output to gain insight into how these adaptation mechanisms should be combined. We designed
a sensorimotor adaptation paradigm that drives adaptation in both processes simultaneously, while allowing us
to study both perturbation-driven and perturbation-free dimensions of the trained adaptation. We find that
strategy and implicit learning build on one another in perturbation-driven dimensions to counteract the
imposed perturbation. In contrast, we find implicit and explicit responses largely cancel each other in
perturbation-free dimensions. Independent analyses, based on the time lags, the correlational structure in the
data, and computational modeling, demonstrate that this cancellation occurs because implicit adaptation
compensates for inappropriate explicit strategy rather than the converse. Thus we find that implicit learning
acts to effectively clean up the motor noise resulting from low-fidelity explicit strategy. These results provide
new insight as to why implicit learning increasingly takes over from explicit strategy as skill learning proceeds.
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3.2

Introduction

The motor system has the remarkable ability to adapt to errors, employing both implicit and explicit processes.
For example, after throwing a dart that misses to the left of the bullseye, one might strategically aim farther to
the right for the next throw. However, an implicit adaptation would also occur such that if one continued to
aim at the bullseye, the dart would likely land farther to the right than on the first throw.
The study of explicit aiming during reaching and pointing adaptation tasks has seen a recent surge in interest.
In these tasks, aiming can be effective in compensating for visuomotor perturbations, where the relationship of
hand motion and on-screen cursor motion is systematically altered. For visuomotor rotation learning, in
particular, in which participants make reaching or pointing movements under rotated visual feedback,
participants can be prompted to use an aiming strategy that explicitly directs their hand motion off-target,
allowing them to rapidly adapt to a visuomotor rotation in relatively few trials20,33. Studies have typically
examined explicit learning by controlling the use of explicit aiming, providing participants with an aim point
that allows them to successfully execute the task20,34,35, and in other cases having participants compose and
report their own strategies to measure the levels of explicit learning that participants employ 33,36.
Implicit learning, on the other hand, has been extensively studied in visuomotor learning17–22 as well as other
paradigms such as prism adaptation26–28 and force-field adaptation8,12–16. Much of the adaptation in these tasks
is thought to proceed implicitly, as indicated by the presence of large and prolonged so-called aftereffects,
which are the systematic deviations of participants’ movements from the target that remain post-training after
removing the perturbation. Furthermore, if a visuomotor rotation is introduced incrementally, participants will
adapt while unaware of the perturbation or of their small and consistent directional errors 29–32, indicating that
adaptation can, as in these cases, proceed entirely implicitly. Implicit adaptation has even been shown to
proceed at the cost of worsening task performance20.
Given that both explicit and implicit learning are present and useful in motor learning, it is important to
understand how these processes interact, and potentially interfere. Explicit strategy, thought to be driven by
errors in performance33,34,140,141, would have to depend on the level of implicit learning used, as the build-up of
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implicit learning will affect errors in performance. However, current studies provide somewhat conflicting
conclusions on the extent to which implicit learning, on the other hand, depends on the use of explicit
strategies. In one visuomotor rotation study by Mazzoni and Krakauer, participants provided with an explicit
strategy exhibited similar rates of implicit adaptation to a control group who were not provided with an explicit
strategy20, providing evidence that implicit learning proceeds independently of strategy19. Yet other studies
have shown, conflictingly, that participants who are provided with an explicit strategy in fact display
attenuated levels of implicit learning in prism adaptation142 and visuomotor rotation learning35, suggesting
instead that the use of explicit strategies interferes with the build-up of implicit learning.
Recent studies have taken a potentially more powerful approach that examines the within-participant trial-totrial time course of both implicit learning and explicit strategy in visuomotor rotation learning, which reveals a
clear dependence between the two processes33,36. These data show that implicit learning and explicit strategy
proceed largely in a complementary fashion; strategy sharply increases and gradually declines over the course
of training, whereas implicit learning gradually increases in a complementary fashion to the gradual decline of
strategy. This complementarity, which ensures that the overall sum of implicit and explicit learning is
generally maintained at a near-ideal level of performance, shows a clear dependence between the two
processes, such that when one is high, the other must be low. But while it is clear that there is dependence, it is
unclear whether this occurs because strategy is responding to implicit learning, or because implicit learning
also responds to strategy, to form a dynamical two-way interaction. Does implicit learning respond to strategy,
and if so, how?
To understand how strategy and implicit learning interact during motor adaptation, we used a task where we
could measure how implicit and strategic learning change from one trial to the next, while continually driving
motor adaptation with visuomotor perturbations that continue to evolve throughout the training period.
However, while perturbations are crucial for driving motor adaptation, understanding the interactions between
processes when perturbations are present is challenging because individual processes will respond not only to
each other but also to the perturbation itself. This makes it difficult to disentangle responses driven by
interactions from responses driven by the perturbation. However, if perturbations are absent, then there would
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be no drive for learning, resulting in small adaptive responses that would make their interactions difficult to
systematically investigate. We thus design a paradigm that allows us to observe implicit learning and strategy
simultaneously in perturbation-driven and perturbation-free dimensions. This paradigm allows us to
decompose adaptive responses into separate independent channels, so that we can apply perturbations to some
channels but not others, in order to drive adaptation in the perturbed channels and, simultaneously, isolate the
interactions between processes in the unperturbed channels.
Using this approach, we discover that implicit learning and strategy interact in a synergistic, positivelycorrelated manner in perturbation-driven channels, but act in an antagonistic, negatively-correlated manner in
perturbation-free channels. The opposite responses in perturbation-free channels suggest that one process can
correct for the other to reduce the performance errors in the net behavior. Through multiple convergent
analyses and simulations, we demonstrate that implicit learning, surprisingly, compensates for the performance
errors induced by strategy, rather than vice versa.
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3.3

Methods

3.3.1

Participants

41 participants (30 female, 35 right-handed, mean age 21.7 years), took part in the main sum-of-sines
visuomotor rotation experiment, in which the visuomotor rotation sequence was composed of sinusoids at 5
different frequencies. 14 participants (11 female, 10 right-handed, mean age 22 years) took part in the
additional 7 frequency sum-of-sines visuomotor rotation experiment (Fig. 2E), and another 14 participants (8
female, 12 right-handed, mean age 23.9 years) took part in the additional 4 frequency sum-of-sines visuomotor
rotation experiment. Participants were naïve to the purpose of the experiments, had no known neurological
conditions, and gave written informed consent, consistent with the policies of the Institutional Review Boards
for Harvard University.
3.3.2

Apparatus

Participants sat facing a 120 Hz, 23-inch LCD monitor, mounted horizontally at shoulder level, that displayed
visual cues during the experiment. Underneath this monitor and hidden from their view, participants grasped a
foam handle (cylindrical with 25 mm diameter) that encased a digital stylus, and performed movements by
sliding it atop a digitizing tablet (Wacom Intuos 3) that recorded hand position at 200 Hz with 0.005 mm
resolution. The bottom of the foam handle was lined with Teflon tape to allow it to slide smoothly over the
tablet surface. Participants were positioned such that their midlines were aligned with the middle of the
monitor and tablet surface. Software for running the experiment was designed using the Psychophysics
Toolbox in MATLAB R2010a.
3.3.3

Experimental protocol

Targets and cursor feedback
Participants performed rapid 9cm point-to-point reaching arm movements with their dominant hands toward
different targets, executed at peak speeds of 37.2±10.1cm/sec (mean±stdv across participants). The starting
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location for each reaching movement was shown as a circle with diameter of 5 mm labelled with an ‘S’ (which
stood for ‘Start’), and each target was a circle of 10mm diameter. Additionally, cursor feedback of hand
location, when provided, was displayed as a circle with 2.5 mm diameter.
Aiming marker
During the training period and later parts of the baseline period, participants were told that the cursor they were
attempting to move to the target might be skewed from their hand direction and that aiming at a position
distinct from the target might sometime improve performance. Moreover, they were told that the amount of
skew might change from one trial to the next so that the aiming point that would be most beneficial might also
change from one trial to the next. To help visualize an aim point for the reaching movement, participants were
provided with a marker, displayed as a 10 mm diameter red ring. This aiming marker was positioned by the
experimenter during earlier parts of the baseline period, but was positioned by the participant during the
training period and last block of the baseline period. The aiming marker could be positioned in any direction
but was constrained to be the same distance away from the starting location as the target. Participants
positioned the aiming marker by pressing the left and right arrow keys multiple times on a keypad using the
non-reaching hand, and then registered the chosen aim point by pressing the up arrow key. This aiming
procedure occurred prior to the required reaching movement.
Baseline period
The experiment started with the baseline period, which consisted of three types of baseline blocks. The first
was a familiarization baseline block, which familiarized participants with the basic experimental setup and
target-reaching task. This block was 50 trials long and presented participants with no aiming marker: only the
starting location, target, and cursor, which presented veridical feedback of hand position. In this block, the
target was always presented at the 0° direction (upward).
The familiarization baseline block was followed by 2 fixed-aiming baseline blocks, each 50 trials long. In
these fixed-aiming baseline blocks, participants were presented not only with the starting location, target, and
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cursor, but also with an aiming marker. The position of this aiming marker was fixed and predetermined by the
experimenters. These blocks familiarized participants with the presence of an aiming marker and the procedure
of aiming for it. Here, targets appeared at different directions for each trial, from -90° and 90°, every 30°. For
the majority of trials in these blocks, participants were presented with cursor feedback that veridically
displayed hand position, and thus the aiming marker was placed directly on top of the target on these trials to
facilitate accurate cursor motion toward the target. However, on occasional trials (1 every 5), cursor feedback
of the hand direction was rotated by 30° (50% of these trials in the clockwise direction and 50% in the counterclockwise direction for each participant, presented in random order). On these trials, the aiming marker was
correspondingly displaced from the target location by 30°, such that aiming for the aiming marker would
facilitate accurate cursor movement toward the target on these trials as well. Thus these rotation trials
familiarized participants with the procedure of aiming for an aiming marker even when it does not overlap with
the target. Note that any learning resulting from these isolated rotation trials are immediately washed away by
many non-rotation trials following it.
The baseline period concluded with a variable-aiming baseline block of 50 trials that familiarized participants
with the procedure of aiming for an aiming marker that they positioned themselves. The cursor veridically
displayed hand position on these trials. Like for the previous block, targets appeared at different directions for
each trial, from -90° and 90° every 30°; however, the position of the aiming marker was not fixed, and could
be adjusted by the participant using arrow keys that the participants manipulated with the non-reaching hand.
Training periods
In the training period, participants were presented with a single target direction at 0° (upward). This period
started with 50 trials for which the visuomotor rotation was 0° (displaying veridical hand position), followed
by trials for which the visuomotor rotation changed according to a sequence that was constructed using
sinusoid components (Fig. 1b). In the main experiment, we constructed this rotation sequence using 5 sine
components with 10° amplitudes and periods of 48, 96, 192, 384, 768 trials, as shown by the black dashed line
in Fig. 2a. These periods correspond to frequencies of 16, 8, 4, 2, 1 cycles in the training period (black dashed
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line in Fig. 2b), where the training period was 768 trials long. The 2 additional experiments used rotation
sequences composed of 7 sine components with 10° amplitudes and periods of 6, 12, 24, 48, 96, 192, 384 trials
(which correspond to 128, 64, 32, 16, 8, 4, 2 cycles in 768 trials of training) and 4 sine components with 10°
amplitudes and periods of 48, 96, 192, 384 trials (which correspond to 8, 4, 2, 1 cycles in 384 trials of training).
3.3.4

Analysis

Calculating strategy, implicit learning, and combined learning
For each trial, strategy was calculated as the difference between the aiming direction, as indicated by the angle
of the aiming marker (red dashed line in Fig. 1a), and the cursor target direction (black dashed line in Fig. 1a).
Implicit learning was calculated as the difference between the hand motion direction (purple arrow in Fig. 1a)
and the aiming direction. Combined learning is the sum of strategy and implicit learning and amounts to the
difference between the hand motion direction and cursor target direction.
Outlier analysis
No participants were excluded from the dataset. Individual trials were excluded as outliers if the product of
consecutive differences in strategy were greater than 4000deg2 in magnitude. This resulted in omitting 0.04%
of trials (19 out of 47616).
Frequency-based analysis of adaptation
In order to represent the perturbation sequence as well as the learning curves for implicit, strategic, and
combined adaptation as a function of amplitude at different frequencies, we regressed these data onto sinusoids
at each frequency up to the Nyquist limit (half the total number of trials). This allowed us to represent the
perturbation sequence, implicit, strategic, and combined learning curves as a function of amplitude and phase
at different frequencies, as shown in Fig. 2b, 2d, 3a, 3b.
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Note that the DC offset (frequency = 0) components of adaptation are not shown in Fig. 2 and 3; however, like
the other perturbation-free frequencies, the DC offset also shows an antagonistic interaction and closely
matched amplitudes between implicit and strategic learning. Because a DC offset does not change around its
mean, the correlation coefficient between implicit and strategic learning time courses for the DC offset is
undefined and thus cannot characterize their relationship. However, we can compute the correlation between
the sign of the implicit DC offset and sign of the strategic DC offset across individual participants as an
analogous measure. In doing so, we found that the signs of the DC offset are strongly negatively correlated
(r=-0.67, F(1, 41)=30.9, p<10-5 for the main 5-frequency experiment) indicating an antagonistic relationship.
Furthermore, the amplitudes of the DC offset are strongly positively correlated across individual participants
(r=0.93, F(1, 41)=266, p<10-18 for the main 5-frequency experiment), indicating a close match in the
amplitudes of the implicit and strategic DC offsets, analogous to Fig. 3h. The additional 7-frequency and 4frequency experiments show consistent trends but with weaker statistical power (r=-0.29, F(1, 14)=1.09,
p=0.32 for the 7-frequency experiment signs, and r=-0.34, F(1, 14)=1.54, p=0.24 for the 4-frequency
experiment signs; r=0.98, F(1, 14)=227, p<10-8 for the 7-frequency experiment amplitudes, and r=0.89, F(1,
14)=43.9, p<10-4 for the 4-frequency experiment amplitudes), and this is consistent with the smaller size of
their datasets.
Structural equation modeling analysis on implicit and strategic learning amplitudes
To analyze whether information flows from implicit learning to strategic learning vs from strategic learning to
implicit learning, we conducted a structural equation modeling analysis on the amplitudes of perturbationdriven and perturbation-free implicit and strategic learning. This analysis compares different models of how
information flows between multiple key variables of interest, where the parameters of the model correspond to
the strengths of the directional flows between variables, and the model is fit by minimizing the difference
between observed and model-predicted covariance structures via maximum likelihood143–145. These models
were fit using the sem function in the Lavaan package for R146. The strengths of the directional flows between
variables (path coefficients) represent the response of the dependent variable to a unit change in an explanatory
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variable, while accounting for the other variables143,144. We used a likelihood ratio test to test for a significant
difference in likelihood between nested models.
Temporal lag analysis of implicit and strategic learning time courses
To understand whether implicit learning corrections lag behind strategic learning or strategic learning
corrections lag behind implicit learning at the low perturbation-free frequencies we performed an analysis of
their temporal lags. For each participant, we computed the cross-correlation function between implicit and
strategy learning curves at the low frequency perturbation-free frequencies by shifting the curves relative to
each other at different lags (Fig. 5a) and calculating the correlation between the overlapping segments. We
then examined each participant’s cross correlation function to find the lag at which the correlation was most
negative (Fig. 5b), i.e. where the cancellation due to the antagonistic correction would be most effective. These
optimal lags are shown in the histogram of Fig. 5c.
Simulation of interactions between low noise and high noise learning processes
To understand whether a difference in noise-levels (fidelity) between implicit and strategic learning could
explain the interactions between implicit and strategic learning observed in Fig. 3, 4, and 5, we simulated two
parallel error-correcting adaptive processes (Fig. 6a), with identical properties except for their noise levels.
This simulation is described by the equations below:
𝑥𝑥𝑆𝑆 (𝑛𝑛 + 1) = 𝐴𝐴𝑆𝑆 𝑥𝑥𝑆𝑆 (𝑛𝑛) + 𝐵𝐵𝑆𝑆 𝑒𝑒(𝑛𝑛) + 𝜖𝜖𝑆𝑆 (𝑛𝑛 + 1)
𝑥𝑥𝐼𝐼 (𝑛𝑛 + 1) = 𝐴𝐴𝐼𝐼 𝑥𝑥𝐼𝐼 (𝑛𝑛) + 𝐵𝐵𝐼𝐼 𝑒𝑒(𝑛𝑛) + 𝜖𝜖𝐼𝐼 (𝑛𝑛 + 1)

𝑥𝑥𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐 (𝑛𝑛 + 1) = 𝑥𝑥𝑆𝑆 (𝑛𝑛 + 1) + 𝑥𝑥𝐼𝐼 (𝑛𝑛 + 1) + 𝜖𝜖𝑜𝑜𝑜𝑜𝑜𝑜 (𝑛𝑛 + 1)
𝑒𝑒(𝑛𝑛 + 1) = 𝑥𝑥𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐 (𝑛𝑛 + 1) − 𝑃𝑃(𝑛𝑛 + 1)

𝑥𝑥𝑆𝑆 (𝑛𝑛) and 𝑥𝑥𝐼𝐼 (𝑛𝑛) represent the states of the processes at trial 𝑛𝑛, 𝐴𝐴𝑆𝑆 and 𝐴𝐴𝐼𝐼 represent their retention factors, 𝐵𝐵𝑆𝑆
and 𝐵𝐵𝐼𝐼 represent their learning rates, and 𝜖𝜖𝑆𝑆 (𝑛𝑛) and 𝜖𝜖𝐼𝐼 (𝑛𝑛) represent Gaussian noise that corrupts their states.

𝑥𝑥𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐 (𝑛𝑛) represents the combined output, which is corrupted by Gaussian noise, 𝜖𝜖𝑜𝑜𝑜𝑜𝑜𝑜 (𝑛𝑛), 𝑃𝑃(𝑛𝑛) represents the

perturbation, and 𝑒𝑒(𝑛𝑛) represents the error between them, which drives the individual processes.
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The noise components, 𝜖𝜖𝑆𝑆 (𝑛𝑛), 𝜖𝜖𝐼𝐼 (𝑛𝑛), and 𝜖𝜖𝑜𝑜𝑜𝑜𝑜𝑜 (𝑛𝑛), are defined as follows:
𝜖𝜖𝑆𝑆 (𝑛𝑛)~𝑁𝑁�0, 𝑘𝑘𝑆𝑆 𝐵𝐵𝑆𝑆 𝑒𝑒(𝑛𝑛)�
𝜖𝜖𝐼𝐼 (𝑛𝑛)~𝑁𝑁(0, 𝑘𝑘𝐼𝐼 𝐵𝐵𝐼𝐼 𝑒𝑒(𝑛𝑛))
𝜖𝜖𝑜𝑜𝑜𝑜𝑜𝑜 (𝑛𝑛)~𝑁𝑁(0, 𝜎𝜎)

The sizes of 𝜖𝜖𝑆𝑆 and 𝜖𝜖𝐼𝐼 scale with the sizes of the corrections made by the processes (𝑘𝑘𝑆𝑆 𝐵𝐵𝑆𝑆 𝑒𝑒(𝑛𝑛), 𝑘𝑘𝐼𝐼 𝐵𝐵𝐼𝐼 𝑒𝑒(𝑛𝑛)). The
scaling factor for each adaptive process (𝑘𝑘𝑆𝑆 , 𝑘𝑘𝐼𝐼 ) distinguishes the noise levels (fidelity) between the processes,

and is the only feature that is asymmetric between these processes: 5-fold higher for one than the other (𝑘𝑘𝑆𝑆 =2.5,
𝑘𝑘𝐼𝐼 =0.5). The size of the output noise (𝜎𝜎) was set to be 0.5.

To simulate individual differences in strategic and implicit learning amplitudes (we simulated n=69, based on
the total size of our dataset), we uniformly varied the learning rates of the two processes around a mean
learning rate (𝐵𝐵 =0.34) according to the following equations:
𝜃𝜃𝑖𝑖 ~𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈(−𝑐𝑐, 𝑐𝑐)
𝐵𝐵𝑆𝑆𝑖𝑖 = 𝐵𝐵 + 𝜃𝜃𝑖𝑖
𝐵𝐵𝐼𝐼𝑖𝑖 = 𝐵𝐵 − 𝜃𝜃𝑖𝑖

Thus, the learning rate for one process was varied according to a uniform distribution (𝑐𝑐 =0.16) centered
around a mean learning rate (𝐵𝐵 =0.34), and the corresponding learning rate for the other process was varied in
a complementary fashion. Note that varying the learning rates in this way does not introduce any systematic
differences in learning rate between the two simulated processes. The retention factor was kept the same
between both processes and across individuals (𝐴𝐴𝑆𝑆 =𝐴𝐴𝐼𝐼 =0.94).
Statistical tests
Paired T-tests were used for the following comparisons: (1) perturbation-driven amplitudes vs perturbationfree amplitudes for implicit, strategic, and combined learning, where amplitudes were averaged across
perturbation-driven frequencies for each participant and across perturbation-free frequencies for each
participant (Fig. 2b, 2d), (2) combined vs implicit and strategy perturbation-driven amplitudes, where
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amplitudes were averaged across perturbation-driven frequencies for each participant (Fig. 3a), and (3)
combined vs implicit and strategy perturbation-free amplitudes, where amplitudes were averaged across
perturbation-driven frequencies for each participant (Fig. 3b). One-sample T-tests were used to test the
following: (1) whether the correlation between implicit and strategic learning across their time courses,
calculated for each participant, is different from zero across participants for perturbation-driven frequencies
(Fig. 3d) and for perturbation-free frequencies (Fig. 3g, 3j, 3l), (2) whether the slope of amplitude vs frequency
across perturbation-driven frequencies, calculated for each participant, is different from zero across
participants for implicit and strategic learning (Fig. 3a), and (3) whether the correlation between implicit and
strategic learning amplitudes across low perturbation-free frequencies (1-16 cycles), calculated for each
participant, is different from zero across participants (Fig. 3b). F tests were used for the following
comparisons: (1) whether the correlation between implicit and strategic RMS amplitudes across individual
participants is different from zero for perturbation-driven frequencies (Fig. 3e) and for low perturbation-free
frequencies (1-16 cycles, Fig. 3h), and (2) whether the correlation between signs of implicit and strategic DC
offsets across individual participants and between amplitudes of implicit and strategic DC offsets across
individual participants is different from zero. A likelihood ratio test was used to compare the likelihoods across
nested models in the structural equation modeling analysis of Fig. 4. A permutation test was used to assess
whether the maximally antagonistic alignment occurs at a lag that is different from zero for the temporal lag
analysis of Fig. 5. This test computes the probability of the observed mean lag under the null distribution of
mean lags that would be expected from a null hypothesis in which individual participant lags are randomly
flipped in sign.
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3.4

Results

3.4.1

Aiming-based visuomotor rotation paradigm decomposes adaptation into strategy and implicit

learning components
To understand how implicit and strategic learning interact during learning, we trained participants (n=41) on a
task that would allow us to measure how implicit learning and strategy evolve throughout the course of
training. Like in the classic visuomotor rotation task16–20,22, participants were instructed to move a cursor that
represented hand location toward a target while cursor motion was rotated relative to hand motion (as
illustrated in Fig. 1a), requiring them to adapt the angle of hand motion to counteract this rotation. Critically,
participants in our task were free to use an explicit aiming strategy to aid their performance. Before each
movement, participants positioned a marker (Fig. 1a, large red dot) at the aim point that they thought would
facilitate accurate cursor movement toward the target. This aiming marker not only provided visual guidance
for the participant, but also provided us with a measurement of the aim point strategy for each trial. We thus
operationally defined the aiming strategy as the angular displacement between the aiming direction and the
target direction (Fig. 1a, double-sided red arrow). Analogously, we operationally defined implicit learning as
the angular displacement between the aim point direction and the direction of hand motion (Fig. 1a, doublesided blue arrow). This allowed us to decompose the combined learning (Fig. 1a, double-sided purple arrow),
which corresponds to the angular displacement between hand motion and the target direction, into strategic
versus implicit components on each trial to monitor how strategy, implicit learning, and combined learning
evolve from trial-to-trial throughout training.
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Figure 3-1: Experimental setup
(a) Aiming-based visuomotor rotation task setup. Prior to each reaching movement, participants indicated their
aiming strategy by positioning an aiming marker (large red ring) to guide the reach. Explicit strategy (red doublesided arrow) was operationally defined as the difference between the aiming direction (red dashed line) and cursor
target direction (black dashed line). Implicit learning (blue double-sided arrow) was operationally defined as the
difference between the hand direction (purple arrow) and aiming direction (red dashed line). Strategy and implicit
learning together sum to the combined learning (purple double-sided arrow), which amounts to the difference
between the hand direction (purple arrow) and the cursor target direction (black dashed line). During the visuomotor
rotation task, the size of the perturbation determines the amount of rotation between the displayed cursor motion
(green arrow) and the hand direction (purple arrow).
(b-c) Sum-of-sines composition of visuomotor rotation sequence. Participants experienced a visuomotor rotation
perturbation sequence that is composed of sine-shaped components at select frequencies, resulting in a continuallychanging perturbation.
(d) Illustration of frequency space representation of perturbation. Here the visuomotor rotation sequence is
represented as rotation amplitude as a function of frequency, rather than as a function of time. At perturbed
frequencies (stars), we observe perturbation-driven responses that reflect not only the interactions between implicit
and strategic learning but also their responses to the perturbation. At unperturbed frequencies (circles), we observe
perturbation-free responses that reflect only interactions between processes.
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3.4.2

A sum-of-sines visuomotor rotation sequence design corresponds to a continually-evolving

perturbation that enables the separation of adaptive responses into perturbation-driven vs
perturbation-free parts
A key feature of our task is the design of a visuomotor rotation sequence that would drive motor adaptation
throughout training, to continually stimulate interactions between learning processes by using a visuomotor
rotation sequence that would continue to evolve throughout training. However, even with the continual
stimulation enabled by such a perturbation, understanding the interactions between implicit and strategic
learning can be challenging. This is because individual adaptive processes will simultaneously respond both to
the perturbation and to each other, making it difficult to disambiguate the responses driven by interactions
from responses driven by the perturbation itself. Removing the perturbation may allow us to study the
interactions more directly; however, this would also remove the drive for overall adaptation and thus likely
decimate the size of the adaptive responses for both implicit learning and strategy, making interactions
between them difficult to study.
We therefore designed a visuomotor rotation sequence that not only evolves throughout training, but also
allows us to simultaneously observe both perturbation-driven responses, where a perturbation is present to
drive strategic learning, implicit learning, and their interactions, and perturbation-free responses, where no
perturbation is present to drive strategic and implicit learning. To simultaneously observe perturbation-driven
and perturbation-free responses, we constructed a perturbation sequence out of sinusoidal components at
different frequencies but using only a subset of the available frequencies147–149 (sum-of-sines visuomotor
rotation sequence, Fig. 1b) so that perturbations appear at some frequencies, but not others (Fig. 1d). Thus,
because sinusoids at different frequencies are statistically uncorrelated from one another, perturbations
delivered at driven frequencies have no effect at non-driven frequencies, allowing us to separate out
perturbation-driven and perturbation-free responses (Fig. 1d).
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3.4.3

Participants achieve high performance in the sum-of-sines visuomotor rotation task by

employing time-varying strategy and implicit learning throughout training
Participants experienced a visuomotor rotation sequence composed of 5 sinusoidal components, with periods
of 48, 96, 192, 384, 768 trials (corresponding to frequencies of 16, 8, 4, 2, 1 cycles in the training period,
respectively), each with 10° amplitude (black dashed line in Fig. 2a). The sequence continually evolves over
the course of training, from rotations as low as -30° to as high as +30° but gradually, with trial-to-trial changes
no larger than 2.53° in magnitude and on average 1.07° RMS.
Participants readily adapted to the sum-of-sines visuomotor perturbation with individual performance that
resulted in RMS errors of 5.76±0.19° on average, compared to the 15.8° RMS error that would be expected if
no adaptation had occurred. The mean combined learning shown as the purple trace in Fig. 2a closely follows
the shape of ideal learning trace (black dashed line in Fig. 2a), exhibiting an RMS error of 2.77°. Decomposing
the combined learning into implicit learning and strategy components (Fig. 2c) reveals that both of these
components closely approximate the shape of the ideal learning curve (r=0.94 and 0.95 for mean implicit
learning and mean strategy, respectively) and that their RMS amplitudes are both clearly nonzero and largely
similar to one another (11.12±0.32° vs 9.05±0.74° for implicit learning vs strategy). This indicates that the
sum-of-sines perturbation we used strongly stimulated both implicit and strategic learning throughout the
course of training.
3.4.4

Frequency-based decomposition of trial-to-trial learning curves enables the dissection of

adaptive responses into perturbation-based and perturbation-free responses
We examined how learning varied across different frequencies in order to separate out adaptive responses into
perturbation-driven and perturbation-free parts. For combined learning (implicit+strategy), the perturbationdriven frequencies (purple stars in Fig. 2b) exhibit response amplitudes (8.99±0.08°, averaged across all
perturbation-driven frequencies, mean±s.e.m. across participants) that are substantially greater than that of the
perturbation-free frequencies, both when comparing against just the perturbation-free frequencies at the same
range (0.37±0.02°, t(40)=93.4, p<10-47) and against all perturbation-free frequencies (0.33±0.02°, t(40)=100.3,
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Figure 3-2: Learning curves and frequency space representations of implicit, strategic, and combined
learning
(a, c) Population-averaged learning curves. Over the course of the 768-trial training period, mean combined
(purple), implicit (blue) and strategic (red) learning closely track the pattern of ideal learning (black dashed line)
that would be required for participants to fully counteract the visuomotor rotation sequence. Trial 0 indicates the
onset of the visuomotor rotation.
(b, d) Population-averaged amplitudes across different frequencies. Amplitudes are shown for the rotation
sequence (black dashed line), combined learning (purple), implicit learning (blue), and strategic learning (red).
Note that these panels display the mean of individual participants’ amplitudes for each frequency, rather than the
amplitude of the mean response across individual participants. Frequency is displayed in units of the number of
cycles per 768 trials (the length of the training period). Stars indicate responses at perturbation-driven frequencies
and circles indicate responses at perturbation-free frequencies. The vertical thickness of the shaded regions
indicates s.e.m.
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p<10-48). Note that the responses we observed are similar to the responses expected from ideal learning, which
would entail response amplitudes of 10° at each of the perturbation-driven frequencies and 0° at each of the
perturbation-free frequencies.
When we examined how implicit learning and strategy individually varied across different frequencies, we
found adaptive responses at the perturbation-driven frequencies (5.31±0.25° and 4.47±0.38° for implicit and
strategic learning) that were also substantially larger than that at perturbation-free frequencies, both when
comparing against the perturbation-free frequencies in the same frequency range (1.04±0.11° and 1.04±0.10°,
t(40)=13.0, p<10-15 and t(40)=11.4, p<10-13, for implicit learning and strategy, respectively, for frequencies 116 cycles) and against all perturbation-free frequencies (0.33±0.03° and 0.24±0.02°, t(40)=19.2, p<10-21 and
t(40)=11.6, p<10-13, for implicit learning and strategy, respectively). The specificity of these implicit, strategic,
and combined learning responses to the perturbed frequencies corresponds to the earlier finding that all three
closely approximating the shape of the time course of the perturbation sequence (Fig. 2a, 2c).
3.4.5

Implicit learning and strategy are synergistically aligned and display complementary

amplitudes at perturbation-driven frequencies
We next investigated the interactions between implicit learning and strategy, both within and across
frequencies, for perturbation-driven responses (Fig. 3a).
The combined adaptation (purple stars in Fig. 3a) is substantially higher than both the implicit and strategic
adaptation at perturbation-driven frequencies (t(40)=14.9, p<10-17 and t(40)=11.6, p<10-13 comparing
combined learning vs implicit and strategic learning for amplitudes averaged across perturbation-driven
frequencies), suggesting that the implicit and strategic responses are aligned so that they combine
synergistically, rather than independently or antagonistically, at the perturbation-driven frequencies. This
alignment, which can be measured by the correlation between the learning curves for implicit and strategic
adaptation, is readily apparent in the example participant’s data in Fig. 3c, as these two curves largely rise and
fall together. The example data exhibits a strongly positive correlation coefficient (r=+0.66), and the
correlation averaged +0.57±0.07 (mean+-s.e.m.) across all participants, a value that is systematically greater
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Figure 3-3: Strategy and implicit learning synergize at perturbation-driven frequencies, but cancel at
perturbation-free frequencies.
(a) Amplitudes at perturbation-driven frequencies. The stars, connected by solid lines, indicate the mean
individual participant amplitudes at perturbation-driven frequencies for strategic (red), implicit (blue), and
combined (purple) learning. The dotted lines, in contrast, indicate the amplitude of the mean response across
individual participants. Note that the purple dotted line largely overlaps with the purple solid line. The horizontal
black dashed line at 10° indicates the amplitude that would be expected from ideal learning.
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Figure 3-3 (continued)
(b) Amplitudes at perturbation-free frequencies. The circles indicate the mean of individual participant amplitudes
at perturbation-free frequencies for strategic (red), implicit (blue), and combined (purple) learning. The small dots, in
contrast, indicate the amplitude of the mean response across individual participants. The gray vertical stripes indicate
the perturbation-driven frequencies, to depict the range of perturbation-driven frequencies.
(c) Time courses of perturbation-driven responses for an example participant. Learning curves of an example
participant for perturbation-driven frequencies show that strategic (red) and implicit (blue) learning curves are
strongly aligned and synergistically combine to form the combined learning curve (purple). The thick black dashed
line indicates the time course for ideal learning.
(d) Distribution of correlations between perturbation-driven implicit and strategic learning curves. The
histogram shows each participant’s correlation between perturbation-driven implicit and strategic learning curves.
The vertical dashed line indicates the mean across participants, which is significantly positive.
(e) Perturbation-driven implicit and strategic learning amplitudes across individual participants exhibit a
complementary relationship. Each dot depicts an individual participant’s implicit (y-coordinate) and strategic (xcoordinate) RMS amplitude levels after combining across perturbation-driven frequencies. When perturbation-driven
implicit and strategic learning are perfectly aligned with the perturbation, ideal learning would be expected to lie
anywhere along the purple dashed line. The data show that the amount of combined learning is very similar across
individuals, but the relative contributions of implicit and strategic learning vary widely.
(f, i, k) Time courses of perturbation-free responses for an example participant. Panel (f) shows the learning
curves of an example participant for perturbation-free frequencies that lie in the range of the perturbation-driven
frequencies (1-16 cycles in the training period), for implicit (blue), strategic (red), and combined (purple) learning.
Panels (i) and (k) show the corresponding learning curves for the example participant at medium (17-50 cycles) and
high (51-384 cycles) frequency ranges. The data reveal an antagonistic alignment between implicit and strategic
components that is strongest at the low frequencies, weaker at medium frequencies, and absent at high frequencies.
(g, j, l) Distribution of correlations between perturbation-free implicit and strategic learning curves. Panel (g)
shows a histogram of individual participants’ correlations between perturbation-free implicit and strategic learning
curves, for perturbation-free frequencies that lie in the range of the perturbation-driven frequencies (1-16 cycles in the
training period). (j) and (l) show the corresponding histograms for medium (17-50 cycles) and high (51-384 cycles)
frequency ranges. The thick gray vertical dashed lines indicate the means across participants. Correlations are
strongly negative at low frequencies, more weakly negative at medium frequencies, and not systematically different
from zero at high frequencies.
(h) Perturbation-free implicit and strategic learning amplitudes across individual participants exhibit a closelymatched relationship. Each dot depicts an individual participant’s implicit (y-coordinate) and strategic (xcoordinate) RMS amplitude levels after combining across perturbation-free frequencies that lie in the range of the
perturbation-driven frequencies (1-16 cycles in the training period). When perturbation-free implicit and strategic
learning are perfectly antagonistically aligned, full cancellation, leading to ideal combined learning, would occur for
points that lie along the purple dashed line. This is because oppositely aligned signals can fully cancel one another
only when their amplitudes match.
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than zero as shown in Fig. 3d (t(40)=8.68, p<10-10). This finding indicates that individual participants
displayed patterns of implicit and strategic learning that are systematically synergistically aligned with one
another at perturbation-driven frequencies.
The observed alignment at the perturbation-driven frequencies are in line with the idea that implicit and
strategic adaptation cooperate to effectively counteract the perturbation. Such cooperation would further
predict that the amount of implicit and strategic adaptation complement one another to achieve a combined
adaptation that is close to ideal. Complementary amplitudes of implicit and strategic adaptation are evident the
pattern of activity across different perturbation-driven frequencies in Fig. 3a, where the combined adaptation
(purple stars) remains nearly constant despite large changes in the amount of implicit and strategic learning. In
particular, strategic learning (red) is systematically stronger at higher frequencies, in line with high learning
rates for strategy. In contrast, implicit learning (blue) is systematically stronger at lower frequencies (slope=3.76±0.63, t(40)=6.02, p<10-6 for the implicit slope being significantly less than zero; slope=4.62±0.58,
t(40)=7.94, p<10-9 for the strategy slope being significantly greater than zero). This results in the X-shaped
pattern apparent in Fig. 3a, where the pattern of strategic learning is negatively correlated with the pattern of
implicit learning across frequencies (r=-0.77±0.07, where the correlation was calculated for each participant).
This corresponds to a complementary relationship between strategic and implicit learning amplitudes across
different perturbation-driven frequencies where strategic learning rises in a complementary fashion to how
implicit learning falls to achieve a nearly fixed combined learning.
The complementary relationship between implicit and strategic adaptation is even more apparent when levels
of implicit and strategic amplitudes are compared across individual participants after being combined across
frequencies, as shown in Fig. 3e. Ideal combined learning can be achieved in a number of ways – with equal
amounts of implicit and strategic learning or with higher implicit complemented by lower strategic or with
lower implicit complemented by higher strategic – as illustrated by the purple dashed line in Fig. 3e. The data
show a highly complementary relationship between levels of implicit and strategic amplitudes (r=-0.88, F(1,
39)=139.5, p<10-13), combined in a RMS fashion across perturbation-driven frequencies. In this highly
complementary relationship, individuals vary little in the amount of combined learning they achieve, i.e. in the
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direction orthogonal to the ideal learning line, but vary widely in how this combined learning is achieved using
implicit vs strategic learning, i.e. in the direction along the ideal learning line.
To test the robustness of the finding that implicit and strategic learning display synergistic alignment and
complementary amplitudes, we ran additional experiments in which we trained participants on sum-of-sines
perturbations that contained different numbers of frequencies and different frequency ranges. In these
experiments, we trained 14 participants on a 384-trial perturbation sequence that was constructed from 4
sinusoid components with 1, 2, 4, 8 cycles (corresponding to periods of 384, 192, 96, and 48 trials) each with
10° amplitude, and another 14 participants on a 768-trial perturbation sequence that was constructed from 7
sinusoid components with 2, 4, 8, 16, 32, 64, and 128 cycles (corresponding to periods of 384, 192, 96, 48, 24,
12, and 6 trials) also each with 10° amplitude. When we examined the correlations between implicit and
strategic learning curves at the perturbation-driven frequencies, we found, like in the main 5-frequency
experiment, that participants exhibited a systematically positive correlation (r=0.72±0.04 and r=0.41±0.15 for
the 4-frequency and 7-frequency experiment, with t(13)=19.1, p<10-10 and t(13)=2.80, p=0.015), indicating a
synergistic alignment between the two. Furthermore, the relationships between levels of perturbation-driven
implicit and strategic learning amplitudes for these additional experiments are also consistent with the
complementary relationship between perturbation-driven implicit and strategic amplitudes we observed for our
main 5 frequency experiment, but with weaker statistical power (r=-0.93 and r=-0.23, F(1, 12)=74.6, p<10-5
and F(1, 12)=0.68, p=0.43 for the 4 and 7-frequency experiments, respectively), as expected from their smaller
datasets. Together, these results reinforce our findings at perturbation-driven frequencies that implicit and
strategic learning are synergistically aligned and cooperate to effectively counteract the perturbation.
3.4.6

Implicit learning and strategy are antagonistically aligned and closely matched in amplitude to

effectively cancel each other out at perturbation-free frequencies
The synergistic relationship between implicit and strategic learning observed at perturbation-driven
frequencies stands in sharp contrast to the relationship at perturbation-free frequencies, as shown in Fig. 3b.
For the perturbation-free responses in the same frequency range as the perturbation-driven responses (1-16
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cycles in the training period), combined learning (purple circles, 0.48±0.03°) is instead significantly smaller
than either implicit learning (blue circles, 1.32±0.15°, t(40)=5.49, p<10-5) or strategic learning (red circles,
1.27±0.15°, t(40)=5.10, p<10-5). This indicates that implicit and strategic responses are oppositely aligned so
as to interact antagonistically, reducing the amplitude of the combined adaptation at perturbation-free
frequencies. This antagonistic alignment is readily apparent in the example participant’s learning curves for
implicit and strategic learning shown in Fig. 3f, which exhibit a strong negative correlation with each other (r =
–0.92). The correlation averaged –0.87±0.02 across all participants for perturbation-free frequencies in the
range of the perturbation-driven frequencies. This value is systematically smaller than zero as shown in Fig. 3g
(t(40)=40.7, p<10-33) in contrast to the significantly positive correlations between implicit and strategic
learning curves at the perturbation-driven frequencies, and is also systematically smaller than zero for the
additional 4-frequency and 7-frequency perturbation datasets (r=-0.21±0.09, t(13)=2.43, p=0.03 and r=0.38±0.10, t(13)=3.86, p<0.01, respectively). This finding indicates that antagonistic, rather than synergistic,
interactions between implicit and strategic learning occur at perturbation-free frequencies, in comparison with
perturbation-driven frequencies. But why would the learning curves for implicit and strategic learning be in
opposition to one another?
The antagonistic alignment between implicit and strategic adaptation at perturbation-free frequencies results in
cancellation between them that would improve the fidelity of the combined adaptive response. Because ideal
overall behavior at the perturbation-free frequencies is zero adaptation, any net adaptation at perturbation-free
frequencies is inappropriate for the task. Thus the fact that the antagonistic alignment we observe produces
cancellation raises the possibility that either (a) implicit adaptation is actively cancelling inappropriate strategic
behavior or (b) strategy is actively cancelling inappropriate implicit adaptation or (c) a combination of the two.
Cancellation between and implicit and strategic learning would be most effective if these responses were not
only antagonistically aligned, as we found in Fig. 3f-g, but also closely matched in amplitude. Indeed we find
that the amplitudes of implicit and strategic learning across the low perturbation-free frequencies (1-16 cycles
in the training period) are closely matched in amplitude across individual frequencies, as shown in Fig 3b
(similar values between red and blue circles at each perturbation-free frequency: r=0.68±0.06, t(40)=12.2,
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p<10-14, where the correlation is calculated for each participant). These closely matched amplitudes, coupled
with the strong negative correlations we observe between the learning curves for implicit and strategic
adaptation enable the cancellation between these adaptive responses to be particularly effective, as exemplified
by the near-zero level of the combined learning (purple trace) in the example participant shown in Fig. 3f, and
the systematically smaller amplitudes of the combined learning across all participants shown in Fig. 3b (purple
circles compared to red and blue). We found even stronger evidence for the close matching of amplitudes
between implicit and strategic learning when we combined the data across perturbation-free frequencies and
looked at how the overall amplitude of this response varied across individual participants. Specifically, we
found the correlation to be r=+0.99 across individual participants, when comparing overall RMS implicit vs
strategic learning as shown in Fig. 3h (F(1, 39)=1431.4, p<10-31), and the slope of the regression line
(1.04±0.09) to be very close to unity, indicating that when strategic learning is large, implicit learning is also
correspondingly large, allowing antagonistic alignment (Fig. 3f-g) to achieve near-complete cancellation
between them. This finding also holds true in the 4-frequency and 7-frequency perturbation datasets, where we
found a similarly strong positive relationship between overall RMS implicit and strategic learning (r=+0.97,
F(1, 12)=182.7, p<10-7 and (r=+0.90, F(1, 12)=52.7, p<10-4 for the 4-frequency and 7-frequency experiments,
respectively). These results are in line with the idea that one process provides particularly effective
cancellation of the other, by matching its amplitude and reversing its sign.
Examination of how the perturbation-free interactions change across frequencies suggests that the cancellation
between implicit and strategic learning occurs as a result of one process actively compensating for the other
from one trial to the next. Active compensation would be most effective at low frequencies, where the slow
changes in activity would be easy to track, but largely ineffective at higher frequencies, where fast changes in
activity would be challenging to track. In line with this idea, we find the antagonistic alignment between
implicit and strategic learning to be strongest at the lowest frequencies (r=-0.87±0.02, Fig. 3f-g), weaker at
medium frequencies (r=-0.70±0.04, t(40)=17.8, p<10-19 when comparing low to medium frequencies, Fig. 3i-j),
and absent at high frequencies (r=0.02±0.05, t(40)=0.32, p=0.75, Fig. 3k-l).
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Additionally, if the responses at the perturbation-free frequencies were primarily a result of random noise and
the compensation of it, one would expect this behavior to be idiosyncratic, rather than systematic, across
participants. In line with this possibility, we found that perturbation-free responses, in contrast to perturbationdriven responses, largely cancel out when averaged across participants. In particular, the perturbation-free
frequencies displayed amplitudes of the mean response that are far smaller than the mean of the amplitudes of
the individual participant responses (small dots vs circles in Fig. 3b; 0.08° vs 0.34°, 0.07° vs 0.25°, 0.08° vs
0.34° for implicit, strategic, and combined learning amplitudes averaged across all perturbation-free
frequencies – differences of 345%, 242%, 307%). This stands in contrast to the perturbation-driven frequencies,
which display amplitudes of the mean response that are similar to the mean of individual participant
amplitudes (dashed line vs stars in Fig. 3a; 4.8° vs 5.3°, 4.3° vs 4.5°, 9.0° vs 9.0°, for implicit, strategic, and
combined amplitudes averaged across all perturbation-driven frequencies – differences of 11%, 4%, 0.1%
comparing the mean amplitude taken across frequencies). This analysis indicates that adaptive responses at
perturbation-driven frequencies are common across individuals, while those at perturbation-free frequencies
are highly idiosyncratic, in line with the idea that perturbation-free responses should be independent of the
common perturbation. Overall, these findings are in line with the idea that the antagonistic alignment between
processes is a result of one process actively compensating for the inappropriate, idiosyncratic noise in the other.
But which process is compensating for which? Is strategy cancelling out inappropriate implicit learning, or is
implicit learning cancelling out inappropriate strategy?
3.4.7

Analysis of amplitudes of implicit and strategic learning indicates that implicit learning

compensates for strategy
Next, we investigated whether the cancellation we observed between implicit and strategic learning at the
perturbation-free frequencies arose from implicit learning responding to strategy or vice versa. To accomplish
this, we performed a structural equation modeling analysis, also referred to as path analysis, on the amplitude
data for the perturbation-driven and perturbation-free implicit and strategic learning across individuals.
Structural equation modeling is a technique used to estimate the influences of variables on each other within an
network of variables. Applications range from estimating genetic vs environmental influences on phenotypic
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Figure 3-4: Structural equation modeling analysis of implicit and strategic learning amplitudes shows that
implicit learning responds to strategic learning.
The different boxes in the top row represent models that hypothesize different interactions between implicit and
strategic learning. Arrows indicate the interactions between variables that are posited by the models. The number
next to each arrow indicates the strength of the path in the corresponding structural equation model. For each model,
we computed the log likelihood of the fit, plotted in the bottom axis as a function of the number of parameters of the
model. The green curves depict nested model comparisons, and the corresponding p-values reflect the significance of
the difference assessed by a likelihood ratio test.
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traits in genetics150,151, to functional connectivity between brain areas in fMRI data in neuroscience144,152–154.
Based on the covariance structure of the data, this analysis compares different models of how information
flows between multiple key variables of interest, where the parameters of the model correspond to the amount
of information flow between variables. Here we employ structural equation modeling to examine the flow of
information for perturbation-driven and perturbation-free strategic and implicit learning, in order to determine
whether perturbation-free strategic learning responds to implicit learning or vice versa.
We compared 4 structural equation models – a baseline model without any interaction between implicit and
strategic learning, and 3 models with different types of interactions, as illustrated in Fig. 4. We evaluated these
models by pooling together the data across the 5, 4, and 7-frequency perturbation experiments, and calculating
the log-likelihood associated with the ability to explain the observed covariance between perturbation-driven
and perturbation free strategic and implicit learning for each model (Fig. 4, bottom).
A key phenomenon likely to affect the relationships between perturbation-driven and perturbation-free
amplitudes is the finding that the amount of noise is often signal-dependent95,99,155,156, meaning that larger
actions lead to larger noise. Since ideal adaptive responses would be confined to perturbation-driven
frequencies, overall adaptive responses at perturbation-free frequencies could be considered as noise. Thus, the
phenomenon of signal-dependent noise would predict that individuals with larger perturbation-driven
responses would tend to display larger perturbation-free responses. In line with this idea, we constructed a
baseline model in which information flow is restricted to be from (1) perturbation-driven to perturbation-free
implicit learning and (2) perturbation-driven to perturbation-free strategic learning (Fig. 4, far left). The path
strengths in the model diagram in Fig. 4 corresponds to the amount of information flow inferred by structural
equation modeling. This baseline model results in a path strength of +0.58 from perturbation-driven to
perturbation-free strategy and -0.72 from perturbation-driven to perturbation-free implicit learning. The
positive path strength between perturbation-driven and perturbation-free strategy indicates that higher levels of
perturbation-driven strategy are associated with higher levels of perturbation-free strategy, as expected from
signal-dependent noise. However, the negative path strength between perturbation-driven and perturbation-free
implicit learning indicates that higher levels of perturbation-driven implicit learning are associated with lower
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levels of perturbation-free implicit learning. This is opposite of what would be expected if perturbation-free
implicit adaptation primarily resulted from signal-dependent noise on perturbation-driven implicit adaptation,
raising the possibility that perturbation-free implicit adaptation might be largely driven by a mechanism other
than signal-dependent noise not captured by this baseline model.
To understand the interaction between perturbation-free implicit and strategic learning, we examined 3 models
that build on the baseline model by hypothesizing different interactions between these variables, as illustrated
in Fig. 4. In the first of these, perturbation-free strategy responds to perturbation-free implicit learning, but not
vice-versa (Fig. 4). This model results in a moderate, 9-point log-likelihood ratio when compared to baseline
(note that this quantity corresponds to the difference in the individual log-likelihood ratios, shown in Fig. 4).
However, the converse of this model, in which perturbation-free implicit learning responds to perturbation-free
strategy but not vice-versa (Fig. 4, 3rd panel from left), results in a 27-point log-likelihood ratio compared to
baseline, as shown in Fig. 4. Thus, a model in which implicit learning responds to strategy results in a 3-fold
greater log-likelihood ratio compared to one in which strategy responds to implicit learning. Moreover, this
implicit-response model results not only in a better fit to the data, but also in more reasonable parameter values.
In contrast to the baseline and strategy-response models, this model displays a positive path strength for the
effect of perturbation-driven on perturbation-free implicit learning, in line with signal-dependent noise, which
predicts that larger perturbation-driven adaptation will result in larger noise in perturbation-free adaptation.
Finally, we also examined a mutual-response model where perturbation-free implicit learning responds to
strategy and perturbation-free strategy also responds to implicit learning, to assess the possibility of a bidirectional response. This mutual-response model significantly improves upon the strategy-response model
(Fig. 4, log-likelihood ratio=18.2, p<10-8) but fails to significantly improve upon the implicit-response model
(Fig. 4, bottom panel, log-likelihood ratio=0.6, p=0.27), indicating that while the data provide clear evidence
that implicit learning responds to strategy, they fail to provide evidence for an additional effect of strategy
responding to implicit learning.
Earlier we found, based on the analysis of the data in Fig. 3b above, that the inappropriate behavior at
perturbation-free frequencies is idiosyncratic across individuals, in line with it being primarily composed of
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random noise. Therefore, the finding that implicit learning is actively responding to strategy, but that strategy
is not actively responding to implicit learning indicates that implicit learning at perturbation-free frequencies
acts to compensate for noise originating from strategy learning. Since one would expect individuals with
higher strategy levels to display greater levels of strategy noise, effectively compensating for strategy noise
would be more challenging in higher strategy individuals. Thus, one would expect high strategy individuals to
display systematically worse task performance than low strategy individuals. Analysis of the individual
differences in the adaptation data reveals that this is indeed the case. When we examined the relationship
between overall strategy and overall error levels across all participants across the 3 experiments (5-frequency,
4-frequency, and 7-frequency perturbation experiments), where strategy and error levels are measured by their
RMS values, we found a strong positive relationship (F(1, 67)=24.8, p<10-5), indicating that participants with
larger levels of overall strategy also exhibit larger overall errors. However, systematic differences in error and
strategy levels between the 3 different experiments included in the dataset (5-frequency, 4-frequency, and 7frequency perturbation experiments) could potentially drive this relationship. Thus, we performed an
additional analysis in which we removed such experiment-to-experiment differences by converting the raw
RMS error and strategy level measurements for each individual into within-experiment rankings. These
rankings were then normalized by the number of participants in each experiment so that the ranking data could
be combined across experiments. Like for the raw data, we found a strong positive relationship between error
and strategy (F(1, 67)=10.0, p<0.005), indicating that high strategy participants exhibit larger errors, even
when removing any systematic differences across experiments. Together, these results suggest that implicit
learning is compensating for a low-fidelity strategy: High strategy levels result in large inappropriate strategy
behavior, and although implicit learning compensates for a large part of such inappropriate strategy, some
uncompensated strategy noise can still leak through, resulting in larger overall errors for high strategy
participants.

75

3.4.8

Analysis of the temporal lags between implicit and strategic learning indicates that implicit

learning compensates for strategy
The structural equation modeling analysis on amplitude data across individuals indicated that the cancellation
between implicit and strategic learning at the perturbation-free frequencies arises from implicit learning
responding to strategy. Because a response must necessarily lag its stimulus, our findings would predict that
implicit responses should lag behind strategy at perturbation-free frequencies. If instead strategy were
responding to implicit learning, we would expect strategy to lag behind implicit learning. Thus, we performed
an analysis on the temporal lags between perturbation-free implicit and strategic learning curves. Note that
because information about temporal lags in time series is independent of the information about amplitudes, an
analysis of temporal lags would be independent of the amplitude-based SEM analysis we performed in Fig. 4.
We determined whether implicit learning lags behind strategy vs strategy lags behind implicit learning at
perturbation-free frequencies by finding the time shift between these learning curves where their antagonistic
alignment would be strongest. In particular, we calculated the correlation between low-frequency perturbationfree implicit and strategic learning curves when they are shifted relative to each other over a wide range of lags
in order to compute the cross-correlation function for each individual. We then estimated the lag between
implicit learning and strategy as the shift at which the correlation was most negative. This process is illustrated
for an example participant in Fig. 5a-b. This participant displays a maximally antagonistic alignment (i.e.
maximally negative cross-correlation value) when the implicit learning curve is shifted behind the strategy
learning by 3 trials (green dot in Fig. 5b), in line with implicit learning responding to strategy (positive lags,
denoted by the blue areas in Fig 5b-c, correspond to implicit learning lagging behind strategy, and negative
lags, denoted by the red areas, correspond to strategy lagging behind implicit learning). Across all participants,
we found maximally antagonistic alignment to occur at 0.91±0.34 trials (Fig. 5c, p<0.01), indicating that
implicit learning systematically lags strategy at the low perturbation-free frequencies where cancellation
occurs. Thus, this analysis on the temporal lags between learning curves, like the structural equation modeling
analysis performed independently on the amplitude data of the responses, indicates that implicit learning is
responding to strategy. The convergent findings of the SEM and time lag analyses point to an implicit learning
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Figure 3-5: An analysis of temporal lags between implicit and strategic learning shows that implicit learning
responds to strategic learning
(a-b) Computing the cross-correlation function between perturbation-free implicit and strategic learning. If
one learning process were compensating for the other at low perturbation-free frequencies, its correction would lag
behind the process that it is trying to correct. Thus to find the lag between implicit (blue) and strategic (red)
perturbation-free learning curves, we shifted the curves relative to each other, as shown for the example participant
in (a) and computed the correlation between the overlapping segments. This results in a cross-correlation function as
shown in (b), where correlation can be examined as a function of the shift between them (gray curve), allowing us to
find the shift with the most negative correlation (green dot), i.e. where the correction would be most effective, to
estimate the lag between processes. Positive values of the lag (blue shaded area) indicate that implicit learning is
lagging behind strategic learning, and negative values of the lag (red shaded area) indicate that strategic learning is
lagging behind implicit learning.
(c) Distribution of lags between implicit and strategic learning at perturbation-free frequencies. The histogram
shows the distribution of individual participants’ temporal lags between perturbation-free implicit and strategic
learning curves, based on the cross-correlation function between them. These lags are predominantly positive (blue
shaded area), indicating that perturbation-free implicit learning lags behind strategic learning. The vertical dashed
line indicates the mean lag between processes.
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process that compensates for a low fidelity explicit strategy, producing inappropriate responses at the
perturbation-free frequencies that are inconsistent from one individual to the next.
3.4.9

Simulating interactions between low-fidelity and high-fidelity learning processes reproduces key

experimental findings
Thus far, we found that implicit and strategic learning complement one another at perturbation-driven
frequencies, yet oppose each other at perturbation-free frequencies, with implicit learning cancelling
inappropriate strategy at these frequencies, rather than vice versa. Since perturbation-free responses were
inconsistent across individuals, the finding that implicit learning cancels inappropriate strategy suggests that
implicit learning can act to clean up the effects of noisy strategy learning. In order for this to be the case,
implicit learning would have to display substantially higher fidelity (i.e. lower noise) than strategic learning.
Thus we wondered if a difference in fidelity between these learning processes could by itself explain the key
interactions between implicit and strategic learning that we observe above.
To test this idea, we simulated the interactions between two parallel error-correcting adaptive processes, with
identical properties except for their fidelity (as shown in Fig. 6a; see Methods for equations). In particular,
adaptive corrections were corrupted by noise that scales with the size of the correction, but the scale factor was
5-fold higher for the high-noise learning process than the low-noise learning process. The high and low noise
processes served as models for the strategy and implicit learning, respectively. In the simulation, the combined
learning is the sum of these two processes, and the difference between the combined learning and the imposed
perturbation is the error signal that drives both adaptive processes. These simulations were run using the
perturbation sequence of the 5-frequency perturbation experiment (Fig. 2a). To match the considerable
individual differences we observed between the relative amounts of implicit and strategic learning, we varied
the ratio between learning rates for strategy and implicit learning for individual participants (n=69, based on
the total size of our dataset), while keeping the mean learning rate across individuals the same for the two
processes (see Methods).
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Figure 3-6: Model of interactions between low-fidelity and high-fidelity learning processes reproduces key
experimental results
(a) Illustration of model. We simulated two error-correcting processes, one with high noise (low-fidelity) and the
other with low noise (high-fidelity). The two processes sum to the net motor output, and the error between the net
motor output and the perturbation drives each process (see Methods for equations).
(b) Model reproduces synergistic alignment between implicit and strategic learning curves at perturbationdriven frequencies. (Left) Analogous to Fig. 3c, the data from an example simulated participant show that strategic
(red) and implicit (blue) learning curves are strongly aligned for perturbation-driven frequencies and synergistically
combine to form the combined learning curve (purple). The black dashed line indicates the time course of the ideal
learning. (Right) Analogous to Fig. 3d, the histogram shows each simulated participant’s correlation between
perturbation-driven implicit and strategic learning curves. The thick vertical dashed line indicates the mean
correlation across simulated participants (r=+0.50).
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Figure 3-6 (continued)
(c) Model reproduces antagonistic alignment between implicit and strategic learning curves at perturbationfree frequencies. (Left) Analogous to Fig. 3f, the data from the same simulated participant as in (b) show that
strategic (red) and implicit (blue) learning curves are antagonistically aligned for perturbation-free frequencies (in the
range of the perturbation-driven frequencies) and largely cancel each other out to form the combined learning curve
(purple). (Right) Analogous to Fig. 3g, the histogram shows each simulated participant’s correlation between
implicit and strategic learning curves for perturbation-free frequencies (in the range of the perturbation-driven
frequencies). The thick vertical dashed line indicates the mean across simulated participants (r=-0.97).
(d) Model reproduces inter-individual relationships between perturbation-driven and perturbation-free
implicit and strategic learning amplitudes. The upper left and upper right panels are analogous to Fig. 3e, 3h.
Green dots indicate simulated participants, while the black dots indicate participants from the experimental data,
showing the participants’ RMS amplitude levels after combining across frequencies. The solid lines indicate best fit
lines through the correspondingly colored datasets. The dashed purple line indicates the amplitudes that would be
expected from ideal combined learning. The model reproduces the complementary relationship between implicit and
strategic learning at perturbation-driven frequencies (upper left), the closely-matched relationship between implicit
and strategic learning at perturbation-free frequencies (upper right), the positive signal-dependent noise relationship
between perturbation-free and perturbation-driven strategic learning (lower left), and the negative relationship
between perturbation-free and perturbation-driven implicit learning, suggesting that perturbation-free implicit
learning is not primarily driven by signal-dependent noise, but instead by perturbation-free strategy (lower right).
(e) Model reproduces results of structural equation modeling analysis. Analogous to Fig. 4, this panel shows the
log-likelihoods for models that hypothesize different interactions between simulated implicit and strategic learning,
as a function of the number of parameters in the model. The green curves depict nested model comparisons, and the
corresponding p-values reflect the significance of the difference assessed by a likelihood ratio test.
(f) Model reproduces results of temporal lag analysis. Analogous to Fig. 5c, the histogram shows the distribution
of simulated participants’ lags between perturbation-free implicit and strategic learning curves, estimated from the
cross-correlation function between them. These lags are predominantly positive (blue shaded area), indicating that
the high-fidelity process (model for implicit learning) lags behind the low-fidelity process (model for strategic
learning) in the simulation. The vertical dashed line indicates the mean lag between processes.
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Remarkably, this simulation reproduced a number of key features from our experimental data. The simulated
learning displayed synergistic alignment between low-noise and high-noise learning at perturbation-driven
frequencies that echoed the alignment between implicit and strategic learning (Fig. 6b, compared with Fig. 3c,
3d). We also found a complementary relationship between the amplitudes of low and high noise learning
across individuals that echoed the inter-individual relationship observed between implicit and strategic
learning (Fig. 6d, upper left, comparing green to black). At perturbation-free frequencies, the simulated
processes, like the data, exhibit an antagonistic alignment between the learning curves for implicit and strategic
learning (Fig. 6c, compared with Fig. 3f, 3g) and a closely-matched relationship between the amplitudes of
implicit and strategic learning (Fig. 6d, upper right, comparing green to black), indicating that, like in the data,
one adaptive process acts to cancel the inappropriate behavior of the other at perturbation-free frequencies. Our
simulation also reproduces the results of the SEM analysis (Fig. 6e, compared with Fig. 4) and temporal lag
analysis (Fig. 6f, compared with Fig. 5c), demonstrating that the low-noise process (which models implicit
learning) effectively compensates for the inappropriate behavior of the high-noise process (which models
strategy).
Furthermore, the simulation results, like the experimental data, display a positive relationship between
perturbation-free and perturbation-driven amplitude levels for strategic learning, and a negative relationship for
implicit learning (green vs black data in Fig. 6d, lower left and right). The positive relationship for strategic
learning is expected from signal-dependent noise because inappropriate perturbation-free strategy learning is
effectively noise that results from appropriate but imperfect perturbation-driven strategy learning. On the other
hand, it might be surprising to observe a negative relationship between perturbation-free and perturbationdriven amplitudes for implicit learning, as signal-dependent noise on implicit learning would, by itself, predict
a positive relationship. However, since implicit learning acts to cancel inappropriate strategy at perturbationfree frequencies and displays low noise, the majority of perturbation-free implicit learning emanates from
compensation for perturbation-free strategy, rather than from implicit noise. The compensatory portion of
implicit learning at perturbation-free frequencies is inversely correlated with the amplitude of the perturbationdriven implicit learning because low levels of perturbation-driven implicit learning correspond to high levels
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of perturbation-driven strategy (Fig. 6d, upper left), which results in high levels of perturbation-free strategy
(Fig. 6d, lower left), leading to high levels of compensatory perturbation-free implicit learning (Fig. 6d, upper
right). The juxtaposition of positive and negative relationships between perturbation-free and perturbationdriven learning for strategy vs implicit adaptation is in line with the idea that perturbation-free strategy is
primarily driven by signal-dependent noise on perturbation-driven strategy, whereas perturbation-free implicit
learning is primarily driven by compensations for perturbation-free strategy.
The results of this simulation indicate that the key experimental findings illustrated in Figs. 3, 4, 5 can all be
captured by a simple model of two interacting error-correcting processes that differ only the degree of fidelity,
with lower noise characterizing implicit learning and higher noise characterizing strategic learning (Fig. 6).
These results are in line with a high-fidelity implicit learning process compensating for a low-fidelity strategy
process during sensorimotor adaptation.
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3.5

Discussion

In this study, we uncovered both cooperative and antagonistic interactions between implicit and strategic
learning during sensorimotor adaptation. We trained participants on a visuomotor rotation task using a
perturbation sequence composed of sinusoidal components. This perturbation sequence continually drives
adaptation in both implicit and strategic learning, while applying perturbations only at a subset of available
frequencies. Because sinusoids at different frequencies are statistically uncorrelated from one another,
responses at perturbation-driven frequencies have no effect at perturbation-free frequencies, allowing us to
separate out adaptive responses into perturbation-driven and perturbation-free dimensions.
Participants readily adapted to the visuomotor perturbation, continually employing implicit and strategic
learning throughout training. These participants displayed implicit, strategic, and combined learning that were
largely concentrated at perturbation-driven frequencies, resulting in learning curves that closely approximate
the time course of the perturbation sequence. When we investigated the implicit and strategic adaptive
responses at the perturbation-driven frequencies, we discovered a cooperative relationship between them,
characterized by a strong synergistic alignment between the time courses (Fig. 3c-d) and a complementary
relationship in their amplitudes, both across frequencies and across individual participants (Fig. 3a, 3e).
However, in stark contrast to the perturbation-driven responses, the perturbation-free responses in the same
frequency range displayed a antagonistic relationship between implicit and strategic learning, characterized by
a strong opposite alignment between their time courses (Fig. 3f-g) and a close matching between their
amplitudes, both across frequencies and across individual participants (Fig. 3b, 3h). This combination of
antagonistic alignment and closely matched amplitudes produces highly effective cancellations between the
implicit and strategic adaptive responses at perturbation-free frequencies. Moreover, these responses are
idiosyncratic across individuals (Fig. 3b), and the cancellation is more effective at lower frequencies (Fig. 3i-l),
suggesting that one process actively compensates for noisy inappropriate behavior in the other to improve the
fidelity of the overall adaptive responses.
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To understand whether this compensation arises from implicit learning compensating for strategic learning or
strategic learning compensating for implicit learning, we performed two analyses on two independent aspects
of the data. One analysis investigates the correlation structure in the amplitudes across the adaptive processes
in a structural equation modeling analysis, independent of temporal information (Fig. 4), and another examines
the temporal features of the adaptive processes to determine the time lag of the compensatory behavior,
independent of amplitude (Fig. 5). Both found that implicit adaptation responds to explicit strategy rather than
the converse, indicating that implicit learning acts to effectively compensate for inappropriate responses
resulting from low-fidelity explicit strategy. Moreover, we demonstrated that a simulation, with two errorcorrecting processes that differ only in the degree of fidelity, was able to reproduce all key experimental
findings (Fig. 6). In particular, this simulation showed synergistic interactions at perturbation-driven
frequencies, antagonistic interactions at perturbation-free frequencies, and that a higher fidelity process will
effectively compensate for inappropriate responses resulting from a lower fidelity process at perturbation-free
frequencies. These results indicate that implicit learning takes on a compensatory role in which it effectively
cleans up inappropriate responses that can arise from a low-fidelity explicit strategy, providing new insight
into the interactions between implicit and explicit processes that occur during learning.
3.5.1

Is implicit learning driven by performance errors or sensory-prediction errors?

By analyzing the interactions between explicit strategy and implicit learning at perturbation-free frequencies,
here we showed that implicit learning responds to strategy. Interestingly, when systematic performance errors
are eliminated by using experimentally-prescribed strategies, implicit learning still proceeds and can even act
to systematically increase performance errors20. This has been taken as evidence that implicit learning is driven
by sensory-prediction errors and not performance errors. But if implicit learning were driven purely by
sensory-prediction errors, implicit learning should not be able to respond to strategy, because while strategy
affects performance errors, it cannot affect sensory-prediction errors. Why? The performance error of an action
is the difference between its outcome and the task goal, while the sensory-prediction error is the difference
between its outcome and the internal prediction of its outcome. A change in strategy will of course affect the
outcome but not the task goal, and thus will affect the performance error; however, a change in strategy will

84

affect both the outcome and the internal prediction of the outcome in the same way and thus will not affect
sensory-prediction error. The fact that we see implicit learning respond to strategy thus indicates that implicit
learning must respond to performance error.
The idea that implicit learning responds to performance error is in line with previous studies that showed that
the use of strategies interferes with the build-up of implicit adaptation35,142, as the use of strategies would
decrease the performance errors that could drive implicit adaptation. However, this idea is also at odds with the
conclusion made by Mazzoni and Krakauer 200620 that implicit adaptation proceeds independently of strategy,
and with Krakauer 200919, which later interpreted this independence to mean that implicit adaptation are
purely driven by sensory prediction errors, rather than performance errors.
The idea that implicit learning is driven by sensory-prediction error is based on Mazzoni and Krakauer’s clear
result that implicit adaptation proceeds even without performance error to drive it. However, it is important to
note that the stronger conclusion that implicit adaptation proceeds independently of strategy and thus is purely
driven by sensory-prediction errors is based on a null result. In particular, they found initial learning rates
between two groups of participants to be not significantly different: one group of participants who were
provided with a strategy, which would eliminate performance errors but allow sensory-prediction errors to
persist, and another group of participants who were not provided with a strategy, which would allow both
sensory-prediction errors and performance errors to be present to drive adaptation. In fact, the non-strategy
group displayed initial learning that was nominally faster than that of the strategy group (34.9% vs 30.4%),
with statistics (p=0.223) that are consistent with a 95% confidence interval that includes a 25% higher initial
learning rate for the non-strategy group. Thus, those results are consistent with the absence of performance
error-driven implicit learning but are also consistent with performance error-driven implicit learning that is
25% as high as the sensory-prediction error-driven implicit learning they observed.
Furthermore, late learning was found to be substantially and significantly larger for the non-strategy group
than the strategy group (65% difference with p<0.005). The authors suggested that this large difference in late
learning they observed may be due to participants altering their strategies late in training, due to systematically
worsening accuracy they experienced in the task as adaptation proceeded. But because strategy levels were not
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measured in these participants, it is unclear to what extent late changes in strategies might account for the
difference in late learning that was observed. Thus a large fraction of the difference in late adaptation observed
between the strategy and non-strategy groups may be due to performance error-driven implicit learning. This
raises the possibility that implicit learning is in fact driven both by sensory-prediction errors and performance
errors, consistent with our present results that implicit learning responds to strategy.
A host of recent studies have presented converging evidence that points to multiple adaptive processes that
contribute to motor adaptation7,12,38,157,158. Although little is known about the specific error signals that drive
these different processes, an intriguing possibility is that distinct components of implicit learning are driven
separately by performance errors and sensory-prediction errors.
3.5.2

Interference between explicit and implicit processes in motor skill learning

An important idea in motor skill learning research is that motor learning proceeds progressively from a
predominantly explicit state to a predominantly implicit one as the learner develops from novice to expert159,160.
Interestingly, instructing subjects to explicitly attend to components of a task via verbalization, which would
promote the use of explicit strategies, improves performance at novice stages where learning is largely explicit,
but impairs performance at expert stages where learning is largely implicit161–164. That novice performance is
improved by verbalization is in line with our results and other work showing that strategy is capable of rapid
learning33,36 and able to adapt to rapidly changing, high-frequency perturbations (Fig. 3a), allowing it to be
helpful during initial stages of learning where it can boost overall performance when this overall performance
is far from the ideal level. Moreover, the finding that expert performance is impaired by verbalization is in line
with our current results showing that strategy, with its low fidelity, is susceptible to large levels of noise. This
can make the overuse of strategy detrimental during late stages of learning, where overall performance is close
to the ideal level and thus achieving precision in performance is a dominant factor in determining error. High
levels of noise emanating from a heavy reliance on strategy can make precision in overall performance
difficult to achieve.
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Interestingly, the impairment observed at expert stages occurs not only when performance is tested
concurrently during the verbalization161–163, but also when tested later, without verbalization164; this persistent
effect suggests that promoting explicit strategies may interfere with the memory of implicit motor learning. In
line with this idea, some motor adaptation studies have found that implicit learning is attenuated by the use of
explicit strategies35,142. In the current study, we find that implicit learning is attenuated by explicit strategy on
an individual participant level, with a strong negative inter-individual correlation between the amounts of
implicit learning and strategic learning at perturbation-driven frequencies (Fig. 3e, r=-0.98), meaning that
individuals with higher perturbation-driven implicit learning display systematically lower levels of strategic
learning, and vice versa. These behavioral findings are consistent with other work showing that the neural
systems underlying explicit and implicit processes may competitively interact165,166: For example, lesions to
medial temporal lobe structures, which support explicit declarative memory, can in fact improve implicit
procedural learning166–168, which largely depends on other brain regions including the basal ganglia166,169,170,
motor cortical areas171,172, and the cerebellum8,39,43,44. The current study extends the current understanding of
the interference between explicit and implicit processes in motor learning by showing that erratic fluctuations
in explicit strategy are systematically compensated for by adaptive changes in implicit learning to improve the
reliability of the overall motor output.
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Chapter 4

Motor working memory learns from task error whereas

temporally stable implicit memories learn from sensory-prediction error

4.1

Summary

Motor adaptation is largely driven by error signals. However, two types of errors have been hypothesized
to drive learning: errors between actual and intended task performance, and sensory-prediction errors
(SPE), the difference between actual and predicted sensory consequences of a motor command. A key
insight in dissociating these errors, based on previous work, is that explicit strategy will affect
performance errors rather than SPEs, making SPE-driven learning independent of explicit strategy. Here
we dissect implicit adaptation into components based on temporal stability, in a paradigm that measures
how explicit strategy and implicit learning evolve during training. We discover a striking dichotomy
where temporally-stable implicit adaptation is independent of explicit strategy, but temporally-labile
implicit adaptation strongly depends on it. These findings indicate that SPEs drive temporally-stable
implicit memory, whereas task performance errors drive a temporally-labile implicit motor working
memory, revising the current thinking that implicit adaptation is generally driven by SPEs.
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4.2

Introduction

The human motor system adapts its movements in response to systematic perturbations from our bodies
(e.g. muscle fatigue, injury, development) or the environment (e.g. manipulating objects or interacting
with others). This process, known as motor adaptation, is generally thought to be critical in maintaining
proper execution of movements 4–6. Motor adaptation is thought to be driven by motor error signals, as it
systematically responds to errors on a trial-by-trial basis 6,173–175. Two error signals that have been posited
to play key roles in motor adaptation are task performance error, the difference between actual and
intended task performance, and sensory-prediction error (SPE), the difference between actual and
predicted sensory consequences of a motor command. In particular, these error signals may play key
roles in training internal models: SPEs have been theorized to drive forward models, which map motor
commands to predicted outcomes, whereas performance errors have been theorized to drive inverse
models, which map desired outcomes to motor commands. This is because these error signals should
encapsulate the information necessary to compare a feature of the internal model (either input or output)
with the actual, observed outcome 176. However, little evidence exists regarding the relative contributions
and precise roles of these error signals.
Mazzoni and Krakauer (2006) provided a seminal insight into this question by showing that implicit
adaptation can proceed even when performance errors are removed, but SPEs are allowed to persist. In
this study, task performance errors were eliminated in a visuomotor rotation task, in which participants
moved a cursor to on-screen targets while cursor motion was systematically rotated from hand motion.
This was done by having participants employ an aiming strategy that would fully compensate for the
visuomotor rotation, immediately enabling ideal performance from the onset of training. In particular,
each participant was instructed to aim his or her hand towards a marker that was positioned such that the
imposed rotation between hand and cursor would bring the cursor to the target. In contrast to performance
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errors, SPEs would be preserved in this task because strategy use would not affect how the low-level
sensory predictions relate to the actual motion 5,19,20,34,140,177–179. The results showed that despite the lack of
a performance error to drive adaptation at the onset of training, participants systematically adapted their
hand motion in a direction that would reduce the initial SPE, even though this led to an overshoot of ideal
performance that grew larger and larger over trials. Based on these results, Mazzoni and Krakauer
concluded that implicit adaptation proceeds even when performance errors are not present, and a later
review 19 attributed the implicit adaptation to be driven by the SPEs that were preserved in the task. It was
further argued 19 that implicit adaptation is driven purely by SPEs rather than performance errors, because
when Mazzoni and Krakauer trained another group of participants who were not provided with a strategy
20

, allowing performance errors to be present alongside SPEs, they found a similar initial rate of learning.

Although the argument that implicit adaptation is purely SPE-driven is based on a negative result (similar
initial rate of learning with and without strategy), a number of studies have assumed this to be proven
5,19,33,157,178–183

. Although Mazzoni and Krakauer indeed did not find a significant difference between the

initial time courses of the strategy and non-strategy groups, the non-strategy group displayed nominally
faster initial learning than the strategy group (34.9% vs 30.4%), and the statistics reported (p=0.223) are
consistent with a 95% confidence interval that includes a 25% higher initial learning rate for the nonstrategy group. Thus, those results are consistent with the absence of performance error-driven implicit
learning but also with performance error-driven implicit learning that is 25% as high as SPE-driven
implicit learning.
In fact, contrary to the assertion that performance errors do not drive implicit adaptation, late learning was
found to be 65% larger for the non-strategy group than the strategy group (p<0.005). The authors
suggested that the large difference in late learning they observed may be due to the emergence of altered
strategies late in training. In particular, participants in the strategy group may have searched for
alternative strategies late in training due to systematically worsening accuracy in the task as adaptation
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proceeded. However, because strategy levels were not measured, it is unclear to what extent the altered
strategies might account for the 65% difference in late learning that was observed. It is thus possible that
a large fraction of the difference in late adaptation observed between the strategy and non-strategy groups
was due to performance error-driven implicit learning. Given the wealth of recent evidence that motor
adaptation is comprised of multiple adaptive processes 7,12,38,157,158, an intriguing possibility is that distinct
components of implicit learning are driven differentially by performance errors and SPEs.
To understand how implicit adaptation is driven by SPEs vs performance errors, we more closely examine
whether implicit learning truly is insensitive to strategy levels. To do so, we investigate how implicit
learning depends on strategy, like Mazzoni and Krakauer, but here we instead allow participants to freely
choose strategy levels rather than having just the extremal conditions of full or no strategy. Critically, we
decompose implicit learning into separate components based on their temporal stability to determine
whether these components respond differently to SPEs vs performance errors. We find that temporallylabile and temporally-stable implicit learning respond to different types of error signals, with temporallylabile implicit learning driven by performance errors and temporally-stable implicit learning driven by
SPEs.
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4.3

Methods

4.3.1

Participants

48 participants (16 male, 47 right-handed, mean age 23.9 years), took part in the aiming-based
visuomotor rotation experiment of Fig. 2A. 10 participants (4 male, 8 right-handed, mean age 26 years)
took part in the gradual visuomotor rotation experiment (Fig. 2E). Participants were naïve to the purpose
of the experiments, had no known neurological conditions, and gave written informed consent, consistent
with the policies of the Institutional Review Boards for Harvard University.
4.3.2

Apparatus

Participants sat facing a 120 Hz, 23-inch LCD monitor, mounted horizontally at shoulder level, that
displayed visual cues during the experiment. Underneath this monitor and hidden from their view,
participants grasped a foam handle (cylindrical with 25 mm diameter) that encased a digital stylus, and
performed movements by sliding it atop a digitizing tablet (Intuos 3 from Wacom) that recorded hand
position at 200 Hz with 0.005 mm resolution. The bottom of the foam handle was lined with Teflon tape
to allow it to slide smoothly over the tablet surface. Participants were positioned such that their midlines
were aligned with the middle of the monitor and tablet surface. Software for running the experiment was
designed using the Psychophysics Toolbox in MATLAB R2010a.
4.3.3

Experimental protocol

Targets and cursor feedback
Participants performed rapid 9cm point-to-point reaching arm movements with their dominant hand,
executed at peak speeds of 34.8±9.3cm/sec (mean±stdv across participants). These movements were

92

made from a center starting location to 19 different target locations, spaced 15 degrees apart from -120 to
120 degrees. The starting location was denoted by circle with diameter of 5 mm denoted by an ‘S’ (which
stood for ‘Start’), and each target was a circle with 10mm diameter. Additionally, cursor feedback of hand
location, when given, was displayed as a circle with 2.5 mm diameter. On some trials this cursor
feedback was withheld on both the outward movement and the subsequent inward return movement, after
which the cursor feedback was restored within a small radius (7.6mm) of the center target so that the next
outward movement from the center could be initiated from its proper starting location.
Aiming marker
Participants were instructed to aim their movement toward an aiming marker, which was displayed as a
small red ring with 10cm diameter (same size as the targets). This aiming marker was constrained to lie
anywhere along a large 9cm radius ring (distance from the start position to the target) centered at the hand
starting location such that it intersected all possible target locations. Participants positioned the aiming
marker by pressing arrow keys on a keypad using the non-dominant hand; on each trial, this occurred
prior to the reaching movement. Participants were instructed to position this aiming marker to help them
aim in the direction that would facilitate accurate movement of the cursor to the target.
Jitter in target position
During the training periods, the location of the cursor target was shifted by a small, random angle on each
trial so that participants needed to actively reconsider their aim on each trial to maintain their performance,
allowing us to assess whether participants were actively considering the aim point they reported, rather
than ignoring it. Specifically, the angular displacements to the cursor target location on each trial were
distributed as white noise centered at the original location (0°) with 3° amplitude, an amount that, while
clearly noticeable to participants, exhibits little practical effect on adaptation rate. This is because
visuomotor rotation learning is known to generalize widely to different target directions, in comparison to
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the extent of these cursor target displacements, with an approximately Gaussian shape of 30 degree width
11,17

.

Baseline period
The experiment started with the baseline period, which consisted of three types of baseline blocks. The
first was a familiarization baseline block, which familiarized participants with the basic experimental
setup. This block was 50 trials long and presented participants with no aiming marker: only the starting
location, target, and cursor, which presented veridical feedback of hand position. In this block, the target
was always presented at the 0° direction (up).
The familiarization block was followed by 2 fixed-aiming baseline blocks, each 50 trials long. In these
fixed-aiming baseline blocks, participants were additionally presented with an aiming marker. The
position of this aiming marker was predetermined by the experimenters. These blocks familiarized
participants with the presence of an aiming marker and the process of aiming for it. Here, targets appeared
at different directions for each trial, from -90° and 90°, every 30°. For the majority of trials in these
blocks, participants were presented with cursor feedback that veridically displayed hand position, and
thus the aiming marker was placed directly on top of the target on these trials to facilitate accurate cursor
motion toward the target. However, on occasional trials (1 every 5), cursor feedback of the hand direction
was rotated by 30° (50% of these trials in the clockwise direction and 50% in the counter-clockwise
direction for each participant, presented in pseudorandom order). Thus the aiming marker was
correspondingly displaced from the target location by 30° on these trials, so that aiming for the aiming
marker would facilitate accurate cursor movement toward the target on these trials as well. These rotation
trials familiarized participants with the procedure of aiming for an aiming marker even when it does not
overlap with the target. Note that any learning resulting from these isolated rotation trials are immediately
washed away by many non-rotation trials following it.
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The baseline period concluded with a variable-aiming baseline block of 50 trials that familiarized
participants with the procedure of positioning the aiming marker for themselves The cursor veridically
displayed hand position on these trials. Like for the previous block, targets appeared at different
directions for each trial, from -90° and 90° every 30°; however, the position of the aiming marker was not
fixed, and could be adjusted by the participant by a set of arrow keys that the participants manipulated
with the non-dominant hand.
Training periods
In the 2 training periods, which lasted 300 trials long in total (150 trials each), participants were presented
with only a single target direction at 0° (with small variations in angle due to the jitter added). Cursor
feedback displayed veridical hand position for the first 10 trials of the first training period, and then was
rotated by 30° for the remaining trials across both training periods (either in the clockwise or counterclockwise direction, balanced across participants: 24 participants on clockwise, 24 participants on
counter-clockwise). In the manner of Mazzoni and Krakauer 20, the first 2 rotation trials of the first
training period (data which is not shown) presented an aiming marker that was fixed in the ideal location
(rotated by 30°), positioned such that aiming for it would facilitate accurate cursor motion toward the
target (similar to the rotation trials in the fixed-aiming baseline blocks). For subsequent training trials,
participants were free to adjust the aiming marker in any direction they thought would facilitate accurate
cursor movement toward the target (similar to trials in the variable-aiming baseline blocks).
Probe periods
Each probe period consisted of a pair of two types of probe blocks: a non-aiming probe block and an
aiming probe block, both which provided participants with no visual cursor feedback of their movements.
The aiming probe blocks, which were each 57 trials long, provided participants with both a cursor target
and an adjustable aiming marker to report their aim point, like during the training blocks, , allowing us to
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measure strategy, implicit learning, and combined learning (see section: Calculating strategy, implicit
learning, and combined learning). Here, participants were instructed, as they had been during the training
blocks, to position the aiming marker themselves and perform aimed reaching movements to move their
cursor to the target. Targets were presented at 1 of 19 different directions (from -120° to 120° every 15°).
3 trials were presented for each direction, where different directions were presented in random sequence.
The non-aiming probe blocks, which were also each 57 trials long, in contrast fixed participants’ aim
points, allowing us to measure implicit learning in isolation from measurements of strategy (see section:
Calculating strategy, implicit learning, and combined learning). In these blocks, participants were shown
fixed-position aiming markers but no targets, and were instructed to perform reaching movements aimed
at these fixed-position aiming markers. In these non-aiming probe blocks, the aiming markers were fixed
at 1 of 19 different directions (from -120° to 120° every 15°), where directions were presented in random
sequence, for 3 trials per direction. Although the cursor was invisible to them during both types of probe
blocks, participants were told that this cursor was visible to the experimenter on the experimenter’s
separate screen.
These probe periods (each containing an aiming and non-aiming probe block) were presented at three
different times throughout the experiment: (1) following the baseline period but preceding the first
training period, (2) following the first training period but preceding the second training period, and (3)
after the second, and final, training period. To eliminate potential biases that might occur from
systematically presenting aiming or non-aiming probe blocks first, we balanced the order of presentation
across participants, such that one group (24 participants) received the sequence of Non-aiming Aiming
(after baseline), Aiming  Non-aiming (after first training period), Non-aiming  Aiming (after second
training period), and the other group (also 24 participants) received the sequence of Aiming  Nonaiming (after baseline), Non-aiming  Aiming (after first training period), Aiming  Non-aiming (after
second training period).
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Rest Breaks
Each of the two training periods was followed by a 1-minute rest break (orange regions in Fig. 2A), which
was then followed by a probe period. These rest breaks were designed to eliminate temporally-labile
components of learning. As previous work has shown that temporally-labile learning decays with a time
constant of 15-20 seconds 7,38, these 1-minute breaks, corresponding to 3-4 time constants, would
essentially eliminate temporally-labile learning. These rest breaks allows the remaining temporally-stable
learning to be measured during the subsequent probe period (Fig. 2A, gray sections)
Gradual visuomotor rotation experiment
The gradual visuomotor rotation experiment was designed to train participants on a visuomotor rotation
while keeping them unaware that their cursor had been rotated. Unlike the experiment of Fig. 2A,
participants were presented with no aiming marker and were not informed about the visuomotor rotation.
This experiment began with an extended baseline period of about 500 trials across 19 movement
directions (-135° to 135°, in 15° increments). This period consisted of both trials with veridical cursor
feedback and trials with no visual cursor feedback. Following this baseline period, participants were
exposed to a training period that presented only the 0° target (upward), in which cursor feedback was
gradually rotated from 0° to 30° over the course of a 425 trial period. The sign of this rotation (clockwise
vs counter-clockwise) was balanced across participants.
To ensure that participants would not experience large errors, which might cause awareness of the
rotation, the size of this visuomotor rotation was carefully increased in small steps of 1/6 of a degree per
trial (Fig. 2E). However, as blocks of trials (each approximately 140 trials),were separated by rest breaks
to prevent fatigue, the decay of labile learning over these breaks could cause large errors in performance
immediately following the breaks, if the size of the visuomotor rotation were to continue to increase in an
uninterrupted fashion across the breaks. To accommodate this decay of learning, the size of the
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visuomotor rotation was brought down by about 40% at the beginning of each block after a break, as
shown in Fig. 2E, so that the post-break errors would be kept minimal. The appropriate size of this drop
was determined beforehand based on pilot data.
At the end of the experiment, participants completed a survey that assessed their awareness of the
visuomotor rotation. In this survey, participants were asked to indicate any irregularities they noticed in
the experiment, or in their cursor feedback. Furthermore, they were asked to draw the trajectory of their
hand motion, as well as the trajectory of the hand motion required to achieve successful task performance.
No participant noted any cognitive awareness of the rotation or irregularities in the experiment and cursor
feedback; all participants drew non-rotated hand trajectories, which indicated that they were unaware that
their cursor motion had been rotated.
4.3.4

Analysis

Calculating hand direction
The data presented are taken from outward movements initiated from the center starting location; return
movements back to the center were not analyzed. For each movement, we calculated the hand direction
as the angle formed between hand positions at 2cm and 6cm away from the starting location of the hand
(out of the 9cm of the full movement). Note that because these were rapid movements, with peak
velocities of 34.8±9.3cm/sec (mean±stdv across participants), these 2cm and 6cm points roughly
correspond to 100ms and 300ms after onset of movement.
Calculating strategy, implicit learning, and combined learning
Strategy was operationally defined as the angle between the aiming direction and the target direction (Fig.
1, double-sided blue arrow). Implicit learning was calculated as the difference between aiming direction
and hand direction (Fig. 1, double-sided red arrow). This paradigm thus allowed us to decompose the
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combined learning (Fig. 1, double-sided purple arrow), which corresponds to the difference between hand
direction and target direction, into strategy versus implicit learning components. Note that for the nonaiming probe blocks, which presented an aiming marker but not a target, strategy and combined learning
are ill-defined according to the operational definitions above and were thus not measured. Therefore only
implicit learning was measured in the non-aiming probe blocks, whereas implicit learning, strategy, and
combined learning were measured in the training blocks and aiming probe blocks.
Calculating asymptotic levels and trial-to-trial variability of strategy, implicit learning, and combined
learning
Asymptotic levels of strategy, implicit learning, and combined learning (which we also call pre-break
learning) for the main experiment of Fig. 2A-B were calculated based on the late training period, which
we defined as the last 50 trials of the first training period and the last 100 trials of the second training
period, where learning appeared to have reached a steady state (Fig. 2B). Note, however, that asymptotic
strategy was calculated as the mean strategy over the even-numbered trials in the late training period,
whereas asymptotic implicit learning and asymptotic combined learning was calculated as the mean
implicit learning and mean combined learning over the odd-numbered trials in the late training period. For
the gradual VMR experiment shown in Fig. 2F, asymptotic adaptation was calculated as the mean
adaptation over the last 50 trials of the experiment, during which the rotation was maintained at the full
level and participants appeared to have reached a steady state.
We performed the calculation of asymptotic levels over interleaved trials in the main experiment of Fig.
2A-B to avoid spurious correlations that could occur between asymptotic strategy and asymptotic implicit
learning. These spurious correlations can occur because implicit learning is calculated by directly
subtracting strategy from combined learning for each trial during the training period (Fig.1), allowing
measurement noise corrupting strategy on a particular trial to also appear in the implicit learning
calculated on that same trial. This shared measurement noise would have the same magnitude but
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opposite sign for strategy and implicit learning. Thus, if the same trials are used to calculate both
asymptotic strategy and asymptotic implicit learning, then the shared measurement noise will cause a
spurious negative correlation between them, which we would observe, for example, in Fig. 2C. Thus, we
calculated the asymptotic strategy over trials distinct from the trials used to calculate asymptotic implicit
learning, so that the measurement noise would be independent across asymptotic strategy and asymptotic
implicit learning. Similarly, we calculated asymptotic combined learning as the mean combined learning
taken over all odd-numbered trials during the late training period, in order to examine combined learning
as a function of strategy levels without potential biases in correlation induced by shared measurement
noise. Furthermore, because we performed baseline subtraction on asymptotic learning levels to eliminate
potential biases present in participants’ baseline states, we executed the same procedure when calculating
baseline levels for strategy, implicit learning, and combined learning: Even-numbered baseline trials were
used for baseline-subtracting strategy, and odd-numbered baseline trials were used for baselinesubtracting implicit learning and combined learning. This was done because trial-to-trial measurement
noise during baseline, per similar logic, would also induce spurious correlations if overlapping trials are
used between strategy and implicit learning baseline subtraction, as well as between strategy and
combined learning baseline subtraction. This procedure of using non-overlapping sets of trials (across
pairs of quantities to be examined for their correlation) ensures that the trends shown in Fig. 2C, 4B, 4C,
4H, 4J, 4K cannot be driven simply by trial-to-trial measurement noise. Trial-to-trial variability for
implicit learning, strategy, and combined learning (Fig. 2D), for consistency, were calculated as the
standard deviation taken over the same sets of trials used to calculate the asymptotic learning levels.
Calculating pre-break, temporally-stable, and temporally-labile learning
Pre-break strategy, implicit learning, and combined learning (shown in Fig. 3A, 3B, 3C, 4A, 4B, 4C, 4H)
are synonymous with asymptotic strategy, implicit learning, and combined learning (shown in the
histograms of Fig. 2B, and 2C), which are described in detail above (see section: Calculating asymptotic
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levels and trial-to-trial variability of strategy, implicit learning, and combined learning). These were
renamed for Fig. 3 and 4 to match the context of examining their temporally-labile and temporally-stable
components with them side-by-side. In contrast, the term ‘asymptotic learning’ was used for Fig. 2 as it
more appropriately fits the context of examining the learning curves.
Temporally-stable strategy, implicit learning, and combined learning (shown in Fig. 3 and Fig. 4) was
calculated from the data collected during the post-training probe periods following the rest breaks (Fig.
2A). Because temporally-labile adaptation has been observed to decay with a time constant of 15-20
seconds 7,38, these 1-minute breaks would essentially eliminate temporally-labile learning, allowing us to
subsequently measure the temporally-stable learning that remains. Temporally-stable learning was
measured at 19 different target directions from -135° to 135°, every 15°, and was baseline subtracted for
each target direction, using data from the pre-training probe period, to eliminate potential biases present
in baseline performance. Note that stable implicit learning was measured in two ways, via the two types
of probe blocks: the aiming probe blocks, which provided measurements of strategy, implicit learning,
and combined learning simultaneously, and the non-aiming probe blocks, provided measurements of only
implicit learning (see section: Probe periods).
Because pre-break learning was measured only at the trained direction, we estimated the temporallystable learning at the trained direction to allow for an apples-to-apples comparison between the two in Fig.
3A-C and Fig. 4A-C. To most reliably estimate the temporally-stable learning at the trained direction, we
incorporated not only the temporally-stable learning measured at the trained direction, but also the
temporally-stable learning measured at the other target directions. In particular, because implicit learning
and combined learning generalize locally (Fig. 3E, 3F, 3G) we estimated the temporally-stable learning at
the training direction based on parameters of Gaussian fits to individual participant generalization data
(see next section: Fitting temporally-stable generalization patterns with Gaussian models). Additionally,
because implicit learning was measured separately for the aiming and non-aiming probe blocks, we
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averaged the Gaussian estimates obtained from these blocks to obtain a more accurate estimate of
individual stable implicit learning at the trained direction. Note that the implicit learning measured is
systematically lower for the non-aiming probe blocks than for the aiming probe blocks (t(43)=4.5,
p<0.01), perhaps due to a difference in context; however, the difference between these measurements is
minor, with about 14% difference between mean estimates from the aiming probe block vs non-aiming
probe block (14.9° vs 12.7°, respectively). This difference, furthermore, does not vary systematically with
strategy levels. When we performed a regression of the difference in measurements of implicit learning
onto pre-break strategy, we found no relationship, with a low R2 of less than 0.01 (F(1, 42)=0.20, p=0.66),
signifying no interaction of probe block type with strategy. Combining the two measurements of stable
implicit learning thus does not systematically affect the results in Fig. 4B, 4I, 4J, 4K, where stable and
labile implicit learning are examined as a function of strategy.
Because strategy generalizes broadly but not locally across target directions (Fig. 3D), well-characterized
simply as a constant offset across all target directions (see next section: Fitting temporally-stable
generalization patterns with Gaussian models), we estimated the temporally-stable strategy at the training
direction by averaging strategy across all tested target directions, rather than by using Gaussian fits.
Finally, the temporally-labile component of strategy, implicit learning, and combined learning was
calculated simply by calculating the difference between the pre-break learning and the temporally-stable
learning estimated at the trained direction based on the Gaussian model parameter estimates described
above.
Fitting temporally-stable generalization patterns with Gaussian models
We used a Gaussian plus offset model to characterize participants’ temporally-stable generalization across
target directions:
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𝑧𝑧(𝜃𝜃) = 𝑐𝑐 + 𝑘𝑘 ⋅ 𝑒𝑒

(𝜃𝜃− 𝜃𝜃0 )2
2𝜎𝜎 2

This equation describes the amount of generalization, 𝑧𝑧, as a function of 𝜃𝜃, the target direction. 𝜃𝜃0 is the
center of the generalization function, 𝜎𝜎 is the width, and 𝑘𝑘 modulates the height of the peak. The

Gaussian portion of this model is in line with several previous studies of generalization 184–186 and the
offset, 𝑐𝑐, is clearly visible in our data (Fig. 3D-G). The size of this offset term can be used to characterize

broad generalization, and the size of the local Gaussian tuning, 𝑘𝑘, can be used to characterize narrow

generalization. We used this model for both the analysis of the generalization features of the populationaveraged data and also to estimate temporally-stable learning at the trained direction for individual
participants.
In order to assess the extent to which strategic, implicit, and combined learning generalizes locally, we fit
Gaussian generalization functions to the population-averaged generalization patterns. We used a Gaussian
model with 3 free parameters: a width, peak height, and offset. The centers of these Gaussians were fixed
at the training direction (0°). We assessed whether the Gaussian fits significantly explained variance in
the data over the null model (1 free parameter: just the global offset 𝑐𝑐) using nested model comparisons,
which employ F-tests. To obtain confidence intervals on the fitted parameter values, we performed a

nonparametric bootstrap analysis. In this analysis, we resampled participants with replacement to obtain
1000 bootstrap samples (each with 48 participants). For each bootstrap sample, we calculated the average
strategic, implicit (for both aiming and non-aiming probe blocks), and combined learning generalization
patterns and fit these with Gaussian models. This yielded a distribution over the Gaussian parameters, and
we calculated percentiles from this distribution to compute confidence intervals. As a result, the 95%
confidence intervals for the offset parameter were: [5.96, 10.28], [1.95, 3.08], [1.92, 2.77], [8.44, 12.80]
for strategic, implicit (aiming probe blocks), implicit (non-aiming probe blocks), and combined learning.
The corresponding 95% confidence intervals for the peak height parameter were: [-0.07, 0.54], [11.1,
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13.7], [9.33, 11.3], [11.3, 14.0], and the corresponding 95% confidence intervals for the width parameter
were: [0.4, 138], [26.4, 33.0], [29.4, 36.2], [26.2, 33.6].
To estimate the temporally-stable learning at the training direction for individual participants, we fit
individual generalization patterns with Gaussian generalization functions and used the height of the
Gaussian peak from zero. Individual generalization patterns were fit by Gaussian functions with 2
parameters, an offset and peak height, as we fixed the Gaussian to be centered at the training direction
(like we did for the fit of the population-averaged data) and also the Gaussian width of each individual fit
to be the width of the population fit, to restrain the number of free parameters available for fitting the data.
These fixed widths were σ=29.8°, 32.7°, 29.9°, for implicit learning measured in the aiming probe block,
implicit learning measured in the non-aiming probe block, and combined learning, respectively. To
calculate the height of the Gaussian peak from zero, we added the offset and peak height parameters. We
used this sum as our estimate for the temporally-stable learning at the training direction. Individual
strategy generalization patterns were not fit by Gaussian functions since there was no evidence for local
generalization in the population-averaged strategy data (Fig. 3A). Like for the population Gaussian
generalization fits, we assessed significance of the individual Gaussian fits using F-tests. This led us to
omit data from 3 participants, as they did not demonstrate significant fits (p>0.05) for implicit
generalization in either the aiming or non-aiming probe block, indicating especially noisy data and
unreliable parameter estimates. The average R2s across participants for implicit Gaussian generalization
fits were 0.36 and 0.31 for the aiming and non-aiming probe blocks respectively, and the omitted subjects
had generalization functions with R2=0.00, 0.00, 0.03.
Calculation of statistical tests
One-sample Student t-tests were performed to determine whether the correlation between trial-to-trial
changes in target angle (due to jitter) and trial-to-trial changes in aiming angle during training was
significantly different from zero. These significance tests were performed separately for each participant.
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Additionally, a paired Student t-test was performed across the entire population (excluding a single
participant with unreliable aiming data who displayed weak sensitivity of aiming adjustments to target
angle changes) to determine whether the correlation between trial-to-trial changes in target angle and
trial-to-trial changes in aiming angle was systematically greater than the correlation between trial-to-trial
changes in target angle and trial-to-trial changes in hand angle.
To determine whether the standard deviations of asymptotic strategy and implicit learning were greater
than that of combined learning, we performed a bootstrap test, in which we resampled 47 participants
with replacement (out of the 47 valid participants) 1000 times to form 1000 bootstrap samples. For each
bootstrap sample, we computed the standard deviation of participants’ asymptotic strategy, implicit
learning, and combined learning. We calculated p-values as the fraction of times that the standard
deviation of asymptotic strategy and implicit learning were each smaller than that of combined learning
across these bootstrap samples. Empirical 95% confidence intervals calculated from these bootstrap
samples are displayed as the errorbars in the inset bar graph in Fig. 2A. An analogous bootstrap
procedure was performed to determine whether the standard deviation of asymptotic implicit learning in
the gradual learning experiment (Fig. 2E) was significantly smaller than the standard deviation of
asymptotic implicit and combined learning in the aiming-based learning experiment (Fig. 2A, 2B). Here,
we resampled the 10 participants of the gradual visuomotor rotation experiment 1000 times with
replacement to form 1000 bootstrap samples. For each bootstrap sample, we computed the standard
deviation of participants’ asymptotic learning, and calculated the p-value as the fraction of times that
these standard deviations were greater than the standard deviations calculated for the 1000 bootstrapped
samples taken from the aiming-based learning experiment.
One-sample, one-sided Student t-tests were performed to determine whether correlations were
significantly greater than zero between trial-to-trial variability in strategy and asymptotic strategy,
between trial-to-trial variability in implicit learning and asymptotic implicit learning, and between trial-
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to-trial variability in implicit learning and asymptotic strategy (Fig. 2D). These t-tests were one-sided to
test for a positive relationship, in line with signal-dependent noise.
One-sample Student t-tests were used to determine whether the following values were significantly
greater than zero: temporally-stable learning at the trained direction and temporally-labile learning for
strategy, implicit learning, and combined learning. One-sample Student t-tests were also used to assess
whether the fall off was significantly greater than zero for generalization from the training direction to
peripheral directions for strategy and implicit learning, for the aiming and non-aiming-probe blocks
separately. Furthermore, a paired Student t-test was used to compare the fall off for implicit learning vs
strategy, as well as to compare the amount of broad generalization for implicit learning vs strategy.
One-sample student t-tests were used to determine whether broad implicit generalization was significantly
greater than zero for the aiming and non-aiming probe data, separately. Paired Student t-tests were used to
compare the amount of local Gaussian generalization between strategy and implicit learning. One-sample
student t-tests were used to assess whether the amount of local Gaussian generalization for strategy was
significantly greater than zero. A 1-way ANOVA was used to assess the effect of strategy group on
temporally-stable (at the trained direction) and temporally-labile implicit learning. 2-way ANOVAs were
used to assess the effect of target direction and strategy group on the temporally-stable implicit learning
for aiming and non-aiming probe blocks. A 1-way ANOVA was used to determine whether there was any
difference between implicit learning measured in the aiming probe blocks and non-aiming probe blocks.
One-sample Student t-tests were used to assess whether the slope between stable implicit learning and
strategy was greater than zero.
Bootstrap tests, analogous to the ones used above for comparing standard deviations across groups, were
used to compare the difference between low and high strategy groups for pre-break implicit learning,
stable implicit learning, and labile implicit learning, the difference in slope with respect to strategy levels
for stable implicit learning vs pre-break implicit learning, and the difference in slope with respect to
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strategy levels for stable implicit learning vs labile implicit learning. A one-sample Student t-test to assess
whether labile implicit learning was different than zero and whether combined stable learning was
different than 30, for the high strategy group.
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4.4

Results

To understand the error signals that drive different components of motor adaptation, we dissect strategic
and implicit learning into components based on temporal stability. We design an aiming-based
visuomotor rotation task that measures how strategic and implicit learning evolve during training 33,36,187.
This task allows us to examine how strategic and implicit learning cooperate as training proceeds from
one trial to the next. We begin by examining implicit learning for participants who employed different
levels of strategy to elucidate how strategy and implicit learning interact. We then decompose strategic
and implicit motor memories into temporally-stable and temporally-labile components based on the
ability of these memories to survive short 1-minute rest breaks. Based on this decomposition, we assess
the strengths of the stable and labile components of strategic and implicit learning, how strategic and
implicit learning generalize across different target directions, and how temporally-labile and temporallystable implicit learning depend on the level of strategy, in order to understand the extent to which
different components of implicit learning are driven by performance errors vs SPEs.
4.4.1

Aiming-based visuomotor rotation task dissects learning into strategic and implicit learning

components
We trained 48 participants on a version of a visuomotor rotation task that allowed us to measure how the
strategic and implicit components of motor adaptation evolve from trial-to-trial. Like that of Mazzoni and
Krakauer 20, our paradigm provided an aiming marker to allow participants to employ an aiming strategy
in the task. However, whereas Mazzoni and Krakauer fixed the position of the aiming marker and thus
constrained the strategy that participants employed, we instead provided participants with a free choice of
aiming strategies 33,36. Before each movement, participants positioned a marker on a computer screen at
the aim point that they thought
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Figure 4-1: The aiming-based visuomotor rotation task decomposes learning into implicit and strategy
components. Before reaching on each trial, participants first declared an aiming direction by adjusting the
position of an aiming marker (blue solid dot) using a keypad with their non-dominant hand. Strategy (blue
double-headed arrow) was operationally calculated as the difference between the aiming direction (blue dashed
line) and cursor target direction (black dashed line). Implicit learning (red double-headed arrow) was operationally
calculated as the difference between the hand motion direction (purple arrow) and aiming direction (blue dashed
line). Thus, the sum of strategy and implicit learning make up the combined learning on each trial (purple doubleheaded arrow), which is operationally calculated as the difference between the hand motion direction (purple
arrow) and cursor target direction (black dashed line).
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would facilitate accurate movement of the cursor to the target. This gave participants a visual guide for
aiming, and allowed us to record the aim point for each trial to measure strategy, operationally defined as
the angle between the aiming direction and the target direction (Fig. 1, double-sided blue arrow). We
operationally measured implicit learning as the difference between the direction of aiming and the
direction of hand motion (Fig. 1, double-sided red arrow). This paradigm thus allowed us to decompose
the combined learning (Fig. 1, double-sided purple arrow), which corresponds to the difference between
hand motion and the target direction, into strategic versus implicit components.
To ensure that the participants faithfully made aiming endpoint selections that were, throughout the
course of the experiment, in line with accurately reaching the target, we added a small amount of jitter
(σ=3°) to the target location from one trial to the next (see Methods). Addition of this jitter allowed us to
check whether each participant was positioning the aiming marker in a way that took target location into
account. The size of this jitter, however, was small enough that participants would fully generalize their
learning from one jittered target location to another, such that the changes in target location was not in
effect causing different tasks from trial-to-trial. We found that participants’ aiming was accounting for the
target location for 47 out of the 48 participants studied, who displayed a correlation coefficient of
0.70±0.02 (95% C.I., p<0.001 for each of the 47 participants) between the change in target location and
change in aiming from one trial to the next, indicating that these participants were reliably adjusting their
aim to track the target locations. 1 out of the 48 participants displayed a correlation coefficient of 0.12, i.e.
the change in target locations explained only 1.4% of the variance of the change in aiming; we thus
deemed this participant’s data unreliable and omitted this participant from further analysis. Additionally,
we note that if participants were taking into account the changes in target location without faithfully
reporting their aim, changes in target location would cause a strong effect on changes in hand direction,
but a weak effect on aiming. In contrast, we found the opposite result: The effect of changes in target
location on changes in aiming (raim=0.70±0.02) was stronger than the effect on changes in hand direction
(rhand=0.51±0.01; t(46)=11.59, p<0.001 for the comparison between correlation coefficients),
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corresponding to a 36.4±3.1% difference. These results suggest that participants are taking into account
the changes in target location and faithfully report their aim when doing so.
4.4.2

Different individuals achieve a highly consistent level of combined learning, but do so by

using widely varying amounts of strategy and implicit learning
We first investigated the evolution of strategic, implicit, and combined learning in our aiming-based
visuomotor rotation task, which is shown in Fig. 2B. The population-averaged learning curves (thick
lines) reveal that strategic learning rises abruptly and gradually decreases to an asymptotic level of about
8.5°, whereas implicit learning (red) rises more gradually in a fashion complementary to the gradual
decline in strategy, reaching an asymptotic level of about 19.5°. As a result, combined learning (implicit +
strategy, purple) quickly reaches near-ideal asymptotic performance of about 28.0° (out of an ideal 30°)
within the first 20-30 trials of training. This pattern of adaptation we observed for implicit, strategy, and
combined learning are both qualitatively and quantitatively consistent with a recent study that used a
verbal aim-report to decompose visuomotor adaptation into strategy and implicit learning components 33.
Inspection of the learning curves in Fig. 2B reveals that the inter-individual variation of behavior is far
greater for strategic and implicit components of learning than for the combined learning. This is evident
from the errorbars in Fig. 2B (indicating the standard deviations across subjects), which are far larger for
strategic (blue) and implicit (red) learning than for combined (purple) learning. In fact, the standard
deviations, calculated over participants’ asymptotic learning (see Methods), is over 4-fold greater for
strategy and implicit learning than for combined learning (8.8, 9.0 vs 2.0°, respectively, with p<0.001 for
both comparisons; see the bar graph inset in the right panel of Fig. 2B). The histograms displayed in the
right panel of Fig. 2B show this asymptotic diversity of implicit, strategic, and combined learning in more
detail. These data reveal that over half of the participants displayed less than 6° of asymptotic strategy;
however, 23% display more than 13°, with over 15% displaying more than 20°. 90% of participants show
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Figure 4-2: Data from the training periods reveal a large inter-individual diversity in strategy and implicit
learning, and a strong complementary relationship between them, suggesting that implicit learning is not
driven purely be SPEs. (a) Design of the experiment schedule. The experiment began with an extended
baseline period, in which participants experienced veridical feedback of the cursor (see Methods), followed by
two training periods (140 and 150 trials long), in which participants experienced a 30 degree visuomotor rotation,
and two probe periods (gray, 114 trials each), in which participants experienced no visual feedback of the cursor.
The training and probe periods were interleaved with each other, as shown. Each probe period was preceded by a
rest break (orange) that was at least one minute long. Note that this panel shares the x-axis with panel B.
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Figure 4-2 (continued)
(b) Population-averaged learning curves reveal large inter-individual variability for strategy and for implicit
learning in comparison to combined learning. Population-averaged learning curves for 47 participants are shown
for strategy (blue), implicit learning (red), and combined learning (purple). Error bars indicate standard deviations
across participants, and are plotted every 10 trials. These population-averaged learning curves were smoothed with a
window of 10 trials for visualization purposes, so that single-trial fluctuations in mean would not obscure the ability
to view the errorbars. The dashed line at y=30 degrees indicates the ideal performance that is needed to fully
counteract the 30 degree visuomotor rotation during training. Data from the probe blocks are not shown here, and
shown instead in Fig. 3 and 4. The histogram in the right panel show individual asymptotic levels of implicit,
strategy, and combined learning, calculated as the mean over the last 50 trials of the first training period and the last
100 trials of the second training period. Asymptotic strategy was calculated over even-numbered trials, whereas
implicit and combined learning were calculated over odd-numbered trials. The bar graph indicates the standard
deviations across participants for asymptotic strategy (blue), implicit learning (red), and combined learning (purple).
Errorbars on this standard deviation were calculated by bootstrapping participants. Double asterisks indiacte p<0.01 .
(c) Asymptotic strategy and implicit learning exhibit a strong complementary relationship. Gray dots represent
asymptotic implicit learning (y-axis) and asymptotic strategy (x-axis) for individual participants, with the black line
showing the best fit line through them. The purple dashed lines indicate isoclines along which combined learning is
constant (x+y=constant), for combined learning levels of 15° and 30°.
(d) Stratifying individual participant learning curves by asymptotic strategy levels show that the
complementary relationship between strategy and implicit learning is present throughout training. Participants
were stratified into low, mid, and high strategy groups according to their asymptotic strategy levels, which are shown
in the histogram of the right panel, with cutoffs between groups at 5° and 15°. Mean learning curves for each group
are plotted for strategy (blue traces, top row), implicit learning (red traces, middle row), and combined learning
(purple traces, bottom row), where low, mid, and high strategy groups correspond to the light, mid, and dark shading.
(e) Trial-to-trial variability of strategy, implicit learning, and combined learning suggest that implicit learning
is responding to strategy. The three panels show the relationships for (left) trial-to-trial variability in strategy vs
asymptotic strategy, (middle) trial-to-trial variability in implicit learning vs asymptotic implicit learning, and (right)
trial-to-trial variability in implicit learning (in red) and combined learning (in purple) vs trial-to-trial variability in
strategy. Each dot represents an individual participant. Lines indicate the best fit lines through the data. Note that
trial-to-trial variability for strategy, implicit learning, and combined learning were calculated over the same trials
used to calculate asymptotic learning (see Methods).
(f) Gradual VMR experiment shows that inter-individual variability is small when strategy is not used. The
mean adaptation across participants (pink trace, n=10) as a function of trial number for the gradual VMR experiment,
with errorbars plotted every 10 trials indicating the standard deviation across participants. The black dashed line
indicates the ideal learning that would be required to counteract the visuomotor rotation. The inset bar graph
indicates the standard deviation across participants for asymptotic learning in the gradual visuomotor experiment
(pink), calculated over the last 50 trials of the experiment (see Methods), vs the standard deviation across participants
for asymptotic implicit learning in the abrupt visuomotor rotation experiment (red), from Fig. 2B. The double
asterisks indicate p<0.01.
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asymptotic combined learning within 6.3° of each other. These results show that the remarkably large
inter-individual variability in the levels of strategy and implicit learning dwarfs the inter-individual
variability observed in combined learning.
The measured variability across participants can, however, arise either from true inter-individual
variability or from measurement noise in assessing the performance of each individual. To determine
whether the observed differences in variability arose from true inter-individual differences, we analyzed
the reliability of the individual performance measurements. We found the standard errors for measuring
asymptotic learning within each individual to be small for strategy, implicit learning, and combined
learning (mean±stdv were 0.45±0.29°, 0.68±0.24°, 0.66±0.21°, respectively) compared to the variability
we observed across individuals. Therefore the within-individual measurement noise amounts to only a
small fraction of the variance measured across individuals (0.2%, 0.3%, and 5.7%). This analysis
confirms that the diversity observed across individuals is primarily driven by true individual differences,
rather than the trial-to-trial noise corrupting the measurements of each individual, indicating that
participants use vastly different amounts of strategy to accomplish similar task performance.
The contrast between highly consistent combined learning and highly variable strategic and implicit
components across individuals occurs because individuals with high levels of implicit learning
consistently display low levels of strategic learning and vice versa. Thus the levels of strategic and
implicit learning that individual participants display are highly complementary, as shown in Fig. 2C,
where strategy and implicit learning are plotted against one another, across all participants. The
considerable spread of data in x and y directions in this plot directly corresponds to the high levels of
inter-individual variability in strategy and implicit learning, respectively. In contrast, the low variability
of the combined learning directly corresponds to the tight distribution of the data viewed along an axis in
the positive 45° direction (the x=y axis). This is the case because the sum of the strategy (x-axis) and
implicit learning (y-axis) is nearly constant along isoclines with slope of negative one (x + y = constant)
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on this plot, as illustrated. Thus the small variability along the positive diagonal axis (stdv=1.8°) despite
large variability along the negative diagonal axis (stdv=17.9°) in Figure 2C indicates that there is little
variability in the amount of combined learning across individuals despite a very large variability in how
that combined learning is achieved (e.g. via high implicit learning coupled with low strategy versus low
implicit learning coupled with high strategy). Our data thus show that participants achieve a level of
combined learning that is consistently close to ideal performance, but that they vary considerably in how
they combine strategy and implicit learning to achieve this.
4.4.3

Analysis of inter-individual diversity in strategic and implicit learning suggests that implicit

learning, as a whole, cannot be driven purely by sensory-prediction errors
A key idea from previous work is that SPE-driven learning will be independent of strategic
compensations, which explicitly change the motor commands employed 5,19,20,34,140,177–179. This is because
strategically changing a motor command would alter its actual and predicted sensory consequences in the
same manner, leaving the SPE, the difference between actual and predicted sensory consequences,
unaffected. In contrast, strategic compensations would affect task performance error, the difference
between actual performance and intended performance, because strategically changing the motor
command will alter actual performance but not intended performance. Thus strategic compensations will
affect task performance errors, but not SPEs.
It thus follows that if implicit learning is indeed driven purely by sensory-prediction errors, as a number
of studies have assumed 5,19,33,157,178,180–183,188,189 then this learning should be invariant to differences in
strategy levels 5,19,20,34,140,177–179. This would predict a zero-slope, zero-correlation relationship between
strategy and implicit learning in Fig. 2C. However, our data show that strategic and implicit learning are
instead strongly coupled. In particular, we find that implicit learning displays a remarkably strong
negative relationship with strategy (slope = -0.97±0.03, r = -0.98), whereby high strategy is associated
with low implicit learning, and vice versa. As a result, this strong relationship indicates that at least one
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component of implicit learning responds to strategy. The structure of the inter-individual diversity
observed in our data is thus at odds with the notion that implicit learning, as a whole, arises purely from
sensory-prediction error driven adaptation.
Note that trial-to-trial noise in strategy measurements could cause some spurious negative correlation
between asymptotic strategy and implicit learning if that noise were shared between asymptotic strategy
and implicit learning calculations. In particular, because implicit learning is calculated by subtracting
strategy from combined learning on each trial, asymptotic strategy and asymptotic implicit learning
measured across the same sets of trials would both be affected by the same measurement noise. This
shared noise would have the same magnitude but opposite sign for asymptotic strategy and asymptotic
implicit learning, manifesting as a spurious negative correlation between them. Thus we eliminated this
potential spurious correlation by using different trials from our dataset to calculate the asymptotic strategy
vs asymptotic implicit learning for each participant (see Methods). The two different non-overlapping
subsets of trials used to calculate asymptotic strategy vs asymptotic implicit learning would thus have
independent measurement noise, eliminating spurious negative correlations between them.
Examining participants’ learning curves as a function of strategy levels provides a detailed view on how
the complementary relationship between strategy and implicit learning evolves from trial-to-trial. To do
this, we stratified participants into low, mid, and high strategy groups based on their asymptotic strategy
levels (with cutoffs at 5° and 15° of strategy, with n = 25, 13, 9 for the low, mid, and high-strategy groups,
respectively). This strategy-based stratification of participants (shown by the light, mid, and dark blue
coloring of the histogram in Fig. 2F) allows us to examine how the learning curves for adaptation differ
throughout the course of training for individuals who display different asymptotic strategy levels. The
strategy learning curves (blue) shown in the top panel of Fig. 2D reveal that all strategy groups initially
abruptly increase their strategy levels upon perturbation onset, but gradually diverge to achieve the large
diversity in asymptotic strategy levels that we observe. In comparison, the implicit learning curves of the
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strategy groups (red, middle panel of Fig. 2D) exhibit a reversed ordering. Here the high and low strategy
groups show the lowest and highest levels of implicit learning, respectively, in line with the
complementary relationship observed between strategy and implicit learning in Fig. 2C. Like strategic
learning, implicit learning diverges across strategy groups as training proceeds. Yet despite the large
spread between high and low strategy groups for both the strategic and implicit learning curves, the
combined learning curves of the strategy groups (purple) shown in bottom panel of Fig. 2D show very
little spread: Low, mid, and high strategy groups display almost identical combined learning to each
other throughout the course of training. This shows that the highly complementary relationship between
strategic and implicit learning displayed at asymptote (Fig 2C) is present throughout the course of training.
It should be noted that the reasoning that implicit learning – due to its complementary relationship with
strategy – cannot be purely SPE-driven depends on the notion that implicit learning is responding to
strategy. However, as strategic and implicit learning are both adaptive processes, strategy may respond to
implicit learning as well. If the highly complementary relationship we observed between strategic and
implicit learning is primarily due to an implicit response to strategic learning, then noise in strategic
learning should appear in the implicit response, as these implicit responses would be compensating for the
noise from strategy. On the other hand, if the complementary relationship is primarily due to a strategic
response to implicit learning, then noise in implicit learning should appear in the strategic response, as
these strategic responses would be compensating for the noise from implicit learning. Indeed, we find
evidence for the former. When we investigate the trial-to-trial variability in strategy that participants
display during asymptotic training, we find that this variability is systematically higher in individuals with
higher strategy levels (upper left panel of Fig. 2D, r=0.42, t(45)=3.08, p=0.004). This relationship is in
line with the idea that the amount of noise in performing an action is often signal-dependent, in that it
grows with the size of the action 95,99,155,156. In contrast, trial-to-trial variability in implicit learning is not
higher for individuals with higher implicit learning (Lower right panel of Fig. 2D, p=0.998 using a onesided test for a positive relationship); in fact, data show a trend where implicit learning variability is lower
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for individuals with higher implicit learning (r=-0.44). This suggests that the trial-to-trial variability in
implicit learning arises not primarily from signal-dependent noise on implicit learning, but instead from
another source. In fact, the trial-to-trial variability in implicit learning is extremely tightly coupled with
the trial-to-trial variability in strategy (Fig. 2D: r=+0.87), suggesting that trial-to-trial variability in
implicit learning primarily stems from responding to trial-to-trial variations in strategy, rather than from
the size of implicit learning. This possibility is further supported by the fact that strategy variability
accounts for 76% of implicit variability whereas the size of implicit learning accounts for only 19%. Not
only is strategy variability more tightly coupled to implicit variability than it is to the amount of implicit
learning, but the relationship we observe between strategy variability and implicit variability is close to
one-to-one (a slope of 0.73±0.07, as shown in red in the rightmost panel of Fig. 2E) in line with the idea
that that trial-to-trial variability in implicit learning provides near full compensation for trial-to-trial
variability in strategy in order to stabilize the combined learning. The relationship between variability in
combined (implicit + strategy) learning and variability in strategy reveals that the variability in combined
learning remains small as strategy variability increases, indicating that the implicit variability is quite
effective at counteracting high levels of strategy variability, when they occur (as shown in purple in the
rightmost panel of Fig. 2E). Together, the available evidence thus suggests that strategy variability
primarily stems from signal-dependent noise in strategy learning, and implicit variability primarily stems
from responding to the trial-to-trial variations in strategy that arise from signal-dependent noise in
strategy learning.
Additional evidence that the complementary relationship in Fig. 2C arises primarily from an implicit
response to strategy, accrues from a visuomotor rotation experiment that eliminated strategic learning by
gradually increasing the amount of the rotation in extremely small steps (1/6° per trial). Here the
introduction of the rotation was sufficiently gradual that participants remained unaware of it and thus did
not make strategic compensations, as assessed through post-experiment surveys (see Methods). The
population-averaged learning curve from this experiment, which thus measures purely implicit learning, is
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shown in Fig. 2E (note that errorbars show standard deviations across participants, like for Fig. 2B). We
find that the inter-individual variability for implicit learning (the standard deviation across participants
measured at asymptote, see Methods) in the gradual learning experiment is much smaller than that of the
implicit learning in the aiming-based visuomotor experiment (magenta vs light-red bars in Fig. 2E,
p<0.001). These results indicate that inter-individual variability in implicit learning is large when
participants use strategies, but small when they do not, suggesting that the additional variability in
implicit learning arises because it compensates for individual variations in strategy levels. Thus, this
greater inter-individual variability in implicit learning in Fig. 2B in comparison to Fig. 2D, along with the
complementary relationship between strategic and implicit learning in Fig., 2C arises because implicit
learning actively reacts to strategy.
4.4.4

Dissecting learning based on temporal stability reveals that implicit learning consists of

stable and labile components whereas strategy is purely stable
We next wondered whether dissecting implicit and strategic learning into components might elucidate the
role that different error signals play in driving motor learning. To that end, we dissected strategy and
implicit learning into temporally-stable and temporally-labile components by measuring the levels of
strategy and implicit learning before and after short breaks that we administered (see Methods and also
7,37,38

.
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Figure 4-3: Data from the probe periods reveal the temporally-stable vs temporally-labile components of
adaptation, and generalization patterns.
(a-c) Implicit learning and combined learning contains both temporally-stable and labile components,
whereas strategy is purely stable. Measuring learning before and after a 1min+ break enables us to decompose
pre-break learning (asymptotic learning from Fig. 2) into temporally-stable and temporally-labile components.
The stable component corresponds to the adaptation that remains after the 1-minute rest breaks, estimated for the
trained direction (see Methods), and the labile component is calculated as the difference between pre-break
adaptaion and the stable component estimated for the trained direction. Panels (a-c) display the mean pre-break
(asymptotic levels from Fig. 2), temporally-stable, and temporally-labile levels of strategy (blue), implicit learning
(red), and combined learning (purple). Errorbars indicate 95% confidence intervals. Double asterisks indicate
p<0.01.
(d-g) The generalization function for strategy is broad without a narrow component, whereas that for
implicit learning has both a narrow and broad component. Panels (d-g) display mean generalization data for
strategy (d, blue), implicit learning measured in the aiming-probe blocks (e, red), implicit learning measured in the
non-aiming probe blocks (f, red), and combined learning (g, purple). 0° corresponds to the trained direction. The
bold black dashed line in each panel indicates the Gaussian model fit to the mean generalization data, with the
95% parameter confidence intervals and R-squares for these fits displayed as text (see Methods for details on the
Gaussian model of generalization). Errorbars indicate 95% confidence intervals.
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Inspired by previous work, which observed that a fraction of the pre-break visuomotor rotation adaptation
is temporally-labile and decays with a time constant of 15-20 seconds 7,38, we administered a 1-minute
break following each training period (see Fig. 2A, orange regions). Corresponding to 3-4 time constants,
each of these 1-minute breaks would essentially eliminate temporally-labile learning. This allows us to
measure the remaining temporally-stable learning during subsequent probe trials (Fig. 2A, gray sections)
and to compute the temporally-labile learning as the difference in adaptation between the pre-break
training and post-break probe trials (see Methods).
We administered two types of probe blocks: (1) aiming probe blocks, which provided measurements of
strategic, implicit, and combined learning using the same aiming procedure as the training blocks, and (2)
non-aiming probe blocks, which provided a measure of the implicit learning in isolation, without using an
aiming procedure (see Methods). In particular, trials in the aiming probe blocks were similar to training
trials, except that multiple target locations were presented, and visual feedback of the cursor motion was
withheld. Like in the training trials, participants were presented with a cursor target and then asked to
position an aiming marker before making a rapid movement to the target (but with an unseen cursor).
Trials in the non-aiming probe blocks, in contrast, presented aiming markers rather than cursor targets to
the participants on each trial. These aiming markers were presented at locations that corresponded to the
19 cursor target locations used in the aiming probe blocks. These non-aiming probe blocks also withheld
visual feedback of the cursor motion. Note that since implicit learning was measured in both types of
probe blocks, these two types of measurements were aggregated in order to calculate more accurate
estimates of the stable and labile implicit learning (see Methods), shown in Fig. 3A-C.
Data from the post-break probe trials reveal that implicit learning consists of both a stable component and
labile component, whereas strategy consists of a stable component but not a labile component. The
population-averaged data presented in Fig. 3A show a significantly positive level of stable strategy
measured during the post-break probe blocks (8.05±2.19° (95% C.I.), t(43)=7.21, p<0.001). This is
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essentially identical to the 7.36±2.52° of strategy learning that participants display during pre-break
training (109.4±29.8%). In contrast, participants show no significant temporally-labile strategy, the
difference between pre and post break strategy levels (-0.69±0.93°, t(43)=1.46, p=0.15), which amounts
to -9.4±12.6% of the mean pre-break strategy. On the other hand, the data in Fig. 3B reveal that
participants display 21.12±2.53° degrees of implicit learning during pre-break training, of which
13.80±1.09° (65.3±5.2%) is temporally-stable and 7.32±2.43° (34.7±11.5%) is temporally-labile. We find
that both of these components of implicit learning are significantly greater than zero (t(43)=24.9 for stable
implicit learning and t(43)=5.90 for labile implicit learning, p<0.001 in both cases). Likewise, the
combined learning data (see Fig 3C) also displays statistically significant temporally-stable and
temporally-labile components (t(43)=20.00, t(43)=4.46, p<0.001 in both cases) with 28.43±0.52° of prebreak combined learning, of which 23.09±2.26° is temporally-stable and 5.34±2.35° is temporally-labile
(t(43)=20.01 for stable combined learning and t(43)=4.46 for labile combined learning, p<0.001 in both
cases).
4.4.5

Temporally-stable strategy generalizes considerably more broadly than temporally-stable

implicit learning
The main purpose of the post-break probe blocks was to measure the portion of the pre-break strategy and
implicit learning that was temporally-stable. However, we designed these blocks so that we could also
measure how this temporally-stable learning generalizes across different movement directions. Thus we
probed adaptation not only at the trained target direction (0°) but also over an array of 18 additional
neighboring target directions (-135° to 135° in increments of 15°) in both the aiming and non-aiming
probe blocks. The results shown in Fig. 3D-G reveal that strategy generalizes very broadly across target
directions, whereas implicit learning generalizes in a more narrow pattern. The generalization pattern for
strategy learning is extremely broad (Fig. 3D), with no clear reduction in the strategy observed from the
training direction to the most peripheral target directions (90 to 135° away from the training direction), in
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line with previous findings 190. In fact, the measured fall off from 8.30±2.22° retention at the training
direction to 7.95±2.19° retention at the peripheral directions (90 to 135° away) is just 4.3±6.2% and not
significantly greater than zero (t(43)=1.36, p=0.18). In contrast, implicit learning displays much narrower
generalization (Fig. 3E, 3F), as evidenced by a marked reduction in the implicit learning from the training
direction compared to the most peripheral target directions 90 to 135° away from training. Here, for the
aiming (and non-aiming) block data, we observe a fall off from 15.36±1.51° (12.42±1.24°) retention at
the training direction to 2.47±0.64° (2.14±0.48°) retention at the peripheral directions. These data amount
to a 84.0±9.9% (82.8±10.0%) fall off in generalization (t(43)=16.94, t(43)=18.13, p<0.001 in both cases).
Note that in the aiming blocks, implicit learning was measured in tandem with strategy, and in the nonaiming blocks, implicit learning was measured in isolation (see Methods). Thus we found no evidence for
local generalization in strategy learning, but clear evidence for local generalization in implicit learning.
Correspondingly, the fall off from the trained target to peripheral target directions was significantly
greater for both measurements of implicit generalization (84.0±9.9% and 82.8±10.0%) than for strategy
generalization (4.3±6.2%) (t(43)=16.31, t(43)=17.40, p<0.001 in both cases).
Since the shapes of the generalization functions shown in Figure 3 for implicit learning and combined
learning are well characterized by the additive combination of a local Gaussian and a constant offset, we
used a model based on this combination to better characterize the amount of narrow (local Gaussian) and
broad (constant offset) generalization in our data, respectively (see Methods). Fits to the populationaveraged generalization data are shown as the black dashed lines in panels Fig. 3D-G. Using this model,
we find that the local generalization for strategy is significantly lower than both the aiming block and
non-aiming block measurements of implicit learning (0.24±0.31° vs 12.36±1.31° and 10.36±1.00°,
t(43)=17.96, t(43)=19.64, p<0.001 in both cases), and not significantly greater than zero (t(43)=1.51,
p=0.14). This is in line with the results obtained by directly comparing the trained direction with the
peripheral target directions.
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Using the offset Gaussian model, we also find that the amount of broad generalization is significantly
higher for strategy learning than for either measurement of the implicit learning (7.99±2.19° vs
2.52±0.58° and 2.35±0.43°, t(43)=4.64, t(43)=5.02, p<0.001 in both comparisons). Note, however, that
although small, broad generalization was significantly positive for the implicit aiming data and implicit
non-aiming data (t(43)= 8.50, t(43)=10.63 respectively, p<0.001 in both cases). Taken together, both the
fall off analysis and the Gaussian-plus-offset modeling demonstrate that temporally-stable strategy
learning measured in the probe blocks is substantially broader than temporally-stable implicit learning
measured in these same blocks.
4.4.6

Analysis of low, mid, and high strategy participants reveals that labile implicit learning

depends on strategy, but stable implicit learning does not
A critical feature of the experimental paradigm we designed is that it affords the ability to decompose
implicit learning into its stable and labile components. This decomposition allows us to more deeply
understand the highly complementary relationship we observed earlier between strategy and implicit
learning, which appears to be at odds with SPE-driven learning (Fig. 2C, 2F). Do both the stable and
labile components of implicit learning respond to strategy or does only one? And if the latter, which?
To determine the extent to which the complementary relationship for pre-break implicit learning with
strategy is driven by the stable vs labile components of implicit learning, we first examined how these
components varied across low, mid, and high strategy groups. We find that low, mid, and high strategy
individuals displayed widely varying levels of labile implicit learning, as shown in Fig. 4B (11.53±1.74°,
7.56±2.05°, and -8.11±4.10° respectively, 95% C.I., 1-way ANOVA: F(2)=55.39, p<0.001) but nearly
identical levels of stable implicit learning (14.63±1.51°, 12.98±1.43°, and 12.23±3.17°, respectively, 95%
C.I., 1-way ANOVA: F(2)=1.63, p=0.21). In fact, the difference between the low and high strategy
groups for stable implicit learning was nearly 6-fold smaller than that for the labile implicit learning or
the pre-break implicit learning (which would contain both temporally-stable and temporally-labile
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Figure 4-4: Strategy group-based analysis and individual participant analysis show that stable implicit
learning is insensitive to strategy levels, in line with SPE-driven learning, whereas labile implicit learning is
highly sensitive to strategy levels in line with performance-error driven learning.
(a-c) Pre-break, stable, and labile adaptation examined across strategy groups reveal that stable implicit
learning levels do not depend on strategy group, whereas labile implicit learning levels highly depend on
strategy group. Mean pre-break, stable, and labile adaptation for each strategy group are shown for strategy (a,
blue), implicit learning (b, red), and combined learning (c, purple). Like Fig. 2D, the low, mid, and high strategy
groups are indicated by the light, mid, and dark shades of colors, respectively. The inset bar graph of (b) shows
the difference in implicit learning between low and high strategy groups for pre-break, stable and labile learning.
The inset bar graph of (c) shows the pre-break, stable, and labile combined learning for just the high strategy
group. Errorbars indicate 95% confidence intervals. Single asterisks indicate p<0.05, and double asterisks indicate
p<0.01.
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Figure 4-4 (continued)
(d-g) Generalization data examined across strategy groups reveal that stable implicit learning is insensitive to
strategy level not only at the trained direction but also at neighboring directions. Mean generalization functions
for each strategy group are shown for strategy (d, blue), implicit learning measured in the aiming probe blocks (e,
red), implicit learning measured in the non-aiming probe blocks (f, red), and combined learning (g, purple). Like
panels A-C, the low, mid, and high strategy groups are indicated by the light, mid, and dark shades of colors,
respectively. 0° indicates the trained direction. Errorbars indicate 95% confidence intervals.
(h-k) Individual participant analysis shows that stable implicit learning is insensitive to strategy levels,
whereas labile implicit learning, like pre-break learning, is highly sensitive to strategy levels. Panels h-j show
the relationships of pre-break strategy with (h) pre-break implicit learning, (i) stable implicit learning, and (j) labile
implicit learning, where dots represents individual participants. Light, mid, and dark gray indicate low, mid and high
strategy groups. Stars indicate the means of the strategy groups. The diagonal dashed line indicates the levels of
strategy and implicit learning that would be expected from the ideal level of combined learning (strategy + implicit =
30°). The gray traces indicate the boundaries of the 95% confidence envelope for the best fit line through the data.
The bar graph of (k) displays the slopes for the relationships shown in panels h-j (of strategy with pre-break, stable,
and labile implicit learning). Errorbars are the 95% confidence intervals obtained by bootstrapping the individual
participant data (see Methods). Double asterisks indicate p<0.01.
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contributions), as illustrated in the inset to Fig. 4B (bootstrap test, p<0.001 in both cases). These results
indicate that the group-to-group differences in pre-break implicit learning (left column in Fig. 4B and left
bar of inset), which underlie the complementary relationship with strategy, are not reflected in stable
implicit learning (middle data in Fig. 4B and middle bar of inset), but are reflected in the labile implicit
learning (right data in Fig. 4B and right bar of inset). Thus we find that stable implicit learning is
statistically independent of strategy, whereas labile implicit learning strongly depends on strategy. These
findings suggest that SPEs, which are independent of strategy, may drive temporally-stable implicit
learning, but cannot drive temporally-labile implicit learning.
Having failed to find a clear relationship between strategy and stable implicit learning when looking
solely at the trained target direction (as shown in Fig. 4B), we proceeded to examine the effect of strategy
across all target directions, trained and untrained (as shown in Fig. 4E-F). To analyze this statistically, we
performed a 2-way target direction x strategy group ANOVA. This analysis found a clear effect of target
direction for both the aiming and non-aiming generalization data in line with the finding that target
directions near the training direction showed greater generalization than those far from it (F(18,
779)=34.17, p<0.001 for the aiming generalization data, and F(18, 779)=29.58, p<0.001, for the nonaiming generalization data). However, the analysis showed neither a main effect of strategy group, nor a
strategy group by movement direction interaction effect, indicating no evidence for a systematic change
in the generalization functions across strategy groups (Fgrp(2, 779)=1.96, pgrp=0.14, Finter(36, 779)=0.79,
pinter=0.81 for the aiming generalization data, and F(36, 779)=0.83, p=0.76, for the non-aiming
generalization data). These results are in line with an analysis of the narrow and broad components of
generalization based on the Gaussian offset model we applied to the data in Fig. 2. In particular, we found
that neither the size of the narrow component (13.48±1.80°, 10.94±1.69°, and 10.77±3.95°, respectively,
95% C.I) nor the size of the broad component (2.37±0.62°, 2.96±1.57°, and 2.28±1.25°) varies
systematically across the three strategy groups (F(2, 41)=1.94, p=0.16, F(2, 41)=2.08, p=0.14 for narrow
generalization of the aiming and non-aiming data and F(2, 41)=0.42, p=0.66, F(2, 41)=0.41, p=0.67 all
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based on 1-way ANOVAs). These results provide additional evidence that stable implicit learning is
independent of strategy in both trained and untrained target directions, and thus further supports the idea
that SPEs may specifically drive temporally-stable implicit learning.
4.4.7

Individual participant analysis reveals that stable implicit learning is driven by sensory-

prediction errors and labile implicit learning is driven by performance errors
The characterization of low, mid, and high strategy groups in Fig. 4A-G, however, was based on group
boundaries for the amount of strategy displayed late in training (splits at 5° and 15°), which could have
been delineated in different ways. We thus proceeded to determine whether the findings from this group
analysis could be corroborated by a more powerful individual participant analysis that does not depend on
such boundary specification. In this analysis, shown in Fig. 4H-K, we examined pre-break strategy as a
continuous variable for its effect on pre-break, stable, and labile implicit learning. For reference, the
strategy group membership for each individual participant used in the previous analysis and the group
average behavior for each strategy level are labelled in panels H-J (the shades of gray depict group
membership and the stars depict group means).
This continuous variable analysis corroborates the results of the strategy-group analysis by demonstrating
that stable implicit learning is insensitive to strategy, in line with SPE-driven learning, whereas labile
implicit learning is highly sensitive to strategy, at odds with SPE-driven learning. When we examine the
effect of strategy as a continuous variable on implicit learning, we find, like before in Fig. 2C, that prebreak implicit learning strongly depends on strategy, at odds with SPE-driven learning (R2=0.96, slope=0.98±0.06, 95% C.I.), as shown in Fig. 4H and 4K. In contrast, we find that stable implicit learning
exhibits a near-flat relationship with strategy (R2=0.08, slope=-0.12±0.13, 95% C.I.), in line with SPEdriven learning, as shown in Fig. 4I and 4K. This slope is not significantly different from the zero slope
expected from SPE-driven learning and is more than 7 times smaller than the slope observed for the prebreak implicit learning (F(1, 42)=3.78, p=0.06 for the comparison between the stable implicit slope and
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zero, and p<0.001 for the comparison between the stable implicit slope and the pre-break implicit slope,
using a bootstrap test). These results mirror the finding from the group analysis from Fig. 4B, 4E, 4F
where we found that temporally-stable implicit learning was independent of strategy at the group level,
and thus demonstrate that this finding does not depend on the selection of strategy group boundaries.
In contrast to SPE-driven implicit learning, we expect performance error-driven implicit learning to be
highly sensitive to strategy, as strategic adjustments directly affect performance errors. In particular, when
strategy levels are low, more implicit learning would be required to reduce performance errors, whereas
when strategy levels are high, less implicit learning would be required to reduce performance errors.
Thus performance error-driven implicit learning would act in a complementary fashion with strategy to
reduce performance errors, resulting in a strong negative slope for the relationship between performance
error-driven implicit learning and strategy. Indeed, whereas stable implicit learning was largely
insensitive to strategy (Fig. 4I), we found, like for pre-break implicit learning, that labile implicit learning
strongly depends on strategy level, when we examined the effect of strategy as a continuous variable on
labile implicit learning. The slope between labile implicit learning and strategy (-0.86±0.14), was
significantly more negative than the zero slope that would characterize SPE-driven learning (F(2,
42)=160.61, p<0.001) and more than 6-fold steeper than that for stable implicit learning, and still 3-fold
steeper when the lower 95% C.I. bound of labile implicit slope is compared to the upper bound of the
stable implicit slope. This observation corroborates the group-based analysis in Fig. 4B in which the high
strategy group displays labile implicit learning that is significantly and substantially lower than the low
strategy group. Together, the group-based and continuous variable analyses indicate that (1) stable
implicit learning is insensitive to strategy, consistent with SPE-driven learning, and (2) unlike stable
implicit learning, labile implicit learning is highly sensitive to strategy, consistent with performance errordriven learning, but at odds with SPE-driven learning.
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4.4.8

Implicit labile learning becomes negative in high strategy participants for whom stable

combined learning overshoots the ideal performance
An additional line of evidence that the labile implicit component is driven by performance errors emerges
from a seemingly puzzling finding in the data: All 7 participants in the high strategy group (the
individuals with asymptotic strategy greater than 15°) display negative labile implicit learning, i.e. a labile
implicit adaptation that is, oddly, oppositely directed from the overall adaptive response required to
compensate the visuomotor perturbation experienced (t(6)=3.87, p<0.01, Fig. 4B dark red data). So why
would labile implicit learning be negative for these individuals?
A close examination of the data suggests that the labile implicit learning observed in high strategy
individuals, although negative, acts to improve rather than hurt performance for these participants. This
negative labile implicit learning is beneficial because it acts to reduce the overall adaptive response to
compensate for the fact that in high strategy participants, the other constituents of the adaptive response
(strategic learning and stable implicit learning, which together constitute the stable combined learning)
systematically overshoot the 30° ideal performance level (35.5±3.5°, 95% C.I., t(6)=3.06, p=0.02, see
high strategy stable data in Fig. 4C, both in the middle column of the main plot and the inset bar graph).
This overshoot occurs because stable implicit learning, which is similar for all participants across strategy
levels, is sufficiently large that when it is combined with strategic learning in high strategy individuals,
sums to a stable combined learning that exceeds 30°. Thus if labile implicit learning were positive in high
strategy individuals, it would exacerbate the overshoot from stable combined learning, but if negative, as
observed, it would counteract this overshoot and thus improve performance.
For low and mid-strategy participants, the amount of strategic learning, when combined with stable
implicit learning, does not sum to a level that is large enough to create an overshoot in stable combined
learning. Because this stable combined learning is smaller than the 30° ideal performance level for these
individuals, positive, rather than negative, labile implicit learning would be needed to improve
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performance. Indeed, we find that labile implicit learning is positive in these individuals. This results in
the dichotomy illustrated by Fig. 4J, in which low and mid-strategy participants (light and medium gray
dots) display systematically positive labile implicit learning, whereas high strategy participants (dark gray
dots) display systematically negative labile implicit learning. Together, our findings show that in low vs
high strategy individuals, labile implicit learning acts in opposite directions but improves performance in
both cases, in line with performance error driven adaptation but at odds with SPE-driven adaptation,
which would be independent of strategy.
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4.5

Discussion

Here we discovered different components of motor adaptation that are characterized by differences in
their temporal stability and the error signals that drive them. We began by designing a task that allowed
us to observe how strategy levels evolve over the course of training. Interestingly, we discovered a wide
range in the extent to which individuals applied strategy to visuomotor learning (an asymptotic ±1σ range
of 59% of the applied 30 deg perturbation; see Fig. 2B). This wide range enabled us to powerfully
dissociate SPE and performance error-driven effects based on the strategy dependence each would confer.
The prediction would be that SPE-driven effects should be independent of strategy, because using an
aiming strategy would alter both the actual and predicted sensory consequences of the movement, and in
the same manner. This would leave the SPE, the difference between actual and predicted sensory
consequences, unaffected. On the other hand, performance error-driven learning should be highly
dependent on strategy, because using an aiming strategy would directly affect performance errors.
We found that the overall implicit learning was highly sensitive to the level of strategy, suggesting at least
some performance error-driven learning, inconsistent with purely SPE-driven learning (Fig. 2C). When
we dissected implicit learning into parts based on its temporal stability, we found a striking difference in
how these two different components of implicit learning depended on the level of strategy. Whereas
temporally-stable implicit learning displayed no discernable dependence on strategy (Fig. 4B, I),
temporally-labile implicit learning strongly depended on the level of strategy (Fig. 4B, J). In fact, the
dependence that temporally-labile implicit learning displayed was so strong that low and high strategy
individuals displayed oppositely directed temporally-labile implicit learning (11.53±1.74° vs -8.11±4.10°
for the low and high strategy groups, respectively, Fig. 4C, J). On the other hand, the dependence of
temporally-stable implicit learning on strategy was sufficiently weak that the nominal sensitivity was 6fold smaller than that of temporally-labile implicit learning and not significantly different from zero (Fig.
4I, K). The poor sensitivity of stable implicit learning to strategy is in line with SPE-driven learning; on
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the other hand, the high sensitivity of labile implicit learning is in line with performance error-driven
learning. Taken together, our results indicate a tripartite constitution of motor adaptation: (1) temporallystable implicit learning that is driven by sensory-prediction errors, (2) temporally-labile implicit motor
working memory that is driven by performance errors, and (3) explicit strategy driven by performance
error that we found to be purely temporally-stable in contrast to implicit learning and to generalize much
more broadly across different target directions than stable implicit learning.
4.5.1

Explaining previous findings on the relationship between strategy and implicit learning

In a seminal study, Mazzoni and Krakauer 20 showed that implicit sensorimotor adaptation proceeds even
when performance errors are eliminated. This finding indicates that implicit learning is at least in part
driven by SPEs 19. In the 2006 paper, Mazzoni and Krakauer argued that the implicit adaptation observed
when a strategy eliminated or reversed performance errors was as large as when no strategy was used and
performance errors were present, concluding that implicit learning is unaffected by the changes in
performance errors caused by using explicit strategies. The finding that implicit adaptation proceeds even
when performance errors are eliminated by using a strategy is consistent with the independence we
observe between strategy and temporally-stable implicit learning; in contrast, their claim that implicit
adaptation is unaffected by strategy is at odds with the clear relationship we observe between strategy and
both temporally-labile implicit and overall implicit learning.
It should be noted, however, that the claim that implicit adaptation was unaffected by strategy 20 was
based on the negative results that initial learning and asymptotic aftereffects were not found to be
significantly different between strategy and no-strategy groups. In fact, both initial learning and
aftereffects exhibited nominal 15% increases when performance errors were present; moreover, they
found a statistically significant 65% increase in adaptation at asymptote. In line with these results, other
studies have found that implicit learning does appear to systematically depend on strategy, with higher
levels of strategy leading to lower levels of implicit learning across individuals 35,142. The current findings
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provide an explanation for these varying results. We find that two distinct components of implicit learning
have very different relationships to strategy: temporally-labile implicit learning displaying high sensitivity
to strategy, whereas temporally-stable implicit learning being unaffected by strategy. Thus, in paradigms
where temporally-labile implicit learning is prominent, we would expect a strong relationship between
strategy and implicit learning, whereas in paradigms where temporally-labile implicit learning is smaller,
we would expect a weaker relationship.
Since temporally-labile implicit learning would be reduced as the time interval between consecutive trials
increases, paradigms with large inter-trial intervals (ITIs) would yield smaller effects of temporally-labile
implicit learning. In particular, the Mazzoni and Krakauer 2006 study used a design with 8 target
directions spaced 45° apart, which effectively increased the ITI by a factor of 8. This is because implicit
learning is known to generalize narrowly around the trained direction in a Gaussian-like shape with a
width of approximately 30° 17,184–186. Thus, movements to targets separated by 45° would be learned
almost independently, resulting in an effective ITI that would be the interval between consecutive trials in
the same direction, which would, on average, be 8-fold higher than the ITI between consecutive trials
regardless of direction. The prolonged effective ITIs that result from this would allow temporally-labile
implicit learning to substantially decay between movements, reducing the effect of this component of
learning, so that the implicit learning they measured is primarily composed of stable implicit learning.
Thus, our finding that stable implicit learning is insensitive to strategy would predict that the implicit
learning Mazzoni and Krakauer measured would also be largely insensitive to strategy, in line with their
finding that the full and no strategy groups demonstrated similar initial rates of implicit learning.
Like Mazzoni and Krakauer 2006, Benson et al. (2011) employed a design with multiple movement
directions, but used 4 rather than 8, which would result in an effective ITI that would, on average, be 4fold rather than 8-fold higher than the ITI between consecutive trials regardless of direction. Thus
temporally-labile implicit learning would decay between movements over an interval that was only about
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half as long for the Benson et al. 2011 design compared to the Mazzoni and Krakauer 2006 design,
leading to a greater effect of temporally-labile implicit learning in the former, in line with a more
pronounced relationship between strategy and implicit learning. In contrast, the one-target design in our
current study would allow even greater effects from temporally-labile implicit learning. Correspondingly,
the sensitivity that we observed between strategy and implicit learning is even higher than that seen in
Benson et al. 2011 (we report a sensitivity of -0.97±0.03, as shown in Fig. 2C, whereas the sensitivity in
Benson et al. 2011 was about 0.3, corresponding to an approximately 10° difference in implicit learning
between strategy and no-strategy groups from a 30° difference in strategy).
The idea that paradigms with greater number of target directions would reduce the amount of labile
implicit learning is consistent with recent results 36, that demonstrated that increasing the number of target
directions decreases the amount of overall implicit learning. As noted by Bond and Taylor, their result is
in line with an increase in the effective ITI between targets in the same direction, as the number of target
directions increases, which would decrease the amount of temporally-labile implicit learning and
therefore the total amount of implicit learning available during training. Taken together, these findings
suggest that the dependence between strategy and implicit learning is driven by temporally-labile implicit
learning, the effects of which are most salient when effective inter-trial intervals are small.
Also note that the large effective ITIs in Mazzoni and Krakauer’s 8-target experiment, which should
result in implicit learning that is dominated by stable implicit learning, explain a second correspondence
between the current data and these earlier findings. In Mazzoni and Krakauer 2006, the authors found that
adaptation overshoots ideal performance for participants who use a full strategy (45° out of a 45° rotation),
akin to our high strategy participants who used near-full strategies (24.3±5.7° out of a 30° rotation).
Because the adaptation in their study was primarily temporally-stable due to large effective ITIs, the
overshoot of ideal performance for their full-strategy participants directly corresponds to the overshoot of
ideal performance in stable combined learning (the sum of strategy and stable implicit learning) in our
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high strategy individuals (see Fig. 4C). This correspondence also explains why, unlike Mazzoni and
Krakauer, we do not observe a performance overshoot during training for high strategy participants. The
lack of overshoot in our training data occurs because the short ITIs we used allow labile implicit learning
to become negative and effectively hide the overshoot that would be caused by the emergence of stable
implicit learning. However, the probe block data that occurs after one-minute rest breaks effectively
extinguishes labile implicit learning, and allows us to uncover the overshoot that Mazzoni and Krakauer
observed.
4.5.2

Why does temporally-labile implicit learning, rather than explicit strategy, correct for the

performance overshoot of high strategy participants?
When we examined the distribution of implicit learning across different strategy groups, we found,
surprisingly, that temporally-labile implicit learning was, in fact, driven negative for high strategy
participants (Fig. 4C). How does this occur? In our data, implicit learning gradually rises over the course
of training, whereas strategy in contrast abruptly increases upon visuomotor rotation onset and gradually
decreases (Fig. 2B). The high strategy participants, however, respond with such high levels of strategy
(24.3 degrees on average, Fig. 2E), that as temporally-stable implicit learning adapts to its final level of
12 degrees (Fig. 3B), the sum of temporally-stable implicit learning and strategy learning (also
temporally-stable), would reach about 36 degrees, overcompensating for the 30 degree visuomotor
rotation. Remarkably, this is what we observed in the probe blocks, when the temporally-labile adaptation
is allowed to decay away (Fig. 4C). However, overall performance during training does not overshoot 30
degrees, because of the significantly negative temporally-labile component which counteracts the
performance overshoot, bringing the overall adaptation level down much closer to 30 degrees. Had
strategy been more responsive, the combination of strategy and temporally-stable implicit learning would
not have overshot 30 degrees, and temporally-labile implicit learning would thus have no reason to
become negative to compensate for this overshoot. The presence of this overshoot thus suggests that
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temporally-labile implicit learning may be more responsive than strategy, in particular for the relatively
small errors that occur late in training, whereas strategy may be more responsive for large errors, which
occur early in training. This is consistent with the finding that explicit awareness of a perturbation is
dramatically reduced by a gradual onset training schedule for visuomotor rotation 29–32, which gives rise to
smaller errors, as without awareness it is difficult to imagine how strategies would be employed.
An alternative explanation, however, would be that the negative temporally-labile implicit learning is
actually the cause, rather than the result, of high strategy levels. This view would be in line with the idea
that explicit strategy is accurate and flexible, as it can modulate its level in response to varying sizes of
visuomotor rotation 36. However, this view would require temporally-labile implicit learning to be
sufficiently dysfunctional that it would adapt in the wrong direction to antagonize the motor system’s
overall ability to adapt to the perturbation. Our data instead point to a scenario in which strategy grew
large in response to performance errors during early training and failed to respond quickly to the later
overshoot by overall temporally-stable learning in high strategy participants, allowing the temporallylabile implicit component to compensate for this overshoot instead. This scenario is in line with the
finding in our data that high strategy participants are less adept at adjusting their aiming strategy. In
particular, we examined how participants adjust their aiming direction in response to the subtle jitter
(σ=3°) that was added to the target location on each trial (see Methods), which required participants to
adjust their aim to the new target location on each trial. During late learning, in which adaptation has
reached steady state, successful aiming adjustments would correspond to a sensitivity of 1 between
changes in the target location and changes in aiming. We found that whereas low strategy participants
displayed near-optimal sensitivity (0.91±0.04, 95% C.I.), high strategy participants displayed low
sensitivity (0.72±0.15). In fact, we found a systematic trend in which participants with higher strategy
levels systematically displayed lower sensitivities of changes in aim to changes in target location (F(2,
45)=17.7, p<0.001), suggesting that participants with higher strategy levels are in fact less adept at
adjusting their aim to the position of the target. This lack of sensitivity suggests that strategy learning may
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be less responsive for participants with higher strategy levels, making it unlikely for strategy to
effectively compensate for other processes in these participants. Together, these results indicate that labile
implicit learning is likely to be compensating for an insensitive strategy component that grew large from
initial training, rather than the opposite scenario in which strategy compensates for a dysfunctional labile
implicit component that accidentally became negative.
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Chapter 5

Impaired extrinsic coordinate frames of motor learning in

Alzheimer’s disease

5.1

Summary

Alzheimer’s disease (AD) impairs declarative memory, but also affects motor skill memories. In fact,
motor skill deficits associated with AD can interfere with activities of daily living to the extent that they
are stronger predictors of patients losing independence than cognitive deficits. These motor skill deficits,
however, are not well understood. Motor skills critically depend on spatial information, which can be
encoded in multiple reference frames. For example, a piano passage can be learned both as a sequence of
finger movements, which would require an intrinsic, body-based reference frame representation, and as a
sequence of keys to be pressed, which would require an extrinsic, world-based reference frame. Here we
hypothesize that dysfunctional extrinsic representations of spatial information may be responsible for the
motor deficits in AD, as the parietal cortex, crucial for these extrinsic representations, is damaged even in
early AD. Here we dissect the learning of a sensorimotor adaptation task into motor memories based on
intrinsic and extrinsic reference frame representations. We show that the ability to form and retain motor
memories is largely intact in AD when a specific reference frame is not required. However, we find that
motor memories are 62±17% less extrinsic in AD than controls based on an individual participant
analysis, and 48±19% less extrinsic based on a group analysis, suggesting a profound impairment in the
ability to form extrinsic representations for motor skills. These findings suggest rehabilitation strategies
for preserving motor skills that are critical to maintain independence in AD.
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5.2

Introduction

Alzheimer’s disease (AD) currently affects an estimated 5 million people in the United States, and is
likely to reach 10 million in the next 20 years191,192. Most AD research to date has focused on impaired
declarative memory, with traditional neuroanatomical models maintaining that AD damages neocortical
association areas and medial temporal lobe structures that are critical for this memory63,64,76,77. On the
other hand, brain areas thought to be crucial for motor memories, including the primary motor cortex,
premotor regions, and the cerebellum, are largely spared in AD63,64, and patients can show a remarkable
ability to learn or retain motor skills even when the disease is severe56–60. For example, AD patients can
maintain the ability to play the piano at very advanced stages of AD when their anomia would prevent
them from naming a piano61,62.
But lesser known is that AD can impair important everyday motor skills like putting on clothing and
using tools and utencils50–54, examples of apraxia that are hallmarks of early AD. While a number of
different processes may be required in certain tasks like dressing or using a complex tool such as a
television remote control, simple praxis assessments like gesturing appropriately for a tool (transitive
gestures) and adopting hand postures to imitation (meaningless intransitive gestures) are disturbed even
patients with mild AD193. In fact, difficulty in using tools and appliances is one of the earliest and most
sensitive signs of incipient AD52. As the disease progresses, the impaired ability to perform even basic
activities of daily living threatens independence. In fact, recent studies suggest that deterioration in the
ability to perform activities of daily living is a stronger predictor than measures of cognition in predicting
nursing home placement54,55. A critical understanding of the nature of these deficits will be critical in
devising programs to help maintain function throughout the disease process.
To date, there is no explanation of why some motor skills are spared yet others are impaired in AD. Thus
here we examine the possibility that AD differentially damages distinct internal representations of
sensorimotor information that motor skills depend on. We hypothesize that AD differentially affects
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internal representations based on different spatial reference frames – intrinsic and extrinsic - that the
motor system uses for encoding spatial information13,17,21,45–49,73,85,194–201. For example, one might learn to
play a piano passage as an intrinsic sequence of finger movements to be made and also simultaneously as
an extrinsic sequence of key positions to be pressed. An intrinsic representation could allow her to
skillfully perform the same passage on an accordion when her fingers are placed over its vertically rather
than horizontally oriented keys, by using the same sequence of finger movements. In contrast, an extrinsic
representation would allow her to play the same passage on the piano with either hand, as this would
involve pressing the same sequence of keys despite using different fingers and a different sequence of
finger movements. Here we suggest that considering motor skill learning in a framework based on these
reference frames may be critical for understanding why AD impairs certain motor functions but not others.
A number of studies has demonstrated mixed representations of intrinsic and extrinsic reference frames
throughout the sensorimotor brain regions, with progressively more intrinsic and less extrinsic
representation as information flows from posterior parietal cortex to premotor areas to primary motor
cortex66,72,74,84,87,89,90,92,202–206. Intrinsic learning, tied to specific muscle effectors, is thought to depend
more strongly on brain regions including the primary motor cortex and dorsal premotor cortex
73,66,72,74,71,75,70,65,67–69

, which are largely spared from both amyloid plaque and neurofibrillary tangle

pathology in AD63,64. Extrinsic learning, tied to the objects we interact with, is in contrast thought to
depend more strongly on brain regions such as the parietal cortex73,85,84,90,87,89,92,70,93,91,80–82,86,88,83 that can
be markedly impaired even in early AD, with significant amyloid and neurofibrillary tangle
pathology63,64,76,77, as well as decreased perfusion79 and metabolism78. Based on these neuroanatomical
clues, we hypothesized that AD specifically impairs the ability to form sensory-motor associations that
depend on extrinsically-referenced spatial information.

141

5.3

Methods

5.3.1

Participants

A total of 40 subjects (38 right-handed and 2 left-handed) participated in the experiment. This population
consisted of 20 with mild Alzheimer’s disease (9 male and 11 female) meeting the 2011 NIA Alzheimer’s
Association criteria for Probable Alzheimer’s disease (AD), and 20 elderly control participants
(mean±stdv: age=67.6±5.8, MMSE=29.7±0.47, 11 male and 9 female). The sample sizes of these
experimental groups were determined by power-calculations based on pilot data. AD participants were
screened and excluded if there was evidence of Parkinsonism, significant vascular disease, or other
neurodegenerative disease. All control participants (20 out of 20) completed the task. 3 out of the 20 AD
participants were unable to complete the experiment; thus their data is not presented in the current study.
2 of these 3 individuals who could not complete the experiment were unable to reliably remember the
instructions, and 1 had difficulty in consistently performing the point-to-point reaching movements that
the task was based on. The 17 AD participants who completed the experiment had an average age of
73.5±7.5 (mean±stdv) and an average MMSE score of 24.4±3.0. The participants were naïve to the
purpose of the experiments, and investigators were aware of the participant’s condition (AD or control)
during the experiment. Participants (and caregivers, in the case of AD patients) gave written informed
consent, consistent with the policies of the Institutional Review Boards for Harvard University and for
Beth Israel Deaconess Medical Center.
5.3.2

Apparatus

Participants sat facing a 120 Hz, 23-inch LCD monitor, mounted horizontally at shoulder level, displaying
visual cues during the experiment. Underneath this monitor and out of their view, participants grasped a
foam handle (cylindrical with 25 mm diameter) that encased a digital stylus, and performed movements
by sliding it atop a digitizing tablet (Intuos 3 from Wacom) that recorded hand position at 200 Hz with
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0.005 mm resolution. The bottom of the foam handle was lined with Teflon tape to allow it to slide
smoothly over the tablet surface. Software for running the experiment was designed using the
Psychophysics Toolbox coded for MATLAB R2010a.
5.3.3

Experimental Protocol

Subjects performed 9 cm point-to-point reaching arm movements, in one of two distinct workspaces, W1
and W2, shown in Figure 1B. To transition between these two workspaces, the participant’s seat was
repositioned to the other side of the monitor, similar to the procedure of Malfait et al. 2002 and Shadmehr
and Moussavi 200045,46. In each of these workspaces, subjects performed outward movements from a
central starting location to different target locations (9 targets in W1, 10 targets in W2) spaced 30° apart,
as shown in Figure 1B. These start and target locations were displayed as circles with 7.62 and 15.24 mm
diameters, respectively. Additionally, cursor feedback of hand location, when given, was displayed as a
circle with 2.5 mm diameter. At times this cursor feedback was withheld on both the outward movement
and the subsequent inward return movement, after which cursor feedback was restored within a small
radius (1.52 cm) of the center target so that the next outward movement from the center could be initiated
from its proper starting location.
Overall, the experiment was composed of baseline, training, and generalization blocks. In the baseline
blocks, there was no visuomotor perturbation, and the movements were spread across all the targets in W1
and W2. In the training blocks, cursor feedback was rotated by 30° (clockwise or counterclockwise,
balanced across participants), and participants moved only to a single training target direction in a single
workspace (W1). In the generalization blocks, movements were spread across all targets in W1 and W2,
without visual feedback. The experiment began with the baseline blocks, in which participants performed
movements to all 19 targets of both workspaces, where cursor feedback, when given, veridically
displayed hand position. This period started with a block of 54 trials in W1 (6 in each of 9 target
directions), followed by a block of 60 trials in W2 (6 in each of 10 target directions), and so forth for 456
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trials total. Each block presented its targets in random order. Starting with the 3rd block of baseline trials
(starting at trial 115) occasional trials (randomly 33% of the time) withheld cursor feedback, so that
movement angles could be observed without the influence of online movement corrections normally
caused by visual error feedback.
During the training blocks, cursor feedback, when given, was rotated by 30° clockwise or
counterclockwise, with the rotation sign randomized across participants (10 AD and 11 control
participants on clockwise, 7 AD and 9 control participants on counterclockwise). These training
movements were performed solely in the 0° target direction (upward) of W1, as illustrated in Figure 1A.
Like during the baseline blocks, cursor feedback was withheld on occasional, randomly selected trials
during the training blocks so that movement angles could be observed without the influence of online
visual feedback corrections, but unlike during the baseline blocks, this occurred only 10% of the time.
Participants experienced a total of 3 training blocks (60 trials per block). The first 2 were consecutive and
immediately followed the baseline blocks, and the 3rd was between the two generalization testing blocks
(described next).
During each of the 2 generalization testing blocks, participants alternated between 30 consecutive
movements in W1 (3 for each of the 10 target directions in W1) and 27 consecutive movements in W2 (3
for each of the 9 target directions in W2). Thus the generalization blocks in the experiment amounted to a
total of 6 movements per target (6 x 19 targets = 114 movements total), where targets within a block were
presented in random order. All trials during the generalization blocks withheld cursor feedback to prevent
further adaptation from occurring during the generalization blocks. This design allowed us to probe the
generalization pattern caused by the adaptation from the training period, with minimal disruption from the
act of probing itself. In addition, to eliminate unintended systematic effects that could be caused by a
particular order of workspace testing (the effect of whether W1 or W2 is tested first during a particular
generalization block), participants experienced one of two alternating workspace sequences (Sequence 1:
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Training(W1)  Gen(W1)  Gen(W2)  Training(W1)  Gen(W2)  Gen(W1) vs Sequence 2:
Training(W1)  Gen(W2)  Gen(W1)  Training(W1)  Gen(W1)  Gen(W2)). Each of these
sequences counterbalances the order of testing within participant (participants tested in W1 first during
the first probe block are tested in W2 first during the second probe block, and vice versa). We furthermore
balanced the number of participants assigned to each of the two sequences (9 AD and 10 control
participants on sequence 1, 8 AD and 10 control participants on sequence 2) to balance out potential
second-order precedence effects, i.e. testing workspace 1 first in the first generalization block and last in
the second generalization block vs testing workspace 1 last in the first generalization block and first in the
second generalization block.
5.3.4

Representing movements in intrinsic and extrinsic direction space

We can represent the movements associated with each of the 19 targets in the experiment (9 in W1 and 10
in W2) as trajectories in extrinsic (world-based, i.e. x and y) coordinates. Figure 1B shows these extrinsic
9 cm trajectories for each of the 19 targets. The location of the shoulder joint is defined as the origin. We
calculated the extrinsic direction for the movement for each target simply as the angle of the line segment
between start and end points of these trajectories in extrinsic coordinates.
The same movements associated with the 19 targets of the experiment can also be represented as
trajectories in intrinsic (joint-based, i.e. elbow and shoulder angle) coordinates, as shown in Figure 1C.
Here, shoulder and elbow angles were defined with respect to the participant’s shoulder-to-shoulder axis.
The intrinsic trajectories displayed in Figure 1C were calculated from the extrinsic trajectories using the
inverse kinematics equations for a two-link planar manipulator207, assuming the upper and lower arm
length used by Brayanov et al. 201221 (31.8 and 33.0 cm); these equations define a one-to-one mapping
between extrinsic coordinates and intrinsic coordinates, when the angle between upper and lower arm is
restricted to be within 180°. Note that the trajectories in intrinsic coordinates, unlike those in extrinsic
coordinates, have slight curvatures and are not equally spaced for adjacent targets, as illustrated in Figure
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1C. These features result from the combination of (1) unequal lengths of the forearm and upper arm and
(2) nonlinearity in the inverse kinematics equations. Because the curvatures of the intrinsic trajectories
were small, we approximated the intrinsic movement direction by the angle of the line segment between
start and end points of the trajectory in intrinsic space, similar to the calculation of extrinsic direction. The
purple and pink arrows of Figures 1B and 1C represent the movements that are matched to the trained
movement (bold green arrow) in terms of intrinsic and extrinsic movement directions, respectively.
Because there is a one-to-one mapping between extrinsic (world-based) coordinates and intrinsic (jointbased) coordinates, each 9 cm movement is uniquely determined by the pair of extrinsic and intrinsic
movement directions. This new parameterization allows us to plot the movement associated with each
target as a point in a 2-dimensional space defined by extrinsic vs intrinsic movement direction, as
demonstrated in Figure 1D, relative to the movement direction associated with the trained target, which is
represented by the large green dot at the origin. This coordinate space thus illustrates the similarity
between any arbitrary movement and the movement associated with the trained target, in terms of their
intrinsic and extrinsic directions. Points along the entirety of the green line in Figure 1D represent
possible 9 cm movements that could be made in W1, and points along the entirety of the blue line
represent possible 9 cm movements that could be made in W2, where W2 is assumed to be 90° vertically
displaced from the posture of W1 – specifically, a postural change with a 90° change in both shoulder and
elbow angle, as illustrated in the postural diagram of Figure 1B. The large purple and pink dots represent
the movements matched to the trained movement in terms of intrinsic and extrinsic directions,
respectively.
Figure 1D shows a few hypothetical examples of how adaptation might generalize in the extrinsicintrinsic direction space, where whiter areas indicate areas of higher adaptation, with maximal adaptation
(i.e. transfer of learning) for the movement at the trained target. Brayanov et al. 2012 showed that
learning generalizes from the movement at the trained target as a joint function of both intrinsic and
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extrinsic movement directions in a gain-field manner with elliptical contours (like the right panel of
Figure 1D, though the activation pattern need not be isotropic); however, the left and middle panels of
Figure 1D demonstrate conceptually usefully extreme cases where learning generalizes purely as a
function of intrinsic direction (pure intrinsic, left panel) or purely as a function of extrinsic direction (pure
extrinsic, middle panel). The top and bottom rows of Figure 1E show the consequences of these 2dimensional generalization patterns on the 1-dimensional generalization function that would be measured
from workspace 1 (green) and workspace 2 (blue), where adaptation is plotted as a function of intrinsic
direction. The pure intrinsic case results in no shift between the peaks of the W1 and W2 1-d
generalization functions; in contrast, the pure extrinsic case results in a shift corresponding to the extent
of the postural change (here illustrated as -74°, the horizontal distance in E-I space between the trained
movement and the extrinsically matched movement in W2 which corresponds to the 90° shoulder and
elbow posture shift illustrated in Figures 1B-C). Finally, a representation that is intermediate between
pure extrinsic and pure intrinsic results in a shift that lies between 0 and the shift corresponding to the
extent of the postural change.
Notice that examining generalization patterns in a single workspace (that is the same as the training
workspace) cannot distinguish between full extrinsic and full intrinsic representations; see, for example,
how these two cases result in nearly identical generalization functions for workspace 1 (top row of Figure
1E). This is because changes in extrinsic direction are highly correlated with changes in the intrinsic
direction for movements within a single workspace. However, examining generalization patterns in a
different, substantially shifted posture such as workspace 2 dissociates intrinsic vs extrinsic encodings of
the motor memory; notice the large shift for the workspace 2 1-d generalization function when comparing
the full extrinsic and full intrinsic generalization patterns (comparing the blue traces in the bottom left and
bottom middle panels of Figure 2E).
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5.3.5

Calculating the extent of participants’ postural changes between workspaces W1 and W2

and the corresponding shifts expected from pure extrinsic learning
Figure 1E demonstrates that larger postural shifts between workspaces W1 and W2 will enable sharper
discrimination between different amounts of intrinsic vs extrinsic representation. Based on this insight,
we sought to impose a large 90° postural change (a 90° change in both shoulder angle and elbow angle, as
illustrated in Figure 1B; equivalently, a 90° vertical distance between the green W1 manifold and the the
blue W2 manifold in the E-I space of Figure 1D) between workspaces W1 and W2. However, in practice,
participants’ ranges of motion limited the extent of the postural shift that we could achieve. If the
postural change is less than the 90° shown in Figures 1B-C, the blue diagonal manifold drawn in Figure
1D will be pulled closer to the green diagonal manifold than what is illustrated, and as a result, we would
expect correspondingly smaller shifts between the peaks of W1 and W2 generalization functions from
extrinsic contributions to learning.
To determine participant’s empirical postural change between W1 and W2, which we operationally
calculated as the vertical (extrinsic) distance in E-I space between the diagonal manifolds of W1 and W2,
we measured participant’s arm configurations in W1 and W2. In particular, we used a goniometer to
measure the angle between shoulder and elbow when the hand was placed at the center target, for each
workspace, in the baseline blocks immediately prior to the first training block. Throughout the experiment,
participants were positioned in W1 such that their forearms were oriented parallel to the vertical edge of
the screen and tablet surface, i.e. 90° relative to the shoulder-to-shoulder axis, and positioned in W2 such
that their upperarms were oriented parallel to the vertical edge of the screen and tablet surface, i.e. 90°
relative to the shoulder-to-shoulder axis. Thus, to facilitate the calculation of joint angles, the forearm
segment in W1 was approximated to be at 90° relative to the shoulder-to-shoulder axis, and the upperarm
segment in W2 was also approximated to be at 90°. We found that the joint angles we measured were
similar between AD and control groups for each workspace. In W1, the angle of the forearm was
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approximated to be 90° perpendicular to the direction of the shoulder-to-shoulder axis, and the elbow
angles were measured to be 98.9±2.5° vs 101.4±2.0° (mean±sem) for AD vs control groups, with no
significant difference between them (t(31.9)=0.78, p = 0.44). In W2, the upperarm was approximated to
be at 90° perpendicular to the direction of the shoulder-to-shoulder axis, and the elbow angles were
106.2±4.3° vs 103.7±1.9° (mean±sem) for AD vs control groups, also with no significant difference
between them (t(22.1)=0.53, p = 0.59). In many cases, participants could not achieve a posture with 90°
elbow angle in W1 and W2 because their body type put a limit on how closely their bodies could be
pushed toward the table, tablet, and screen. For example, a participant with a large torso would have a
larger separation between body and hand during the task, because their large body would be obstructed by
the edge of the table, tablet, and screen.
Additionally, the calculation of individual participants’ postural shifts required measuring their forearm
and upperarm lengths. Arm length measurements were made using a tape measure with participants in a
bent-elbow position, as if in an arm sling. We measured forearm length as the distance between the tip of
the elbow joint and the middle knuckle of the same arm, and upperarm length as the distance between the
tip of the elbow joint and the tip of the Acromion bone. Upperarm length measurements were
32.7±0.8cm vs 35.6±0.8cm (mean±sem) for AD vs control groups, somewhat shorter for the AD group
(t(35.0)=2.49, p = 0.02), whereas forearm length measurements were 34.6±0.5cm vs 34.8±0.8cm
(mean±sem) for AD vs control groups, with no significant difference between them (t(32.4)=0.24, p =
0.81).
Based on the measured arm configurations and arm lengths, we calculated the diagonal manifolds in E-I
space (i.e. the correspondence between extrinsic and intrinsic direction for the set of 9cm movements
associated with that posture) associated with W1 and W2, individually for each participant. Finally, we
calculated the extent of postural shift as the vertical distance between the diagonal manifolds associated
with W1 and W2 (i.e. the extrinsic displacement between intrinsically matched movements). These
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postural shifts for AD and control groups were calculated to be 78.9° vs 77.9° for AD vs control, not
significantly different from each other (t(25.8)=0.29, p=0.77).
As illustrated in Figure 1D, the shift between W1 and W2 peak locations expected from pure extrinsic
learning corresponds to the horizontal distance between the diagonal manifolds of W1 and W2 in E-I
space. Because these diagonal manifolds are not perfectly straight lines, the horizontal distances between
them do not correspond to a single value. Thus we approximated this horizontal distance between the
diagonal manifolds as the average of the horizontal distances calculated at a range of extrinsic directions
(from -60° to 60° with respect to the trained direction, at every 15°).
5.3.6

Gaussian model of generalization function

Local generalization is thought to be well-described by Gaussian tuning functions184–186. Thus, as an
approximation of the generalization function we used the following model to characterize the
generalization functions observed in workspaces 1 and 2:

𝑧𝑧(𝜃𝜃) = 𝑘𝑘 ⋅

(𝜃𝜃− 𝜃𝜃0 )2
𝑒𝑒 2𝜎𝜎2

This equation describes the amount of generalization, 𝑧𝑧, as a function of 𝜃𝜃, the intrinsic target direction of

the movement. 𝜃𝜃0 is the center of the generalization function, 𝜎𝜎 is fixed at 33.1°, based on previous data

observed in Brayanov et al. 2012, and 𝑘𝑘 modulates the height of the peak. Additionally, because the

above gaussian model can only account for local generalization, we also included a constant parameter to

account for global (uniform) portion of motor adaptation, like Brayanov et al. 2012. This model contains
a total of 3 parameters.
5.3.7

Data analyses

Calculating heading angle
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We calculated heading direction of the movement as the angle formed between hand positions at
movement onset (defined by hand speed exceeding 6cm/sec) and at 150ms following onset for
movements in the training blocks, to remove effects of online corrections that could be made based on
visual feedback of the cursor. For movements in the generalization blocks, in which visual feedback of
the cursor was withheld, we calculated heading direction as the angle between hand positions at
movement onset and endpoint (defined as 200ms following the hand speed decelerating below 3cm/sec).
All baseline, training, and generalization heading angle data presented were taken from outward
movements; return movements toward the center were not analyzed. To avoid analysis of movements
that were intended for the wrong target, movements initiated early in anticipation of the target (with low
reaction times below 250ms) were not analyzed for the generalization blocks, where targets were
presented in random order across different directions. Additionally, to avoid analysis of movements with
small, spurious false starts (often due to fiddling of hand position before properly initiating the
movement), we did not analyze movements that traveled less than 2.5cm between the moments hand
speed crossed above and below a 6cm/sec speed threshold.
Outlier removal
We omitted outlier movements whose movement angles deviated from the median movement angle
across subjects by more than 3 interquartile ranges (IQRs). These medians and IQRs were calculated
across subjects for each trial in the experiment. This resulted in omitting 3.4% of the movements
contained in the dataset (4.5% vs 2.5% for AD vs control group trials).
Baseline subtraction
For each target direction in W1 and W2, we calculated the average heading angle for each participant
from the baseline period, and subtracted these from the heading angles calculated during the training and
generalization periods so that we could examine behavioral changes associated with learning. Note that
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very similar results would be obtained even if no baseline subtraction were done, because subjects’
heading directions to all targets were very close to the ideal heading directions (average deviations < 3°).
Learning metrics
To calculate the adaptation level shown in the learning curves of Figure 2A, we calculated the baselinesubtracted heading angles, and normalized these by 30°, which corresponds to the size of the visuomotor
rotation and thus the ideal heading direction during training. Therefore, an adaptation level of 0
corresponds to no learning, and 1 corresponds to full learning. We quantified early learning as the average
adaptation level from the first 10 trials of training, and asymptotic learning as the average adaptation level
from the last 50 trials of both training periods. We calculated the amount of retention as the fraction of the
asymptotic adaptation level remaining after a 1 minute rest break, measured at the generalization period
(in the trained direction of W1). We calculated the amount of forgetting as the complement of this (one
minus retention).
Calculation of shift between W1 and W2 generalization functions
To calculate the raw shift between W1 and W2 generalization functions, we took the difference in the
peak location parameters for the Gaussian fits of W1 and W2 data. We then normalized this raw shift by
dividing it by the shift that would be expected from pure extrinsic learning, calculated based on
participants’ arm lengths and arm configurations measured in W1 and W2. Thus, a normalized shift of 0
indicates pure intrinsic learning, whereas a value of 1 indicates pure extrinsic learning.
Generalization function fits
We fitted Gaussian generalization functions to data from W1 and W2 via least squares using Matlab’s
trust-region-reflective algorithm. The three parameters of each fit were restricted within [0, 100], [-110,
30], [-30, 30] for peak height, peak location, and global offset, respectively, to ensure that these
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parameters would lie within a reasonable range. In the group-based analysis we fit the Gaussian
generalization functions to the mean generalization data from W1 and W2 (averaged across trials at each
target direction and then averaged across participants), resulting in two fits for the AD group and two fits
for the control group. In the individual-based analysis, we fit, for each participant, Gaussian
generalization functions to individual trial data of W1 and W2, resulting in two fits per participant.
However, some participants have particularly noisy data that are poorly described by their generalization
function fits: Examples are shown in Figure 3C. Since the parameters (and in particular, the locations of
the peaks) obtained from such poor fits are unreliable, we omitted, from our analysis of these parameters
in Figure 3D and 3E, the participants who displayed non-significant fits for their generalization functions
in either W1 or W2. We assessed this significance of fit using an F test with a threshold at p = 0.05. Note
that the significance threshold at p = 0.05 deterministically corresponds to a cutoff threshold for the R2,
given the degrees of freedom of the data. This threshold, which can be different for each individual (due
to different amounts of data per individual after outlier removal), is represented as a dotted line in Figure
3B, overlaid on the actual R2 of individual participants’ fits. Since the fits in W1 and W2 have slightly
different R2 thresholds due to different degrees of freedom in the data (9 vs 10 target directions for W1
and W2 workspaces), the dotted line shows the maximum of the thresholds for the fits of W1 and W2.
Also note that there was only 1 instance across all participants and workspaces in which the Gaussian
parameter fits, and in particular the peak locations, were pushed to the edge of the enforced parameter
boundaries. For this instance, however, the fits displayed R2s that were far below the R2 cutoff for
significance and were therefore omitted. Thus, none of the fitted parameters used in our analyses are
affected by the specific parameter boundaries we used for fitting.
After the removal of participants with statistically unreliable shift estimates, the initial randomization
across perturbation direction resulted in 6 vs 6 AD participants and 9 vs 10 control participants who
received clockwise vs counterclockwise visuomotor rotations, respectively. The initial randomization
across workspace testing sequence (whether workspace 1 or workspace 2 was tested first) did result in a
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small imbalance between groups (8 vs 4 for those who tested in workspace 1 vs workspace 2 first for AD,
9 vs 10 for controls). Note, however, the order of these tests were always counterbalanced within
individuals (those participants who were tested in workspace 1 followed by workspace 2 during the first
probe block were tested in workspace 2 followed by workspace 1 during the second probe block, and vice
versa). Thus, the imbalance between the two testing sequences would be a second order precedence effect
that would be unlikely to affect the results of the individual participant analysis of Figure 3B-D.
Statistical methods
One-sample one-sided Student’s t-tests were used to determine whether participants’ learning and motor
forgetting was greater than zero (asterisks in Figures 2B-D). Two-sample t-tests were used without
assuming equal variances (Welch’s t-test) to compare AD and control groups’ learning (Figures 2B-C,
two-sided), motor forgetting (Figure 2D, two-sided), postural changes (two-sided), and shifts between
workspace 1 and workspace 2 generalization patterns (Figure 3D right panel, one-sided). To assess
significance for the declarative forgetting data we used nonparametric 1-sided bootstrap tests instead of
Student t-tests. We did this because the declarative forgetting data (measured by the recall section of the
MMSE) comes from a non-normal distribution of values 0, 1, 2, or 3, with many participants (controls) at
the boundary (0). Thus the distribution of its sample mean is likely far from normal (violating
assumptions of the t-test). Linear regression analyses based on the F-statistic for the slope of a best fit
straight line were used to test for the relationship of movement speed, asymptotic adaptation levels, and
group (AD vs control) with the shifts in generalization patterns. The data we analyzed using Student ttests were inspected and found to appear grossly normal in their distributions.
We used a nonparametric bootstrap to obtain standard errors and perform statistical testing for the groupbased analysis shown in the right panel of Figure 3D. In this bootstrap analysis, we constructed each
bootstrap sample by resampling 17 participants with replacement from the AD data (same as the total
number of participants in the AD group), and 20 participants with replacement from the control data
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(same as the total number of participants in the control group). We then fitted Gaussian generalization
functions to the (newly constructed) AD and control mean data for W1 and W2, calculated the normalized
shift between them, and repeated this process 10,000 times. We obtained standard errors for the shifts for
each group by calculating the standard deviation of these shifts across the 10,000 bootstrap samples. We
additionally obtained the p-value for the difference between AD and control GF shifts by calculating the
fraction of bootstrap samples for which the shift for the control group was smaller than that for the AD
group.
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5.4

Results

In order to investigate whether AD affects the coordinate frame representations used for motor learning,
we studied participants using a refined version of a classic paradigm for evaluating intrinsic and extrinsic
learning. This classic paradigm dissociates intrinsic and extrinsic coordinate frames for learning a motor
adaptation by probing generalization of the adaptation in a limb posture different than the one used for
training13,17,45–47,49,208 as illustrated in Figure 1B-C. This postural change alters the alignment of intrinsic
motion and extrinsic motion, changing the correspondence between limb motion in joint-based intrinsic
coordinates and hand position motion in world-based extrinsic coordinates. As a consequence, the novel
limb configuration dissociates the movement matched to a trained motion in terms of extrinsic motion
from that matched in terms of intrinsic motion (see Figures 1B-C). Here extrinsic motion describes the
movement vector in terms of the change in x-y position, whereas intrinsic motion describes it in terms of
the change in shoulder and elbow angles. In light of this feature, a number of studies have used this
classic paradigm to specifically examine the effects of motor learning on intrinsically-matched or
extrinsically-matched movement directions or compare the two13,17,45–47,49,208.
We recently showed that one can obtain considerably more information about intrinsic and extrinsic
representations of motor memory with a refinement that examines a large repertoire of movement
directions in a novel workspace, compared to examining only intrinsically-matched or extrinsicallymatched movement directions21. In particular, the additional information provided by this dense sampling
of movement directions elucidates the structure of intrinsic and extrinsic representations. Here we take
advantage of this additional information to provide a high fidelity
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Figure 5-1: Workspaces, reference frames, and generalization patterns for visuomotor learning.
(a) During training, participants adapted to a 30° clockwise or counterclockwise visuomotor rotation (balanced
across participants). These movements were performed in a single target direction in a posture referred to as
workspace 1 (W1).
(b) Participants’ movements during the generalization blocks, in workspace 1, (W1, green) and workspace 2 (W2,
blue), are shown in extrinsic (world-based) coordinates, i.e. x and y coordinates. In W1, the thicker arrow indicates
the trained movement direction, whereas the thinner ones show untrained movement directions tested for
generalization. In W2, the bold arrows show the movements that are extrinsically (purple) or intrinsically (pink)
matched to the trained movement, whereas the thin blue arrows show unmatched movement directions that were
additionally tested for generalization.
(c) Participants’ movements during generalization blocks are represented in terms of the intrinsic (joint-based)
coordinate frame of shoulder angles and elbow angles. Like in (b), the bold green arrow shows the trained
movement, and the bold pink and purple arrows correspond to the movements in W2 that are extrinsically or
intrinsically matched to it.
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Figure 5-1 (continued)
(d) and (e) illustrate different internal representations of visuomotor learning in E-I space (extrinsic-intrinsic
direction space). In (d), each movement is represented in E-I space as a point described by its intrinsic movement
direction (horizontal axis) and extrinsic movement direction (vertical axis). The points comprising the diagonal
green and blue lines correspond to movements that can be measured in workspace 1 (W1) and workspace 2 (W2),
respectively, where the green dot indicates the trained movement in W1, and the pink and purple dots indicate the
movements in W2 that match it in terms of extrinsic or intrinsic direction. Brightness of the heatmap in (d)
indicates the adaptation level that would be observed for that movement, where the brightest white indicates full
generalization while the darkest black indicates no generalization. Different extrinsic-intrinsic representations of
learning correspond to different generalization patterns (patterns of brightness) in this E-I space. If learning were
purely intrinsic (left panel), generalization would depend on the intrinsic movement direction but be independent
of the extrinsic movement direction, resulting in a vertically oriented E-I space generalization pattern, as extrinsic
movement direction is plotted on the vertical axis. If learning were purely extrinsic (middle panel), generalization
would depend on the extrinsic movement direction but be independent of the intrinsic movement direction,
resulting in a horizontally oriented E-I space generalization pattern. However, recent work revealed the
generalization pattern to be a gain-field combination of intrinsic and extrinsic learning (right panel), a
multiplicative combination of pure intrinsic (vertical) and pure extrinsic (horizontal) generalization patterns, which
results in a generalization pattern with circular or elliptical contours. The two rows of panels in (e) below illustrate
how pure intrinsic, pure extrinsic, or gain-field combination learning representations give rise to the 1-dimensional
generalization data in W1 (trained workspace) and W2 (testing workspace), corresponding to the green and blue
diagonal slices in E-I space, that we probe in our experiment, as a function of intrinsic direction. These two rows
of panels in (e) show that pure intrinsic learning results in 1-D generalization functions for W1 and W2 that are
not shifted from each other, while pure extrinsic learning results in 1-D generalization for W1 and W2 that are
maximally shifted from each other. Thus, larger shifts indicate greater extrinsic representations of learning.
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comparison between the strengths of intrinsic and extrinsic representations of motor memory, with the
hypothesis that extrinsic representations of motor learning are specifically impaired in AD. We began by
examining the acquisition and retention on a sensorimotor adaptation task that could be learned equally
well in a purely extrinsic reference frame, a purely intrinsic frame, or as a combination, to determine the
extent to which the capacity for acquiring and retaining this sensorimotor adaptation are preserved in
Alzheimer’s disease. We then proceeded to probe the coordinate frames used for this learning by
designing an experiment based on a recent computational framework that allows us to examine the
relative contributions of intrinsic and extrinsic learning. This approach takes into account the patterns by
which the learning generalizes across movement directions in two different postures, and in particular, the
extent to which these generalization patterns shift between postures. Based on this framework, we
employed both individual and group-based analyses of the generalization patterns observed in AD and
demographically-matched control participants to determine whether extrinsic learning is specifically
impaired in AD.
We trained 20 AD patients and 20 age-matched control participants on a sensorimotor transformation task,
from which we present data of the 17/20 AD and 20/20 control participants who were able to complete
the task (see Methods). This training would allow subjects to form motor memories that we could then
interrogate, through the patterns by which learning generalizes across limb configurations and movement
directions, for its dependence on intrinsic vs extrinsic coordinate frames. We accomplished this by first
training participants on a 30° visuomotor rotation (VMR, see Methods) in a single movement direction in
a single posture, which we refer to as workspace 1 (W1), (Figure 1A). We then tested the generalization
of the learning to a range of untrained movements in the training posture (W1) and a novel posture (W2),
with a total of 19 movement directions across W1 and W2 (see Figure 1B and 1C), to probe a range of
dissociated intrinsic and extrinsic motions. We ask whether AD patients exhibit a generalization pattern
that depends less on extrinsic spatial information than in control participants.
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5.4.1

Visuomotor learning and its short-term retention are largely preserved in Alzheimer’s

disease
Before investigating the generalization of visuomotor rotation learning to study intrinsic vs extrinsic
learning in AD, we examined how AD affects the overall ability to form new motor memories when
acquisition does not depend on reference frame. We found that both AD and age-matched control groups
showed reliable improvements with practice, as shown in Figures 2A-C both during initial training
(t(16)=11.1, p < 10-6 for AD and t(19)=13.2, p < 10-6 for control participants) and at asymptote
(t(16)=22.5, p < 10-6 for AD and t(19)=43.1, p < 10-6 for control participants). Despite slower movements
(mean±s.e.m. peak speeds of 0.27±0.03 vs 0.37±0.02 m/s for AD vs control, t(33.0)=2.87, p < 0.01),
adaptation levels were largely preserved in AD, both for initial learning (Figure 2B; 12.7±1.2 vs
13.3±1.0°, t(33.4)=0.39, p=0.70) and asymptotic learning (Figure 2C; 23.3±1.0 vs 25.2±0.6° for the 30°
rotation, t(25.6)=1.60, p=0.12).
We also found the short-term retention of motor memory to be largely preserved in AD, in sharp contrast
to short-term retention of declarative memory. When we examined mini-mental state examination
(MMSE) scores obtained in the same session, we found that neither AD nor control participants had
difficulty initially registering the memory of 3 arbitrary objects, e.g. vocally repeating after the
experimenter: “ball, car, man” (all 17 AD and all 20 control participants registered 3/3 objects). However,
AD patients were severely impaired in their ability to recall these objects after a short 30-60 second break,
with a retention of 45±10% (1.35 out of 3 objects, mean±s.e.m.) compared to 97±2% (2.90 out of 3
objects) for control participants (p<0.001), or equivalently, a forgetting of 55% for AD participants
compared to 3% for control participants (Figure 2E). In contrast, retention on our VMR adaptation task
following one-minute rest breaks was largely preserved, with a post-break retention of 65.1±6.2% vs
68.0±2.5% of pre-break performance for AD vs controls (t(21.1)=0.44, p=0.67), equivalent to a forgetting
of 35% vs 32% (Figure 2D). This corresponds to a 9.09±30.47% increase in forgetting observed in our
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Figure 5-2: Alzheimer’s disease participants exhibit unimpaired visuomotor adaptation and short-term
retention of motor memory, but impaired short-term retention of declarative memory.
(a) Learning curves for Alzheimer’s disease (AD, red) and control (CON, blue) groups show that participants
adapt their movements in response to the visuomotor rotation. The adaptation level is defined as the fraction of the
full 30 degree rotation that was compensated for. The dashed lines at 0 and 1 indicate the levels of baseline and
ideal performance, respectively.
(b) Initial learning was estimated as an average of the adaptation levels for the first 10 training trials. The p-value
displayed corresponds to the difference between AD and control participants. Double asterisks indicate
significance of p<0.01 for the difference from zero.
(c) Asymptotic learning was estimated as an average of the adaptation levels for the last 50 training trials (see
Methods).
(d) Motor forgetting, which was similar for the AD and control groups, was estimated as the relative decrease in
adaptation level from asymptotic training to the generalization period, measured at the generalization trials
performed at the training direction.
(e) Declarative forgetting, which was much more severe for the AD group than for the control group, was
measured from participants’ MMSE responses. This was calculated as the fraction of objects forgotten (out of 3)
during the recall section of the MMSE. All error bars indicate SEM.
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motor adaptation task (35% vs 32% for AD vs controls), which sharply contrasts with the 15-fold increase
in the amount of forgetting observed for declarative memory (55% vs 3% for AD vs controls). Together,
these results indicate that the ability to learn and retain motor memories for visuomotor adaptation can be
largely preserved even in AD patients who display severe deficits in the retention of declarative memory.
5.4.2

Computational framework for examining intrinsic and extrinsic representations

Having found that overall visuomotor learning ability largely preserved in AD, we next proceeded to
determine whether this ability relies on spatial representations in an abnormal way by dissecting motor
memories into intrinsic vs extrinsic representations. We accomplished this by examining the patterns by
which visuomotor learning generalizes across limb configurations and movement directions, using a
computational framework established in recent work. The main idea from much of the classic work on
reference frames for motor learning is that the strength of intrinsic and extrinsic representations can be
inferred by specifically examining the ability of the learning to generalize to extrinsically-matched or
intrinsically-matched conditions – i.e. when the intrinsic representation of motion is altered compared to
the trained movement, while the extrinsic representation is matched, or vice-versa. However, the ultimate
characterization of intrinsic and extrinsic representations for motor learning would entail an
understanding of how the motor memory for a particular movement generalizes across all combinations
of changes in intrinsic and extrinsic representations. Here we refer to the space that covers all these
combinations as E-I (extrinsic-intrinsic) space, shown in Figure 1D. We suggest that the understanding of
intrinsic and extrinsic representations of motor learning can be facilitated by characterizing how learning
generalizes throughout this space. In this framework, we define E-I space based on changes in the
extrinsic and intrinsic movement directions compared to a trained movement. We define the extrinsic
movement direction (𝜃𝜃𝐸𝐸 , plotted on the y-axis in Figure 1D) in the familiar way as the direction of the

world-based coordinate representation of the movement vector (Δx, Δy), and we analogously define the
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intrinsic movement direction (𝜃𝜃𝐼𝐼 , plotted on the x-axis in Figure 1D) as the direction of the shoulderelbow angle coordinate representation of the movement vector (Δ𝜙𝜙𝑠𝑠 , Δ𝜙𝜙𝑒𝑒 ):
𝜃𝜃𝐸𝐸 = atan �
𝜃𝜃𝐼𝐼 = atan �
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Figure 1D illustrates the E-I space representations for 3 possibilities for how motor memory might be
encoded in intrinsic and extrinsic coordinate frames. If learning were purely intrinsic (left panel),
generalization would depend on the intrinsic movement direction but be independent of the extrinsic
movement direction, resulting in a vertically oriented E-I space generalization pattern, as extrinsic
movement direction is plotted on the vertical axis. As a consequence, intrinsically-matched movement
vectors, like the green and purple arrows in Figure 1C, which correspond to points in E-I space with
identical intrinsic movement direction, result in identical generalization levels for pure intrinsic learning
(green and purple dots in Figure 1D, left panel). In contrast, if learning were purely extrinsic (middle
panel), generalization would depend on the extrinsic movement direction but be independent of the
intrinsic movement direction, resulting in a horizontally oriented E-I space generalization pattern. Thus,
extrinsically-matched movement vectors, like the green and pink arrows in Figure 1B, which correspond
to points in E-I space with identical extrinsic movement direction, result in identical generalization levels
for pure extrinsic learning (green and pink dots in Figure 1D, middle panel). However, recent work 21
revealed the generalization pattern to be a gain-field combination of intrinsic and extrinsic learning (right
panel). This equates to a multiplicative combination of pure intrinsic (vertical) and pure extrinsic
(horizontal) generalization patterns, resulting in a local generalization pattern with circular or elliptical
contours.
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Note that movements in any single limb configuration constitute a diagonal slice in this E-I space, as
shown by the green and blue lines in Figure 1D. This is because within any particular workspace, a
change in intrinsic movement direction leads to an approximately parallel change in extrinsic movement
direction. Different limb configurations, e.g. different workspaces such as W1 (green) & W2 (blue),
correspond to different diagonal slices through E-I space, as shown in Figure 1D. Here the W1 and W2
slices are offset by exactly 90° degrees extrinsically (vertically), which corresponds to the 90° degree
postural change between W1 and W2 illustrated in Figure 1B. Note that the intrinsic (horizontal) offset
between W1 and W2 is not a single value, but depends on the exact shape of the W1 and W2 slices.
Our experimental design thus probed multiple movement directions in 2 workspaces (W1, W2), in order
to characterize intrinsic and extrinsic learning in AD. As shown in the left panel of Figure 1E, which
illustrates the 1-D generalization functions for W1 (green) and W2 (blue), pure intrinsic learning results in
1-D generalization functions for W1 and W2 that both peak at 0°, without a shift (left panels of Fig 1D
and 1E). In contrast, the middle panels of Figure 1D and 1E show that pure extrinsic learning would result
in generalization functions for W1 and W2 that are shifted by about 80 degrees, corresponding to the
horizontal offset observed between the trained motion (green dot) and extrinsic match (pink dot) in the
center panel of Figure 1D (see Methods). Finally, gain-field combination learning results in 1-D
generalization functions for W1 and W2 that are shifted by an intermediate amount, as shown in the right
panels of Figure 1D and 1E because the E-I space generalization along the blue W2 manifold peaks at an
intermediate location (blue dot in right panel of Figure 1D). The amount of this intermediate shift
indicates the relative strength of extrinsic vs intrinsic learning, with larger shifts corresponding to larger
contributions of extrinsic learning. Thus, if there were a specific impairment of extrinsic learning in AD,
we would expect to observe smaller shifts between W1 and W2 peaks.
To sharply distinguish between intrinsic and extrinsic representations, we attempted to achieve a large 90°
change in posture between W1 and W2 for all participants; however, the postural change achieved for
each individual was limited by his or her range of motion. The postural changes we measured were close
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to the 90° target and similar between groups (mean±s.e.m. of 78.9±2.9° vs 77.9±1.6° for AD vs control,
t(25.8)=0.29, p=0.77; see Methods). Rather than compare the generalization function shifts we observed
to the maximum potential shift expected for pure extrinsic learning that was based on the ideal 90°
postural change (~80° shift, shown in the center panel of Figure 1D), we compared the observed shifts to
the maximum potential shifts that could occur based on postural changes that were actually measured. We
did this by normalizing the raw shifts observed by the potential shifts that would occur from pure
extrinsic learning, given the measured postures (see Methods). Thus normalized shifts of 0 or 100%
correspond to pure intrinsic learning or pure extrinsic learning, respectively.
5.4.3

Group-based analysis of shifts in generalization reveals relatively impaired extrinsic

learning in Alzheimer’s disease
We thus compared the shifts between the 1-D generalization functions in W1 and W2 for AD patients and
healthy controls, with the hypothesis that AD patients would show smaller shifts due to impaired extrinsic
motor learning. After training on a 30° visuomotor rotation, we tested the generalization of this learning
across multiple movement directions in two different limb configurations - workspaces W1 (trained) and
W2 (novel). To prevent orientation-related and order-related biases from accruing, we randomized, across
participants, both the orientation of the visuomotor rotation (clockwise vs counterclockwise) and the order
in which W1 and W2 generalization patterns were tested within each group (see Methods).
We started with a group-based analysis of the shifts in generalization between workspaces W1 and W2.
This analysis is illustrated in Figure 3A, which plots the group-averaged generalization data from W1 and
W2. As expected, the W1 generalization data (bright blue and bright red circles) peak at 0° for both
healthy controls (top panel, blue) and AD patients (bottom panel, red), indicating maximal expression of
the adaptation near the trained direction for the training workspace (W1). In contrast, the W2
generalization functions (darker traces) exhibit peaks that are shifted to the left of the W1 generalization

165

Figure 5-3: Analysis of generalization function shifts indicate impaired extrinsic representations for
visuomotor rotation learning in Alzheimer’s disease.
(a) (top panel) Mean generalization data in W1 and W2 for the control group (light and dark blue circles,
respectively) are both well described by Gaussian fits (light and dark blue traces with R2 = 0.94 and R2 = 0.92,
respectively). Error bars indicate SEM. The vertical dashed line labeled ‘Pure Intrinsic’ indicates the peak location
of the W2 generalization function that would be expected from pure intrinsic learning, unshifted from the peak
location of the W1 generalization function. In contrast, the dashed line labeled ‘Pure Extrinsic’ indicates the peak
location of the W2 generalization function that would be expected from pure extrinsic learning, maximally shifted
from the peak location of the W1 generalization function. This maximum shift, corresponding to pure extrinsic
learning, was calculated as the horizontal (intrinsic) offset between the diagonal W1 and W2 manifolds in E-I
space illustrated in Figure 1D, based on the actual postural changes measured (see Methods). The shaded region
indicates the actual shift between the centers of W1 and W2 generalization functions.
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Figure 5-3 (continued)
(bottom panel) Analogous to the top panel. Similar to the control group, mean generalization data for AD
participants (light and dark red circles, respectively) are well described by their Gaussian fits (light and dark red
traces with R2 = 0.92 and R2 = 0.84, respectively). However, compared to controls, AD participants display a W2
generalization function that is less shifted toward pure extrinsic learning, suggesting impaired extrinsic learning. (b)
The R2 values for the Gaussian generalization function fits to the individual participant W1 & W2 generalization
data were used to assess reliability of the data for each individual, and individuals were omitted if their W1 data or
W2 data were not significant at the p = 0.05 level. The dotted line indicates the R2 threshold that corresponds to
p=0.05 for each participant (see Methods). The gray shading indicates participants whose data are shown in more
detail in (c).
(c) Example generalization function fits for high (upper panels) and low (lower panels) R2 participants are shown for
W1 (light red/blue) and W2 (dark red/blue) from both AD and CON groups.
(d) Distributions of individual participants’ normalized W1-W2 shifts for AD (red) and controls (blue) show smaller
shifts (less extrinsic learning) for AD. The mean of each group in this individual-based analysis is depicted by the
horizontal gray dotted lines. Rightmost panel: Both group-based (light red and blue bars) and individual analyses
(dark red and blue bars) find significantly smaller generalization function
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functions in the direction of pure extrinsic learning for both control and AD patients (Figure 3A, top and
bottom panel). Note that while both shifts are leftward, the W2 peak locations remain closer to pure
intrinsic than pure extrinsic learning for both AD and control groups, suggesting relatively greater
intrinsic than extrinsic learning in both groups consistent with previous work21.
As all three of the E-I space generalization patterns diagrammed in Figure 1D predict shifts in the peaks
of the 1-D generalization functions between W1 and W2 that depend on the relative contributions of
extrinsic and intrinsic learning, we quantified these shifts in the AD and control data. In particular, we
estimated the shifts between the W1 and W2 generalization functions by computing the best-fit Gaussian
approximations for the generalization data in each workspace (bell-shaped traces in Figure 3A) and taking
the difference between the peak locations for the W1 and W2 Gaussians. Figure 3A displays such
Gaussian approximations to the group averaged generalization data for W1 and W2, overlaid on the raw
data. These Gaussian curves approximate the data extremely well, with R2 values of 0.89, 0.95 for AD
patients and controls in workspace W1, and 0.84, 0.92 for AD patients and controls in workspace W2.
To determine the statistical significance of the observed shifts, we performed a preliminary analysis that
used bootstrapping to resample the participants within each group with replacement to calculate the
uncertainty in the Gaussian parameter estimates (see Methods). We calculated the raw shifts between the
W1 and W2 Gaussian peaks to be significantly smaller for AD than controls (11.3±4.1° vs 22.3±2.7°,
p=0.012) .More rigorously, we then normalized these raw shifts by the shift expected from pure extrinsic
learning given the actual postural changes we measured for each individual, to account for individual
differences in posture and to relate the raw shift data we measured to pure intrinsic vs pure extrinsic
learning (see Methods). We found that AD participants also exhibited smaller normalized shifts than
controls (mean±s.e.m.: 17.3±6.1% vs 34.3±3.9% of the shifts expected for pure extrinsic learning, p =
0.012, light blue and light red bars of the right panel of Figure 3D). Thus AD participants were 48±19%
closer to pure intrinsic learning than controls. The reduced shifts observed for AD participants are in line
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with impaired extrinsic learning, reflecting a decreased reliance on extrinsic, compared to intrinsic
adaptation in AD.
5.4.4

Individual-participant analysis reveals relatively impaired extrinsic learning in Alzheimer’s

disease
We followed with a more direct main analysis in which we estimated the shifts between W1-W2 peaks
for each individual – an analysis that allows groups to be compared using more classic, non-bootstrap
statistics. To accomplish this, we computed the best-fit Gaussians for the W1 and W2 generalization data
for each individual participant, found the difference between their W1 and W2 peak locations, and
normalized this shift by the shift that would be expected from pure extrinsic learning. Noisy data from
individual participants can sometimes, however, make individual parameter estimates unreliable. We
thus excluded, as unreliable, the W1 or W2 parameter estimates for which the R2 value of the Gaussian fit
was below that required for significance at p < 0.05 (an R2 cutoff of about 0.1 as shown by the black
dotted lines in Figure 3B, see Methods for details). Note that unreliable W1-W2 shift calculations could
stem from unreliable estimates of either of the two workspace peak locations.
Individual participants’ R2 values were as high as 0.79, and the vast majority of participants in both
groups displayed statistically significant fits (12/17 AD and 19/20 control participants who completed the
task). In the bottom row of Figure 3C we show individual participant data from 2 of the 5 individuals for
whom we failed to generate reliable parameter estimates in either W1 or W2. For contrast, in the top row
of Figure 3C we show the data from participants with high R2 values (and thus with reliable parameter
estimates). Note that despite the exclusion of participants with unreliable parameter estimates, groups
remained largely counterbalanced in terms of direction of visuomotor rotation (6 clockwise vs 6
counterclockwise for AD, 9 clockwise vs 10 counterclockwise for controls), initial learning (mean±s.e.m.
of 13.4±1.5° vs 13.16±1.1° for AD vs controls, t(21.7)=0.11, p=0.92), asymptotic learning (24.0±1.2° vs
25.1±0.6°, t(16.4)=0.79, p=0.44), and movement speeds (0.29±0.04m/s vs 0.38±0.02m/s for AD vs
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controls, t(21.1)=1.92, p=0.07). This participant exclusion does result in somewhat of an imbalance in
participants who were tested for generalization in workspace 1 first rather than workspace 2 (8 vs 4 for
AD, 9 vs 10 for controls); however, because each participant was tested twice in each workspace, with the
order of these tests were always counterbalanced within individuals (those participants who were tested in
workspace 1 followed by workspace 2 during the first probe block were tested in workspace 2 followed
by workspace 1 during the second probe block, and vice versa), this is a second order precedence effect
that would be unlikely to affect our results.
After omitting the low R2 individuals from the analysis, we found that AD participants displayed W1-W2
shifts that were significantly smaller than those of controls (t(28.8)=2.62, p=0.007, Figure 3D), with
normalized mean shifts of 15.4±6.1% vs 40.3±7.3% (mean±s.e.m.), 62±17% closer than controls to pure
intrinsic learning (i.e. a normalized shift of 0%). Note that one control participant was measured at a shift
of over 100% (top blue bar in the left histogram of Fig. 3D), raising the possibility that this measurement
unduly affects the overall findings. However, if we compute the median shifts for each group, which are
robust to outliers, AD participants remain 62% closer to pure intrinsic learning than controls (median
shifts of 13.3% and 35.5% for AD and controls, respectively), underlining the robustness of the current
dataset with n=19 control participants. Moreover, even if the control participant with the shift of over
100% is removed, the statistical comparison between mean shifts remains significant (15.4±6.1% vs
34.8±5.0% for AD vs control participants, t(23.8)=2.45, p=0.01). Inspecting the histograms of the
individual W1-W2 shift distributions (Figure 3D) corroborate the finding that AD participants exhibit
systematically smaller shifts than control participants – over 80% of AD participants displayed shifts of
less than 40.3% (the mean shift of controls) whereas over 80% of demographically-matched healthy
participants displayed shifts greater than 15.4% (mean shift of AD participants). The smaller W1-W2
shifts in AD participants, consistent with the group-based analysis from Figure 3A, are in line with an
impairment in extrinsic learning, in which motor memories rely less on extrinsic spatial information in
AD.
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Finally, we investigated whether the reduced shifts that AD participants displayed might be related to the
slightly lower movement speeds or asymptotic learning levels they exhibited. We found no evidence for a
relationship between movement speed and normalized shift in either AD or control participants (F(1,
10)=1.61, p = 0.23; F(1, 17)=0.22, p = 0.64, respectively). We also found no evidence for a relationship
between asymptotic adaptation and normalized shift in either AD or control participants (F(1, 10)=0.32, p
= 0.58; F(1, 17)=0.53, p = 0.48, respectively). These results suggest that these variables are unlikely to
confound the main effect that AD participants exhibit smaller shifts in the direction of pure extrinsic
learning than do controls. Taken together, these results suggest impaired extrinsic representation of motor
memory for AD in visuomotor rotation learning.
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5.5

Discussion

Here we demonstrated a specific impairment in the internal representation of motor skill learning between
intrinsic and extrinsic reference frames in individuals with AD. We began by training participants on a
visuomotor learning task, for which overall performance does not depend on reference frame, and found
that initial adaptation and asymptotic adaptation as well as 60-second retention were unimpaired
compared to healthy controls. The preserved performance we observed for short term motor memory
retention was particularly striking in contrast to the profound deficits in the same individuals displayed on
short-term, 30-60 second retention of declarative memory. Whereas declarative forgetting for the 3 items
assessed on the MMSE was 15-fold worse in AD than healthy control participants (forgetting rates of
55±10% vs 3±2%), motor forgetting was essentially the same (35±6% vs 32±3%). This dissociation
between the ability to retain declarative and motor memories over the course of 1 minute is in line with
previous work showing dissociated cognitive and motor abilities in AD209.
Despite preserved learning and retention of this learning for visuomotor adaptation, we found substantial
differences in the internal representations underlying this learning. We examined how motor learning
generalized across movement directions and limb configurations based on an established framework for
assessing intrinsic and extrinsic motor learning. In this framework, the shape of the generalization
patterns would be independent of the coordinate frame representation and not change from one limb
configuration to the next. But the center of the generalization pattern would systematically shift across
limb configurations according to the coordinate frame representation, with no shift expected for fully
intrinsic representations and larger shifts indicating increasingly greater extrinsic representations. Here
we found that AD participants displayed shifts that were 62±17% smaller than demographically-matched
control participants based on an individual participant analysis and 48±19% smaller based on a group
analysis, in which all participants could be included. This corroboration by the group analysis shows that
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the exclusion of participants with statistically unreliable shift estimates (1 out of 20 participants for the
control group and 5 out of 17 participants for the AD group) is not responsible for the systematic
difference in the shifts we observed between AD and control groups. We found, moreover, that the small
differences in movement speed and asymptotic learning observed between AD and control participants
also do not account for the systematic differences in shifts across groups. These results indicate that the
balance between intrinsic and extrinsic representations of learning is shifted away from extrinsic learning
in AD participants as compared to demographically-matched controls, in line with impaired extrinsic
representations in AD. This finding is likely an early feature of AD, as our results come from a cohort
with relatively mild disease (MMSE=24.4±3.0). Together our results indicate that extrinsic
representations of motor learning are specifically impaired in AD.
5.5.1

Relation to previous work on motor learning

The current findings offer a potential reconciliation of previous studies of AD that have presented
seemingly conflicting results. On one hand, brain areas responsible for motor learning are largely
preserved in AD63,64 and many studies show that motor learning is preserved56–60, while on the other hand
some studies show that AD patients lose their ability to perform crucial everyday motor tasks such as
putting on clothing and using utensils50–54. Our current study suggests an alternative point of view,
revealing a subtle but crucial deficit in AD motor function. The spatial reference frame in which the skill
is acquired and tested may be critical210. AD participants can show essentially normal acquisition and
performance of a motor skill if both occur in an intrinsic, body-based reference frame. Their acquisition
of a new skill shows far less transfer in an extrinsic, world-based reference frame.
5.5.2

Neuroanatomical implications

A large body of evidence suggests that spatial transformations such as between intrinsic and extrinsic
space are performed in the parietal lobes 85,86,91,211–213. The parietal lobes show early evidence of
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dysfunction in AD, both in studies of brain metabolism and of cerebral perfusion79,214. We posit that it is
this impairment in parietal lobe function that underlies our findings, as well as the findings of ideomotor
apraxia (an inability to perform previously learned motor functions) in AD50,215.
5.5.3

Clinical relevance of the current findings

What do the current results imply in terms of AD diagnosis and care? One possibility is that a test of
intrinsic vs extrinsic motor memory may potentially be used to aid in the early diagnosis of AD. Deficits
in spatial transformation of motor skills can be seen even in those at elevated risk for AD but who have
not yet been diagnosed216. Additionally, the current findings suggest rehabilitative coping strategies to
help patients maintain greater independence. Because tool usage plays a large role in daily life, the
inability to make use of extrinsic spatial information in motor learning, as seen in AD, can be debilitating
for independent living. However, we find that AD motor function is largely preserved in other aspects; for
example, while the motor memory is less reliant on extrinsic spatial information, the actual learning and
retention of the visuomotor rotation task within the same workspace is almost entirely intact, likely
because intrinsic reference frame memory can be successfully retrieved. For example, the current results
predict that AD patients would struggle with putting on a shirt, but have less trouble tying their own shoes.
This is because tying one’s shoes may often require the same sequence of individual finger movements in
a pure intrinsic frame, whereas aligning a shirt to one’s body before actually putting it on is likely to
require integrating extrinsic information, a process we found to be impaired in AD. Preserved intrinsic
learning in AD raises the possibility that this learning ability could be repurposed to compensate for
dysfunctional extrinsic learning. This could potentially be accomplished by careful design of novel
interfaces for motor rehabilitation training.
Apraxia, clinically defined as a difficulty in performing skilled movement in the absence of sensory
deficits or motor weakness, is a well-known feature of early AD 193,209,217–221. A traditional classification
of the different types of apraxia operationally defines them by the stimulus used to produce the movement,
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e.g. a failure to produce the correct movement to command, to imitation of the movement, or to
performing the movement when handling the object222. In this framework, failures to produce a
movement to command, such as pantomiming combing hair when told to demonstrate toothbrushing,
represent ideational or conceptual apraxia. In contrast, ideomotor apraxia involves choosing the correct
overall action but showing disruption in the timing, sequencing or spatial organization of its execution223.
Studies of apraxia in AD, however, have been inconsistent, with possible deficits based on whether the
task was meaningful or meaningless193, whether the task is done to command or to pantomime224 or when
the task is unimanual vs bimanual225. These distinctions all rely on errors in output but a unifying
possibility is that all are sequalae of a relatively impaired ability to form extrinsic sensorimotor
representations and a relatively preserved ability to form intrinsic representations.
Leiguarda and Marsden more recently put forward an organization of apraxia based on concepts from
motor control and sensorimotor integration220 that applies these concepts to characterize the errors that
apraxic movements display. They note three types of errors in performing learned motor actions, deficits
in temporal components, in spatial components, and in content. The present results may provide a novel
spatial characterization of motor errors in apraxia, and raise the possibility that the dichotomy between
extrinsic and intrinsic motor learning we demonstrate might underlie spatial aspects of apraxia more
generally than in AD patients. This idea is in line with the fact that ideomotor apraxia is often associated
with damage to parietal or premotor areas226, which are known to be crucial for sensorimotor coordinate
transformations, and might also explain why motor learning is preserved even in AD patients with
ideomotor apraxia227. Future work in apraxic individuals with focal brain lesions will be needed to test
this idea.
5.5.4

Therapeutic implications

Importantly, the current study has built a framework for characterizing preserved and impaired intrinsic
and extrinsic motor learning in AD that may be useful in the development and testing of rational
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therapeutic strategies. One prospect is the possibility of restoring extrinsic motor learning capabilities by
using non-invasive brain stimulation in combination with extended training of extrinsic learning. In recent
years, two forms of brain stimulation, transcranial direct current stimulation (tDCS) and transcranial
magnetic stimulation (TMS) have demonstrated promising results showing that they can improve
cognitive function in AD. In particular, TMS to dorsolateral prefrontal cortex (DLPFC) in AD patients
has been shown to improve declarative memory, language, and executive functions for up to several
weeks after a period of treatment228,229. In a similar vein, tDCS to DLPFC and temporal cortex in AD
patients has been shown to improve visual recognition memory and word recognition memory230,231, with
improvements lasting for up to 4 weeks after the period of stimulation232. Relevant to motor function,
studies have shown that tDCS can enhance acquisition of motor skills in healthy subjects233–236, and it is
suggested that this ability may be directly linked to whether the skill is acquired in an intrinsic or an
extrinsic frame201. Patients with apraxia from stroke can show improvement after tDCS to the left
posterior parietal cortex237. From mild AD, with deficits in using computer inputs such as a mouse, to
severe AD, with impairments in dressing and bathing, the loss of motor skills often has a greater impact
even than the loss of declarative memory. The behavioral and analytical framework presented here for
characterizing extrinsic and intrinsic motor learning may be combined with these direct interventions to
enhance motor learning in AD patients. In sum, our current findings provide valuable behavioral and
analytical tools for designing and testing interventions for improving motor skills throughout the course
of AD, which may allow for greater independence and decreased caregiver burden.
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