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Abstract
The ease and grace of animal movements belie the incredible challenge of controlling those movements,
as the motor system does so capably. To maintain this fine control, the motor system needs to adapt to
changes in the required movement dynamics over both the long‐term, such as a growing body, and the
short‐term, such as muscle fatigue or wearing a jacket. Moreover, the motor system can learn entirely
new dynamics, as it does when learning to use a new tool such as a spear or a tennis racquet. Each of
these adaptations is encoded in a motor memory, but the stability of these memories remains unclear.
Here, we took three approaches to examine the stability of motor memories.
First, we examined whether new motor memories are intrinsically stable or volatile. A recent theory
suggests there is a bank of highly stable memories that are only activated in a specific context. We show
how the evidence for this hypothesis was statistically biased and instead find that memories are
intrinsically volatile and applied over a range of contexts.
Second, we examined whether new motor memories consolidate to become more stable within 24h. In
a novel approach to examining consolidation, we dissected motor memories into three components
based on their intrinsic stability to time and memory retrieval, then tracked those three components for
24h. We found that all three memory components retained their original stability properties after 24h
instead of consolidating into more stable memories.
Finally, we examined whether reinforcement learning stabilizes motor memories, as has been proposed.
However, when limiting the use of cognitive strategies in our tasks, we found reinforcement training did
iii

not produce any learning on its own and was unable to stabilize existing motor memories, suggesting
reinforcement does not influence the stability of human motor memories within a single training
session.
Together, these results indicate that new motor memories are activated over a range of contexts and
consist of three distinct components, two of which are intrinsically volatile and do not consolidate
within 24h and none of which achieved stability through reinforcement learning.
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Introduction

The brain has a reputation for being primarily for thinking, which is certainly one of its capabilities. But
what good are thoughts and ideas if we cannot act on them? Even the most clever philosopher would be
completely ineffective without the ability to communicate those ideas, which requires actions in the
form of speaking or writing. Actions require muscle contractions that are initiated and controlled by the
motor system. The motor system is responsible for a huge repertoire of movements that are critical for
our well‐being: walking, running, jumping, and athletic pursuits, along with chewing food, breathing,
vocalizing, directing our eyes, and fine manual manipulation such as typing or writing. Evolutionarily, the
motor system allows animals to forage or hunt for food, eat the food quickly, hide from danger,
communicate, find mates, and reproduce, while a brain with no motor system would be of no use,
regardless of what else it could do.
Like other animal motor systems, the human motor system is astoundingly good at controlling
movement, as is evident in dancers and other well‐trained athletes. However, even more pedestrian
movements are performed remarkably well, so that we may not even notice most of our movements
throughout our day. For example, we usually do not consider how we control our arm when we open a
door or stay balanced as we get out of a vehicle. Yet these are not easy movements. To appreciate their
difficulty, we can consider how a robot would perform everyday movements. Robots have better
sensors than humans and actuators that are far more accurate than muscles. Correspondingly, in
controlled and relatively simple tasks, robots are able to move with incredible precision, as
demonstrated by laser cutters, 3D printers, and industrial mechanization. However, robots struggle with
tasks involving coordination and balance. In 2015, state‐of‐the‐art robots were challenged with an
obstacle course involving the following tasks: driving a vehicle over a short track; getting out of the
vehicle; opening a door; turning a valve; drilling a hole in the wall; flipping a switch; plugging a hose into
the wall; climbing over a pile of debris; and climbing a few stairs. Many robots fell in one or more of the
tasks, and the winning time was over 44 minutes for the circuit, which would likely take only a few
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minutes for an able‐bodied human (Guizzo and Ackerman, 2015; The Verge, 2015). These struggles
demonstrate two points: first, these coordinated movements are very difficult to control and the fact
that they are easy for humans is testament to our impressive motor systems; second, we do not yet
understand what our motor system is doing to control our movements, at least not well enough to train
a robot to do the same.
To achieve this incredible control, the motor system needs to continuously adapt to changes in the
dynamics of the environment. For example, the forces required for walking change with different shoes,
since shoes have different weights and balances. The motor system adapts to changes in the
environment, such as different shoes, primarily using error‐based learning in which movement errors
cause an automatic and subconscious adjustment on the next stride (Mazzoni and Krakauer, 2006).
We study the memories created or modified by the motor system. Motor memories are responsible for
‘muscle memory’, a phrase commonly used to describe the body knowing how to move automatically
without cognitive input – that is, when the movement is controlled by the motor system using motor
memories. Motor memories are memories for the muscles, used by the motor system, and stored in the
nervous system, rather than memories stored in the muscles themselves.
Here, we study motor memories by changing the required movement dynamics, requiring the motor
system to adapt, and carefully measuring the movements the motor system generates in response.
From this behavioral approach, we can learn about the properties of motor memories and how the
motor system is organized. While we do not examine the anatomical underpinnings of motor memories
to see how that organization is implemented in the brain, knowing the organization itself has two
important benefits. First, it informs future studies that do examine the anatomical basis of memory.
Second, understanding the organization can help optimize performance and diagnose deficiencies even
without completely understanding its anatomical underpinnings.
3

Most of our experiments train new movement patterns using a force‐field paradigm. This task requires
participants learn to reach in an environment with different dynamics than they are accustomed to,
which is analogous to learning to manipulate a new tool, such as a racquet, that has its own dynamics.
The task requires participants to move a robotic handle, which can move freely within the horizontal
plane, to a target located 10cm away. However, during the movement, the robotic handle applies forces
that are proportional to the movement velocity and directed lateral to the movement. These lateral
forces push the movement off‐course, inducing movement errors that cause the motor system to adapt.
Cognitively compensating for these forces by deciding to push the other way is generally ineffective
because the forces generated would not be well‐timed to the forces being applied, resulting in
substantial lateral errors. Instead, within about 100 movements, participants learn to push in the other
direction with very similar timing to the forces applied by the robotic handle.
To measure and track motor memories, we use error‐clamp trials. For these trials, the robot effectively
forms a channel that guides movements straight to the target so that movements proceed without any
lateral error. These trials measure the strength of a motor memory since the lateral forces against the
channel wall were produced to counter the force‐field perturbation and so represent the current
strength of the motor memory for the force field. In addition to measuring the current strength of the
motor memory, we use error‐clamp trials to assess the stability of the motor memory. Error‐clamp trials
retrieve the motor memory but eliminate error‐based learning by eliminating errors. Therefore, error‐
clamp trials may cause the strength of the memory to decay, indicating the memory was not fully stable.
We study the stability of motor memories using three approaches. In Chapter 1, we investigate the
hypothesis that there is a bank of intrinsically stable motor memories that are only activated in a specific
context (Vaswani and Shadmehr, 2013). This hypothesis was developed to explain the common
observation that, after training, a series of consecutive error‐clamp trials results in apparent memory
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decay. The hypothesis posits that participants perceive a changed context when transitioning from
force‐field training trials to consecutive error‐clamp trials, which causes them to de‐activate their
memories from force‐field training and results in apparent memory decay even though the memories
are fully stable. The hallmark of this hypothesis is that the apparent decay during the error‐clamp period
is delayed waiting for participants to recognize the context change, and the delay can be increased if the
context change is masked. We show how prior evidence demonstrating delayed decay was statistically
biased. We then use two unbiased methods to show that there is no delay at all, even when the context
change is masked. Our results indicate that motor memories are active across a range of contexts and
that the apparent decay in the error‐clamp period reflects intrinsic volatility in motor memories.
In Chapter 2, we investigate whether motor memories consolidate to become more stable within 24h.
Memories have been shown to consolidate in the sense that, within 24h, they are no longer susceptible
to artificial physical and chemical disruption, such as an electric shock to the brain. However, stability to
these artificial disruptors does not necessarily represent stability during normal memory function. We
examined whether motor memories stabilize to resist two important causes of memory decay during
normal function: decay with time and decay with memory retrieval. We dissected motor memories into
three components with distinct stabilities and tracked them for 24h. Surprisingly, none of the three
memory components consolidated from more volatile to more stable forms. This indicates the three
memory components are independent memories that do not interact.
In Chapter 3, we examine whether the stability of motor memories is influenced by reinforcement
learning, in which good movements are rewarded and/or bad movements are punished. While motor
learning is dominated by error‐based learning, reinforcement learning has been identified as a learning
process that could act in parallel and produce highly stable memories (Huang et al., 2011; Shmuelof et
al., 2012; Galea et al., 2015; Therrien et al., 2016). However, prior demonstrations of rewards increasing
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the stability of motor learning have not limited the use of cognitive strategy, raising the possibility that
the increased stability arises from the use of a cognitive strategy rather than a stabilized motor memory.
We examined the effects of rewards on motor learning while limiting cognitive strategy use.
Surprisingly, reinforcement training alone did not produce any motor learning. Furthermore, reinforcing
error‐based learning did not increase memory stability. These results suggest that reinforcement
learning affects explicit strategy use but not the stability of motor memories.
Together, this work shows motor memories are intrinsically volatile, applied across a range of contexts,
and composed of at least three components that act in parallel, do not stabilize within 24h, and are not
stabilized by reinforcement learning.

6

Chapter 1:
Intrinsic Volatility of Motor Memories

Abstract1
When the error signals that guide human motor learning are withheld following training, recently‐
learned motor memories systematically regress toward untrained performance. It has previously been
hypothesized that this regression results from an intrinsic volatility in these memories, resulting in an
inevitable decay in the absence of ongoing error signals. However, a recently‐proposed alternative
posits that even recently‐acquired motor memories are intrinsically stable, decaying only if a change in
context is detected. This new theory, the context‐dependent decay hypothesis, makes two key
predictions: (1) after error signals are withheld, decay onset should be systematically delayed until the
context change is detected; and (2) manipulations that impair detection by masking context changes
should result in prolonged delays in decay onset and reduced decay amplitude at any given time. Here
we examine this hypothesis and the decay of motor adaptation. To account for potential issues in
previous work that supported the context‐dependent decay hypothesis, we measured decay using a
balanced and baseline‐referenced experimental design that allowed for direct comparisons between
analogous masked and unmasked context changes. Using both an unbiased variant of the previous
decay onset analysis and a novel highly‐powered group‐level version of this analysis, we found no
evidence for systematically delayed decay onset nor for the masked context change affecting decay
amplitude or its onset time. We further show how previous estimates of decay onset latency can be
substantially biased in the presence of noise, and even more so with correlated noise, explaining the
discrepancy between the previous results and our findings. Our results suggest that the decay of motor
memories is an intrinsic feature of error‐based learning that does not depend on context change
detection.

1

This chapter has been published:
Brennan AE, Smith MA (2015) The decay of motor memories is independent of context change detection. PLOS Comput Biol 11(6):e1004278.
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Introduction
Motor adaptation driven by performance error generally decays back toward baseline when error
information is withheld or held near zero using zero‐error clamp (zEC) trials (Scheidt et al., 2000; Smith
et al., 2006; Cheng and Sabes, 2007; Criscimagna‐Hemminger and Shadmehr, 2008; Sing et al., 2009a;
Galea et al., 2011; Joiner et al., 2011; Shmuelof et al., 2012; Ingram et al., 2013; Joiner et al., 2013;
Kitago et al., 2013; Sing et al., 2013). This effect has conventionally been explained by the intrinsic decay
hypothesis, which asserts that new learning is intrinsically volatile and decays partially on each
subsequent trial. Perhaps the most direct evidence for decay in the absence of error comes from Scheidt
et al. (Scheidt et al., 2000), who compared the decay of force field (FF) adaptation when error was
clamped at zero against “washout” when the FF was removed and no external forces were applied. The
zero‐FF washout led to large aftereffect errors oppositely directed to the errors experienced during early
training, resulting, unsurprisingly, in a rapid regression of learned adaptation toward baseline. In
contrast, the zero error clamp (zEC) treatment eliminated performance errors but nevertheless resulted
in a substantial, albeit protracted, regression of the learned adaptation toward baseline with about 50%
decay occurring in the 150‐trial decay period that was studied. Smith et al. (Smith et al., 2006) went on
to show that two parallel adaptive processes decay at different rates during zEC trials. More recent work
has suggested that decay can be driven separately by experience and by time (Sing et al., 2009b), that
experience‐dependent decay displays local generalization (Ingram et al., 2013), and that the asymptotic
retention remaining after prolonged decay may be determined by reinforcement signals provided during
training (Shmuelof et al., 2012).
Recently, Vaswani & Shadmehr (henceforth V&S) (Vaswani and Shadmehr, 2013) proposed context‐
dependent decay as an alternative to the intrinsic decay hypothesis. This hypothesis maintains that
learning is intrinsically stable but intimately associated with the context in which it occurred, decaying
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only when a change of context is detected. This hypothesis makes two key predictions. First, it predicts
that decay onset will be systematically delayed until a context change is detected. Second, it predicts
that context changes that are more difficult to detect will result in prolonged delays and reduced decay
amplitude at any given point of the retention period. V&S suggested that trial‐to‐trial kinematic
variability is a key environmental feature that the motor system uses to detect changes in context and
that many previous studies dramatically reduced the kinematic variability from the training period to the
retention period by probing decay using zEC trials. Correspondingly, decay observed in these studies
might result from the recognition of a context change based on the decreased kinematic variability
inherent in zEC trial blocks compared to preceding FF trials. To probe decay in a manner that avoids this
confound, V&S injected kinematic variability into EC blocks using variable error clamp (vEC) trials whose
direction varied subtly from one trial to the next in a manner that matched the kinematic variability of
late FF training, thereby minimizing the context change between the FF training and EC retention blocks.
They reported that using vEC trials in place of zEC trials in the retention period resulted in dramatic
reductions in the amount of decay and profound increases in the delay before decay onset, suggesting
that variability‐driven context change detection, rather than intrinsic decay, may be responsible for the
decay of motor memories.
Given the radically different nature of this new hypothesis and the importance of understanding the
mechanisms by which motor learning decays, further examination is crucial. In particular, there were
technical issues with both the evidence for delayed decay onset and the evidence for the reduction in
decay amplitude in the vEC condition in the V&S study. First, the reported decay onset latencies resulted
from a parameter estimation procedure likely to be biased because of the constraints that were
imposed. Second, the reduced decay reported for vEC‐based retention was observed in an unbalanced
experimental design without reference to baseline performance and without comparison to the
analogous zEC‐based condition. Thus, here we reexamine the context‐dependent decay hypothesis
10

using a balanced experimental design that references baseline performance and compares analogous
vEC and zEC conditions. We then estimate decay onset latency using an unbiased variant of the previous
individual‐level analysis as well as a more powerful group‐level approach. The results show no evidence
for systematically delayed decay in any experimental condition and that reducing the detectability of the
context change using vEC trials has essentially no effect on either decay onset latency or the amount of
decay.
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Results
We investigated whether the detection of a context change underlies the decay of motor adaptation,
first by manipulating the salience of the transition from training to retention periods, and second by
examining whether a latent period occurs prior to decay onset corresponding to the time before context
changes are detected.
In order to minimize the context change following a 300‐trial force field training period, we used
directionally variable error clamp (vEC) trials in place of zero‐error clamp (zEC) trials during a 325‐trial
retention period, as first suggested by V&S. Each vEC trial clamped the direction of movement to a
prespecified angle, and this angle varied subtly from one trial to the next in a manner that matched the
movement direction variability experienced late in the training period (Figure 1.1C‐D). This masked the
context change between training and retention periods by allowing movement direction variability to be
maintained rather than be dramatically reduced as it would be during zEC‐based retention.

Variable error clamps reduce the salience of context changes in a retention block
Experiments 1.1 and 1.2 compare vEC‐ and zEC‐based retention for shooting movements, which V&S
studied. We instituted the vEC manipulation in experiment 1.1 by choosing the EC direction on each trial
from a Gaussian distribution with a mean of 0° and a standard deviation of 2.6°, replicating the
magnitude of directional variability used in V&S. As a result, the directional variability we observed in
the vEC retention period far exceeded that in the zEC retention period (2.70°±0.14° for vEC vs
0.16°±0.08° for zEC, mean±sd), but closely matched that from late in the training period in our data
(2.52°±0.69°) (Figure 1.2 top row). Compared to the zEC retention period in experiment 1.2, the vEC
retention period in experiment 1.1 also resulted in a reward frequency that better matched the late
training period and a moderately stabilized trajectory curvature (Figure 1.2). Inter‐movement
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Figure 1.1: Experimental paradigm.
(A‐B) Participants grasped the handle of a 2‐link robotic manipulandum to make movements in one of two directions. All
shooting movements were performed in the 90° direction.
(C) Shooting movements were to be aimed at the target but “shot” through it and brought to rest by a virtual pillow (p) created
by the robotic arm 1cm beyond the target center. Experiments had a training block consisting of positive force field (+FF) trials,
negative FF (−FF) trials, or null trials (0‐FF) in which the robotic manipulandum applied forces (black horizontal arrows)
proportional to the movement velocity and directed orthogonally to the movement direction. This training block was followed
by a retention block of error clamp trials, where forces were applied reactively with a virtual channel in order to effectively
constrain motion to a predefined straight‐line path. Zero‐error clamp (zEC) retention trials were always directed toward the
target’s center, resulting in very low directional variability. In contrast, variable error clamp (vEC) trials were directed along a
different non‐zero angle on each trial and were used to impose subtle directional variations (σ=2.6°) from one trial to the next
during the retention period. The amount of directional variability in the vEC trials was matched to the directional variability late
in FF training, thereby reducing the context change from the training environment.
(D) Each experiment began with a training period of FF trials. For experiments 1.1 and 1.2, there were two subgroups (dark and
light colors), one training on +FF and the other training on −FF trials; both subgroups had the same retention periods.
Experiment 1.1 had a vEC‐based retention period, and had two variants: experiment 1.1a (N=20, 10 on +FF and 10 on −FF) in
which all subjects had the same pre‐selected sequence of errors in the retention period; and experiment 1.1b (N=20, 10 on +FF
and 10 on −FF) in which all subjects had the mirror‐opposite sequence of errors in the retention period. Experiments 1.2 and
1.3 had retention periods based on zEC trials. Note that the force field strength (b) was controlled during the training blocks
while the error clamp angle was controlled during the retention blocks.

consistency, which measured the similarity of consecutive movements (Shadmehr and Mussa‐Ivaldi,
1994), and movement duration did not change systematically from training to retention trials in either
experiment (Figure 1.2). Overall, the institution of a vEC‐based retention period substantially reduced
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Figure 1.2: Comparison of movement characteristics during late training and early retention trials.
Lines connect the average values for the last 20 training trials (FF) and the first 20 retention trials (EC) for each subject in the
shooting movement experiments for the 5 movement characteristics that Vaswani and Shadmehr ((Vaswani and Shadmehr,
2013), V&S) used: Directional Variability (Endpoint Standard Deviation in V&S) is the standard deviation of movement angle;
Probability of Reward is the observed reward frequency; Movement Duration is the time to the target; Intermovement
Consistency measures the similarity of consecutive movements (Shadmehr and Mussa‐Ivaldi, 1994); Trajectory Curvature
(Trajectory Deviation in V&S) measures the curvature of the movement, and is the sum of squared lateral deviations from the
straight path joining the start and end positions of that path. Subjects could use large differences in these characteristics
between the training and retention blocks, as quantified by the ratio of the last 20 training trials to the first 20 retention trials
(rightmost column), to detect context changes between these blocks. For all five statistics, the vEC retention blocks better
match the statistics of the training environment than their zEC analogs, suggesting that the vEC context change should be
harder to detect. The values and ratios we observe are very similar to those reported in V&S. Error bars show SEM.

performance differences between the training and retention periods in our data, and to an extent
comparable to V&S. In experiments 1.4 and 1.5 (Appendix A1), where we analogously compared vEC‐
and zEC‐based retention for point‐to‐point movements, vEC‐based retention was similarly effective at
matching the features of late training movements (Appendix A2).
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Decay patterns are obscured by large systematic oscillations if vEC sequences are not
balanced
A striking feature of the data from experiment 1.1a (N=20) is the large irregular pattern of rapid trial‐to‐
trial oscillations observed during the vEC‐based retention period (Figure 1.3A, left), as in the V&S study.
Unfortunately, these irregular oscillations largely obscure any pattern of decay that might be present
during the retention period, especially for the +FF arm of the experiment for which the learning and
decay amplitudes appears smaller than the −FF arm.
These retention period oscillations appear random in pattern, suggesting that they may simply reflect
noisy results. However, these random‐looking oscillations were surprisingly consistent across subjects,
as evidenced by the tight error bars around them (Figure 1.3A, left). We hypothesized that these
oscillations might be caused by the specific structure of the vEC sequence employed since, like V&S,
experiment 1.1a used a single randomly‐generated sequence of EC directions for all participants. In
particular, the directional errors enforced by each vEC trial could lead to two types of systematic effects:
same‐trial motor responses due to limb stiffness and real‐time feedback control, and next‐trial
responses due to motor adaptation. Together, these effects would result in a stereotyped time‐varying
pattern of motor responses specific to the particular vEC error sequence that could obscure the overall
decay pattern.
We attempted to uncover the decay pattern by balancing out effects of the error sequence using a
mirror‐opposite vEC sequence in a second group of participants (experiment 1.1b, N=20), which would
be expected to cause the opposite stereotyped response. This mirrored vEC sequence injected the
identical overall EC directional variability as experiment 1.1a and led to grossly similar learning and
decay curves (Figure 1.3A, gray traces in the right panel). As expected, the retention period data from
experiment 1.1b displayed large irregular oscillations like those observed in experiment 1.1a (Figure
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Figure 1.3: Raw learning and decay.
(A) Left panel: motor adaptation and its decay during the training and retention periods in experiment 1.1a. There is clear
adaptation, corresponding to the separation between the +FF and −FF groups (dark & light red) during training, and also clear
decay, corresponding to the reduction of this separation during the retention period. However, there are large‐amplitude
oscillations in the retention period that obscure the underlying decay, especially if the +FF data are considered in isolation.
Right panel: experiment 1.1b (mean shown in gray), which used the mirror‐opposite vEC sequence, also shows large oscillations
during the retention period but opposite in direction to the experiment 1.1a oscillations (mean shown in black). Combining the
data from the two experiments (mean shown in red) balances the vEC sequence and largely eliminates the decay‐obscuring
oscillations, suggesting that they result from the specific vEC sequence employed. The vEC‐balanced data reveal clear
monotonic decay for both FF directions.
(B) The learning and decay curves for the vEC‐balanced experiment 1.1 data (red) and the zEC experiment 1.2 data (blue) closely
match, suggesting little effect of context change salience on decay. In both cases, the +FF subgroups (darker colors) displayed
highly attenuated learning and decay that was small but significant. In contrast, the −FF subgroups (lighter colors) displayed
strong learning and robust decay.
(C) Asymptotic learning was quantified using the average adaptation in the last 150 trials of the training block (100 trials for
point‐to‐point zEC). Decay was quantified as the difference between asymptotic learning and the mean of all the retention trials
after the first 150. These quantifications capture the asymmetries observed in the learning and decay curves (light versus dark
bars), but more importantly show similar zEC and vEC learning (left panel) and decay (right panel), for both shooting and the
point‐to‐point movements. For point‐to‐point movements, the hatched bars are experiment 1.4 (vECopp) in the 90° direction,
which is opposite to the zEC movement direction. The red and blue solid bars represent experiments 1.4 and 1.5 (vEC and zEC)
in the 270° direction. Error bars show SEM.
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1.3A, black traces in the right panel). But critically, the oscillations arising from this new vEC sequence
almost perfectly mirrored those from the original sequence (Figure 1.3A, right). Thus, when we
combined the data from the original vEC sequence in experiment 1.1a and the mirror‐reversed
sequence in experiment 1.1b, the oscillations largely cancelled out, evidenced by the trial‐to‐trial
variance (see Methods) in the combined data being reduced by a remarkable 89% compared to
experiment 1.1a. The vEC‐balanced combined data thus display markedly cleaner retention curves.
These cleaner retention curves reveal a clear pattern of decay for the vEC retention data in both the +FF
and −FF subgroups and facilitate a more accurate comparison with the zEC data in experiment 1.2,
which has no error‐sequence‐dependent oscillations because zEC trials do not induce an error (Figure
1.3B).

Learning and decay appear asymmetric across FF directions but are unaffected by context
change salience
When we compared the sequence‐balanced vEC data from experiment 1.1 to the zEC data from
experiment 1.2, we found a remarkable degree of similarity, at odds with the context‐change detection
hypothesis (Figure 1.3B). A 3‐way analysis of variance (retention period type × FF direction × movement
type) reveals that the amount of decay is not affected by the presence of vEC vs zEC‐based retention
periods (F(1,76)=0.13, p=0.72), despite clear effects of positive versus negative FF directions (F(1,76)=109,
p<10−15) and shooting vs point‐to‐point movements (F(1,76)=9.32, p=0.003). Post hoc testing revealed
significant decay in all the experimental subgroups (all 8 combinations of vEC vs zEC retention, +FF vs
−FF training, and shooting vs point‐to‐point movements; p<0.02 in all cases). This indicates that vEC‐
based context change masking failed to prevent the decay of motor adaptation in our data.
In contrast to the striking similarity between the decay observed in vEC and zEC‐based retention
periods, we found that the positive and negative FF subgroups displayed markedly asymmetric learning

17

and decay in both experiments 1.1 and 1.2 (Figure 1.3B‐C). Asymptotic learning was nearly twice as large
for the −FF compared to the +FF subgroups for both experiments 1.1 and 1.2 (0.52±0.03 for +FF vs
0.94±0.03 for −FF, p<10−11 in experiment 1.1 and 0.43 ±0.07 vs. 0.95±0.03, p<10−5 in experiment 1.2,
mean±SEM). The amount of decay was also asymmetric, largely mirroring the asymmetric learning
(0.21±0.06 vs 0.65±0.04, p<10−6, for the +FF vs −FF subgroups in experiment 1.1, and 0.21±0.07 vs
0.71±0.04, p<10−4 in experiment 1.2, Figure 1.3B‐C). Whereas shooting movements in experiments 1.1‐
1.2 exhibited markedly asymmetric learning and correspondingly asymmetric decay across FF directions,
analogous point‐to‐point movements in experiments 1.4‐1.5 exhibited nearly symmetric learning (Figure
1.3C, left) but asymmetric decay (Figure 1.3C, right; learning and decay curves in Appendix A3). The
marked asymmetries based on FF direction in this dataset stand in contrast to the similarity observed for
decay in vEC vs zEC‐based retention periods and underscores the importance of examining decay in an
experimental design balanced for +FF and −FF training conditions to avoid the effects of selective
sampling of the FF direction.

The adaptation coefficient measure may not adequately characterize raw force profiles for
shooting movements
Intriguingly, we found very similar small endpoint errors (both <1° in amplitude) during the training
period for the +FF and −FF shooting movement subgroups (0.01±0.14° vs. 0.55±0.15° to the right),
despite asymptotic adaptation that appeared to be nearly twice as high for the −FF condition. This, along
with the fact that only shooting movements displayed asymmetric adaptation, led us to question
whether shooting movement data were reasonably well characterized by regressing the force profiles
onto the ideal force profile (the adaptation coefficient measure; see Methods), as we did in Figure 1.3
and V&S did throughout their study.
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The adaptation coefficient measure is known to efficiently characterize adaptation for point‐to‐point
movements, especially late in training, because the shapes of the learning‐related change in force
output closely match the ideal compensatory force (Wagner and Smith, 2008; Sing et al., 2009a; Sing
and Smith, 2010; Joiner et al., 2011) with correlations often above 90% (Joiner et al., 2011).
Correspondingly, we find that experiments 1.4 and 1.5, which use point‐to‐point movements, result in
force profiles whose shapes closely correspond to the ideal force pattern (R2=0.88, R2=0.88, and R2=0.94
for the subject‐averaged +FF data and R2=0.78, R2=0.90 and R2=0.97 for the −FF data, for experiment 1.4
(90°), experiment 1.4 (270°), and experiment 1.5 (270°), respectively; Appendix A4 panel A).
In contrast, the adaptation coefficient measure does not accurately characterize the +FF training data
from experiments 1.1 and 1.2 as the force patterns observed during these shooting movements are
systematically different from the shape of the ideal compensatory force pattern. This is evidenced by
comparing the colored (observed force) and black (regression onto ideal force) curves in Figure 1.4A.
Although shooting‐movement force profile shapes closely correspond to the ideal force pattern for the
−FF training data (lighter colors, R2=0.98 and R2=0.97 for experiments 1.1 and 1.2, respectively), the
correspondence is dramatically reduced for the +FF training data (darker colors, R2=0.70 and R2=0.58 for
experiments 1.1 and 1.2, respectively), resulting in lower adaptation coefficients. This poor
correspondence becomes even worse for the +FF retention data (R2=0.55 and R2=0.14 for experiments
1.1 and 1.2, respectively).

Control referencing reveals symmetric learning and decay but no effect of context change
salience
Learning related changes in lateral force are generally assessed by subtracting out the force profiles
measured during a baseline period (Wagner and Smith, 2008; Sing et al., 2009a; Sing and Smith, 2010;
Joiner et al., 2011) to isolate the learning‐related changes from learning‐unrelated performance biases.
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Figure 1.4: Learning and decay referenced to control data from a zero‐FF training episode.
(A) Top row: raw lateral force profiles for the +FF and −FF subgroups (darker and lighter colors, respec vely, with experiment
1.1 in red, experiment 1.2 in blue, mean ± SEM). The +FF and −FF subgroups display differently‐shaped force profiles but similar
overall force levels during training, corresponding to similar average endpoint errors (not shown). The −FF subgroup data are
well‐captured by the adaptation coefficient measure (black line), which is a regression onto the ideal force profile, while the +FF
data are not. This explains why learning and decay appear attenuated in the +FF subgroup in Figure 1.3. We performed a
control experiment consisting of a 0‐FF “training” block and a zEC retention block (experiment 1.3) to provide a baseline
reference for adaptation and decay. Considering the force profiles (colored traces in top row) relative to this baseline reference
(gray traces in top row) reveals symmetric adaptation and decay between +FF and −FF condi ons for both training and
retention (colored traces in second row). Note that the control experiment force profiles increase substantially during the
retention period, indicating that the unreferenced shooting movement decay data in Figure 1.3 are confounded by a tendency
to produce more positive force during an extended EC block. Without control‐referencing, this tendency causes the +FF decay
to be underestimated and the −FF decay to be overestimated, as it was in Figure 1.3. Since the control‐referenced retention
data is still not always well explained by the shape of the adaptation coefficient measure, we quantified adaptation using an
integrated lateral force measure that is agnostic to the shape of the force profile.
(B) Like Figure 1.3, the control‐referenced vEC and zEC learning and decay appear similar (red vs blue), but here we also see
symmetric learning and decay across +FF and −FF condi ons in both experiments. The strong decay apparent in both the +FF
and −FF arms of the vEC experiment is in contrast to reports of the vEC manipula on elimina ng decay.
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Figure 1.4 (Continued)
(C) Consistent with the unreferenced adaptation coefficients in Figure 1.3, the analysis based on control‐referenced integrated
lateral forces shows similar learning and decay for the analogous vEC and zEC experiments, but it displays much greater
symmetry across +FF vs −FF condi ons. For point‐to‐point movements, the vEC condition (red) actually seems to increase the
decay somewhat over the corresponding zEC data (blue). These data fail to support the prediction that vEC‐based retention will
reduce or eliminate decay. For point‐to‐point movements, the hatched bars are experiment 1.4 (vECopp) in the 90° direction,
which is opposite to the zEC movement direction. The red and blue solid bars represent experiments 1.4 and 1.5 (vEC and zEC)
in the 270° direction. Error bars show SEM.

However, the experimental design employed in experiments 1.1 and 1.2, replicating the design in V&S,
did not include a baseline period. We therefore performed a control experiment (experiment 1.3)
consisting of a zero FF “training” period followed by a zEC “retention” period. This allowed us to provide
not only a control reference for the training periods in the +FF and −FF arms of experiments 1.1‐1.2, but
also a control reference for the retention period data, which becomes important if error clamp exposure
systematically changes the learning‐unrelated performance biases. This control experiment enabled us
to isolate changes in force output during both training and retention periods that specifically resulted
from exposure to the training environment.
Remarkably, the asymmetry in raw force observed between the +FF and −FF shooting‐movement
conditions (Figure 1.4a, 1st row) largely disappears when these data are considered relative to the
control experiment by subtracting the mean force profiles from the control experiment (Figure 1.4a, 2nd
row). The control‐referenced force profiles become highly symmetric across FF directions during both
the late training and the late retention periods for both vEC and zEC experiments. This suggests that the
raw force asymmetry we observe in the top row of Figure 1.4a arises largely from the lack of an
appropriate reference. The increased symmetry for the control‐referenced profiles compared to the raw
force profiles is especially profound for the retention period data because continuous exposure to the
error clamp trials in the retention period results in subtle but systematic changes in lateral force
patterns, as evidenced by the difference in control experiment force profiles during late training and late
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retention (Figure 1.4A, top row, gray lines). These differences should be accounted for when evaluating
the decay of a learned adaptation.
Despite the remarkable increase in symmetry, the shapes of the control‐referenced force profiles still
displayed some systematic differences from the ideal force profiles (black curves in the top row),
indicating that the learning‐related changes in these shooting movements may not be fully captured by
the adaptation coefficient measure. We thus took a cautious approach of characterizing the force
profiles associated with adaptation in a more general manner based on the total integrated lateral force,
which is not sensitive to the shape of the force profile (see Methods). While this change of measure
does further increase symmetry and more fully represents the data, we find very similar learning and
decay using the control‐referenced adaptation coefficient measure (Appendix A5).
Like the force profiles shown in Figure 1.4A, the learning and retention curves for shooting movements
shown in Figure 1.4B are considerably more symmetric than their unreferenced counterparts shown in
Figure 1.3B. Reanalyzing the data based on the integrated lateral force measure applied to control‐
referenced data reveals that the +FF and −FF groups display adaptation levels within 5% of one another
during training (0.88±0.02(+FF) vs 0.89±0.02(−FF), p=0.778 in experiment 1.1; 0.85±0.02 vs 0.88±0.03,
p=0.372 in experiment 1.2) and within 30% during retention (0.62±0.07 vs 0.44±0.06, p=0.0478 in
experiment 1.1; 0.51±0.08 vs 0.48±0.07, p=0.769 in experiment 1.2, Figure 1.4B), leading to highly
symmetric decay amplitudes. The fraction of decay relative to the asymptotic adaptation level is
similarly symmetric (73±8% vs. 51±8%, p=0.0685 for the +FF and −FF conditions in experiment 1.1, and
61±10% vs. 56±10%, p=0.723 in experiment 1.2) (Figure 1.4C).
Similar to the findings in shooting movements, decay in the point‐to‐point movements also became
substantially more symmetric when considered relative to an analogous control experiment while the
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previously‐symmetric learning did not lose its symmetry (Figure 1.4C; learning curves in Appendix A4
panel B).
While substantially changing the symmetry of the learning and decay curves, control‐referencing and
using integrated lateral force to quantify adaptation did not change the main findings from the analysis
presented in Figure 1.3: vEC and zEC learning and decay curves appear very similar despite the vEC trials
masking the context change. A 3‐way analysis of variance (retention period type × FF direction ×
movement type) on the control‐referenced data reveals decay (Figure 1.4C, middle panel) is not affected
by the type of retention period (p>0.2), while the effects of FF direction and movement type are
diminished relative to the unreferenced data, as expected due to the improved symmetry, although
both remain significant factors (p=0.038 and p<0.001, respectively). Correspondingly, the overall decay
fraction, which combines the +FF and −FF control‐referenced decay data from each experiment and
normalizes it by the corresponding amount of learning, is similar for the vEC and zEC experiments
(Figure 1.4C, right panel). In fact, the only statistical difference in overall decay fraction is in the point‐to‐
point data where the 270° vEC experiment actually shows more decay on average than the zEC version
(102±5% vs 71±7%, p<0.001).
Overall, the analyses performed in this section and illustrated in Figure 1.4 suggest that (1) omission of a
baseline reference can skew measurements of adaptation and retention; (2) retention data are best
referenced to error clamp data that follows a zero‐training period since the learning‐unrelated
performance biases shift during this period; and (3) a regression‐based adaptation coefficient measure
may not adequately characterize the learning‐related changes that occur for shooting movements.
Incorporating these improvements increased the similarity between FF directions and retained the
similarity between vEC and zEC retention periods.
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We have thus found that, after performing both +FF and −FF training, balancing the vEC sequence
(Figure 1.3), and control‐referencing (Figure 1.4), there is a clear pattern of decay for both the vEC and
zEC experiments, in both shooting and point‐to‐point movement paradigms (Figure 1.4C). Even more
importantly, shooting movement vEC and zEC conditions result in remarkably similar learning and
retention curves. We therefore conclude that, after accurately characterizing the adaptive changes in
motor output induced by FF exposure, the reduced context change conferred by a vEC‐based retention
period does not reduce the decay of a trained adaptation. This finding contradicts the prediction of the
context‐dependent decay hypothesis.

Estimating decay onset
To this point, we have found that the vEC and zEC retention periods induce similar decay amplitudes, at
odds with the findings of V&S and the assertion that a masked context change would abolish decay.
However, more direct predictions of context‐dependent decay are the existence of a delay before decay
onset and a dramatically extended delay when the context change is masked. We therefore closely
examined decay onset time in vEC and zEC data.
Based on the findings from Figure 1.4, we used a control‐referenced, integrated lateral force measure of
the adaptive response to estimate decay onset latency. From Figure 1.3A, we knew that the individual
data had vEC‐sequence specific oscillations that increased the noise and would make the decay onset
harder to estimate. In order to remove these oscillations, we first estimated the vEC‐sequence effects as
half the difference between the subject‐averaged data from experiment 1.1a and that from experiment
1.1b, which had mirror‐opposite vEC sequences. We then subtracted this estimate from each
individual’s data. This reduced the trial‐to‐trial variance in the individual subject data by 49±3% and
resulted in individual retention curves less contaminated by vEC‐sequence specific oscillations.
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We first examined decay onset using a group‐level analysis that estimates the distribution of delays
across subjects. We followed up with an analysis at the level of individual participants, where we fit
delayed exponential functions to each participant’s adaptation curves, largely echoing the analysis
presented in V&S.

Group‐level analysis reveals essentially no systematic delay in decay onset
The subject‐averaged retention curves shown in Figures 1.3 and 1.4 all appear to begin decaying
immediately after the retention period onset. However, the decay onset delay estimated from the mean
retention curve could be much smaller than the average individual delay because a few early‐decaying
individuals would result in early decay in the mean data. Furthermore, a few early‐decaying subjects are
likely to exist, even when the mean delay is large, if the delays are exponentially distributed across
individuals as V&S suggested. This is because an exponential distribution always has its mode at zero
and thus results in a non‐trivial number of near‐zero samples. For example, even with a large mean
delay of 90 trials, an exponential distribution of delays predicts 11% of participants to have delays below
10 trials, twice the number expected if the distribution was uniform. This would result in non‐trivial
nearly‐immediate decay in the mean retention curve.
We thus devised a method to estimate the average individual decay onset time from the group data in a
way that was not sensitive to a fraction of individuals decaying early. To do this, we stratified subjects
into two equal‐sized groups according to the amount they decayed in the first 50 trials of the retention
period – those who decayed most and those who decayed least (Figure 1.5B). If the distribution of decay
onset delays was exponentially‐shaped with mean of 90 trials as V&S suggested, 57% of the subjects
would display delays longer than 50 trials, so the small‐decay subgroup should be composed largely or
entirely of these individuals and would thus be expected to display nearly perfect retention during this
50‐trial period. On the other hand, if decay onset was immediate, this small‐decay subgroup would
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Figure 1.5: Group‐level analysis of mean decay onset time.
(A) Simulated decay for scenarios with subjects having an exponential distribution of delays with means of 90 and 0 trials. For
each scenario, we simulated 40 subjects and median divided them into two equal groups based on their decay during the first
50 trials of the retention period. The black curves show the mean decay obtained from 1000 such simulations with shading
corresponding to the standard deviation across simulations. The low‐decay subgroups for the simulations with a 90‐trial mean
delay show no early decay, quantified as the ratio between decay in the first 50 vs the last 75 retention trials, and it even has
slightly elevated average adaptation in the first 50 trials due to a selection bias (see Results). In contrast, both subgroups from
the simulations with a 0‐trial mean delay decay immediately.
(B) The data from experiments 1.1‐1.2 were median‐divided in the same way, based on the amount of decay during the first 50
trials. The means of each of these subgroups are plotted in red and blue for vEC and zEC, respectively. For both experiments,
the experimental data appear consistent with the simulations for zero‐delay but not 90‐trial mean delay (dotted vs solid lines).
Note that the simulated curves are smooth because they represent the mean of 1000 simulations, where individual simulations
vary much like the data do.
(C) Estimates of the mean delay in our data using a Bayesian inference procedure based on the early decay ratios. We used
simulations to estimate the joint distribution P(EDhigh, EDlow|µλ) for the mean delay µλ and the early decay ratios EDhigh and
EDlow. This is a likelihood function for µλ. We then assumed a uniform prior over the integer mean delays from 0 to 90 trials to
estimate the posterior distribution P(µλ|EDhigh, EDlow), which is proportional to P(EDhigh, EDlow|µλ) ∙ P(µλ) (see Methods). Large
mean delays support the context detection hypothesis, which predicts decay to begin only after a change of context is
detected. Near‐zero delays are at odds with the context detection hypothesis because changes in variability cannot be detected
immediately. The posterior distribution for experiments 1.1 (left) and 1.2 (right) are heavily skewed toward immediate decay,
with a maximum a posteriori delay estimate of zero trials in both cases. The 95% confidence interval is 0 trials for experiment
1.1 and 0‐1 trials for experiment 1.2, whose interval is somewhat more diffuse because it had 20 rather than 40 participants.
These results are in stark contrast to the 90 and 40 trial mean delays reported for vEC and zEC shooting experiments in V&S,
respectively.

show rapid decay. We quantified the rapidity of decay onset using the ratio of early decay to late decay,
which we call the early decay ratio.
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We simulated this process using exponential population distributions of delays (i.e. each simulated
subject was randomly assigned a delay drawn from an exponential distribution). We performed 1000
separate simulations for various mean delays, from 0 to 90 trials, with each simulation consisting of 40
subjects to match the number of subjects in experiment 1.1 (these simulations were repeated but with
20 subjects for each simulation as a reference for experiment 1.2, which had 20 participants). Each
simulation also included population distributions for decay depth, decay rate, and measurement noise
that were estimated from the data (see Methods). The 90‐trial mean delay simulation (Figure 1.5A, left
panel) resulted in a small‐decay subgroup that displayed no apparent decay during the first 50 trials
followed by a sharp decay thereafter. In fact, the simulation even showed slightly heightened adaptation
during the first 50 trials due to a selection bias that occurred because there were many subjects without
decay so those with the highest average random noise were chosen for the small‐decay subgroup,
resulting in a slightly negative early decay ratio (−0.12±0.08). In contrast, the large‐decay subgroup
rapidly decayed in the first 50 trials of the retention period (early decay ratio = 0.23±0.06). On the other
hand, the simulation with a mean delay of 0 trials resulted in immediate decay for both subgroups
following a brief bump caused by the noise selection bias (Figure 1.5A; early decay ratios of 0.35±0.06
and 0.50±0.03 for small and large decay groups, respectively). When we stratified the experimental data
in the same way, we found that both experiment 1.1 vEC data and experiment 1.2 zEC data display
immediate decay with patterns similar to those predicted by the simulation with a mean delay of 0 trials
(immediate decay), but qualitatively different from those predicted by the simulation with a mean delay
of 90 trials (Figure 1.5A‐B). Note that the traces and shading for the simulations illustrate the means and
standard deviations of the retention curve across 1000 simulations; individual simulations were much
noisier, similar to the data. The corresponding early decay ratios were 0.31 and 0.67 for the small and
big decay subgroups in experiment 1.1, and 0.40 and 0.69 in experiment 1.2. We also found the divisions
to be balanced across FF direction and vEC sequence, with 10 (10) subjects in the low‐decay group for
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experiment 1.1 coming from the +FF (−FF) direction and 9 (11) coming from experiment 1.1a (1.1b),
while 4 (6) subjects in the low‐decay subgroup for experiment 1.2 came from the +FF (−FF) direction,
indicating that the median division was not selecting subjects based on some properties of the
experimental manipulation but rather on their individual behavior.
These qualitative results indicate a mean delay much closer to 0 than the 90 trial estimate that V&S
suggested, but do not provide rigorous statistical bounds on an estimate of the true mean delay before
decay onset. To accomplish that, we used a Bayesian approach to estimate a probability distribution for
the mean delay in our dataset, from which we could estimate confidence bounds. The context‐
dependent decay hypothesis posits an exponential distribution of delays over subjects with means as
large as 90 trials for the vEC experiment. The intrinsic decay hypothesis posits immediate decay for all
subjects, which implies an exponential distribution with mean 0 and can thus be considered part of the
same family. We therefore framed the problem as determining confidence bounds on the mean delay
from the family of exponential distributions with different means, with low mean delays favoring
intrinsic decay and large mean delays favoring context detection.
Each of the 1000 simulations (above) yielded two scalars for each simulation: the early decay ratios for
the high‐decay and the low‐decay median‐divided subgroups. We characterized the joint distribution of
these two values using a multivariate normal distribution parameterized by its mean and covariance.
This yielded an estimate of the joint probability P(EDlarge, EDsmall | µλ) for the early decay ratios EDlarge and
EDsmall given the mean delay µλ, which is a likelihood function when viewed as a function of µλ. Coupled
with a uniform prior over the integer values from 0 to 90 trials for the mean delay µλ, this likelihood
function yielded the posterior distribution over the mean delays, given the data: P(µλ | EDlarge, EDsmall).
This analysis found maximum a posteriori estimates of mean delay to be zero trials for experiments 1.1
and 1.2. The 95% (99%) confidence intervals were the value 0 (interval [0 1]) for experiment 1.1, which
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had more data, and the interval [0 1] ([0 3]) for experiment 1.2, providing striking evidence against any
substantially delayed decay and against any increases in delay when context changes are masked. These
narrow confidence intervals reflect a profound change from the prior to the posterior, indicating that
the observed early decay ratios provide strong evidence against a delayed decay onset.

Fitting noisy data with delayed exponentials requires an unconstrained delay parameter
The 0‐trial mean delay for vEC retention we found with 95% confidence using the group‐level analysis
stands in stark contrast to the 90‐trial mean delay suggested by V&S based on an individual‐level
analysis. In order to understand the discrepancy between these results, we also performed an
individual‐level analysis to estimate decay onset delays in individual participants.
As with the group‐level analysis, we first removed the vEC‐induced oscillations from the individual
subject data. However, as expected, the individual subject data were still quite noisy. This substantial
noise causes statistical bias if the estimated decay onset is constrained to occur at or after the beginning
of the retention block, as was done in V&S using the rationale that an earlier onset would require the
subject to somehow anticipate the retention period and is therefore impossible. For noise‐free data,
such a constraint would not be problematic, but with any noise in the data, such a constraint would bias
delay estimates toward the interior of the constraint region. This would have a particularly large effect if
the true delay was zero, because positive‐delay estimation errors would be accepted and negative‐delay
errors would not. This effect prevents unbiased hypothesis testing about whether decay onset is
systematically delayed.
To estimate the importance of this effect, we repeatedly estimated the delay parameter, λ, from a
simulated set of retention curves (N=10,000). We added random white noise with an amplitude
estimated from our shooting movement data (see Methods) to exponentially‐decaying retention curves
that began to decay immediately at retention period onset. Using a window of data spanning 150 trials
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before the retention period onset through 325 trials after it, we fit a delayed exponential to each noisy
decay curve:

a , if t  


f (t )  
 (t   ) 
(a  b)exp      b, if t  



We repeated the fitting both with and without constraining λ. Unconstrained fitting resulted in the
expected bell‐shaped distribution of λ estimates centered near zero. However, constraining λ≥0 resulted
in λ estimates that were exclusively non‐negative and with an approximately exponential‐shaped
distribution, similar to those reported in V&S (Figure 1.6A). This roughly exponential shape results from
the combination of the positive half of the bell‐shaped unconstrained distribution and a delta function
at λ=0 corresponding to the negative half of the unconstrained distribution – a combination that can
appear to be exponentially distributed depending on the bin size.
Since the true delays were set to exactly zero in these simulations, both the impossible negative delays
and the plausible positive delays from the unconstrained analysis could only result from the noise we
injected corrupting the parameter estimates. In the unconstrained analysis, this noise systematically
affects the spread of the fit values but not the mean, so we can test for the presence of a systematically
delayed decay by examining the mean. In contrast, this noise in the constrained distribution
systematically shifts the mean of the fit values, thus preventing the presence of any true delay in the
data to be clearly identified or rejected. We therefore estimated λ without constraint.

Individual‐level analysis indicates essentially no systematic delay in decay onset
We examined the delay in the individual participant decay by fitting exponential functions with
unconstrained delay parameters to the error clamp trials during the last 150 trials of the learning period
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Figure 1.6: Individual‐level analysis of decay onset time.
(A) Distributions of delay parameter estimates obtained from fitting a delayed exponential to simulated noisy zero‐delay data.
Fits that did not constrain the delay parameter (left panel) resulted in a distribution of delay estimates centered near zero trials
after the retention period onset with some positive and some negative delays. In contrast, constraining the fit delay to be non‐
negative (right panel) shifts the left half of the unconstrained distribution to zero while preserving the right half. Using the
latter procedure, it impossible to meaningfully test for the existence of a delay since even the zero‐delay simulation results in
only positive values, substantially biasing the average delay estimate.
(B) Three example subjects from experiment 1.1 with best‐fit delayed exponentials (black lines). These subjects had best‐fit
delays that were moderately negative (top), moderately positive (middle), and highly positive (bottom). The dashed line
represents the best‐fit zero‐delay exponential.
(C) Delay parameter estimates for experiments 1.1 and 1.2 are centered near zero, with some positive and some negative
estimated delays. The vEC condition (experiment 1.1) does not show more delay than the zEC condition (experiment 1.2),
despite the masked context change that should make this change take longer to detect.
(D) Histogram of delays aggregated across all experimental conditions based on unconstrained (left panel) and constrained
(right panel) fits of the delay parameter. The right panel shows many positive delays but the potential negative delays that
could balance these are not permitted by the fitting procedure so the significance of the positive delays cannot be discerned. In
contrast, the left panel shows most delay estimates to be near zero, and is well‐balanced between positive and negative values.
The inset shows that the subjects who were well‐fit by a delayed exponential tended to have delays near zero, while subjects
who were poorly fit had delays more uniformly spaced throughout the fitting window [−100, 325], suggesting that the large
amplitude delays likely arose from poor fitting rather than the existence of truly delayed decay behavior. These results are
consistent with the group‐level analysis.
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(trials −150 to 0) and the entirety of the retention period (trials 1‐325) (Figure 1.6B). The delay
parameter, λ, represents the decay onset time for the best‐fit delayed exponential function relative to
the beginning of the retention period (see equation in the previous section).
In both experiments 1.1 and 1.2, we found the distributions of delays to be largely centered near zero
(median = 3.4 (p=0.101, Wilcoxon sign‐rank test), and 7.6 (p=0.0438) trials, respectively, Figure 1.6C).
These near‐zero delays stand in contrast to the predictions of the context change detection hypothesis
and the results of V&S that reported delays of 96±27 and 44±29 trials, respectively, for vEC and zEC‐
based retention. Moreover, we found the distributions of best‐fit delays for experiments 1.1 and 1.2 to
be very similar, despite the presence of a vEC manipulation that masked the context change in
experiment 1.1. In fact, the shift in delays we observed was nominally in the wrong direction compared
to the prediction of the context change detection hypothesis (p=0.556, Mann‐Whitney U‐test). The
point‐to‐point movements also displayed near‐zero median delays with no significant differences
between vEC and zEC‐based retention (Appendix A6). Combining all the data to give a better picture of
the full distribution of delay estimates highlights how most unconstrained delays are near zero, both
positive and negative (Figure 1.6D). These results indicate neither systematically delayed decay onset
nor an increase in the decay onset delay when the context change is more difficult to detect. This agrees
with the group‐level analysis presented above but is at odds with the context change hypothesis for
decay.
In many ways, constraining delay values to be positive for the individual fits is analogous to applying a
uniform prior over the positive mean delay values in the group‐level analysis we performed above.
Indeed, the individual‐level constraint is equivalent to using a flat prior over the positive delays and
using the resulting maximum a posteriori point estimate. As such, the constrained V&S analysis can be
viewed as a way to recover the most likely possible delay for each individual subject. This may be
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reasonable for obtaining a low‐certainty estimation of the delay for each subject, even though it is
biased. However, the analysis becomes highly problematic when these biased point‐estimates are
amalgamated. The group‐level estimate of the mean delay is also biased toward large delay estimates –
the posterior for a true delay of zero trials will have some mass greater than zero but none less than
zero – but it has several advantages that make the analysis reasonable. The first advantage is that the
group‐level analysis is explicit about its uncertainty in the form of a distribution and confidence
intervals, as opposed to the individual‐level delay point‐estimates that are treated as certain. The
second advantage is that the group‐level analysis has substantially greater statistical power, as
evidenced by the narrow confidence intervals, implying that the bias is contained within the narrow
range of a few trials. This small bias is not as problematic as the much larger bias introduced by fitting
delayed exponentials to individual data, which is likely on the order of tens of trials because of the
substantially greater noise and drift in the individual data.

Trial‐by‐trial decay with random drift explains the observed distribution of delay estimates
While the estimated delay parameters from the individual‐level analysis were largely distributed near
zero, they were occasionally very large in amplitude. We noticed, however, that this tended to occur in
cases where the fit quality was poor. In fact, individuals well‐fit by the delayed exponential (R2>0.5,
corresponding to dots in the top half of Figure 1.6D) tended to have best‐fit delays near zero, whereas
individuals less‐well fit (dots in the bottom half of Figure 1.6D) had delay estimates that appear to be
distributed somewhat uniformly throughout the experiment window. This suggests that noise
dominated the fitting procedure for the less‐well fit individuals, making the fitted parameter estimates
unreliable. Note that if subjects did indeed have different delays, we would instead expect the
maximum R2 values to occur when the delays are near the middle of the fitting window, around trial 90,
since this is the delayed exponential that maximizes the variance over a constant function.
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We hypothesized that both the poor fitting and the large estimated delays were caused by random
drifting noise in adaptation levels during the retention period, as such drift is readily apparent in many
subjects’ data, including all example subjects shown in Figure 1.6B and 1.7A. The vEC data in Figure 1.6
had the average response to the vEC sequence subtracted from the individual data, so the apparent drift
is not likely to be driven by vEC sequence specific components, although individual differences in
learning rates and stiffness could cause some residual vEC‐specific patterns to remain. However, drift
was also clearly present in zEC subjects (Figure 1.7A) who did not have errors during the retention
period, so the observed drift could not be merely explained by the presence of an externally‐imposed
error sequence.
We characterized drift during the retention period using the autocorrelation and partial autocorrelation
functions. The autocorrelation function at a given lag τ measures how trials separated by τ are
correlated. Thus, if adjacent trials are strongly correlated, then trials two apart will also be. The partial
autocorrelation corrects for this by describing how trials separated by τ are correlated after adjusting for
correlations expected from all the intermediate trials, thereby producing an estimate of the individual
contribution of each lag to the observed correlation structure. The retention periods from experiments
1.1 and 1.2 show strongly positive autocorrelation and partial autocorrelation, thus showing there is
significant drift in these retention periods since independent noise predicts both these functions to be
zero. Furthermore, the autocorrelation and partial autocorrelation functions are consistent between the
two experiments (Figure 1.7B‐C) with the only significant difference in the partial autocorrelation
function occurring at lag‐2, where the vEC data is 25% less than zEC. This single difference in the partial
autocorrelation at lag‐2 gives rise to a fixed gap between the vEC and zEC autocorrelation functions at
lags of 2 and above.
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Figure 1.7: The effect of drift in the retention period on the individual‐level delay estimates.
We hypothesized that the poor fitting and large delays we found in some subjects in Figure 1.6D were due to random drifting
noise in the retention period.
(A) Two example subjects from the zEC shooting movement experiment show pronounced drift (large persistent deviations) in
the retention period.
(B‐C) The autocorrelation function (B) at lag τ represents the raw correlation between trials separated by τ, i.e. between trial t
and t−τ. The partial autocorrelation function (C) measures the correlations for trials separated by τ adjusting for the effects of
the intermediate trials (see Methods). Independent noise will have autocorrelation and partial autocorrelation functions equal
to zero. The red and blue traces from experiments 1.1 (vEC) and 1.2 (zEC) have autocorrelations consistently greater than zero,
thus showing there is correlated noise (drift) present during the retention period data. The black lines are the result of a
simulation designed to match the correlation structure of the data. The simulations included 60 subjects, each decaying with
zero delay, and with individual differences in decay depth, decay rate, and noise level (see Methods). We then fit these
simulations with delayed exponentials to determine the effect of the drift on the resulting distribution of delay estimates.
(D) Two example simulated subjects show realistic drifting behavior, comparable to that in panel A.
(E) Both the simulations with and without drift have similar histograms to the experimental data for decay depth, decay rate,
and standard deviation of noise during the retention period (retention noise). As expected, the partial autocorrelation function
at lags 1‐3 (PAC1‐PAC3) are different for the drift and no‐drift simulations with the drift simulation matching the data. The
simulation with drift results in delay estimates that have a distribution similar to the experimental data: largely centered at zero
with a wide spread and several subjects with very large delay estimates. In contrast, the simulation without drift has a much
narrower distribution of delays and fewer large delay estimates. This shows that the amount of drift present in the data is
capable of causing best‐fit delays to be very large even when the true delay is zero.
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To explore how sensitive the individual‐level curve fitting procedure for delay estimation might be to the
drifts in the individual subject data, we simulated a decay process either with or without drift. To make
the simulations realistic, they also included individual differences in decay depth, decay rate, and
random (white) noise, with parameters drawn from population distributions derived from our data. We
characterized the drift using an autoregressive moving‐average model (see Methods). We chose the
drift parameters to match the autocorrelation and partial autocorrelation functions of the data (Figure
1.7B‐C), thus ensuring the simulations had similar noise correlations to the data. Importantly, all
simulations included immediate decay in the retention block. The two example simulated subjects in
Figure 1.7D suggest that this model captures realistic drifting behavior. More rigorously, the
autocorrelation and partial autocorrelation functions of the drift model agree well with the data (Figure
1.7B‐C).
Using an unconstrained individual‐level fitting of the decay onset delay, this zero‐delay simulation with
drift largely reproduced both the width of the delay estimate histogram derived from the data
(interquartile ranges of 61 trials for the data vs 52 trials for the simulation with drift) as well as having
several extreme‐valued outliers (Figure 1.7E, right panel). Removing drift from the simulation while
retaining individual differences in decay depth, decay rate, and random noise resulted in a much
narrower spread (interquartile range of 9 trials) with only a few extreme‐valued simulated subjects who
were poorly fit due to having small decay magnitude. The simulations with drift also displayed similar
population histograms to the experimental data for decay depth, decay rate, retention period noise, and
the first few partial autocorrelation function values, suggesting that the data could have arisen from
such a model (Figure 1.7E). This analysis shows that a zero‐delay trial‐by‐trial decay model that includes
random drift can account for the pattern of individual participant delay estimates observed in the
experimental data.
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Discussion
We examined the context‐dependent decay hypothesis for the decay of motor adaptation by expanding
and refining the experimental design and data analysis presented in the Vaswani and Shadmehr
((Vaswani and Shadmehr, 2013), V&S) paper that first proposed this hypothesis. These additional
experiments and analyses provide a clearer view of decay behavior, but they also eliminate previous
support for the context‐dependent decay hypothesis.
One line of evidence for the context‐dependent decay hypothesis was the lack of decay observed when
vEC trials were used to mask the transition from a training period to a retention period (Vaswani and
Shadmehr, 2013). As in the V&S study, we used a vEC‐based retention period to effectively match
several key features of the training environment, thereby masking the context change to a similar
degree (Figure 1.2). However, we nevertheless found clear evidence for robust decay during vEC‐based
retention, and we found that the amount of decay was essentially identical regardless of whether the
context was masked (vEC‐based) or not (zEC‐based) (Figure 1.3‐1.4).
The most direct evidence for the context change hypothesis would be the demonstration of an interval
of full retention before participants detected the changed context, i.e. a delayed decay onset. Previous
findings suggested this delay to already be 40 trials on average in an ordinary zEC retention period,
ballooning to over 90 trials in a vEC‐based retention period where the context change is masked
(Vaswani and Shadmehr, 2013). However, using a statistically‐powerful group analysis, we estimate the
delay to be zero trials for both vEC and zEC‐based retention, with 95% confidence that the delay is no
more than 1 trial in both cases (Figure 1.5). An individual subject analysis supports this result, estimating
the distribution of individual delays to be centered near zero trials for both vEC and zEC‐based retention
(Figure 1.6). These findings show decay to be independent of context change detection and instead
suggest that continual incremental decay is an inherent component of error‐based learning.
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Comparison to the Vaswani and Shadmehr results
Given that the experiments performed here were largely inspired by those that V&S conducted, and in
some cases were directly derived from them (the +FF arms of experiments 1.1a and 1.2), it may seem
somewhat surprising that the findings disagree so strongly. Fortunately, the current results shed light on
why this is the case. One key issue is that V&S constrained delay estimate parameter, λ, to be after
retention period onset (λ≥0), but we show this causes biased estimates of delay in the presence of
noise, especially if true delays are near zero (Figure 1.6A). Moreover, we find clear evidence of drifting
(correlated noise) behavior superimposed on the decay curves in our data and show that these drifts
increase the spread of the distribution of delay estimates (Figure 1.7), which would amplify the delay
estimation bias when coupled with the λ≥0 constraint .
Our data also provide insight into why V&S reported a lack of decay for vEC‐based retention. We found 3
main issues obscuring the decay in the vEC retention period. The first issue is that all participants in the
previous study used the same vEC error sequence, resulting in vEC‐based retention curves that were
obscured by a large irregular pattern of oscillations due to stiffness‐ and learning‐related motor
responses driven by the specific vEC sequence employed. Grossly, these effects manifest as what looks
like noise superimposed on the retention curves that makes the true retention curves difficult to discern
(see Figure 1.3A‐B). Interestingly, these effects were acknowledged but not accounted for in the V&S
study. Here we found that balancing the vEC sequence effectively cancelled out the vast majority of the
trial‐to‐trial variance in the mean decay curve, revealing clear decay even in the unreferenced +FF data
that showed weak learning. The second issue is that the previous study examined vEC decay only
following +FF training, with the result that learning and decay were both underestimated compared to
what would be observed if participants were balanced across +FF and −FF training. Our unreferenced
+FF data showed weak learning and decay, but our unreferenced −FF data showed strong learning and
decay, making it clear that strong decay can occur in a vEC‐based retention period that masks context
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change. Finally, the third issue is that the previous study examined vEC decay without reference to the
behavior expected following null FF “training” as a control. We show that subtracting the baseline
response to null FF training, measured in experiment 1.3, reveals strong decay in both FF directions
(Figure 1.4). Thus we show that either (1) balancing the vEC sequence (Figure 1.3), (2) balancing +FF and
−FF training (Figure 1.3), or (3) control‐referencing the decay curve by subtracting the null FF training
baseline from it (Figure 1.4) reveals a robust pattern of learning and decay in both zEC and vEC data.
An additional issue is that V&S masked context change with vEC‐based retention only for +FF shooting
movements; however they primarily compared these results to zEC‐based retention for +FF point‐to‐
point movements. Our results show that failing to equate movement type in this comparison would
inflate the apparent zEC vs vEC difference for unreferenced data because unreferenced +FF point‐to‐
point data display somewhat greater zEC decay than unreferenced +FF shooting data (Figure 1.3). When
we compared vEC‐based retention to zEC‐based retention within the same movement type, we found
essentially identical decay for vEC and zEC trials.
In summary, we suggest that the differences between the current findings and those reported in V&S
primarily arise from better‐controlled experimental design (balancing the vEC sequence and FF
orientation) and analysis (referencing the decay curves to an appropriate baseline, comparing decay
within rather than across movement types, and using an unbiased estimate of decay onset delay) in the
current study.

Drifts in motor output during the decay of motor adaption
Like V&S, we found that fitting delayed exponential functions to individual subject data resulted in a few
very long best‐fit delays. However, these extremal fit parameters were sometimes positive and
sometimes negative, and the goodness of fit in these cases tended to be poor, suggesting parameter
estimation was unreliable. Interestingly, we also observed a clear pattern of drifting behavior in the
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individual decay curves (Figure 1.6B), which would decrease the fidelity of individual parameter
estimates and also potentially give the visual impression of delayed decay in a small number of
individuals. Further analysis revealed the amount of drifting behavior present in our data to be sufficient
to broaden the distribution of estimated delays to agree with the data and to account for the small
number of very long best‐fit delays even if there were no true delays in decay onset (Figure 1.7). These
drifts largely cancel in the group‐averaged data so they have much less effect on the decay magnitude
estimates and the group‐level analysis of delay.

Intrinsic trial by trial decay
Further support for the intrinsic trial‐by‐trial decay hypothesis is provided by the widespread
observation that asymptotic motor adaptation is incomplete, generally reaching levels 10‐30% short of
what would be required for a complete compensatory response (Krakauer et al., 2000; Joiner and Smith,
2008; Zarahn et al., 2008; Quaia et al., 2010; Sing and Smith, 2010; Joiner et al., 2013; Wu and Smith,
2013; Taylor et al., 2014; Wu et al., 2014). This results in consistent non‐zero asymptotic errors that are
not further reduced by additional motor adaptation. One possible explanation for the persistence of
these errors is that they are too small to drive additional adaptation. However, small errors have been
shown to drive proportionally larger adaptive responses than large errors (Fine and Thoroughman, 2006;
Wei and Körding, 2009; Marko et al., 2012). Furthermore, the size of the asymptotic error is not fixed
but scales with the size of the perturbation (Lai et al., 2003; Sing and Smith, 2010): large perturbations
have large asymptotic errors, yet similar errors are compensated for on small perturbations resulting in
smaller asymptotic errors. This implies that the motor system is in fact sensitive to those larger errors,
yet is unable to compensate for them when the perturbation is large. Since the motor system seems to
be attempting to eliminate these asymptotic errors, stable but incomplete asymptotic adaptation can
only be achieved as an equilibrium between the new learning on each trial (usually 5‐20% of the
remaining error (Smith et al., 2006; Joiner and Smith, 2008; Gonzalez Castro et al., 2014)) and the same
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amount of decay on each trial. This idea is further supported by a recent study from van der Kooij et al.
(van der Kooij et al., 2015), who manipulated the balance between new learning and decay by
magnifying or shrinking endpoint feedback during learning, which should affect the learning on each
trial but not the decay. They demonstrated that when the error signal was magnified, thereby increasing
the drive for error‐dependent learning, asymptotic adaptation increased compared to veridical error
display because the stronger learning required less true error to balance the decay. They also
demonstrated the complementary finding of weaker asymptotic learning for error‐signal shrinkage. The
authors interpret this as support for the idea that incomplete adaptation arises from an equilibrium
between new learning and decay, in line with the intrinsic decay hypothesis.
In contrast, the intrinsically‐stable adaptation posited in the context‐dependent decay hypothesis would
result in perfect retention (A=1 in state space models) if no context change were detected, as would be
the case during the late training period. With perfect retention, there would be no decay to balance the
new learning, so learning would proceed to fully compensate for the perturbation at asymptote,
resulting in no asymptotic error, contrary to widespread experimental observations showing incomplete
learning and non‐zero asymptotic error.
While intrinsic decay may seem like a bug preventing the maintenance of stable memories, it can
instead be seen as a useful feature that supports robust motor learning. Transient motor memories are
an appropriate response to transient changes to the environment such as donning eyeglasses that will
soon be removed, performing limited‐duration tasks, or adjusting to changes in motor output ability
arising from transient muscle fatigue. Matching the persistence of a motor memory to the persistence of
the environment allows ideal flexibility and compensation (Kording et al., 2007). A possible mechanism
for matching the rate of decay to the durability of the corresponding sensorimotor stimuli is a multi‐rate
learning model (Smith et al., 2006).
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A second feature of intrinsic decay is that it provides a mechanism for optimizing the tradeoff between
energy and task success (Emken et al., 2007; Ganesh et al., 2010). Task success is prioritized by learning
from errors, while energy is minimized by decaying back to a lower‐energy state. An equilibrium is
formed when the additional task success is no longer more important than the increased energy cost,
which occurs when the learning and the decay balance. While this idea is particularly attractive in the
case when decay is directed toward a lower‐energy state, as is the case in FF learning where decay
serves to reduce the lateral force produced, it is less clear how decay toward a same‐energy state
optimizes energy expenditure. For example, decay in visuomotor rotation tasks is generally directed
toward baseline performance of no rotation, despite the fact that there is no additional energetic cost
associated with the rotated movement (Cheng and Sabes, 2007; Galea et al., 2011; Shmuelof et al.,
2012; Kitago et al., 2013). One explanation is that energetic costs in these cases may be associated with
changing the more permanent neural mappings to reflect the new learning.

Context‐dependent decay
Previous support for context‐dependent decay hinged on 2 key predictions: delayed decay and
increased delays with masked context changes. The group‐level decay onset analysis illustrated in Figure
1.5 establishes that individuals are not slowly accumulating evidence that the context has changed, the
signature of context‐dependent decay as it has been proposed, because slow accumulation is at odds
with the decay onset latencies of 0‐1 trials that we found. We also show that decay onset is very similar
for the unmasked zEC and masked vEC retention periods (Figure 1.5‐1.6), using the same masking
procedure that provided the previous support for the context‐dependent decay hypothesis. Therefore,
our results contradict both predictions that the context‐dependent decay hypothesis previously
advanced and leave the hypothesis without support.
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Still, it is impossible to prove that the decay is not driven by some change of context. Indeed, an
environment that probes the retention of previous training must be different in some way than the
environment used for training, so there will always be a change of context between training and
retention environments that could conceivably account for differences in behavior observed. Thus the
relevant question is whether there is, in fact, a tangible difference in behavior between training and
retention periods that is not caused by the removal of the training signal itself (i.e. the error signal that
drives continued learning). The current experiments find no evidence for such a difference, but this
cannot, of course, preclude future work from demonstrating one. What we have specifically shown here
using vEC vs zEC‐based retention blocks is that large differences in error variability and reward
frequency have little effect on the retention of a learned adaptation, in contrast to what was previously
suggested. Thus if context change detection is required for the decay of motor adaptation, the
mechanism for this detection must be both exceedingly rapid (resulting in a latency ≤ 1 trial) and based
on contextual information that is not yet understood.
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Methods
Ethics statement
All experiments were approved by the Harvard University Institutional Review Board. All subjects
provided informed consent to participate.

Participants
One hundred and thirty subjects (mean age 22.1±5.2, 71 female) with no known neurological
impairment participated in the study. One hundred and twenty eight were right handed, and all subjects
used their right hand for the experiments.

Experimental paradigm
Subjects performed 10cm reaching movements to a 1cm diameter target while grasping the handle of a
2‐link planar robotic manipulandum, which produced forces and measured kinematics at a rate of
200Hz. The targets and veridical visual feedback of hand position, in the form of a 3mm‐diameter cursor,
were displayed on a computer monitor with a refresh rate of 75Hz.
Experiments 1.1‐1.3 were based on shooting movements that continued past the target without
stopping (Figure 1.1). The movement was brought to rest by a “virtual pillow” that began 1cm beyond
the target. This pillow was implemented as a resistive viscous force field with a viscosity increasing with
distance beyond the target at a rate of 30N/(m/s) per additional centimeter beyond the target. 300ms
after coming to a complete stop, the robotic manipulandum automatically moved subjects back to the
starting point for the next movement. Movements that passed within 6mm of the target center
between 150ms and 250ms after movement onset, which was defined by a velocity threshold of 5cm/s,
were rewarded by a pleasant sounding chirp and brief animation of the target exploding on the screen.
Movements passing within 6mm of the target center, but outside of the designated times, were labeled
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too fast or too slow by instead recoloring the target red or blue, respectively, without a sound. No visual
or auditory feedback was given on trials that failed to pass within 6mm of the target center.
Experiments 1.4‐1.6 were based on point‐to‐point movements, which stopped at the target. These
movements are described in the supplementary materials (Appendix A1).
During each movement, the robotic manipulandum applied forces in one of three ways. During null field
trials, no forces were applied. During force field (FF) trials, a force proportional and orthogonal to the



movement velocity was applied: for a given movement velocity x  [x y] , the robot produced a force
T

 

 0 b
F  [Fx Fy ]T equal to F  Bx , where B  
 defines a curl force field. The sign of the scalar
 b 0 
parameter b dictates the direction of the force field. The +FF subgroups experienced FFs with
b=+15N/(m/s), whereas the −FF subgroups experienced FFs with b=−15 N/(m/s). The third way the
manipulandum applied forces was through error clamp (EC) trials (Scheidt et al., 2000; Smith et al.,
2006; Gonzalez Castro et al., 2011; Joiner et al., 2011, 2013; Yousif and Diedrichsen, 2012; Sing et al.,
2013; Vaswani and Shadmehr, 2013). During EC trials, reactive forces effectively constrained motion to a
straight‐line path. These reactive forces acted to create a virtual spring with stiffness of 6000N/m and
damping of 250N/(m/s) in the axis orthogonal to the path constraint (Figure 1.1).

Variable error clamp movements
Zero‐error clamp (zEC) trials constrained the movement to go straight to the target, clamping the lateral
error to zero. Consequently, transitioning from FF training to a zEC retention block results in sharply
decreased movement direction variability and increased reward frequency.
To mask the context change from training to retention blocks, we used a retention block composed of
variable error clamp (vEC) trials. While zEC and vEC trials both constrained the movement to a specified

45

straight‐line path, the vEC path direction varied subtly from one trial to the next. The direction for each
trial was drawn from a zero‐mean Gaussian distribution with a standard deviation of 2.6°, similar to the
variability observed late in FF training and matching the variability used by V&S.
We used both vEC and zEC trials to measure the retention of adaptation throughout the shooting
movement retention period. However, vEC trials suffer from a stiffness‐related bias introduced by their
directional errors: subjects are trying to move straight forward but are forced to move at a non‐zero
angle, resulting in extra force toward the middle that scales with the subject’s stiffness. To estimate this
bias, we used a linear model to estimate the relationship between the error clamp direction and the
residual errors, computed as the difference between the adaptation coefficient and the smoothed
adaptation using only zEC trials (moving average filter, 25 trial window). The result was a −0.03 change
of adaptation coefficient per degree of angular error.
However, having removed the stiffness‐related bias, large swings in adaptation remained during the vEC
period of a pilot study. The swings arose when the vEC error sequence included several large errors
consecutively in the same direction, indicating that subjects were learning from the errors. To minimize
these effects, we selected an error sequence by randomly generating candidate sequences, then
rejecting sequences that had consecutive patterns of large errors, quantified using the sequence’s
binary error pattern (−1 if the direc on misses the target to the le , +1 if it misses the target to the
right, and 0 if it hits the target). Specifically, a sequence was rejected if the 5‐trial smoothed binary error
pattern exceeded a magnitude of 0.5, the 9‐trial smoothed pattern exceeded a magnitude of 0.2, or the
maximum gap between consecutive rightward or leftward misses exceeded 25 trials. This algorithm
rejects all but about 1 in 100 thousand randomly generated sequences.
Having generated a sequence satisfying the above constraints, we used that sequence (experiment 1.1a)
or its mirror opposite (experiment 1.1b) for all vEC experiments. This design allowed us to infer the
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extent to which vEC‐driven learning contaminates the individual subject decay curves by comparing
experiments 1.1a and 1.1b as well as remove these effects by averaging subgroups 1.1a and 1.1b
together. This balancing of the vEC direction removes the effects of stiffness without the need for an
explicit model, so we did not separately remove the stiffness‐related bias from the data presented here.
The vEC‐sequence specific effects will result in noisier, less smooth decay curves. To quantify the
smoothness of the decay curves, we used trial‐to‐trial variance, computed as the variance of the trial‐to‐
trial changes in adaptation. Equivalently, if d(t) is the running difference between the adaptation at trial
t and at trial t−1, then the trial‐to‐trial variance is the variance of d.

Adaptation measures
For the first part of the analysis, the force produced during an error clamp was quantified using the
adaptation coefficient measure, which regresses the force produced onto the ideal compensatory force
in a positive‐FF environment. For positive subgroups, a perfect force production would yield an
adaptation coefficient of 1; for negative subgroups, a perfection compensation would yield an
adaptation coefficient of −1. This measure has been used extensively (Smith et al., 2006; Sing and Smith,
2010; Gonzalez Castro et al., 2011; Joiner et al., 2011, 2013; Yousif and Diedrichsen, 2012; Sing et al.,
2013; Vaswani and Shadmehr, 2013), particularly with point‐to‐point movements.
For the second part of the analysis, the force produced during an error clamp was quantified using the
integrated lateral force measure, which integrates the lateral component of the compensatory force
pattern and normalizes it by the integrated ideal force pattern for a positive FF. As with the adaptation
coefficient measure, ideal performance yields an integrated lateral force measure of +1 for +FF trials and
−1 for −FF trials. Unlike the adaptation coefficient measure, this measure is not sensitive to the specific
timing of the compensatory force pattern.

47

Experimental procedures
Experiments 1.1‐1.3 used shooting‐movements in the 90° direction (away from the body) (Figure 1.1D).
Experiment 1.1 (n=40; 2x2 design with force field direction (+FF vs. −FF) x vEC sequence (1.1a vs. its
mirror opposite 1.1b); 10 subjects did each of the 4 permutations) consisted of a training block
composed of 300 FF trials followed by a retention block of 325 vEC trials. Experiment 1.2 (n=20; 10
positive FF, 10 negative FF) was identical, except that the retention block used zEC trials. Experiment 1.3
(n=10) served as a control experiment, with a 300‐trial null field (0‐FF) training block followed by a 300‐
trial zEC retention block.
In each of experiments 1.1‐1.3, a randomly‐selected 20% of the trials in each block, including the vEC
retention blocks, were replaced by zEC trials to allow adaptation to be accurately measured throughout
the experiment.
We balanced FF direction (positive versus negative) in all applicable experiments (experiments 1.1 &
1.2). This was not an issue in the control experiment (experiment 1.3) where “training” was performed
using a null FF. Additionally, we balanced experiment 1.1 against the vEC sequence of errors by using the
mirrored error sequence for half the subjects (experiment 1.1a vs 1.1b).
Experiments 1.4‐1.6 were analogous to experiments 1.1‐1.3 using point‐to‐point movements. See
supplementary materials for details (Appendix A1).

Quantifying decay
The decay of motor adaptation refers to the loss of previously‐learned adaptation during a retention
period in which the trained perturbation (FF) is withheld. Its overall magnitude can be quantified as the
difference between the adaptation levels observed in late training and late retention.
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By balancing the experiment across FF directions, the fractional decay for the entire experiment can be
estimated by comparing the difference between subgroups during the late learning and the difference
during late retention. Specifically, the overall decay for an experiment is

(LPLN)(RPRN)
LPLN

, where LP and LN

refer to the asymptotic learning (mean of last 150 trials in experiments 1.1, 1.2, and 1.4; mean of last
100 trials in experiment 1.5) in the positive and negative subgroups, respectively, and RP and RN refer to
the asymptotic retention (mean of all the retention trials after the first 150) in the positive and negative
subgroups, respectively. Error bars for this overall decay estimate were calculated using a bootstrap
procedure. Calculating the decay in this way accounts for both baseline and learning asymmetries
between the FF directions.

Individual participant analysis of decay onset latency
The context‐dependent decay hypothesis predicts that the learned adaptation will decay suddenly as
soon as the context change is observed, but not before. Considering a window around the late training
block and the entire retention block, the predicted shape of the adaptation curve would then be a
delayed exponential function,
a , if t  


f (t )  
 (t   ) 
(a  b)exp      b, if t  




Equation 1.1

We fit the individual subject data using this function using some mild constraints in order to capture the
proposed behavior. The constraints were,

a  1.5
b 1
2    200
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The constraint on τ was derived from the literature, where decay rates have previously been estimated
in the range of 100‐150 trials (Scheidt et al., 2000; Smith et al., 2006). V&S used the same constraint on τ
but were more restrictive of the asymptotic learning and decay levels, with a constrained between 0.5
and 1.5 and b between −0.3 and 0.3.
Leaving the delay parameter λ unconstrained is particularly important. In order to show the context‐
detection hypothesis is true, there must be evidence against the null hypothesis that the decay occurs
continuously and therefore starts immediately. If all subjects do decay immediately but with noisy
motor output, the unconstrained fitted values of λ will be dispersed around the true value of λ=0 trials
after the training block. If λ is observed to be biased toward positive values, then there is evidence for
decay occurring systematically later in the retention block, supporting the context‐dependent
hypothesis. This evidence would be completely obscured if the constraint λ≥0 was used, as in V&S, since
even the null hypothesis would be biased toward positive delays. To illustrate this point clearly, we did a
simple simulation of 10,000 subjects who had a delay of zero trials, each with asymptotic learning of
0.85, asymptotic retention of 0.40, decay rate τ=40, and independent noise with standard deviation 0.2;
these values represent the mean unconstrained fit parameters in our experimental data. We then fit
these simulated subjects using an approach that constrained the delay parameter to be positive and
compared the results to an unconstrained fit.
The same‐trial stiffness‐related deviations and next‐trial motor adaptation‐related deviations introduced
by vEC directional errors (see Methods: Variable error clamp movements) corrupt the quality of fit used
to estimate the delay parameter and, correspondingly, the estimates themselves. To mitigate this effect,
we removed the average vEC‐driven deviations in performance from each subject. The deviations were
estimated as half the difference between experiment 1.1a and 1.1b mean retention curves, which used
mirror‐opposite vEC sequences.
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We used nonparametric statistics throughout the analysis of individual‐level fits because the resulting
delay distribution included particularly heavy tails. We were therefore not able to justify the assumption
of a Normal distribution necessary for the parametric tests we used in our other analyses.

Estimating decay onset at the group level
Here we leveraged the statistical power of group data to better estimate the mean individual delay
using all subjects pooled from the +FF and −FF subgroups, after flipping the −FF data. As with the
individual‐level approach, we first removed the average vEC‐driven performance deviations from each
subject (see section above).
We could not simply examine the mean data to determine the average decay onset delay since the
mean data would begin to decay early even if only a fraction of the population decayed early, as would
be expected if the distribution of delays was exponential as posited by V&S. We therefore split the data
into two subgroups, those who decayed most vs least in the first 50 trials of the retention period relative
to their asymptotic learning levels, in order to separate the short delay from the long delay individuals.
The idea is that the low‐decay subgroup should be predominantly composed of long‐delay subjects if
there were any. We chose the length of the dividing window (50 trials) as a balance between wanting a
long window to reduce noise and wanting a short window for more sensitivity to small mean delays, as
very long windows begin to partition subjects based on decay depth rather than decay onset time. The
50 trial window was chosen since it is a reasonably long window but should still select based primarily
on decay onset time rather than decay depth since it is less than the median value of 63 trials that
would result from an exponential distribution of delays with a mean of 90 trials, as reported in V&S for a
vEC‐based retention period. Thus, if delays were distributed as reported in V&S, the low‐decay subgroup
would be largely composed participants with delays greater than 50 trials, resulting in essentially no
decay during the 50‐trial decision window and decay onset sometime thereafter.
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The ratio of early decay to late decay, which we refer to as the early decay ratio, would decrease as
decay onset latency increases. We thus used this early decay ratio as a measure for characterizing decay
onset latency:

Early Decay Ratio 

Early Decay Learning  Early Retention
.

Late Decay Learning  Late Retention

Here early retention is taken to be the mean adaptation measured over the first 50 retention period
trials, late retention is measured over the last 75 trials of the retention period, and learning is the
asymptotic learning level in the last 50 trials of training. A low early decay ratio is indicative of delayed
decay. The early decay ratio was computed for both the high and the low (median‐divided) decay
subgroups.
We ran simulations to provide references for the early decay ratios derived from the data. We simulated
subjects using population parameters for a delayed exponential decay (Equation 1.1): a~N(0.875,0.1002),
b~N(0.360,0.2002), and τ~N(40,102), with independent noise distributed N(0,0.252) on each trial. The
distributions of a and b match the late training (last 150 trials) and late retention (last 175 trials) levels in
the shooting movement data, while the decay rate τ and noise were based on the unconstrained fits to
the shooting movement data, although the noise is an overestimate of the noise in our data in order to
broaden the likelihood functions, thus providing less evidence relative to the prior and making this
analysis more conservative. We also used an exponential distribution of delay parameters, λ~Expo(µλ),
with µλ ranging from 0 to 90 trials for the various simulations. We ran 1000 simulations for each mean
delay µλ, where each simulation used the same number of subjects as the corresponding experiment (40
when the simulations provided a reference for experiment 1.1, 20 for experiment 1.2). For a given mean
delay µλ, each of the 1000 simulations provides an estimate of the early decay ratio for both the high
and low decay subgroups. Thus, the 1000 simulations at a given mean delay provide an empirical joint
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probability distribution over the early decay ratio for the high‐ and low‐decay subgroups, and as such,
serve as a likelihood function for the mean delay parameter: P(EDhigh, EDlow| µλ) for the early decay ratios
EDhigh and EDlow for the high and low decay subgroups.
We used a discrete uniform prior distribution over the trials 0 to 90 in order to estimate confidence
intervals for the mean individual delay parameter, µλ. The posterior distribution over the mean delay
was therefore P( |EDhigh ,EDlow )  P(EDhigh ,EDlow | )P( ) .

Characterizing the drift in the data
The autocorrelation function is the correlation between a time series and the same series shifted by a
given lag: corr(x(t), x(t  )) for lag τ. The partial autocorrelation function, a more specific measure, is
the additional correlation between x(t) and x(t − τ) after taking into account the lag‐τ correlation that
would be expected given that x(t − τ) influences the intermediate values x(t − 1), x(t − 2), …, x(t − (τ − 1))
through lower‐order autocorrelations, which themselves influence x(t) through lower‐order
correlations. Put another way, the lag‐τ partial autocorrelation is the parameter estimate for x(t − τ)
when regressing x(t) onto all elements of the set {x(t − 1), x(t − 2), …, x(t − τ)} simultaneously. It therefore
represents the correlation between x(t) and x(t − τ) adjusting for x(t − 1) through x(t − (τ−1)).
In order to model the drift in the retention period, we fit a model with one autoregressive parameter
and one moving average parameter, which takes the form,

x(t)  AR x(t  1)   (t)  MA  (t  1)
for an autoregressive coefficient AR, moving average coefficient MA, and independent white noise
process ε. This model was fit to the individual subject data, from retention trial 76 onward, after
subtracting out the across‐subject mean retention at each trial, which was done to focus the
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autoregressive models on the drift behavior instead of the mean decay behavior. That said, similar
results were achieved if the entire decay block was considered.

Generative model of trial‐by‐trial decay with random drift
We used a generative model of trial‐by‐trial decay to understand how drift and noise affect the
individual fitting procedure. The model included six parameters for each simulated subject: amount of
decay D~N(0.56,0.282), decay rate τ=35.8, late learning trial‐by‐trial white noise with standard deviation
σ=0.14, and an autoregressive moving average model with AR~N(0.92,0.042), MA~N(−0.52,0.052), and
stdev(ε)~N(0.17,0.042) to induce random drift behavior. Each simulated subject, ysim, was generated
using the following dynamics:
D , if t  0

y (t )  
 D exp(t /  ), if t  0
n(t )  AR n(t  1)   (t)  MA  (t  1)
y sim (t )  y (t )  n(t )

with the noise n(t) during the training period instead replaced by independent white noise, n(t)~N(0,σ2).
Critically, the simulations all included immediate decay, corresponding to the null hypothesis of trial‐by‐
trial decay.
We initially chose the decay parameter values to match the values obtained from fitting the
experimental data with zero‐delay exponentials and the drift model parameters by fitting the drift
model to the individual data. However, the simulated autocorrelation and partial autocorrelation
functions were far more varied than those of the data, with slightly smaller overall values. This is not
particularly surprising because noise in the simulation corrupts the ability to estimate model
parameters, thus increasing the spread of the estimated parameters. Thus, to better match the
autocorrelation and partial autocorrelation functions of the data, we adjusted the AR term up by 0.04 to
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0.93 and the MA term down by 0.05 to −0.55 and reduced the across‐subject variance of those
parameters by factors of 5 and 10, respectively. Similarly, we treated the decay rate and noise during
the training period as the same across subjects since the fitting procedure produced enough variance to
match the empirical values without subject differences. Note that narrowing these distributions has the
effect of narrowing the best‐fit delay distribution so it is not the reason for any large best‐fit delays.
We simulated 60 subjects, matching the number of shooting movement subjects in experiments 1.1 and
1.2, and fit them with delayed exponentials. We then compared the simulated subjects to the data from
experiments 1.1 and 1.2 in terms of the distribution of fit delays as well as the distributions of 6
parameters that describe the shape of the decay and the noise structure, as recovered from the
simulated and experimental data. We did this both for the simulation described above and an analogous
no‐drift simulation in which the retention period noise was treated as independent with standard
deviation distributed N(0.23,0.072) to match the data.
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Chapter 2:
Consolidation of Motor Memories

Abstract
Demonstrations of consolidation, the idea that memories stabilize as they age, have primarily relied on
probing memory stability using artificial disruptions such as electric shock and protein synthesis
inhibition. However, these physical and chemical assaults are not present during normal physiological
conditions so the types of stability they identify may not extend to normal memory function.
To examine functional consolidation, we monitored two types of memory stability that are present
under normal physiological conditions: resistance to decay with time and with memory retrieval. Based
on these two types of functional stability, we dissected human motor memories into three components
with distinct stabilities.
Instead of consolidating into more stable memories, all three memory components retained their
original functional stability after 24h. These results contrast with the progressive stabilization of
memories to artificial disruption and instead suggest that motor memories form independent channels
with fixed functional stabilities that do not evolve.
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Introduction
Consolidation is the idea that memories stabilize after being acquired. This is an old idea, having been
documented in the writings of Quintillian in the first century AD (Dudai, 2004). The primary evidence
supporting consolidation is that amnesic agents can disrupt memories soon after they are formed but
not when they are older (McGaugh, 2000; Dudai, 2004; Sara and Hars, 2006). For example, in animal
studies, electroconvulsive shock treatment after learning disrupts memory recall, but this effect
weakens as the time between learning and shock increases to hours (Duncan, 1949; Gerard, 1949;
McGaugh, 1966). Similarly, memories can be disrupted by blocking protein synthesis before or
immediately after training but not after a few hours (Flexner et al., 1963; Agranoff et al., 1965; Barondes
and Cohen, 1966, 1967; Davis and Squire, 1984; Montarolo et al., 1986; Rosenblum et al., 1993;
Freeman et al., 1995). Other amnesic agents include hypothermia, anesthesia, and anatomical lesions
(Dudai, 2004; Sara and Hars, 2006). Together, these amnesic agents suggest memories are initially
fragile but soon stabilize to resist disruption.
However, the type of consolidation supported by these studies does not directly relate to memory
stability under normal physiological conditions. These studies show how the physical substrate of
memory develops resistance to artificial agents not present during normal physiological conditions.
While this line of work has elucidated how memories transition from transient electrical activity to
permanent physical traces, this type of stability may have little to do with the degree to which memories
survive during normal function. That is, the difference between stable and unstable memories under
normal physiological conditions may be independent from the ability to survive artificial disruption.
There have been attempts to examine consolidation under normal physiological conditions using
interfering behavioral tasks as amnesic agents to disrupt recently formed memories. These interfering
tasks have commonly been used to study the consolidation of motor memories. While they do avoid
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artificially disrupting the memories, they present their own problems. In particular, interfering tasks
typically call for the same planned movement trajectory and use the same external retrieval cues as the
original training, but require a different adaptive response. With the same retrieval cues as the original
training, these interfering tasks are likely to engage and retrain the original motor memory.
Furthermore, if the original training and interfering task were to generate two distinct memories, the
retrieval cues for activating the original memory would need to be remapped to now activate the
response for the interfering task, impairing expression of the original memory. Thus, these paradigms
likely engage a complex combination of retraining the original memory, remapping the retrieval cues,
and disrupting unstable memories, rather than isolating memory stability as intended. Given this
complexity, the results of these studies are difficult to interpret in terms of consolidation. Moreover,
these paradigms have generated mixed results, with evidence both supporting a window of increased
susceptibility to the interfering task (Brashers‐Krug et al., 1996; Shadmehr and Brashers‐Krug, 1997;
Walker et al., 2003; Krakauer et al., 2005; Criscimagna‐Hemminger and Shadmehr, 2008) and refuting it
(Krakauer et al., 1999; Wigmore et al., 2002; Caithness et al., 2004; Miall et al., 2004). There have been
some attempts to address the complexity of these paradigms and isolate the interfering task’s effects on
memory stability. These attempts separate the action of the interfering task into two parts: retrograde
interference, in which the interfering memory disrupts the original memory; and anterograde
interference, in which the interfering memory is expressed during the retest period so that retrieval
cues must be remapped back to the original memory. However, even these attempts to control for
anterograde interference have generated mixed results (Caithness et al., 2004; Krakauer et al., 2005).
Where previous efforts to assess a memory’s stability relied on disrupting the memory using physical or
behavioral amnesic agents, we entirely avoided these artificial disruptors and instead harnessed the fact
that memories constantly undergo destabilization during normal memory function. In particular,
memories are known to decay both from the passage of time and from memory retrieval if the memory
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is not simultaneously reinforced. For time‐based decay, short‐term and working memories have been
observed to decay in under 30s (Atkinson and Shiffrin, 1968; Cowan et al., 1990; Baddeley, 2000);
analogously, a component of the memory for human motor adaptation decays within 1 minute (Sing et
al., 2009b). For retrieval‐based decay, extinction paradigms have widely documented that retrieval
incrementally reduces memory expression, particularly in animal conditioning models (Pavlov, 1927;
Medina et al., 2002; Fernández‐Ruiz et al., 2004; Cohen et al., 2004; Ouyang and Thomas, 2005) and also
in human motor adaptation (Sing et al., 2009b). This retrieval‐based decay is critically different from
practice, which also elicits memory retrieval, because practice includes a teaching signal whereas
retrieval alone does not. Thus, instead of disrupting a memory using amnesic agents, here we
characterize a memory’s stability by directly measuring its response to time and retrieval, two disruptors
inherent to memory function.
Here, we examined consolidation under normal physiological conditions by directly measuring memory
stability and tracking it for 24h. Based on their stability to disruption by time and memory retrieval, we
identified 3 distinct memories for human motor adaptation: one that decays during short time delays,
one that is stable to time but decays upon retrieval, and one that is stable to both time and retrieval. We
then tracked these three memory components for 24 hours to determine whether each increased or
decreased its stability. This allowed us to critically examine the consolidation hypothesis, which predicts
that initially‐labile memories progressively stabilize during their first 24 hours. Surprisingly, all three
components retained their original stabilities to time and to memory retrieval for 24h rather than
progressively stabilizing. These results argue against the consolidation of motor memories at a
behavioral level and suggest that the consolidation of the physical substrate of memory is independent
of memory stability during normal memory function.
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Results
Memory dissection based on stability to time and retrieval
We examined the motor memory developed from human force field (FF) adaptation (Figure 2.1) to see
how it changed stability over 24h. Instead of treating this memory as a monolithic entity, we
experimentally dissected it based on both temporal and functional stability (Figure 2.2A‐B), and
examined how each component changed its stability in the ensuing 24h.
We first dissected the motor memory into temporally stable adaptation (TS) and temporally‐labile
adaptation (TL) based on its passive decay with time (Figure 2.2A‐B). Sing et al showed TL decays with an
exponential time constant of under 20s and is over 95% decayed within 60s, while TS remains fully
stable for at least 20 minutes (Sing et al., 2009b). Thus, we separated TL from TS using 60s delays
throughout all experiments. Furthermore, Sing et al (Sing et al., 2009b) showed that TL and TS
respectively correspond to the theoretical fast and slow learning processes described by Smith et al
(Smith et al., 2006).
We next dissected the motor memory based on decay from retrieval. Isolating retrieval‐based decay
requires that we both elicit retrieval and avoid new learning. For example, extinction paradigms elicit
retrieval but may not completely avoid new learning (Hollerman and Schultz, 1998; Ouyang and Thomas,
2005; Quirk and Mueller, 2008). These paradigms continually present the conditioned stimulus without
the unconditioned stimulus after training has taken place, and the lack of reinforcement for the learned
behavior in these paradigms leads to negative prediction errors that may drive active unlearning. Here
we measured the effect of retrieval on memory decay using error clamp (EC) trials, which constrain
movements to straight‐line paths from the starting point to the target. These EC trials retrieve the
memory while also avoiding new learning both from movement errors, by clamping the lateral error to
zero, and from reward prediction errors, by rewarding movements using the same timing criteria as for
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Figure 2.1: Experiment paradigm
(A) Human participants performed reaching movements in a force field (FF) paradigm. Holding a robotic manipulandum, they
reached toward targets that alternated between the 90° and 270° movement directions. These trials could be either: (1) null
trials, in which the manipulandum applied no force; (2) force field training trials, in which the manipulandum applied a force
orthogonal to the movement direction and proportional to the movement speed; or (3) error clamp (EC) trials, in which the
manipulandum resisted all lateral motion and effectively eliminated movement error. The vertical arrows show the direction of
the primary movement and the horizontal arrows indicate the forces applied by the robotic manipulandum.
(B) Three example movements illustrate how we compute the adaptation coefficients. After subtracting out the midpoint‐
aligned mean baseline force profile for each individual, we compare the measured force profile (black line) to the ideal
compensatory force pattern (blue line) for each movement. The ideal force is equal and opposite to the force that would be
applied in a FF training trial. By regressing the measured force onto the ideal force and a constant offset, we determine how
much of the ideal force was present in each movement (red line). The regression coefficient for the ideal force, which we refer
to as the adaptation coefficient, measures the strength of the force field memory. We compute this adaptation coefficient for
each EC trial. Note that, for consistency, the “ideal force” is always the force pattern that would have been applied in FF
training, regardless of whether the trial is in baseline, training, or retention. Correspondingly, we expect adaptation coefficients
near zero in the baseline.

force field trials. We thus used a long series (500 or more) of these EC trials to dissect TS into two parts:
functionally labile adaptation (FL), which decays upon actively retrieving the memory, and functionally
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Figure 2.2: Determining the stability of motor learning
(A) We dissected overall adaptation based on its temporal and functional stability. We assessed temporal stability using 60s
time delays, during which time temporally labile adaptation (TL) decays and temporally stable adaptation (TS) remains. We
chose 60s in line with the finding that TL is over 95% decayed within 60s and TS remains stable for at least 20 minutes(Sing et
al., 2009b). Next, we dissected TS based on its functional stability using a series of consecutive error clamp (EC) trials that
engage memory retrieval without providing errors for new learning. These trials result in the decay of functionally labile
adaption (FL) but not functionally stable adaptation (FS), and thus provide a means of separating them. The schematic on the
right shows how each component can be measured experimentally. Note that since we only observe the sum of all the
components (the top line) and so do not observe FS until the end of the decay period when TL and FL have decayed, the sketch
for how FS builds up during training is just an illustration.
(B) Experiments 2.1 and 2.2 demonstrate non‐zero levels of TL, FL, and FS following motor training. Experiment 2.1 had 150
baseline trials, 200 training trials, and 500 EC decay trials (see Table 2.1 for experiment schedules). The solid line shows overall
adaptation while the bold circles with error bars show average adaptation following the 60s delays. The difference between
overall learning and post‐delay adaptation represents the current levels of temporally labile adaptation.
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Figure 2.2 (Continued)
After 24h, participants returned for 100 EC trials to test retention. The bar graph shows the components of memory after
training and after 24h. All of these components are significantly above zero (p<0.01). Error bars show SEM.
Experiment 2.2 had the same schedule as experiment 2.1 except that it doubled the decay period to 1000 EC decay trials and
used 119 EC trials to test retention after 24h. The adaptation remaining after trial 500 is very similar to trial 1000, although
additional decay can be detected after trial 500.
(C) Scatterplots of the learning components across participants show that TL was not strongly correlated with either FL or FS,
but FL and FS were strongly negatively correlated. This makes FL and FS difficult to dissociate from one another. Note that for
panel C and Figure 2.3, we did not reuse the same trials to compute different components of memory in order to avoid the
possibility of spurious correlations arising from measurement noise; see Methods for details.

stable adaptation (FS), which survives repeated retrieval (Figure 2.2A‐B). During this long block of EC
trials, FL should decay away while FS survives and represents the decay asymptote. Note that we could
have also separated TL based on its functional stability, but we refrained for two reasons: first, Sing et al
showed that retrieval did not change the temporal decay of TL, suggesting TL is entirely functionally
stable (Sing et al., 2009b); and second, TL is already so unstable in time that its functional stability would
be of little consequence.

Memory stability after training
In experiment 2.1, we measured the stability of the motor memory developed during training. After 150
baseline trials, participants experienced 200 FF training trials followed by 500 EC decay trials to assess
functional stability (Table 2.1). We used a very long decay period to give good resolution for observing a
decay asymptote. At 500 trials, it was more than 200 trials longer than previously reported decay
asymptotes, which ranged from 100‐300 trials (Scheidt et al., 2000; Smith et al., 2006; Criscimagna‐
Hemminger and Shadmehr, 2008; Huang and Shadmehr, 2009; Keisler and Shadmehr, 2010; Joiner et al.,
2011, 2013; Pekny et al., 2011; Ingram et al., 2013; Sing et al., 2013; Vaswani and Shadmehr, 2013;
Brennan and Smith, 2015).
We first examine the temporal stability of the motor memory. We measure TS using 3 EC trials after
each 60s delay, which we inserted every 50‐60 trials. During training, overall adaptation (connected line
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Table 2.1: Experiment Schedules

Experiment

Baseline

Training

EC

24h EC

2.1

150

200

500

100

2.2

150

200

1000

119

2.3

150

1600

500

119

2.4

150

50

500

119

2.5

150

200 (half strength FF)

500

119

2.6

150

200

500

500

2.7

150

200

0

500

2.8

150

50 (high ITI)

500

500

in Figure 2.2B, top left) was substantially higher than TS, measured after the 60s delays (isolated points
in Figure 2.2B, top left; vertical lines and shading represent standard errors). This difference indicates
the presence of TL, the component of adaptation that decays over 60s. In fact, TL peaks early in training
and recedes as training proceeds (Figure 2.2B; the gap between overall and TS starts high but falls
during training), as expected from its correspondence to the fast learning process. Meanwhile, TS builds
monotonically, as expected from its correspondence to the slow learning process. In contrast to the
training period, the decay period shows no appreciable TL (Figure 2.2B; the decay period shows no clear
gap between overall TS). This is because TL learns from errors during training and any TL present at the
end of training would decay away within 60s (about 11‐12 trials).
During the decay period, TS decays from 0.68 to 0.16, indicating the presence of both FL and FS
components (FL: 0.52±0.03, p<10−11; FS: 0.16±0.03, p<10−4). Only 4% of the observed decay occurs
during the last 100 trials of the decay period, suggesting that the decay is near asymptote (comparison
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of retention on trials 371‐400 vs 471‐500: 0.18±0.03 vs 0.16±0.03, p=0.12). We therefore take the last 50
trials to estimate FS.
While experiment 2.1 suggests a decay asymptote is reached, or nearly reached, by trial 500, we wanted
to confirm the existence of a functionally stable memory that does not decay with retrieval. To do this,
we ran experiment 2.2 with the same training procedure as experiment 2.1 but with 1000 EC decay trials
(Table 2.1). This experiment reveals a clear non‐zero asymptote (Figure 2.2B, bottom row, FS=0.14 ±
0.03, p<10−3), indicating the existence of a functionally stable component of learning. While there is
statistically significant additional decay between trials 500 and 1000 (0.47 ± 0.03 vs 0.52 ± 0.04,
p=0.007), over 90% of the eventual FL decay occurs by trial 500, indicating that trial 500 does a good job
approximating the end of FL decay. Therefore, we proceed using both experiments 2.1 and 2.2, taking
the last 50 available EC decay trials as a measure of FS in both cases.
It is important to recognize that the adaptation measured at the end of the EC decay block represents a
memory of the original training period rather than something learned during the EC block. In fact, a
block of EC trials does seem to cause systematic changes in behavior (Brennan and Smith, 2015).
However, these changes are the same for the subgroups who trained on the positive and negative FFs,
and so cancels when combining the two subgroups. That is, the decay asymptote represents a persistent
difference between the positive and negative subgroups, which reflects their different training. Without
balancing the FF direction, it would become impossible to distinguish between a memory of the original
training and offsets that arise during the EC block.

Stability of 24h retention in experiments 2.1 & 2.2
In both experiments 2.1 and 2.2, we measured retention after 24h and then the functional stability of
this retention using a series of consecutive EC trials on day 2. In both cases, 24h retention was similar to
or higher than FS (experiment 2.1: FS=0.16±0.03 vs 24h=0.20±0.02, p=0.10; experiment 2.2:
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FS=0.14±0.03 vs 24h=0.20±0.03, p=0.02; Figure 2.2B, right panels; error bars represent standard error).
Despite being retained for 24h, the 24h memory decayed during the subsequent EC trials on day 2
(0.08±0.02, p<10−3 in experiment 2.1; 0.07±0.02, p=0.002 in experiment 2.2), indicating that the 24h
retention was, in part, functionally labile (24h FL). There was also a component of 24h retention that did
not decay (0.12±0.03, p=0.002 in experiment 2.1; 0.12±0.04, p=0.004 in experiment 2.2), indicating the
24h memory was also, in part, functionally stable (24h FS).
A straightforward explanation of these results would be that 24h retention is derived entirely from day‐
1 FS since both TL and FL are eliminated after training on day 1. In this case, the high 24h retention
would indicate that FS was fully retained or even enhanced. Furthermore, the decay on day 2 would
indicate that the memory has a renewed susceptibility to decay since it is no longer entirely functionally
stable. That is, the process of retrieval after 24h resulted in a portion of this memory becoming
functionally labile. This is consistent with the idea of reconsolidation, that activating a memory renews
its susceptibility to interference or decay and it must consolidate again. This transient increase in lability
was first studied under the name cue‐dependent amnesia (Lewis and Maher, 1965; Misanin et al., 1968;
Mactutus et al., 1979; Judge and Quartermain, 1982), but after a resurgence of interest in this effect in
the late 1990s, it became increasingly referred to as reconsolidation (Przybyslawski and Sara, 1997;
Nader et al., 2000; Walker et al., 2003; Dudai, 2004; Sara and Hars, 2006).
However, there is an alternative explanation for these results. It may instead be the case that TL or FL
recovers to contribute to 24h retention, even though both were eliminated after training on day 1. If
this were the case, only a fraction of the 24h memory would be derived from the retention of day‐1 FS,
and 24h FL, the functionally labile memory observed on day 2, could be derived from day‐1 FL or day‐1
TL rather than from reconsolidation of day‐1 FS.
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We can distinguish between these possibilities by estimating the contributions of TL and FL to 24h
retention, which we attempt in two distinct ways. First, we use an analysis of individual differences to
determine whether, when controlling for FS, individuals with more (or less) FL consistently display more
(or less) 24h retention, and analogously for TL. Second, we experimentally manipulate the relative
strengths of the memory components in groups of participants on day 1 and observe the effects on 24h
retention.

Decoupling FL from FS to determine the sources of 24h retention
We want to harness individual differences to estimate the contribution of each day‐1 memory
component to 24h retention. However, we encountered two issues that hampered our ability to
dissociate the memory components. First, using all the relevant trials to estimate the memory
components causes spurious negative correlations between them. In particular, TL and FL both rely on
the 60s delay trials and so measurement noise on those trials will propagate to the measurements of
both TL and FL. This common noise source results in a co‐dependence between these measurements,
oppositely influencing them and causing a spurious negative correlation between measurements of TL
and FL. Analogously, FL and FS both rely on the late‐EC trials. To address this issue, we avoided reusing
the same trials to estimate multiple components of memory. Specifically, we used the odd‐numbered
half of the 60s delay trials to estimate TL and the even‐numbered half to estimate FL; similarly, we used
the odd‐numbered half of the late‐EC trials to estimate FL and the even‐numbered half to estimate FS.
Without sharing trials, the measurement noise affecting each component of memory becomes
independent. The correlations reported throughout estimate the components of memory without
sharing trials.
The second issue was that, even without the spurious negative correlation from sharing trials, FL and FS
displayed a substantial negative correlation (R2=0.60, Figure 2.2C), impairing our ability to cleanly
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dissociate how they contribute to the 24h memory. We solved this issue by running three additional
experiments designed to (1) decouple FL from FS, (2) further broaden their distributions across
individuals, and (3) increase the size of the data set so that we could effectively distinguish between the
effects that TL, FL, and FS had on 24h retention with an inter‐individual analysis. We took two
approaches to manipulating FS and FL. First, we altered the training duration compared to experiments
2.1 and 2.2, increasing it 8‐fold in experiment 2.3 (1600 vs 200 trials), and decreasing it 4‐fold in
experiment 2.4 (50 vs 200 trials) (Table 2.1). Second, we altered the strength of the force field
perturbation by using a half‐strength force field in experiment 2.5 (7.5 Ns/m) (Table 2.1). Note that for
experiment 2.5, we continued to normalize the force produced by the ideal force for a full‐strength
force field so that we could directly compare memory magnitudes across all training paradigms. For a
movement with a given velocity profile, the memory magnitude thus describes the associated lateral
force pattern identically for all the training paradigms. As a consequence, the ideal compensation for
experiment 2.5 is an adaptation coefficient of 0.5 rather than 1. However, this choice of normalization
has very little effect on the following results (see Appendix B2 for results when we instead normalize
experiment 2.5 by its own ideal force).
Compared to experiments 2.1 and 2.2, increasing the training duration in experiment 2.3 nominally
increased FS (+38%, p=0.09) but not FL or TL (FL: −4%, p=0.56; TL: −7%, p=0.69), though none of the
changes were statistically significant (Figure 2.3A‐B). In contrast, decreasing the training duration in
experiment 2.4 significantly decreased both FS and FL (FS: −67%, p=0.002; FL: −38%, p<10−4, Figure 2.3A‐
B) but increased TL (+39%, p=0.01). Finally, reducing the FF strength decreased FL and TL (FL: −59%,
p<10−10; TL: −58%, p<10−4) but had little effect on FS (+1%, p=0.98. Figure 2.3A‐B). While these
experiments did fairly little to broaden the distributions of TL, FL, and FS (TL, FL, and FS stds for the
combined data from experiments 2.1‐2.5 were 0.10, 0.19, and 0.13, respectively, compared to 0.09,
0.16, and 0.14 for the combined data from experiments 2.1‐2.2), their differential effects on FS and FL
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(A) We ran three additional experiments to decouple FL from FS. Compared to experiments 2.1 and 2.2, experiment 2.3 had 8x
more training (1600 trials), experiment 2.4 had 4x less training (50 trials), and experiment 2.5 trained in a half‐strength force
field (7.5 Ns/m). Each training period was followed by 500 EC trials to dissect FL from FS, then 119 EC trials to test retention
after 24h. The learning curves for all three are displayed.
(B) The experimental manipulations had different effects on the memory components. The left panel shows the mean level of
each component as a function of training duration for all full‐strength FF experiments (Experiments 2.1‐2.4). The right panel
shows the mean level of each component as a function of force‐field strength for all experiments with 200 training trials
(Experiments 2.1, 2.2, and 2.5). Despite the 8‐fold increase in training duration compared to experiments 2.1 and 2.2,
experiment 2.3 (1600 training trials) yielded only nominally more FS and very similar FL and TL. In contrast, the 4‐fold decrease
in training duration in experiment 2.4 (50 training trials) reduced both FS and FL but increased TL. The half‐strength FF training
in experiment 2.5 reduced FL and TL but led to no clear change in FS.
(C) Together, experiments 2.3‐2.5 largely decoupled FL from FS while retaining low correlations between FL and TL and
between FS and TL. These scatterplots include all data from experiments 2.1‐2.5.
(D) 24h retention depends on FS and FL but not TL. Each scatterplot shows the relationship between 24h retention (24h TS) and
a single day‐1 memory component after controlling for the other day‐1 memory components. The white stars indicate the
group means for experiments 2.1‐2.5. Regressing 24h retention onto FS, FL, and TL from day 1 reveals that FS and FL both
contribute to 24h retention while TL does not; the bar graph on the right shows the regression coefficients. Despite being
eliminated after training, FL rebounds to contribute to 24h retention. Error bars indicate 99% confidence intervals.
(E) 24h FS is the component of 24h retention that did not decay during the day‐2 EC trials. Regressing it onto FS, FL, and TL from
day 1 reveals that 24h FS is predicted by FS but not FL or TL. 24h FL is the component of 24h retention that decayed during the
day‐2 EC trials. Analogously regressing it onto FS, FL, and TL from day 1 reveals that 24h FL is predicted by FL but not FS or TL.
Thus, there is no evidence of FL consolidating into 24h FS or of FS relabilizing into 24h FL. Together, these results suggest that
TL, FL, and FS form independent channels for motor memory with no crossover between them for 24h.

effectively decoupled these variables, reducing the R2 from 0.60 (experiments 2.1‐2.2) to 0.17
(experiments 2.1‐2.5, Figure 2.3C), while maintaining low correlations between TL and FS (R2=0.06) and
TL and FL (R2=0.00). Along with the additional data from experiments 2.3‐2.5 (60 additional individuals,
increasing the total to 100), this decoupling allows for inter‐individual analyses that can effectively
dissociate the effects of TL, FL, and TS.
With the combined data from these 5 experiments that decouple FS and FL, we can harness the
structure of individual variability to estimate the contributions of each component of motor memory to
24h retention, to determine whether TL and FL display the ability to rebound. To estimate each
contribution, we regressed each individual’s 24h retention, measured on day 2, onto their TL, FL, and FS,
measured on day 1 (Figure 2.3D; error bars represent 99% confidence intervals). As expected, FS
strongly predicts 24h retention (coefficient = +0.81, 99% confidence interval: [0.68, 0.94]) whereas TL
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fails to systematically predict 24h retention (coeff = 0.03, 99% interval: [−0.16, 0.21]). Surprisingly
though, FL also predicts 24h retention (coeff = +0.16, 99% interval: [0.09, 0.23]), indicating that greater
FL after training consistently leads to greater 24h retention, after controlling for the retention of FS and
TL. This indicates that FL rebounds after being eliminated.
These regressions indicate that the 24h memory does not originate from FS alone but rather from a
combination of FS and FL. That is, the level of 24h retention does not arise from fully retained FS, but
rather from 81% retained FS supplemented by rebound of FL to 16% of its pre‐decay level. This results in
a 24h memory that is 60% derived from FS and 40% derived from FL. The fact that FL makes a large
contribution to 24h retention despite its small regression coefficient is because it is, on average, 3‐fold
larger than FS on day 1.

Dissecting 24h retention reveals a double dissociation that indicates FL and FS do not change
in stability
Since functionally stable and functionally labile memories from day 1 both contribute to 24h retention,
we can examine how stability changes for both over 24h. In particular, we can ask whether the
functionally labile memories from day 1 stabilize with time, consistent with consolidation, and whether
the functionally stable memories from day 1 relabilize upon being accessed, consistent with
reconsolidation.
To estimate 24h stability for each of the day‐1 components, we compared the extent to which each
contributed to 24h FL versus 24h FS. This analysis revealed a double dissociation between the effects of
day‐1 FS and FL memories on 24h retention, whereby day‐1 FS contributes to 24h FS but not 24h FL,
while day‐1 FL contributes to 24h FL but not 24h FS. Specifically, we regressed 24h FL onto day‐1 TL, FL,
and FS, then did the same with 24h FS. Day‐1 FL significantly predicted 24h FL (coeff = 0.22, 99% interval
[0.14 0.29]) but its effect on 24h FS was not discernable (coeff = −0.06, 99% interval [−0.14 0.02]) and
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significantly smaller (p<10−6) (Figure 2.3E). Conversely, day‐1 FS significantly predicted 24h FS (coeff =
0.78, 99% interval [0.63 0.94]) but its effect on 24h FL was not discernable (coeff = 0.03, 99% interval
[−0.10 0.16]) and significantly smaller (p<10−11) (Figure 2.3E). Note that a version of this regression
analysis in which day‐1 TL is excluded corroborates all of these results (Appendix B2). These regressions
indicate that 24h FL is derived from the recovery of day‐1 FL rather than from relabilized day‐1 FS.
Conversely, 24h FS is derived from retained day‐1 FS rather than from consolidated day‐1 FL.

Matching analysis of the 24h stability of FL and FS
We were surprised by the FL rebound we found using the multiple regression analyses in Figure 2.3, so
we examined this effect using a more conservative approach. When examining the effect of FL on 24h
retention, the regression analysis controls for FS and TL by assuming a linear relationship between them
and 24h retention. However, if this relationship is not linear, the estimate of FL’s contribution to 24h
retention could be affected.
We addressed this issue using a matching analysis to assess how FL affects 24h retention, 24h FL, and
24h FS. This analysis is more conservative because it does not rely on a linear relationship between FS
and 24h retention. Instead, the matching analysis considers pairs of participants who have nearly
identical FS and thus nearly equal contributions from FS to 24h retention, regardless of the relationship
between FS and 24h retention. However, matching comes with the disadvantage of being less
statistically powerful since it discards the subset of participants for whom no good matches can be
found.
Specifically, we used data from experiments 2.1‐2.5 to match pairs of participants who displayed very
similar levels of FS (always within 0.01) but with very different levels of FL (Figure 2.4A, center column,
top row; see Methods for algorithmic details). This eliminated 24% of participants for whom we could
not find a good match. Within the matched pairs, the average absolute FS difference was 0.0049 and the
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Figure 2.4: Matching analysis of individual differences
(A) Illustration of matching procedure. We were surprised to find FL contributing to 24h retention in Figure 2.3 and wanted to
confirm our results did not arise because of confounding with FS. The regression analysis in Figure 2.3 did control for the
relationship between FS and 24h retention but relied on the relationship being linear. Here, we performed a more careful but
less powerful analysis to control for the effects of FS on 24h retention without needing to specify the functional form of this
relationship. In this matching analysis, we paired participants who had very similar FS (always within 0.01) so that the effects of
FS on 24h retention would be nearly identical within the pair. We then examined how within‐pair differences in FL
corresponded to differences in 24h retention (middle column; see Methods for details on the matching algorithm). We
repeated this analysis to examine the effects of FS on 24h retention, controlling for FL by matching it to within 0.01 (left
column), and again to examine the effects of TL on 24h retention, controlling for FS by matching it to within 0.01 (right column).
The top row shows the matches: the dots represent participants and the lines connect matched pairs. Unconnected dots are
participants who could not be matched sufficiently well to be included in the matching analysis.
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Figure 2.4 (Continued)
From left to right, the unmatched percentages are: 22%, 24%, and 20%. The second row shows the within‐pair difference for
both the matched variable (y‐axis) and the variable of interest (x‐axis), with each dot representing a matched pair of
participants. The pairs have very similar matched values while preserving differences in the variable of interest.
(B) Results of the matching analysis. Analogous to Figure 2.3C, the top row shows how the within‐pair differences in the
variables of interest on day 1 affect the within‐pair differences in 24h retention (24h TS). We regressed the within‐pair
differences in 24h retention onto the corresponding within‐pair differences in the variable of interest (FS, FL, and TL from left to
right). The second and third rows repeat the top‐row regression analyses but for 24h FS and 24h FL, respectively. The regression
coefficients are summarized in row 4. Error bars represent 99% confidence intervals. This analysis demonstrates that even after
controlling for FS more carefully, FL contributes to overall 24h retention. Critically, it also confirms that the functionally labile
memory remains functionally labile after 24h as it predicts 24h FL but not 24h FS, while the functionally stable memory remains
functionally stable after 24h as it predicts 24h FS but not 24h FL.

maximum was 0.0098, whereas the average absolute FL difference was 0.31 and the maximum was 0.70
(Figure 2.4A, center column, second row). In these FS‐matched pairs, within‐pair differences in FL
predicted differences in both overall 24h retention (slope = 0.15, 99% interval [0.01 0.28]) and 24h FL
(slope = 0.25, 99% interval [0.11 0.39]) but not 24h FS (slope = −0.10, 99% interval [−0.24 0.03]), echoing
what we found with the multiple regression analysis shown in Figure 2.3D‐E (Figure 2.4B, center column,
rows 1‐4; error bars represent 99% confidence intervals).
We next matched participants on FL and examined within‐pair differences in FS (Figure 2.4, left column).
This matching procedure excluded 22% of the participants. Within these matched pairs, the average
absolute FL difference was 0.0039 and the maximum was 0.0095, whereas the average absolute FS
difference was 0.17 and the maximum was 0.50. In these FL‐matched pairs, within‐pair differences in FS
predicted 24h retention (slope = 0.81, 99% interval [0.57 1.05]) and 24h FS (slope = 0.74, 99% interval
[0.48 1.00]) but not 24h FL (slope = 0.07, 99% interval [−0.16, 0.31]), again echoing what we found with
the multiple regression analysis.
Finally, we matched FS and examined differences in TL (Figure 2.4, right column). This matching
procedure excluded 20% of the participants. Within the matched pairs, the average absolute FS
difference was 0.0050 and the maximum was 0.0098 whereas the average absolute TL difference was
0.14 and the maximum was 0.38. Consistent with the multiple regression analysis in Figure 2.3,
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differences in TL did not predict differences in any of the three 24h quantities (Figure 2.4B, right column;
24h slope = 0.00, 99% interval [−0.32 0.31]; 24h FL slope = −0.21, 99% interval [−0.52 0.10]; 24h FS slope
= 0.21, 99% interval [−0.12 0.54]).
Thus, the matching results agree with the preceding regressions in identifying a contribution from FL to
24h retention and reproduce the double dissociation between the effects of FL and FS from day 1 onto
24h FL and 24h FS, pointing to independent channels for motor memories. We find no evidence either of
functionally labile memory consolidating into a functionally stable memory or of functionally stable
memory reconsolidating into a functionally labile memory.

Experimental manipulations to confirm 24h stability of FL and FS
By harnessing naturally‐occurring individual variations to discern between the effects of FL and FS on
24h retention, we have found that FS and FL form independent channels for motor memories. However,
these results must be interpreted with caution since the analyses are observational and, as such,
susceptible to confounding by unmeasured factors that can cause individual differences in both the day‐
1 and day‐2 memories. One example of such a factor could be the EC offset. We mitigated the effects of
the EC offset on these analyses by correcting individuals for the mean offset in each experiment (see
Methods for details). However, we could not correct for individual differences from the mean offset
since we have no way of measuring the EC offset in an individual participant in our data. If there were
substantial individual differences in the EC offset and those differences also remain consistent from day
1 to day 2, then our measurements of both the day‐1 and day‐2 memories could be affected,
confounding the individual analyses. This example illustrates the general limitation of correlational
analyses, like the regressions we performed, for drawing causal inferences.
We thus pursued a causal test of the double dissociation between FL and FS memories by
experimentally manipulating FL and FS on day 1 and then observing the effects on memory 24h later.
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Independent channels predicts that specific manipulations of FL and FS on day 1 should yield highly
specific changes in 24h FL and 24h FS, respectively. In contrast, consolidation would predict that
manipulating day 1 FL would effect 24h FS, and reconsolidation would predict that manipulating day 1
FS would effect 24h FL. We thus performed one experiment that specifically altered day 1 FL, one that
specifically altered day 1 FS, and a control experiment.
Experiment 2.6, the control, had the same day‐1 schedule as experiment 2.1 but with 500 EC decay trials
on day 2 (Table 2.1; Figure 2.5A; error bars represent standard errors). These additional day‐2 decay
trials are necessary because experiment 2.7 aims to increase 24h retention and so could take longer to
separate 24h FL from 24h FS.
In experiment 2.7, we eliminated the post‐training decay period (Table 2.1; Figure 2.5B). Although we
cannot measure FL and FS without the EC decay period, training was the same as in experiment 2.6 and
so should yield similar FL and FS. However, experiment 2.7 leaves FL intact whereas experiment 2.6
eliminates it with decay trials, so experiment 2.7 would have more FL at the end of day 1. Put another
way, FL in experiment 2.7 only needs to be retained to contribute to 24h retention whereas FL in
experiment 2.6 needs to rebound after decay. The additional FL at the end of day should increase 24h
retention regardless of whether consolidation occurs. However, this additional FL would lead to greater
24h FS only if FL consolidates, whereas the independent channel hypothesis predicts increased 24h FL
but no change in 24h FS.
Following identical training periods, experiments 2.6 and 2.7 display very similar overall and TS (Figure
2.5B, right panels; error bars represent standard errors). As expected, foregoing the post‐training decay
period in experiment 2.7 yielded greater 24h retention compared to experiment 2.6 (98% higher,
0.36±0.04 vs 0.18±0.02, p<10−3) due to the increased contribution from FL. Dissecting 24h retention by
its functional stability revealed that experiment 2.7 had 135% higher 24h FL (0.29±0.05 vs 0.12±0.02,
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Figure 2.5: Experimental manipulations to determine 24h stability of FL and FS
In three additional experiments, we specifically manipulated FL and FS in order to examine their effects on the stability of the
24h memory.
(A) Experiment 2.6 is a control experiment for experiments 2.7 and 2.8. It has the same day‐1 schedule as experiment 2.1, but
500 EC decay trials on day 2. These additional day‐2 EC trials are necessary because experiment 2.7 is designed to raise 24h
retention and so will take longer to determine the stability of the 24h memory.
(B) Experiment 2.7 removes the 500 EC decay trials after training. As a result, FL is not eliminated on day 1 and should be better
retained for 24h compared to experiment 2.6. Therefore, the 24h memory should contain a bigger contribution from day‐1 FL
but the same contribution from day‐1 FS. Correspondingly, the stability of this additional 24h memory should reflect the
stability of the memory derived from day‐1 FL. Indeed, experiment 2.7 has much more overall 24h retention than experiment
2.6.
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Figure 2.5 (Continued)
Dissecting the stability of the 24h memory reveals that the additional 24h memory arises from significantly more 24h FL but no
discernable change in 24h FS. Thus, the additional FL‐derived memory did not consolidate into 24h FS but instead remained
functionally labile. Error bars represent SEM; asterisks denote p<0.01.
(C) Experiment 2.8 had only 50 training trials and also included an additional 16‐second delay between consecutive same‐
direction movements, increasing the inter‐trial interval (ITI). The small number of training trials should reduce both FL and FS,
as in experiment 2.4, but the high ITI specifically increased FL. The net effect was that experiment 2.8 had much less day‐1 FS
than experiment 2.6 (72% lower, p=0.003) but similar day‐1 FL (12% lower, p=0.18). To match these FL values even more
closely, we removed the two participants with the lowest FL in experiment 2.8 and the two with the highest in experiment 2.6.
This resulted in an excellent FL match (within 1%) while retaining the large reduction in FS (82% lower, p=0.001). As expected,
the reduced FS memory of experiment 2.8 led to lower 24h retention. Dissecting the stability of the 24h memory reveals that
this reduction in 24h memory arises from a significant reduction in 24h FS compared to experiment 2.6, but no discernable
change in 24h FL. This indicates FS did not relabilize into 24h FL upon being accessed but instead remained functionally stable.
(D) Our results indicate that day‐1 FL did not become functionally stable after 24h. We now consider a weaker way in which FL
could have stabilized: by better resisting decay on each trial, thereby decaying more slowly after stabilization rather than not
decaying at all. Here, we compare the decay rates of day‐1 FL and 24h FL. The normalized decay curves for the two periods,
shown on the left, are remarkably similar. Error bars represent SEM. The bar graph on the right shows exponential time
constant estimates for the decay. The main error bars represent bootstrapped 99% confidence intervals; intermediate markings
show 95% confidence intervals. Note that the error bars are not symmetric because the bootstrap distribution was not
symmetric. This analysis shows that 24h FL does not decay more slowly than FL, indicating that the FL memory did not
incrementally stabilize after 24h.

p=0.004) with no discernable change in 24h FS (0.076±0.030 vs 0.061±0.019, p=0.69) compared to
experiment 2.6. Thus, experimentally increasing FL at the end of day 1 specifically increased 24h FL,
consistent with independent channels but at odds with consolidation of day‐1 FL into 24h FS.
In experiment 2.8, we aimed to specifically alter the FS‐derived memory without affecting the FL‐derived
memory. However, none of the manipulations in experiments 2.3‐2.5 affected FS without dramatically
changing FL, so we turned to a 2‐step approach. First, we reduced training to 50 trials, which decreases
both FS and FL, as in experiment 2.4. Second, we increased the inter‐trial interval (ITI) by an additional
16 seconds between movements in the same direction (Table 2.1). The increased ITI causes TL to decay
between trials, increasing the error signal available so that FL and FS can grow stronger. We found that
the increased ITI boosted FL but had little effect on FS. Therefore, combining the short training with the
high ITIs had the net effect that experiment 2.8 displayed markedly less FS (72% decrease, 0.04±0.02 vs
0.13±0.02, p=0.003) but similar FL (12% decrease, 0.42±0.03 vs 0.48±0.03, p=0.18) compared to
experiment 2.6 (Figure 2.5C). While this change was nearly specific to FS, we wanted to match FL even
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better. To achieve this, we eliminated two participants from each experiment – the two with the highest
FL in experiment 2.6 and the lowest FL in experiment 2.8. This resulted in FL matching to within 1%
(0.44±0.02 vs 0.44±0.03) while retaining the marked reduction in FS (0.02±0.02 vs 0.14±0.03, p=0.001)
(Figure 2.5C, right panels). Thus, experiment 2.8 decreased FS, which should decrease the FS‐derived
24h memory. If accessing the FS memory on day 2 causes some lability, as predicted by reconsolidation,
the reduced FS‐derived memory in experiment 2.8 would predict reduced 24h FL. In contrast,
independent channels would predict a decrease in 24h FS but not 24h FL compared to experiment 2.6.
The reduced FS in experiment 2.8 led to lower 24h retention compared to experiment 2.6, as expected
(56% lower, 0.08±0.01 vs 0.18±0.02, p=0.001) (Figure 2.5C, right panels). Dissecting 24h retention by its
functional stability revealed that this difference arises from decreased 24h FS (120% decrease,
−0.01±0.01 vs 0.06±0.02, p=0.007) with no discernable change in 24h FL (0.09±0.02 vs 0.12±0.02,
p=0.31). These results support the independent channel hypothesis, but are at odds with
reconsolidation.
Taken together, experiments 2.7 and 2.8 manipulated functionally labile and functionally stable
memories on day 1 to examine changes in day‐2 stability. They found that changes in the memory from
day‐1 FL specifically affected 24h FL (experiment 2.7) and that changes in the memory from day‐1 FS
specifically affected 24h FS (experiment 2.8). These results independently corroborate the inter‐
individual analyses in Figures 2.3 and 2.4, indicating that FL and FS comprise independent channels for
motor memory.

FL decay rate versus 24h FL decay rate
We have seen that the FL‐derived memory remains functionally labile after 24h. This indicates that it
does not consolidate into a qualitatively‐different functionally stable memory. We next considered a
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weaker form of consolidation where the FL‐derived memory still decays but does so more slowly by
better resisting decay on each trial.
To examine this possibility, we compared the decay rate of FL just after training (0h decay rate) to the
decay rate of 24h FL (24h decay rate) (Figure 2.5D, left panel; error bars represent SEM). To estimate the
decay rate, we aggregated all eligible participants: for 0h decay, this included experiments 2.1‐2.6 and
2.8, using only the first 500 EC decay trials of experiment 2.2; for 24h decay, this included experiments
2.6‐2.8 so that the decay period duration would match day 1. We then fit an exponential decay function
to the mean data, skipping the first 12 trials (~60s) to allow TL to dissipate. We found that 24h FL did not
decay more slowly than 0h FL, and in fact decayed nominally faster, at odds with the consolidation of
functionally labile memory (113 trials for 24h decay rate vs 167 trials for 0h decay rate, p‐value from
bootstrap = 0.08, Figure 2.5D, right panel; error bars represent 99% confidence intervals and
intermediate markings represent 95% confidence intervals).
The 24h decay rate of 113 trials suggests that experiments 2.1‐2.5 may yield incomplete day‐2 decay,
since they had 100 or 119 EC trials on day 2. An incomplete decay on day 2 could affect the regression
coefficients from Figure 2.3. However, when we repeat these regressions using only data from
experiments 2.6 and 2.8, which have 500 EC trials on day 2 to ensure full decay, we obtain the same
double dissociation as in Figure 2.3: day‐1 FS significantly predicts 24h FS but not 24h FL, while day‐1 FL
significantly predicts 24h FL but not 24h FS (Appendix B1 A‐B). Furthermore, we get very similar results
using the experiments 2.6 and 2.8 data regardless of whether we measure day‐2 FS and day‐2 FL using
trials 401‐500 or using trials 90‐119, as we did for experiments 2.1‐2.5 (Appendix B1 A‐B). These
analyses suggest that the regression analyses we perform are not sensitive to the additional decay that
would occur after trial 119 and that trials 90‐119 provide satisfactory approximations of an individual’s
eventual decay asymptote. Moreover, the causal experimental manipulations in experiments 2.6‐2.8,
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shown in Figure 2.5, include 500 EC trials on day 2 and independently corroborate the findings from the
inter‐individual analyses in Figures 3‐4. Thus, the results from experiments 2.1‐2.5 are confirmed by
both inter‐individual analyses and experimental manipulations from data with longer day‐2 decay
periods.
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Discussion
We examined how motor memories stabilize during their first 24h under normal physiological
conditions. We started by directly measuring the intrinsic stability of the motor memories against both
time and memory retrieval (Figure 2.2). In this way, we dissected memory into three distinct
components after training with a force‐field perturbation: temporally labile adaptation (TL), which
decayed during a 60s time delay; functionally labile adaptation (FL), which survived 60s time delays but
decayed over the course of 500 memory retrievals during error clamp trials; and functionally stable
adaptation (FS), which survived both these time delays and memory retrievals. We then examined
motor memory after 24 hours in order to determine the fate of the components identified on the first
day. We achieved this by harnessing individual differences in memory composition after training in a rich
dataset of 100 participants across 5 experiments, whose different training durations and force field
magnitudes were designed to decouple the memory components across participants (Figure 2.3). This
dataset allowed us to examine the 24h stability of the FL memory to determine if it consolidated into a
more stable form, and to examine the 24h stability of the FS memory to determine if it relabilized when
accessed after 24h.
Indeed, a large fraction of the motor memory survived over 24h and, like on day 1, the day‐2 memory
contained clearly observable functionally stable (24h FS) and functionally labile (24h FL) components.
The individual difference analyses showed that the functionally labile memory on day 1 remains
functionally labile on day 2, so that individuals with high levels of day‐1 FL consistently display high
levels of 24h FL but not of 24h FS (Figure 2.3E). Conversely, the functionally stable memory on day 1
remains functionally stable on day 2, so that individuals with high levels of day‐1 FS consistently display
high levels of 24h FS but not of 24h FL (Figure 2.3E). Finally, the temporally labile memory on day 1 did
not persist into day 2, so that individuals with high levels of day‐1 TL did not consistently display higher
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or lower levels of either 24h FL or 24h FS (Figure 2.3E). These findings reveal a double dissociation
between how FL and FS survive until day 2, indicating that functionally labile memories do not
consolidate into a form that is more stable to retrieval and that functionally stable memories do not
relabilize into a form that is less stable to retrieval. Instead, functionally labile and stable memories form
independent channels that are separately retained over 24h without evidence of any crossover between
them.
These analyses were enabled by the surprising finding that day‐1 FL rebounded to contribute to 24h
retention after we eliminated it with 500 EC decay trials. In the individual analyses, we found that FL
rebounds to about 15% of its day‐1 value on day 2, showing that the 500 EC decay trials did not fully
destroy this memory. Yet, the EC decay trials did not simply block day‐1 expression of the FL memory as
day‐2 FL was about 60% smaller in experiment 2.6, which included day‐1 decay, compared to
experiment 2.7, which did not. Moreover, the FL rebound that we observe is different in character from
the previous reports of spontaneous recovery in sensorimotor adaptation tasks, which used brief
opposite training to superimpose new learning that decays quickly to reveal the older memory (Smith et
al., 2006; Ethier et al., 2008). More work will be needed to understand and characterize the mechanism
driving this rebound.
We next examined the survival of the functionally labile and functionally stable motor memories by
controlling them using specific experimental manipulations rather than by examining individual
differences (Figure 2.5). First, we omitted the decay period so that FL could survive by retention rather
than needing to rebound, leading to increased FL‐derived memory. If FL consolidated in its first 24h, we
would expect to see higher 24h FS. Instead, this experiment resulted only in increased 24h FL, indicating
that FL did not consolidate into a more stable form. Second, we decreased the amount of training but
increased the inter‐trial interval between movements, leading to decreased FS without changing FL. If FS
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relabilized, we would expect to see the decreased FS lead to decreased 24h FL. Instead, this experiment
resulted only in decreased 24h FS, indicating that FS did not relabilize and need to reconsolidate.
Finally, while we observed that the FL memory did not become functionally stable after 24h, we
examined whether it stabilized in the weaker sense of continuing to decay with retrieval but doing so at
a slower rate. To test this, we compared the decay rates of FL and 24h FL (Figure 2.5D). These two decay
rates were very similar, and 24h FL, in fact, decayed at a nominally faster rate, indicating FL did not
stabilize over 24h.
Together, these results provide evidence that TL, FL, and FS represent three independent channels of
motor memory with no discernable transitions between the channels. Specifically, we saw no evidence
of the more labile channels, TL or FL, consolidating in the first 24h into more stable channels; nor did we
see the stable memory, FS, relabilize when accessed after 24h. These results point to a parallel
organization of memories in the motor system. Our results also suggest that, when trying to create new
long‐term stable memories, we should focus on training protocols that preferentially create stable
memories from the beginning rather than focusing on stabilizing memories after training has taken
place.

Consequences for consolidation
Our results show that the intrinsic stability of a motor memory does not change during its first 24h
under normal physiological conditions. Yet, during the same time period, memories become resistant to
several forms of physical and chemical disruption, including electric shock and protein synthesis
inhibition (McGaugh, 2000; Dudai, 2004; Sara and Hars, 2006). Indeed, protein synthesis‐dependent
long‐lasting structural changes in synapses (Milner et al., 1998; Dudai, 2004; Sutton and Schuman, 2006;
De Roo et al., 2008) are almost certainly required to maintain both the functionally labile and
functionally stable memories over 24 hours. Our findings thus suggest that the physical stability of the
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memory substrate is largely independent of the functional stability of the memory itself. In particular,
we observe the existence of functionally stable memories shortly after training on day 1, when protein
synthesis‐dependent stabilization would not yet play a big role; and we observe the continued presence
of functionally labile memories on day 2, when protein synthesis‐dependent stabilization should be
complete. Because of this independence, the functionally labile memories can stabilize against physical
disruptions and yet remain susceptible to retrieval‐dependent decay (Figure 2.3E, Figure 2.5D). This
independence underscores that the cascade of neurobiological transformation that takes place as
memories mature has little effect on the intrinsic stability of motor memories.

Serial versus parallel organization of memory
There has been a longstanding debate whether memory is organized in series, with labile forms
gradually consolidating into stable forms, or in parallel with labile and stable forms building up together
(McGaugh, 2000; Dudai, 2004). Hebb and Gerard proposed serial memory models in which the recurrent
neural activity of short‐term memory produces long‐term memory (Gerard, 1949; Hebb, 1949). In
Drosophila, Dobnau & Tulley proposed a largely‐serial model in which training initially lays down only a
single type of memory that then undergoes a number of serial transformations to generate increasingly
stable memories, before finally forking into two parallel long‐term memories (Dubnau and Tully, 1998).
In motor learning, there has also been discussion of memories consolidating in series, with Criscimagna‐
Hemminger and Shadmehr concluding that fast learning states partially transform into slower states
(Criscimagna‐Hemminger and Shadmehr, 2008). However, in Aplysia, researchers were able to block
short‐term facilitation (<15min) without affecting long‐term facilitation (24h), suggesting long‐term
memories do not depend on short‐term memories and likely build in parallel, at least at the level of the
synapse (Emptage and Carew, 1993; McGaugh, 2000). Our results, working at the much higher level of
behavioral output in humans, show that distinct motor memories build in parallel during training and
remain separate over at least 24h.
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Relationship to the multi‐rate model for motor learning
The multi‐rate model proposed by Smith et al (Smith et al., 2006) was important for showing that motor
learning consisted of at least two processes. There, the authors manipulated the training schedule to
produce overall behaviors inconsistent with a single learning state, then showed that those behaviors
were well‐described by independent fast and slow learning states. Since then, there have been attempts
to extend this model to three or more states using different training designs and model fitting to
distinguish between the states (Kording et al., 2007; Kim et al., 2015; Inoue et al., 2015).
Our dissection identifies TL, FL, and FS as states for motor adaptation based on both temporal and
functional stability. From the work of Sing et al (Sing et al., 2009b), we believe TL corresponds to the fast
learning process while TS represents the slow learning process. Here, we refine this two‐state model by
dissecting TS based on its functional stability, splitting slow process learning into two distinct entities.
This refinement helps to explain why decay during EC trials typically reaches an asymptote rather than
returning fully to baseline (Scheidt et al., 2000; Smith et al., 2006; Keisler and Shadmehr, 2010; Pekny et
al., 2011; Sing et al., 2013; Vaswani and Shadmehr, 2013; Brennan and Smith, 2015).
Joiner & Smith (Joiner and Smith, 2008) found that the slow but not the fast learning process predicted
24h retention. This discovery is consistent with our results: we see that FL and FS, which together
comprise slow process memory, both contribute to 24h retention, but TL, which corresponds to the fast
process, does not. This result helps explain how training paradigms can have different effects on initial
learning and long‐term retention: since the fast process contributes only to initial learning and not long‐
term retention, training paradigms high in fast‐process learning will display high learning rates but low
long‐term retention (Schmidt and Bjork, 1992; Sing et al., 2009b).
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Temporal stability of TL, FL, and FS
We operationally defined temporal stability as resistance to decay over just 60s. We chose this short
duration to distinguish TL from the much more stable FL and FS, since TL decays with a time constant of
under 20s (Sing et al., 2009b). With these fast dynamics, TL likely corresponds to a motor working
memory maintained by recurrent neural activity. In contrast, FL and FS are stable for much longer and
likely depend on changes to synaptic function and structure.
While FL and FS are stable over 60s, our data does suggest some temporal decay over much longer time
scales. After 24h (a 1000‐fold greater time period than 60s), FS is 81% retained, which is substantial yet
significantly lower than full retention (Figure 2.3E). Estimating 24h retention for FL is more challenging
because measuring FL after training eliminates it and interferes with retention. However, we can
estimate FL retention by comparing 24h FL in experiment 2.7, which did not eliminate FL after training,
with day‐1 FL measured in experiment 2.6, which used the same training schedule as experiment 2.7.
Doing this, we estimate FL is 60% retained over 24h. Thus, the majority of both FL and FS is retained
over 24h, yet in both cases this retention is significantly less than 100%.
The fact that FL does slowly decay over 24h raises the possibility that its decay during EC trials is driven
by time rather than retrieval. However, FL decays more in the first 100 EC trials, which take less than 10
minutes, than it does over 24h without EC trials (a 100‐fold greater time period), indicating that EC
retrieval trials do indeed drive decay. Moreover, compared to experiment 2.7, which lacked EC retrieval
trials, the presence of the EC retrieval trials in experiments 2.1, 2.2, and 2.6 consistently resulted in
levels of 24h FL that were decreased by more than two‐fold. Therefore, FL decay during EC trials is
predominantly due to memory retrieval.
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Learning during the EC decay block
We saw substantial decay during the EC blocks, which we attributed to retrieval‐based forgetting. Here,
we consider the possibility of active learning during EC trials. Broadly, two types of learning are possible:
learning that is not specific to the previously‐trained FF, which we have called the EC offset and already
addressed (for details, see Methods: Experiment Subgroups and Results: Experimental Manipulations),
and active unlearning of the previously‐trained FF, which we focus on below.
Active unlearning of the previously‐trained FF could influence our results because it would appear as
forgetting. Active unlearning requires that the two subgroups who trained on opposite FFs receive
opposite learning stimuli during the EC trials. This is possible because the two subgroups push
oppositely on the EC channel walls. There are two signals arising from this difference that participants
may be able to use as error signals to drive unlearning. First, participants can feel the contact force with
the manipulandum to deduce that they are pushing against the channel wall, then choose to reduce this
force. However, it is unclear that this signal should be perceived as an error and reduced, since they felt
similar contact forces during training against the force field and they were helpful for this training.
Furthermore, the contact forces do not lead to movement errors during the EC period. Second, pushing
against the channel wall causes a tiny displacement because channel walls are implemented as strong
springs and so are not perfect at preventing lateral displacement. This displacement, if discernable,
would be an error signal indicating that too much force was produced. However, we do not believe this
is a strong learning signal for two reasons. First, during the first 30 EC trials of the decay period when the
forces were highest, the maximum lateral error on a trial averaged 0.57mm, an extremely small error to
detect – less than 20% of the 3mm‐diameter cursor. For reference, during the last 30 baseline null
movements, which were generally very straight, the maximum lateral error on a trial averaged 5.1mm,
9‐fold higher. Second, error clamps in visuomotor rotation tasks also elicit decay and they do not have
any differences between the subgroups who trained positive vs negative rotations (Galea et al., 2011;
89

Shmuelof et al., 2012; Kitago et al., 2013). Thus, we believe the dominant reason for the reduced
adaptation during the EC period is active decay upon retrieving the memory rather than active
unlearning of the FF memory.

Using individual differences to link memory components across time
In many motor learning studies, individual differences are treated as a nuisance that impedes the ability
to precisely estimate the group mean behavior. Indeed, individual differences that arise from
measurement noise are not helpful at all. However, individual differences that arise from meaningful
variation can have explanatory power. Here, we harnessed individuals differences in the levels of each
memory component to link day‐1 memories with day‐2 memories.
An analysis of individual differences is inherently observational, since we did not randomly assign
memory strengths to different individuals. Nevertheless, observational evidence can be extremely
helpful in identifying hypotheses. We believe the template we used here, starting with individual
differences and testing the observational findings with targeted experiments, is particularly powerful.

Outstanding questions
We have identified and described three distinct motor memories. However, our understanding of these
memories is still limited: What are their neuroanatomical underpinnings, and are they stored in the
same, nearby, or distant brain regions? Do they learn from different types of input information or from
the same information but at different rates? What are the longer‐term dynamics of FL and FS – for
example, does one of these dominate after time intervals of weeks or years? How could we alter
training paradigms to build a stronger memory? With the ability to dissect out TL, FL, and FS, we can
begin to ask and answer some of these more detailed questions about motor memory – and memory in
general.
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Methods
Ethics statement
All experiments were approved by the Harvard University Institutional Review Board. All participants
provided informed consent.

Participants
One hundred and sixty one participants, 80 female and 81 male, performed the eight experiments. The
participants had a mean age of 24.7 (std 4.9) years. 147 were right‐handed, and all used their right
hands to perform the experiments. None of the participants had any known neurological impairment.
One participant was removed from experiment 2.3 for having difficulty staying awake. She also
displayed unusually low average learning – her adaptation in the last 100 of the 1600 training trials in
the 90° movement direction was only 0.35, where the mean of the other 20 participants was 0.84 and
the next‐lowest was 0.63. Furthermore, this participant’s learning declined from 0.80 on trials 300‐400
down to 0.35 on trials 1500‐1600, despite the additional 1200 trials of training. After removing this
participant, each of the eight experiments had 20 participants.

Experiment paradigm
The experiments consisted of a series of reaching movements performed by moving the handle of a 2‐
link planar manipulandum (Figure 2.1A). Veridical visual feedback of the hand location was always
provided by a 3mm‐diameter cursor drawn on a vertically‐oriented computer screen in front of the
participant. The movements were 10cm long and aimed at 1cm‐diameter targets drawn on the screen.
The movements alternated between the 90° and 270° movement directions (away vs toward the
participant as shown in Figure 2.1A) so that the ending position of one movement became the starting
position of the next movement. The two directions had the same number of baseline, training, and
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retention trials. The trial numbers for the error‐clamp trials, which were randomly distributed within the
baseline and training blocks, were chosen independently for the two directions. We averaged the two
directions together for each participant.
Movements were rewarded based on their transit time. Movement onset was detected using a velocity
threshold of 5mm/s; the movement endpoint was the first point with a velocity below 3mm/s, provided
the velocity stayed below 3mm/s for the ensuing 300ms. Movements with transit times between 400
and 600ms that ended within the target region were rewarded with a pleasant‐sounding chirp and an
animation of an exploding target. Movements that were too fast or too slow caused the target to fill in
red or blue, respectively; no feedback was provided for movements that ended outside the target. The
average movement time was 543 ± 36ms and the average peak velocity was 0.33 ± 0.03m/s (mean ±
standard deviation of each participant’s median movement time or median peak velocity). The average
reward rates across all experiments, using 20‐trial windows, were: 51% at the end of baseline, 12% at
the start of training, 34% at the end of training, 75% at the start of EC decay, 79% at the end of EC decay,
70% at the start of 24h retention, and 79% at the end of 24h retention.
We discarded a small fraction (<1%) of movements that were highly atypical based on several key
movement features. Specifically, we required movements satisfy the following criteria: peak velocity
above 0.2m/s and below 0.8m/s; movement time under 2s; path length above 8cm and below 20cm;
reaction time below 2s; movement did not go more than 0.5cm backward before going toward the
target; movement started in the starting circle whose diameter was 1cm; and the midpoint‐aligned
position profile was regular enough that it was on average (RMS) within 1cm of the mean position
profile for that participant over the course of the movement. In total, 99.6% of the error clamp trials, on
which all analyses in the paper were based, satisfied these criteria.
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During the movements, the manipulandum could apply active forces to the participant’s hand (Figure
2.1A). These forces were of three types. First, during baseline null movements, the manipulandum did
not apply any force at all. Second, during training, the manipulandum applied a curl force field (FF)
where the force magnitude was proportional to the movement velocity and the force direction was
orthogonal to the instantaneous velocity. That is, the force dynamics were

0
0

; b was

+15Ns/m for positive FF trials and −15Ns/m for nega ve FF trials. Third, the manipulandum could apply
reactive forces to counter any lateral motion, resulting in a straight‐line motion to the target. These
error clamp (EC) trials were instituted as a stiff spring with spring constant of 6000N/m with additional
damping of 250Ns/m, both along the axis orthogonal to the path to the target. The EC trials succeeded
in constraining the lateral motion to within 1.25mm of a straight‐line path for over 99% of the EC trials.
For each lateral force measurement from an EC trial, we subtracted a baseline force profile specific to
each individual participant and movement direction. The baseline force profiles were measured in the
20 EC trials randomly interspersed within the last 100 baseline trials (trials 51‐150).
We quantified adaptation based on a regression of the force pattern produced onto the ideal force
pattern required to counter a +15Ns/m FF perturbation (Figure 2.1B). For the regression, we used a
window that spanned from 600ms before to 600ms after the movement midpoint, and we included a
constant offset term. For experiments using a negative FF perturbation, we negated the resulting
regression coefficients. Even for experiment 2.5, which used a ±7.5Ns/m FF, we continued to measure
force production against the ideal pattern for a +15Ns/m force field. We did this to ensure the
adaptation coefficient always has the same behavioral meaning: for a given velocity profile, the
adaptation coefficient describes the same force pattern for all training protocols. This enables memories
to be directly compared across training protocols.
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Experiment schedules
The experiment schedules are described in Table 2.1. As mentioned above, the movements alternated
between 90° and 270° movement directions. The trial numbers given in Table 2.1 and in the text below
count trials in a single direction, so the total number of trials across both directions would be double the
quoted number.
All experiments began with 150 baseline trials in each of the two movement directions. Of these, 130
were null trials and 20 were EC trials. The force measurements from the 20 EC trials in the baseline
period were averaged together to get a baseline force profile for each participant.
Experiment 2.1 subsequently had 200 FF training trials, of which 20% were replaced by EC trials to
measure adaptation, then 500 EC trials. Participants returned after 24±3 hours to complete the 24h
retention test, which consisted of 100 EC trials.
Experiment 2.2 was identical to experiment 2.1 except for doubling the length of the decay period from
500 to 1000 trials, plus an additional 19 trials for the 24h retention test.
Experiment 2.3 had 1600 training trials, distributed as 4 blocks of 400 trials in order to make the over 4‐
hour experiment more comfortable for the participants. Training blocks 1‐3 were followed by a 10‐
minute break and then 50 EC trials. Training block 4 was followed by 500 EC decay trials. The 24h
retention test had 119 EC trials, as in experiment 2.2.
Experiment 2.4 had only 50 training trials. The 24h retention test had 119 trials.
Experiment 2.5 had 200 training trials, like experiments 2.1 and 2.2, but used a half‐strength FF
(±7.5Ns/m). The 24h retention test had 119 trials.
Experiment 2.6 was the same as experiment 2.1 except that its 24h retention test had 500 EC trials.
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Experiment 2.7 was the same as experiment 2.6 but without the 500 EC decay trials after training on day
1.
Experiment 2.8 was the same as experiment 2.6 but with only 50 training trials and increased inter‐trial
intervals. In particular, 8s delays were added before each movement so that the inter‐trial interval
between successive movements in the same direction was 16s longer than the other experiments.
Throughout all the experiments, we included 60s delays every 50‐60 trials to measure temporally stable
adaptation (TS) and temporally labile adaptation (TL). After each of these delays, there were 3
consecutive EC trials that were averaged together to estimate TS, while TL was the difference between
these post‐delay trials and the total adaptation preceding the delay.

Measuring components of adaptation
To estimate overall adaptation at the end of training in experiments 2.1, 2.2, 2.5, 2.6, and 2.7, we used
the last 15 EC trials from training, which corresponds to roughly the last 75 training trials. For
experiments 2.4 and 2.8, with only 50 training trials, we used only the last 5 EC trials from training,
which is roughly the last 25 training trials. For experiment 2.3, with 1600 training trials, we used the last
40 EC trials from training, which is roughly the last 200 training trials.
To estimate TS at the end of training in experiments 2.1, 2.2, 2.5, 2.6, 2.7, and 2.8, we used the error‐
clamp (EC) trials following the last two 60s delays (6 EC trials in total). For experiment 2.3, with 1600
training trials, we used the last 4 60s delays (12 EC trials); for experiment 2.4, with only 50 training trials,
there was only one 60s delay and so we used those 3 EC trials. Despite only having 50 training trials,
experiment 2.8 had many 60s delays because the high‐ITIs caused the training to take longer. Therefore,
we were able to use the last two 60s delays in this experiment.
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To estimate TL, we needed the difference between overall adaptation and TS. However, reusing the
same post‐delay measurements to compute TS and TL would cause random measurement noise to
equally (and oppositely) corrupt TS and TL, resulting in a spurious negative correlation between the two.
This spurious correlation could be a problem when using these terms together in a regression as it
would reduce our confidence. To avoid this problem, we used only the even‐numbered post‐delay trials
to estimate TS and the odd‐numbered post‐delay trials to estimate TL so that the same measurements
were not used for both quantities. Note that we did this only when we used these terms in regression or
matching analyses, where interdependencies might be an issue, or when describing their correlation;
otherwise, we used all the available data by sharing measurements.
We next divided TS based on functional stability. To estimate functionally stable adaptation (FS), we
used the last 50 EC trials from the EC decay period.
To estimate functionally labile adaptation (FL), we took the difference between the post‐delay trials
used to compute TS and late‐decay trials used to compute FS. Again, when using FL and FS in a
regression, we used distinct subsets of trials to avoid reusing the same measurements for multiple
quantities. In particular, we used the same subset of post‐delay trials to compute FL as we used to
compute TS so that it does not share measurements with TL. We then used the odd half of the late‐
decay trials to estimate FL and the even half to estimate FS. As above, we did this trial subsetting only
for the regression and matching analyses or when describing correlations between the terms; otherwise,
we used all the available data by sharing measurements.
We estimated 24h retention (equivalently 24h TS) using the first 8 EC trials. For 24h FS in experiments
2.6‐2.8, which have 500 EC trials after 24h, we used the last 100 EC trials; for experiments 2.1‐2.5, we
used the last 30 EC trials. 24h FL was simply the difference between 24h retention and 24h FS. For the
24h quantities, we did not subset the data to avoid sharing measurements, as we did for the day‐1
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quantities, because the 24h quantities were never used together in a regression or matching analysis
where interdependencies might be an issue.

Experiment subgroups
Each experiment (n=20) had four subgroups of 5 participants each. These 4 subgroups correspond to all
the possible combinations of having either a positive or negative force field in the 90° and 270°
movement directions.
We observed training‐independent force offsets in the EC movements. In particular, these offsets grew
to +0.1 to +0.2 of ideal adaptation when participants performed many EC movements in a row (Brennan
and Smith, 2015). If we did not balance the FF directions, this training‐independent offset would appear
as a decay asymptote for one of the training directions. However, when we balance the FF direction and
then average the groups together, this training‐independent offset cancels out, leaving only the effects
specific to the FF training (Brennan and Smith, 2015).
While balancing removes the offsets from the mean group data, individual participants are still affected
by these offsets. After flipping the adaptation coefficients for the negative subgroup, the EC offset
increases the apparent decay asymptote in the positive subgroup and decreases it in the negative
subgroup. Thus, to correct for it, we re‐centered the two FF subgroups for each measured quantity
(overall adaptation, TL, TS, FL, FS, 24hTS, 24hFL, & 24hFS) within each movement direction for each
experiment, so that both subgroups had the same mean. This re‐centering effectively estimates the
offset as half the difference between the positive and negative subgroups and removes it from each
individual. This effectively eliminates systematic effects of the mean EC offset in individuals. However, it
is possible that individuals vary in the amount of EC offset they display. Unfortunately, there is no way to
estimate these individual variations in EC offsets based on the available data and thus any variations
that do occur could affect the individual analyses.
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Matching analysis
Along with the multiple regression, we used a matching procedure to control for FS retention while
examining the effects of FL on 24h retention in experiments 2.1‐2.5. We identified matched pairs of
participants using a greedy algorithm that selected the potential pair with the biggest difference in FL,
subject to the constraint that their FS not differ by more than 0.01. Once a pair was identified, the 2
individuals in the pair were removed from the available pool so that subsequent pairs could be
identified. When new pairs that met the 0.01 constraint could no longer be identified, we halted the
pairing procedure, discarding the remaining data. We then analyzed within‐pair differences in 24h
retention, 24h FS, and 24h FL as a function of the within‐pair difference in FL. We did this by regressing
the within‐pair differences of the 24h quantity onto the within‐pair differences of FL. We forced this
regression through the origin, which is appropriate because the signs of the within‐pair differences were
randomly assigned.
We repeated this procedure examining the effects of TL while matching FS. Since we now select pairs
with the biggest difference in TL adaptation subject to having similar FS, the pairs were different than
when examining the effects of FL. Finally, we examined the effects of FS by matching FL. In all cases, the
matched variables were constrained to have within‐pair differences of under 0.01.

FL decay rates
To compare the FL decay rates after training versus after 24h, we aggregated all the available data to get
the best estimates of the exponential time constant of decay. For the day‐1 decay period, this included
all experiments except experiment 2.7, which did not have an EC decay period after training. For
experiment 2.2, with 1000 trials, we used only the first 500 trials. For the 24h decay period, we included
only experiments 2.6‐2.8, which each had 500 day‐2 decay trials, to match the length of the day‐1 decay
period. This allowed us to use all 500 trials to compare day‐1 and day‐2 decay.
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For the day‐1 decay period, the first 60 seconds would include not only decay of FL but also decay of TL,
since there was no break between the end of training and the start of the EC period. To avoid including
the decay of TL in our decay rate estimate, we excluded the first 12 trials, which take just over 60s. We
did the same for the 24h EC trials to maintain consistency between the two procedures.
For both decay periods, we estimated the time constant of decay by performing 10,000 bootstrap
samplings and fitting an exponential decay with depth, offset, and decay rate for each sample.
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Chapter 3:
Effects of Reinforcement on Motor Memories

Abstract
The human motor system learns robustly from errors, so much so that models of error‐based learning
explain many different phenomena of motor learning very well. Yet, despite its apparent dominance,
error‐based learning may still be supplemented by other learning systems. Among these, reward‐based
learning is a candidate that has garnered considerable recent attention and has been shown to affect
motor output in several ways. When combined with error information, rewards have been shown to
increase retention and decrease learning compared to punishment. Even without error information,
rewards are capable of driving changes in motor output. However, the mechanism by which rewards
affect motor output is unclear. In particular, it is possible that rewards affect cognitive decisions
regarding the use of strategies and do not drive learning in the motor system itself.
We examined how rewards affect implicit motor learning using three approaches. First, we trained
implicit motor learning using extrinsic rewards. We limited the use of error‐based learning by
constraining movements to go straight to the target, eliminating kinematic errors. We also limited the
use of explicit strategies by directing attention to reward‐irrelevant features of the movements. We
tested three different reward landscapes that have been shown to elicit changes in motor output.
However, without the use of explicit cognitive strategies, rewards alone were unable to elicit motor
learning for any of the three reward landscapes. Second, we asked whether extrinsic rewards modify
implicit error‐based learning. We examined learning in response to small errors around the target. In a
region at the very edge of the target, we randomly assigned success feedback between rewards,
punishment, and no feedback. Compared to the punished trials and trials without success feedback,
rewards decreased single‐trial learning by 15%, showing rewards have a small but significant effect on
implicit learning processes. However, rewards did not stabilize the learning against decay on the next
trial. Finally, we examined whether rewards would stabilize error‐based learning over the longer time‐
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scales of several hundred trials. Using a force‐field adaptation task, we devised a high‐reward training
paradigm that both increased extrinsic rewards and likely increased intrinsic rewards by eliminating
movement error on many trials. However, training in this high‐reward paradigm failed to yield more
stable learning. Moreover, a period of high‐reward training after normal initial learning failed to stabilize
the prior learning.
Thus, after limiting the effects of cognitive strategies, we found reward‐based implicit motor learning to
be surprisingly elusive in a single training session of hundreds of practice trials. Although rewards slightly
modified single‐trial learning, we found no evidence of rewards stabilizing error‐based learning or of
rewards producing motor learning in the absence of kinematic error information.

102

Introduction
Movement errors have strong, immediate effects on the human motor system. For errors within the
range of normal movement variability, a single movement error causes a robust compensation on the
next movement (Fine and Thoroughman, 2006; Wei and Körding, 2009; Marko et al., 2012; Kim et al.,
2018). This powerful learning mechanism seems to dominate implicit motor learning, especially on the
1‐4 hour timescales typical of laboratory experiments. Correspondingly, models of error‐based learning
are able to describe many features of overall learning, including the shape of the learning curves,
spontaneous recovery of an initial response after training an opposite response, the non‐linear effect of
training duration on 24h retention, and the increased 24h retention that occurs when waiting for short
intervals between training movements (Thoroughman and Shadmehr, 2000; Smith et al., 2006; Kording
et al., 2007; Joiner and Smith, 2008; Sing et al., 2009b; Brennan and Smith, 2015). Nevertheless, error‐
based learning is likely only one of several mechanisms for implicit motor learning (Huang et al., 2011).
Another candidate, which has received much attention recently, is reward‐based learning in which task
success is the relevant input, whether the feedback is rewarding or punishing.
Rewards have been shown to affect motor output in several ways. In a visuomotor rotation task,
Nikooyan and Ahmed found faster learning when supplementing error information with a score
indicating task success (Nikooyan and Ahmed, 2015). In a similar task, Galea et al distinguished between
reward and punishment using money to set a reference point, where the rewarded group gained money
for good movements and the punished group lost money for poor movements (Galea et al., 2015). They
found faster learning when supplementing error information with punishment for poor performance but
not with reward for good performance. Additionally, they found that rewards, but not punishment,
during training stabilized the learning and led to better retention. Shmuelof et al similarly showed that
rewards affect memory stability (Shmuelof et al., 2012), reporting that a period of reward‐only training
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after regular visuomotor training fully stabilized the memory against subsequent decay. Finally, several
studies have shown that even training with no kinematic error information at all, extrinsic rewards alone
can drive changes in motor output, including reach angles (Dam and Körding, 2009; Izawa and
Shadmehr, 2011; Nikooyan and Ahmed, 2015; Therrien et al., 2016) and movement shape (Wu et al.,
2014). This reinforcement learning seems to be fundamentally different than error‐based learning, both
by having no sensory remapping (Izawa and Shadmehr, 2011) and also being dramatically more stable
(Therrien et al., 2016).
These studies interpret the changes in motor output as reflecting reward‐based learning in the motor
system. For example, rewards may stabilize a memory trace from previous motor adaptation or they
may reinforce the use of the present motor commands for the desired action, both of which would
make the movement more likely to be repeated. However, the changes in motor output in these tasks is
a combination of implicit motor learning and explicit cognitive strategy (Taylor et al., 2014; McDougle et
al., 2016; Kim et al., 2018), and the rewards may only be affecting the cognitive strategies. Supporting
this idea, Codol et al showed that rewards do not stabilize a memory of implicit visuomotor learning but
do affect strategy use (Codol et al., 2017). Furthermore, Izawa et al’s demonstration that rewards could
change motor output employed participants who were explicitly aware that they should modify their
reach direction (Manley et al., 2014), and a subsequent study did not replicate the results (van der Kooij
and Overvliet, 2016), consistent with the idea that strategy use was required to achieve changes in
motor output. Additionally, Manley et al were unable to use rewards to elicit changes in motor output
unless participants were aware of the underlying task structure, leading them to conclude that explicit
awareness was important and maybe even necessary for learning from rewards (Manley et al., 2014). It
is even possible that the more nuanced task of subtly changing movement shapes, rather than the
above examples of changing reach angles, requires explicit awareness of the task (Wu et al., 2014). In
this task, a curved reference shape was displayed and participants were instructed that their score
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reflected how well they matched the shape. While the reference shape was independent of the
rewarded shape, it may have been sufficient to cognitively prime participants to explore different
movement shapes.
We aimed to isolate the effects of rewards on implicit motor learning, by which we mean any changes in
motor output that were not driven by explicit strategy use. We used three approaches to address this
question, each of which have been shown to affect changes in motor output in tasks where explicit
strategies were not controlled. First, we examined whether training with extrinsic rewards alone could
elicit implicit motor learning. Second, we examined whether reward and punishment modulate the rate
of error‐based motor learning and the retention of that learning on the next trial. Finally, we examined
whether rewards improve the stability of implicit motor learning over the longer time‐scales of
hundreds of movements. In all three approaches, we made efforts to minimize the use of explicit
strategies so we could isolate the effects of rewards on implicit motor learning.
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Results
Training implicit motor learning using extrinsic rewards
Previous studies have shown that extrinsic rewards are capable of changing human motor output (Dam
and Körding, 2009; Izawa and Shadmehr, 2011; Wu et al., 2014; Nikooyan and Ahmed, 2015; Therrien et
al., 2016), but these studies did not examine whether the learning was implicit or if represented a
change of cognitive strategy, such as aiming to a different location.
We performed three experiments to train implicit motor learning using extrinsic rewards. All three
experiments used the same basic training paradigm that relies on error‐clamp (EC) trials, which form an
effective channel constraining movements to the 1‐dimensional straight‐line path to the target (Figure
3.1A). In these experiments, ECs served two purposes. First, the ECs eliminated the lateral errors that
drive error‐based learning. Second, ECs allowed accurate measurement of the lateral forces against their
channels walls, and these forces form the basis of our extrinsic rewards. In particular, we rewarded
movements based on the lateral force that aligned to their velocity, which we call an adaptation
coefficient and is a common measure of learning in force‐field studies (Smith et al., 2006; Gonzalez
Castro et al., 2011; Joiner et al., 2011, 2013; Yousif and Diedrichsen, 2012; Sing et al., 2013; Brennan and
Smith, 2015). In order for reinforcement learning to succeed, we need to train a response that
participants are able to learn and that has natural variability across movements so that the reward signal
carries information about which movements are better than others. Rewarding based on velocity‐
aligned lateral forces achieves both of these: people are capable of producing velocity‐dependent lateral
forces (Sing et al., 2009a; Brennan and Smith, 2015); and the rewards are informative because
movements naturally vary in their velocity‐aligned lateral force (movement‐to‐movement variability
before training was 7% of ideal learning, which is almost 10% of final learning achieved through
conventional error‐based training). While all three of our experiments based their rewards on
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Figure 3.1: Implicit motor learning trained using extrinsic rewards
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Figure 3.1 (Continued)
(A) The task required 10cm reaching movements to a 1cm‐diameter target. All the training movements used error clamp (EC)
trials, which eliminate lateral errors and limit the use of error‐based learning. The black arrows depict the EC forces that
constrain movements to the 1‐dimensional straight‐line path to the target. We trained lateral force production by rewarding
the subset of trials that produced the most velocity‐aligned lateral force (for example, with a numerical score as shown).
(B) Experiments 3.1‐ 3.3 all consisted of the same schedule: 150 baseline trials in which the robot applied no force to the hand;
100 baseline movements that were all ECs, which allowed any EC offset to develop before applying the reward‐based learning;
and 800 EC reward learning trials, which rewarded movements based on their lateral force. The reward training was balanced
with subgroups rewarded for pushing in opposite directions.
(C) The reward landscapes defined experiments 3.1‐3.3. Movements were rewarded based on their adaptation coefficient,
which is a measure of lateral force that is aligned to the velocity profile (x‐axis). Experiment 3.1 (left column) gave a binary
reward for trials that were closer to the ideal adaptation (+1 for positive subgroup, −1 for negative subgroup) than half of the
previous 20 trials in the same movement direction. The x‐values of the red dots represent an example set of the past 20
th
movements, and the black line shows how the reward landscape depends on recent performance by rising sharply at the 10
worst of the last 20 movements. Experiment 3.2 (center column) gave a graded numerical reward indicating the percent of the
last 20 trials that were further from the ideal (+1 or −1). Thus, the score ranges from 0 to 100 in multiples of 5, where 0 is a bad
score that indicates no trials were worse and 100 is a perfect score that indicates no trials were better. This reward landscape is
a step function where the steps are dictated by the last 20 trials, which is why the red dots lie along the black line. Experiment
3.3 (right column) gave a graded numerical reward, but its reward landscape did not change during the training period. Instead,
the linear reward landscape was anchored by performance in the baseline period: the mean of the last 30 baseline EC trials
gave a score of 20; changing adaptation by 1 (+1 for positive subgroup, −1 for negative subgroup) gave the maximum score of
100; adaptation more than 1 beyond baseline received a score declining with the same slope; and no scores were permitted
below 0. Unlike the other two panels, the past training movements have no effect on the reward landscape (the black line does
not respond to the location of the red dots).
(D) Example participants illustrate the experiment design. In experiment 3.1, the green dots show the rewarded trials, the red
dots show trials that were an appropriate speed but were not rewarded, and the gray crosses show trials that were too fast
(<400ms) or too slow (>600ms) to be rewarded. The top participant was trained to produce positive adaptation coefficients,
hence the green dots lying above the red dots; the bottom participant was trained to produce negative adaptation coefficients,
hence the green dots lying below the red dots. The unrewarded trials (red dots) received feedback that their movements were
too fast or too slow, even though they were in the correct speed range, based on whether they were faster or slower than
500ms. Thus, the errors all related to speeds, which should guide participants’ attention on their forward motion and away
from their lateral forces. In experiment 3.2, the red‐to‐green colors represent the value of the numerical score shown; the grey
crosses are trials that were too fast (<350ms) or too slow (>800ms) to show a score, although trials under 400ms and over
600ms got warnings about their speed along with receiving a score. The top participant was trained to produce positive
adaptation coefficients and the bottom participant was trained to produce negative adaptation coefficients. Notice that the
scores track recent performance; for example, the yellow band follows the drifting trend in both participants. The blue dots in
the baseline blocks indicate rewarded trials. In experiment 3.3, the red‐to‐green colors again represent the value of the
numerical score, but the range is constrained in the figure because the scores did not typically achieve the full possible range.
The top participant was trained to produce positive adaptation coefficients and the bottom participant was trained to produce
negative adaptation coefficients. The score function does not change with recent performance: each color is a constant y‐value,
indicating the same movement always receives the same score. In experiment 3.3, only movements between 400ms and 600ms
received a score; otherwise they were labeled too fast or too slow (gray crosses). All examples show only 270° movements.
(E) Aggregating the data by subgroup and movement direction shows how each subgroup evolved. For the positive subgroup
(green), the ideal response was to increase their adaptation, while for the negative subgroup (red), the ideal response was to
decrease their adaptation. Therefore, the difference between the positive and negative subgroups indicates the amount of
reward‐based learning. Note that training did not begin until the reward period, after the gray region that indicates baseline EC
trials. Therefore, differences in the baseline EC period reflect only individual differences in EC offsets and not reward‐based
learning. For experiment 3.3, ideal training was not to achieve adaptation of magnitude 1 but to shift baseline adaptation by
magnitude 1, hence the location of the ideal lines. Data are binned by 20 trials, and error bars represent SEM.
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Figure 3.1 (Continued)
(F) Baseline adaptation predicts late‐training adaptation in individual participants. Positive training (green upward triangles
represent individuals in the positive subgroup) should increase their adaptation above the diagonal line while negative training
(red downward triangles represent individuals in the negative subgroup) should decrease their adaptation below the diagonal
line. Instead, all the triangles seem to cluster around the diagonal line, with roughly as many of each color above and below the
line. Notably, in experiment 3.2 270°, the positive group had more final adaptation than the negative group. However, the
individuals show that this difference was already present in the baseline, before the rewards were applied (red triangles left of
green triangles), and that only 4/9 green triangles are over the black line while 5/9 red triangles are above the black line. This
indicates the separation between the subgroups is due to baseline differences rather than learning from the rewards.
(G) Learning from the rewards in each experiment. We first subtracted the EC baseline adaptation from each individual, then
compared the positive and negative subgroups. The thin traces show average adaptation relative to the EC baseline, combining
the 90° and 270° movement directions, with the green trace showing the subgroups with positive reward training and the red
trace showing the subgroups with negative reward training. Learning acts oppositely on these two subgroups, so we estimate it
as half the difference between the two (thick black trace). None of the three experiments show consistent positive learning.
The inset bar graphs show the average of the last 200 trials as a measure of total learning in each experiment. Error bars
represent SEM estimated using a bootstrap.

adaptation coefficients, they differed in their reward landscapes, which dictate how the adaptation
coefficients map onto rewards. All three of our reward landscapes were based on previous reports of
successful reward training.
In all three experiments, the training schedule consisted of 150 unconstrained baseline movements to
familiarize participants with the task and desired speeds; 100 baseline EC movements without reward;
and finally 800 reward‐training EC trials, where the ECs eliminated lateral errors and allowed careful
measurement of lateral forces as the basis of the reward functions (Figure 3.1A‐B). The 100 baseline EC
movements were important because consecutive EC movements cause an offset to develop (Brennan
and Smith, 2015) and we did not want the development of this offset to confound our measurements of
reward‐based learning.
Binary rewards relative to recent performance

In experiment 3.1, the reward landscape consisted of binary rewards in the form of a pleasant chirping
sound and a visual target explosion. Reward eligibility depended on recent performance: trials were
eligible for rewards if their adaptation coefficient was closer to the ideal adaptation coefficient (+1 or −1
for the two subgroups) than half of their last 20 trials (Figure 3.1C, left column); with white noise, this
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would result in 52% of movements being reward‐eligible. Rewarding relative to recent performance has
the advantage that everybody is able to sample from the entire reward function, regardless of how far
they are from achieving the goal. Correspondingly, relative reward landscapes should encourage
learning on each trial. The reward landscape of experiment 3.1 has been used to successfully alter reach
angles (Therrien et al., 2016), as has a similar binary reward landscape where the rewards depended on
fixed criteria rather than recent performance (Izawa and Shadmehr, 2011).
To discourage the use of cognitive strategies, we guided participants’ attention toward their forward
velocity, rather than their lateral forces, by giving velocity‐based feedback on reward‐ineligible trials.
Throughout all phases of the experiment, trials that took under 400ms were deemed too fast, indicated
by the target filling in red, while trials that took over 600ms were deemed too slow, indicated by the
target filling in light blue. During reward training, the majority of trials (81%) satisfied these bounds.
Reward‐eligible trials during the reward training period were subject to the same constraints, leading to
42% of all trials receiving rewards. In contrast, reward‐ineligible trials were always given speed‐based
feedback: they were labeled too slow if the movement time was over 500ms and too fast otherwise.
Thus, our feedback indicated to the participants that the reason they did not achieve a reward was that
their speed was inappropriate. Since the transition from the EC baseline to reward training would cause
the reward rate to drop as some of the trials become reward‐ineligible, we informed participants that
the experiment was about to become much more sensitive to their velocity and thus much more
difficult.
We balanced the experiment training direction by training half the participants to produce more
rightward force and the other half to produce more leftward force. This balancing is critical because
there is a lateral force offset that develops during periods of consecutive EC trials (Brennan and Smith,
2015). While we already included a 100‐trial EC baseline to let the offset develop and largely asymptote
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before training, any further development of the offset in the following 800 trials could appear to be a
response to the reward feedback if there was only one training direction. Balancing thus isolates the
effect of the reward feedback from the effect of the offset by comparing the two subgroups with
opposite training the same exposure to EC trials. The difference between positive and negative training,
and the experimental protocol in general, is illustrated by an example participant in each subgroup
(Figure 3.1D, left).
During the unconstrained baseline period, all participants produced near‐zero adaptation coefficients, as
expected (Figure 3.1E, left column, leftmost unshaded region; the two panels separate 90° and 270°
movements). During the EC baseline period, when all trials were reward‐eligible for both subgroups, an
EC offset developed as both groups showed an increase in their adaptation coefficients (Figure 3.1E, left
column, shaded region). During the reward‐training period, the two subgroups were trained to produce
opposite forces: the positive subgroup was rewarded for producing adaptation coefficients closer to +1
and the negative subgroup was rewarded for producing adaptation coefficients closer to −1. Instead, we
did not observe consistent differences between the two subgroups.
Examining individual participants, we found that participants had similar adaptation at the end of
training as they did at the beginning (Figure 3.1F, left column; correlation r=0.97, p=10−4 in 90°; r=0.70,
p=0.08 in 270°), suggesting individuals had different levels of EC offset that persisted throughout the
reward‐training period. While an individual’s adaptation in the EC baseline relates to their adaptation at
the end of training, the direction of the training had no clear effect, with the individuals in the positive
training subgroup (green upward triangles in Figure 3.1F) not noticeably higher than the individuals in
the negative training subgroup (red downward triangles in Figure 3.1F).
We quantified overall reward‐based learning in experiment 3.1 by examining the difference between
the positive and negative subgroups in terms of their changes from their EC baseline. Learning acts to
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increase adaptation in the positive subgroup and decrease it in the negative subgroup, so the difference
between the two subgroups represents twice the effect of learning. Therefore, we estimated overall
learning as half the difference between the two subgroups, averaged across the 90° and 270° movement
directions (Figure 3.1G, left column). Averaging the last 200 trials from the training period, experiment
3.1 shows no overall learning (Figure 3.1G inset; mean learning: −0.02, one‐tailed p‐value for positive
learning p=0.8, 95% confidence interval [−0.08 0.02]). Thus, there was no evidence of reward‐based
implicit motor learning using binary rewards and we can say with 95% confidence that any implicit
reward‐based learning that occurred in this 800‐trial training period amounted to less than 2% of ideal
learning.
Graded rewards relative to recent performance

Since binary rewards were not able to elicit implicit motor learning, we turned to graded rewards since a
graded reward signal is more informative. In experiment 3.2, each movement received a numerical
score that was displayed just beyond the target (Figure 3.1A). The score depended on recent
performance and was computed as the percent of the last 20 movements whose adaptation coefficients
were further from the ideal (+1 or −1 for the two subgroups), and so was a multiple of 5 between 0 and
100 (Figure 3.1C, middle column); white noise would result in an average score of 50. All movements
taking between 350ms and 800ms received a score (97% of movements), although movements under
400ms or over 600ms also received speed feedback of too fast (target fills in red) or too slow (target fills
in blue), respectively. The cumulative score within each block of 57 trials was displayed at all times, and
the block totals were displayed during the breaks between blocks. As with experiment 3.1, we ran two
subgroups with opposite training to examine the effects of the rewards separately from the offset
introduced by consecutive EC trials. The experimental protocol is demonstrated by an example
participant in each subgroup (Figure 3.1D, middle column). This graded relative reward landscape has
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been previously used to successfully train subtle movement shapes without visual feedback (Wu et al.,
2014).
We again tried to discourage explicit strategy use by focusing participants’ attention on their forward
motion rather than their lateral forces. However, with the more informative graded feedback, we
doubted whether we could reasonably convince participants that their score was based on their overall
movement time. Thus, we instead informed participants that there was an ideal speed pattern along the
movement that they should try to match and that their score depended on matching this speed pattern
but not their overall movement time. To help them understand these instructions, we gave the verbal
example of speeding up quickly and stopping slowly versus speeding up slowly and stopping quickly,
which both have the same overall time but a different speed pattern. In a post‐experiment interview to
determine whether participants were using strategies (see Methods for details), 18 did not mention
lateral forces or motion, 1 was aware of being guided straight to the target, and two formed strategies
of pushing against the side of the channel to increase their rewards. We excluded these last three
participants and examined only the 18 who were not focused on the lateral components of their
movements.
As with experiment 3.1, experiment 3.2 displayed essentially no adaptation in the unconstrained
baseline and a clear offset in the subsequent EC baseline period (Figure 3.1E, middle column),
underscoring the need to randomize participants between positive and negative training so that the
specific effects of training can be systematically dissociated from any such offset that might occur. In the
270° movement direction, the positive subgroup developed a somewhat stronger offset than the
negative subgroup, but this can only be attributed to chance since the subgroup assignment was
randomized and the experiment conditions were identical for the two subgroups through the end of the
EC baseline period (Figure 3.1E, middle column). As with experiment 3.1, individuals tended to produce
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similar forces late in the training as they did in the EC baseline (Figure 3.1F, middle column; correlation
r=0.80, p=10−4 in 90°; r=0.73, p=0.001 in 270°). Indeed, the 270° panel shows how the negative subgroup
both started and ended with less adaptation, yet 5 of the 9 participants with negative training increased
their adaptation while only 4 of the 9 participants with positive training increased their adaptation,
suggesting the direction of the reward training period did not have much effect.
Correspondingly, experiment 3.2 shows no systematic learning during the 800‐trial training period
(Figure 3.1G, middle column). Quantifying the total learning using the last 200 trials, experiment 3.2
shows no significant mean learning (mean = 0.02, one‐tailed p‐value for positive learning p=0.15, 95%CI
[−0.03 0.07]). Even taking the upper 95% confidence bound, learning is at most 7% of ideal learning.
Thus, we conclude that experiment 3.2 did not produce any meaningful learning and we see no
statistical evidence of any learning at all.
Graded rewards on a static reward landscape

Although rewarding relative to recent performance has successfully elicited robust learning in the past
(Wu et al., 2014; Therrien et al., 2016), we wondered whether it may be problematic for training implicit
motor learning because of its inconsistency. Specifically, the relationship between a movement and its
score changes depending on recent performance: the same movement made a few trials apart may
result in different scores, solely because of the behavior on the intervening trials. This inconsistency may
cause participants to lose trust in the reward feedback. Additionally, relative rewards result in similar
average scores for all blocks, even if the average is better in one block versus another, and a lack of
continued progress may lead to decreased motivation. Furthermore, action‐to‐reward mappings in the
natural world tend to be relatively fixed, at least on the timescale of a few seconds. For example, the
same throwing motion will always produce to similar results and does not depend on the results of the
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last throws. Thus, people may be better equipped to learn relatively fixed mappings from actions to
rewards.
In experiment 3.3, we used graded rewards, as in experiment 3.2, but fixed the mapping from actions to
rewards so that the same action would always yield the same reward. We first estimated the baseline
adaptation coefficient for each participant using their last 30 trials of the EC baseline period. We then
fixed the score function to reward this adaptation coefficient with a score of 20 and to reward ideal
adaptation, which was a shift of magnitude 1 from baseline (+1 for positive subgroup, −1 for nega ve
subgroup), with a score of 100. These two points anchored a linear reward function with a floor at 0
(Figure 3.1C, right column) so that scores were still bounded by 0 and 100. Despite the fixed reward
function being shallower than the relative reward function, the rewards landscape remained informative
as movements achieved a variety of scores (the within‐participant standard deviation in the first 100
trials averaged 6.9 points). The experimental protocol and the differences between the training
directions are demonstrated by an example participant in each subgroup (Figure 3.1D, right column;
note that reward color bar is scaled differently than the middle column). This graded reward landscape,
with a fixed, broad reward function, has been used to quickly train learning in a visuomotor rotation task
without visual feedback (Nikooyan and Ahmed, 2015).
To discourage strategy use, we used the same approach as we did in experiment 3.2: we informed
participants that their score depended on the specific pattern of their speeds throughout the movement
and not on their overall movement time. While we did not assess strategy use in a post‐experiment
survey in experiment 3.3, we did remove one participant who drastically changed their movement
strategy from a whole‐arm motion to a wrist‐dominant motion, despite being instructed to go back to
using a whole‐arm motion (see Methods for details).

115

As with experiments 3.1‐ 3.2, the two subgroups who were trained to produce opposite responses show
very similar adaptation coefficients in both 90° and 270° movement directions (Figure 3.1E, right
column). While individuals again tend to maintain their baseline adaptation (correlation r=0.42, p=0.12
in 90°; r=0.72, p=0.003 in 270°), there is no clear separation between those who were rewarded for
positive versus negative responses (Figure 3.1F, right column). Analyzing the total learning, we see no
significant effect during training, and the average learning amounted to only 0.02 (Figure 3.1G, right
column; one‐tailed p‐value for positive training p=0.27, 95% CI [−0.03 0.07]). Similar to experiment 3.2,
the graded absolute reward landscape produced less than 7% of the ideal learning, with 95%
confidence. Thus, experiment 3.3 was also unable to elicit implicit motor learning of any meaningful
magnitude and we again see no evidence of any learning at all.
Together, these three experiments tried three different reward landscapes that have previously resulted
in behavioral changes. However, when we guided participants’ attention away from the reward‐relevant
dimension, we did not elicit any discernable learning. We can say with 95% confidence that learning was
less than 7% of ideal learning, where error‐based learning achieves 80% of the same ideal (Joiner and
Smith, 2008; Brennan and Smith, 2015). Our results suggest that previous reports of reward‐based
motor learning may have been driven by changes in explicit strategy and not implicit motor learning.

Combining extrinsic rewards with error‐based motor learning
In experiments 3.1‐3.3, extrinsic rewards alone were unable to produce implicit motor learning.
However, extrinsic rewards may still affect implicit motor learning by modifying error‐based learning. In
fact, it is quite common for extrinsic reward and error information to occur together, such as shooting a
basketball or throwing a pitch. Similarly, many motor learning experiments require participants to reach
toward a target and reward movements that hit the target. Previous studies have shown that
supplementing error‐based learning with punishment for bad performance (Galea et al., 2015) or scores
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indicating success (Nikooyan and Ahmed, 2015) can lead to faster learning, but these could also be
confounded by explicit strategies. Here was ask whether rewards modulate error‐based motor learning
processes, both in terms of single‐trial learning and single‐trial retention.
We evaluated learning in response to errors in the range of natural movement variability. We chose to
examine small errors, rather than learning from a prolonged exposure to a larger perturbation, because
we believed the small errors would not induce explicit strategy use. However, we could not simply
examine natural movement errors because the error would then be a direct function of the movement,
confounding learning and retention. For example, if there is an adapted state that has built up, the
adapted state would cause a specific error, and correcting for the error would act to reduce the adapted
state, just as poor retention would. Therefore, instead of examining responses to naturally‐occurring
errors, we experimentally controlled the errors to remove their dependency on the generated
movement and decouple learning from retention. This idea of examining responses to experimentally‐
controlled perturbations has also been used in previous studies of single‐trial learning (Wei and Körding,
2009; Marko et al., 2012; Gonzalez Castro et al., 2014). We controlled the errors using shooting
movements and error‐clamp trials that did not go straight through the target but instead along a
specified direction to produce the desired error (Figure 3.2A).
Along with randomizing errors, we randomized success feedback to determine how it modulates
learning and retention. We used three types of success feedback: rewards, punishment, and no‐
feedback. Rewards indicate the movement successfully passed through the target and resulted in a
chirping sound while the target exploded in green. Punishments indicate that the movement missed the
target and resulted in the target filling in red. No‐feedback trials gave no indication of task success and
the target did not change color, regardless of the movement. All feedback conditions showed the cursor
at all times and so error information was always present. We needed a way to experimentally randomize
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Figure 3.2: Combining extrinsic rewards with error‐based motor learning
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Figure 3.2 (Continued)
(A) We created a task to measure the effects of success feedback on learning from single errors and the retention of that
learning. The task used 10cm shooting movements to a 1cm‐diameter target. During the experiment, trials that passed through
the target were rewarded with a chirping sound and the target visually exploding. Trials that missed the target were punished
by the target filling in red. We wanted to examine the effects of these rewards and punishments, so we defined a region near
the edge of the target (2.2mm to 5.2mm) in which we randomly assigned the success feedback. We chose to only randomize
trials at the edge of the target so that participants would maintain trust in the feedback: if we punished movements that passed
through the target center or rewarded movements that badly missed the target, the feedback would lose its integrity. However,
the region at the edge of the target is only as wide as the cursor and the shooting movements pass through the target very fast,
so it is very challenging for participants to determine task success in this region. Along with the reward and punishment
feedback, 1/3 of trials gave no success feedback at all, although they did continue to show the cursor and so participants could
directly observe their success. Thus, the target had three zones: the target center, where movements were randomly assigned
reward or no feedback; the target edge, where movements were randomly assigned reward, punishment, or no feedback; and
outside the target, where movements were randomly assigned punishment or no feedback.
(B) We used error clamp trials to guide movements to have a specified error. The errors we imposed had a standard deviation
of 4.1mm measured at the distance of the target, which is within the range of natural movement variability. By experimentally
manipulating the errors, we made the error independent of the generated movement, allowing us to isolate learning in
response to errors from everything else, including retention. The experiment had three phases: 30 familiarization trials with no
applied force to give participants a chance to learn the shooting movements and desired timing; 100 baseline trials, of which 20
were EC trials directed straight at the target; and 875 training trials with imposed movement errors. During training, 20% of EC
trials were directed to the center of the target and 80% of trials were directed off‐center to an endpoint error that was chosen
from a normal distribution with a standard deviation of 4.5mm. The sequence of imposed errors is shown with black dots. Half
the participants received the error pattern shown and the other half received the mirror opposite pattern. We did not analyze
the first 75 training trials, when the EC offset developed most quickly; we labeled these trials the burn‐in period.
(C) Experienced errors follow the imposed errors very well. Each dot is a single trial. The correlation between experienced and
imposed errors is 0.99, and 89% of errors are within 1mm of the imposed error. For all analyses, we examine the effects of the
imposed error rather than the experienced error since it is experimentally randomized and independent of the movement.
(D) Participants learn from the pattern of imposed errors. We quantified adaptation by integrating the lateral forces produced
on the channel walls (see Methods for details). The orange and brown curves represent the two subgroups who received
mirror‐opposite error patterns. The seemingly‐random large deviations in one subgroup are very closely mirrored in the other
subgroup, which means these deviations represent learning from the error sequence. There is also a common trend to the two
groups, representing an EC offset that builds during consecutive EC trials. We took three approaches to mitigate the effects of
the EC offset, since the EC offset reflects changes of behavior that are not due to learning from the specific error pattern. First,
we did not analyze trials in the burn‐in period, when the EC offset developed fastest. Second, we did not analyze the first 4
trials in each block, since the EC offset seemed to decay between blocks and build back up at the start of each block. Third, we
estimated the EC offset in the training period by fitting an exponential function to the mean of the two subgroups (thick black
line), then removed this estimate from all individual data.
(E) Some of the force we measure is force that was required to push the movement off‐course, which depends on the stiffness
of the participant’s arm. We can estimate and remove this stiffness by regressing the adaptation onto the error imposed on the
same trial. In the plot, we show the subgroup‐averaged adaptation for each trial to reduce the visual noise, but the estimate of
the stiffness is very similar if we use individual trial data (within 1%). For all subsequent statistical analyses, we use stiffness‐
removed adaptation and individual trial data.
(F) Next‐trial learning depends on the error magnitude. Rightward errors cause more leftward force on the next trial, and vice
versa, as indicated by the negative slope. The green lines indicate rewarded trials; the red lines indicate punished trials; and the
blue lines indicate no‐feedback trials. Single‐trial learning, on the y‐axis, is estimated as the difference between adaptation on
the next trial and adaptation on the current trial, accounting for decay of the current‐trial adaptation (see Methods for details).
(G) The two error directions can be combined to analyze the effects of the rewards, punishments, and no feedback on single‐
trial learning. In the region at the edge of the target, rewarded trials result in less learning (closer to 0) than punished trials.
Over all trials with over 2.2mm of error, punishment and no feedback are very similar, suggesting no feedback is interpreted
similarly to punishment. Correspondingly, over all trials with errors under 5.2mm, rewarded trials result in less learning than
no‐feedback trials.
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Figure 3.2 (Continued)
(H) Success feedback does not seem to affect single‐trial retention. Single‐trial retention is the adaptation on the next trial after
accounting for the learning from the error on the current trial. This corresponds to the amount of adaptation from the present
trial is retained. Success feedback seems to have no effect on single‐trial retention, with all three groups showing very similar
retention of around 81%, indicating rewards do not stabilize learning against retention on the next trial.
(I) Success feedback does not seem to change the movement variance on the next trial. As a measure of exploration on the next
trial, we examined the model residuals following rewarded, punished, and no‐feedback trials, which represent the behavior
after removing learning and retention effects. If rewards decrease exploration and punishments increase exploration, we would
expect the model residuals to be wider for punished trials than rewarded trials. The left column shows histograms of the model
residuals for rewarded trials versus no‐feedback trials for errors under 5.2mm; the middle column shows rewarded trials versus
punished trials for errors between 2.2mm and 5.2mm; the right column shows no‐feedback trials versus punished trials for
errors over 2.2mm. In all three error regions, the two success feedback types showed no difference (p>0.05) in their
interquartile ranges, suggesting the rewards did not change exploratory behavior.

the success feedback for the same movement, which would allow us to directly compare the effects of
success feedback. To do this, we introduced a region at the target edge, extending from 2.2mm to
5.2mm away from the target center (the target radius was 5mm), where we randomized all three types
of success feedback to have equal probability (Figure 3.2A). In this small region at the edge of the target,
it was difficult to observe whether the center of the cursor passed through the target because the
region was only as wide as the cursor itself, the cursor always passed over the edge of the target within
this region, and even at the fast refresh rate of 200Hz, the cursor typically travelled 4mm between
presentations, which is close to the target radius of 5mm. Along with randomizing success feedback in
this small region, we experimentally randomized success feedback between reward and no‐feedback for
trials within 2.2mm of the target center and between punishment and no‐feedback for trials over
5.2mm from the target center. Thus, we can directly compare the effect of reward vs punishment near
the target edge, reward vs no‐feedback for trials with errors under 5.2mm, and punishment vs no‐
feedback for trials with errors over 2.2mm.
We believe learning in this task was largely implicit for two reasons. First, the errors are very similar to
participants’ own natural variability: the errors we imposed had a standard deviation of 4.1mm of lateral
error measured when the movements passed the target, compared to free movements in baseline that
had a standard deviation of 4.8 ± 1.0mm (SD across participants). Second, strategies would have been
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ineffective in this task since the error was experimentally dictated and so the strategy would not reduce
the error. Since strategies would not improve performance, it seems unlikely that such a strategy would
have been maintained for long (Srimal et al., 2008).
Effect of success feedback on single‐trial learning and retention

We ran experiment 3.4 to examine the effects of success feedback on single‐trial learning and retention.
It consisted of 30 unconstrained familiarization movements, 100 unconstrained baseline movements
with occasional error clamp (EC) trials, and 875 EC training movements where the ECs imposed subtle
directional errors (Figure 3.2B). Actual movement errors agreed very well with the imposed movement
errors, although there was some discrepancy due to the ECs having imperfect stiffness (Figure 3.2C;
r=0.99; 89% of errors were within 1mm of the imposed error). We analyzed learning based on the
imposed error rather than the experienced error in order to maintain the independence between errors
and actions.
The errors we imposed caused discernable learning in the group data. We trained two subgroups with
opposite error patterns; the difference between them represents learning due to the imposed errors
(Figure 3.2D, difference between orange and brown). Where one group had large positive deviations,
the other tended towards large negative deviations, which means the jagged pattern is not random
noise but learning from the error sequence. The mean of the two groups represents the error clamp
offset, which we also saw in experiments 3.1‐3.3. This offset is common between the two groups and
does not depend on the errors experienced, so we do not want to conflate it with learning. Therefore,
we did not analyze the first 75 training trials, which we labeled the burn‐in period, when the offset
developed most quickly. Furthermore, we estimated the remaining offset by fitting the mean of the two
subgroups with a single exponential (Figure 3.2D, black line), which we then removed.
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The angled error clamps of the training period cause a lateral force on the very same trial. This force
arises from limb stiffness: because the participant would have moved at a different angle than the error
clamp, there is a force required to guide the movement along the specified angle. For example, error
clamps guiding participants further right will register forces on the left channel wall. We can control for
the stiffness‐related forces by regressing the adaptation coefficients onto the angle of the error clamp
on the same trial (Figure 3.2E). We estimate that stiffness causes the adaptation coefficients to change
by −0.029 ± 0.001 per mm of error (T14970=−37.6, p=10−295). We remove the effect of stiffness and
consider only the residuals of this regression, which corresponds to the forces on the channel walls
unaccounted for by guiding the movement along a specified directions.
We now compare the rewarded trials with the punished trials at the edge of the target. We tested the
effect of receiving reward using the linear model:
1

∗

∗

,

where AD is the stiffness‐removed adaptation, e is the error imposed by the error clamps, rew is an
indicator of whether the trial was rewarded, and ε is a mean‐zero normally‐distributed error term. Thus,
B0 is the intercept, R is a retention factor, L is a learning rate, Rrew is the effect of reward on retention,
and Lrew is the effect of reward on learning. This model fit single‐trial data very well, explaining 69% of
the variance. As expected, there is robust learning from errors (Figure 3.2F; L = −0.032 ± 0.006, T2184 =
−5.5, p=10−8). The negative slope indicates that rightward errors appropriately cause more leftward
force on the next trial, and leftward errors appropriately cause more rightward force. There is also
strong but incomplete retention (Figure 3.2H, slope well above 0 but below 1; R = 0.83 ± 0.02 (SEM),
T2184 = 51.1, p = 0). Examining the effects of the success feedback, we found reward decreased the
learning rate by 18% (Figure 3.2G combines error directions to show the effect of success feedback more
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clearly; Lrew = 0.006 ± 0.002, T2184 = 2.5, p=0.01). However, we found no effect of success feedback on
single‐trial retention (Rrew = 0.00 ± 0.02, T2184 = −0.2, p=0.85).
We also fit a model in which reward acts as a constant offset to learning rather than modulating the
learning rate, but the fit was almost identical (R2 = 0.69). We cannot distinguish these effects by
combining an offset and slope into the same model because the two terms are very highly correlated
(the correlation between the parameters in a combined model is 98%). Therefore, we do not know the
mechanism by which rewards modulate learning.
We next compared punished trials to no‐feedback trials for errors between 2.2mm and 10mm. We
restricted the maximum errors to ensure we remain in the linear range of responses. As expected, we
found significant effects of retention and learning (R = 0.82 ± 0.01 (SEM), T4415 = 60.4, p = 0; L = −0.025 ±
0.002, T4415 = −14.2, p=10−44), and the model described the single‐trial data very well (R2 = 66%).
However, there was no effect of punishment on learning (Lpun = 0.000 ± 0.001, T4415 = 0.30, p=0.77),
suggesting no‐feedback is interpreted similarly to punishment. As with the comparison between reward
and punishment, punishment and no‐feedback led to similar retention (Rpun = −0.02 ± 0.02, T4415 = −1.3,
p=0.21).
Finally, we compared rewarded trials with no‐feedback trials for errors under 5.2mm. Again, the model
fit the data very well (R2 = 71%), with significant contributions from retention and learning (R = 0.81 ±
0.01 (SEM), T5957 = 70.4, p = 0; L = −0.041 ± 0.002, T5957 = −21.0, p=10−94). Corresponding to the similarity
between punishment and no‐feedback, rewarded trials resulted in significantly less learning than no‐
feedback trials (Lrew = 0.06 ± 0.002, T5957 = 2.9, p=0.004), which is a 15% decrease. However, as before,
rewards had no effect on retention (Rrew = 0.01 ± 0.01, T5957 = 1.0, p=0.31).
Thus, we find that reward decreases single‐trial implicit learning compared to punishment and no‐
feedback, despite all trials having clear, veridical cursor feedback. While this decrease is statistically
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discernable in our data, it represents a modulation of only 15‐18%. This is a very small modulation of the
learning rate, both compared to the 40‐100% increase in learning rate previously reported for
punishment (Galea et al., 2015) and compared to other methods of altering single‐trial learning, such as
changes to the consistency of the environment that can upregulate single‐trial learning by 3‐fold and
downregulate single‐trial learning by 5‐fold (Gonzalez Castro et al., 2014). Nevertheless, we have found
that extrinsic success feedback can modulate error‐based learning. In contrast, we found no evidence of
rewards affecting retention on the next trial.
Effect of success feedback on next‐trial variability

Finally, we examined whether the success feedback changed the variability on the next trial. Models of
reinforcement learning typically indicate that rewards reduce exploration, and so should reduce
variability on the next trial, while punishments increased exploration, and so should increase variability
on the next trial. We compared the variability of the adaptation coefficient on the next trial, accounting
for the learning and retention effects. Specifically, we compared the variance of the model residuals for
trials with rewards, punishments, and no‐feedback (Figure 3.2I). However, we found that the success
feedback did not affect the variability of the model residuals (errors 2.2mm‐5.2mm: rewarded IQR =
0.21 vs punished IQR = 0.20, permutation test p=0.36; errors over 2.2mm: no‐feedback IQR = 0.22 vs
punished IQR = 0.21, permutation test p=0.28; errors under 5.2mm: rewarded IQR = 0.20 vs no‐feedback
IQR = 0.21, permutation test p=0.17). Therefore, we see no evidence of targeted exploration in this task.

Rewarding error‐based learning to increase memory stability
In experiment 3.4, we found that rewards and punishment did not affect retention on the next trial, but
we wondered whether the effects of rewards on retention are cumulative and require longer time‐
scales to be observed. We next examined whether several hundred trials of high‐reward training would
stabilize motor learning from force‐field training. Previous studies have shown that rewards increase the
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stability of motor learning, as assessed with no‐error decay trials after training (Shmuelof et al., 2012;
Galea et al., 2015). However, these studies used visuomotor rotation tasks with large perturbations,
which are conditions in which an aiming strategy can be easily implemented and quite helpful, and so
rewards may only improve retention of visuomotor learning through the use of strategies and not
implicit motor learning (Codol et al., 2017). Here, we examine whether rewards stabilize force‐field
learning, which does not have an easy and effective strategy and so is likely less susceptible to effects of
explicit learning. Supporting the idea that strategies are not common in force‐field learning is the fact
that people cannot effectively switch between different force‐fields based on a clear cue (Hirashima and
Nozaki, 2012; Howard et al., 2012). Since strategies can be instantaneously switched and can have
dramatic effects on behavioral output (Morehead et al., 2015), these results suggest that strategies do
not represent a meaningful contribution to force‐field learning.
High‐reward training to stabilize prior learning

In experiment 3.5, we trained force‐field learning using a typical training paradigm where most trials
were exposures to a force‐field. Experiment 3.5 consisted of 150 baseline trials with no forces applied,
200 regular training trials in which 80% were force‐field exposures and 20% were ECs, and then 500 EC
trials to assess the stability of the learning and establish a decay asymptote (Figure 3.3A). During the
baseline, the reward rate increased to 56% of trials as participants learned the appropriate speed and
became more accurate with their movements (Figure 3.3B). However, the force field perturbation
decimated the reward rate, which dropped to to 15% in the first 20 training trials before climbing back
up to 37% for the last 20 training trials. Thus, experiment 3.5 training occurred in a low‐reward
environment.
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Figure 3.3: Rewarding error‐based learning to increase stability
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Figure 3.3 (Continued)
(A) The schematics show the force field strength in the solid line and EC frequency in the dotted line. Experiment 3.5 (top, red)
had 150 baseline trials with 20 EC trials interspersed within the last 100 trials; 200 training trials of which 20% were EC trials;
and 500 EC trials to test the memory stability. Experiment 3.6 (middle, blue) added high‐reward training in an attempt to
stabilize the previous learning. It had 300 baseline trials with 20% ECs after the first 50 trials; 100 training trials similar to the
training in experiment 3.5 in which 20% of trials were ECs; 300 high‐reward training trials in which 70% of trials were ECs and
the rewarded movement time bounds were also extended from 400‐600ms to 300‐700ms; and 500 EC trials to test memory
stability. Along with increasing the number of extrinsic rewards (successful trials), this high‐reward period limits lateral errors in
a large fraction of trials, possibly leading to intrinsic reinforcement for good movements. In total, experiment 3.6 has 169 force
field exposures, similar to the 162 in experiment 3.5. In experiment 3.7 (bottom, purple), high reward rates were maintained
from the beginning so that learning was rewarded as it happened, which was predominantly early in learning. It was the same
as experiment 3.6 except all 400 training trials used the high‐reward schedule with 70% EC trials and the extended movement
time bounds. Experiment 3.7 had 119 force‐field exposures.
(B) Reward rates drop precipitously during regular training but not high‐reward training. The figure shows mean reward rates in
20‐trial bins, with error bars showing SEM. Both experiment 3.5 training and the first 100 trials of experiment 3.6 training have
low reward rates, while the high‐reward training in both experiments 3.6 and 3.7 maintain much higher reward rates.
(C) All experiments show robust learning. The top panel, in red, shows adaptation for experiment 3.5. The connected line shows
overall adaptation, while the isolated points show temporally‐stable adaptation, measured after 60s breaks. The middle panel,
in blue, shows adaptation for experiment 3.6, with the adaptation from experiment 3.5 displayed as a thin red line, aligned to
the end of training to compare final learning levels. While experiment 3.6 achieves less overall adaptation, it shows similar
temporally stable adaptation, and only temporally stable adaptation contributes to retention at the end of the decay period.
The bottom panel, in purple, shows adaptation for experiment 3.7. Despite the relative sparsity of force‐field exposure during
training, experiment 3.7 shows robust learning, although less than experiments 3.5 and 3.6.
(D) Decay curves appear similar for the three experiments. The top panel shows the raw decay curves for the three experiments
together: experiment 3.5 in red, experiment 3.6 in blue, and experiment 3.7 in purple. These reveal the total amount of stable
memory produced by each type of training. The bottom panel normalizes the decay by the final TS achieved in each experiment
to show the relative stability of the learning that was produced. The decay curves start just above 1 because overall learning
exceeds TS at the end of training.
(E) Summary bar graphs show the dramatic increase in reward rates in experiments 3.6 and 3.7 over experiment 3.5. The
average reward rate (left panel) was dramatically increased in both experiments 3.6 and 3.7. Moreover, the total number of
rewards was even more starkly increased (second panel) due to the lengthened training durations in experiments 3.6 and 3.7.
Experiment 3.6 was designed specifically to have high rewards when adaptation was high. To measure this, we computed
adaptation‐weighted reward, which weights each reward by the level of adaptation at the time. Experiment 3.6 had far more
adaptation‐weighted reward than experiment 3.5 and also more than experiment 3.7 (third panel). Experiment 3.7 was
designed to reward learning as it happened, which was primarily early in learning. Correspondingly, experiment 3.7 had a
dramatically higher reward rate in the first 100 trials than both experiments 3.5 and 3.6 (right panel). Error bars indicate SEM.
(F) Despite the dramatic differences in reward rates, there are no measurable differences in the stability of the adaptation. The
high‐reward periods of experiments 3.6 and 3.7 did not produce more stable memory, measured as the decay asymptote at the
end of the 500‐trial decay period (left panel). Furthermore, the adaptation was not even relatively more stable, as the fraction
of TS that decayed was similar in the three experiments (right panel). Error bars indicate SEM. Comparisons are not significantly
different at the p=0.05 level.

In experiment 3.6, we added a high‐reward period to the end of training to stabilize the learning. The
experiment consisted of 300 baseline trials, 100 regular force‐field training trials, 300 high‐reward
training trials, and then 500 EC trials to assess the memory stability (Figure 3.3A). We used two
approaches to create the high‐reward period. First, we increased the fraction of EC trials from 20%
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during regular force‐field training to 70% during high‐reward training. Since ECs eliminate lateral errors,
these trials simplify the task and increase the reward rate. Additionally, ECs eliminate lateral errors,
indicating to participants that they made an error‐free movement, which is likely intrinsically rewarding.
Second, we relaxed the time bounds required for a reward, from 400ms‐600ms to 300ms‐700ms.
Together, these caused the reward rate to jump from 23% at the end of regular force‐field training to
68% at the start of the high‐reward training and 69% on average in the high‐reward period, providing a
long period of high rewards to reinforce the prior learning (Figure 3.3B).
Both experiments 3.5 and 3.6 displayed strong learning, although experiment 3.5 did learn slightly more
(Figure 3.3C; E3.5 overall=0.81±0.01 vs E3.6 overall=0.71±0.03, p=10−4). This difference is expected
because the two experiments had a similar number of total force‐field exposures (162 for experiment
3.5 and 169 for experiment 3.6), but experiment 3.6 had more EC trials, which promote decay. However,
the learning in these experiments was similar in an important respect. Specifically, we dissected learning
into two components: temporally labile learning (TL), which has been shown to decay with an
exponential time constant of under 20s; and temporally‐stable learning (TS), which has been shown to
remain stable for delays up to 20 minutes (Sing et al., 2009b). Throughout these experiments, we
inserted 60s delays to isolate TL, which gets eliminated by these delays, from TS, which remains
unaffected by the delays (Figure 3.3C; connected lines are overall learning (TL+TS); isolated dots are TS,
the average of the three post‐delay EC trials). This dissection is important because overall learning
contains both TS and TL, but TL does not contribute to the decay asymptote since it decays within 60s
(correspondingly, there is no separation between the isolated dots and the connected line during the
decay period of Figure 3.3D). Therefore, TS contains all the learning that contributes to a decay
asymptote and so is a better measure of learning in an experiment than overall learning. We found that
experiments 3.5 and 3.6 had very similar TS (E3.5 TS=0.65±0.02 vs E3.6 TS=0.62±0.02, p=0.33), indicating
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the two experiments produced similar learning that could be retained at the decay asymptote.
Therefore, experiment 3.6 managed to produce and maintain learning similar to experiment 3.5.
Compared to experiment 3.5, the high‐reward training in experiment 3.6 resulted in dramatically more
rewards to reinforce its learning. Over the course of training, the reward rate was 99% higher in
experiment 3.6 than experiment 3.5 (Figure 3.3E; E3.5: 28% vs E3.6: 57%). Moreover, the total number
of rewards in experiment 3.6 was 4‐fold higher than experiment 3.5 (Figure 3.3E; E3.5: 60 rewards vs
E3.6: 238 rewards), owing to both the higher reward rate and the longer training of experiment 3.6. We
can also compute the amount of adaptation that was rewarded, since rewarding trials with low
adaptation would not be expected to produce as much stable memory as rewarding trials with high
adaptation. To do this, we weighted the rewards on each trial by the average adaptation on that trial.
We found that experiment 3.6 had 289% more adaptation‐weighted reward than experiment 3.5 (Figure
3.3E; E3.5: 42 adaptation‐weighted trials of reward vs E3.6: 163 adaptation‐weighted trials of reward).
Thus, experiment 3.6 had far more reward at high levels of adaptation, giving ample opportunity for the
learning to stabilize.
However, compared to experiment 3.5, the high‐reward training of experiment 3.6 did not produce
more stable learning. Instead, experiment 3.5 TS showed robust decay (Figure 3.3D; TS decay = 0.42,
p=10−9) and decayed to a similar asymptote as experiment 3.5 (Figure 3.3F; E3.5: 0.16±0.02 vs E3.6:
0.20±0.03, p=0.25). Even accounting for the slightly lower learning in experiment 3.6, TS decayed by a
similar fraction as experiment 3.5 (Figure 3.3D,F; E3.5: 75±2% decayed vs E3.6: 67±5% decayed,
permutation test p=0.14). With 95% confidence, the fraction of TS that decayed in experiment 3.6 was
between 76% and 103% as much as experiment 3.5, indicating the drastic increase in rewards did not
dramatically stabilize adaptation and had no discernable effect at all.
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High rewards throughout training

We wondered if experiment 3.6 failed to stabilize learning because it only had high rewards after
learning had reached asymptote. While this has the chance to stabilize an existing behavior, it does not
reward the change of behavior, since most of the learning occurred within the first 100 trials. To address
this, we ran experiment 3.7 with high‐reward training from the beginning. Specifically, experiment 3.7
used the same baseline and decay periods as experiment 3.6 but replaced all 400 training trials with
high‐reward training, resulting in 119 force‐field exposures.
Experiment 3.7 showed robust overall learning as well as TS, although both were reduced from
experiments 3.5 and 3.6 (Figure 3.3C; E3.7 overall=0.63±0.03 vs E3.5 overall=0.81±0.01, p=10−5; vs E3.6
overall=0.71±0.03, p=0.24; E3.7 TS=0.48±0.02 vs E3.5 TS=0.65±0.02, p=0.006; vs E3.6 TS=0.62±0.02,
p=0.008). As with experiment 3.6, the training period in experiment 3.7 dramatically increased the
average reward rate compared to experiment 3.5 (Figure 3.3E; 105% higher, E3.7=58% vs E3.5=28%),
the total number of rewards (Figure 3.3E; 306% higher, E3.7=245 vs E3.5=60), and the adaptation‐
weighted rewards (Figure 3.3E; 206% higher, E3.7=128 adaptation‐weighted trials of reward vs E3.5=42
adaptation‐weighted trials of reward). In contrast to experiment 3.6, experiment 3.7 also increased the
reward rate during the first 100 trials, when most of the learning occurs, by 182% over experiment 3.5
and 192% over experiment 3.6 (Figure 3.3E; E3.5=21%, E3.6=20%, E3.7=58%). Therefore, experiment 3.7
dramatically increased the reward rate throughout training, not just at the end like experiment 3.6, but
also early in training when the learning was fastest so that the new learning would be immediately
rewarded.
However, reinforcing the learning in experiment 3.7 did not increase the stable memory at the decay
asymptote (Figure 3.3D,F; E3.7: 0.08±0.04 vs E3.5: 0.16±0.02, p=0.19; vs E3.6: 0.20±0.03, p=0.07).
Furthermore, the adaptation produced in experiment 3.7 was not relatively more stable, as the fraction
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that TS decayed was not different and even nominally larger than experiments 3.5 and 3.6 (Figure
3.3D,F; E3.7: 84±6% vs E3.5: 75±2%, permutation test p=0.37; vs E3.6: 67±5%, permutation test p=0.13).
Therefore, the memory of force field learning was not stabilized by either reinforcing prior learning with
a block of high‐reward training in experiment 3.6, or by reinforcing single‐trial learning by training with
high rewards from the beginning in experiment 3.7.
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Discussion
We examined how rewards affect implicit motor learning. While previous studies have shown rewards
influencing motor output, they did not exclude the possibility that rewards only affected explicit strategy
use and not implicit motor learning.
We took three approaches to examine the effects of rewards on implicit motor learning. First, we
attempted to train implicit motor learning using only extrinsic rewards (Figure 3.1). Our task rewarded
movements based on their velocity‐dependent lateral forces. Meanwhile, we informed participants that
their score depended on fine details of their forward motion, in an effort to discourage them from
explicitly modulating their lateral forces. We tried three different reward landscapes, each of which has
successfully changed motor output in tasks that did not control strategy use. First, we rewarded
movements using binary rewards, in the form of a chirping sound and a target explosion, where rewards
were given for performance better than half of the last 20 trials. Similar reward landscapes were used to
alter reach direction (Izawa and Shadmehr, 2011; Therrien et al., 2016). Second, we rewarded
movements using graded numerical scores that compared the movement to the last 20 trials. Graded
scores are more informative than binary rewards and so may provide a stronger learning stimulus. A
very similar reward landscape was used to change the shape of movements to include subtle curves (Wu
et al., 2014). Finally, we rewarded movements using graded numerical scores that did not depend on
recent performance. We reasoned that a constant reward landscape, where the same action always
yields the same result, may encourage learning by simplifying sampling of the reward landscape and also
by giving higher average scores as learning progresses. A similar reward landscape was used to alter
reach direction (Nikooyan and Ahmed, 2015). However, all three reward landscapes failed to elicit
significant learning after 800 training trials. Furthermore, with 95%, learning was less than 7% of ideal
learning, where error‐based learning routinely achieves upwards of 80% of this ideal within 200 trials.
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Therefore, we see no implicit reward‐based motor learning when we limit strategy use, suggesting that
explicit awareness may be required for reinforcement learning and that the previous reports of
reinforcement motor learning may have been dominated by changes in explicit strategies (Manley et al.,
2014).
Our second approach to examining the effects of rewards on implicit motor learning was to ask whether
rewards modulate single‐trial error‐based learning and retention (Figure 3.2). Previous studies have
suggested that supplementing error information with punishment (Galea et al., 2015) or scores
indicating success (Nikooyan and Ahmed, 2015) can expedite learning, but both of these studies
required large changes in reach angle, a task amenable to strategy use (Taylor et al., 2014; McDougle et
al., 2016). We chose to examine single‐trial learning in response to errors within the range of normal
movement variability so that we could avoid large perturbations and the corresponding opportunity for
strategy use. We introduced a novel task to examine single‐trial learning in which we used error‐clamp
trials to experimentally impose small movement errors in the range of natural movement variability.
This task decouples errors from the generated movements, allowing learning from errors to be isolated
from retention of the generated movement. We supplemented this design with three types of success
feedback: rewards indicating the trial hit the target; punishments indicating the trial missed the target;
and no success feedback, although the cursor was still shown on every trial. We randomly assigned all
three feedback types within a narrow region near the edge of the target that was only as wide as the
cursor. Additionally, trials closer to the target center were randomly assigned to be either rewarded or
have no success feedback, and trials further from the target were randomly assigned to be either
punished or have no success feedback. We found that punishment and no‐feedback were very similar
over their entire range of errors, while rewarded trials resulted in 15% less learning than comparable
trials that were punished or had no success feedback. However, we did not see any effect of reward or
punishment on the fraction of adaptation that was retained on the next trial. Additionally, the variability
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of the next movement showed no dependence on the success feedback, indicating punishment did not
increase exploration and reward did not increase exploitation.
Our second approach showed no effect of reward on next‐trial retention, but we wondered whether
rewards have a cumulative effect on memory stability that cannot be discerned on a single trial. Our
final approach asked whether rewards would increase the stability of motor learning on the longer time‐
scale of a few hundred trials (Figure 3.3). Previous visuomotor rotation studies have shown that a period
of reward learning can fully stabilize prior learning (Shmuelof et al., 2012) and also that training in a
rewarding environment leads to higher memory stability (Galea et al., 2015), but these effects may arise
from strategy use (Codol et al., 2017). We examined the same questions using force‐field adaptation,
which does not have an easily‐implemented effective strategy the way visuomotor rotation tasks do.
After 100 regular force‐field training trials, we reinforced the learning using a high‐reward training
period that both relaxed movement time requirements and increased the frequency of error‐clamp
trials, leading to drastically higher reward rates. Along with increasing the rate of extrinsic rewards, the
high‐reward training may also be intrinsically rewarding because the frequent error clamps make error‐
free movements very common (Huang et al., 2011). However, we found that a block of 300 high‐reward
trials did not increase the magnitude of the stable memory remaining after 500 EC trials compared to
regular force‐field training. Furthermore, the high‐reward training did not make the learning relatively
more stable, as a very similar fraction of the temporally‐stable learning decayed. This experiment took
the approach of reinforcing the memory (i.e. adapted state), but we wondered if it would be more
effective to reinforce learning as it happens, which is predominantly early in training. We therefore
repeated the experiment replacing all the training trials with high‐reward training. However, we again
found the high‐reward training ineffective at increasing the stable memory or decreasing the fraction of
TS adaptation that decayed. Thus, we found no evidence that rewards increase memory stability in
force‐field learning.
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Together, we found that rewards are ineffective at training implicit motor learning or at meaningfully
increasing its stability, although they do slightly reduce the single‐trial learning rate. While we could
never say for certain whether reinforcement learning acts only on explicit strategies, we have found
reinforcement learning within the implicit motor system to be surprisingly elusive.

Why did reinforcement learning fail?
Our experiments 3.1‐3.3 utilized operant (instrumental) conditioning, which changes behavior by
punishing or rewarding actions relative to their desirability. This technique has a long history of
successfully modulating behavior in animals (Thorndike, 1911; Skinner, 1938; Staddon and Cerutti,
2003). For example, operant conditioning has trained rodents to push levers with precise timing (Kawai
et al., 2015), trained pigeons to choose between response keys that lead to different reward
probabilities (Staddon and Innis, 1966), trained dogs to stop barking, do tricks, or detect drugs (Burch
and Bailey, 1999), and even trained rats to detect land mines (Poling et al., 2011). Why, then, are we
unable to use operant conditioning to train humans to produce movements with more lateral force?
One possible reason why experiments 3.1‐3.3 did not elicit learning is that operant conditioning may be
very slow compared to error‐based learning, and our experiments are simply too short. Indeed, most
animal studies train the animals for weeks or months. Even in human motor studies, the effects of
rewards may not be discernable until hours or days after training (Abe et al., 2011). Despite our long
training session of 800 trials, our training was restricted to a single day and so does not include any
sleep‐dependent effects and still only represents under two total hours of training.
A second possible reason why experiments 3.1‐3.3 did not elicit learning is that our extrinsic rewards
may not have been sufficiently rewarding. In animal studies, the rewards are typically highly intrinsically
rewarding, such as juice or water for a dehydrated animal or food for a starved animal (Staddon and
Cerutti, 2003). In contrast, our rewards had little bearing on the well‐being of our participants. While our
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participants seemed to be motivated to maximize their auditory chirps with visual target explosions
(experiment 3.1) and numerical scores (experiments 3.2‐3.3), with most participants becoming self‐
competitive trying to beat their best block score, it is possible that these extrinsic rewards were only
interpreted explicitly and were not appropriate for training changes in the motor system. Note that we
did not reward with additional money, as previous experiments have done with mixed results (Manley
et al., 2014; Galea et al., 2015). However, money may not solve this problem: it is surely explicitly
motivating but may not achieve a strong intrinsic reward for the motor system.
A third possible reason why experiments 3.1‐3.3 did not elicit learning is that, even in animal studies,
operant conditioning may only affect selection of an intended action and not expressed behavior for the
same intended action. In fact, Skinner was primarily interested in simple responses that could easily be
repeated (Skinner, 1938), and most operant conditioning tasks train existing volitional actions to be
repeated more frequently, in a certain order, or in certain contexts. Correspondingly, there is not much
experimental evidence of operant conditioning creating entirely new behaviors such as different ways to
move through space, as we have tried to do in experiments 3.1‐3.3 (Staddon and Cerutti, 2003). By
limiting explicit strategies with lateral forces, we may have removed the variety of intended actions
required for operant conditioning to succeed.

The effect of rewards on error‐based learning rates
In experiment 3.4, we observed that rewards modulate the single‐trial learning response, but we do not
know the mechanism by which they act. One possible mechanism is by changing the apparent error size.
Considering trials at the edge of the target, the success feedback contains error information: the reward
feedback indicates the trial hit the target and the punishment feedback indicates the trial missed the
target. Therefore, if the trial’s true error was observed with some uncertainty, the optimal strategy
would be to combine the observed error with the error information from the success feedback for a
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better estimate of the trial error. This would result in the estimated error to be higher for punished
trials, since the observed error would be modified upwards to be consistent with a trial that missed the
target, and vice versa for rewarded trials. This mechanism would cause decreased learning from rewards
since their estimated error would be smaller. However, this interpretation is not fully consistent with
the no‐reward feedback condition, for which there is no error information in the success feedback and
so the observed error should not be modified at all. This would result in no‐reward feedback falling
between reward and punishment rather than acting the same as punishment, as we observed.
Therefore, it is not clear whether success feedback is altering error perception and estimation,
modulating the strength of the learning response, or acting through another mechanism. Future work
could focus on isolating the mechanisms by which success feedback affects single‐trial learning.
Our result that punishment increases learning compared to reward is consistent with the conclusions of
Galea et al (Galea et al., 2015). However, we only observed punishment increasing the learning rate by
under 20%, less than half the 40‐100% reported by Galea et al. The difference could be attributable to
additional effects of punishment on strategy.

Is reward‐based learning important for motor learning?
We give three positions on the question of whether reward‐based learning is an important component
of motor learning. First, reward‐based learning may have a dramatic effect on motor output through
action selection and strategy use. Therefore, in tasks where participants are aware of the task structure,
rewards can change the task outcome. Second, we found that rewards in the form of target explosions
and chirping sounds, which are ubiquitous in motor learning tasks, lead to a small but significant
reduction in the error‐based learning rate. However, the mechanism by which rewards affect learning
remains unknown, whether the rewards affect perception of the error, contribute to a combined
estimate of the error, or feed into a separate learning system that modulates error‐based learning.
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Third, on the scale of single‐day human motor learning, without awareness of task structure, and with
the types of rewards that are common in motor learning studies, reinforcement learning does not seem
to be capable of driving motor learning on its own. We may yet find that on longer time‐scales or with
more intrinsically rewarding feedback, reinforcement learning can shape implicit motor learning.
However, there is currently no firm evidence for implicit motor reinforcement learning in humans.
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Methods
Ethics statement
All experiments were approved by the Harvard University Institutional Review Board. All participants
were over 18 years old and provided informed consent.

Participants
One hundred and forty four participants, 69 female and 75 male, performed the seven experiments. For
three participants in experiment 3.4, we do not have records of their age and handedness. Of the
others, 133 were right‐handed and 8 were left‐handed, and their mean age was 23.1 (std 6.1) years. All
participants used their right hands to perform the experiments. None of the participants had any known
neurological impairment.

Experiment paradigm
All experiments consisted of reaching movements performed by moving the handle of a 2‐link planar
robotic manipulandum. Veridical visual feedback was always provided during the movements in the
form of a 3mm‐diameter white cursor. The goal of the movement was to move to a 10mm‐diameter
target, located 10cm away from (90° movements) or toward (270° movements) the participant.
In experiment 3.4, movements were made only in the 90° direction by shooting through the target.
Starting 1cm after the target, movements were brought to rest by a “virtual pillow”, instituted as a
resistive viscous force that increased linearly with distance beyond the target at a rate of 30N/(m/s) per
centimeter beyond the target. 300ms after coming to a stop, the robotic manipulandum then guided
participants back to the starting position.
All other experiments used point‐to‐point movements that were required to stop within the target. The
movements alternated between 90° and 270° directions so that the finishing position of the previous
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movement became the starting position of the next movement. The experiment was run independently
in both directions and the two directions were averaged within each participant. That is, the stated
number of trials were performed in both the 90° and the 270° movement directions, so that twice the
stated number of trials were performed in total.
We discarded a small fraction of highly‐atypical movements based on several key features. Specifically,
for experiments 3.1, 3.2, 3.3, 3.5, 3.6, and 3.7, we required that movements satisfy the following
criteria: peak velocity above 0.2m/s and below 0.8m/s; movement time under 2s; path length above
8cm and below 20cm; reaction time below 2s; movement did not go more than 0.5cm backward before
going toward the target; movement started in the starting circle whose diameter was 1cm; and the
midpoint‐aligned forward position profile was regular enough that it was on average (RMS) within 1cm
of the mean position profile for that participant over the course of the movement. In total for
experiments 3.1‐3.3, 99.4% of the error clamp trials, on which all analyses are based, satisfied these
criteria. For experiments 3.5‐3.7, 99.3% of the error clamp trials satisfied these criteria. For experiment
3.4, we used slightly different criteria to accommodate the shooting movements. We required
movements satisfy the following criteria: peak velocity above 0.2m/s and below 1.5m/s; movement time
under 2s; path length above 10cm and below 30cm; reaction time below 4s; movement did not go more
than 0.5cm backward before going toward the target; movement started in the starting circle whose
diameter was 1cm; movement angle did not deviate from the imposed angle by more than 1.5°; and the
midpoint‐aligned forward position profile was regular enough that it was on average (RMS) within
2.25cm of the mean position profile for that participant over the course of the movement. In total for
experiment 3.4, 99.5% of the error clamp trials satisfied these criteria.
During the movements, the robotic manipulandum could apply forces to the participants’ hands. These
forces generally took one of three forms. First, null movements had no forces applied. These were
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generally used in the baseline blocks of the experiments. Second, error clamps (EC) restricted motion to
a specified straight‐line path, generally straight to the target but experiment 3.4 used ECs to guide
movements slightly off course. These were instituted as a very stiff spring that resisted lateral
deviations, with a spring constant of 6000N/m and additional damping of 250Ns/m. Third, force field
trials applied a force that was proportional and orthogonal to the instantaneous velocity. That is, the
force dynamics were

0
0

; b was +15Ns/m for positive force field trials and −15Ns/m for

negative force field trials. Force‐field trials were used for training in experiments 3.5‐3.7.

Experiments 3.1‐3.3: Reinforcement learning
Experiments 3.1‐3.3 shared the same training schedule. The experiments started with 150 baseline trials
to familiarize participants with the task and give them time to learn the appropriate movement speed.
These baseline trials were all null trials, where the robot applied no force, except that 20 of the last 100
baseline trials were EC trials to measure baseline force production. Next, the experiments had 100
baseline EC trials, which were necessary because repeated movements in EC trials lead to a stereotyped
EC offset (Brennan and Smith, 2015). This EC baseline period allowed us to measure the EC offset in
individuals and correct for those differences when examining subsequent learning. Finally, the
experiments had 800 reward‐training trials with various reward landscapes. These trials were all ECs, but
instead of being rewarded solely for satisfying the time bounds, these trials were rewarded based on
their lateral force production.
As a measure of lateral force production, we computed an adaptation coefficient at the end of each
movement. The adaptation coefficient was computed by regressing the lateral force onto the ideal force
in a 15Ns/m force field, allowing a regression offset. Therefore, an adaptation coefficient of +1 would be
an ideal response in a typical positive force field and an adaptation coefficient of −1 would be an ideal
response in a typical negative force field. Although these experiments did not include any force field
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trials, we based rewards on this measure because (1) we know people are capable of learning to
produce velocity‐dependent lateral forces in error‐clamp trials; (2) people have high baseline variability
in their adaptation coefficients, so that there is a difference between rewarded and unrewarded trials;
and (3) this measure of lateral force production, including the scaled units, is familiar to the many
researchers who study force field learning. We computed this regression over a window that started
when the target was shown and ended when the reward was given.
We trained some participants by rewarding trials with more positive adaptation coefficients (positive
training) and others by rewarding trials with more negative adaptation coefficients (negative training).
There were four subgroups in each experiment, corresponding to the four combinations of positive and
negative training in the 90° and 270° movement directions. Balancing the experiment to train both
positive and negative responses allows us to examine the effects of reward training, which depends on
the training direction, independently from changes of behavior arising from other factors such as further
development of the EC offset, which do not depend on the training direction.
In experiment 3.1 (n=7), we rewarded movements using binary rewards relative to recent performance.
To be eligible for a binary reward, a trial had to have an adaptation coefficient closer to the ideal
adaptation coefficient (+1 for the positive subgroup, −1 for the negative subgroup) than half of the past
20 trials in the same movement direction. Note that we do not compare to movements in the other
direction; the two directions are completely independent. Reward‐eligible trials receive a reward, in the
form of a pleasant chirping sound and the target visually exploding on the screen, if they satisfy the
movement time bounds of 400‐600ms. Otherwise, the feedback indicates that the movement was too
fast or too slow by filling in red or blue, respectively. Reward‐ineligible trials always receive feedback
that they were too fast or too slow, based on whether their movement times were below or above
500ms. By giving speed‐based feedback for unrewarded trials, we are guiding participants’ focus toward
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their forward motion and away from their lateral motion so that they are less likely to develop explicit
strategies involving lateral forces. Since the training period introduces reward‐ineligible trials, the
reward rate drops precipitously from baseline, in which all trials were reward‐eligible. We prepared
participants for this transition by telling them that we were now making the task much harder by
restricting the range of appropriate movement times.
In experiment 3.2 (n=21), we rewarded movements using graded rewards relative to recent
performance. Both null and EC baseline periods were the same as experiment 3.1, but the reward‐
training period had no binary rewards. Instead, trials were rewarded with a score displayed just beyond
the target. The score was the percentage of the last 20 trials that were further from the ideal adaptation
coefficient (+1 for the positive subgroup, −1 for the negative subgroup), so that the score was a multiple
of 5 between 0 and 100. A score of 0 indicates the trial was further from the ideal response than all the
other trials (low reward) and a score of 100 indicates the trial was closer than all the other trials (high
reward). Cumulate scores for both the block (57 trials) and the entire experiment were displayed on the
monitor at all times, and all previous block scores were displayed during the breaks, which participants
often studied to track their performance. As with experiment 3.1, movements taking under 400ms were
labeled too fast and the target filled in red, although movements taking over 350ms still received a
score. Similarly, movements taking over 600ms were labeled too slow and the target filled in blue,
although movements taking under 800ms still received a score. Movements taking between 400 and
600ms received a score and resulted in no change to the target, which remained a green ring. To
prepare participants for the training trials and to direct their attention away from their lateral forces, we
instructed participants that the score would be based on how closely they matched an ideal speed
profile and not their overall movement time. After the experiment, we interviewed each of the
participants to determine whether they used cognitive strategies to increase their score. We typically
asked two questions, plus any follow‐up questions to clarify their comments. First, we simply asked how
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the task went for them, to give participants a chance to tell us their struggles and successes. Second, we
asked what they were doing to try to get a good score, and whether it changed throughout the
experiment. Of the 21 participants, 18 did not mention lateral forces or positions at all and only
mentioned trying to match a speed profile; one mentioned that they knew they were being guided to
the target but did not mention any relationship between the guiding force and the reward; one used a
strategy of moving along a “sideways rainbow”, which would have a lateral position component; and
one used a strategy of “riding the wall”, which would have a lateral force component. We removed
these last three participants and analyzed the remaining 18.
In experiment 3.3 (n=16), we rewarded movements using graded rewards that did not depend on recent
performance. The baseline period was the same as experiments 3.1 and 3.2, and the reward‐training
period showed the score in the same way as experiment 3.2, although the scores were computed
differently. The score in experiment 3.3 was a linear function that took the value 20 for movements with
the same adaptation coefficient as the mean of the last 30 EC baseline trials, and that took the value 100
for changing this adaptation coefficient by 1 (+1 for the positive subgroup, −1 for the negative
subgroup). Increases beyond magnitude 1 received lower scores, with the score function reflecting back
down with the same slope (Figure 3.1C, right column). Scores were not permitted below zero. This score
function did not change during the reward‐training period but it is still customized to each participant
because it depends on their baseline performance. We prepared participants for the training period by
directing their attention on their speed profile in the same way as we did in experiment 3.2. While we
did not interview the participants in experiment 3.3, we did remove the one participant who clearly
changed their behavior partway through the reward training period. Prior to the change, the participant
was making whole‐arm movements, as instructed, but during the reward‐training block, they started to
make movements that primarily hinged around the wrist joint. These movements did result in higher
scores, as a wrist flick has more curvature and so more lateral force that happened to align with this
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participant’s training direction. The participant was instructed to go back to using whole‐arm
movements, but did not comply, likely because the wrist‐flicking was more successful. This clear
behavioral change represents a changed movement strategy, so we removed the participant from our
analysis. We analyzed the other 15 participants.
To compute learning in these three experiments, we compared the participants in the positive and
negative training groups. Specifically, we first subtracted each participant’s EC baseline adaptation,
separately in each direction. We then estimated learning separately in the 90° and 270° directions as
half the difference between the positive and negative subgroups; the changes common to both groups
are not attributable to the extrinsic rewards, and the deviation from this common response is the
learning that is attributable to reinforcement learning. We then averaged the two movement directions
to measure overall learning in the experiment. The scalar measure for overall learning in each
experiment used the average of the last 200 trials for each participant. To compute error bars, we used
a bootstrap procedure with 10,000 samplings.

Experiment 3.4: The effect of rewards on single‐trial error‐based learning and retention
Experiment 3.4 was designed to examine how extrinsic success feedback modulates single‐trial learning
from errors and single‐trial retention. A straightforward way to estimate single‐trial learning would be to
look at natural movements and examine the change in performance from trial t to trial t+1 based on the
error on trial t. However, since the error is a direct consequence of the generated movement, this
method confounds learning from an error with retention of the generated movement. Previous
successful studies of single‐trial learning have addressed this problem by examining responses to
experimentally‐applied perturbations (Wei and Körding, 2009; Marko et al., 2012; Gonzalez Castro et al.,
2014). This strategy is effective because the perturbation is experimentally controlled and so is
independent of the generated movement. However, the applied perturbations are typically force field
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exposures, gain changes, or cursor jumps, and not natural errors as we want to study. Here, we combine
the two approaches by experimentally manipulating movement errors using EC trials to guide the
movements. These ECs cause subtle errors, with a standard deviation of 2.6° that is similar to the natural
standard deviation for most participants. Since these errors are experimentally controlled, they are
independent of the generated movements, allowing us to isolate learning in response single errors from
characteristics of the movement, including retention. The actual movement errors were controlled very
well, though not perfectly, by the imposed errors (Figure 3.2C). All analyses are based on the imposed
errors rather than the experienced errors to preserve the independence of the errors from the
movements.
We next considered success feedback. We had three types of success feedback: rewards, which indicate
the movement hit the target by playing a chirping sound and the target visually exploding; punishments,
which indicate the movement missed the target by the target filling in red; and no feedback, which gives
no indication about the success of the trial and the target does not change at all. For all three types, the
cursor is shown with veridical visual feedback so the movement error is always observed. Reward and
punishment feedback are only given on trials of the appropriate speed; otherwise the feedback indicates
the movement was too fast (<150ms) by filling in dark gray or too slow (>250ms) by filling in white. In
the no‐feedback condition, no success feedback is given regardless of trial speed because we wanted
that feedback condition to be completely uninformative. However, in our analyses, we only consider the
no‐feedback trials that were the right speed so that the comparison with rewarded and punished trials
remains valid. One third of all trials were no‐feedback trials. Of the trials within 2.2mm of the target
center, the other 2/3 of trials were rewarded. Of the trials over 5.2mm from the target center, the other
2/3 of trials were punished. Of the trials between 2.2 and 5.2mm of the target center, 1/3 of the trials
were rewarded and 1/3 were punished. Therefore, trials near the edge of the target, between 2.2 and
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5.2mm from the target center, were equally likely to be rewarded, punished, or have no feedback,
allowing us to compare their effects.
We estimated the adaptation on each trial by integrating the lateral force. This measure captures the
idea that an appropriate correction to a rightward error would be to push more leftward on the next
trial, which involves applying a force to the left channel wall since all training trials use ECs to constrain
motion. Specifically, we first subtracted the mean baseline lateral force profile for each participant. We
then computed adaptation by integrating the force during the 400ms before passing through the target,
normalized by 15 times the velocity integrated over the same period. Therefore, an ideal response to a
+15Ns/m force field would yield adaptation of +1, and an ideal response to a −15Ns/m force field would
yield adaptation of −1. However, unlike the adaptation coefficient we used in experiments 3.1‐3.3, the
integrated lateral force is not sensitive to the shape of the force profile, which is appropriate here
because these participants never experience a force field nor are they rewarded for their specific force
shape so we want to allow all types of force responses.
Experiment 3.4 (n=20) consisted started with 30 null movements to familiarize participants with the task
and required timing. Next, there were 100 baseline movements, of which 80 were null movements and
20 were EC movements directed straight at the target. Finally, there were 875 consecutive EC
movements, with 80% of the trials using ECs whose angle was chosen from a normal distribution with
σ=2.6° and the remaining 20% of the trials using ECs directed straight to the target. The experiment
included two subgroups: one received the pattern of errors shown in Figure 3.2B and the other received
the mirror‐opposite pattern (n=10 in each). In the familiarization and baseline periods, the success
feedback was randomized in the same way was during training except that the familiarization period did
not have any no‐feedback trials.
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Of the 875 variably‐directed EC trials, we treated the first 75 trials as burn‐in trials, in which an EC offset
quickly developed. We did not analyze these trials to avoid confounding error‐based corrections with
the buildup of the EC offset. Similarly, we did not analyze the first 4 trials of each block as the EC offset
seemed to decay between blocks and quickly built up again at the start of each block.
We took a further step to remove the continued buildup of the EC offset throughout the experiment.
The common adaptation between the two subgroups is due to the EC offset and not the responses to
the imposed errors. We estimated the slow buildup of the offset by fitting the average of the two
subgroups with an exponential function, then subtracted this from each participant. We also subtracted
each participant’s mean response over all of their trials in the training period, since individual
participants are likely decaying toward their mean response.
Because we are guiding movements off‐course, some of the force response we measure is due to limb
stiffness. To guide a movement further right than it would otherwise have gone, the EC must apply a
rightward force on the hand, which registers as a leftward force by the hand on the EC channel wall. The
magnitude of this force depends on the stiffness of the participant’s arm. We can estimate and remove
this stiffness by regressing the adaptation onto the imposed error on the same trial. The coefficient for
the error term is −0.029 ± 0.001 (T14970=−37.6, p=10−295), indicating an additional millimeter of error
causes a change of measured adaptation of 0.029 on the very same trial but in the opposite direction as
the error. Note that for Figure 3.2E, we plotted the subgroup‐average adaptation against the imposed
error to show the effects of stiffness more clearly. Whether we use subgroup‐averaged trials or
individual trials has very little effect on the stiffness estimate (<1% difference), but we use the trial‐
based model for our analyses..
We analyzed the effects of the success feedback using a linear model. We started with the stiffness‐
removed adaptation estimates on each trial. We then made three comparisons: reward vs punishment,
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reward vs no feedback, and punishment vs no feedback. In each case, we used a linear model with terms
for retention and learning from errors, then gave success feedback the ability to modulate those terms:
1

∗

∗

,

where AD is the stiffness‐removed adaptation, e is the error imposed by the EC, and s is an indicator for
the success condition (reward, punishment, or no feedback). For example, when comparing reward and
punishment, R is the retention factor for punished trials and Rrew is the additional retention for rewarded
trials, while L is the learning rate for punished trials and Lrew is the additional learning rate for rewarded
trials.
In Figures 2F‐G, we plot the learning effects accounting for imperfect retention. We estimated a single
retention factor using a model of learning and retention fit on all trials, with no terms for success
feedback. The y‐axis on the plot is our estimate of single‐trial learning, which is

1

∗

,

or the adaptive change accounting for retention. The retention coefficient was estimated to be
0.81±0.01, which is similar to the retention factors for the individual models that include the effects of
success feedback.
Similarly, in Figure 3.2H, we plot the retention effects accounting for the learning. We used the same
model of learning and retention fit on all trials, with no terms for success feedback. The y‐axis on the
plot is our estimate of single‐trial retention, which is

1

∗

, which is an estimate of the

amount of adaptation from trial t that remains on trial t+1, after removing the learning we expect to find
on trial t+1. The learning rate was estimated to be −0.036±0.001.
For the statistical analyses comparing the success feedback, we consider only the subset of trials that
were both assigned to the appropriate region and also ended up going to that region (i.e. “the
compliers”). This restriction removes biases that could affect the analysis. For example, suppose we
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compared the rewarded and punished conditions using all trials assigned errors between 2.2mm and
5.2mm, regardless of where they ended up. Then, some punished trials assigned small errors would end
up with an error under 2.2mm and would be rewarded. These trials cannot be included because they
were not punished but they cannot be excluded when the same trial assigned a reward would be
included because then trial inclusion depends on the treatment assignment (success feedback), which
could induce a bias. As an even more subtle example, suppose we compared the rewarded and no‐
feedback conditions using all trials assigned to errors under 5.2mm and that also ended up with errors
under 5.2mm. Some but not all of the trials assigned punishment and low errors (e.g. 2.3mm) would be
rewarded. Including these rewarded trials would introduce a bias because all of the no‐feedback trials
assigned 2.3mm of error are included but only some of these trials assigned punishment and 2.3mm of
error are included. One solution is to exclude all the trials that were assigned to be punished, but this
would exclude half of the rewarded trials under 2.2mm of error, which were assigned to be punished if
they ended up with more than 2.2mm of error. Instead, we considered the following three regions
separately: 0mm‐2.2mm, 2.2mm‐5.2mm, and 5.2mm‐10mm. For comparing reward to punishment, we
considered only trials assigned to the middle region that ended up in the middle region. For comparing
reward to no feedback, we considered trials assigned to the first region that ended up in the first region
as well as trials assigned to the middle region that ended up in the middle region, but not trials that
crossed over the 2.2mm boundary. Similarly, for comparing punishment to no feedback, we considered
trials assigned to the middle region that ended up in the middle region and trials that were assigned to
the outer region that ended up in the outer region, but not trials that crossed over the 5.2mm boundary.
By choosing our trials in this way, trial inclusion does not depend on which success feedback was
assigned, eliminating these biases. Additionally, we are not using trials with assigned errors of 0 since
they carry no information about the response.
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Experiments 3.5‐3.7: The effect of rewards on memory stability of the course of hundreds of
trials
Experiment 3.5 (n=60) was a force‐field learning experiment without any high‐reward training. It began
with 150 baseline trials, which were all null trials except for 20 EC trials randomly interspersed into the
last 100 trials. Next, there were 200 training trials, of which 80% were force‐field exposures and 20%
were ECs randomly interspersed. Finally, 500 EC decay trials tested the stability of the force‐field
learning. All trials were rewarded by a chirping sound and a visual target explosion if they stopped in the
target within 400‐600ms; otherwise, the trials were too fast or too slow, indicated by filling in red or
blue, respectively.
Experiment 3.6 (n=16) included a high‐reward period after training in an attempt to stabilize the prior
learning. The experiment began with 300 baseline trials, with ECs interspersed in 20% of the trials after
the first 50. Next, there were 100 training trials, of which 80% were force field exposure and 20% were
ECs. After this regular training, there were 300 high‐reward training trials. This high‐reward training was
instituted using 70% EC trials, since EC trials result in more frequent rewards and also clamp the
movement error to zero, which may be intrinsically rewarding because the movement produced no
error. Additionally, the high‐reward training period extended the rewarded movement time bounds to
300‐700ms in order to reward more trials. These two changes resulted in a large increase in the reward
rate compared to the first 100 training trials in experiment 3.6 and to all of the training trials in
experiment 3.5 (Figure 3.3B,E). All together, experiment 3.6 included 169 force‐field exposure trials
compared to 162 for experiment 3.5. Finally, experiment 3.6 ended with the same 500‐trial EC decay
period as experiment 3.5 to test memory stability, again returning to the 400‐600ms movement time
bounds.
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Experiment 3.7 (n=4) trained only with high‐reward trials. It was the same as experiment 3.6 except all
400 training trials were in the high‐reward condition, with 70% EC trials and the movement time bounds
extended to 300‐700ms. Experiment 3.7 included 119 force‐field exposure trials.
There were 60s delays throughout experiments 3.5‐3.7. The delays were designed to separate
temporally labile adaptation (TL), which has been shown to decay with an exponential time constant
under 20s and is almost entirely decayed within 60s, from temporally stable adaptation (TS), which
remains stable for at least 20 minutes (Sing et al., 2009b). For the purposes of creating a stable memory
that survives the EC decay period, TS is more important than overall adaptation since overall adaptation
also contains TL, which decays within 60s and does not contribute to the decay asymptote.
Each of experiments 3.5‐3.7 had four subgroups, corresponding to the four combinations of positive and
negative force field training in the 90° and 270° directions. In experiment 3.5, 20 participants had
positive training in both directions and 20 had negative training in both directions, while 10 had positive
training in 90° and negative training in 270° and 10 had negative training in 90° and positive training in
270°. In experiments 3.6‐3.7, the four subgroups were equally sized.
To quantify adaptation, we first subtracted the mean force profile for each participant and movement
direction, estimated during the baseline trials. We then regressed the lateral force onto the ideal force
for a +15Ns/m force field, using a window that spanned from 600ms before to 600ms after the
movement midpoint, and including a constant offset term in the regression. For subgroups experiencing
a negative force field perturbation, we negated the resulting regression coefficients so that both
subgroups had ideal adaption of 1.
We computed overall adaptation at the end of training using the last 15 EC trials that did not follow the
60s delays. We computed temporally stable adaptation at the end of training using the trials after the
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last 2 60s delays, which is 6 trials total. We computed the decay asymptote using the last 50 EC decay
trials.
As with experiments 3.1‐3.4, the extended decay periods of experiments 3.5‐3.7 induced an EC offset.
After negating the adaptation coefficients for the negative subgroups, the offset manifests itself as a
different asymptote for the positive and negative subgroups, increasing our apparent uncertainty. We
adjusted for the offset by estimating it as half the difference between the positive and negative
subgroups, then subtracting this estimate from each individual. We did this separately for each
movement direction and each of the three quantities (overall learning, temporally stable learning, and
decay asymptote), although it only makes much difference for the decay asymptote estimates where
the EC offset is present; for overall and temporally stable learning, this procedure simply adjusts for
asymmetric learning between positive and negative subgroups.
For adaptation‐weighted reward, we interpolated the mean adaptation curve to get an estimate of
adaptation at each trial, then multiplied that by the average across‐participant reward rate on that trial.
Adding all the training trials gave the number of adaptation‐weighted rewards in the training period. We
obtained error bars by bootstrapping this procedure with 10,000 samplings.
The error bars for the fraction of TS decayed were computed using a bootstrap with 2,000 samplings,
where each sampling computed the mean amount of decay divided by the mean amount of TS. To
determine the statistical significance between experiments, we used a permutation test in which the
individuals in the experiments being compared were pooled and randomly assigned group membership.
This procedure was repeated 10,000 times to generate a null distribution for the hypothesis that the
groups had the same decay fraction; the true difference between the groups was then compared to this
null distribution, and the p‐value is the fraction of comparisons in the null distribution that were further
from 0 than the true difference.
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Appendix A:
Supplementary Materials for Chapter 1

A1: Point to point movements: description and experimental paradigm
Experiments 1.4‐1.6 were based on point‐to‐point movements that stopped at the target (Figure A1). A
movement was rewarded for stopping (tangential velocity <3cm/s) within 6mm of the target center
between 400ms and 600ms after movement onset (defined based on a 5cm/s velocity threshold),
provided it stayed within 6mm of the target center and below a velocity threshold of 3cm/s for an
additional 300ms consecutively. Movement times were identified as correct, too fast, or too slow using
the same feedback scheme as for shooting movements.
We implemented the vEC trials for point‐to‐point movements slightly differently than for shooting
movements. Shooting movements are designed to be so rapid that they generally include little or no
online feedback correction, whereas slower point‐to‐point movements can include strong feedback
corrections when warranted because their movement time exceeds the sensorimotor loop delay.
Correspondingly, the mean movement time for shooting movements was only 216±13ms, while point‐
to‐point movements took 623±59ms in our data, although this total movement time is inflated for the
point‐to‐point movements as it includes corrections to the target. The time when subjects were 80% of
the way to the target was 187±13ms for shooting movements and 276±53ms for point‐to‐point
movements, showing that point‐to‐point movements were much slower and that the point‐to‐point
movements included substantial feedback corrections to arrive at the target, as evidenced by the long
time between passing 80% of the way to the target to arriving at the target. A strict EC would counter
this feedback correction, resulting in an obvious and immediately detected change of context in the
point‐to‐point movements that is contrary to the purpose of this manipulation. To maintain the ability
for subjects to effect feedback corrections in point‐to‐point movements, we terminated the error clamp
at 70% of the target distance and ramped down the error clamp stiffness to zero over the next 100ms
from that point to prevent a sudden discontinuity in the applied force.
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Experiments 1.4‐1.6 used point‐to‐point movements. Experiment 1.4 (n=10; 5 positive FF, 5 negative FF)
used both the 90° and 270° movements for each subject. The experiment consisted of a 300‐trial FF
training block followed by a 325‐trial vEC retention block (Figure A1C). Experiment 1.5 (n=10; 6 positive
FF, 4 negative FF) consisted of movements performed in the 270° direction (toward the body), with
return movements occurring in a null field. It was composed of 200 null‐field movements, a training
block of 160 FF movements, and a retention block of 410 zEC movements (Figure A1C). Experiment 1.6
(n=40) served as a control and, like experiment 1.4, was performed in both movement directions. It had
a 100‐trial 0‐FF training block followed by a 100‐trial zEC retention block (Figure A1C).
In experiments 1.4 & 1.5, a randomly‐selected 20% of the trials in each block, including the vEC
retention blocks, were replaced by zEC trials to allow adaptation to be accurately measured throughout
the experiment. In experiment 1.6, only two EC trials were included in the training block, occurring at
trials 40 and 85. The average force for these two ECs combined across all 40 subjects was used as a
baseline for experiments 1.4 and 1.5.
We balanced FF direction (positive versus negative) in all applicable experiments (experiments 1.4 &
1.5). This was not an issue in the control experiment (experiments 1.6) where “training” was performed
using a null FF.
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Figure A1: Experimental paradigm for point‐to‐point movements.
(A) Point‐to‐point movements were to be aimed at the target but brought to rest at the target without robotic assistance.
Experiments had a training block consisting of positive force field (+FF) trials, negative FF (−FF) trials, or null trials (0‐FF) in which
the robotic manipulandum applied forces (black horizontal arrows) proportional to the movement velocity and directed
orthogonally to the movement direction. This training block was succeeded by a retention block of error clamp trials, where
forces were applied reactively with a virtual channel in order to effectively constrain motion to a predefined straight‐line path.
Zero‐error clamp (zEC) retention trials were always directed toward the target’s center, resulting in very low directional
variability. In contrast, variable error clamp (vEC) trials were directed along a different non‐zero angle on each trial and were
used to impose subtle directional variations (σ=2.6°) from one trial to the next during the retention period. The amount of
directional variability was matched to the statistics of late FF training, thereby reducing the context change from the training
environment. Note that the virtual channel used in point‐to‐point vEC trials faded over the next 100ms once the movement
reached 70% of the way to the target in order to preserve the corrective responses typically observed at the end of point‐to‐
point movements.
(B) Velocity profiles for shooting and point‐to‐point movements. Point‐to‐point movements display bell‐shaped velocity
profiles, whereas shooting movements reach maximum velocity near the target with profiles more like half bells. The
differences in these velocity profiles account for the different force profiles illustrated for the FF movements in Figure 1.1C vs
Figure A1A.
(C) Experiments 1.4‐1.6 were point‐to‐point movement analogs to the shooting movement experiments 1.1‐1.3. Each
experiment began with a training period of FF trials. For experiments 1.4 and 1.5, there were two subgroups (dark and light
colors), one training on +FF and the other training on −FF trials; both groups had the same retention periods. Experiment 1.4
had a vEC‐based retention period in which all subjects had the same pre‐selected sequence of errors. Note that the force field
strength (b) was controlled during the training blocks while the error clamp angle was controlled during the retention blocks.
Experiments 1.5 and 1.6 had retention periods based on zEC trials. Experiments 1.4 and 1.6 were performed in both the 90° and
270° directions, while experiment 1.5 was only performed in the 270° direction.
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A2: Variably directed error clamps reduce the salience of context changes in a
point‐to‐point movement retention block
Experiments 1.1 and 1.2 were repeated using the more widely‐studied point‐to‐point movement
paradigm. Experiment 1.4 used vEC movements during the retention block, analogous to experiment
1.1, and experiment 1.5 used zEC movements, analogous to experiment 1.2 (Figure A1). The vEC
manipulation was instituted similarly, with angles independently drawn from a Gaussian distribution
with a mean of 0° and a standard deviation of 2.6° (Figure A1). Compared to the zEC trials of experiment
1.5, the vEC trials of experiment 1.4 better matched the directional variability, reward frequency, and
trajectory curvature of the late training trials (Figure A2) in a manner similar to the shooting
movements. As in the shooting movements, there was no systematic change from training to EC trials in
intermovement consistency, measuring the similarity of subsequent movements (Shadmehr and Mussa‐
Ivaldi, 1994), nor in movement duration for the vEC experiment. However, unlike the shooting
movements, the point‐to‐point movement duration did change between late training and zEC trials
because the corrective movements were eliminated. Overall, the vEC‐based retention period behaved
similarly for point‐to‐point movements as it did for shooting movements, substantially reducing
performance differences between the training and retention periods in our data.
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Figure A2: Comparison of point‐to‐point movement characteristics during late training and early retention trials.
Lines connect the average values for the last 20 training trials and the first 20 retention trials for each subject in the point‐to‐
point movement experiments for the 5 movement characteristics that Vaswani and Shadmehr ((Vaswani and Shadmehr, 2013),
V&S) used: Directional Variability (Endpoint Standard Deviation in V&S) is the standard deviation of movement angle;
Probability of Reward is the observed reward frequency; Movement Duration is the time to the target; Intermovement
Consistency measures the similarity of consecutive movements (Shadmehr and Mussa‐Ivaldi, 1994); Trajectory Curvature
(Trajectory Deviation in V&S) measures the curvature of the movement, and is the sum of squared lateral deviations from the
straight path joining the start and end positions of that path. Subjects could use large differences in these characteristics
between the training and retention blocks, as quantified by the ratio of the last 20 training trials to the first 20 retention trials
(rightmost column), to detect changes in context between these blocks. As with the shooting movements in Figure 1.2, the
point‐to‐point vEC retention blocks better match the statistics of the training environment than their zEC analogs for all five
statistic, suggesting that the context change should be harder to detect. The values and ratios we observe are very similar to
those in reported V&S. Error bars show SEM.
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A3: Point‐to‐point learning and decay appear asymmetric across FF directions
but are unaffected by context change salience
As with the shooting movements, the vEC and zEC data appear similar in both learning and decay. A 3‐
way analysis of variance (retention period type × FF direction × movement type) reveals that the amount
decay is not affected by the presence of vEC vs zEC‐based retention periods (F(1,76)=0.13, p=0.72), despite
clear effects of positive versus negative FF directions (F(1,76)=109, p<10−15) and shooting vs point‐to‐point
movements (F(1,76)=9.32, p=0.003). Post hoc testing revealed significant decay in all the experimental
subgroups (all 8 combinations of vEC vs zEC retention, +FF vs −FF training, and shooting vs point‐to‐point
movements; p<0.02 in all cases). This indicates that vEC‐based context change masking failed to prevent
the decay of motor adaptation in our data.
Whereas shooting movements exhibited markedly asymmetric learning and correspondingly asymmetric
decay across FF directions (Figure 1.3), analogous point‐to‐point movement data from experiments 1.4
and 1.5 exhibited nearly symmetric learning but asymmetric decay (Figure A3). The vEC‐based
experiment 1.4 displayed nearly symmetric adaptation levels (0.74±0.01 vs 0.70±0.03 for the +FF and
−FF subgroups in the 270° direction and 0.78±0.02 vs 0.89±0.02 for +FF and −FF subgroups in the 90°
direction), as did the zEC‐based experiment 1.5, which was only performed in the 270° direction
(0.77±0.04 vs 0.77±0.04 for +FF and −FF, respectively). However, the decay was noticeably asymmetric
between the +FF and −FF subgroups in the 270° direction, with experiment 1.4 data displaying decay
levels of 0.39±0.06 and 0.97±0.06 for the +FF and −FF subgroups, and experiment 1.5 data displaying
similar decay levels of 0.29±0.08 and 0.75±0.05, again underscoring the importance of examining decay
in a balanced design with both +FF and −FF training that avoids selective sampling of these conditions.
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Figure A3: Raw learning and decay in point‐to‐point movements.
As with the shooting movements in Figure 1.3, the learning and decay curves for the vEC‐based experiment 1.4 data (90° in
orange, 270° in red) are similar to the zEC experiment 1.5 data (270° in blue). Compared to the zEC group, the vEC experiments
do not show attenuated decay amplitude, suggesting little effect of context change salience on decay. In both cases, the 270°
movements (red and blue) displayed asymmetric decay despite nearly symmetric learning for all groups.
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A4: Control referencing point‐to‐point movements reveals symmetric learning
and decay but no effect of context change salience
We performed a second control experiment (experiment 1.6; Figure A1), analogous to experiment 1.3
but with point‐to‐point movements, to provide references for the learning and retention curves for the
point‐to‐point data in experiments 1.4 and 1.5. Interestingly, control‐referencing this data had little
effect on the learning and retention curves in the cases where the raw data were fairly symmetric (all of
the learning periods as well as the retention period for the 90° vEC data (orange)). However, control‐
referencing substantially improved symmetry in the conditions with marked asymmetries between the
raw +FF and −FF data (the 270° reten on periods for the zEC and vEC data (red & blue)) (Figure A4B).
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Figure A4: Point‐to‐point learning and decay referenced to control data from a zero‐FF training episode.
(A) Top row: raw lateral force profiles for the +FF and −FF subgroups (darker and lighter colors, respec vely). Unlike the
shooting movement force profiles in Figure 1.4, the point‐to‐point force profiles are generally well‐captured by the adaptation
coefficient measure (black lines) during training. However, the late retention force profiles show a consistent bias toward
positive force, especially in the 270° direction. We performed a control experiment consisting of a 0‐FF “training” block and a
zEC retention block (experiment 1.6) to provide a baseline reference for adaptation and decay. Considering the force profiles
(colored traces in top row) relative to this baseline reference (gray traces in top row) reveals more symmetric adaptation and
decay between +FF and −FF condi ons for both training and reten on (colored traces in second row), as was found in the
shooting movements in Figure 1.4. This occurs because the baseline forces from experiment 1.6 are small except during the
270° retention period, which is the only condition in which the forces were asymmetric. Yet, the control‐referenced retention
data is not always well explained by the shape of the adaptation coefficient measure, so we quantified adaptation using an
integrated lateral force measure that is agnostic to the shape of the force profile.
(B) Like Figure A3, the control‐referenced vEC and zEC point‐to‐point data appear similar when quantified using integrated
lateral forces (red vs blue). However, here we also see symmetric learning and decay across +FF and −FF condi ons in both
experiments. As in the shooting movements in Figure 1.4, the strong decay apparent in both the +FF and −FF arms of the vEC
experiment is in contrast to reports of the vEC manipulation eliminating decay.
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A5: Control‐referenced adaptation quantified using the adaptation coefficient
measure for both shooting and point‐to‐point movements
Control‐referenced learning and decay quantified by the adaptation coefficient measure is similar to
control‐referenced learning and decay quantified using the integrated lateral force measure, as it was in
Figure 1.4 (shooting movements) and Figure A4 (point‐to‐point movements) (Figure A5). Learning and
decay remain similar between analogous vEC and zEC conditions and the control‐referencing does
increase the +FF vs −FF symmetry compared to Figures 1.3 and A3, though not as completely as in
Figures 1.4 and A4.
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Exp 1.4: vEC point-to-point movements
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Figure A5: Learning and decay referenced to control data but using the adaptation coefficient to quantify adaptation.
(A) Learning and decay for shooting movement experiments 1.1‐1.2 and point‐to‐point movement experiments 1.4‐1.5 after
control‐referencing and quantifying adaptation using the adaptation coefficient measure.
(B) Amount of learning, amount of decay, and decay fraction for this control‐referenced adaptation quantified using the
adaptation coefficient measure. Learning and decay were quantified in the same manner as in Figure 1.3. These results are
nearly as symmetric as the control‐referenced Figures 1.4 and A4, which use integrated lateral force to quantify adaptation, and
are much more symmetric than Figures 1.3 and A3, which are not control‐referenced and use the same adaptation coefficient
measure.
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A6: Individual‐level analysis of point‐to‐point movements indicates essentially
no systematic delay in decay onset
We examined the delay in the individual participant point‐to‐point data in the same way as in the
shooting data, by fitting exponential functions with unconstrained delay parameters to the error clamp
trials during the last 150 trials of the learning period (trials −150 to 0) and the entirety of the retention
period (trials 1‐325 in experiment 1.4 and trials 1‐410 in experiment 1.5).
We found similar results for the point‐to‐point movement data as for the shooting movement data, with
near‐zero median delays and no difference between the vEC and zEC conditions (Figure A6; medians of
experiments 1.4 (90° movements), 4 (270° movements), and 5 (270° movements) are −3.0 (p=0.432),
−6.5 (p=0.084), and 1.7 (p=0.625) respectively, p>0.1 for E4 (270°) vs E5 (270°)).
Exp 1.4 median = -4

Exp 1.5 median = 2
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Figure A6: Individual‐level analysis of decay onset time.
Delay parameter estimates for experiments 1.4 and 1.5 are centered near zero with some positive and some negative
estimated delays. The vEC condition (experiment 1.4) does not show more delay than the zEC condition (experiment 1.5),
despite the masked context change that should make this change take longer to detect. These results are consistent with the
shooting movements in Figure 1.6.
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Appendix B:
Supplementary Materials for Chapter 2

B1: Regressions using experiments 2.6 and 2.8
A Individuals with 500 day-2 EC decay trials
corroborate the regression analysis
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Figure B1: Regression analysis using experiments 2.6 & 2.8
Experiment 2.1 had 100 EC decay trials on day 2 and experiments 2.2‐2.5 had 119 EC decay trials on day 2. While this was likely
enough to observe the majority of the day‐2 decay, it is possible that the day‐2 decay was not fully complete. What we labelled
24h FS could then include a small amount of 24h FL, partially confounding the regression analysis in Figure 2.3 and the matching
analysis in Figure 2.4. Notably, the experimental results in Figure 2.5 depend only on experiments with 500 EC decay trials on
day 2, so are not affected.
Here, we address whether the inter‐individual regression analyses change when day 2 has 500 EC trials, enough to reach an
asymptote. We repeated the regression analyses in Figure 2.3 using experiments 2.6 and 2.8, which had 500 EC decay trials on
day 2. We could not use experiment 2.7 because there was no decay period on day 1, so we could not estimate the regressors,
day‐1 FL and day‐1 FS, in individual participants. We perform two sets of regressions on experiments 2.6 and 2.8: one set uses
trials 401‐500, which gives a stable estimate of the day‐2 decay asymptote; the other set uses trials 90‐119 to compute day‐2 FS
and day‐2 FL, the same as experiments 2.2‐2.5 and similar to experiment 2.1, which used trials 71‐100. These two sets of
regressions show the effect of using the earlier day‐2 trials within the same dataset.
Figure B1 (Continued)
(a) The left column shows the regressions using experiments 2.1‐2.5, with day‐2 FS and day‐2 FL estimated using the last 30
trials available (trials 71‐100 for experiment 2.1, trials 90‐119 for experiments 2.2‐2.5). These plots are copied from Figure 2.3.
The middle column shows the same regressions using experiments 2.6 and 2.8, estimating day‐2 FS and day‐2 FL using trials 90‐
119. The right column uses the same dataset as the middle column but extends the decay period all the way to 500 trials,
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estimating day‐2 FS and day‐2 FL on trials 401‐500 when the day‐2 asymptote has been reached. All three columns show the
same effects as Figure 2.3. Notably, the middle and right columns are very similar, despite the fact that the middle column
estimated day‐2 FS and day‐2 FL before the decay was fully complete. Note that the top panel is identical for the middle and
right columns because 24h TS does not depend on which trials are used to estimate 24h FS. In the middle column, FS predicts
24h TS (coeff = 0.68, 99% interval: [0.45, 0.91]) and 24h FS (coeff = 0.77, 99% interval [0.55 0.99]) but its effects on 24h FL were
not discernable (coeff = −0.09, 99% interval [−0.32 0.15]) and significantly smaller (p<10−5), while FL predicts 24h TS (coeﬀ =
0.11, 99% interval: [0.02, 0.20]) and 24h FL (coeff = 0.15, 99% interval [0.05 0.24]) but its effects on 24h FS were not discernable
(coeff = −0.04, 99% interval [−0.13 0.05]) and significantly smaller (p=0.002). Analogously, in the right column, FS predicts 24h
TS (coeff = 0.68, 99% interval: [0.45, 0.91]) and 24h FS (coeff = 0.64, 99% interval [0.41 0.87]) but its effects on 24h FL were not
discernable (coeff = 0.04, 99% interval [−0.28 0.36]) and significantly smaller (p=0.003), while FL predicts 24h TS (coeﬀ = 0.11,
99% interval: [0.02, 0.20]) and 24h FL (coeff = 0.15, 99% interval [0.02 0.27]) but its effects on 24h FS were not discernable
(coeff = −0.04, 99% interval [−0.13 0.05]) and smaller (p=0.02).
(b) We strongly believed TL would not contribute to a 24h memory since it decays within 60s (which is less than 0.1% of 24h),
but we always included it in the regressions presented in the main text to give it a fair chance. However, including it in the
regressions carries a cost: since it is correlates with FS and FL, it reduces our certainty in those parameter estimates even if it is
not related to the 24h quantities. For Figure 2.3, this cost was low because, with 100 participants and only weak correlations
between the predictors, we had high certainty in the parameter estimates. But with experiments 2.6 and 2.8, including TL
carries a higher cost since we have fewer participants and correspondingly less certain parameter estimates. Given this cost,
our belief that TL should not contribute to 24h retention, and the evidence thus far that it does not contribute to 24h
memories, we repeated the regressions from panel (a) without TL. As expected, removing TL from the regressions improved the
certainty in the parameter estimates in all conditions. Whether using experiments 2.1‐2.5, experiments 2.6‐2.8 with trials 90‐
119 for the day‐2 decay asymptote, or experiments 2.6 & 2.8 with trials 401‐500 for the day‐2 decay asymptote, the pattern of
results remains the same. Day‐1 FS contributes to 24h FS (left FS=0.80, [0.65 0.95]; middle FS=0.79, [0.56 1.01]; right FS=0.64,
[0.41 0.86]) but its effects on 24h FL were not discernable (left FS=0.01, [−0.12 0.15]; middle FS=−0.08, [−0.31 0.15]; right
−11
−6
FS=0.07, [−0.25 0.39]) and significantly smaller (le p<10 ; middle p<10 ; right p=0.004). Conversely, day‐1 FL contributes to
24h FL (left FL=0.19, [0.13 0.24]; middle FL=0.16, [0.10 0.22]; right FL=0.20, [0.11 0.29]) but its effects on 24h FS were not
discernable (left FL=−0.02, [−0.09 0.04]; middle FL=0.00, [−0.06 0.06]; right FL=−0.04, [−0.10 0.02]) and significantly smaller (left
p<10−5; middle p<10−3; right p<10−4). Additionally, 24h TS displayed significant contributions from FS (coeff, 99% intervals: left
FS=0.82, [0.69, 0.94]; middle FS=0.71, [0.47, 0.94]; right FS=0.71, [0.47, 0.94]) and FL (left FL=0.16, [0.11, 0.22]; middle FL=0.16,
[0.10, 0.22]; right FL=0.16, [0.10, 0.22]).
Overall, the three columns are remarkably similar. The similarity between columns 1 and 3 shows that the regression analyses
from experiments 2.1‐2.5 are replicated in the data from experiments 2.6 and 2.8, where measurements that split day‐2 TS into
day‐2 FS and day‐2 FL are made far after a decay asymptote is reached. Moreover, the similarity between columns 2 and 3
shows that trials 90‐119 are a good approximation of an individual’s eventual decay asymptote for the purposes of these
regressions. These results suggest the regression analysis presented in Figure 2.3 was not strongly affected by incomplete decay
on day 2. Error bars represent 99% confidence intervals.
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B2: Normalizing experiment 2.5 by its own ideal force
In the main text, we normalized experiment 2.5 by the same ideal force as all the other experiments so
that the magnitudes of the memories would be comparable, regardless of the training used to create
the memory. However, we could also normalize the adaptive response to the ideal adaptive response
from training, which was lower for experiment 2.5 (7.5Ns/m) than for all the other experiments
(15Ns/m). Then, experiment 2.5 learned 86% of its ideal, and compared to experiments 2.1‐2.2, this
corresponds to increased FS (+101%, p=0.02), and only small decreases in FL and TL (FL=−17%, p=0.12;
TL=−16%,p=0.36). However, changing the normaliza on in experiment 2.5 has very little effect on the
results for the regression analyses of individual differences. As in the main text analysis, Day‐1 FS to
contributes to 24h FS (coeff = 0.82, 99% interval [0.68, 0.96]) and has no discernable effect on 24h FL
(coeff = 0.02, 99% interval [−0.10, 0.14]). Also agreeing with the mian text analysis, day‐1 FL contributes
to 24h FL (coeff = 0.22, 99% interval [0.15, 0.30]) and has no discernable effect on 24h FS (coeff = −0.06,
99% interval [−0.15, 0.03]). Day‐1 TL does not significantly contribute to any of 24h TS (coeff = 0.00, 99%
interval [−0.19, 0.20]), 24h FS (coeff = 0.14, 99% interval [−0.09, 0.38]), or 24h FL (coeﬀ = −0.14, 99%
interval [−0.35, 0.07]). Addi onally, as in the main text analysis, day‐2 TS (which is composed of both
day‐2 FL and day‐2 FS) continues to display significant contributions from both day‐1 FS (coeff = 0.84,
99% interval [0.72, 0.96]) and day‐1 FL (coeff = 0.16, 99% interval [0.09, 0.24]).
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