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Functional	Polypharmacology	in	Gene	Focused	Drug	Discovery	

	

Abstract	
The	disciplines	of	 small	molecule	drug	discovery	and	chemical	genetics	are	highly	

related	in	that	they	both	study	the	effect	of	small	molecules	on	biological	systems,	but	also	

differ	in	intention.	Drug	discovery	aims	to	find	disease	mitigating	substances,	while	chemical	

biology	 ultimately	 aims	 to	 increase	 our	 knowledge	 of	 biology.	 Despite	 this	 difference	

however,	both	chemical	genetics	and	targeted	drug	discovery	have	focused	on	selectivity	of	

small	molecules	to	assess	the	quality	of	their	molecules	and	infer	likelihood	of	success.		

	 The	logic	for	pursuing	selectivity	in	chemical	genetics	is	that	a	truly	specific	in	that	it	

binds	to	a	single	protein,	the	phenotypic	changes	observed	when	using	this	molecule	can	be	

attributed	to	the	function	of	this	protein.	In	this	case,	selectivity	can	be	seen	as	a	runner-up	

or	best	alternative	of	specificity.	In	drug	discovery,	selectivity	became	key	as	the	practice	of	

targeted	drug	discovery,	which	approaches	therapeutics	from	a	‘one	disease,	one	gene,	one	

drug’	angle.	In	targeted	drug	discovery,	selectivity	is	regarded	as	indicative	for	the	likelihood	

of	side-effects	associated	with	therapeutic	drugs	–	the	more	selective	a	drug	candidate,	the	

lower	the	likelihood	of	a	no	side-effect	effective	therapeutic.	

	 This	thesis	focuses	on	various	aspects	of	small	molecule	selectivity.	Throughout	the	

chapters	I	review	how	selectivity	of	small	molecules	became	a	concept	that	was	important	

to	medicinal	chemists	and	molecular	biologists	in	drug	discovery.	I	assess	the	selectivity	of	

currently	 available	 small	 molecules	 in	 a	 data-driven	 manner.	 I	 develop	 metrics	 that	

accurately	describe	diverse	biological	properties	of	small	molecules	in	a	data	driven	fashion	
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and	use	this	to	improve	compound	selection	for	initial	screening	of	small	molecules	as	well	

as	biological	conclusions	drawn	from	these	studies.	Ultimately,	I	investigate	whether	the	lack	

of	 specificity	 often	 found	 in	 approved	 therapeutic	 drugs	 could	 be	 advantageous	 to	 their	

efficacy	for	which	I	compare	drug	targets	that	are	inhibited	concomittedly	to	the	modular	

patterns	in	genomic	functional	redundancy.	Lastly,	in	the	final	chapter,	I	propose	how	the	

findings	 described	 in	 this	 thesis	 can	 be	 incorporated	 in	 future	 studies	 in	 both	 chemical	

genetics	and	drug	discovery.	
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“maar	we	zouden	niet	vergeten	dat	

we	hebben	gelachen,	gelachen	hebben	

we	veel	en	dat	zal	ik	niet	vergeten	

want	we	hebben	gelachen	en	veel	hè?	

en	dat	zullen	we	nooit	vergeten	omdat		

we	zoveel	gelachen	hebben	en	dat	

niet	vergeten	tjongejonge	wat	hebben	we	gelachen	

en	niet	en	nooit	vergeten	dat	we	zo	

hebben	gelachen	omdat	we	samen	waren	

en	zoveel	gelachen	hebben	dat	we	

het	nooit	zullen	vergeten”	

 

 

–	Bert	Schierbeek.	(from:	Deur,	De	bezige	bij,	Amsterdam,	2003)	
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Chapter	One	

A	rationale	for	functional	polypharmacology	
	

The	disciplines	of	small	molecule	drug	discovery	and	chemical	biology	are	highly	related	as	

they	both	study	the	effect	of	small	molecules	on	biological	systems.	However,	they	also	differ	

in	 intention	 such	 that	 drug	 discovery	 aims	 to	 find	 disease	 mitigating	 substances,	 while	

chemical	biology	ultimately	aims	to	increase	our	knowledge	of	biology	(Arrowsmith	et	al.,	

2015a).	In	this	chapter,	I	discuss	selectivity,	topic	chemical	biology	and	drug	discovery	has	

started	 to	 diverge.	 I	 will	 discuss	 some	 of	 the	 environments	 in	 which	 concepts	 of	 ‘ideal	

selectivity’	were	generated	and	how	this	concept	has	been	reinterpreted	throughout	time.	

 

The	foundations	of	specificity:	a	magic	bullet	

The	“magic	bullet”	concept,	originating	from	Paul	Ehrlich	(Schwartz,	2004),	entails	the	desire	

to	treat	diseased	individuals	without	side	effects.	The	concept	of	the	magic	bullet	developed	

around	 a	 time	when	 infectious	 diseases	were	 on	 the	 foreground	 of	medicine	 and	 curing	

infections	was	understood	to	be	a	major	breakthrough	if	successful.	Besides	this	pressing	

unmet	 need,	 the	 rise	 of	 the	 synthetic	 dyestuff	 industry	 in	 Germany	 became	 another	

component	 to	 lead	 Ehrlich	 towards	 his	 biological	 insights.	 Together	with	 his	 colleagues,	

Ehrlich	began	to	stain	animals	 in	vivo	with	a	variety	of	synthetic	dyes	and	observed	that,	

depending	on	the	chemical	properties	of	the	dye	(such	as	pKa,	solubility	and	reactivity	with	

oxygen),	certain	dyes	would	specifically	stain	particular	tissues	(Travis,	1989,	2008).	From	

the	observation	that	chemicals	exert	a	degree	of	specificity	in	staining	patterns,	Ehrlich	not	
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only	inferred	that	it	may	be	possible	to	synthesize	a	chemical	that	only	stains	an	infectious	

microbe,	but	also	understood	that	dyeing	was	mediated	by	chemical	binding	of	the	dyestuff	

to	the	tissue	and	reasoned	that	it	is	the	chemical	structure	of	the	dye	that	dictates	its	binding	

properties	(Travis,	2008).	As	such,	Ehrlich	came	up	with	the	concept	of	the	magic	bullet;	a	

chemical	substance	that	only	binds	the	infectious	agents	while	leaving	host	tissue	unaffected.	

This,	 in	 turn,	would	make	a	magic	bullet	a	drug	without	 side	effects.	With	his	 concept	of	

‘chemotherapy’	 (at	 the	 time	 indicating	 therapy	 in	 the	 form	 of	 synthetic	 chemicals),	 Paul	

Ehrlich	 not	 only	 made	 a	 major	 contribution	 to	 the	 fundamentals	 of	 structure	 activity	

relationships,	but	also	 laid	 the	 fundaments	 for	 the	notion	 that	 side-effects	of	drugs	come	

from	off-target	binding.	

	 Studying	 aniline	 analogs	 to	 treat	 syphilis,	 Paul	 Ehrlich	 and	 Sahachiro	 Hata	 found	

chemical	No.	418,	the	418th	modification	of	the	starting	material	the	researchers	examined,	

to	be	efficacious	 in	both	rabbits	and	humans.	However,	when	the	compound	was	used	to	

treat	a	 larger	population	of	humans,	a	subset	of	patients	went	blind	shortly	after	starting	

therapy	 (1910a).	With	 this	 finding,	 Ehrlich	 and	Hata	went	 back	 to	 the	 lab	 until	 No.	 606	

(Salvarsan)	was	synthesized	and	found	to	be	efficacious	and	safe	in	both	rabbits	and	humans.	

The	new	syphilis	therapy	was	announced	as	a	‘specific’	when	the	news	of	Salvarsan’s	efficacy	

reached	the	United	States	(1910b).	

	 The	story	of	Salvarsan	illustrates	a	chemistry	centric	approach	in	which	the	starting	

point	of	a	therapeutic	 journey	is	a	chemical	with	some	desired	biological	properties.	This	

lead	compound	would	be	modified	and	tested	until	it	meets	therapeutic	criteria,	a	practice	

which	became	common	in	drug	discovery	(Janssen,	1986).	Some	of	the	biologically	active	

starting	materials	were	endogenous	ligands	found	in	perfusion	fluids	from	various	organs,	
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while	others	were	exogenous	chemicals	with	known	bioactivity.	For	example,	Paul	Janssen	

led	 a	 research	 team	 to	modify	 fentanyl,	 a	 powerful	 analgesic	with	 a	 strong	 side	 effect	 of	

obstipation.	Janssen	instructed	his	team	to	modify	fentanyl	in	such	a	way	that	its	narcotic	

effect	disappeared,	so	that	its	obstipation	side	effect	could	be	used	for	treating	diarrhea	–	an	

effort	that	resulted	in	Loperamide	(Stokbroekx	et	al.,	1973).		The	‘chemo-centricity’	of	the	

early	20th	century	even	went	as	far	as	to	define	and	categorize	receptors	based	on	the	small	

molecules	 binding	 to	 them.	 For	 instance,	 several	 chemical	 analogs	 of	 adrenaline	 led	

Raymond	 Ahlquist	 to	 subdivide	 the	 adrenaline	 receptors	 in	 alpha	 and	 beta	 subtypes	

(Ahlquist,	1948).	Perhaps	even	more	explicit	were	the	acetylcholine	receptors	which	were	

named	after	their	exogenous	agonists,	muscarine	and	nicotine,	even	though	the	muscarinic	

and	nicotinic	receptors	later	turned	out	to	belong	to	different	protein	families;	the	GPCR	and	

the	 ligand	 gated	 ion	 channel	 receptor	 family,	 respectively	 (Burgen,	 1989;	 Langley,	 1905;	

Papke,	2018;	Schmiedeberg,	1869).	The	practice	of	defining	receptors	based	on	what	bound	

to	 them	opened	up	some	rationale	of	molecular	 specificity	outside	of	 infectious	diseases,	

however,	common	language	seems	to	emphasize	the	specificity	of	the	receptor,	rather	than	

the	specificity	of	the	chemical.		

 

A	‘target	first’	approach	–	second	generation	magic	bullets	

The	rise	of	molecular	biology	in	the	second	half	of	the	20th	century	brought	a	mechanistic	

understanding	of	many	pathologies	at	 the	molecular	 level,	which	also	 led	 to	a	breadth	of	

newly	identified	potential	therapeutic	targets	(Drews,	2000).	Biochemistry,	in	the	meantime,	

had	developed	elegant	techniques	for	cloning	and	recombinant	expression	of	isolated	genes,	

making	it	possible	to	test	more	lead	molecules	in	simplified	assays	–	eventually	leading	to	
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high	throughput	screening	methods	in	which	thousands	or	millions	of	compounds	can	be	

assayed	for	their	affinities	towards	a	particular	target	(Drews,	2000;	Lombardino	and	Lowe	

Iii,	 2004).	 A	 third	 power	 that	 enabled	 the	 transition	 of	 drug	 discovery	 practice	 from	

chemocentric	 to	 ‘target	 first’	 was	 genomics,	 followed	 suit	 by	 other	 -omics	 disciplines	

(Chanda	and	Caldwell,	2003;	Emilien	et	al.,	2000;	Manzoni	et	al.,	2018).	However,	finding	a	

hit	molecule	that	binds	to	the	protein	is	not	a	given.	To	increase	the	chances	of	finding	hit	

molecules,	 larger	compound	 libraries	were	assayed.	 	 	One	of	 the	 inventions	to	enable	 the	

synthesis	of	such	libraries	was	combinatorial	chemistry	–	a	method	to	semi-automatically	

design	 a	multitude	 of	 analogs	 from	 a	 few	modular	 components	 (Hogan,	 1996;	 Kodadek,	

2011).	

	 A	great	success	story	from	the	early	targeted	drug	discovery	era	is	the	development	

of	imatinib	for	the	treatment	of	chronic	myelogenous	leukaemia	(CML).	CML	was	one	of	the	

first	 human	 cancers	 to	 be	 associated	 with	 a	 specific	 genetic	 change;	 the	 reciprocal	

translocation	between	chromosomes	9	and	22	resulting	in	the	expression	of	the	BCR-ABL	

kinase,	which	is	constitutively	active	(Capdeville	et	al.,	2002).		BCR-ABL	is	expressed	in	95%	

of	 CML	 patients,	 is	 sufficient	 to	 cause	 the	 disease	 and	may	 represent	 the	 sole	molecular	

abnormality	in	early	disease	(Druker	and	Lydon,	2000).	Enzymatic	and	cellular	assays	were	

available	 to	 screen	compounds	 for	 inhibition	of	 the	BCR-ABL	kinase,	which,	 after	 several	

optimization	steps,	ultimately	led	to	imatinib’s	structure.	Developing	imatinib	as	a	drug	faced	

several	other	hurdles,	however,	since	a	kinase	inhibitor	had	not	been	developed	as	a	drug	

before.	Not	only	was	it	thought	that	kinase	inhibitors	would	have	many	off-targets	due	to	the	

high	sequence	similarity	of	the	ATP	binding	pocket,	there	was	also	a	concern	of	market	size	

as	the	number	of	patients	newly	diagnosed	with	the	specific	BCR-ABL	fusion	gene	is	only	
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4500	per	year	in	the	U.S.	–	much	lower	than	the	number	of	new	cancer	patients	that	could	be	

treated	with	 cytotoxic	 or	 cytostatic	 chemotherapy	 that	was	 standard	 of	 care.	 Because	 of	

these	perceived	downsides,	a	substantial	effort	was	needed	to	convince	senior	management	

to	continue	 imatinib’s	development	 (Dreifus,	2009).	Nevertheless,	 the	drug	was	 tested	 in	

patients	 and	 showed	 a	 complete	 cytogenetic	 response	 in	 73.8%	 and	 a	 complete	

haematological	 response	 in	 95.3%	 of	 patients,	 who	 also	 reported	 better	 quality	 of	 life	

compared	to	cytarabine	and	interferon	therapy,	leading	to	its	approval	in	2001	(Iqbal	and	

Iqbal,	2014).	Additionally,	it	turned	out	that	another	target	of	imatinib,	KIT,	is	mutated	in	85-

95%	 of	 gastrointestinal	 stromal	 tumors	 (GIST)	 for	 which	 imatinib	 was	 subsequently	

approved	(Dagher	et	al.,	2002).	

	 The	improvement	in	response	rate,	progression	free	survival	and	quality	of	life	for	

general	cytostatic	chemotherapy	such	as	cytarabine	compared	to	targeted	therapy	such	as	

imatinib,	 led	 to	 a	 renewed	 interpretation	 of	 the	 magic	 bullet	 concept.	 It	 was	 a	

straightforward	analogue	to	Ehrlich’s	theory	on	infectious	diseases	that	a	compound	which	

only	affects	cancer	cells	and	not	the	healthy	‘host’	tissue	would	cure	cancer	without	toxicities.	

However	–	unlike	infectious	diseases	in	Ehrlich’s	time	–	cancer	and	its	host	have	tremendous	

overlap	in	their	genetic	makeup,	which	eliminates	almost	everything	but	genetic	changes	in	

cancer	(such	as	BCR-ABL)	as	potential	targets.	This	meant	that	a	magic	bullet	would	be	a	

chemical	substance	binding	 the	genetic	aberration,	which	 is	not	present	 in	healthy	 tissue	

resulting	that	healthy	tissue	remains	unaffected.	As	such,	the	magic	bullet	concept	became	

synonymous	with	 specific	 binding	 of	 a	 small	 molecule	 to	 a	 pre-identified	 target;	 soon	 a	

popular	approach	for	drug	development	in	cancer	(Zhang	et	al.,	2009).	
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Diminishing	returns	

Despite	the	great	successes	that	targeted	therapies	have	brought	to	bear,	developing	them	

comes	with	 several	 hurdles.	 For	 instance,	 designing	 a	 truly	 specific	 small	molecule	 for	 a	

single	gene	has	proven	to	be	a	major	challenge	and	hence,	many	drugs	and	clinical	candidates	

exhibit	 polypharmacology	 or	 ‘off-target’	 binding,	 which	 can	 lead	 to	 clinical	 failure	

(Arrowsmith	 et	 al.,	 2015a;	 Cook	 et	 al.,	 2014;	 Klaeger	 et	 al.,	 2017;	Workman	 and	 Collins,	

2010a).	Another	major	challenge	in	the	targeted	drug	discovery	is	choosing	the	target	for	

which	to	develop	chemical	matter.	For	example,	a	classic	practice	to	identify	potential	targets	

in	 cancer	 is	 through	 the	 examination	 of	 genetic	 profiles	 of	 patient	 cohorts	 (Hutter	 and	

Zenklusen,	2018)	looking	for	mutations,	translocations	or	overexpression	of	certain	genes.	

These	potential	gene-targets	can	be	validated	on	a	functional	level	through	genetic	knock-

out,	knock-down	or	overexpression	in	in	vitro	or	in	vivo	models	(Hughes	et	al.,	2011).	While	

this	 type	 of	 validation	 may	 have	 great	 impact	 on	 our	 biological	 understanding	 of	 gene	

function,	it	may	not	equal	clinical	target	validation	(Druker	and	Lydon,	2000).	That	is,	the	

evidence	 that	 a	 certain	 genetic	 aberration	 is	 present	 in	 cancerous	 tissue	 and	 functional	

assays	with	the	same	aberration	influence	cancer	in	a	lab	model,	does	not	necessarily	mean	

the	cancer	will	be	responsive	to	inhibiting	that	aberration.		

	 The	hurdles	of	target	validation	and	compound	selectivity	in	the	targeted	paradigm	

seem	 to	 be	 reflected	 in	 the	 success	 and	 failure	 rates	 across	 the	 full	 drug	 development	

pipeline.	Several	root	cause	analyses	of	failure	in	clinical	development	report	efficacy	to	be	

the	 main	 reason	 for	 development	 failure	 overall	 with	 toxicity	 as	 a	 close	 runner-up	

(Arrowsmith	 and	Miller,	 2013;	 Cook	 et	 al.,	 2014).	Within	 those	 efficacy	 failures	 65%	 of	

projects	where	 found	 to	 fail	 due	 to	 “insufficient	 linkage	between	 the	 target	 and	disease”	
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(Cook	et	 al.,	 2014).	Other	analyses	 looked	at	drugs	 that	 successfully	made	 it	 through	 the	

approval	pipeline	and	found	that	only	34-58%	of	all	first-in-class	small	molecule	drugs	were	

developed	 with	 targeted	 drug	 discovery	 –	 depending	 on	 time	 window	 of	 analysis	 and	

definition	of	‘targeted	discovery’	(Eder	et	al.,	2014;	Swinney	and	Anthony,	2011).	However,	

66%	of	 the	 follower	drugs	are	developed	 through	 targeted	drug	discovery	 (Swinney	and	

Anthony,	2011).	Some	analysts	have	argued	that	the	practice	of	targeted	drug	discovery	is	

responsible	 for	 the	 increase	 in	cost	per	approved	drug	(Sams-Dodd,	2005;	Scannell	et	al.,	

2012).	Overall,	this	seems	to	indicate	that	the	targeted	drug	discovery	paradigm	may	not	be	

the	best	suitable	for	drug	discovery	as	a	whole.	

	

Polypharmacology	and	its	basis	in	functional	redundancy	

In	the	21st	century,	continuing	developments	in	genetics	and	systems	biology	provided	more	

comprehensive	biological	rationales	 for	drug	mechanism	of	action	(MOA)	than	the	 ‘single	

gene	single	drug’	approach	in	the	early	targeted	era.	A	major	influence	of	systems	biology	on	

drug	discovery	was	a	move	away	from	single	gene	aberrations	to	instead	consider	networks	

of	proteins.	The	understanding	became	that	inhibitors	of	oncogenes	not	only	influence	their	

direct	target,	but	also	the	other	nodes	in	the	network	in	which	the	target	is	involved	(Ágoston 

et al., 2005; Hopkins, 2008; Kitano, 2007).	The	concept	of	network	‘robustness’	was	introduced	

to	explain	why	sometimes	completely	blocking	one	node	has	a	less	robust	effect	than	weak	

blockage	of	several	nodes.	The	disease	areas	favored	by	‘network’	approaches	were	initially	

assumed	to	be	 those	diseases	where	a	multitude	of	genes	underlie	 the	pathology	such	as	

mood	disorders	(Roth	et	al.,	2004),	but	was	later	also	incorporated	in	oncology	(Whitehurst	

et	al.,	2007).	
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What	 seemingly	 made	 the	 switch	 for	 oncology	 to	 become	 interested	 in	 protein	

networks	was	both	 the	notion	of	 resistance	and	 the	observation	 that	patients	often	need	

combination	therapy	to	achieve	clinical	results	(Han	et	al.,	2017;	Whitehurst	et	al.,	2007).	

Combination	 therapy	 is	 often	 explained	 by	 the	 phenomenon	 synthetic	 lethality,	 which	

assumes	 that	 blocking	 one	 target	 alters	 the	 cell	minimally,	 but	 it	 sensitizes	 the	 cell	 to	 a	

second	blockage	of	another	protein	node.	Blocking	this	second	protein	will	now	be	lethal	to	

the	cell	even	though	it	would	not	have	been	by	itself.	However,	whether	this	explanation	fits	

the	current	clinical	data	is	still	debated	(Palmer	and	Sorger,	2017).	The	genetic	counterpart	

of	synthetic	lethality	is	epistasis;	the	phenomenon	that	one	genetic	alteration	influences	the	

effect	of	the	second	genetic	alteration.	For	this,	genetic	alterations	typically	are	mutations,	

knock-downs	or	knock-outs	(Du	et	al.,	2017;	Han	et	al.,	2017;	Phillips,	2008).		Interestingly,	

several	research	teams	found	that	epistatic	gene-pairs	can	be	organized	in	modules,	so	that	

each	module	consists	of	a	set	of	genes	that	are	functionally	redundant	(Beltrao et al., 2010; 

Du et al., 2017; Segrè et al., 2005).	As	 such	one	 can	 speculate	 that	 each	module	 creates	a	

cellular	function	that	is	encoded	several	times,	and	that	the	cellular	function	is	blocked	when	

sufficient	members	of	a	module	are	blocked.	

	 While	these	state-of-the-art	theories	from	genetics	and	systems	biology	are	great	for	

generating	rationales	that	explain	why	a	certain	therapeutic	small	molecule	does	or	does	not	

work,	 they	do	not	 lend	themselves	 to	a	straightforward	practical	 implementation	 in	drug	

discovery.	At	 the	 current	 time,	 at	 least	 four	 strategies	 to	 incorporate	our	more	advanced	

understanding	beyond	the	‘single	gene	single	drug’	fallacy:	(i)	researchers	can	be	informed	

by	pre-defined	protein	networks	to	choose	the	polypharmacology	they	want	incorporated	

(Hopkins,	2008);	(ii)	researchers	can	fall	back	to	the	‘chemocentric’	approach	as	it	was	in	
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place	in	the	time	of	Ehrlich,	however	some	modern	tools	would	allow	us	to	go	faster	through	

the	optimization	steps	and	would	allow	to	characterize	the	binding	profile	of	compounds		

(Wermuth,	 2004);	 (iii)	 researchers	 could	 find	 ‘master	 regulators’	 –	 the	 nodes	within	 the	

signaling	network	 that	 have	no,	 or	minimal	 redundancy	 and	develop	 inhibitors	 for	 them	

(Boboila	et	al.,	2018);	(iv)	researchers	could	initially	assume	no	epistasis	between	targets	of	

small	molecules,	assume	all	targets	are	known	for	the	compounds	they	work	with	and	use	

elastic	net	regulation	to	narrow	down	the	target	or	targets	that	are	truly	needed	to	observe	

the	phenotype	of	interest	(Gujral	et	al.,	2014).	Of	these,	two	were	subsequently	used	to	solve	

complex	polypharmacology	cases;	Dar	and	colleagues	showed	a	chemocentric	approach	in	

an	whole	animal	drosophila	model	with	which	they	found	that	inhibiting	Ret,	Raf,	Src	and	

S6K	gave	optimal	antineoplastic	effect,	while	adding	Tor	led	to	toxicity	(Dar	et	al.,	2012a);	

Besnard	and	colleagues	showcased	the	automated	design	of	compounds	with	a	target	profile	

that	was	previously	identified	using	protein	networks	(Besnard	et	al.,	2012).	

	

Discussion	

The	concept	of	an	ideal	small	molecule	drug	has	changed	very	little	since	the	beginning	of	

modern	 drug	 discovery;	 we	 search	 for	 a	 chemical	 entity	 that	 restores	 the	 pathology	

phenotype	 back	 to	 its	 native	 state	 without	 causing	 side-effects.	 Molecules	 falling	 in	 this	

category	are	worthy	of	a	 “magic	bullet”	designation.	The	molecular	view	of	what	a	magic	

bullet	 entails,	however,	has	 changed	drastically	as	our	knowledge	on	human	biology	and	

pathophysiology	progressed.	This	in	turn	has	also	majorly	influenced	what	we	perceive	as	

an	acceptable	assay	to	screen	for	potential	therapeutic	drugs.	Throughout	this	thesis	I	will	

present	my	work	on	polypharmacology,	chemical	biology	and	drug	discovery.	I	will	look	at	
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selectivity	and	efficacy	data	of	approved	drugs,	clinical	compounds,	and	preclinical	probes;	I	

will	discuss	the	types	of	data	that	have	been	collected	on	small	molecules	and	propose	how	

we	can	use	this	data	to	optimally	use	all	the	information	available	to	us;	I	will	discuss	how	

polypharmacology	relates	to	gene	redundancy	and	give	a	few	examples	of	methods	to	use	

the	richness	of	phenotypic	screens	available	to	us.	
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Chapter	two	

Cheminformatics	tools	for	analyzing	and	designing	

optimized	small	molecule	libraries	
	

Abstract		

Libraries	 of	 well-annotated	 small	 molecules	 have	 many	 uses	 in	 chemical	 genetics,	 drug	

discovery	and	therapeutic	repurposing.	Many	such	libraries	have	become	available,	but	few	

data-driven	 approaches	 exist	 to	 compare	 these	 libraries	 and	 design	 new	 ones.	 	 In	 this	

chapter,	we	 describe	 an	 approach	 to	 scoring	 and	 creating	 libraries	 based	 on	 public	 data	

(which	 is	 often	 incomplete)	 on	 binding	 selectivity,	 target	 coverage	 and	 induced	 cellular	

phenotypes	as	well	as	chemical	structure,	stage	of	clinical	development	and	user	preference.	

The	approach,	implemented	as	R	software	and	a	Web-accessible	tool,	also	assembles	small	

sets	of	compounds	(typically	2-8)	that	target	a	protein	of	interest	while	having	the	lowest	

possible	 off-target	 overlap.	 Analysis	 of	 six	 kinase	 inhibitor	 libraries	 using	 our	 approach	

reveals	 dramatic	 differences	 among	 them,	 leading	 us	 to	 design	 a	 new	LSP-OptimalKinase	

library	that	outperforms	previous	collections	in	terms	of	target	coverage	and	compact	size.	

We	also	assemble	a	mechanism	of	action	library	that	optimally	covers	1852	targets	in	the	

druggable	genome.	Using	our	tools,	individual	research	groups	and	companies	can	quickly	

analyze	private	compound	collections,	public	 libraries	can	be	updated	based	on	the	latest	

data	 and	 the	 confounding	 effects	 of	 off-target	 activities	 minimized	 in	 chemical	 genetic	

studies.	

	



 

 12 

Introduction		

The	 size	 and	 diversity	 of	 small	molecule	 libraries	 is	 an	 important	 design	 criterion:	 large	

libraries	make	it	possible	to	explore	a	greater	fraction	of	chemical	space,	but	assays	must	be	

high	throughput	and	thus,	relatively	simple.	The	use	of	small	libraries	makes	it	feasible	to	

perform	complex	phenotypic	assays,	thoroughly	study	dose-response	relationships,	screen	

drug	combinations	and	identify	conditions	that	promote	sensitivity	and	resistance	(Fallahi-

Sichani	et	al.,	2017;	Griner	et	al.,	2014;	Inglese	et	al.,	2006;	Jones	et	al.,	2016;	Lemieux	et	al.,	

2011;	Niepel	et	al.,	2013).	Focused	small	molecule	libraries	(typically	comprising	~	30-3,000	

compounds)	 are	 also	 widely	 used	 to	 study	 specific	 biological	 processes	 (using	 chemical	

genetic	 approaches)	 and	 uncover	 drug	 repurposing	 opportunities	 (Wang	 et	 al.,	 2016).	

Careful	 screening	 of	 focused	 libraries	 has	 resulted	 in	 the	 identification	 of	 “first-in-class”	

drugs	(Eder	et	al.,	2014;	Moffat	et	al.,	2014;	Swinney	and	Anthony,	2011)	such	as	Vorinostat	

(Marks,	 2007)	 and	Miglustat	 (Ficicioglu,	 2008)	 and	 led	 to	 repurposing	 of	 drugs	 such	 as	

LY500307	(Erteberel;	an	investigational	drug	in	Phase	Ib/II)	for	schizophrenia	(Strittmatter,	

2014),	after	it	failed	to	meet	its	endpoint	in	treating	benign	prostatic	hyperplasia	(Roehrborn	

et	al.,	2015).	Despite	this,	few	data-driven	approaches	exist	to	evaluate	existing	compound	

collections	or	design	new	ones.	

Focused	compound	libraries	often	concentrate	on	a	single,	druggable,		multigene	family,	such	

as	kinases	or		ion-channels,	FDA-approved	drugs	or	the	liganded	genome	(which	we	defined	

as	the	subset	of	proteins	in	the	druggable	genome	that	are	currently	bound	by	at	least	three	

compounds	 having	 Ki	 <	 	 10	 µM);	 libraries	 against	 the	 liganded	 genome	 are	 commonly	

referred	 to	 as	 “Mechanism	 of	 Action”	 (MoA)	 libraries	 because	 they	 can	 be	 helpful	 in	

dissecting	 biological	 mechanism	 (Wassermann	 et	 al.,	 2014).	 Such	 libraries	 have	 become	
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available	 through	 public	 initiatives	 (Keenan	 et	 al.,	 2017),	 	 outreach	 by	 pharmaceutical	

companies	(Elkins	et	al.,	2016),	commercial	small	molecule	vendors	and	expert-curated	lists	

of	 “optimal”	 compounds	 (Arrowsmith	 et	 al.,	 2015b;	Wang	 and	Gray,	 2015a,	 2015b),	 (e.g.	

www.chemicalprobes.org).	 In	 principle,	 choosing	 a	 library	 should	 be	 relatively	 simple:	

optimal	libraries	include	as	many	bioactive	and	highly	selective	compounds	as	necessary	to	

cover	a	target	class	of	interest,	with	the	possible	addition	of	approved	and	investigational	

therapeutics.	 	 Achieving	 this	 in	 practice	 is	 difficult,	 since	 many	 compounds	 exhibit	

polypharmacology	 (that	 is,	 they	 bind	 to	 multiple	 protein	 targets)	 and	 data	 on	

polypharmacology	 are	 frequently	 incomplete.	 It	 can	 therefore	 be	 difficult	 to	 determine	

whether	a	drug-induced	phenotype	is	due	to	inhibition	of	the	nominal	target,	a	secondary	

target	or	both	(Arrowsmith	et	al.,	2015b).	This	also	holds	true	in	chemical	genetic	studies	

that	use	compounds	to	investigate	the	cellular	functions	of	a	single	target	of	interest:	in	such	

studies,	the	confounding	effects	of	off-target	binding	can	best	be	mitigated	by	using	multiple	

compounds	with	minimal	off-target	overlap.	

In	 this	 chapter,	 we	 describe	 a	 set	 of	 algorithms	 and	 software	 tools	 for	 optimizing	 the	

composition	of	focused	molecule	libraries	and	small	compound	collections	based	on	binding	

selectivity,	structural	diversity,	similarity	in	cell-based	assay	activities	and	stage	of	clinical	

development.	Our	approach	aims	to	minimize	the	number	of	compounds	in	a	library	while	

preserving	 diversity	 and	 other	 desirable	 characteristics.	We	 compare	 six	 kinase-focused	

libraries	and	find	that	they	vary	substantially	in	chemical	diversity	and	the	range	of	targets	

covered.	We	therefore	assemble	a	new	LSP-OptimalKinase	library	with	properties	superior	

to	any	existing	compound	collection	in	terms	of	target	coverage	and	compound	selectivity.	

We	also	generate	a	compound	list	for	an	LSP-MoA	library	that	optimally	targets	the	liganded	



 

 14 

genome.	 Since	 libraries	 are	 created	 using	 software,	 they	 can	 easily	 be	 updated	 as	 new	

information	on	small	molecules	and	their	targets	becomes	available.	

	

Results		

In	this	study,	we	use	four	types	of	information	curated	in	ChEMBL	and	other	data	sources	to	

analyze	 small	 molecule	 libraries:	 (i)	 chemical	 structure,	 (ii)	 “target	 data”	 (iii)	 “nominal	

target”	and	(iv)	“phenotypic	data”	(from	drug-treated	cells).	Target	“dose-response	data”	are	

most	commonly	derived	from	enzymatic	assays	that	use	recombinant	or	purified	proteins	at	

>5	drug	concentrations,	yielding	curves	from	which	Ki	or	IC50	values	can	be	derived.	Target	

“profiling	 data”	 primarily	 involves	 assays	 with	 large	 panels	 of	 recombinant	 proteins,	 or	

proteins	present	in	cell-free	extracts,	and	yields	information	on	binding	to	many	different	

targets,	which	 is	often	expressed	as	percent	activity	against	each	 target	 (see	 for	example	

DiscoverX	 KINOMEscan	 (https://www.discoverx.com/home)	 and	 Kinativ	

(http://www.kinativ.com/)	 (Anastassiadis	 et	 al.,	 2011;	Davis	 et	 al.,	 2011;	Karaman	et	 al.,	

2008)	“Nominal	target”	is	the	target	most	commonly	associated	with	a	drug	(e.g.	the	“BRC-

ABL	 inhibitor	 imatinib”)	 but	 it	 may	 not	 be	 the	 highest	 affinity	 nor	 the	 only	 biologically	

relevant	 target.	 	 “Phenotypic	 data”	 comprise	 experimental	 data	 from	 cell-based	 assays	 in	

which	drug	activity	is	measured	using	a	morphological,	biochemical,	genetic	or	functional	

readout	but	drug-target	engagement	is	not	determined	directly	(e.g.	drug-induced	changes	

in	 proliferation,	 apoptosis,	 migration,	 immune-cell	 activation,	 transcription	 factor	

translocation,	etc.).		

The	data	 sources	 used	 in	 this	work	 comprised	 the	ChEMBLV22_1	database	 (Bento	 et	 al.,	

2014),	 which	 draws	 on	 data	 published	 in	 the	 scientific	 literature,	 patents,	 PubChem	
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bioassays,	FDA	approval	packages	and	other	resources(Gaulton	et	al.,	2017);		kinome-wide	

screens	 from	 the	 International	 Centre	 for	 Kinase	 Profiling	 (http://www.kinase-

screen.mrc.ac.uk);	 kinome-wide	 screens	 from	 LINCS	 (Keenan	 et	 al.,	 2017);	 and	 in-house	

curation	of	nominal	targets	(Figure	S2.1).	To	correctly	combine	data	for	a	single	compound	

under	 different	 names	 (e.g.	 OSI-774,	 Erlotinib	 and	 Tarceva®)	 we	 matched	 chemical	

structures	 using	 the	 Tanimoto	 similarity	 of	 Morgan2	 fingerprints	 (hereafter	 “structural	

similarity”	or	“Tc”)	(Rogers	and	Hahn,	2010).		

Our	analysis	of	focused	libraries	involves	six	widely	available	kinase	inhibitor	libraries	with	

public	annotations	(Table	S1):	(i)	the	SelleckChem	kinase	library	(abbreviated	SK),	a	set	of	

429	kinase	inhibitors	assembled	by	the	commercial	supplier	SelleckChem;	(ii)	the	“Published	

Kinase	 Inhibitor	Set”	 (PKIS),	 a	362	 compound	collection	assembled	by	Glaxo-Smith-Kline	

that	 pioneered	 the	 concept	 of	 industry-sponsored	 ‘open-source’	 drug	 discovery;	 (iii)	 the	

Dundee	 compound	 collection	 (Dundee),	 a	 set	 of	 209	 kinase	 inhibitors	 screened	 for	

biochemical	activity	at	 the	University	of	Dundee;	 (iv)	 the	EMD	kinase	 inhibitor	collection	

(EMD),	a	set	of	266	kinase	 inhibitors	sold	by	Tocris	Bioscience;	 (v)	 the	HMS-LINCS	small	

molecule	collection	(LINCS),	a	set	of	495	small	molecule	probes	and	drugs	focused	on	kinase	

inhibitors	that	was	assembled	by	the	NIH-funded	HMS-LINCS	center;	and	(vi)	SelleckChem	

Pfizer	 licensed	 collection	 (SP),	 a	 set	 of	 94	 molecules	 licensed	 by	 Pfizer	 for	 sale	 by	

SelleckChem	(see	Table	S1	for	references	and	Web	links).	In	aggregate	these	libraries	contain	

1417	unique	compounds	all	of	which	could	be	mapped	onto	ChEMBL	identifiers	(Methods;	

Tables	S2	and	S3C).	
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Figure	 2.1—Structural	 comparisons	 across	 the	 libraries.	 (A)	 Number	 of	 identical	 compounds	 in	 six	 widely	 used	 libraries.	
Compounds	were	matched	based	on	chemical	structure;	Dundee	denotes	a	compound	assembled	by	the	University	of	Dundee;	SP	the	
SelleckChem	Pfizer	licensed	collection;	SK	denotes	the	SelleckChem	kinase	collection;	EMD	a	kinase	inhibitor	collection	sold	by	Tocris	
Bioscience;	PKIS	the	“Published	Kinase	Inhibitor	Set”	assembled	by	Glaxo;	and	LINCS,	the	HMS-LINCS	small	molecule	collection	(see	
Table	S1	for	references	and	Web	links).	Asterisk	highlights	library	files	provided	by	EMD	that	did	not	contain	the	same	number	of	
compounds	as	advertised	online.	(B)	Structural	similarity	 for	LINCS	and	PKIS	 libraries	calculated	using	the	Tanimoto	similarity	of	
Morgan	 fingerprints	 (at	 2Å);	molecules	 in	 two	 representative	 clusters	 are	 shown	 below.	 Data	 on	 these	 compounds	 could	 not	 be	
retrieved	through	customer	service;	thus	only	structures	present	in	the	available	library	files	are	considered	in	this	paper.	(C)	The	
distribution	of	compound	clusters	for	different	libraries	(with	a	similarity	cut-off	of	0.7).	
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Chemical	similarity	within	libraries	

With	respect	to	composition,	we	found	that	the	LINCS	and	SK	libraries	shared	~50%	of	their	

compounds,	making	them	the	most	similar	among	the	six	libraries	examined	(Figure	2.1A).	

In	contrast,	350	of	362	compounds	in	the	PKIS	library	were	unique.	To	visualize	structural	

diversity,	 we	 plotted	 chemical	 similarity	 against	 itself;	 the	 presence	 of	 highly	 similar	

compounds	(analogues)	gives	rise	to	off-diagonal	clusters.	The	LINCS	library	generated	few	

such	 clusters	 whereas	 the	 PKIS	 library	 was	 dominated	 by	 them	 (the	 PKIS	 library	 was	

designed	to	have	such	clusters	of	structurally	similar	compounds;	Figure	2.1B).		By	way	of	

illustration,	 a	 three-compound	 cluster	 of	 LINCS	 analogues	 comprised	 the	 CDK	 inhibitor	

Seliciclib,	and	two	close	relatives,	Olomoucine	II	and	(S)-CR8	(Figure	2.1B	bottom).	Seliciclib	

progressed	to	phase	II	for	nasopharyngeal	carcinoma,	but	failed	to	meet	its	primary	endpoint	

of	improving	progression	free	survival	(Khalil	et	al.,	2015;	Yeo	et	al.,	2009),	while	the	other	

compounds	 in	 the	 same	 cluster	 are	 reported	 to	 have	 improved	 cellular	 potency	 and	

selectivity	 (Kryštof	 et	 al.,	 2002;	 Oumata	 et	 al.,	 2008).	 A	 nine-compound	 PKIS	 cluster	

contained	a	set	of	close	analogs,	none	of	which	have	progressed	into	clinical	development	

(Figure	 2.1B,	 bottom).	 By	 scoring	 the	 frequency	 and	 sizes	 of	 clusters	 having	 structural	

similarity	 ≥0.7	we	 find	 that	 the	 LINCS	 and	 Dundee	 collections	 are	 the	most	 structurally	

diverse,	PKIS	the	least,	and	SK,	SP	and	EMD	in-between	(Figure	2.1C).	This	arises	because	

LINCS,	Dundee	and	SK	compounds	were	drawn	 from	different	drug	discovery	campaigns	

across	multiple	companies	and	research	groups,	whereas	the	PKIS	library	was	derived	from	

structure-activity	 studies	 inside	 a	 single	 company.	 The	 LINCS	 and	 SelleckChem	 kinase	

libraries	also	benefit	from	having	been	more	recently	assembled.	
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Figure	2.2	–	Comparison	of	induced	cellular	phenotypes	across	kinase	inhibitor	libraries.	(A)	Left	panel:	phenotypic	fingerprint	
for	imatinib	(yellow)	and	Nilotinib	(green),	which	have	a	Pearson	correlation	of	0.82.	Right	panel:	phenotypic	fingerprint	for	imatinib	
(yellow)	and	dasatinib	(red),	which	have	a	Pearson	correlation	of	0.16.	Only	assays	for	which	either	compound	exhibited	a	robust	z-
score	(r-score)	greater	than	3	or	smaller	than	-3	are	shown.	(B)	Distribution	of	pairwise	correlations	among	phenotypic	fingerprints	
across	compounds	in	different	 libraries	normalized	to	the	number	of	compounds	for	which	phenotypic	 information	is	available	 in	
ChEMBL.	(C)	Comparison	of	ChEMBL-derived	PFP	and	L1000	Connectivity	Map	(C-MAP)	correlations.	Black	and	red	dots	highlight	
compounds	targeting	the	PI3K-AKT-MTOR	or	RAF-MEK-ERK	pathways	(see	text	for	details).	(D)	Number	of	compounds	in	various	
phases	of	clinical	development	for	each	library	
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Phenotypic	similarity	and	clinical	development	

To	 assess	 the	 diversity	 of	 phenotypes	 elicited	 by	 different	 compounds,	 we	 constructed	

phenotypic	fingerprint	(PFP)	vectors	that	quantify	activity	across	a	wide	range	of	phenotypic	

assays	curated	in	ChEMBL.	The	length	of	PFP	vectors	ranged	from	5-58	entries	(median	=	

11)	for	pre-clinical	molecules	and	investigational	drugs	and	20-870	assays	(median	=440)	

for	approved	drugs.	For	example,	the	vectors	for	imatinib	and	nilotinib	had	303	assays	in	

common	and	yielded	a	Pearson	correlation	of	r=0.82,	whereas	imatinib	and	dasatinib	had	

426	 assays	 in	 common	 and	 yielded	 a	 Pearson	 correlation	 of	 r=0.16	 (Figure	 2.2A).	 These	

correlation	values	mirror	the	distinct	binding	conformations	that	the	drugs	assume	when	

binding	the	BCR-ABL	oncogene:	imatinib	and	nilotinib	are	type	II	inhibitors,	locking	the	ABL	

kinase	domain	in	its	inactive	conformation(Schindler	et	al.,	2000)	while	dasatinib	is	a	type	I	

inhibitor	and	targets	ABL	in	its	active	conformation	(Kimura	et	al.,	2005;	Shah	et	al.,	2004).		

We	find	that	the	LINCS	and	SK	libraries	have	the	lowest	correlations	when	all	pairs	of	PFP	

vectors	are	considered	whereas	the	PKIS	and	SP	libraries	have	the	highest	correlation	and	

are	therefore	the	least	diverse	(Figure	2.2B).	A	potential	complication	in	this	comparison	is	

that	 the	 number	 of	 phenotypic	 assays	 reported	 in	 ChEMBL	 varies	 from	 compound	 to	

compound	and	also,	on	average,	from	library	to	library.	Thus,	libraries	might	appear	to	have	

lower	phenotypic	diversity	simply	because	they	are	 insufficiently	annotated.	This	 issue	 is	

particularly	acute	for	compounds	in	the	PKIS	library,	few	of	which	are	extensively	annotated.	

Gene	 expression	 profiles	 from	 cells	 exposed	 to	 small	molecules	 provide	 an	 independent	

means	of	measuring	a	phenotype.	A	large	number	of	such	profiles	(~	1.5	x	106)	is	available	

through	the	Connectivity	Map	(CMAP;	http://clue.io/cmap)	(Duan	et	al.,	2016;	Subramanian	

et	al.,	2017).	For	compounds	in	the	LINCS	library	we	compared	correlation	coefficients	for	
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pairs	of	PFP	vectors	with	correlation	in	CMAP	L1000	profiles	(using	level	5	characteristic	

direction	 vectors	 (Niepel	 et	 al.,	 2017)).	 The	 majority	 of	 compounds	 (53%)	 exhibiting	

noncorrelated	PFPs	showed	noncorrelated	CMAP	profiles	(|r|	<	0.2	CMAP,	|r|	<	0.25	PFP).		

However,	 it	 is	 noteworthy	 that	 CMAP	 profiles	 and	 PFP	 profiles	 are	 relatively	 poorly	

correlated	overall.	Only	3%-7%	of	pairs	with	positive	 correlations	 in	PFP	 (depending	on	

threshold	used	 to	define	correlation,	 see	methods)	showed	correlated	CMAP	profiles	and	

none	 of	 the	 pairs	 with	 anticorrelated	 PFP	 had	 anticorrelated	 CMAP	 profiles.	 For	 some	

compound	pairs,	the	discrepancy	between	CMAP	and	PFP	was	not	surprising.	For	example,	

when	 pairs	 of	 compounds	 targeting	 PI3K-MTOR-AKT	 signaling	 were	 compared,	 CMAP	

profiles	were	more	 likely	 to	be	correlated	 than	PFP	values,	which	 is	consistent	with	data	

showing	 that	engaging	similar	 targets	 (a	 strong	contributor	 to	CMAP	profile)	 in	different	

tumor	cell	types	elicits	cell-type	specific	phenotypes	(captured	by	PFP	value)	(Niepel	et	al.,	

2017).	However,	further	research	is	required	to	understand	why	PFP	and	CMAP	are	not	more	

similar	overall.	

The	stage	of	clinical	development	is	another	criterion	on	which	compounds	in	a	library	can	

be	evaluated,	since	the	study	of	approved	or	investigational	therapeutics	has	intrinsic	value.	

It	should	be	noted,	however,	that	clinical	grade	compounds	do	not	necessarily	represent	the	

most	 selective	 or	 structurally	 diverse	 compounds.	 LINCS	 has	 the	 greatest	 number	 of	

approved	drugs	(n=67;	14%	of	total);	SK	has	the	greatest	number	of	compounds	that	are	

currently	or	have	previously	been	tested	in	phased	clinical	trials	(n=137;	32%);	SP	has	the	

highest	proportion	of	approved	drugs	(n=54;	57%)	and	PKIS	the	lowest	(0%)	(Figure	2.2D).	

Below	we	describe	how	clinical	stage,	selectivity	and	compound	diversity	can	be	balanced	

against	each	other	during	library	assembly.	
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Compound	selectivity	and	library	coverage	

Compounds	 are	 commonly	 described	with	 respect	 to	 their	 nominal	 target	 (e.g.	 a	 “BRAF-

inhibitor”,	in	the	case	of	dabrafenib).	However,	this	does	not	mean	that	the	nominal	target	is	

the	 highest	 affinity	 target	 or	 the	 most	 biologically	 or	 clinically	 relevant.	 Crizotinib,	 for	

example,	was	developed	as	an	inhibitor	of	the	cMET	receptor,	but	was	subsequently	found	

to	 target	 ROS1	 and	 ALK	 kinases:	 cell	 culture	 studies	 showed	 that	 apoptosis	 is	 induced	

specifically	in	NSCLC	lines	carrying	an	EML4-ALK	translocation	(Poon	and	Kelly,	2017)	and	

the	 FDA	 initially	 approved	 the	 drug	 for	 tumors	 of	 this	 type	 (Kazandjian	 et	 al.,	 2014).	 In	

general,	it	is	difficult	to	determine	which	target	is	most	relevant	for	a	specific	phenotype,	nor	

is	it	always	clear	that	any	single	target	–	rather	than	a	collection	of	targets	–	is	responsible	

for	biological	activity.	We	therefore	used	the	selectivity	score	developed	by	Wang	et	al	(Wang	

et	al.,	2016),	which	assesses	selectivity	for	each	compound-target	interaction,	rather	than	for	

a	compound	overall,	while	also	accounting	for	data	bias.	

The	 selectivity	score	evaluates	compound-target	pairs	based	on	the	log-distribution	of	on-

target	affinities	relative	to	the	log-distribution	of	off-target	affinities;	this	yields	a	selectivity	

score	for	every	target	against	which	a	compound	has	been	tested.	Selectivity	score	measures	

the	magnitude	of	difference	in	the	first	quartile	of	the	on-target	and	off-target	distributions	

(q1)	 and	 determines	 the	 rank	 sum	 p-value	 to	 assess	 significance.	 The	 selectivity	 score	

accounts	for	the	fact	that	many	compounds	have	only	been	evaluated	on	a	relatively	small	

number	of	targets,	which	can	falsely	give	the	impression	that	a	compound	is	known	to	be	

highly	 selective.	 For	 example,	 selectivity	 is	 judged	 to	 be	 higher	 for	 compound	 A	 than	

compound	B	 if	A	has	been	tested	against	a	large	number	of	targets	and	found	to	not	bind	

most	of	them	even	if	B	has	a	higher	affinity	for	a	particular	target	of	interest	but	has	not	be	
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tested	against	alternative	targets.	It	should	be	noted	that	like	other	features	used	to	assess	

compounds	 in	 this	 study,	 selectivity	 score	 changes	 over	 time	 as	 additional	 data	 become	

available.	

Selectivity	score	 is	a	continuous	variable	but	for	convenience	we	also	assigned	descriptive	

labels	to	different	classes	of	compound-target	interaction.	Most	Selective	(MS)	interactions	

meet	four	criteria:	(i)	the	difference	in	q1	values	computed	for	the	distributions	of	on-	and	

off-target	 data	 is	 not	 less	 than	 100-fold,	 (ii)	 the	 distributions	 of	 on-target	 and	 off-target	

binding	affinities	differ	with		p-value	below	0.1	(iii)	the	compound	has	at	least	four-fold	more	

off-target	than	on-target	affinity	measurement	(so	that	data	bias	is	below	20%),	(iv)	at	least	

two	published	reports	establish	that	the	affinity	for	drug-target	interaction	is	less	than	100	

nM.	Semi-Selective	(SS)	interactions	have	slightly	less	stringent	criteria:	(i)	the	difference	in	

q1	values	is	not	less	than	10-fold,	(ii)	the	p-value	for	on	and	off-target	binding	affinities	is	

below	0.1	(iii)	at	least	four	publication	report	affinity	under	1	µM	(because	the	affinity	cut-

off	is	less	stringent	than	for	interactions	meeting	MS	criteria,	more	data-points	are	needed	

to	establish	confidence	in	binding).	Poly-Selective	(PS)	interactions	are	those	for	which:	(i)	q1	

values	for	on-	and	off-target	binding	are	similar,	(ii)	on-target	q1	is	under	9	µM	(iii)	data	bias	

is	under	20%.	Unknown	(UN)	interactions	are	those	for	which	the	compound	has	not	been	

sufficiently	 probed	 for	 off-target	 binding	 but	 fulfills	 the	 PS	 requirements	 with	 respect	

potency	and	affinity	for	the	nominal	target.	
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Figure	2.3	–	Comparisons	of	selectivity	across	libraries.	(A)	Illustrative	example	of	selectivity	assertions	with	incomplete	target	
information.	 Estimated	 binding	 affinities	 for	 dasatinib	 (right)	 and	 PP121	 (left)	 are	 shown	 on	 a	 kinase	 tree.	 Red	 circles	 denote	
confirmed	binding	(bigger	circles	indicate	higher	affinity),	black	squares	denote	confirmed	non-binding	(Kd	>	10uM),	the	absence	of	
data	point	(no	color)	denotes	an	absence	of	information.	(B)	Features	of	compound	selectivity	classes.	Note	that	poly-selective	(PS)	
and	unknown	(UN)	selectivity	classes	require	that	first	quartile	of	all	affinities	measured	be	less	than	9000	nM.	(C)	Pie	charts	show	
the	number	of	kinases	inhibited	within	a	specified	selectivity	class	per	library.	The	highest	selectivity	achieved	for	each	of	the	545	
human	kinases	is	shown.	
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The	 requirement	 for	 a	 multi-parametric	 approach	 is	 exemplified	 by	 the	 tool	 compound	

PP121,	whose	nominal	targets	are	BCR/ABL1	and	PDGFR,	and	dasatinib,	an	approved	drug	

whose	nominal	targets	are	BCR/ABL1,	Src	 family	kinases	and	PDGFR.	dasatinib	has	more	

known	targets	with	an	affinity	between	1nM	and	1	µM	than	PP121	(Figure	2.3A;	red	circles),	

but	 it	has	also	been	 tested	on	a	 substantially	 larger	number	of	kinases.	 In	many	cases,	 it	

exhibits	 no	 inhibitory	 activity	 against	 these	 off-targets	 (Ki	 >	 10	 µM,	 black).	 Thus,	 the	

selectivity	score	for	dasatinib	(score	=	1.1)	is	substantially	higher	than	that	of	PP121	(0.44).	

We	 found	 that	 the	 LINCS	 and	 SK	 libraries	 had	 the	 largest	 number	 of	 kinases	 with	MS	

interactions	and	the	PKIS	library	the	fewest	(Figure	2.3B).		

	

Evaluating	compound	similarity	on	binding	spectrum		

To	compare	compounds	based	on	all	known	targets	and	known	non-targets,	we	sought	a	

means	 to	 summarize	 all	 available	 data	 on	 a	 compound,	 including	 dose-response	 data,	

profiling	 data	 and	 curated	 annotations	 from	 the	 literature	 (e.g.	 “drug	 X	was	 found	 to	 not	

inhibit	 ..."	or	"was	equipotent	for	 ...").	 	The	resulting	Target	Affinity	Spectrum	(TAS)	vectors	

summarize	 binding	 information	 from	multiple	 assay	 formats	weighted	 for	 the	 degree	 of	

evidence	for	high	affinity	binding	and	also	for	non-binding	(Kd	>	10	µM).	TAS	vectors	contain	

several	 best-guess	 weighting	 parameters	 and	 are	 therefore	 less	 precise	 than	 selectivity	

scores,	but	they	provide	a	more	complete	picture	of	available	data	(Figure	4A,	Figure	S2,	S3).		

For	the	LINCS	library,	TAS	vectors	varied	in	length	from	a	median	of	10	features	for	probe	

compounds	(range	1-394)	and	15	for	approved	drugs	(range	1-420),	(Wilcoxon	rank-sum	

test	p=0.07).		In	no	cases	did	a	TAS	include	assertions	for	all	545	human	kinases	(Eid	et	al.,	

2017),	 let	 alone	 for	 all	 ~3000	members	 of	 the	 druggable	 genome	 (Hopkins	 and	 Groom,	
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2002),	 illustrating	the	sparseness	of	 target	annotation.	 	TAS	similarities	 for	all	compound	

pairs	were	calculated	using	a	weighted	Jaccard	similarity	metric	(see	methods).		We	found	

that	TAS	similarity	was	robust	to	at	least	20%	random	variation	in	user-assigned	parameters	

(Figure	S2.4).			

We	compared	TAS	vectors	computed	from	ChEMBLV22_1	and	other	resources	to	data	from	

a	 systematic	 assessment	 of	 kinase-inhibitor	 binding	 recently	 published	 by	 Klaeger	 et	 al	

(Klaeger	 et	 al.,	 2017)	 that	 uses	 whole-cell	 lysates	 and	 mass	 spectrometry	 to	 profile	

compound-target	binding	(ChEMBL	does	not	yet	include	this	data).	Surprisingly,	the	target	

coverage	 of	 the	 two	 datasets	 only	 partially	 overlapped,	 with	 a	 typical	 LINCS	 compound	

having	one-third	of	its	targets	annotated	in	both	datasets	and	one	third	in	only	one	of	the	

two	datasets	(Figure	S2.5A).	The	reasons	for	differences	in	target	spectrum	as	curated	by	

ChEMBL	and	measured	by	Klaeger	et	al.	 are	not	yet	 clear	and	may	relate	 to	 the	 range	of	

targets	evaluated	in	each	case,	but	for	targets	annotated	in	both	sources,	90%	of	the	target-

affinity	assertions	were	congruent	(Figure	S52.B).		

We	also	asked	whether	knowledge	of	a	molecules’	nominal	 target	was	 informative	about	

target	spectrum	by	comparing	TAS	similarities	 for	compounds	with	the	same	or	different	

nominal	 targets.	Remarkably,	we	 found	 that	 the	distribution	of	TAS	similarities	was	very	

similar	for	compounds	having	the	same	nominal	targets	and	for	compounds	having	different	

nominal	targets	(Figure	2.4B).	Thus,	relatively	little	information	about	target	spectrum	can	

be	discerned	from	nominal	target	alone.		For	example,	consider	two	pairs	of	compounds:	(i)	

PD-173074	and	cabozatinib	and	(ii)	BMS-777607	and	ponatinib	(Figure	2.4C).	PD-173074	

and	cabozantinib	are	structurally	dissimilar	(structural	similarity	0.13),	but	overlap	in		
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Figure	2.4	–	Comparisons	of	target	affinity	spectra	across	libraries.	
(A)	Schematic	 illustrating	 the	conversion	of	 three	 types	of	data	on	target	binding	(dose	response,	one-point	 inhibition	and	manual	
annotation)	into	the	binding	assertions	summarized	by	TAS	vectors.	Assertions	of	1	(yellow)	correspond	to	confirmed	high-affinity	
binding.	Assertions	of	10	(red)	correspond	to	confirmed	non-binding.	Target	assertions	were	used	to	quantify	similarities	in	target	
affinity	spectra.	(B)	Distribution	of	target	affinity	similarities	(calculated	using	weighted	Jaccard	similarities)	for	compounds	having	the	
same	(blue)	or	different	(brown)	nominal	targets.	Inset	table	depicts	the	number	of	compounds	used	for	the	analysis.		(D)	Illustrative	
examples	of	the	lack	of	correlation	between	a	target	spectrum	and	nominal	drug	targets.	PD-173074	and	Cabozantinib	illustrate	a	pair	
of	 compounds	with	 the	very	 similar	nominal	 targets	but	different	 target	 spectra.	BMS-777607	and	ponatinib	 illustrate	a	pair	with	
different	nominal	targets,	but	similar	target	spectra.	Black	arrows	denote	nominal	target(s);	targets	are	listed	in	alphabetical	order	by	
affinity	class.	As	it	happens,	in	the	example	shown	neither	compound	had	a	target	binding	weight	corresponding	to	an	estimated	Kd	of	
1-10	µM.	
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Figure	2.5	–	Comparison	of	structural,	phenotypic	and	target	similarity.	(A)	Comparison	of	phenotypic	correlation	and	structural	
similarity	for	all	libraries.	Only	a	very	small	subset	of	the	data	is	correlated.	Dotted	line	denotes	the	threshold	of	0.2	used	for	library	
design.	(B)	Conditional	p-values	for	phenotypic-correlations	given	a	specified	minimal	degree	of	structural	similarity.	(C)	Comparison	
of	phenotypic	correlation	and	structural	similarity	for	all	Kinase	inhibitors	(blue)	and	all	GPCR	inhibitors	(green).	All	inhibitors	bind	
at	least	one	protein	of	respective	target	class	with	Kd≤100	nM.	(D)	Comparison	of	target	similarity	and	structural	similarity	for	the	
LINCS	library	and	(E)	for	the	PKIS	library	In	panel	C,	compound-pairs	with	same	nominal	target	are	plotted	in	blue,	compound-pairs	
with	different	nominal	targets	are	plotted	in	brown.	The	marginal	distributions	for	all	compound	pairs	are	plotted	in	magenta	on	the	
axes.	
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nominal	 targets,	 which	 are	 KDR	 and	 FGFR1	 receptors	 for	 PD-173074	 and	 KDR	 for	

cabozantinib	(black		

arrows	in	Figure	2.4C).	These	two	compounds	have	non-overlapping	secondary	targets	and	

thus,	 their	 TAS	 similarity	 is	 0.19.	 	 In	 the	 case	 of	 BMS-777607	 and	 ponatinib	 (structural	

similarity	 0.12),	 the	 nominal	 targets	 are	 different	 (MET	 and	ABL1,	 respectively),	 but	 the	

secondary	 targets	 are	 very	 similar	 (Figure	 2.4C	 right	 panel)	 and	 their	 TAS	 similarity	 is	

therefore	0.82.	We	propose	that	TAS,	or	a	functional	equivalent,	rather	than	nominal	target	

be	more	widely	used	when	discussing	and	analyzing	the	effects	of	compounds	on	cellular	

physiology.	

	

Relationship	among	structural,	phenotypic	and	target	similarity	

For	many	compounds,	data	on	target	spectrum	and	induced	cellular	phenotype	are	so	

sparse	that	PFP	or	TAS	vectors	are	not	computable.	We	asked	whether,	in	these	cases,	

structural	similarity	could	be	used	as	a	surrogate	to	assess	diversity.	We	sought	to	a	cutoff	

in	structural	similarities	for	which	the	great	majority	of	compound	pairs	have	TAS	and	PFP	

vectors	that	are	noncorrelated	(and	sufficient	data	is	available	for	TAS	and	PFP	vectors	to	

be	computed).		In	general,	we	found	setting	a	structural	similarity	threshold	of	Tc	≤	0.2	was	

an	effective	surrogate	for	diversity	when	PFP	or	TAS	vectors	could	not	be	computed	

(Figure	2.5A).	However,	the	converse	was	not	true:	among	compound	pairs	with	high	

structural	similarity	(Tc	>0.7)	few	had	high	PFP	correlation	(<10%	for	PFP	correlation	≥	0.9	

and	<30%	for	PFP	correlation	≥	0.6;	Figures	2.5B	and	S2.5B).	These	findings	were	also	true	

of	a	larger	set	of	9476	kinase	inhibitors	and	9512	GPCR	inhibitors	from	ChEMBL	(Figure	

2.5C).	For	compounds	in	the	LINCS	library	(which	has	high	structural	diversity),	we	found	
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that	pairs	with	dissimilar	TAS	vectors	are	low	in	structural	similarity	(Figure	2.5D).		This	

was	also	true	for	a	subset	of	compound	pairs	in	the	PKIS	library	that	shared	the	same	core	

structure:		

compounds	with	low	target	similarity	are	low	in	structural	similarity	(≤0.2	Figure	2.5E).		

Once	again,	the	converse	did	not	appear	to	be	true:	structural	similarity	was	not	predictive	

of	target	similarity.		Thus,	structural,	phenotypic	and	target	similarity	contain	non-

redundant	information	about	pairs	of	small	molecules.	Moreover,	when	data	on	target	

binding	or	phenotypic	effects	is	missing,	it	is	possible	to	exploit	our	finding	that	structures	

with	very	low	similarity	(≤	0.2)	have	the	highest	likelihood	of	being	diverse	at	the	

phenotypic	and	target	levels;	a	finding	that	is	congruent	with	previous	guidelines	for	the	

use	of	chemical	probes	(Arrowsmith	et	al.,	2015b).		

	

Designing	an	improved	kinase	inhibitor	and	a	mechanism	of	action	library	

To	 enable	 construction	 of	 new	 libraries	 and	 compound	 collections	 using	 the	 methods	

described	above,	we	created	the	LibraryR	software	tool	and	deployed	it	as	a	web	application	

using	 R-Shiny	 (http://www.smallmoleculesuite.org).	 For	 a	 user-specified	 set	 of	 target	

proteins	 (identified	 as	 HUGO	 gene	 symbols),	 LibraryR	mines	 ChEMBL	 to	 create	 libraries	

containing	 (i)	 two	 compounds	 maximally	 specific	 for	 each	 gene	 of	 interest	 but	 having	

structural	similarity	≤	0.2,	so	that	overlap	in	secondary	targets	is	minimized	(ii)	all	available	

compounds	at	a	user-specified	clinical	stage	(e.g.	clinical	phases	1-3	or	approved)	that	also	

bind	to	the	genes	of	interest	with	user-specified	affinity	(default	Ki	≤	1µM).		LibraryR	also	

calculates	the	selectivity	score	for	each	compound	and	assigns	each	compound	to	a	selectivity	

class	(MS,	SS,	PS,	UN;	Figure	2.6A).	We	used	LibraryR	to	construct	an	improved	version	of	the	
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LINCS	kinase	library	(the	Laboratory	of	Systems	Pharmacology	LSP-OptimalKinase	library;	

Table	S5)	and	a	mechanism	of	action	library	that	optimally	targets	the	liganded	genome	(LSP-

MoA;	Table	S5).	

Both	the	LSP-OptimalKinase	and	LSP-MoA	libraries	are	tiered	based	on	selectivity	and	clinical	

phase	to	allow	sub-libraries	of	different	sizes	to	be	assembled	(Figure	2.6B).	Tier	A	is	the	

minimal	 library	and	contains	only	those	compounds	(i)	binding	the	specified	list	of	genes	

with	MS	 selectivity	 and	 (ii)	 FDA	 approved	 drugs	 binding	more	 strongly	 than	 the	 affinity	

cutoff	(which	did	not	result	in	library	redundancy,	see	Figure	S2.6).	Tier	B	adds	compounds	

with	SS	selectivity	that	target	genes	not	covered	by	MS	selectivity	plus	all	compounds	that	

bind	the	genes	of	interest	and	are	in	clinical	development	(clinical	phase	I-III).	Tier	C	adds	

compounds	from	PS	and	UN	specificity	classes	to	maximally	cover	the	user-specified	list.	Tier	

D	includes	all	compounds	historically	included	in	a	pre-existing	library	or	present	for	other	

reasons	(e.g.	as	positive	and	negative	controls;	Figure	2.6B).	Inclusion	of	Tier	D	molecules	

facilitates	 historical	 comparisons,	 collection	 of	 phenotypic	 fingerprints	 and	 adds	 tool	

compounds;	it	also	increases	the	chance	for	serendipitous	discovery,	which	scales	roughly	

with	library	size.	Depending	on	the	number	of	tiers	selected,	the	LSP-OptimalKinase	library	

ranges	in	size	from	130	compounds	to	590	compounds.	

The	use	of	LibraryR	substantially	 increased	target	coverage	and	decreased	the	number	of	

compounds	in	LSP-OptimalKinase	relative	to	the	LINCS	Kinase	Library	we	had	assembled	by	

hand	 several	 years	 ago.	 The	 130	 compounds	 in	 Tier	 A	 of	 LSP-OptimalKinase	 covers	 63	

kinases	with	two	compounds	that	have	a	structural	similarity	≤0.2	and	targets	a	total	of	136	

kinases	with	MS	selectivity	as	compared	to	117	kinases	by	the	495	compounds	in	the	original	

LINCS	library.	Adding	127	Tier	B	compounds	extends	MS	and	SS	coverage	to	37	additional	
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kinases	 (Figure	 2.6E,	 Figure	 2.3C)	 while	 including	 many	 more	 compounds	 in	 clinical	

development	(Figure	2.6F).	However,	the	further	addition	of	343	Tier	C	and	D	compounds	

extends	coverage	to	only	10	additional	kinases	at	PS	and	UN	selectivity.	Thus,	computation-

driven	library	design	can	reduce	the	size	(and	cost)	of	screening	libraries	and	the	studies	

that	use	 them,	while	 increasing	 target	coverage	and	maintaining	 library	diversity	 (Figure	

S6).	

The	LSP-MoA	library	is	designed	to	target	the	1852	members	of	the	liganded	genome	(Table	

S4)	about	12%	of	which	can	be	bound	with	MS	selectivity,	10%	maximally	with	SS	selectivity,	

44%	maximally	with	PS	or	UN	selectivity;	34%	of	kinases	are	bound	only	by	compounds	that	

are	known	to	have	a	higher	affinity	for	another	target	(Figure	2.6C).	In	the	case	of	targets	

bound	with	UN	selectivity,	61	involved	relatively	tight	binders	(compounds	with	Kd	<	100	

nM)	for	which	little	selectivity	data	is	available.	Such	compound-target	pairs	would	benefit	

disproportionately	from	more	data	on	possible	off-targets	(e.g.	obtained	by	profiling).	We	

analyzed	LSP-MoA	for	its	coverage	of	five	therapeutic	target	classes	(Harding	et	al.,	2018):	

kinases,	 G-protein-coupled	 receptors	 (GPCRs),	 ion	 channels	 (ICs),	 nuclear	 hormone	

receptors	(NHRs),	and	transporters	(Table	S4).	Kinases	were	by	far	the	best	covered	with	

136	of	545	kinases	(25%)	at	MS	selectivity,	followed	by	28	of	416	GPCRs	(7%),	2	of	49	NHRs	

(4%),	2	of	285	ICs	(0.7%)	and	1	of	510	transporters	(0.1%;	Figure	2.6D).	The	same	trend	was	

also	observed	for	the	understudied	(‘dark’)	 ligandable	genome	as	recently	curated	by	the	

NIH	(https://commonfund.nih.gov/idg,	Table	S4).	
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Figure	2.6	–	Creating	a	custom	chemical	genetics	library.	
(A)	Illustration	of	the	compound	selection	procedure	for	a	query	target	“BRAF”	based	on	selectivity	score	and	clinical	phase.	In	this	
case,	all	compounds	shown	belong	to	Tier	A	as	they	either	have	MS	selectivity	or	are	clinically	approved	drugs.	(B)	Overview	of	the	
tiered	design	of	the	MoA	and	LSP-OptimalKinase	libraries	based	on	selectivity	class	and	phase	of	clinical	development.	(C)	Number	of	
kinases	inhibited	at	a	specified	selectivity	class	based	for	the	LSP-OptimalKinase	Library.	The	highest	selectivity	achieved	for	each	of	
the	545	human	kinases	 is	shown.	 (D)	Clinical	grade	compounds	 in	 the	LSP-Optimal	Kinase	 library	by	 tier.	 (E)	Target	coverage	by	
selectivity	class	for	the	liganded	in	the	LSP-MoA	library	(F)	Selectivity	with	which	different	target	classes	can	be	inhibited	by	the	LSP-	
MoA	library.	“Full”	full	refers	to	the	complete	target	class	and	“dark”	to	the	understudied	portion	of	the	class	as	curated	by	the	NIH	IDG	
program	(see	text	for	details	and	Table	S4).	
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Discussion		

The	 ideal	 focused	 library	 of	 annotated,	 biologically	 active	 small	molecules	 comprises	 the	

minimal	number	of	compounds	needed	to	cover	a	gene	set	of	interest	with	high	selectively	

while	optionally	including	additional	approved	and	investigational	drugs.	Achieving	optimal	

coverage	is	difficult	in	practice	since	many	small	molecules	bind	multiple	targets	and	data	

on	 target	 spectra	 are	 nearly	 always	 incomplete	 and	 subject	 to	 poorly	 understood	

experimental	confounders.	Moreover,	in	many	cell-based	screening	projects,	the	focus	is	not	

on	targets	per	se	but	instead	on	induced	cellular	phenotypes.	In	this	chapter,	we	develop	a	

set	 of	 criteria	 for	 evaluating	 and	 constructing	 small	molecule	 libraries	 based	 on	 binding	

selectivity,	 target	 coverage	 and	 cell-based	 phenotypes	 as	well	 as	 chemical	 structure	 and	

stage	of	clinical	development.			

As	a	rule,	different	compounds	have	been	tested	against	different	sets	of	targets,	introducing	

uncertainty	 about	 their	 target	 spectrum:	 one	 compound	 can	 appear	more	 selective	 than	

another	 simply	 because	 it	 has	 been	 tested	 against	 fewer	 possible	 targets.	 We	

counterbalanced	 this	uncertainty	by	applying	a	 selectivity	 score	 that	 takes	data	bias	 into	

account.	Evidence	of	both	binding	and	known	non-binding	in	the	selectivity	score.	Whenever	

possible,	 library	 tier	A	 (the	 tier	 that	best	balances	selectivity	and	coverage)	 includes	 two	

molecules	which	differ	in	structure,	thereby	minimizing	the	likelihood	of	known	or	unknown	

off-target	 effects.	 This	 is	 analogues	 to	 using	 multiple	 siRNAs	 or	 guide	 RNAs	 in	 RNAi	 or	

CRISPR	 screens.	 Overall,	 we	 find	 that	 data	 on	 structure,	 target	 spectrum	 and	 induced	

phenotypes	are	non-redundant,	demonstrating	that	compounds	should	only	be	labeled	as	

being	functionally	‘similar’	or	‘different’	when	evaluated	on	multiple	criteria	
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We	have	codified	our	approach	 to	scoring	and	assembling	compound	collections	 in	 three	

web-based	applications:	SelectivitySelectR,	SimilaritySelectR	and	LibraryR,	all	of	which	draw	

data	from	ChEMBL	and	other	user-specified	sources.	For	a	given	list	of	targets,	libraries	are	

constructed	so	that	each	target	is	ideally	bound	by	two	high-affinity	compounds	with	diverse	

target	spectra	and	induced	cellular	phenotypes.	In	cases	in	which	data	phenotypic	data	are	

too	sparse	to	be	informative,	we	have	found	that	setting	a	bar	for	structural	diversity	(Tc≤	

0.2)	is	an	effective	way	of	ensuring	functional	diversity.	This	is	in	agreement	with	the	general	

consensus	(Arrowsmith	et	al.,	2015b;	Workman	and	Collins,	2010b)	although	the	cutoff	we	

set	 for	chemical	 similarity	 is	 relatively	stringent.	Approved	 therapeutics,	beyond	 two	per	

target,	are	included	in	subsequent	tiers	of	the	library	because	such	compounds	have	intrinsic	

value	for	mechanism	of	action,	translational	and	drug	repurposing	studies.	The	bottom	tiers	

in	a	library	attempt	to	cover	additional	targets	at	lower	levels	of	selectivity,	including	tool	

compounds	 in	 active	 development	 and	 historical	 compounds	 needed	 for	 comparison	 to	

previous	libraries.	

	 When	 six	 widely-available	 existing	 kinase	 inhibitor	 libraries	 were	 evaluated,	 we	

found	that	the	LINCS	and	SK	libraries	had	the	greatest	diversity,	broadest	coverage	of	the	

kinome	and	the	largest	number	of	approved	and	investigational	drugs.	These	were	also	the	

largest	libraries	analyzed,	which	increases	the	cost	of	creating	and	using	them,	particularly	

when	complex	dose-response	or	phenotypic	assays	are	involved.	The	Dundee,	EMD	and	SP	

libraries	were	substantially	smaller	(19%	-	54%	the	size	of	LINCS),	but	underperformed	in	

one	 or	 more	 metrics.	 The	 PKIS	 library	 scored	 poorly	 with	 respect	 to	 structural	 and	

phenotypic	diversity	 and	number	of	 approved	drugs,	but	did	have	 the	 largest	number	of	

compounds	not	included	in	any	other	collection;	it	must	also	be	recognized	as	a	pioneer	in	
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industry-sponsored	 open	 drug	 discovery.	When	we	 used	 LibraryR	 to	 design	 a	 new	 LSP-

OptimalKinase	 library	we	 found	 that	 a	 collection	 of	 256-compounds	 (Tiers	 A	 plus	 B;	 see	

Figure	 2.6)	 outperformed	 all	 existing	 kinase	 libraries	 with	 respect	 to	 selectivity,	 target	

coverage,	 structural	 diversity	 and	 number	 of	 approved	 and	 investigational	 drugs.	 This	

library	is	also	smaller	than	all	but	the	SP	library,	which	has	substantially	poorer	coverage	of	

the	 kinome.	 While	 the	 LSP-OptimalKinase	 collection	 represents	 an	 optimized	 way	 to	

construct	a	compound	collection	using	commercially-available	compounds,	it	is	interesting	

that	only	12%	of	 the	kinome	(63	proteins)	can	be	 targeted	with	 two	structurally	diverse	

compounds	that	have	MS	selectivity	(as	compared	to	8%	by	the	LINCS	and	<1%	by	the	PKIS	

libraries);	 we	 therefore	 estimate	 that	 a	 truly	 optimal	 kinase	 library	 would	 consist	 of	

approximately	 1,000	 compounds.	 Kinases	 are	 one	 of	 the	most	 heavily	 studied	 classes	 of	

protein	targets,	particularly	in	oncology,	and	it	is	noteworthy	that	a	substantial	portion	of	

the	kinome	nonetheless	remains	unaddressed	with	available	chemical	tools	(one	motivation	

for	the	NIH	Illuminating	the	Druggable	Genome	program	(Oprea	et	al.,	2018))		

Because	 our	 approach	 is	 data-driven	 and	 considers	 only	 public	 information,	 some	

differences	 exist	 between	our	 top	picks	 and	 first	 choice	 compounds	 suggested	by	 others	

(Arrowsmith	 et	 al.,	 2015b;	 Wang	 and	 Gray,	 2015a,	 2015b).	 For	 example,	

www.chemicalprobes.org	 lists	 BI-D1870	 as	 a	 selective	 inhibitor	 of	 the	 RPS6KA1	 kinase,	

while	 we	 score	 this	 drug-target	 pair	 as	 being	 of	 unknown	 selectivity.	 In	 the	 published	

literature	 D1870	 has	 only	 been	 tested	 against	 three	 targets,	 which	 LibraryR	 considers	

insufficient	evidence	of	selectivity.	However,	LibraryR	has	an	option	to	add	compounds	from	

expert-opinion	lists	and	then	rank	them	relative	all	other	compounds	in	a	collection.		
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We	also	generated	a	list	for	a	3202-compound	“mechanism	of	action	library	(LSP-MoA)	that	

optimally	 covers	 the	 liganded	 genome	 and	 should	 be	 of	 general	 utility	 in	 semi-focused	

screening	 campaigns.	 We	 found	 that	 kinases	 were	 the	 target	 class	 best	 covered	 by	 this	

library,	GPCRs	were	a	distant	second	and	many	other	multi-protein	families	had	few	if	any	

selective	 inhibitors.	This	 further	emphasizes	 the	relative	sparsity	of	 selective	coverage	of	

targets	considered	 ‘ligandable,’	at	 least	by	compounds	whose	structures	are	 in	 the	public	

domain.	 However,	 our	 approach	 to	 analyzing	 and	 designing	 compound	 libraries	 is	 data-

driven	so	that	the	MOA	library	can	be	steadily	improved	as	new	data	become	available.			

	 We	expect	the	methods	described	here	to	assist	in	a	variety	of	informatic,	chemical	

biology	and	drug	repurposing	studies.	For	cell-based	experiments,	our	tools	can	optimize	the	

search	 for	 multiple,	 selective,	 and	 structurally	 diverse	 compounds	 against	 one	 or	 more	

target(s)	of	interest,	thereby	reducing	the	likelihood	that	off-target	effects	go	unrecognized	

(in	many	cases,	this	is	a	2-20	compound	collection	in	many	cases).	Machine	learning	projects	

should	also	be	able	to	make	use	of	target	affinity	spectrum	to	investigate	molecular	profiling	

data	on	drug-treated	cells,	particularly	when	multiple	compounds	with	the	same	or	similar	

nominal	 targets	 are	 compared.	 	 Extension	 of	 the	 current	 work	 will	 also	 important;	 for	

example,	 it	should	also	be	possible	to	further	improve	the	use	of	 large-scale	profiling	and	

phenotypic	data	(e.g.	the	Connectivity	Map	(Lamb	et	al.,	2006;	Subramanian	et	al.,	2017)	and	

Cancer	Cell	Line	Encyclopedia	(Barretina	et	al.,	2012))	 to	optimize	compound	collections.		

Finally,	 we	 hope	 that	 the	 ready	 availability	 of	 data	 on	 the	 full	 spectrum	 of	 compound	

activities	will	replace	nominal	target	alone	as	a	means	to	describe	mechanism	of	action.			
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Methods	

Data	and	resource	availability	

All	 source	 code	 can	 be	 found	 online	 on	 www.github.com/sorgerlab/smallmoleculesuite.	

Further	information	and	requests	for	resources	and	reagents	should	be	directed	to	and	will	

be	 fulfilled	 by	 Peter	 Sorger,	 peter_sorger@hms.harvard.edu	 (please	 copy	 Chris	 Bird:	

chris_bird@hms.harvard.edu).		

	

Compute	chemical	identity	and	similarity		

Compounds	 from	 the	 different	 libraries	 were	matched	 to	 each	 other	 and	 their	 ChEMBL	

equivalent	based	Tanimoto	similarity	of	their	Morgan	fingerprints	(at	2Å).	Those	compounds	

that	 had	 multiple	 matches	 with	 100%	 similarity	 were	 curated	 manually.	 See	 script	

“01_chemical_identity&similarity.py”	

	

Collecting	data	from	ChEMBL	V22_1	

A	local	copy	of	ChEMBL	V22_1	was	installed.	Both	phenotypic	and	target	data	were	collected	

from	the	ACTIVITIES	table.	The	two	datatypes	were	distinguished	based	on	assay	annotation	

detailed	 in	 script	 “02_collecting_data_chembl.r”.	 Target	 identifiers	 were	 converted	 to	

ENTREZ	gene	identifiers	using	‘gene_symbols’	from	the	COMPONENT_SYNONYMS	table	and	

targets	with	multiple	 or	 no	matches	were	manually	 checked.	 See	 Table	 S2	 for	mapping.	

Maximum	clinical	development	stage	was	obtained	from	the	MOLECULE_DICTIONARY	table.	
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Calculating	phenotypic	fingerprint	(PFP)	correlation	

Results	from	qualifying	phenotypic	screens	were	normalized	to	robust	z-scores	(r-scores).	

For	 each	 compound	pair,	Pearson’s	 correlation	was	 calculated	on	 the	 subset	of	 assays	 in	

which	both	compounds	had	been	measured	and	least	one	of	the	compounds	was	active	(i.e.	

r-score	≥3	or	r-score	≤-3);	correlation	for	pairs	that	had	less	than	five	of	such	assays	were	

excluded.	See	script	“03_calulating_PFPsimilarity.r”.	

	

Calculating	CMAP	profile	correlation	

Level	5	of	the	CMAP	data	was	downloaded	from	GEO	accession	number	GSE92742	on	May	

1st,	 2017	 and	 filtered	 to	 retain	 only	 compounds	 in	 the	 LINCS	 library.	 For	 each	 pair	 of	

compounds,	all	Pearson	correlations	were	calculated	between	perturbations	measured	 in	

the	same	cell	line,	at	the	same	time	point,	and	with	same	treatment	concentrations	(see	script	

‘04_import_gctx_allconc.py’).	The	final	value	reported	in	Figure	2.2C	is	the	median	distance	

for	each	pair	of	drugs.	

	

Comparing	CMAP	profile	correlation	and	PFP	correlation	

CMAP	correlations	and	PFP	correlations	were	merged.	Noncorrelated	was	defined	|r|	<	0.2	

for	CMAP	and	|r|<0.25	for	PFP.	Several	cutoffs	for	correlated	were	explored;	CMAP	r≥0.2	or	

0.3;	PFP	r≥	0.25	or	0.5	or	0.7.	

	

Calculating	selectivity	score	for	compound-target	interactions	

The	 selectivity	 score	 for	 compound-target	 interactions	 was	 calculated	 according	 to	 an	

adapted	version	of	Wang	et	al	(Wang et al., 2016),	so	that:	
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with:	 	

	 		

			where	rank_sum_pvalue	is	capped	at	10-15		

	

	

Selectivity	 classes,	 based	 on	 differential	 IC50,	 Pvalue	 and	Data	 bias,	were	 determined	 as	

outlined	in	Figure	2.3B.	See	script	“05_calulating_selectivity.r”.		

	

Calculating	Target	Affinity	Spectrum	(TAS)	similarity	

The	assignment	of	weights	in	the	TAS	vector	was	customized	to	each	assay-type.	In	general,	

a	weight	 of	 1	 denotes	 the	 highest	 confidence	 in	 binding	 and	 a	weight	 of	 10	 denotes	 the	

highest	 confidence	 in	 confirmed	 non-binding.	 Dose	 response	 data	 was	 obtained	 from	

ChEMBL,	DiscoverX	and	Kinative	kinome	profiles.	Binding	values	were	given	a	weight	1	if	Kd	

<100nM,	a	weight	2	if	100nM	≤	Kd	<1µM,	a	weight	3	if	1µM	≤	Kd	<10µM,	and	weight	10	if	Kd	

≥10	µM.	Annotations	of	nominal	target	were	obtained	from	manual	literature	searches)	and	

was	 assigned	 a	 weight	 of	 2.	 One-dose	 data	 from	 profiling	 methods	 was	 obtained	 from	

weighted	based	on	the	retrospective	probability	of	binding	as	explained	in	text.		

	

𝑆𝑒𝑙𝑒𝑐𝑡𝑖𝑣𝑖𝑡𝑦	𝑠𝑐𝑜𝑟𝑒	 =
𝐷𝑖𝑓𝑓𝑒𝑟𝑒𝑛𝑡𝑖𝑎𝑙	𝐼𝐶50 + 𝑃𝑣𝑎𝑙𝑢𝑒 + 𝐴𝑠𝑠𝑎𝑦	𝑏𝑖𝑎𝑠

3  

𝐷𝑖𝑓𝑓𝑒𝑟𝑒𝑛𝑡𝑎𝑙	𝐼𝐶50 =
𝑙𝑜𝑔10>𝐼𝐶50?@@ABCDEAF −  𝑙𝑜𝑔10>𝐼𝐶50?HABCDEAF 

3  

𝑃𝑣𝑎𝑙𝑢𝑒 =
−𝑙𝑜𝑔10(𝑟𝑎𝑛𝑘_𝑠𝑢𝑚_𝑃𝑣𝑎𝑙𝑢𝑒)

15  

𝐷𝑎𝑡𝑎	𝑏𝑖𝑎𝑠 = 1 −
𝑁	𝑚𝑒𝑎𝑠𝑢𝑟𝑒𝑚𝑒𝑛𝑡𝑠_𝑜𝑛𝑇𝑎𝑟𝑔𝑒𝑡 

𝑁	𝑚𝑒𝑎𝑠𝑢𝑟𝑒𝑚𝑒𝑛𝑡_𝑡𝑜𝑡𝑎𝑙  
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Five	 different	 data	 sources	were	 used	 to	 compose	 the	 TAS:	 (i)	 dose-response	 data	 from	

Chembl	v22_1	(see	above),	(ii)	dose-response	data	from	DiscoverX	kinomescan,	(iii)	profiling	

data	 from	 DiscoverX	 at	 doses	 0.1uM;	 1uM;	 10	 uM,	 (iv)	 profiling	 data	 from	 Dundee	

(http://www.kinase-screen.mrc.ac.uk/kinase-inhibitors)	 at	 doses	 0.01uM;	 0.1uM;	 1uM;	

10uM,	(v)	curated	nominal	target	annotations.	Targets	were	normalized	to	gene_ids	using	

gene	symbol	matches	and	manual	conversions.	Binding	enrichments	for	datasources	iii	and	

iv	were	calculated	per	concentration	per	source	see	Figure	S2.2,	Figure	S2.3,	and	Table	S3	

for	conversion	results.	Nominal	targets	were	extracted	from	manual	searches	in	pubmed	and	

by	mining	 vendor	 information.	 Binding	 assertions	were	 assigned	 as	 illustrated	 in	 Figure	

2.4A.	TAS	vectors	of	compound	pairs	were	joined	and	entries	where	one	of	the	compounds	

had	 an	 assertion	 ≤3	were	 kept.	 If	 the	 joined	 vector	 had	 a	 length	 ≥5,	 a	weighted	 Jaccard	

similarity	coefficient	was	calculated	with	the	formula:	

𝑆𝑖𝑚𝑖𝑙𝑎𝑟𝑖𝑡𝑦(𝐶1, 𝐶2) =
∑ min	(𝐶1V, 𝐶2V)V

∑ 𝑚𝑎𝑥(𝐶1V, 𝐶2V)V
	

see	Table	S3	for	full	TAS	vectors.	

	

Assembling	LSP-OptimalKinase	and	LSP-MoA	libraries	

LSP-OptimalKinase	 was	 developed	 to	 target	 human	 kinases	 (Table	 S4),	 LSP-MoA	 was	

developed	to	target	the	liganded	genome	(Table	S4).	In	the	selectivity	arm,	the	compound	

with	 the	highest	selectivity	score	was	selected	 for	each	 target.	Then,	a	second	compound	

within	 that	 same	 selectivity	 class	 (MS,	 SS,	 PS,	 UN)	 and	 a	 structural	 similarity	 ≤0.2	 was	

selected.	 For	 targets	 with	 no	 second	 compound	 in	 MS	 class	 with	 sufficient	 structural	

dissimilarity,	 the	SS	 class	 compounds	were	 sourced	 to	 supply	 the	 second	compound.	 If	 a	



 

 42 

target	was	covered	by	MS	compound	pair,	SS,	PS	and	UN	compounds	for	the	same	target	were	

omitted	(unless	included	for	clinical	development);	If	target	was	covered	by	SS	compounds,	

PS	and	UN	compounds	for	same	target	were	omitted;	If	target	was	covered	by	PS	compounds,	

UN	 compounds	 for	 the	 same	 target	 were	 omitted.	 The	 clinical	 development	 arm	 was	

assembled	by	selecting	all	molecules	with	max_phase	1-4	in	MOLECULE_DICTIONARY	table	

that	 had	 an	 affinity	 <1000	 nM	 for	 one	 of	 the	 targets	 aimed	 at.	 Tiers	were	 developed	 as	

illustrated	in	Figure	2.5b.	The	members	of	molecular	target	classes	for	which	the	LSP-MoA	

library	 was	 analyzed	 were	 obtained	 from	

http://www.guidetopharmacology.org/download.jsp	(accessed	Dec	15th,	2017).	

	

The	Small	Molecule	Suite	graphical	user	interface	

The	small	molecule	suite	comprises	the	applications	SelectivitySelectR,	SimilaritySelectR	and	

LibraryR.	For	SelectivitySelectR,	the	selectivity	score	and	mean	affinity	were	calculated	for	all	

small	 molecules	 in	 the	 LINCS	 compound	 collection	 for	 each	 target	 their	 affinity	 was	

measured.	In	the	application,	users	can	select	a	target	of	interest	and	see	the	mean	affinity	

and	selectivity	for	all	LINCS	compounds	with	a	known	affinity	for	this	target.	All	results	can	

be	 downloaded	 for	 further	 used.	 For	 SimilaritySelectR,	 the	 structural	 similarity,	 TAS	

similarity	 and	 PFP	 similarity	 was	 calculated	 for	 all	 compound	 pairs	 in	 LINCS.	 In	 the	

application,	users	can	select	a	reference	molecule	of	interest	to	identify	molecules	that	are	

similar	or	dissimilar	 in	structure,	 target	spectrum	or	 induced	phenotype.	The	application	

allows	 users	 to	 download	 information	 on	 the	 reference	 compound	 plus	 three	 additional	

compounds.	 For	 LibraryR,	 compounds	 were	 selected	 based	 on	 selectivity,	 clinical	

development	 stage	 and	 expert	 opinion	 status.	 To	 enable	 selection	 for	 compounds	 on	
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selectivity	 the	 selectivity	 score	was	 calculated	 for	 all	 compounds-target	 pairs	 in	 ChEMBL	

V22_1	for	which	the	target	was	a	member	of	the	liganded	genome	and	the	compound	was	

known	to	bind	at	least	one	target	in	the	liganded	genome	with	Ki	≤	10µM.	For	each	target,	the	

compound	 with	 the	 highest	 selectivity	 score	 and	 another	 compound	 with	 a	 structural	

similarity	≤0.2	within	the	same	selectivity	class	(MS,	SS,	PS	or	UN).	To	select	compounds	on	

clinical	development	stage,	all	compounds	with	Ki	≤	10µM	against	any	target	in	the	liganded	

genome	 in	 development	 phase	 I-IV	were	 selected.	Users	 can	 set	 stricter	 requirement	 for	

affinity	 when	 composing	 the	 library	 (default	 KI	 ≤	 1µM).	 Compounds	 curated	 by	 expert	

opinion	 were	 obtained	 from	 www.chemicalprobes.org	 (Arrowsmith	 et	 al.,	 2015b)	 (only	

those	rated	with	4/4	stars)	and	a	recent	publication	by	Wang	&	Gray	(Wang	and	Gray,	2015a,	

2015b).	
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Chapter	three	

Efficacious	drugs	tend	to	target	multiple,	functionally	

redundant,	proteins		
	

Introduction	

Polypharmacology	 –	 the	 ability	 of	 small	 molecule	 compounds	 to	 bind	 to	 multiple	 gene-

targets—has	 been	 a	 challenge	 for	 drug	 discovery	 since	 the	 onset	 of	 targeted	 therapy	

discoveries	(Klaeger	et	al.,	2017;	Lounkine	et	al.,	2012).	Classically,	polypharmacology	has	

been	 implicated	 in	both	desirable	and	undesirable	properties	of	drugs,	depending	on	 the	

targets	engaged.	For	example,	polypharmacology	can	be	responsible	for	drug	toxicities	and	

clinical	 failures	 when	 critical	 proteins	 such	 as	 the	 potassium	 voltage-gated	 channel	 H2	

(KCNH2,	HERG),	5-hydroxytryptamine	receptor	2B	(HTR2B)	or	potassium	calcium-activated	

channel	subfamily	M	alpha	1	are	co-targeted	(KCNMA1)	(Curran	et	al.,	1995;	Lounkine	et	al.,	

2012;	 Rothman	 Richard	 B.	 et	 al.,	 2000).	 Additionally,	 polypharmacology	 has	 been	

responsible	for	successful	drug	repurposing.	An	example	of	this	is	Imatinib	(and	the	closely	

related	 Nilotinib),	 for	 which	 inhibition	 of	 BCR-ABL	 is	 considered	 key	 for	 its	 efficacy	 in	

leukemia,	 whereas	 co-inhibiting	 KIT	 is	 considered	 to	 be	 essential	 for	 its	 effect	 in	 GIST	

(Manley et al., 2002).		

As	the	understanding	of	functional	redundancy	in	the	genome	matured	(DeLuna et al., 2008; 

Segrè et al., 2005),	Besnard	and	colleagues	(Besnard et al., 2012)	as	well	as	Dar	and	colleagues	

(Dar et al., 2012b)	found	that	inhibition	of	multiple	targets	was	necessary	to	achieve	a	desired	

phenotype.	In	both	studies,	compounds	binding	only	a	subset	of	targets	were	not	effective.	
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Another	illustrative	example	where	polypharmacology	was	necessary	to	obtain	phenotypic	

efficacy	 is	 the	wnt	pathway,	where	 it	was	 found	that	the	axin	stabilization	effect	of	TNKS	

inhibitors	was	only	phenocopied	upon	knock-down	of	both	TNKS1	and	TNKS2,	two	proteins	

redundant	 in	 function	 (Huang	 et	 al.,	 2009).	 Here,	 TNKS	 induced	 axin	 degradation	 still	

functioned	with	only	TNKS1	or	TNKS2	present	 indicating	 that	 in	absence	of	 either	TNKS	

isoform,	the	remaining	isoform	is	able	to	compensate	and	maintain	cellular	functionality.	

Culminating	these	illustrations	of	required	polypharmacology,	we	wondered	whether	

polypharmacologic	 drugs	 are	 efficacious	 because	 they	 target	 multiple,	 functionally	

redundant	proteins.	While	this	hypothesis	seems	daunting,	we	can	logically	deduct	that	 if	

compounds	are	 truly	 efficacious	because	 they	 target	multiple	 redundant	 signaling	nodes,	

information	on	drug	efficacy	and	 target	 spectrum	should	enable	us	 to	 identify	 functional	

redundancy	 to	 a	 greater	 extent	 than	 randomized	 control	 –	 which	 we	 use	 as	 working	

hypothesis	for	this	chapter.	Inversely,	if	efficacy	of	polypharmacologic	drugs	is	unrelated	to	

the	functional	redundancy	of	its	targets,	information	on	drug	efficacy	and	target	spectrum	

should	be	equally	informative	of	functional	redundancy	as	a	randomized	control	–	which	we	

use	as	our	null	hypothesis.		

In	 this	 chapter,	we	 assess	 the	 extent	 to	which	polypharmacology	 is	 a	 trait	 among	

approved	 drugs	 and	 find	 that,	 by	 far,	most	 drugs	 bind	multiple	 targets.	We	 ask	whether	

polypharmacology	can	be	underlying	approved	drug’s	efficacies,	a	question	we	approach	by	

comparing	functional	gene	redundancy	inferred	from	small	molecule	data	and	RNAi	data.	

We	 then	 develop	 the	 methods	 RIFMAP,	 which	 infers	 functional	 redundancy	 from	 small	

molecule	data,	 and	RIFSOFT,	which	 calculates	 epistasis	 from	RNAi	 screens.	Conceptually,	

RIFMAP	considers	genes	 to	be	 redundant	when	 they	both	 react	 to	 the	 same	endogenous	
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signaling	molecules	and	create	the	same	phenotypic	response	upon	inhibition.	RIFSOFT	uses	

the	feature	that	siRNA	reagents,	like	small	molecules,	typically	affect	multiple	genes	and	that	

sequence	 similarity	 predicts	 the	 genes	 affected.	 As	 such,	 RIFSOFT	 considers	 each	 siRNA	

experiment	 to	be	a	 co-knockdown	experiment,	which	allows	 it	 to	 identify	 epistatic	 gene-

pairs.	We	then	compare	the	efficacy	of	compounds	that	target	the	genes	of	a	functional	unit	

to	the	total	epistasis	of	these	genes	as	we	computed	with	RIFSOFT.	We	find	that,	by	and	large,	

the	 efficacy	 of	 compounds	 correlates	 with	 the	 sum	 of	 epistasis	 among	 their	 targets;	

significantly	more	than	a	randomized	control	(pvalue	<	0.001).	

	

Results	

Most	drugs	show	polypharmacology		

To	estimate	the	prevalence	of	polypharmacology,	we	assessed	the	number	of	human	targets	

for	all	approved	drugs	that	had	been	assessed	for	binding	affinity	against	at	least	50	different	

targets.	Surprisingly,	we	found	that	most	drugs	show	polypharmacology	(Figure	3.1).	Among	

that	 do	 have	 a	 single	 human	 target	

54%	 are	 antifungal	 and	 antibiotic	

agents	 for	 which	 the	 mechanism	 of	

action	 (MoA)	 is	 assumed	 to	 be	

exogenous.	 Another	 23%	 were	

metabolite	 treatments	 such	 as	

carnitine	 to	 treat	 carnitine	deficiency.	

Surprisingly,	 within	 the	 1341	

approved	 drugs	 with	 endogenous	

	

Figure	3.1	–	Number	of	human	targets	per	approved	drugs	(Kd	≤10	
µM).	 Drugs	 with	 <50	 targets	 measured,	 or	 exogenous	 MoA	 are	
excluded.	
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MoA,	only	12	were	binding	to	a	single	target	while	most	agents	show	to	bind	6-20	targets	

(Figure	3.1).	These	numbers	further	emphasize	the	relevance	of	our	study.	

	

Creating	genomic	Functional	Units	from	small	molecule	affinity	and	efficacy	data	

RIFMAP	considers	genes	 to	be	 redundant	 if	 they	 can	both	 react	 to	 the	 same	endogenous	

ligand	 and	 give	 rise	 to	 a	 similar	 phenotype	 upon	 perturbation.	 For	 its	 development,	 we	

sourced	 two	of	Novartis’	 internal	databases	containing	both	public	and	private	data.	One	

database	 is	 a	 biochemical	 binding	 dataset	 (BD)	 covering	 ~5	 million	 small	 molecule	

compounds	and	3200	targets	of	the	liganded	genome,	whose	values	we	converted	to	target	

affinity	 spectrum	 vectors	 (TAS)(Moret et al., 2018).	 The	 other	 dataset	 covered	 3000+	

compounds	in	~100	phenotypic	cell-based	assays	performed	for	various	drug	development	

projects,	 reflecting	 a	wide	 range	 of	 biology.	We	 used	 this	 data	 to	 extract	 the	 phenotypic	

fingerprint	 (PFP)(Moret et al., 2018)	 of	 each	 compound.	We	 assessed	 the	 likelihood	 that	

genes	are	able	to	react	to	the	same	endogenous	ligands	(the	first	requirement	of	RIFMAP)	by	

calculating	 the	 probability	 that	 they	 bind	 the	 same	 chemical	 substance.	 For	 this,	 we	

determined	 the	conditional	probability	 that	a	 ligand	binds	 to	any	particular	gene	given	a	

certain	chemical	moiety	is	present	in	the	chemical	structure	of	the	ligand,	which	we	assessed	

for	each	of	the	3200	genes	in	the	liganded	genome	and	each	chemical	moiety	in	any	of	the	

compounds	(Figure	3.2A).	In	doing	so,	each	gene	in	the	liganded	genome	obtained	a	vector	

of	 probabilities,	 known	as	 a	Bayesian	Affinity	 Fingerprint	 (Bender	 et	 al.,	 2006).	We	 then	

clustered	on	the	correlation	of	their	BAFPs	using	affinity	propagation	clustering	(Frey	and	

Dueck,	 2007).	 The	 genes	 that	 co-cluster	 in	 BAFP	 correlation	 are	most	 likely	 to	 share	 an	

endogenous	ligand,	while	also	being	
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Figure	 3.2	 –	 A)	 Clustering	 on	 onditional	 probability	 of	 binding	 to	 a	 target	 given	 a	 chemical	moiety	 is	 present.	
Conditionals	calculated	as	Bayesian	Affinity	Fingerprints	(see	text).	Illustrative	moieties	depicted	in	side	panel.	B)	
Example	 of	 Phenotypic	 Fingerprint	 Clusters	 across	 a	 panel	 of	 phenotypic	 assays.	 Right	 panel	 show	 known	
participants,	inferred	participants	and	non-participants	based	on	target	spectrum	of	the	compounds	(see	methods).	
C)	Conceptual	figure	of	Functional	Unit	make	up.	Known-participants	of	three	units	are	highlighted.	
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the	most	 likely	 off-targets	 for	 small	molecules	 that	 bind	 any	member	 of	 the	 cluster.	We	

confirmed	that	many	clusters	contain	genes	which	are	known	to	have	an	endogenous	ligand	

in	common.	Interestingly,	BRD4	was	clustered	with	ATP	dependent	kinases,	even	though	it	

was	only	recently	discovered	to	be	a	pseudokinase	(Devaiah	et	al.,	2012).		

To	assess	which	genes	are	likely	to	evoke	a	similar	phenotype	upon	perturbation,	we	

clustered	 compounds	 based	 on	 PFP	 correlation	 (phenotypic	 fingerprint	 cluster)	 (Figure	

3.2B).	We	 then	determined	which	 genes	 belonged	 to	 each	phenotypic	 fingerprint	 cluster	

using	the	TAS	vectors	of	 the	corresponding	compounds	which	contain	data	on	confirmed	

binding	and	non-binding	(Kd	≥	10µM).		We	used	data	on	confirmed	binding	to	assign	‘known	

participants’	to	genes	underlying	a	phenotypic	fingerprint	cluster	and	similarly	used	data	on	

confirmed	non-binding	to	assign	‘non-participants’	--	genes	do	not	play	part	in	a	particular	

signature.	Interestingly,	we	found	that	a	single	gene	can	be	assigned	to	multiple	phenotypic	

fingerprint	clusters,	each	with	a	different	genetic	makeup	overall.	We	illustrated	such	a	case	

for	AXL	(Figure	3.2C),	which	was	a	known	participant	in	at	least	three	phenotypic	fingerprint	

clusters	which	each	had	a	different	genetic	makeup	overall.	

After	clustering	genes	on	BAFP	and	PFP	correlation,	we	defined	each	set	of	genes	that	

co-clustered	 in	 both	 BAFP	 and	 PFP	 (hence,	 are	 most	 likely	 to	 respond	 to	 the	 same	

endogenous	 ligand	 and	 give	 rise	 to	 similar	 phenotypes)	 as	 a	 ‘known	 participants’	 of	 a	

Functional	Unit.	Next	to	these	known	participants,	Functional	Units	were	annotated	with	non-

participants,	stemming	from	the	PFP	cluster	annotations;	and	inferred	participants,	referring	

to	genes	that	are	very	likely	to	be	off-targets	when	genes	in	the	Functional	Unit	are	targeted	

(see	Figure	3.2C,	methods).	With	this,	we	obtained	a	grid-like	representation	of	the	genome	

were	BAFP	clusters	can	be	divided	into	multiple	Functional	Units	when	it	is	represented	in	
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multiple	phenotypic	fingerprint	clusters.	This	might	implicate	that	the	outcome	of	targeting	

a	gene	can	be	depended	on	secondary	targets.	

	

Measuring	epistasis	in	siRNA	experiments	

Exploring	options	to	experimentally	validate	whether	the	Functional	Units	described	above	

contain	genes	which	are	functionally	redundant,	we	cherished	the	concept	that	functional	

redundancy	leads	to	epistasis	(Beltrao	et	al.,	2010;	Du	et	al.,	2017;	Segrè	et	al.,	2005)	–	the	

phenomenon	 that	 a	 gene	 perturbation	 influences	 the	 effect	 of	 perturbing	 a	 second	 gene.	

Since	 small	 interfering	 RNA	 (siRNA)	 induced	 knock-down	 affects	 multiple	 genes	

simultaneously	mediated	by	partial	 complementation	of	 the	 siRNA	reagent	 to	 the	3’	UTR	

sequence	 of	 the	 target	 gene	 (Schultz	 et	 al.,	 2011;	 Sigoillot	 et	 al.,	 2012)	 we	 developed	 a	

method,	 RIFSOFT,	 to	 quantify	 the	 epistasis	 of	 over	 218x106	 gene	 pair	 knock-down	

combinations.	For	any	two	genes	A	and	B	RIFSOFT	evaluates	whether	siRNA	reagents	with	

ability	to	target	both	genes	of	a	predefined	pair	(A&B	reagents)	performed	differently	than	

reagents	that	target	only	one	gene	of	a	predefined	pair	(A!B	reagents),	for	over	218x106	gene	

combinations.	To	do	so,	RIFSOFT	compares	the	culminative	distributions	of	A&B	and	A!B	

reagents	by	taking	the	z-score	at	the	50%	percentile	(Z50)	and	the	difference	in	area	under	

the	 curve	 (AUC)	between	A&B	and	A!B	distributions	 (Figure	3.3A).	We	 reimplemented	a	

TNFα-induced	NFKB	translocation	assay	from	the	PFP	dataset	and	perturbed	it	with	150x103	

siRNA	 reagents.	 Analyzing	 the	 TNFα	 induced	 NFKB	 translocation	 with	 RIFSOFT,	 we	

observed	 that	most	siRNA	reagents	effective	 in	 inhibiting	NFKB	translocation	were	 those	

targeting	gene	pairs	(e.g	A&B	reagents),	while	single	gene	reagents	(e.g	A!B	reagents)	rarely	

affected	translocation	and	did	so	to	a	 lesser	degree	than	the	most	effective	A&B	 reagents	
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(Figure	3.3B).	Interestingly,	neither	the	effective	A!B	nor	the	effective	A&B	reagents	were	

enriched	for	‘frequent	hitters’	(Fig	3.3B	in	yellow)—reagents	that	are	more	likely	to	be	false	

positive	results.		

The	finding	that	A&B	reagents	are	more	likely	to	cause	a	phenotypic	effect	than	A!B	

reagents	 can	 be	 interpreted	 as	 the	 genome	 having	more	 functionally	 redundant	 pairs	 of	

genes	than	previously	appreciated.	In	accordance	with	this	interpretation,	we	saw	that	even	

canonical	 signaling	genes,	 such	as	 IRAK	 family	members,	 require	 co-knockdown	 to	 show	

substantial	phenotypic	effect	(Figure	3.3C).	However,	the	hypothesis	that	phenotypes	will	

generally	and	nonspecifically	be	stronger	when	multiple	genes	are	knocked-down	could	also	

explain	our	findings.	To	address	this	ambiguity,	we	assessed	whether	A&B	reagents	obtained	

their	efficacy	from	targeting	a	triplet	of	genes;	that	is,	we	tested	whether	they	are	effective	

reagents	because	they	target	gene	A,	gene	B	and	a	certain	gene	C.	To	do	so,	we	selected	1000	

gene	pairs	that	perturbed	NFKB	translocation	effectively	(|z-score|	≥3)	and	2000	gene	pairs	

that	 did	 not	 affect	 NFKB	 translocation	 (|z-score|<	 3)	 and	 subdivided	 the	 corresponding	

siRNA	reagents	based	on	 their	ability	 to	bind	gene	c,	 classifying	 them	as	either	 targeting	

gene	A,	gene	B	and	gene	C	(AB&C	reagents)		or	targeting	gene	A,	gene	B,	but	not	gene	C	

(AB!C	 reagents).	Within	 the	683	gene	combinations	 that	affected	NFKB	translocation	 (|z-

score|≥3),	365	(53%)	did	so	exclusively	with	AB&C	reagents;	313	(46%)	did	so	exclusively	

with	AB!C	 reagents;	 only	 5	 (<1%)	were	 effective	 regardless	 of	 targeting	gene	 C	 (Figure	

3.3D).	This	indicates	that	epistasis	is	not	an	artifact	stemming	from	general	off-target	effects,	

but	rather,	the	efficacy	of	siRNA	reagents	targeting	a	gene	pair	is	equally	likely	to	stem	from	

targeting	a	triplet	of	genes	as	it	is	likely	to	obliterate	the	phenotype	by	adding	a	third	gene.	
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A	 B	

	

	

C	 D	

	

	

Figure	3.3	–	A)	Schematic	illustration	of	entities	computed	by	RIFSOFT.	B)	Results	of	a	genome	wide	RNAi	screen	for	the	translocation	of	
NFKB	activation	upon	stimulation	with	TNF-alpha.	Turquoise	 indicates	greatest	antagonistic	epistasis,	 red	 indicates	greatest	agonistic	
epistasis,	yellow	indicates	frequent	hitters.	C)	Plot	of	IRAK2	targeting	siRNA	reagents	with	Z50	of	A&B	reagents	and	Delta	AUC.	D)	AB&C	
versus	AB!C		reagents	show	that	a	third	target	is	as	likely	to	explain	efficacy	as	it	is	to	counteract	all	efficacy.	
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Redundancy	patterns	inferred	by	RIFMAP	and	RIFSOFT	are	congruent	

To	further	validate	the	functional	redundancy	for	genes	in	the	Functional	Units,	we	aligned	

the	 results	 of	 the	 small	 molecule	 perturbed	 and	 siRNA	 perturbed	 TNFα-induced	 NFKB	

translocation	assay	on	a	gene-by-gene	basis.	Concretely,	we	selected	all	Functional	Units	in	

which	a	certain	gene	was	present	and	took	the	average	r-score	of	compounds	targeting	these	

Functional	Units.	We	correlated	this	small	molecule	based	r-score	with	the	sum	of	RIFSOFT-

based	epistatic	efficacy	for	all	gene	pairs	in	the	Functional	Units	(Figure	3.4A).	For	example,	

the	 gene	 ZAP70	 was	 present	 in	 112	

functional	 units	 and	 showed	 a	 positive	

correlation	 (p-value<0.005)	 between	

compound	 efficacy	 and	 efficacy	 of	

epistatic	knock-down,	indicating	that	the	

greater	 efficacy	 of	 small	 molecules,	 the	

greater	 the	 sum	 of	 pairwise	 epistasis	

among	 genes	 which	 the	 small	 molecule	

targets.	We	 repeated	 this	process	 for	 all	

754	genes	present	in	at	least	4	Functional	Units	and	found	that	169	of	these	genes	showed	

positive	correlations	between	compound	efficacy	and	siRNA	derived	epistasis	with	FDR<0.1,	

while	 only	 64	 genes	 reached	 this	 threshold	 in	 a	 randomized	 control	 (empirical	 p-value<	

0.001;	 hypergeometric	 p-value=10-54)(Figure	 3.4B).	 This	 indicates	 that	 genes	 within	

Functional	 Units	 –	 that	 is,	 genes	 expected	 to	 be	 redundant	 in	 function	 based	 on	 small	

molecule	 efficacy	 and	 their	 target	 affinity	 spectra	 –	 are	 significantly	 more	 likely	 to	 be	

functionally	 redundant	 than	 randomly	 selected	 genes.	 With	 this,	 we	 reject	 our	 null	

	

Figure	 3.4	 –	 Correlation	 of	 efficacy	 small	 molecules	 targeting	 a	
functional	unit	that	contains	ZAP70	and	RIFSOFT	epistasis	of	all	gene	
pairs	in	the	unit.	
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hypothesis	 and	conclude	 that,	by	and	 large,	polypharmacologic	drugs	 show	 their	 efficacy	

profile	 because	 they	 target	 multiple	 redundant	 genes.	 It	 is	 important	 to	 note	 that	 our	

conclusion	does	not	exclude	 the	possibility	of	 a	 selective	agent	being	effective,	which	we	

discuss	below.	

	

Discussion	

In	 this	 chapter,	 we	 examine	 the	 extent	 to	 which	 approved	 small	 molecule	 drugs	 show	

polypharmacology	and	find	that	most	drugs	have	6-20	protein	targets.	We	examine	whether	

compound	efficacy	might	arise	from	polypharmacology	and	state	that	if	this	is	the	case,	data	

on	small	molecule	binding	and	efficacy	should	enable	us	to	find	functional	gene	redundancy.	

We	create	two	algorithms;	RIFMAP	infers	functional	redundancy	from	small	molecule	data	

and	RIFSOFT	uses	RNAi	data	as	its	source	to	infer	epistasis.	Using	RIFMAP,	we	divided	2823	

genes	of	the	liganded	human	genome	into	1763	functional	units	–	sets	of	genes	which	we	

hypothesized	to	be	redundant.	Using	RIFSOFT,	we	show	that	epistasis	is	more	widespread	

than	 previously	 appreciated	 and	 often	 necessary	 to	 reach	 significant	 phenotypic	 change.	

Comparing	 redundancy	 patterns	 obtained	 by	RIFMAP	 to	 those	 obtained	 by	RIFSOFT,	we	

found	that,	genome-wide,	the	efficacy	of	compounds	targeting	a	particular	Functional	Unit	

was	significantly	explained	by	the	epistasis	observed	with	RIFSOFT	(p-value<0.001).	This	

indicates	that	small	molecule	binding	and	efficacy	data	can	indeed	be	used	to	infer	genomic	

redundancy,	 so	 that	 our	 null	 hypothesis	 –	 efficacy	 of	 polypharmacologic	 compounds	 is	

independent	of	the	genomic	redundancy	of	its	targets	–	was	rejected.	We	therefore	conclude	

that	efficacious	polypharmacologic	small	molecules	are	likely	to	be	efficacious	because	of	all	

the	target	genes	they	bind	and	the	functionally	redundant	unit	that	they	inhibit.	We	foresee	



 

 55 

that	 our	 mapping	 of	 the	 functional	 units	 can	 help	 in	 future	 drug	 discovery	 efforts	 to	

understand	which	targets	can	make	a	difference	for	phenotypic	outcome.		

	 This	chapter	also	supports	the	concept	of	rational	design	of	polypharmacology	as	was	

proposed	by	others	before	us	(Hopkins,	2008).	We	do	foresee,	however,	that	optimizing	a	

compound	for	20	compounds	with	variable	affinities	may	be	a	challenging	task	for	medicinal	

chemists.	 We	 can	 envision	 that	 the	 map	 of	 functional	 units	 will	 be	 useful	 to	 design	

combination	treatments	as	well.	The	work	in	this	chapter	does	not	contradict	the	possibility	

that	an	absolutely	specific	small	molecule	could	work	as	well.	For	example,	it	is	imaginable	

that	a	genetic	aberration	disrupts	the	physiologic	function	of	its	wild-type	counterpart	that	

it	 creates	a	neo-function	 that	 explains	all	pathology	observed.	 In	 this	 case,	 the	pathology	

would	 be	 blocked	 by	 inhibiting	 this	 sole	mutation.	 However,	 so	 far,	 few	 of	 such	 genetic	

aberrations	of	a	single	gene	are	known	to	drive	entire	pathologies.	
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Methods	

Evaluating	number	of	targets	per	approved	drug	

Small	 molecule	 entities	 that	 gained	 approval	 at	 any	 time	 in	 any	 country	 were	 selected.	

Different	physical	 formulas	of	 the	 same	active	pharmaceutical	 ingredient	were	combined	

and	treated	as	equivalent.	If	multiple	values	for	the	affinity	of	a	single	target-compound	pair	

were	available,	we	summarized	its	affinity	to	the	25th	percentile	of	the	total	distribution	of	

affinities	for	this	pair.	To	be	included	in	the	analysis	for	Figure	3.1,	a	compound	had	to	be	

profiled	against	at	least	50	targets.	

	

Creating	functional	units	

Bayesian	affinity	fingerprints	were	calculated	as	described	before	(Bender	et	al.,	2006).	BAFP	

correlations	and	PFP	correlations	were	clustered	using	Affinity	Propagation	clustering	(Frey	

and	Dueck,	2007).	Compounds	within	the	same	phenotypic	cluster	were	converted	to	genes	

according	to	three	rules.	For	each	gene	to	be	considered	associated	with	a	phenotype	it	was	

required	that:	1)	at	least	two	compounds	must	inhibit	a	gene;	2)	no	compound	in	the	cluster	

can	be	known	to	not	bind	the	gene;	3)	at	least	one	compound	inhibiting	the	gene	had	enough	

information	to	calculate	a	‘toolscore’	(Wang	et	al.,	2016).	The	two	cluster-types	were	crossed	

to	get	the	functional	unit	backbone	and	genes	that	were	highly	likely	to	be	co-inhibited,	as	

evidenced	 by	 being	 in	 the	 same	 binding	 pocket	 clusters,	 or	 being	 highly	 correlated	 in	

proteochemometric-space	(Cao	et	al.,	2015).	

	

Inferring	epistasis	RNAi	screens	
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siRNA	reagents	were	matched	with	possible	gene	targets	requiring	a	adenine+6-mer	match	

of	the	reagent	with	the	3’UTR	of	the	target	gene.	Cumulative	activity	of	A&B	and	A!B	reagents	

(see	 text)	 was	 calculated	 and	 discretized	 to	 50	 points	 equally	 distributed	 along	 the	

cumulation.	Both	the	activity	at	the	midpoint	of	the	distribution	as	well	as	delta	AUC	between	

the	A&B	and	A!B	distributions	were	used	to	quantify	epistasis.	
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Chapter	Four	

A	path	forward	towards	incorporating	

polypharmacology	and	functional	gene	redundancy	

in	drug	discovery	
	

As	 discussed	 in	 chapter	 one,	 there	 are	 at	 least	 four	 strategies	 that	 theoretically	 allow	

researchers	 to	 implement	 our	 more	 advanced	 understanding	 of	 disease	 pathology	 and	

genetics	 in	the	process	of	drug	discovery:	(i)	researchers	can	be	 informed	by	pre-defined	

hierarchical	 protein-protein	 networks	 to	 choose	 the	 polypharmacology	 they	 want	

incorporated	(Hopkins,	2008);	(ii)	researchers	can	fall	back	to	the	‘chemocentric’	approach	

as	it	was	in	place	in	the	time	of	Ehrlich,	however	some	modern	tools	would	allow	us	to	go	

faster	through	the	optimization	steps	and	would	allow	to	characterize	the	binding	profile	of	

compounds		(Wermuth,	2004);	(iii)	researchers	could	find	‘master	regulators’	–	the	nodes	

within	the	signaling	network	that	have	no,	or	minimal	redundancy	and	develop	inhibitors	

for	them	(Boboila	et	al.,	2018);	(iv)	researchers	could	initially	assume	no	epistasis	between	

targets	of	small	molecules,	assume	all	targets	are	known	for	the	compounds	they	work	with	

and	use	elastic	net	regulation	to	narrow	down	the	target	or	targets	that	are	truly	needed	to	

observe	the	phenotype	of	interest	(Gujral	et	al.,	2014).		

	 Throughout	 this	 thesis,	several	 findings	 that	have	consequences	 for	 the	validity	or	

practicality	of	these	different	models	have	been	stated.	The	finding	in	chapter	two	that	no	

small	molecule	drug	or	probe	in	the	public	domain	has	been	characterized	for	the	complete	

liganded	genome	(let	alone	 the	druggable	genome),	 limits	 the	use	of	 strategy	 (i)	and	 (iv)	
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since	they	do	not	allow	for	the	incorporation	uncertainty	in	target	binding	information.	The	

finding	that	epistasis	is	far	more	prevalent	than	currently	appreciated,	described	in	chapter	

three,	further	questions	the	achievability	of	approach	(i),	(iii)	and	(iv).	Approach	(i)	has	the	

requirement	that	protein-protein	networks	are	fully	elucidated,	which	is	unlikely	to	be	the	

current	state-of-the-art	(or	otherwise	we	would	not	have	expected	to	find	so	many	cases	of	

novel	 epistasis).	 Approach	 (iii)	 assumes	 the	 existence	 of	 non-redundant	 signaling	 nodes,	

which	is	unknown	to	be	the	case,	and	even	if	existing	may	be	impossible	to	prove	to	be	non-

redundant.	Approach	(iv)	assumes	no	epistasis,	which	is	clearly	inconsistent	with	the	major	

findings	of	chapter	three.	The	only	approach	not	contradicted	by	findings	 in	this	thesis	 is	

approach	(ii),	however	this	approach	would	set	us	back	to	a	time	before	molecular	biology	

and	genetics	were	used	to	describe	vast	amounts	of	pathology	and	would	therefore	unlikely	

result	in	higher	productivity.	

	 The	work	described	 in	this	 thesis	does	allow	an	alternative,	data-driven,	approach	

which	connects	cellular	(or	phenotypic)	findings	with	the	target	ensemble	underlying	the	

phenotype,	rather	than	oversimplify	biology	and	condensing	it	into	a	‘one	target,	one	drug’	

hypothesis.	 With	 the	 modules	 of	 functional	 redundancies	 (or	 functional	 units)	 that	 I	

identified	in	chapter	three,	it	has	become	possible	to	make	an	accurate	first	estimate	which	

ensemble	of	targets	may	be	involved	in	a	cell’s	response	to	perturbation	and,	perhaps	even	

more	 importantly,	which	 targets	 are	most	 likely	 to	make	 	 a	 difference	 in	 optimizing	 the	

phenotypic	output.	
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Figure	S2.1	related	to	Figure	2.1:	Schematic	overview	workflow	
Compounds	from	the	six	analyzed	libraries	were	compared	on	chemical	structure	and	name	to	form	a	list	of	1417	unique	compounds.	
Information	 on	 biochemical	 target	 binding,	 induced	phenotype	 and	 clinical	 development	 stage	were	 obtained	 from	different	 data-
sources.	
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Figure	S2.2	related	to	Figure	2.4:	Binding	enrichments	Kinomescan	and	Dundee	
A)	(left)	Scatterplot	of	percent	control	profiling	data	versus	dose-response	obtained	affinity	constants	for	kinomescans	performed	at	
10	µM.	(right)	number	of	data-points	in	each	nonant	of	the	plot.	B)	Scatterplot	of	percent	control	profiling	data	versus	dose-response	
obtained	affinity	constants	for	kinomescans	performed	at	0.1	µM.	C)	Scatterplot	of	percent	control	profiling	data	versus	dose-response	
obtained	affinity	constants	for	kinomescans	performed	at	1	µM.		
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Figure	S2.3	related	to	Figure	2.4:	Binding	enrichments	Kinomescan	and	Dundee	
A)	 Kinomescan	 percentage	 of	 compound-target	 pairs	 binding	 (Kd	 ≤1	 µM)	 given	 a	 maximum	 percent	 control	 activity	 remaining.	
Compound	concentrations	10µM	(blue),	1µM	(green)	and	0.1µM	(red)	are	shown.	B)	Kinomescan	percentage	of	compound-target	pairs	
non-binding	(Kd	≥10	µM)	given	a	minimum	percent	control	activity	remaining.	Compound	concentrations	10µM	(blue),	1µM	(green)	
and	0.1µM	(red)	are	shown.	C)	Dundee	scan	percentage	of	compound-target	pairs	binding	(Kd	≤1	µM)	given	a	maximum	percent	control	
activity	remaining.	Compound	concentrations	10µM	(purple),	1µM	(blue),	0.1µM	(green)	and	0.01µM	(red)	are	shown.	D)	Kinomescan	
percentage	 of	 compound-target	 pairs	 non-binding	 (Kd	 ≥10	 µM)	 given	 a	 minimum	 percent	 control	 activity	 remaining.	 Compound	
concentrations	10µM	(purple),	1µM	(blue),	0.1µM	(green)	and	0.01µM	(red)	are	shown.	
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Figure	S2.4:	Target	similarity	spectrum	with	20%	random	variation	
Distribution	of	Target	Affinity	Spectrum	with	binding	weights	assignments	as	shown	in	Fig	4A	(blue	line)	compared	to	distribution	of	
Target	Affinity	Spectrum	with	20%	random	variation	in	binding	weights	(red	line).	Observed	is	minimal	difference	in	distribution,	which	
shows	the	robustness	of	assertion	scores	used	for	the	Target	Affinity	Spectra.	
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Figure	S2.5	related	to	Figure	2.4:	Comparison	current	dataset	to	Klaeger	et	al.		
A)	Target	coverage	comparison	of	the	current	dataset	and	the	Klaeger	et	al.	data	set	per	compound.	It	can	be	seen	that	most	compounds	
have	a	high	percentage	of	targets	only	covered	in	one	dataset,	indicating	that	the	datasets	are	largely	complementary	to	each	other.	
Compounds	shown	have	at	least	five	target	annotations	in	both	datasets	combined.	B)	Congruency	of	binding	weights	for	compound-
target	pairs	assessed	in	both	datasets.	It	is	observed	that	most	compounds	have	~90%	of	their	binding	assertions	congruent	between	
the	two	datasets.	Compounds	shown	have	at	least	five	target	annotations	in	both	datasets	combined.		C)	In-depth	congruency	analysis	
for	dasatinib.	It	was	found	to	be	non-binding	most	of	the	targets	that	were	covered	in	a	single	dataset	only	(green	squares).		
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Figure	S2.6	related	to	Figure	2.6:	Additional	characterization	LINCS-OptimalKinase	library	
A)	 Bar	 graphs	 illustrating	 the	 size	 of	 clusters	 of	 compounds	 that	 are	 analogues	 in	 structure	 (structural	 similarity	 cut-off	 0.7).	 B)	
Distribution	of	phenotypic	fingerprint	correlations	across	the	different	 libraries.	Blue	denotes	absolute	compound	pair	counts,	gray	
denotes	normalization	per	ratio	of	all	compounds	with	phenotypic	information	present	in	library.	
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