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Abstract
We develop a new approach to computer vision using the techniques of
psychophysics. Our system provides insight into the role of visual features in face
perception, as well as the role some aspects of face perception — judgments of
personality — play in everyday life. In the introduction we situate the philosophy of
our method historically. In Chapter One, we describe our method and apply it to
detecting faces in images. We achieve state-of-the-art performance on a very
difficult face detection benchmark. In Chapter Two, we extend our method to
computer vision models that mimic human judgments of personality traits from face
images. Our models are able to capture much of the variance in human performance.
We show evidence for the hypothesis that human judgments of these traits can be
driven by low-level image characteristics of the particular photographs used, as
opposed to invariant characteristics of face physiognomy. This presents a
complication to the standard explanation of judgments of personality from face
images. In Chapter Three, we build on the literature that shows correlations
between impressions of personality and outcomes. We attempt to use our models of
personality to predict success for YouTube videos. This approach, though a priori
plausible, explains very little if any of the variance in view rates. We discuss why
this prediction failed. Concluding, we discuss future directions where practical uses
for our technique have been shown.
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Introduction
The beginnings of AI and Cognitive Science
The disciplines of Artificial Intelligence and Cognitive Science were born close to
each other. They were born close in time– Artificial Intelligence is widely held to
have begun as en explicit enterprise during the Dartmouth Summer Program in July
and August 1956 (proposed in McCarthy et al. 1955), and in 2003 George Miller
dated the origin of Cognitive Science to an information theory conference at MIT in
September of that year (Miller, 2003). The two fields also involved many of the
same people. Some of the same people attended both conferences (Herb Simon and
Alan Newell, most prominently, for instance). Most importantly, at the beginning
both had, in a very strong sense, the same goal. The artificial intelligence
researchers wanted to build computer programs that would accomplish the tasks
human intelligence accomplished. Cognitive scientists wanted to understand the
algorithmic basis of human thought. Implement the functions of the brain in a
computer and thereby learn how those functions are accomplished. To put it
another way, build algorithms that solve the same problems as the brain, and you
would know how the brain solves those problems.
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In the early spirit of promise this project was taken strikingly literally. Newell and
Simon’s General Problem Solver (GPS) (Newell and Simon 1961), is an illustrative
example. They began by asking human subjects to describe their thinking
processes while solving symbolic logic problems. Then they built a system that
instantiated those logical steps. Starting from the assumptions that rational, logical
problem-solving was at the heart of human intelligence – not an unreasonable
assumption given human intellectual history – and that self-report was a sound way
to access psychological truth – they had, as far as they could tell, the means to
implement a significant portion of the most central and interesting functionality of
the brain.
The failure of classical AI
The excitement over the prospect of extraordinarily rapid progress along these lines
was short-lived. While systems like Newell and Simon’s GPS were effective within
the limited domains of their original design, they failed to generalize in the manner
their creators had hoped. Strong challenges to the whole premise of Artificial
Intelligence emerged. Hubert Dreyfus’s 1972 book What Computers Can’t Do
pointed out substantial limitations in the ability of symbolic logic-based systems like
those of Newell and Simon to mimic human cognition. The Lighthill report on
Artificial Intelligence (Lighthill, 1973) delivered a similarly damning indictment of
the practical progress of AI to that point. The failure of early A.I. to live up to its
promise led to an era known as the “A.I. Winter”, when funding – previously ample,
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based on the optimistic claims of reseachers – became scarce, and research reached
a low ebb.
Control Theory and Machine Learning
In the wake of this era computer scientists who were interested in learning
algorithms shifted their focus. Instead of turning to psychologists and the tools of
cognitive science for intuitions about how to build their systems, they turned to
control theory. Control theory, the study of systems with feedback and control, had
operated as something of a parallel tradition to the information theoretic/symbol
manipulation traditions that led to both Cognitive Science and Artificial Intelligence.
Researchers, many of them working in the former Soviet Union, had developed
extensive formal theories of algorithmic complexity and learning theory which,
although they were almost totally independent of theories of how the brain solved
learning problems, finally put the project of building intelligent, learning machines
on a sound theoretical footing (Vapnik, 2013).
Two of the innovations of learning theory are of particular interest in this context.
The first is the idea of the loss function. This is a quantification of the idea that a
learning algorithm should have a performance “target” that it needs to hit, and any
deviation from this target provides information on how the parameters of the
algorithm should be manipulated to better solve the problem. In normal supervised
learning this “target” or “objective” is provided by the labels on the training data.
The second idea from learning theory that is particularly relevant to this work is the
generalizability of supervised learning. In supervised learning –- proposed
4

influentially by Rosenblatt for his perceptron -- a system is fed a set of exemplars
that have been labeled. These labels tell the system what value it should optimally
assign to a given exemplar. This is the data that it then used to calculate the value of
the loss function. Novikoff (cited in Vapnik) showed that given a problem where the
labels are well-defined in some high-dimensional space, it is mathematically
guaranteed that an optimal solution separating the classes for all possible exemplars
can be found with a finite amount of training data. This finding has guided modern
supervising learning approaches, which generally rely on supplying massive,
hopefully class-spanning datasets to relatively unstructured algorithms in order to
find class differences in a bottom-up fashion.
As these techniques gained wide adoption in computer science – bringing with them
a rebranding of “Artificial Intelligence” as “machine learning” – they allowed rapid
progress on building algorithms capable of solving a number of problems that had
bedeviled the research community for decades. Of specific interest to us is
improvements in computer vision. Vision was a part of the original conception of
Artificial Intelligence as defined in the late 1950s, but the intellectual framework
that considered symbolic logic to be the core of rational behavior did not anticipate
the difficulty solving vision would cause. Famously, Seymour Papert at MIT
suggested that the problem of vision would make an appropriately scaled summer
project for undergrads.
But vision turned out to be an exceptionally difficult problem, in part for reasons
foreseen by Hadamard at the beginning of the 20th century (Vapnik 2013). The
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extraction of information from 2D images of visual scenes turned out in many cases
to be an ill-posed inverse problem. That is, in many cases a mathematical
formalization of the necessary inference gave a linear equation with no unique
solution. Early efforts to impose structure on the visual inverse problem (e.g. with
geometric primitives thought to be psychologically realistic as in Biederman, 1987)
were not practical as far as providing generalizable solutions which worked on realworld images. Computer vision only began to make substantial practical progress
when it combined simple, early-vision inspired feature sets (Poggio et al. 1985) with
the tools of modern machine learning, which Vapnik and others have shown are able
to derive estimates for ill-posed problems without imposing a substantial edifice of
model structure.
In the above paragraphs I have illustrated the means by which machine learning
made rapid progress after turning away from psychology. Problems like object
recognition and natural language processing which had been nigh-intractable for
early AI researchers saw rapid improvement. Over the past few years, with the rise
of deep learning-based approaches based on Rumelhart and Hinton’s backpropagation method for propagating errors through multi-layered neural networks
during training, successes have come even more quickly, and the field of Artificial
Intelligence has finally started to live up to its promise, using techniques based not
on the work of the symbol-manipulation pioneers but instead on Rosenblatt’s
neurally-inspired perceptron.
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So, as we come to the present, does artificial intelligence have anything still to learn
from psychology? Has behavioral science failed for good in its attempts to inform
computer scientists and reap rewards of understanding in return? My collaborators
and I have shown the answer is no. In truth, the reason that computer scientists
have not gotten more value from behavioral studies is that they have asked
behavioral researchers the wrong questions. The greatest value of psychology is not
theories of behavior and mental structure, but the ability to measure behavior.
Psychometrics and psychophysics
Measurement is the foundation of modern experimental psychology. Much of the
modern statistical toolbox – significance testing, reliability, construct validity – was
developed for the purpose of measuring human behavior.
The parallel development of the psychophysical method, building on Fechner and
Weber, provided psychologists with a toolbox of techniques for accurately and
carefully measuring human response.
Our approach
The combination of supervised learning and loss functions from learning theory and
psychophysical measurement is at the heart of the approach taken in our empirical
work. The key insight is that supervised learning’s reliance on annotated training
data, is in fact reliance on the result of a (psychological) measurement. To provide
an example, let us assume that we are training an algorithm to determine if a given
image contains a human face. Using supervised learning to train this algorithm

7

requires us to have a large corpus of images that have been labeled as facecontaining or face-absent. This labeling process involves recording the output of a
system that already has the expertise to determine if an image contains a face or not.
If this system did not exist, supervised learning would not be possible. Generally
(and exclusively in this work) the queried system is the brain of a human subject.
That is, collecting annotation means recording the response of a human subject to a
stimulus. The annotation of training data for supervised learning is per se
psychological measurement.

Figure 0.1: the standard conception of the collection and use of supervised learning data vs. our
conception. Panel A represents a schematic illustration of the standard conception of labeled datasets; a
large number of images about the world are attached to labels, and then those labels are used as the
objective for a learning function. However, as Panel B illustrates, there is a human mind intervening
between the presentation of the stimulus and the attachment of the label; the labeling process is actually
a behavioral measurement of the human viewing the stimulus. Given this assumption, Panel C illustrates
the richness of the information about the training image that can be potentially extracted and used for

8

supervised learning. Notably, additional information (such as the difficulty of a single example) is
usefully available even when the overall task is identical to the task illustrated in panel A.

This insight can be seen graphically in Figure 0.1. In standard computer vision, the
process of labeling is considered to be an “agentless” process; a set of training
images is obtained, and then labels are assigned to those images. The process of
labeling is considered outside the scope of the learning process. However, in
practice, what happens is that an agent with the ability to perform the task – a
human, generally – is shown the image, and is asked to answer the question of
whether it belongs to the category of interest. This process – showing a stimulus to
a human subject and recording their behavioral response – is per se a psychological
experiment. This is the key to our insight. Even in standard supervised learning
procedures, a psychological experiment is already being performed.
Given this insight, that supervised learning is already relying on psychological
measurement, we can ask the follow-up question: whether the tools of psychological
measurement discussed above are being used to their maximum effectiveness in the
collection of annotated data, or if it might be possible to leverage those tools to
improve the process – and thus the end result – of supervised learning.
The answer, we show in this work, is yes. In Chapter One, we use tools of
psychophysics to derive a measure of how difficult a given image of a face us for
human observers to detect, and then use that difficulty measure as a weight for
supervised learning. This leads to a dramatic improvement in our face detector’s
ability, past the state of the art at the time of publication, despite a relatively simple
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algorithmic framework that does not otherwise perform anywhere near state-ofthe-art on performance benchmarks.
In Chapter Two we take the insight about the nature of supervised learning a step
further. Given that the annotations on training exemplars are the result of a
psychological measurement, we have no obligation to limit ourselves to training
data where the annotations are describing ground truth about the world. In fact,
any aspect of the images that can be reliably measured by the tools of psychological
testing can provide the annotations for our exemplars. We thus build a computer
vision model that predicts human judgments of personality – trustworthiness and
dominance – from face images.
In Chapter Three we attempt to use the models we developed in Chapter Two for
the prediction of real-world outcome variables. This predictive power has long
been a noted feature of judgments of personality from faces; we attempt to
accomplish it at a practical scale that has not before been possible. Our approach is
unsuccessful, but by attempting the prediction at scale it reveals interesting
potential limitations in the existing theory of the importance of the personality
characteristics we modeled.
Finally, in the conclusion, we discuss ongoing work that has finally and conclusively
showed that our approach is capable of solving practical computer vision problems
that have not previously been tractable, and which points to a new and ongoing role
for psychology and psychologists in the practical analysis and automated
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understanding of the ever-expanding supply of digital image and video content both
online and in practical applications like self-driving vehicles.
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Chapter One: Perceptual Annotation: Measuring Human Vision to Improve
Computer Vision
Walter J. Scheirer*, Samuel E. Anthony*, , Ken Nakayama, and David D. Cox, 1

Introduction
For many classes of problems, the goal of computer vision is to solve visual
challenges for which human observers have effortless expertise – face and object
recognition, image segmentation, and medical image analysis, to name just a few.
However, there exists a large class of problems where human performance
dramatically outshines current efforts. This occurs even in areas where computer
vision has been considered to be highly successful, such as the case of face detection.
For example, digital cameras identify faces quickly and accurately, yet when
compared to human ability to detect faces in challenging views and environments,
no extant algorithm comes close to matching human performance.

* Walter J. Scheirer and Samuel E. Anthony contributed equally to this work
13

Figure 1.1: Standard approaches for incorporating humans into the machine learning
process (Settles, 2012) have focused on individual human annotators for labeling difficult or
ambiguous training data for continual improvement of a class model. Here we propose a new
approach, wherein sets of queries are posed to crowds of citizen scientists on the web. In the
framework of psychophysical experiments we can model patterns of error, which can be
translated to human weighted loss functions that apply penalties for margins that are not
consistent with human data during training. Steps that are different from traditional
supervised learning or active learning are highlighted in bold.

There is an obvious gap between current state-of-the-art computer vision
applications and human performance. While current methods are improving year by
year, there is the concern that such methods will asymptote well below the level of
human performance. In this article, we provide a new approach that relies on a
heretofore untapped source of information, one that significantly improves
performance at a rate beyond current methods. In addition, we argue that this
method can be of considerable assistance even for emerging solutions that are not
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well-studied, as it supplies fundamental information likely to be useful for all
algorithms.
Before describing the details of this untapped information, we step back and outline
what we believe to be a primary concept of importance, that of the general notion of
“learnability," as it applies to people. Consider various stages of expertise in the
domain of recognizing a person’s origin from their speech, taking the United States
as an example. For a newly arrived foreigner from China, recognizing that someone
is from the Deep South is perhaps the only such competence. In other words for the
novice, distinguishing the Northern and Southern accent is “learnable." Other
distinctions, say between a typical Midwestern accent and an East Coast accent are
not “learnable." However, the information is there since most Americans can easily
make this finer distinction. Further, there are distinctions that are extremely subtle,
ones that for most people are not “learnable," say the distinction between people
who originated from different parts of Brooklyn. However, some, say a latter day
Prof. Henry Higgins (of My Fair Lady) whose speciality is spoken English, would
have no difficulties.
How would we teach a new arrival to identify accents? We could start with the
easiest distinctions, and when those were acquired, proceed with finer ones. We
would never suggest that the novice learn all distinctions at the same time. We
would use a graduated approach to learning. However, despite the work of
Valiant (Valiant, 1984) in formally defining a closely related concept of “learnability"
for algorithmic purposes, in the field of machine learning, something akin to a “sink
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or swim" procedure has been traditionally adopted. For example, in the case of face
detection, learning algorithms are presented with images that are labeled “face" and
“no face," with little or no effort to tailor the learning to the human ability to learn
from particular images. Even worse, there could be images in the training set that
even humans cannot discriminate. Little effort is made to take into consideration the
rich details of human competence. What we are suggesting here is something more
intuitive. Since the point of these machine learning algorithms is to achieve
performance levels comparable to that of humans, the human is the obvious
standard of reference.
Nonetheless, the reference to human performance is often non-existent or
impoverished. If there is any reference, it is simply to compare overall performance,
say measuring human accuracy and comparing it with that of the machine for an
extended task with many items. There is much more information about human
capacities that is of direct value. For example, some images are learnable and some
are not. This learnability also varies with experience. Something that is initially not
learnable can be learnable at a later training session. And learnability itself can be
further fractionated. Some things are easily and quickly learned; some take more
time. Such detailed information reflecting human capacity, which we call a
perceptual annotation, is something that can be effectively used in conjunction with
current algorithms. The key approach to accomplish this is to use the results
obtained from the discipline of human psychophysics.
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Visual psychophysics was one of the earliest techniques developed for the empirical
investigation of internal mental capacities. From the time of its development in the
mid-19th century researchers were able to accurately characterize the bounds of
human visual capacity. In broadest outline, psychophysics allows the probing of
psychological and perceptual thresholds through the manipulation of the
characteristics of visual stimuli presented to a subject. The careful management of
stimulus construction, ordering and presentation allow perceptual thresholds to be
determined precisely – the canonical early example involved the determination of
the minimum threshold for stimulation of an individual retinal photoreceptor.
The efficacy of psychophysics as a tool for understanding difficult problems in vision
has not gone unnoticed by the computer vision community. Sinha et al. (Sinha, Balas,
Ostrovsky, & Russell, 2006) have studied human recognition performance under
challenging circumstances (low resolution, changing pose, occlusion, and various
artificial distortions), emphasizing that humans perform remarkably well where
machines currently fail. O’Toole et al. have examined human recognition
performance for realistic biometric evaluations, leading to hypothesized upper
bounds on challenge problems (O’Toole, Phillips, & Narvekar, 2008) and goals for
scenarios with varying illumination (O’Toole et al., 2007). Further, O’Toole et al.
have formulated strategies for fusing human estimates of facial similarity with
machine estimates in the context of difficult pair matching problems (O’Toole, An,
Dunlop, Natu, & Phillips, 2012). These studies have established good baselines for
recognition and have made some inroads at augmenting automated approaches, but
they have not been used to directly inform learning algorithms to any great extent.
17

A variety of existing methods have explored a more direct incorporation of humans
into the machine learning process, albeit outside of the framework of conventional
psychophysics. Active learning (Settles, 2012) is a prominent example of such an
approach, wherein training set quality is enhanced by placing human annotators
“in-the-loop” with a machine learning system (Biswas & Jacobs, 2012; Kunapuli,
Maclin, & Shavlik, 2009; Qi, Hua, Rui, Tang, & Zhang., 2008; Settles, Craven, & Ray,
2008; Vijayanarasimhan & Grauman, 2009, 2011; Vijayanarasimhan, Jain, &
Grauman, 2010). However, while these algorithms yield significant improvements
over traditional supervised learning, they are still largely restricted to improving
the quality of training data based on simple class labels. Other studies have used
other kinds of human-derived data, e.g. eye movements used to define
discriminative image regions for feature extraction (Deng, Krause, & Fei-Fei, 2013;
Vig, Dorr, & Cox, 2012), structured domain knowledge from human
experts (Ganchev, Graça, Gillenwater, & Taskar, 2010; Kunapuli, Maclin, & Shavlik,
2011; Small, Wallace, Brodley, & Trikalinos, 2011), and models of the typical human
annotation process itself (Welinder, Branson, Belongie, & Perona, 2010). Similarly,
Chen et al. (Chen, Li, Kourtzi, & Wu, 2010) used human performance to constrain
decoding of fMRI brain data in those same subjects. Such methods are consonant
with the spirit of our approach, however, they are largely tied to specific niches and
specific problem formulations.
In order to more completely capture information from human expertise, our
approach relies on the collection of a psychophysical “item response” curve from a
group of human subjects. This curve, which is described at length in Sec. 2, captures
18

an exemplar-by-exemplar synopsis of the broad patterns of errors displayed by a
population of human subjects performing a difficult task. We describe methods for
incorporating this item response data into the objective function of support vector
machines, effectively using human performance to guide and regularize a problem’s
solution. An overview of our approach is shown in Figure 1.1.
The contributions of this work are threefold:
1.

The use of advanced online psychophysical testing technologies to change the
nature and depth of annotation data available for learning by using principled
methods of psychometric measurement.

2.

A novel model of “human weighted loss” for SVM that incorporates patterns of
human performance over the training data, and produces sparse solutions that
are more consistent with human performance.

3.

A case study in face detection that highlights the effectiveness of perceptually
annotated classifiers as filters for “off-the-shelf" detectors. Our results exceed
those of the best published algorithms on the FDDB data set (Jain & LearnedMiller, 2010).

Visual Psychophysics Using TestMyBrain
The problem of face detection makes an excellent first case study for a number of
reasons. First, it has not received the same level of attention as other components of
face processing in the psychophysical literature. Second, computer algorithms for
face detection, while mature, have not been informed by human behavior in any
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significant measure. And fundamental to this work, face detection is a specific case
where a large gap between human and machine performance persists (Figure 1.2).
There is reason to believe that humans have a specialized ability to detect faces in
the environment; people with impaired face recognition skills often have
unimpaired face detection ability (Garrido, Duchaine, & Nakayama, 2008), and a
preference for face-like stimuli is present in newborns, well before face recognition
abilities have emerged (Valenza, Simion, Cassia, & Umiltà, 1996). However, face
detection performance is not well explained by models that use low-level salience
clues to predict attentional focus (Itti & Koch, 2001). This failure seems to indicate
that processes based on higher-order image features (e.g. the eye region) are
involved, raising the question of how detection relates to the face-specific
recognition modules well-studied in the behavioral (Duchaine & Nakayama, 2006)
and neuroimaging (Kanwisher, McDermott, & Chun, 1997) literatures. It is possible
that face detection is a largely independent early function with its own specialized
brain region; the occipital face area, which has been shown to represent spatial
configural information about faces (Pitcher, Walsh, & Duchaine, 2011) is one
possible candidate.
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Figure 1.2 (a) For many problems in computer vision, humans are still considerably better
than machines. These psychometric curves for face detection performance on our “Face in the
Branches" test show that as the visible percentage of the face increases, both human and
computer performance improves, but in all conditions human performance reaches a high
level of accuracy at a level of face visibility where the comparison algorithms (Google’s Picasa
algorithm, and the face.com algorithm, recently acquired by Facebook) were unable to
successfully detect. Note that the curves for humans have been normalized so that
performance ranges from zero to one hundred percent accuracy; non-normalized chance
accuracy (e.g. random guessing) on a three alternative forced choice task is 33%. This
normalization allows for a direct comparison of performance with the algorithms, which were
given discrete stimuli and asked to make a binary decision. (b) Example occluded stimuli with
Portilla-Simoncelli backgrounds arranged from left to right in order of decreasing difficulty
and increasing face area visible.

Given such evidence that humans have a specialized pattern recognition mechanism
for the detection of faces, operationalization of that latent ability (via the creation of
psychophysical measures) allows us to compare human and computer ability on a
one-to-one basis. The collection of crowdsourced web data is a well-understood
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technique in computer vision. However, when working with a latent trait like face
detection, it is necessary to deploy more sophisticated measures of human ability to
successfully model the observable behavior. Online visual psychophysics is
essentially a species of crowdsourcing, but with differences in implementation,
motivation, and the nature of collected data that are together vital to the success of
our approach. Psychophysics refers to the specific use of a varying physical
parameter (e.g. the relative occlusion level of the images) in order to measure a
psychological parameter (e.g. the ability to detect the face in the images), or, more
generally, to the use of manipulated stimulus presentation to investigate the limits
of a cognitive or perceptual ability.
For our psychophysical measures we used the popular TestMyBrain website2.
TestMyBrain has been used to gather data from more than 600,000 subjects in over
150 countries. The website is specifically designed to capture all of the
psychometric measures that would be available to a lab-based experimenter; the
data we capture closely matches what is recorded in a traditional, well-controlled
lab setting (Germine et al., 2012). Importantly, the TestMyBrain subject pool is vast
and heterogeneous, which protects against the risk of subject saturation. This
differentiates it from other popular crowdsourcing platforms such as Mechanical
Turk. The relatively small and computer savvy Mechanical Turk subject pool has led
to difficulty mounting experiments where prior ignorance of the experimental
conditions is necessary (Chandler, Mueller, & Paolacci, 2013), and may skew the

2

http://www.testmybrain.org
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results of Turk experiments compared to either lab studies or population studies
with a demographically broader pool. Additionally, subjects who participate in
experiments on TestMyBrain are motivated by an interest in learning about their
own cognitive ability or a desire to participate in academic research as citizen
scientists. They are supplied with a detailed explanation of their results and the goal
of the experiment in which they have participated; there is much motivation to be as
accurate as possible so to maximize a personal score relative to the population.
These factors led us to conclude that the perceptual annotations gathered on this
platform would provide a maximally general characterization of human ability.
The first test that we developed, “Face in the Branches," is a three alternative forced
choice task. In each of the 102 trials presented to a subject, three side-by-side
300×300 pixel images (subtending about 13∘ of visual angle at a 30 inch viewing
distance) are shown, and subjects must select the image that contains the face by
pressing the 1, 2 or 3 key on their keyboard. One of the three images contained a
face selected from a set of fifty male and female frontal face images that were tested
for detectability by importing them into Google’s Picasa software and confirming a
successful detection. In some tests, the images were presented for 450ms, and in
others for 900ms. There were five visual conditions in all. In four of the five
conditions (the “noise" conditions), the images were presented on top of a
background of noise matched to the amplitude statistics of the spatial frequencydomain face images. In the fifth condition, the images were presented on top of a
background of Portilla-Simoncelli textures (Portilla & Simoncelli, 2000) that
matched the second-order statistics of the face images while scrambling the spatial
23

relations among local features. Each condition included either 1,000 or 2,448 target
occluded face images. The fifth Portilla-Simoncelli condition provided the images
used in Secs. 3 & 4; it had the higher (2,448) number of face images.
In all conditions, the faces contained within the target images varied in size from 50
to 250 pixels in height, and were randomly positioned so that they were fully within
the bounds of the larger image. Each of the faces within the target images was
occluded so that between 10 and 30 percent of the image remained visible. This
range was chosen based on an a priori judgment that this level of occlusion would
provide the maximum discrimination of human performance.
Because this test was based on the manipulation of a physical parameter (the area of
the face that is visible), it was possible to generate an item response curve
characterizing human accuracy as the visible area increased. This curve could then
be compared to a curve generated from the performance of state-of-the-art black
box face detection algorithms (Google’s Picasa algorithm, and the face.com
algorithm, recently acquired by Facebook). In this comparison, an item response
curve that approaches the upper left of the plot represents better overall
performance, and the distance along the 𝑦-axis between two curves is a relative
measure of the difference in performance. In Figure 1.2(a) we show the results of
this comparison. For the stimuli with noise-matched backgrounds, human
performance was nearly perfect with only 40% of the face visible. By changing the
background to the more closely matched Portilla-Simoncelli noise textures (see
Figure 1.2(b)) we were able to reduce human performance significantly. However,
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the curves for both of the algorithms are much farther to the right on the 𝑥-axis than
the human curves; in all conditions, algorithms yield essentially no successful
detections at levels of face visibility where human performance is essentially
perfect.
Having established the superiority of human performance on our generated
occluded stimuli, our next step was to use the human data we had collected to
generate perceptually annotated training samples. However, the occluded stimuli,
while a useful measure of human face detection ability, subtend a very small portion
of the space of potential face images. In order to create an annotated data set that
captured human ability across a wider range of challenging face detection
situations, we created an additional psychophysical test.
The second test, “Fast Face Finder," took the form of a present-absent task. Stimuli
were face images from the AFLW (Kostinger, Wohlhart, Roth, & Bischof, 2011) data
set that had been cropped to the dimensions of the outermost facial landmarks and
converted to grayscale. Each face was resized to be 250 pixels in width, maintaining
the original aspect ratio. Of the 25,993 landmarked faces in AFLW, 4,461 target face
images (randomly sampled from the 10,496 images in the set that were not detected
by Google’s Picasa software) and corresponding foils (generated by sampling
equally-sized images from non-face regions of the original Flickr images and then
converting them to grayscale) were presented to subjects. Each subject performed
two blocks of 102 trials each consisting of 34 face trials and 68 non-face trials. The
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images were presented for 50ms; when the time expired, the subject had to press 1
for face or 0 for non-face.
For both tests, accuracy and reaction time were recorded on all trials. This data,
accuracy and response time over the population per image, was the raw material
used to generate the per-image perceptual annotations required for our machine
learning approach. The learning details are described in the next section.

Perceptual Annotation for SVM
In any solution to a classification problem, there is some notion of risk involved that
indicates the penalties incurred if a prediction is incorrect. The fundamental
problem in statistical learning (Smola, 1998) seeks to find a classification function 𝑓
that minimizes the ideal risk 𝑅! :

(1)

𝑅! is composed of two terms, the joint distribution 𝑃(𝑥, 𝑦) of data 𝑥 and labels 𝑦, and
the loss function 𝜙(𝑥, 𝑦, 𝑓(𝑥)), which assigns the cost of misclassification. Our first
step towards a human-regularized support vector machine has been to address the
issue of the loss function. A prediction during training can be calculated as the
output of the classifier for a particular training sample multiplied by its label:
𝑧 = 𝑦𝑓(𝑥). Typically, a loss function that applies a linearly increasing cost for
misclassifications (one-sided error) has been desirable because the minimum of its
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expected risk coincides with the optimal Bayes error (Collobert, Sinz, Weston, &
Bottou, 2006). This is embodied by the hinge loss function, which is defined as:
𝜙! (𝑧) = max(0,1 − 𝑧)

(2)

However, the non-linear nature of psychometric curves for visual recognition tasks
suggests a model that is much different than linear loss growth when 𝑧 < 1.
All training samples are not created equal. We consider per-sample weights on two
subsets of the training data instead of a global model over all of the training data (i.e.
all of our data doesn’t have to be conditioned over the psychometric curve). This is
important because we want some number of samples to represent typical images
that are easy for both humans and machines to classify to form the basis of our
training data. It is the more challenging examples that require special treatment
through perceptual annotation. Thus, assume a set of perceptually annotated
training examples 𝒫 = (𝑥! , 𝑦! , 𝑐! )!!!…! with (𝑥! , 𝑦! ) ∈ ℝ! ×{−1,1} and 𝑐! ∈ ℝ.
Similarly, assume a set of typical training examples 𝒯 = (𝑥! , 𝑦! , 𝑐! )!!!…! . Combined,
these two sets form our training data 𝒳 = 𝒫

𝒯, 𝑚 + 𝑛 = 𝐿.

Human weighted loss can be defined by making use of a mapping function M that
associates each data point 𝑥 with a cost 𝑐:
𝜙! (𝑥, 𝑧) = max(0, (1 − 𝑧) + M(𝑥, 𝑧))
where
M(𝑥, 𝑧) =

𝑐!
0,
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if 𝑧 < 1
otherwise

(3)

The cost value 𝑐 can take on one of two types of values: a static penalty, or a statistic
from a point on the psychometric curve corresponding to the measurements for 𝑥
(e.g. accuracy or reaction time). All perceptually annotated training samples are
weighted according to their difficulty, reflected in the chosen statistic, while the
typical training examples are weighted by a static cost that is smaller than the
smallest perceptual annotation in the training set. For the experiments presented in
Sec. 4.2, we fix 𝑐 for each non-perceptually annotated training sample to 0 (they
strictly follow the hinge loss function). This forces solutions that more aggressively
follow human margins, since a much higher cost is associated with the perceptually
annotated samples.
For SVM, the standard linear formulation of the classification function is defined as
𝑓(𝑥) = 𝑤 ⊺ ⋅ 𝑥 + 𝑏, where 𝑤 and 𝑏 are parameters of the model (the weight vector
and bias term, respectively). To separate the training data in the linear binary case,
we solve the following optimization problem:
!

𝑚𝑖𝑛 ! ||𝑤||! + 𝐶

!
!!! 𝜙!

(𝑥! , 𝑦! 𝑓(𝑥! ))

(4)

where the parameter 𝐶 controls the trade-off between errors on the training data
and margin maximization. The solution 𝑓 represents a collection of support vectors
that form a decision boundary that is strongly influenced by the perceptually
annotated training examples via 𝜙! .
An interesting aspect of the formulation in Eq. 4 is that it is not convex, which is a
controversial issue within the machine learning community. We emphasize,
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however, that this is both biologically consistent and not a practical computational
limitation. Convexity is desirable because it guarantees a globally minimum
solution, but it can also restrict us to “shallow" solutions for what are inevitably
complex and hierarchical problems in computer vision. Bengio and LeCun have
investigated the potential of non-convex loss formulations in-depth (Bengio &
LeCun, 2007), specifically in the context of deep learning architectures. Biological
visual systems themselves are composed of many layers of adaptive non-linear
components (DiCarlo & Cox, 2007), which are likely not amenable to a convex
formulation (Bengio & LeCun, 2007). Since our loss function models human
behavior, which is the measurable output of such neural machinery, we have no
expectation that the formulation should be convex.
Specifically relevant to our development of human weighted loss, prior work by
Collobert et al. (Collobert et al., 2006) has shown that using a non-convex loss
function with SVM reduces space constraints and training time. Similarly, we found
that all of our solutions for the experiments in Sec. 4.2 took no longer to compute
than the corresponding solution produced using hinge loss, were more accurate, and
sparser (often by an order of magnitude number of support vectors; see Figure 1.3).
A property of the hinge loss function is that all misclassified training examples
become support vectors. If we assume a smooth approximation of hinge loss, the
function differentiates to 0 in the flat region (𝑧 > 1), thus correct classifications do
not become support vectors. Several strategies exist for enforcing some measure of
sparsity during training. One can make the loss function flat before a predefined
threshold in the region where 𝑧 < 1, as was done by Collobert et al. (Collobert et al.,
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2006). Alternatively, one can reduce the number of training errors by learning
better margins.
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Figure 1.3. Number of support vectors selected by SVMs with hinge loss (𝝓𝒉 ) and human
weighted loss (𝝓𝝍 ) during training for the same SVM parameter 𝑪. In all experiments
described in this paper, we observed a solution for human weighted loss that was sparse
compared to the corresponding classifier trained with hinge loss. All bars are the average for
the 10 classifiers for each experiment (error bars reflecting standard error were too small to
be visible).

Since our objective is to minimize training error through human-influenced
regularization, we achieve sparsity by a solution that is a better fit to the training
data, rather than through any explicit sparsity-inducing mechanism. This is in
contrast to (Collobert et al., 2006), where higher accuracy is not expected. Such
implicit sparsity is another biologically-consistent aspect found in brain inspired
modeling (Olshausen & Field, 1996). An examination of the support vectors learned
by both hinge loss and human weighted loss for all experiments revealed that most
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of the support vectors selected by human weighted loss are shared with those
selected by hinge loss (percentages in Figure 1.3).

Perceptual Annotation for Face Detection
Face detection is interesting from a psychology perspective (Sec. 2), but it is also a
highly relevant and current problem in real-world “in the wild” computer vision,
where occlusion, pose variation and noise present in unconstrained imagery
confound even the best algorithms.
Augmenting a Face Detector with Perceptual Annotation
For our experiments, a complete face detection software pipeline incorporating the
perceptual annotation learning element described in Sec. 3 was implemented3. For
training and testing, we compute features over image patches at a fixed resolution.
Since an exhaustive scan of an image using a sliding window and SVM at multiple
scales is prohibitively expensive computationally, we have designed a detection
algorithm that leverages a standard cascade of Haar features (the ubiquitous ViolaJones detector (Viola & Jones, 2004)) as a first stage. By relaxing the neighborhood
scoring constraints of the face detector found in the OpenCV Library (“OpenCV
library,” n.d.) (setting this parameter to 0) and increasing the number of scales
searched by the algorithm (setting this parameter to < 1.1), we collect a larger
number of candidate face patches. A perceptually annotated linear SVM, which is
more accurate than a Haar cascade, is used as a second stage filter. Patches that are
3

Code and data will be released at http://www.perceptualannotation.org
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positively identified by the SVM are grouped into neighborhoods, filtered for
redundancy, and scored to produce a set of final detection predictions. This second
stage filter approach is generic enough to be applied to any detector, not just the
Viola-Jones approach we consider here for simplicity and reproducibility.
We examined two different feature types for this work. The first is the well-known
dense grid of SIFT features (HOG (Dalal & Triggs, 2005)), which we generated using
the VLFeat library (Vedaldi & Fulkerson, 2008). This results in 10,369-dimension
histogram bins that are used as feature vectors for learning. We selected this
approach because it is the most common and best performing off-the-shelf feature
for detection tasks. The second is the multi-layer biologically inspired features of
Cox and Pinto (Pinto & Cox, 2011) meant to mimic the early stages of visual
processing, which we generated using the software developed by the authors for
that work. Briefly described, the approach consists of multiple stacked layers of
linear-nonlinear processing stages, with each stage applying a series of
thresholding, saturation, pooling and normalization operations. This process results
in 4,097-dimension feature vectors. We selected this approach because of its strong
recognition performance (Pinto & Cox, 2011), and because it lets us build a model
that is overall more biologically consistent.
For the perceptually annotated classifiers, we required a set of annotations collected
by the TestMyBrain website. Over the course of seven and a half weeks, we collected
337,932 annotations from 3,250 different online research subjects for 4,255 unique
images from AFLW by conducting the “Fast Face Finder" test. In a separate
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collection over the course of two weeks, we gathered 41,650 annotations from 410
different online research subjects for 2,448 unique images from the PortillaSimoncelli textures set by conducting the “Face in the Branches" test. In both tests,
we recorded subject reaction time and accuracy, which after aggregation at the
population level, serve as weights 𝑐! in Eq. 3. We sample randomly for perceptually
annotated training data from the images seen by between 50 and 77 annotators for
the AFLW set, and between 6 and 21 annotators for the Portilla-Simoncelli set.
Experimental Results
In the following experiments, we make use of data from the FDDB set (Jain &
Learned-Miller, 2010), the most current benchmark for unconstrained face
detection. FDDB consists of 2,845 images that contain 5,171 annotated faces, split
across 10 different folds for cross-validation style testing. The set includes a wide
range of challenges including occlusions, large pose variation, and low resolution
and out-of-focus faces (see examples in Figure 1.7), making it quite suitable for
investigating the potential of new detection models. Our first goal was to determine
if there was an observable effect when replacing the hinge loss function of Eq. 2 with
the human weighted loss function of Eq. 3 in the linear SVM formulation. We also
wanted to assess the impact (if any) of a chosen data set, feature, or measure on
accuracy.
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Figure 1.4. An increase in accuracy is achieved when the hinge loss (HL) function of a linear
SVM is replaced with a human weighted loss (HWL) function. Each curve represents an
exhaustive ten fold cross validation experiment where a classifier for each fold of FDDB was
trained on 200 images (100+/-) from that fold and 100 images (50+/-) from an outside data
set. Classifiers were tested on 1000 images (500+/-) from each fold not used for training, for a
total of 90 classification tests. All classifiers making use of the same data sets saw the exact
same training data, and all classifiers were trained with the same SVM 𝑪 parameter. Shaded
regions represent standard error. Other possible configurations not shown did not differ
significantly in pattern of results. (a) Accuracy increases when HL is replaced with HWL loss,
using either the AFLW or Portilla-Simoncelli perceptually annotated data. Performance did
not significantly differ between these data sets. (b) Biologically-inspired features outperform
HOG features. Baseline performance increases in both cases when HL is replaced with HWL.
(c) HWL using either accuracy or reaction time from the psychometric measure. Both
improved baseline performance and did not significantly differ from each other.

To do this, we defined a large-scale classification task using partitions from all folds
of FDDB. For each fold, we randomly sampled 500 positive face patches (this
represents nearly all of the positive detections for a particular fold – we sample to
keep the data uniform across folds), as defined by the ground-truth provided with
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the data set, and also randomly sampled 500 negative patches that did not overlap
with the ground-truth face regions. Each sampled patch from the images was then
scaled to 30×30 pixels and processed for features. For training, we assessed
different combinations of features (HOG and biologically-inspired), outside data sets
of perceptually annotated data (faces obscured by Portilla-Simoncelli textures and
AFLW), and measures of human performance (accuracy and reaction time). In each
of these cases, we trained a classifier for each fold using 200 images (100 +/−) from
that fold and 100 perceptually annotated images (50 +/−) from one of the outside
data sets. To ensure a fair comparison, all classifiers making use of the same data
sets saw the exact same training data, and all classifiers were trained with the same
SVM 𝐶 parameter, optimized during training via cross-validation. These classifiers
were then tested on all of the data not from the fold used for training (9 tests per
fold), for a total of 90 classification tests.
The results of this experiment are shown in Figure 1.4. In all cases, we see definitive
improvement when hinge loss is replaced with human weighted loss. With respect
to the impact of the perceptual annotations (Figure 1.4(a)), the tests with HOG
features show similar performance, even though the AFLW and Portilla-Simoncelli
sets are very different, and the Portilla-Simoncelli set is not obviously related to the
test data. We submit that the two image sets capture different but useful aspects of
human performance. The Portilla-Simoncelli images help the classifier identify
features visible in frontal but occluded faces, while the AFLW images capture pose
variation. Further, in the case of the Portilla-Simoncelli set, it is also conceivable that
the learning is able to distinguish between face and closely resembling non-face
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texture in the training images, giving us some additional resistance against false
positives. The choice of feature (Figure 1.4(b)) impacts the resulting model
performance to a much larger degree. Interestingly, we see very good interaction
between the biologically-inspired features and the perceptually annotated data,
with a large improvement over HOG features in this case. We also examined the
effect of the chosen psychometric measure (Figure 1.4(c)) on human weighted loss.
Accuracy and reaction did not differ significantly.
With an established effect, we then moved on to assess the viability of perceptually
annotated classifiers for an unconstrained face detection task. For these
experiments, we used the standard FDDB protocols (Jain & Learned-Miller, 2010).
To calculate the degree of match between a detected region 𝑑! and a ground-truth
region 𝑙! , the ratio of intersected areas to joined areas is used:

𝑆(𝑑! , 𝑙! ) =

𝑎𝑟𝑒𝑎(𝑑! ) ∩ 𝑎𝑟𝑒𝑎(𝑙! )
𝑎𝑟𝑒𝑎(𝑑! ) ∪ 𝑎𝑟𝑒𝑎(𝑙! )

From the ratio score 𝑆, a discrete decision score 𝑦! can be calculated by using a
function 𝛿 that assigns a score of 1 to the detected region if 𝑆 > 0.5 and 0 otherwise:
𝑦! = 𝛿!(!! ,!! )!!.!
An alternative strategy is to treat the ratio score as the decision score itself. This is
useful for determining the quality of detections, where the ratio matters:
𝑦! = 𝑆(𝑑! , 𝑙! )
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Figure 1.5. FDDB results for the discrete score metric (Eq. [eq:disc]). The perceptually
annotated classifiers trained using the biologically-inspired features of Cox and Pinto (Pinto &
Cox, 2011) produce the best results compared to all prior published approaches reporting on
this data set ((Jain & Learned-Miller, 2011; Li, Wang, & Zhang, 2011; Subburaman & Marcel,
2010; Viola & Jones, 2004)). The biologically-inspired features are especially effective at
reducing false positives at higher true positive rates. Note the large measure of improvement
between the baseline Viola-Jones algorithm, which is used as a first stage by our detection
approach, and perceptual annotation with both feature types

Using the algorithm described in Sec. 4.1, we collected detections for all folds. The
classifiers trained with the biologically-inspired features made use of 1800 images
(900 +/−) sampled from all folds not used for testing, and 600 images (300 +/−)
from the perceptually annotated AFLW set, while the HOG classifiers made use of
3600 images (1800 +/−) from FDDB and 400 images (200 +/−) from the
perceptually annotated Portilla-Simoncelli textures set. We chose to highlight the
utility of both perceptually annotated data sets, with the expectation that
performance would increase in both cases, based on our results in Figure 1.4.
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Through cross-validation on the training sets, we determined that a patch size of
30×30 was suitable for the biologically inspired features, and 40×40 was suitable
for the HOG features. The perceptual annotations in both cases incorporated
accuracy as a measure of human performance. All scores 𝑆 and 𝑦! were calculated
using the software provided by the maintainers of FDDB (Jain & Learned-Miller,
2010).
The results for the discrete test are shown in Figure 1.5. The perceptually annotated
classifiers trained using the biologically-inspired features of Cox and Pinto produce
the best results compared to all prior published approaches reporting on this data
set ((Jain & Learned-Miller, 2011; Li et al., 2011; Subburaman & Marcel, 2010; Viola
& Jones, 2004)). Perhaps more meaningful are the results for the continuous test,
shown in Figure 1.6, where the quality of score matters. Both sets of perceptually
annotated classifiers produce results that exceed the state-of-the-art here,
indicating a strong preference for patches that minimize the surrounding
background – something that is important for a subsequent task such as face
verification or identification. Moreover, we note that our best result for the
biologically-inspired features exceeds that of the “black box" commercial systems
reporting on this same test4. Finally, to demonstrate a continued positive effect for
human weighted loss on the detection task, we include an additional comparison
curve in Figure 1.6 for a set of SVM classifiers with the original hinge loss function
preserved (grey curve).

4

Found on: http://vis-www.cs.umass.edu/fddb/results.html
38

0.6"

Perc.%Annota*on,%Bio7Inspired"
Perc.%Annota*on,%HOG"

0.5"

SURF"Cascade"

True%Posi*ve%Rate%

SVM,"φh,"HOG"
Jain"et"al."

0.4"

ViolaAJones"

0.3"

0.2"
Subburaman"et"al."

0.1"

0"
0"

100"

200"

300"

400"

500"

600"

700"

False%Posi*ves%

Figure 1.6. FDDB results for the continuous score metric (Eq. [eq:cont]). For these curves, each
individual score contributes to the final result. The perceptually annotated classifiers trained
with both feature types yield the highest accuracy, producing much higher quality detections
based on the criterion of Eq. [eq:score], compared to prior published approaches reporting on
this data set ((Jain & Learned-Miller, 2011; Li et al., 2011; Subburaman & Marcel, 2010; Viola
& Jones, 2004)). The curve labeled “SVM, 𝝓𝒉 , HOG" highlights the difference in performance
when the hinge loss function is replaced with human weighted loss for a well-known feature
approach.

Discussion
This article represents a first implementation of a class of learning algorithms that
incorporates measured manifestations of perceptual human knowledge at training
time. By seeking out new perspectives from psychology, we have shown that largescale visual psychophysics allows us to take advantage of annotations that are far
more descriptive than typical class labels in a supervised context. Our initial
formulation places its emphasis on a risk calculation that considers misclassification
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penalties on a distance plus per example basis, which yields sparse solutions with
margins more consistent with human behavior. The notion of a non-convex loss
function like the one in Eq. 3 is indeed controversial, but as Bengio and
LeCun (Bengio & LeCun, 2007) state, it “...may be an unavoidable property of
learning complex functions from weak prior knowledge."
With just a boosted cascade of Haar features as a basis, we have shown that
perceptually annotated classifiers are able to filter candidate face windows to an
extent of accuracy that exceeds all prior published approaches on the challenging,
unconstrained FDDB data set. Beyond this base formulation, there is much potential
for the general principle of perceptual annotation with respect to data collection,
algorithms and applications. Measurements can be made via fMRI and EEG in
humans, and electrophysiology in other animals that can recognize objects. Learning
is also not constrained to SVM: alternative formulations for boosting, random
forests, and neural networks (among others) are possible. Various combinations of
annotation and learning strategies can be applied to applications as diverse as
general object recognition, visual attribute assignment, face recognition, and
segmentation. Considering all of these elements, we have merely scratched the
surface of what these vastly richer forms of annotation can accomplish.
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Viola-Jones

Perceptual Annotation

Figure 1.7. Visual examples of detected FDDB faces from the full perceptual annotation
approach and the baseline Viola-Jones algorithm. Perceptually annotated classifiers are
better at detecting low-resolution and occluded faces, as well as those that are highly
impacted by artifacts such as non-uniform illumination. Note that recall is not perfect for the
perceptually annotated classifiers: at least one face is missed in each image shown above.
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Abstract
Previous work has shown that rapid, unreflective judgments of personality from
face images are highly reliable and correlated with real-world outcomes. Some of
these correlations have been striking: human judgments of photographs of CEO’s
faces have been shown to predict corporate profits (Rule and Ambady 2008) and
judgments of pictures of political candidates’ faces predict election outcomes
(Todorov, 2005). The overgeneralization hypothesis has been proposed to explain
the origin of these judgments. According to this hypothesis, humans extrapolate
from physiognomic cues (face shape, reflectance and texture) linked to emotional
expressions and physical strength to make judgments about behavioral traits.
Previous work (Oosterhof and Todorov 2008, Vernon et al. 2014) has shown that
computational models based on these traits (as well as, in the latter case, pose and
expression) are capable of predicting human judgments of personality. However,
many real examples exist where perception of personality is manipulated by low
level image variations.. This could include lighting variation, makeup, specular
reflections, jewelry, hairstyle, or other factors. Were this information not to be
important, a deep convolutional neural network model that is attuned to face
physiognomy should perform much better than a shallow model attuned to such
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image variations. This, however, is not the case. We compare a deep network with
excellent performance on a face task (recognition) that requires the extraction of
stable physiognomic characteristics and the filtering out of image-level
characteristics to a simple V1-inspired model that is not specifically tuned to faces at
all. We find no performance benefit to the deep model. Nor was there a clear cut
benefit of another model by Vernon et al. (2014) We trained deep networks to
specifically predict trustworthy and dominance on unmodified real-world images. A
comparison of the features learned by these networks to features learned an age,
network showed that personality networks were much more sensitive to image
variation. We argue that this shows that the overgeneralization hypothesis ignores
important sources of variation in face images that are a part of judgments of
personality based on pictures. These extrinsic sources of variation could also play
an important role in the surprising correlations of personality judgments with realworld outcome variables.

Introduction
The ability of humans to extract information from the faces of other humans – the
facility known as “person construal” (Freeman and Ambady, 2010) is extraordinary.
Within a second of seeing a person’s face, even from a distance, even partially

48

occluded, we can tell with a fair bit of certainty where they’re looking, how attentive
they are, where they’re intending to go, if we know them, what gender they are, how
old they are, their attractiveness, their level of health, and their emotional state. We
can even instantly – within a few hundred milliseconds – make a judgment of
somebody’s personality. Are they trustworthy? Socially dominant? Mean? Weird?
We look at somebody and say “ that guy’s trouble,” or “hey, I can trust her” or “he
looks pretty generous” or “she must be in charge”. Can our personalities, guides to
how we will behave across a vast range of heterogeneous social situations, really be
written on our faces?

Thin Slice Judgments
Nalini Ambady produced a substantial and impressive body of work on the
veridicality of personality judgments from impoverished stimuli. Variously using
images of faces, professional portraits and short video segments, she was able to
show that subjects could make significantly accurate judgments of characteristics as
widely varying as sexual orientation, teacher performance, corporate profits (based
on images of CEOs), political affiliation, job interview performance, malpractice
history of doctors, and testosterone level (reviewed in Ambady et al. 2000). Rule
and Ambady (2008), which found that subjects could accurately predict corporate
profits, is of particular interest to us and is worth describing in more detail. In that
experiment, raters were shown “head shot” photographs of the CEOs of the top 25
highest ranked and bottom 25 lowest ranked Fortune 500 companies. Subjects

49

were asked to either rank the face images on a number of personality characteristics,
or specify how effective they thought the pictured person would be at running a
company. The authors found that a composite measure which correlated with
measures of dominance, competence and facial maturity – but not the direct
predictions of success – was sufficient to significantly predict to which group (top
25 or bottom 25) the CEO belonged. What is notable about these experiments is that
they used real-world face images.
Todorov (2005) had subjects rate image of politicians currently running for office
on “competence”. To eliminate effects of familiarity, the subjects were American but
the images of political candidates were from Brazil. The images used were pictures
of the candidates used in campaign material. He found that ratings of competence
based on the face images significantly predicted which candidates would win their
elections. This work, like Ambady, and unlike the carefully controlled photographs
used in the Todorov experiments discussed in the next section, used real-world
photographs. These photographs contained potentially important variation (e.g.,
the quality of the photographs themselves) extrinsic to the pictured individuals.
There is significant evidence that, notwithstanding the remarkable results
mentioned above, something other than veridical judgments of personality is at
work when people are judging these images. Olivola and Todorov (2014) found that
when subjects were asked if pictured individuals had likely experienced a wide
variety of life circumstances – had they been in jail, had they owned a gun, had they
done drugs – the subjects were much less accurate in judging who had experienced
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what than they would have been if they had simply guessed based on the baseline
frequency of that circumstance in the population.
In addition, Todorov and Porter (2014) showed that ratings of personality from face
images for the same individual varied dramatically for different images taken on
different days, even with no explicit or substantial change in pose and expression.

Quantifying judgments of personality from face images
Alex Todorov and collaborators have taken a data-driven approach to investigating
the fundamental trait judgments that underlie dramatic results such as those of Rule
and Ambady. Oosterhof and Todorov (2008) presented subjects images of neutral
frontal faces with controlled lighting and extraneous information (such as hair)
removed, and then asked the subjects to provide words which described the
personalities of people, pictured in neutral expression frontal face images. The
correlations between the words used in the elicited descriptions were calculated.
These correlations were used to generate principal components of face personality
judgments. The first two components in their analysis correlated most strongly
with the face traits “trustworthiness” and “dominance”. A follow-up experiment
asking subjects to rate faces on those two traits confirmed that the inter-rated
reliability of judgments of those two personality traits was very high (Cronbach's α
approximately 0.9 in both cases). This established in a rigorous, bottom-up fashion
that these judgments were happening in a reliable way. The authors elicited an
independent set of face judgments for faces that had been generated with FaceGen
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Modeller software (http://www.facegen.com). This software allows for the creation
of faces with unique identities by manipulating physiognomic parameters derived
from real face measurements. Principle components analysis on the physiognomic
parameter settings produced components which predicted the dominance and
trustworthiness scores.. Using these components, the authors were able to create a
generative model, where they could produce 3d-rendered heads that would elicit
predictable trustworthiness and dominance ratings from human subjects.

The overgeneralization hypothesis
Todorov and collaborators ascribed the high reliability of judgments of personality
to the “overgeneralization hypothesis”. This hypothesis, initially proposed by
Zebrowitz et al. (1996), suggests that first impression judgments of personality
traits result from overgeneralizing based on cues that typically are used for other
judgments. Judgments that a person is trustworthy are proposed to be an
overgeneralization of the kinds of cues that typically signal emotional state. So
somebody who has physiognomic characteristics that are perceptually similar to a
face making an open, smiling expression will be judged as more trustworthy than
somebody who has physiognomic characteristics that evoke an unsmiling or
unhappy expression. Similarly, judgments that are person is a dominant personality
are held to be an overgeneralization from characteristics that would have been
judged in the environment of evolutionary adaptedness to signify an immediate
threat. Somebody with a face physiognomy that made them seem large and
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physically strong would be judged to have a more dominant personality than
somebody with a face physiognomy that made them appear small and weak.

Image-level variation that affects personality judgments
We suggest that a substantial portion of the variance in judgments of personality in
real-world, uncontrolled face images is driven by characteristics of those specific
face images. That is, the judgments of those images elicited from human subjects
rely not only on cues that are intrinsic to the person pictured in the face image and
stable over time – the kinds of cues that are proposed as the source of
overgeneralizations to personality – but also on cues that are extrinsic to the subject
and a product of the momentary circumstances that went into the making of the
image. Even when they include transient cues like pose and expression, existing
approaches either explicitly or implicitly eliminate from their representation
variation due to factors such as lighting, contrast, makeup, image quality, lens length,
jewelry, skin condition, tattoos, or eyewear.
We can see a real-world example of image variation driving personality judgments
in Figure 2.1, a set of screenshots of actress Romy Schneider in a test sequence from
French filmmaker Henri-Georges Clouzot’s unfinished 1964 film L’Enfer. As
demonstrated in the 2009 reconstruction documentary L’Enfer D’Henri-Georges
Clouzot, for the climactic scene of the film Clouzot built a rotating lighting rig to
constantly shift the direction of the light on the faces of his actors.As the lights move
around the actors, the perception of their personalities and intentions shifts in real53

time, mirroring the internal struggle of the protagonist (Bromberg, 2009). It is
important to note that the change in perceived personality evident in this image
comes solely from the lighting; the images are from a test of the lighting rig, and the
actress is not changing her expression as the light moves. This is an extreme
example chosen for the clarity of the point that it makes, but the idea that imagelevel characteristics can change personality judgments is not a novel one. Makeup
artists, photographers, filmmakers and stylists have a repertoire of techniques they
use to present a person’s personality in a certain light. These techniques – and in
general the effects of image-level variation on images – have not generally been
considered in the literature on facial judgments of personality except as a control to
be compensated for. Figure 2.1 shows us that they can instead be highly intentional,
highly salient aspects of the first impressions generated by images of faces.
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Figure 2.1: The impact of image-level manipulations on perception of personality is shown in
these three frames of actress Romy Schneider from a camera test of the rotating lighting rig
used to manipulate perception of personality in the unfinished film L’Enfer by Henri-Georges
Clouzot, taken from the 2009 documentary L’Enfer D’Henri-Georges Clouzot.
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Computer vision background
Methods for making automatic predictions about facial attributes based on objective
criteria are well known in the computer science literature. Extending back to the
early days of affective computing as a distinct field, it has been argued that facial
perception by machines is a key task for naturalistic interactions involving artificial
intelligence (Donato 1999, Picard 2001). Aspects of the face, including component
actions, facial muscle configuration, and aesthetic markers (e.g., makeup and
jewelry), can be quantified to reveal emotional, identity or personality traits. More
recent work in computer vision has modeled these same aspects through the tools
of statistical learning, with the assumption that ground-truth labels are always
available for training. First proposed by Ferrari and Zisserman (2007), describable
visual attributes are semantically meaningful text labels (such as “pointy nose,”
“brown hair," “pale skin") that can be automatically assigned to scenes, categories,
or objects using standard machine learning techniques. In many cases, this involves
just a set of well-known descriptors (e.g., HOG, GIST, LBP, color histograms, etc. –
see Computer Vision Methods) and a binary classifier (e.g., Support Vector
Machines) signifying the presence or absence of an attribute. There has been
considerable interest in this area specifically with respect to facial analysis (Kumar
et al. 2010, Parikh et al. 2011, Scheirer et al. 2012, Liang et al. 2014, Sandeep et al.
2014, Liu et al. 2015) thanks in part to the ease of implementation and flexibility of
representation. Various research efforts have looked at attributes in the context of
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face recognition (Kumar et al. 2010), face description (Parikh et al. 2011, Liang et al.
2014, Sandeep 2014), and face search (Scheirer et al. 2012). While the “simple
features plus supervised machine learning" approach has been most prevalent, the
current renaissance in neural networks has led to promising preliminary studies on
the utility of feature learning for attribute training (Zhang et al. 2014, Liu et al. 2015,
Rudd et al. 2016). However, all of the aforementioned work has, to some extent,
relied on ad hoc assumptions of what constitutes a particular attribute, leading to a
search for corresponding patterns in the input data that are consistent with those
assumptions. An alternative to that regime is what is proposed in this work: the
creation of prediction models of human judgments in the absence of ground-truth
by collecting data from large populations of observers using visual psychophysics. In
contrast to the prior work, this methodology is guided only by human behavior on a
per instance basis, and facilitates models for more subjective social attributes.

Computer vision techniques for testing the overgeneralization hypothesis
Computer vision has developed excellent tools for allowing us to test the hypothesis
that these judgments come from physiognomic features that are substantially
inherent to the face. Models that extract invariant face features from highly variable
images have been developed by computer vision researchers for many years,
because those features are exactly the set of identity-preserving features necessary
to accomplish facial recognition. When you are attempting to ascertain somebody’s
identity, you are concerned with aspects of the shape and coloration of their face
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that are likely to be the same when you next see them. Were this not the case,
recognition from one encounter to the next would not be possible.
On the other hand, the kinds of image-level characteristics that could be involved in
the judgments made by subjects in e.g., Ambady’s work do not require complex,
invariance-extracting models. Operations like finding the edges in an image,
determining the color histogram, looking at the contrast distribution – or even
detecting the presence of earrings or sunglasses – are adequately managed using
simple models that preserve most of the information from the pixel values in the
original image. Our hypothesis is that models that are attentive to these kinds of
features will have success in personality judgments if those image-level features are
in fact important to the kinds of judgments humans are making.
To test this, we developed computer vision models capable of predicting human
judgments of personality using a number of feature sets which are differentially
sensitive to image-level variation, described below. That is, the features we use to
predict human behavior either include low-level information about characteristics
such as image contrast, or filter that information out in favor of stable information
about faces such as would be used to judge face identity.

Overgeneralization from physiognomy
Our first question is whether overgeneralization from physiognomy is sufficient to
explain human judgments of personality from real-world images. Recall that the
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overgeneralization hypothesis states that judgments of personality traits happen
from cues that are present in the resting face. So, somebody might be judged to be
trustworthy because they have a facial morphology that evokes the shape that
people’s faces generally take when they smile. Their face could be at rest, and they
could be holding a neutral expression, but they have a facial structure that evokes
smiling. If this hypothesis is true, we can assume computer vision models that
preserve physiognomy are privileged to make personality judgments.

Todorov’s model of face personality judgments
Oosterhof and Todorov (2008) used FaceGen software to generate faces that vary
predictably along the first two components of a principal components analysis of
trait judgments. These first two components are closely correlated with – and thus
arguably represented by – trustworthiness and dominance. They built this model
specifically to test the overgeneralization hypothesis so Oosterhof and Todorov
used faces with neutral expressions for their stimuli and as the output of their
generative FaceGen model.
Oosterhof and Todorov found that they were able to generate new neutral faces
from FaceGen that would elicit predictable trustworthiness and dominance scores
when placed before human raters. They therefore concluded that the features that
they had derived – consisting of combinations of physiognomic traits as
implemented in the FaceGen software – were sufficient to explain the
overgeneralization to traits, and supported the hypothesis that overgeneralization
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from facial cues drove real-world judgments of personality traits. We sought to
investigate this hypothesis by examining whether well-characterized physiognomic
traits were necessary to predict these judgments from real-world images.

Figure 2.2: The first behavioral task was a pairwise comparison task. Subjects were asked to
pick which of two face images represented somebody who was more trustworthy, more
dominant, or older. Faces were randomly sampled, with 70% coming from the AFLW set, and
30% coming from the Karolinska set.

Replicating Todorov’s results
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Our first behavioral ranking task was a set of pairwise comparison tasks (Figure
2.2). 9,899 subjects completed 100 comparisons. All human internet data was
collected on the TestMyBrain platform (http://www.testmybrain.org). 7385 of
those subjects continued to complete another 100 comparisons. One third of those
comparisons asked which of two faces was more dominant, one third asked which
was more trustworthy, and one third asked which was older. Faces were presented
until the subject clicked on one or the other. For more details regarding this task,
see Behavioral Methods (below). The face images used came from the Annotated
Facial Landmark in the Wild (AFLW) corpus of face images downloaded from the
Flickr platform. Random sampling from this corpus was important, as an important
characteristic of machine learning is that the generality of models is closely related
to the amount of the real-world variability which is captured in the training set.
Training sets that are biased will result on models which fit to information in the
training set which is extraneous to the actual characteristics of interest. In our case,
because we wish to use the performance of models to make judgments about the
feature sets humans attend to in making these judgments, a highly heterogeneous
training set is even more important. Only by capturing the characteristics of
personality judgments across a very wide range of image types can we say that the
features to which our models attend are essential to these judgments in the real
world. The images presented to each subject were sampled from a subset of the
25,993 face images in the AFLW set.
It was important for us to first determine, before moving any further, if the ratings
that we were able to collect online – using a massively heterogeneous subject pool,
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and with images presented in a very different experimental design -- would
replicate the reliability of the ratings collected in the lab by Oosterhof and Todorov
(2008). If the ratings we collected were substantially noisier than those Todorov
produced, then our attempts to build a computer vision model would likely be
unsuccessful. This is because our computer vision model is not relying on ground
truth; the only information that we are supplying it about these kinds of judgments
is the mean human rating. The reliability of those ratings is our sole guide to how
much valid information each face image presents. In order to test the reliability of
these ratings in this context, 30% of the images presented to subjects in our
pairwise psychophysical battery came from the Karolinska set of neutral face
images previously rated by Oosterhof and Todorov’s subjects (see Behavioral
Methods). This allowed us to compare the ratings collected on the TestMyBrain
platform (see Behavioral Methods) with the ratings collected from subjects in the
2008 experiment.
We found that ratings collected on TestMyBrain correlated with an R2 of 0.9052
with Oosterhof and Todorov's z-scored ratings of dominance and with an R2 of
0.8018 with their ratings of trustworthiness (Figure 2.3). These ratings are in line
with the maximum correlation that could be expected based on Oosterhof and
Todorov's calculations of inter-rater reliability (Oosterhof and Todorov 2008),
despite the fact that our ratings were derived from a heterogeneous web population
performing a completely different task.
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Figure 2.3: Plotting trustworthiness and dominance ratings on the 64 Karolinska faces that
we derived from the pairwise comparison task on the TestMyBrain web testing platform
shows very high correlation with ratings from Oosterhof and Todorov 2008. R2 values are in
line with the internal reliability (cronbach’s α) calculated in that paper.
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We were satisfied that our online sample provided highly reliable rating data.
However, for the annotations that we would use for computer vision, we needed to
be sure that our annotations were reliable on an image-by-image basis. This was
difficult to ascertain with the AFLW images in the pairwise set because the pairwise
task gave no independent measure of variance. An image that “won” exactly 50% of
trials where it was paired with a randomly selected other image could have
achieved that result by accruing highly reliable judgments from subjects, or it could
have achieved that result because subjects had no opinion about its level of
trustworthiness or dominance and chose solely based on the other image presented.
For images away from the extremes of dominance and trustworthiness, it was
possible that we were adding unreliable images to our set.

Collecting behavioral data for model building
In order to ensure that all of the face images used for model training had useful
information for personality judgments, we collected a new set of ratings using a
different psychophysical task. This time, instead of pairwise comparisons, we used a
Likert task. We once again used the TestMyBrain platform to collect our
psychophysical data (see, again, Behavioral Methods). For this experiment we asked
participants to rate images on a seven point Likert scale (Figure 2.4). The images
comprised the 5,122 image subset of the full AFLW set for which we had at least ten
ratings in the pairwise task, and which had detectable eye locations for alignment.
The images shown to each subject were randomly sampled from this subset. The
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two characteristics we asked about were dominance and trustworthiness. The
prompts used to elicit those judgments were modified from those in the pairwise
task to reflect the altered experimental paradigm (asking participants to select a
number from one to seven instead of asking them to select which image had more of
the given quality) but were otherwise identical.

Figure 2.4: Example trial for experiment 2. Subjects were asked to rate the person depicted in
a face image for a given trait — trustworthiness or dominance — on a seven point Likert scale

Trustworthiness and dominance Likert ratings were collected from 5,743 subjects.
The first fifty images seen by each subject were rated on trustworthiness, and the
second fifty images were rated on dominance. 4,097 of those subjects rated an
additional 100 images, divided into two equal blocks of fifty as before. That gave us
984,000 ratings of images. We selected the subset of the AFLW images that had at
least ten ratings on both trustworthiness and dominance, and which our face
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alignment model was successfully able to align. Faces that we could not align were
generally in a profile pose such that both eyes were not visible. The subset that
remained after aligning contained 8,793 face images. The distribution of the
number of ratings received by each of the face images in the final set can be seen in
Figure 2.5. The distribution of mean ratings on trustworthiness and dominance in
the final set can be seen in Figure 2.6.

Figure 2.5: Histograms of the number of likert ratings recorded for all of the AFLW images in
the set for dominance (A) and trustworthiness (B). Because the images that were shown to
each subject were randomly sampled, the overall distribution of number of ratings closely
follows the expected multinominal distribution (Ross, 2015). The minimum number of
ratings is over fifty, which means we can expect low standard error of the mean on all images.
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Figure 2.6: Histograms of the mean dominance (A) and trustworthiness (B) ratings for images
in our sample. The ratings of all the images were on a seven point Likert Scale.

Shallow vs. Deep models
The goal with our model building is to determine a feature set that is sufficient for
capturing the variability in human judgments of personality from face images. That
means that we need a feature set that does an efficient job of capturing the features
that are relevant to judgments of personality. The simplest possible feature set, a
vector of pixel intensities, is generally not useful for computer vision tasks, because
images with no noticeable difference can differ completely in pixel values. We
include pixel values in our baseline, but in order to accomplish this task a feature set
that captures relevant image variation while ignoring irrelevant image variation is
key. In order to understand how different models capture different aspects of face
images, it is useful to situate different features in a hierarchy of invariance to image
variability. The least invariance tolerant models we describe, for reasons of model
architecture, as “shallow”, whereas the most invariant tolerant model we used is a
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“deep convolutional model”. Shallow features are not tuned to capture information
about faces specifically, and instead are designed to capture informative features
that are common to all sorts of images of the natural world, such as edges and
contrast variation (Field, 1987). “Deep” features are highly tuned to capturing the
variance in a specific kind of input – e.g. faces – and “tuning out” variance in the
images that is not relevant to that input. In between are models which capture some
image variation but which are largely specific to variations which can be expended
to be intrinsic to the input category, in this case faces. In this first comparison we
are disambiguating the performance of models at the bottom of this hierarchy –
“shallow”, image-sensitive models – and models at the top of this hierarchy – “deep”,
identity preserving, face-tuned models. We used five different model types for our
comparison. The first, pixel models, simply used the intensity values of the pixels in
grayscale images. Because of the variability of pixel intensities in real-world images,
we expected this model would not be successful for any of our human judgments.
Three of the models that we used – Local Binary Pattern (LBP), Histogram of
Oriented Gradients (HOG) and V1-inspired – we class as “shallow” models (Figure
2.7). These models can all be thought of as variably sophisticated simplifications of
the types of filtering that is proposed to happen in the primary visual cortex (V1) of
the human visual system (Olshausen and Field 1997). All three use collections of
filters that span the full expected range of bandwidths and orientations. LBP and
HOG use filter types that are optimized for computational efficiency, at the cost of
lower resolution, while the V1-inspired uses smooth gradients in Gaussian windows
that as closely as practical match the feature sensitivity of V1 neurons in the brain.
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Figure 2.7: The three “shallow” feature sets used in model comparison. All three
approximately mimic the mechanism of the primary visual cortex, by creating a
representation of spatial gradients present in an image. (A) An illustration of the construction
of a portion of the image pyramid for the Local Binary Pattern “shallow” computer vision
feature set. The image is down-sampled, and for each pixel in the down-sampled image the
brightness of that pixel is compared to the brightness of pixels in a set of surrounding pixels.
If the surrounding pixel is brighter than the central pixel, it is given the value 1. If it is darker
than the central pixel, it is given the value 0. The values of the surrounding pixels are
concatenated into a binary number. The final feature vector consists of a number for each
pixel. (B) An illustration of construction of a portion of the image pyramid for the Histogram
of Oriented Gradients “shallow” computer vision feature set. The image is down-sampled into
blocks, and for each block gradients are measured by calculating the change in intensity
across the block in a given direction, after the block has been normalized. The final feature
vector consists of a list of gradient intensities for each block. (C) An illustration of the
structure of the v1-inspired “shallow” computer vision feature set based on Gabor patches.
Each 30x30 grid is a location of the image filtered by a Gabor patch at a given orientation and
scale. It is shallow because all data is generated directly from filtered image data. The filtered
output is not then further processed.
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The convolutional features from Pinto and Cox (2011) are “deep”. These
classifications refer to the network architecture – the deep model passes
information through several layers of filtering -- but also carry implications about
what sorts of visual tasks those features are likely to be well suited for. Deep
network architectures include multiple hierarchical layers, each of which performs
non-linear transformations of the layer beneath. In this case, these layers are
convolutional, which means that individual “neurons” on one layer can be sensitive
to the activity of a pooled group of neurons on the previous level. This allows these
networks to be sensitive to invariances across sets of images even when those
invariances require substantial transformations of the original geometric or color
space of the image to become apparent (Figure 2.8). They are extremely good at
capturing feature information where the feature in question consists of non-linear
dependencies between information carried at different locations in the input image.
For instance, a deep convolutional model could very easily capture a face feature
characterized by the shape of the forehead that should be expected in an image of a
given individual if their chin was oriented in a specific direction. In addition, deep
network architectures are generally subjected to a process of feature training
(LeCun 2012). Because the deep, hierarchical features have an enormous number of
possible parameters – for instance, the weighting of every connection between to
neurons -- it is possible to train the actual feature-generating network to attend to
the specific invariances that are at hand. This process can be considered very
closely akin to the updating of synaptic thresholds that happens during learning in
the human brain. Shallow features, by contrast, are often (but not universally – see
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Pinto et al. 2009) used with no optimization whatsoever. They are designed to be
very good at capturing the greatest possible range of useful information in natural
images, and then used without modification for a wide variety of visual tasks. The
shallow features we used in our model comparison were not optimized at all for face
features, and instead picked up general characteristics of the images such as the
presence and scale of edges and image gradients. The third type of feature that we
investigate (see description of Vernon et al. 2014, below) are hand-crafted features
that are designed to pick up characteristics that are believed a priori to be important
to the face judgment task at hand.

Figure 2.8: An illustration of the structure of a deep convolutional computer vision feature set.
The features at Layer 1 are similar to those generated in the V1-like shallow model. Those
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features are then pooled and used as the input to layer L2, which normalizes them and filters
them again. The pooled outputs from L2 are then normalized and filtered a third time.
Optimization of the parameters of this kind of feature set can result in a set of output features
that are very good at capturing invariant aspects of objects while filtering out variant aspects
of images and object pose and local configuration.

Figure 2.9 shows how each of these three categories of features – shallow,
handcrafted, and deep – deal with the personality judgment-altering image-level
variation in the Romy Scheider images from Figure 2.1. While the hand-crafted
Vernon et al. features and the deep convolutional features are both substantially
more sophisticated (in terms of the types of face features they’re able to
disambiguate, the number of parameters, and the complexity of the processes used
to generate them) than the shallow features, only the “shallow” features are capable
of capturing the variation between the Schneider images, which vary only in terms
of lighting direction.
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Figure 2.9: An illustration
of three ways of
representing a face image,
in order of decreased
sensitivity to transient
image features. A) On the
left, computer vision
feature sets that are
“shallow”, such as the
early vision-inspired
Histogram of Oriented
Gradients (HOG, shown)
are sensitive to changes
in image-level features
such as local contrast,
and produce different
representations for face
images that differ only in
lighting. B) In the middle,
“handcrafted” features
such as those used in
Vernon at al. (2014)
capture a set of
characteristics that
researchers believe are
likely to be important for
the characteristic being
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modeled, in this case fiducial points and average coloration, which reflect largely
physiognomic and expression variation. This type of features capture emotion and
physiognomic characteristics well, but ignores most image-level variation, and produces
essentially identical representations for images which only vary in lighting. On the right, C)
deep convolutional features optimized for the preservation of identity-carrying information
in images of faces are invariant to both image-level variation and pose and expression. The
“deep” convolutional features used in our first comparison are of this type. These features
would ideally produce identical representations for our two images at their top layer, as the
images are of the same face identity.

Deep CNN for face recognition

The Pinto and Cox (2011) deep network that we use in our model comparison went
through exactly the process of feature training described above. This network was
optimized via a high-throughput search of the parameter space of model
specification. The end result is a three-layer-deep convolution neural network that
is optimized to output at its topmost layer features that are maximally useful for
differentiation of one face identity from another. Work comparing representations
in deep networks with the primate visual stream has been argued to support the
idea that deep network representations optimized for a specific task will generalize
to related tasks (Yamins and DiCarlo, 2016). That supports the idea that a model
optimized for face recognition will do well on another face task. Particularly, a
model optimized for face recognition should do well on tasks which rely on identitypreserving face information. Oosterhof and Todorov (2008) shows that an excellent
generative model of personality judgments of neutral faces can be made from
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explicitly and solely that identity-preserving physiognomic information. There are
therefore multiple reasons to believe that if physiognomy is the primary driver of
judgments of face personality, the Pinto and Cox optimized deep features should be
very well suited to that task. By contrast, the shallow features are not optimized at
all for the task of preserving face information, and – under the predominance of
physiology hypothesis – should perform substantially worse than the deep features.

Results of model comparison
After running our behavioral task, 8,793 of the full set of AFLW faces used had been
randomly selected at least 10 times for trustworthiness rating and at least 10 times
for dominance rating. We used this set of faces for constructing our training and test
sets because we believed that 10 ratings per face offered a reasonable tradeoff
between obtaining a reliable estimate of “true” trustworthiness and dominance and
the necessity of including large numbers of images in our training sets,
From the subset of face images, we constructed ten pairs of training and validation
sets. In each set, the training images were completely independent of the test
images. We constructed ten sets so that we could derive a more accurate estimate
of model performance, as well as an estimate of the variability of model
performance given a different training set. The training sets each contained 6,100
face images. The validation sets each contained 100 face images. Each training
set/validation set pair contained independent face images.
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For each training set we ran all of the images through the face feature pipeline (see
Computer Vision Methods) and then trained a Support Vector Regression model.
We then ran the one hundred validation images through the face feature pipeline
and tested them against the regression. We then looked at the correlation between
the scores produced by the Support Vector Regression model on the test images and
the mean rating scores from the human Likert ratings. The ratings of all ten
training/validation pairs were used to produce a mean correlation between model
and behavior, as well as a standard error.
Recall, if physiognomy is sufficient for judgments of personality – as predicted by
the overgeneralization hypothesis, and as proposed by Oosterhof and Todorov – the
deep CNN model of Pinto and Cox should perform dramatically better than the other
models. It is optimized for the representation of faces independent of image-level
variation, and was shown in the Pinto and Cox work to perform dramatically better
than the V1-inspired model on a face task.
The results of the best performing models for each feature set can be seen in Figure
2.10. Not surprisingly, pixel features performed the worst. In general, pixel features
are too variable between images to be useful for tasks which require information
about the shapes and reflectances of the objects depicted in the image. More
interesting are the results of the HOG, LBP, V1-inspired and deep features.
Particularly, it is notable that the face-tuned deep features did not perform
substantially better than the “shallow” V1-inspired features. This suggests that the
kinds of invariant face features that the convolutional network is successfully able

76

to represent (as shown by its success in face recognition across different unposed,
real-world photos of the same individual) do not carry all of the variance in
judgments of personality traits. It does not carry any particular implication about
the importance of expression. The convolutional model, because it is optimized for
recognition across different expressions, is likely to lose information about
expression which theories of personality trait judgment consider central to these
judgments. The V1-inspired models correlated with human behavior with an R2 of
0.305 for trustworthiness and 0.357 for dominance. For both features, this was in
line with the performance of the deep convolutional feature set. Recall that if
invariant face feature properties were the primary driver of variance in judgments
of personality traits, we would expect the deep convolutional features to more
effectively represent the invariant features of faces required for these sorts of
judgments. Instead, we find that the very shallow V1-inspired model (compare
Figure 2.8 and Figure 2.9 – the V1-inspired model is exactly the first layer of Figure
2.9) performs comparably with the deep feature set.
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Figure 2.10: Correlations of each of the models tested with human ratings collected on the
TestMyBrain platform. Bar height represents the mean correlation of ten models, each
trained on 1300 images and tested on one hundred held-out images, with the human ratings
for those one hundred images. Each model was trained and tested ten times. The size of the
error bars represents the standard error of our estimate of model performance across all ten
training/test pairs. Note that for trustworthiness the Gabor features produced the best result,
while for dominance they were similar to the results with the biologically-inspired deep
features. For both trustworthiness and dominance all shallow features performed fairly well,
even though the HOG and LBP-like features have been designed to optimize computational
efficiency at the expense of biologically-realistic sophistication. The pixel features are shown
as a baseline, to establish that some kind of feature extraction is necessary to achieve results
significantly above zero.
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Implications for the overgeneralization hypothesis
The fact that the deep face model did not substantially outperform the shallow V1inspired model in predicting human data indicates that, at the very least, the
features that are important to judgments of personality from face images (in natural
scenes) are not entirely overlapping with the features – physiognomy as we define it
here -- necessary for recognition. Insofar as the features which are necessary for
recognition do in fact comprise a complete set of physiognomic relationships and
skin texture, these results show that those features do not wholly describe the
features that are used by human subjects in first impression judgments of
personality from face images.

Vernon et al.’s model of face personality judgments
Vernon et al. (2014) extended Oosterhof and Todorov’s methodology to a set of
1000 Caucasian real-world face images. They argued that the Oosterhof and
Todorov methodology, because it relied on images of faces where the pictured
individuals were told to produce a neutral facial expression, did not fully capture the
variation in emotional cues which are held by the overgeneralization hypothesis to
comprise the features that cause the overgeneralization from transient emotional
state perception to the personality trait of trustworthiness. They collected free
description annotation data on the full set of 1000 faces. They then used factor
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analysis to determine the traits that carried most of the variance in face rating
judgments. The first three components they identified were approachability
(roughly comparable, but not identical, to trustworthiness), a component they called
“youthfulness/attractiveness” (which captured variance that was likely excluded
from Oosterhof and Todorov’s analysis, since Oosterhof and Todorov excluded
words related to physical description), and dominance. The first two components
seemed to load on similar descriptive terms to the trustworthiness component
identified by Oosterhof and Todorov, while the third component seemed largely
similar to the dominance component identified by Oosterhof and Todorov. Using
the factor scores as their target values, they built a computational model that took as
its input features a set of 179 fiducial points, hand-annotated by human raters, as
well as the brightness and color of face regions defined by those fiducial points. This
model approximately represents the middle position in the hierarchy in Figure 2.7.
They found that an artificial neural network trained using these features was able to
recapture a substantial portion of the variance found in human ratings for the first
three factors on those face images. For the first component (“approachability”),
their R value was 0.9, for the second component (“youthfulness-attractiveness”)
their R value was 0.7, and for the third component (“dominance”), their R value was
0.67. We wished to compare the performance of a model trained on the full image
data to the performance of their models. This task was not straightforward, as the
annotations that we collected, for the specific traits of “trustworthiness” and
“dominance”, did not map directly onto the factor scores for which Vernon et al.
trained their model. Only in the case of “dominance” do we have a reasonable

80

supposition that the personality traits being captured by our model substantially
overlap with the personality trait captured by the Vernon et al. model. In addition,
the “youthfulness-attractiveness” factor seems to capture characteristics that are
not specifically personality-linked (like facial age). Non-personality face
characteristics may draw on different mechanisms than those relied on by
personality judgments. The overgeneralization hypothesis specifically addresses
personality judgments. Finally, the set of faces that Vernon et al. used was
controlled for apparent race. Race is likely an important source of variance in realworld judgments of these personality characteristics.

Deep CNNs optimized for personality traits
The deep convolutional features used for model comparison in Experiment 2 were
optimized via a parameter search for face recognition. That is, those features were
designed to capture the aspects of the face that are invariant across the likely range
of variation in images of that face. These features include the metric relationships of
different face features, skin tone and texture, the shape of features like eyes and
eyebrows, and other physiognomic (loosely construed as inherent properties of the
face) characteristics. Recall that the overgeneralization hypothesis proposes that
trustworthiness judgments are a generalization of the systems used to determine
emotional state from facial expression, and dominance judgments are a
generalization of the systems used to determine the physical strength – and thus
danger – of a conspecific. Both of these systems can be reasonably assumed to rely
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on properties inherent to the face and both will ideally be unaffected by e.g.,
environmental or lighting variation. We therefore believe, as stated, that optimizing
a feature set to perform well at face recognition carries a good chance of preserving
the same features the overgeneralization hypothesis would seem to call for.
Physiognomic and other identity-preserving features such as skin and hair color are
per-se the kinds of invariant features a facial recognition system could be expected
to extract and preserve. That said, it is presumably the case that there are invariant
features which are important to judgments of personality. Those invariant features
could include image-level characteristics like overall contrast, or transient face
characteristics like makeup or jewelry. However, it would be unexpected if deep
models trained specifically on personality attributes were not able to better capture
the necessary features than a shallow V1-inspired model. To investigate this
hypothesis we optimized two deep convolutional feature sets, VGGnet (Simonyan
and Zisserman 2014) and MOON (Rudd et al. 2016), using our personality training
data.

Results of model comparison
Using the MOON models, the maximum R2 for Trustworthiness increased to 0.515
and the R2 for Dominance increased to 0.462 (Figure 2.11). The performance of
both of these models was a substantial improvement over the V1-inspired model. In
the case of dominance, where we believe our annotations are likely to be at the very
least quite highly correlated with the “dominance” factor of Vernon et al., the
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performance of our model is very similar to the performance of the Vernon et al.
model. More interesting than raw model performance in terms of comparison with
the Vernon et al. work is whether an investigation of the results of feature training
in our models will show that they have become attuned to physiognomy, pose and
expression features roughly similar to those that were explicitly extracted in Vernon
et al.

Figure 2.11: Performance for deep networks across the two personality attributes,
trustworthiness and dominance, as well as an additional attribute, age. Correlation between
model and behavior is shown per training epoch. For trustworthiness and dominance deep
network performance is compared to the best-performing model from the set in experiment 1.
Note that Dominance performance is in line withthe performance of prior models.

Feature sensitivity of deep models
The output of the penultimate layer of the MOON models is shown in Figure 2.12.
This penultimate layer consists of sixteen feature maps. Each of these feature maps
is spatially organized organized according to the face images in the training set. By
looking at the feature maps, we can see what general regions of the image the deep
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networks was sensitive too at its highest level of invariance. That is, the locations
where the feature map is most sensitive are the locations in the image where the
deep network “expects” the features which correlate with the attribute rating to
appear. If those feature maps show sensitivity to locally clustered regions in the
areas where one would typically see facial features, that means that the model is
sensitive to localized face features like physiognomy or expression cues. By contrast,
if the feature map is sensitive to a broadly distributed set of pixels, that indicates
that it is looking for image-level, large scale features of the image. We contrasted
model outputs for the dominance and trustworthiness models with model outputs
for an additional face attribute, age (see supplemental information on collection of
data and model performance for those models). We are specifically interested to see
if the pattern of features for the age feature – which is not a personality
characteristic, and has instead been linked explicitly in previous work (O’Toole et al.
1997) to facial morphology. Qualitatively, it appears that the deep models for
personality are attuned to features all over the image, as opposed to being
maximally sensitive to areas around the facial features. The deep models for
trustworthiness and IQ show no large scale organization at all in the feature maps
which make up their penultimate layers. The dominance deep model shows some
organization, but the locations of large-scale feature sensitivity do not overlap with
likely facial feature locations. This is most apparently when comparing with the
feature maps of the age deep network, which show substantial large-scale structure
at locations where facial features would be expected in the images. This is a
different picture than has been previously found in work like Dotsch and Todorov
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(2012), which used reverse correlation to elucidate the image features of greatest
importance starting from neutral face images. This seems to provide additional
support for the hypothesis that the features driving these personality judgments are
not limited to physiognomy, and provides evidence that the feature model used by
Vernon et al. (2014) – which, remember, extracts physiognomy, pose and
expression – is eliminating image features which are useful for these kinds of
judgments.

Figure 2.12: Output of all of the penultimate layer feature maps for the MOON network for
four attributes. These feature maps are the highest level of representation in the network
before it gets to the decision layer. The three sets of responses shown are (A) trustworthiness,
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(B) dominance and (C) age. Each of these feature maps is spatially organized according to the
face images in the training set, which were aligned based on eye location. By looking at the
feature maps, we can see what general regions of the image the deep networks was sensitive
to at its highest level of invariance. That is, the locations where the feature map is most
sensitive – darker or lighter than the neutral green -- are the locations in the image where the
deep network “expects” the features which correlate with the attribute rating to appear. If
those feature maps show sensitivity to locally clustered regions in the areas where one would
typically see facial features, that means that the model is sensitive to localized face features
like physiognomy or expression cues. By contrast, if the feature map is sensitive to a broadly
distributed set of pixels, that indicates that it is looking for image-level, large scale features of
the image. The representations in this layer, which should be maximally invariant to
irrelevant image variation, show large scale structure in the region of facial features for the
age model, but not for either of the personality trait models. The dominance features in (B)
do show some structure, but it is not in portions of the image likely to contain face features,
and may be linked to pose representation.

Implications for the overgeneralization hypothesis
Insofar as the overgenralization hypothesis makes strong claims that judgments of
personality are based on overgeneralizations specifically of mechanisms for
determining valence (or emotional state) and threat (or physical strength), the
relative performance of our models provides evidence against that hypothesis.
However, a more loosely construed overgeneralization hypothesis could argue that
subjects are overgeneralizing from image cues that are generally used to determine
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the mood of a photograph. This hypothesis has not been proposed as far as the
authors of this work know, but it would be consistent with our data.

Discussion
We began this paper by asking if it can really be true that personality is written on
our faces. It may be, but we have shown in this work that it is also encoded in the
images of faces which we create. Images in the real world vary – unintentionally
and intentionally – in lighting, contrast, visible accessories, and along many other
vectors. As suggested by the example of Clouzot’s L’Enfer, artists use image features
to intentionally manipulate the perception of personality. Our results in model
training have confirmed that these manipulations play a role in real-world
judgments of personality from images.
The fact that these features are reliably diagnostic of first impressions from face
images is not well explained by the theoretical model of face personality judgments
(the overgeneralization hypothesis) previously put forth to explain the reliability
and speed with which these judgments are made. It has been shown in Olivola and
Todorov (2013) that inter-rater reliable judgments of face personality do not extend
to being able to make reliable judgments about actual activities the individuals
pictured have participated in, and which could be expected to be highly correlated
with the personality judgments if the judgments were veridical assessments of an
individual's personality. The overgeneralization hypothesis proposes that these
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kinds of judgments are basically a spandrel, an evolutionary side effect of the
importance of judging the approachability and physical threat of conspecifics.
The authors find this theory somewhat limiting, in that we don’t believe that a
judgment with such high inter-rater reliability is likely to play no positive role in
social relations. An alternate theory, which we believe has an intriguing ability to
explain the effects of images that we see, is that judgments of personality are taking
part in a multi-way, context sensitive, largely intentional social communication,
where these judgments are elicited and manipulated by not just the subjects who
are being judged but also the other individuals involved in the making of the
photographs used as stimuli. That is, a given photo of a face is judged to be
dominant because the person pictured, the photographer, and any number of other
people involved in the composition and presentation of the photograph have the
goal of making the subject look dominant and the facility with the free parameters
involved in the photo-making process to achieve that goal.
We believe that our experiments indicate that future experiments on “thin slice” or
“first impression” judgments should explicitly manipulate image features to
determine the effect these features have on human judgments. First impression
judgments from photographs are per se important and should be studied on their
own. Todorov and Porter (2014) is an important first step in this direction, but that
paper’s conclusion (that first impression judgments are unreliable) seems to us to
miss what is most interesting about the manipulation of images.
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We believe the techniques we have developed in this paper open up a fertile field of
potential follow-up studies investigating the specific nature of the image-level
features which drive these judgments. To what degree is it possible to manipulate
personality judgments from face images without changing the perceived
physiognomy or identity of the pictured individual? How nearly optimal are the
various techniques deployed by image-making professionals at manipulating
fundamental personality judgments? To what degree are the famous past findings
in this field – such as the predictability of corporate profits of election outcomes –
the product of the professional skill of the individuals involved in creating and
conceptualizing the images used as stimuli? We believe that our research has
shown that all of these questions are germane to the larger question of what the
nature and purposes of these judgments is in the real world.
One immediately intriguing follow-up would involve using the techniques of
adversarial networks (Radford et al. 2015) – in which a generative neural network
is trained to produce images that maximize the response of a second neural network
– to manipulate image stimuli so that their trustworthiness and dominance scores
from the networks trained in this work were maximized. This would allow
investigation of whether judgments of personality could be systematically
decoupled from physiognomy, identity, and expression.
Another question is whether these image-level effects vary systematically in
ambient (note: Vernon et al. 2014 refers to images collected from the internet as
“ambient” images, but we here use the term somewhat differently, to mean “not

89

composed”) imagery. Photographic images captured from security cameras,
webcams, or ID cameras are not generally constructed with the elicitation of a
particular first impression in mind, but if those image-capturing mechanisms do in
fact carry a systematic bias it could have important real-world effects. For instance,
if webcams mounted in the traditional position above laptop screens create images
that are systematically less trustworthy-looking, it could have a substantial negative
impact on job candidates who interview remotely as opposed to in person.

Materials and Methods
Behavioral Methods
Psychophysical data collection
Because supervised learning requires large, heterogeneous sets of images for
training, before we could begin building computational models, we needed large
sets of highly variable face images with reliable ratings of the trustworthiness and
dominance. Ideally, these images would contain substantially all the variation we
would expect to see in real-world face images. In addition, each image used in our
training and test sets needs to have a reliable human rating of trustworthiness or
dominance attached. We collected this corpus by asking human subjects to rate face
images collected from the internet in an online psychophysical task.
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Face stimuli
Face images used in behavioral sampling were taken from two sources. One set
comprised the Karolinska (Lundqvist, 1998) neutral expression faces previously
rated on a collection of personality traits by Oosterhof and Todorov. The second set
comprised a subset of the AFLW faces (Koestinger et al. 2011) downloaded from the
Flickr image platform. Each of the AFLW faces used was cropped from the larger
image containing it by selecting the outer extent of the annotated face landmarks
present in the database that accompanied the face images.
All faces were cropped to the furthest extent of the fiducial points annotated in the
AFLW database and then displayed on screen scaled to a width of 250 pixels. If
subjects had not rated a face (or clicked on one of the two faces in the pairwise task)
within one minute, they were prompted to respond more quickly.

TestMyBrain Platform
Behavioral measurements were collected on the TestMyBrain web testing platform.
Subjects find TestMyBrain via web searches and voluntarily participate in web
psychophysics tasks. Previous work has shown that results on psychological and
psychophysical measured administered on the TestMyBrain platform are equivalent
to results achieved by testing subjects in person (Germine et al. 2012). After
participating, subjects are offered feedback on how their performance relates to
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mean performance. For all of the behavioral tasks used in this paper, the feedback
measure given was the sum of the deviation between the rating given by the subject
to each image and the mean rating for that image across a previous cohort of
subjects. This deviation was calculated for a subset of the images that had
previously been rated, in either earlier TestMyBrain tests or – in the case of
Karolinska faces – by subjects in previous experiments by other researchers.

Trait Prompts
The three characteristics we asked subjects to rate faces using were dominance,
trustworthiness and age. The prompt for dominance was “a dominant person tells
other people what to do, is respected, influential, and often a leader; submissive or
subordinate people are not influential or assertive and are usually directed by
others.” The prompt for trustworthiness was “a trustworthy person is somebody
that you would trust with your money, or even your life.” The prompt for age was
simply “you're just trying to give your best estimate of how old they are”. Subjects
were urged to “go with your gut” and not reflect unduly on decisions

Computer Vision Methods

Face Processing Pipeline
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To extract the relevant features needed for model training and subsequent modelbased prediction, a complete face processing pipeline was designed and
implemented. Models made exclusive use of face images from the Annotated Facial
Landmarks in the Wild data set (Koestinger et al. 2011), which consists of images
uploaded to the photo sharing website Flickr. For controlled experimentation,
automatic detection of key facial landmark points was eschewed in favor of the preestablished manual landmarks provided by the data set. These landmarks facilitated
the necessary image pre-processing before feature extraction took place. First, each
image was converted from the RGB colorspace to an intensity image (grayscale).
Using the established bounding boxes for the known face regions in each images,
individual faces were cropped out of each source image and saved to new files.

Based on the established coordinates of the center of each eye, faces were
geometrically normalized to align the eyes. The purpose of this step is to correct for
in-plane rotation in order to put different faces on a consistent basis for feature
extraction. All faces were reasonably frontal in pose, thus out-of-plane rotation was
not a significant factor to correct for. The geometric normalization procedure is a
rotation around one eye. Given a pre-processed face image I, x-y coordinates for the
left eye Il, and x-y and coordinates for the right eye er, the following warping
procedure can be applied: (1) Find the direction of the eyes.
𝑒! = (𝑒!,! − 𝑒!,! , 𝑒!,! − 𝑒!,! )
(2) Calculate the angle of rotation in radians.
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𝑟 = −arctan(𝑒!,! − 𝑒!,! )

(3) Rotate the image around the left eye by defining a 2D rotation matrix M.

𝑀=

𝛼
−𝛽

𝛽
𝛼

1 − 𝛼 ⋅ center! − 𝛽 ⋅ center!
𝛽 ⋅ center! + 1 − 𝛼 ⋅ center!
where

𝛼 = scale ⋅ cos angle,
𝛽 = scale ⋅ sin angle,
angle = degrees 𝑟 ,
center = 𝑒!
(4) Apply M to an affine warp transformation of I.
𝐼! = 𝑤𝑎𝑟𝑝𝐴𝑓𝑓𝑖𝑛𝑒(𝐼, 𝑀)

The normalized images Ir were cropped again to only retain the face region, and
then resized to 130x150 pixels. In order to maintain the contrast shifts induced by
illumination, which we hypothesize are contributing to some personality judgments
(e.g., dramatic lighting in professional photographs affecting perceived dominance),
lighting normalization was not applied.
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Following geometric normalization, feature extraction took place. Most important to
this work is the choice of feature representation, which has a significant impact on
the predictive power of the models. In total, five feature sets were considered, each
providing a different measure of invariance for the extracted structure of face. In all
cases, the feature extraction process produced an n-dimensional feature vector
suitable for machine learning-based regression. Each feature set is briefly described
below.
Computer vision feature sets
Convolutional Neural Networks (CNN). (Figure 2.9) Owing to its strong invariance
properties, feature learning via CNN is now the de facto method for representation
in computer vision (Lecun et al. 2015). CNNs are composed of alternating layers of
filtering, thresholding, pooling and normalization operations, which together form
biologically-inspired instantiations of multilayer perceptrons meant to emulate the
visual ventral stream of the cortex. An implementation of a three-layer network
based on the work of Pinto and Cox (2011) was chosen for this form of feature
extraction. The implementation makes use of an efficient training regime, forgoing
back-propagation in favor of a high-throughput model screening procedure,
whereby the network's weights are initialized to random values and refined via
unsupervised learning (Pinto et al. 2009). Running images through a pre-trained
face network tuned on images from the Labeled Faces in the Wild (Huang et al.
2011) data set produced feature vectors of 51,200 dimensions.
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V1-inspired model. (Figure 2.8) Compared to the CNN, the V1-inspired model is a
shallow collection of locally-normalized, thresholded Gabor wavelets spanning a
range of orientations and spatial frequencies. It is designed to mimic early visual
processing in the visual ventral stream of the cortex. An implementation based on
the work of Pinto et al (2009) was chosen for this form of feature extraction. Each
dimension in the output representation is meant to reflect the response of a
simulated V1 simple cell unit. Responses are computed by: (1) locally normalizing Ir;
(2) applying a set of 96 spatially local Gabor wavelets to Ir; (3) normalizing the
output values; and (4) thresholding and clipping the output values. This process
produced feature vectors of 86,400 dimensions.

Histogram of Oriented Gradients (HOG). HOG is a prevalent shallow feature
descriptor in computer vision that is significantly faster to compute than CNN or the
V1-inspired model, but is not as accurate as CNN for many visual recognition tasks.
The HOG algorithm extracts features in the form of oriented gradients from a
regular grid of local neighborhoods spread across an image. Histograms of these
features are then computed and normalized for each neighborhood in the grid, with
the resulting descriptors concatenated into a vector-based representation that is
convenient for machine learning-based methods to use as input (Dalal et al. 2005).
HOG features can be considered approximately V1-inspired in nature, in that they
capture oriented edge structure in an image. The implementation from the VLFeat
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package (Vedaldi and Fulkerson 2008) was chosen for this form of feature
extraction. This process produced feature vectors of 46,208 dimensions.

Local Binary Patterns (LBP). LBP is another prevalent shallow feature descriptor
that is widely used in automatic facial analysis. The algorithm assigns a label to
every pixel in an image by thresholding the n*n-neighborhood of each pixel with the
center pixel value, considering the result as a binary value. These pixel-level
features are combined in the form of a histogram that, like HOG, is convenient for
machine learning-based methods to use as input (Ojala et al. 2002). The
implementation from the work of Sapkota et al. (2010) was chosen for this form of
feature selection. It is a generalization of the basic LBP method, whereby the
neighborhoods of neighboring pixels are considered to make the determination of
pixel value assignment. Using a threshold defined by the average pixel value of
neighboring regions, calculations are made to determine the difference between the
neighboring pixel value and the center pixel value. If it is more than the threshold,
the neighboring pixel is assigned a label of 1. This process produced feature vectors
of 16,384 dimensions.

Normalized Pixels. As a control, normalized pixels were also calculated. Given a
pre-processed face image Ir, and the mean μIr and standard deviation σIr of the
intensity values for all pixels in Ir, each individual pixel Irx,y was normalized via the znorm: 𝐼!!,! − 𝜎!! /𝜇!! . A histogram of 500 bins was then calculated over the entire
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collection of normalized pixels to form the final feature representation for I. This
process produced feature vectors of 500 dimensions. Normalized pixels are strongly
impacted by the noise inherent in each image, and were expected to be the weakest
representation considered in this work.
Mixed-Objective Optimization Network (MOON). The MOON approach for facial
attribute recognition (Rudd et al. 2016) simultaneously learns an arbitrary number
of attribute labels using just a single deep convolutional neural network. This is
accomplished via a loss function that considers predictions across multiple
attributes, and infers latent correlations between the images and labels. The
network itself is based on VGG16 (Parkhi et al. 2015), a 16-layer convolutional
neural network that has shown good performance on face recognition tasks. In
contrast to the three-layer network also used in this work, MOON models were
trained specifically for trustworthiness, dominance, and age, meaning the feature
extraction, as well as the network output was tuned to the attribute assignment task.
Model output in all cases is formulated as regression within the architecture (i.e.,
separate support vector regression training was not needed). Parameters were
further optimized via the Hyperopt package of Bergstra et al. (2013)

Regression Models
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Training. Regression models were trained for all five feature sets, and for both
attributes: dominance and trustworthiness. With very high dimensional feature
representations in each case, an efficient machine-learning-based regression
algorithm is necessary for model training. For this task, L2-regularized L2-loss
linear support vector regression (SVR) in the primal optimization was chosen. The
learning objective for this formulation is the following minimization problem where
yi is a real valued number:
1
minimize 𝐰 ! 𝐰 + 𝐶
𝐰
2

!

(max(0, |𝑦! − 𝐰 ! 𝐱 ! | − 𝜖))!
!!!

and where 𝜖 specifies the sensitivity of the loss. The SVR implementation from the
LIBLINEAR package (Fan et al. 2008) was used for all experiments. 6,200 feature
vectors were used during SVR training, where the first dimension yi was the average
rating on a Likert scale of 1 to 7 assigned by human observers, and the subsequent
dimensions xi were the computed feature set. The SVR parameters C and ϵ were
tuned for each attribute and feature combination via 10-fold cross-validation during
training.

Prediction. Data preparation for making predictions with trained SVR models
proceeded in similar fashion to the data preparation for training. The SVR decision
function is simply the dot product of the learned weights and the feature vector:
𝐰 ! 𝑥. The one key difference between training and making predictions is that for
feature vectors derived from novel images outside of the training set, the true value
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of yi is unknown. Predicted yi values for the model were thus retained for analysis in
actual practice.

Age model
Age Likert ratings were collected from 4,621 subjects. As with trustworthiness and
dominance, each of those subjects rated 100 images randomly selected from the set
of AFLW images, divided into two blocks of fifty images. 3,508 subjects rated an
additional 100 images, divided again into two equal blocks. That gave us 812,900
ratings of images. The prompt for age was “you're just trying to give your best
estimate of who is older.” The prompt for intelligence was “an intelligent person
probably has a high IQ, or did well in school. They are mentally 'quick' and learn
new things rapidly”. We again selected the subset of images with at least ten ratings
on both characteristics. That subset contained 7,089 images.

Age Interaction
The stimuli used by Oosterhof and Todorov (2008) were tightly controlled for age.
This is because Oosterhof and Todorov expected that physiognomic signatures of
age would be highly correlated with ratings. Vernon et al. (2014) explicitly used
attribute descriptions – such as babyfaced (Sutherland et al. 2013) – that relate to
face age, and found a factor structure where face age was highly important. The
collection of age ratings along with dominance and trustworthiness ratings allowed
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us to look at the interaction between perceived age, perceived dominance, and
perceived trustworthiness. Mean dominance and trustworthiness ratings as a
product of age can be seen in Figure 2.2. We found a strong interaction between
perceived age and perceived personality.
After collecting a full set of annotated images for age and intelligence, the images
were divided into training and test subsets and models were trained using an
identical procedure to that used with the dominance and trustworthiness models.
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Abstract
It has been a truism of the entertainment and marketing worlds for well over a
century that some people have a personality – charisma, charm – that primes them
for fame and success. Finding people with these rare personalities has typically
been a matter for unscientific talent scouting and promotion. Recently, the rise of
video sharing platforms like YouTube has allowed a new generation of stars to
break through to fame by posting content directly. If empirical clues to personality
that drive success are to be found in the wild, there is every reason to believe these
stars would provide a sample in which to test for them. An extensive body of work
has shown that first impression judgments of personality from face images
measured in laboratory settings correlate with real-world outcomes. These
outcomes have included elections, course ratings for teaching assistants, corporate
profits, and many more. In this paper we attempt to use human judgments of
personality automatically and at a large scale to predict the success (measured in
number of views) of YouTube videos. We used computer vision models trained with
a corpus of approximately 7000 face images, rated by human subjects online. We
predict human judgments of four traits. Three of those traits are psychological:
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trustworthiness, dominance, and IQ. We also predict perceived age. We integrate
these models into a rating pipeline capable of rating face images extracted from
YouTube videos. We use this pipeline to extract model ratings for faces in
approximately 9000 YouTube videos. Using these model ratings across the full set
of videos we first found that none of our models could predict view. Recognizing the
coarseness of this initial analysis, that different faces would be differentially
attractive depending on user interest, we hypothesized that different types of
content would have different associated keywords. We sorted the analyzed videos
by keyword, and constructed a list of all of the meaningful keywords that appear in
the descriptions of more than 100 videos in the analyzed set. For each of these
keywords we select all of the videos in the analyzed set which contain that keyword
in their description. We examine the correlations of each of our four models
(dominance, trustworthiness, age and IQ) with number of views for the bins for each
keyword. In order to investigate the stability of these correlations, we select the
subset of videos where the number of faces detected is at least equal to the number
of frames in the video. For this subset of videos we generate a 95% confidence
interval by means of permuting the view counts and the mean scores. After
Bonferroni correction, none of the correlations in the videos achieve statistical
significance. We explore some of the other factors that may be constraining the
degree to which personality traits are diagnostic, and discuss future directions for
the practical, large-scale application of automatic judgments of facial first
impression.
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Introduction
In 1927 Clara Bow starred in the movie “It”, playing – in a plot inspired by her own
career trajectory – a salesgirl with such compelling personal appeal she was
destined for success. Finding people with the “It” factor to be stars (Orgeron, 2003)
has long been a matter of intuition, hope, and a significant lack of verifiable metrics.
In the movie studio system that developed in Hollywood in the early decades of the
20th Century, hopeful young actors who a producer decided, for whatever personal
reasons, might have what it took were cast in movies designed to highlight them and
presented to the vicissitudes of the market. Some failed and some succeeded, and
the producers who had found those who succeeded were lauded as talent-spotting
geniuses.
With the advent of the internet, a star-making system of sorts has become available
to anybody willing to upload videos of themselves for public consumption. On video
platforms like YouTube the star-making process has been freed from the mediation
of tastemakers. This has led to a new generation of stars who have reached
astounding heights of popularity, transforming whole industries that have typically
relied on the endorsements of the famous and desirable to sell their products.
A particularly notable example is the world of makeup. Makeup brands are selling
an ideal, of course, and have relied since the dawn of modern advertising in the 19th
century (Tungate 2007) on the endorsement of celebrities to sell their products. In
the second decade of the twenty-first century, a number of young people (mostly
women) started uploading videos of themselves applying makeup to the YouTube
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platform. These videos tend to be relatively straightforward in terms of production;
a woman appears, looking at the camera, discusses a particular beauty regimen and
the products used in it, and demonstrates the relevant techniques. There are
elaborations, of course; some “beauty vloggers” (“vlog”, a portmanteau of “video
weblog”, generally refers to a short, single person narrative video, posted on a
regular schedule by a single individual. A “vlogger” produces “vlogs”) give
straightforward advice, while some include more personal narrative. The form has
even been used as a platform for surrealist comedy – a notable recent example
features a demonstration of contouring that veers into, among other unexpected
digressions, a quasi-medieval discussion of shapeshifting ([Sailor J] 2018) – but by
and large the videos have the common form of a single individual, looking at the
camera, applying beauty products and talking about them.
These simple videos have achieved a level of popularity that, measured by raw
views counts, exceeds by several orders of magnitude the reach of any other beauty
treatment-themed media. The most popular beauty vloggers had view counts (that
is, the number of individual times their videos had been watched) numbering in the
hundreds of millions.
This massive reach has entirely upended the world of makeup marketing; makeup
brands have been forced by circumstance to work with these new influencers, many
of whom are no older than teenagers. The market power that attaches to these
young women is immense, so large that brands are chary to even admit the degree
to which they are foced to work with them.
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This transformation of the marketing landscape of beauty products happened
incredibly rapidly, and almost completely without the cooperation of or knowledge
of the existing players in the beauty space. It was market disruption in a
particularly pure form.
In the context of a bottom-up transformation of an industry like this, where massive
advertising resources – and hundreds of millions of dollars of potential product
sales (Kumar 2016) – are at stake, the question of who these stars are, and how they
achieved their stardom, takes on a particular urgency. It also gives a potentially
uniquely unpolluted sample of the process of selection of winners from a pool of
contenders with no particular advantages outside of sheer force of personality. It is
this aspect of this process that we find particular compelling.
A recent body of work has found striking correlations between first impression
judgments of personality and real-world outcomes across a range of domains. First
impressions -- the instantaneous, unreflective, and ongoing judgments we make of
each other based largely on external appearance -- seem to play a large – even
outsized – role in the trajectories our interactions take (reviewed in Ambady and
Rosenthal, 1992).
The veridicality of these judgments has been a matter of ongoing debate (as noted in
Ambady and Rosenthal 1992). That is, are these judgments actually an effective way
to predict a person’s behavior? The answer to this question is complex, and has
been addressed amply elsewhere (e.g. Olivola et al.). For this work, however, the
question of veridicality is somewhat beside the point. Whether or not they are
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veridical, these judgments are reliable between subjects and seemingly automatic,
and they do have great social importance. The nature of this importance is what
drives the current work: we are interested not in the prediction of behavior, but
instead in the related but different question of correlations of these judgments with
outcomes.
Rule and Ambady (2008) showed that images of Fortune 500 CEOs, rated on a
collection of traits that she called a “power” composite – dominance, competence,
facial age – could be sorted by whether those CEOs’ companies were in the top 25 or
bottom 25 of the Fortune 500 by profit.
Similarly, Rule and Ambady (2011) showed that head shot photographs of managing
partners of top 100 law firms , rated on a similar power composite, were sufficient
to significantly predict profit for those firms.
Ambady and Rosenthal (1993) showed that three ten second, soundless videos of
teaching assistants at Harvard University could be used to predict the teaching
evaluations those teaching assistants garnered.
Rule et al. (2009) showed that sexual orientation could be accurately determined
from still face images of members of both sexes.
Rule and Ambady (2010) showed that images of faces (of undergraduate-aged nonpoliticians as well as of politicians) were sufficient for undergraduate perceivers to
predict the depicted person’s political party affiliation.
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Other researchers have found important correlations between facial competence
and electoral outcomes. Atkinson et al. (2009) showed that facial ratings of
competence predicted as much as 4 percentage points of the vote disparity in US
Congressional elections (although that work was suspicious of the causal role of
personality judgments). Todorov (2005) showed that simple face images could be
used to predict a large amount of the variance in election outcomes.
The above research used a variety of different judgments of images and short silent
videos of both faces and full human figures as their predictive measures. Oosterhof
and Todorov (2008) took a data-driven approach to extracting the underlying
dimensions of personality that drive outcome-predicting judgments under
consideration. They asked subjects to describe the people pictured in neutralexpression frontal face images. They coded the words used in the subjects’
descriptions according to whether they were describing emotion, physical attributes,
or personality. They then used the covariance structure of the personality-coded
words to find the first two principal components of descriptions of personality. The
first two found accounted for more than 80% of the variance in mean trait
judgments. The first of their two components correlated almost perfectly with
judgments of the trait “trustworthiness”, when direct ratings of that trait were
elicited from subjects. The second of their two components correlated almost
perfectly with the trait “dominance”, when subjects independently rated that trait.
They therefore considered trustworthiness and dominance as reasonable
approximations of the two most critical independent dimensions of analysis of
personality. In this conclusion we have followed them.
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All of the experiments described above had to be carefully constructed so that, one,
the individuals that subjects were rating were unknown to them – there is an
evident confound in asking people for their first impressions of the faces of people
they already know -- and two, researchers had access to a reliable, quantitative
measure of outcomes directly related to the pictured individual. This has limited
both the scale and the heterogeneity of the types of social communicative imagery
available to experimenters wishing to look at the correlation of personality traits
with outcomes.
These two aspects – the need for unfamiliarity and outcome data -- of previous
research into outcomes have meant that this research topic has remained in the
laboratory. We believe that by using the tools of computer vision we can use these
correlations between rapid unreflective judgments and real-world outcomes to
build systems that allow practical analysis of the personalities – the “It factor” -- of
the creators of video content online. This is an investigation of the explanatory
power of first impression judgments at a scale that is unachievable through
traditional means, as well as a test of a practical approach for using these judgments
in industrial contexts.
The question of finding outcomes that we might predict with these models is
straightforward in the case of YouTube content. The only metric that matters at all
in terms of YouTube success is view counts. All of the emerging makeup celebrities
got where they are (in terms of income and endorsements and celebrity) purely by
accumulating massive view counts on their videos. The competition for attention on
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the part of YouTube content creators is intense and constant. Many millions of
YouTube videos are hardly ever watched, while a small minority are watched
hundreds of millions or even billions of times (Cheng et al. 2008). Even absent the
value of product endorsement contracts, due to YouTube's revenue sharing system,
the creators of videos that receive views on the latter scale are able to derive
substantial income from the site, from hundreds of thousands for “mid-tier” makeup
vloggers (Mau, 2014) up to many millions of dollars per year (“How twitch turned”,
2015). Success on YouTube is directly, explicitly, and solely tied to number of views,
which means that we can look directly at the correlation between our model outputs
(which predict human ratings) and the primary metric of success on the platform.
In our previous work we built computer vision models capable of predicting human
first impressions of personality from face images with a high degree of accuracy.
Thse models are able to operate over massive sets of face images without effects of
recency or familiarity. That is, if you show our models two thousand images of the
same person’s face, it will judge each one according to the first impression that
image would make on somebody seeing that person’s face for the first time. By
running these models on full YouTube videos, we’re able to generate an aggregate
measure of the personalities of the people in that video. In the case of makeup
vloggers, we’re able to generate something like a low-noise representation of the
first impression that vlogger makes in their videos. By aggregating measures across
videos and then looking at the correlations between personality and view counts,
we are able to determine if Todorov-style facial first impression cues are
significantly correlated with view counts on YouTube. That is, we’re able to say if
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the existing literature on first impressions of personality gives us the right empirical
tool for understand why some YouTube personalities rocketed to stardom, and
some remained undiscovered.
Given this background, we were motivated to conduct a series of experiments to
look for patterns of correlation between the model outputs and the number of views.
As a baseline first experiment, we simply looked to see if the view counts for all of
the videos in our set correlated with the mean scores from our models for each
video. So, for instance, was the mean trustworthiness score for a video at all
predictive of that video’s number of views.
In this first experiment we found no significant correlation between personality
trait model outputs and view counts. Perhaps this was not suprising because there
are a wide variety of contexts in which this videos are viewed. (a homey example
here? ). To take context into consideration, we considered whether or not different
“genres” of video – makeup videos vs. do-it-yourself videos vs. personal vlogs or
other types of YouTube content – could have differential patterns of correlation. For
example, videos having to do with make-up could be , more personality-driven than
others. We examined this hypothesis by using the keyword descriptions of the
YouTube videos as a proxy for content type. We divided the videos by content type
and investigated whether the pattern (or signature) of correlations was stable for
different types of content. This would indicate that at least for some types of
content, personality helped drive success. This experiment gave promising results,
but did not allow us to disambiguate which categories of videos were likely driven
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by personality correlations. In our third experiment, we reduced the set of videos
further to those bins with at least 1000 videos with a large number of detected faces.
We found, using this stricter criteria, that the meaningful patterns we saw in
experiment 2 did not hold up.

Computer Vision Approach
To describe the results of our three experiments in these videos, we first explain the
method that we used to generate personality ratings for the videos in our corpus.
Our YouTube prediction pipeline was built on our previous work using the
techniques of computer vision to predict human personality judgments. We here
explain three components of computer vision necessary to understand our
approach: (1) supervised learning, (2) ground truth, and (3) early vision-inspired
features.
Supervised learning: supervised learning, a technique that dates back to
Rosenblatt’s perceptron algorithm (Rosenblatt, 1958) in the very early days of
artificial intelligence, refers to the process of training a learning algorithm to
perform a classification task by feeding it a set of labeled or annotated exemplars.
These labels tell the system what value it should optimally assign to a given
exemplar. This method of training is at the center of most modern machine learning
approaches, which generally rely on supplying massive datasets to relatively
unstructured algorithms in order to predict values for a given input in a relatively
bottom-up fashion. The datasets need to be massive so that they span as much as
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possible of the possible variation the algorithm can be expected to encounter in the
real-world. This allows the algorithm to find the aspects of exemplars that are
important for making the judgments at hand and ignore the aspects of the
exemplars that are irrelevant noise. For example, a face detector would want to be
sensitive to those image features that were diagnostic of the presence of a face and
which did not appear in images in which there was no face present. If the training
set includes too many images where an irrelevant feature – a window in the
background, say – co-occurs with a face, the algorithm will learn to use the
irrelevant feature to make its judgments, and will generalize poorly. One insight
that will be helpful in understanding our approach is that generating a supervised
learning corpus is, in practice, an exercise in running a behavioral experiment.
Human subjects are asked to view images and make judgments, and their behavior
is measured and used to create the annotations. This fact has traditionally been
elided in computer vision because of the focus on ground truth, described next.
Ground truth: ground truth is the facts about the world that vision, as traditionally
conceived, hopes to extract from an image. Where things are, what they are, what
direction they’re moving, what identity somebody has, what color something is
(independent of lighting): all of these are facts about the world that a robust visual
system should be able to determine from an image. Because of the incredible
variability of the appearance of objects and scenes in images, this has proven to be a
complex problem. It has only been partially solved even after many decades of
research. In our case, we conceive of our algorithm as moving beyond ground truth.
That is, we are using the tools of computer vision, which were developed to
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determine ground truth, to instead predict the consensus judgments of human
observers of a scene. These judgments do not have to have any basis in objective
reality, they simply have to be the consistent judgments found in polls of human
observers.

Early vision-inspired features: much of the relatively rapid progress on the
problem of extraction of ground truth – seen in, e.g. object recognition – over the
past several years has been due to the feature sets that have been developed to
characterize the important portions of scenes while ignoring the rest. The current
state-of-the-art in much of computer vision relies on deep, convolutional feature
sets, which rely on a hierarchical stack of filters, trained on a specific image task,
which build a nonlinear representation of the world that is highly sensitive to the
invariant characteristics of the classification or identification targets, whether they
are faces or object identities. But even before the advent of practical deep feature
approaches, a great deal of progress was made with loosely biologically-inspired
“shallow”, features. These features are generated via processes that are akin to
those hypothesized to occur in the brain region known as V1, the most posterior
section of the mammalian visual cortex, which is the first cortical area to process
incoming visual information (Olshausen and Field 1997). V1 has been shown in
many experiments, dating back to the Nobel prize-winning work of Hubel and
Wiesel (1968), to be approximately composed of a set of Gaussian window (Gabor)
features at different bandwidths and orientations, which are tiled across the visual
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vield. These features produce a representation that highlights edges and other
details, and smooth out some image variability that is most appropriately
considered noise. Olshausen and Field showed that these features emerge as a basis
set optimally suited to encoding natural images.
In our previous work we combined these three pieces of the computer vision
toolbox in a novel way: we used real-world images of faces, annotated with human
personality judgments transformed via V1-inspired features as the training set for a
supervised learning algorithm. Unusually for computer vision, we are not
attempting to recover ground truth in the usual sense. By taking careful
psychophysical measurements of human subjects as they are asked to rate the realworld images of faces on the TestMyBrain web psychophysical testing platform
(Figure 3.1), we are able to build a computer vision algorithm that recreates not
ground truth, but human judgments of subjective characteristics like personality
(Figure 3.2)
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Figure 3.1: Example trial for the behavioral annotation task. Subjects were asked to rate the person
depicted in a face image for a given trait — trustworthiness, dominance, age and IQ — on a seven point
Likert scale
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Figure 3.2: Illustration of model training workflow. (A) Face images from behavioral task are
cropped and aligned by eye location. (B)Each face is filtered by an overcomplete set of V1inspired features comprising a complete set of six spatial frequencies by sixteen orientations
at each of 30x30 regular regions on the image. (C) The V1-feature representations are then
rated by the algorithms trained on a separate training set of images.

The performance of these models in predicting human judgments on a validation set
of still images chosen from the Annotated Facial Landmarks in the Wild (AFLW)
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(Koestinger et al. 2011) set is shown in Figure 3.3. The four models that we used for
this work include the “Dominance” and “Trustworthiness” models described in our
previous work as well as models for the traits “IQ” and “Age”. The text prompts that
we used to generate the annotations for these models can be found in Table 1.
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Figure 3. 3: Performance of V1-inspired models predicting human judgments of four face
attributes from face images on an indepdendent test set

Table 1
Dominance
N: 5743
Prompt: a
dominant person
tells other people
what to do, is

Trustworthiness
N: 5743
Prompt: a
trustworthy
person is
somebody that you

Age
N: 4621
Prompt: you're
just trying to give
your best estimate
of how old they
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IQ
N: 4621
Prompt: an
intelligent person
probably has a
high IQ, or did well

respected,
would trust with
influential, and
your money, or
often a leader;
even your life.
submissive or
subordinate people
are not influential
or assertive and
are usually
directed by others.

are.

in school. They are
mentally 'quick'
and learn new
things rapidly.

Methods
YouTube analysis pipeline
The workflow of the YouTube analysis pipeline can be seen in Figure 3.4. We built
an interface that allowed us to specify keywords. Our system then attempted to
access the first one thousand videos from each keyword search that were less than
ten minutes long. If the video file was available, and if we were able to download the
‘360p’ quality standard, we were able to process the video. For each video which we
determined we were able to process, we sampled three frames per second. For each
sampled frame, we ran a face detection algorithm (Viola and Jones 2004) with the
Haar face cascade included with the OpenCV package(Bradski and Kahler 2000) and
cropped detected faces down to their bounding boxes. We detected the eyes
locatons of the cropped faces using two additional Haar cascades included with
OpenCV (‘haarcascade_lefteye_2splits.xml’ and ‘haarcascade_righteye_2splits.xml’)
and aligned their locations to the standardized locations defined in Phillips et al.
(1998). by shifting and rotating the detected face. The cropped, aligned faces were
then processed with the V1-inspired feature extraction used in Anthony et al. (2016)
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and four attribute models – trustworthiness, dominance, intelligence and age -were used to generate four predicted ratings for that frame. This gave us four
ratings for each detected face in each frame of the video.

Figure 3.4: Illustration of face attribute rating pipeline for YouTube videos. Videos are
downloaded from the YouTube site, then sampled at a rate of three frames per second. A face
detection algorithm is run on the sampled frames. Detected faces are aligned based on eye
locations. Aligned face patches are then sent to each of the four attribute models, and the four
ratings for that face, frame and video are saved in a database.
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YouTube dependent measure
We needed to transform the raw view counts for each video into a dependent
measure that was appropriate for prediction. Raw view counts are not an
appropriate dependent measure for a number of reasons. We are interested in if we
can predict YouTube views from the perceived personalities of the people featured
in the videos. But view counts at a given moment in time are dependent on a
number of additional factors, several of which are irrelevant to our analysis. Some
videos have been on the site for many years, and have slowly built an audience.
Other videos have been linked by high-traffic external sites or channels and
accumulated a large number of views quickly for basically extrinsic reasons. Many
videos are posted as part of an ongoing content stream on channels with
subscribers who automatically watch every video. All of these factors reduce the
maximum variance that we would expect to be able to predict purely from
unreflective face judgments. We are unable to control for the bulk of these factors,
but we can as a minimal control divide view counts by the time the video has been
on the site. This measure, views per hour, should give us a more relevant measure
for our purposes, as the personality judgments we are predicting should be
invariant for a given video, while the published time is obviously not. The view rate
for videos may not be constant, but if we divide view count by the number of
seconds the video has been live, thus assuming a constant view rate, we can at least

128

control for videos that have been on the site for many years. This control does not
detract from the practicality of our algorithm, as the most likely use case for this
system if we are able to predict view counts is for analysis of videos that have only
recently been posted to the site, or videos that have not been posted to the site at all.

A second issue with view counts is that even after dividing the raw view count by
the published time in seconds, the view rate is highly non-normal. This is not a
surprise, given that the most viewed videos on YouTube have hundreds of millions
of views, while the vast majority of videos on the site have less than one hundred.
The calculation of view rate probably does some work to bring the distribution
closer to normality, but not close enough to allow for a linear regression to be
usefully predictive. Because we prefer a linear regression for clarity of explanation,
we take the log-transform of the view rate. This gives us a relatively normal
dependent measure to predict (Figure 3.5).
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Figure 3.5: An example of predicting YouTube video views with a personality judgment model
for videos that are tagged with the keyword “Curls”. Y-axis is the YouTube dependent
measure constructed from views divided by time live. X-axis is the mean model rating of all
faces sampled in a video by our trustworthiness algorithm.

Experiment 1: Analysis of patterns of correlation across complete set
We first looked at whether our regression could predict YouTube success across the
entire (fairly heterogeneous) set of videos. We examined the correlations between
the mean model outputs for each of the trait models – trustworthiness, dominance,
IQ, and age, as well as the number of detected faces in each video – and the YouTube
dependent measure described above. Across the set of 9,227 downloaded videos
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which contained at least some face detections, we found that none of the personality
models (nor the age model, nor the pure number of faces detected) significantly
predicted view per hour across the entire set of videos. All of the correlations were
very close to zero, with a maximum R2 less than 0.01. This led us to suspect that any
correlations that might be found were cancelling each other out across the set.
This cancellation could occur if different categories of videos had different
collections of positive and negative traits that predict success. For instance, one
category of videos would be popular if the hosts of the videos appeared socially
dominant, but in another category of videos social dominance would be shunned.
This deviates from the hypotheses that have traditionally driven thin slice-type
investigations of the correlation between unreflective judgments and outcomes;
those investigations, when they have found an effect, have generally found that
traits – such as “competence” -- that are positively correlated with both “Dominance”
and “Trustworthiness” are predictive of success. But it is consonant with an
explanation of success where the perceived personality of the YouTube host is
important, but the role that the host plays in the video diverges from the sorts of
roles – teacher, political candidate, charismatic leader – where the existing research
literature (e.g Todorov 2005) has found strong correlations between first
impressions of personality and outcome variables.

Experiment 2: Analysis of patterns of correlation by keyword
Binning content by YouTube keyword
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We have established that success in general is not predicted by any particular
combination of our models. That is, the average dominance ratings of a video are
not usefully diagnostic of views across the entire set of 9,227 videos that we
collected. Here it could be argued that our approach is far too coarse. One should
not expect correlations over such a range of hetergenous range of participants with
widely varying contexts. That leaves open the possibility that our models are
differentially diagnostic for different content types. Our trustworthiness model
could be more predictive of success in video types – like reviews of consumer goods
– where the trustworthiness of the video presented is materially relevant. Or our
age model could be more predictive in video types where the audience is highly
demographically skewed, and is looking for relatable viewpoint characters.
In order to test this hypothesis we divided the videos into bins based on keywords
in their descriptions. Keyword descriptions are used by YouTube creators to tag
their videos so they can be found in search, so they provide a useful set of metadata
for understanding what genre those videos belong to, or at least what genre their
creators believe them to belong to. While it is possible to search video content by
the actual semantic content of the video (Bloehdorn et al. 2005), it seems reasonable
to assume that YouTube video content search happens based on the textual
metadata associated with the video. More to the point, it seems reasonable to
assume that YouTube content creators believe that the textual metadata of the video
is the primary mechanism by which viewers will find their content. The general
richness and descriptiveness of the metadata we found on the videos on our set (e.g.
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substantial use of keywords both in the keyword and description fields)
qualitatively bears this out.
To determine if the view rate for different kinds of content is differentially predicted
by the output of our models, we first must bin our analyzed videos by content type.
In order to bin the content by keywords we need to come up with a list of keywords
that are plausibly linked with content types in our set, and which also occur in a
large enough number of videos to allow for meaningful correlations to be examined.
We took all of the words present in the titles, keywords and descriptions fields of all
the videos analyzed, filtered out the 100 most common English words (Michel et al.
2011) and the symbols ``+'' and ``-'' and sorted them by frequency.

Analyzing binned YouTube content by keyword
After sorting the keywords by frequency we were able to create bins for the most
common keywords in our set. We began with the same set of 9,227 videos that
contained at least some face detections that we used in Experiment 1. We restricted
ourselves to the 100 most populated keywords, as these would allow the videos to
be divided into two bins A and B which each contained enough videos for reliable
analysis. The mean number of videos for each keyword was 2807. The minimum
number of videos for a given keyword was 1001, for the keyword ‘hairstyle’. The
maximum number of videos was 21,749 for ‘makeup’.
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Once the YouTube videos were binned by keyword we were able to look to see if
particular signatures -- that is, patterns of correlation with our personalityjudgment-prediction models -- were stable for different types of content. That is, we
wished to know if the correlations between the signatures in the A set and the B set
were similar enough that we could regard those correlations as plausibly reflecting
reality. We did this first by calculating the same correlations as in experiment 1 for
each A and B bin for each keyword.
We wished to know if the correlations between the A and B sets were similar for
each keyword. Because the general correlations were fairly small, we believed that a
method other than standard significance testing would be more likely to give us a
meaningful estimate of how likely the correlations patterns were to reflect real
correlations. That is, how likely is it that the correlations in the A and B bins across
the entire set of keywords reflected real patterns in the complete set of YouTube
content binned by those keywords? The similarity between the A and B sets we
described as the “stability” of a signature of correlations. Examples of several
“stable” categories can be seen in Figure 3.6.
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Figure 3.6: Radar plots showing YouTube prediction signatures for the four keywords among
the top 100 keywords in the set where the signature was most stable between two
independent sets of videos. For each spoke on the radar plot, distance from the center line
indicates how far the correlation of the mean rating of the attribute with the log of views
divided by published time deviates from zero. Spokes that are inside the center line have a
negative correlation, and spokes outside the center line have a positive correlation.
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The stability of signatures varied dramatically for different types of content.
Because we had performed a large number of correlations, we ran the correlation
analysis from experiment 1 on the A and B subset of videos in each keyword bin,
and looked at how much the signatures varied by taking the mean difference in
correlation coefficients between sets A and B. This gave us a single number for each
keyword denoting that keyword’s stability.

There was a large amount of variability in the stability of signatures. This wide
variability meant that, on its own, the similarity in correlation coefficients between
set A and set B was not necessarily meaningful, even for the most similar sets. In
order to investigate whether the similarity between sets was a valid measure of
stability of attribute model correlations, we performed a permutation test. For each
keyword’s A set We sampled with replacement the signature of a B set from a
randomly selected keyword 10,000 times. At each iteration we calculated the
stability number of the two sets. This produced the distribution of stability
numbers we could expect if the correlations in set A and set B were produced
entirely by chance. Looking at this distribution, we found that stability number for
31/100 keyword bins was less than the smallest stability number found in the
permuted set. An example of some of the most stable keyword bins can be seen in
Figure 3.6.
Calculating the Significance of the Permutation Analysis
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Since the distribution of stability numbers after the permutation test could be
expected to be normal, by the central limit theorem, a result of 31/100 keyword
bins having stability numbers lower than the lowest number would be highly
unlikely to occur by chance. Treating the percentage of stability numbers less than
the most stable example in the set obtained by permutation test would seem to
argue that the stability of the correlation pattern signature for at least some of our
keywords is not likely to be artifactual.
This was an unusual analysis, undertaken in order to overcome the difficulties of
estimating traditional statistical significance in this set. However, as a measure of
how predictive the correlations were, it had limitations. One aspect of the data that
was not revealed by this analysis was what correlations were driving the stability. It
was possible, for instance, that number of faces correlated extremely highly for
some categories of video merely because those categories were appropriately
categorized per that keyword – a video in the “makeup” category that contained no
frontal faces would presumably be distinctly unusual.

Experiment 3: Better significance measures and refinement of set for analysis
of content by keyword
We wanted to be absolutely certain that the patterns we saw in experiment two
were not noise. While the evidence in Experiment 2 provided evidence for stable
patterns of correlation, the approach was unusual, and we believed that the
evidence for stable correlations could be weak.
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If this approach is to provide practical evidence for the usefulness of personality
characterstics in predicting YouTube video success, the relation of the personality
trait model outputs must be unassailable.
In the interest of confirming rigorously the stability found in experiment 2, we
considered the possible flaws in that analysis.
Some of the caveats for that approach were: some “bins” of videos contained
relatively small numbers of videos. Some “bins” contained videos where the
number of faces in the video was relatively small. The “number of faces” measure,
which could have been driving correlation stability, was not a psychological variable
of the same type and psychological meaningfulness as the others. It was also
possible, per above, that the patterns we saw were being driven solely or
prominently by number of faces. A video with the tag ‘makeup’ that contained very
few faces, for instance, would presumably be an undesirable, off-model video for
users searching for that keyword.
We believed that we would achieve more certainty in our correlations if we
restricted ourselves to videos that had a large number of frontal faces; we regarded
these videos as maximally likely to have personality-driven success. Having filtered
on number of faces, we opted not to use number of faces as a correlation. Finally,
we developed a more stringent measure of the significance of our correlations based
on a nonparametric sampling of mean model outputs and view counts.
We therefore did one final analysis. In this analysis we limited the “bins” which we
considered to those were there were at least one thousand videos with that
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keyword. We also limited the analysis to bins where the mean number of detected
faces in a video was at least equal to the number of analyzed frames from that video.
This meant that we were looking at videos where we had a high degree of “signal” –
in terms of detected faces analyzed for personality – relative to the overall content.
Within this smaller set of videos we also looked at the significance of correlations in
a different way. Instead of doing a permutation test between A and B sets of videos
in a bin, we generated confidence intervals for the significance of a given correlation
by permuting the actual mean personality scores for the videos in a bin. We
generated these confidence intervals by selecting with replacement from the mean
attribute scores for each video in a given keyword bin ten thousand times and then
recalculating the correlation coefficient for that attribute for that keyword. We then
selected upper and lower bounds such that no more than 2500 of the permuted
correlation scores were higher or lower than that bound,respectively. So, for
instance, for the bin associated with the “makeup” keyword, we sampled with
replacement the mean scores for trustworthiness for each video in that bin, and
then generated a correlation for that sample. We repeated this process 10,000
times and then took as our significance threshold the correlation levels which
contained with them 95% of the permuted runs. This exercise gave us lines of
significance for both positive and negative correlations for each attribute for each
keyword bin. This allowed us to examine which of our keyword bins had patterns of
correlation that were significantly different than expected by chance. The results of
this analysis for all of the categories that fit the criteria described above can be seen
in Figure 3.7. We found that none of the categories had significant correlations
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between mean personality characteristics and view rate according to this more
restrictive standard, after correcting for multiple comparisons. We believe that this
analysis is appropriate to this data because the variable which we permute is the
one most directly related to the measure which we are concerned with., We believe
that the more restrictive set also more properly captures the subset of the 9,227
videos analyzed where personality could be expected to play a role. Thus, we are
forced to conclude that the correlation patterns we found in Experiment 2 are likely
to be artifactual after all, and the correlation between personality traits and view
numbers in this data set is not significant.
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.
Figure 3.7: Correlations between the derived view measure and mean trait for the three
personality traits (trustworthiness, dominance, IQ) and one physical trait (age) for the XXX
video categories with at least 1000 videos in that category and a mean number of faces per
video at least equal to the mean number of analyzed frames per video. Dotted circles
represent the bounds of the 95% confidence interval for no effect. None of the examined
categories have patterns that exceed the confidence interval after correction for multiple
comparisons
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Figure 3.7 (Continued)
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Figure 3.7 (Continued)
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Discussion and Conclusion
We believe that our three experiments constitute a reasonably comprehensive
attempt to find correlations between the first impression personality judgments our
models predict and YouTube view counts. The videos we selected, while not an
independent sample of YouTube videos, were selected to span a range of categories
and themes where the nature of the content meant that personality was likely to
play an important role. These are videos that largely involve one person looking at
and talking to the camera, where the actual content of the video is relatively similar
across all videos on the category (e.g. makeup videos are universally one person
looking at the camera and describing the application of makeup), and where certain
video creators have been able to achieve substantial popularity. Given these
conditions, and given the bottom-up nature of YouTube celebrity, we believe that
our video corpus was well-selected to explore the question of whether YouTube
success can be predicted from face personality features.
We were unable to find the sorts of strong effects found in the literature of Ambady
(Ambady et al. 2000) and Todorov (Todorov, 2005). Indeed, we believe that our
sample contained no significant effect of face personality as characterized by our
method. We believe that it is worth considering what factors extrinsic to the
content of the videos could have confounded our search for correlations. We will
consider one primary possible confound, which may be symptomatic of a process
that acts to reduce the impact of these first impressions in the world at large.
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A likely confound is Google’s search algorithm itself which in hindsight adds an
extrinsic source of undesirable variability . All videos on YouTube are accessed via a
user interface that is both controlled by Google and opaque. For a given keyword
search (for instance, “makeup vlog”), Google’s algorithm attemps to rank order the
relevant videos so that the videos that are most likely to be viewed to completion
are at the top of the ranking. This suits their business model, as they are in the
business of serving advertisements on videos. The payment method for those
advertisements on videos is such that advertisers only have to pay if the video (and
ad) is watched to completion. So it is very much in Google’s interest to serve the
videos which people are interested in. The method they use to do this rank ordering
is opaque, but it is likely (based on anecdotal evidence from searches) that one of
the primary signals they use is the prior popularity (that is, the view count) of a
given video. That is, videos that are popular are per se more likely to show up near
the top of Google’s search rankings.
This is relevant to the current experiment because the videos that we analyzed
using our models were selected via the mechanism of a keyword search. We were at
the mercy of Google’s ranking algorithm’s choice of what videos were “most relevant”
to our searches. We attempted to mitigate this rather impenetrable bias by
downloading a large corpus of videos, but regardless of the size of the corpus it is
impossible to avoid the confound that popular videos are videos that Google’s
algorithm is likely to return unusually often, and are therefore likely to become even
more popular as a pure result of availability.
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This process can be considered a form of noise amplification; given an initial set of
otherwise undifferentiated videos from creators with identical view counts, and a
stochastic viewing process which results in one being viewed slightly more often
than the others, a ranking algorithm which relies on popularity will inevitably result
in a highly skewed distribution of views, and a video (or creator) that has been
“picked” as a “winner”, for reasons quite plausibly extrinsic to any inherent
plausibility of the video. Given this amplification, the effects of any underlying
characteristics which led to the initial popularity of a video are likely to be
overwhelmed by noise.
This noise amplification, a form of path dependence, is particularly notable on
Google’s platform, but it is worth considering to what degree processes similar to
this are at play in real-world situations where personality traits might drive
outcomes. To take one example, the studies which investigated the role of
personality judgments on electoral outcomes specifically selected candidates that
were likely to be unknown to the viewers. But as Atkinson et al. 2008 points out, in
actual elections those candidates have been through a gauntlet of selection points
where they have had the ability to hone and refine their ability to project a favorable
personality, even from a pure image. By the time their images were shown to
subjects in the laboratory an extended feedback loop of political success (or failure)
followed by refinement was likely to have taken place. The judgments made by
observers, then, were in no sense “pure” judgments of personality from face images,
even if the observers were unfamiliar with the candidates.
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We believe that these confounds may comprise a set of powerful drivers of
outcomes in real-world situations. These confounds make the question of the causal
role of personality jugments in outcomes much more complex, and could explain
why the laboratory results which showed strong correlations between personality
judgments and success failed to show up in a situation where the selection
confounds are “unbiased” by the kinds of feedback loops normally present in social
outcome situations like those studied by Ambady and Todorov. This project, by
looking at a theoretically unmediated set of outcome measures, may instead indicate
the limitations of this approach as a tool for understanding the real world, and may
provide some hope that the darker implications of the preeminence of first
impressions in social situations (Olivola and Todorov 2010) are not as problematic
as they may seem.
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Conclusion
We showed in our first paper that taking the process of annotation seriously as a
task of psychological measurement significantly exceeded the state of the art
performance on the classic computer vision task of face detection. Our success in
beating state-of-the-art results on face detection with our annotation approach
prompted us to patent the method used, since it is generically useful for computer
vision.
In our second paper, we showed that it was possible to elaborate on this method to
build computer vision algorithms to solve problems that have traditionally been
considered outside the purview of computer vision entirely. In traditional computer
vision the task is defined as recapturing ground truth about the world from a
projection of that world onto a sensor. Our approach, by contrast, allows us to solve
problems where the definition of the task comes from high human agreement and
the actual ground truth fact about the external world can be ill-defined or
inaccessible (e.g., an estimate of somebody beliefs about the world).
In our third paper we attempted to use the models developed in the second paper to
build a system that would track real-world outcomes based on a computer vision
model developed to predict human agreement. The real world outcomes we
investigated were YouTube videos, where stars with massive followings have
emerge seemingly organically, and where view counts are the singular measure of
success. This seemed to present an unusually pure test case for the premise that
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The approach in the third paper was ultimately unsuccessful (if not uninformative),
but we have continued to investigate the real-world applicability of the methods
described in this dissertation, and have in fact been able to solve previously
intractable real-world computer vision problems with a great deal of success using
our method. Those successes are described briefly in this conclusion.
Review of the use cases of our method
The method we have described in the three papers included in this dissertation is
effective in cases where humans can reliably perform a task that can not easily be
performed by traditionally trained or constructed computer vision algorithms.
Because most algorithms have as their ceiling of performance human performance,
human performance sets the upper asymptote with respect to how well we expect a
computer program to ever perform. Correspondingly, our approach reaps the most
benefits in cases where state-of-the-art performance for algorithms is poor. The
three papers included showed different examples of applications where that was the
case. However, the larger set of problems where human performance is reliably and
plausibly asymptotic is much larger than the set captured in those papers.
One realm where human performance is the “gold standard” to which computer
performance might someday hope to compare is the realm of social understanding.
Our work on face personality is part of this realm. But social judgments of other
humans – looking at somebody and making a useful, informed guess about their
intentions, state of mind, awareness of the world, or social stance – are endemic and
not limited to first impressions of personality. After completing the primary
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research work for the three empirical papers included here, we spent a great deal of
time investigating other applications where a computer vision program with a
facility for mimicking human social judgments could find practical use.

Postscript
Current and future work on practical applications
The application we have been focusing on as the most immediate practical use for
our technology is judgments of the state of mind for human road users as that
applies to the task of piloting an automobile. That is, we are building a theory-ofmind facility for self-driving cars.
The method for training our theory-of-mind models is roughly analogous to the
method used for training face first impression models in Paper 2. Raw video from
car dashboard-mounted cameras is processed into stimuli. These stimuli take the
original pixel data from the images and modify it either by degrading it – e.g. with
occlusion – or enhancing it, e.g. by modifying the relative sharpness of portions of
the image. The stimuli are in some cases still images, and in other cases short
segments of video that preserve motion information from the original video files.
Subjects are asked to make continuous judgments about how likely it is that a
human – a pedestrian, cyclist, or other road user – pictured in the videos has a
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particular state of mind. For instance, subjects could be asked if a pictured human
intends to cross the road at any point.
As in Paper 2, aggregate human judgments of these state of mind characteristics are
used as training data for computer vision models. These computer vision models
are then able to predict what the human judgments of the state of mind of novel
road users would be. This provides a source of information about how road
situations might develop that is not available using any other currently available
method. An example visualization of our model outputs is shown in Figure 4.1.

With these state of mind models – to date we have models for the intention (“does
the person want to cross in front of you?”) and awareness (“does the person know
that your vehicle is there?”) of both pedestrians and cyclists, we believe we have
found a match between our approach and a practical computer vision problem that
has not previously been solved.
Figure 4.1 shows an example of our practical models working on real driving data.
Our models – because they are fitting to aggregate human judgment measured with
psychophysical tests – are able to predict the “best guess” human judgment of
whether a pedestrian wants to cross the road. This makes them robust to situations
such as a pedestrian stopping in the middle of the road. These sorts of situations
currently comprise a failure mode for existing autonomous vehicles. We are
currently working with commercial partners in the automotive world to deploy
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these models in the next generation of advanced driver assist systems, as well as in
self-driving vehicles.
With this practical application, which we are now working to deploy at scale in a
commercial setting, we believe we have found the first successful real-world test of
the efficacy of our method. This represents an important advance both for
autonomous vehicles, which have a much greater chance of being successful if they
can understand the world in a similar way to how humans understand it, but also
for our understanding of the role of psychology in machine learning.
What we have shown in this work is that the collection of annotation data for
machine learning can and should be considered a form of psychological
experimentation. By reconceptualizing supervised learning in this way, it is possible
both to solve known problems in different ways and solve problems that have never
previously been addressable in computer vision. In the latter case, it is possible to
build automated systems that can shed light on the role and mechanisms of
psychological concepts like personality, social dynamics and behavioral at a scale
and with an automaticity that has never before been achieved. By using the tools of
psychological science as an inherent part of the machine learning process, the uses
to which we might put computers – and the things computer programs can tell us
about ourselves – are vastly expanded.
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Figure 4.1: models for pedestrian intention and awareness run on video from a dashboardmounted camera in a vehicle. Each pedestrian has an associated thought bubble containing
the outputs of two models. The horizontal indicator is their intention (do they want to walk in
front of the vehicle) and the vertical indicator is their awareness (do they know that the
vehicle is there). Our model is able to correctly determine that the pedestrian who is
currently in front of the vehicle wishes to keep crossing (although she is stopped) and knows
that the vehicle is there (although she is looking away). Both of those characteristics (a
pedestrian who wants to cross but is stopped and is aware of the care despite not looking at
it) represent failure modes for standard state-of-the-art approaches to pedestrian
understanding.
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