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Abstract
This thesis aims to answer several economic policy questions with macroeconomic
implications using micro-level data. The first chapter is on the geographic distribution of
manufacturing firms’ productivity and production, using a “market access” approach.
The second chapter is on the liabilities and risk taking of U.S. defined-benefit pension
funds. The third chapter is a policy review paper on urban productivity in the developing
world.
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Introduction
The first chapter develops a “market access” approach in a firm heterogeneity and
trade framework to studying the distribution of firm productivity and production in
a network of geographic locations. We distinguish between two competing effects of
trade cost changes, namely import competition and export access, and derive consumer
market access (CMA) and firm market access (FMA) measures respectively to capture
each effect. This approach allows us to investigate the effect of trade cost changes in
general equilibrium, taking into account inter-location spillovers. Empirically, this paper
examines how China’s dramatic expansion of its highway system from 1998 to 2007
shaped the geographic distribution of domestic manufacturing firms. We show that this
highway expansion reduced inter-regional trade costs and affected the selection of firms
and resource allocation among firms. For the manufacturing sector on aggregate, the
highway expansion contributed to 24% of the observed productivity growth, 40% of the
decline in productivity dispersion, and 16% of the output growth, but these effects differ
substantially across industries and locations, highlighting the distributional impact of
trade cost changes.
The second chapter analyzes the risk-taking incentives of U.S. defined-benefit pension
funds and examines how such incentives shape their asset allocation. Underfunded
pension funds have competing incentives when choosing how much risk to carry with
their portfolios. Both public and private funds may engage in risk management to avoid

1

2
costly financial distress, yet they may also exhibit risk shifting behavior due to limited
liability. This paper highlights how a major difference in accounting standards related
to liability discount rate can induce public funds to take more risk than their private
counterparts, in particular when their funding status deteriorates. Consistent with this
discount rate channel, empirical evidence suggests that, while the risk management
incentive dominates for private funds, public funds have a much stronger incentive to
shift risk.
The third chapter reviews policy issues on urban productivity in the developing
world. Africa is urbanizing rapidly, and this creates both opportunities and challenges.
Labor productivity appears to be much higher in developing-world cities than in rural
areas, and historically urbanization is strongly correlated with economic growth. Education seems to be a strong complement to urbanization, and entrepreneurial human
capital correlates strongly with urban success. Immigrants provide a natural source of
entrepreneurship, both in the US and in Africa, which suggests that making African cities
more livable can generate economic benefits by attracting talent. Reducing the negative
externalities of urban life requires a combination of infrastructure, incentives, and institutions. Appropriate institutions can mean independent public authorities, public–private
partnerships, and non-profit entities, depending on the setting.

Chapter 1
Geographic Distribution of Firm
Productivity and Production: A “Market
Access” Approach
1

1

Introduction
This paper studies the distribution of firm productivity and production in the network

of geographic locations in an economy. It is well documented that there exists substantial
dispersion of firm productivity within narrowly defined industries (see Bernard et al.
(2007, 2012) for reviews). Despite attempts to investigate the causes underlying such
dispersion, research work to date is far from exhaustive. Meanwhile, a vast literature
in economic geography explores the spatial distribution of production activities, and
frequently links firms’ location choices to their productivity (see Rosenthal & Strange
(2004) and Puga (2010) for reviews).
1 Co-authored

with Yuxiao Huang

3

4
This paper highlights the under-studied role of geography from an inter-regional
trade perspective: trade costs between locations affect where firms are located, influence
the selection of firms that enter and produce in each location, and hence shape the
geographic distribution of firm productivity and production in an economy. Formally,
we further develop the “market access” approach of Donaldson & Hornbeck (2016) in a
Melitz (2003) framework to capture the effects of trade cost changes in general equilibrium.
We first derive simple expressions of two types of market access: consumer market
access (CMA), which measures competition from rival firms, and firm market access
(FMA), which measures market size available to local firms. We then use the dramatic
expansion of highway networks in China from 1998 to 2007 as a source of variation in
Chinese prefectures’ market access, and examine how the geographic distribution of
manufacturing firms’ productivity and production evolved accordingly.
We start by establishing two empirical patterns related to how firm productivity
and production are distributed across geographic locations. Our empirical setting is the
Chinese manufacturing sector from 1998 to 2007, and “geographic locations” refer to
prefectures.

2

First, geographic locations explain a significant fraction of between-firm

productivity variation. On average across industries, a firm’s prefecture location accounts
for approximately 14% of the variation in firm productivity, yet this fraction ranges from
below 2% for some industries to above 20% for some others. Second, while firms tend to
be geographically concentrated, the degree of concentration again differs substantially
by industry. Some industries have over 50% of total sales from firms in fewer than 5
locations, some have their sales spread out among firms in more than 200 locations, with
no location accounting for more than 2% of industry aggregate.
These stylized facts provoke inquiry into the underlying mechanisms through which
geographic locations matter. This paper tackles this question from an inter-regional
2A

prefecture usually consists of 2 − 4 core urban districts and 4 − 8 surrounding counties, similar to a
commuting zone in the U.S.A.

5
trade perspective. Changes in inter-location trade costs induce two competing effects
on firm productivity distribution and production in each location. On the one hand, as
trade costs decline, local consumers will find it less expensive to buy from rival firms in
other locations, or equivalently, local firms will face stronger competition from elsewhere
(“import competition”). For each location, stronger import competition only allows the
more productive firms to enter and produce, raises local average productivity, and shrinks
each surviving firm’s output. On the other hand, local firms can also more easily sell
to markets elsewhere (“export access”). For each location, better export access allows
less productive firms to survive, lowers local average productivity, and increases each
surviving firm’s output. Despite their countervailing effects, import competition and
export access are also inter-related via an income-expenditure link: the more productive
firms there are in a location, the higher competitive pressure these firms exert on firms
in other locations; meanwhile, more productive firms bring in more revenue for local
consumers, who can thus spend more on purchases from firms elsewhere.
This paper formalizes the intuition above by extending the “market access” approach
of Donaldson & Hornbeck (2016) in the firm heterogeneity and trade framework of Melitz
(2003). We derive two distinct market access measures: consumer market access (CMA)
to capture import competition, and firm market access (FMA) to capture export access.
For a location, both market access measures increase in another location’s economic mass,
for example the number of competing firms or the total purchasing power of consumers,
and decrease in the trade cost between the two locations. A location’s market access
affects its local productivity distribution and production via firm selection and resource
allocation among firms: as trade costs decline, better CMA makes it more difficult for less
productive firms to survive and compresses the output of surviving firms, while better
FMA works in the opposite direction simultaneously.
As local firms respond to trade cost shocks, the general equilibrium effect of these
shocks becomes particularly salient. In an inter-connected network of locations, a trade

6
cost shock between some locations not only influences local firms, but also generates
spillovers on firms in other locations that do not experience trade cost changes directly.
Moreover, such spillovers can feed back to locations directly affected by trade cost changes.
For example, consider 3 locations o, m, and d that trade with one another. If many new
firms enter o after a trade cost shock between o and d, firms in o will exert higher
competitive pressure on rival firms in m (an increase in m’s CMA), even if the o − d
shock does not hit m directly. As less productive firms exit from m and surviving firms
in m become smaller, workers in m live with lower income and hence spend less on
goods imported from o and d (a decrease in FMA for o and d), discouraging potential
entrants in both locations. Clearly, for location o, which market access force dominates
depends on not only o’s initial productivity distribution, but also the initial productivity
distributions in other locations connected to o via trade, and the relative changes in trade
costs across location pairs. Given such inter-location interaction, one may want to be
cautious about giving causal interpretation to treatment vs. control comparison between
locations experiencing stronger trade cost shocks and those experiencing weaker shocks.
This necessitates our “market access” approach, examining the effect of trade cost shocks
in general equilibrium.
To implement our “market access” approach empirically, this paper exploits a common and important source of variation in trade costs: construction of transportation
infrastructure. Specifically, in the decade from 1998 to 2007, along with a 5-fold increase
in aggregate manufacturing output, China witnessed dramatic expansion of its highway
networks, with only sporadic regional highways at the beginning but a well connected
nationwide highway system in the end. We treat each prefecture as a local economy,
and approximate the trade costs between them using road travel time, which highway
networks reduced by over 40% on average across prefecture pairs in this period. Market
access measures are then defined at industry-prefecture level. The historic expansion of
China’s manufacturing sector and highway networks resulted in substantial changes in

7
both CMA and FMA, with sizable variation in such changes across industry-prefecture’s.
We collect firm-level data and inter-prefecture travel time data for model calibration,
allowing the empirical relationship between trade cost and travel time to differ across
industries. The resulting parameter estimates make intuitive sense and the model provides
a good fit of the actual data. For example, we find that trade cost increases in travel time,
with a steeper slope for industries whose products have higher weight-to-value ratios, a
proxy for the per-unit-value price of road transport, and industries for which expenses
on road transport account for a larger fraction of total input. We then use the parameter
estimates to compute market access measures and investigate how they are correlated
with firm productivity distribution and production at industry-prefecture level. Due to
the general equilibrium dynamics associated with trade cost shocks as described earlier,
such regressions do not capture average treatment effects, but may still provide empirical
support to our model.
We find 3 sets of reduced-form evidence consistent with the theoretical predictions
above. First, holding FMA constant, CMA exhibits a strong positive correlation with local
average productivity, with an increase of 1 standard deviation (s.d.) in CMA associated
with about 0.24 s.d increase in local mean productivity. In contrast, holding CMA
constant, an increase of 1 s.d. in FMA is associated with 0.18 s.d. decrease in local mean
productivity. The correlations between market access and local average productivity are
higher for high weight-to-value industries. Second, conditional on an individual firm’s
own productivity, FMA exhibits a strong positive correlation with the firm’s output: 1 s.d.
increase in FMA is associated with 0.32 s.d. increase in firm output, and this effect comes
mostly from highly productive firms. Third, an increase in CMA or a decrease in FMA is
related to a higher probability of exit among less productive firms and a smaller number
of entrants. These findings reassure us that our structural model captures important
variation in the data and can likely generate meaningful counterfactuals.

8
To estimate the general equilibrium effect of the highway expansion, we rely on our
structural model to recover counterfactual scenarios, incorporating interaction among
locations in the network. For our main counterfactual, we assume that the 2007 highway
networks were put in place in 1998, and examine how the 1998 geographic distribution of firm productivity and production would have responded. As we restrict local
underlying productivity distributions to the 1998 baseline, changes in local firm productivity and production outcomes come only from trade cost shocks and the resulting
market access dynamics. In this scenario, the dispersion of firm productivity across
locations is significantly reduced, production is concentrated in slightly fewer locations,
and aggregate productivity and output levels are much higher. This overall trend masks
considerable heterogeneity across industries and locations. For instance, productivity
dispersion decreases more for industries with a higher share of output in (often inefficient)
state-owned enterprises, and locations where firms are highly productive initially tend to
see a larger increase in total output. We then compare this counterfactual, where only
market access forces have been at work, with the actual 2007 firm-level data. We find that,
for the manufacturing sector overall, the highway-induced market access dynamics alone
accounts for a significant fraction of the observed changes between 1998 and 2007: around
24% of productivity growth, 40% of the decline in productivity dispersion, and 16% of
output growth. These estimates are approximately 30 − 40% higher than reduced-form
estimates, consistent with the earlier argument that the treatment vs. control method
misses important general equilibrium effects.
Emphasizing import competition and export access effects, we are missing some
potentially important impacts of highway construction that we can’t measure due to data
limitations. For example, highway networks can encourage firms to cluster in certain
regions and create more benefits of agglomeration, improve access to locations from

9
which firms source intermediate inputs, 3 raise individual firms’ productivity levels by
making it more convenient for experienced technicians to travel between locations and
exchange ideas, etc. We focus on import competition and export access to keep our
theoretical framework simple, tractable, and easy to estimate given our data. In fact, this
seemingly narrow focus can explain a significant fraction of the observed productivity
and production evolution, as shown in the counterfactual analysis above.
This paper connects two vast fields of active research: economic geography and firm
heterogeneity. The spatial distribution of firms has long been an active area in economic
geography, and has been frequently linked to firms’ productivity. In firm heterogeneity
literature, the sizable dispersion of firm productivity has been repeatedly highlighted,
and remains prominent in research on international trade.
A voluminous literature on economic geography has proposed various theories of
firms’ location decisions, and many theories suggest that firms choose to locate where they
can be most productive. Puga (2010) comprehensively reviews studies on the magnitude
and causes of the geographic concentration of production activities. This paper stresses
that, by determining where to locate, firms choose how close they are to their competitors
and product markets, and affect other firms’ location choices. A location where firms
can be highly productive may seem less ideal if many competitors are nearby or product
markets are distant. In other words, a location attracts firms not only because of its
(immobile) endowment, but also because of its connection with other locations, and better
connection often means lower trade costs. Redding & Turner (2015) offers a detailed
review of transportation costs and the spatial organization of economic activity.
Directly contributing to the extensive research on firm heterogeneity (see Bernard
et al. (2012) for an overview), this paper documents the important yet understudied role
3 In

Section 2, we supplement our main model by adding an input channel, and derive an expression for
input market access (IMA) that captures the effect of input price changes in response to trade cost shocks.
We also discuss what data we need to empirically estimate this more comprehensive model.
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of geography in shaping firm productivity distribution. Many papers offer explanations
of the enormous difference in productivity between firms, such as technology (Eaton &
Kortum, 2002), policy distortions (Hsieh & Klenow, 2009), management practice (Bloom
et al., 2013), labor mobility (Tombe & Zhu, 2015), etc. This paper focuses on an unexplored
factor, namely geography-based market access, distinguishes between CMA and FMA,
and discusses the respective implications for productivity distribution.
Using highway connection as an important source of variation in market access, this
paper is also related to a large volume of research on the economic impact of transportation
infrastructure. Many economists have explored how transportation infrastructure affects
regional economic growth (Duranton & Turner (2012), Banerjee et al. (2012), Faber (2014),
Lin (2017), Qin (2017)); inter-regional trade (Donaldson (forthcoming), Duranton et al.
(2014a), Allen & Arkolakis (2017)), labor market (Michaels, 2008), manufacturing activity
(Ghani et al., 2016), urban formation and development (Baum-Snow (2007), Baum-Snow
et al. (forthcoming), Nagy (2017)), among others. We take a novel angle by examining
the effect of highway networks on the geographic distribution of firm productivity
and production, highlighting the market access dynamics in general equilibrium. By
distinguishing between CMA and FMA, we formally model the distributional impact
of trade cost shocks on heterogeneous firms, and hence rationalize earlier findings that
some locations gain, while others lose, from improved transportation infrastructure.
This paper is closely related to a few recent ones in terms of the “market access”
approach. Since Donaldson & Hornbeck (2016) and Baum-Snow et al. (2017) examine
macro-level outcomes of local economies like total land value and GDP growth, for
simplicity, they only specify one traded sector and one type of market access for each
location, and find that better market access improves macro-level outcomes. A similar
definition of market access is adopted by Yang (2017), which evaluates the heterogeneous
effects of market access across industries. Looking at the distribution of individual firms’
productivity, this paper considers multiple industries with heterogeneous firms and the
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counteracting effects of two types of market access.

4

Although a decrease in trade cost

enhances both CMA and FMA for a location, total local firm revenue will not increase
if import competition dominates export access. As the geographic distribution of firms
varies by industry, so will the overall effect of trade cost shocks on a given location. While
all three papers focus on reduced-form evidence, this paper estimates a fully specified
structural model using detailed firm-level data and recovers counterfactuals related to
trade cost shocks. In particular, we highlight how changes in location o’s market access
can influence the market access of other locations, and changes in other locations’ market
access can in return affect o’s market access.
The rest of this paper proceeds as follows. Section 2 briefly introduces the empirical
setting, and establishes two sets of stylized facts in order to motivate our model in Section
3. Section 4 describes how to measure historical road travel time between prefectures and
link it to trade cost. Section 5 estimates the structural model and shows how well the
model fits the data. Section 6 conducts reduced-form tests of the model’s key predictions,
together with robustness checks and discussion of alternative hypotheses. Section 7 uses
the model to recover counterfactual scenarios related to trade cost changes. Section 5
concludes.

2

Empirical Patterns: Geographic Distribution of Firm Productivity
and Production
In this section, we briefly introduce our empirical setting, and establish two stylized

facts about the geographic distribution of firm productivity and production. First, a
firm’s location explains a significant fraction of the substantial variation in productivity,
and the fraction of variation explained depends on the industry in question. Second, the
4 As

we will show in Sec.3.2, the two types of market access, CMA and FMA, are proportional in a
one-sector setting.
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degree of firms’ geographic agglomeration also varies dramatically by industry. These
results point to the importance of understanding the distribution of firm productivity
and production in an economy from a geographic perspective, with particular attention
to industry-specific patterns, and motivate subsequent work on how productivity and
production distributions are affected by trade costs that separate geographic locations.

2.1

Empirical Setting: Chinese Industrial Firms Database
Detailed firm-level data, based on which we calculate individual firms’ productivity,

come from the Chinese Industrial Firms Database (CIFD). An annual firm-level survey
conducted by China’s National Bureau of Statistics, the database covers mining, manufacturing, and public utility industries. In this paper, we will focus on manufacturing firms,
and the decade between 1998 and 2007 in which the surveys contain necessary variables
for standard productivity measurements.
Firms present in this dataset are relatively large. According to the official documentation, the surveys include all state-owned enterprises (SOEs), and non-state firms with
sales greater than 5 million CNY (“above-scale” firms).

5

Yet in fact, a significant number

of below-5-million non-state firms, accounting for about 5% of the unbalanced panel, are
also included. In comparison with the 2004 Economic Census that covers the universe of
firms, the CIFD excludes 80% of firms, yet these “below-scale” firms only accounted for
28.8% of industrial workforce, 9.9% of output, and 2.5% of exports (Brandt et al., 2012).

6

Section 1.1 provides details about this database and how the final sample is constructed.
Table 1.1 provides key summary statistics from firm balance sheets. From 1998 to 2007,
51

U.S. dollar ≈ 8.3 Chinese yuan from 1998 to 2004, and gradually depreciated to 7.2 CNY at the end
of 2007.
6 Thus

in this paper, the entry and exit of very small non-state firms are about when they first appear in
and disappear from the CIFD. We discuss how this will affect our results in Sec.6.3.
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aggregate real industrial output experienced an impressive 4-fold increase, value added
and export increased by even more, while total employment grew by 40%, suggesting
considerable productivity gains. Though the total number of firms more than doubled
from 129k to 288k, there was massive entry and exit simultaneously, as shown in Table 1.2.
Approximately 10 − 15% of firms enter and exit every year, and only 30k firms remained
throughout the sample period.
Table 1.1: CIFD Summary Statistics - Balance Sheet (1998-2007)

Year

Firm

1998
1999
2000
2001
2002
2003
2004
2005
2006
2007

129,502
129,142
132,072
142,395
151,674
169,147
229,491
234,359
257,896
287,931

Labor
Employ- Compen- Capital
ment
sation
Stock
45.85
44.27
43.21
42.84
43.60
46.53
51.66
55.93
59.32
63.39

0.39
0.41
0.45
0.51
0.54
0.64
0.82
0.98
1.20
1.53

3.57
3.90
4.07
4.29
4.41
4.70
5.21
5.76
6.49
7.43

InterIndusmediate
Value
trial
Input Added Output Export
4.33
4.75
5.40
6.22
7.22
8.95
10.97
12.95
15.46
18.82

1.32
1.49
1.74
1.96
2.39
3.14
4.69
5.71
7.48
9.61

5.66
6.23
7.15
8.18
9.61
12.09
15.67
18.66
22.94
28.44

1.01
1.09
1.39
1.55
1.88
2.46
–
4.53
5.69
6.85

Notes: Real values in trillion CNY (deflated to 1998 level), employment in million.

Table 1.3 summarizes firm productivity distributions across industries. For each
of the 29 2-digit industries, we calculate the Levinsohn-Petrin output productivity for
individual firms. The well documented firm heterogeneity is confirmed: if we rank firms
by their productivity in a year, firms at the 90th percentile are about 0.7 log points, or
100% more productive than firms at the 10th percentile. The 1998-2007 decade saw a
substantial increase in aggregate productivity level, and a slight decline in productivity
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Table 1.2: CIFD Summary Statistics - Firm Entry and Exit (1998-2007)

Year

Total

1998
1999
2000
2001
2002
2003
2004
2005
2006
2007

128,583
128,365
130,446
140,941
150,102
169,139
229,004
234,002
257,826
287,786

Continuing

Exiting

109,083
109,450
107,514
122,892
132,314
133,424
196,632
211,045
231,291

19,500
18,915
22,932
18,049
17,788
35,715
32,372
22,957
26,535

Incumbents

Entrants

122,350
123,413
128,562
138,660
153,253
183,425
214,680
232,435
258,710

6,015
7,033
12,379
11,442
15,886
45,579
19,322
25,391
29,076

Notes: N (10-year balanced panel) = 34881. Firms that exit and later re-enter the sample (less 1% of all
firms) are considered to be operating throughout.

dispersion. Productivity dispersion quantified using value-added productivity measures
like Olley-Pakes and Ackerberg-Caves-Frazer is an order of magnitude greater, echoing
findings in Gandhi et al. (2016), but the overall rise in aggregate productivity and decline
in productivity dispersion remain.

2.2

Geographic Location and Productivity Dispersion
We now show that a firm’s geographic location explains a significant fraction of

between-firm productivity dispersion. If we assume that a prefecture’s contribution
to local firms’ productivity is the same across industries, then where firms are located
accounts for about 2 − 3% of the variation in firm productivity (Table 1.4). This is already
a sizable fraction in comparison with other common factors, such as ownership type
(state-owned, private, etc.) and firm age, which explain less than 0.1%. Yet the effect
of geographic locations likely varies by industry: while Boston can be a good fit for
pharmaceutical firms, it does not seem an ideal environment for oil refineries. Allowing
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Table 1.3: CIFD Summary Statistics - Productivity Dispersion (1998-2007)

Year
1998
1999
2000
2001
2002
2003
2004
2005
2006
2007

(ln) Levinsohn-Petrin Output Productivity
Unweighted Weighted
Mean
Mean
S.D.
IQR
p90-p10
1.1808
1.1897
1.2159
1.2335
1.2619
1.2915
1.3672
1.3838
1.4238
1.4588

1.3278
1.3356
1.3610
1.3845
1.4040
1.4339
1.5231
1.5285
1.5571
1.5942

0.2903
0.2860
0.2819
0.2641
0.2641
0.2605
0.2959
0.2643
0.2773
0.2796

0.3420
0.3389
0.3305
0.3215
0.3322
0.3149
0.3391
0.3180
0.3152
0.3315

0.6683
0.6676
0.6605
0.6334
0.6379
0.6366
0.6721
0.6155
0.6286
0.6674

Notes: “Weighted mean” refers to mean productivity weighted by firm output.

the effect of geographic locations to vary by industry boosts the fraction of variation
explained by 5 times to 12 − 14% (Table 1.4). One may think of the first 2 − 3% of
the variation explained as the common contribution of geographic locations to firm
productivity, and the next 10 − 11% as the industry-specific contribution. For example,
a well-educated labor pool in a city supports local firms regardless of industry, yet
industries that demand more skilled labor likely benefit more.
While geography seems to matter for firm productivity overall, Figure 1.1 documents
that the importance of geography varies across industries. In 2006, the fraction of variance
explained by firms’ geographic locations ranges from less than 2% for industries like
oil refining and coking to more than 20% for industries like ferrous metal smelting and
rolling.
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Table 1.4: Productivity Dispersion: Variance Explained

Panel A: Without Industry-Specific Effects
Year

Prefecture

Ownership

Age

Size

1998
1999
2000
2001
2002
2003
2004
2005
2006
2007

1.92%
1.89%
2.02%
2.12%
2.25%
2.37%
2.63%
2.52%
2.56%
2.77%

0.08%
0.07%
0.06%
0.09%
0.11%
0.13%
0.05%
0.07%
0.06%
0.06%

0.02%
0.04%
0.04%
0.11%
0.09%
0.09%
0.09%
0.07%
0.07%
0.05%

0.05%
0.06%
0.06%
0.05%
0.05%
0.06%
0.08%
0.08%
0.15%
0.22%

Notes: In Panel A, we regress firm productivity on each set of dummies for all industries, and use the
adjusted R-squared.

Panel B: With Industry-Specific Effects
Year

Prefecture

Ownership

Age

Size

1998
1999
2000
2001
2002
2003
2004
2005
2006
2007

11.5%
11.7%
12.9%
12.3%
11.6%
13.3%
7.5%
10.5%
13.0%
14.4%

1.5%
1.7%
1.9%
1.8%
1.9%
1.4%
1.6%
1.1%
1.0%
0.8%

2.8%
2.5%
2.4%
1.9%
1.6%
1.3%
0.9%
0.6%
0.5%
0.5%

16.2%
17.1%
17.3%
17.0%
17.7%
17.8%
14.6%
18.3%
18.8%
18.6%

Notes: In Panel B, we regress firm productivity on each set of dummies for all industries with industryspecific effects, and use the mean adjusted R-squared across industries.
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Figure 1.1: Cumulative % of Variance in Firm Productivity Explained by Prefecture

18
Geographic Agglomeration of Firms
Our second empirical pattern is about how firm production is distributed geographically. While we have documented that geography matters for firm productivity across
industries, firms do not always agglomerate in highly productive locations. Figure 1.2
shows the Ellison-Glaeser agglomeration index for the 29 2-digit industries. Recall that,
when Ellison & Glaeser (1997) introduce this index to the 1987 U.S. Census of Manufactures data, the authors designate an industry with an index value above 0.05 as “highly
agglomerated”, and an industry with a negative index value as the opposite. Overall,
Chinese manufacturing firms in 2006 were not highly agglomerated, with an average
index of 0.017 across industries. Again, industry heterogeneity is evident: the index
ranges from negative for industries like tobacco products to above 0.06 for industries
like electronic equipment.

7

Together, results in this section invite questions about what

determines the distribution of firm productivity and production across space.

3

Theoretical Framework
To understand the geographic patterns about firm productivity and production dis-

tributions, we further develop the “market access” approach per Donaldson & Hornbeck
(2016) in a Melitz (2003) framework of firm heterogeneity and trade. As inter-location
trade costs decline, firms in a location face more import competition on the one hand,
but also have greater export access on the other. We derive expressions of consumer
market access (CMA) to capture import competition, and firm market access (FMA) to
capture export access. Both types of market access shapes the geographic distribution of
firm productivity and production via firm selection: for a location, higher CMA, or more
intense import competition, only allows the more productive firms to survive, raising
7 Both

the percent of variation explained by prefecture and the agglomeration index have much higher
averages and greater dispersion at 4-digit industry level (about 420 4-digit industries), see Glaeser & Xiong
(2017).
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Figure 1.2: Ellison-Glaeser Agglomeration Index Across Industries

local average productivity and shrinking the output of every surviving firm; higher FMA,
or greater markets for export, works in the opposite direction.
The general equilibrium effect of trade cost changes becomes particularly salient in
our setting and necessitates the “market access” approach. Many papers on the effect of
transportation infrastructure strives to identify the partial equilibrium effect of trade cost
shocks. For this purpose, the ideal experiment is to randomly assign highway connection,
and compare locations that get connected with those that do not. However, in a network
of locations, each location is affected by the global matrix of location-to-location trade
costs. A change in trade cost between two locations not only directly affects trade between
the two, but also generates spillovers on other locations. Consider two neighbor locations
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o1 and o2 and another distant location d with trade connections among them. A highway
that connects o1 and d reduces the travel time, and hence trade cost, between o1 and d,
changing the CMA and FMA of, and thus the set of firms in, both o1 and d. As the sets
of firms in o1 and d are now different, so are CMA and FMA of o2 . In addition, the o1 -d
highway can reduce the travel cost between o2 and d, for instance, if it saves time for an
o2 -d trip to go through o1 to take advantage of the o1 -d highway. This will also change the
market access of, and hence the set of producing firms in, o2 . A change in the set of firms
in o2 feeds back to the market access of o1 and d, and this loop continues in the network
of locations until a new equilibrium is reached. A simple treatment-control (highway
connection or not) comparison will miss such indirect effects of trade cost shocks, and
thus we rely on our structural model to recover counterfactual scenarios.

3.1

Setup
We adopt the Melitz (2003) framework, derive explicit expressions of CMA and

FMA, and show their respective implications for local firm productivity and production
distributions. We begin by outlining the setup.

8

Notations
Representative consumers’ preferences are defined over the consumption of goods
produced by J industries indexed by j, k ∈ {0, 1, 2, ..., J }. Industry j = 0 produces a
homogeneous good. Each industry j ≥ 1 has a continuum of horizontally differentiated
varieties, and each firm produces one of the varieties. There are N locations indexed by o
(origin) or d (destination) ∈ {1, 2, ..., N }, and a symmetric iceberg trade cost τod between
o and d.
8 Readers

interested in the details of the Melitz setup may refer to Melitz & Redding (2014).
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In industry j and location o, the unit cost of production (or composite input price)
is c jo , and there is an underlying distribution of firm productivity Gjo ( ϕ) and potential
mass of firms S jo . The mass of firms that produce (and we observe in data) is a fraction
h jo of S jo . Individual firms are indexed by ω ∈ Ω jo , with each firm’s productivity draw
ϕ joω .
Preferences
Representative consumers have Cobb-Douglas upper-tier utility over industries,
U=

∑ β j ln Q j ,
j

J

∑ β j = 1, β j ∈ (0, 1)
j

In location o, total expenditure on industry j’s good is thus X jo = β j Io , where Io denotes
the total income of o.
Within each differentiated industry j ≥ 1, the aggregator over these varieties takes
the Constant Elasticity of Substitution (CES) form:
Qj =

#σj /(σj −1)

"Z
ω ∈Ω j

q(ω )

(σj −1)/σj

dω

where σj > 1 denotes the within-industry CES elasticity.
The price index of industry j’s good is then
Pj =

#1/(1−σj )

"Z
ω ∈Ω j

p(ω )1−σj dω

Production and Pricing
Industry j = 0 produces a homogeneous good with a unit input, and the price of
this homogeneous good is chosen as the numeraire. In industry-location j − o, a potential
entrant firm can pay fixed cost c jo e jo for a productivity draw ϕ joω , and can then choose to
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produce at unit cost

c jo
ϕ joω

(so production features constant returns to scale). A firm will

only start producing if it expects the revenue to at least cover the fixed cost of production
c jo f jo .
Under CES demand and monopolistic competition, firms charge a constant mark-up
σj
σj −1

above their unit cost of production. Given the trade cost τod between locations o and

d, the price of firm joω’s product in location d is
p j,od ( ϕ joω ) =

3.2

c jo
σj
τ
σj − 1 ϕ joω od

Market Access
As we will characterize equilibrium in an industry, we now drop the industry

subscript j to streamline notation.
While the Melitz model specifies a fixed cost of export for each pair of locations, we
make a key simplifying assumption: inter-location trade is only subject to iceberg trade
cost, not fixed cost of export. In other words, as long as a firm chooses to produce, it
sells its variety to all locations in the economy. This assumption allows us to derive clean
expressions for market access measures, and is less stringent in intra-national trade, as in
our empirical setting, than in international trade. In addition, since our data do not cover
the “export” (selling to other prefectures in China) status of individual firms, it is quite
challenging to estimate the fixed cost of export as many papers on international trade do.
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Firm Market Access (FMA)
A destination d’s demand for the variety produced by a firm with productivity ϕ in
origin o is
Xd
p ( ϕ )1− σ
1−σ od
Pd
  1− σ

 1− σ
co
σ
1− σ Xd
=
τod
1
−
σ
σ−1
ϕ
Pd

rod ( ϕ) = qod ( ϕ) pod ( ϕ) =

Total demand is the sum of demand over all destinations,

ro ( ϕ) =

co
ϕ

where

FMAo ≡

σ
σ−1

 1− σ

 1− σ

FMAo

(1.1)

X

∑ τod1−σ P1−d σ
d

d

A location has high FMA, or access to a large market, if (1) it is well connected to other
locations, which shows up as small trade costs τ; (2) other locations have high demand,
which shows up as large total expenditure X; (3) other locations have low levels of
competition, which shows up as a high price level P). Intuitively, even if a location spends
a large amount on an industry’s products, there will be little room for firms elsewhere if
the local market is already highly competitive, or equivalently, at a low price level. FMA
thus captures the aggregate size of markets that a local firm can potentially reach.
It quickly follows that total demand/revenue for all firms in a location is
R o ( ϕ ) = So

Z 
ϕ

co
ϕ

 1− σ
FMAo dGo ( ϕ)

(1.2)

Consumer Market Access (CMA)
The price index in each destination d is a CES aggregate of the prices of individual
firms’ varieties that sell in d. Competition among rival firms lowers the price index and
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enhances local consumers’ welfare. We thus relate a location’s price index to its consumer
market access (CMA), 9
Pd1−σ

=

∑


Mo

Z

pod ( ϕ)

∑

"
Mo

Z 

o

  1− σ
co
ϕ


dGo ( ϕ)

o

=

Eq.(1.1) gives

1− σ

=

ro ( ϕ)
FMAo .

σ co τod
σ−1 ϕ

#

 1− σ

dGo ( ϕ) ≡ CMAd

Substituting this into the Pd − CMA equation above,

and making use of Eq.(1.2), we obtain

CMAd =

σ
σ−1

 1− σ

Ro

∑ τod1−σ FMAo

(1.3)

o

A location has higher CMA, or more competition, if (1) it is better connected to other
locations, which shows up as smaller trade cost τ; (2) other locations have large competing
firms, which shows up as larger total revenue R; (3) firms in other locations can only
reach a small market, which shows up as smaller FMA. Intuitively, if a location has many
large firms, but at the same time sells to a very large market, the competitive pressure
that local firms exert on firms elsewhere will be lower.
Symmetrically, since Pd1−σ ≡ CMAd , we write FMA as

FMAo =

σ
σ−1

 1− σ

X

d
∑ τod1−σ CMA
d

(1.4)

d

Eq.(1.3) and (1.4) illustrate that, if total revenue R jo is proportional to total expenditure
X jo across industry-location’s, 10 so is CMA to FMA. This is the case if there is only one
9 To

the extent that firms in an industry use the output of all industries as intermediate input, and that
the price of intermediate input is part of the composite cost of production, a location o’s higher CMA, or
lower price index, of industry j will lower the cost of production cko for all industry k’s. We formalize this
in Section 2 and derive input market access (IMA) based on CMA.
10 An

extreme case: each industry-location maintains trade balance, i.e. R jo = X jo .
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traded sector, as in several previous papers on market access like Donaldson & Hornbeck
(2016) and Baum-Snow et al. (2017). In our setting, CMA and FMA differ from each other
because of the uneven distribution of production across locations.
Empirically, it is difficult to measure CMA as a recursive index. Again using
  1− σ
ro ( ϕ)
co
= FMA
, we express CMA in unit cost of production,
ϕ
o

CMAd =

σ
σ−1

 1− σ

∑ τod1−σ
o

∑

ω ∈Ωo



ϕoω
co

 σ −1 !
(1.5)

Clearly, a location has high CMA if it is well connected to locations that have many
productive firms (large sum of high ϕ firms).

3.3

Local Productivity Distribution
In location o, a firm at the local productivity cutoff ϕ∗o makes just enough profit

π ( ϕ∗o ) to offset the fixed cost of production co f o , Eq.(1.1) implies
r ( ϕ∗o )
− co f o = 0
σ
1
(co )σ σ f o
=
⇒ ϕ∗o ∝ ( FMAo ) 1−σ
FMAo

π ( ϕ∗o ) =

⇒

( ϕ∗o )σ−1

(1.6)

Ceteris paribus, an increase in FMA lowers the cutoff ϕ∗o : a larger market size allows
local firms to spread their fixed costs of production over more product units, and hence
unproductive firms can manage to enter or survive. By Eq.(1.4), FMA is decreasing in
CMA, so an increase in CMA raises the cutoff ϕ∗o : more competition makes it more
difficult for unproductive firms to enter or survive. Similarly, by Eq.(1.1), local individual
firms’ revenue and total revenue of a location both increase in the location’s FMA and
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decrease in its CMA. 11
Assume an underlying Pareto local productivity distribution with scale and shape
θo ( ϕo )θo

parameters ( ϕ, θ )o , so the probability density function g( ϕoω ) = ( ϕ ¯)θo +1 . Changes in
oω
¯
CMA or FMA move ϕ∗o ≥ ϕ around, but the lower-truncated Pareto distribution is still
¯
Pareto, with scale parameter ϕ∗o and the same shape parameter θo . For θo > 1, 12 the
cutoff pins down the mean productivity of surviving firms,
θo
θo ϕ∗o
=
ϕ̄o =
θo − 1
θo − 1



(co )σ σ f o
FMAo



1
1− σ

(1.7)

All firms pay a fixed cost of entry co eo to draw from the underlying productivity
distribution Go ( ϕ), but only those who get a draw above the cutoff ϕ∗o produce. Free-entry
condition imposes that the expected ex-ante profit of firms that produce just offsets the
fixed cost of entry,
Z ∞
0

π ( ϕ)dGo ( ϕ) =

Z ∞
r ( ϕ)
ϕ∗o

σ



− co f o dGo ( ϕ) = co eo

Ro
⇒
= h o So c o f o + c o e o So
σ
where ho =

R∞
ϕ∗o

(1.8)

dGo ( ϕ) denotes the share of underlying firms that enter and produce,

and thus ho So the observed mass of firms. For simplicity, we write eo So = Eo . Under this
free-entry condition, lowering barriers to entry in a location attracts more entrants there,
intensifies local competition, and pushes down the local price level in equilibrium.
11 One

can see this more clearly by dividing a location’s FMA into that due to its home market and that
due to its export market (selling to other locations),

FMAo = FMAo,ex +

12 For

θo ∈ (0, 1], the mean approaches infinity.

σ
σ−1

1− σ

Xo
CMAo
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4

Trade Cost Measurement
Having derived explicit expressions of various market access, we proceed to the

corresponding empirical measurement. A key missing piece in our setting is the trade
cost between prefectures in China. Without inter-prefecture trade data, in particular data
on spatial price gaps, 13 we are unable to directly estimate trade cost, and hence follow
an indirect route in the economic geography literature to infer trade cost from road travel
time between prefectures.

4.1

14

National Highway Construction
Since the early 1990s, and in particular during our sample period from 1998 to 2007,

China went through massive expansion of highway networks.

15

In 1990, there were

essentially no limited access highways between Chinese prefectures. Existing inter-city
roads had at most two lanes with unrestricted access, and were often unpaved. Thus,
Baum-Snow et al. (2017) assume merely 25 km/h for inter-prefecture traveling on local
roads. Roads took care of less than 5% of freight ton-km’s, and almost all goods were
moved by railway or waterway.
In 1992 under the National Trunk Highway Development Program, the Chinese
State Council approved the blueprint of the “5-7” system, which refers to 5 North-South
vertical and 7 East-West horizontal axes World Bank (2007). The project aimed to connect
all provincial capitals and cities with an urban registered population above half a million
13 See

Atkin & Donaldson (2015) for a recent advance in using spatial price gaps to identify intra-national
trade costs. The authors also review a voluminous literature along this line.
14 In

Section 3, we discuss why we focus on road transport rather than other modes of transport, like
railway, air, and waterway.
15 This subsection that tells the history of China’s national highway system borrows heavily from Sec.2.1
of Faber (2014) and Sec.2 of Baum-Snow et al. (2017).
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on a single highway network, and to connect targeted regional centers and the national
border in border provinces as part of the Asian Highway Network. The Chinese Ministry
of Communications (predecessor to the current Ministry of Transport) set 1992-1997 as
the “kick-off” phase in which only a handful of highways were completed, and 1998-2007
as the “rapid development” phase in which large-scale construction took place. Originally
earmarked for completion by 2020, this nationwide construction endeavor concluded
ahead of schedule by the end of 2007, in large part due to the government’s stimulus
spending in response to the 1997 Asian Financial Crisis Asian Development Bank (2007).
In consequence, from 1998 to 2007, China’s total highway length grew from 8.7k km to
53.6k km. By 2010, highways and roads carried over 30% of freight ton-km’s.

16

Given

the post-1998 acceleration of construction, the State Council approved an even more
ambitious follow-up plan in Dec. 2004. The stated purpose of this “7-9-18” system was to
bring highway connection to all cities with an urban registered population above 200k by
2020.

17

Prior to the advent of national trunk highways, national highways and provincial
highways served as the main routes between prefectures, usually subject to a speed limit
of 80 − 100 km/h and 70 km/h, respectively. However, many prefectures were not on
existing national highways. Moreover, due to poor road quality and frequent congestion,
the actual speed on these highways was often far below the limit. In contrast, newly built
as 4-lane limited access tollways, the national trunk highways commonly feature a speed
limit of 110 − 120 km/h, and run in parallel with existing major roads in many areas.
16 Source:

China Statistical Yearbook, 2011, published by the National Bureau of Statistics of China.

17 “7-9-18”

refers to 7 radial axes from the capital Beijing, 9 vertical axes, and 18 horizontal ones. In
2013, the Ministry of Transport added two additional vertical axes, aiming to having in total 118k km of
highways by 2030.
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4.2

Road Travel Time and Trade Cost
We make use of 2 data sources to estimate by how much highway construction

reduces inter-prefecture road travel time. First, the ACASIAN GIS data, which we
describe in Section 1.2, provide historical maps of highway networks in China, allowing
us to hand-collect in which year each prefecture received highway connection. If unclear
based on maps, we supplement the data with news search on highway construction.
As Figure 1.3 shows, while there were only sparse regional highways in 1998, the vast
majority of prefectures in China had been connected by highways in an integrated national
network by 2007.
Second, working with Google Maps APIs, we obtain contemporary (Nov. 2016,
when this task was completed) travel distance and time matrices. Since very few, if
any, prefectures are still off the national highway network, the normal travel time is
almost completely based on highway travel, i.e. one spends the least time traveling
between prefectures by staying on highways all the time. Recall that very few prefectures,
typically the remote ones with little manufacturing activity, were still left behind during
the highway boom by 2007, so the contemporary normal travel time provides a good
proxy for the 2007 travel time. If we specify “avoid highways”, Google Maps will avoid
highways altogether when choosing routes between prefectures, typically staying on
national and provincial major roads that were already in place in 1998. This usually
results in minimal changes in travel distance, but doubles travel time.
Since Google Maps can’t recover 1998-2007 travel time, we use the historical highway
maps and contemporary travel time in 3 steps, incorporating two main adjustments.
1. For an origin location o and destination d in year y, if the highway map of year y
shows that both o and d were connected to highways, then we use the normal travel
time; otherwise, use the “avoid highways” time.
2. “Block” adjustment. The first step probably underestimates the actual travel time
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Panel A: Highway Networks in 1998

Panel B: Highway Networks in 2007
Figure 1.3: Highway Networks in China
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in the early years of our sample period. As shown in Figure 1.3, in the late 1990s,
there were several regional “blocks” in which highways connected regional centers
and nearby cities, but sometimes no highways between different blocks. When o
and d belong to different blocks, one can’t always stay on highways when going
from o to d. Therefore, for each year, we identify a few highway blocks, and only
use normal travel time if o and d are connected via the same block of highways. The
number of blocks declined as the highway networks expanded over time, and by
2007, basically all prefectures lay on one nationwide highway block.
3. “Detour” or “fastest path” adjustment. Especially when o and d are far apart, the
“avoid highways” travel time will likely exceed the actual travel time even if neither
prefecture is directly connected to highway networks, since one may still go on
highways between the two whenever available. We thus allow one to take “detours”
between o and d as long as this reduces travel time.
• Let tod denote travel time between o and d. Given a 3rd prefecture m, record

(tom + tmd ).
• For all prefectures other than o and d, if tod > minm {tom + tmd }, replace tod
with minm {tom + tmd }. Clearly, this is only possible if at least one of tom and
tmd is normal travel time.
• Iterate the above two steps until tod doesn’t get smaller.
After these adjustments, Table 1.5 shows the reduction in travel time as a result of
the nationwide highway expansion. In our sample period 1998-2007, there were 337
prefectures in China.

18

We restrict our empirical analysis to 287 prefecture-level “cities”

and leave out 50 prefecture-level “regions” that were mostly remote, underdeveloped
areas in Western China with little manufacturing activity. Among all (287
2 ) = 41041
prefecture pairs, while the average travel distance stayed more or less the same, the
18 The

number slightly changed over time, due to creation of new prefectures and merger of old ones.
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average travel time decreased by over 40% from 1998 to 2007.
Table 1.5: Road Travel Distance and Time

Year 1998
Mean
Travel distance (km)
Travel time (h)
Avg. speed (km/h)

1676.62
29.66
57.70

Median

SD

p10

p90

1561.70 938.57 553.96 2952.80
27.69 17.02
9.52
52.06
57.40
9.68 45.63
68.76

Year 2007
Mean
Travel distance (km)
Travel time (h)
Avg. speed (km/h)

1559.27
17.63
89.26

Median

SD

p10

p90

1439.80 879.53 526.00 2750.90
15.99 10.66
6.03
30.53
92.28
9.80 75.30
98.26

Notes: This table provides summary statistics of road travel time and distance between Chinese prefecture
pairs, in the first and last year of our sample period. The sample is consisted of 287 prefecture-level cities
and 41041 prefecture pairs every year.

We then follow a widely used approach in economic geography to relate travel time
to trade cost. Baum-Snow et al. (2017) specify the following formula to relate road travel
time to trade cost,
τod = 1 + 0.004ρ(travel timeod )λ where ρ > 0 and λ ∈ (0, 1)

(1.9)

and use ρ ∈ [0.5, 2], travel time in hours, and λ = 0.8 to incorporate some concavity. These
parameter values correspond to a modest ad-valorem tariff of 1.6 − 3.1% per day (24
hours) of travel time, consistent with estimates in Limao & Venables (2001) and Hummels
& Schaur (2013). However, this relationship likely varies across industries based on, say,
the per-unit-value cost of transport. For instance, high weight-to-value industries such as
timber and coking likely have a larger ρ. We thus empirically estimate this relationship
between travel time and trade cost.
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5

Structural Estimation and Model Fit
The structural model in Sec.(3) and trade cost in Sec.(4) pave the way for estimation

of the model. This section estimates key parameters of the model based on Sec.(3). With
these parameters in hand, we test the model’s fit, and show that such a simple model
provides a decent description of the actual geographic distribution of productivity and
production.

5.1

Estimation
To focus on the two main forces (import competition vs. export access) in local firm

selection, we make an additional assumption that significantly simplifies the structural
estimation: the homogeneous good (in sector j = 0) is produced in all locations with
a unit cost and is costlessly traded. In such an incomplete specialization equilibrium,
the unit cost of production is equal across all locations, c jo = c j ∀o ∈ {1, 2 . . . N }. While
stringent, this assumption is in fact common in firm heterogeneity and trade literature,
see Melitz & Redding (2014)) for an example. In Section 2, we relax this assumption and
point to an alternative method to measure market access empirically.
For the manufacturing sector (for which we have firm-level data), we also impose
location-level trade balance on the income-expenditure relationship for each location.
Under this assumption, although a location can spend more on an industry’s goods than it
makes from selling this industry’s goods, a location’s total revenue from local firms in all
industries is equal to its total expenditure on all industries’ goods, i.e. X jd = γ j ∑ j R jd . γ j
represents the representative consumers’ proportion of total income from manufacturing
(traded sector) spent on industry j’s output, and we obtain γ j from the 2002 national
input-output matrix.
We now classify the model’s parameters into 3 categories: (1) taken from existing
literature; (2) computed directly from data; (3) estimated by fitting simulated moments to
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actual moments in the data. To start with, we borrow from Broda & Weinstein (2006) and
set the same CES elasticity for all 2-digit industries, i.e. σj = 4 ∀ j.

19

We now directly estimate two sets of parameters for each industry-location j − o from
firm-level data.

20

First, as we assume a Pareto distribution of firm productivity in each

j − o, we follow Gabaix and Ibragimov (2011) to recover the shape parameter.

21

In each

year, within each j − o, we rank firm productivity ϕ joω in decreasing order, and estimate
θ jo in the following OLS regression, 22


1
ln rank joω −
2



= η jo − θ̂ jo ln ϕ joω

Note that the standard error here on θ jo is not the OLS standard error. Recall that we use
Levinsohn-Petrin output productivity, based on an estimated industry-specific production
function, in the main empirical specification. We also replicate our main results using
alternative productivity measures including Olley-Pakes, Ackerberg-Caves-Frazer, and
Gandhi-Navarro-Rivers.
Second, with the unbalanced panel data, for an industry-location j − o that has at
least appeared twice (i.e. has ≥ 1 firm for ≥ 2 years, we rely on the free-entry condition
19 Without

inter-prefecture trade data, we can’t directly estimate the CES elasticity as in Broda and
Weinstein (2006). For robustness checks, we try different values of σ ∈ [3, 5]. For an industry, a larger σ
implies more intense competition between firms.
20 For

this step, “location” refers to province, which typically contains 8 − 16 prefectures, so that there
are sufficient firms in each industry-location and we obtain more robust estimates.
21 Alternatively,

maximum likelihood gives the following estimates
ϕ̂∗jo = min{ ϕ joω } and θ̂ jo =

1
Mean[ln ϕ joω ] − ln ϕ̂∗jo

(1.10)

This approach is quite sensitive to outliers of firm productivity.
22 Around

6.2% of estimated θ’s are smaller than 1, often from industry-location’s with few firms. In this
case, we replace the θ’s with the national mean of the industry.
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Eq.(1.8) to solve for c jo f jo and c jo e jo .

23

For example, observing total revenue R jo and

mass (number) of firms S jo in years 1 and 2, we write (omitting j − o subscripts and use
y ∈ {1, 2} to indicate years),


 R1
σ

= S1 c f + cE


 R2

= S2 c f + cE

σ

⇒



f

=

1 R2 − R1
cσ S2 −S1


E

=

R1
cσ

− S1 f

For industry-location’s that appear in T > 2 years, we pick ( T2 ) 2-year pairs, solve the
system of equations above for each pair, and take the average for f and E.

24

Now we specify the parameters to recover from structural estimation, conducted at
industry-year level.
• Parameters used to convert travel time to trade cost, ρ j and λ j as in Eq.(1.9). As
discussed, this time-cost relationship likely differs by industry.
• Given the importance of international trade for China in our sample period, particularly since China joined the WTO in 2001, it is necessary to incorporate the
market access effects due to rest of the world (RoW). Without firm-level data from
RoW, we assume a point-like RoW that all Chinese prefectures trade with, and
use a prefecture’s travel time to the nearest port as its travel time to RoW. 25 This
gives us two additional parameters: CMA-adjusted total expenditure
FMA-adjusted total revenue

R
FMA

X
CMA

and

for RoW.

Having specified all parameters, we proceed to structural estimation based on Sec.(3).
23 We ignore industry-location’s that has appeared only once in the sample period, which account for a
tiny fraction of output. For instance, industry-prefecture’s that only appear in 2004 and not other years
account for 0.7% of the total output in 2004.
24 About

7.4% of estimated f ’s and 9.0% of E’s are negative, often from industry-location’s with few
firms. In this case, we replace the f ’s and E’s with the respective national mean of the industry.
25 9

ports that handle the largest volume of international trade in 2001 (Baum-Snow et al., 2017): Dalian,
Qinhuangdao, Tianjin, Qingdao, Lianyungang, Shanghai, Ningbo, Guangzhou, and Shenzhen.
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For each industry and year, we estimate Ψ j = {ρ, λ,

X
FMA RoW ,



R
CMA RoW } j



as follows.

1. Compute the inter-prefecture trade cost matrix, T .
2. Compute {CMA} j following Eq.(1.5). {CMA} j then gives {FMA} j by Eq.(1.4).

26

3. f jo and FMA jo then gives ϕ∗jo by Eq.(1.6). Under the assumption of Pareto distribution of firm productivity in j − o, local mean productivity ϕ̄ jo =

θ jo ϕ∗jo
θ jo −1

(this requires

θ jo > 1).
4. The true Ψ j = {ρ, λ,

X
R
FMA RoW , CMA RoW } j





will meet the moment condition

E[y(Ψ j )] = E[ ϕ̄˜ (Ψ j ) − ϕ̄] = 0
where ˜ indicates moments from simulated data. We thus seek Ψ̃ j that achieves
Ψ̃ j = arg min{y(Ψ j )0 W y(Ψ j )}
Ψj

(1.11)

where a location’s weight in the weighting matrix W is proportional to its mass/number
of firms.
We follow Eaton et al. (2011) to calculate standard errors by bootstrapping, taking
into account both sampling error and simulation error.

5.2

Model Fit
This subsection summarizes parameter estimates from the previous subsection and

presents evidence that this simple model fits well the actual geographic distribution of
firm production. Figure 1.4(A) plots the estimated ρ, which relates travel time to trade
cost, against weight-to-value ratios, across industries in 1998. Weight-to-value ratios,
which measures the weight of an industry’s output per unit value, serves as a proxy
26

{CMA} j denotes the set of CMA’s (of every location) for industry j.
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of the price of transportation per unit value.

27

For industries that pay a higher price

for transportation, a decrease of one day in travel time likely means a larger decrease
in trade cost. Indeed, Figure 1.4(A) shows a strong positive correlation between the
estimated ρ and weight-to-value ratios. Since the weight-to-value ratios based on U.S.
commodity flows may deviate from their counterpart in Chinese data, we also obtain
the proportion of total expenses spent on road transport from the 2002 Chinese national
input-output table, and conduct a similar exercise. As show in Figure 1.4(B) The strong
positive correlation between ρ and the share of road transport expenses remains.

28

Figure 1.4: Industry Rho and Weight-to-Value Ratio
27 Industry-level

weight-to-value ratios, in 1k U.S. dollars per metric ton, come from 2007 U.S. Commodity
Flow Surveys. See Duranton et al. (2014a) for details. We can only match 22 of 29 2-digit industries in CIFD
to sectors in CFS.
28 Note

that, if an industry spends a large fraction of total expenses on road transport, it can mean either
a high price of transport per unit value (e.g. heavy output), or a large quantity of transport services used
(e.g. producers are often far away from consumers.
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With the estimated Ψ̃ in hand, we compute CMA following Eq.(1.5), then FMA by
Eq.(1.4), and finally industry-location total revenue R by Eq.(1.2). Since we do not target

{ R} when searching for Ψ that satisfies the key moment condition (1.11), comparing the
model-simulated { R̃} with the actual { R} in data will shed light on how well the model
fits the geographic distribution of production. Figure 1.5 plots the simulated { R̃} against
the actual (both in natural logs), based on 1998 firm-level data (first year in our sample
period). The simulated { R̃} match with the actual quite well, with a slope almost equal
to 1 and quite a small and insignificant constant term. The match becomes worse (1) at
the very high end, due to a small number of extremely large outliers in firm productivity
distribution; (2) at the low end, probably since the assumed Pareto distribution of firm
productivity typically features a higher density than actual at the low end, but better
approximates the actual distribution as one moves toward the high end.

Figure 1.5: Industry-Prefecture Total Revenue: 1998 Data vs Model
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Table 1.6 shows similar patterns about the actual vs. simulated geographic distribution of firm production, also based on 1998 data. In Panel A, within each of the 29
2-digit industries, we rank prefectures that have firms in this industry by total revenue,
and examine the prefectures in different size groups (Top 10 vs. Bottom 40). Again, our
model well matches the actual data in this respect: for an industry, the 10 prefectures
with the most revenue in data are almost always (97.3% of the time) also among the
Top 10 according to the model. This mean decreases to 83.5%, with a greater standard
deviation, when it comes to the Bottom 40 prefectures. Panel B shows a similar story
about the geographic concentration of firm production. Again across industries, the share
of revenue accounted for by the Top 5 and 10 prefectures are almost identical between
simulated and actual data. Nonetheless, the match deteriorates toward the low end for
Bottom 20 and 40 prefectures, but the bottom prefectures typically accounted for less
than 0.5% of the total revenue of an industry. Hence we feel confident that our simple
model does a decent job approximating the geographic distribution of the bulk of firm
production, and will generate meaningful counterfactuals when we estimate the general
equilibrium effect of highway expansion in Sec.7.

6

Reduced-Form Evidence
This section reports reduced-form evidence about how a location’s market access

affects local firm productivity and production. To the extent that the evidence supports
the theoretical predictions in Sec.3, this section provides further confidence in the model’s
fit.
Before presenting regressions, we note that a location’s productivity distribution and
production are co-determined in equilibrium together with its market access, generating
endogeneity bias if we simply regress local productivity and production outcomes on
market access measures. Thus for regressions in this section, we exclude each industry

X
R
location j − o’s own contribution, FMA
and
CMA jo , respectively from its CMA and
jo
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Table 1.6: Industry-Prefecture Total Revenue: Data vs Model

Panel A: Size Groups

Share in size group (%)
Top 10
Bottom 40

Mean

Median

S.D.

IQR

97.3
83.5

96.5
86.3

6.5
12.9

8.1
13.5

Panel B: Geographic Concentration of Production
Data

Prefecture share (%)
Top 5
Top 10
Bottom 20
Bottom 40
Log-log rank-size

Model

Mean

S.D.

Mean

S.D.

28.5
41.9
0.1
0.4

8.3
10.3
0.1
0.3

28.2
41.1
0.3
0.6

7.6
9.2
0.1
0.5

-0.424
(0.012)

-0.403
(0.012)

FMA (recall Eq.(1.3) and (1.4)). These terms are usually so small that this adjustment
hardly affects our main results. Still, because changes in one location’s market access will
simultaneously induce changes in other locations’ market access, the point estimates on
market access measures do not identify an average treatment effect, but rather empirically characterize the relationship between market access and outcomes of interest in
equilibrium.
Table 1.7 presents summary statistics at industry-prefecture-year level. Firm productivity and production outcomes, such as mean productivity, number of firms, total
revenue, etc., all increased dramatically from 1998 to 2007, so did CMA. The increase in
FMA is relatively modest, due to the considerable increase in CMA and a smaller increase
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in expenditure (recall Eq.(1.4)).
Table 1.7: Industry-Prefecture Level Summary Statistics

Year 1998, N = 6672
Mean productivity
Firm count
Total employment
Total revenue
CMA basic
FMA basic

Mean

Median

SD

p10

p90

7.77
19
6,744
0.83
92.62
204.99

1.73
7
2,123
0.16
0.31
225.29

20.80
40
14,281
2.56
169.58
170.90

1.41
3
181
0.01
0.15
0.08

19.88
44
16,615
1.91
362.82
439.71

Mean

Median

SD

p10

p90

15.73
43
9,455
4.24
203.92
235.89

2.01
12
2,296
0.69
0.68
255.75

40.52
106
29,296
19.87
379.01
197.28

1.50
4
174
0.03
0.33
0.09

36.51
97
21,714
9.02
822.40
520.24

Year 2007, N = 6706
Mean productivity
Firm count
Total employment
Total revenue
CMA basic
FMA basic

Notes: This table provides summary statistics at industry-prefecture level. Market access measures are
computed based on parameter estimates from the structural model, and exclude home market. LevinsohnPetrin output productivity is used for mean productivity. Total revenue is in billion CNY.

6.1

Market Access and Industry-Location Mean Productivity
We first examine how market access affects productivity distribution at industry-

location level. Recall that Eq.(1.6) predicts that local productivity cutoff increases in
CMA but decreases in FMA. Since the minimum productivity in an industry-location is
measured with much noise (extreme outliers are common), we investigate the empirical
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relationship between market access and local mean productivity using the following
regression,
ϕ̄ jot = b1 CMA jot + b2 FMA jot + e jot

(1.12)

where ϕ̄ jot is the mean productivity in industry-prefecture-year j − o − t, and all variables
are in natural logs. We include industry*prefecture and industry*year fixed effects, and
cluster standard errors at prefecture level. Table 1.8 present the results. In Column (1),
we use the basic definition of CMA and FMA based on Eq.(1.5) and (1.4). Conditional on
FMA, CMA exhibits a strong positive correlation with local average productivity, with an
increase of 1 standard deviation (s.d.) in CMA corresponding to about 0.24 s.d increase
in local mean productivity. In contrast, conditional on CMA, an increase of 1 s.d. in FMA
is associated with 0.18 s.d. decrease in local mean productivity. Column (2) replicates
Column (1), but uses output-weighted mean productivity as the dependent variable. This
puts higher weight on productive firms, due to the strong positive correlation between
firm productivity and size. The empirical patterns in Column (1) remain in Column (2).
Table 1.8: Market Access and Industry-Prefecture Average Productivity
(1)
(2)
Dependent Variable: Industry-Prefecture-Year Mean Productivity
Basic
Unweighted Weighted
Consumer Market Access
Firm Market Access

R-Squared
N

(3)

(4)

Distant Neighbor
Unweighted Weighted

(5)

(6)

Baseline Mass
Unweighted Weighted

0.064***
(0.015)
-0.023***
(0.007)

0.115***
(0.036)
-0.027***
(0.009)

0.049***
(0.014)
-0.033***
(0.007)

0.082***
(0.025)
-0.036***
(0.008)

0.040***
(0.011)
-0.025***
(0.005)

0.067***
(0.023)
-0.031***
(0.006)

0.315
67416

0.342
67416

0.332
66402

0.330
66402

0.283
66784

0.292
66784

Notes: This table presents panel regressions of industry-prefecture mean productivity on market access
measures. "Weighted" refers to mean productivity weighted by firm output, across all firms in an
industry-prefecture-year. All variables are in natural logs. Fixed effects include industry*prefecture and
industry*year. Standard errors are clustered at prefecture level.

A key endogeneity concern is that local economic shocks might have affected both
market access and firm productivity and production, for instance, if prefectures with
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promising prospects for industrial growth were given priority to receive highway connection. We first show that, in our sample period, an industry-prefecture’s baseline
characteristics do not predict changes in its market access (see Appendix Table A.1). We
then develop two alternative measures of market access: (1) “distant neighbor”, which
excludes prefectures within 300km of travel distance from the prefecture in question, is
less likely to be correlated with local economic conditions; (2) “baseline mass”, which uses
contemporary travel time but sticks with baseline (1998) economic mass (firm productivity,
output, etc.), alleviates the bias due to the endogenous response of local economic mass
to changes in trade costs. In Table 1.8, Columns (3)-(6) replicate Columns (1)-(2), but use
the two alternative measures of market access, and the strong correlations between local
mean productivity and market access are insensitive to alternative measures. Note that,
since economic mass and market access are determined jointly in equilibrium involving
all locations in the network, these alternative measures are not theoretically founded, and
merely serve as robustness checks.
Following Table 1.8, Table 1.9 explores heterogeneous effect of market access across
industries that rely more or less on road transportation. We categorize the 29 2-digit
industries into tertiles based on the share of road transport expenses in total input, and
repeat Column (1) of Table 1.8 on these 3 subsamples. From Column (1) to (3), the
correlations between local mean productivity and market access become stronger and
more significant as the share of road transport expenses rises.

6.2

Market Access and Individual Firm Production
Next, we test Eq.(1.1) that predicts a positive correlation between an industry-

location’s FMA and a local individual firm’s revenue, conditional on the firm’s productivity. The regression specification resembles Eq.(1.12), but the dependent variable is
now individual firm revenue, and we control for individual firm productivity on the RHS.
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Table 1.9: Market Access and Industry-Prefecture Average Productivity: Heterogeneous Effects

(1)
(2)
(3)
Dependent Variable: Industry-Prefecture-Year Mean Productivity
Road Transport Expenses Tertile
1st Tertile
2nd Tertile
3rd Tertile
Consumer Market Access (Basic)
Firm Market Access (Basic)

R-Squared
N

0.023***
(0.011)
-0.007
(0.012)

0.057***
(0.021)
-0.026**
(0.012)

0.083***
(0.033)
-0.034***
(0.013)

0.159
16406

0.305
20923

0.326
28745

Notes: This table presents the same regressions as in the preceding table, but on 3 subsamples based on an
industry’s share of road transport expenses in its total input. All variables are in natural logs. Fixed effects
include industry*prefecture and industry*year. Standard errors are clustered at prefecture level.

Column (1) in Table 1.10 starts by confirming the well-established positive correlation
between firm productivity and size. Remarkably, controlling for a firm’s own productivity,
its industry-prefecture’s market access still strongly affects its revenue. Specifically, 1 s.d.
increase in FMA corresponds to 0.32 s.d. increase in firm revenue. Columns (2) and (3)
show that these patterns persist if we use alternative market access measures.
As discussed in Sec.3, a decline in trade costs results in competing effects on individual firm’s output: import competition compresses firm output, while export access
works against import competition. Which effect dominates likely depends on a firm’s
productivity: productive firms will benefit more from a larger export market than losing from more intense competition, and the other way round for unproductive firms.
Following Table 1.10, Table ?? shows that, conditional on firm productivity, the positive
correlation between FMA and firm revenue becomes stronger and more significant as
firm productivity rises from Column (1) to (3).
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Table 1.10: Market Access and Individual Firm Revenue

(1)
(2)
Dependent Variable: Individual Firm Revenue
Basic
Distant Neighbor
Firm Productivity
Consumer Market Access
Firm Market Access

R-Squared
N

(3)
Baseline Mass

0.827***
(0.145)
-0.078***
(0.021)
0.251***
(0.081)

0.805***
(0.184)
-0.035
(0.023)
0.207***
(0.073)

0.841***
(0.177)
-0.024
(0.018)
0.193**
(0.071)

0.166
1813549

0.134
1808502

0.119
1781445

Notes: This table presents panel regressions of individual firm revenue on firm productivity and market
access measures. All variables are in natural logs. Fixed effects include industry*prefecture and
industry*year. Standard errors are clustered at prefecture level.

6.3

Market Access and Firm Entry & Exit
We proceed to the entry & exit dynamics associated with market access, presenting

results in Table 1.12. Our firm selection mechanism entails that higher CMA makes
unproductive firms more likely to exit, while higher FMA makes it easier for them to stay.
Columns (1)-(3) test this hypothesis. Given two years, we set the earlier one (2004 here)
as baseline, the later one (2007 here) as endline, and define “firm exit” as an indicator of
a firm being present at baseline but not at endline. We take the long difference between
baseline and endline for market access measures, and categorize firms at baseline into
tertiles based on a firm’s productivity ranking within its industry. It is clear that market
access affects exit decisions mostly among the less productive firms. Column (1) shows
that a 1% increase in CMA is related to an increase of 2.1 percentage points, while a 1%
increase in FMA to a decrease of 1.8 percentage points, in the exit probability of the less
productive firms. This pattern diminishes as firm productivity rises in Columns (2) and
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(3).
Table 1.12: Market Access, Firm Productivity, and Enry & Exit

(1)

(2)

(3)

Firm Exit by Endline

(4)
(ln) Number
of Entrants

Firm Productivity Tertile
1st tertile 2nd tertile 3rd tertile
(LD) Consumer Market Access
(LD) Firm Market Access

R-squared
N

0.021**
(0.009)
-0.018**
(0.004)

0.008**
(0.004)
-0.006*
(0.003)

0.006
(0.008)
0.003
(0.004)

-0.618**
(0.314)
0.406*
(0.245)

0.151
75980

0.127
76241

0.109
76295

0.215
6610

Notes: This table shows how changes in market access affect firm entry and exit with long-difference
regressions. Baseline year is 2004 and endline year is 2007. Fixed effects include industry*prefecture for
regressions (1)-(3), and industry and prefecture for regression (4). Standard errors are clustered at
prefecture level.

Column (4) evidences the prediction that higher CMA deters, while higher FMA
encourages, firm entry. We tag a firm as “entrant” if it is present at endline but not at
baseline, and count the number of entrants at industry-prefecture level. As in Column
(4), a 1% increase in CMA is related to an 0.62% fewer, while a 1% increase in FMA to
0.41% more, entrants. The evidence on firm entry and exit suggests that market access
works through firm selection.
Since the CIFD excludes very small non-state firms, this paper misses the very low
end of the national productivity distribution (given the strong correlation between firm
productivity and size). Still, such firms account for a tiny fraction of aggregate output and
export as discussed in Section 2.1. Even without such firms, the import competition and
export excess forces, captured by CMA and FMA respectively, are theoretically relevant
and empirically present in the CIFD sample, as this section documents. Missing the very
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small non-state firms likely results in an under-estimation of the coefficients on market
access measures, since firm selection due to import competition and export access effects
happens at the lower end of each location’s productivity distributions. For instance, an
increase in CMA will likely make unobserved low-productivity firms exit.
In summary, the reduced-form evidence on the relationship between market access
and local productivity and production outcomes is consistent with our theoretical framework, reassuring that our simple model provides a good description of the actual trade
dynamics and will likely generate meaningful counterfactuals. In comparison with many
previous papers investigating the effect of trade cost shocks (see Goldberg & Pavcnik
(2016) for a review), we decompose this effect into two, namely import competition and
export access, capture them with respective market access measures, and find evidence of
their counteracting effects.

7

Counterfactuals: Evolving Highway Networks

7.1

Fixed-Point Iteration
The reduced-form evidence in Sec.6, while informative, is insufficient for estimating

the effect of trade cost changes in general equilibrium because of the inter-location
spillovers and the inter-dependence between market access and productivity distribution
in the network of locations, as explained at the beginning of Sec.3. The spillovers and
inter-dependence also make it challenging to write moments of interest, for example
the mean productivity in an industry after some trade cost shocks, as explicit functions
of parameters of the model. Therefore, we conduct fixed-point iteration to characterize
counterfactual equilibria: given (observed) initial firm-level and trade cost data, what will
the new equilibrium look like if one changes trade costs to a different set?
29 A

29

similar approach has been formalized by Allen & Arkolakis (2014), and applied in Donaldson &
Hornbeck (2016) (see Sec.III.B “Procedure for Counterfactual Simulations” in their online appendix).
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1. Compute the initial and endpoint iceberg trade cost matrices, T I and T E .
2. Denote empirical measures based on initial raw data with subscript 0. Assume
everything except trade costs stays the same (in particular, hold FMA’s constant),
compute {CMA}1 using endline trade cost T E by Eq.(1.3). {CMA}1 then gives

{FMA}1 by Eq.(1.4).
3. By Eq.(1.6), we find a new set of local productivity cutoffs { ϕ∗ }1 , for every industrylocation j − o,
ϕ∗jo,1
ϕ∗jo,0

FMA jo,1
FMA jo,0

=

!

and hence the mass of producing firms
R∞
ϕ∗jo,1 dG jo
h jo,1 S jo
= R∞
=
h jo,0 S jo
ϕ∗ dG jo

1
1−σj

ϕ∗jo,1

!−θ jo

ϕ∗jo,0

jo,0

4. By Eq.(1.8), total firm revenue
R jo,1
σj
R jo,0
σj

− c jo Ejo
− c jo Ejo

=

h jo,1 S jo f jo
⇒ R jo,1 =
h jo,0 S jo f jo

!

FMA jo,1
FMA jo,0

θ jo
σj −1

h

R jo,0 + 1 −

FMA jo,1
FMA jo,0

!

θ jo
σj −1

i

σj c jo Ejo

5. Given trade balance at location level, { R}1 gives total expenditure: X jo,1 = ∑ j R jo,1 .

{ R}1 and { X }1 , together with {CMA}1 and {FMA}1 computed in Step 2, give
{CMA}2 and {FMA}2 by Eq.(1.3).
6. Iterate Steps 2 − 5 until both {CMA} and {FMA} converge.

30

Denote empirical measures at fixed point with subscript F. Given { ϕ∗ } F and {θ }, we
draw a number of firms from every j − o in proportion to S jo,F and obtain the national
distribution of firm productivity and production.
30 Lacking

iteration.
31 One

firm-level data from RoW, we assume that

31

X
FMA

and

R
CMA

stay constant for RoW during the

may also derive explicitly empirical moments to match with raw data, yet it easily becomes messy
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Note that this method rules out the extensive margin at industry-location level.
Baseline “zeros”, i.e. industry-location’s without a single firm at baseline, may see
entrants as highway networks expand. Yet we do not observe the mass of firms or total
revenue of these baseline zeros, so the above method is inapplicable. Still, baseline zeros
do not seem to matter much for our counterfactual characterization. At baseline in 1998,
there were 6, 672 non-zero’s and 1, 561 zeros, 273 of which became non-zero’s but only
accounted for 0.82% of the total output in 2007. In other words, the sizable growth in firm
production between 1998 and 2007 comes largely from industry-location’s that already
had producing firms in 1998, validating the fixed-point iteration approach above.

7.2

Counterfactual: 1998 Firms, 2007 Highways
A key question of policy significance is: how much did the large-scale highway

expansion contribute to the observed dramatic productivity and output growth observed
between 1998 and 2007 (recall Table 1.1)? In addition to aggregate growth, what about
inclusive growth across regions, given that the highways connected relatively developed
and underdeveloped prefectures? To answer these questions, we apply 2007 travel time
to 1998 firm data, and examine the resulting equilibrium now that only the market
access forces associated with highway expansion are at work. Panel A of Table 7.2
compares this counterfactual equilibrium to the actual 1998 data. Overall, the highway
construction between 1998 and 2007 raised aggregate productivity and, less powerfully,
reduced productivity dispersion. Production became slightly less concentrated in the
largest prefectures, and aggregate firm mass and revenue both increased substantially.
This suggests the importance of both the import competition and export access effects
of highway connection. On the one hand, unproductive firms in the least productive
prefectures (where average firm productivity was very low to begin with) were forced
to aggregate local productivity distributions to the national level.
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to exit under intense import competition, resulting in higher aggregate productivity
and smaller productivity dispersion. On the other hand, more productive prefectures
saw a large number of entrants due to market expansion. While the entrants were less
productive than their local incumbents, they were still more productive than the exiting
firms in very unproductive prefectures. This massive entry then had a relatively small
effect on the aggregate productivity level, but a much larger effect on the aggregate
number of firms and revenue. The growth of the most productive incumbents also
contributed considerably to aggregate revenue growth.
[tbhp]

Panel A

Panel B

1998

1998 firms

Counterfactual

2007

Actual

Counterfactual

Data

2007 highways

Change

Data

Change

vs actual

Industry level, then average across industries
Productivity distribution
Weighted mean

1.382

1.441

0.058

1.629

0.246

23.7%

s.d.

0.314

0.302

-0.012

0.288

-0.026

45.1%

IQR

0.368

0.362

-0.006

0.353

-0.016

39.0%

p90-p10

0.731

0.720

-0.012

0.701

-0.030

39.2%

Top 5 prfc’s

0.285

0.282

-0.002

0.276

-0.008

28.9%

Bottom 20 prfc’s

0.004

0.004

0.000

0.004

0.001

38.3%

128,583

143,295

11.4%

287,786

123.8%

9.2%

5.625

9.268

64.8%

28.442

405.6%

16.0%

Production (revenue) distribution

National aggregate (real, deflated to 1998 level)
Mass of firms
Total revenue (trillion CNY)

Notes: This table presents results from the counterfactual equilibirium that we arrive at by applying 2007
trade costs to 1998 firm data. This counterfactual describes what would happen if only the
highway-induced market access forces were at work between 1998 and 2007. Panel A compares this
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counterfactual to 1998 data. Panel B compares this counterfactual to 2007 data, showing how much of the
observed evolution of firm productivity and production the highway-induced market access forces can
account for. The "Actual Change" column in Panel B reports difference between 2007 and 1998 from data numbers without % indicate difference in levels, numbers with % indicate changes in percent.

We then compare this counterfactual equilibrium to the actual 2007 data, presenting
the results in Panel B of Table 7.2. Comparison between the counterfactual and the actual
changes shows that the firm selection mechanism fueled by highway construction alone
accounts for about 24% of the observed productivity growth, and almost 40% of the
reduction in productivity dispersion. Highway-induced changes in market access are less
powerful in explaining the observed more-than-doubled sum of firms and 4-fold increase
in aggregate output, accounting for around 16% of the actual changes.
The aggregate patterns mask enormous heterogeneity across industries and locations.
In Table 1.13, we examine how the counterfactual changes vary by industry and location
characteristics at baseline (in this case, 1998 data). Productivity dispersion decreases more
for industries with a higher share of output in (often inefficient) state-owned enterprises,
suggesting that the import competition effect is stronger where there are initially many
inefficient, close-to-exit firms. Highly productive prefectures tend to see a large number
of entrants and a sizable increase in total revenue, suggesting that the export access effect
dominates at the higher end of the productivity distribution. In contrast, unproductive
prefectures tend to see more of their firms exit, and experience a decrease in total revenue.
We keep in mind that highway expansion was among a myriad of factors that contributed to the observed evolution of productivity and production distributions. During
the 1998-2007 decade, surviving individual firms experienced substantial productivity
growth (Brandt et al., 2012) by learning from the best performers, both domestic and
abroad, and investing in R&D by themselves. The Chinese economy became increasingly
market-oriented as the government reformed SOEs and pushed for privatization (Chen
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Table 1.13: Counterfactual Change: Heteogeneity Across Industries and Prefectures

Dependent Variable:
Difference Between 2007
Counterfactual and 1998 Data
Independent Variable: 1998 Data
% revenue from SOE

(1)
(Ln) Weighted
Mean
Productivity
0.426*
(0.225)

(2)
(3)
(4)
S.D. of Industry- (ln) Total
Net
Wide Productivity
Firm
Number
Distribution
Revenue of Entrants
-0.208*
(0.114)

(ln) Mean productivity

R-squared
N

0.134
29

0.119
29

0.304**
(0.129)

4.062**
(1.955)

0.227
7540

0.098
7540

Notes: This table documents how the effect of the highway expansion, as recovered from the
counterfactual analysis in the preceding table, varies by industry and location characteristics at baseline
(Year 1998). Regressions (1) and (2) are at industry level. Regressions (3) and (4) are at industry-prefecture
level and include industry and prefecture fixed effects. Standard errors are clustered at prefecture level.

et al., 2016). China’s admission to the WTO also allowed domestic firms to interact with
global markets in more complex ways than our model assumes. Given more relevant
forces than enumerated here, it is encouraging that our simple model explains a significant
part of the actual evolution of the Chinese manufacturing sector.

8

Conclusion
This paper develops a “market access” approach to studying the geographic distribu-

tion of firm productivity and production in an economy. In the Melitz framework, we
distinguish between two distinct effects, import competition and export access, of trade
cost changes, and derive CMA and FMA measures respectively to capture each effect. We
empirically examine how market access forces shape the distribution of firm productivity
and production across locations in China’s manufacturing sector, taking advantage of the
dramatic expansion of highway networks from 1998 to 2007 that brought about substantial
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reduction in inter-regional trade costs. Consistent with the theoretical framework, we
find strong reduced-form evidence that, conditional on FMA, CMA raises local average
productivity, shrinks local firms’ output, and make unproductive firms more likely to exit,
while FMA works in the opposite direction. We use our model to recover counterfactuals,
and find that a significant proportion of the observed productivity growth and reduction
in productivity dispersion is attributable to the massive highway construction.
This paper sheds lights on an under-researched role of transportation infrastructure
in the course of economic development: lifting inter-regional trade barriers and fostering
economic integration in a national market. Our results suggest that a low level of
integration may explain the greater productivity dispersion in developing countries
than in developed countries, as documented in Hsieh & Klenow (2009), and point to
higher marginal returns to transportation infrastructure investments in less economically
integrated countries or regions. We emphasize that economic integration generates
competing effects on local firms, and firm heterogeneity is essential to evaluating the net
benefit. Our “market access” approach highlights the importance of examining economic
integration in general equilibrium, taking into account how local economic mass can
endogenously respond to lower trade costs, and how such responses propagate through
the network of geographic locations in an economy.

Chapter 2
Pension Fund Liabilities and Risk
Taking
1

Introduction
This paper studies the risk-taking incentives of U.S. defined-benefit (DB) pension

funds (PFs) and examines how such incentives shape their asset allocation.

1

When

an investment manager decides how much risk to take, two competing incentives, risk
management vs. risk shifting, are often present, in particular if financial distress is likely.
On the one hand, the manager can invest in safer assets and lower the chance of financial
distress. On the other hand, the manager can invest in volatile assets and increase the
value of shareholders’ equity, essentially shifting risk to debtholders or underwriters
(Jensen & Meckling, 1976). Which incentive dominates is often an empirical question.
This paper examines this classic question in the context of PF asset allocation. While both
incentives likely play a role, the paper highlights a key difference in liability discount rate
1 In

the U.S.A., there are two broad categories of PFs, defined-benefit and defined-contribution, which
differ fundamentally in how pension benefits are determined. Sec.2.1 presents the institutional details.
Unless noted, PFs in this paper refer to only DB ones in the U.S.A.
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regulation between public and private PFs that reinforces the risk-shifting incentive of
public PFs.
PFs deal with asset-liability mismatch: pension liabilities are very long-term and
do not comove with returns on their relatively short-term assets. When choosing how
much risk to carry with their portfolios, PFs face conflicting incentives, namely risk
management vs. risk shifting, in particular as their funded status deteriorates (total assets
fall short of total liabilities).

2

On the one hand, they may reduce investment in risky

assets, which typically feature higher expected but more volatile returns, to avoid costly
financial distress. On the other hand, they may also invest more in risky assets, increase
the chance of both improving and worsening their funded status, and essentially shift
risk to pension underwriters, usually government agencies. This paper highlights how a
major difference in accounting standards related to liability discount rate can encourage
public funds to take more risk than their private counterparts. Specifically, a public PF can
use the “long-term expected return” on its entire portfolio as the discount rate, and hence
can choose a higher discount rate, claim a lower present value of total liabilities, and
report a better funded status by investing more in risky assets. By contrast, private PFs
are required by regulatory mandates to use a mix of long-term Treasury and high-grade
corporate bond yields, which they take as given, resulting in a discount rate that reflects
the assumed low risk of pension liabilities. Therefore, ceteris paribus, public PFs are more
likely to shift toward risky assets as their funded status deteriorates.
This paper begins with an overview of the institutional details about how PFs work,
highlighting a key difference in discount rate regulation between public and private
PFs. Employees are required to contribute a minimum proportion of their income to an
eligible pension plan, and can choose to contribute more. When taking plan members’
contribution, PFs promise a fixed amount of benefits to employees during their retirement,
2 In

fact, many PFs, especially public ones, have been suffering from severe underfunding (Novy-Marx
and Rauh, 2009,2011). More details in Sec.2.1.
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hence the term “defined-benefit”. PFs then invest members’ contribution in various assets,
generate returns, and repay employees after they retire. Notably, a PF’s liabilities owed
to its members are pre-determined and do not depend on how well its investment
strategy performs. Therefore, PFs are constantly worried about asset-liability mismatch,
particularly when investment returns are not sufficiently high to pay promised benefits
to current retirees.
Since employees start contributing from an early age, the liabilities of PFs are usually
very long-term. This makes the present value of total liabilities quite sensitive to the
liability discount rate used to value the stream of promised benefits. The higher the
discount rate, the lower the present value of total liabilities, and the higher a PF’s funded
ratio (total assets to total liabilities). Public and private PFs, however, face fundamentally
different accounting standards that specify how they may choose their discount rates.
Private PFs, mostly sponsored by corporations, were required to discount liabilities
using 30-year Treasury rate until 2004. Since 2006, they could use a blend of long-term
upper-medium-to-high-grade corporate bonds. Since pension obligations resemble senior
debt for corporations, this is in accordance with a tenet of financial economics that the
discount rate should reflect the risk profile of pension liabilities. However, public PFs,
mostly state and local retirement plans in this paper, following Government Accounting
Standards Board (GASB) guidelines, are to discount pension liabilities at the expected
rate of return on pension assets. This can motivate public PFs, particularly underfunded
ones, to invest in risky assets with high expected returns in order to justify an excessively
high discount rate. A high discount rate is inconsistent with the risk profile of public
pension liabilities, which in most states are guaranteed by state constitutions and virtually
default free.
After an overview of institutional details on how PFs work in the U.S., this paper then
documents the differential evolution of asset allocation and discount rates for public and
private PFs. Among major asset classes, equity, fixed income, and alternative typically
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account for over 90% of a PF’s entire portfolio, and fixed income is considered less risky
than equity, which is then considered less risky than alternative. Since the early 1990s,
public PFs have witnessed a sizable shift from fixed income to equity and alternative
in their investment portfolios, without significant movements in cash or others, so this
paper will focus on fixed income, equity, and alternative. Among the largest 100 public
PFs, the average share of fixed income fell from 42.1% in 1992 to 22.5% in 2016, equities
rose from 39.8% to above 52.5%, and alternatives rose from 2.4% to 12.6%. This shift from
fixed income to equity and alternative also occurred among private PFs, but the changes
were much smaller.
The differential trend in PFs’ asset allocation coincided with differential trend in their
discount rates. As compared to private PFs, public PFs chose very high and remarkably
similar discount rates. For instance, from 2005 to 2016, the average discount rate among
the largest 100 public PFs stayed near 8%, with quite small differences between PFs
every year. In other words, public PF’s discount rates hardly moved with benchmark
interest rates, which underwent an extended period of zero lower bound (ZLB) following
the 2008 financial crisis, and only started to rise slowly in late 2015. By contrast, the
average discount rate among the 100 largest private PFs started much lower at 5.5% in
2005, moved almost in parallel with 10-year Treasury yield, and fell to 3.8% in 2016. This
suggests that private PFs followed regulatory guidelines, i.e. based their discount rates
on long-term high-grade corporate bonds, whose yields followed benchmark interest
rates closely.
The paper then delves deeper into the discount rate that public PFs use. A public
PF’s discount rate turns out identical or very close to the average of “long-term expected
return” across asset classes, weighted by the respective allocation target (share of total
investment). This suggests that, consistent with GASB rules, public PFs use the “long-term
expected return” on an entire portfolio as the discount rate, and the expected return on an
entire portfolio is an average of the expected return of individual asset classes, although
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the explicit formula regarding how this average is calculated remains missing in public
PFs’ official reports. If interest rates decline, expected return on relatively safe assets will
be adjusted downward accordingly. As expected return is usually based on actual return
over a long time period (usually 5-15 years in official reports), the movements in expected
return will not be as large as those in contemporary interest rates. Still, if interest rates
remain low for years, public PFs will have to increase the share of risky assets to keep
discount rates high.
Next, using PF asset holdings data from the early 1990s to present, this paper shows
that the risk-management incentive outweighs the risk-shifting incentive for private PFs.
For private PFs, a 1 percentage point (p.p.) decrease in funded ratio, namely total assets
over total liabilities, predicts a 0.13 p.p. increase in the share of fixed income, a 0.18 p.p.
decrease in equity, and a 0.05 p.p. decrease in alternative. Similarly, a 1 p.p. decrease
in 10-year Treasury yield, a proxy for return on safe assets, is associated with a 5.60
p.p. increase in fixed income, a 4.34 p.p. decrease in equity, and a 1.64 p.p. decrease in
alternative. In other words, as their liability pressure grows, private PFs tend to choose
a safer portfolio. It is the opposite for public PFs: as their funded ratio or benchmark
interest rates fall, public PFs do not shift from equity and alternative to fixed income
as private PFs do, and in many cases shift in the opposite direction. This pattern is
particularly evident when public PFs are severely underfunded. It is also highly salient
after the 2008 financial crisis: this unprecedented long period of ZLB under quantitative
easing (QE) made it very difficult for underfunded public PFs to maintain their funded
status, inducing them to shift toward riskier asset classes. The enormous inflow from
traditionally risk-averse, large institutional investors such as pension funds and insurance
companies, provides an explanation of the alternative investment boom in the last decade.
The paper proceeds to presenting further evidence consistent with the discount rate
channel. Given that public and private PFs differ in many aspects in addition to discount
rate regulation, this paper focuses on exploring the within-group heterogeneity among
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public PFs. To begin with, this paper first checks whether investing more in riskier assets
allows public PFs to claim a higher discount rate. Indeed, among public PFs, a 1 p.p.
increase in equity predicts a 0.15 p.p. increase in discount rate, yet this pattern is not
observed among private PFs.
Next, adding a large amount of hand-collected data, this paper presents three sets
of evidence showing that public PFs that benefit more from discount rate manipulation
indeed shift more from safer to riskier assets when their liability pressure rises. First,
public PFs with more retired members: a 1 p.p. increase in the proportion of retirees
predicts a 0.53 p.p. decrease in fixed income, while a 0.71 p.p. increase in equity and
a 0.33 p.p. increase in alternative. The more retirees receiving benefits from, and the
fewer employees contributing to, a PF, the higher the liability pressure this PF faces, and
the more likely that this PF wants to report lower liabilities. Second, public PFs whose
liabilities have longer duration: a 1 year increase in liability duration predicts a further
increase of 0.06 p.p. in equity in response to a 1 p.p. increase in 10-year Treasury yield.
Since the present value of these PFs’ liabilities is more sensitive to changes in the discount
rate, so even with just a slightly higher discount rate, these PFs can report much smaller
liabilities. Third, public PFs with more board members from state or local governments:
a 1 p.p. increase in the proportion of board members as government representatives
is associated with a further increase of 0.02 p.p. in alternative in response to a 1 p.p.
increase in 10-year Treasury yield. In most states, if public PFs run severe deficits, state
and local governments are obligated to make up the shortfall. Since pension deficits are
long-term problems difficult to solve in just several years, when state and local politicians
see their public PFs underfunded, they may want to cover up the actual deficits and
leave the problem to the next administration, while making money available for more
politically popular projects.
Last but not least, for a subset of public PFs with necessary data, the paper examines asset classes more closely and finds further evidence consistent with public PFs
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manipulating their discount rates. First, between 2007 and 2016, the relative change in the
“long-term expected return” (LTER) of an individual asset class is positively correlated
with the change in its portfolio share. In this almost decade-long period of ZLB, the LTER
of many asset classes dropped significantly, but fixed income experienced a particularly
sharp decline in yields as compared to equity and alternative. This finding thus suggests
that, in order to maintain a high discount rate, public PFs had to shift away from asset
classes that witnessed the greatest decline in their yields. Second, as public PFs face
increasing liability pressure, the move toward riskier assets happens only across, but not
within, asset classes. While underfunded public PFs invest less in fixed income and more
in equity as their funded status worsens, the composition of the two broad asset classes
stays roughly the same: for instance, neither the share of high-yield bond in fixed income,
nor the share of high-beta stocks in equity, changes significantly. As described earlier, a
public PF’s discount rate seems a weighted average of LTER of individual asset classes,
which is typically some benchmark index like S&P 500 that are difficult to manipulate.
Therefore, public PFs can justify a higher discount rate by moving toward riskier asset
classes, but not by taking more risk within asset classes.
This paper is closely related to the long literature on the risk-management vs.
risk-shifting incentives of equity holders, in most cases firms or investment managers
approaching financial distress (Andrade & Kaplan (1998); Leland (1998); Graham &
Harvey (2001); Gropp et al. (2011); Huang et al. (2011); Gilje (2016); Gormley & Matsa
(2016); etc.). Most related to this paper is Rauh (2009), who finds that, among U.S.
corporate PFs, the risk-management incentive seems to dominate. This paper includes
public PFs, and emphasizes an institutional distortion that makes public PFs more likely
to shift risk than their private counterparts. The paper highlights the importance of
considering the return distribution of various assets, in addition to an agent’s distance
from financial distress, when examining the agent’s competing incentives regarding
risk-taking decisions.
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This paper directly contributes to existing research on the characteristics and behavior
of individual PFs. Despite the enormous size of PFs, the volume of economic research
on PFs is dwarfed by that on other major asset managers like mutual funds, perhaps
due to the relative shortage of PF data. First, research on PF liabilities remains very
active. Some show private PF liabilities shape the corporate finance decisions of firms
supporting these pension plans (Bergstresser et al. (2006); Rauh (n.d.); Love et al. (2011);
Campbell et al. (2012), etc.), and some study public PF liabilities and generally find public
PFs in the U.S.A. severely underfunded (Brown & Wilcox (2009); Novy-Marx & Rauh
(2009), Novy-Marx & Rauh (n.d.)). This paper studies the liabilities of both private and
public PFs, and highlights a key difference in discount rate regulation that may help
explain public PFs’ alarming funded status. Second, another line of work studies PFs’
risk-taking behavior and asset allocation (Lucas & Zeldes (2006); Addoum et al. (2010);
Andonov et al. (2017); Andonov et al. (forthcoming)). After examining how public PFs
behave differently from private PFs, this paper looks deep into the variation between
public PFs and presents evidence consistent with discount rate manipulation by public
PFs.
As public PFs’ shift toward riskier assets appeared particular large during the ZLB
period, this paper speaks to an unintended consequence of QE related to investors’ reachfor-yield behavior and adds to the ongoing debate about how QE affected macro-financial
stability. An increasing amount of empirical evidence shows that various institutional
investors, including mutual funds, insurance companies, and banks, take more risk in
the current low-interest environment (Chodorow-Reich (2014); Becker & Ivashina (2015);
Maggio & Kacperczyk (2017); Aramonte et al. (2015), etc.). Stein (2013) summarizes two
views on the pricing of credit risk over time, one “primitive preferences and beliefs” and
the other “institutions, agency, and incentives”, and recommends augmenting the first
view with the second to fully understand credit market overheating. This paper adds PFs
to the list of investors that regulators may want to watch for reach-for-yield concerns,
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and highlights public PFs’ discount rate manipulation as an example to support the
“institutions, agency, and incentives” view. Moreover, the substantial capital flow from
public PFs to alternative investment, for instance hedge funds and private equity, might
have played an important role in an alternative investment cycle.

3

The rest of this paper proceeds as follows. Section 2 sketches the institutional
background of how PFs work in the U.S.A., and lists the main data sources. Section
3 compares the asset allocation between public and private PFs, showing that, as PFs
approach financial distress, public PFs take more risk than their private counterparts. By
exploring the variation between public PFs, Section 4 evidences the link between public
PFs’ stronger tendency to shift risk and the discount rate regulation that they are subject
to. Section 5 concludes and discusses next steps.

2

Pension Funds in the U.S.A.
This section describes the institutional details about how PFs work in the U.S. It

highlights the difference in liability discount rate regulation between public and private
PFs, and explains why this difference may encourage public PFs to take more risk. The
section then lists the data sources for PF characteristics and behavior, in particular their
liabilities and asset allocation, and provides summary statistics of key variables.

2.1

PF Assets, Liabilities, and Discount Rate
Broadly, there are two categories of retirement plans in the U.S.A.: defined benefit

(DB) vs. defined contribution (DC). A DB plan promises post-retirement regular benefits
to their members, usually based on an employee’s salary trajectory and years of service.
A DC plan, in comparison, specifies how much an employee needs to contribute regularly,
3 An

example of such alternative investment cycles is venture capital cycle, as documented in Gompers
& Lerner (2014) and Gompers et al. (2008).
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often augmented with employer contributions, but the amount of benefits for retirees
is uncertain. While DB plans used to dominate, private plans (mostly corporate, some
union) have been gradually moving to DC since the Employee Retirement Income Security
Act (ERISA) of 1974. In comparison, public plans, especially state and local governments’,
have largely remained DB, although some public plans started offering DC coverage to
new enrollees very recently. As of 2015 Q1, there were $24.9 trillion retirement assets in
the U.S.A., of which individual retirement accounts (IRAs) accounted for $7.6 trillion,
public DB $5.1 trillion, corporate DB $3.2tn, and DC $6.8 trillion with $4.7 trillion in
401(k).

4

In comparison, total assets under management (AUM) of the mutual fund

industry was $15.9 trillion at the end of 2014.

5

The enormous size of pension plans

means that even small changes in their asset allocation can reshape financial markets,
particularly smaller markets like those for some alternative investments. For instance, in
2014, 20% of capital invested in venture capital came from public PFs (largest), and 7%
from corporate PFs.

6

A DB plan takes contribution from employees, pool their contributions in a PF to
invest in various assets, and pay the promised benefits during these employees’ retirement.
7

When deciding how much to deduct from employees’ paychecks, a DB plan needs to

make assumptions about liability growth and asset returns far into the future. Funded
ratio, defined as total assets over total liabilities, has been used as a headline metric of a
DB plan’s financial health. Unexpected liability growth, for example due to an increase in
the length of retirement, or unexpected return decline, for instance due to an extended
4 Meaghan

Kilroy, “ICI: U.S. retirement assets increase 1.3% in quarter on DC, IRA gains”, Pensions &
Investments, Jun. 29 2015.
5 Investment
6 Allison
7 In

Company Institute, 2015 Investment Company Factbook, 55th ed.

Schrager, “Behind the Venture Capital Boom: Public Pensions”, Bloomberg News, Sep. 23 2014.

future, this paper refers to defined benefit pension funds (DB PFs) in the U.S.A. as “PFs” for
simplicity.
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period of low interest rates, can make a DB PF underfunded (funded ratio < 1).
The reported value of total assets is usually marked to market, although seldom
instantaneously (say, based on average stock prices in the last 30 days prior to reporting
date), and comoves with investment performance. Total liabilities, however, are largely
independent of investment performance and usually have longer duration than asset
holdings, creating potential for asset-liability mismatch. When calculating the present
value of total liabilities, a DB plan discounts promised future payments at a liability
discount rate. Due to the very long-term nature of pension liabilities, a slight change in
the discount rate can significantly change reported total liabilities. This discount rate is
supposed to reflect the risk profile of pension liabilities, which should be very safe. It
is the case for private PFs: they were required to use 30-year Treasury rate until 2004.
Since 2006, they could use a blend of long-term high-quality corporate bonds. Either
way, private PFs’ discount rate is beyond their control. In comparison, according to the
GASB, state and local government PFs typically use “expected long-term investment
yield” as the discount rate.

8

In other words, by investing more in riskier assets with

higher expected returns, public PFs can claim a higher discount rate.
When PFs are underfunded, the conflicting incentives of risk management vs. risk
shifting become salient. One the one hand, it is quite costly for PFs to become insolvent,
and PFs have an incentive to reduce the riskiness of their portfolios to avoid financial
distress. For underfunded public PFs, governments may have to cut spending on some
other more urgent or popular projects in order to ensure pension payments. As an
important indicator of fiscal health, the funded status of public PFs is closely monitored
by media, and an alarming funded ratio will signal a government’s inability to meet
its financial obligations and may force taxpayers to make up the shortfall. Similarly
for underfunded private PFs, firms may be forced to give up profitable investment
8 GASB

Statement 68, effective Jun. 15 2014, introduces more stringent rules for discount rate choice.
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opportunities, raise contributions from current employees, or cut benefits to retirees.

9

A

large amount of unmet pension liabilities, de facto senior debt to firms, will adversely
affect firms’ access to financing. On the other hand, both public and private pension
liabilities are insured, creating moral hazard for PF managers. In most states, public
employees’ pension benefits are guaranteed by state constitutions and virtually default
free.

10

Most private DB plans are insured by the Pension Benefit Guaranty Corporation

(PBGC), an independent government agency that collects pension insurance premiums
from private employers and pays benefits to participants of failed pension plans. If a
PF becomes severely underfunded (and many PFs, in particular public ones, indeed
are), the manager may make more risky investments in order to boost the chance of
significantly improving the funded status, essentially shifting the risk of PF failure to
pension underwriters.
While which incentive dominates remains an empirical question, the difference
in discount rate regulation gives public PFs an additional incentive to take risk. This
incentive is particularly strong when PFs become severely underfunded, for instance
when their funded ratio declines to a very low level, or when safe assets are yielding
exceptionally low. By investing more in riskier assets, public PFs can justify a higher
discount rate, reduce the present value of total liabilities, and report a higher funded ratio.
The rest of this paper will present empirical evidence supporting this main hypothesis.
9 In

fact, Pension Protection Act of 2006 mandates that private PFs “with funding shortfalls must
increase their contributions sufficiently to amortize their unfunded liability over a 7-year period”.
10 In

fact, in the few cases where local governments experienced significant financial difficulty, e.g. New
York City in the 1970s, Orange County of California in mid-1990s, local governments cut budget, laid off
public-sector workers, yet met accrued DB obligations in full (Brown and Wilcox, 2009).
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2.2

Data and Summary Statistics
The data used in this paper come from several sources. Most empirical work involves

panel data at PF-year level. The majority of PF assets and liabilities data come from two
sources. First, focused on asset allocation, Pensions and Investments (P&I) provides an
annual survey of the largest 1000 retirement funds in the U.S.A. from 1992 to 2016, and
a more detailed annual survey of the largest 100 public PFs (Public 100) and the largest
100 private PFs (Corporate 100) from 2004 to 2016. Notably, Public 100 and Corporate 100
record the consultants and investment managers by broad asset classes. Second, the
Center for Retirement Research (CRR) at Boston College collects data from 115 state and
35 local government PFs from 2001 to 2016. This dataset provides detailed data on more
public PFs than the P&I Public 100, together with more variables of plan characteristics in
addition to asset allocation.
Additional data on PF characteristics and behavior come from the following sources.
First, every year, large public PFs publish Comprehensive Annual Financial Reports
(CAFRs) and Actuarial Valuations (AVs), and public companies file Form 10-K to the
SEC, which contain very rich data of public and private PFs, respectively. Many public
PFs make their CAFRs accessible online. Most of such data have not been compiled
into ready-to-use datasets, necessitating a considerable amount of hand-collection work.
Public companies’ 10-K data are extracted and standardized by Compustat. Second, the
U.S. Department of Labor asks every pension sponsor with more than 100 employees
to file Form 5500 to report its PF’s financial health every year, including PFs of private
firms that are usually much smaller than public firms. Third, Sec.?? uses security-level
data from a subset of PFs. Thomson Reuters Institutional Holdings consolidates institutional
investors’ equity long positions and options based on SEC Form 13-F, and Thomson Reuters
Lipper eMAXX compiles fixed income holdings, both at quarterly level.
Many pieces of data are spread out in various sources, so one needs to match PFs

67
across data sources, often by name. The number of variables in most data sources increases
significantly over time. The main sample of PFs used in this paper consists of roughly 150
large public PFs and 100 large PFs in terms of total assets, which hold the vast majority
of DB assets in the U.S.A., every year from 2004 to 2016, although the paper will use the
largest sample available for each empirical test, given data constraints. It is noteworthy
that, although the aggregate PF assets and liabilities exhibit massive changes over time,
the ranking of the largest PFs remains fairly stable, with few dropouts from the sample
and few new ones. Following how most PFs report their asset allocation, and to maintain
consistency across different data sources, this paper classifies PF investments into 5 broad
asset classes: cash and short-term investments, equity, fixed income, alternative, and
others. Among the 5 classes, equity, fixed income, and alternative typically account for
over 90% of the portfolio, and alternative is generally considered riskier than equity, and
equity riskier than fixed income. In the sample period, neither cash nor others saw drastic
growth or exhibited differential patterns between public and private PFs. This paper will
thus focus on equity, fixed income, and alternative.
Table 2.1 reports basic summary statistics for the main sample. From 2004 to 2016,
public PFs exhibited dramatically different trends from private PFs. The average public
PF experienced an sizable increase of around 30% in both total assets and liabilities,
with larger growth in liabilities, resulting in a significantly lower funded ratio (from
0.83 to 0.72). In an average PF’s portfolio, the dramatic fall in equity and fixed income
accompanied a considerable rise in alternative. The average private PF, in comparison,
experienced modest changes in total assets and liabilities, and a smaller decline in its
funded status. There was a major shift from equity to fixed income and alternative, but
the increase in alternative was smaller than public PFs.
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Table 2.1: Summary Statistics, Public vs. Private Pension Funds

Sample: Pensions Investments, Public 100 and Corporate 100, DB plans, 2004-2016.
Mean

Public
Median

S.D

Mean

Private
Median

S.D

2004
Assets
Liabilities
Funded ratio
% Equity
% Fixed income
% Alternative

24.82
33.36
82.94
60.17
28.95
8.62

10.04 37.01
1.14 6.32
83.98 16.76
60.75 9.51
28.00 9.95
8.10 6.63

12.64
13.19
92.66
62.39
27.51
7.09

7.25
8.09
92.21
64.00
27.00
5.00

15.50
14.58
14.59
13.09
8.50
9.91

2016
Assets
Liabilities
Funded ratio
% Equity
% Fixed income
% Alternative

31.88
44.50
71.67
49.70
22.51
22.16

12.46
0.87
73.10
51.37
21.60
20.59

11.99
14.49
85.73
39.21
38.49
15.19

6.62
8.06
85.21
40.83
34.44
13.74

12.73
15.62
16.12
16.87
16.02
13.84

50.50
4.96
17.06
13.52
10.30
12.01

Notes: (1) Assets and liabilities in billion $, ratios and shares in %.
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3

Public vs. Private Pension Funds
This section compares the discount rate and asset allocation between public and

private PFs. It documents how PF discount rates evolved over time, and examines how
public PFs allocate their investments differently from private PFs as their liability pressure
increases. Empirical evidence suggests that public PFs have a weaker risk-management
incentive, or a stronger risk-shifting incentive, than private PFs, and this pattern is at least
in part driven by the difference in discount rate regulation.

3.1

PF Discount Rate
Figure 2.1 shows the striking difference between discount rates used by public and

private PFs. Since the early 1990s, the 10-year U.S. Treasury yield, a benchmark interest
rate on long-term safe assets, has fallen considerably: 7.3% in 1992, 6.1% in 2000, 4.7% in
2007, 2.2% in 2016. Treasury yields went through short periods of increase before the 2008
financial crisis, but kept going down for almost a decade, before the Fed started raising
interest rates again in late 2016. High-grade corporate bonds yields move along Treasury
yields, so do the discount rate that many private PFs use. This is in accordance with the
discount rate regulation for private PFs, who were required to use 30-year Treasury rate
until 2004, and could use a blend of long-term upper-medium-to-high-grade corporate
bonds starting in 2006. By contrast, the vast majority of public PFs assume excessively
high discount rates that hardly move with benchmark rates. The average discount rate
used by public PF has remained around 8.0% since the early 2000s, declined only slightly
during the ZLB period, and the dispersion across public PFs has been fairly small (around
0.4 p.p. across public PFs). Such high discount rates reduce the reported liabilities of
public PFs, allowing them to avoid, or postpone, cutting benefits to retirees or raising
contribution from employees.
As public PFs use “long-term expected return” (LTER) as their discount rate, to
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Figure 2.1: Time-series of Liability Discount Rate and Interest Rate
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maintain a high discount rate, public PFs need to justify a high LTER. Based on handcollected data from public PFs’ CAFRs, although the explicit formula is not always given,
this LTER on the entire portfolio is equal or very close to an average of LTER across
different asset classes, weighted by the target share of each asset class. Figure 2.2 from
the 2014 CAFR of the Ohio Public Employees Retirement System (OPERS) gives a good
example. The LETR of an individual asset class is typically a widely used index, for
instance MSCI and Barclays Fixed Income Aggregates, that are difficult to manipulate.
While an asset class’ LETR does not track contemporary fluctuations in its respective
index one-to-one, it does follow the long-term movements, and there seems to be some
extrapolation based on some “moving average” of recent observations. Sometimes public
PFs make assumptions about the real return of each asset class, take the weighted average
of the real return rates, and add an assumed inflation rate for cost of living adjustment
(COLA) to obtain the “long-term expected return”. For an individual PF, assumed longterm inflation seems quite stable throughout this paper’s sample period, suggesting that,
as LTERs of individual asset classes move with market conditions, a public PF needs to
adjust investment positions in order to justify its LTER.

3.2

Asset Allocation: Public vs. Private PFs
This paper now presents evidence that, as liability pressure increases, public PFs are

more likely to take risk, essentially shifting risk to pension underwriters, than private
PFs, suggesting that the difference in discount rate regulation may play an important role.
For PF i in year t, regressions in this subsection take the following form,
IAit = α0 + β 1 FSit + β 2 FSit ∗ Publici + eit

(2.1)

where
• “IA” stands for “investment allocation”, namely the percentage of an asset classes
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Figure 2.2: Decomposition of Public PFs’ Discount Rate

in a PF’s entire portfolio.
• “FS” is short for “funded status”, or how far a PF is from financial distress. This
is measured using either a PF’s funded ratio or 10-year U.S. treasury yield. An
increase in funded ratio or long-term Treasury yield, a proxy for return on long-term
safe assets, indicates a lower risk of being underfunded.
• “Public” is an indicator for being a public PFs.
All regressions included PF fixed effects, and double-cluster standard errors independently by PF and year, following Cameron & Miller (2015). For regressions using funded
ratio, a year fixed effect is included; for regressions using 10-year Treasury yield (annual
average) instead, a linear time trend is added.
Table 2.2(A) presents results using funded ratio as a proxy for funded status. Columns
(2)-(4) suggest that, as private PFs face approach financial distress, on average they
decrease risky investments and increase safe investments: a 1 percentage point (p.p.)
decrease in funded ratio predicts a 0.18 p.p. decrease in equity and 0.05 p.p. decrease in
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alternative, but a 0.13 increase in fixed income. This pattern is reversed among public
PFs: a decrease in funded ratio is associated with an increase in equity and alternative,
yet a decrease in fixed income, as compared to private PFs. In fact, for public PFs, a lower
funded ratio is correlated with a net increase in equity and alternative, although this
net increase is not always statistically significant. Table 2.2(B) replaces funded ratio in
Table 2.2(A) with 10-year Treasury yield, an increase in which is typically accompanied
by return on other long-term relatively safe assets like high-grade corporate bonds, and
implies an improvement in PFs’ funded status for PFs. This exercise generates very
similar results: for private PFs, a lower safe asset yield is associated with a lower share
of equity and alternative, and a higher share in fixed income. Public PFs again exhibit
the opposite pattern. Table 2.3 replicates Table 2.2(B) using longer time-series, as funded
ratio data are unavailable for private PFs in the 1990s. Very similar results are found in
this larger sample. Note that the movements in cash and others are quite insignificant
throughout, so we will focus on equity, fixed income, and alternative in the empirical
analysis to follow.
Table 2.4 suggests that public PFs can indeed claim a higher discount rate by increasing investment in risky asset classes. Columns (1)-(3) show that, for an average
public PF, a 1 p.p. increase in equity, fixed income, and alternative is associated with
a 0.15 p.p. increase, a 0.20 p.p. decrease, and a 0.12 p.p. increase in its discount rate,
respectively. This is consistent with the view that underfunded public PFs engage in less
risk management in order to maintain a high discount rate.
While the evidence above suggests that private PFs have a stronger incentive to
manage risk than public PFs, private and public PFs differ in many aspects, not just
discount rate standards. For instance, one may argue that public PFs invest more in
alternative simply because public PFs tend to be much larger (Table 2.1 and have more
bargaining power against alternative investment managers. Plus, public PFs are arguably
more patient and have a longer investment horizon, so they better fit the role of limited
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Table 2.2: Pension Fund Asset Allocation, Public vs. Private (I)

Sample: Pensions & Investments, Public 100 and Corporate 100, DB plans, 2004-2016.
Panel (A)
(1)
(2)
(3)
(4)
(5)
Dependent variable: asset allo- Cash
and Equity
Fixed income Alternative
Other
cation %
short-term
Funded ratio
-0.058
0.183**
-0.132**
0.050*
-0.043
(0.071)
(0.087)
(0.061)
(0.027)
(0.065)
(Funded ratio) X public
-0.062
-0.376*
0.403**
-0.234**
0.169
(0.073)
(0.208)
(0.193)
(0.102)
(0.186)
R-squared
N

0.236
2070

0.302
2071

0.313
2071

0.248
1991

0.269
1934

Panel (B)
(6)
(7)
(8)
(9)
(10)
Dependent Variable: Asset Allo- Cash
and Equity
Fixed Income Alternative
Other
cation %
Short-term
10y Treasury yield
-0.450
4.338***
-4.833***
1.641**
1.821**
(0.530)
(0.734)
(0.653)
(0.627)
(0.816)
(10y Treasury yield) X public
0.666
-4.148***
5.601***
-2.142**
-2.503
(0.615)
(0.906)
(0.823)
(0.840)
(1.895)
R-squared
N

0.731
2112

0.777
2101

0.846
2016

0.761
1943

0.805
2101

Notes: (1) Pension fund fixed effects (FE) always included. Year FE included in Panel (A), a linear time
trend included in Panel (B). (2) Standard errors are independently clustered by fund and by year. (3)
Controls: ln(total assets), % external.
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Table 2.3: Pension Fund Asset Allocation, Public vs. Private (II)

Sample: Pensions & Investments, Public 100 and Corporate 100, DB plans, 2004-2016.
(1)
(2)
(3)
Dependent variable: asset Equity
Fixed
in- Alternative
allocation %
come
10y Treasury
3.828***
-4.512**
1.461**
(1.312)
(2.374)
(0.521)
(10y Treasury) X public
-4.148**
4.401**
-1.643**
(2.105)
(2.145)
(0.710)
R-squared
N

0.209
10880

0.161
11340

0.195
10152

Notes: (1) Pension plan fixed effects and linear time trend included in all regressions. (2) Standard errors
double clustered independently by PF and by year. (3) *** statistically significant at 1% level; ** 5% level; *
10% level.

Table 2.4: Asset Allocation and Liability Discount Rate

Sample: Pensions & Investments, Public 100 and Corporate 100, DB plans, 2004-2016.
(1)

(2)

(3)

Dependent variable: liability discount rate %
Fixed
come

Equity
% Asset
% Asset X public

R-squared
N

in- Alternative

0.143
(0.409)
0.148**
(0.065)

-0.223
(0.310)
-0.201*
(0.126)

-0.027
(0.150)
0.121*
(0.065)

0.209
2045

0.161
2007

0.265
1945

Notes: (1) Pension plan and year fixed effects included in all regressions. (2) Standard errors double
clustered independently by PF and by year. (3) *** statistically significant at 1% level; ** 5% level; * 10%
level.
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partners for hedge funds, private equity, venture capital . . . that often require a lock-up
period of several years. This will not explain, however, why public PFs also invest more
in equity, openly traded on stock exchanges, in particular when their liability pressure
grows. Still, it is difficult to completely rule out alternative hypotheses related to other
differences between public and private PFs. Therefore, the next section will focus on
variation between public PFs, and provide supporting evidence to the view that the
discount rate standard for public PFs drive their investment.

4

Variation between Public Pension Funds
This section explores the variation between public PFs. It finds that public PFs who

benefit more from manipulating their discount rates exhibit a stronger pattern of risk
shifting, and thus evidences the important role that the discount rate standard plays in
driving public PFs’ investment across major asset classes. The section provides further
supporting evidence based on public PFs’ allocation within asset classes.

4.1

Allocation across Asset Classes
Table 2.5 shows that the more underfunded public PFs tend to investment more in

risky asset classes, in line with the view that public PFs take more risk to under-report
their liabilities. Columns (1)-(3) use funded ratio to measure a PF’s funded status, while
Columns (4)-(6) use the percentage of pension plan members who are retirees. The more
retirees receiving pension benefits relative to employees making contributions, the more
likely a PF is underfunded. To the extent that public PFs adjust their discount rates in
order to sustain a healthy funded ratio, the share of retirees may serve as a better measure
of a PF’s true funded status. Indeed, public PFs’ risk-shifting pattern appears more
pronounced when one uses “% Retired” rather than funded ratio. Table 2.5(B) replicates
2.5(A) using target, rather than actual, asset allocation, since the actual allocation shares
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may fluctuate with capital market conditions and do not accurately reflect PFs’ intention.
Since asset allocation target are set at the beginning of a fiscal year, we use 1-year lags of
independent variables. The results turn out quite similar, likely because public PFs can
rebalance their portfolios during a fiscal year to ensure that the actual asset allocation
does not deviate too far from their targets.
Table 2.5: Public Pension Funds’ Asset Allocation

Sample: Center for Retirement Research, Public Plans Database, 150 state and local
pension plans, 2000-2016.
Panel (A): Actual Allocation
(1)

Dependent Variable: Asset
Allocation %
Funded ratio

(2)
(3)
Alternative
Fixed
Income
-0.322*
0.208
-0.255*
(0.172)
(0.224)
(0.149)

Equity

% retired

R-squared
N

0.276
2237

0.193
2221

0.255
2180

(4)

(5)

(6)
Alternative

0.797**
(0.371)

-0.534*
(0.306)

0.335**
(0.157)

0.219
2237

0.229
2221

0.185
2180

(5)

(6)
Alternative

0.706**
(0.348)

-0.535**
(0.283)

0.329**
(0.166)

0.205
2205

0.244
2168

0.214
2180

Equity

Fixed
Income

Panel (B): Target Allocation
(1)

Dependent Variable: Asset
Allocation %
Funded ratio

(2)
(3)
Fixed
Alternative
Income
-0.338
0.186
-0.216*
(0.265)
(0.155)
(0.123)

Equity

% retired

R-squared
N

0.301
2206

0.227
2191

0.245
2208

(5)
Equity

Fixed
Income

Notes: (1) Pension fund and year fixed effects included in all regressions. (2) Standard errors double
clustered independently by PF and by year. (3) *** statistically significant at 1% level; ** 5% level; * 10%
level.

Table 2.6 shows that, the longer an underfunded public PF’s liability duration, the
more it shifts to risky asset classes. Long duration means that the present value of total
liabilities is sensitive to slight changes in the discount rate, and the more a PF can lower

78
reported liabilities by using a higher discount rate. In addition, a long duration is often
associated with a long debt maturity, implying that a PF faces a longer time horizon to
make up funding shortfall, even after heavy losses from current investments. GASB 67,
effective for fiscal years beginning after Jul. 2013, requires public PFs to disclose total
pension liability (TPL) under alternative assumptions of the discount rate being 1 p.p.
higher or lower. Following Rauh (2017), let TPLr denote the total pension liabilities using
discount rate r,
Implied duration =

TPLr+1% − TPLr−1%
2 ∗ TPLr

Prior to this, one needs to make strong assumptions to infer pension liability duration and
convexity (Novy-Marx and Rauh, 2011). Such calculation provides estimated duration,
typically 9 − 15 years, for Table 2.6, where it is clear that underfunded public PFs with
longer liability duration take more risk, again in terms of shifting from fixed come
to equity and alternative. Columns (1)-(3) show that, while a higher share of retirees
predicts more investment in riskier asset assets and less in safer assets, a 1-year increase
in duration is correlated with a 8 − 18% increase in this effect. Results of the same sign,
but smaller magnitude, are found when one uses 10-year Treasury yield to measure PFs’
funded status.
Table 2.7 shows that, the stronger voice a state or local government has in its PF, the
more evident this PF’s risk-shifting behavior. In general, a public PF’s board of trustees
has power to decide on its asset allocation and discount rate assumption, and there are 3
categories of board members: those representing the state or local government (either
elected or appointed by the government, or ex-officio), those representing the general
public, and those representing plan participants. Government representatives, often with
close ties to incumbent politicians, may feel tempted to reduce reported liabilities so
that they can allocate government budget to more popular current projects, rather than
unfunded liabilities of public PFs. Politicians seeing their term limits may also want
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Table 2.6: Public Pension Funds’ Liability Duration and Asset Allocation

Sample: Pensions & Investments, Public 100, DB plans, 2004-2016.
(1)
(2)
(3)
Dependent variable: asset Equity
Fixed
in- Alternative
allocation %
come
% retired
0.491**
-0.468**
0.327**
(0.244)
(0.229)
(0.145)
10y Treasury
Implied duration
(Implied duration)*(% retired)
(Implied
Treasury)

R-squared
N

-0.023
(0.047)
0.043**

0.052
(0.105)
-0.095*

-0.269
(0.154)
0.061**

(0.022)

(0.053)

(0.025)

(4)
Equity

duration)*(10y

0.178
1280

0.204
1280

0.164
1280

Fixed
come

(5)
(6)
In- Alternative

-1.006**
(0.507)
-0.391*
(0.223)

0.812
(0.528)
0.352*
(0.180)

-1.001***
(0.402)
-0.738
(0.537)

-0.063**

0.046**

-0.025*

(0.031)

(0.024)

(0.014)

0.179
1320

0.237
1320

0.167
1320

Notes: (1) Pension plan fixed effects and linear time trend included in all regressions. (2) Standard errors
double clustered independently by PF and by year. (3) *** statistically significant at 1% level; ** 5% level; *
10% level.

to leave long-term and difficult problems, such as public PFs’ lack of funding, to their
successors, as long as PF’s funded status does not call for immediate action during their
own terms. Hand-collected data from public PFs’ CAFRs show that public PFs usually
have 9 − 12 members, of whom 3-5 are government representatives. Table 2.7 examines
how board composition affects public PF’s risk taking.

11

Columns (1)-(3) show that

public PFs with more retirees invest more heavily in risky assets, and this pattern is
more evident among public PFs with a larger fraction of board members as government
representatives. A 10 p.p. increase in the proportion of government board members
almost make the correlation between “% retirees” and an asset share twice as large.
Results of the same sign and comparable magnitude, are found when one uses 10-year
Treasury yield to measure PFs’ funded status.
11 Since

board composition tends to be very stable over time, with many public PFs experiencing few or
no changes in a decade, one can only use state, but not PF, fixed effects.
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Table 2.7: Public Pension Plans’ Governance and Asset Allocation

Sample: Pensions Investments, Public 100, DB plans, 2004-2016.
(1)

Dependent Variable: Asset
Allocation %
% retired

(2)
(3)
Fixed
In- Alternative
come
0.421**
-0.348**
0.227*
(0.209)
(0.153)
(0.135)

Equity

10y Treasury
% gov. rep.
(% gov. rep.)*(% retired)
(% gov.
sury)

R-squared
N

0.012*
(0.007)
0.033**
(0.013)

-0.015
(0.010)
-0.034*
(0.019)

0.017**
(0.009)
0.027**
(0.012)

rep.)*(10y Trea-

0.178
1244

0.205
1244

0.165
1220

(4)
Equity

(5)
(6)
In- Alternative

Fixed
come

-0.936**
(0.507)
-0.038*
(0.022)

0.812
(0.528)
0.035*
(0.018)

-0.931**
(0.402)
-0.028
(0.054)

-0.034**

0.056**

-0.019*

(0.016)

(0.025)

0.178
1290

0.237
1300

(0.010)
0.167
1256

Notes: (1) State fixed effects and linear time trend included in all regressions. (2) Standard errors double
clustered independently by PF and by year. (3) *** statistically significant at 1% level; ** 5% level; * 10%
level.

4.2

Allocation within Asset Classes
While empirical analysis thus far has focused how PFs move between broad asset

classes, this subsection proceeds to a finer level. It deals with narrower asset classes and
even securities, using a subsample of public PFs for which data are available.
Table 2.8 shows that, after the 2008 financial crisis, as long-term return rates of many
asset classes experienced significant changes, public PFs facing high liability pressure
shift investment toward asset classes with a larger increase, or a smaller decrease, in
their long-tern expected return (LTER) rates. Recall Figure 2.1, while yields on long-term
safe assets fell dramatically under QE, public PFs’ discount rates did not go through a
comparable decline. Although the LTER of an individual asset classes does not track the
latest realized return instantaneously, such an extended period of ZLB does cause sizable
decreases in the LTER of some asset classes, particularly safer assets like high-grade fixed
income. In order to justify their high discount rates, public PFs need to shift toward
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riskier assets with relatively higher LTERs, and this incentive becomes particularly strong
when their funded status is approaching an alarming level. As shown in Table 2.8, for
public PFs, a decline in an asset class’ LTER is correlated with a decrease in its weight in
the entire portfolio, and this is particularly clear among under-funded PFs.

12

Note that,

likely due to the small sample size, there is a lack of statistical power, but the signs of
point estimates are consistent with the discount rate manipulation channel.
Table 2.8: Public Pension Plans, Past Returns and Asset Allocation

Sample: Pensions & Investments, Public 100, DB plans.
(1)
(2)
(3)
(4)
(5)
(6)
Dependent variable: 2007- Domestic eq- International Domestic
International Real estate
Private
16 change in asset alloca- uity
equity
fixed
in- fixed
inequity
tion %
come
come
% retired in 2007
0.314
0.148*
- 0.325**
-0.154
0.408
0.548*
(0.285)
(0.784)
(0.145)
(0.092)
(0.144)
(0.341)
Change in relative long0.405*
0.539
0.505*
-0.016
0.308
0.285
term expected return
(0.235)
(0.293)
(0.364)
(0.038)
(0.336)
(0.316)
(% retired in 2007) *
0.081
0.039*
0.109*
0.056
-0.108
0.128*
(Change in relative longterm expected return)
(0.061)
(0.022)
(0.135)
(0.083)
(0.165)
(0.068)
R-squared
N

0.106
95

0.091
95

0.095
92

0.150
82

0.079
55

0.138
72

Notes: (1) “Long-term expected retur” by asset class in 2014 is hand-collected from public PFs’ CAFRs,
and in 2007 is proxied by 2004-07 average policy index return. (2) *** statistically significant at 1% level; **
5% level; * 10% level.

Table 2.9 and 2.10 investigate asset allocation within two large classes, equity and
fixed income, for which security-level data are available for a small subset of public PFs.
13

As discussed in Sec.3.1, public PFs typically follow certain widely used benchmarks
12 It

is nothworthy that some of the changes in the observed allocation weights may come from changes
in asset valuation. Still, the sample in this table covers the ZLB period when a wide range of assets
experienced price inflation under QE, which at least partly alleviates the concern about asset valuation.
13 The

number of PFs in this exercise is fairly small since most PFs outsource security selection to external
managers, and only in-house manage a small fraction of total assets, if any.
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for each asset class, and take the weighted average of LTER of each class as the LTER of
the entire portfolio. Therefore, a public PF can claim a higher discount rate by placing a
higher weight on risky asset classes, but not by picking riskier securities within an asset
class. Following Eq.2.1, Table 2.9 examines public PFs’ asset allocation within equity,
looking at a few common risky catogories like small firms and high market beta, and
Table 2.10 examines within fixed income, looking at a few common risky categories
like below high grade and below investment grade. The dependent variables are the
percentage of a certain type of securities within an asset class, rather than in the entire
portfolio, and what specific securities are in each risky cateogory are updated every
quarter. Clearly, while deterioration in funded status predicts differential allocation across
broad asset classes between public and private PFs, it is not associated with different
risk-taking practice within equity or fixed income, two largest asset classes for the vast
majority of PFs. A similar exercise has been conducted to replicate the analysis that
explores between-public PF, across-asset-class variation in Sec., only replacing the weight
of an asset class in the whole portfolio with the weight of a risk category within an asset
class. Again, there is no evidence that public PFs that benefit more from claiming a high
discount rate take more risk within equity or fixed income, consistent with how public
PFs can justify their discount rates.

5

Conclusion
This paper studies the classic question of risk management vs. risk shifting incentives

in the context of defined-benefit pension funds’ asset allocation, and highlights an
institutional distortion related to liability discount rate that induces public PFs to take
more risk than their private counterparts. Empirical analysis shows that, faced with rising
liabilities, underfunded private PFs tend to make their portfolios safer, suggesting that
the risk management incentive dominates. By contrast, public PFs move toward risky
asset classes, essentially shifting risk to pension underwriters. While public and private
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Table 2.9: Pension Fund Allocation within Equity Portfolio, Public vs. Private

Sample: (1) Pensions & Investments, Public 100 and Corporate 100, DB plans, 2004-2016.
(2) Thomson Reuters 13-F Institutional Holdings. Merge (1) (2).
(1)
(2)
(3)
Dependent Variable: % in Small (size, High
re- High marEquity Portfolio
bottom
turn
s.e. ket
beta
30%)
(top 30%)
(top 30%)
Funded ratio
0.073
-0.072
0.075
(0.057)
(0.051)
(0.057)
10y Treasury
(Funded ratio) X public

-0.057
(0.073)

0.710
(0.553)

0.257
0.351

0.201
0.279

Year FE
R-squared
N

Yes
0.582
1020

Yes
0.563
1025

3.337
(2.735)

0.733
(0.553)

-0.751
(0.727)

-1.157
(0.907)

-1.581
(1.317)

-0.552
(0.563)

–
–

–
–

–
–

-0.235
(0.221)

(10y Treasury) X public

y mean
y s.d.

(4)
(5)
(6)
Small (size, High
re- High marbottom
turn
s.e. ket
beta
30%)
(top 30%)
(top 30%)

0.312
0.435
Yes
0.757
979

No
0.585
1007

No
0.567
1025

No
0.713
917

Notes: (1) Pension plan fixed effects and linear time trend included in all regressions. (2) Standard errors
double clustered independently by PF and by year. (3) *** statistically significant at 1% level; ** 5% level; *
10% level.
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Table 2.10: Pension Fund Allocation within Fixed Income Portfolio, Public vs. Private

Sample: (1) Pensions & Investments, Public 100 and Corporate 100, DB plans, 2004-2016.
(2) Thomson Reuters eMAXX. Merge (1) (2).
(1)
(2)
Dependent Variable: % in Fixed Below Aa3 Below Baa3
Income Portfolio
(high grade) (investment
grade)
Funded ratio
0.063
-0.052
(0.047)
(0.075)
10y Treasury
Public
(funded ratio) X public

3.730
(5.376)
-0.056
(0.073)

-2.827
(4.352)
0.106
(0.837)

(10y Treasury yield) X public

(3)
(4)
Below Aa3 Below Baa3
(high grade) (investment
grade)

1.736
(0.734)
-9.006
(12.139)

0.862*
(0.453)
-7.429
(10.390)

-1.146
(0.906)

-1.601
(1.329)

y mean
y s.d.

0.231
0.316

0.102
0.154

–
–

–
–

Year FE
R-squared
N

Yes
0.528
845

Yes
0.411
861

No
0.464
860

No
0.477
842

Notes: (1) Pension plan fixed effects and linear time trend included in all regressions. (2) Standard errors
double clustered independently by PF and by year. (3) *** statistically significant at 1% level; ** 5% level; *
10% level.
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PFs differ in many aspects, empirical evidence exploring heterogeneity between public
PFs suggests that justifying a high discount rate in order to report a healthy funded status
is an important motivation behind public PFs’ risk-taking behavior.
Given the enormous size of PFs, their risk-taking behavior is of first-order interest
to macro-financial stability, and becomes particularly relevant in the extended period
of low interest rates since the 2008 financial crisis. While QE calmed down financial
markets at least immediately following the crisis, it remains controversial whether the
almost full decade of ZLB induced investors to reach for yield, and hence sowed the
seed of instability in the long term. This paper emphasizes the competing incentives
that an important class of long-term institutional investors face, and shows that, while
rising liability pressure due to low returns on safe assets alone does not always encourage
excessive risk-taking, additional institutional distortion can indeed strengthen the riskshifting incentive of investors approaching financial distress. The paper thus points to a
potential tradeoff between short-term and long-term financial stability, highlights the role
of existing institutions in driving investors’ risk-taking behavior in an environment where
reach-for-yield is an important concern, and thus provides lessons for future policymakers
crafting responses to financial crises.

Chapter 3
Urban Productivity in the Developing
World
1

1

Introduction
Can cities help turn poor countries into rich countries? During the 1990s, much of

Africa seemed to be experiencing urbanization without growth (Fay & Opal (2000); Gollin
et al. (2016)), and many feared that this would produce a permanent continent of slums.
Those fears echoed the 1960s literature on urbanization without industrialization in Latin
America (Durand et al. (1965); Arriaga (1968)). Brazil became 50% urban in 1964 when its
per capita income was only $2, 000 in 2016 dollars.
Yet Latin America has subsequently grown, and today Brazil’s per capita GDP is over
$11, 000. Urbanizing Africa may also be experiencing its own “growth miracle” (Young,
2012). For cities to provide pathways to prosperity, they must increase productivity either
through improved technology, the spread of human capital, or more physical capital. The
1 Co-authored

with Edward Glaeser
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simplest “compositional” growth model suggests that urbanization increases growth by
enabling rural–urban migrants to experience the higher wages that are prevalent in cities.
Consequently, the contribution that urbanization makes to growth is a simple function of
the productivity gap between rural and urban areas.
To assess this gap, Section 2 discusses the evidence on productivity and urbanization
in the developing world. There are two standard means of assessing local productivity:
firm-level output data and individual earnings data. Both typically show large differences
across space within countries. For example, in 2014, labor productivity in São Paulo
was 89% higher than the rest of Brazil.

2

As agglomeration size doubles, wages rise by

approximately 5% in the U.S.A. and Brazil, but the link is much larger in India and China
(Chauvin et al., 2017).
Jones et al. (2017) also find a substantial urban wage premium in several African
countries. They perform two tests to determine whether this premium reflects unobserved
individual heterogeneity that follow Glaeser (2001) and Combes et al. (2008). They
conclude the urban wage premium is real in Africa.
Skills are a potent predictor of area-level earnings in the US (Rauch (1993); Moretti
(2004)), but the correlation is far stronger in Brazil, China, and India than in the US. Skills
are also a particularly strong predictor of area population growth in Brazil and China
(Chauvin et al., 2017). This fact suggests that if urbanization is to generate large growth
effects, it must be accompanied by investment in human capital.
We use firm-level data from China to examine productivity more directly. The link
between prefecture-level 3 density and labor productivity across manufacturing firms is
2 Euromonitor

International, “São Paulo City Review”, Feb. 2017.

3 In China, a prefecture is a sub-provincial administrative unit, typically consisting of 2–4 urban districts
and 4–8 surrounding suburban districts and counties. As of 2004, there were 337 prefectures in China,
but this paper restricts empirical analysis to 287 “prefecture-level cities”, and excludes 50 (often remote)
“prefecture-level regions” with little manufacturing activity and quite limited prefecture-level data.
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also stronger than in the US, but it is somewhat weaker than the link between density and
earnings in China. We also find that export-oriented industries are particularly likely to
locate in dense cities and to form industrial clusters. One interpretation of this fact is that
agglomeration economies are particularly important when developing-world industries
attempt to produce high-quality goods for the global market.
In Section 3, we turn to the relative importance of local entrepreneurship, immigration, and foreign direct investment (FDI). One hypothesis is that countries with relatively
low levels of human capital can only grow by attracting multi-national corporations,
which have much better management practices (Bloom & Van Reenen, 2010). An alternative view champions the role of local entrepreneurs. A third view emphasizes the
complementarity between the local entrepreneurship and foreign investment.
While it may be hard to imagine that local entrepreneurship will lead to new export
industries in today’s poorest countries, initially small operators have often played a large
role in the growth of East Asian and Latin American economies. Soichiro Honda began
his remarkable career as a car mechanic. US-based research shows that measures of
local entrepreneurship, such as an abundance of small establishments, strongly predict
subsequent employment growth (Glaeser et al., 2015). Dirubhai Ambani began as a small
Mumbai spice exporter in 1966 and built the massive Reliance conglomerate.
John Sutton’s enterprise maps of various African countries

4

document that many

successful businesses were built by immigrants or their children. Immigrants provide a
natural source of entrepreneurial capital that can complement investments in native education. The economic advantage of attracting outside talent also implies that improving
the quality of life in urban Africa is a form of economic development strategy.
Section 4 focuses on making African cities more livable. The higher productivity
4 “The

Enterprise Map Project” by John Sutton and co-authors; detailed description on John Sutton’s
homepage at LSE.
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of particularly skilled cities suggests significant benefits from making the cities of the
developing world more habitable. Reducing the downsides of density, such as contagious
disease, congestion, and crime, could make it possible for successful cities to expand and
allow more people to enjoy enhanced productivity. Yet fighting the downsides of density
requires a combination of infrastructure, incentives, and institutional reform.
Section 5 provides a discussion of the potential larger benefits of urbanization. There
is a strong track record of cities leading to democratic uprisings that topple dictators. It
is less clear that cities enable the establishment of effective democracies. The relation
between cities and political improvement remains another important topic for future
research.
Section 6 concludes with four policy implications. First, we stress the importance of
reducing artificial barriers to urban growth, such as excessive land-use controls. Second,
we discuss the policy approaches to the downsides of urban life. Third, we reiterate the
need to better educate developing-world cities. Fourth, we emphasize the need to explore
entrepreneurship-related interventions.

2

Productivity Differences across Cities
Within both rich and developing countries, there are large differences in income over

space. In 2015, per capita gross domestic product (GDP) was over three times higher in
Shenzhen than in the rest of China. Workers in urban Uganda earned 0.48 log points
more than workers in the countryside (Jones et al., 2017). Bangalore’s per capita income
was more than 2.5 times the Indian average in 2015.

5

Similarly, per capita GDP in

London and Paris is much higher than in the rest of Britain or France.
While these gaps exist in rich and poor countries alike, it seems particularly important
5 Nagesh

20 2016.

Prabhu, “Bengaluru Urban tops State in per capita income, Kalaburagi last”, The Hindu, Mar.
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to understand the gaps in regional productivity in the poorer world. After all, the poor
regions of India or Africa are far more destitute than the poor regions of the United
Kingdom or France. If poor countries are to have more widespread prosperity, then we
must better understand why some parts of those countries have managed to become richer.
Moreover, we must understand whether the growth of productive places is limited by
local disamenities or artificial limits on housing. Perhaps housing markets and amenities
can be improved in ways that enable more people to benefit from the productivity that
appears in cities such as Shenzhen and Bangalore.
In this section, we examine the evidence on the correlation between urban density
and productivity in Brazil, China, and India, drawing upon Chauvin et al. (2017). We
first discuss productivity differences across space and the link between productivity and
agglomeration size. We then discuss the correlation between productivity, human capital,
and growth.
We have two ways of assessing local productivity: earnings and total factor productivity. In a neoclassical model, earnings equal the marginal product of labor. Consequently,
differences in earnings should capture differences in productivity across space. Since
earnings can differ for reasons other than productivity, including labor market regulations,
we also supplement earnings-based data with firm-level data on labor productivity in
China.

2.1

Heterogeneity in Productivity across Space
We begin by discussing the heterogeneity in productivity across space and its like

with city size and city density levels. Perhaps the simplest evidence of productivity
disparity is the comparison between urban and rural earnings. In the US, for example,
urbanites earn approximately 30% more than rural residents. Glaeser (2001) find that this
gap does not disappear with controls for individual human capital attributes, including
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test scores. Presumably, higher housing costs and other urban disamenities offset higher
urban wages. Yet even though higher urban wages are not a free lunch, they still provide
an indication of higher productivity in cities.
The urban–rural wage gap also exists in Brazil, India, and China. Chauvin et al.
(2017) find that urban earnings are 45% higher than rural earnings in China, 122% higher
in India, and an astounding 176% higher in Brazil. Indeed, in that paper, the urban
residents of Brazil were the highest paid group, but the rural residents of Brazil earned
almost as little as those of India, the lowest paid group in the sample.
Chauvin et al. (2017) use the regional average residual from an equation in which
the logarithm of wages is regressed on individual controls as the primary measure of
local productivity. In the US, the bulk of metropolitan areas are contained in an 0.4 log
point band, meaning the most productive areas are about 50% more productive than the
least productive areas. In Brazil, China, and India, metropolitan area average log wage
residuals spread over a full log point range, meaning that the most productive areas are
about 170% more productive than the least productive areas.
(Jones et al., 2017) estimate the urban wage premium in Tanzania, Uganda, and
Nigeria. They generally find significant urban–rural differences, especially in the primate
city of each country. They use two tests to assess the importance of sorting on unobserved
characteristics. They show that most of the urban wage premium is offset by higher costs
of living, which would presumably not be true if urban workers were just more able
(Glaeser, 2001). They also find little sorting on observable characteristics, which might
also mean that there is little sorting on unobservable characteristics.
This huge dispersion in earnings seems to be matched with a huge dispersion in
labor productivity, which we define as the log of value added per worker. Using Chinese
firm-level data, discussed in the data appendix of this paper, Figure 3.1 shows the strong
correlation between labor productivity and log of earnings per worker. This relationship
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treats each industry-prefecture-year as an observation,

6

taking the average of firm-

level variables within each observation and including industry-year fixed effects. This
correlation supports the view that wage-based heterogeneity is likely to reflect underlying
heterogeneity in firm-level productivity.

Figure 3.1: Productivity and Earnings across Prefectures and Industries in China

Figure 3.2 illustrates the spatial productivity gap across industries. Within an industry,
from high to low, we rank prefectures by the average labor productivity of local firms,
6 While

the raw Chinese firm-level data cover mining, manufacturing, and utility industries, we restrict
empirical analysis to approximately 420 manufacturing industries.
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and take the difference between the most productive prefecture (Prefecture 1) and the
runner-up (Prefecture 2). While the average industry is present in about 90 prefectures,
an enormous productivity gap already exists between the top two prefectures: on average,
Prefecture 1 is 0.48 log point, or about 60%, more productive than Prefecture 2. It is
noteworthy that this spatial gap differs significantly across industries.

Figure 3.2: Spatial Productivity Gaps across Industries in China

One reasonable question is how such large productivity gaps persist in equilibrium.
Why don’t workers flood into high-wage locales? One explanation is that we have not
controlled adequately for unobserved worker human capital. Another is that migration
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is limited either by strong place-specific tastes or by explicit government policies, such
as the household registration (hukou) system. A third possibility is that high housing
costs and disamenities offset the higher wages in urban areas. If this third explanation is
correct, then there is scope for government policies that support affordable housing and
reduce the disamenities of urban life.

2.2

Agglomeration Economies
We now turn to the question of whether productivity is higher in large metropolitan

areas or denser prefectures. Economists have long argued that big cities enjoy agglomeration economies because urban scale makes it easier to ship goods or hire well-matched
workers or exchange ideas. Typically, these agglomeration economies are measured either
with higher wages Glaeser (2001) or firm productivity (Combes et al., 2010), and urban
scale is measured either with metropolitan-area population or with population-density
levels.
There are three standard challenges for interpreting agglomeration coefficients: unobservable firm attributes, unobservable worker attributes, and unobserved spatial attributes.
Unobservable firm attributes mean that more productive firms may disproportionately
locate in cities, perhaps to take advantage of large markets for products or workers.
Unobservable worker attributes mean that more productive workers may be particularly
present in cities. Unobservable spatial attributes mean that a large city may form in an
area to take advantage of some innate locational attribute such as access to a harbour
or a coal mine. In China, agglomerations have formed in special economic zones (SEZ)
like Shenzhen, which the government established to encourage export, and so the SEZ
status may be the spatial attribute that is increasing both the size and productivity of the
agglomeration.
Typically, economists address these concerns both by controlling assiduously for
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observed personal characteristics and by instrumenting for city size with attributes,
like natural geographic features, that seem to predict density but wouldn’t impact
productivity directly. Notably, controls for individual attributes do little to dispel the
other two problems. Geographic instruments do little to address the concerns about
unobserved firm and worker productivity. Here we simply note the problems with
interpretation and proceed with simple, standard correlations.
Agglomeration effects are typically estimated by regressing the logarithm of wages
on the logarithm of area population or area density, together with individual controls. In
the US, the coefficient on either population or density is approximately 0.05, meaning
that as area size or density doubles, wages increase by about 5%. This correlation remains
essentially unchanged if historical population or density levels are used to instrument for
current population or density.
In comparison, the coefficient on area population is also about 0.05 for Brazil, and
again essentially unchanged if historical population is used as an instrument. The
coefficient on density is about 0.025. The coefficients for India are about 0.075 for both
population and density, so it seems that agglomeration economies may be particularly
strong in the sub-continent (Chauvin et al., 2017).
The relationship between prefecture population and earnings in China is larger still,
but it is statistically insignificant from zero. The insignificance may reflect our smaller
Chinese data sample, or perhaps the population of China’s prefectures doesn’t mean all
that much. These are political jurisdictions that may not reflect the boundaries of actual
metropolitan areas. Prefecture density, measured as population per square kilometer, has
an extremely strong relationship with earnings. As log density doubles, earnings rise by
0.19 log points. This finding remains when we instrument for current population density
with historic population levels (Chauvin et al., 2017).
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2.3

Agglomeration Economies across Industries
These aggregate results mask considerable heterogeneity across industries. We now

examine cross-industry differences in agglomeration, meaning the extent to which firms
locate near one another, and urbanization, meaning the extent to which firms locate
in high-density prefectures. Industries differ significantly in both agglomeration and
urbanization, and in the extent to which their productivity levels are correlated with
agglomeration and density.
Table 3.1 shows the evolution of agglomeration across approximately 420 manufacturing industries. We use the Ellison & Glaeser (1997) index of agglomeration, which
attempts to correct for establishment size. If an industry is concentrated in just a few
large establishments, then naturally it will be concentrated in at most a few locations.
The index corrects for this tendency, and can be interpreted through a dart-throwing
metaphor. If industries choose locations by throwing darts at a map of prefectures, then
the Ellison–Glaeser index can be interpreted as the probability that any industry’s dart
becomes welded to the immediately preceding dart instead of hitting the map at random.
In 2000, the mean agglomeration index was 0.0256, which is quite low relative to
the US. The US mean in the original study was approximately double this amount. The
range of agglomeration is considerable: for instance in 2004, the index runs from 0.0067
(essentially no agglomeration) at the 10th percentile to 0.0804 at the 90th percentile, with
a standard deviation of 0.0439. This high dispersion may well be the legacy of the era of
central planning in which some industries were consciously distributed across China.
Between 2000 and 2004, the index rose steadily, reaching a mean of 0.0396 by
2004. During this period of significant industrial growth, some regions seem to have
attracted particular industries far more than others. Between 2004 and 2007, the level of
agglomeration was steady or declined somewhat, and ended with a mean of 0.0373. The
standard deviation followed roughly the same pattern, first increasing and then falling
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Table 3.1: Ellison–Glaeser Index of Agglomeration across Industries in China

Ellison-Glaeser Index of Agglomeration
Year
2000
2001
2002
2003
2004
2005
2006
2007

N

Mean
413
412
417
418
420
423
418
418

0.0256
0.0266
0.0309
0.0336
0.0396
0.0380
0.0390
0.0373

SD

p10
0.0284
0.0262
0.0351
0.0350
0.0439
0.0399
0.0432
0.0386

0.0026
0.0031
0.0037
0.0053
0.0067
0.0064
0.0069
0.0065

p90
0.0592
0.0626
0.0664
0.0729
0.0804
0.0807
0.0801
0.0819

Notes: (1) Chinese Industrial Firms Database 2000-2007, about 420 4-digit manufacturing industries. (2)
337 prefectures in China. Restrict analysis to 287 prefecture-level cities and exclude 50 (often remote)
prefecture-level regions with very few manufacturing firms and quite limited prefecture-level data. (3) We
winsorize variables at top and bottom 1% level to avoid extreme outliers.

slightly, ending at 0.0386 in 2007.
The 10th percentile rose only slightly to 0.0065, which is still a very modest level
of agglomeration. The 90th percentile increased to 0.0819, which reflects a fairly agglomerated industry. Ellison and Glaeser (1997) refer to any industry with a value over
0.05 as “very localized”. One way of interpreting these trends is that China in 2000 had
significantly less industrial concentration than the US, but ended up closer to US levels.
There are a few industries that have negative values of the index, meaning that
they are more dispersed than they would be if locations were determined purely by
chance. Silk-dyeing (a very traditional industry) and silver smelting both fall into this
category. At the other end, artificial fiber manufacturing and electronic music equipment
manufacturing have index values over 0.1.
Agglomeration theorists have identified a wide number of reasons why firms like to
cluster with other firms of their own industry, including the ability to share inputs and
ideas, proximity to customers, and access to a larger labor pool. We next test whether,
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on average, firms that locate in clusters of their own industry have higher levels of
productivity. The first regression in Table 3.2 uses 2004 firm-level data and shows the
association between an industry-prefecture’s mean labor productivity and the prefecture’s
share of total employment in the industry. In all regressions in Table 3.2, we include
industry-specific fixed effects, and cluster standard errors at industry level.
Table 3.2: Advantage of Agglomeration at Industry Level
(1)
(ln)
Prefecture
mean
labor
productivity
Prefecture % of total employment in industry

(2)
Prefecture %
of total employment in
industry

(3)
(ln)
Prefecture
mean
labor
productivity

0.005***
(0.000)
0.154
34976

0.059***
(0.003)
0.164
34791

0.601***
(0.079)

(ln) Prefecture population density (/km2)
R-squared
N

0.145
36034

Notes: (1) Industry fixed effects included, standard errors clustered at industry level.

The estimated coefficient is 0.601, implying that as a prefecture’s share of total
industry employment increases from 5 to 15%, labor productivity increases by 0.06 log
points or about 6%. Figure 3.3 illustrates this relationship using bin scattered data points.
The relationship seems non-linear: areas with more than 2% of an industry’s employment
typically have quite good productivity outcomes. This effect is somewhat difficult to
interpret, as the idea of a spatial equilibrium for firms precludes the possibility that
firms will be more productive in one place than another unless there are offsetting
disadvantages of the locale, such as higher real estate costs.
We now turn from localization to urbanization. The two concepts are different,
but they are also linked. The second regression in Table 3.2 shows the relationship
between the logarithm of a prefecture’s population density and its share of an industry’s

99

Figure 3.3: Labor Productivity and Employment Concentration across Prefectures in China
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total employment. Locations with denser population also tend to have more industrial
employment. The correlation is statistically significant, but relatively small, reflecting
the non-urban nature of much manufacturing. Figure 3.4 shows the relationship visually,
highlighting high levels of concentration in the densest prefectures.

Figure 3.4: Employment Concentration and Population Density across Prefectures in China

The third regression of the table shows the relationship between population density
and mean labor productivity across prefectures. We estimate a coefficient of 0.059,
implying that as density doubles, labor productivity increases by about 6%. This estimate
is slightly higher than wage-based agglomeration estimates for the US, but lower than the
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wage-based estimates for China (Chauvin et al., 2017). Figure 3.5 shows the connection,
again using binned data. To test whether this reflects the impact of SEZ status, we rerun
the regression excluding special economic zones, and still find a large and significant
relationship.

Figure 3.5: Labor Productivity and Population Density across Prefectures in China

Why should agglomeration economies be stronger in India and China than in Brazil
and the United States? One possibility is that these relationships are largely spurious. We
know that firm-level productivity differences in India and China are particularly large
(Hsieh & Klenow, 2009). Perhaps more productive firms just select more into cities and
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this has a larger effect in China and India because these firms enjoy a particularly large
advantage. Another possibility is that there is more selection of able workers into Chinese
and Indian cities.
Yet it is also possible that these measured agglomeration economies are real. Large
cities can be far more connected to the outside world. Consequently, western technology
may enter through cities and cause firms there to be more productive. If this is the case,
then it is particularly important to understand the limits to urban growth in India and
China—for instance, China’s hukou system that constrains rural–urban migration.
While this overall connection is interesting, it is somewhat more interesting to
better understand the heterogeneity across industries in the returns to agglomeration and
urbanization. Figure 3.6 shows heterogeneity in the correlation between labor productivity
and density across four-digit industries in China.
In some industries, the correlation between labor productivity and density is extremely high, while in others, such as crude oil processing, the correlation is small or
even negative. Figure 3.7 shows the strong positive correlation between density and
productivity for machine-made paper and cardboard manufacturing. In the US, we would
think of this industry as being largely suburban, taking advantage of cheap land. But in
China, this type of manufacturing is still largely urban and seems to reap productivity
advantages from its urban location.
We now focus on the inter-industry variation in agglomeration, urbanization, and the
observed productivity benefits from locating in areas with high industrial concentration
and population density. Based on 2004 data, Table 3.3 shows a correlation matrix between
different measures across approximately 420 different industries. The first row and
column show results related to the Ellison–Glaeser agglomeration index, our preferred
measure of agglomeration.
The second row and column present results related to the correlation between a
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Figure 3.6: Heterogeneity in the Correlation between Labor Productivity and Density
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Figure 3.7: Labor Productivity and Density for Machine-made Paper and Cardboard
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Table 3.3: Industry-level Pairwise Correlations Related to Agglomeration Advantage
EG agglomer- [corr.] prfc. %
ation index
employment
and ln(labor
productivity)
EG agglomeration index

[corr.] prfc.
ln(pop. density) and %
employment

[corr.] prfc. % employees ln(weightln(pop. den- with college to-value
sity)
and degree
ratio)
ln(labor
productivity)

% sales from
export

1.000
corr.>corr.

prfc. % employment and ln(labor productivity)
prfc. ln(pop. density) and % employment
prfc. ln(pop. density) and ln(labor productivity)
% employees with college degree
ln(weight-to-value ratio)
% sales from export

-0.018
(0.721)
0.074
(0.129)
0.028
(0.574)
-0.014
(0.780)
-0.1514***
(0.008)
0.2880***
(0.000)

1.000
corr.>corr.
0.3119***
(0.000)
0.1274***
(0.009)
0.2146***
(0.000)
-0.0992*
(0.081)
-0.0982**
(0.045)

1.000
corr.>corr.
0.1253**
(0.010)
0.002
(0.966)
-0.1205**
(0.034)
0.1594***
(0.001)

1.000
0.049
(0.318)
-0.011
(0.854)
0.049
(0.322)

1.000
-0.3093***
(0.000)
-0.3474***
(0.000)

1.000
-0.3256***
(0.000)

1.000

Notes: (1) Approx. 420 4-digit industries; except for pairwise correlations involving weight-to-value
(approx. 310 industries). (2) p-value in parentheses; ***, ***, * indicates statistical significance at 1%, 5%,
and 10% level, respectively.

prefecture’s share of total industry employment and population density, our preferred
measure of urbanization. The correlation between agglomeration and urbanization
is quite small and insignificant. Some industries form industrial clusters and others
disproportionately locate in cities, but the demand for urban density does not seem
correlated with the demand for proximity to other firms in the industry.
The third row and column provide results related to the correlation between labor
productivity and the share of total industry employment in a prefecture. There is really
no tendency for highly agglomerated industries to have a higher productivity return to
locating in an industrial cluster. This low correlation reminds us that these productivity
relationships are equilibrium outcomes. If an industry has an innately higher return to
agglomerating, then presumably agglomeration continues until those returns are eroded.
Consequently, we do not see a tendency of extra agglomeration in industries with higher
observed returns to agglomeration.
The fourth row and column give results related to the correlation between population
density and labor productivity. In this case, there is a modest positive correlation with
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urbanization. Hence industries with higher observed returns to urbanizing do seem to
urbanize more.
The next two rows and columns turn to industrial characteristics that could potentially
drive up returns to either agglomeration or urbanization. First, we consider the share of
employees with college degrees. Highly educated industries tend to be more urbanized
within the US, perhaps because of the informational advantages of locating in a city.
Second, we consider the share of an industry’s output that is exported. Export industries
have fewer gains from proximity to Chinese customers, which might reduce the benefits
of urban location. However, they also benefit from access to ports, which might increase
the tendency to locate in ports and SEZs.
As shown in the fifth row and column, more-educated industries are not more likely
to agglomerate or urbanize. They do, however, show significant productivity benefits
from locating in industrial clusters. One interpretation is that higher-educated industries
are more knowledge-intensive and benefit more from knowledge sharing, which industry
clusters serve to facilitate.
Export-orientation, conversely, is strongly positively correlated with agglomeration
and urbanization and negatively correlated with industry-level education. The agglomeration effects are actually stronger when we exclude special economic zones from our
analysis, but the urbanization results are significantly weaker. This suggests that the high
level of urbanization in these industries reflects partially the tendency to locate in SEZs.
One interpretation of the results on agglomeration is that these industries have to learn
what external markets want and they typically learn this from other firms in the industry.
Table 3.4 shows the results on industrial heterogeneity in regression form. We also
include (log) weight-to-value ratio, a proxy of transportation cost per unit of output, but
this measure is only available for a subset of industries and come from U.S. Commodity
Flow Survey (see Duranton et al. (2014b)). The first three regressions show correlations
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with the agglomeration index. While education level does not predict the agglomeration
index, weight-to-value and export orientation do.
Table 3.4: Industry-level Factors Explaining Agglomeration Advantage

(1)
(2)
(3)
EG agglomeration index
% employees with college
degree

(4)
(5)
(6)
[corr.] prfc. ln(pop. density) and % employment

-0.024

0.011

(0.113)
(ln) Weight-to-value ratio

(0.339)
-0.007***
(0.002)

% sales from export
Constant
R-squared
N

0.039***
(0.006)
0.000
420

0.031***
(0.005)
0.023
311

-0.014**
(0.006)
0.083***
(0.015)
0.020***
(0.004)
0.083
417

(7)
(8)
(9)
[corr.] prfc. % employment and ln(labor
productivity)
% employees with college 0.921***
degree
(0.200)
(ln) Weight-to-value ratio

R-squared
N

-0.009
(0.011)
0.046
420

(10)
(11)
(12)
[corr.] prfc. ln(pop. density) and ln(labor
productivity)
0.212
(0.235)

-0.010
(0.006)

% sales from export
Constant

0.174*** 0.157***
(0.015)
(0.012)
0.000
0.015
420
311

0.133***
(0.035)
0.144***
(0.013)
0.025
417

0.020**
(0.010)
0.010
311

-0.001
(0.005)
-0.066*
(0.035)
0.050***
(0.010)
0.010
417

0.133***
(0.012)
0.002
420

0.140***
(0.010)
0.000
311

0.034
(0.036)
0.135***
(0.011)
0.002
417

The next three columns show the correlation between a prefecture’s population
density and its share of employment in an industry, our measure of urbanization. Similar
to earlier results on agglomeration, urbanization is strongly negatively correlated with
weight-to-value, and positively correlated with export orientation. This suggests that
successful cities and industrial clusters may be particularly important to supporting
industrial exports.
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Regressions (7)–(9) show results related to the correlation between concentration and
productivity. In this case, education is a strong positive correlate of gains to concentration.
Our preferred interpretation is that industrial clusters facilitate knowledge sharing and
thus benefit knowledge-intensive industries. Export orientation is negatively associated
with productivity benefits from concentration, yet this coefficient becomes insignificant if
we exclude firms in SEZs.
These results hopefully emphasize that urbanization and localization benefits differ across industries. The strongest results highlight the connection between export
orientation and both agglomeration and urbanization.

2.4

Human Capital Externalities
One literature has focused on the connection between earnings and metropolitan

area population or density. A second literature (Rauch (1993); Moretti (2004)) emphasizes
the links between earnings and the skill level in the metropolitan area. This literature
aims at uncovering the size of human-capital externalities - the benefits from having
skilled neighbours. In both cases, the basic premise is that people benefit from having
human capital around. Agglomeration economies emphasize the quantity of workers,
and human-capital externalities emphasize the quality of workers.
If anything, the omitted-worker characteristics problem is more severe with humancapital externalities than with agglomeration economies. Since areas are defined by their
skill level, it seems reasonable to assume that there is sorting on unobservable human
capital as well as on observable human capital. Consequently, it makes sense to take
all estimated human-capital externality coefficients with a grain of salt. Nevertheless, it
may still be useful to compare U.S. coefficients with those for the developing world. The
following discussion draws heavily on Chauvin et al. (2017).
Within the U.S., the human-capital effect on wages has risen over time. Using 2010
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data, Chauvin et al. (2017) find a coefficient of approximately one. This implies that a 10
percentage point (p.p.) increase in the share of adults with college degrees is associated
with an 0.1 log point increase in earnings, holding individual years of schooling constant.
This coefficient remains unchanged when we instrument using historic schooling data,
but that instrumentation does little to eliminate concerns about sorting on unobserved
skills.
The coefficient is about 2 for India, 4.7 for Brazil, and 5.2 for China. The standard
deviation of the human-capital measure is smaller for India, Brazil, and China, but even
taking this into account, the effect of area-level skills on earnings appears to be larger
than in the U.S.
Why should area-level skills be so important in the developing world? One natural
hypothesis is that skills enable the spread of knowledge and the knowledge gap is
particularly large in many developing-world cities. Bloom et al. (2016) find corroborating
evidence for this view: they show a strong link between good management practices and
proximity to universities throughout the world. Apparently, being close to centres of
knowledge production increases the tendency to know how to run a business.
Skills predict not only earnings at a point in time, but also the growth in area-level
earnings and population (Glaeser et al., 1995). In the US, a 10 p.p. increase in the share
of the adult population with college degrees in 1980 is associated with an increase in
population growth of 0.21 log points and an increase in income of 0.09 log points between
1980 and 2010. Skilled areas have been growing far more rapidly in the US than unskilled
areas.
In Brazil, the link between skills and area growth is even stronger. A 5 p.p. increase
in the share of adults with college degrees in 1980 is associated with an 0.25 log point
increase in population and an 0.6 log point increase in income over the next 30 years.
These effects are almost too large to be plausible. In China, a 5 p.p. increase in the share of
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adults with tertiary education in 1980 is associated with more than a 1 log point increase
in population, although surprisingly the impact on earnings is negative and statistically
indistinct from zero. The Indian coefficient is positive but small for population growth,
and we lack income growth data for India over the entire time period.
The Brazil results seem to suggest that education is closely tied to local success within
that economy. The Chinese income-growth result is puzzling, but one possibility is that
the extremely fast growth of high human-capital cities has attracted an abundance of less
skilled workers who have pulled income levels downward. The Indian results may reflect
the far more spatially static nature of the Indian economy.
Certainly, these results suggest that cities and skills are strong complements in the
developing world. Perhaps the most basic implication of this finding is that investing
in skills reaps considerable returns, which is corroborated by scores of other studies.
A secondary implication is that public policy should ensure that skilled cities face
no artificial barriers to their growth, such as artificial limits on housing supply or
under-provision of urban services. We now turn to a well-documented fact in the U.S.:
measures of local entrepreneurship predict local success. Unfortunately, the development
literature has no equivalent results. Consequently, it remains unclear how important local
entrepreneurship is to the success of developing-world cities.

3

Entrepreneurship and Economic Development
Both anecdotes and data support the importance of local entrepreneurship for U.S.

cities. In 1971, a billboard rose on the highway leaving Seattle proclaiming “Will the
last person leaving Seattle – Turn out the lights”. Boeing, the region’s largest employer
then, had been laying off workers, and just as no one could imagine a Detroit with a
smaller General Motors, no one could imagine a Seattle with a smaller Boeing. In the 4
decades since then, new businesses have come to the city and reinvigorated its economy,
including Amazon, Costco, Microsoft, and Starbucks. In some cases, like Microsoft, the
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entrepreneur had a long-term connection with Seattle. In other cases, like Amazon, the
entrepreneur was attracted by attributes of the city, including its well-educated workforce.
In 1961, Benjamin Chinitz argued that New York City was more resilient than
Pittsburgh during the 1950s, because New York City had a culture of entrepreneurship
that meant that its business leaders were good at adapting to industrial decline (Chinitz,
1961). In modern language, we might describe New York as having a healthy endowment
of entrepreneurial capital because its dominant industry, garment production, had limitedscale economies and few barriers to entry. In contrast, Pittsburgh had U.S. Steel, and the
steel industry had large-scale economies, which meant that Pittsburgh trained company
men instead of entrepreneurs.
Subsequent empirical research has tested Chinitz’s hypothesis with various proxies
for local entrepreneurship, including average establishment size and the share of employment in new establishments at some initial time period. These variables are strongly
correlated with subsequent employment growth both across cities and across industrial
groups within cities. The effect is enormously robust and not just a reflection of either
broad American regional patterns (e.g. the decline of the rustbelt) or industrial patterns
(e.g. the decline of manufacturing). Glaeser et al. (2015) follow Chinitz directly and use
the presence of mines in 1900, which explains Pittsburgh’s steel industry, as an instrument
for large establishments. The basic correlation between small establishment size and
subsequent employment growth remains strong with this IV strategy.
One puzzle is that these proxies for local entrepreneurship are strongly correlated
with employment growth, but not income growth. This seems quite reasonable within
cities, since where presumably the elasticity of supply of labor across industries should
be quite elastic. It is somewhat more surprising that entrepreneurship does not predict
income growth across cities, which may also be explained by a sufficiently elastic labor
supply. Alternatively, the job-creating entrepreneurs might be quite good at keeping the
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costs of labor low.
Modern variants of the Chinitz hypothesis essentially view entrepreneurship as yet
another form of human capital. According to this view, just as some cities are endowed
by their history with more formal education, the industrial past has left some places, such
as New York, with more entrepreneurial human capital than others, such as Pittsburgh.
While some entrepreneurial human capital is mobile, some of it stays put and provides
an enduring economic advantage to its locale.
The public role in generating entrepreneurship is less clear. It seems quite reasonable
to believe that local regulations can stymie entrepreneurship, although there has been little
research using U.S. data documenting such a relationship. While local governments do
occasionally try to increase entrepreneurship by supporting specific “innovation clusters”,
we know little about whether such clusters are really effective or whether other local
policies, such as entrepreneurship training programs, will bear fruit.

3.1

Entrepreneurship in Africa
Despite the remarkable enterprise maps by John Sutton and his co-authors, we have

no comparable literature documenting the effects of entrepreneurship in Africa. This
dearth of research is a major shortcoming because there is a significant debate about the
relative role of local entrepreneurship in many developing countries. One side of the
debate affirms that local entrepreneurship is as important in the developing world as it
is in the developed world. The other side claims that the human capital gap between
developed and developing countries is now so wide that developing-world cities will
only be able to export manufactured goods and services with the help of FDI.
The literature on FDI is well developed, but it yields somewhat ambivalent answers
about economic growth. For example, Borensztein et al. (1998) find that FDI positively
impacts growth only when the host country has at least a threshold level of human capital.

113
This finding suggests that FDI might not be a solution for countries with particularly low
levels of human capital, but the question still remains as to whether local entrepreneurship
can be effective in those countries either. One possible view is that neither FDI nor local
entrepreneurship will engender growth if the level of human capital is sufficiently low.
The Sutton enterprise maps provide a remarkable overview of businesses across
a range of African economies, including Ethiopia, Ghana, Tanzania, and Zambia. The
export businesses tend to skew towards natural resources, such as copper, and agricultural
products, such as coffee, flour, and salt. Many of these firms, such as Zambia’s Unity
Garments, began as trading firms and expanded into production. 48% of the Ethiopian
firms profiled in Sutton & Kellow (2010) began with trading.
There are also numerous businesses that specialize in retail trade, consumer goods,
and transportation for the African market. Ethiopia’s Belayneh Kindie began as a
transport company in 2006 and has since branched out into businesses as varied as metals
production and hotel construction. Zambia’s Zambeef began when two partners leased a
butchery and abattoir (Sutton & Langmead, 2013). While there may be far too few African
entrepreneurship success stories, the Sutton maps document that they do exist.
The Sutton maps also document the importance of immigrant entrepreneurs in Africa.
In Ghana, two Lebanese brothers founded Irani Flour, an Armenian founded Takoradi
Flour Mills, and two Greek brothers founded Panbros. In Zambia, Mohammed Iqbal
Patel, a Zambian citizen of Indian descent, founded Trade Kings as a bakery. It now has
1, 600 employees, manufactures detergents and steel, and allegedly operates the largest
lollipop line in the southern hemisphere. Most spectacularly, a Portuguese immigrant,
Fernando Duarte, co-founded Nando’s, an international casual-dining restaurant chain,
in South Africa in 1987.
Immigrant entrepreneurship is common in the US and Europe as well. Google’s
Sergey Brin was born in Russia, and Intel’s Andy Grove came from Hungary. The
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Franco-Israeli businessman Patrick Drahi, who founded the Altice Group, was born in
Morocco. Kerr & Kerr (2017) estimate that over 35% of new firms in the US have at least
one immigrant among their top three earners.
The very act of immigration itself reflects risk-taking, so perhaps it is not surprising that immigrants are also disproportionately drawn to the risks of entrepreneurship.
In some cases, existing businesses may discriminate against immigrants, and then entrepreneurship becomes an alternative for their talents. Immigrants, such as Chinese
diaspora, often maintain global links that can support start-ups, such as trading firms.
The sharp difference in entrepreneurship rates across ethnicities suggests that some
ethnicities, like India’s Gujaratis, have developed entrepreneurial human capital over
generations. Higher-human-capital immigrants would have a particular entrepreneurship
advantage in lower-human-capital countries.
Along with education, immigration does seem to provide one way for sub-Saharan
Africa to obtain more entrepreneurial talent. In principle, Africa provides enormous
opportunities for talented go-getters with a good understanding of the needs of global
markets. Yet Africa also faces headwinds in attracting such entrepreneurs. Governments
often place significant barriers to new businesses, and negotiating local politics can be
more challenging for outsiders.
Moreover, relocating to Africa may be seen as a far less pleasant prospect than
moving to Paris or Silicon Valley. The difficulty of living in many African cities is
surely a handicap in the global war for talent. The benefits of attracting entrepreneurial
outsiders remind us that improving the quality of life in Africa’s cities should be seen as
an economic development strategy that may be as important as reducing unnecessary
regulations.
Education improvement seems another critical investment, and skills can mean more
than just formal schooling. Chinitz (1961) himself suggested that entrepreneurial human
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capital was learned at the breakfast table and at the workplace. Many developing-world
cities seem to be already well endowed with entrepreneurial human capital. To walk
through the Dharavi slum of Mumbai is to be surrounded by small, scrappy businesses.
Many African cities also have an abundance of energetic, small-scale entrepreneurs.
In a sense, the lack is not entrepreneurial talent, but rather the ability to produce
goods for global customers. The entrepreneurs of Lusaka are largely making products for
Zambians and perhaps a few tourists. The city has spread knowledge about local market
opportunities, but not the tastes of customers elsewhere and certainly not the knowledge
of how to produce for global markets.

3.2

Policies towards Entrepreneurship in Africa
Another perspective suggests that FDI, immigration, and education are complements

rather than substitutes. The intrusion of foreign companies into a developing-world city
brings knowledge, and potentially also opens markets for domestic entrepreneurs. Desai
et al. (2006) find that a 10% increase in foreign activity within a country is associated
with a 2.2% increase in domestic economic activity, which supports the view that there
are spillovers from foreign investment for domestic businesses. Greenstone & Hornbeck
(2010) work on million-dollar plants also shows such positive spillovers from outside
investment within the U.S.
Immigrant entrepreneurs will find a country more attractive if its work force is more
skilled. Skilled natives will also find it easier to partner successfully with immigrant
entrepreneurs. While investing in education can result in myriad economic benefits, it is
less clear how to encourage native entrepreneurship.
The U.S. literature does indicate that local entrepreneurship has been important
for local economic growth. There is not yet any comparable literature for developingworld cities, and there is little hard evidence—in either the US or elsewhere—on how
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public policy can potentially encourage local entrepreneurship. There are at least three
public policy strategies aimed at increasing local entrepreneurship: training, clusters, and
deregulation.
Business schools have tried to train entrepreneurs for decades, yet there is little rigorous evidence that such training works. There are cheaper programs that try to provide
disadvantaged youths, such as “The Possible Project” in Cambridge, Massachusetts, but
they have not yet been evaluated with randomized control trials. It consequently remains
an open question whether cities can actually teach entrepreneurship.
A second approach focuses on the generation of entrepreneurial clusters, which
presumably allow entrepreneurs to learn from each other. Boston’s Innovation District
is one such public initiative. Private initiatives, such as co-working spaces for small
start-ups, also provide scope for sharing entrepreneurial knowledge. In a sense, markets
filled with small, individual merchants in the developing world, either with or without
explicit public support, represent yet a third form of entrepreneurial cluster. Again, we
have little firm empirical evidence on whether the formation of such clusters materially
increases the overall level of entrepreneurship within a city.
A third approach starts with the view that at least some entrepreneurs are deterred
by various regulations. Many U.S. cities, for example, forbid food trucks to provide
meals on city streets, which appears to deter at least one form of urban entrepreneurship.
In the developing world, really small-scale entrepreneurs typically ignore labor- and
product-market regulations, so deregulation seems unlikely to increase the number of
really tiny firms. However, it seems more likely that these regulations prevent the growth
of such firms, especially when they reach the point of employing non-family members.
Such regulations may explain the dominance of small firms in the firm-size distribution
in the many developing countries. Small firms can’t grow into larger firms because they
would then have to follow the rules.
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FDI does seem like a sure-fire way to generate local employment, but it is less clear
that it generates long-term growth, especially for low-human-capital societies. Most of
the successful transitions from poverty to prosperity involved a significant number of
home-grown entrepreneurs, like Soichiro Honda.
In many cases, however, these entrepreneurs did benefit from imported entrepreneurial
talent. For example, the early development of Shenzhen relied heavily on Chinese businessmen living in nearby Hong Kong. The Bangalore culture of entrepreneurship got
some help from Patni Computer Systems, which began as part of Boston’s information
technology cluster and then employed future entrepreneurs, like Narayana Murthy.
Across U.S. cities, differences in employment growth are clearly linked to differences in the supply of entrepreneurship across space. This same pattern may hold in
the developing world as well, but we lack both basic facts and serious evaluations of
entrepreneur-related public policy. This topic remains a pressing area for future research.

4

Taming the Demons of Density
If urbanization can play an important role in abetting economic growth, then one

question is whether public policies should do more to increase city size. There are many
reasons to be wary of explicit spatial policies that encourage migration to one region or
another. Most obviously, it is unclear whether encouraging urbanization would enhance
welfare overall. On average, workers in cities earn more, but they also pay more for
housing and suffer other costs. The standard economic model of migration assumes a
spatial equilibrium, so that the marginal migrant is indifferent between the city and the
rural hinterland, which implies that there is no direct welfare benefit from encouraging
migration. Certainly, there may exist externalities from moving to cities, but these can be
both positive and negative and we currently cannot tell whether those external benefits
on net favour cities (Glaeser & Gottlieb, 2009).
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Moreover, accepting a role for spatial bias in policies sets an uncomfortable precedent.
Spatially biased policies may well be used to favor politically powerful regions, rather
than regions that should be subsidized. Loud voices will clamor for support for poorer
regions, even if economic development suggests that people should leave such areas. A
principle of spatial neutrality would seem to be the safest course, which would force
regions to compete for capital and workers rather than relying on largesse from the
national government.
A more sensible policy alternative is to focus on reducing artificial barriers to urban
growth and improving the quality of urban life. If cities have benevolent economic effects,
then it can be quite costly to impose land-use regulations that stymie urban construction,
such as the stringent floor-area requirements that Mumbai has had for most of the past
50 years. In some cases, including Mumbai, these land-use controls were imposed to limit
the growth of the city. Often, they have only prevented legal, safe housing and left a back
door for the growth of sprawling slums.
City governments can also bring urban growth by becoming more effective at improving urban quality of life. Most of the downsides of density, such as contagious
disease and congestion, are negative externalities that become magnified when people
live close to one another. By reducing these externalities, developing-world cities can
attract immigrant entrepreneurs and allow more people to enjoy the added productivity
in cities.
In this section, we focus on the downsides of density and make four primary points.
First, growing cities need infrastructure, but to get infrastructure right, we need to get
institutions right. Second, incentives must accompany infrastructure. Third, property
titling and the protection of private property are extremely valuable in urban contexts.
Fourth, infrastructure, incentives, and institutions must be adapted to local conditions.
The last point runs throughout our discussion and is not treated as a distinct topic.
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We focus on four downsides of density: contagious disease, traffic congestion, crime,
and high housing costs. The first two downsides are standard externalities that are
exacerbated by urban proximity. Closeness enables bacteria and viruses to travel more
readily over people. Crowded roads diminish mobility. Crime increases in cities because
density increases the number of possible targets and makes solving crimes more difficult.
High housing cost is not a classic externality, but still reflects a primary cost of urban life
that can be reduced through sensible public policy.

4.1

Infrastructure, Institutions, and Limited State Capacity
Infrastructure, such as water pipes and sewers, can reduce water-borne illnesses like

cholera that can plague cities. Traffic congestion is a particularly important urban cost;
developing-world workers can easily spend 2 hours commuting each day. More roads
can enable faster commutes, and so can bus transit and rail links.
Yet infrastructure is expensive and it is possible to waste billions on foolish infrastructure projects, especially if it is to be funded by subsidies rather than user fees.
Transportation economics has documented many cases, especially in urban rail systems,
where costs far exceed benefits. The life-saving social value of clean water makes whiteelephant sewer lines less likely than white-elephant metro lines. Yet corruption in water
and sewerage provision is also a real problem.
Achieving good urban infrastructure also depends on establishing appropriate institutions, for infrastructure does not emerge in a vacuum. Cities have four primary options
when considering the right delivery mechanism for infrastructure, summarized in Figure
3.8.
The first model for infrastructure delivery is a public system integrated into the
executive branch of the national or local government. Whenever governments build roads
or sewers directly, they are using this form of institution. It is also the oldest system,
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Figure 3.8: Typology of Infrastructure Providers

followed by the Tarquin Kings who built the Cloaca Maxima, ancient Rome’s sewer
system, around 600 BC. The costs and benefits of integrated public systems are the costs
and benefits of all direct public provision.
Public entities have weak incentives to cut costs, which may lead to higher quality of
services in the case of non-contractible quality, or just more expensive projects (Hart et al.,
1997). They can also be bound by strict rules regarding pay and personnel (Bold et al.,
2009). Since tax dollars can be used to fund projects, public provision can lead to white
elephants that provide little large-scale benefit. Some discipline can be put on that risk
if governments rely on high-quality cost–benefit analysis. Yet since wealthy developed
countries like the US frequently ignore such analysis, it may be asking too much for
developing-world governments to acquire and adhere to such analysis.
Any large-scale spending is an opportunity for large-scale theft, and infrastructure’s
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costs may tend to get particularly bloated because of corruption. In the case of public
provision, the opportunities for corruption expand with the share of inputs provided by
the private sector. The most standard form of corruption occurs when private providers
charge too much for inputs and repay some of their profits to the politically powerful. The
New York County Courthouse, built during the heyday of Boss Tweed in the 1860s, ended
up costing over 30 times the original estimates, and payments to Tweed ring members
might have exceeded 10 million.
Direct political control creates the risk that projects will be driven largely by political
aims, such as employing large numbers of political supporters. Political control also
generates some accountability. If the public is really unhappy with an infrastructure
project, then elected officials can be held responsible. The Mayor of London, for example,
is clearly held accountable for the functioning of London’s transportation system.
Independent public authorities rose to prominence in nineteenth century America,
during an era in which many voters did not trust local elected officials. The Erie Canal
and the Croton Aqueduct were both examples of infrastructure built by independent
public entities. The Port Authority of New York and New Jersey, the Triborough Bridge
Authority, and the Tennessee Valley Authority are famous twentieth century examples
of independent public authorities. The advocates of such authorities thought that they
provided means of avoiding the politicization of infrastructure and reducing corruption.
Typically, such entities had leadership that was appointed by a higher level of government.
The de-politicization of these authorities carries both benefits and costs. Robert
Moses, the legendary leader of the Triborough Bridge Authority, was able to build
quickly and typically ignore short-run political objectives. However, he also famously
ran roughshod over local objections to his projects. Moreover, independent authorities’
political independence can certainly be compromised, as illustrated by the Port Authority’s
role in closing highway lanes in Fort Lee, New Jersey in Sep. 2013, allegedly to punish
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the city’s mayor for opposing Governor Chris Christie.
Bold et al. (2009) suggests that independent authorities may be able to provide
stronger incentives for employees than standard integrated public entities that are bound
by a variety of work rules. Certainly, the compensation packages at independent authorities have sometimes been far more generous than in standard public bureaucracies. Yet
this freedom will only be valuable if top management itself has strong incentives, which
presumably most likely come either from political overlords or career concerns.
At their best, independent authorities are led by competent executives, who are
motivated by a desire for public acclaim and the potential to impress private-sector
employers. At their worst, they become fully politicized fiefdoms of elected officials, and
their independent status provides a cover for incompetence. They can be a solution when
local government is malfunctioning, but they can also make matters worse.
A third approach is the public–private partnership, which occurs when a private
for-profit operator is expected to build and operate a public service, such as a water
system or transit mode. Private entities typically have strong incentives to cut costs,
and the ability to flexibly motivate and hire workers. Hart et al. (1997) emphasize one
downside of private provision: overly strong incentives to reduce quality in order to cut
costs. Historically, their most important downside has been their tendency to corrupt
governments. This corruption has either taken the form of bribery for cash subsidies or
bribery for non-cash benefits.
New York City, for example, entrusted Aaron Burr’s Manhattan Water Company with
providing clean water to the city in 1799. The company was subsidized by the ability to
do banking activities, which was quite valuable since New York City had only one other
chartered bank at the time. Unsurprisingly, the water company pursued the lucrative
practice of banking and did little water provision. The Bank of the Manhattan Water
Company eventually became the Chase Manhattan Bank, later folded into J.P. Morgan
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Chase.
Private provision of water can certainly work, but it can also lead to excessive
subsidies and under-provision of quality water. Troesken (2004) documents how the
move from private to public water provision in the U.S. led to improved connections and
health outcomes for African-Americans. This is partly because private water companies in
southern US cities seem to have systematically favored the richer, whiter neighborhoods
there.
In later years, America’s private traction companies became practically synonymous
with corruption, as they bribed city councils and state legislature to receive rights-of-way
on city streets for decades or even centuries. London’s electrified deep-level subways
were built by Charles Yerkes, who had gotten his start with the Philadelphia Wideners,
who turned corrupting the city council into an art, and then made his fortune using
similar methods in Chicago.
Engel et al. (2014) survey public–private partnerships (PPPs) in the world today
and find a wide range of experiences. In strong states, such as Chile, the experience
has been largely benign. In weaker states, including some in sub-Saharan Africa, PPPs
have often either subverted the government or suffered expropriation. The risks of
corruption increase when public dollars are used to subsidize private companies, since
larger subsidies are such a natural objective of private companies. Even when a well-run
auction ensures an initially good deal for the public, later renegotiation is quite common
and typically leads to settlements that are far more generous to the private provider.
PPPs can be a plausible institution in some circumstances, but they do not avoid the
problem of weak capacity. A government that is unable to build a road competently on its
own is also unlikely to be strong enough to withstand attempts at subversion by a capable
for-profit entity. The case for PPPs and independent public authorities becomes stronger
when those entities are actually made self-financing through user fees. Infrastructure that
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funds itself is more likely to provide social value. User-fee financing also increases the
incentives for road maintenance, since user fees are only collected if drivers use the roads
(Engel et al., 2014). User-fee financing is less appropriate if the marginal cost of using
the infrastructure is substantially below the average cost of providing the service, or if
the infrastructure generates significant positive externalities, which may occur when bus
rapid transit reduces congestion on standard car lanes.
A final option is non-profit transport provision, such as the turnpike trusts that
operated in England during the eighteenth century. The robust non-governmental
organization network in sub-Saharan Africa would seem to make non-profit provision
an option today as well. Yet non-profit entities typically lack the financing capacity of
either governments or for-profit entities, since they have neither the power to tax nor
opportunities for future profit. Consequently, they are unlikely to provide the large-scale
investments needed in developing-world cities.
In nations with weak states, the optimal institutional arrangement involves a choice
between imperfect options. The case for private provision depends on the ability to put
safeguards in place that limit corruption. For example, if the public sector can commit to
a no-subsidy rule, and require the private provider to fund itself entirely through user
fees, then the public–private option becomes safer.
The case for independent authorities depends on strong visible leadership. If the
authority can attract a well-known figure with a reputation to lose, then its chances
for success increase dramatically. For example, Bangalore’s high-technology cluster has
produced a number of global business leaders who make ideal independent authority
leaders, such as Nandan Nilekani who was, indeed, successful leading India’s Unique
Identification Authority.
Direct state control remains the fall-back for services that require subsidies where
no strong independent leaders are available. In that case, it is particularly necessary
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for different levels of government to monitor each other and for civil society to keep
watch. Unfortunately, weak governments make it far more difficult to efficiently build the
infrastructure that developing cities need.

4.2

Infrastructure and Incentives
Even if infrastructure is built competently, it may still fail to deliver social value

if individual actors don’t cooperate. When it comes to roads, a major problem is that
driving increases so that congestion makes the roads impassable. In the field of sewers
and sanitation, users may be unwilling to pay for connections. In both cases, incentives
are needed to accompany the infrastructure development.
More than 50 years ago, Downs (1962) proposed Downs’ Law: which peak-hour
congestion rises to meet maximum capacity, which means that new roads will inevitably
be flooded by new drivers. Duranton and Turner (2011) empirically document a “fundamental law of road congestion”: highway miles travelled increase roughly one-for-one
with highway miles built. One reason for increased driving is that highways spur suburbanization (Baum-Snow, 2007). This implies that the behavioural response is likely to
completely offset the extra lanes added by new construction. Braess’s Paradox shows that
in some circumstances adding lane capacity can even make traffic congestion worse.
For 50 years, economists have advocated a simple solution to traffic delays: congestion
pricing. While this idea really dates back to Arthur Pigou, William Vickrey is credited
with making the most plausible case for efficient road pricing in cities. Singapore adopted
congestion pricing in 1975 when it was a relatively poor place, and today Singapore is
moving towards congestion pricing based on global positioning system meters. London
has congestion charging that also makes its streets more agreeable. Yet despite the
potential of congestion pricing to make road traffic move more swiftly, popular opposition
has generally limited its implementation.
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The benefits of transportation are largely reaped by the user, but the costs include
large externalities, and hence the policy problem is to ensure that roads do not get
overused. The benefits of public health infrastructure are largely external, especially with
sewers, and hence the policy problem is to ensure that the infrastructure actually gets
used. In New York City in the 1840s and in Africa today, there is a last-mile problem:
while water- and sewer-related infrastructure is built, poorer households are unwilling to
pay for connection to the system. In both cases, the poor understandably want to avoid
the connection fees and are perfectly willing to stick with shallow wells and pit latrines.
In Manila, where septic tanks are standard, poor families are often unwilling to accept
free de-sludging of their systems. The benefits of de-sludging are almost entirely external
to the household, yet the installation of indoor septic tanks incurs much inconvenience.
Inducing the adoption of water is somewhat easier than inducing adoption of sewers,
since users receive a larger share of the benefits of water themselves.
The natural solution for road overuse is a congestion charge. The hard problems
are enforcing this charge and getting the political will to get it through. In the case
of sewers and sanitation, there are two plausible options: subsidizing connections to
the water system or fining households that do not connect. Finding the finances for
subsidies may be difficult, and a largely subsidy-financed system will be prone to waste.
Enforcing penalties on households who use traditional shallow wells and pit latrines is
also politically difficult and prone to abuse.
Ashraf et al. (2016) present a simple model in which either subsidies for adoption or
penalties for non-adoption can be used to induce the spread of a sanitary technology. With
weak institutions, subsidies can generate waste, while penalties can lead to corruption
and even extortion of the innocent. The paper associates subsidy-related waste with
weakness in government’s executive functions and penalty-related waste with weakness in
government’s judicial function. When the executive is very weak relative to the judiciary,
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then penalties are optimal. When the judiciary is weak relative to the executive, then
subsidies make sense. When both are weak, then one solution is to use mild penalties
that are too low to lead to extortion of the innocent, and do the rest of the work with
subsidies. Once again, the appropriate institution depends on local conditions, such as
the relative strength of the executive and judiciary branches of government.
New York’s death rates did not start to fall after the Croton Aqueduct was built,
but rather after 1866, when the Municipal Board of Health began imposing penalties for
non-adoption. To reduce corruption, the inspectors were made independent of the police
force and made to report directly to a board led by health professionals. Their task was
made easier by the fact that property title was far better defined in 1866 New York than
in most developing-world cities. Unclear property ownership makes it difficult to impose
obligations that could reduce the downsides of density.

4.3

Property Ownership in the City
At low levels of density, ownership is easier to assess. A farmer surrounded by

empty land can, perhaps, be assumed to be the natural claimant to that space. In dense
cities, the lines of possession become blurrier. Cities always have some form of shared
space, like roads, and ownership over those spaces is inherently ambiguous. The public
sector is typically the owner of shared spaces, but there are also many privately owned
shared spaces, such as the plazas that appear at the feet of skyscrapers. Moreover, when
informal settlements form on public ground, or on commandeered private space, it may
be quite difficult to ascertain who has property rights over the space.
The Common Law of England evolved over centuries and paid a great deal of
attention to land law, primarily because land was the primary pre-modern form of wealth.
England consequently had well-developed tools for ascertaining ownership long before
people started crowding into large cities. In much of the developing world, cities have
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formed before property-related institutions matured. In many cases, formal rules are
borrowed from European countries, but the institutions to actually enforce those rules are
weak. For instance, courts are not trusted in much of the developing world (Glaeser et al.,
2016).
Consequently, many developing-world cities have residents who lack any clear title
to their land. In some cases, the demand for title is also weak because it is unclear what
institutions will protect formal property rights. The costs of limited property assignment
are quite significant. De Soto (2000) argues that “because rights to these possessions
are not recorded”, it is impossible to use them to start businesses. Field (2007) shows
that assignment of property rights increases labor supply, presumably because workers
need to spend less time protecting their property. Unclear ownership also reduces the
incentive to invest in property improvement, and as discussed above, it is hard to impose
obligations when ownership is unclear.
The success of western cities depended on orderly transfer of property from one
use to another. Tenements were built on former farm land. Mansions were destroyed to
build commercial skyscrapers. When land isn’t properly owned, it can’t be easily sold,
preventing the modernization of a city. In sub-Saharan Africa, slums often occupy the
most center land in the city. If those homes were owned, then the owners could benefit by
selling the land and the city would benefit from a more centralized and efficient business
district.
Property ownership is also crucial because it is a pre-condition for property or land
taxation. An effective urban government is typically self-financing, which enables local
initiative and avoids costly haggling over transfers from the national government. When
local governments are dependent on property taxes, they are incentivized to deliver local
amenities to increase property values. Even more importantly, property taxes are more
efficient than taxes on earnings or sales: because property can’t move easily, taxing land
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doesn’t distort households’ or firms’ location decisions as much.
While the need for titling seems clear, the path towards clearly defined ownership is
more ambiguous, but the English legal history does provide something of a guide. In
the twelfth century, juries, a group of well-informed locals, were used to ascertain the
long-term resident of a spot of land. Jury-like institutions still provide the natural tool for
allocating property in developing-world slums.
In some cases, the long-term resident of a particular home may be obvious, and
the allocation of property may be straightforward. In other cases, juries may be able to
determine whether a family is a long-term resident of a particular slum, but not who
lives in a particular home. In that case, the tools of mechanism design can be used to
allocate homes across potential residents. For example, the jury-determined residents of
a particular slum can be allowed to participate in a slum-specific auction, where units are
sold in exchange for payments, which are then allocated against future property taxes.
The government can, in principle, lend the money but it must be willing to take back
the property if these payments are not made in the future. Particular residents, such as
families with small children, can be loaned extra funds for bidding. Residents who are
out-bid can be compensated with the funds paid by the winning bidders.
This mechanism sketch is only one possible means of allocating property. Implementation should depend on local conditions. The larger point is that more widespread titling
has the capacity of making cities more functional. Naturally, that agenda also requires
institutions that make ownership attractive.
(Glaeser et al., 2016) argue that in a regime with weak judicial institutions, bright-line
rules are less prone to subversion than more complex arrangements. In the case of
property ownership, this implies that property should be protected with fixed penalties,
or injunction, rather than flexible liability rules that are factually intensive and thus more
vulnerable to judicial subversion.
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This distinction is particularly clear in the case of eminent domain , which is typically
administered through a liability rule today. Owners are compensated based on the
assessed damage from losing their property. Such assessments are frequently disputed
in both the developed and developing world, and many owners often argue that the
courts have given them too little compensation. One natural alternative, which has been
in Indian law for 5 years, is that eminent domain can only be used when a super-majority
of residents agree. This super-majority rule ensures that most residents have been made
better off by the taking, but also avoids the hold-out problem, where a single owner
blocks the transaction for everyone else.
Protecting homes and land is part of the larger problem of battling crime in
developing-world cities. In the developing world, crime prevalence differs substantially from continent to continent. In Latin America, violent crime is the dominant urban
problem. Drug gangs often play a major role in this type of crime, and the police are
frequently ineffective. Violent crime is also significant in parts of Africa, but is much less
of a problem in the cities of India or East Asia.
The basic economics of crime-fighting has been understood since Becker (1968). Some
combination of deterrence and incapacitation is necessary, but institutional weakness in
the developing world makes crime-fighting particularly challenging. Often the police
function essentially as a rival gang, rather than as a crime-fighting unit. Often the key
question is how police leaders can be given the right combination of incentives and
capacity to actually reduce crime.
One particularly dramatic tension in crime-fighting is the distinction between overwhelming force and community policing. Strategies like stop-and-frisk in New York or the
UPPs 7 in Rio de Janeiro follow an overwhelming-force approach that totally overwhelms
7 Unidade

de Polícia Pacificadora, or Pacifying Police Unit, is a law enforcement program pioneered in
the Brazilian state of Rio de Janeiro that aims at reclaiming territories controlled by gangs of drug dealers.
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a neighborhood. Community policing means developing social relationships that enable
police to leverage their knowledge of the neighborhood. Both approaches have costs and
benefits, but it seems most likely that community policing is a more attractive strategy
in relatively functional neighborhood that are not overwhelmed by violence, and that
overwhelming force is the only possible approach when homicide rates get sufficiently
high.
Weak states create two crime-related problems. They either produce a police force
that is either incapable of enforcement or extorts the public. Over the years, a variety
of tools have come about to improve policing. Brazil, for example, has adopted a quasimilitary option in which the uniformed police operate under strict discipline. Much
earlier, the US and Chile improved police honesty through rotation. Moving police
around reduced the ability to form corrupt local relationships. Data analysis has been an
important part of New York’s more recent attempts to reduce violence.
In this section, we have discussed a variety of strategies aimed at reducing the
negative externalities associated with urbanization. These problems are not distinct from
the larger goal of obtaining the higher urban productivity. The benefits of urban economic
strength will not be fully realized unless developing-world cities are made more livable.

5

The Larger benefits of Urbanization
Section 2 discussed the cross-sectional differences in productivity across cities in the

developing world. A simple static decomposition suggests that urbanization can lead to
income growth by moving people from less-productive places to more-productive places.
This section concludes by discussing the possibility that cities may generate positive
externalities for the nation as a whole.
Perhaps the most obvious potential benefit of urbanization is that it lowers the
number of people who are farming the land, which should increase the returns to
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agriculture. More speculative economic benefits may include technological improvements,
which will then spread nationwide. These improvements can come from urban innovators
themselves and from imported foreign technology that comes in through cities.
The correlation between urbanization in 1960 and subsequent growth that was
discussed in Section 2 may reflect such technological gains, but it may also reflect a
connection between urbanization and the quality of government. Many authors have
noted a link between urban density and democratic revolution. Carp (2007) shows the
role of urban connectivity in enabling the coordinated efforts of the American Revolution.
Wallace (2013) shows empirically that urbanization increases the probability of regime
change for dictators: among dictatorial regimes, a one log point increase in the size of the
largest city increases the number of regime changes by 0.5 log points.
Glaeser & Steinberg (2017) argue that there are several reasons why cities seem to
have been the wellspring of successful democratic revolutions throughout history. Cities
speed the flow of ideas, including those that emphasize the shortcomings of any current
regime. Cities enable surreptitious organization, including the formation of anti-regime
groups. Large populations in political capitals are able to put direct physical pressure on
ruling elites, as the residents of Cairo did by taking control of Tahrir Square.
Yet, as the example of Tahrir Square illustrates, successful revolutions may not lead
to successful democracies. The range of economic possibilities that exist in a city should
help boost the demand for economic freedom. Yet the downsides of urban density also
increase the demand for strong leadership that can tame congestion, crime, or contagious
disease. It is unclear whether urbanites have the incentives to push for lasting democracy
once a dictator has been toppled. Perhaps they will prefer authoritarian regimes that
allow abundant economic freedom, but that take a strong hand against quality-of-life
infractions, an example being the chewing gum ban in Singapore.
It is also unclear whether cities create the civic capital that is needed to promote
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good governance in any regime. There are certainly examples of urban groups that have
fought corruption, such as New York’s Committee of Seventy that battled the Tweed Ring
in 1871. Yet many urbanites remain as politically supine as most subsistence farmers, and
so it is unclear whether mass urbanization will fundamentally lead to better government.
This remains yet another pressing topic for future research.

6

Policy Conclusions
This paper emphasized the dramatic productivity differences across space within

developing countries. Urban productivity is much higher than rural productivity and
urban productivity rises as cities grow. Better-educated places are far more productive
than less-educated places. Here we discuss four implications of this analysis.
First, there are large potential costs from artificially restricting the growth of cities.
Many developing-world leaders are concerned about the chaotic growth of urban areas
and their instinct is to limit city growth. The high productivity of developing-world cities
argues against this perspective. In some cases, cities have explicitly adopted draconian
land-use controls, such as tight limits on density, partially to restrict urban growth. In
many cases, these policies merely produce dysfunctional cities through sprawl out rather
than going up. While this paper has analyzed no particular land-use restriction, the
benefits of agglomeration would seem to suggest that these policies should be carefully
screened with cost–benefit analysis, and those restrictions that carry more costs than
benefits should be scrapped.
Our second conclusion is that cities should rethink their approaches to the disamenities of urban life. These downsides of density are not merely nuisances. They reduce
urban growth and make it harder for cities to play their larger economic role. In section
IV, we discussed a variety of different approaches to urban disamenities. In some cases,
better incentives, such as congestion pricing, are needed. In other cases, institutional
reform may be required to make urban service provision more effective.
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Our third conclusion is that education is the bedrock of urban success. Urban
density can spread more ideas when urbanites are more knowledgeable and have better
communication skills. This underscores the value of human capital investments in
developing countries.
Finally, while we know too little about urban entrepreneurship in the developing
world, there is surely some basis for targeted policy interventions that aim at increasing
effective innovation. Such innovations would help us to assess the importance of urban
entrepreneurship. Similarly, it is worth re-examining the regulatory barriers to local
entrepreneurship, including licensing rules and labor-market regulations. In some cases,
the costs of these rules may greatly exceed the benefits.
Cities have the capacity to empower economic change. The developing world needs
policies that enable their cities to grow and become safer, healthier, and more functional.
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Appendix A
Appendix to Chapter 1
1
1.1

Data Sources
CIFD
See 1.

1.2

ACASIAN Data
We obtain highway GIS data from the Chinese Spatio-Temporal Expressway Database

maintained by the ACASIAN Data Center at Griffith University in Brisbane, Australia. To
construct this database, ACASIAN staff digitized dozens of high-resolution road atlases
published by Chinese national and regional authorities of road transportation. The entire
database records the evolution of China’s highway networks from 1992 to 2011. For the
decade 1998-2007 (due to CIFD availability, as described above), we have nationwide
highway maps for 1998, 2000, 2002, 2003, 2005, and 2007.
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2

Input Market Access (IMA)
This appendix supplements the theoretical framework in Sec.3 with an input channel:

as trade costs decline, so will the prices that local firms pay for intermediate inputs
from elsewhere. This formalizes the input-output linkages between industries, as firms
in industry-location j − o source inputs from all other industries k to obtain composite
intermediate input (similar to Caliendo & Parro (2015)). To highlight the link between
input price and transportation cost, we add to the original Melitz set-up how firms source
intermediate inputs from other locations. Assume a Cobb-Douglas production function
at industry level, for a firm,
Y = AK β K L β L M β M

(A.1)

where Y, K, L, M denote output, capital, labor, and materials (intermediate input). Denote
the price of capital, labor, materials by PK , PL , PM , respectively. To produce Y unit of
output, a firm’s cost minimization problem is
min PK ∗ K + PL ∗ L + PM ∗ M s.t. AK β K L β L M β M ≥ Y

K,L,M

which implies that, under constant returns to scale (β K + β L + β M = 1), the marginal cost
of production
MC =

ZY β K β L β M
PK PL PM
A

(A.2)

where ZY is a constant with only β’s, not factor prices.
Further assume the composite intermediate input M j as a Cobb-Douglas aggregate
j

of output from all industries Mk , again under constant returns to scale,
Mj =

j

∏( Mk )αk with
j

k

∑ αk = 1
j

k

j

where αk is the share of industry k’s output as industry j’s input in the total intermediate
input of industry j, and empirically comes from the national input-output table. Simi-
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larly, cost minimization implies that, for firms in location o, the price of this composite
intermediate input as a C-D aggregate of Po,M j , the prices of output from all industries,
k

j

PMjo = Z Mj ∏( Po,M j )αk
k

k

j

where Z Mj is again a constant (with only αk ’s, not Po,M j ’s). Recall that CMAko is the
k

price index of industry k’s output at location o, CMAko = ( Pko )1−σk , we thus define input
market access,
I MA jo =

∏(CMAko )

j
α
k
σk −1

(A.3)

k

and write the unit/marginal cost of production,
ZYjo ( Z Mjo ) β j,M
c jo
=
Pjo,K β j,K Pjo,L β j,L ( I MA jo )− β j,M ∝ ( I MA jo )− β j,M
φjoω
A joω

(A.4)

Write this into Eq.(1.1), and take logs on both sides,
ln r joω =(σj − 1) ∗ ln A joω + ln FMA jo

(A.5)

+ (1 − σj ) ∗ (ln ZCjo + β j,K ln Pjo,K + β j,L ln Pjo,L − β j,M ln IMA jo )
Under the standard assumption in Melitz framework that factor prices are uniform across
firms in an industry-location, we simplify the above equation to
ln r joω = (σj − 1) ∗ ln A joω + δjo
where δjo is an industry-location specific constant. In our unbalanced firm-year panel data,
we observe firm-level revenue r joω , and estimate firm productivity A joω (say, LevinsohnPetrin TFPR) based on firm production function Eq.(A.1). We then run this regression for
each industry j, with location*year fixed effects, to recover σj . Note that we should use
TFPQ rather than TFPR here.
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3

Discussion: Different Transport Modes
One may question how good road travel time is a proxy of trade cost. Cutting road

travel time by building highways is one of many approaches to lower trade cost between
prefectures: speeding up railway transportation, building more airports . . . , improving
port facilities for navigable waters, can perhaps serve the same purpose. In fact, from
1997 to 2007, the Chinese Ministry of Railways implemented 6 speed-up campaigns that
raised the average speed of trains from about 50km/h to 120km/h, together with a sizable
increase in train capacity (Fang, 2013). Unlike highways, however, railways do not directly
connect most prefectures in China, at least by the end of 2007 before the start of the
historic high-speed railway boom (and high-speed railways are passenger-dedicated lines).
For robustness, we also confirm that our reduced-form results hold across subsamples
of industries with varying proportions of total expenses spent on road transport. Air
traffic, by the number of passengers, also increased by around 400% from 2003 to 2010,
although the total number of passengers remained minimal in comparison with road
traffic. More importantly, air traffic is predominantly about passenger traffic and unlikely
very relevant for large volumes of manufactured goods. Waterways connect a fairly
small set of prefectures in China, and was generally considered under-utilized in our
sample period, in which waterway-associated infrastructure remained quite poor and
experienced little upgrading.

4

Supplementary Tables
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Table A.1: Baseline Industry-Prefecture Characteristics and Changes in Market Access

(1)
(2)
Baseline to Endline Change in
Consumer Market Firm Market
Access (Basic)
Access (Basic)
Baseline Characteristics
Number of Firms
Number of Employees
Total Revenue

R-squared
N

(3)

(4)

All Firms
Exit
New entry

0.063
(0.048)
-0.047
(0.091)
0.051
(0.078)

-0.027*
(0.014)
0.012
(0.020)
0.022
(0.028)

-0.007
(0.013)
0.014
(0.009)
-0.004*
(0.002)

-0.013
(0.016)
-0.009
(0.010)
0.008
(0.006)

0.122
8293

0.104
8293

0.074
8293

0.081
8293

Notes: All regressions include industry and prefecture fixed effects. Standard errors are clustered at
prefecture level.

Appendix B
Appendix to Chapter 3
1

Data Appendix
Detailed firm-level data, based on which we calculate individual firms’ productivity,

come from the Chinese Industrial Firms Database (CIFD), also referred to as Annual
Survey of Industrial Firms. An annual firm-level survey conducted by China’s National
Bureau of Statistics (NBS), the dataset covers mining, manufacturing, and public utility
industries. In this paper, we focus on manufacturing firms, and the decade between
1998 and 2007 in which the surveys contain necessary variables for standard productivity
measurements.
Firms presented in datasets are relatively large. According to the official documentation, the surveys include all state-owned enterprises (SOEs), and non-state firms with
sales greater than 5 million CNY (“above-scale” firms). Yet, in fact, a significant number
of below-5-million non-state firms, accounting for about 5% of the unbalanced panel, are
also included. In comparison with the 2004 Economic Census that covers the universe
of industrial firms, the CIC excludes 80% of firms, yet these “below-scale” firms only
accounted for 28.8% of industrial workforce, 9.9% of output, and 2.5% of exports (Brandt
et al., 2012).
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A substantial amount of data work is necessary before empirical analysis. Key issues
include standardizing industry codes and address IDs, constructing an unbalanced firmyear panel, deflating nominal variables, etc. (Brandt et al., 2012) provide a comprehensive
description of such data work in their online appendix. This paper follows their steps
and has largely replicated their results.
We take additional steps to further clean the data. First, we adjust prefecture IDs to
the 2004 standard, 1 as a large number of prefectures experienced ID changes around 2000.
Second, we clean and reformat a series of string variables, including firm name, corporate
representative, zip code, telephone number, etc. to identify individual firms. Third, when
matching firms over time, at each step, we match firms based on a primary identifier
such as firm name or corporate representative, together with a secondary identifier such
as starting year or zip code, in order to improve the accuracy of matching.
Table 1.1 lists aggregates of individual firms’ balance sheet items. In our sample
period, the total number of manufacturing firms doubled from about 165k to 337k.
Aggregate (nominal) industrial output, value added, and export experienced an impressive six-fold increase, while total employment grew by 40%, suggesting considerable
productivity gains.

1 Administrative

division code, as of Sep. 30 2004, available on NBS website.

