Essays in Environmental Economics and Industrial
Organization
Citation
Gerarden, Todd Davis. 2018. Essays in Environmental Economics and Industrial Organization.
Doctoral dissertation, Harvard University, Graduate School of Arts & Sciences.

Permanent link
http://nrs.harvard.edu/urn-3:HUL.InstRepos:41129191

Terms of Use
This article was downloaded from Harvard University’s DASH repository, and is made available
under the terms and conditions applicable to Other Posted Material, as set forth at http://
nrs.harvard.edu/urn-3:HUL.InstRepos:dash.current.terms-of-use#LAA

Share Your Story
The Harvard community has made this article openly available.
Please share how this access benefits you. Submit a story .
Accessibility

Essays in Environmental Economics and Industrial Organization

A dissertation presented
by

Todd Davis Gerarden
to

The Committee on Higher Degrees in Public Policy

in partial fulfillment of the requirements
for the degree of
Doctor of Philosophy
in the subject of
Public Policy

Harvard University
Cambridge, Massachusetts
April 2018

c 2018 Todd Davis Gerarden
All rights reserved.

Dissertation Advisors:
Professor Robert N. Stavins
Professor Ariel Pakes

Author:
Todd Davis Gerarden

Essays in Environmental Economics and Industrial Organization

Abstract
This dissertation consists of three essays at the intersection of environmental economics and
industrial organization. The common theme is the use of empirical economic analysis to
evaluate government policy affecting renewable energy industries. In Chapter 1, I analyze
the impacts of consumer subsidies in the global market for solar panels, accounting for
short-run and long-run responses by consumers and firms. I quantify these responses by
estimating a dynamic structural model of competition among solar panel manufacturers. I
focus on one margin of innovation by firms and find that long-run supply responses are
economically important, and that subsidies to consumers in one market generate spillovers
to other markets through the innovative responses of firms, which are active in multiple
markets. In Chapter 2, I study the impacts of trade policy on the market for solar panels.
I use the synthetic control method and a structural model of the solar panel market to
quantify the impact of duties imposed on solar panels imported into the United States, and
to highlight the environmental implications of these trade policies. Finally, in Chapter 3,
I exploit a natural experiment to examine the choice between subsidizing investment or
output to promote wind electricity production. Using regression discontinuity and matching
estimators, I find that output subsidies lead wind farms to produce more electricity than
investment subsidies. As a result, output subsidies are likely to be more cost-effective than
investment subsidies in this context.
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Chapter 1

Demanding Innovation: The Impact
of Consumer Subsidies on Solar Panel
Production Costs
1.1

Introduction

Can subsidies to consumers spur firms to innovate? In principle, government subsidies
to consumers that address non-pecuniary externalities can also facilitate cost reductions
for emerging technologies. While economic theory makes predictions about the potential
impact of consumer subsidies on cost-reducing innovation, there is little empirical evidence
on this relationship to inform policy. Crucially, analysis using static economic methods will
understate the impacts of policies that induce technical change.
I study the short- and long-run impacts of consumer subsidies in the market for solar
panels, where government intervention is widespread. Solar power is viewed as a key
technology for mitigating climate change because it can displace conventional electricity
sources that emit greenhouse gases. Over the period 2006-2015, solar panel prices fell by
an order of magnitude due to a combination of innovation, input price reductions, and
subsidies to producers. Manufacturing output increased, facilitating a 35-fold increase
1

in new solar power capacity in 2015 relative to 2006 (IEA, 2016). Firms in China led this
manufacturing expansion, collectively producing two-thirds of the world’s solar panels over
the period 2010-2015.1
To quantify the impacts of consumer subsidies, I formulate a dynamic structural model of
firm competition based on Ericson and Pakes (1995). Consumer demand for undifferentiated
solar panels is static but depends on subsidies and unobserved demand shocks, both of
which vary over time. Incumbent firms compete in quantities (Cournot) to serve demand
in each market. I employ a unique observable measure of technological innovation, the
electrical conversion efficiency of solar panels, which I refer to as “technical efficiency.”
Increasing technical efficiency helps firms lower costs by reducing the materials needed
to manufacture solar panels. This gives firms an incentive to make fixed investments in
technical efficiency to lower their costs in order to increase their profits in the product
market. I assume that firms condition only on the current industry state – firms’ technical
efficiencies, a common input price, and demand – and their own private shocks when
making investment decisions, leading to a Markov-Perfect Nash Equilibrium.
To estimate the model, I use market-level data from four regional markets that span
the globe: Germany, Japan, the United States, and a residual market, “Rest of the World.”
I estimate aggregate demand for solar panels (in Watts) in each market to recover price
elasticities and the impact of subsidies on demand. I use the demand estimates and the
firm’s first order condition for optimal production to recover marginal production costs.
I then estimate the relationship between technical efficiency and costs. This relationship
is identified using variation in technical efficiency and market shares: under Cournot
competition, firms with lower costs have larger market shares, so a positive correlation
between technical efficiency and market share implies that technical efficiency reduces costs.
I use a two-step estimator in the spirit of Bajari et al. (2007) to recover the fixed costs
1 Chinese

government subsidies to producers are suspected to have contributed to the expansion of solar
panel manufacturing in China and to have reduced equilibrium prices for solar panels. My empirical strategy
accounts for such unobserved supply subsidies, but I do not directly analyze how subsidies to producers
affected the solar panel market. This paper focuses on subsidies to consumers.

2

of investment.2 First, I use estimates of the product market model described above, firm
investment policies, and state transitions to forward-simulate potential industry paths,
tracking firms’ profits and investment decisions. This approach leverages the insight that a
firm’s value function is equivalent to the expected discounted sum of its future net profits.
I use the simulated value function and the optimality condition of the firm’s investment
problem to estimate the fixed cost parameters via maximum likelihood.3
The fixed cost parameters are identified by variation in the frequency and the expected
benefits of investment in different industry states. Observed firm-level improvements to
technical efficiency are used to recover the frequency of investment in a given state, and the
product market model predicts the benefits – in terms of future profits – of that investment.
The fixed cost parameters rationalize firms’ investment decisions: for example, if firms were
to invest more frequently than observed at a given state they would increase their gross
product market profits, so their decision not to invest more frequently implies a lower bound
on the fixed cost of investment. Variation across industry states in investment patterns and
profits implied by the product market model helps pin down the parameters. Finally, to
allow for strategic interactions among a large number of firms, I employ an equilibrium
refinement for counterfactual simulations grounded in the experience-based equilibrium
of Fershtman and Pakes (2012) and the moment-based Markov equilibrium of Ifrach and
Weintraub (2017).4
I find that subsidies to consumers have economically significant positive impacts on
demand, consistent with prior work.5 Firms with higher technical efficiencies have lower
marginal production costs on average. This finding is robust to the inclusion of time
2 Two-step estimators were first introduced for dynamic models by Hotz and Miller (1993) and later extended
to dynamic games (e.g., Aguirregabiria and Mira, 2007; Bajari et al., 2007; Pakes et al., 2007).
3 To be precise, the value function can only be simulated up to the unknown parameters of interest.
Conveniently, the value function is linear in parameters, so I forward-simulate industry paths once and then
search for the parameters that maximize the likelihood.
4I

also use techniques used in recent empirical work to allow for continuous states (e.g., Ryan, 2012; Sweeting,
2013; Barwick and Pathak, 2015; Kalouptsidi, 2018).
5 See,

for example: Hughes and Podolefsky (2015); Burr (2016); De Groote and Verboven (2016); Gillingham
and Tsvetanov (2017).

3

fixed effects that proxy for unobserved supply shifters – such as production subsidies to
Chinese firms6 – as well as proxies for learning-by-doing and economies of scale. The
results imply that improvements to technical efficiency constituted 3-32% of total cost
reductions over the period 2010-2015, depending on the model specification. I interpret my
preferred specification as a causal impact under the identifying assumption that there are
no unobserved determinants of cost that are correlated with technical efficiency in the cross
section, which is plausible given its robustness to potential confounding variables. I estimate
fixed costs of improving technical efficiency that are in line with reported expenditures on
research and development (R&D) and physical capital expenditures by a subsample of firms
that are publicly owned.
I use the estimated model to quantify the impact of historical consumer subsidies. Results
from counterfactuals that hold firms’ costs fixed suggest that subsidies increased solar panel
adoption (measured in Watts) by 49% over the period 2010-2015. These effects only account
for demand responses and not for dynamic supply responses, implicitly assuming that
innovation was exogenous rather than driven by profit motives. German subsidies explain
over one-third of this increase in adoption, followed by national subsidies in Japan and in
the United States.
I conduct a back-of-the-envelope analysis to quantify the external social benefits attributable to solar subsidies. Solar electricity generation creates a positive non-pecuniary
externality if it displaces electricity generation from coal and natural gas, which emit harmful air pollution. I combine existing estimates of the external damages from coal and natural
gas electricity – including both local air pollution and greenhouse gas emissions – with my
estimates of the impact of subsidies on solar panel adoption to compute the total external
social benefits of solar subsidies. My central estimate is a present discounted value of $15.4
billion (in 2017 dollars).
6 The

subsidies to fixed and variable costs Chinese manufacturers allegedly benefit from are an example
of unobserved supply shifters. The relationship between technical efficiency and cost is robust to including
unobserved costs that vary by manufacturing location (i.e., inside China or outside China) intended to capture
these unobserved subsidies to production.
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I then account for endogenous firm innovation by allowing firms to reoptimize in a
counterfactual simulation without Germany’s national subsidies. Removing these subsidies lowers firms’ profits, leading firms to invest less frequently than under the baseline
simulation with Germany’s subsidies in place. Production costs are therefore higher than
under the baseline simulation, and the difference between simulated costs with and without
German subsidies grows over time. The change in investment activity is significant: 32%
of the solar adoption due to increased technical efficiency would not have occurred in the
absence of German subsidies. The vast majority of this marginal adoption occurs outside of
Germany, highlighting the spillovers generated by decentralized government intervention
in a global market.
Accounting for both demand and supply responses yields meaningfully different estimates of the external social benefits of subsidies than accounting only for demand responses.
I repeat the back-of-the-envelope calculation described above, except that I now include
external benefits from future solar adoption through 2040 attributable to subsidy-induced
innovation during the sample period (2010-2015). This accounts for the fact that cost reductions due to past innovation affect future costs, and therefore future solar panel adoption.7
The external benefits increase 22% to $18.8 billion under conservative assumptions. Furthermore, since this analysis focuses on just one margin of endogenous innovation, it is likely
that this estimate considerably understates the full impacts of subsidies to solar adoption.8
This paper highlights two important points that apply to policy beyond this market.
First, using short-run economic methods to analyze government policy can understate
its true effects and lead to incorrect policy prescriptions. Policy and regulatory analyses
7 This is in contrast to the demand effect of subsidies, which will cease to affect equilibrium quantities
once subsidies are removed. A level comparison of the impacts of subsidies through (1) only their demand
effects, versus (2) both demand and supply effects, requires accounting for the different time horizon of the two
mechanisms’ impacts.
8 This

paper is only a first step toward a comprehensive welfare analysis of solar subsidies. The optimal
coordinated policy depends on factors beyond the scope of this paper, such as the extent of spillovers in the
R&D process. The growing literature on directed technical change makes clear that a Pigouvian tax (or subsidies
to clean technologies that approximate a Pigouvian tax) alone may not be the optimal government response to
climate change (Acemoglu et al., 2016; Aghion et al., 2016; Lemoine, 2017).
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often omit long-run considerations or use ad hoc methods to analyze them.9 My results
show that the resulting bias can be significant: dynamic supply responses such as induced
innovation have the potential to become more important than short-run demand responses
over long time horizons, as technological progress is cumulative. Furthermore, the benefits
of induced innovation will remain even if policies are removed in the future. Second,
decentralized government intervention in a global market is not economically efficient in
general. Innovation spillovers across borders may lead governments to underinvest in new
technologies like solar panels. This effect is distinct from, and compounds, the problem of
free-ridership created by international spillovers in environmental benefits, underscoring
the need for international coordination to address climate change.
Related Literature

This paper builds on a large literature on induced innovation in energy

markets (e.g., Newell et al., 1999; Popp, 2001, 2002; Jaffe et al., 2002). This paper also draws
inspiration from research on how innovation responds to changes in public health policy
(Finkelstein, 2004), expansion of prescription drug insurance (Blume-Kohout and Sood,
2013), and exogenous shifts in market size (e.g., Acemoglu and Linn, 2004; Dubois et al.,
2015).10
The novelty of my approach relative to previous research on innovation is the use of
a unique, observable, and verifiable measure of innovation: technical efficiency. Much
of the innovation literature uses data on patents or product introductions, the value of
which are highly variable and difficult to quantify ex-ante. In contrast, technical efficiency
improvements are measured in common units, allowing me to directly model the impact of
individual innovations on costs.
9 Harrington

et al. (2000) compare ex-ante and ex-post estimates of the direct costs of regulations and find
that “unanticipated technological innovation appears to be an important factor” in cases where unit costs were
overstated ex-ante. U.S. Office of Management and Budget (2011) directs agencies to identify “changing future
compliance costs that might result from technological innovation” in their regulatory analyses. Yet practical
analyses still fall short of this ideal. For example, in the regulatory impact analysis for the Mercury and Air
Toxics Standards, U.S. Environmental Protection Agency (2011) acknowledges but does not quantify the effect
of technological innovation on costs.
10 See

also Schmookler (1966) and Pakes and Schankerman (1984).
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The fact that technical efficiency is observable is also a strength of this approach relative
to the use of estimated measures such as production costs or productivity.11 Over the past
several years, manufacturers in China have benefited from manufacturing subsidies, and
thus changes in estimated production costs over time may conflate cost-reducing innovation
with changes in manufacturing subsidies. This could lead to overestimates of the extent of
real resource cost reductions in the industry and therefore the impact of consumer subsidies
on innovation. In contrast, my approach exploits observed consumer subsidies and an
observed measure of investment outcomes. To prevent unobserved production subsidies
that vary over time from biasing my estimates, I use cross-sectional variation to identify the
causal impact of technical efficiency on production costs.
This paper also contributes to the growing literature on the economics of solar power
(Baker et al., 2013). Several papers have found that past subsidies significantly expanded
demand for solar systems (Hughes and Podolefsky, 2015; Burr, 2016; De Groote and
Verboven, 2016; Gillingham and Tsvetanov, 2017). The consensus of this research is that
many solar incentives are above the level justified by the static environmental benefits of
adoption. Dynamic considerations such as innovation and learning-by-doing may justify
these subsidies in theory (Arrow, 1962; Goulder and Mathai, 2000; van Benthem et al., 2008),
but there is limited empirical evidence to assess and guide policy.12,13
While there is a large body of research on the market for solar systems, there is little
economic research on the upstream industry of solar panel manufacturing. Some studies
attempt to understand historical price reductions and forecast future prices at the industry
level using learning curves, but this approach cannot separately identify endogenous and
exogenous technological change (Nordhaus, 2014). Furthermore, this industry-level analysis
11 Another

strand of literature estimates production functions using observed R&D spending. However,
because firms use R&D to achieve multiple objectives, the benefits of R&D may not be fully captured by this
approach (Popp, 2001). A related advantage of my approach is that it relies only on data from the product
market and does not require data on inputs to production.
12 In

a notable exception, Bollinger and Gillingham (2014) estimate the extent of learning-by-doing spillovers
in solar panel installation, the industry downstream of the firms I study.
13 This

paper focuses on technological innovation through R&D rather than learning-by-doing. The model
could be extended to incorporate learning-by-doing using methods developed by Benkard (2004).
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conflates many underlying economic phenomena. Recognizing this, Nemet (2006) decomposes historical price reductions based on observable factors, finding that manufacturing
scale, solar panel efficiency, and input prices are important explanatory variables. He
concludes that learning-by-doing is not a major factor. Finally, Pillai and McLaughlin (2013)
and Pillai (2015) use static economic models to study solar panel manufacturing. In contrast
to prior studies of this industry, I estimate a dynamic game to answer a broad economic
question.
Road Map The remainder of this paper is organized as follows: Section 1.2 describes
the recent growth of the market for solar panels, the prevalence and types of consumer
subsidies, how solar panels are manufactured, and the importance of technical efficiency
to the industry. Section 1.3 details a structural model of the industry environment and
manufacturer behavior. Section 1.4 introduces the data I use for estimation. Section 1.5
outlines my estimation approach, and Section 1.6 summarizes the estimates. Section 1.7
describes how I use these estimates to simulate counterfactual market outcomes and presents
the results. Section 1.8 concludes.

1.2
1.2.1

Industry Background
Economic and Policy Environment

The solar industry has grown rapidly over the past several years due to a combination of
demand and supply factors. Governments around the world have encouraged adoption
of this technology through policies targeting solar power. For example, the United States
Government expended one-third of all electricity subsidies ($5.3 billion) on solar power in
fiscal year 2013 (U.S. Energy Information Administration, 2015). This excludes the value of
state and local subsidies, which may have been as large or larger than Federal subsidies in
some jurisdictions and time periods (Borenstein, 2017). Partly as a result of these subsidies,
solar power was the largest source of electricity capacity additions in the United States in
2016. The United States is not unique in this regard. China, Germany, and Japan have
8

provided subsidies for electricity generated by solar panels over the past decade that helped
make these three countries the first, second, and third largest markets for solar panels in
terms of cumulative quantities sold in 2015 (International Energy Agency, 2016).
The specific mix of policies employed by governments has varied across jurisdictions
and over time. The most common policy mechanisms during the period 2010-2015 can be
classified in two broad categories. The first is subsidies to solar adoption. An example of
this is the Federal Investment Tax Credit in the United States, which provides a tax credit of
30% for solar investment costs. The second is subsidies to electricity generation from solar
technology. Germany, Japan, China, and many other countries have offered payments for
solar electricity in the form of “feed-in tariffs” set at the time of investment. Feed-in tariffs
are prices paid for solar electricity fed onto the electric grid that are independent of the cost
of electricity from alternative sources. Solar Renewable Energy Certificates from state-level
Renewable Portfolio Standards in the United States are another example of incentives that
target solar electricity generation rather than investment.
Taken together, government policies significantly shifted out demand for solar panels.
Figure 1.1 provides graphical evidence of the impacts of individual subsidies on demand.
In Japan, demand for solar panels was fairly low throughout 2010 and 2011, but increased
after a feed-in tariff was introduced in the wake of the Fukushima Daiichi nuclear disaster.
Furthermore, the equilibrium quantity of solar panels sold fell as the feed-in tariff was
lowered in 2015, despite the fact that prices were slowly but steadily declining over that year
(Figure 1.1a). The German feed-in tariff predates the sample period, but variation in the
feed-in tariff level over time appears to affect demand: equilibrium quantities fell after the
second quarter of 2012 as feed-in tariffs were lowered, despite the fact that prices were falling
through early 2013 and remained fairly stable thereafter (Figure 1.1b). Previous empirical
analyses of subnational consumer subsidies found that a majority of solar adoption was
attributable to subsidies (e.g., Hughes and Podolefsky, 2015; Burr, 2016; De Groote and
Verboven, 2016; Gillingham and Tsvetanov, 2017).
Supply side developments also contributed to the growth of this market. The global

9

Quantity (GW)
2.0
1.5
1.0
0.5
0.0
Price ($/Watt)
2
1
0
Subsidy (JPY/kWh)
40
30
20
10
0
2010

2011

2012

2013

2014

2015

2014

2015

(a) Japan
Quantity (GW)

1.5
1.0
0.5
0.0

Price ($/Watt)

2.0
1.5
1.0
0.5
0.0

Subsidy (¢/kWh)
20
10
0
2010

2011

2012

2013

(b) Germany
Figure 1.1 Graphical Evidence that Subsidies Increase Demand
Notes: These two figures plot quarterly observations of each market’s quantity of solar panel sales (GW), average
price ($/W), and subsidy level (feed-in tariff in local currency units). Both figures are suggestive of the impact
of subsidies on demand. Figure 1.1a shows that equilibrium quantities were low throughout 2010 and 2011,
but increased after a feed-in tariff was introduced in the wake of the Fukushima Daiichi nuclear disaster.
Furthermore, the equilibrium quantity of solar panels sold fell as the feed-in tariff was lowered in 2015, despite
prices slowly but steadily declining over that year. Figure 1.1b shows that equilibrium quantities fell in Germany
after 2012Q2 as the feed-in tariff was lowered, even though prices were falling through early 2013 and remained
fairly stable thereafter.
Data Source: IHS Markit and the International Energy Agency.
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average price of solar panels fell 75% over the period 2010-2015. Previous analyses attribute
historic solar panel price reductions to improvements in technical efficiency by solar panel
manufacturers and reductions in the price of the primary input (Nemet, 2006; Pillai, 2015).
The expansion of manufacturing activity in China, aided by government subsidies to
manufacturers, has also played an important role in the industry’s evolution. Chinese
manufacturers produced roughly two-thirds of all solar panels between 2010 and 2015.14
While solar panels are the main input to solar systems that generate electricity, the cost
of complementary inputs also plays a role in determining the size of the global solar panel
market. Recognizing this, the U.S. Department of Energy established its SunShot Initiative
in 2011 to encourage cost reductions for both hardware and non-hardware inputs to solar
systems. The costs of complementary hardware (e.g., mounting hardware and inverters) and
installation have fallen over the past several years, and downstream business models have
also contributed to the growth of the solar market. However, solar panels remain central to
efforts to reduce the cost of solar electricity. The SunShot Initiative recently announced that
the solar industry had met its 2020 cost targets for utility-scale solar systems “largely due to
rapid cost declines in solar photovoltaic hardware” (U.S. Department of Energy, 2017). The
SunShot Initiative’s statement cited a detailed bottom-up cost analysis by Fu et al. (2017) that
identified solar panel prices as the primary driver of recent solar system cost reductions.
This research does not specifically attribute these solar panel price reductions to public or
private efforts to reduce the cost of solar panels, either through government subsidies on
the supply side (e.g., for production and R&D) or the demand side, which is the focus of
this study.
These demand and supply developments are inextricably linked. By increasing demand,
government policies may have increased the returns to innovation, encouraging firms to
invest in response. If these policy-induced demand shocks did not induce innovation,
governments may have been better off had they delayed the use of incentives until these
innovations had occurred.
14 Author’s

calculation based on IHS Markit’s PV Suppliers Tracker (2016Q2).
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1.2.2

Solar Panel Manufacturing

Solar panels convert sunlight into electricity via the photovoltaic effect.15 I study manufacturers of p-type silicon-based photovoltaic panels who collectively produced approximately
88% of the world’s solar panels over 2010-2015 in terms of electricity generating capacity
(Watts).16 I refer to their products as “conventional solar panels” to distinguish them from
solar panels made from alternative semiconducting materials.
Conventional solar panels are produced from highly purified silicon. Manufacturers
process silicon to create solar cells that generate electricity when exposed to light.17 These
cells are arrayed and assembled into a panel that consists of a frame, backing, circuitry,
lamination to protect cells from the elements, and a glass front.
The fundamental technology produced by manufacturers has not changed significantly
over the past decade, but firms have worked to increase their technical efficiencies and
decrease their production costs. The median technical efficiency of solar panels installed
in the United States rose from 14.1% in 2010 to 17.0% in 2015 (Figure 1.2; Barbose and
Darghouth, 2017). Firms throughout the industry have increased the technical efficiency of
their solar panels, although there is considerable variation in the firm-level frontier of (i.e.,
maximum) technical efficiency in the cross section and in the relative position of firms over
time (Figure 1.3).
Firms strive to increase their technical efficiencies in order to reduce their production
costs. Technical efficiency determines electricity output from a solar panel holding its
physical size fixed, so efficiency improvements can lower materials costs for a given amount
of electricity output. This is important because materials comprised two-thirds of solar panel
15 The terms solar panel and solar module are used interchangeably. I use solar panel throughout this paper
because it is more familiar.
16 Author’s calculation based on IHS Markit’s PV Integrated Market Tracker (2016Q2). The 88% figure
includes all manufacturers of p-type silicon-based photovoltaic panels. I use a subset of these manufacturers to
estimate the model due to data limitations. See Section 1.4 for more details.
17 Silicon

is first doped with boron and formed into blocks of monocrystalline and multicrystalline material
called ingots. These ingots are sliced into very thin wafers roughly 600 ⇥ 600 . The wafers are then doped with
phosphorous to create a layer of n-type silicon that forms a junction. The addition of contacts for conducting
electricity and chemical processing renders photovoltaic cells.
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Figure 1.2 Industry Technical Efficiency is Increasing over Time
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Notes: This plot shows the industry-wide progression of technical efficiency based on data from the United
States solar market. During the sample period of 2010-2015, the median technical efficiency of solar panels
installed in the U.S. rose from 14.1% in to 17.0%. These data include thin-film and high-efficiency n-type silicon
solar panels, whereas I focus on conventional p-type silicon solar panels.
Source: Barbose and Darghouth (2017).
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Figure 1.3 Firm-Specific Technical Efficiencies over Sample Period
Notes: This plot shows the firm-level progression of technical efficiency for a sample of firms based on data
from the United States solar market. This figure shows that while firms throughout the industry have increased
the technical efficiency of their solar panels, there is variation in firm-level technical efficiencies in the cross
section and in the relative position of firms over time.
Data Source: Lawrence Berkeley National Laboratory’s Tracking the Sun dataset (openpv.nrel.gov).
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costs during the period under study (Powell et al., 2012).18 Firms cite technical efficiency as a
source of cost reductions in press releases and SEC filings. These statements also corroborate
the role of R&D in enabling advances in technical efficiency. For example, Trina Solar’s
2014 Form 20-F states: “To reduce raw material costs, we continue to focus our research and
development on improving solar cell conversion efficiency and enhancing manufacturing
yields.”19 Industry analysts report that large manufacturers have “top-notch” in-house R&D
labs, and that this is true of Chinese firms as well as Western firms. These labs are specific
to individual firms, and they do not directly share intellectual property.20
Solar panel manufacturers improve their technical efficiency through investments in
R&D and physical capital. These firms primarily use established, off-patent technologies
and innovate to improve their current implementations or commercialize alternative implementations of these technologies. Research and development advances are operationalized
through investment in physical capital, either through production line upgrades or the
installation of new production lines.21
Despite continual improvements to the production process and to technical efficiencies,
the firms I study produce a highly commoditized product. Solar panels come in standardized
form factors, with most solar panels composed of either 60 or 72 cells. The smaller size is
most commonly used for residential rooftop applications, while the larger size is typically
18 Powell et al. (2012) state that “improved solar cell conversion efficiency is a major driver for c-Si module
[panel] cost reduction, as cost scales inversely with efficiency for all area-dependent cost components.” Green
(2016) claims that “efficiency... is probably the key both to future photovoltaic electricity cost reduction and to
commercialization of new technologies” and that observed efficiency improvements by existing manufacturers
“contribute increasingly significantly to ongoing cost reduction.”
19 Trina

Solar also cited the role of technical efficiency improvements in its 2013 Form 20-F. Yingli Solar has
cited efficiency as a key means by which to achieve cost reductions in promotional materials.
20 Phone

interview with Jade Jones, Senior Analyst at GTM Research (May 26, 2017). While firms conduct
their own in-house research, they may benefit indirectly from knowledge generated by their competitors. For
example, the observation that a competitor successfully commercialized an existing technology may spur others
to do the same. This is consistent with widespread adoption of specific technologies, such as the ongoing shift
toward PERC technology. In addition, past and current government-sponsored research in many countries may
benefit both domestic and international manufacturers.
21 This process could be described by a theoretical model in which capital investment is necessary to capitalize
on innovations resulting from R&D (e.g., Lach and Rob, 1996). Lach and Schankerman (1989) provide empirical
evidence consistent with this type of model using data on U.S. manufacturing firms. I abstract from these
details and model the joint process of investing in R&D and physical capital due to data constraints.
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used in commercial and utility applications. The electrical properties of solar panels are
also standardized. Figure 1.4 presents a side-by-side comparison of two solar panels.

Output (Watts)
Size (cells)
Technical Efficiency (%)
Relative Price ($/W)

275
60
16.8
1.00

330
72
17.0
1.01

Figure 1.4 Comparison of Two Solar Panels
Notes: Individual solar panels are rated at different output levels, come in a few different
standardized physical sizes (measured here by the number of solar cells), and can be different
colors. Despite the differences between these two example solar panels in physical size, power
output, and appearance, their prices are very similar when measured using the industry
convention of $/Watt.
Data Source: Prices and product details retrieved for two models made by Canadian Solar from
https://ressupply.com on September 24, 2017.

1.3

Model

I model the solar panel manufacturing industry as an imperfectly competitive oligopoly.
There are I incumbent firms who compete in quantities (Cournot) in each regional market
in each discrete time period (quarter). There are M regional markets. Aggregate demand
for undifferentiated solar panels in each market is static but depends on subsidies, which
vary over time. Firms have an infinite horizon and share a common discount factor b. Each
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firm is differentiated by its state, technical efficiency: sit = wit .22 Firms share the industry
state, st , which is comprised of:
• the distribution of individual firms’ technical efficiencies, wt = [w1t w2t ... w It ];
• a common input price, wt ; and
• aggregate demand in each market, dt = [d1t d2t ... d Mt ].
In each period, firms first observe the industry state and realize private shocks to investment.
They then compete in the product market and choose whether to invest to lower their future
costs. When making this decision, each firm takes expectations over the outcome of its
investment decision, future demand, the evolution of the input price, and investment by its
competitors. Finally, investments are implemented and their outcomes are realized at the
beginning of the next period.

1.3.1

Demand

Consumers demand electricity, a prototypical homogeneous good. Solar panels are one
potential source of electricity. I assume that consumers do not have preferences over
solar panels per se, but instead have preferences over the electricity generating capacity
of undifferentiated solar panels (in Watts).23 I refer to this final good as “solar panels”
throughout the paper.
Aggregate demand for solar panels in each market is static and depends on marketspecific factors,
Qmt = Qm ( Pmt ; dmt (Smt )),

(1.1)

22 The

notation sit is common in the literature to denote an individual agent’s state. In this context, the
firm’s state (sit ) and its technical efficiency (wit ) are equivalent and used interchangeably because firms are only
differentiated on one dimension (technical efficiency).
23 The assumption that this final good is undifferentiated implies that consumers do not have preferences
over specific brands, in keeping with the commoditized nature of the product outlined in Section 1.2. The
assumption that consumers do not have preferences over the number of solar panels they purchase is in keeping
with industry convention; firm sales are denominated in Watts rather than the number of solar panels (with
prices denominated in $/Watt). Figure 1.4 compares two example solar panels to provide some context for these
assumptions.
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where Qmt is the quantity of solar panels (in Watts) and Pmt is the price (in $/Watt). The
demand curve Qm (·) is indexed by m to allow the shape of the demand curve to vary across
markets. The demand state in each market, dmt (Smt ), depends upon subsidies to consumers,
Smt , and follows an exogenous first-order Markov process.
The static demand specification implies that consumers are not forward-looking. In
reality, potential purchasers of a durable good who expect prices to fall over time, as has
been the case for solar panels, may delay their purchase. Static demand estimation may
therefore understate the magnitude of the true price elasticity (Aguirregabiria and Nevo,
2013). The static demand specification also implies that consumers do not exit the market
after purchasing solar panels. This rules out changes in the distribution of consumers over
time, such as if early adopters are less price sensitive than late adopters. In this hypothetical
case, static estimation may again understate the price elasticity of demand (Conlon, 2012;
Gowrisankaran and Rysman, 2012).
These theoretical insights are consistent with the limited evidence on demand estimation
from the solar market. De Groote and Verboven (2016) estimate demand for solar systems
(not solar panels) using both static and dynamic specifications. The estimated price coefficient from their baseline model, which abstracts from consumer heterogeneity, is roughly
40% higher under dynamic demand than static demand. Allowing for consumer heterogeneity further magnifies the price coefficient, to roughly 20% higher than the dynamic
model without heterogeneity. More generally, however, it is possible that other regional
solar markets could display forms of demand or unobserved heterogeneity that would bias
static price coefficients away from zero.
Despite its potential shortcomings, the static model of demand facilitates estimation of
a dynamic model of supply, which is the focus and contribution of this paper relative to
previous studies of the solar market.24 While there were significant reductions in solar panel
prices during the sample period, there are a few features of this market that ameliorate
24 It is computationally challenging to estimate models of dynamic demand and dynamic supply, and as a
result it is common in the industrial organization literature to use a parsimonious demand model to facilitate
estimation of a dynamic supply model.
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concern over the potential impact of using a static demand specification. First, changes in
prices and subsidies were countervailing in some markets (see Figure 1.1b for an example).25
Second, anecdotes from government and industry publications suggest that ongoing price
reductions were not fully anticipated, even by industry insiders.26 Finally, Gillingham and
Tsvetanov (2017) provide support for their assumption of static demand using data on
purchases and a consumer survey in the residential solar market in Connecticut, in the
United States.

1.3.2

Firm Cost Structure

Firms have constant marginal costs of production, mc (wit , wt ), that depend on firm-specific
technical efficiencies (wit ) and a common input price (wt ). Both technical efficiency and
the input price are fixed from the perspective of the firm at the time of product market
competition and are not choice variables in the firm’s static optimization problem. I assume
that product market competition is Cournot, with firms choosing quantities to maximize
profits,
max [ Pmt ( Qmt ; dmt (Smt ))
qimt

mc (wit , wt )] qimt ,

where Pmt ( Qmt ; dmt (Smt )) is the inverse demand curve corresponding to equation 1.1. Equilibrium product market profits for each firm depend only on the firm’s state and the industry
state (which includes the input price and demand states). I denote these equilibrium product
market profits p̄i (st ).27
Firms choose technical efficiency dynamically. If costs are decreasing in technical
25 De Groote and Verboven (2016) cite this fact as a reason that price coefficients were not even more different
between their static and dynamic specifications.
26 As

one example, the U.S. Energy Information Administration (2016) acknowledged that “EIA, like many
other industry trend watchers, did not anticipate the sharp decline in solar PV costs seen over the past several
years.” Creutzig et al. (2017) chronicle “a history of widespread underestimation of the growth in PV deployment”
and attribute these underestimates to faster than expected solar panel price declines, among other things.
27 Firms share a common profit function which is indexed by i to illustrate its dependence on firm i’s state.
Profits could equivalently be expressed as p̄ (sit , st ) or p̄ (wit , st ), since sit ⌘ wit .
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efficiency, firms will have an incentive to invest in R&D and physical capital to increase
future technical efficiency and improve their competitive position. Firms make a discrete
decision whether to invest (xit ). The firm’s per-period payoff,
pi ( xit , st ; # it ) = p̄i (st )

gxit + s# it ( xit ),

is comprised of three terms. Each firm earns profits from the product market, p̄i (st ),
which do not depend on the firm’s investment choice. The second term consists of a
nonrandom fixed cost, g, which is paid only if the firm invests (in which case xit = 1).
Finally, firms receive private choice-specific shocks, # it ( xit ), which are independent and
identically distributed (i.i.d.) according to the Type I extreme value distribution.28 The
structural interpretation of these shocks is a random shock to the fixed cost of investment.29
The shocks are scaled by the parameter s.

1.3.3

State Transitions

I assume the input price (wt ) and demand states (dt ) are exogenous and evolve according
to independent first-order Markov processes. Each firm’s state evolves stochastically over
one period. I assume the relationship between investment and the evolution of technical
efficiency is one-to-one in order to infer the unobserved investment decision. If a firm does
not invest (xit = 0), its technical efficiency does not change. If a firm does invest (xit = 1),
the change in its technical efficiency is nit , which is i.i.d. across firms and time with support
nit 2 (0, •). To summarize, technical efficiency evolves according to
wit+1 = wit + xit nit .
Although the outcomes of R&D activities are inherently stochastic, firms must upgrade
existing capital or install new capital to implement the advances realized through R&D.
28 This

distributional assumption is common in the discrete choice literature due to the analytic form it
implies for conditional choice probabilities.
29 Modeling the innovation process as an outcome of fixed cost investments is guided by the industry
background discussed in Section 1.2.2.
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This is the economic basis for the assumption that the investment I model always yields
a non-zero improvement in technical efficiency. The stochastic nature of the investment
outcome captures the uncertainty inherent in adapting R&D advances from laboratory pilot
lines to large-scale production.
The distribution of technical efficiency across firms (wt ) evolves over one period as a
result of firm actions and the resulting realizations of technical efficiency improvements.

1.3.4

Equilibrium

I assume firms use symmetric pure strategies that depend only on the current state and
their private information, leading to a Markov-Perfect Nash Equilibrium (Maskin and Tirole,
1988). Each firm’s strategy, denoted z i (st , eit ), is a mapping from states and private shocks
to actions (i.e., quantities sold in each market and a binary investment decision). The firm’s
value function at the time of its investment decision is,
Vi (st ; z i , z i , # it ) = max

xit 2{0,1}

p̄i (st )

gxit + s# it ( xit )

+ bE [ Vi (st+1 ; z i , z i , # it+1 )| st , xit ] ,

where the expectation is taken with respect to i’s investment outcome (nit ), investment by i’s
competitors, future realizations of the exogenous demand and input price states, and i’s
own future cost shocks. z

i

denotes the strategies of firms other than firm i. Markov-Perfect

Nash Equilibrium requires that each firm’s strategy is optimal given the common strategy
used by its competitors,
Vi (st ; z i , z i , # it )

Vi st ; z i0 , z i , # it ,

for all firms (i), states (s), shocks (#), and alternative strategies (z 0 ).

1.4

Data

I employ data on the global solar panel market from IHS Markit and Lawrence Berkeley
National Laboratory. IHS Markit’s PV Module Intelligence Service provides data on the
solar panel supply chain on a quarterly basis from January 2010 through March 2016. These
20

data include sales by regional market and production activities by country of production. I
use the sales data to construct a dataset at the firm-market-quarter level that includes sales
for all firms and prices for a subset of firms. Total firm sales are denominated in Watts
(W) of electricity generating capacity and prices are in dollars per Watt ($/W). The data
are at the firm level and do not include sales of individual solar panel models. I focus on
four regional markets: Germany, Japan, the United States, and the Rest of the World. I
complement these with data on firms that vary over time but not across markets, including
each firm’s production capacity and quarterly production throughout the supply chain
(i.e., wafers, cells, and modules). Quarterly data on the global spot price of polysilicon, the
primary input to solar panel production, also comes from IHS Markit.
The measure of each firm’s technology comes from Lawrence Berkeley National Laboratory’s Tracking the Sun dataset.30 The dataset contains the characteristics of installed
solar systems throughout the United States. These characteristics include the manufacturer,
model, and electrical conversion efficiency of the solar panels utilized in each system. After
removing missing data, the dataset contains over 425,000 systems installed between January
2010 and December 2015. I use these data to construct summary statistics of the state of
each firm’s technology on a quarterly basis. In my empirical analysis, I focus on the frontier
of electrical conversion efficiency, tracking the maximum electrical conversion efficiency
sold by each firm over time. This is the observed measure of technical efficiency I refer to
throughout the paper.
Data on market-specific subsidies to consumers that vary over time come from the
International Energy Agency’s Photovoltaic Power Systems Programme and national governments. For Germany and Japan, I construct a panel dataset of the feed-in tariff level in
each market over time (represented graphically in Figure 1.1). For the United States, I use
the Investment Tax Credit (ITC) and the tax advantage of accelerated depreciation, both
of which depend on the cost of the solar system rather than the amount of electricity it
generates. I use a subsidy of 40% of the solar panel purchase price to summarize federal
30 The

August 2016 version of this dataset was downloaded from https://openpv.nrel.gov.
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solar subsidies in the United States.31 Finally, for the residual market, I use the feed-in tariff
from Italy as a proxy for subsidies in all other markets. Italy was chosen because the Italian
government offered generous feed-in tariffs during the first half of the sample period, and
because Italy was a large solar market: in each year from 2010 to 2012, Italy was either the
first- or second-largest national solar market in the world (International Energy Agency,
2013).32 The feed-in tariffs are all units of local currency per unit of electricity output.33
I also collect ancillary data to use as instrumental variables from multiple sources.
The global price of silver comes from the London Fix via The Silver Institute. Data on
international trade restrictions come from the United States Government and the European
Commission. I describe the use of these ancillary data in more detail in Section 1.5.
Table 1.1 contains summary statistics for the four markets. Germany, Japan, and the
United States comprise 48% of cumulative sales over the period 2010-2015 (in terms of
electricity generating capacity). There are 15 firms in the sample that comprise approximately
70% of the global conventional solar panel market. The collective market share of these
firms was stable over the sample period despite entry and exit in the competitive fringe,
which is omitted from this analysis due to data constraints. While some of the 15 firms are
not active in every market at the beginning of the sample period, all 15 firms are active in all
markets during the sample period. Instances of firms not being active in a market are rare,
as summarized by the average number of firms in each market over all time periods.34 The
31 The

ITC is a tax credit for 30% of investment costs. Borenstein (2017) estimates that accelerated depreciation
is equivalent to a 12.6% to 15.2% reduction is the cost of a solar system after state incentives and the ITC.
I approximate this by assuming accelerated depreciation is worth 10% of total costs. While accelerated
depreciation benefits are not available to households that purchase their own solar panels, they are available to
businesses that purchase solar panels either for their own use or for leasing to households. I also experimented
with using state-level subsidies, including incentives from the California Solar Initiative, but my use of aggregate
national data on solar panel sales makes it difficult to separately identify the impacts of these state-level
subsidies. My analysis also omits the value of net metering.
32 I also experimented with creating an index of subsidies from major solar markets, but I found that the
Italian subsidies alone outperformed the indices I tried in terms of model fit.
33 Feed-in tariffs are paid per unit of electricity output, not per unit solar capacity installed, as described in
Section 1.2. The units of the feed-in tariffs have no impact on the model, as they are all scaled by estimable
parameters that have no economic interpretation in isolation. The product of each feed-in tariff and its coefficient
gives the impact of that subsidy on demand, and this product is invariant to changes in the feed-in tariff’s units.
34 The

model outlined in Section 1.3 does not endogenize market entry but instead implicitly assumes firms
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final three columns summarize the distribution of market shares across firms within a given
time period (pooling across time periods). The median market share in each region ranges
from 2.7-5.5%, but market shares for some firms in some periods are much larger: the 90th
percentile ranges from 14.4-19.5%. However, this is not driven by a small number of large
firms that dominate the industry: the cumulative global market share of each firm ranges
from 2-13%. These market shares motivate the use of a model of imperfect competition to
characterize the product market.
Table 1.1 Summary Statistics by Market

Market
Germany
Japan
ROW
USA

Sales
(GW)
14.8
22.3
59.8
18.0

Active Firms
Mean Max
14.9
15
14.7
15
15.0
15
13.7
15

Market Shares
10% 50% 90%
0.5
4.6 15.2
0.2
2.7 19.5
1.2
5.5 14.4
0.3
4.9 18.7

Notes: This table presents summary statistics for the four regional markets studied. Cumulative
sales are measured in gigawatts (109 Watts). Germany, Japan, and the United States comprised
roughly half of global sales during the period 2010-2015. All 15 firms are active in every market
during the sample period, although there are some periods in which some firms are not active
in every market. Market shares are constructed in each market and time period, and then
pooled across time periods within each market to summarize the distribution of market shares.
There are 24 time periods for each market.
Data Source: Author’s calculations using data described in Section 1.4.

compete in every market in every time period. While this assumption is not required for demand or production
cost estimation, it affects equilibrium profits under the model and therefore may affect the dynamic parameter
estimates and counterfactual simulations. These effects should be negligible, both because instances of firms not
being active in all four markets are infrequent and because they occur at the beginning of the sample when
costs were high, and therefore equilibrium quantities and profits were low relative to later periods.
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1.5
1.5.1

Model Estimation
First Step: Estimate Product Market Model,
State Transitions, and Investment Policy Function

Demand I assume the demand curve in equation 1.1 is a constant elasticity demand curve
and estimate the model in logs,
ln Qmt = a0m + a1m ln Pmt + a2m Smt + # D
mt .

(1.2)

I use data on feed-in tariff levels described in Section 1.4 for the subsidy variable, Smt , for
the markets of Germany, Japan, and Rest of the World. For the United States, I model the
subsidy as a function of the solar panel price, because the primary federal solar incentives
depend on the cost of a solar system rather than its electricity output. See Section 1.4 for
further details.
I instrument for price to account for potential endogeneity using two sets of instruments.
In the first, I use the price of two inputs – polysilicon and silver – that comprise the first
and second largest materials cost shares over the sample period.35 These two instruments
vary over time but not across markets because polysilicon and silver are traded globally.
I augment them with indicator variables for the presence of trade restrictions that create
differential variation in prices across markets and are assumed to be uncorrelated with
unobserved demand shocks.
I construct a second set of instruments for the price of solar panels in market m using
the average price of solar panels in other markets. These instruments are valid under the
assumption that supply shocks are correlated across markets but demand shocks are not
(Hausman, 1996; Nevo, 2001). This assumption would be violated by demand shocks that
affect multiple markets and are not captured in the market-specific subsidies to consumers
included as regressors.
35 Silicon

forms the core of conventional solar cells, and silver is used to construct contacts on the front and
back of conventional solar cells to create an electrical circuit. See Section 1.2 for a more detailed description of
the manufacturing process.
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The demand states are the demand curve intercepts,
dmt = a0m + a2m Smt + # D
mt ,

(1.3)

which must be estimated because the demand parameters (a) and shocks (# D ) are not
observed. I recover dmt using the coefficients from estimating equation 1.2.
Production Costs I infer marginal costs from the firm’s first order condition for optimal
production and the demand estimates under the maintained assumption that firms compete
in quantities (Cournot) with constant marginal costs and non-binding capacity constraints.
Firm i’s first order condition for market m and time t is
dpimt
dPmt
= Pmt +
qimt
dqimt
dqimt

mcimt = 0.

The firm equalizes the marginal benefit and marginal cost of increasing the quantity it
sells, accounting for the direct benefit and cost of producing one more unit (Pmt and mcimt )
as well as the inframarginal impact of depressing the equilibrium price on all its units
(dPmt /dqimt · qimt ). Under constant elasticity demand, marginal costs are
mcimt = Pmt

✓

1 qimt
1+
a1m Qmt

◆

,

where a1m is the price elasticity of demand.
I parameterize these inferred costs to quantify the impact of technical efficiency improvements on production costs. I use a parametric form that is motivated by the economics of
the industry. The measure of technical efficiency used in this study is similar to productivity
in that it acts as a multiplier on the cost of materials in a manner similar to that of total
factor productivity in a production function:
mcimt = w̃it1 wt 2 exp( b 0 + #Simt )
b

b

where w̃it is observed firm-specific technical efficiency, wt is the observed common input
price, b 0 is an unobserved time-invariant common scale parameter, and #Simt is an unobserved
shock at the firm-market-time level. The economic model formulated in Section 1.3 is in
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terms of cost-indexed technical efficiency, wit . There is a one-to-one mapping between obb

served technical efficiency and cost-indexed technical efficiency: wit = w̃it1 . The econometric
model is used to estimate the parameter b 1 governing this relationship.36,37 I estimate this
cost function in logs,
ln(mcimt ) = b 0 + b 1 ln(w̃it ) + b 2 ln(wt ) + #Simt .

(1.4)

I include time period and firm fixed effects in some specifications to capture unobserved factors that shift costs independently of variation in the input price and innovations in technical
efficiency. I use ordinary least squares to estimate equation 1.4 under the assumption that
#Simt is i.i.d. over firms, markets, and time.38 This model quantifies the relationship between
technical efficiency and marginal cost. The sign and magnitude of b 1 dictate whether and
how much technical efficiency improvements lower costs, and therefore the incentive firms
face to innovate in response to changes in demand.
36 Observed

technical efficiency, w̃it , is the fraction of solar radiation that a solar panel converts into electricity,
while the technical efficiency measure used in the economic model, wit , is in terms of production costs. The
latter measure is used for convenience: I leverage cost-indexed technical efficiency along with properties of the
underlying economic game to simplify the state space when solving the model for counterfactuals in Section 1.7.
This is without loss of generality; the two measures are interchangeable under the assumption that firms know
the mapping from observed to cost-indexed technical efficiency, which is necessary for firms to make investment
decisions in the real world.
37 I

assume that each firm’s cost is determined by its maximum efficiency and focus on this measure
throughout the paper. This is consistent with my focus on technological innovation that advances the capabilities
of the firm, and it is also a practical solution to the unavailability of data on the full distribution of technical
efficiencies within a firm due to a lack of product-level data from all markets. In Section 1.6 I assess the
robustness of this assumption by estimating an alternative model in which production costs depend on the
mean – rather than the maximum – technical efficiency in the U.S.
38 Technical

efficiency and the input price are both fixed from the perspective of the firm at the time of product
market competition. The use of time period fixed effects helps to account for the possibility of correlation in
errors across firms within a time period. The i.i.d. errors assumption rules out serial correlation in errors within
a firm. Allowing for an unobserved, serially correlated component of costs would substantially complicate the
analysis.
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State Transitions I estimate a vector autoregression model for the evolution of the exogenous states:
2

3

2

6 wt 7
6 wt
4
5 = R0 + R1 4
dt
dt

1
1

3

7
5 + xt

(1.5)

where both R0 and x t are diagonal by assumption. I use ordinary least squares to separately
estimate this model for each exogenous state (Hamilton, 1994).
I use forward simulation to construct the endogenous distribution of technical efficiencies
by aggregating individual firm states. The evolution of individual firms’ states and the
distribution of firms’ states are characterized by the investment policy function.
Investment Policy Function

The investment policy function characterizes the investment

behavior of firms conditional on their own state and the industry state. Consistent estimates
of the policy function are necessary for estimation of the dynamic parameters. The ideal
approach would be to use a nonparametric estimation strategy to capture this unknown and
potentially complex function. This is infeasible in my setting, however, both because states
are continuous and because firms’ technical efficiencies are increasing over time. Instead,
I adopt a data-driven approach to approximate the investment policy function using a
parametric specification that balances the benefits of a very flexible specification with the
potential pitfalls of overfitting.
I do this in two stages. First, I begin with a large set of candidate regressors and use
lasso for variable selection. I model the discrete decision to invest by estimating a logit
model via penalized maximum likelihood:
min
µ

1
N

Â
i,t

⇥
⇤
xit f (wit , st )0 µ + ln 1 + exp f (wit , st )0 µ + lkµk1 .

The candidate regressors in f (wit , st ) are cubic polynomials in the following variables: the
firm’s technical efficiency, the mean and standard deviation of the industry distribution
of technical efficiency, the input price, and the four demand states; as well as first-order
interactions between the firm’s technical efficiency and all other variables listed previously.
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The tuning parameter l is selected by leave-one-out cross-validation.39 I then model the
investment choice using a logit model and estimate the parameters via maximum likelihood,
min
µ̃

1
N

Â
i,t

⇥
⇤
xit f˜(wit , st )0 µ̃ + ln 1 + exp f˜(wit , st )0 µ̃ ,

where f˜(wit , st ) contains only the non-zero regressors selected in the first stage. This
two-step approach to policy function estimation is inspired by the attractive properties of
ordinary least squares after model selection via lasso (Belloni and Chernozhukov, 2013).
I assume the outcome of the investment process is drawn from a stationary distribution
conditional on making the decision to invest, as described in Section 1.3. I use nonparametric
tests to assess this assumption in Appendix A.4. The test results are broadly consistent with
my modeling assumption, although they have low power due to small sample size. I fit
the distribution of investment levels using a gamma distribution. The gamma distribution
captures the skewed nature of investment levels in the data and outperforms other candidate
distributions – weibull, lognormal, and beta – in terms of the Akaike information criterion.

1.5.2

Second Step: Estimate Dynamic Parameters

I estimate the parameters of the investment cost function using a forward simulation
estimator based on Bajari et al. (2007). This approach simulates industry paths based on the
theoretical model and estimates from the first step in order to find parameters that make
observed investment behavior optimal.
Firm i’s per-period payoff first introduced in Section 1.3 is
pi ( xit , st ; # it ) = p̄i (st )

gxit + s# it ( xit ).

(1.6)

The firm’s ex-ante value function, before realizing its private shocks, can be written as an
expected discounted sum of per-period payoffs,
"
Vi (st ; z ) = E

39 The

•

Âb

t =0

t

#

pi ( xit+t , st+t ; # it+t ) ,

selected regressors are unchanged using k-fold cross-validation with k = 5 and k = 10.
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(1.7)

where the expectation is over current and future values of the private shocks (# it ) and future
values of the states (st ). The dependence of per-period payoffs on strategies (z) is subsumed
into xit . I follow Bajari et al. (2007) by rewriting equation 1.6 as the inner product of two
vectors and substituting it into equation 1.7 to give
"

Vi (st ; z ) = E

•

Â bt

t =0

p̄i (st+t )

xit+t # it+t ( xit+t )

#

· q = Wi (st ; z ) · q,

(1.8)

where q = [ 1 g s ]0 . Vi (st ; z ) is linear in parameters because the per-period payoff is
linear in parameters. As a result, Wi (st ; z ) does not depend on q and only needs to be
simulated once for a given strategy profile.
I use forward simulation to approximate Wi (st ; z ) under the optimal strategy profile. For
each initial state st , I construct a vector containing the elements of per-period payoffs using
parameter estimates from the first step at t = 0. Product market profits, p̄i (st ), are treated
as known and computed using the closed-form solution to the product market game.
The firm’s investment decision is stochastic due to the presence of a private shock. I
compute the probability of investment based on the first-stage policy function estimates.
I then draw from the estimated policy function’s error distribution. Each firm’s draw
determines that firm’s investment. I use this information to increment the second and third
elements of Wi (st ; z ).40
I construct the next period’s state using the firms’ simulated investment decisions. If
a firm does not invest, its state does not change; if it invests, the change in its state (nit ) is
drawn from the distribution of technical efficiency improvements. Collectively, all firms’
actions determine the industry’s endogenous state in the next period. Finally, I use the
estimated transition process for the exogenous states to predict the input price and demand
40 I

first integrate out the private shocks from firm i’s per-period payoff in equation 1.6 so that the second
and third terms of Wi (st ; z ) are given by predictions from the policy function estimated in the first stage,
2
3
E# it [pi ( xit , st ; # it )] = p̄i (st )

gpi ( xit = 1|st ) + s 4{

Â

xit 2{0,1}

pi ( xit |st ) ln ( pi ( xit |st ))5 ,

where pi ( xit |st ) is the probability that firm i chooses action xit at state st , and { is Euler’s constant. The final
term follows from the assumption that # it is drawn i.i.d. from the Type I extreme value distribution.
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states in the next period. I repeat this for 200 periods (50 years) to generate one discounted
sum of product market profits, investment costs, and random shocks, up to the parameters
q.41 I simulate 250 of these industry paths from each initial state and take the mean to
approximate Wi (st ; z ). The discount factor, b ⇡ 0.974, corresponds to an annual discount
factor of 0.9 used in prior literature (e.g., Ryan, 2012).
b i (st ; z ) to implement a maximum likelihood estimator based on
To estimate q, I use W

the firm’s optimal investment decision. Appendix A.5 describes my approach in detail.

1.6

Estimation Results

1.6.1

First Step Estimates

Demand Table 1.2 presents the estimated price elasticities of demand (â1m from equation 1.2). Each column presents estimates from a different model specification, and each row
corresponds to a different market (m). There are two main takeaways. First, the estimated
price elasticities across all models and markets range between -1.3 and -2.2, with most coefficients falling between -1.3 and -1.5.42 Second, the ordinary least squares and instrumental
variables estimates are not statistically distinguishable, and the point estimates are quite
similar in most cases. The similar point estimates could be because secular reductions in
costs drive much of the observed price variation during the sample period and help trace
out the demand curve even without instrumental variables.
To assess the robustness of these estimates, I estimate equation 1.2 with subsidy levels
41 The length of the forward simulation is arbitrary and is selected to ensure that the discounted profits from
the terminal period are small relative to the discounted sum of profits over all periods. With an annual discount
rate of 0.9, the discount factor for the 200th quarter – equivalent to the 50th year – is approximately 0.005, so
that one dollar of profit in that period is worth only 0.5 cents from the perspective of the firm in period 0.
42 My

estimates lie within the wide range of previous estimates in the literature. Gillingham and Tsvetanov
(2017) estimate a static demand elasticity of -0.65 using microdata from Connecticut. Coefficient estimates from
De Groote and Verboven (2016) imply a static elasticity of close to -6.3 based on aggregate data from Flanders.
Burr (2016) uses microdata from California to estimate long-run elasticities ranging from -1.6 to -4.7 across
different time periods and model specifications. These papers estimate demand for residential solar systems,
whereas I estimate demand for solar panels.
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Table 1.2 Estimated Demand Elasticities

OLS
Germany
Japan
Rest of World
USA
Min. F-stat
Observations
Adjusted R2
Note:

Model
IV: Input Price

1.82⇤⇤

(0.78)
1.63⇤⇤⇤
(0.24)
1.39⇤⇤⇤
(0.22)
1.49⇤⇤⇤
(0.26)
96
0.74

IV: Other Prices

2.20⇤⇤

(0.97)
1.37⇤⇤⇤
(0.22)
1.32⇤⇤⇤
(0.25)
1.38⇤⇤⇤
(0.26)

1.88⇤⇤
(0.83)
1.51⇤⇤⇤
(0.22)
1.41⇤⇤⇤
(0.22)
1.48⇤⇤⇤
(0.26)

34.49
96
0.73

88.23
96
0.74

⇤ p<0.1; ⇤⇤ p<0.05; ⇤⇤⇤ p<0.01

Models estimated within market.

Notes: This table presents estimated price elasticities of demand (i.e., â1m from equation 1.2).
Each row corresponds to a different market (m) and each column presents estimates from a
different model specification. The first column presents estimates of equation 1.2 using ordinary
least squares. The second column includes the following instruments for price: the price of
polysilicon, the price of silver, and indicator variables for the presence of trade restrictions. The
final column uses the prices of solar panels in markets other than the market of interest as
instruments for the price in the market of interest.
Data Source: Author’s calculations based on the model estimation described in Section 1.5 using
data described in Section 1.4.

in logs rather than in levels for the markets with feed-in tariffs.43 The results, presented
in Table A.2, are not statistically distinguishable from the baseline estimates presented in
Table 1.2.
The specification that uses prices from other markets as instruments for price serves as
the baseline specification used to estimate the supply model. I plot the resulting demand
states with and without subsidies in Figure A.1 to illustrate the impact of subsidies on
demand. The higher, solid lines are the subsidy-inclusive demand states (dˆmt ). These
are derived using the estimated parameters from equation 1.2 and the definition of the
43 This applies to Germany, Japan, and the residual market. The subsidy in the U.S. market is modeled as a
fraction of the solar panel price since the primary subsidy available for the entire U.S. market is the Investment
Tax Credit, which is worth 30% of solar system costs.
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demand states in equation 1.3. The lower, dashed lines are the counterfactual demand
had the subsidies not been in place. I recover counterfactual demand by subtracting the
estimated impact of subsidies on demand (dˆmt

â2m Smt ). Both are in terms of the natural

logarithm of quantity, as they represent the demand curve intercept from the constant
elasticity specification. The shaded area represents the portion of demand attributable to
the subsidies included in this analysis.
Production Costs I first provide graphical evidence that suggests technical efficiency
reduces costs: Figure 1.5 shows that there is a positive correlation between technical
efficiency and market share in the raw data. This plot displays demeaned data within each
market and time period, so that it only reflects cross-sectional variation. Each point on the
graph is a local mean of the underlying data. This positive correlation is consistent with
higher technical efficiency lowering costs for firms, which would lead to larger market share
under a model of Cournot competition.
Figure 1.6 presents an analogous plot of the cross-sectional relationship between technical efficiency and production cost. Costs are recovered from the demand estimates and
competition model as described in Section 1.5. The downward slope of these points shows
that higher technical efficiency is associated with lower costs in the cross-section, after
eliminating time series variation that could induce spurious correlation and undermine
identification.
Table 1.3 presents the coefficient on technical efficiency across several alternative specifications of equation 1.4. The negative relationship between cost and technical efficiency is
evident in all specifications despite the fact that the identifying assumptions under each
model are different due to their use of different variation. The first specification includes
only technical efficiency and a constant as regressors and produces a large negative coefficient. The second specification, which includes the common, time-varying input price
(wt ), produces a significantly attenuated coefficient on technical efficiency, highlighting the
importance of accounting for time series variation in input prices. The third specification
includes time period fixed effects to flexibly capture time series variation in unobserved
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Figure 1.5 Cross-Sectional Relationship between Technical Efficiency and Market Share
Notes: This figure is a binned scatterplot of residual variation in market shares and technical
efficiencies within each market and time period. Each point on the graph is a local mean of the
underlying data. The plot is constructed using raw data without any economic assumptions.
The upward slope of these points is consistent with higher technical efficiency lowering costs
for firms: under Cournot competition, this would yield larger market shares for firms with
higher technical efficiencies.
Data Source: Author’s calculations using data described in Section 1.4.

costs. The input price is not included in this regression because it only varies over time
and is therefore no longer identified. This further attenuates the coefficient on technical
efficiency. In the final columns, I replicate the second and third specifications with the
addition of firm fixed effects to capture unobserved firm-specific factors that affect cost
and may be correlated with technical efficiency. These specifications generate slightly more
negative coefficients on technical efficiency than the specifications without firm fixed effects.
While there is variation in magnitudes across all the specifications, each model suggests
that marginal costs are lower when technical efficiency is higher. The model estimates in
columns 2-5 imply that improvements to technical efficiency constituted 3-32% of total cost
reductions over the period 2010-2015.
The qualitative results in Table 1.3 are robust to a range of alternative specifications
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Figure 1.6 Cross-Sectional Relationship between Technical Efficiency and Cost
Notes: This figure is a binned scatterplot of residual variation in estimated marginal costs and
technical efficiencies within each market and time period. Each point on the graph is a local
mean of the underlying data. Marginal costs are inferred from the firm’s first order condition
for optimal production using data and estimated demand parameters, and technical efficiencies
are observed in the data. The downward slope of these points indicates that higher technical
efficiency is associated with lower marginal cost in the cross section.
Data Source: Author’s calculations based on the model estimation described in Section 1.5 using
data described in Section 1.4.

summarized in Appendix A.3.1. I first allow the unobserved costs captured by time period
fixed effects to vary for firms that manufacture in China and those that do not. Firms
in China allegedly benefit from government subsidies that are unobserved and vary over
time; interacting time period fixed effects with manufacturer location may account for this
to the extent that the timing and the magnitude of subsidies are common across Chinese
manufacturers. This more flexible specification has a negligible effect on the coefficient of
interest (Table A.3a). I also assess the robustness of the main results to the inclusion of
measures of production capacity and past production, which proxy for economies of scale
and experience (Tables A.3b and A.3c). Including these additional covariates attenuates the
coefficient of interest. However, these additional variables have little impact on the final
model, which includes time period and firm fixed effects. This suggests that differences in
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Table 1.3 Relationship between Marginal Cost and Technical Efficiency

(1)
ln(w̃it )

5.44⇤⇤⇤
(0.16)

ln(wt )
Time Period FE
Firm FE
Observations
Adjusted R2
Note:

(2)

(3)

(4)

(5)

0.92⇤⇤⇤
(0.10)
0.66⇤⇤⇤
(0.01)

0.18⇤
(0.10)

1.80⇤⇤⇤
(0.13)
0.60⇤⇤⇤
(0.01)

0.31⇤
(0.16)

X
1,352
0.47

1,352
0.89

1,352
0.92

X
1,352
0.90

X
X
1,352
0.92

⇤ p<0.1; ⇤⇤ p<0.05; ⇤⇤⇤ p<0.01

Data include 24 periods (T) for 4 markets (M).

Notes: This table presents coefficients from alternative specifications of the model in equation 1.4.
The dependent variable is the natural logarithm of estimated marginal cost. The first row
contains the coefficients on the regressor of interest, observed technical efficiency. The second
row contains the coefficients on the common, time-varying price of polysilicon (wt ). There is a
robust negative relationship between cost and technical efficiency (both in natural logarithms).
The attenuation of coefficients from the first specification to all other specifications highlights
the importance of conditioning on other factors that vary over time, such as observable input
prices (wt ) and unobservable cost shifters (time period fixed effects).
Data Source: Author’s calculations based on the model estimation described in Section 1.5 using
data described in Section 1.4.

the coefficient of interest between the baseline specification and alternative specifications in
the less restrictive models may be driven by firm-specific factors that are correlated with,
but not due to, economies of scale and experience.
This paper focuses on the firm’s maximum technical efficiency as an observable measure
of innovation that leads to lower production costs, as discussed in Section 1.5. To assess
the importance of this restriction, I present results from an alternative model in which
production costs depend on the mean – rather than the maximum – technical efficiency in
the U.S. market in Table A.3d. The coefficient of interest is qualitatively similar in all cases
and statistically indistinguishable in the specification used for estimation of the dynamic
parameters.
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A final possibility I consider is that consumers demand technical efficiency.44 By
abstracting from this mechanism, my approach may understate firms’ returns to increasing
technical efficiency. This could bias the investment cost estimates downward. While the full
impact of relaxing this assumption on the counterfactual simulations is difficult to assess
without estimating a model that allows for product differentiation, I discuss this possibility
in more detail and present additional robustness analysis in Appendix A.3.2.
I use the model in column 3 of Table 1.3 for dynamic estimation because it relies only on
cross-sectional variation and is therefore a conservative estimate, and because it does not
include other dynamic choice variables, such as production capacity and past production,
that would significantly complicate the analysis. This estimate identifies the causal impact
of technical efficiency on the cost of production under the assumption that there are no
omitted factors that are correlated with both technical efficiency and cost. I use the time
period fixed effects recovered from estimation of the model in column 3 as the common,
time-varying input price for estimating the dynamic model (i.e., wt ).
State Transitions Table A.1 presents estimates of the state transition process for the input
price and demand states (equation 1.5). The estimated transition process is stationary, as all
eigenvalues of R lie within the unit circle.
Investment Policy Function The first-stage lasso procedure selects a small subset of the
candidate regressors: a constant, the firm’s technical efficiency (wit ), and the interaction
of the firm’s technical efficiency and the industry average technical efficiency (wit w̄t ). As
discussed in Section 1.5, I fit the distribution of investment levels using a gamma distribution.
Figure A.2 provides an assessment of the fit of the investment policy function and the
parameterization of the investment outcome by comparing the industry average technical
efficiency over time from the data to the analogous summary statistic from the forward
44 Quantities

are measured in Watts, so increasing technical efficiency – holding fixed the number of solar
panels a firm produces – increases the firm’s output in the model. This mechanical impact of technical efficiency
on quantities captures much of the benefit of increased technical efficiency from the perspective of the firm and
is the focus of this analysis.
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simulation procedure used in estimation. The investment policy function’s predictions track
industry investment reasonably well despite its parsimony.

1.6.2

Second Step Estimates

Investment cost estimates are presented in Table 1.4. All numbers are in millions of dollars.
The fixed cost point estimate is $107 million.45 In the data, investments occur slightly less
often than once per year, so these estimates imply annual investment costs directed toward
improving technical efficiency of about $95 million. This is in line with accounting data:
according to annual reports for a subset of the firms in this sample that are publicly traded,
median R&D expenditures are about $20 million and median annual capital expenditures
are about $200 million over the sample period.
Table 1.4 Investment Cost Parameter Estimates

Parameter
g
s

Point Estimate
107.1
21.3

Confidence Interval
(61.1, 436.8)
(10.2, 256.7)

Notes: This table presents estimates of the fixed cost of investing in technical efficiency improvements (g) and the scale parameter on the private choice-specific shocks (s). Confidence
intervals are constructed via bootstrap, resampling residuals from each stage of estimation
prior to forward simulation 500 times. All numbers are in millions of dollars.
Data Source: Author’s calculations based on the model estimation described in Section 1.5 using
data described in Section 1.4.

1.7

Counterfactual Simulations

1.7.1

Short-Run Impacts of Subsidies

I first treat past advances in technical efficiency in the industry as exogenous and compare
market equilibria with and without consumer subsidies. This provides a quantitative
assessment of the “short-run” impacts of subsidies on equilibrium quantities and associated
45 Confidence

intervals are constructed via bootstrap, resampling residuals from each stage of estimation
prior to forward simulation 500 times.
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external social benefits accounting for only demand responses. This preliminary exercise
requires only the demand and production cost estimates from Section 1.6.1 and does not
require solving the dynamic model. I recover counterfactual demand states without subsidies
from the results of demand estimation and solve for the product market equilibrium with
and without subsidies.
Solar Adoption Subsidies increased the quantity of solar panels sold (in Watts) by 49%
globally over the period 2010-2015 relative to sales in the absence of subsidies. The subsidies
increased total solar panel market revenues by 60%, partly because subsidies in Germany
and Italy encouraged substantial solar adoption in earlier years when costs (and therefore
prices) were higher. Figure 1.7 plots model predictions for solar panel sales over time with
and without subsidies. Figure 1.8 presents a regional decomposition of the solar adoption
attributable to subsidies. Based on the model’s estimates, German subsidies contributed 36%
of the increase in demand attributable to subsidies, with Japanese subsidies contributing
30% and subsidies in the United States contributing 27%.
External Benefits The external social benefits attributable to consumer subsidies depend
on the quantity of solar panels adopted due to subsidies, the amount of electricity the
solar panels produce, the external damages associated with alternative electricity generation
sources that solar electricity displaces, and the social discount rate. To construct a back-ofthe-envelope estimate of the external benefits attributable to consumer subsidies, I consider a
range of values for each of these.46 Electricity generation estimates for each regional market
come from PVWatts, a publicly available engineering tool that predicts solar electricity
generation for different locations and solar system configurations.47 I construct estimates of
lifetime solar generation based on potential electricity output in one location in each of the
46 This

calculation of external benefits builds on Gillingham and Tsvetanov (2017).

47 PVWatts is developed by the National Renewable Energy Laboratory and accessible via
http://pvwatts.nrel.gov.
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Quarterly Solar Panel Sales (GW)
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Figure 1.7 Short-Run Counterfactual: Impact of Subsidies on Solar Adoption
Notes: This figure plots model-predicted solar panel sales over time with and without subsidies
holding firms’ production costs fixed as estimated. The higher, solid line represents the model
predictions based on historical subsidies. The lower, dashed line represents the counterfactual
equilibrium quantities based on solving for the product market equilibrium after removing
subsidies. The shaded area represents the portion of sales attributable to the subsidies included
in this analysis.
Data Source: Author’s calculations based on the model estimation described in Section 1.5 and
counterfactual exercise described in Section 1.7 using data described in Section 1.4.

four markets.48 Estimates of the external damages attributable to electricity generation from
coal and natural gas, including both local air pollution and greenhouse gases, come from
Muller et al. (2011).
My central estimate of the external benefits due to the solar subsidies studied in this
paper is $15.4 billion. Alternative assumptions imply external benefits that range from $7.0
to $56.1 billion (all in 2017 dollars).49 This range reflects uncertainty about the parameters
48 I

use the PVWatts default weather data for Germany, Japan, and the United States. I use the default weather
data from a search for “Italy” to calculate electricity generated from subsidies in the residual market because
the Italian feed-in tariff is used in demand estimation for the residual market.
49 The

central estimate is based on avoided damages from natural gas electricity generation ($0.0203/kWh in
2017), a solar system lifetime of 25 years, and a discount rate of 3%. The low end estimate is based on natural
gas, a lifetime of 20 years, and a discount rate of 7%. The high end estimate is based on avoided damages from
coal electricity generation ($0.0516/kWh in 2017), a lifetime of 30 years, and a discount rate of 3%.
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Quarterly Sales due to Subsidies (GW)
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Figure 1.8 Short-Run Counterfactual: Decomposition of Subsidy-Induced Adoption
Notes: This plot decomposes subsidy-induced solar panel sales over time by the regional market
of sale, holding firms’ production costs fixed as estimated. In other words, this plot breaks out
the shaded area represented in Figure 1.7 by market.
Data Source: Author’s calculations based on the model estimation described in Section 1.5 and
counterfactual exercise described in Section 1.7 using data described in Section 1.4.

underlying this calculation. In addition, the subsidies studied in this paper do not capture
all national and subnational policies that support solar. Thus, these estimates are meant to
be illustrative of the potential order of magnitude of external benefits generated by solar
subsidies. This is not a comprehensive assessment of the subsidies’ benefits: a complete
assessment of solar subsidies requires accounting for their long-run impacts allowing for
both demand and supply responses, which I address in the next section.

1.7.2

Long-Run Impacts of Subsidies

To assess the long-run impacts of consumer subsidies, accounting for both demand and
supply responses, I solve the dynamic model utilizing the estimates from Section 1.6. This
requires some simplification of the state space due to computational constraints and for
economic plausibility. In industries with a large number of firms, such as solar panel
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manufacturing, it would be computationally demanding for each firm to track and predict
the current and future state of every one of its individual competitors. As an alternative,
I assume that firms track moments of the distribution of firm states. This approach is
inspired by the experience-based equilibrium concept of Fershtman and Pakes (2012) and
the moment-based Markov equilibrium of Ifrach and Weintraub (2017). I assume that firm
strategies depend only on their own state and a set of functions of the state space, s̃t , that
is of lower dimension than the full state space, st . I leverage the fact that under Cournot
competition, market equilibrium depends on the sum of firms’ costs rather than the full
distribution of firms’ costs, and I assume that firm strategies depend only on their own state
and the modified state space, s̃t ⌘ (Âi wit , wt , dt ). This modified state space contains all the
information needed to fully determine the product market equilibrium, conditional on the
parameters that govern demand and production costs.50
I use value function approximation methods to solve for the equilibrium of the model
with and without historical subsidies to consumers. For each case, I use a third-order
polynomial expansion of the state space to approximate the value function, and I use
parametric policy iteration to solve the dynamic model.51 The resulting conditional choice
probabilities, which describe investment behavior, can be used to simulate how the firms’
technical efficiencies would have evolved in the absence of consumer subsidies and what
share of the increase in industry average technical efficiency is attributable to consumer
subsidies. I use this information to solve for the counterfactual product market equilibrium
in each regional market over time, producing an estimate of the impact of consumer
subsidies on solar panel adoption. Finally, I use these results to perform a back-of-theenvelope calculation using existing estimates of the environmental benefits of solar panel
adoption to quantify the change in external benefits attributable to the subsidies, and I
50 To be precise, this property holds for Cournot competition when firms have constant marginal costs and the
equilibrium is an interior solution in which all firms produce non-zero quantities and no production constraints
bind. See Bergstrom and Varian (1985) for a clear derivation. This is a special case of a broad class of aggregative
games.
51 See

Sweeting (2013) for a detailed summary of the procedure.
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compare these long-run external benefits to the short-run external benefits presented above.
Solar Adoption I focus on a counterfactual that removes only German subsidies to highlight the potential for the impacts of policies to spill over across countries in a global market.
Removing subsidies lowers firms’ profits, leading firms to invest less frequently, production
costs to be higher than under the baseline simulation, and the difference between simulated
costs with and without German subsidies to grow over time. The change in investment
activity is significant: 32% of the solar adoption due to increased technical efficiency would
not have occurred in the absence of German subsidies. This translates to a change in solar
adoption over 2010-2015 of 0.7%, as under the conservative baseline production cost specification technical efficiency only constitutes about 3% of the sample period cost reductions.
The vast majority of this marginal adoption occurs outside of Germany.
A central insight of this paper is that innovation responses by firms can swamp the
contemporaneous impacts of subsidies over long time horizons. Furthermore, the innovation
induced by past subsidies continues to generate benefits in the future, even if subsidies
are phased out. This is especially relevant given that national governments have reduced
subsidies in recent years, including in the major markets of Germany, Japan, and China. The
U.S. Investment Tax Credit is currently scheduled to be phased down over the period 20192022. As a result, comparing solar adoption during 2010-2015 with and without endogenous
innovation by firms will understate the long-run impacts of subsidies. To provide a level
comparison, I estimate the discounted external social benefits attributable to innovation over
a longer time horizon.
External Benefits Accounting for endogenous innovation by firms yields meaningfully
different estimates of the external benefits of subsidies than accounting only for demand
responses. The results are summarized in Table 1.5. The first row summarizes estimates
of the external social benefits attributable to subsidies, accounting only for their short-run
effects through demand responses. The second row’s estimates include these benefits and
the additional benefits that accrue due to supply responses induced by German subsidies
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that lowered solar panel production costs. The columns reflect a range of assumptions used
to construct the present discounted value of external benefits from solar panel adoption.52
Table 1.5 Counterfactual External Benefits (billion $)

Short-Run (without innovation)
Long-Run (with innovation)
Difference (%)

Baseline

Low

High

15.4
18.8
22.0

7.0
8.0
14.4

56.1
69.5
23.9

Notes: This table presents external benefits based on two sets of counterfactuals. The first row
summarizes estimates of the external social benefits attributable to subsidies, accounting only
for their short-run effects through demand responses. The second row’s estimates include these
effects and the additional benefits that accrue due to solar panel cost reductions induced by
German subsidies. The columns reflect three different sets of assumptions used to construct
the present discounted value of external benefits from solar panel adoption. See Section 1.7 for
details on the underlying assumptions.
Data Source: Author’s calculations based on model simulation described in Section 1.7 using
model estimates described in Section 1.6.

The external benefits increase 22% to $18.8 billion under the baseline assumptions.
The magnitude of external benefits is sensitive to the assumptions used in this back-ofthe-envelope calculation, ranging from $8 to $70 billion between the low and high cases.
However, the increase in benefits due to subsidy-induced innovation is less sensitive, ranging
from 14.4% to 23.9%.
These counterfactual simulations are based on the most conservative specification of
the production cost model in Table 1.3. The long-run impacts of subsidies may exceed the
short-run impacts under alternative specifications. For example, estimates from the cost
52 The estimates in the first column are based on the avoided external damages of electricity generation from
natural gas, a 25-year lifetime for solar panels, and a discount rate of 3%. Electricity generation estimates come
from NREL’s PVWatts tool using one location for each of the four regional markets in this study. The second
column uses electricity output based on the location with the least sunlight (Germany), external damages from
natural gas, a 20-year lifetime for solar panels, and a discount of 7%. The final column uses electricity output
based on the location with the most sunlight (the United States), external damages from coal, a 30-year lifetime
for solar panels, and a discount of 3%. For each specification, the dynamic impacts include both the present
value of external benefits due to solar adoption induced by subsidies over 2010-2015, and also the present value
of additional solar panels installed for x years after the sample years. For x, I use the assumed lifetime for solar
panels under each scenario. The benefits from these future adoptions are discounted at the same rate used to
discount benefits from solar adoption during the sample period. For these calculations, I hold market structure,
costs, and subsidies fixed as of the final period in the data (2015Q4).
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specification that includes both time and firm fixed effects suggest that the causal effect of
technical efficiency on costs may be larger than that used in this counterfactual simulation.
This could imply that the counterfactual results understate the impact of subsidies on
innovation, and therefore understate the external social benefits generated by subsidies.
Furthermore, since this analysis focuses on just one margin of endogenous innovation, it is
likely that these estimates understate the full impacts of subsidies to solar adoption.

1.8

Conclusion

I study the impact of consumer subsidies for solar panels on solar adoption and innovation
by firms. I estimate a dynamic model to recover structural parameters governing the product
market and firms’ investments in innovation. I find that subsidies to consumers have a
significant impact on demand and firms’ revenues, and that improvements to technical
efficiency significantly reduce production costs.
I use these estimates to evaluate the short- and long-run impact of solar subsidies.
First, I conduct a short-run counterfactual simulation that allows demand to respond to
subsidies but holds production costs fixed. I find that solar panel subsidies increased
equilibrium quantities by roughly 50% over the period 2010-2015. This subsidy-induced
solar adoption generates external social benefits of over $15 billion by replacing electricity
from conventional, polluting sources with solar electricity. Second, I conduct a long-run
counterfactual simulation that allows for both demand and supply responses, endogenizing
firm investment in technical efficiency with and without observed subsidies in Germany. I
find that accounting for induced innovation increases the external social benefits attributable
to subsidies by at least 22%. This estimate includes future benefits from solar adoption over
the 2010-2040 time period to account for the persistent effects of innovation. Much of these
benefits are generated by solar adoption outside Germany. These findings demonstrate that
consumer subsidies can indeed induce innovation but that national governments may not
be able to appropriate the resulting innovation when markets are global in scope.
While the insights in this paper extend to similar policies, including a Pigouvian tax
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on emissions, I do not explicitly consider the implications of other forms of government
intervention in the market for solar panels. The prevalence of subsidies to solar panel
manufacturers raises the question of what the relative benefits of subsidies to consumption
and production are in practice, both in terms of economic efficiency and distribution.
Subsidies to production have led to trade actions against Chinese manufacturers by the
European Union and the United States, which I am studying in a separate project. However,
the results in this paper highlight that trade disputes could affect innovation incentives and
thereby have long-run impacts in addition to the short-run impacts of trade restrictions on
consumers, producers, and the environment.
The welfare implications of my results depend on additional assumptions. If policymakers are constrained to use consumer subsidies to solar power rather than a technology-neutral
Pigouvian tax, a globally coordinated subsidy equal to the marginal external benefits of solar
generation may be optimal if innovation is entirely appropriated by firms. However, this is
unlikely to be the case, both because firms may learn from their competitors and because
poor future performance could lead firms to exit the market. Both of these forces would
lead firms to underinvest in innovation relative to the social optimum. To address this, I
plan to incorporate a range of assumed innovation spillovers into the model to quantify
how welfare changes as a function of both subsidies and innovation spillovers.
The optimal coordinated policy to address climate change may require a mix of measures
that extend beyond carbon pricing. For example, public support for R&D could be justified
by the existence of knowledge spillovers or the impact of targeted R&D on the direction of
innovation (Acemoglu et al., 2012). There is a growing literature on the optimal mix of R&D
subsidies and carbon pricing to address climate change (e.g., Acemoglu et al., 2016; Aghion
et al., 2016; Lemoine, 2017), and this remains an important area for future research.
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Chapter 2

The Environmental Impacts of Solar
Trade Disputes
2.1

Introduction

Solar electricity generation has the potential to offset the use of polluting fuels in the
production of electricity, creating benefits for the environment and for human health. As
such, deployment of solar technology is a key component in global efforts to combat climate
change. In 2014, the United States and China jointly pledged to expand energy consumption
from solar and other clean energy technologies. Both countries have provided generous
subsidies to facilitate the adoption of solar electricity generation technology. Yet at the
same time, competition among solar manufacturing firms in these countries has been fierce.
Both countries have used government intervention to encourage domestic innovation and
manufacturing. Chinese firms now dominate the global solar panel manufacturing industry,
and many industry participants claim that government subsidies drove the expansion of
Chinese firms. In response to these allegations, the United States imposed duties on Chinese
firms in 2012 in an attempt to protect domestic manufacturers.
This paper quantifies the impacts of solar panel import duties imposed by the United
States on the adoption of solar technology and its environmental benefits. I present evidence
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from two complementary empirical methods. First, I employ the synthetic control method
to provide descriptive evidence on the price impacts of these duties. I use data on prices
for solar panels in markets outside the United States to construct a synthetic control, based
on a convex combination of other markets, that closely matches solar panel prices in the
United States before duties were imposed. I then use this synthetic control to construct a
counterfactual for solar panel prices in the United States after duties were imposed.
Second, I develop a structural model of competition among manufacturers that allows
me to evaluate the impacts of the duties on solar panel adoption. I assume manufacturers
engage in Cournot competition in twelve regional markets that span the globe, and that they
account for the effects of their production decisions on equilibrium prices as well as the effect
of duties on their production decisions and those of their competitors. I model aggregate
demand for solar panels in each market. To operationalize the model, I impose parametric
restrictions on the demand function and firms’ cost function. I estimate the parameters
governing both the demand and cost functions jointly using the generalized method of
moments. Finally, I use estimates from this model to conduct a back-of-the-envelope
calculation of the external social damages caused by the duties (i.e., the gross environmental
welfare impacts caused by pollution due to less solar panel adoption attributable to the
duties). I focus on the gross environmental impacts of the duties rather than their net
welfare impacts because the latter calculation would require assigning subjective welfare
weights to consumers and producers, both domestic and abroad.
Both methods suggest that duties on imported solar panels had a significant impact on
the domestic market. The synthetic control method estimates suggest that solar panel prices
were five to 20 percent higher after duties were imposed, and that this effect increases over
time. The latter finding is consistent with industry anecdotes that firms found multiple
ways to to avoid duties on imports from China when they were initially imposed in 2012,
but that this became more difficult when the duties were expanded to Taiwan in 2014. For
this reason, I use the structural model to evaluate the impact of tariffs on the domestic
market for solar panels in 2014. I find that duties increased the equilibrium price for solar
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panels by 14.7 percent and reduced the quantity of solar panels adopted by 24.2 percent
relative to a counterfactual in which no duties had been in place in 2014. The estimated
price impact is similar to both the synthetic control method estimates and external industry
analysis for that time period. Finally, I find that duties on solar panels imported into the
United States in 2014 generated external social damages in the range of $0.65 to $2.55 billion
(in 2014 dollars). These damages are significant given that solar panel market revenues in
2014 were $4.6 billion.
Road Map The remainder of this chapter is organized as follows: Section 2.2 describes the
data used in this study and presents the synthetic control analysis. Section 2.3 lays out the
structural model, Section 2.4 describes how I estimate the model, and Section 2.5 presents
the estimation results. Section 2.6 uses the model and parameter estimates to evaluate the
environmental impact of duties on imported solar panels. Section 2.7 concludes.

2.2
2.2.1

Data and Descriptive Evidence
Data

This study uses two primary types of data. The first is data on firm production and sales
activities. The second is data on firm-specific duties.
The data on firm production and sales activities come from the market research firm
IHS Markit. The data include detailed firm-level information for the largest 21 solar panel
manufacturers on a quarterly basis from 2010 to the first quarter of 2016. These 21 firms
constitute over 70 percent of global production during this time period. For each firm,
I observe total sales in 12 end markets. Quantities sold are denominated in electricity
generation potential (Watts), and the average price for those sales are in $/Watt. Table 2.1
lists the 12 markets and their cumulative consumption shares over the period 2010-2016.
IHS Markit also collects data on manufacturing capacity and production by firm and
country of manufacture. Table 2.2 summarizes the geographic distribution of production,
highlighting the dominant role of Chinese solar manufacturers. The collective production
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Table 2.1 Demand by Market (2010-2016)

Market
Japan
USA
China
Rest Of Europe
Germany
Italy
Rest of Asia
India
Australia
Middle East & Africa
Latin America
Canada

Cumulative Demand (GW)
31.3
30.7
29.0
20.4
17.6
5.4
5.1
4.8
2.9
2.2
2.0
1.9

Share (%)
20.4
20.0
18.9
13.3
11.5
3.5
3.3
3.1
1.9
1.4
1.3
1.2

capacity of firms in China over the period 2010-2016 was approximately 70 percent of the
global market, while the production share of the next largest source of solar panels is an
order of magnitude smaller. Chinese firms also produce at larger scale on average. The final
data I use from IHS Market is the global spot price of polysilicon, the primary input to solar
panel manufacturing.
Table 2.2 Manufacturing Capacity (GW) by Country (2010-2016)

Country
China
Malaysia
Japan
Singapore
USA
Mexico
Germany
Philippines
Czech Republic
Canada
All Others

Capacity
138.5
15.7
12.2
5.7
5.3
4.6
3.7
2.0
2.1
2.0
7.1

Share (%)
69.6
7.9
6.2
2.9
2.7
2.3
1.8
1.0
1.1
1.0
3.6

Cap/Firm
9.2
2.6
3.1
5.7
0.9
1.5
3.7
2.0
2.1
2.0
0.5

Data on firm-specific antidumping and countervailing duties imposed by the United
States in 2012 come from the Federal Register. Antidumping duties ranged from 18.32
percent to 29.14 percent (77 FR 73018) before adjustment by the export subsidy rate of 10.54
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percent.1 Countervailing duties ranged from 14.78 percent to 15.97 percent (77 FR 73017).

2.2.2

Descriptive Evidence

Consumption of solar panels in the United States increased significantly between 2010 and
2016. Domestic production of solar panels was fairly constant over time despite the increase
in solar adoption. As a result, the share of domestic solar panel sales imported from abroad
grew significantly over time. Figure ?? plots these two time series along with vertical lines
indicating timeline for the first round of duties imposed by the United States on imports
from China. This plot suggests that duties did have an impact on the marketplace: solar
panel sales decreased in 2012 after duties were enforced before continuing their upward
trend. In contrast, there is no clear break in domestic solar panel production around the
time duties were introduced.

Quarterly Quantity (GW)

1.5

1.0

0.5

0.0
2010

2011

2012

Consumption

2013

2014

Production

Figure 2.1 Solar Panel Production and Consumption in the United States over Time
Notes: Dotted vertical line indicates AD/CVD investigation (November 8, 2011). Solid vertical
line indicates earliest enforcement date (March 26, 2012).
Data Source: IHS Markit.

1 There was an additional “PRC-wide” rate of 249.96 percent that applied to Chinese firms that were not
explicitly named in the antidumping duty order, but this did not apply to any of the major manufacturers
studied in this paper.
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Figure 2.2 Value of U.S. Solar Panel Imports over Time, China vs. All Other Countries
Notes: Dotted vertical line indicates AD/CVD investigation (November 8, 2011). Solid vertical
line indicates earliest enforcement date (March 26, 2012).
Data Source: USA Trade Online, the United States Census Bureau.

Import data corroborate the decline in solar panel consumption in Figure ??. A comparison of solar panel imports from China and solar panel imports from all other countries
reveals that most of this decline stemmed from a reduction in imports from China after the
imposition of duties (Figure ??).
There is also no clear break in the average price of solar panels in the United States
following the introduction of duties (Figure ??). Employment in domestic manufacturing
experienced a slight increase in 2014 relative to its 2013 level before continuing its decline
(Figure ??). However, raw data alone cannot provide a counterfactual for sales, domestic
production, prices, or employment in the absence of tariffs.
Synthetic Control Method To determine whether duties had an effect on domestic solar
panel prices, I use data from other markets to construct a synthetic control group for the
United States (Abadie and Gardeazabal, 2003; Abadie et al., 2010). I use price data from
before the duties were imposed to construct a convex combination of other markets that
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Figure 2.3 Average Solar Panel Price in the United States over Time
Notes: Dotted vertical line indicates AD/CVD investigation (November 8, 2011). Solid vertical
line indicates earliest enforcement date (March 26, 2012).
Data Source: IHS Markit.

Employment in Upstream U.S. Solar Industry over Time
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Figure 2.4 Manufacturing Employment around Introduction of Duties
Notes: Dotted vertical line indicates AD/CVD investigation (November 8, 2011). Solid vertical
line indicates earliest enforcement date (March 26, 2012).
Data Source: Energy Information Administration, Form EIA-63B.
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closely matches the price in the United States.2 The four markets selected in this matching
process are Canada, Japan, Latin America, and the Rest of Asia. The weight assigned to each
market are displayed in Table 2.3. Finally, I compare the average solar panel price in the
United States during the period 2012-2016 to the average solar panel price in the synthetic
control.
Table 2.3 Market Weights in Synthetic United States

Market
Weight

Canada
0.107

Japan
0.086

Latin America
0.305

Rest of Asia
0.502

Notes: “Rest of Asia” excludes China, India, and Japan.
Data Source: IHS Markit.

The results, plotted in Figure ??, suggest that the duties had a modest impact on solar
panel prices. Synthetic control prices track United States prices closely before the duties were
imposed – by construction – but then diverge in the middle of 2012. The price difference
ranges from five to 20 percent over the sample period. This difference is smaller than the
nominal level of the duties, especially initially, consistent with anecdotal evidence that
supplier responses like trade diversion and evasion partially undermined the duties. The
price difference between the United States and the synthetic control grows wider in 2014
and 2015, both in absolute terms and as a percentage of the price. This is likely a result of
the second round of duties imposed by the United States in 2014, which addressed reports
of tariff evasion by extending the duties to cover imports from Taiwan as well as China.
I conduct a placebo test by recreating this analysis of the United States for all the other
markets in the synthetic control sample. The results are presented in Figure ??. While this
placebo test is limited by the small number of markets for which data are available, the
positive price difference in the United States relative to its synthetic control is one of the
two most extreme positive price differences over the entire sample period, and is the most
extreme price difference through much of 2014 and 2015. This provides some confidence
2I

exclude markets that were subject to trade restrictions imposed by the European Union, which also went
into effect during the sample period.
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Figure 2.5 Synthetic Control: Results
Notes: This plot compares the average price for solar panels in the United States over time
to the average price for a synthetic control based on prices in other markets, constructed as
described in the text. Dotted vertical line indicates AD/CVD investigation (November 8, 2011).
Solid vertical line indicates earliest enforcement date (March 26, 2012).
Data Source: IHS Markit.

that the results are not spurious.

2.3

Model

As in Chapter 1, I model the solar panel manufacturing industry as an imperfectly competitive oligopoly. I incumbent firms engage in Cournot competition in M regional markets in
T discrete time periods. The firms, markets, and time periods are defined based on the data
available, described in Section 2.2.1. Aggregate demand for undifferentiated solar panels in
each market depends on market- and time-specific factors as well as unobserved demand
shocks that vary over both markets and time. When choosing the quantity of solar panels to
sell in a given market and time period, firms account for the effect of firm-specific duties
levied by the United States on their own profits as well as the effect of these duties on the
production decisions of other firms.
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2.3.1

Demand

I model aggregate wholesale demand in each market for solar panel capacity (in Watts).
I make two important simplifying assumptions. First, I model demand as static. This
rules out the presence of forward-looking consumers who time their purchases based on
expectations over future prices. While this behavior is theoretically important in markets
for durable goods, its empirical importance in this setting may be limited. This is because
the extent of recent declines in panel prices was unforeseen even by experienced market
participants.3
Second, I assume panels are homogeneous from the perspective of the consumer, abstracting from differences in the underlying technology and other product characteristics.
This assumption is motivated by the commoditized nature of solar panels. Sections 1.2.2 and
1.3 provide a more thorough description of solar panels and discussion of these assumptions.
The demand function is
Qmt = Q( Pmt ; hm , gt ),

(2.1)

where Qmt is the quantity of solar panels (in Watts) in market m and time period t, and
Pmt is the price (in $/Watt). The form of the demand function, Q(·), is assumed to be the
same across markets and time, while the level of the demand curve can depend on unknown
market- and time-specific parameters, hm and gt .

2.3.2

Supply

I model firms competing to supply undifferentiated solar panels to each regional market.
The cost of producing solar panels depends the price of polysilicon, wt , which is the
primary input used by firms and is traded on a global market. The cost of production also
depends on unobserved, time-invariant firm-specific factors. In each time period (t), firms (i)
3 Hughes and Podolefsky (2015) and Gillingham and Tsvetanov (2017) also use models that rule out dynamic
optimization by consumers. Gillingham and Tsvetanov (2017) include an appendix that provides support for
this assumption for solar system demand in Connecticut.
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simultaneously choose the quantity they sell in each market (m) to maximize their profits,
max pit =
qit

Â [ Pmt (Qmt )
m

|

{z

Revenue

timt ] qimt
}

Ci (qit , wt ),
| {z }
Cost

where Pmt ( Qmt ) is the inverse demand function corresponding to equation 2.1.4 In equilibrium, firms choose a vector of quantities, qit , that equalizes their marginal revenue across
markets and sets this marginal revenue equal to their marginal cost of production. The
introduction of a duty, timt , drives a wedge between the market price and the price firm i
receives, leading firms to adjust their quantity choice in response.5

2.4

Estimation

I estimate the demand and supply models jointly using the generalized method of moments
(GMM). For demand, I assume a constant elasticity form and instrument for price using
supply shifters. For supply, I allow firms’ constant marginal production costs to depend
on a common price for the primary input as well as an intercept term that can be firmand time-specific, and I estimate the parameters governing this cost function without
instruments under the assumption that the regressors are exogenous to the firm at the time
of its production choice.

2.4.1

Demand

I specify a constant elasticity of demand form for all markets:
ln Qmt = q p ln Pmt + hm + gt + # D
mt .
4 The

(2.2)

parameters governing the inverse demand function are suppressed for clarity.

5 Firm responses could generate spillovers across markets if costs are not constant or if firms face binding
capacity constraints.
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I restrict the price elasticity of demand, q p , to be common across markets.6 I include marketspecific demand intercepts (hm ) in all specifications to help distinguish responses to price
from other market-specific factors such as electricity demand. Some specifications include
year indicators (gt ) to help distinguish responses to price from time-varying factors such as
renewables subsidies.
I exploit variation in solar panel prices over time and markets to identify the demand
parameters. I use instrumental variables to estimate the parameters governing demand. I
instrument for price using two sets of supply shifters. The first instrument is the price of
polysilicon, which varies over time but not across markets.7 In some specifications I also
include indicator variables for the presence of trade restrictions that vary both over time
and markets.

2.4.2

Supply

I assume firms face constant marginal costs and that their capacity constraints do not bind.8
As a result, each firm’s quantity choice in each market is independent of its choice in other
markets, and the first order condition for firm i in market m at time t is:
∂pit
∂Pmt
= Pmt +
qimt
∂qimt
∂qimt

timt

mcimt = 0,

where mcimt is the firms’ unknown constant marginal cost of production. Under the
assumption of constant elasticity demand, the firm’s first order condition is:
Pmt

✓

1 qimt
1+
q p Qmt

◆

timt

mcimt = 0.

6 In Chapter 1, I estimate a similar model that does not impose this restriction. Section 1.6.1 presents those
results. While the underlying datasets are different, the estimated price elasticities are similar across the two
analyses and similar across markets within the analysis of Chapter 1.
7 The exclusion restriction for this instrument may not hold in this time period, when solar panel manufacturing constituted over 90% of global demand for polysilicon. In Chapter 1 I estimated models using the price
of polysilicon and the price of silver as instruments, and I estimated a parallel set of models using prices in
other markets as an instrument for a given market. I found very similar results using those two different sets of
instruments, which partially mitigates concerns about using the price of polysilicon as an instrument here.
8 Capacity

constraints very rarely bind in the data based on a comparison of stated capacity and production.
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I parameterize marginal costs (mcimt ) as the sum of: an intercept term (git ); the common,
time-varying price of polysilicon (wt ); and an error term:
mcimt = git + qw wt + #Simt .

(2.3)

The model can be estimated with multiple specifications for the intercept term, ranging
from a constant term to a firm- and time-specific dummy variable that captures firm- and
time-specific cost shifters flexibly. I estimate this marginal cost function without instruments
under the assumption that the error term, #Simt , is i.i.d. over firms, markets, and time.9

2.5

Estimation Results

2.5.1

Demand Estimates

Table 2.4 presents the estimated price elasticity of demand from several specifications of
equation 2.2. The first three specifications include market-specific intercepts but not year
fixed effects. Within these, the first column presents results from estimating the equation
via ordinary least squares (OLS), while the second and third columns present instrumental
variable (IV) results. Estimating the equation via OLS produces an estimated price elasticity
of -1.5. Using IV attenuates the estimated price elasticity slightly, but the three difference
price elasticity estimates are not statistically distinguishable.
The fourth through sixth columns contain a parallel set of estimates that include year
fixed effects to account for the possibility of unobserved demand shifters that vary over time
and are correlated with price.10 Including year fixed effects in the OLS regression increases
the magnitude of the price elasticity significantly, from -1.5 to -3.1. In the final two columns
that employ instruments, in contrast, the estimated price elasticities are attenuated by the
9 The

firm fixed effect (gi ) and the price of polysilicon (wt ) are exogenous to the firm at the time of its
production decision. The inclusion of firm fixed effects mitigates concerns about serial correlation in errors
within a firm. The i.i.d. errors assumption rules out correlation in errors within a market. In principle this could
be relaxed by including market fixed effects.
10 While

the models with year indicators provide a more flexible fit to the data, they also absorb time series
variation important to identifying demand, as the instrument – the price of polysilicon – only varies over time.
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Table 2.4 Demand Estimates

Price Elasticity (qbp )

First-Stage F-statistic
IV: Input Price
IV: U.S. Duties
Year FEs
Markets
Observations

OLS

IV

IV

OLS

IV

IV

-1.52
(0.20)
–
N
N
N
12
300

-1.36
(0.19)
1793
Y
N
N
12
300

-1.36
(0.19)
1742
Y
Y
N
12
300

-3.10
(0.62)
–
N
N
Y
12
300

-0.76
(0.66)
741
Y
N
Y
12
300

-0.75
(0.70)
455
Y
Y
Y
12
300

Notes: Estimates of the price elasticity of demand, q p , from several specifications of equation 2.2,
as described in Section 2.4.1.
Data Source: IHS Markit.

inclusion of year fixed effects. The first-stage F-statistic confirms that the instruments are
not weak, even after the inclusion of year fixed effects.
As in Chapter 1, these price elasticities lie within the range of previous estimates in
the literature on demand for solar systems.11 Gillingham and Tsvetanov (2017) estimate
a baseline demand elasticity of -0.65 using microdata from Connecticut in their baseline
specifications that include year fixed effects, which is very close to the point estimate of -0.75
in the final column of Table 2.4. Other papers that allow for dynamics in demand estimate
price elasticities that are larger in magnitude (Burr, 2016; De Groote and Verboven, 2016).

2.5.2

Supply Estimates

Table 2.5 presents estimates from three specifications of equation 2.3. Only the common coefficient on the input price is displayed for the sake of space. All models are estimated using
the baseline demand specification from column 2 of Table 2.4, which uses the polysilicon
price as an instrument for solar panel prices and omits year fixed effects. The first column
of Table 2.5 includes only the price of polysilicon and a common marginal cost intercept
for all manufacturers. The second specification includes a manufacturer-specific intercept.
11 To

my knowledge, this is the first work to explicitly estimate demand for solar panels rather than solar
systems.
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This change has a negligible impact on the coefficient on the polysilicon price. The final
specification includes a manufacturer- and year-specific intercept to capture time-varying
differences across firms as well as time-varying shocks to production costs that are not
perfectly correlated with the price of polysilicon. This change has a significant impact on
the coefficient on the polysilicon price, and the additional parameters improve the model’s
fit. All three specifications imply that an increase in the polysilicon price raises the marginal
cost of producing solar panels, as expected. I use estimates from the final specification to
analyze the impacts of duties on the market for solar panels.
Table 2.5 Supply Estimates

Polysilicon Price
Firm FE
Firm-Year FE
Markets (M)
Firms (I)
Quarters (T)

2.72
(0.02)
N
N
12
21
25

2.71
(0.02)
Y
N
12
21
25

1.76
(0.07)
N
Y
12
21
25

Notes: Estimates of the coefficient on the price of polysilicon, the primary input to producing
solar panels, from multiple specifications of equation 2.3, as described in Section 2.4.2.
Data Source: IHS Markit.

2.6

Impacts of Duties on Imported Solar Panels

To evaluate the impact of antidumping and countervailing duties on solar panels imposed
by the United States on the adoption of solar panels, and to evaluate their implications for
the environment, I solve for the product market equilibrium of the model with and without
duties in place. I focus on the impacts in 2014 based on the earlier finding from the synthetic
control method that it took some time for prices to respond.12 I then use the estimated
impacts of duties on the product market to conduct a back-of-the-envelope calculation of
12 This

delayed response could be due to stockpiling of solar panels in anticipation of duties, trade diversion,
or even evasion of the duties by importers. In principle these responses could be incorporated into the model of
producer behavior.
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their impacts on the environment.
Under the assumptions of the model, antidumping and countervailing duties increased
the equilibrium price for solar panels in the United States in 2014 by 14.7 percent, and
reduced the equilibrium quantity of solar panels adopted by 24.2 percent, relative to a
counterfactual in which the duties had not been in place. This estimated price impact is
similar to both ex-ante industry predictions and ex-post evidence from the synthetic control
analysis in Section 2.2.2. GTM Research, a firm specializing in solar energy market research,
predicted that the second round of duties imposed by the United States would increase
the price of solar panels shipped from China by 14 percent (Munsell, 2014). The synthetic
control analysis in Section 2.2.2 found that the duties increased solar panel prices in the
United States by between 10 and 18 percent over the course of 2014 (see Figure ??).
These responses to duties affect both consumer and producer surplus, as in any market.
In the context of solar panels, these responses by consumers and producers also affect the
production of a positive externality: emissions-free electricity. I use a back-of-the-envelope
calculation to quantify the gross external environmental welfare impacts attributable to
duties on solar panel imports. The introduction of duties creates a first-order welfare loss
that depends on the change in quantity of solar panels demanded due to the duties and the
marginal social benefits of electricity generated by those solar panels.
The change in the quantity of solar panels demanded comes from solving the equilibrium
of the structural model with and without duties in place, as discussed earlier. To quantify the
marginal social benefit of solar panel adoption, I use estimates of the electricity generated by
solar panels and the social benefits that solar electricity generates – in the form of avoided
social costs from electricity generation by conventional sources. Estimates of the lifetime
electricity generation of solar panels come from PVWatts, a publicly available engineering
tool developed by the National Renewable Energy Laboratory (http://pvwatts.nrel.gov).
Estimates of the external social cost of conventional electricity generation – including
damages caused by both local and global air pollution – come from Muller et al. (2011).
Because the marginal source of electricity that would have been displaced by solar panel
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adoption that did not occur due to the duties is unknown, I use estimates of the external
social damages from natural gas and coal. These two fuels are likely to be displaced by
solar electricity and provide a range of plausible impacts.
I find that duties on solar panels imported into the United States in 2014 generated
external social damages on the order of $0.65 to $2.55 billion. In contrast, U.S. solar panel
market revenues in 2014 were $4.6 billion.13 Thus, while the duties generate relatively
modest product market impacts in 2014, they have a large impact on social welfare by
exacerbating an environmental externality.
These gross environmental impacts of duties on solar panel imports highlight the tension
between environmental and trade policies in this market, and the potentially significant
implications of forming trade or environmental policy in a vacuum without accounting for
their interaction. However, assessing the net impact of duties on social welfare would require
additional assumptions and analysis. First, this analysis of gross environmental impacts
ignores existing policies to promote solar adoption. Previous research suggests that existing
subsidies to promote solar panel adoption are inefficiently generous and cannot be justified
on environmental grounds alone. If that is indeed the case, duties on solar panel imports
could enhance welfare by offsetting the effects of overly generous subsidies to solar adoption.
Second, a comprehensive welfare analysis would require taking subjective positions on the
relative value of consumer and producer surplus, both at home and abroad.14 Finally, if
one did value benefits and costs accrued in foreign markets, assessing the net impact of
duties on welfare would require information on subsidies to manufacturers in China which
is not available. If Chinese firms are benefiting from economically inefficient subsidies
to production – which is the basis for applying antidumping and countervailing duties
to imports of solar panel – it is possible that the duties could enhance global welfare by
13 Based on calculations using data from IHS Markit. As another point of comparison from another data
source, total solar system revenues in the United States in 2014 were $13.4 billion (Munsell, 2015).
14 The calculation of gross external environmental welfare impacts in this section does include some foreign
benefits through estimates of the social cost of carbon that include global, and not just domestic, benefits from
climate change mitigation.
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partially correcting this distortion.

2.7

Conclusion

This paper provides evidence that trade policy decisions affecting the solar panel market
have had a significant impact on the environment and on the ability of the U.S. Government
to achieve its stated environmental policy goals. I use the synthetic control method and a
structural model to estimate the impact of duties on solar panel imports from China. Both
methods provide evidence that duties increased the price of solar panels by roughly 15
percent. Under the economic assumptions of the structural model, the duties decreased
solar panel adoption by roughly 25 percent, and generated external environmental damages
on the order of $0.65 to $2.55 billion.
This analysis rests on several assumptions that could be relaxed. First and foremost,
the structural model does not account for dynamic optimization by either producers or
consumers, ruling out the possibility of intertemporal shifting of imports or consumption
in response to the duties. The assumptions of the supply model rule out spillovers across
regional markets – for example through increasing marginal costs or capacity constraints
– that, if present, could have distributional consequences. The duties could also have
implications for competition in the long run by protecting domestic manufacturers and
preventing their exit from the market.
Finally, this model omits retaliatory tariffs. Recent developments in trade policy, both in
the solar industry and more broadly, highlight the limitations of considering one narrow
industry in isolation. In the solar market, both Japan and Korea have filed notice at the
World Trade Organization that they would like to impose trade sanctions against U.S.
products that are “substantially equivalent” to the tariffs the United States has announced
on imports of solar panels from all countries (Roselund, 2018). Despite its limitations, the
analysis in this paper underscores the importance of accounting for interactions between
policies in different domains and industries in the future.
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Chapter 3

Investment versus Output Subsidies:
Implications of Alternative Incentives
for Wind Energy1
3.1

Introduction

The federal government uses the tax code to subsidize investment for a variety of reasons.
When economic output falls well below potential output, policymakers subsidize investment
to stimulate the economy (House and Shapiro, 2008; Auerbach et al., 2010). To address the
public goods market failure characterizing innovation, the government subsidizes research
and development spending (Wright, 1983). To increase the supply of affordable housing, the
government subsidizes specific types of real estate development (Desai et al., 2010). To spur
the replacement of pollution-intensive facilities, policymakers subsidize the construction of
low-emission power plants (Aldy, 2013).
In each of these cases, it is noteworthy that while the subsidy directly targets investment,
the social benefits of the intervention are tied to the eventual output from these investments,
not just the investment itself. Stimulus that yields productive factories will do more to
1 Co-authored

with Joseph Aldy and Richard Sweeney.
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increase aggregate demand than building pyramids. Innovation policy that increases the
knowledge stock will increase social welfare more than policy that simply raises scientists’
salaries. This paper is motivated by the observation that governments also often employ
output subsidies aimed at each of these objectives, such as government procurement, research
prizes, Section 8 housing vouchers, and tax credits for clean energy production. This begs the
question; Does subsidizing investment or subsidizing output more cost-effectively promote
socially desired outcomes?
Economic theory does not provide a clear answer to this question. If production effort
is costly, then output-based subsidies may lead to more effort on the intensive margin.
Investment subsidies reduce the price of capital relative to other inputs, which could raise
the social cost of production by distorting the input mix (Goolsbee, 2004). However, in
the long run, it is theoretically possible for investment subsidies to yield greater output
per dollar of public funds spent if the production function is characterized by decreasing
returns to scale (Parish and McLaren, 1982).
In this paper, we provide the first empirical evidence on the relative cost-effectiveness
of investment subsidies and output subsidies. We focus on the US wind power industry,
where a unique policy innovation temporarily allowed project developers to choose between
investment and output subsidies. Leveraging the abrupt timing of this policy change, we
first estimate the impact of this subsidy choice on wind farm productivity, and then use
these estimates to evaluate the public economics of federal renewable energy subsidies.
Consistent with a simple model of costly effort, we find that claiming an investment subsidy
causes a 10 to 11 percent reduction in production per unit of operating capital (relative to
claiming an output subsidy). This results in the federal government paying 12 percent more
per unit of output under the investment subsidy. While we do not directly estimate the
impact of the change in subsidy policy on entry, we provide evidence that few plants are
profitable under one regime but not the other, suggesting any extensive margin effects are
likely small in this setting.
Wind power capacity in the United States increased fivefold from 2007 to 2016, repre-
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senting the largest share of new power production capacity to come online over this decade,
with annual investment as high as $25 billion (U.S. Energy Information Administration, 2017;
Wiser and Bolinger, 2013). While wind power technology has improved over time, these
investments were encouraged by an array of federal and state renewable energy subsidies.
Historically, the primary federal subsidy program has been the production tax credit (PTC),
which provides eligible owners with approximately $23 for each megawatt hour (MWh) of
output produced during the first 10 years of operation. In 2009, the federal government
introduced an alternative subsidy, the Section 1603 grant. This program provided developers
with the choice between an up-front cash payment equal to 30 percent of investment costs
and the PTC. The 1603 grant was a unique and unexpected policy innovation designed to
address the unprecedented challenges of monetizing tax credits during the financial crisis,
as we describe in Section 3.2.
We use this unexpected temporal discontinuity in investment subsidy eligibility to
implement two complementary empirical strategies aimed at estimating the impact of
marginal incentives on wind farm productivity. Our first strategy is a fuzzy regression
discontinuity (RD) design on a restricted sample of wind farms coming online within
12 months of the January 1, 2009, policy innovation. The long lead time of wind farm
development ensures that 1603 grant recipients in this restricted time period would have
been well under way, with major siting and capital decisions fixed, before the grant program
was even created. By instrumenting for 1603 grant recipient status with a binary indicator
of grant eligibility, we are able to exploit this timing to isolate the local average treatment
effect of cash grant receipt on subsequent electricity generation outcomes for these plants.
In our preferred specification, we find that 1603 grant receipt results in a roughly 10 percent
drop in output per unit of installed capacity.
We also implement a matching estimator on the full population of wind farms placed
into service between 2005 and 2012. We first split the sample into two groups, “pre” projects,
those coming online over 2005-2008, when only the output subsidy was available, and
“post” projects, those coming online over 2009-2012, when developers had a subsidy choice.
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We then use matching to create pairs of projects that are observably similar across these
two groups. Finally, we use pair-time fixed effects to estimate the “pre” plant versus
“post” plant difference in productivity within pairs, and compare this difference between
“post” plants that opted for the investment subsidies and the “post” plants claiming output
subsidies. Conceptually, this empirical approach is akin to difference-in-differences within
matched pairs, where the pairing stage is necessary because there is no variation in subsidy
assignment within wind farms. Our preferred matching specification finds that productivity
declined by 11 percent due to the removal of output subsidies, which is very close to our
preferred RD result, despite using a different sample and relying on different identifying
assumptions. The similarity of these results mitigates potential concerns about the use of
time as the running variable in our regression discontinuity design.
These results are consistent with a model of costly marginal effort, and we present such
a model in Section 3.2.3. However, the unique features of electric power markets suggest
another possible mechanism: negative prices. In electricity markets, prices can drop below
zero because of inflexibilities in the power system and the absence of electricity storage. An
output-based subsidy encourages wind farms to continue to supply power profitably when
prices are negative, while a wind farm receiving an investment subsidy may shut down
at such times. Using high-frequency price data, we assess the sensitivity of our RD and
matching results by estimating models with subsamples that exclude specific periods of
the year and/or regions characterized by prevalent negative prices. We conclude that the
negative price mechanism explains some, but not all of the observed productivity decline at
1603 plants.
We then discuss that while understanding the mechanism behind the estimated decline
in productivity is important for assessing the plausibility of this result, it does not necessarily
alter the policy implications in this particular setting. The primary social objective of these
subsidies is to reduce electricity sector emissions, which still occur when prices are negative.
We use estimated marginal carbon dioxide emissions rates from Callaway et al. (2017) to
show that, in fact, for four of the largest electricity markets in the US, marginal emissions
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are likely to be higher during negative price periods, not lower. This suggests that wind
subsidies are still achieving their intended objective by displacing production from polluting
plants even when the market value for their output is negative. Nevertheless, we find that in
two other important markets, California and Texas, this correlation is reversed. Thus, while
output subsidies may encourage more production, they are still less effective at targeting
the environmental externality from carbon emissions than a Pigouvian tax.
Although this particular program was short-lived, we also look for evidence of capital
bias in the composition of wind farm inputs over time in response to the shift in relative
input prices induced by the investment subsidy. Because of long wind farm development
lead times, the initial claimants of the Section 1603 grants in 2009 and 2010 had contracted
for turbines before the establishment of the grant program (i.e., at a time when they expected
to claim the production tax credit). Wind farms coming online in 2011 and 2012, however,
would have had the opportunity to adjust their development plans to account for the option
of claiming an investment subsidy. We find that the post-2010 wind farms claiming the 1603
grant installed wind turbines approximately 15 percent larger in capacity than pre-2011
wind farms claiming the grant.
We conclude by considering the impacts of this subsidy choice on the extensive margin.
We combine our preferred productivity estimates with plant-level data on output prices to
generate estimates of profits and production under both subsidy regimes for each wind farm
that received a 1603 grant. We then use these measures to perform a back-of-the-envelope
cost-effectiveness comparison of the two subsidy instruments, accounting for their predicted
impacts on market entry. We find that the federal government paid 12 percent more per
unit of output from the wind farms claiming the 1603 grant than they would have under
the PTC.
Despite extensive research on both optimal taxation and instrument choice, there is little
research on the relative performance of input and output subsidies.2 Schmalensee (1980)
2 There is a large body of literature on the effects of investment tax incentives across industries (e.g., Goolsbee,
1998, 2004; House and Shapiro, 2008), but these papers do not compare investment incentives with alternative
instruments that target output instead of investment.
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considers the merits of government policy to increase energy production generally, and
evaluates the economic case for alternative approaches. He concludes that input subsidies
build in “potentially huge inefficiencies” relative to an output subsidy. Starting from a
higher level of abstraction, Parish and McLaren (1982) compare input and output subsidies
financed by distortionary taxation in a general theoretical model. They conclude the relative
efficiency of these subsidies depends on two key context-specific factors. First, the shape
of the production function matters: with decreasing returns, an input subsidy can achieve
a given increase in output at lower cost than an output subsidy. Second, input intensities
matter: subsidizing one input can be more cost-effective than a uniform input subsidy if
that input is used more intensively at the margin than on average. In the special case of a
decreasing returns production function, subsidizing an input that is used more intensively
on the margin than on average and is not substitutable with other inputs is more efficient
than subsidizing output. In other situations, the output subsidy can dominate a non uniform
input subsidy.
This paper also contributes to a growing literature on renewable energy policy. Most
papers focus on estimating the environmental benefits of renewable electricity generation
(e.g., Cullen, 2013; Novan, 2015; Callaway et al., 2017; Graff Zivin et al., 2014). More closely
related to our research, several papers have studied the impact of subsidies on renewable
energy penetration. Hitaj (2013) finds that federal and state production incentives were
significant drivers of US wind capacity additions from 1998 to 2007. Metcalf (2010) relates
the PTC to the user cost of capital and finds that wind investment is highly responsive to
changes in tax policy. Schmalensee (2016) compares US renewable subsidies with policy
alternatives such as a feed-in tariff or a cap-and-trade program to limit emissions. Our paper
represents the first attempt to directly estimate the efficacy of alternative types of renewable
subsidies by explicitly considering their implications for firm productivity. In that sense,
our results build upon other work focusing on the impacts of electricity restructuring and
deregulation that shows how altering marginal incentives can have economically significant
impacts on nuclear power and coal-fired power, as well as other electricity market outcomes
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(Fabrizio et al., 2007; Davis and Wolfram, 2012; Cicala, 2015).
The rest of this paper proceeds as follows. Section 3.2 provides a brief introduction to the
economics of wind energy and a detailed description of the policy environment, and then
presents a theoretical model of subsidy choice based on these details. Section 3.3 describes
the data, and Section 3.4 discusses our empirical strategy. Section 3.5 reports the results,
and Sections 3.6 and 3.7 discuss policy implications and conclude.

3.2
3.2.1

The Economics of Wind Power
Wind Farm Production

A wind turbine consists of a rotor with three long blades connected to a gearbox and
generator atop a large tower. As wind passes through the blades, the rotor spins a drive
shaft connected through a series of gears to a generator that converts this kinetic energy to
electrical energy. The amount of power generated by a wind turbine is determined primarily
by the design of the turbine and the velocity of the wind. Nameplate capacity, denominated
in megawatts (MW), is the maximum rated output of a turbine operating in ideal conditions.
Wind turbines typically operate at rated capacity at wind speeds of 33 miles per hour (15
meters/second), and shut down when the wind speed exceeds 45-55 miles per hour (20-25
meters/second) to prevent damage. Figure C.1 presents the marketed power curves for
two common wind turbine models in our sample, demonstrating the nonlinear relationship
between wind speed and output.
Building a wind farm involves large up-front costs. The average implied investment cost
for plants receiving a 1603 grant in our data is $165 million. Wind farm development also
requires long lead times. Developers first have to survey and secure access to land that is
both sufficiently windy and close to existing transmission lines. They then have to obtain
financing and siting permits, as well as negotiate any power purchase agreements. The
construction phase of a wind farm takes 9 to 12 months, with site permitting and turbine
lead times often double that (Brown and Sherlock, 2011). Turbines are ordered up to 24
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months before ground is broken, and at that point, the size and location of a project are fairly
fixed.3 For wind farms coming online in 2009 and 2010 in the Midcontinent Independent
System Operator (MISO), an average of 2.7 and 3.5 years passed between when the wind
farms began the process of connecting to the grid and when they actually began supplying
electricity respectively.4
Although wind operators do not incur fuel costs, there are a number of variable costs
associated with running a wind farm efficiently once it is installed. Turbines need to be
monitored and serviced regularly to operate at peak efficiency (Wiser and Bolinger, 2014).
Placing more emphasis on routine maintenance can reduce the probability of failure, and
conditional on failure, service arrangements and crane availability induce variation in
turnaround times across operators. The gearbox, in particular, contains a complicated set
of parts that, if not serviced, can reduce the fraction of wind power harnessed or cause
the unit to be taken offline entirely. Software services that optimize wind farm operations
can also boost output. For example, General Electric offers a product called PowerUp,
which it describes as “a customized suite of software and hardware-enabled technologies
created to increase a wind farm’s output by up to 10%, taking into account environmental
conditions.”5 In 2013, operations and maintenance costs (O&M) at US wind farms were on
the order of $5 to $20 per MWh, with a few plants with O&M costs in excess of $60 per
MWh (Wiser and Bolinger, 2014).
3 Turbine

lead times approached two years during the peak demand period in the first half of 2008 (Lantz
et al., 2012, p. 12). Market fundamentals have since changed, and lead times have dropped significantly.
Nevertheless, there is a natural lag between turbine contract signing and project commissioning such that
turbines ordered in early 2008 were employed in projects that were completed in 2010.
4 Authors’ estimate based on MISO interconnection queue data. New electricity generators enter the
interconnection queue to request the ability to connect to the electricity grid and supply electricity once
construction is complete.
5 Source:

https://www.gerenewableenergy.com/wind-energy/turbine-services/platform-upgrades (accessed 1/29/2018).
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3.2.2

Renewable Power Policies

The United States has implemented many policies — at Federal, state, and even local levels —
to promote investment in wind power. Since 1992, the leading federal subsidy for wind farm
developers has been the PTC. The PTC is a tax credit for electricity generated by qualified
energy resources and sold to an unrelated party during the tax year. Congress initially set
the PTC at $15/MWh, but automatic inflation adjustments made it worth $23/MWh for
qualifying generation in 2014. A qualifying generation source can claim the PTC for the first
10 years of generation after the plant is placed into service. Prior to the 2008 financial crisis,
wind farm developers typically monetized tax credits by partnering with a financial firm
in the tax equity market. During the financial crisis, more than half of the suppliers of tax
equity departed this market, such as Lehman Brothers and AIG. This introduced financing
challenges for wind farm developers that did not have (nor anticipate to have) sufficient tax
liability to monetize the tax credits on their own (U.S. PREF, 2010).
In this financial context, wind farm developers sought new ways to realize the value of
the PTC. During the 2008-2009 presidential transition, representatives of the wind industry
advocated for making the PTC refundable and creating long carry-back provisions to the
presidential transition team and congressional staffers, but these ideas were not acceptable
to the bill writers. In early January 2009, congressional and presidential transition team
members discussed for the first time the idea of making the investment tax credit (ITC)
available to all renewable power sources as part of what would become the American
Recovery and Reinvestment Act of 2009 (the Recovery Act).6 Moreover, the bill negotiators
agreed to provide an option for project developers to select a cash grant of equal value to
the ITC in lieu of the ITC or PTC. When the bill became law the following month, Congress
6 One

of the authors served as one of two staff members who negotiated the energy provisions of the
Recovery Act representing the Obama Presidential Transition Team. He regularly met with representatives of the
renewables industry, including staff to trade associations, staff of wind power firms, and staff to various firms
that finance wind power projects. He met regularly with staff to the House Ways and Means and Senate Finance
Committees in December 2008 and January 2009, as well as with career Treasury staff in the Office of Tax Policy.
In January 2009, upon agreement with congressional negotiators of what became the Section 1603 grant in the
Recovery Act, the author briefed a large meeting of the renewables industry at the Presidential Transition Team
offices, where the unexpected, novel nature of this policy was evident in the meeting participants’ reactions.
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agreed to make the ITC and Section 1603 grant options available retroactively to projects
placed into service on or after January 1, 2009. Wind farms were already eligible for the
PTC under current law at the time. The Recovery Act extended the sunset date for the wind
PTC until December 31, 2012 (which has been extended again in several subsequent tax
laws). A wind project could claim a 1603 grant if it was placed into service before the end
of 2012 and its construction began in 2009, 2010, or 2011.
The Recovery Act thus provided wind power developers with a new, mutually exclusive
subsidy choice: they could claim the PTC or they could claim the Section 1603 grant in
lieu of tax credits.7 This policy approach was novel and unexpected along two dimensions.
First, wind power had never been supported by a federal investment subsidy, and the policy
proposals discussed by wind industry advocates focused on modifying the existing PTC.
Second, providing a taxpayer with the option of a cash payment in lieu of a tax credit had
never been pursued before the Recovery Act in any tax policy context (John Horowitz, Office
of Tax Policy, U.S. Treasury, 2015).8 In total, the Treasury made about 400 Section 1603 grant
awards to large wind farms, disbursing over $12 billion.
These two federal subsidies exist in a complicated energy and environmental policy space
characterized by multiple, overlapping regulatory and fiscal policy instruments focused
on wind power development (Aldy, 2013; Metcalf, 2010; Schmalensee, 2012). Since the
major tax reform of 1986, wind farm developers could employ the modified accelerated
cost recovery system that effectively permits a developer to depreciate all costs over 5 years,
instead of the norm of 20 years for power generating capital investments. Since 2005, the
7 While

the Recovery Act provided developers with the option of taking an investment tax credit (ITC), in
practice, the choice came down to either the PTC or the Section 1603 grant. The annual Internal Revenue Service
Estimated Data Line Counts reports show that not one corporation claimed the ITC for a wind power project
over 2009-2011.
8 The fall 2008 debate over a one-year extension of the wind PTC further illustrates the novelty of the cash
grant policy. At that time, the PTC had been authorized by a 2006 tax law that established a December 31, 2008,
sunset. On October 2, 2008, as a part of the Troubled Asset Relief Program (TARP) Bill, Congress extended the
PTC sunset provision to December 31, 2009. Despite the obvious salience of the financial crisis in writing the
PTC extension into the TARP bill, Congress did not provide the investment tax credit or the cash grant option in
the law. Put simply, the legislative action on the TARP bill preceded the idea of giving wind developers options
over their choice of subsidy.
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Department of Energy loan guarantee program has provided a mechanism for wind power
developers to secure a federal guarantee on project debt that could significantly lower the
cost of financing the project. Many states also have a renewable portfolio standard (RPS)
mandating a minimum share of the state’s power come from renewable sources, resulting in
a price premium for wind power. Under some state RPS programs, renewable energy credits
for wind power generation have been worth more than $50/MWh, or more than twice the
value of the PTC (Schmalensee, 2012). States also provide subsidies through state tax credits
and property tax exemptions. For purposes of the statistical analyses below, it is important
to recognize that these policy instruments generally did not change contemporaneously
with the policy innovation of the Section 1603 grants.9

3.2.3

A Model of Subsidy Choice

In order to motivate our empirical evaluation of the 1603 grant program, we begin with
a simple model of firm behavior under the two subsidy regimes. Consider a wind farm
with K megawatts of capacity that has already been constructed. In each time period, if the
wind farm is available, it generates electricity and receives a price p per unit of electricity.
Availability, a, follows a Bernoulli distribution with success probability a. Wind farms
can influence this success rate through costly effort, e, exerted in advance at maintenance
cost m (both denoted per unit capacity). Effort is assumed to have decreasing returns,
with a(e)0 > 0 , a(e)00 < 0. Since effort is chosen in advance, availability realizations are
independent of the realized price, E[ a|e, p] = E[ a|e] = a(e).10 Per-period operating profits
are
p0 = K [ pa(e)

me].

(3.1)

9 In

the few cases where states changed their policies, they typically only modified renewable portfolio
standard targets 10 or more years in the future. For example, in 2009, California and Nevada established new
goals for their state renewable portfolio standards through 2020 and 2025, respectively, but did not change
their near-term (e.g., 2010) targets. In 2020, Delaware extended its final target year from 2020 to 2025 without
changing pre-2020 targets.
10 This

assumes that wind farm availability and output have no impact on equilibrium prices. Given that
wind farms are small relative to demand and that electricity markets are relatively well integrated, this is a
reasonable assumption in this setting.
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At the start of each operating period, the firm selects e to maximize expected operating
profits. Its optimization program selects maintenance by equating the marginal cost of effort
with the marginal induced change in availability times the expected price
E[ p]a0 (e)

m = 0.

(3.2)

Denote this optimal effort level e0 and the corresponding availability rate a0 .
Now consider an output subsidy s per unit of quantity produced. Expected operating
profits per period become
p1 = K [( E[ p] + s)a(e)

me],

(3.3)

with corresponding first-order condition

( E[ p] + s)a0 (e)

m = 0.

(3.4)

Denote this optimal effort level e1 and the corresponding availability rate a1 . Under the
assumption that a00 < 0 , the effort level with the subsidy (e1 ) will be higher than without
(e0 ). This implies that, all else equal, expected output (Ka) will be higher with output
subsidies as well.
Now consider an alternative subsidy that reduces up-front capital costs F by f percent.
Lifetime expected profits under this investment subsidy are
P0 = TK [ E[ p]a0

me0 ]

(1

f) F,

(3.5)

where T is the lifetime of a wind farm.11 At the start of operation, the firm must decide
whether it prefers those profits to the profits under the output subsidy,
P1 = TK [( E[ p] + s)a1

me1 ]

(3.6)

F,

which is the case if
f( F/K ) > T {( E[ p] + s)(a1
11 We

a0 )

m ( e1

e0 )} + sTa0 .

do not explicitly include a discount factor for clarity and instead subsume discounting into T.
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(3.7)

For small changes in effort, the term in braces on the right will be zero under the
envelope theorem, and equation (3.7) predicts that investment subsidies will be preferred
by firms with high per unit capital costs (F/K) relative to their baseline (unsubsidized)
expected operating level (a0 ). Intuitively, the inequality states that wind farms will prefer
output subsidies when this additional operating profit is greater than the forgone subsidy
per unit of capacity. For larger changes in effort, the choice may depend on the concavity of
a.
It is this correlation between subsidy preference and latent productivity that generates
selection in subsidy choice and confounds our evaluation of the 1603 grant program. There
are measures that wind farm operators can take that will increase output conditional on
other attributes.12 If these measures are costly, then increasing the marginal price received
for output will make adoption more likely under the PTC. Thus, conditional on operating,
we predict that removing the PTC will result in lower output. Ideally we would estimate
t = E[Ki (ai0

ai1 )]. However, the policy was implemented with a choice, so we are only

able to observe t̂ = E[Ki ai0 |Pi0 > Pi1 ]

3.3

E[Ki ai1 |Pi0 < Pi1 ].

Data

In this section, we concisely summarize the data sources used and sample restrictions
imposed. We provide additional detail on the sources and the sample in Appendix C.1.
We compiled data on wind farm characteristics and output from two publicly available
Energy Information Administration (EIA) surveys covering all utility-scale wind farms
in the United States. The EIA-860 database, which reflects an annual survey of power
plants, contains the first date of commercial operation, nameplate capacity, number of
turbines, predominant turbine model, operator, location, regulatory status, and operation
within a regional transmission organization (RTO) or independent system operator (ISO).
We combine this annual plant-level information with monthly electricity generation data
12 For

example, manufacturers like GE and consulting companies like McKinsey offer turbine maintenance
and optimization services that claim to boost output.
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collected through the EIA-923 survey of power plants.
We supplement these EIA data with proprietary data from the American Wind Energy
Association (AWEA), 3TIER, and turbine manufacturers. The AWEA database contains
additional cross-sectional information on each wind farm, including the wind turbine model
and whether projects contract output through long-term power purchase agreements (PPAs)
or sell on spot markets. We use the former to corroborate turbine data in the EIA-860 and the
latter to construct “offtake type” indicator variables, which control for potentially differential
contracting arrangements across 1603 and PTC recipients in the estimated regression models.
The company 3TIER uses global wind and weather monitor data to interpolate hourly
wind speed, wind direction, air pressure, and temperature for the entire continental United
States at a spatial resolution of approximately 5 kilometers.13 We combine these highfrequency wind data with power curves from turbine manufacturers for each turbine make
and model in the EIA data.14 Using this information, we compute an “engineering” estimate
of the potential output for each plant-month that accounts for the site-specific, nonlinear
relationship between wind speeds and electricity generation. Further detail on this variable
and its construction is provided in Section C.1.2 in Appendix A.
The final dataset comes from the US Department of the Treasury. The dataset provides
information on every large wind project recipient of a 1603 grant, including the amount
awarded (equal to 30 percent of eligible investment costs), the date of the award, and the
date placed in service.15 We assume that all developers of non-1603 recipient wind farms
claimed the PTC based on both guidance provided by staff at AWEA and Internal Revenue
Service data. Specifically, we confirmed that no corporation claimed the ITC for PTC-eligible
13 For more information on how this dataset is constructed, see http://www.3tier.com/en/support/windprospecting-tools/how-was-data-behind-your-prospecting-map-created/ (accessed 2/14/2017).
14 Power curves were primarily obtained from http://www.wind-power-program.com/ (accessed 2/14/2017)
and supplemented with information obtained directly from turbine manufacturer marketing materials (generously provided to us by Joern Huenteler).
15 The

Department of the Treasury distinguished between “large” wind projects, which are eligible for the
production tax credit, and “small” wind projects, which must have nameplate capacity no greater than 100
kilowatts and are eligible for investment tax credits. All utility-scale wind projects and all wind farms in the
data compiled from the EIA fall into the “large” wind project category.
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projects (i.e., wind) in 2009, 2010, and 2011 in the annual Internal Revenue Service Estimated
Data Line Counts reports for corporation tax returns. We do not have tax data on the PTC
claims, although we observe all power-related data for presumed PTC claimants through
the EIA data described above.
Table 3.1 presents an annual summary of these data for plants entering service between
2002 and 2014.16 In our empirical analysis, we restrict attention to plants characterized
as being either independent power producers or part of an investor-owned utility by EIA.
Commercial and industrial facilities are excluded, as are plants that are publicly owned (e.g.,
municipal power plants), as these plants are not eligible for the PTC, and a small number of
plants that appear to have claimed the PTC for some turbines that came online pre-2009 and
a Section 1603 grant for some turbines that came online in 2009 or later (see Appendix A for
further details).
Table 3.1 Summary Statistics by Entry Date

Entry Year
2002
2003
2004
2005
2006
2007
2008
2009
2010
2011
2012
2013
2014

Wind
Farms

Sample

1603
Plants

12
36
14
23
44
52
95
103
62
91
149
11
38

9
30
11
17
38
46
71
84
51
68
113
0
0

0
0
0
0
0
0
0
65
44
62
74
0
0

Regulated IOU or
IPP
0.33
0.08
0.21
0.17
0.14
0.12
0.15
0.17
0.08
0.13
0.11
0.09
0.16

0.75
0.86
0.86
0.74
0.93
0.94
0.95
0.84
0.89
0.80
0.93
0.73
0.84

Capacity
48.46
44.93
26.89
92.38
43.08
105.65
84.74
91.70
67.50
74.47
87.77
71.64
92.59

Turbine
Size

Wind
Speed

1.21
1.33
1.49
1.50
1.44
1.77
1.80
1.81
1.76
1.92
1.99
1.75
1.82

17.97
18.64
17.69
18.59
17.86
18.48
17.89
17.65
17.02
17.22
17.22
18.14
18.59

Capacity
Factor
29.83
31.34
32.33
35.38
34.91
35.74
34.48
31.85
32.12
31.15
34.33
34.86
31.30

16 There are two potential ways to define online date based on the EIA data. One is the date that the survey
respondent reports to EIA that the plant began commercial operation on Form EIA-860; the other is the first date
that its generation appears in the EIA-923 production data. Although these by and large coincide, discrepancies
can appear due to “pre commercial” plant testing (923 date < 860 date) or due to the delay with which EIA
begins tracking new plants (860 date < 923 date). This is important because the online date determines 1603
grant eligibility (our instrument). In conversations with EIA staff, we were told that EIA-860 would be more
accurate for our purposes. Nevertheless, IV results are robust to using the 923 date instead. In all specifications,
plants with conflicting 923 and 860 dates around the 2009 eligibility cutoff are excluded from the sample.
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Table 3.2 compares projects placed into service after the introduction of the 1603 program
by subsidy type along observable dimensions. Although the overall project sizes are
comparable, 1603 recipients are located in areas with lower average wind speeds and are
less likely to operate in a regulated market. Projects selecting the 1603 grant also have
lower potential and realized capacity factors. The capacity factor is the ratio of output to
the maximum attainable output of a plant if it had constantly produced at its nameplate
capacity.17 Thus, 1603 recipients produce less electricity than PTC recipients on average,
relative to their total potential output. In the next section, we describe our strategy for
identifying the portion of this observed difference in productivity attributable to the subsidy.
Table 3.2 Comparison of 2009-2012 Projects by Policy Choice

Nameplate Capacity
Turbine Size (MW)
Design Wind Speed (MPH)
Regulated
IPP
PPA
Potential Capacity Factor
Capacity Factor
New Wind Farms

3.4
3.4.1

PTC

1603

Difference

p-value

98.72
1.83
17.83
0.23
0.69
0.68
39.21
36.46

88.77
1.95
17.25
0.03
0.87
0.84
33.98
30.78

9.95
-0.12
0.57
0.20
-0.17
-0.17
5.23
5.67

0.31
0.06
0.17
0.00
0.00
0.00
0.00
0.00

111

205

Empirical Strategy
Model

To investigate whether shifting subsidies from the intensive margin to the extensive margin
reduced wind farm productivity, we estimate the following regression under several different
17 Capacity factors are a commonly used metric of operational activity in the electric power sector (see, for
example, Davis and Wolfram, 2012). Potential capacity factor is a constructed “engineering” based capacity
factor estimate using only a plant’s wind turbine and wind speed information. Additional detail provided is
provided in section C.1.2 of Appendix A

79

assumptions and sample restrictions:

qit = dDi + bXit + nit

(3.8)

Here i indexes wind farms and t indexes month-year time periods. The dependent variable
q is the plant’s capacity factor (in percentage points). D is an indicator for whether the
wind farm took the 1603 grant and X is a vector of controls, such as engineering-based
potential capacity factor, regulatory regime, presence of a power purchase agreement, and
location dummies. The coefficient of interest, d, is the effect of the 1603 grant on production
outcomes. If wind farms were less productive under the 1603 grant, we would expect d to
be negative.
Estimating equation (3.8) using OLS is potentially problematic because Di was chosen.
As was shown in Section 3.2.3, plants that expect to have high output relative to their
investment costs will prefer the PTC, while plants with relatively high investment costs
per unit of expected output will prefer the Section 1603 grant. Thus, OLS estimates could
confound any reduced marginal effort due to the Section 1603 grant program with the fact
that less productive plants are likely to have selected into it. We employ two complementary
empirical approaches to identify the causal effect of the Section 1603 grant on wind farm
output: a fuzzy regression discontinuity estimator and a matching estimator.

3.4.2

Regression Discontinuity Design

Our primary empirical strategy harnesses the natural experiment created by the 1603 grant
program by comparing wind farms that came online just before and just after the program
went into effect. While the Section 1603 grant was not randomly assigned, its creation came
as a plausibly exogenous shock to the industry. We exploit this shock by implementing
a fuzzy regression discontinuity research design. Specifically, we use a binary indicator
for whether the project came online after January 1, 2009 as an instrument for cash grant
recipient status,
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Di = g · 1 {1603 eligible}i + xXit + ni

(3.9)

We then use the predicted values from this first stage, D̂, to estimate d using equation (3.8)
in a two-stage least squares (2SLS) framework with wind farms’ monthly output data over
2010-2014.
Identification and interpretation of d relies on two key assumptions: (1) that the running
variable cannot be manipulated, and (2) that the instrument (subsidy eligibility) only affects
outcomes through its effect on the endogenous variable (subsidy choice).18 To provide
evidence on assumption 1, we plot the number of new projects coming online each month
and highlight the January 1, 2009 date when wind power developers gained access to the
policy choice described above (Figure 3.1). This plot highlights the seasonal variation in
projects coming online. In general, projects are more likely to come online in the first and
last months of the year than in other months.19 The frequency of project entry in the last
months of 2008 and the first months of 2009 are not statistically different from entry rates in
the same months (or same quarters) in other years dating to 2001. Thus, project developers
did not appear to adjust the timing in entry to the policy innovation.
Once the policy is established, it is possible that wind farm developers will make changes
in how they develop and site future projects, which could violate the exclusion restriction.
Our main RD specification therefore uses a bandwidth of one year on either side of the
start date of the policy, relying only on a comparison of projects that came online in 2008
and 2009. This has two main advantages. First, long-run trends in wind turbine technology
and electricity markets are less likely to influence our results. Second, projects that came
18 Identification

and interpretation as a local average treatment effect also rely on three other restrictions/assumptions. First, we know from data that the first stage is nonzero. Second, the monotonicity
assumption holds by virtue of the policy environment: firms cannot “defy” treatment assignment because the
1603 grant is available only from the federal government. Finally, we assume homogeneous treatment effects.
19 In some years, this variation is driven by uncertainty around the expiration of the PTC. Note that developers
knew by October 4, 2008 (the date that President Bush signed the Emergency Economic Stabilization Act of
2008, which included energy tax provisions such as the PTC extension as well as the Troubled Asset Relief
Program), that the wind PTC would not expire before December 31, 2009. These developers knew by February
17, 2009 (the date that President Obama signed the American Recovery and Reinvestment Act), that the PTC
would expire no earlier than December 31, 2012.
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Figure 3.1 Wind Farm Entry over Time

online in early 2009 were planned and began construction in 2008 (or earlier), which implies
that these facilities were originally designed for the PTC (Bolinger et al., 2010). This helps
mitigate concern that 1603 grant recipients are fundamentally different, as may be the case
in later periods.
Table 3.3 compares projects coming online in 2008 with those coming online in 2009
using two-sample t-tests. These two groups are statistically indistinguishable for an array of
characteristics including capacity, turbine size, wind speed, regulatory status, whether a
wind farm has entered into a PPA, and the engineering-based potential capacity factor. The
capacity factor, our outcome variable, is lower (and statistically distinguishable) for projects
coming online in 2009 than for projects coming online in 2008.
As a final piece of descriptive evidence, we map the location of new wind farms in 2008
and 2009 in Figure 3.2. We distinguish between projects that came online in 2008 and 2009,
and for the latter group, we further distinguish between PTC and 1603 recipients. This map
suggests there are regional factors that affect subsidy choice. This selection is not surprising
and does not undermine our empirical strategy, as our approach compares firms entering in
2009 with similar firms entering in 2008. Most projects completed in 2009, the policy period,
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Table 3.3 Projects Entering One Year Before and After the Policy

Nameplate Capacity
Turbine Size (MW)
Design Wind Speed (MPH)
Regulated
IPP
PPA
Potential Capacity Factor
Capacity Factor
New Wind Farms
1603 Recipients

2008

2009

Difference

p-value

84.23
1.85
18.04
0.14
0.58
0.75
37.03
34.35

102.16
1.82
17.32
0.11
0.74
0.69
35.84
31.75

-17.93
0.03
0.72
0.03
-0.16
0.06
1.19
2.60

0.15
0.68
0.12
0.53
0.03
0.44
0.38
0.01

71
0

84
58

are located near a plant built in 2008.

Figure 3.2 Wind Farm Locations by Period and Subsidy

In sum, these descriptive results suggest that wind farms built just before and after
the January 2009 policy change are broadly similar in cross-sectional characteristics, and
yet the average capacity factor of the projects coming online in 2009 is lower than that of
the projects coming online in 2008. This provides support for our research design and is
suggestive of a causal effect of the 1603 grant on electricity generation.
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3.4.3

Matching

Our second empirical strategy uses a combination of matching and differencing to infer
counterfactual outcomes for 1603 grant recipients. Assume the unobserved component
of production takes the form nit = Ai + eit , where Ai denotes the unobserved quality of
wind farm i. Selection in our context would manifest in a correlation between Ai and Di .
Conditioning on Ai would eliminate this bias, as E[qit | Xit , Ai , Di = 1]=E[qit | Xit , Ai , Di =
0] + d. Under the assumption that Ai is time-invariant, the use of plant fixed effects with
panel data would remove this bias.
Since subsidies are irreversibly chosen at the commencement of operations, we do
not observe subsidy variation within a plant and thus cannot include plant fixed effects.
Instead, we adopt the additional assumption that unobserved heterogeneity takes the
form Ai = g( Xi ) + fPosti , where g() is an unknown function of observable wind farm
characteristics, and f is a wind farm vintage fixed effect for plants entering post-Recovery
Act. Although g() is unknown, including a dummy variable for each unique combination of
characteristics Xi would fit any g(). The difference in productivity between two wind farms
with the same characteristics that entered in different policy periods would then simply be
f.
While we cannot fit g() exactly, given that Xi contains continuous covariates and our
sample is finite, we approximate g() by matching wind farms with similar characteristics
across different vintages. We divide our sample into two groups corresponding to two
policy regimes: wind farms that entered between 2005 and 2008 (“pre” plants), when there
was no subsidy choice, and wind farms that entered between 2009 and 2012 (“post” plants),
which could choose either the PTC or the 1603 grant. We then match pre and post wind
farms on observable characteristics using coarsened exact matching (CEM).20 Let g index a
group of pre and post plants that are matched together. Equation (3.8) becomes,
20 Iacus

et al. (2012) outline the CEM algorithm and derive its statistical properties. More information and
implementation packages can be found at http://gking.harvard.edu/cem.
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qit = dDi + bXit + A g + fPosti + eit

(3.10)

where Posti is an indicator for whether a plant came online after the 1603 program was
introduced. Intuitively, the estimator takes the average difference between 1603 recipients
and their preperiod matched counterparts, and subtracts the difference between postperiod
PTC plants and matched pre plants within their group. To see this, let Dg indicate the
observed subsidy choice of the post-period plants in group g. Then
E[qit | Dg = 0, Posti = 1]
E[qit | Dg = 1, Posti = 1]

E[qit | Dg = 0, Posti = 0] = f
E[qit | Dg = 1, Posti = 0] = f + d

In practice, we replace f with year-vintage fixed effects and allow group-level unobservables to vary by time.
Matching requires us to drop plants that do not lie within the common support of preand postperiod entrants on key observable dimensions. Within the set of plants that remain,
identification requires assuming there are no unobservables that affect both production
changes across pre and post plants and subsidy choice (i.e., unconfoundedness). We also
assume the covariates used for matching are unaffected by the availability of the 1603 grant.
While we cannot directly assess this assumption, the long development timeline of wind
farms reduces concern over any large responses on this dimension. Moreover, the RD
analysis addresses precisely this concern.
The primary concern with the RD estimator is that the instrument, time, may be picking
up other trending factors that affect productivity. Our matching estimator relaxes this by
allowing unobservable dimensions of wind farm entry cohorts to evolve over time. The key
assumption is parallel trends in these unobservable factors across the types of plants that
choose each subsidy in the postperiod.
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3.5
3.5.1

Results
Regression Discontinuity Design

Table 3.4 reports the instrumental variable results. The sample is restricted to a balanced
panel of monthly generation from 2010 to 2014 at wind farms that came online in 2008 or
2009. The dependent variable in each regression is the capacity factor in percentage points.
Table 3.4 Regression Discontinuity Estimates
(1)

(2)

(3)

(4)

(5)

(6)

-5.002⇤⇤⇤
(0.849)

-3.308⇤⇤⇤
(0.868)

-2.620⇤⇤⇤
(0.800)

-3.613⇤⇤⇤
(1.235)

-2.540⇤⇤
(1.164)

-2.958⇤⇤⇤
(1.132)

Regulated

-1.367
(1.579)

-5.796⇤⇤⇤
(1.695)

-1.015
(1.561)

-5.809⇤⇤⇤
(1.698)

PPA

-1.166
(0.954)

-2.875⇤⇤⇤
(0.826)

-1.013
(0.961)

-2.899⇤⇤⇤
(0.836)

IPP

-0.873
(1.307)

-2.620⇤⇤
(1.249)

-0.882
(1.274)

-2.566⇤⇤
(1.215)

Potential Capacity Factor

0.497⇤⇤⇤
(0.0345)

0.565⇤⇤⇤
(0.0368)

0.500⇤⇤⇤
(0.0351)

0.567⇤⇤⇤
(0.0364)

Var(Wind Speed)

-0.0912
(0.143)

-0.517⇤⇤⇤
(0.101)

-0.0695
(0.149)

-0.524⇤⇤⇤
(0.105)

log(Capacity)

-0.990⇤⇤
(0.438)

0.409
(0.460)

-1.024⇤⇤
(0.433)

0.409
(0.456)

OLS
Y
N
0.520
9292

OLS
Y
Y
0.625
9292

2SLS
Y
N
0.519
9292
199

2SLS
Y
Y
0.625
9292
119

1603 Grant

Regression Type
Controls
State FE
R-sq.
N
F-stat

OLS
N
N
0.342
9292

2SLS
N
N
0.338
9292

Notes: The dependent variable is the capacity factor in percentage points. Data include a balanced panel of
monthly observations from 2010 to 2014 for all wind farms. All models contain year-month dummies. Standard
errors clustered by wind farm reported in parentheses.

The primary coefficient of interest (d) appears in the first row of the table, labeled
1603 Grant. The first three columns present OLS estimates of equation (3.8). Column 1
simply includes time (month-year) dummies. The interpretation is that plants receiving
output subsidies operated at 5 percentage points lower capacity factor compared with PTC
recipients coming online between 2008 and 2009. Column 2 adds controls for plant size and
monthly wind quality, as well as dummies for whether the plant is regulated, whether it is
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an independent power producer, and presence of a power purchase agreement.21 Consistent
with the descriptive evidence above, 1603 and PTC plants differ on observable dimensions,
and controlling for these differences reduces the estimated productivity difference. Column
3 adds state fixed effects to account for other unobserved differences in markets and
renewable policies across states, which attenuates the relationship further.
Columns 4-6 present RD estimates using the same covariates, instrumenting for 1603
receipt with an indicator for whether the wind farm was eligible for the 1603 program.
Conditioning only on time dummies, 1603 plants are 3.6 percentage points less productive
than their PTC counterparts. Adding controls results in a modestly lower estimated 1603
effect of 2.5 percentage points. Adding state fixed effects splits the difference between these
two estimates, leaving a 3 percentage point gap in productivity across plants choosing the
two subsidy types. This last estimate, our preferred specification, implies that 1603 grant
recipients would have produced roughly 10 percent more power had they claimed the
PTC. To provide context for the magnitude of this estimate, consider that it is in line with
industry claims for how postconstruction wind farm optimization services could increase
output (see discussion in Section 3.2). Moreover, the marginal incentive of the PTC is quite
substantial during this time period: the PTC represents more than a 40 percent premium
over the average price of power sold by wind farms to the grid.
Robustness Analysis
We vary the temporal bandwidth in our analysis to address the concern that firm responses
to a change in the policy environment could violate the exclusion restriction. To the
extent that investors cannot respond immediately to the introduction of the 1603 grant
program because of binding constraints (e.g., turbine contracts or permitting), and given the
retroactive nature of the initial eligibility date, smaller bandwidths are increasingly insulated
from concerns about identification. However, smaller bandwidths generate smaller samples,
21 Unless

otherwise noted, the same controls appear in every model throughout the paper. Additional
discussion of the potential capacity factor and wind speed variables is provided in Section C.1.2of Appendix A
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lessening statistical precision and generating possible concern over weak instruments. Figure
3.3 presents coefficients from the preferred specification in column 6 in graphical form using
alternative bandwidths ranging from 3 months to 24 months. Although the confidence
intervals are large for the very small bandwidths, the results are consistent and reinforce our
baseline findings: all specifications suggest receipt of the 1603 grant (investment subsidy)
leads firms to produce less electricity than they would have if they had received the PTC
(output subsidy). Moreover, the fact that the estimated effect remains stable between 12 and
24 months suggests that trends alone are not driving the results.

Figure 3.3 RD Estimates Using Alternative Bandwidths

We also consider the possibility of trends within the 2008-2009 time period in technology,
site quality, and other factors that could have persistent effects on output. Table C.3in
Appendix B presents results from a more conventional RD model that includes piecewise
linear trends. Unfortunately, given the small sample size, these results are quite noisy. In
models 4 and 5, the point estimates are larger in magnitude than the IV estimates, while
in model 6, the results are smaller and not statistically distinguishable from either the IV
estimates or zero. The variability in these estimates may be the result of weak instruments,
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as can be seen by the F-statistics in these models.

3.5.2

Matching

We now present results from the matching estimator described in Section 3.4.3. To illustrate
how this method works, Table 3.5 compares pre- and postperiod entrants after using
coarsened exact matching on state, regulatory status, entity type (independent power
producer or investor-owned utility), capacity, and two measures of wind quality collected
by EIA.22 Of the 488 wind farms in our sample entering between 2005 and 2012, 213 lie
within the common support of these variables across the two policy periods.23 The number
of postperiod 1603 matches is about double the number of PTC matches, which is in line
with their underlying population probabilities. T-tests confirm that this restricted sample is
in fact balanced across the two time periods on the matched dimensions.
Table 3.5 Matching Balance

Capacity(MW)
Design Wind Speed (MPH)
Regulated
PPA
Potential Capacity Factor
Capacity Factor
Wind Farms
1603 Recipients

Pre

Post

Difference

p-value

103.90
17.91
0.10
0.81
36.15
33.79

104.51
17.47
0.10
0.78
37.05
32.98

0.62
-0.44
0.00
-0.03
0.90
-0.80

0.95
0.14
1.00
0.57
0.38
0.32

89

124
88

Notes: Comparison of characteristics of pre- and postperiod entrants after using coarsened exact matching
(CEM) on state, regulatory status, entity type, log capacity, and EIA wind quality.

Table 3.6 reports the results from regressions estimated through variations of this
matching strategy with a balance sample of monthly wind farm production data. As before,
22 Form EIA-860 asks operators to report each facility’s design wind speed (mph) and the site’s overall wind
class, which ranges from 1 to 4.
23 The number of postperiod matches is slightly higher than preperiod matches, because some postperiod
plants are similar enough in these characteristics that they fall within the same coarsened cell.
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the dependent variable in each regression is the capacity factor measured in percentage
points. All models include the same controls as our preferred RD regressions as well as
cohort dummies. Column 1 presents estimates from estimating OLS on the full sample
including all 488 wind farms entering during the pre- or postperiod. Column 2 restricts the
sample to plants matched across periods. Column 3 includes matched group fixed effects.
Column 4 interacts those group fixed effects with year of sample, allowing for unobserved
factors that affect specific groups and vary over time. Column 5 includes group-month-year
fixed effects, which is equivalent to running OLS after manually differencing the grouped
preperiod observations from the postperiod observations each month.
Simply restricting the sample to observably similar plants across periods increases the
estimated impact of the 1603 grant from 2.2 to 3.5 percentage points. This suggests that
there are low-productivity PTC plants or high-productivity 1603 plants that do not lie in
the common support across periods. Allowing for increasingly time-varying group level
unobservables has remarkably little effect on the estimates. This estimated productivity
reduction of 3.5 percentage points (11 percent) is similar to our preferred RD estimate,
despite relying on different identifying assumptions.
Table 3.6 Matching Estimates

1603 Grant
Sample
FEs
R-sq.
N

(1)

(2)

(3)

(4)

(5)

-2.189⇤⇤⇤
(0.782)

-3.476⇤⇤⇤
(1.105)

-3.622⇤⇤⇤
(1.033)

-3.527⇤⇤⇤
(1.045)

-3.488⇤⇤⇤
(1.178)

All
State
0.432
22344

Matched
State
0.462
10538

Matched
Group
0.613
10538

Matched
Group*Y
0.624
10538

Matched
Group*Y*M
0.746
10538

Notes: Groups matched using coarsened exact matching (CEM) on state, regulatory status, entity type (IPP or
IOU), capacity, and EIA wind quality measures. All models include controls for annual plant size and monthly
wind quality, as well as dummies for whether the plant is regulated, whether it is an independent power
producer, the presence of a power purchase agreement, and month-year dummies. Standard errors, clustered at
the plant level, are reported in parentheses.
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Robustness Analysis
The most restrictive matching criteria in the previous exercise is the requirement that pre
and post plants be in the same state. In order to explore the impact of this assumption,
and to incorporate more plants into the analysis, we reestimate the model from column
4 under different geographic restrictions (Table 3.7). As above, all models use coarsened
exact matching on regulatory status, capacity, entity type, and wind quality. In addition,
column 1 matches on NERC region as well as an indicator for whether the plant is in an
ISO. Column 2 matches on the specific ISO a plant participates in, and column 3 matches
on both NERC region and ISO. Finally, column 4 matches on state, repeating column 6
from the previous table. In addition to controls and month-year and group-year dummies,
each of the first three models also includes state fixed effects to account for differences
in state-level renewable policies. As in the previous table, the results increase slightly as
increasing restrictions are placed on the match. However, we cannot statistically discern
among the coefficient estimates.
Table 3.7 Sensitivity of Matching Estimates to Geographic Restrictions

1603 Grant

(1)

(2)

(3)

(4)

-2.790⇤⇤⇤

-3.178⇤⇤⇤

-3.258⇤⇤⇤
(1.019)

-3.527⇤⇤⇤
(1.045)

112
54
121
Nerc-1(ISO)
0.622
13854

103
51
90
ISO
0.671
11984

93
44
81
Nerc*ISO
0.654
10837

89
36
88
State
0.624
10538

(0.921)

# Pre-PTC
# Post-PTC
# Post-1603
Region
R-sq.
N

(0.960)

Notes: All models include monthly controls, age and age squared, and dummies for the state, month of sample,
and matched group. Standard errors, clustered at the plant level, are reported in parentheses.

3.6

Discussion

The previous section found that wind farms receiving investment subsidies were less
productive conditional on operating. Translating these short=run, intensive margin results
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into broader conclusions about the 1603 policy specifically, or investment subsidies generally,
requires us to consider the mechanism, the extensive margin, and any longer-run impacts
caused by distorting relative prices. In this section, we discuss each of these in turn.

3.6.1

Negative Electricity Prices

Our empirical results are consistent with a model of convex effort costs on the intensive
margin. However, even in the absence of operating costs, output subsidies could mechanically encourage more output by incentivizing production when marginal willingness to
pay for electricity is below zero. In electricity markets, prices sometimes fall below zero
during periods of low demand due to a combination of inflexible supply, prohibitively
expensive storage, and transmission constraints. Some critics of the PTC claim that it has
exacerbated this problem by encouraging wind farms to produce power even when the
wholesale electricity price is negative (Brown, 2012). Intuitively, wind farm operators should
be willing to pay up to the value of the subsidy to be dispatched each time period.24
To formalize this intuition, we revisit the model of operating effort from Section 3.2.3.
However, we now allow wind farms the option to choose to go offline when the price is
too low. Under the investment subsidy, a wind operator will shut its plant off if the price is
less than zero, while under the output subsidy, the plant will shut off only if the price goes
below the output subsidy

s. With negative prices, expected operating profits per period

become
p˜0 = K [ E[ p| p > 0] Pr ( p > 0)a(e)

me]

p˜1 = K [( E[ p| p >

s)a(e)

s] + s) Pr ( p >

me]

24 This intuition is readily confirmed in data from the Texas electricity market. We compile data on bid curves
for wind generators in ERCOT, match these to 23 wind farms in our dataset that entered during the policy
period (2009-2012), and construct aggregate supply curves by subsidy type. We find that 88 percent of capacity
linked to PTC recipients is bid in at or below -$22 per MWh, while 85 percent of 1603 recipient capacity is bid
in close to $0 per MWh (plus or minus $5 per MWh). In theory, the value of renewable energy credits under
state renewable portfolio standards could likewise encourage generation when market prices are negative—for
PTC and 1603 claimants alike. These incentives are weak, however, in Texas, where the prices of such credits
did not exceed $3 per MWh over 2010-2014.
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Denote the new optimal effort levels e˜0 and e˜1 , with (e0

e˜0 ) > (e1

e˜1 ) , if Pr (0 > p >

s) > 0.
The average difference in expected production across the two subsidy regimes for an
individual wind farm in the presence of negative prices is
t̃ = E[q̃0 ]

E[q̃1 ]

= K [ Pr ( p > 0)(ã0 )]
= K [ Pr ( p > 0)(ã0

K [ Pr ( p >
ã1 )]

s)(ã1 )]

K [ Pr (0 > p >

s)ã1 ]

The first term is the difference in output during periods when the price is positive because
of differences in availability, which are driven by differences in optimal effort levels. The
second is the difference in output when prices are between

s and zero, which is driven by

the endogenous decision of wind farms that do not receive the PTC to cease production
until the price is no longer below zero.
How much of the difference in output across PTC and 1603 plants estimated in Section
3.5 can be attributed to negative prices? If we observed hourly price and dispatch for all
the plants in our sample, we could compute this directly. Unfortunately, these data are not
available.
In lieu of this plant-specific negative price data, we construct estimates of the likely
difference in dispatch probabilities due to negative prices using publicly available price data.
We obtain high-frequency price data for six large US electricity markets: California (CAISO),
Texas (ERCOT), the eastern US (PJM), the Midcontinent Independent System Operator
(MISO), New England (ISONE), and New York (NYISO). For these markets, hourly market
clearing prices are available at each node (location) from 2011 to 2014.25 We first create an
indicator if the price in a given hour is negative, and then average that indicator for the
entire month to get the fraction of hours that are negative at a given location each month.
25 In these markets, the system operator employs location-specific pricing by calculating high-frequency
wholesale prices at each node within its system. With thousands of pricing nodes in these markets, the clearing
prices reflect the value of power delivered to the grid accounting for location-specific supply, demand, and
transmission congestion.
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Table 3.8 summarizes the results of this exercise. The first row presents the mean share
of negative hours across all nodes and months in each region over the four-year sample,
which ranged from 0.1 percent in New England to 3.9 percent in California. The next two
rows report the median and the 95th percentile of this variable. Negative price events are
highly skewed, with some nodes experiencing much higher shares of negative prices in a
given month. At the same time, even the median node, which is unlikely to be near a wind
farm receiving the PTC, experiences negative prices fairly frequently. This is likely the result
of the combination of variable demand and adjustment costs for coal and nuclear plants, as
well as unobserved long-term contracting arrangements.
Table 3.8 Frequency of Negative Prices in Six ISOs (2011-2014)

CAISO

ERCOT

ISONE

MISO

NYISO

PJM

3.87
2.53
16.26

1.19
0.00
6.11

0.09
0.00
0.00

2.88
0.97
13.04

0.56
0.28
1.88

0.54
0.13
2.36

Summer(mean)
Post 2012 (mean)
Near wind

4.56
2.25

0.62
0.51

0.01
0.16

2.54
2.65

0.63
0.59

0.68
0.39

Mean
Summer(mean)
Post 2012 (mean)
CO2 MOER

3.94
2.26
2.51

4.21
0.26
1.10

0.09
0.01
0.17

5.44
3.18
5.48

1.05
0.77
1.40

1.21
1.01
1.06

Mean
Mean(weighted)
Correlation

896
873
-0.46

1,378
1,457
0.60

1,262
1,169
-0.72

1,870
1,916
0.69

1,312
1,408
0.41

1,776
1,778
0.02

All nodes
Mean
Median
95th pctile

Notes: Frequencies (in percentage points) based on hourly nodal price data from the six listed ISOs, collapsed to
the node-month level. Summer months are defined by the NOx regulation season, which begins in May and
ends in October. In the second section, the sample is restricted to nodes that are the closest to a wind farm in
the sample. The third section of the table presents the average marginal operating emissions rates (MOER) in
pounds of carbon dioxide per MWh estimated for each ISO by Callaway et al. (2017). The second row reweights
the average by the share of negative prices in each ISO-season-hour. The final row presents the correlation
between negative prices and MOER across 48 season-hour averages for each ISO.

Next, we restrict the nodal price data to nodes near wind farms. We obtained node
location information from SNL Energy.26 For each wind farm in our sample, we find the
26 Nodes

were matched across the two sources using the name of the node listed in the ISO data. Approxi-
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closest node within the same ISO. The second section of Table 3.8 presents the negative price
frequencies for these nodes. Negative prices are more common at nodes near wind turbines
than across all nodes in each ISO, although the difference varies considerably. Comparing
across the ISOs, negative prices are now most common in MISO. Negative prices are much
less common during the summer months in every ISO. Negative prices declined significantly
in Texas and California after 2012, and remained essentially flat in the other markets.
Comparing these averages with our policy treatment effects requires making an assumption about the correlation between these negative price events and the availability of each
wind farm to be dispatched. As was discussed above, on average wind farms have sufficient
wind conditions to operate only about one-third of the time. If we assume that availability
perfectly coincides with negative prices, then these marginal frequencies can be compared
directly with the estimated policy effects. If they are uncorrelated, then these marginal
frequencies should be divided by three (on average).
An alternative way to assess the extent to which negative prices are driving the difference
in productivity for 1603 recipients is to see how this effect varies as regions and time periods
with relatively more frequent negative prices are excluded from the sample. Table 3.9
presents results from estimating our preferred RD and matching specifications on restricted
samples motivated by Table 3.8. Column 1 repeats our preferred specifications from above.
Column 2 excludes CAISO, as it has the highest average and median frequencies of negative
nodes in the sample. Column 3 excludes both CAISO and MISO, the latter of which has the
highest average and median frequency of nodes in the subset of nodes near wind farms.
Column 4 includes all plants but restricts the sample to summer months (May to October),
as negative prices are less common in the summer. Column 5 restricts the sample to power
production in years 2013 and 2014, during which the frequency of negative prices declined
sharply in some markets. Finally, column 6 excludes plants that are matched to a node
in the ISO data and have negative prices more frequently than the median node in that
matched sample.
mately 8 percent of price nodes had no match in the SNL data.
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Table 3.9 Productivity Estimates and Negative Electricity Prices

1603 Grant
R-sq.
N

(1)

(2)

(3)

(4)

(5)

(6)

-2.958⇤⇤⇤
(1.132)

-3.254⇤⇤⇤
(1.228)

-0.988
(1.402)

-1.727
(1.122)

-2.759⇤⇤
(1.143)

0.183
(1.671)

0.625
9292

0.654
8932

0.633
5876

0.703
4650

0.699
3720

0.634
5815

(a) RD Results

1603 Grant
R-sq.
N

(1)

(2)

(3)

(4)

(5)

(6)

-3.488⇤⇤⇤
(1.178)

-3.480⇤⇤⇤
(1.131)

-3.213⇤⇤
(1.606)

-4.416⇤⇤⇤
(1.086)

-2.902⇤⇤⇤
(1.049)

-2.724⇤⇤
(1.103)

0.746
10538

0.654
10111

0.636
7698

0.676
5298

0.650
4809

0.630
7171

(b) Matching Results
Notes: Panel (a) includes results from RD regressions with controls, state, and month-year fixed effects. Panel
(b) reports results from exact matching at the state level and includes controls and matched group-year fixed
effects. In both panels, column 1 includes the full sample, column 2 excludes CAISO, and column 3 excludes
MISO plants as well. Column 4 includes all plants, but restricts the sample to summer months, May through
October. Column 5 includes all plants and months, but restricts the sample to observations post-2012. Column
6 excludes the bottom 50 percent of plants matched to nodes in the ISO data based on average frequency of
negative prices. Standard errors, clustered at the plant level, are reported in parentheses.

Across these specifications, the results vary but are consistent with a model of additional
effort on the intensive margin. The RD results are less precise, particularly when MISO wind
farms are excluded. This is because all models include state fixed effects, and, during this
narrow window from 2008 to 2009, we have relatively little within-state variation outside
the California and Midcontinent markets. The matching sample includes more within-state
variation by construction. Under this empirical strategy, the results remain fairly consistent,
even when excluding wind farms near nodes experiencing negative prices most frequently.
These results suggest that negative prices explain some, but not all, of the electricity
generation difference between investment subsidies and output subsidies. If one compares
the point estimates of the precisely estimated 1603 grant coefficients in the matching
framework, then negative prices could explain as much as 20 percent of our productivity
result in column 1. While it is useful to understand the mechanism behind our productivity
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estimates, the extent to which they are driven by negative prices does not necessarily
alter their policy implication. The motivation for subsidizing wind energy is to displace
conventional, polluting generation with zero-emissions electricity. This logic does not
necessarily change simply because the equilibrium wholesale price is below zero, as the full
social value depends on the emissions intensity of marginal generation during these hours.
In other words, the wholesale electricity price is not a sufficient statistic for the welfare
impact of a given unit of electricity generated from wind.
Determining whether the marginal emissions displaced from wind energy are higher
or lower during periods of negative prices is beyond the scope of this paper. However,
Callaway et al. (2017) provide estimates of the average marginal operating emissions rates
(MOER) of generating resources by hour of day and season for each ISO. Plots of the MOER
by ISO-season-hour are reproduced in Figure C.3 of Appendix B. Electricity prices typically
fall below zero when demand is lowest, during the middle of the night. However, for four
of the six ISOs, marginal emissions are actually higher at night than during peak hours. This
is not surprising, because natural gas is likely to be on the margin during the day, whereas
coal is more likely to be on the margin at night. Comparing across the seasons, average
emissions rates are fairly constant, compared with the variation in negative price frequency.
The bottom section of Table 3.8 summarizes these results. Marginal emissions vary across
regions but are still positive and large everywhere, even when weighted by the negative
prices in each ISO-season-hour. In four of the six markets, negative prices are actually
positively correlated with marginal operating emissions, suggesting that the external social
value of the PTC during these hours is at least as high as during any other time period.
Thus, in these markets, the fact that some of the estimated treatment effect comes from
willingness to operate at negative prices could be considered a feature of incentivizing this
output, not a bug. The purpose is to reduce emissions, and emissions are still positive, even
when prices are not.
With that being said, the fact that there is substantial variation in average marginal
operating emissions rates but no variation in the subsidy awarded for each unit of electricity
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under the PTC indicates that the PTC fails to approximate a Pigouvian emissions tax. In
two markets, California and New England, nuclear power and hydropower often provide
zero-emissions baseload generation. This suggests that in these regions, output subsidies to
renewable generators could actually undermine long-run, system-wide emissions objectives.
By reducing revenue for these high capacity factor, high fixed cost, low-emissions electricity
sources, the PTC could expedite their retirement. It is unlikely that this effect dominates the
environmental benefits of the PTC, but this highlights another shortcoming of subsidizing
renewable electricity relative to pricing the emissions externality directly.

3.6.2

Capital Bias

Our empirical analysis focused on estimating changes in marginal effort conditional on
operating. To isolate this effect, our RD sample is restricted to wind farms whose capital and
siting decisions were fixed before the policy was announced. Furthermore, our preferred
specifications for both estimation strategies include plant-turbine-specific estimates of
potential output each month, recovering the decline in output conditional on these previously
made investment decisions. In this section, we look for evidence of impacts on these
previously conditioned-on dimensions. While this particular program was short-lived, it is
worth considering what might have happened had subsidy choice persisted or, as in other
settings, had the government switched to investment subsidies entirely. Faced with a certain
shift in the relative price of capital inputs, wind developers may alter their input mix, either
employing more capital relative to other inputs or selecting higher-quality capital (as found
for other industries in Goolsbee, 2004).
As was discussed in Section 3.2.1, capital and siting decisions for large wind farms are
made two or more years in advance. Given that the 1603 program was in effect for only
four years, this suggests a natural partition: plants coming online in the first two years are
unlikely to have time to respond, while those coming online during the last two years may
have had time to adjust their planning and investment to the availability of subsidy choice.
We take advantage of this break in available response margins midway through the policy
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to look for evidence of a shift in capital investment decisions.
Faced with lower investment costs, wind developers could choose to invest in more
turbines, invest in better turbines, or select sites with different wind speeds on which to
develop a project. Table 3.2 showed that PTC and 1603 grant recipients were statistically
indistinguishable along these dimensions on average over the course of the 1603 program.
We test whether that relationship changed over time using the following regression:

yi = a + b{1603} + g{1603 & Post 2010} + hyear + ei ,

(3.11)

where 1603 indicates that a wind farm claimed the 1603 grant, “Post 2010” is an indicator
for whether the plant came online in 2011 or 2012, and hyear represents year of entry fixed
effects to account for general trends among these variables over time.
Table 3.10 reports the results. The first row reports economically small and statistically
insignificant differences in plant size, turbine size, and wind speed across subsidy types in
the first two years of the program. The second row provides estimates of the change in these
characteristics for 1603 grant plants over time relative to PTC plants. In the last two years of
the program, there is a large, but statistically noisy, decline in the average total capacity of
1603 grant plants relative to PTC plants. However, this decline in total size is concurrent
with an increase in the capacity of each turbine at these plants, and that difference is large
and significant. The 0.29 coefficient estimate for the post-2010 1603 grant indicator variable
corresponds to a 16 percent increase in the capacity of wind turbines. From an engineering
perspective, larger turbines are generally thought to be more efficient, all else equal.27
The timing of the program limits our ability to draw conclusions about how the capital
stock might change under a more permanent policy change. Nevertheless, there does
appear to be some evidence that firms respond over time and adjust their input mix in
response to a change from output to investment subsidies. This illustrates the importance
27 We also inspected the 1603 grant subsidy amount per MW over time for evidence of an impact of the
investment subsidy on the price of inputs as observed in other industries (e.g., Goolsbee, 1998; House and
Shapiro, 2008). However, we observe neither investment costs for PTC recipients nor the counterfactual
investment costs for 1603 recipients had the investment subsidy not been introduced, which limits our ability to
draw conclusions from the time series.
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Table 3.10 Change in Wind Farm Characteristics over Time
Capacity (MW)

Turbine Size (MW)

Design Wind (MPH)

1603 Grant

-2.19
(19.7)

-0.057
(0.12)

-1.01
(0.84)

1603 Grant - Post 2010

-9.05
(22.9)

0.29⇤⇤
(0.14)

0.64
(0.98)

85.41
-0.0044
316

1.79
0.044
316

17.76
-0.0074
316

Mean(Y)
R-sq.
N

Notes: Three specifications of equation (3.11), varying the dependent variable (listed at the top of each column).
Sample restricted to plants coming online during the 1603 grant eligibility period, 2009-2012. All models contain
cohort dummies. Standard errors reported in parentheses.

for policymakers of considering the impacts of subsidy design on firms’ long-run responses
when choosing between investment subsidies and output subsidies.

3.6.3

Extensive Margin and 1603 Program Evaluation

Section 3.5 provided evidence that 1603 recipients would have generated significantly more
output had they claimed the PTC. Moreover, investment subsidy induced some developers
to alter the capital mix of their wind farms. In order to calculate the full effect of the
policy, however, we need to consider that some 1603 grant recipients may not have found it
profitable to enter without investment subsidies. A full model of wind farm entry is beyond
the scope of this paper and, given the small number of wind farms entering each year, it is
difficult to discern any break in entry rates in the time series. In lieu of these approaches,
we perform a simple back-of-the-envelope calculation to identify “marginal” plants, that is,
power plants claiming the 1603 grant that appear profitable under the investment subsidy
but not the PTC.
We specify the following discounted profit functions under each subsidy regime:28

p

1603

=

t=25 ✓

Â

t =1

28 The

1
1+r

◆t

( pt

ct )q1603
t

(0.7) ⇤ F

full details of this back-of-the-envelope calculation are presented in Section C.1.3 of Appendix A

100

p

PTC

=

t=25 ✓

Â

t =1

1
1+r

◆t

( pt

ct )qtPTC

+

t=10 ✓

Â

t =1

1
1 + r PTC

◆t

( PTC )qtPTC

F

Wind farms are assumed to remain in service for 25 years, while we observe at most 7
years of data for 1603 recipients. Censored time periods are predicted to decay at a linear
rate estimated using the full panel of wind farms.29 Plant-specific output prices pit are
computed based on revenue and sales quantities reported on Form EIA- 923.30 We also
construct estimated marginal revenue from the sale of renewable energy credits under statelevel renewable portfolio standards using data from Marex Spectron and Lawrence Berkeley
National Laboratory (see Section C.1.3 of Appendix A for more details).31 Operating costs
(cit ) of $9/MWh, taken from Wiser and Bolinger (2016), are subtracted to obtain perperiod
net revenue, which is discounted at an assumed 5 percent real interest rate. Fixed investment
costs F are obtained by dividing the observed 1603 grant award amount from Treasury by
the fraction of investment costs covered by the program (0.3).32
Counterfactual output under the PTC (q PTC ) is obtained by increasing predicted output
(q1603
) by 10 percent (reflecting the range of our preferred RD and matching estimators
t
results) during the first 10 years of operation. During this period, each MWh produced also
generates $23 in tax credits, in addition to the marginal revenue collected under the 1603.
However, we need to account for the fact that these tax credits need to be monetized and
are thus less valuable than cash. As discussed in Section 3.2, the creation of the 1603 grant
program reflected concerns that wind developers could not find tax equity partners—large
financial companies with sufficient tax liabilities to monetize the production tax credits—due
29 The

details of this regression are presented in Section C.1.3 of Appendix A

30 Of

the 209 1603 plants in the sample, 10 do not report any resale quantities in the EIA data and are thus
excluded from this analysis. Future prices are assumed to remain constant in real terms.
31 As

of 2017, 29 states and Washington, DC had enacted renewable portfolio standards. Wind farms
generated credits for each unit of production, which they then sell to covered nonrenewable generators.
32 Wind

farms are also eligible for accelerated depreciation, which we assume is equal to 10 percent of
investment costs. In a 2010 White House memorandum to the president, leaked to multiple news outlets,
the Shepherds Flat Wind Farm in Oregon was revealed to have approximately $200 million in accelerated
depreciation benefits on a $2.1 billion investment. Borenstein (2015) also finds accelerated depreciation benefits
on the order of 10%-12% of investment costs for solar power.
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to the financial crisis. Bolinger (2014) reports that the tax equity yield remained fairly stable
at 6 percent over 2005-2007. Over 2008-2009, this yield increased by as much as 450 basis
points, reflecting the contraction in tax equity supply. In order to account for this additional
cost of monetizing tax equity, we discount the PTC revenue streams by an assumed 8 percent
tax equity yield, which is the modal value of the tax equity yield over 2009-2012 presented
in Bolinger (2014).33
Table 3.11 summarizes these two constructed profit measures. The 1603 recipients are
broken up into three groups: an always-profitable group (p 1603 > 0 & p PTC > 0), a marginal
group (p 1603 > 0 & p PTC < 0), and a never-profitable group (p 1603 < 0 & p PTC < 0).
Somewhat surprisingly, 22 percent of 1603 recipients fall into this final category. There are
many potential reasons for this. We may have underestimated state and local subsidies or
overestimated O&M costs and discount rates for these facilities. Even perfectly accounting
for all of these factors, it is likely that some plants that appeared profitable ex ante will
appear unprofitable ex post due to low price and wind realizations.
Table 3.11 Estimated Subsidy by Group

1603
Group
Always Profitable
Marginal
Never Profitable

PTC

N

Output
(MMWh)

Subsidy
($M)

Subsidy
($/MWh)

Output
(MMWh)

Subsidy
($M)

Subsidy
($/MWh)

151
4
44

697
9
188

7,807
181
2,423

11.20
19.25
12.90

732
10
198

7,593
109
2,103

10.38
10.89
10.60

The second and third columns of the table report (predicted) lifetime output for each
group along with the total 1603 award amount. The fourth column presents the ratio of
total subsidy to total output, which can be interpreted as a public funds levelized cost of
energy. The final three columns present predicted output, subsidy, and subsidy per unit
of output for these projects had they claimed the PTC instead of the 1603 grant. While we
estimate a larger average government subsidy per (lifetime) megawatthour under the 1603
33 Using

the maximum observed yield of 10.5 percent does not meaningfully change the results.
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program than the PTC for each group, we also find that more than one-third of these 1603
grant-claiming plants would earn a higher total subsidy under the PTC.
Estimating the full effect of the 1603 program requires taking a stand on the counterfactual entry status of the never-profitable group. We consider two cases. In the first
case, we combine the never-profitable plants with the marginal group and assume that
they would not have entered without the 1603 grant program. Under this assumption, the
1603 program increased lifetime wind production by 162 MMWh (reflecting the difference
between the total output under the 1603 column of 894 MMWh and the 732 MMWh for
the always-profitable group under the PTC column). It would also imply that the 1603
grant increased the average public cost per wind MWh from $10.38 to $11.64 , a 12 percent
reduction in cost-effectiveness.
In the second case, we assume that the lack of profitability of the third group implies a
policy-invariant unobservable (possibly in expectation) that would have encouraged these
wind farms to enter with or without the 1603 grant. In this case, the 1603 grant program
screened in 9 MMWh of production at the four marginal plants. At the same time, the
production at inframarginal plants declined by over 4 percent (from 198 to 188 MMWh in
the never-profitable row of Table 3.11). Under this assumption, total wind output would
have been modestly higher without the 1603 program (by less than 1 MMWh), while total
government expenditure would have declined by $714 million.
Let us acknowledge a few caveats to this analysis. First, our estimate of always-profitable
wind farms may be too high based on our assumption of the discount rate associated with
the PTC. The tax equity supply shock associated with the financial crisis motivated the
creation of the Section 1603 grant program. This decline in supply is evident in the spike in
tax equity yields in 2009. We employed a higher rate for discounting the PTC streams in
evaluating the counterfactual for our 1603 grant-claiming wind farms to reflect the increase
in tax equity yields during this time period. This higher discount rate may be valid for
evaluating the marginal project, but it could be too low when considering the counterfactual
of all of the 151 always-profitable 1603 grant claimants going to the tax equity market to
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monetize their production tax credits. Second, note that our conclusions about the Section
1603 grant program reflect the specific policy design of a grant equal to 30 percent of eligible
investment costs relative to the specific PTC design of awarding 2.3 cents per kilowatthour of output. Modifying either policy parameter could influence the cost-effectiveness
of the investment and output subsidy approaches. Third, our analysis reflects realized
outcomes to date and forecast outcomes estimated from past realized outcomes. To the
extent that realizations deviate from ex ante expectations, this analysis may be an imperfect
representation of the wind farm developer’s decisions (a) to move forward with a wind
power project and (b) to claim the 1603 grant.

3.7

Conclusions

Policymakers have long relied on tax expenditures and government outlays to promote
socially beneficial activity. Similarly to the experience with the 1603 grant program, governments have frequently “turned on” investment subsidies for relatively short periods of
time (House and Shapiro (2008)). The unique situation of providing a taxpayer the choice of
investment or output subsidy, however, provided the real-world policy experiment to enable
this evaluation of the causal impacts of subsidy design on productivity.
In exploiting the 2009 Recovery Act’s natural experiment in tax policy, we find that
wind farms choosing the investment subsidy generated 10 to 11 percent less power per unit
of capacity than those projects choosing the output subsidy. We examine one distinctive
characteristic of power markets—the prospect of negative prices—and our analysis suggests
that subzero prices explain some but not all of the estimated output impacts of investment
subsidies. This loss in productivity implies that the federal government paid 12 percent
more per unit of output from these wind farms through the 1603 grants than they would
have under the PTC.
This research provides evidence of the productivity impacts of subsidy design that
fills a gap in the empirical public finance scholarship and sheds light on a theoretical
ambiguity in the literature. This work also illuminates energy and climate policy design.
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While a Pigouvian approach that taxes fossil fuel plants at their marginal damages delivers
the optimal incentive for them to reduce externalities, such a policy has been politically
difficult to implement. Instead, governments offer various types of subsidies to renewable
energy to promote a cleaner generation mix. Although these subsidies generate efficiency
losses due to their indirect (Parry, 1998) and blunt (Wibulpolprasert, 2013) nature, their
widespread use means that there is still value in understanding how to implement this
second-best approach cost-effectively. While the particular policy under study in this paper
has ended, its experience has important implications for the seemingly ad hoc mix of
both investment subsidies (such as federal and state investment tax credits, accelerated
depreciation, loan guarantees, and property tax waivers) and output subsidies (such as
the production tax credit, renewable portfolio standards, and net metering for distributed
power) still in operation today targeting wind, solar, geothermal, nuclear, and other lowand zero-emitting power technologies.
In contexts where output determines (or proxies for) the social benefits of a policy,
output subsidies can outperform investment subsidies. If an investment subsidy is preferred,
say on administrative simplicity or political economy grounds, then it could be modified
in such a way as to mitigate the adverse productivity effect. For example, policymakers
could structure input subsidies such that they reflect the expected output from investment
(Schmalensee, 1980), as was done by the California Solar Initiative. Based on this analysis,
doing so will considerably improve the cost-effectiveness of the subsidy and improve the
environmental efficacy of the tax-preferred investment.
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Appendix A

Appendix to Chapter 1
Additional Figures and Tables
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2014
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2016

Demand without Subsidies

Figure A.1 Estimated Demand States with and without Subsidies
Notes: This figure plots estimated demand states with and without subsidies. The higher, solid lines are the
subsidy-inclusive demand states (i.e., dˆmt ) recovered from estimating equation 1.2 and inserting the estimates
into equation 1.3. The lower, dashed lines are the counterfactual demand states had the subsidies not been in
place. Both are in terms of the natural logarithm of quantity, as they represent the demand curve intercept from
equation 1.2. The shaded area represents the portion of demand attributable to the subsidies included in this
analysis. ROW denotes the residual market (“Rest of the World”).
Data Source: Author’s calculations based on the model estimation described in Section 1.5 using data described
in Section 1.4.

113

Industry Average Technical Efficiency
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2012

2013

Data

2014
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Forward Simulations

Figure A.2 Fit of Forward Simulation: Average Technical Efficiency
Notes: This figure provides an assessment of the fit of the investment policy function by comparing the industry
average technical efficiency (i.e., the unweighted average of firms’ maximum conversion efficiencies) over time
from the data to the analogous summary statistic from the forward simulation procedure used in estimation of
the dynamic parameters.
Data Source: Author’s calculations based on the model estimation described in Section 1.5 using data described
in Section 1.4.
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Table A.1 Estimates of Exogenous State Transitions

Constant
lag(w)

w

Germany

Japan

ROW

USA

0.035
(0.017)
0.960
(0.028)

0.736
(0.396)

2.885
(1.129)

4.227
(1.545)

1.605
(0.817)

lag(Germany)

0.742
(0.138)

lag(Japan)

0.531
(0.183)

lag(ROW)

0.428
(0.210)

lag(USA)

0.722
(0.148)

Ŝx
Observations

0.0032
23

Note:

Estimated separately via OLS with input cost (w) in logs.

0.16
23

0.054
23

0.075
23

0.076
23

Notes: This table presents coefficients from estimation of the vector autoregression model for exogenous states
described by equation 1.5. The estimates are consistent with a stationary process for exogenous states, as the
point estimates of the lag coefficients are all less than one in absolute value.
Data Source: Author’s calculations based on the model estimation described in Section 1.5 using data described
in Section 1.4.
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A.2

Robustness: Demand Estimates
Table A.2 Estimated Demand Elasticities:
Subsidy Measures (Feed-in Tarrifs) in Logs rather than Levels

OLS
Germany
Japan
Rest of World
USA
Min. F-stat
Observations
Adjusted R2
Note:

2.53⇤⇤⇤
(0.51)
1.47⇤⇤⇤
(0.31)
1.43⇤⇤⇤
(0.22)
1.49⇤⇤⇤
(0.26)

Model
IV: Input Price

IV: Other Prices

2.82⇤⇤⇤
(0.61)
1.08⇤⇤⇤
(0.27)
1.36⇤⇤⇤
(0.25)
1.38⇤⇤⇤
(0.26)

2.59⇤⇤⇤
(0.53)
1.30⇤⇤⇤
(0.28)
1.44⇤⇤⇤
(0.22)
1.48⇤⇤⇤
(0.26)

22.52
96
0.80

58.23
96
0.80

96
0.81

⇤ p<0.1; ⇤⇤ p<0.05; ⇤⇤⇤ p<0.01

Models estimated within market.

Notes: This table presents estimated price elasticities of demand (i.e., â1m from equation 1.2). Each row
corresponds to a different market (m) and each column presents estimates from a different model specification.
The first column presents estimates of equation 1.2 using ordinary least squares. The second column includes
the following instruments for price: the price of polysilicon, the price of silver, and indicator variables for the
presence of trade restrictions. The final column uses the prices of solar panels in markets other than the market
of interest as instruments for the observed price in the market of interest. The coefficients are not statistically
distinguishable from the baseline estimates presented in Table 1.2. The coefficients for the U.S. market are
unchanged because the subsidies for that market are a function of the solar panel price.
Data Source: Author’s calculations based on the model estimation described in Section 1.5 using data described
in Section 1.4.
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A.3

Robustness: Marginal Cost Estimates

A.3.1

Alternative Specifications of the Production Cost Model
Table A.3 Results under Alternative Production Cost Specifications

(a) Includes Time Period x Chinese Manufacturer FEs
(1)
ln(w̃it )

5.44⇤⇤⇤
(0.16)

ln(wt )
Period x China FE
Firm FE
Observations
Adjusted R2

(2)

(3)

(4)

(5)

0.92⇤⇤⇤
(0.10)
0.66⇤⇤⇤
(0.01)

0.18⇤
(0.10)

1.80⇤⇤⇤
(0.13)
0.60⇤⇤⇤
(0.01)

0.32⇤⇤
(0.16)

X
1,352
0.47

1,352
0.89

1,352
0.91

X
1,352
0.90

(1)
ln(w̃it )

X
X
1,352
0.91

Data include 24 periods (T) for 4 markets (M).

(1)
3.19⇤⇤⇤
(0.17)

ln(wt )
Time Period FE
Firm FE
Observations
Adjusted R2
Note:

0.15
(0.10)

(4)
1.77⇤⇤⇤

(0.14)
0.60⇤⇤⇤
(0.01)

1,352
0.49

1,352
0.89

1,352
0.91

X
1,352
0.90

(5)
0.26
(0.16)

X
X
1,352
0.92

⇤ p<0.1; ⇤⇤ p<0.05; ⇤⇤⇤ p<0.01
Data include 24 periods (T) for 4 markets (M).

(1)

(2)

(3)

(4)

(5)

0.10
(0.10)

1.16⇤⇤⇤
(0.15)
0.54⇤⇤⇤
(0.01)

0.29⇤
(0.16)

ln(w̃it )

X
X
1,352
0.92

Time Period FE
Firm FE
Observations
Adjusted R2

1,352
0.91

(0.10)
0.65⇤⇤⇤
(0.01)

(3)

X

Note:

0.62⇤⇤⇤
(0.10)
0.61⇤⇤⇤
(0.01)

1,352
0.89

0.88⇤⇤⇤

(d) Mean instead of Maximum Technical Efficiency

X
1,352
0.60

(0.16)

Time Period FE
Firm FE
Observations
Adjusted R2

(c) Includes Experience Measure

ln(w̃it )

(2)

5.13⇤⇤⇤

ln(wt )

⇤ p<0.1; ⇤⇤ p<0.05; ⇤⇤⇤ p<0.01

Note:

(b) Includes Scale Measure

X
1,352
0.91

⇤ p<0.1; ⇤⇤ p<0.05; ⇤⇤⇤ p<0.01

6.34⇤⇤⇤
(0.16)

ln(wt )

Note:

Data include 24 periods (T) for 4 markets (M).

(2)

(3)

(4)

(5)

1.18⇤⇤⇤
(0.12)
0.63⇤⇤⇤
(0.01)

0.21⇤
(0.13)

1.65⇤⇤⇤
(0.14)
0.60⇤⇤⇤
(0.01)

0.35⇤⇤
(0.16)

X
1,239
0.57

1,239
0.88

1,239
0.91

X
1,239
0.90

X
X
1,239
0.91

⇤ p<0.1; ⇤⇤ p<0.05; ⇤⇤⇤ p<0.01

Data include 24 periods (T) for 4 markets (M).

Notes: These tables present coefficients from alternative specifications of the model in equation 1.4. The dependent variable is the
natural logarithm of estimated marginal cost. The first row contains the coefficients on the regressor of interest, observed technical
efficiency. The second row contains the coefficients on the common, time-varying price of polysilicon (wt ). The finding that technical
efficiency lowers production cost is robust: in model 3, the specification used to estimate the dynamic model, the coefficient on
technical efficiency in each of these alternative models is statistically indistinguishable from the baseline specification in Table 1.3.
Data Source: Author’s calculations based on the model estimation described in Section 1.5 using data described in Section 1.4.
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A.3.2

Potential Demand Impacts of Technical Efficiency

This paper studies the impact of consumer subsidies on cost-reducing innovation by focusing
on endogenous technical efficiency improvements by firms to lower their future costs. The
baseline model treats all solar panels as homogeneous conditional on their electricity output.
This model captures the mechanical effect of increased technical efficiency on output: if a
firm increases the technical efficiency of its solar panels and therefore can produce more
electricity from an individual solar panel, consumers will be willing to pay more for that
individual solar panel. However, this approach abstracts from potential demand effects of
increased technical efficiency that are not captured by electricity generation potential. This
implies that, for example, consumers are indifferent between 10 solar panels with 16.5%
efficiency and 11 solar panels with 15% efficiency, holding the physical size of the solar
panels constant.
In reality, consumers may be willing to pay more to get the same electricity generation
capacity from a smaller number of solar panels due to costs for space, mounting hardware,
electrical equipment, and labor that scale with the area of the solar system (Fu et al., 2017).
By focusing only on costs and omitting this potential demand effect, the main results
may understate the impact of technical efficiency on profits. This would, in turn, bias my
investment cost estimates downward and potentially affect the conclusions of counterfactual
analysis.
To provide a sense of the importance of this assumption, I use a normalization to
account for this demand effect based on the optimization problem of a downstream firm
that incorporates insights from the cost model in Fu et al. (2017). This captures the benefits
of higher efficiency solar panels to consumers in a reduced-form manner.1 The resulting
cost estimates are contained in Table A.4. The estimated coefficients on technical efficiency
are larger than the baseline coefficients in Table 1.3, as expected. However, the additional
1 This

is meant to provide some insight into the potential ramifications of relaxing the assumption that solar
panels are undifferentiated conditional on output. An alternative would be to estimate a differentiated products
model, directly estimating consumers’ preferences for technical efficiency (and potentially other characteristics
such as warranty and brand). Incorporating this into the full model would require modification of firms’
optimization problem.
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impact of allowing for this demand effect is smaller than the magnitude of the pure cost
effect estimated in the baseline model.
Table A.4 Relationship between Marginal Cost and Technical Efficiency:
Prices and Quantities Normalized by Efficiency

(1)
ln(w̃it )

5.80⇤⇤⇤
(0.16)

ln(wt )
Time Period FE
Firm FE
Observations
Adjusted R2
Note:

(2)

(3)

1.17⇤⇤⇤
(0.10)
0.67⇤⇤⇤
(0.01)

0.29⇤⇤⇤
(0.10)

(4)
2.20⇤⇤⇤
(0.14)
0.60⇤⇤⇤
(0.01)

X
1,352
0.48

1,352
0.88

1,352
0.92

X
1,352
0.90

(5)
0.43⇤⇤⇤
(0.17)

X
X
1,352
0.92

⇤ p<0.1; ⇤⇤ p<0.05; ⇤⇤⇤ p<0.01

Data include 24 periods (T) for 4 markets (M).

Notes: This table presents coefficients from alternative specifications of the model in equation 1.4. These are
based on a data normalization that account for the possible demand effects of increasing technical technical
efficient. The coefficients on technical efficiency are larger in magnitude than the baseline coefficients in Table 1.3,
consistent with a modest impact of technical efficiency on demand.
Data Source: Author’s calculations based on the model estimation described in Section 1.5 using data described
in Section 1.4.
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A.4

Investment Outcomes

The model in Section 1.3 assumes that firms make a discrete choice of whether to invest,
and that the improvement in technical efficiency conditional on investing, nit , is i.i.d. across
firms and time. I use data on technical efficiency to assess whether this assumption is
reasonable. To summarize, the tests that follow fail to reject this assumption, although
they have low power due to small sample size.
Comparison of Efficiency Improvements by Firm

The assumption on nit implies that all

firms draw from the same distribution. To assess this visually, I plot observed changes in
technical efficiency by firm in Figure A.3a. I formalize this comparison by applying the
Kolmogorov-Smirnov test to each pair of firms under the null hypothesis that each pair
of sets of observed changes in technical efficiency are drawn from the same distribution.
I compute p-values, pool them across all the pairwise combinations, and evaluate the
distribution of p-values at three quantiles:
10%

50%

90%

0.08

0.36

0.87

While this pooled comparison of individual tests is informal, the distribution of p-values
is not heavily skewed toward zero. I also use a Kruskal-Wallis rank sum test for a joint
(rather than pairwise) comparison under the null hypothesis that all firm-level samples
originate from the same distribution. The result is a p-value of 0.09.
Comparison of Efficiency Improvements by Time Period

I plot observed changes in

technical efficiency by date in Figure A.3b. I apply the Kolmogorov-Smirnov test to each
pair of time periods under the null hypothesis that each pair of sets of observed changes in
technical efficiency are drawn from the same distribution. I compute p-values, pool them
across all the pairwise combinations, and evaluate the distribution of p-values at three
quantiles:
10%

50%

90%

0.29

0.68

0.95

I use a Kruskal-Wallis rank sum test for a joint (rather than pairwise) comparison under
the null hypothesis that all firm-level samples originate from the same distribution. The
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result is a p-value of 0.24.
Serial Correlation

Perhaps the most important economic implication of the assumption

on nit is that it rules out serial correlation in a given firm’s outcomes over time. To assess
this, I plot the autocorrelation function by firm in Figure A.4. This visual test relies on a
small number of non-missing observations in the time series for each firm because firms
rarely invest, so it is only suggestive. Still, I informally interpret the plots as failing to
reject the null that nit is not serially correlated within a firm.
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Figure A.3 Investment Realizations
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Figure A.4 Autocorrelation of Investment Level (nit ) within a Firm
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A.5

Dynamic Parameter Estimation

The firm’s investment optimization problem is:
Vi (st ) = max

xit 2{0,1}

p̄i (st )

gxit + s# it ( xit ) + bE [ Vi (st+1 )| st , xit ] ,

where the dependence of the value function on strategies (z), private shocks (# it ), and
parameters (q) are omitted for clarity. Under the assumption that the choice-specific error
terms – # it ( xit ) – are i.i.d. Type I extreme value, the ex-ante probability of investment is:
Pr( xit = 1) =

exp(v1 )
exp(v0 ) + exp(v1 )

where
✓
◆
1
v0 =
p̄i (st ) + bE [ Vi (st+1 )| st , xit = 0]
and
s
✓
◆
1
v1 =
p̄i (st ) g + bE [ Vi (st+1 )| st , xit = 1] .
s
The log-likelihood is:
ln L(q | x ) =

Â Â (1
i

t

xit )v0 + xit v1

ln (exp(v0 ) + exp(v1 ))

Evaluating the log-likelihood requires knowledge of E [ Vi (st+1 )| st , xit ]. I recover this expectation using a combination of forward simulation and value function approximation as
described in Section 1.5.2 I rewrite Vi (st ) as Wi (st ; z ) · q and forward-simulate expected profits, investments, and private shocks for all the states observed in the data in a preliminary
b i (st ; z ) to evaluate V
bi (st ) at a given choice of q and
step to estimate Wi (st ; z ). I then use W

model the value function as a flexible parametric function of the underlying state variables,
bi (st ; q ) = f (st )0 l. For f (st ), I use a third-degree polynomial expansion of the vector
V

[ wit w̄t sd(wt ) dmt wt ], where I use the mean and standard deviation to summarize
2 In

principle this could be done entirely via forward simulation, without the use of value function approximation, by drawing from the set of possible next period states for each state observed in the data and
forward-simulating the value function (up to parameters) for each of these draws. The computational burden of
this approach grows linearly with the number of draws used to compute the multidimensional integral defined
by the expectation operator, so I use value function approximation to allow for a large number of draws.
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the distribution of technical efficiencies (wt ). This is similar to the specification used for the
first-stage reduced-form investment policy function. I estimate l via ordinary least squares.
I use this parametric approximation to recover E [ Vi (st+1 )| st , xit ] by drawing from the
distribution of states that can be reached in one period from each state observed in the
data – conditional on the firm’s investment choice, xit – and use that to evaluate the loglikelihood. Finally, I search over q, repeating these steps for each candidate parameter value,
to maximize the log-likelihood.
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Appendix B

Appendix to Chapter 2
Placebo Test

Relative Price Difference

0.2

0.1

0.0

−0.1

−0.2
2010

2012

2014

2016

Date

Figure B.1 Synthetic Control: Placebo Test
Notes: This plot displays the relative difference between the solar panel price in a country and
its counterfactual price based on a synthetic control constructed for that country. Each line
represents a separate analysis for each of these countries. The bold, black line depicts the
baseline analysis for the United States.
Data Source: IHS Markit.
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Appendix C

Appendix to Chapter 3
C.1

Data Appendix

C.1.1

Additional information on data sources and cleaning

Information on how to obtain each data source, along with code for replication, is available
on GitHub.
Additional information on the primary data sources
• Survey Form EIA-860 collects generator-specific information on an annual basis about
existing and planned generators and associated environmental equipment at electric
power plants with 1 megawatt or greater of combined nameplate capacity.
• Survey Form EIA-923 collects detailed electric power data — with both monthly and
annual frequency — on electricity generation, fuel consumption, fossil fuel stocks, and
receipts at the power plant and prime mover levels.
• The American Wind Energy Association (AWEA) collects detailed information about all
of its members and makes these data available as part of its membership subscription.
The database includes more than 60 fields. We primarily use the data to determine the
presence and size of any power purchase agreements.
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• The 3TIER dataset provides hourly estimated wind speed data from 2000 to 2014 for

every wind farm in the EIA database.1 These hourly data are collapsed to the monthly
level and combined with monthly electricity generation data from the EIA.

• The Department of the Treasury reports data on Section 1603 grant claims. We matched
Treasury Section 1603 grant projects with EIA data based on business name, plant
name, county and state identifiers, and placement in service date. For 152 Section
1603 grants, we could not identify a match in the EIA data. One of these is a Puerto
Rico project, which is excluded due to geography from the EIA databases. The other
151 projects received very small grants, indicating that these projects were too small to
be covered the EIA-860 and EIA-923 surveys. In aggregate, they represent one-half of
1 percent of 1603 grant outlays for large wind projects.
A grant could be submitted for a single wind turbine, a set of turbines, or an entire
wind farm. This created two data issues. First, a wind farm could receive multiple
Section 1603 grants. In these cases, we aggregated 1603 grants to the wind farm level
(the level of observation in the EIA databases). For example, the large Alta wind farm
in California came online in phases starting in late 2010, and its developers submitted
more than 20 1603 grants. Second, a wind farm could be built with N turbines that
come online before 2009, for which it claims the PTC. It may then expand with M
turbines in 2009 and claim a 1603 grant for these new turbines. The EIA-observed
output for that wind farm after 2009 would reflect the aggregate production of the
N+M turbines. Since we cannot distinguish the output between the N PTC–claiming
turbines and the M 1603 grant-claiming turbines at such a wind farm, we drop the
wind farm from our sample. We identified such cases as wind farms that claimed a
1603 grant over 2009-2012 but had either substantial pre-2009 generation or a significant
change in installed capacity post-2012. Using these decision rules, we dropped 13
1 These data were provided by Joern Huenteler, Gabe Chan, Tian Tang, and Laura Diaz Anadon, collected as
part of their (unpublished) research on “Why Hasn’t China’s Wind Power Generation Lived Up to Its Potential?”
A handful of EIA plant locations were either entered erroneously or downloaded improperly and are excluded
from the sample.
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wind farms that represent less than 4 percent of total 1603 grant outlays for large wind
farms.
Additional sample restrictions There are 941 wind farms in the continental US in the
EIA data. We restrict attention to plants that are private and operate as either independent
power producers or part of an investor-owned utility based on subsidy eligibility, which
reduces the sample to 817 wind farms. We also restrict the sample to plants entering before
the end of the 1603 grant period (end of 2012). There are two ways of determining when
a plant was placed into service using the EIA data: we could use either the date a plant
submitted to the EIA as its first date of commercial operation or the month that a plant’s
production first appears in the production data. Conversations with EIA staff confirm
that the former should be used for determining 1603 grant eligibility. However, to avoid
concerns about potential misclassification, we exclude plants whose two entry dates suggest
conflicting 1603 eligibility status. Finally, we exclude plants that we were unable to locate
in the AWEA database or for which we did not have site-specific wind and turbine power
curve information. This final sample of 538 plants represents our population.

C.1.2

Potential Capacity Factor Construction

As described in Section 3.2.1, wind farm production is a nonlinear function of wind speed.
This nonlinear function is turbine-specific, as some turbines are engineered to perform
particularly well at low wind speeds, while others are optimized for high wind speeds.
Wind turbine manufacturers provide power curves for each turbine that summarize how
much electricity it should generate at a given wind speed. Figure C.1 presents example
power curves for two of the most common wind turbines in the US. The Vestas turbine has
a higher maximum capacity, but the GE turbine is rated to produce power at higher wind
speeds. Other turbines are designed to generate more electricity at lower wind speeds at
the expense of generating less electricity at higher speeds.
Rather than try to approximate this function with turbine-specific higher-order polyno-
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Figure C.1 Reported Power Curves for Two Common Turbines

mials of wind speed, we compute an “engineering” estimate of expected output for each
turbine in each month. We begin with estimates of the wind speed every hour at every
wind farm in our sample that come from 3TIER. We combine this with a site-specific power
function based on the wind turbine used at each wind farm to predict hourly electricity
generation. We use the ideal gas law to adjust for variation in air density, which affects the
kinetic energy available to each turbine, using time- and site-specific data on temperature
and pressure from 3TIER. Aggregating hourly predicted output over the month and dividing
by the turbine’s rated output provides us with a measure of “potential capacity factor,”
which we include as a control in our primary specifications.
Table C.1 demonstrates that this one-dimensional, time-varying control explains significantly more of the observed variation in capacity factor than time-invariant, site-specific
wind quality information. It also fits slightly better than a third-order polynomial in wind
speed.
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Table C.1 Explanatory Power of Alternative Measures of Potential Generation

Design Wind Speed

(1)

(2)

(3)

(4)

(5)

0.297⇤⇤⇤

-0.0585
(0.107)

-0.00345
(0.0929)

-0.0570
(0.107)

0.00596
(0.0930)

(0.104)

Wind Speed (m/s)
Wind Speed Squared
Wind Speed Cubed

-0.926
(3.289)

-1.480
(3.393)

1.027⇤⇤⇤
(0.397)

1.077⇤⇤⇤
(0.400)

-0.0476⇤⇤⇤
(0.0144)

-0.0482⇤⇤⇤
(0.0143)
0.575⇤⇤⇤
(0.0236)

Potential Capacity Factor
Var(Wind Speed)
Adjusted R-sq.
N

C.1.3

0.269
11680

0.465
11680

0.521
11680

0.603⇤⇤⇤
(0.0274)
-0.0750
(0.140)

-0.230⇤⇤
(0.0930)

0.465
11680

0.523
11680

Profitability Calculation Details

Calculating discounted profits under both subsidy regimes for 1603 grant recipients requires
assumptions about lifetime production, prices, operating costs, and discount rates. This
section discusses each of these assumptions in turn.
Predicting lifetime capacity factor

Wind farms are assumed to remain in service for 25

years. In order to predict output in future periods, we model realized capacity factor as a
function of plant and month-year dummies, potential capacity factor, and age:
qit = a( ageit ) + bPtnlCFit +ai + µt + eit
The model is estimated using the full sample of plants that enter between 2002 and 2012.
Table C.2 presents the results using both capacity factor and log(generation) as dependent
variables.2
We use this model to predict q1603
for all future periods. We then scale this output up by
it
our preferred RD estimate during the first 10 years of generation to obtain qtPTC .
2 Using

higher-order polynomials led to implausible predictions.
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Table C.2 Generation Decline

Age (years)

(1)

(2)

-0.84⇤⇤⇤
(0.16)

-0.079⇤⇤⇤
(0.0073)

36112

36077

Observations

Notes: Data include a balanced panel of monthly observations from 2010 to 2014 for all wind farms. All models
contain year-month dummies. Standard errors clustered by wind farm reported in parentheses.

Converting generation into revenue

In 2011, Form EIA-923 began collecting annual resale

revenue and quantity for each plant.3 We use these data to estimate the price received by
each plant.4 Figure C.2 shows that where PPA information is available from AWEA, the rate
closely matches the EIA implied price (90 percent of observations in AWEA are within 10
percent of the EIA average resale price). We assume real prices remain at their current levels
in future periods and use 2011 prices for 2009-2011.
Renewable Energy Certificates data

As of 2017, 29 states and Washington, DC had en-

acted renewable portfolio standards (RPS). Wind farms generated credits for each unit of
production, which they then sell to covered nonrenewable generators. Unfortunately, these
payments are not observed in the EIA data.
We construct estimates of the RPS payments available to wind farms in a given state
month using bid-ask data on Renewable Energy Certificates (RECs) trades from all active
state RECs markets dating to 2007 from Marex Spectron in May 2015. To account for the
fact that some states allow covered nonrenewable entities to obtain credits from qualifying
renewable facilities outside the state, we combine these state-level prices with annual
estimates of cross-state REC compliance flows from Lawrence Berkeley National Lab.5 This
3 The

EIA refers to these data as “resale” prices, since the purchasing utility plans to resell the power to
end-use consumers. Resale price information is missing for 10 of the 202 1603 facilities in the sample. This is
likely because those wind farms dispose of their output directly through a nonstandard relationship. These
plants are excluded from the policy evaluation analysis.
4 Some

plants report retail sales. For these sales, we use average annual resale price information at the state
level from Survey Form EIA-861M.
5 More

information

on

this

project

tracking
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cross-state

RECs

is

available

at

Figure C.2 Average Resale Price (EIA) vs. PPA Rate (AWEA)

expected REC payment is added to the average resale price to get marginal revenue each
period.

https://emp.lbl.gov/projects/renewables-portfolio.
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C.2

Additional Tables and Figures

C.2.1

Linear RD Results
Table C.3 IV Results Sensitivity: Linear RD
(1)

(2)

(3)

(4)

(5)

(6)

-3.613⇤⇤⇤

-2.540⇤⇤

-2.958⇤⇤⇤

-6.136⇤⇤⇤

-5.027⇤⇤
(2.206)

-1.361
(2.253)

Regulated

-1.015
(1.561)

-5.809⇤⇤⇤
(1.698)

-2.242
(1.782)

-6.275⇤⇤⇤
(1.648)

PPA

-1.013
(0.961)

-2.899⇤⇤⇤
(0.836)

-0.875
(0.969)

-2.936⇤⇤⇤
(0.854)

IPP

-0.882
(1.274)

-2.566⇤⇤
(1.215)

-1.513
(1.313)

-3.142⇤⇤
(1.279)

Potential Capacity Factor

0.500⇤⇤⇤
(0.0351)

0.567⇤⇤⇤
(0.0364)

0.499⇤⇤⇤
(0.0364)

0.573⇤⇤⇤
(0.0338)

Var(Wind Speed)

-0.0695
(0.149)

-0.524⇤⇤⇤
(0.105)

-0.137
(0.154)

-0.527⇤⇤⇤
(0.106)

log(Capacity)

-1.024⇤⇤
(0.433)

0.409
(0.456)

-1.074⇤⇤
(0.434)

0.428
(0.462)

32.54⇤⇤⇤
(0.824)

19.55⇤⇤⇤
(1.982)

20.75⇤⇤⇤
(1.920)

32.38⇤⇤⇤
(1.140)

22.33⇤⇤⇤
(2.707)

22.10⇤⇤⇤
(2.182)

2SLS
N
N
N
0.338
9292
.

2SLS
Y
N
N
0.519
9292
199

2SLS
Y
Y
N
0.625
9292
119

2SLS
N
N
Y
0.353
9292
.

2SLS
Y
N
Y
0.523
9292
34

2SLS
Y
Y
Y
0.627
9292
21

1603 Grant

Constant
Regression Type
Controls
State FE
Trend
R-sq.
N
F-stat

(1.235)

(1.164)

(1.132)

(2.308)

Notes: Data include a balanced panel of monthly observations from 2010 to 2014 for all wind farms. For models
4-6, distance to the policy cutoff and that distance interacted with a postpolicy indicator are included as controls.
All models contain year-month dummies. Standard errors clustered by wind farm reported in parentheses.
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C.2.2

Marginal Operating Emissions Rates from Callaway et al. (2017)

Figure C.3 Marginal emissions and negative price frequency by hour of day and season

Notes: Estimates of marginal operating emissions rates (MOER) by hour of day and season
were extracted from the appendix of Callaway et al. (2017). Figures in the second row plot
the mean share of negative price hours by ISO for the same hours and seasons.
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