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Abstract

Mechanisms of social interactions describe the way through which local in-

teractions between individuals give rise to complex collective phenomena. By

combining the perspectives of statistics, game theory and optimization, this thesis

investigates the question of learning, leveraging and engineering mechanisms of

social interactions:

• when the mechanism is modeled by a random diffusion in a network of

individuals, I provide new algorithms to (1) learn an unknown network from

few observations of past diffusions, and (2) approximately optimally select a

set of individuals that maximizes the spread of the diffusion. Next, I provide

evidence that gun violence spreads like a contagion in a network of criminals

in Chicago, and that random diffusion models are helpful in predicting and

understanding the occurrence of gun violence.

• when the individuals are modeled as strategic agents, I construct an auc-

tion mechanism for the problem of experimental design, that selects an

approximately maximally informative set of individuals respecting a given

budget constraint while truthfully eliciting their cost for taking part in the

experiment.
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• looking more broadly at the optimization problems encountered when working

with mechanisms of social interactions, I investigate the impact of errors

when evaluating the objective functions on the quality of optimization. For

maximizing submodular functions—a discrete analogue of concave functions—

I show that no efficient algorithm exists when the noise exceeds a certain

threshold. For minimizing a convex function in the presence of random

noise, I provide an algorithm with improved numerical stability compared to

previously known methods.
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Introduction

The objects of study of this thesis are the mechanisms through which collective

phenomena emerge from relationships and interactions between individuals. A

fascinating property of such mechanisms is the change of scale that operates

through them: social interactions are usually local—with respect to space, time or

the number of individuals involved—yet give rise to global behaviors and while

each interaction considered in isolation might be unremarkable, the resulting global

behaviors can have considerable societal consequences. This local-to-global change

of scale is illustrated by examples as striking and diverse as political uprisings,

social movements, fashion trends or the propagation of viral content in social media.

As the connectedness of the world increases, so does the impact of these mechanisms

and our need to understand them. This motivates the central interrogation guiding

the line of inquiry in this thesis: how and to what extent can we learn, leverage

and engineer mechanisms of social interaction? By combining perspectives from

the fields of statistical inference, optimization and game theory, I formulate and

answer a series of problems along this line. The contributions of this thesis are

organized into four parts that I now describe in turn.

Contagion in social networks. In Part I, the focus is on a special class of social

mechanisms commonly referred to as contagion mechanisms. These mechanisms

are probabilistic models comprising: (1) a graph whose vertices are individuals
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and whose edges indicate the possibility of a contagion between two connected

individuals, and (2) a specification of a possibly random diffusion rule describing

how the contagions propagates along edges of the graph over time.

The question of leveraging mechanisms of social interactions for an algorithmic

purpose was first introduced in the context of contagion mechanisms by Domingos

and Richardson [DR01]. Motivated by applications to viral marketing in social

networks, the authors formulated a problem now known as influence maximization :

given the description of a contagion mechanism, how to optimally select a seed of

initially “infected” individuals so that the resulting contagions spreads to as many

individuals as possible? In other words, the goal is to trigger as large a contagion

as possible to maximize the diffusion of a piece of information, the adoption of a

product, etc. This problem gained a lot of attention after it was shown in Kempe

et al. [KKT03] that for a large class of contagion mechanisms, the problem of

influence maximization exhibits a structural property known as submodularity—a

discrete analogue of concavity—leading to efficient and approximately optimal

algorithms.

In Chapter 1, I consider a generalization of the influence maximization problem

known as adaptive seeding [SS13]. In this generalization, the choice of an optimal

seed occurs in two stages: in the first stage, the experimenter is restricted to

choose a “pre-seed” among a subset of individuals. Neighbors of the pre-seed

individuals then become randomly and independently activated with a probability

that is part of the problem’s specification. In the second stage, the experimenter

chooses an optimal seed among the newly activated individuals as in the standard

influence maximization problem. The adaptive nature of this problem breaks the

submodularity structure present in the standard influence maximization problem

and makes it challenging to solve. Despite this difficulty, I develop two efficient

2



approximation algorithms and evaluate them empirically on Facebook data.

The procedures developed in Chapter 1 take as input a description of a contagion

mechanism and thus crucially rely on the assumption that this mechanism is known.

In Chapter 2, I consider the case where this assumption does not hold and study the

problem of learning mechanisms of social interactions in the context of contagion

mechanisms. Specifically, the problem is one of network inference : given the

temporal “trace” of past contagions, that is, the times at which individuals become

infected, the goal is to learn the set of edges and corresponding edge weights of an

unknown network connecting the individuals. This problem is formulated for a

large class of contagion mechanisms that are introduced in this work, the class of

generalized linear cascade models. These models are discrete-time and Markovian:

at each time step the distribution of the set of newly infected individuals is

expressed as a generalized linear model applied to the set of infected individuals

at the previous time step. With this, the problem can be formulated as a linear

sparse recovery problem. Tools from the compressed sensing literature are used to

prove that maximum likelihood estimation with `1 regularization is able to recover

the adjacency matrix of the unknown graph from a nearly optimal number of

observations.

Contagion in context. In Part II, I move away from online social networks

and turn to mechanisms of contagion taking place in regard to gun violence in

criminal networks.

In Chapter 3, motivated by the question of prevention of gun violence in the

United States, I consider a network of relationships between criminals in Chicago.

Specifically, using a dataset of arrest records released by the Chicago Police

Department, I consider a network whose vertices are the individuals appearing

in the records, and with edges between two criminals who appear together in
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an arrest record. Hence, edges express the relationship of co-offending that is

interpreted here as a sign of association between criminals. While prior work had

established that criminals are more likely to become victims of gun violence if their

social neighborhood contains past victims of gun violence [PWR15], the goal in

this chapter is to understand the extent to which gun violence can be explained by

a causal contagion mechanism propagating in the co-offending network. A major

difficulty is to distinguish contagion from homophily—the propensity of similar

individuals to form ties. Using a re-randomization test, I first rule out homophily

as an explanation for the temporal correlation observed between the victimization

dates of connected criminals, thus favoring a contagion hypothesis. Then, in order

to gain more insight into the contagion of gun violence, I model contagion as a

non-homogeneous Poisson process known as a Hawkes process1. After fitting this

model to the dataset, it is possible to reconstruct the pathways of the contagion,

and quantify its role in the occurrence of gun violence.

Experimental design with strategic agents. The applications considered in

Parts I and II exemplify the value of looking at social interactions through the

lens of contagion mechanisms. In Part III I study social interactions through

the equally fruitful lens of game theory, which provides an elegant way to reason

about the behaviors resulting from strategic agents interacting in a given situation.

In this context, the question of engineering mechanisms of social interactions

takes the form of mechanism design, a subfield of game theory often described as

inverse game theory. Broadly speaking, in mechanism design, what is given is the

1Hawkes processes as well as the contagion mechanisms considered in Part I have been used
to model a wide range of phenomena beyond social interactions, including earthquakes, price
dynamics of financial assets, gene expression, infectious diseases, etc. As a consequence, even
though we are primarily concerned with social mechanisms, the results extend to these phenomena
as well.
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description of an outcome with desirable properties—fairness, revenue maximizing,

etc.—and the goal is to design the rules of a game whose outcome will possess this

properties when played by strategic agents.

In Chapter 4, I consider the problem of optimal experimental design: choosing

a set of experiments that are maximally informative (for the purpose of statistical

inference) under a budget constraint. This chapter departs from the traditional

setting by considering the case where the experiments’ subjects are strategic agents

and where the experiments’ costs are unknown to the experimenter and need to

be elicited from the subjects. To solve this problem, I design a specific type of

reverse auction mechanism known as a budget feasible mechanism [Sin10] that

can truthfully elicit the experiments’ costs from the agents while simultaneously

selecting an approximately optimal set of experiments.

Approximate optimization. The starting point of Part IV is the observation

that all the problems studied so far involve solving an optimization problem:

either because the problem is directly expressed as one, as is the case for influence

maximization or adaptive seeding discussed in Chapter 1, or because it reduces

to one: the learning procedures in Chapters 2 and 3 reduce to a maximum

likelihood estimation procedure and the auction mechanism in Chapter 4 solves a

convex optimization problem as a subroutine. Moreover, the objective function

in these optimization problems cannot be computed exactly but is only known

approximately in most applications. This could be, for example, because the

objective function—or its parameters—is learned from previous observations as

was discussed in Chapter 2. Another common reason is that exactly computing

the objective function is too costly in terms of computational resources, making it

necessary to use approximations of the objective function as a proxy.

The fact that the objective function is only known up to some error violates a
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common assumption in optimization and it is thus important to understand the

extent to which errors affect existing optimization procedures or more generally

our ability to design optimization procedures altogether. Although motivated

by the optimization problems encountered when working with mechanisms of

social interactions, Chapters 5 and 6 explore this question in the broader context

of submodular optimization and convex optimization respectively and are thus

broadly applicable.

In Chapter 5, I make a worst-case assumption on the error affecting a submod-

ular objective function, leading to the problem of maximizing an approximately

submodular function: a function within an additive ε error to a submodular func-

tion, for some noise level ε > 0. Recall that submodularity is a discrete analogue of

concavity and that for a large class of contagion models, the problem of influence

maximization discussed in Chapter 1 is submodular. While submodularity is

well-known to lead to efficient approximation algorithms, the results in Chapter 5

show that this is no longer true in the presence of errors in the objective function:

specifically, there is a noise threshold ε∗ such that when ε > ε∗ no polynomial

time algorithm can efficiently maximize an ε-approximately submodular function.

However, I also show how to bypass this impossibility result for specific subclasses

of submodular functions.

In Chapter 6, I consider the case of convex functions under the assumption that

the error is a zero-mean random variable. Specifically, this chapter considers the

problem of minimizing a convex function assuming access to a first order stochastic

oracle: a random variable whose expectation is equal to the gradient of the objective

function. This problem is central to the field of stochastic optimization and

the celebrated stochastic gradient algorithm (SGD) is the prototypical technique

to solve it. However, SGD is known to be critically sensitive to the choice of

6



hyperparameters and if they are set incorrectly with respect to the objective

function, then SGD can amplify the initial error, leading to poor convergence

speed in practice. In Chapter 6, I introduce and analyze a variant of SGD with

so-called implicit updates—in which each iteration is defined via a fixed point

equation—that does not suffer from this numerical instability.
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Part I

Contagion in social networks
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Chapter 1

Adaptive seeding of social networks

In this chapter, we investigate the question of leveraging mechanisms of social

interactions in the context of contagion mechanisms that are commonly used to

model the spread of information in social networks. A natural question associated

with such mechanisms is the one of influence maximization : the algorithmic

challenge of selecting a fixed number of individuals in a manner that will spawn a

large “contagion” in a given network. In many applications, one is restricted to

select influencers from a set of users who engaged with the topic being promoted,

and due to the structure of social networks, these users often rank low in terms of

their influence potential. An alternative approach one can consider is an adaptive

method that selects users in a manner which targets their influential neighbors.

The advantage of such an approach is that it leverages the friendship paradox in

social networks: while users are often not influential, they often know someone who

is. Despite the various complexities in such optimization problems, we show that

scalable adaptive influence maximization is achievable. In particular, we develop

algorithms for linear influence models with provable approximation guarantees

that can be gracefully parallelized. To show the effectiveness of our methods we
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collected data from various verticals social network users follow and applied our

methods on this data. Our experiments show that adaptive seeding is scalable,

and importantly, that it obtains dramatic improvements over standard approaches

of information dissemination

1.1 Introduction

The massive adoption of social networking services in recent years creates a unique

platform for promoting ideas and spreading information. Communication through

online social networks leaves traces of behavioral data which allow observing,

predicting and even engineering processes of information diffusion. First posed

by Domingos and Richardson [DR01, RD02] and elegantly formulated and further

developed by Kempe, Kleinberg, and Tardos [KKT03], influence maximization

is the algorithmic challenge of selecting a fixed number of individuals who can

serve as early adopters of a new idea, product, or technology in a manner that will

trigger a large cascade in the social network.

In many cases where influence maximization methods are applied one cannot

select any user in the network but is limited to some subset of users. As an example,

consider an online retailer who wishes to promote a product through word-of-mouth

by rewarding influential customers who purchased the product. The retailer is then

limited to select influential users from the set of users who purchased the product.

In general, we will call the core set the set of users an influence maximization

campaign can access. When the goal is to select influential users from the core

set, the laws that govern social networks can lead to poor outcomes. Due to the

heavy-tailed degree distribution of social networks, high degree nodes are rare, and

since influence maximization techniques often depend on the ability to select high
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Figure 1.1: CDF of the degree distribution of users who liked a post by Kiva on Facebook
and that of their friends.

degree nodes, a naive application of influence maximization techniques to the core

set can become ineffective.

An adaptive approach. An alternative approach to spending the entire budget

on the core set is an adaptive two-stage approach. In the first stage, one can

spend a fraction of the budget on the core users so that they invite their friends

to participate in the campaign, then in the second stage spend the rest of the

budget on the influential friends who hopefully have arrived. The idea behind

this approach is to leverage a structural phenomenon in social networks known

as the friendship paradox [Fel91]. Intuitively, the friendship paradox says that

individuals are not likely to have many friends, but they likely have a friend that

does (“your friends have more friends than you”). In Figure 1.1 we give an example

of such an effect by plotting a CDF of the degree distribution of a core set of users

who responded to a post on Facebook and the degree distribution of their friends.

Remarkably, there are also formal guarantees of such effects. Recent work shows
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that for any network that has a power law degree distribution and a small fraction

of random edges, there is an asymptotic gap between the average degree of small

samples of nodes and that of their neighbors, with constant probability [LS15].

The implication is that when considering the core users (e.g. those who visit the

online store) as random samples from a social network, any algorithm which can

use their neighbors as influencers will have dramatic improvement over the direct

application of influence maximization.

Warmup. Suppose we are given a network, a random set of core users X and

a budget k, and the goal is to select a subset of nodes in X of size t ≤ k which

has the most influential set of neighbors of size k − t. For simplicity, assume for

now that the influence of a set is simply its average degree. If we take the k/2

highest degree neighbors of X, then surely there is a set S of size at most k/2 in

X connected to this set, and selecting S would be a two-approximation to this

problem. In comparison, the standard approach of influence maximization is to

select the k highest degree nodes in X. Thus, standard influence maximization

would have k of the most influential nodes in X while the approximation algorithm

we propose has k/2 of the most influential nodes from its set of neighbors. How

much better or worse is it to use this approach over the standard one? If the

network has a power-law degree distribution with a small fraction of random edges,

and influence is measured in terms of sum of degrees of a set, then the results

of [LS15] discussed above imply that the two-stage approach which allows seeding

neighbors can do asymptotically (in the size of the network) better. Thus, at least

intuitively, it looks as if two-stage approaches may be worth investigating.

In this chapter, our goal is to study the potential benefits of adaptive approaches
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for influence maximization. We are largely motivated by the following question.

Can adaptive optimization lead to significant improvements in influence

maximization?

To study this question we use the adaptive seeding model recently formalized

in [SS13]. The main distinctions from the caricature model in the warmup problem

above is that in adaptive seeding the core set X can be arbitrary (it does not

have to be random), and every neighbor of X is assumed to arrive with some

independent probability. These probabilities are used to model the uncertainty we

have in that the neighbors would be interested in promoting the product, as they

are not in the core set. The goal in adaptive seeding is to select a subset of nodes

in X such that, in expectation over all possible arrivals of its neighbors, one can

select a maximally influential set of neighbors with the remaining budget.1 It is

worth noting that using X to be the entire set of nodes in the network we get the

Kempe-Kleinberg-Tardos model [KKT03], and thus adaptive seeding can be seen

as a generalization of this model.

Scalability. One of the challenges in adaptive seeding is scalability. This is

largely due to the stochastic nature of the problem derived from uncertainty about

arrival of neighbors. The main result in [SS13] is a constant factor approximation

algorithm for well-studied influence models such as independent cascade and linear

threshold which is, at large, a theoretical triumph. These algorithms rely on

various forms of sampling, which lead to a significant blowup in the input size.

1The model can be extended to the case where nodes take on different costs, and results
we present here largely generalize to such settings as well. Although it seems quite plausible
that the probability of attracting neighbors could depend on the rewards they receive, the
model deliberately assumes unit costs, consistent with the celebrated Kempe-Kleinberg-Tardos
model [KKT03]. Of course, if the likelihood of becoming an early adopter is inversely proportional
to one’s influence, then any influence maximization model loses substance.
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While such techniques provide strong theoretical guarantees, for social network

data sets which are often either large or massive, such approaches are inapplicable.

The main technical challenge we address in this work is how to design scalable

adaptive optimization techniques for influence maximization which do not require

sampling.

Beyond random users. The motivation for the adaptive approach hinges on the

friendship paradox, but what if the core set is not a random sample? The results

in [LS15] hold when the core set of users is random but since users who follow

a particular topic are not a random sample of the network, we must somehow

evaluate adaptive seeding on representative data sets. The experimental challenge

is to estimate the prominence of high degree neighbors in settings that are typical

of viral marketing campaigns. Figure 1.1 is a foreshadowing of the experimental

methods we used to show that an effect similar to the friendship paradox exists in

such cases as well.

Main results. Our main results in this chapter show that adaptive seeding is

a scalable approach which can dramatically improve upon standard approaches

of influence maximization. We present a general method that enables designing

adaptive seeding algorithms in a manner that avoids sampling, and thus makes

adaptive seeding scalable to large size graphs. We use this approach as a basis for

designing two algorithms, both achieving an approximation ratio of (1−1/e) for the

adaptive problem. The first algorithm is implemented through a linear program,

which proves to be extremely efficient over instances where there is a large budget.

The second approach is a combinatorial algorithm with the same approximation

guarantee which can be easily parallelized, has good theoretical guarantees on its
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running time and does well on instances with smaller budgets. The guarantees

of our algorithms hold for linear models of influence, i.e. models for which the

influence of a set can be expressed as the sum of the influence of its members.

While this class does not include models such as the independent cascade and the

linear threshold model, it includes the well-studied voter model [HL75, EDS07] and

measures such as node degree, click-through-rate or retweet measures of users which

serve as natural proxies of influence in many settings [ZHGS10]. In comparison

to submodular influence functions, the relative simplicity of linear models allows

making substantial progress on this challenging problem.

We then use these algorithms to conduct a series of experiments to show the

potential of adaptive approaches for influence maximization both on synthetic and

real social networks. The main component of the experiments involved collecting

publicly available data from Facebook on users who expressed interest (“liked”)

a certain post from a topic they follow and data on their friends. The premise

here is that such users mimic potential participants in a viral marketing campaign.

The results on these data sets suggest that adaptive seeding can have dramatic

improvements over standard influence maximization methods.

Chapter organization. We conclude this section by a discussion of related work.

We formally describe the model and the assumptions we make in the following

section. In Section 1.3 we describe the reduction of the adaptive seeding problem to

a non-adaptive relaxation. In Section 1.4 we describe our non-adaptive algorithms

for adaptive seeding. In Section 1.5 we describe our experiments, and conclude

with a brief discussion on related work.
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Related work

Influence maximization was introduced by Domingos and Richardson [DR01,

RD02], formulated by Kempe, Kleinberg and Tardos [KKT03, KKT05], and has

been extensively studied since [MR07, Che08, LKG+07, MR07, Che08, MBC+11,

BBCL14]. The main result in [KKT03, KKT05] is a characterization of influence

processes as submodular functions, which implies good approximation guarantees

for the influence maximization problem. In [EDS07], the authors look at the special

case of the voter model and design efficient algorithms in this setting.

Our two-stage model for influence maximization is related to the field of

stochastic optimization where problems are commonly solved using the sample

average approximation method [KSHdM02]. Golovin and Krause [GK11] study a

stochastic sequential submodular maximization problem where at each step an

element is chosen, its realization is revealed and the next decision is made. We

note that contrary to adaptive seeding, the decision made at a given stage does

not affect the following stages as the entire set of nodes is available as potential

seeds at every stage.

1.2 Model

Given a graph G = (V,E), for a node v ∈ V we denote by N (v) the neighborhood

of v. By extension, for any subset of nodes S ⊆ V , N (S) ≡ ⋃v∈SN (v) will denote

the neighborhood of S. The notion of influence in the graph is captured by a

function f : 2|V | → R+ mapping a subset of nodes to a non-negative influence value.

The adaptive seeding model. The input of the adaptive seeding problem is

a core set of nodes X ⊆ V and for any node u ∈ N (X) a probability pu that
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u realizes if one of its neighbor in X is seeded. We will write m = |X| and

n = |N (X)| the parameters controlling the input size. The seeding process is the

following:

1. Seeding: the seeder selects a subset of nodes S ⊆ X in the core set.

2. Realization of the neighbors: every node u ∈ N (S) realizes independently

with probability pu. We denote by R ⊆ N (S) the subset of nodes that is

realized during this stage.

3. Influence maximization: the seeder selects the set of nodes T ⊆ R that

maximizes the influence function f .

There is a budget constraint k on the total number of nodes that can be

selected: S and T must satisfy |S|+ |T | ≤ k. The seeder chooses the set S before

observing the realization R and thus wishes to select optimally in expectation over

all such possible realizations. Formally, the objective can be stated as:

max
S⊆X

∑
R⊆N (S)

pR max
T⊆R

|T |≤k−|S|

f(T )

s.t. |S| ≤ k

(1.1)

where pR is the probability that the set R realizes, pR ≡
∏

u∈R pu
∏

u∈N (S)\R(1−pu).

It is important to note that the process through which nodes arrive in the

second stage is not an influence process. The nodes in the second stage arrive

if they are willing to spread information in exchange for a unit of the budget.

Only when they have arrived does the influence process occur. This process is

encoded in the influence function and occurs after the influence maximization

stage without incentivizing nodes along the propagation path. In general, the idea

of a two-stage (or in general, multi-stage) approach is to use the nodes who arrive

in the first stage to recruit influential users who can be incentivized to spread
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information. In standard influence maximization, the nodes who are not in the

core set do not receive incentives to propagate information, and cascades tend to

die off quickly [YC10, BHMW11, GWG12, CAD+14].

Influence functions. In this chapter we focus on linear (or additive) influence

models: in these models the value of a subset of nodes can be expressed as a

weighted sum of their individual influence. One important example of such models

is the voter model [RD02] used to represent the spread of opinions in a social

network: at each time step, a node adopts an opinion with a probability equal to the

fraction of its neighbors sharing this opinion at the previous time step. Formally,

this can be written as a discrete-time Markov chain over opinion configurations of

the network. In this model influence maximization amounts to “converting” the

optimal subset of nodes to a given opinion at the initial time so as to maximize

the number of converts after a given period of time. Remarkably, a simple analysis

shows that under this model, the influence function f is additive:

∀S ⊆ V, f(S) =
∑
u∈S

wu (1.2)

where wu, u ∈ V are weights which can be easily computed from the powers of the

transition matrix of the Markov chain. This observation led to the development of

fast algorithms for influence maximization under the voter model [EDS07].

NP-Hardness. In contrast to standard influence maximization, adaptive seeding

is already NP-Hard even for the simplest influence functions such as f(S) = |S|

and when all probabilities are one. In this case, the decision problem is whether

given a budget k and target value ` there exists a subset of X of size k − t which

yields a solution with expected value of ` using t nodes in N (X). This is equivalent
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to deciding whether there are k− t nodes in X that have t neighbors in N (X). To

see this is NP-hard, consider reducing from Set-Cover where there is one node i

for each input set Ti, 1 ≤ i ≤ n, with N (i) = Ti and integers k, `, and the output

is “yes” if there is a family of k sets in the input which cover at least ` elements,

and “no” otherwise.

1.3 Non-adaptive optimization

The challenging aspect of the adaptive seeding problem expressed in Equation 1.1

is its adaptivity: a seed set must be selected during the first stage such that

in expectation a high influence value can be reached when adaptively selecting

nodes on the second stage. A standard approach in stochastic optimization for

overcoming this challenge is to use sampling to estimate the expectation of the

influence value reachable on the second stage. However, as will be discussed in

Section 1.5, this approach quickly becomes infeasible even with modest size graphs.

In this section we develop an approach which avoids sampling and allows de-

signing adaptive seeding algorithms that can be applied to large graphs. We show

that for additive influence functions one can optimize a relaxation of the problem

which we refer to as the non-adaptive version of the problem. After defining the

non-adaptive version, we show in sections 1.3.1 that the optimal solution for the

non-adaptive version is an upper bound on the optimal solution of the adaptive

seeding problem. We then argue in Section 1.3.2 that any solution to the non-

adaptive version of the problem can be converted to an adaptive solution, losing an

arbitrarily small factor in the approximation ratio. Together, this implies that one

can design algorithms for the non-adaptive problem instead, as we do in Section 1.4.
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Non-adaptive policies. We say that a policy is non-adaptive if it selects a

set of nodes S ⊆ X to be seeded in the first stage and a vector of probabilities

q ∈ [0, 1]n, such that each neighbor u of S which realizes is included in the solution

independently with probability qu. The constraint will now be that the budget

is only respected in expectation, i.e. |S|+ pTq ≤ k. Formally the optimization

problem for non-adaptive policies can be written as:

max
S⊆X

q∈[0,1]n

∑
R⊆N (X)

(∏
u∈R

puqu
∏

u∈N (X)\R

(1− puqu)
)
f(R)

s.t. |S|+ pTq ≤ k, qu ≤ 1{u ∈ N (S)}
(1.3)

where we denote by 1{E} the indicator variable of the event E. Note that because

of the condition qu ≤ 1{u ∈ N (S)}, the summand associated with R in (1.3)

vanishes whenever R contains u ∈ N (X) \ N (S). Hence, the summation is

restricted to R ⊆ N (S) as in (1.1).

1.3.1 Adaptivity gap

We will now justify the use of non-adaptive strategies by showing that the optimal

solution for this form of non-adaptive strategies yields a higher value than adaptive

ones. For brevity, given a probability vector π ∈ [0, 1]m we write:

F (π) ≡
∑

R⊆N (X)

∏
u∈R

πu
∏

u∈N (X)\R

(1− πu)

 f(R) (1.4)

as well as p⊗ q to denote the component-wise multiplication between vectors p

and q. Finally, we write FA ≡ {S ⊆ X : |S| ≤ k}, and FNA ≡ {(S,q), |S|+pTq ≤

k, qu ≤ 1{u∈N (S)}} to denote the feasible regions of the adaptive and non-adaptive

problems, respectively.

Proposition 1. For additive functions given by (1.2), the value of the optimal
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adaptive policy is upper bounded by the optimal non-adaptive policy:

max
S⊆X

∑
R⊆N (S)

pR max
T⊆R

|T |≤k−|S|

f(T )

s.t. S ∈ FA

≤ max
S⊆X

q∈[0,1]n

F (p⊗ q)

s.t. (S, q) ∈ FNA

The proof of this proposition relies on the following fact: the optimal adaptive

policy can be written as a feasible non-adaptive policy, hence it provides a lower

bound on the value of the optimal non-adaptive policy.

Proof. We first show that the optimal adaptive policy can be interpreted as a non-

adaptive policy. Let S be the optimal adaptive solution and define δR : N (X) 7→

{0, 1}:

δR(u) ≡


1 if u ∈ argmax

{
f(T ); T ⊆ R, |T | ≤ k − |S|

}
0 otherwise

,

one can write ∑
R⊆N (S)

pR max
T⊆R

|T |≤k−|S|

f(T ) =
∑

R⊆N (S)

pR
∑

u∈N (X)

δR(u)wu

=
∑

u∈N (X)

wu
∑

R⊆N (S)

pRδR(u).

Let us now define for u ∈ N (X):

qu ≡


∑

R⊆N (S)
pR
pu
δR(u) if pu 6= 0

0 otherwise
.

This allows us to write:

∑
R⊆N (S)

pR max
T⊆R

|T |≤k−|S|

f(T ) =
∑

u∈N (X)

puquwu = F (p ◦ q)

where the last equality is obtained from (1.4) by successively using the linearity of
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the expectation and the linearity of f .

Furthermore, observe that qu ∈ [0, 1], qu = 0 if u /∈ N (S) and:

|S|+
∑

u∈N (X)

puqu = |S|+
∑

R⊆N (S)

pR
∑

u∈N (X)

δR(u)

≤ |S|+
∑

R⊆N (S)

pR(k − |S|) ≤ k

Hence, (S,q) ∈ FNA. In other words, we have written the optimal adaptive

solution as a relaxed non-adaptive solution. This conclude the proof of the

proposition.

1.3.2 From non-adaptive to adaptive solutions

From the above proposition we now know that optimal non-adaptive solutions

have higher values than adaptive solutions. Given a non-adaptive solution (S,q),

a possible scheme would be to use S as an adaptive solution. But since (S,q)

is a solution to the non-adaptive problem, Proposition 1 does not provide any

guarantee on how well S performs as an adaptive solution.

However, we show that from a non-adaptive solution (S,q), we can obtain a

lower bound on the adaptive value of S, that is, the expected influence attainable

in expectation over all possible arrivals of neighbors of S. Starting from S, in every

realization of neighbors R, sample every node u ∈ R ∩ N (S) with probability qu,

to obtain a random set of nodes IR ⊆ R ∩ S. (S,q) being a non-adaptive solution,

it could be that selecting IR exceeds our budget. Indeed, the only guarantee that

we have is that |S|+ E
[
|IR|
]
≤ k. As a consequence, an adaptive solution starting

from S might not be able to select IR on the second stage.

Fortunately, the probability of exceeding the budget is small enough and with

high probability IR will be feasible. This is exploited in [VCZ11] to design a
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randomized rounding method with approximation guarantees. These rounding

methods are called contention resolution schemes. Theorem 1.3 of this paper

gives us a contention resolution scheme which will compute from q and for any

realization R a feasible set ĨR, such that:

ER
[
f(ĨR)

]
≥ (1− ε)F (q) (1.5)

What this means is that starting from a non-adaptive solution (S,q), there is

a way to construct a random feasible subset on the second stage such that in

expectation, this set attains almost the same influence value as the non-adaptive

solution. Since the adaptive solution starting from S will select optimally from the

realizations R ⊆ N (S), ER[f(ĨR)] provides a lower bound on the adaptive value of

S that we denote by A(S).

More precisely, denoting by OPTA the optimal value of the adaptive prob-

lem (1.1), we have the following proposition.

Proposition 2. Let (S, q) be an α-approximate solution to the non-adaptive

problem (1.3), then A(S) ≥ αOPTA.

Proof. Using the definition of A(S), one can write:

A(S) =
∑

R⊆N (S)

pR max
T⊆R

|T |≤k−|S|

f(T ) ≥
∑

R⊆N (S)

pRE
[
f(I)

]
where the inequality comes from the fact that I is a feasible random set: |I| ≤ k−|S|,

hence the expected value of f(I) is bounded by the maximum of f over feasible

sets.

Equation (1.5) then implies:

A(S) ≥ (1− ε)
∑

R⊆N (S)

pRF (q) = (1− ε)F (p ◦ q). (1.6)
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Equation (1.6) holds for any ε ≥ 0. In particular, choosing a value of ε smaller

than infS 6=T |A(S)−A(T )|, we obtain that A(S) ≥ F (p ◦ q). Note that such a ε is

at most polynomially small in the size of the instance. (S,q) is an α-approximate

non adaptive solution, hence F (p ◦ q) ≥ αOPTNA. We can then conclude by

applying Proposition 1.

1.4 Algorithms

Section 1.3 shows that the adaptive seeding problem reduces to the non-adaptive

problem. We will now discuss two approaches to construct approximate non-

adaptive solutions. The first is an LP-based approach, and the second is a

combinatorial algorithm. Both approaches have the same (1− 1/e) approximation

ratio, which is then translated to a (1− 1/e) approximation ratio for the adaptive

seeding problem (1.1) via Proposition 2. As we will show in Section 1.5, both

algorithms have their advantages and disadvantages in terms of scalability.

1.4.1 An LP-based approach

Note that due to linearity of expectation, for a linear function f of the form given

by (1.2) we have:

F (p) = ER
[
f(R)

]
= ER

[ ∑
u∈N (X)

wu1{u∈R}

]

=
∑

u∈N (X)

wuP[u ∈ R] =
∑

u∈N (X)

puwu

(1.7)
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Thus, the non-adaptive optimization problem (1.3) can be written as:

max
S⊆X

q∈[0,1]n

∑
u∈N (X)

puquwu

s.t. |S|+ pTq ≤ k, qu ≤ 1{u ∈ N (S)}

The choice of the set S can be relaxed by introducing a variable λv ∈ [0, 1] for

each v ∈ X. We obtain the following LP for the adaptive seeding problem:

max
q∈[0,1]n

λ∈[0,1]m

∑
u∈N (X)

puquwu

s.t.
∑
v∈X

λv + pTq ≤ k, qu ≤
∑

v∈N (u)

λv

(1.8)

An optimal solution to the above problem can be found in polynomial time

using standard LP-solvers. The solution returned by the LP is fractional, and

requires a rounding procedure to return a feasible solution to our problem, where

S is integral. To round the solution we use the pipage rounding method [AS04]: a

deterministic rounding method that can be applied to a variety of problems. In

particular, it can be applied to LP-relaxations of the Max-K-Cover problem

where we are given a family of sets that cover elements of a universe and the goal

is to find k subsets whose union has the maximal cardinality. The LP-relaxation is

a fractional solution over subsets, and the pipage rounding procedure then rounds

the allocation in linear time, and the integral solution is guaranteed to be within a

factor of (1− 1/e) of the fractional solution.

Lemma 1. For AdaptiveSeeding-LP defined in (1.8), any fractional solution

(λ,q) ∈ [0, 1]m × [0, 1]n can be rounded to an integral solution λ̄ ∈ {0, 1}m s.t.

(1− 1/e)F (p ◦ q) ≤ A(λ̄) in O(m+ n) steps.

Proof. We make the following key observation: for any given q, one can remove

all elements in N (X) for which qu = 0, without changing the value of any solution
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(λ,q). Our rounding procedure can therefore be described as follows: given a

solution (λ,q) we remove all nodes u ∈ N (X) for which qu = 0, which leaves us

with a fractional solution to a (weighted) version of the Max-K-Cover problem

where nodes in X are the sets and the universe is the set of weighted nodes in

N (X) that were not removed. We can therefore apply pipage rounding and lose

only a factor of (1− 1/e) in quality of the solution.

1.4.2 A combinatorial algorithm

In this section, we introduce a combinatorial algorithm with an identical approxi-

mation guarantee to the LP-based approach. However, its running time, stated in

Proposition 5 can be better than the one given by LP solvers depending on the

relative sizes of the budget and the number of nodes in the graph. Furthermore, as

we discuss at the end of this section, this algorithm is amenable to parallelization.

The main idea is to reduce the problem to a monotone submodular maximization

problem and apply a variant of the celebrated greedy algorithm [NWF78b]. In

contrast to standard influence maximization, the submodularity of the non-adaptive

seeding problem is not simply a consequence of properties of the influence function;

it also strongly relies on the combinatorial structure of the two-stage optimization.

Intuitively, we can think of our problem as trying to find a set S in the first

stage, for which the nodes that can be seeded on the second stage have the largest

possible value. To formalize this, for a budget b ∈ R+ used in the second stage

and a set of neighbors T ⊆ N (X), we will use O(T, b) to denote the solution to:

O(T, b) ≡ max
q∈[0,1]n

∑
u∈N (X)∩T

puquwu

s.t. pTq ≤ b

(1.9)

The optimization problem (1.3) for non-adaptive policies can now be written
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as:

max
S⊆X

O
(
N (S), k − |S|

)
s.t. |S| ≤ k (1.10)

We start by proving in Proposition 3 that for fixed t, O(N (·), t) is submodular.

This proposition relies on lemmas 2 and 3 about the properties of O(T, b).

Lemma 2. Let T ⊆ N (X) and x ∈ N (X), then O(T ∪ {x}, b) − O(T, b) is

non-decreasing in b.

The main idea behind the proof of this lemma is to write:

O(T ∪ {x}, c)−O(T ∪ {x}, b) =

∫ c

b

∂+OT∪{x}(t)dt

where ∂+OT denotes the right derivative of O(T, ·). For a fixed T and b, O(T, b)

defines a fractional Knapsack problem over the set T . Knowing the form of the

optimal fractional solution, we can verify that ∂+OT∪{x} ≥ ∂+OT and obtain:

O(T ∪ {x}, c)−O(T ∪ {x}, b) ≥ O(T, c)−O(T, b)

Proof. W.l.o.g we can rename and order the pairs in T so that w1 ≥ w2 ≥ . . . ≥ wm.

Then, O(T, b) has the following simple piecewise linear expression:

O(T, b) =



bw1 if 0 ≤ b < p1

i−1∑
k=1

pk(wk − wi) + bwi if 0 ≤ b−
i−1∑
k=1

pk < pi

m∑
k=1

pkwk if b ≥
m∑
i=1

pk

Let us define for t ∈ R+, n(t) ≡ inf
{
i s.t.

∑i
k=1 pk > t

}
with n(t) = +∞ when

the set is empty. In particular, note that x 7→ n(t) is non-decreasing. Denoting

∂+OT the right derivative of O(T, ·), one can write ∂+OT (t) = wn(t), with the

convention that w∞ = 0.
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Writing i ≡ sup
{
j s.t. wj ≥ wx

}
, it is easy to see that ∂+OT∪{x} ≥ ∂+OT .

Indeed:

1. if n(t) ≤ i then ∂+OT∪{x}(t) = ∂+OT (t) = wn(t).

2. if n(t) ≥ i+ 1 and n(t− c) ≤ i then ∂+OT∪{x}(t) = wx ≥ wn(t) = ∂+OT (t).

3. if n(t− c) ≥ i+ 1, then ∂+OT∪{x} = wn(t−c) ≥ wn(t) = ∂+OT (t).

Let us now consider b and c such that b ≤ c. Then, using the integral

representation of O(T ∪ {x}, ·) and O(T, ·), we get:

O(T ∪ {x}, c)−O(T ∪ {x}, b) =

∫ c

b

∂+OT∪{x}(t)dt

≥
∫ c

b

∂+OT (t)dt = O(T, c)−O(T, b)

Re-ordering the terms, O(T ∪ {x}, c)−O(T, c) ≥ O(T ∪ {x}, b)−O(T, b) which

concludes the proof of the lemma.

Lemma 3. For any b ∈ R+, O(T, b) is submodular in T , T ⊆ N (X).

The proof of this lemma is more technical. For T ⊆ N (X) and x, y ∈ N (X)\T ,

we need to show that:

O(T ∪ {x}, b)−O(T, b) ≥ O(T ∪ {y, x}, b)−O(T ∪ {y}, b)

This can be done by partitioning the set T into “high value items” (those with

weight greater than wx) and “low value items” and carefully applying Lemma 2 to

the associated subproblems.

Proof. Let T ⊆ N (X) and x, y ∈ N (X) \ T . Using the second-order characteriza-

tion of submodular functions, it suffices to show that:

O(T ∪ {x}, b)−O(T, b) ≥ O(T ∪ {y, x}, b)−O(T ∪ {y}, b)
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We distinguish two cases based on the relative position of wx and wy. The

following notations will be useful: SxT ≡
{
u ∈ T s.t. wx ≤ wu

}
and P x

T ≡ T \ SxT .

Case 1: If wy ≥ wx, then one can write:

O(T ∪ {y, x}, b) = O(P y
T ∪ {y}, b1) +O(SyT ∪ {x}, b2)

O(T ∪ {y}, b) = O(P y
T ∪ {y}, b1) +O(SyT , b2)

where b1 is the fraction of the budget b spent on P y
T ∪ {y} and b2 = b− b1.

Similarly:

O(T ∪ {x}, b) = O(P y
T , c1) +O(SyT ∪ {x}, c2)

O(T, b) = O(P y
T , c1) +O(SyT , c2)

where c1 is the fraction of the budget b spent on P y
T and c2 = b− c1.

Note that b1 ≥ c1: an optimal solution will first spent as much budget as

possible on P y
T ∪ {y} before adding elements in SyT ∪ {x}.

In this case:

O(T ∪ {x}, b)−O(T, b) = O(SyT ∪ {x}, c2) +O(SyT , c2)

≥ O(SyT ∪ {x}, b2) +O(SyT , b2)

= O(T ∪ {y, x}, b)−O(T ∪ {y}, b)

where the inequality comes from Lemma 2 and c2 ≥ b2.

Case 2: If wx > wy, we now decompose the solution on P x
T and SxT :

O(T ∪ {x}, b) = O(P x
T ∪ {x}, b1) +O(SxT , b2)

O(T, b) = O(P x
T , c1) +O(SxT , c2)

O(T ∪ {y, x}, b) = O(P x
T ∪ {x}, b1) +O(SxT ∪ {y}, b2)

O(T ∪ {y}, b) = O(P x
T , c1) +O(SxT ∪ {y}, c2)
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with b1 + b2 = b, c1 + c2 = b and b2 ≤ c2.

In this case again:

O(T ∪ {x}, b)−O(T, b) = O(SxT , b2)−O(SxT , c2)

≥ O(SxT ∪ {y}, b2)−O(SxT ∪ {y}, c2)

= O(T ∪ {y, x}, b)−O(T ∪ {y}, b)

where the inequality uses Lemma 2 and c2 ≥ b2.

In both cases, we were able to obtain the second-order characterization of

submodularity. This concludes the proof of the lemma.

Finally, Lemma 3 can be used to show Proposition 3.

Proposition 3. Let b ∈ R+, then O(N (S), b) is monotone and submodular in S,

S ⊆ X.

Proof. Let us consider S and T such that S ⊆ T ⊆ X and x ∈ X \T . In particular,

note that N (S) ⊆ N (T ).

Let us write N (S ∪ {x}) = N (S) ∪ R with N (S) ∩ R = ∅ and similarly,

N (T ∪ {x}) = N (T ) ∪ R′ with N (T ) ∩ R′ = ∅. It is clear that R′ ⊆ R. Writing

R′ = {u1, . . . , uk}:

O(N (T ∪ {x}), b)−O(N (T ), b)

=
k∑
i=1

O(N (T ) ∪ {u1, . . . ui}, b)−O(N (T ) ∪ {u1, . . . ui−1}, b)

≤
k∑
i=1

O(N (S) ∪ {u1, . . . ui}, b)−O(N (S) ∪ {u1, . . . ui−1}, b)

= O(N (S) ∪R′, b)−O(N (S), b)

where the inequality comes from the submodularity of O(·, b) proved in Lemma 3.
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This same function is also obviously set-increasing, hence:

O(N (S) ∪R′, b)−O(N (S), b)

≤ O(N (S) ∪R, b)−O(N (S), b)

= O(N (S ∪ {x}), b)−O(N (S), b)

This concludes the proof of the proposition.

We can now use Proposition 3 to reduce (1.10) to a monotone submodular

maximization problem. First, we note that (1.10) can be rewritten:

max
S⊆X
t∈N

O
(
N (S), t

)
s.t. |S|+ t ≤ k (1.11)

Intuitively, we fix t arbitrarily so that the maximization above becomes a

submodular maximization problem with fixed budget t. We then optimize over the

value of t. Combining this observation with the greedy algorithm for monotone

submodular maximization [NWF78b], we obtain Algorithm 1, whose performance

guarantee is summarized in Proposition 4.

Algorithm 1 Combinatorial algorithm
1: S ← ∅
2: for t← 1, k − 1 do
3: St ← ∅
4: for i← 1, k − t do
5: x∗ ← argmaxx∈X\St O(N (St ∪ {x}), t)−O(N (St), t)
6: St ← St ∪ {x∗}
7: end for
8: if O(N (St), t) > O(N (S), k − |S|) then
9: S ← St

10: end if
11: end for
12: return S

Proposition 4. Let S be the set computed by Algorithm 1 and let us denote
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by A(S) the value of the adaptive policy selecting S on the first stage. Then

A(S) ≥ (1− 1/e)OPTA.

Proof. We simply note that the content of the outer for loop on line 2 of Algo-

rithm 1 is the greedy submodular maximization algorithm of [NWF78b]. Since

O(N (·), t) is submodular (Proposition 3), this solves the inner max in (1.11) with

an approximation ratio of (1− 1/e). The outer for loop then computes the outer

max of (1.11).

As a consequence, Algorithm 1 computes a (1− 1/e)-approximate non-adaptive

solution. We conclude by applying Proposition 2.

Parallelization. The algorithm described above considers all possible ways to

split the seeding budget between the first and the second stage. For each possible

split {(t, k − t)}t=1...,k−1, the algorithm computes an approximation to the optimal

non adaptive solution that uses k − t nodes in the first stage and t nodes in the

second stage, and returns the solution for the split with the highest value (breaking

ties arbitrarily). This process can be trivially parallelized across k − 1 machines,

each performing a computation of a single split.

A slightly more sophisticated approach is to consider only log n splits: (1, k −

1), (2, k − 2), . . . , (2blognc, 1) and then select the best solution from this set. It is

not hard to see that in comparison to the previous approach, this would reduce

the approximation guarantee by a factor of at most 2: if the optimal solution is

obtained by spending t on the first stage and k − t in the second stage, then since

t ≤ 2 · 2blog tc the solution computed for (2blog tc, k − 2blog tc) will have at least half

that value. More generally, for any ε > 0 one can parallelize over log1+ε n machines

at the cost of losing a factor of (1 + ε) in the approximation guarantee.
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Implementation in MapReduce. While the previous paragraph describes

how to parallelize the outer for loop of Algorithm 1, we note that its inner loop

can also be parallelized in the MapReduce framework. Indeed, it corresponds to

the greedy algorithm applied to the function O (N (·), t). The Sample&Prune

approach successfully applied in [KMVV13] to obtain MapReduce algorithms for

various submodular maximizations can also be applied to Algorithm 1 to cast

it in the MapReduce framework. The details of the algorithm can be found in

Algorithm 2. Its approximation ratio is 1− 1
e
− ε. The proof of this result as well

as the optimal choice of ` follow from Theorem 10 in [KMVV13].

Algorithm 2 Combinatorial algorithm, MapReduce
1: S ← ∅
2: for t← 1, k − 1 do
3: St ← ∅
4: for i← 1, log1+ε ∆ do
5: U ← X, S ′ ← ∅
6: while |U | > 0 do
7: R← sample from U w.p. min

(
1, `
|U |

)
8: while |R| > 0 or |St ∪ S ′| < k do
9: x← some element from R

10: if ∇ft(St ∪ S ′, x) ≥ ∆
(1+ε)i

then
11: S ′ ← S ′ ∪ {x}
12: end if
13: R← R \ {x}
14: end while
15: St ← St ∪ S ′
16: U ← {x ∈ U | ∇ft(St, x) ≥ ∆

(1+ε)i
}

17: end while
18: end for
19: if O(N (St), t) > O(N (S), k − |S|) then
20: S ← St
21: end if
22: end for
23: return S

We denoted by ∇ft(S, x) the marginal increment of x to the set S for the
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function ft, ∇ft(S, x) = ft(S ∪{x})− ft(S). ∆ is an upper bound on the marginal

contribution of any element. In our case, ∆ = maxu∈N (X) wu provides such an

upper bound. The sampling in line 7 selects a small enough number of elements

that the while loop from lines 8 to 14 can be executed on a single machine.

Furthermore, lines 7 and 16 can be implemented in one round of MapReduce each.

Algorithmic speedups. To implement Algorithm 1 efficiently, the computation

of the argmax on line 5 must be dealt with carefully. O(N (St ∪ {x}), t) is the

optimal solution to the fractional Knapsack problem (1.9) with budget t and can be

computed in time min( t
pmin

, n) by iterating over the list of nodes in N (St ∪ {x}) in

decreasing order of the degrees. This decreasing order of N (St) can be maintained

throughout the greedy construction of St by:

• ordering the list of neighbors of nodes in X by decreasing order of the degrees

when initially constructing the graph. This is responsible for a O(n log n)

pre-processing time.

• when adding node x to St, observe that N (St ∪ {x}) = N (St) ∪ N ({x}).

Hence, if N (St) and N ({x}) are sorted lists, then O(N (St ∪ {x}), t) can be

computed in a single iteration of length min( t
pmin

, n) where the two sorted

lists are merged on the fly.

As a consequence, the running time of line 5 is bounded by mmin( t
pmin

, n). The

two nested for loops are responsible for the additional k2 factor. The running time

of Algorithm 1 is summarized in Proposition 5.

Proposition 5. Let pmin = min{pu, u ∈ N (X)}, then Algorithm 1 runs in time

O
(
n log n+ k2mmin( k

pmin
, n)
)
.
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1.5 Experiments

In this section we validate the adaptive seeding approach through experimentation.

Specifically, we show that our algorithms for adaptive seeding obtain significant

improvement over standard influence maximization, that these improvements are

robust to changes in environment variables, and that our approach is efficient in

terms of running-time and scalable to large social networks.

1.5.1 Experimental setup

We tested our algorithms on three types of datasets. Each of them allows us to

experiment on a different aspect of the adaptive seeding problem. The Facebook

Pages dataset that we collected ourselves has a central place in our experiments

since it is the one which is closet to actual applications of adaptive seeding.

Synthetic networks. Using standard models of social networks we generated

large-scale graphs to model the social network. To emulate the process of users

following a topic (the core set X) we sampled subsets of nodes at random, and

applied our algorithms on the sample and their neighbors. The main advantage

of these data sets is that they allow us to generate graphs of arbitrary sizes and

experiment with various parameters that govern the structure of the graph. The

disadvantages are that users who follow a topic are not necessarily random samples,

and that social networks often have structural properties that are not captured in

generative models.

Real networks. We used publicly available data sets of real social networks

available at [LK14]. As for synthetic networks, we used a random sample of

nodes to emulate users who follow a topic, which is the main disadvantage of this
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approach. The advantage however, is that such datasets contain an entire network

which allows testing different propagation parameters.

Facebook Pages. We collected data from several Facebook Pages, each associ-

ated with a commercial entity that uses the Facebook page to communicate with its

followers. For each page, we selected a post and then collected data about the users

who expressed interest (“liked”) the post and their friends. The advantage of this

data set is that it is highly representative of the scenario we study here. Campaigns

run on a social network will primarily target users who have already expressed

interests in the topic being promoted. The main disadvantage of this method is

that such data is extremely difficult to collect due to the crawling restrictions that

Facebook applies and gives us only the 2-hop neighborhood around a post. This

makes it difficult to experiment with different propagation parameters. Fortunately,

as we soon discuss, we were able to circumvent some of the crawling restrictions

and collect large networks, and the properties of the voter influence model are

such that these datasets suffice to accurately account for influence propagation in

the graph.

Data collection. We selected Facebook Pages in different verticals (topics).

Each page is operated by an institution or an entity whose associated Facebook

Page is regularly used for promotional posts related to this topic. On each of

these pages, we selected a recent post (posted no later than January 2014) with

approximately 1,000 likes. The set of users who liked those posts constitute our

core set. We then crawled the social network of these sets: for each user, we

collected her list of friends, and the degrees (number of friends) of these friends.
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Figure 1.2: Comparison of the average degree of the core set users and the average
degree of their friends.

Data description. Among the several verticals we collected, we select eight of

them for which we will report our results. We obtained similar results for the other

ones. Table 1.1 summarizes statistics about the selected verticals. We note that

depending on the privacy settings of the core set users, it was not always possible

to access their list of friends. We decided to remove these users since their ability

to spread information could not be readily determined. This effect, combined with

various errors encountered during the data collection, accounts for an approximate

15% reduction between the users who liked a post and the number of users in the

datasets we used. Following our discussion in the introduction, we observe that

on average, the degrees of core set users is much lower than the degrees of their

friends. This is highlighted on Figure 1.2 and justifies our approach.
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Vertical Page m n

Charity Kiva 978 131334
Travel Lonely Planet 753 113250
Fashion GAP 996 115524
Events Coachella 826 102291
Politics Green Party 1044 83490
Technology Google Nexus 895 137995
News The New York Times 894 156222
Entertainment HBO 828 108699

Table 1.1: Dataset statistics. m: number of users in the core set, n: number of friends
of core set users.

1.5.2 Performance of adaptive seeding

For a given problem instance with a budget of k we applied the adaptive seeding

algorithm (the combinatorial version). Recall from Section 1.2 that performance is

defined as the expected influence that the seeder can obtain by optimally selecting

users on the second stage, where influence is defined as the sum of the degrees of

the selected users. We tested our algorithm against the following benchmarks:

• Random Node (RN): we randomly select k users from the core set. This is a

typical benchmark in comparing influence maximization algorithms [KKT03].

• Influence Maximization (IM): we apply the optimal influence maximization

algorithm on the core set. This is the naive application of influence maximiza-

tion. For the voter model, when the propagation time is polynomially large in

the network size, the optimal solution is to simply take the k highest degree

nodes [EDS07]. We study the case of bounded time horizons in Section 1.5.5.

• Random Friend (RF): we implement a naive two-stage approach: randomly

select k/2 nodes from the core set, and for each node select a random neighbor

(hence spending the budget of k rewards overall). This method was recently

shown to outperform standard influence maximization when the core set is
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Figure 1.3: Performance of adaptive seeding compared to other influence maximization
approaches. The horizontal axis represents the budget used as a fraction of the size of the
core set. The vertical axis is the expected influence reachable by optimally selecting nodes
on the second stage.

random [LS15].

1.5.3 Performance on Facebook pages

Figure 1.3 compares the performance of adaptive seeding, our own approach, to

the afore-mentioned approaches for all the verticals we collected. In this first

experiment we made simplifying assumptions about the parameters of the model.

The first assumption is that all probabilities in the adaptive seeding model are

equal to one. This implicitly assumes that every friend of a user who followed a

certain topic is interested in promoting the topic given a reward. Although this

is a strong assumption that we will revisit, we note that the probabilities can be

controlled to some extent by the social networking service on which the campaign

is being run by showing prominently the campaign material (sponsored links,

fund-raising banners, etc.). The second assumption is that the measure of influence
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is the sum of the degrees of the selected set. This measure is an appealing proxy

as it is known that in the voter model, after polynomially many time steps, the

influence of each node is proportional to its degree with high probability [EDS07].

Since the influence process cannot be controlled by the designer, the assumption is

often that the influence process runs until it stabilizes (in linear thresholds and

independent cascades for example, the process terminates after a linear number of

steps [KKT03]). We perform a set of experiments for different time horizons in

Section 1.5.5.

It is striking to see how well adaptive seeding does in comparison to other

methods. Even when using a small budget (0.1 fraction of the core set, which in

these cases is about 100 nodes), adaptive seeding improves influence by a factor of

at least 10, across all verticals. To confirm this, we plot the relative improvements

of adaptive seeding over IM in aggregate over the different pages. The results are

shown in Figure 1.4. This dramatic improvement is largely due to the friendship

paradox phenomenon that adaptive seeding leverages. Returning to Figure 1.3, it is

also interesting to note that the RF heuristic significantly outperforms the standard

IM benchmark. Using the same budget, the degree gain induced by moving from

the core set to its neighborhood is such that selecting at random among the core

set users’ friends already does better than the best heuristic restricted only on

the core set. Using adaptive seeding to optimize the choice of core set users based

on their friends’ degrees then results in an order of magnitude increase over RF,

consistently for all the pages.
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Figure 1.4: Ratio of the performance of adaptive seeding to IM. Bars represents the mean
improvement across all verticals, and the “error bar” represents the range of improvement
across verticals.

1.5.4 Impact of the probabilistic model

The results presented in Section 1.5.2 were computed assuming the probabilities

in the adaptive seeding model are one. We now describe several experiments we

performed with the Facebook Pages data set that test the advantages of adaptive

seeding under different probability models.

Impact of the Bernouilli parameter. Figure 1.5a shows the impact of the

probability of nodes realizing in the second stage. We computed the performance

of adaptive seeding when each friend of a seeded user in the core set joins during

the second stage independently with probability p, using different values of p. We

call p the Bernouilli parameter, since the event that a given user joins on the

second stage of adaptive seeding is governed by a Bernouilli variable of parameter

p. We see that even with p = 0.01, adaptive seeding still outperforms IM. As p
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Figure 1.5: (a) Performance of adaptive seeding for various propagation probabilities.
(b) Performance of adaptive seeding when restricted to the subgraph of users who liked
HBO (red line).

increases, the performance of adaptive seeding quickly increases and reaches 80%

of the values of Figure 1.3 at p = 0.5.

Coarse estimation of probabilities. In practice, the probability a user may

be interested in promoting a campaign her friend is promoting may vary. However,

for those who have already expressed interest in the promoted content, we can

expect this probability to be close to one. We therefore conducted the following

experiment. We chose a page (HBO) and trimmed the social graph we collected

by only keeping on the second stage users who indicated this page (HBO) in their

list of interests. This is a coarse estimation of the probabilities as it assumes that

if a friend follows HBO she will be willing to promote with probability 1 (given a

reward), and otherwise the probability of her promoting anything for HBO is 0.

Figure 1.5b shows that even on this very restricted set of users, adaptive seeding

still outperforms IM and reaches approximately 50% of the unrestricted adaptive
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seeding.

Impact of the probability distribution. In order to test scenarios where

users have a rich spectrum of probabilities of realizing on the second stage. We

consider a setting where the Bernouilli parameter p is drawn from a distribution.

We considered four different distributions; for each distribution for fixed values of

the budget and the parameter p, we tuned the parameters of the distribution so

that its mean is exactly p. We then plotted the performance as a function of the

budget and mean p.

For the Beta distribution, we fixed β = 5 and tuned the α parameter to

obtain a mean of p, thus obtaining a unimodal distribution. For the normal

distribution, we chose a standard deviation of 0.01 to obtain a distribution more

concentrated around its mean than the Beta distribution. Finally, for the inverse

degree distribution, we took the probability of a node joining on the second stage

to be proportional to the inverse of its degree (scaled so that on average, nodes

join with probability p). The results are shown in Figure 1.6.

We observe that the results are comparable to the one we obtained in the

uniform case in Figure 1.5a except in the case of the inverse degree distribution

for which the performance is roughly halved. Remember that the value of a user

v on the second stage of adaptive seeding is given by pvdv where dv is its degree

and pv is the its probability of realizing on the second stage. Choosing pv to

be proportional to 1/dv has the effect of normalizing the nodes on the second

stage and is a strong perturbation of the original degree distribution of the nodes

available on the second stage.
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(a) Beta distribution
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(b) Normal Distribution
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(c) Power-law distribution
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Figure 1.6: Performance of adaptive seeding as a function of the budget and the mean
of the distribution from which the Bernouilli parameters are drawn. The details of the
parameters for each distribution can be found in Section 1.5.4.

1.5.5 Impact of the influence model

The Facebook Pages data set we collected is limited in that we only have access

to the 2-hop neighborhood around the seed users and we use the degree of the

second stage users as a proxy for their influence. As proved in [EDS07], in the

voter model, the influence of nodes converges to their degree with high probability
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Figure 1.7: Performance of adaptive seeding compared to IM for the voter influence
model with t steps.

when the number of time steps become polynomially large in the network size.

In order to analyze the expected number of nodes influenced according to the

voter model that terminates after some fixed number of time steps, we use publicly

available data sets from [LK14] where the entire network is at our disposal. As

discussed above, we sample nodes uniformly at random to model the core set. We

then run the voter model for t time steps to compute the influence of the second

stage users. Figure 1.7 shows the performance of adaptive seeding as a function

of t compared to the performance of the IM benchmark. In this experiment, the

budget was set to half the size of the core set.

We see that the performance of adaptive seeding quickly converges (5 time steps

for Slashdot, 15 time steps for Epinions). In practice, the voter model converges

much faster than the theoretical guarantee of [EDS07], which justifies using the

degree of the second stage users as measure of influence as we did for the Facebook

Pages data sets. Furthermore, we see that similarly to the Facebook data sets,

adaptive seeding significantly outperforms IM.
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1.5.6 Performance on synthetic networks

In order to analyze the impact of topological variations we generated synthetic

graphs using standard network models. All the generated graphs have 100, 000

vertices, for each model, we tuned the generative parameters to obtain when

possible a degree distribution (or graph density otherwise) similar to what we

observed in the Facebook Pages data sets.
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Figure 1.8: Performance of adaptive seeding on synthetic networks.

• Barabási-Albert: this well-known model is often used to model social graphs

because its degree distribution is a power law. We took 10 initial vertices

and added 10 vertices at each step, using the preferential attachment model,
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until we reached 100,000 vertices.

• Small-World: also known as the Watts-Strogatz model. This model was one

of the first models proposed for social networks. Its diameter and clustering

coefficient are more representative of a social network than what one would

get with the Erdős–Rényi model. We started from a regular lattice of degree

200 and rewired each edge with probability 0.3.

• Kronecker: Kronecker graphs were more recently introduced in [LCKF05] as

a scalable and easy-to-fit model for social networks. We started from a star

graph with 4 vertices and computed Kronecker products until we reached

100,000 nodes.

• Configuration model: The configuration model allows us to construct a graph

with a given degree distribution. We chose a page (GAP) and generated a

graph with the same degree distribution using the configuration model.

The performance of adaptive seeding compared to our benchmarks can be found

in Figure 1.8. We note that the improvement obtained by adaptive seeding is

comparable to the one we had on real data except for the Small-World model.

This is explained by the nature of the model: starting from a regular lattice, some

edges are re-wired at random. This model has similar properties to a random

graph where the friendship paradox does not hold [LS15]. Since adaptive seeding

is designed to leverage the friendship paradox, such graphs are not amenable to

this approach.

1.5.7 Scalability

To test the scalability of adaptive seeding we were guided by two central questions.

First, we were interested to witness the benefit our non-sampling approach has over
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Figure 1.9: Running time and number of CPU cycles used by the sampling-based
algorithm and the combinatorial adaptive seeding algorithm for different sizes of the core
set.

the standard SAA method. Secondly, we wanted to understand when one should

prefer to use the LP-based approach from Section 1.4.1 over the combinatorial one

from Section 1.4.2. The computations in this section were run on Intel Core i5

CPU 4x2.40Ghz. For each computation, we plot the time and number of CPU

cycles it took.

Comparison with SAA. The objective function of the non-adaptive problem

(1.3) is an expectation over exponentially many sets, all possible realizations of the

neighbors in the second stage. Following the sampling-based approach introduced

in [SS13], this expectation can be computed by averaging the values obtained in

O (n2) independent sample realizations of the second stage users (n is the number

of neighbors of core set users). One important aspect of the algorithms introduced

in this chapter is that in the additive case, this expectation can be computed

exactly without sampling, thus significantly improving the theoretical complexity.
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In Figure 1.9, we compare the running time of our combinatorial algorithm to

the same algorithm where the expectation is computed via sampling. We note

that this sampling-based algorithm is still simpler than the algorithm introduced

in [SS13] for general influence models. However, we observe a significant gap

between its running time and the one of the combinatorial algorithm. Since each

sample takes linear time to compute, this gap is in fact O(n3), quickly leading to

impracticable running times as the size of the graph increases. This highlights the

importance of the sans-sampling approach underlying the algorithms we introduced.
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Figure 1.10: Running time and number of CPU cycles of the combinatorial algorithm
and the LP algorithm as a function of the number of nodes n. First row with budget
k = 100, second row with budget k = 500.
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Combinatorial vs. LP algorithm. We now compare the running time of the

LP-based approach and the combinatorial approach for different instance sizes.

Figure 1.10 shows the running time and number of CPU cycles used by the LP

algorithm and the combinatorial algorithm as a function of the network size n. The

varying size of the network was obtained by randomly sampling a varying fraction

of core set users and then trimming the social graph by only keeping friends of

this random sample on the second stage. The LP solver used was CLP [clp].

We observe that for a small value of the budget k (first row of Figure 1.10),

the combinatorial algorithm outperforms the LP algorithm. When k becomes

large (second row of Figure 1.10), the LP algorithm becomes faster. This can be

explained by the k2 factor in the running time of the combinatorial algorithm

(see Proposition 5). Even though the asymptotic guarantee of the combinatorial

algorithm should theoretically outperform the LP-based approach for large n, we

were not able to observe it for our instance sizes. In practice, one can choose which

of the two algorithms to apply depending on the relative sizes of k and n.
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Chapter 2

A sparse recovery framework for

network inference

The procedures designed in the previous chapter took as input a description of

a contagion mechanism and thus crucially relied on the assumption that the

mechanism is known. In this chapter, we consider the case where this assumption

does not hold and investigate the question of learning contagion mechanisms. In

the Network Inference problem, one seeks to recover the edges of an unknown

graph from the observations of cascades (random diffusions) propagating over this

graph. We formulate this problem using the perspective of linear sparse recovery.

We introduce a general model of cascades, including the voter model and the

independent cascade model discussed in the previous chapter, for which we provide

the first algorithm that recovers the graph’s edges with high prob-ability and

O(n∆ log n) measurements wheres ∆ is the maximum degree of the graph and n is

the number of nodes. Furthermore, we show that our algorithm also recovers the

edge weights (the parameters of the diffusion process) and is robust in the context

of approximate sparsity. Finally we prove an almost matching lower bound of
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Ω(n∆ log n) and validate our approach empirically on synthetic graphs.

2.1 Introduction

Graphs have been extensively studied for their propagative abilities: connectivity,

routing, gossip algorithms, etc. A diffusion process taking place over a graph

provides valuable information about the presence and weights of its edges. Influence

cascades are a specific type of diffusion processes in which a particular infectious

behavior spreads over the nodes of the graph. By only observing the “infection

times” of the nodes in the graph, one might hope to recover the underlying graph

and the parameters of the cascade model. This problem is known in the literature

as the Network Inference problem.

More precisely, solving the Network Inference problem involves designing an

algorithm taking as input a set of observed cascades (realisations of the diffusion

process) and recovers with high probability a large fraction of the graph’s edges.

The goal is then to understand the relationship between the number of observations,

the probability of success, and the accuracy of the reconstruction.

The Network Inference problem can be decomposed and analyzed “node-by-

node”. Thus, we will focus on a single node of degree s and discuss how to identify

its parents among the m nodes of the graph. Prior work has shown that the

required number of observed cascades is O(poly(s) logm) [NS12, ACKP13].

A more recent line of research [DGSS14] has focused on applying advances

in sparse recovery to the network inference problem. Indeed, the graph can

be interpreted as a “sparse signal” measured through influence cascades and

then recovered. The challenge is that influence cascade models typically lead

to non-linear inverse problems and the measurements (the state of the nodes
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at different time steps) are usually correlated. The sparse recovery literature

suggests that Ω(s log m
s

) cascade observations should be sufficient to recover the

graph [Don06, CT06]. However, the best known upper bound to this day is

O(s2 logm) [NS12, DGSS14]

The contributions of this chapter are the following:

• we formulate the Graph Inference problem in the context of discrete-time

influence cascades as a sparse recovery problem for a specific type of Gener-

alized Linear Model. This formulation notably encompasses the well-studied

Independent Cascade Model and Voter Model.

• we give an algorithm which recovers the graph’s edges using O(s logm)

cascades. Furthermore, we show that our algorithm is also able to efficiently

recover the edge weights (the parameters of the influence model) up to an

additive error term,

• we show that our algorithm is robust in cases where the signal to recover is

approximately s-sparse by proving guarantees in the stable recovery setting.

• we provide an almost tight lower bound of Ω(s log m
s

) observations required

for sparse recovery.

The organization of the chapter is as follows: we conclude the introduction by

a survey of the related work. In Section 2.2 we present our model of Generalized

Linear Cascades and the associated sparse recovery formulation. Its theoretical

guarantees are presented for various recovery settings in Section 2.3. The lower

bound is presented in Section 2.3.4. Finally, we conclude with experiments in

Section 2.4.

Related Work The study of edge prediction in graphs has been an active field

of research for over a decade [LNK08, LMF+07, AA05]. [GRLK12] introduced the
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Netinf algorithm, which approximates the likelihood of cascades represented as

a continuous process. The algorithm was improved in later work [GBS11], but

is not known to have any theoretical guarantees beside empirical validation on

synthetic networks. [NS12] studied the discrete-time version of the independent

cascade model and obtained the first O(s2 logm) recovery guarantee on general

networks. The algorithm is based on a likelihood function similar to the one we

propose, without the `1-norm penalty. Their analysis depends on a correlation

decay assumption, which limits the number of new infections at every step. In this

setting, they show a lower bound of the number of cascades needed for support

recovery with constant probability of the order Ω(s log(m/s)). They also suggest

a Greedy algorithm, which achieves a O(s logm) guarantee in the case of tree

graphs. The work of [ACKP13] studies the same continuous-model framework as

[GRLK12] and obtains an O(s9 log2 s logm) support recovery algorithm, without

the correlation decay assumption. [DSWZ13] propose a similar algorithm to ours

for recovering the weights of the graph under a continuous-time independent

cascade model, without proving theoretical guarantees.

Closest to this work is a recent paper by [DGSS14], wherein the authors consider

a `1-regularized objective function. They adapt standard results from sparse

recovery to obtain a recovery bound of O(s3 logm) under an irrepresentability

condition [ZY06]. Under stronger assumptions, they match the [NS12] bound

of O(s2 logm), by exploiting similar properties of the convex program’s KKT

conditions. In contrast, our work studies discrete-time diffusion processes including

the Independent Cascade model under weaker assumptions. Furthermore, we

analyze both the recovery of the graph’s edges and the estimation of the model’s

parameters, and achieve close to optimal bounds.

The work of [DLBS14] is slightly orthogonal to ours since they suggest learning

55



the influence function, rather than the parameters of the network directly.

2.2 Model

We consider a graph G = (V,E,Θ), where Θ is a |V | × |V | matrix of parameters

describing the edge weights of G. Intuitively, Θi,j captures the “influence” of node

i on node j. Let m ≡ |V |. For each node j, let θj be the jth column vector of

Θ. A discrete-time Cascade model is a Markov process over a finite state space

{0, 1, . . . , K − 1}V with the following properties:

1. Conditioned on the previous time step, the transition events between two

states in {0, 1, . . . , K − 1} for each i ∈ V are mutually independent across

i ∈ V .

2. Of theK possible states, there exists a contagious state such that all transition

probabilities of the Markov process can be expressed as a function of the

graph parameters Θ and the set of “contagious nodes” at the previous time

step.

3. The initial probability over {0, 1, . . . , K − 1}V is such that all nodes can even-

tually reach a contagious state with non-zero probability. The “contagious”

nodes at t = 0 are called source nodes.

In other words, a cascade model describes a diffusion process where a set

of contagious nodes “influence” other nodes in the graph to become contagious.

An influence cascade is a realisation of this random process, i.e. the successive

states of the nodes in graph G. Note that both the “single source” assumption

made in [DGSS14] and [ACKP13] as well as the “uniformly chosen source set”

assumption made in [NS12] verify condition 3. Also note that the multiple-source
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node assumption does not reduce to the single-source assumption, even under the

assumption that cascades do not overlap. Imagining for example two cascades

starting from two different nodes; since we do not observe which node propagated

the contagion to which node, we cannot attribute an infected node to either cascade

and treat the problem as two independent cascades.

In the context of Network Inference, [NS12] focus on the well-known discrete-

time independent cascade model recalled below, which [ACKP13] and [DGSS14]

generalize to continuous time. We extend the independent cascade model in a

different direction by considering a more general class of transition probabilities

while staying in the discrete-time setting. We observe that despite their obvious

differences, both the independent cascade and the voter models make the network

inference problem similar to the standard generalized linear model inference prob-

lem. In fact, we define a class of diffusion processes for which this is true: the

Generalized Linear Cascade Models. The linear threshold model is a special case

and is discussed in Section 2.5.

2.2.1 Generalized linear cascade models

Let susceptible denote any state which can become contagious at the next time

step with a non-zero probability. We draw inspiration from generalized linear

models to introduce Generalized Linear Cascades:

Definition 1. Let X t be the indicator variable of “contagious nodes” at time step t.

A generalized linear cascade model is a cascade model such that for each susceptible

node j in state s at time step t, the probability of j becoming “contagious” at time

step t+ 1 conditioned on X t is a Bernoulli variable of parameter f(θj ·X t):

P(X t+1
j = 1|X t) = f(θj ·X t) (2.1)
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where f : R→ [0, 1]

In other words, each generalized linear cascade provides, for each node j ∈ V

a series of measurements (X t, X t+1
j )

t∈Tj
sampled from a generalized linear model.

Note also that E[X t+1
i |X t] = f(θi · X t). As such, f can be interpreted as the

inverse link function of our generalized linear cascade model.

2.2.2 Examples

Independent cascade model

In the independent cascade model, nodes can be either susceptible, contagious or

immune. At t = 0, all source nodes are “contagious” and all remaining nodes are

“susceptible”. At each time step t, for each edge (i, j) where j is susceptible and

i is contagious, i attempts to infect j with probability pi,j ∈ [0, 1]; the infection

attempts are mutually independent. If i succeeds, j will become contagious at

time step t+ 1. Regardless of i’s success, node i will be immune at time t+ 1, such

that nodes stay contagious for only one time step. The cascade process terminates

when no contagious nodes remain.

If we denote by X t the indicator variable of the set of contagious nodes at time

step t, then if j is susceptible at time step t+ 1, we have:

P
[
X t+1
j = 1 |X t

]
= 1−

m∏
i=1

(1− pi,j)X
t
i .

Defining Θi,j ≡ log( 1
1−pi,j ), this can be rewritten as:

P
[
X t+1
j = 1 |X t

]
= 1−

m∏
i=1

e−Θi,jX
t
i (IC)

= 1− e−Θj ·Xt

Therefore, the independent cascade model is a Generalized Linear Cascade
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model with inverse link function f : z 7→ 1−e−z. Note that to write the Independent

Cascade Model as a Generalized Linear Cascade Model, we had to introduce the

change of variable Θi,j = log( 1
1−pi,j ). The recovery results in Section 2.3 pertain

to the Θj parameters. Fortunately, the following lemma shows that the recovery

error on Θj is an upper bound on the error on the original pj parameters.

Lemma 4. ‖θ̂ − θ∗‖2 ≥ ‖p̂− p∗‖2.

Proof. Using the inequality ∀x > 0, log x ≥ 1− 1
x
, we have | log( 1

1−p)− log( 1
1−p′ )| ≥

max(1− 1−p
1−p′ , 1−

1−p′
1−p ) ≥ max(p− p′, p′ − p).

Linear voter model

In the Linear Voter Model, nodes can be either red or blue. Without loss of

generality, we can suppose that the blue nodes are contagious. The parameters of

the graph are normalized such that ∀i, ∑j Θi,j = 1. Each round, every node j

independently chooses one of its neighbors with probability Θi,j and adopts their

color. The cascades stops at a fixed horizon time T or if all nodes are of the same

color. If we denote by X t the indicator variable of the set of blue nodes at time

step t, then we have:

P
[
X t+1
j = 1|X t

]
=

m∑
i=1

Θi,jX
t
i = Θj ·X t (V)

Thus, the linear voter model is a Generalized Linear Cascade model with

inverse link function f : z 7→ z.

Discretization of continuous models

Another motivation for the Generalized Linear Cascade model is that it captures the

time-discretized formulation of the well-studied continuous-time independent cas-

cade model with exponential transmission function (CICE) of [GRLK12, ACKP13,
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DGSS14]. Assume that the temporal resolution of the discretization is ε, i.e. all

nodes whose (continuous) infection time is within the interval [kε, (k + 1)ε) are

considered infected at (discrete) time step k. Let Xk be the indicator vector of the

set of nodes ‘infected’ before or during the kth time interval. Note that contrary

to the discrete-time independent cascade model, Xk
j = 1 =⇒ Xk+1

j = 1, that is,

there is no immune state and nodes remain contagious forever.

Let Exp(p) be an exponentially-distributed random variable of parameter p

and let Θi,j be the rate of transmission along directed edge (i, j) in the CICE

model. By the memoryless property of the exponential, if Xk
j 6= 1:

P(Xk+1
j = 1|Xk) = P( min

i∈N (j)
Exp(Θi,j) ≤ ε)

= P(Exp(
m∑
i=1

Θi,jX
t
i ) ≤ ε) = 1− e−εΘj ·Xt

Therefore, the ε-discretized CICE-induced process is a Generalized Linear Cascade

model with inverse link function f : z 7→ 1− e−ε·z.

Logistic cascades

“Logistic cascades” is the specific case where the inverse link function is given by

the logistic function f(z) = 1/(1 + e−z+t). Intuitively, this captures the idea that

there is a threshold t such that when the sum of the parameters of the infected

parents of a node is larger than the threshold, the probability of getting infected

is close to one. This is a smooth approximation of the hard threshold rule of the

Linear Threshold Model [KKT03]. As we will see later in the analysis, for logistic

cascades, the graph inference problem becomes a linear inverse problem.
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Figure 2.1: Illustration of the sparse-recovery approach. Our objective is to recover
the unknown weight vector θj for each node j. We observe a Bernoulli realization whose
parameters are given by applying f to the matrix-vector product, where the measurement
matrix encodes which nodes are “contagious” at each time step.

2.2.3 Maximum likelihood estimation

Inferring the model parameter Θ from observed influence cascades is the central

question of the present work. Recovering the edges in E from observed influence

cascades is a well-identified problem known as the Network Inference problem.

However, recovering the influence parameters is no less important. In this work

we focus on recovering Θ, noting that the set of edges E can then be recovered

through the following equivalence: (i, j) ∈ E ⇔ Θi,j 6= 0

Given observations (x1, . . . , xn) of a cascade model, we can recover Θ via

Maximum Likelihood Estimation (MLE). Denoting by L the log-likelihood function,

we consider the following `1-regularized MLE problem:

Θ̂ ∈ argmax
Θ

1

n
L(Θ | x1, . . . , xn)− λ‖Θ‖1

where λ is the regularization factor which helps prevent overfitting and controls

the sparsity of the solution.

The generalized linear cascade model is decomposable in the following sense:

given Definition 1, the log-likelihood can be written as the sum of m terms, each

term i ∈ {1, . . . ,m} only depending on θi. Since this is equally true for ‖Θ‖1, each
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column θi of Θ can be estimated by a separate optimization program:

θ̂i ∈ argmax
θ
Li(θi | x1, . . . , xn)− λ‖θi‖1 (2.2)

where we denote by Ti the time steps at which node i is susceptible and:

Li(θi | x1, . . . , xn) =
1

|Ti|
∑
t∈Ti

xt+1
i log f(θi · xt)

+ (1− xt+1
i ) log

(
1− f(θi · xt)

)
In the case of the voter model, the measurements include all time steps until

we reach the time horizon T or the graph coalesces to a single state. For the

independent cascade model, the measurements include all time steps until node i

becomes contagious, after which its behavior is deterministic. Contrary to prior

work, our results depend on the number of measurements and not the number of

cascades.

Regularity assumptions To solve program (2.2) efficiently, we would like it

to be convex. A sufficient condition is to assume that Li is concave, which is the

case if f and (1− f) are both log-concave. Remember that a twice-differentiable

function f is log-concave iff. f ′′f ≤ f ′2. It is easy to verify this property for f and

(1− f) in the Independent Cascade Model and Voter Model.

Furthermore, the data-dependent bounds in Section 2.3.1 will require the

following regularity assumption on the inverse link function f : there exists α ∈ (0, 1)

such that

max
{
|(log f)′(zx)|, |(log(1− f))′(zx)|

}
≤ 1

α
(LF)

for all zx ≡ θ∗ · x such that f(zx) /∈ {0, 1}.

In the voter model, f ′(z)
f(z)

= 1
z
and f ′(z)

(1−f)(z)
= 1

1−z . Hence (LF) will hold as

soon as α ≤ Θi,j ≤ 1 − α for all (i, j) ∈ E which is always satisfied for some
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α for non-isolated nodes. In the Independent Cascade Model, f ′(z)
f(z)

= 1
ez−1

and
f ′(z)

(1−f)(z)
= 1. Hence (LF) holds as soon as pi,j ≥ α for all (i, j) ∈ E which is always

satisfied for some α ∈ (0, 1).

For the data-independent bound of Proposition 6, we will require the following

additional regularity assumption:

max
{
|(log f)′′(zx)|, |(log(1− f))′′(zx)|

}
≤ 1

α
(LF2)

for some α ∈ (0, 1) and for all zx ≡ θ∗ · x such that f(zx) /∈ {0, 1}. It is again easy

to see that this condition is verified for the Independent Cascade Model and the

Voter model for the same α ∈ (0, 1).

Convex constraints The voter model is only defined when Θi,j ∈ (0, 1) for all

(i, j) ∈ E. Similarly the independent cascade model is only defined when Θi,j > 0.

Because the likelihood function Li is equal to −∞ when the parameters are outside

of the domain of definition of the models, these contraints do not need to appear

explicitly in the optimization program.

In the specific case of the voter model, the constraint
∑

j Θi,j = 1 will not

necessarily be verified by the estimator obtained in (2.2). In some applications,

the experimenter might not need this constraint to be verified, in which case the

results in Section 2.3 still give a bound on the recovery error. If this constraint

needs to be satisfied, then by Lagrangian duality, there exists a λ ∈ R such that

adding λ
(∑

j θj − 1
)
to the objective function of (2.2) enforces the constraint.

Then, it suffices to apply the results of Section 2.3 to the augmented objective to

obtain the same recovery guarantees. Note that the added term is linear and will

easily satisfy all the required regularity assumptions.
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2.3 Results

In this section, we apply the sparse recovery framework to analyze under which

assumptions our program (2.2) recovers the true parameter θi of the cascade model.

Furthermore, if we can estimate θi to a sufficiently good accuracy, it is then possible

to recover the support of θi by simple thresholding, which provides a solution to

the standard Network Inference problem.

We will first give results in the exactly sparse setting in which θi has a support

of size exactly s. We will then relax this sparsity constraint and give results in the

stable recovery setting where θi is approximately s-sparse.

As mentioned in Section 2.2.3, the maximum likelihood estimation program

is decomposable. We will henceforth focus on a single node i ∈ V and omit the

subscript i in the notations when there is no ambiguity. The recovery problem is

now the one of estimating a single vector θ∗ from a set T of observations. We will

write n ≡ |T |.

2.3.1 Sparse recovery

In this section, we analyze the case where θ∗ is exactly sparse. We write S ≡

supp(θ∗) and s = |S|. Recall, that θi is the vector of weights for all edges directed

at the node we are solving for. In other words, S is the set of all nodes susceptible

to influence node i, also referred to as its parents. Our main theorem will rely on

the now standard restricted eigenvalue condition introduced by [BRT09].

Definition 2. Let Σ ∈ Sm(R) be a real symmetric matrix and S be a subset of

{1, . . . ,m}. Defining C(S) ≡ {X ∈ Rm : ‖XSc‖1 ≤ 3‖XS‖1}. We say that Σ

satisfies the (S, γ)-restricted eigenvalue condition iff:

∀X ∈ C(S), XTΣX ≥ γ‖X‖2
2 (RE)
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A discussion of the (S, γ)-(RE) assumption in the context of generalized linear

cascade models can be found in Section 2.3.3. In our setting we require that

the (RE)-condition holds for the Hessian of the log-likelihood function L: it

essentially captures the fact that the binary vectors of the set of active nodes (i.e

the measurements) are not too collinear.

Theorem 1. Assume the Hessian ∇2L(θ∗) satisfies the (S, γ)-(RE) for some

γ > 0 and that (LF) holds for some α > 0. For any δ ∈ (0, 1), let θ̂ be the solution

of (2.2) with λ ≡ 2
√

logm
αn1−δ , then:

‖θ̂ − θ∗‖2 ≤
6

γ

√
s logm

αn1−δ w.p. 1− 1

enδ logm
(2.3)

Note that we have expressed the convergence rate in the number of measure-

ments n, which is different from the number of cascades. For example, in the

case of the voter model with horizon time T and for N cascades, we can expect a

number of measurements proportional to N × T .

Theorem 1 is a consequence of Theorem 1 in [NRWY12] which gives a bound

on the convergence rate of regularized estimators. We state their theorem in the

context of `1 regularization in Lemma 5.

Lemma 5. Let C(S) ≡ {∆ ∈ Rm | ‖∆S‖1 ≤ 3‖∆Sc‖1}. Suppose that:

∀∆ ∈ C(S), L(θ∗ + ∆)− L(θ∗)−∇L(θ∗) ·∆ ≥ κL‖∆‖2
2 − τ 2

L(θ∗) (2.4)

for some κL > 0 and function τL. Finally suppose that λ ≥ 2‖∇L(θ∗)‖∞, then if

θ̂λ is the solution of (2.2):

‖θ̂λ − θ∗‖2
2 ≤ 9

λ2s

κL
+

λ

κ2
L

2τ 2
L(θ∗)

To prove Theorem 1, we apply Lemma 5 with τL = 0. Since L is twice

differentiable and convex, assumption (2.4) with κL = γ
2
is implied by the (RE)-
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condition. For a good convergence rate, we must find the smallest possible value

of λ such that λ ≥ 2‖∇Lθ∗‖∞. The upper bound on the `∞ norm of ∇L(θ∗) is

given by Lemma 6.

Lemma 6. Assume (LF) holds for some α > 0. For any δ ∈ (0, 1):

‖∇L(θ∗)‖∞ ≤ 2

√
logm

αn1−δ w.p. 1− 1

enδ logm

Proof. The gradient of L is given by:

∇L(θ∗) =
1

|T |
∑
t∈T

xt
[
xt+1
i

f ′

f
(θ∗ · xt)− (1− xt+1

i )
f ′

1− f (θ∗ · xt)
]

Let ∂jL(θ) be the j-th coordinate of ∇L(θ∗). Writing ∂jL(θ∗) = 1
|T |
∑

t∈T Yt

and since E[xt+1
i |xt] = f(θ∗ ·xt), we have that E[Yt+1|Yt] = 0. Hence Zt =

∑t
k=1 Yk

is a martingale.

Using assumption (LF), we have almost surely |Zt+1 − Zt| ≤ 1
α
and we can

apply Azuma’s inequality to Zt:

P
[
|ZT | ≥ λ

]
≤ 2 exp

(−λ2α

2n

)
Applying a union bound to have the previous inequality hold for all coordinates

of ∇L(θ) implies:

P
[
‖∇L(θ∗)‖∞ ≥ λ

]
≤ 2m exp

(−λ2nα

2

)

Choosing λ ≡ 2
√

logm
αn1−δ concludes the proof.

The proof of Lemma 6 relies crucially on Azuma-Hoeffding’s inequality, which

allows us to handle correlated observations. This departs from the usual assump-

tions made in sparse recovery settings, that the measurements are independent

from one another. We now show how to use Theorem 1 to recover the support of
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θ∗, that is, to solve the Network Inference problem.

Corollary 1. Under the same assumptions as Theorem 1, define for η > 0:

Ŝη ≡ {j ∈ {1, . . . ,m} : θ̂j > η}

For 0 < ε < η, let S∗η+ε ≡ {i ∈ {1, . . . ,m} : θ∗i > η + ε} be the set of all true

‘strong’ parents. Suppose the number of measurements verifies: n > 9s logm
αγ2ε2

. Then

with probability 1 − 1
m
, S∗η+ε ⊆ Ŝη ⊆ S∗. In other words we recover all ‘strong’

parents and no ‘false’ parents.

Proof. By choosing δ = 0, if n > 9s logm
αγ2ε2

, then ‖θ̂ − θ∗‖2 < ε < η with probability

1− 1
m
. If θ∗i = 0 and θ̂ > η, then ‖θ̂− θ∗‖2 ≥ |θ̂i− θ∗i | > η, which is a contradiction.

Therefore we get no false positives. If θ∗i > η + ε, then |θ̂i − θ∗i | < ε =⇒ θj > η

and we get all strong parents.

Assuming we know a lower bound α on Θi,j , Corollary 1 can be applied to the

Network Inference problem in the following manner: pick ε = η
2
and η = α

3
, then

S∗η+ε = S provided that n = Ω
(
s logm
α3γ2

)
. That is, the support of θ∗ can be found

by thresholding θ̂ to the level η.

2.3.2 Approximate sparsity

In practice, exact sparsity is rarely verified. For social networks in particular, it

is more realistic to assume that each node has few “strong” parents’ and many

“weak” parents. In other words, even if θ∗ is not exactly s-sparse, it can be well

approximated by s-sparse vectors.

Rather than obtaining an impossibility result, we show that the bounds ob-

tained in Section 2.3.1 degrade gracefully in this setting. Formally, let θ∗bsc ∈

argmin‖θ‖0≤s ‖θ − θ∗‖1 be the best s-approximation to θ∗. Then we pay a cost
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proportional to ‖θ∗−θ∗bsc‖1 for recovering the weights of non-exactly sparse vectors.

This cost is simply the “tail” of θ∗: the sum of the m− s smallest coordinates of θ∗.

We recover the results of Section 2.3.1 in the limit of exact sparsity. These results

are formalized in the following theorem, which is also a consequence of Theorem 1

in [NRWY12].

Theorem 2. Suppose the (RE) assumption holds for the Hessian ∇2f(θ∗) and

τL(θ∗) = κ2 logm
n
‖θ∗‖1 on the following set:

C ′ ≡{X ∈ Rp : ‖XSc‖1 ≤ 3‖XS‖1 + 4‖θ∗ − θ∗bsc‖1}

∩ {‖X‖1 ≤ 1}

If the number of measurements n ≥ 64κ2

γ
s logm, then by solving (2.2) for λ ≡

2
√

logm
αn1−δ we have:

‖θ̂ − θ∗‖2 ≤
3

γ

√
s logm

αn1−δ + 4 4

√
s logm

γ4αn1−δ ‖θ
∗ − θ∗bsc‖1

As in Corollary 1, an edge recovery guarantee can be derived from Theorem 2

in the case of approximate sparsity.

Corollary 2. Under the same assumptions as Theorem 2, if the number of mea-

surements verifies:

n >
9

αγ2ε2

(
1 +

16

ε2
‖θ∗ − θ∗bsc‖1

)
s logm (2.5)

then: S∗η+ε ⊂ Ŝη ⊂ S∗ w.p. at least 1− 1
m
.

2.3.3 Restricted eigenvalue condition

There exists a large class of sufficient conditions under which sparse recovery

is achievable in the context of regularized estimation [vdGB09]. The restricted
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eigenvalue condition, introduced in [BRT09], is one of the weakest such assumption.

It can be interpreted as a restricted form of non-degeneracy. Since we apply it to

the Hessian of the log-likelihood function ∇2L(θ), it essentially reduces to a form

of restricted strong convexity, that Lemma 5 ultimately relies on.

Observe that the Hessian of L can be seen as a re-weighted Gram matrix of

the observations:

∇2L(θ∗) =
1

|T |
∑
t∈T

xt(xt)T
[
xt+1
i

f ′′f − f ′2
f 2

(θ∗ · xt)

− (1− xt+1
i )

f ′′(1− f) + f ′2

(1− f)2
(θ∗ · xt)

]
If f and (1−f) are c-strongly log-convex for c > 0, this implies that the (S, γ)-(RE)

condition in Theorem 1 and Theorem 2 reduces to a condition on the Gram matrix

of the observations XTX = 1
|T |
∑

t∈T x
t(xt)T for γ′ ≡ γ · c.

(RE) with high probability The Generalized Linear Cascade model yields

a probability distribution over the observed sets of infected nodes (xt)t∈T . It is

then natural to ask whether the restricted eigenvalue condition is likely to occur

under this probabilistic model. Several recent papers show that large classes of

correlated designs obey the restricted eigenvalue property with high probability

[RWY10, RZ13].

The (RE)-condition has the following concentration property: if it holds for

the expected Hessian matrix E[∇2L(θ∗)], then it holds for the finite sample Hessian

matrix ∇2L(θ∗) with high probability.

Therefore, under an assumption which only involves the probabilistic model and

not the actual observations, we can obtain the same conclusion as in Theorem 1:

Proposition 6. Suppose E[∇2L(θ∗)] verifies the (S, γ)-(RE) condition and as-

sume (LF) and (LF2). For δ > 0, if n1−δ ≥ 1
28γα

s2 logm, then ∇2L(θ∗) verifies
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the (S, γ
2
)-(RE) condition, w.p ≥ 1− e−nδ logm.

Proof. The proof mostly relies on showing that the Hessian of likelihood function

L is sufficiently well concentrated around its expectation.

Writing H ≡ ∇2L(θ∗), if ∀∆ ∈ C(S), ‖E[H] − H]‖∞ ≤ λ and E[H] verifies

the (S, γ)-(RE) condition then:

∀∆ ∈ C(S), ∆H∆ ≥ ∆E[H]∆(1− 32sλ/γ) (2.6)

Indeed, |∆(H − E[H])∆| ≤ 2λ‖∆‖2
1 ≤ 2λ(4

√
s‖∆s‖2)

2. Writing ∂2
i,jL(θ∗) =

1
|T |
∑

t∈T Yt and using (LF ) and (LF2) we have
∣∣Yt − E[Yt]

∣∣ ≤ 3
α
. Applying

Azuma’s inequality as in the proof of Lemma 6, this implies:

P
[
‖E[H]−H‖∞ ≥ λ

]
≤ 2 exp

(
−nαλ

2

3
+ 2 logm

)

Thus, if we take λ =
√

9logm
αn1−δ , ‖E[H]−H‖∞ ≤ λ w.p at least 1− e−nδ logm. When

n1−δ ≥ 1
28γα

s2 logm, (2.6) implies ∀∆ ∈ C(S), ∆H∆ ≥ 1
2
∆E[H]∆, w.p. at least

1− e−nδ logm and the conclusion of Proposition 6 follows.

Observe that the number of measurements required in Proposition 6 is now

quadratic in s. If we only keep the first measurement from each cascade, which

are independent, we can apply Theorem 1.8 from [RZ13], lowering the number of

required cascades to s logm log3(s logm).

If f and (1− f) are strictly log-convex, then the previous observations show

that the quantity E[∇2L(θ∗)] in Proposition 6 can be replaced by the expected

Gram matrix : A ≡ E[XTX]. This matrix A has a natural interpretation: the entry

ai,j is the probability that node i and node j are infected at the same time during

a cascade. In particular, the diagonal term ai,i is simply the probability that node

i is infected during a cascade.
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2.3.4 Lower bound

In [NS12], the authors explicitate a lower bound of Ω(s log m
s

) on the number of

cascades necessary to achieve good support recovery with constant probability

under a correlation decay assumption. In this section, we consider the stable sparse

recovery setting of Section 2.3.2. Our goal is to obtain an information-theoretic

lower bound on the number of measurements necessary to approximately recover

the parameter θ∗ of a cascade model from observed cascades. Similar lower bounds

were obtained for sparse linear inverse problems in [PW11, PW12, BIPW11].

Theorem 3. Let us consider a cascade model of the form (2.1) and a recovery

algorithm A which takes as input n random cascade measurements and outputs θ̂

such that with probability δ > 1
2
(over the measurements):

‖θ̂ − θ∗‖2 ≤ C min
‖θ‖0≤s

‖θ − θ∗‖2 (2.7)

where θ∗ is the true parameter of the cascade model. Then n = Ω(s log m
s
/ logC).

This theorem should be contrasted with Theorem 2: up to an additive s log s

factor, the number of measurements required by our algorithm is tight.

Proof. The proof of Theorem 3 follows an approach similar to [PW12]. We present

a sketch of the proof here and refer the reader to their paper for more details.

Let us consider an algorithm A which verifies the recovery guarantee of Theo-

rem 3: there exists a probability distribution over measurements such that for all

vectors θ∗, (2.7) holds w.p. δ. This implies by the probabilistic method that for

all distribution D over vectors θ, there exists an n×m measurement matrix XD

with such that (2.7) holds w.p. δ (θ is now the random variable).

Consider the following distribution D: choose S uniformly at random from

a “well-chosen” set of s-sparse supports F and t uniformly at random from X ≡
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Figure 2.2: Figures (a) and (b) report the F1-score in log scale for 2 graphs as a
function of the number of cascades n: (a) Barabasi-Albert graph, 300 nodes, 16200 edges.
(b) Watts-Strogatz graph, 300 nodes, 4500 edges. Figure (c) plots the Precision-Recall
curve for various values of λ for a Holme-Kim graph (200 nodes, 9772 edges). Figures
(d) and (e) report the `2-norm ‖Θ̂ − Θ‖2 for a Kronecker graph which is: (d) exactly
sparse (e) non-exactly sparse, as a function of the number of cascades n. Figure (f) plots
the F1-score for the Watts-Strogatz graph as a function of pinit.{
t ∈ {−1, 0, 1}m | supp(t) ∈ F

}
. Define θ = t + w where w ∼ N (0, α s

m
Im) and

α = Ω( 1
C

).

Consider the following communication game between Alice and Bob: (1) Alice

sends y ∈ Rm drawn from a Bernouilli distribution of parameter f(XDθ) to Bob.

(2) Bob uses A to recover θ̂ from y. It can be shown that at the end of the game Bob

now has a quantity of information Ω(s log m
s

) about S. By the Shannon-Hartley

theorem, this information is also upper-bounded by O(n logC). These two bounds

together imply the theorem.
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2.4 Experiments

In this section, we validate empirically the results and assumptions of Section 2.3

for varying levels of sparsity and different initializations of parameters (n, m, λ,

pinit), where pinit is the initial probability of a node being a source node. We

compare our algorithm to two different state-of-the-art algorithms: greedy and

mle from [NS12]. As an extra benchmark, we also introduce a new algorithm

lasso, which approximates our sparse mle algorithm.

2.4.1 Edge recovery

Experimental setup. We evaluate the performance of the algorithms on syn-

thetic graphs, chosen for their similarity to real social networks. We therefore

consider a Watts-Strogatz graph (300 nodes, 4500 edges) [WS98], a Barabasi-Albert

graph (300 nodes, 16200 edges) [AB02], a Holme-Kim power law graph (200 nodes,

9772 edges) [HK02], and the recently introduced Kronecker graph (256 nodes,

10000 edges) [LCK+10]. Undirected graphs are converted to directed graphs by

doubling the edges.

For every reported data point, we sample edge weights and generate n cascades

from the (IC) model for n ∈ {100, 500, 1000, 2000, 5000}. We compare for each

algorithm the estimated graph Ĝ with G. The initial probability of a node being a

source is fixed to 0.05, i.e. an average of 15 nodes source nodes per cascades for all

experiments, except for Figure 2.2 (f). All edge weights are chosen uniformly in

the interval [0.2, 0.7], except when testing for approximately sparse graphs (see

paragraph on robustness). Adjusting for the variance of our experiments, all data

points are reported with at most a ±1 error margin. The parameter λ is chosen

to be of the order O(
√

logm/(αn)). We report our results as a function of the
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number of cascades and not the number of measurements : in practice, very few

cascades have depth greater than 3.

Benchmarks. We compare our SparseMle algorithm to three benchmarks:

greedy and mle from [NS12] and lasso. The mle algorithm is a maximum-

likelihood estimator without `1-norm penalization. greedy is an iterative algo-

rithm. We introduced the lasso algorithm in our experiments to achieve faster

computation time:

θ̂i ∈ arg min
θ

∑
t∈T

|f(θi · xt)− xt+1
i |2 + λ‖θi‖1

Lasso has the merit of being both easier and faster to optimize numerically than

the other convex-optimization based algorithms. It approximates the sparse mle

algorithm by making the assumption that the observations xt+1
i are of the form:

xt+1
i = f(θi · xt) + ε, where ε is random white noise. This is not valid in theory

since ε depends on f(θi · xt), however the approximation is validated in practice.

We did not benchmark against other known algorithms (netrate [GBS11] and

first edge [ACKP13]) due to the discrete-time assumption. These algorithms

also suppose a single-source model, whereas sparse mle, mle, and greedy do

not. Learning the graph in the case of a multi-source cascade model is harder (see

Figure 2.2 (f)) but more realistic, since we rarely have access to “patient 0” in

practice.

Graph Estimation. In the case of the lasso, mle and sparse mle algorithms,

we construct the edges of Ĝ : ∪j∈V {(i, j) : Θij > 0.1}, i.e by thresholding. Finally,

we report the F1-score= 2precision · recall/(precision+ recall), which considers (1)

the number of true edges recovered by the algorithm over the total number of edges

returned by the algorithm (precision) and (2) the number of true edges recovered
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by the algorithm over the total number of edges it should have recovered (recall).

Over all experiments, sparse mle achieves higher rates of precision, recall, and

F1-score. Interestingly, both mle and sparse mle perform exceptionally well on

the Watts-Strogatz graph.

Quantifying robustness. The previous experiments only considered graphs

with strong edges. To test the algorithms in the approximately sparse case, we add

sparse edges to the previous graphs according to a bernoulli variable of parameter

1/3 for every non-edge, and drawing a weight uniformly from [0, 0.1]. The non-

sparse case is compared to the sparse case in Figure 2.2 (d)–(e) for the `2 norm

showing that both the lasso, followed by sparse mle are the most robust to

noise.

2.4.2 Running time

We include here a running time analysis of our algorithm. In Figure 2.3, we

compared our algorithm to the benchmark algorithms for increasing values of the

number of nodes. In Figure 2.4, we compared our algorithm to the benchmarks

for a fixed graph but for increasing number of observed cascades.

In both Figures, unsurprisingly, the simple greedy algorithm is the fastest.

Even though both the MLE algorithm and the algorithm we introduced are based

on convex optimization, the MLE algorithm is faster. This is due to the overhead

caused by the `1-regularisation in (2.2).

The dependency of the running time on the number of cascades increases is

linear, as expected. The slope is largest for our algorithm, which is again caused

by the overhead induced by the `1-regularization.
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Figure 2.3: Running time analysis for estimating the parents of a single node on a
Barabasi-Albert graph as a function of the number of nodes in the graph. The parameter
k (number of nodes each new node is attached to) was set to 30. pinit is chosen equal to
.15, and the edge weights are chosen uniformly at random in [.2, .7]. The penalization
parameter λ is chosen equal to .1.
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Figure 2.4: Running time analysis for estimating the parents of a single node on
a Barabasi-Albert graph as a function of the number of total observed cascades. The
parameters defining the graph were set as in Figure 2.3.
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2.5 Discussion

Solving the Graph Inference problem with sparse recovery techniques opens new

venues for future work. Firstly, the sparse recovery literature has already studied

regularization patterns beyond the `1-norm, notably the thresholded and adaptive

lasso [vdGBZ11, Zou06]. Another goal would be to obtain confidence intervals for

our estimator, similarly to what has been obtained for the Lasso in the recent

series of papers [JM14, ZZ14].

Finally, the linear threshold model is a commonly studied diffusion process and

can also be cast as a generalized linear cascade with inverse link function z 7→ 1z>0:

X t+1
j = sign (θj ·X t − tj). This model therefore falls into the 1-bit compressed

sensing framework [BB08]. Several recent papers study the theoretical guarantees

obtained for 1-bit compressed sensing with specific measurements [GNR10, PV14].

Whilst they obtained bounds of the order O(s log m
s
), no current theory exists for

recovering positive bounded signals from binary measurememts. This research

direction may provide the first clues to solve the “adaptive learning” problem: if

we are allowed to adaptively choose the source nodes at the beginning of each

cascade, how much can we improve the current results?
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Part II

Contagion in context
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Chapter 3

The contagion of gunshot violence

in Chicago

Motivated by the question of prevention of gun violence in the United States, we

continue in this chapter our investigation of contagion mechanisms by looking

at a dataset of criminal arrests over an 8-year period in Chicago. The goal is to

evaluate the extent to which the people who will become subjects of gun violence

can be predicted by modeling gun violence as an epidemic that is transmitted

between individuals through social interactions. First, we rule out homophily—the

propensity of similar individuals to form ties—as an explanation for the temporal

correlation observed between the victimization dates of connected criminals. Next,

we model gun violence as a multivariate Hawkes process. Fitting this model to

the data suggests that social contagion accounted for 63.1% of the 11, 123 gunshot

violence episodes recored over the study period. Moreover, we find that models

that use social contagion to predict individuals at risk of becoming victims of gun

violence perform significantly better than models based solely on demographics

information.
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3.1 Introduction

In 2013, 11 208 people in the United States were murdered with a firearm and

approximately 62 220 others were injured in non-fatal gun assaults [1]. Although

mass shootings are often the focus of public attention, the vast majority of gun

murders and assaults occur in everyday incidents involving a small number of

people (typically two) [Win15]. Furthermore, gun violence tends to concentrate

within socially and economically disadvantaged minority urban communities where

rates of gunshot injuries far exceed the national average [MSR01, PK10] and where

young black men experience rates of gun homicide ten times higher than their

white counterparts [Win15].

The media, politicians, and academics alike often describe gun violence in the

U.S. as an “epidemic” [Win15, Bra03, Chr07, Slu13, CL02, ZPGM14], implying

concern over its alarmingly high levels as well as the possibility of its spread.

Although gun violence’s stubborn persistence in certain communities might be more

accurately described as an endemic [Chr07], the public emphasis on epidemics has

inspired research on the mechanisms through which violence might be transmitted

[ZPGM14, PWR15, MSB+11]. The most common approach measures the spatial

diffusion of gun violence from neighborhood to neighborhood [MSR01, ZPGM14,

MSB+11, CT99]. Although this spatial approach often discusses interpersonal

relationships related to gang activity [ZPGM14, TCE14] or drug markets [CCET98]

as the drivers behind the diffusion of gun violence, the statistical models themselves

presume that violence might be conceptualized an airborne pathogen (such as

influenza) moving between neighborhoods, and that can be “caught” by inhabiting

locations with high incidence rates.

Recent thinking suggests, however, that many of the processes that we at-

tribute to geography might occur in part due to the interpersonal ties underlying
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social networks [Sam11]. Research on gun violence in Chicago, Boston, and

Newark has found that gunshot victims are highly concentrated within networks,

along with cross-sectional evidence that such concentration is related to social

contagion, i.e., the spreading of beliefs, attitudes, and behaviors through social

interactions [PWR15, PBH12, PBPG15, TBP16]. Furthermore, social networks

are fundamental in diffusion processes related to diverse areas such as behav-

iors [Cen10], opinions [BMA15, BFJ+12], HIV [AMM13], obesity [CF07], and

depression [RFC11]. Taken together, these studies suggest that the diffusion of gun

violence might occur through person-to-person interactions, in a process akin to the

epidemiological transmission of a bloodborne pathogen (such as HIV). Contagion

via social ties, then, may be a critical mechanism in explaining why neighborhoods

matter when modeling the diffusion of crime and, perhaps more importantly, why

certain individuals become victims of gun violence while others exposed to the

same high-risk locations and situations do not.

To study the role of social influence in gun violence, we examined a particular

interaction between individuals: being arrested together for the same offense, a

behavior known as co-offending. Co-offending typically occurs between people

who share strong pre-existing social ties [War02] and is driven by social processes

that amplify risky behaviors (criminal or delinquent acts that might lead to

arrest, including violent victimization and offending) [War02, TY16, Hay02, Hay01,

You11]. Like other social behaviors such as needle-sharing [KGB05] and sex

[AMM13, BMS04], co-offending may reveal patterns of social interactions that

influence how victimization spreads [War02, Hay02, Sut47, OWO+96, Fel97]. We

hypothesized that a person becomes exposed to gun violence through social

interactions with previous victims: someone who has been shot may be more

likely to be embedded in the networks and environments in which guns are present
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and gun violence is likely to erupt. Associating with victims of gun violence,

and specifically co-engaging in risky behaviors with them, therefore may expose

individuals to these same behaviors, situations, and people that in turn increase

the probability of victimization.

Our study directly assessed the efficacy of treating the diffusion of gunshot

victimization as an epidemiological process that spreads through social networks.

Our central hypothesis was that when someone in your network becomes a victim

of gun violence, your risk of victimization temporarily increases. We hypothesized

that predictive models incorporating social contagion would outperform models

considering only individual and ecological risk factors in predicting future gunshot

victims. Modeling the precise social dynamics of victimization could represent

an important advance in treating gun violence as a public health epidemic. By

uncovering high-risk individuals and transmission pathways that might not be

detected by other means, a contagion-based approach could detect strategic points

of intervention that would enable measures to proactively reduce the trauma

associated with gun violence rather than primarily react to past incidents. Im-

portantly, such a contagion-based approach is victim-centered. This approach

has the potential to move the larger public dialogue on gun violence away from

efforts that rest largely on geographic or group-based policing efforts that tend to

disproportionately affect disadvantaged minority communities.

We tested our hypothesis in Chicago, IL, a city whose well-documented patterns

of gun violence are emblematic of the epidemic described above and whose rates of

gun violence are more than three times the national average [Sam11, MS97, RR95,

Slu13, GC04, 2]. Although Chicago does not have the highest urban per capita

homicide rate, the city has a long history of violence and consistently tallies a

greater number of homicides than any other city in the U.S. [Des14].
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As in other major U.S. cities, violent gun crime in Chicago is intensely con-

centrated in a small number of socially and economically disadvantaged neigh-

borhoods (where homicide rates may be upwards of 75 per 100,000 people)

[RR95, PMF07, SBP17]. Furthermore, gun violence victimization is concentrated

in a small social networks: a recent study of non-fatal gunshot victimization in

Chicago from 2006 to 2014 found that greater than 70% of all victims could be

located in networks containing less than 5% of the city’s population [PWR15]. The

current study examines the extent to which individual gunshot victimization in

Chicago might be explained as a process of epidemiological transmission between

individuals in these networks.

3.2 Methods

3.2.1 Data

We examined all recorded fatal and non-fatal gunshot injuries in Chicago from

2006 to 2014 among the population of individuals arrested during this time period.

Data come from two different sources provided by the Chicago Police Department

through a nondisclosure agreement:

• All 1 189 225 arrests recorded by the police from January 1, 2006 to March

31, 2014, involving 462 516 people (for comparison, the adult population

of Chicago totals approximately 2.1 million). Arrest data are recorded

at the incident level and contain social and demographic information on

each reported individual including birthdate, race, ethnicity, sex, and gang

membership (as identified by the police). Note that these data include only

arrests, and not non-custodial stops or contacts.
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• Detailed records for all 16 399 gunshot victimizations recorded by the police

during the same time period, excluding suicides, accidents, and shootings that

occurred during legal interventions (i.e., shootings involving law-enforcement

personnel). These records consist of 13 877 non-fatal and 2 522 fatal shootings,

affecting 14 695 people; 1 498 people were shot on more than one occasion.

Among all shooting victims, 90.2% were arrested during the study period

and could be located in the arrest data. As with the arrest information,

the shooting data also contained detailed information about each shooting,

including the demographic information of the victims.

Events and individuals are uniquely identified across both datasets using

internal alphanumeric codes created by CPD (which we refer to as Event Codes

and Identity Codes, respectively), thereby allowing us to match events and people

over time and across datasets.

Data limitations. These data were not without limitations. First, police data

have known biases, including: (a) undercounts of the true volume of crime because

most crimes go unreported; (b) problems caused by data-entry errors or the use of

aliases; and (c) biases in criminal justice practices and polices, including racial and

neighborhood profiling, that might skew the true geographic and socio-demographic

distribution of crime [Kir06, TK03, Ber83]. Regarding this last point, we make no

claims of whether arrests were justified, but simply rely on them as the systematic

recording of an observed behavior. Second, since crime is generally underreported,

our co-offending data most likely underestimates the social ties related to risky

behavior. And, third, without comparative data from other cities, it is difficult to

know how representative the Chicago co-offending network is of co-offending more

generally.
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Missing data. Twenty-three percent (N = 331 592) of the arrest records had no

labeled Event Code (EC). In these instances, we determined which entries came

from the same event by matching entries based on their date, time, and location.

If multiple entries had identical information in all of these fields, we assumed they

were from the same arrest and generated a new, unique EC for all such entries.

We also provided unique ECs for all other entries where no match was found.

A small portion of entries (N = 2 595, 0.2%) contained no recorded Identity

Code (IC). For some entries (N = 873), we identified the proper IC by finding

other arrest records where the offender had the same birthdate, race, sex, and

home address. For the rest of the cases (N = 1 722), we assigned new, unique ICs.

Where possible, we assigned the same IC to records that matched on birthdate,

race, sex, and home address.

Next, we cleaned the entries (N = 1 087, 0.07%) where there was no recorded

birthdate for the offender. In 85% of these cases (N=927) we found the correct

birthdate based on the other arrest records of the same individual, where the

proper birthdate was recorded. Where this was not possible (N=160), we removed

the entry from the data.

We performed a similar procedure to identify the residential neighborhood of

offenders when this data was missing. 35 137 records (2.4%) involved individuals

who lived in Chicago but did not have a labeled neighborhood. (We defined

neighborhoods based on which police district the offender lived in. We ignored

smaller geographic divisions such as police beat because the data within each group

was too sparse.) We identified the district for 28 098 of these records based on other

arrests of the same individual. This left 7 039 records from Chicago where the

neighborhood was not recorded, plus 162 026 records from people who do not live

in Chicago. We pooled these 169 065 offenders into a single “null” neighborhood.
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Finally, there were a few entries (N = 130, 0.009%) with no labeled sex for the

offender. We determined the correct sex for 3 of these cases by finding other arrest

records with the same identity code. We imputed the other 127 individuals to be

male, as 85% of the arrested individuals were male.

3.2.2 Co-offending network

We used the arrest records to generate a bipartite network that connects arrest

events and people (Figure 3.1). That is, the network connects each person to every

arrest in which he or she was involved. Equivalently, the network connects each

arrest event to all of the people arrested. The network is clearly bipartite since

people cannot be linked with people, and arrests cannot be linked with arrests.

This network has a total 1 189 225 arrest event nodes, 462 516 person nodes, and

1 458 957 edges.

We performed a bipartite projection on the person nodes to obtain a one-mode

social network, where nodes represent each person who was arrested during the

study period. This network contained 462 516 nodes and 467 506 edges. Unweighted

edges connect every pair of people who were arrested in the same event during

the study period, connecting individuals based on their association with the same

crime.

Edges connected pairs of individuals who co-offended together at some point

during the study period. Due to the one-mode structure, incidents in which more

than two people co-offended together were represented by edges between every pair

of individuals involved rather than all individuals to a common incident. More

than two-thirds of the arrests involving multiple people had only two participants,

however. Another 18% contained three people, leaving only 13% of arrests that

involved more than three people. This shows that our one-mode co-offending
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Figure 3.1: Co-offending network generation process. (A) Example of raw data and its
structure, in which event codes mark specific arrest events and identity codes represent
unique individuals. Each entry represents a single individual arrested in a specific incident.
(B) Bipartite (i.e., 2 mode) network between offenses (green) and people (blue), generated
by using the data from A as an edge list (in which each row represents a pair of nodes
that are connected by an edge). (C) Person-to-person (i.e., 1 mode) co-offending network,
generated by performing a bipartite projection on thenetwork from B. Nodes represent
unique offenders, and edges connect offenders who were arrested for the same incident.
Note that the network is unweighted, meaning that every edge has identical weight, even
for pairs who were arrested together multiple times.

network is a reasonable representation of co-offending dynamics.

We treated the co-offending network as static rather than forming each edge at

the date of first co-offense. Although the co-offending events occur at specific points

in time, previous research on co-offending has shown that the individuals involved

typically already have close existing relationships [War02]. Because we can identify

the presence of these relationships but not the date when those relationships

formed, we generate a static network that includes every co-offense throughout

the study period.

While it is possible to build a weighted social network with edge weights

corresponding to the number of co-arrests between individuals, we did not do this

for three reasons. First, it is difficult to determine if two people appear together in
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the arrest data multiple times because they actually co-offended together multiple

times or simply faced multiple charges from the same co-offense. Second, there are

very few edges between individuals who co-offended multiple times together—a

finding consistent with prior research on co-offending networks.3 94% of edges

have weight=1, 5% of edges have weight=2, and all larger edge values account

for the remaining 1% of edges. Finally, we found no evidence that high-weight

edge facilitate the transmission of gunshot victimization. For each edge weight

represented in the network, we looked at the percentage of pairs where both

individuals were infected. The probability that such a pair exists actually goes

down as the edge weight increases. In particular, out of the 269 highest-weight

edges (weight>5), there is not a single pair where both people were infected. This

leads us to believe that the few high-weight edges that exist have little or no special

effect on the contagion of violence.

Largest connected component. Decomposing the co-offending network into

disjoint connected components yielded many small components and one giant

component. This is similar to the pattern observed in other empirical networks

[Ada99, AB02]. More than half of the nodes (56%) are isolated, corresponding

to people who were never arrested with anyone else. Of the 284 876 connected

components, only one contains more than 30 nodes. This largest connected

component contains 30% of the nodes in the network (N = 138 163) and 89% of

the edges (N = 417 635). Consistent with previous research on the concentration

of gun violence within co-offending networks [PWR15], the largest connected

component contained 74.5% of gunshot victimizations of arrested individuals

(N = 11 123 victimizations, affecting 9 773 people).

The largest connected component resembled a typical social network. The net-

work’s degree distribution followed a power-law distribution with scaling exponent
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1.39. This means that the LCC is a scale-free network, which is very common

among social networks [AB02]. The LCC has a clustering coefficient of 0.6 and an

average path length of 8.3. In comparison, an Erdös-Réyni random graph of the

same size has a clustering coefficient of 0.00003 and an average path length of 6.78.

Since the LCC is highly clustered with a similar average path length compared to

a random graph, it is a small-world network [WS98].

Adding victim attributes. We used gunshot victimization records to determine

our dependent variable of whether or not any individual in the data was a victim

of a fatal or non-fatal gunshot injury during the study period. For each victim, we

record the date of every fatal and non-fatal gunshot victimization associated with

that individual. Eleven percent (N = 1 251) of the victims of non-fatal gunshots

had multiple victimizations during the study period, with a maximum of five.

Twelve percent (N = 247) of the victims of fatal gunshots had previously during

the study period been the victim of a non-fatal gunshot.

Although we restricted ourselves to gunshot victims who are also in the co-

offending network, we still captured the vast majority of victims in our analysis:

93% of nonfatal victims members of the co-offending arrest network, and 80% of

fatal victims are in the network.

3.2.3 Homophily versus contagion

Understanding how gunshot victimization might make its way through a network

requires understanding different reasons for how patterns of gunshot violence might

emerge in a network: failing to account for all possible explanations can lead to

overestimating the effects of social contagion [AMS09, CCF08, ST11]. We consider

three potential explanations: individuals associate with similar peers (homophily),
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individuals are exposed to the same environmental factors (confounding), and

individuals influence one another’s behavior over time (contagion) [AMS09, CCF08,

AKM08, CF07]. To distinguish between these explanations, we analyzed the

temporal patterns of victimization with those generated by simulations that

account for homophily and confounding but not contagion. We ran 10 000 Monte

Carlo simulations of the study period, assigning to each victim a new victimization

date that is consistent with his or her exposure to violence based on risk factors

and environmental influences. By shuffling the infection dates between victims as

described below, the simulations generated a set of networks that 1) retained the

aggregate patterns of gun violence, as measured by the number of victimizations

each day, and 2) accounted for the effects of homophily and confounding but

assume no social contagion.

Homophily would explain the temporal clustering of victims in the network if

people co-offend with others who have similar risk factors and therefore are likely

to be shot at similar times. Many prior studies have shown strong relationships

between certain risk factors and exposure to violence [TBP16], a relationship that

our data corroborates. In our simulations we controlled for whatever traits cause

two individuals to co-offend together by holding constant the network structure

and victim identities: each victim has the same neighbors in both the real and

simulated data. Confounding would explain the pattern of victimizations if features

such as age and neighborhood expose similar individuals to violence at the same

time. Our simulations controlled for confounding by shuffling victimization dates

only between individuals who are the same age, gender, and ethnicity; live in

the same neighborhood; and both either belong or do not belong to a gang (if

an individual does not match with anyone else across all of these features, that

person’s infection date is not altered). We also controlled for the fact that violence
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rates fluctuate, following a predictable seasonal trend of rising in the summer

and declining in the winter [MC15, MLP12]. Furthermore, some years have more

incidents of violence than others and crime in the US and Chicago declined during

the observation period [Zim06, Pap13]. In order to control for violence rates over

time, we simulated the exact same number of infections per day as observed in

the data. Together, these controls ensured that we accurately represented each

person’s exposure to violence as it relates to individual and environmental risk

factors.

This approach allowed us to determine the extent to which the observed

concentration of victims could be explained without any social contagion. If

the concentration of victims was primarily due to homophily and environmental

confounding, the simulations would accurately recreate the observed pattern of

gunshot violence. On the other hand, if social contagion was responsible for some

victimizations, we expected to see that the observed victimizations appear closer

together in time than the simulations could explain.

Because we held constant the set of victims and infection dates, we could

simulate an infection process that lacks social contagion by shuffling the matching

between victim identity and victimization date. Given our method’s similarity to

the previously-developed “Shuffle Test” [AKM08], we refer to our approach by the

same name.

Our Shuffle Test ran as follows:

1. Take the LCC and identify the gunshot victims from the data.

2. Divide all the victims into groups that share the same birth year, gender,

ethnicity, residential neighborhood, and gang membership status (i.e. belong

to a gang or not).
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3. Within each group, randomly permute the infection dates associated with

each individual. Individuals in groups by themselves retain the same infection

date.

This yielded a new version of the LCC, with the same victim population and

overall set of infection dates as the raw data. Each victim was infected at different

times during the simulated study period compared to the observed data, but in a

manner that is consistent with the rate at which he or she was exposed to violence.

For each simulation, we measured how many days passed between infections

within every pair of first-degree associates who were both victims (N = 9 568).

If one or both victims were infected multiple times during the study period, we

take the minimum time difference between infections. As our network and set

of victims are fixed based on the data, the quantity and identities of such pairs

remain constant in every simulation. If these pairs of victim are shot equally close

together in time in the data and simulations, then we will be able to conclude

that homophily and confounding are sufficient to explain the data. Alternatively,

if the data exhibits a higher degree of temporal clustering, this will imply that

explanations beyond homophily and confounding are necessary.

3.2.4 Predicting victims

We modeled the contagion of violence over the social network using a stochastic

model in which the probability of future shootings depended on the history of past

shootings [MSB+11, Haw71, ML08, LA14, FDGR+14]. Individuals are susceptible

to gunshot victimization through two means: social contagion, reflecting the

increased probability to be shot immediately following the victimization of a

person with whom one associates, and a seasonal factor that reflects the persistent

rate of victimization within the network. The model expressed the social contagion
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component of susceptibility via two factors: time and network structure. Consistent

with previous models and epidemiological research, we assumed that gun violence

is most likely to spread immediately following another shooting [LA14, FDGR+14,

GRLK12] and between people who are closely linked in the network [VBS+06, SS95];

on this latter point, we set the influence of contagion to weaken further away from

the source according to the inverse square of network distance, and to disappear

beyond three degrees of separation (i.e., more than three edges away in the network)

[PWR15, CF07]. Specifically, we used a Hawkes process, the details of our model

as well as how we fit it to our data are described in Section 3.3.

An important application of modeling gun violence is to identify who might

be shot in the future: predicting gunshot victims might provide information that

could be used for intervention and violence-prevention efforts, especially if a small

population that faces the most immediate risk could be precisely identified. We

therefore applied our model to predict who would be shot. We compared the model

described above (referred to henceforth as the contagion model) with two others:

• Demographics model: This model uses each person’s demographic features

and risk factors to predict who will be infected on a given day. We include

all features available in our data, capturing many of the variables shown to

be most critical in predicting gunshot victimization [TBP16]. We label as

infected all people who have been shot before that date and label all others as

non-infected. We then perform a logistic regression over the entire population,

using the formula victim ∼ sex+ race+ age+ gang.member+ gang.name+

N.prior.arrests+neighborhood (while additional features would surely have

been useful, we unfortunately did not have access to any variables beyond

these). The resulting probabilities correspond to the background rate of the

Hawkes contagion model and identify each person’s risk to be shot.
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• Combined model: This model uses the results from the demographics and

network models. We combine the risk scores from the other two models using

a weighted sum, generating a fully specified Hawkes contagion model for the

spread of gunshot violence through the co-offending network.

Given that law enforcement and social services must make targeted interventions

with limited resources, predictions of gunshot victims are only actionable if they

precisely identify a small population that faces the highest risk to be shot. With

this in mind, the proper evaluation for any model is its ability to identify future

victims as part of the population’s highest-risk community [CLL11, MSB+11].

For this study, we define three “high-risk communities” as those people identified

with the top 0.1%, 0.5%, and 1.0% of risk to become infected. These correspond

to populations with 138, 691, and 1 382 individuals from the largest connected

component, respectively.

Although larger populations of high-risk individuals could potentially include

more victims, larger populations could also include too many people to be reason-

ably suited for targeted interventions. We evaluated and ranked our models based

on the number of victims they identified within these high-risk populations (be-

cause there is only one realized outcome of the victimization process—the data—it

is not possible to calculate statistical significances for the predictive models).

For every day of the study period, we executed all three models to predict each

person’s likelihood to be shot on that day. We then identified (based on the data)

the people who were actually shot on the current day of the trial and noted their

relative risk in the population of co-offenders according to each model. For each

model, we ended up with the rankings of all the victims on the day they were shot.

We compared the different models by measuring how well they identify victims as

part of the network’s high-risk population. An ideal model would identify each
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day’s N victims as the individuals with the N highest levels of risk.

3.3 Social contagion model

We modeled the contagion of gun violences as a Hawkes process propagating on

the co-offending network. In this section, we describe the exact instantiation of

the Hawkes process we used as well as how we fit it to our data.

3.3.1 Hawkes processes

Hawkes processes are a class of self-exciting temporal point processes originally

introduced by Alan Hawkes in the early 1970s [Haw71] and have recently become

common as a way to model contagion and diffusion processes. Applications

include the spread of seismic events [ML08] information spread in social networks

[FDGR+14] and stock market trading dynamics [Lin09].

A convenient way to describe temporal point processes is through their con-

ditional intensity function, which describes the instantaneous probability of oc-

currence of an event at any given time t. For Hawkes processes, the conditional

intensity function can be written as the sum of endogenous time-varying intensities

(capturing the intra-network influence of the events preceding time t) and an

exogenous intensity (capturing the influence of all extra-network factors).

Formally, for a D-dimensional Hawkes process with N infection events, let us

introduce the set of events E = {ti, ki}1≤i≤N where ti denotes the time of event i

and ki the dimension (or coordinate) on which it occurs. The conditional intensity

function of the kth coordinate is defined as follows:

λk(t) = µk +
N∑
i=1

φki,k(t− ti) (3.1)
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where µ = (µk)1≤k≤D is the vector of exogenous intensities (also known as back-

ground rates) and the functions φ = (φi,j)1≤i,j≤D is the matrix of endogenous

kernel functions (also known as exciting functions). For a pair of coordinates (u, v),

φu,v(t) models the influence of coordinate u over coordinate v after t time has

passed since u was infected. The kernel functions are non-negative and causal (i.e.,

φu,v(t) = 0 for t < 0). In particular, this implies that the summation in (3.1) is

only over the indices i such that ti < t.

From this definition, we see that the Poisson process can be characterized as a

special case of the Hawkes process, with a constant exogenous intensity and no

dependence on past events. That is, λ(t) = λ.

We refer the reader to other sources [Ras11, DVJ98] for a formal discussion

of the conditional intensity function and its proper interpretation in a Hawkes

process. From these, we apply the following formula for the log-likelihood of events

E given µ and φ over observation period [0, T ]:

L(E |µ, φ) =
N∑
i=1

log λki(ti)−
D∑
k=1

∫ T

0

λk(t)dt (3.2)

Intuitively, the first sum calculates the log-likelihood of every infection event that

did occur, and the second sum calculates the log-likelihood that each individual

was not infected at all other times.

3.3.2 Gun violence as a Hawkes process

We model the contagion of gun violence as a Hawkes Process by defining the

following features: each network vertex (i.e. each individual) occupies its own

coordinate of the Hawkes Process and each gunshot victimization is an event of

the process occurring on the coordinate that corresponds to the victim (repeated

victimizations of the same individual correspond to multiple events on the same
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node, and are treated the same as single victimizations).

Figure 3.2: Monthly counts of fatal and non-fatal gunshot injuries in Chicago, 2006
to 2014. The number of shootings per month varies widely depending on the time of
year: violence peaks in the summer and declines in the winter. In 2008, for example, the
number of shootings per month varied from 74 in February to 277 in August.

Exogenous intensity. We assume that the exogenous intensity is the same for

every individual in the network, and attribute the observed fluctuations of violence

rates (Figure 3.2) to a seasonal effect independent of peer contagion. For this

reason, we fit a time-varying function to the data and use it for the common

exogenous intensity (described in Section 3.3.3).

Endogenous exciting functions. The exciting function φu,v(t) models the

effect of person u on person v after t time has passed since u was infected and

captures two common assumptions regarding the spread of contagions.

1. Time: consistent with previous models used to infer the spread of contagions

over social networks [FDGR+14, GRLK12, LA14] we assume that the impact
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of earlier infections on future events decays as the time passed since the

original infection increases. Additionally, influence can only travel forward in

time: an infection has no impact on those that came before it. As is common

for Hawkes processes [FDGR+14, Lin09, Ras11, DVJ98, GRLK12, LA14],

we assume an exponential decay and obtain the following formula for the

temporal component of the exciting functions:

fβ(t) =


βeβt if t > 0

0 if t ≤ 0

2. Network structure: epidemiologists commonly assume that contagious events

are localized and that the transmission probability increases closer to the

source [GBK01, VBS+06, Ste48, SS95]. In our case, we assume that violence

is more likely to spread between people who are closely linked in the network

and measure the distance between individuals based on network topology.

Based on previous studies of violence in social networks [PWR15, CF07], we

assume that infections are able to be transmitted across a network distance of

up to three degrees of separation; people who are further away in the network

have no effect on one another. Hence, we obtain the following formula for

the structural component:

gα(u, v) =


α

dist(u,v)2 if dist(u, v) ≤ 3

0 if dist(u, v) > 3

Finally, we obtain the exciting function by combining the above two components:

φu,v(t) = fβ(t)gα(u, v)
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Model likelihood. Using Equation (3.2) and the model presented in Sec-

tion 3.3.2, we can now write the log-likelihood of observed infection events E. V

denotes the set of vertices in the network, and [0, T ] marks the study period.

Since some individuals were the victims of fatal gunshots during the study

period, they were not susceptible to infection during the entire study period. For

these victims, the second summand of (3.2) only needs to be integrated until

their time of death. Denoting by Tv the time of death of vertex v (Tv = T if the

individual didn’t die during the study period), we obtain:

L(α, β, µ |E) =
N∑
i=1

log λki(t)−
∑
v∈V

∫ Tv

0

λv(t)dt (3.3)

3.3.3 Inferring model parameters

Exogenous intensity. We model the seasonal variations with a periodic sinu-

soidal function.

Let M(t) denote the expected number of total victimizations occurring on day

t. We assume the following form M(t) = A[1 + ρ sin(ωt + φ)]. Because violence

fluctuates annually, we know that the period is one year, i.e. ω = 2π/365.24. We

learn the remaining three parameters using non-linear least squares estimates with

the Gauss-Newton algorithm. This yields:

A = 3.73, ρ = 0.43, φ = 4.36 .

Figure 3.3 depicts the number of infections on each day of the study period along

with the function M .

Because we do not yet know the importance of the exogenous intensity in

spreading gunshot violence, we only keep (ρ, φ) from the fitted parameters. In

other words, we only keep the parameters characterizing the seasonal fluctuations;
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Figure 3.3: Shootings per day and best-fit curve during the study period. Each blue dot
represents the number of shootings (fatal and non-fatal) on a single day. Values ranged
from 0 (N = 280, 9.3%) to 16 (N = 1), with a mean of 3.7 and median of 3. In order to
model how violence rates vary over time, we fit a sinusoidal curve to this data (in green).

the base amplitude A of the exogenous intensity will be inferred together with the

kernel function parameters in the following section.

Finally, we relate the aggregate number of infections M(t) to the node-level

exogenous intensity µ(t). By definition:

M(t) =
∑
v∈V

∫ t

t−1

µ(s)ds = |V |
∫ t

t−1

µ(s)ds

where we used that the exogenous intensity is identical across all nodes. Assuming

that M(t) is approximately constant over the course of one day, we get M(t) =

|V |µ(t). Hence we obtain the following form for the exogenous intensity:

µ(t) = µ0

[
1 + ρ sin(ωt+ φ)

]
,

where µ0 ≡ A/|V |.
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Learning the optimal model parameters Using the exogenous intensity

from the previous paragraph, the log-likelihood now depends on three parameters

(α, β, µ0). Finding the maximum likelihood estimate of these parameters amounts

to solving the following optimization problem:

argmax
α,β,µ0

L(α, β, µ0 |E) (3.4)

Unfortunately, the objective functionis not jointly concave in its three arguments.

We will, however, exploit the following fact.

Proposition 7. The function (α, µ0) 7→ L(α, β, µ0 |E) is concave.

Proof. Expanding the terms in Equation (3.3), it is clear that the second sum is

linear in (α, µ0). Hence it is sufficient to show that for 1 ≤ i ≤ N :

h(α, µ0) = log

µ0

[
1 + ρ sin(ωt+ φ)

]
+
∑
j:tj<ti

α

dist(ki, kj)2
fβ(t)


is concave. For this, we see that the operand of the log function is linear in (α, µ0).

By composition with the concave function log, we obtain that h is concave and

thus conclude the proof.

We observed numerically that L has many local optima; hence we solve Equation

(3.4) using the following heuristic:

1. We perform a brute force grid search to locate good starting points for the

refining heuristic.

2. Starting from the best point obtained during the first step, we refine the

solution by alternated minimization:

(a) Optimize over (α, µ0) for a fixed value of β. By Proposition 7, we were

able to use standard convex optimization tools.
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(b) Optimize over β for a fixed value of (α, µ0), using simulated annealing.

Other heuristics were considered: using gradient descent for the optimization

over β, or using global gradient descent to optimize over all three parameters at

the same time. All heuristics led to the same optimal solution, indicating that our

initial grid search was fine enough to identify good starting points. We obtained

the following values of the parameters at the optimum:

α = 7.82× 10−3, β = 3.74× 10−3, µ0 = 1.19× 10−5 .

3.3.4 Inferring the patterns of infection

Given fitted values of the parameters of the Hawkes contagion model, we then

determined whether each infection event (t, v) was primarily caused by the exoge-

nous background rate or endogenous peer contagion. Using Equation (3.1), we

compared the value of the exogenous and endogenous intensities at the time t of

infection, and attributed the infection event to the larger of the two quantities. In

other words, we attributed the infection to peer contagion if
∑

i:ti<t
φki,v(t) > µ(t).

For infection events (t, v) attributed to peer contagion, we could single out a

single event as the individual most responsible for transmission. This was achieved

by choosing the event with the strongest social influence on v at time t. That is,

argmax1≤i≤N φki,v(t).

We thus uncovered the pattern of infections: each infection event is attributed

to either the exogenous intensity or a single past infection event. We draw an

edge from each infection event to all other infections that it spawns. We note that

edges are directed forward in time, making cycles impossible, meaning that every

connected component in this infection network is a tree. We referred to each tree

in the forest of infections as a cascade. It is important to note that the infector is
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not assumed to be the one who shoots the victim, but rather the one who exposes

him or her to the risk of victimization.

3.4 Results

3.4.1 Characteristics of the network

Figure 3.4: Graphical Representation of the Largest Connected Component of the
network. Each node represents a unique individual (N = 138 163). Red nodes identify
subjects of a fatal or nonfatal gunshot injury (N = 9 773); blue nodes represent people
who were not subjects of gun violence (N = 128 390).

Table 3.1 shows characteristics of the 138 163 people in the network. Figure 3.4

provides a graphical representation of this network, showing the relative locations

of victims and non-victims. Individuals were on average 27 years old at the

midpoint (in 2010) of the study, and predominantly male (82.0%) and black

(75.6%). According to police estimates, 26.2% were members of street gangs.
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Table 3.1: Characteristics of the 138 163 individuals arrested in Chicago between 2006
and 2014 and in the largest connected component of the network.

Compared to non-victims, the victims of gunshots were 4.8 years younger (23.2

vs. 27.0 years) and more likely to be male (97.0% vs. 80.9%), black (79.8% vs.

75.3%), and involved in a gang (52.3% vs. 24.3%). Consistent with prior research

[PWR15], gunshot victimization was highly concentrated within the network.

Gunshot victims were socially close to other gunshot victims in the network:

17.9% of victims’ first-degree associates were also victims, compared to 9.8% for

non-victims. This pattern was similar for second- and third-degree associates as

well (see Table 3.1), indicating that there were clusters in the network with many

victims and other parts with few victims.

3.4.2 Homophily versus contagion

The shuffle test described in Section 3.2.3 showed that homophily cannot fully

explain the concentration of gunshot victims within the network (Figure 3.5). Pairs

of victims are shot on average 60 days closer together than the simulations can
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Figure 3.5: Results from 10 000 Monte Carlo simulations of the study period without
any social contagion. These plots display the temporal relationships between infections
for all pairs of first-degree neighbors where both people were gunshot victims during the
study period. Vertical red lines represent the observed values from the data. Simulations
based on homophily underestimate by a large margin how many pairs will be infected close
together in time.

explain. We similarly found that the median time difference between victimizations

is 75 days shorter in the data than in the simulations. We then evaluated how

many pairs become victims within a specific, short period of time. While 7.6% of

pairs in the data became victims within 30 days of one another (N = 726), there

were only 4.0% (3.7%–4.4% 95CI) such pairs in the simulations. Homophily and

confounding, then, explained only 53% of the gunshot victimization that occurred

between associates within 30 days. Similarly, 17% of pairs in the data became

victims within 100 days of one another, compared to only 12% in the simulations.

These results indicated that victims are clustered both temporally and topologically
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in a manner that homophily and confounding cannot fully explain. This suggested

that considering social contagion may help explain when and where victimizations

occur in the network.

3.4.3 Validation on simulated data

In order to validate our approach for learning the Hawkes model parameters, we

evaluated the method described in Section 3.3.3 on synthetic data. Starting from

the same co-offending network as in the dataset (i.e., the LCC), we generated

synthetic contagion events by simulating the Hawkes contagion model [MR05].

The model parameters are fixed to the values obtained in Section 3.3.3.

We then computed the maximum likelihood estimator described in Section

3.3.3 on the synthetic contagion events and compared the inferred parameters to

the true values used during the simulation. To analyze how our estimates converge

as we observe more data, we truncated the synthetic dataset at increasing time

horizons between 0 and 3 000 days (our study period spanned 3 012 days) and

trained the maximum likelihood estimator separately on each truncated dataset.

We performed this procedure five times to generate five independent sets of

synthetic contagion events (Figure 3.6). We observed that the inferred parameters

quickly converged toward the optimal value as the study period increases. The

learned parameters for are close to optimal even for short study periods. The mean

parameters from the five trials at 3 000 days were all within 2% of the optimal

value, indicating that our parameter inference method was able to determine the

parameters of a Hawkes model over actual study period.
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Figure 3.6: Learned parameters relative to ground truth from five simulations of the
Hawkes contagion process. The dashed black lines indicate the ground truth, that is the
value of the parameter used to generate the synthetic data. Colored lines show the learned
parameters relative to ground truth for each synthetic dataset as we observe a different
number of days.

3.4.4 Modeling contagion

After calibrating our model to the data, we found that 63.1% (N=7,016) of

the 11 123 gunshot victimizations in the network during the study period were

attributable to social contagion. This distribution was similar for both fatal (60.8%,

N = 829) and non-fatal injuries (62.6%, N = 6 187). Victims were shot on average

125 days after their infector (the person most responsible for the victim being

exposed to gunshot violence), with a median time difference of 83 days.

From tracing gunshot victimization through the network, we detected 4 107

separate cascades (connected chains of infection through the network) ranging in

size from cascades with a single person to a large cascade involving 469 people,

with a mean cascade size of 2.7. The distribution of the cascade sizes extracted

from our dataset can be seen in Figure 3.7. Consistent with previous findings

in related domains [LMF+07, CAD+14] this distribution follows a power-law of
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exponent 1.79.

Figure 3.7: Distribution of cascade sizes found in the network. Cascade sizes ranged
from 1 (N = 3 427, 83.4%) to 469 (N = 1), with a mean size of 2.71 people.

Figure 3.8 depicts three representative cascades, containing 12 people, 34

people, and 64 people, all shot during the study period and showing the pathways

of diffusion between individuals. These cascades visually reinforce how gunshot

victimization spreads through a co-offending network, connecting individuals

who initially had no connections to one another. They also help to explain the

concentration of victims as shown in Table 3.1 and Figure 3.4, since victimizations

in one part of the network generate further victimizations in the same region of

the network.

3.4.5 Predicting subjects of gun violence

Figure 3.9 shows a comparison of the three models to predict gunshot victimization:

a model based on demographics, a model based on contagion, and a model based
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Figure 3.8: Three cascades of gunshot violence episodes inferred from the study period.
Each directed edge represents the transmission of gunshot violence from one individual to
another. The originators of each cascade are on top.

on both demographics and contagion. The contagion model outperformed the

demographics model at estimating an individual’s risk to be shot. Over the study

period, the contagion model identified 5.3% of the network’s victims (N = 589)

among the 1.0% of the population it deemed highest-risk each day, compared to 4.3%

(N = 475) identified by the demographics model (23.6% increase). The combined

model performed best, identifying 6.5% of victims (N=728) when selecting the

1.0% highest-risk population daily. Compared to the demographics model, across

the three daily high-risk population sizes considered (0.1%, 0.5%, and 1.0%),

the combined model correctly identified 71.7%, 65.5%, and 53.3% more victims,

respectively.

3.5 Discussion

Comparing levels of gun violence in the United States and its concentration within

communities to an epidemic garners wide appeal but, scientifically, often stops

at descriptive and spatial analyses. Whereas previous research has been cross-

sectional, the current study advances understanding of gun violence by modeling

it as social contagion and by directly tracking the contagion’s spread. Our findings

suggest not only that gunshot victimization concentrates within certain populations,
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Figure 3.9: Predictions of gunshot violence among high-risk populations. Comparison
of the ability of the 3 models to identify subjects of gun violence as one of the highest-risk
individuals in the network on the day that the individual was shot; predictions for the
0.1%, 0.5%, and 1.0% of individuals at highest risk are shown.

but also that the diffusion of victimization follows an epidemic-like process of social

contagion that is transmitted through networks by social interactions. Violence

prevention efforts that account for contagion in addition to demographics to identify

likely victims have the potential to prevent more shootings than efforts that only

focus on demographics.

Our research suggests that a holistic public health approach to gun violence

should be developed in at least two ways [Hem04] First, violence prevention

efforts should consider the social dynamics of gun violence: tracing the spread

of victimization through social networks could provide valuable information for

public health and medical professionals, in addition to law enforcement, looking to

intervene with the people and communities at highest risk. Given that public health
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and epidemiology are founded on studying pathways of transmission, approaches

from these domains may readily extend to gun violence prevention efforts. For

example, information on the timing and pathways of gunshot cascades might

provide street outreach workers of campaigns such as Cure Violence (a violence

prevention model, used in more than 50 U.S. cities, that draws on public health

methods to mediate conflicts before they violent) with a more accurate assessment

of the people who would most benefit from their program [BRBP15] Likewise,

hospital-based violence intervention programs [CSG+15, PDC+13] might follow

such network models to extend their services beyond the emergency room to others

in the social network who are also at risk of becoming gunshot victims.

Second, concerted efforts should focus on making gun violence prevention efforts

victim- rather than offender -focused—namely, prioritizing the health and safety of

those in harm’s way. Although mounting evidence from multiple cities suggests that

small place-, group-, and network-based interventions can effectively reduce gun

violence [BW12, CE15, PK15, KBP97], these network-based approaches have often

relied heavily or solely on law enforcement activities. The individuals identified

in our study are not just in contact with the criminal justice system—they are

also deeply embedded within the public health, educational, housing, and other

governmental systems and structures. A fully realized victim-centered public

health approach includes focused violence-reduction efforts that work in concert

with efforts aimed at addressing the aggregate risk factors of gun violence—the

conditions that create such networks in the first place or otherwise determine

which individuals are in such networks (such as neighborhood disadvantage and

failing schools).

Several limitations of our study should be noted. First, we lacked additional data

that might have been relevant to understanding individual and neighborhood risk
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factors, such as substance abuse, employment, and police activity. Thus, our models

may have underestimated the predictive ability of demographic and ecological

risk factors. Second, although our descriptive findings of the Chicago co-offending

network were quite similar to those from Boston and Newark [PBH12, PBPG15],

additional research is needed to understand how city-specific factors like segregation,

public housing policies, street gangs, and the availability of guns might influence

both the structure of social networks related to gun violence and the transmission

process within them. Finally, our study relied on a single behavioral tie, co-

offending, and thus failed to capture other social ties (such as kinship, friendship,

employment, and gang membership) that might have facilitated the contagion

process or protected individuals from infection. Specifically, we were unable to

assess why some individuals in the social network—indeed, the vast majority—never

became gunshot victims. Understanding resilience in networks is an important next

step for research and practice, and future research should expand its focus on the

types of networks that foster and abate the contagion of violence. Developing our

understanding of resilience in networks might advance a preventative approach to

mitigating the effects of gun violence that looks not simply to respond to shootings

that have already happened, but to bolster networks that might inoculate from

the potential for future shootings.

In conclusion, we analyzed administrative records to show how modeling gun

violence as an epidemic that spreads through social networks via interpersonal

interactions can improve violence-prevention strategies and policies. Our results

suggest that an epidemiological approach, modeled on public health interventions

developed for other epidemics, can provide valuable information and insights to

help abate gun violence within U.S. cities.
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Part III

Experimental design

with strategic agents
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Chapter 4

Budget feasible mechanisms for

experimental design

In this chapter, we consider the case where individuals are strategic agents and

study their interactions through the lens of game theory. We consider the classical

setting of experimental design in which an experimenter has access to a population

of n potential experiment subjects i ∈ {1, . . . , n}, each associated with a vector of

features xi ∈ Rd. Conducting an experiment with subject i reveals an unknown

value yi ∈ R and the experimenter wishes to learn some hypothetical model relating

xi to yi. We initiate the study of budgeted auction mechanisms for experimental

design. In this setting, the experimenter has a budget B and each subject i declares

a cost ci > 0 to be part of the experiment, and must be paid at least her cost. The

goal is to find a set S of subjects that maximizes V (S) = log det(Id +
∑

i∈S xix
>
i )

under the constraint
∑

i∈S ci ≤ B; this objective function corresponds to the

information gain induced by the observations when learning a linear model, and is

related to the so-called D-optimality criterion. Further, the subjects are strategic

and may lie about their costs. Thus, we need to design a mechanism with
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suitable properties. We present a deterministic, polynomial time, budget feasible

mechanism scheme, that truthfully elicits the costs and is a constant (' 12.98)

factor approximation to the optimal solution. By applying previous work on

budget feasible mechanisms, one could only have derived either an exponential

time deterministic mechanism or a randomized polynomial time mechanism. We

also establish that no truthful, budget-feasible mechanism is possible within a

factor 2 approximation, and show how to generalize our approach to a wide class

of learning problems, beyond linear regression.

4.1 Introduction

In the classic setting of experimental design [Puk06, ADT07], an experimenter

E has access to a population of n potential experiment subjects. Each subject

i ∈ {1, . . . , n} is associated with a set of parameters (or features) xi ∈ Rd, known to

the experimenter. E wishes to measure a certain inherent property of the subjects

by performing an experiment: the outcome yi of the experiment on a subject i is

unknown to E before the experiment is performed.

Typically, E has a hypothesis on the relationship between xi’s and yi’s. Due to

its simplicity, as well as its ubiquity in statistical analysis, a large body of work has

focused on linear hypotheses: i.e., it is assumed that there exists a β ∈ Rd such

that yi = βTxi + εi, for all i ∈ {1, . . . , n}, where εi are zero-mean, i.i.d. random

variables. Conducting the experiments and obtaining the measurements yi lets E

estimate β, e.g., through linear regression. the data, and the experimenter’s goal is

to obtain such an estimate as accurately as possible. which subjects to experiment

upon to produce the best possible such estimate.

The above experimental design scenario has many applications. Regression over
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personal data collected through surveys or experimentation is the cornerstone of

marketing research, as well as research in a variety of experimental sciences such as

medicine and sociology. Crucially, statistical analysis of user data is also a widely

spread practice among Internet companies, which routinely use machine learning

techniques over vast records of user data to perform inference and classification

tasks integral to their daily operations. Beyond linear regression, there is a rich

literature about estimation procedures, as well as about means of quantifying the

quality of the produced estimate [Puk06]. There is also an extensive theory on

how to select subjects if E can conduct only a limited number of experiments, so

the estimation process returns a β that approximates the true parameter of the

underlying population [Gin07, LC96, CV95, BV04].

We depart from this classical setup by viewing experimental design in a strategic

setting, and by studying budgeted mechanism design issues. In our setting,

experiments cannot be manipulated and hence measurements are reliable. E has a

total budget of B to conduct all the experiments. There is a cost ci associated

with experimenting on subject i which varies from subject to subject. This cost

ci is determined by the subject i and reported to E; subjects are strategic and

may misreport these costs. Intuitively, ci may be viewed as the cost i incurs when

tested and for which she needs to be reimbursed; or, it might be viewed as the

incentive for i to participate in the experiment; or, it might be the intrinsic worth

of the data to the subject. The economic aspect of paying subjects has always been

inherent in experimental design: experimenters often work within strict budgets

and design creative incentives. Subjects often negotiate better incentives or higher

payments. However, we are not aware of a principled study of this setting from a

strategic point of view, when subjects declare their costs and therefore determine

their payment. Such a setting is increasingly realistic, given the growth of these
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experiments over the Internet.

Our contributions are as follows. First, we initiate the study of experimental

design in the presence of a budget and strategic subjects. In particular, we

formulate the Experimental Design Problem (EDP) as follows: the experimenter E

wishes to find a set S of subjects to maximize

V (S) = log det
(
Id +

∑
i∈S xix

T
i

)
(4.1)

subject to a budget constraint
∑

i∈S ci ≤ B, where B is E’s budget. When subjects

are strategic, the above problem can be naturally approached as a budget feasible

mechanism design problem, as introduced by Singer [Sin10]. The objective function,

which is the key, is formally obtained by optimizing the information gain in β

when the latter is learned through ridge regression, and is related to the so-called

D-optimality criterion [Puk06, ADT07]. Second, we present a polynomial time

mechanism scheme for EDP that is approximately truthful and yields a constant

factor (≈ 12.98) approximation to the optimal value of (4.1). In contrast to this,

we show that no truthful, budget-feasible mechanisms are possible for EDP within

a factor 2 approximation.

We note that the objective (4.1) is submodular. Using this fact, applying

previous results on budget feasible mechanism design under general submodular

objectives [Sin10, CGL11] would yield either a deterministic, truthful, constant-

approximation mechanism that requires exponential time, or a non-deterministic,

(universally) truthful, poly-time mechanism that yields a constant approximation

ratio only in expectation (i.e., its approximation guarantee for a given instance

may in fact be unbounded).

From a technical perspective, we propose a convex optimization problem and

establish that its optimal value is within a constant factor from the optimal value
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of EDP. In particular, we show our relaxed objective is within a constant factor

from the so-called multi-linear extension of (4.1), which in turn can be related to

(4.1) through pipage rounding. We establish the constant factor to the multi-linear

extension by bounding the partial derivatives of these two functions; we achieve

the latter by exploiting convexity properties of matrix functions over the convex

cone of positive semidefinite matrices.

Our convex relaxation of EDP involves maximizing a self-concordant function

subject to linear constraints. Its optimal value can be computed with arbitrary

accuracy in polynomial time using the so-called barrier method. However, the

outcome of this computation may not be monotone, a property needed in designing

a truthful mechanism. Nevetheless, we construct an algorithm that solves the

above convex relaxation and is “almost” monotone; we achieve this by applying

the barrier method on a set perturbed constraints, over which our objective is

“sufficiently” concave. In turn, we show how to employ this algorithm to design a

poly-time, δ-truthful, constant-approximation mechanism for EDP.

In what follows, we conclude this introduction with a discussion of related

work. We briefly review experimental design and budget feasible mechanisms in

Section 4.2 and define EDP formally. We present our convex relaxation to EDP in

Section 4.3 and use it to construct our mechanism in Section 4.4. We conclude in

Section 4.5.

Related work

General submodular functions. Singer [Sin10] considers the problem of max-

imizing an arbitrary submodular function subject to a budget constraint in the

value query model. He shows that there exists a randomized, 112-approximation

mechanism that is universally truthful (i.e., it is a randomized mechanism sampled

118



from a distribution over truthful mechanisms). Chen et al. [CGL11] improve this

result to a 7.91-approximate mechanism, and show a corresponding lower bound of

2 among universally truthful randomized mechanisms. The above approximation

guarantees hold for the expected value of the randomized mechanism: for a given

instance, the approximation ratio provided by the mechanism may be unbounded.

No deterministic, truthful, constant approximation mechanism that runs in poly-

nomial time is presently known for submodular maximization. Assuming access to

an oracle providing the optimum in the full-information setup, Chen et al. propose

a truthful, 8.34-approximate mechanism; in cases for which the full-information

problem is NP-hard, as EDP, this mechanism is not poly-time, unless P=NP. Chen

et al. also prove a 1 +
√

2 lower bound for truthful deterministic mechanisms,

improving upon an earlier bound of 2 by Singer [Sin10].

Specific problems. Improved uper and lower bounds and deterministic poly-

nomial mechanisms are known for specific submodular objectives [Sin10, CGL11,

Sin12]. The deterministic mechanisms for Knapsack [CGL11] and Coverage

[Sin12] follow the same general framework, which we also employ. In these two

cases, the framework approximates the optimal solution to the underlying combi-

natorial problem by a linear program (LP) relaxation [AS04]. No such relaxation

exists for EDP, which is unlikely to be approximable through an LP due to its

logarithmic objective. We develop instead a convex relaxation to EDP; though,

contrary to the above LP relaxations, this cannot be solved exactly, we show

how to incorporate it in the framework of [CGL11, Sin12] to yield a δ-truthful

mechanism for EDP.

Beyond submodular objectives. Beyond submodular objectives, it is known

that no truthful mechanism with approximation ratio smaller than n1/2−ε exists for
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maximizing fractionally subadditive functions (a class that includes submodular

functions) assuming access to a value query oracle [Sin10]. Assuming access to a

stronger oracle (the demand oracle), there exists a truthful, O(log3 n)-approximate

mechanism [DPS11] as well as a universally truthful, O( logn
log logn

)-approximate

mechanism for subadditive maximization [BCGL12]. Moreover, in a Bayesian

setup, assuming a prior distribution among the agent’s costs, there exists a truthful

mechanism with a 768/512-approximation ratio [BCGL12]. Posted price, rather

than direct revelation mechanisms, are also studied in [BKS12].

Monotone approximations in combinatorial auctions. Relaxations of com-

binatorial problems are prevalent in combinatorial auctions, in which an auctioneer

aims at maximizing social welfare. As noted by Archer et al. [APTT04], ap-

proximations to this maximization must preserve incentive compatibility. Most

approximation algorithms do not preserve this property, hence specific relax-

ations, and corresponding roundings to an integral solution, must be constructed

[APTT04, LS11, Dug11, BKV05]. Because of the specificity of our relaxation, and

because we seek a determinist mechanism and δ-truthfulness, not truthfulness-in-

expectation, none of the techniques present in these works apply to our setting.

δ-Truthfulness and Differential Privacy. The notion of δ-truthfulness has

attracted considerable attention recently in the context of differential privacy (see,

e.g., the survey by [PR13]). [MT07] were the first to observe that any ε-differentially

private mechanism must also be δ-truthful in expectation, for δ = 2ε. This property

was used to construct δ-truthful (in expectation) mechanisms for a digital goods

auction [MT07] and for α-approximate equilibrium selection [KPRU12]. [NST12]

propose a framework for converting a differentially private mechanism to a truthful-
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in-expectation mechanism by randomly selecting between a differentially private

mechanism with good approximation guarantees, and a truthful mechanism. They

apply their framework to the FacilityLocation problem. We depart from the

above works in seeking a deterministic mechanism for EDP, and using a stronger

notion of δ-truthfulness.

4.2 Preliminaries

4.2.1 Linear regression and experimental design

The theory of experimental design [Puk06, ADT07, CV95] considers the following

formal setting. Suppose that an experimenter E wishes to conduct k among n

possible experiments. Each experiment i ∈ N ≡ {1, . . . , n} is associated with

a set of parameters (or features) xi ∈ Rd, normalized so that b ≤ ‖xi‖2
2 ≤ 1,

for some b > 0. Denote by S ⊆ N , where |S| = k, the set of experiments

selected; upon its execution, experiment i ∈ S reveals an output variable (the

“measurement”) yi, related to the experiment features xi through a linear function,

i.e., yi = βTxi + εi where β is a vector in Rd, commonly referred to as the model,

and εi (the measurement noise) are independent, normally distributed random

variables with mean 0 and variance σ2.

For example, each i may correspond to a human subject; the feature vector xi

may correspond to a normalized vector of her age, weight, gender, income, etc.,

and the measurement yi may capture some biometric information (e.g., her red cell

blood count, a genetic marker, etc.). The magnitude of the coefficient βi captures

the effect that feature i has on the measured variable, and its sign captures whether

the correlation is positive or negative.

The purpose of these experiments is to allow E to estimate the model β. In
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particular, assume that the experimenter E has a prior distribution on β, i.e., β has

a multivariate normal prior with zero mean and covariance σ2R−1 ∈ Rd2 (where

σ2 is the noise variance). Then, E estimates β through maximum a posteriori

estimation : i.e., finding the parameter which maximizes the posterior distribution

of β given the observations yS. Under the linearity assumption and the Gaussian

prior on β, maximum a posteriori estimation leads to [FHT01]:

β̂ = argmaxβ∈Rd Pr(β | yS) = argminβ∈Rd
(∑

i∈S(yi − βTxi)2 + βTRβ
)

= (R +XT
SXS)−1XT

S yS

(4.2)

where the last equality is obtained by setting ∇βPr(β | yS) to zero and solving the

resulting linear system; in (4.2), XS ≡ [xi]i∈S ∈ R|S|×d is the matrix of experiment

features and yS ≡ [yi]i∈S ∈ R|S| are the observed measurements. This optimization,

commonly known as ridge regression, includes an additional quadratic penalty

term βTRβ compared to the standard least squares estimation.

Let V : 2N → R be a value function, quantifying how informative a set of

experiments S is in estimating β. The classical experimental design problem

amounts to finding a set S that maximizes V (S) subject to the constraint |S| ≤ k.

A variety of different value functions are used in literature [Puk06, BV04]; one that

has natural advantages is the information gain, V (S) = I(β; yS) = H(β)−H(β | yS)

which is the entropy reduction on β after the revelation of yS (also known as the

mutual information between yS and β). Hence, selecting a set of experiments S

that maximizes V (S) is equivalent to finding the set of experiments that minimizes

the uncertainty on β, as captured by the entropy reduction of its estimator. Under

the linear model, and the Gaussian prior, the information gain takes the following

form (see, e.g., [CV95]):

I(β; yS) =
1

2
log det(R +XT

SXS)− 1

2
log detR (4.3)
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Maximizing I(β; yS) is therefore equivalent to maximizing log det(R + XT
SXS),

which is known in literature as the Bayes D-optimality criterion [Puk06, ADT07,

CV95].

Our analysis will focus on the case of a homotropic prior, in which the prior

covariance is the identity matrix, i.e., R = Id ∈ Rd×d. Intuitively, this corresponds

to the simplest prior, in which no direction of Rd is a priori favored; equivalently, it

also corresponds to the case where ridge regression estimation (4.2) performed by

E has a penalty term ‖β‖2
2. A generalization of our results to arbitrary covariance

matrices R can be found in Section 4.5.1.

4.2.2 Experimental design: full information case

Instead of the cardinality constraint in classical experimental design discussed

above, we consider a budget-constrained version. Each experiment is associated

with a cost ci ∈ R+. The cost ci can capture, e.g., the amount the subject i deems

sufficient to incentivize her participation in the experiment. The experimenter E is

limited by a budget B ∈ R+. In the full-information case, experiment costs are

common knowledge; as such, the experimenter wishes to solve:

ExperimentalDesignProblem (EDP)

Maximize V (S) = log det(Id +XT
SXS) (4.4a)

subject to
∑

i∈S ci ≤ B (4.4b)

W.l.o.g., we assume that ci ∈ [0, B] for all i ∈ N , as no i with ci > B can be in

an S satisfying (4.4b). Denote by

OPT = maxS⊆N
{
V (S)

∣∣∣ ∑i∈S ci ≤ B
}

(4.5)
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the optimal value achievable in the full-information case. EDP, as defined above,

is NP-hard; to see this, note that Knapsack reduces to EDP with d = 1 by

mapping the weight of each item, say, wi, to an experiment with x2
i = wi.

The following proposition states that the objective function V is positive,

monotone and submodular. We note however that these properties hold more

generally for the information gain under a wider class of models than the linear

model with Gaussian noise and prior that we study here: we discuss this in more

detail in Section 4.5.

Proposition 8. The value function V in (4.4a) is:

1. non-negative: V (S) ≥ 0 for all S ⊆ N (and V (∅) = 0)

2. monotone: V (S) ≤ V (T ) for all S ⊆ T

3. submodular: V (S ∪ {i}) − V (S) ≥ V (T ∪ {i}) − V (T ) for all S ⊆ T ⊆ N

and i ∈ N .

Proof. For two symmetric matrices A and B, we write A � B (A � B) if A−B

is positive definite (positive semi-definite). This order allows us to define the

notion of a decreasing as well as convex matrix function, similarly to their real

counterparts. With this definition, matrix inversion is decreasing and convex over

symmetric positive definite matrices (see Example 3.48 p. 110 in [BV04]).

Recall that the determinant of a matrix equals the product of its eigenvalues.

The positivity of V (S) follows from the fact that XT
SXS is positive semi-definite

and, as such Id + XT
SXS � Id, so all its eigenvalues are larger than or equal to

one, and they are all one if S = ∅. The marginal contribution of item i ∈ N to set
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S ⊆ N can be written as:

V (S ∪ {i})− V (S) =
1

2
log det(Id +XT

SXS + xix
T
i )− 1

2
log det(Id +XT

SXS)

=
1

2
log det(Id + xix

T
i (Id +XT

SXS)−1)

=
1

2
log(1 + xTi A(S)−1xi) (4.6)

where A(S) ≡ Id + XT
SXS, and the last equality follows from the Sylvester’s

determinant identity [AAM96]. Monotonicity therefore follows from the fact that

A(S)−1 is positive semidefinite. Finally, since the inverse is decreasing over positive

definite matrices, we have

∀S ⊆ N , A(S)−1 � A(S ∪ {i})−1. (4.7)

and submodularity also follows, as a function is submodular if and only if the

marginal contributions are non-increasing in S.

Proposition 8 imply that a greedy algorithm yields a constant approximation

ratio to EDP. In particular, consider the greedy algorithm in which, for S ⊆ N the

set constructed thus far, the next element i included is the one which maximizes

the marginal-value-per-cost, i.e., i = argmaxj∈N\S (V (S ∪ {i})− V (S))/ci. This is

repeated until adding an element in S exceeds the budget B. Denote by SG the

set constructed by this heuristic and let i∗ = argmaxi∈N V ({i}) be the element of

maximum singleton value. Then, the following algorithm:

if V ({i∗}) ≥ V (SG) return {i∗} else return SG (4.8)

yields an approximation ratio of 2e
e−1

[KG05a]; this can be further improved to e
e−1

using more complicated greedy set constructions [KG05a, Svi04].
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4.2.3 Experimental design: strategic case

We study the following strategic setting, in which the costs ci are not common

knowledge and their reporting can be manipulated by the experiment subjects.

The latter are strategic and wish to maximize their utility, which is the difference

of the payment they receive and their true cost. Note that, though subjects

may misreport ci, they cannot lie about xi (i.e., all public features are verifiable

prior to the experiment) nor yi (i.e., the subject cannot falsify her measurement).

Experimental design thus reduces to a budget feasible reverse auction, as introduced

by Singer [Sin10]. First we review the definition of a reverse auction mechanism.

Definition 3 (Reverse auction mechanism). A reverse auction mechanism M =

(S, p) with set of experiments N comprises:

1. an allocation function S : Rn
+ → 2N determining the set of experiments to

be purchased.

2. a payment function p : Rn
+ → Rn

+ determining the payments [pi(c)]i∈N

received by the experiment subjects.

We can now define budget feasible mechanisms. We depart from the definition

in [Sin10] by considering δ-truthful mechanisms (and recover the origianl definition

when δ = 0).

Definition 4 (Budget feasible meachism). Given a budget B and a value function

V : 2N → R+, consider a mechanism M = (S, p) and denote by si(c) = 1i∈S(c)

the binary indicator of i ∈ S(c). The mechanismM is a budget feasible reverse

auction mechanism if it satisfies the following properties:

1. Normalization. unallocated experiments receive zero payments: si(c) = 0

implies pi(c) = 0.
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2. Individual rationality. Payments for allocated experiments exceed costs:

pi(c) ≥ ci · si(c).

3. No positive transfers. Payments are non-negative: pi(c) ≥ 0.

4. δ-truthfulness. Reporting one’s true cost is an almost-dominant [Sch04]

strategy. Formally, let c−i be a vector of costs of all agents except i. Then,

pi(ci, c−i)−si(ci, c−i)·ci ≥ pi(c
′
i, c−i)−si(c′i, c−i)·ci, for every i ∈ N and every

two cost vectors (ci, c−i) and (c′i, c−i) such that |ci − c′i| > δ. The mechanism

is truthful if δ = 0.

5. Budget feasibility. The sum of the payments should not exceed the budget

constraint, i.e.
∑

i∈N pi(c) ≤ B.

6. (α, β)-approximation. The value of the allocated set should not be too

far from the optimum value of the full information case, as given by (4.5).

Formally, there must exist some α ≥ 1 and β > 0 such that OPT ≤

αV (S(p)) + β.

Furthermore, we seek mechanisms which are computationally efficient: that

is, the allocation and payment functions can be computed by polynomial time

algorithms. This motivates the approximation property, since even in the full

information case, EDP is NP-hard.

We note that the constant approximation algorithm defined (4.8) breaks truth-

fulness. Though this is not true for all submodular functions (see, e.g., [Sin10]), it

is true for the objective of EDP as stated in the following proposition, motivating

our study of more complex mechanisms.

Proposition 9. For the value function defined in (4.1), the maximum mechanism

whose allocation rule is defined in (4.8) is not truthful.
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Proof. We construct a counterexample. Denote by (e1, e2, e3) the canonical basis of

R3 and define the following feature vectors: x1 = e1, x2 = 1√
2

cos π
5
e2 + 1√

2
sin π

5
e3,

x3 = 1√
2
e2 and x4 = 1

2
e3, with associated costs c1 = 5

2
, c2 = c3 = 1 and c4 = 2

3
. We

also assume that the budget of the auctioneer is B = 5
2
.

Note that V (xi) = log(1 + ‖xi‖2), so x1 is the point of maximum value. Let us

now compute the output of the greedy heuristic. We have:

V (x1)

c1

' 0.277,
V (x2)

c2

=
V (x3)

c3

' 0.405,
V (x4)

c4

' 0.335 (4.9)

so the greedy heuristic will start by selecting x2 or x3. Without loss of generality,

we can assume that it selected x2. From the Sherman-Morrison formula we get:

V ({xi, xj})− V (xi) = log

(
1 + ‖xj‖2 − 〈xi, xj〉

2

1 + ‖xi‖2

)
In particular, when xi and xj are orthogonal V ({xi, xj}) = V (xj). This allows us

to compute:

V ({x2, x3})− V (x2)

c3

= log

(
1 +

1

2
− 1

6
cos2 π

5

)
' 0.329

V ({x2, x4})− V (x2)

c4

=
3

2
log

(
1 +

1

4
− 1

12
sin2 π

5

)
' 0.299

Note that at this point x1 cannot be selected without exceding the budget. Hence,

the greedy heuristic will add x3 to the greedy solution and returns the set {x2, x3}

with value:

V ({x2, x3}) = V (x2) + V ({x2, x3})− V (x2) ' 0.734

In contrast, V (x1) ' 0.693 so the mechanism will allocate to {x2, x3}.

Let us now assume that user 3 reduces her cost. It follows from (4.9) that the
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greedy heuristic will start by adding her to the greedy solution. Furthermore:

V ({x3, x2})− V (x3)

c2

= log

(
1 +

1

2
− 1

6
cos2 π

5

)
' 0.329

V ({x3, x4})− V (x3)

c4

=
3

2
log

(
1 +

1

4

)
' 0.334

Hence, the greedy solution will be {x3, x4} with value:

V ({x3, x4}) = V (x3) + V ({x3, x4})− V (x3) ' 0.628

As a consequence the mechanism will allocate to user 1 in this case. By reducing

her cost, user 3, who was previously allocated, is now rejected by the mechanism.

This contradicts the monotonicity of the allocation rule, hence its truthfulness

by Myerson’s theorem [Mye81], which states that a single parameter auction is

truthful if and only if the allocation function is monotone and agents are paid

theshold payments.

4.3 Approximation results

Previous approaches towards designing truthful, budget feasible mechanisms for

Knapsack [CGL11] and Coverage [Sin12] build upon polynomial-time algo-

rithms that compute an approximation of OPT , the optimal value in the full

information case. Crucially, to be used in designing a truthful mechanism, such

algorithms need also to be monotone, in the sense that decreasing any cost ci leads

to an increase in the estimation of OPT ; the monotonicity property precludes

using traditional approximation algorithms.

In Section 4.3.1, we address this issue by designing a convex relaxation of EDP,

and showing that its solution can be used to approximate OPT (Proposition 10).

The objective of this relaxation is concave and self-concordant [BV04] and, as
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such, there exists an algorithm that solves this relaxed problem with arbitrary

accuracy in polynomial time. Unfortunately, the output of this algorithm may not

necessarily be monotone. Nevertheless, in Section 4.3.2, we show that a solver of

the relaxed problem can be used to construct a solver that is “almost” monotone

(Proposition 11). In Section 4.4, we show that this algorithm can be used to design

a δ-truthful mechanism for EDP.

4.3.1 A convex relaxation of EDP

A classical way of relaxing combinatorial optimization problems is relaxing by

expectation, using the so-called multi-linear extension of the objective function

V (see, e.g., [CCPV07, Von08, DRY11]). This is because this extension can yield

approximation guarantees for a wide class of combinatorial problems through

pipage rounding, a technique introduced by A[AS04]. In general, such relaxations

preserve monotonicity which, as discussed, is required in mechanism design.

Formally, let P λ
N be a probability distribution over N parametrized by λ ∈

[0, 1]n, where a set S ⊆ N sampled from P λ
N is constructed as follows: each

i ∈ N is selected to be in S independently with probability λi, i.e., P λ
N (S) ≡∏

i∈S λi
∏

i∈N\S(1− λi). Then, the multi-linear extension F : [0, 1]n → R of V is

defined as the expectation of V under the distribution P λ
N :

F (λ) ≡ ES∼PλN
[
V (S)

]
= ES∼PλN

[
log det

(
Id +

∑
i∈S xix

T
i

)]
, λ ∈ [0, 1]n. (4.10)

Function F is an extension of V to the domain [0, 1]n, as it equals V on integer

inputs: F (1S) = V (S) for all S ⊆ N , where 1S denotes the indicator vector of S.

Contrary to problems such as Knapsack, the multi-linear extension (4.10) cannot

be optimized in polynomial time for the value function V we study here, given by
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(4.4a). Hence, we introduce an extension L : [0, 1]n → R s.t.

L(λ) ≡ log det
(
Id +

∑
i∈N λixix

T
i

)
, λ ∈ [0, 1]n. (4.11)

Note that L also extends V , and follows naturally from the multi-linear extension

by swapping the expectation and log det in (4.10). Crucially, it is strictly concave

on [0, 1]n, a fact that we exploit in the next section to maximize L subject to the

budget constraint in polynomial time.

Our first technical lemma relates L to the multi-linear extension F :

Lemma 7. For all λ ∈ [0, 1]n, 1
2
L(λ) ≤ F (λ) ≤ L(λ).

Proof. The bound F (λ) ≤ L(λ) follows by the concavity of the log det function

and Jensen’s inequality. To show the lower bound, we first prove that 1
2
is a lower

bound of the ratio ∂iF (λ)/∂iL(λ), where we use ∂i · as a shorthand for ∂
∂λi

, the

partial derivative with respect to the i-th variable.

Let us start by computing the partial derivatives of F and L with respect to

the i-th component. Observe that

∂iP
λ
N (S) =


P λ
N\{i}(S \ {i}) if i ∈ S,

− P λ
N\{i}(S) if i ∈ N \ S.

Hence,

∂iF (λ) =
∑
S⊆N
i∈S

P λ
N\{i}(S \ {i})V (S)−

∑
S⊆N
i∈N\S

P λ
N\{i}(S)V (S).

Now, using that every S such that i ∈ S can be uniquely written as S ′ ∪ {i}, we

can write:

∂iF (λ) =
∑
S⊆N
i∈N\S

P λ
N\{i}(S)

(
V (S ∪ {i})− V (S)

)
.
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Recall from (4.6) that the marginal contribution of i to S is given by

V (S ∪ {i})− V (S) =
1

2
log(1 + xTi A(S)−1xi),

where A(S) = Id +XT
SXS. Using this,

∂iF (λ) =
1

2

∑
S⊆N
i∈N\S

P λ
N\{i}(S) log

(
1 + xTi A(S)−1xi

)

The computation of the derivative of L uses standard matrix calculus: writing

Ã(λ) ≡ Id +
∑

i∈N λixix
T
i ,

det Ã(λ+ h · ei) = det
(
Ã(λ) + hxix

T
i

)
= det Ã(λ)

(
1 + hxTi Ã(λ)−1xi

)
.

Hence,

log det Ã(λ+ h · ei) = log det Ã(λ) + hxTi Ã(λ)−1xi + o(h),

which implies

∂iL(λ) =
1

2
xTi Ã(λ)−1xi.

Recall from (4.7) that the monotonicity of the matrix inverse over positive definite

matrices implies

∀S ⊆ N , A(S)−1 � A(S ∪ {i})−1

as A(S) � A(S ∪ {i}). Observe that since 1 ≤ λi ≤ 1, P λ
N\{i}(S) ≥ P λ

N (S) and
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P λ
N\{i}(S) ≥ P λ

N (S ∪ {i}) for all S ⊆ N \ {i}. Hence,

∂iF (λ) ≥ 1

4

∑
S⊆N
i∈N\S

P λ
N (S) log

(
1 + xTi A(S)−1xi

)

+
1

4

∑
S⊆N
i∈N\S

P λ
N (S ∪ {i}) log

(
1 + xTi A(S ∪ {i})−1xi

)

≥ 1

4

∑
S⊆N

P λ
N (S) log

(
1 + xTi A(S)−1xi

)
.

Using that A(S) � Id we get that xTi A(S)−1xi ≤ ‖xi‖2
2 ≤ 1. Moreover, log(1+x) ≥

x for all x ≤ 1. Hence,

∂iF (λ) ≥ 1

4
xTi

(∑
S⊆N

P λ
N (S)A(S)−1

)
xi.

Finally, using that the inverse is a matrix convex function over symmetric positive

definite matrices (see proof of Proposition 8):

∂iF (λ) ≥ 1

4
xTi

(∑
S⊆N

P λ
N (S)A(S)

)−1

xi =
1

4
xTi Ã(λ)−1xi =

1

2
∂iL(λ).

Having bound the ratio between the partial derivatives, we now bound the

ratio F (λ)/L(λ) from below. Consider the following three cases.

First, if the minimum is attained as λ converges to zero in, e.g., the l2 norm,

by the Taylor approximation, one can write:

F (λ)

L(λ)
∼λ→0

∑
i∈N λi∂iF (0)∑
i∈N λi∂iL(0)

≥ 1

2
,

i.e., the ratio F (λ)
L(λ)

is necessarily bounded from below by 1/2 for small enough λ.

Second, if the minimum of the ratio F (λ)/L(λ) is attained at a vertex of the

hypercube [0, 1]n different from 0. F and L being relaxations of the value function

V , they are equal to V on the vertices which are exactly the binary points. Hence,

the minimum is equal to 1 in this case; in particular, it is greater than 1/2.
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Finally, if the minimum is attained at a point λ∗ with at least one coordinate

belonging to (0, 1), let i be one such coordinate and consider the function Gi:

Gi : x 7→ F

L
(λ∗1, . . . , λ

∗
i−1, x, λ

∗
i+1, . . . , λ

∗
n).

Then this function attains a minimum at λ∗i ∈ (0, 1) and its derivative is zero at

this point. Hence:

0 = G′i(λ
∗
i ) = ∂i

(
F

L

)
(λ∗).

But ∂i(F/L)(λ∗) = 0 implies that

F (λ∗)

L(λ∗)
=
∂iF (λ∗)

∂iL(λ∗)
≥ 1

2

using the lower bound on the ratio of the partial derivatives. This concludes the

proof of the lemma.

Armed with this result, we subsequently use pipage rounding to show that

any λ that maximizes the multi-linear extension F can be rounded to an “almost”

integral solution. More specifically, given a set of costs c ∈ Rn
+, we say that a

λ ∈ [0, 1]n is feasible if it belongs to the set Dc = {λ ∈ [0, 1]n :
∑

i∈N ciλi ≤ B}.

Then, the following lemma holds:

Lemma 8 (Rounding). For any feasible λ ∈ Dc, there exists a feasible λ̄ ∈ Dc such

that (a) F (λ) ≤ F (λ̄), and (b) at most one of the coordinates of λ̄ is fractional.

Proof. We give a rounding procedure which, given a feasible λ with at least two

fractional components, returns some feasible λ′ with one fewer fractional component

such that F (λ) ≤ F (λ′).

Applying this procedure recursively yields the lemma’s result. Let us consider

such a feasible λ. Let i and j be two fractional components of λ and let us define
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the following function:

Fλ(ε) = F (λε) where λε = λ+ ε

(
ei −

ci
cj
ej

)
It is easy to see that if λ is feasible, then:

∀ε ∈
[

max
(
− λi, (λj − 1)

cj
ci

)
,min

(
1− λi, λj

cj
ci

)]
, λε is feasible (4.12)

Furthermore, the function Fλ is convex; indeed:

Fλ(ε) = ES′∼PλN\{i,j}(S′)
[
(λi + ε)

(
λj − ε

ci
cj

)
V (S ′ ∪ {i, j})

+ (λi + ε)
(

1− λj + ε
ci
cj

)
V (S ′ ∪ {i})

+ (1− λi − ε)
(
λj − ε

ci
cj

)
V (S ′ ∪ {j})

+ (1− λi − ε)
(

1− λj + ε
ci
cj

)
V (S ′)

]
Thus, Fλ is a degree 2 polynomial whose dominant coefficient is:

ci
cj
ES′∼PλN\{i,j}(S′)

[
V (S ′ ∪ {i}) + V (S ′ ∪ {i})− V (S ′ ∪ {i, j})− V (S ′)

]
which is positive by submodularity of V . Hence, the maximum of Fλ over the

interval given in (4.12) is attained at one of its limits, at which either the i-th or

j-th component of λε becomes integral.

Together, Lemma 7 and Lemma 8 imply that OPT , the optimal value of EDP,

can be approximated by solving the following convex optimization problem:

Maximize: L(λ) subject to: λ ∈ Dc (Pc)

In particular, for L∗c ≡ maxλ∈Dc L(λ), the following holds:

Proposition 10. OPT ≤ L∗c ≤ 2OPT + 2 maxi∈N V (i).

Proof. The lower bound on L∗c follows immediately from the fact that L extends
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V to [0, 1]n. For the upper bound, let us consider a feasible point λ∗ ∈ Dc such

that L(λ∗) = L∗c . By applying Lemma 7 and Lemma 8 we get a feasible point λ̄

with at most one fractional component such that

L(λ∗) ≤ 2F (λ̄). (4.13)

Let λi denote the fractional component of λ̄ and S denote the set whose indicator

vector is λ̄− λiei. By definition of the multi-linear extension F :

F (λ̄) = (1− λi)V (S) + λiV (S ∪ {i}).

By submodularity of V , V (S ∪ {i}) ≤ V (S) + V ({i}). Hence,

F (λ̄) ≤ V (S) + V (i).

Note that since λ̄ is feasible, S is also feasible and V (S) ≤ OPT . Hence,

F (λ̄) ≤ OPT + max
i∈N

V (i). (4.14)

Together, (4.13) and (4.14) imply the proposition.

As we discuss in the next section, L∗c can be computed by a poly-time algo-

rithm at arbitrary accuracy. However, the outcome of this computation may not

necessarily be monotone; we address this by converting this poly-time estimator of

L∗c to one that is “almost” monotone.

4.3.2 Almost-monotone approximation

The log det objective function of (Pc) is strictly concave and self-concordant [BV04].

The maximization of a concave, self-concordant function subject to a set of linear

constraints can be performed through the barrier method (see, e.g., [BV04] Section

11.5.5 for general self-concordant optimization as well as [VBW98] for a detailed
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treatment of the log det objective). The performance of the barrier method is

summarized in our case by the following lemma:

Lemma 9 ([BV04]). For any ε > 0, the barrier method computes an approximation

L̂∗c that satisfies |L̂∗c − L∗c | ≤ ε, in time O (poly(n, d, log log ε−1)). The same

guarantees apply when maximizing L subject to an arbitrary set of O(n) linear

constraints.

Clearly, the optimal value L∗c of (Pc) is monotone in c: formally, for any two

c, c′ ∈ Rn
+ s.t. c ≤ c′ coordinate-wise, Dc′ ⊆ Dc and thus L∗c ≥ L∗c′ . Hence, the map

c 7→ L∗c is non-increasing. Unfortunately, the same is not true for the output L̂∗c of

the barrier method: there is no guarantee that the ε-accurate approximation L̂∗c

exhibits any kind of monotonicity.

Nevertheless, we prove that it is possible to use the barrier method to construct

an approximation of L∗c that is “almost” monotone. More specifically, given

δ > 0, we say that f : Rn → R is δ-decreasing if f(x) ≥ f(x + µei), for all

i ∈ N , x ∈ Rn, µ ≥ δ, where ei is the i-th canonical basis vector of Rn. In other

words, f is δ-decreasing if increasing any coordinate by δ or more at input x

ensures that the output will be at most f(x).

We achieve this by restricting the optimization over a subset of Dc at which

the concave relaxation L is “sufficiently” concave. Formally, for α ≥ 0 let

Dc,α ≡ {λ ∈ [α, 1]n :
∑

i∈N ciλi ≤ B} ⊆ Dc.

Note that Dc = Dc,0. Consider the following perturbed problem:

Maximize: L(λ)

subject to: λ ∈ Dc,α
(Pc,α)

Restricting the feasible set to Dc,α ensures that the gradient of the optimal
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Algorithm 3
Input: B ∈ R+, c ∈ [0, B]n, δ ∈ (0, 1], ε ∈ (0, 1]
1: α← ε(δ/B + n2)−1

2: Use the barrier method to solve (Pc,α) with accuracy ε′ = 1
2n+1B

αδb; denote
the output by L̂∗c,α

3: return L̂∗c,α

solution with respect to c is bounded from below. This implies that an approximate

solution to Pc,α given by the barrier method is δ-decreasing with respect to the costs.

On the other hand, by taking α small enough, we ensure that the approximate

solution to Pc,α is still an ε-accurate approximation of L∗c .

We note that the execution of the barrier method on the restricted set Dc,α is

necessary. The algorithm’s output when executed over the entire domain may not

necessarily be δ-decreasing, even when the approximation accuracy is small. This

is because costs become saturated when the optimal λ ∈ Dc lies at the boundary:

increasing them has no effect on the objective. Forcing the optimization to happen

“off” the boundary ensures that this does not occur, while taking α to be small

ensures that this perturbation does not cost much in terms of approximation

accuracy.

Proposition 11. For any δ ∈ (0, 1] and ε ∈ (0, 1], using the barrier method to

solve (Pc,α) for α ≡ ε(δ/B + n2)−1 with accuracy 1
2n+1B

αδb yields a δ-decreasing,

ε-accurate approximation of L∗c. Furthermore, the running time of the algorithm

is O
(
poly(n, d, log log B

bεδ
)
)
.

A formal description of the algorithm used in Proposition 11 is given in

Algorithm 3. We then proceed by showing that the optimal value of (Pc,α) is close

to the optimal value of (Pc) (Lemma 11) while being well-behaved with respect to

changes of the cost (Lemma 12). These lemmas together imply Proposition 11.

Note that the choice of α given in Algorithm 3 implies that α < 1
n
. This in turn
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implies that the feasible set Dc,α of (Pc,α) is non-empty: it contains the strictly

feasible point λ = ( 1
n
, . . . , 1

n
).

Lemma 10. Let ∂iL(λ) denote the i-th derivative of L, for i ∈ {1, . . . , n}, then:

∀λ ∈ [0, 1]n,
b

2n
≤ ∂iL(λ) ≤ 1

Proof. Recall that we had defined:

Ã(λ) ≡ Id +
n∑
i=1

λixix
T
i and A(S) ≡ Id +

∑
i∈S

xix
T
i

Let us also define Ak ≡ A({x1, . . . , xk}). We have ∂iL(λ) = xTi Ã(λ)−1xi. Since

Ã(λ) � Id, ∂iL(λ) ≤ xTi xi ≤ 1, which is the right-hand side of the lemma. For

the left-hand side, note that Ã(λ) � An. Hence ∂iL(λ) ≥ xTi A
−1
n xi. Using the

Sherman-Morrison formula [SM50], for all k ≥ 1:

xTi A
−1
k xi = xTi A

−1
k−1xi −

(xTi A
−1
k−1xk)

2

1 + xTkA
−1
k−1xk

By the Cauchy-Schwarz inequality:

(xTi A
−1
k−1xk)

2 ≤ xTi A
−1
k−1xi x

T
kA
−1
k−1xk

Hence:

xTi A
−1
k xi ≥ xTi A

−1
k−1xi − xTi A−1

k−1xi
xTkA

−1
k−1xk

1 + xTkA
−1
k−1xk

But xTkA
−1
k−1xk ≤ 1 and a

1+a
≤ 1

2
if 0 ≤ a ≤ 1, so:

xTi A
−1
k xi ≥ xTi A

−1
k−1xi −

1

2
xTi A

−1
k−1xi ≥

xTi A
−1
k−1xi

2

By induction:

xTi A
−1
n xi ≥

xTi xi
2n

Using that xTi xi ≥ b concludes the proof of the left-hand side of the lemma’s
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inequality.

Let us introduce the Lagrangian of problem (Pc,α):

Lc,α(λ, µ, ν, ξ) ≡ L(λ) + µT (λ− α1) + νT (1− λ) + ξ(B − cTλ)

so that:

L∗c,α = min
µ,ν,ξ≥0

max
λ
Lc,α(λ, µ, ν, ξ)

Similarly, we define Lc ≡ Lc,0 the lagrangian of (Pc).

Let λ∗ be primal optimal for (Pc,α), and (µ∗, ν∗, ξ∗) be dual optimal for the

same problem. In addition to primal and dual feasibility, the Karush-Kuhn-Tucker

(KKT) conditions [BV04] give ∀i ∈ {1, . . . , n}:

∂iL(λ∗) + µ∗i − ν∗i − ξ∗ci = 0

µ∗i (λ
∗
i − α) = 0

ν∗i (1− λ∗i ) = 0

Lemma 11. We have:

L∗c − αn2 ≤ L∗c,α ≤ L∗c

In particular, |L∗c − L∗c,α| ≤ αn2.

Proof. α 7→ L∗c,α is a decreasing function as it is the maximum value of the L

function over a set-decreasing domain, which gives the rightmost inequality.

Let µ∗, ν∗, ξ∗ be dual optimal for (Pc,α), that is:

L∗c,α = max
λ
Lc,α(λ, µ∗, ν∗, ξ∗)

Note that Lc,α(λ, µ∗, ν∗, ξ∗) = Lc(λ, µ∗, ν∗, ξ∗) − α1Tµ∗, and that for any λ
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feasible for problem (Pc), Lc(λ, µ∗, ν∗, ξ∗) ≥ L(λ). Hence,

L∗c,α ≥ L(λ)− α1Tµ∗

for any λ feasible for (Pc). In particular, for λ primal optimal for (Pc):

L∗c,α ≥ L∗c − α1Tµ∗ (4.15)

Let us denote by the M the support of µ∗, that is M ≡ {i|µ∗i > 0}, and by λ∗

a primal optimal point for (Pc,α). From the KKT conditions we see that:

M ⊆ {i|λ∗i = α}

Let us first assume that |M | = 0, then 1Tµ∗ = 0 and the lemma follows.

We will now assume that |M | ≥ 1. In this case cTλ∗ = B, otherwise we

could increase the coordinates of λ∗ in M , which would increase the value of the

objective function and contradict the optimality of λ∗. Note also, that |M | ≤ n−1,

otherwise, since α < 1
n
, we would have cTλ∗ < B, which again contradicts the

optimality of λ∗. Let us write:

B = cTλ∗ = α
∑
i∈M

ci +
∑
i∈M̄

λ∗i ci ≤ α|M |B + (n− |M |) max
i∈M̄

ci

That is:

max
i∈M̄

ci ≥
B − B|M |α
n− |M | >

B

n
(4.16)

where the last inequality uses again that α < 1
n
. From the KKT conditions, we

see that for i ∈M , ν∗i = 0 and:

µ∗i = ξ∗ci − ∂iL(λ∗) ≤ ξ∗ci ≤ ξ∗B (4.17)

since ∂iL(λ∗) ≥ 0 and ci ≤ 1.
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Furthermore, using the KKT conditions again, we have that:

ξ∗ ≤ inf
i∈M̄

∂iL(λ∗)

ci
≤ inf

i∈M̄

1

ci
=

1

maxi∈M̄ ci
(4.18)

where the last inequality uses Lemma 10. Combining (4.16), (4.17) and (4.18), we

get that: ∑
i∈M

µ∗i ≤ |M |ξ∗B ≤ nξ∗B ≤ nB

maxi∈M̄ ci
≤ n2

This implies that:

1Tµ∗ =
n∑
i=1

µ∗i =
∑
i∈M

µ∗i ≤ n2

which along with (4.15) proves the lemma.

Lemma 12. If c′ = (c′i, c−i), with c′i ≤ ci − δ, we have:

L∗c′,α ≥ L∗c,α +
αδb

2nB

Proof. Let µ∗, ν∗, ξ∗ be dual optimal for (Pc′,α). Noting that:

Lc′,α(λ, µ∗, ν∗, ξ∗) ≥ Lc,α(λ, µ∗, ν∗, ξ∗) + λiξ
∗δ,

we get similarly to Lemma 11:

L∗c′,α ≥ L(λ) + λiξ
∗δ

for any λ feasible for (Pc,α). In particular, for λ∗ primal optimal for (Pc,α):

L∗c′,α ≥ L∗c,α + αξ∗δ

since λ∗i ≥ α.

Using the KKT conditions for (Pc′,α), we can write:

ξ∗ = inf
i:λ
′∗
i >α

xTi S(λ
′∗)−1xi
c′i
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with λ′∗ optimal for (Pc′,α). Since c′i ≤ B, using Lemma 10, we get that ξ∗ ≥ b
2nB

,

which concludes the proof.

We are now ready to conclude the proof of Proposition 11.

Proof. Let L̂∗c,α be the approximation computed by Algorithm 3.

1. using Lemma 11:

|L̂∗c,α − L∗c | ≤ |L̂∗c,α − L∗c,α|+ |L∗c,α − L∗c | ≤
αδ

B
+ αn2 = ε

which proves the ε-accuracy.

2. for the δ-decreasingness, let c′ = (c′i, c−i) with c′i ≤ ci − δ, then:

L̂∗c′,α ≥ L∗c′,α −
αδb

2n+1B
≥ L∗c,α +

αδb

2n+1B
≥ L̂∗c,α

where the first and last inequalities follow from the accuracy of the approxi-

mation, and the inner inequality follows from Lemma 12.

3. the accuracy of the approximation L̂∗c,α is:

ε′ =
εδb

2n+1(δ + n2B)

Note that:

log log(ε′)−1 = O

(
log log

B

εδb
+ log n

)
Using Lemma 9 concludes the proof of the running time.

4.4 Mechanism for EDP

The δ-decreasing, ε-accurate algorithm solving the convex optimization problem

(Pc) can be used to design a mechanism for EDP. The construction follows a
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methodology proposed in [Sin10] and employed by Chen et al. [CGL11] and Singer

[Sin12] to construct mechanisms for Knapsack and Coverage respectively.

Recall from Section 4.2.2 that i∗ ≡ arg maxi∈N V ({i}) is the element of maxi-

mum value, and SG is a set constructed greedily, by selecting elements of maximum

marginal value per cost. The general framework used by Chen et al. [CGL11] and

by Singer [Sin12] for the Knapsack and Coverage value functions contructs an

allocation as follows. First, a polynomial-time, monotone approximation of OPT

is computed over all elements excluding i∗. The outcome of this approximation

is compared to V ({i∗}): if it exceeds V ({i∗}), then the mechanism constructs an

allocation SG greedily; otherwise, the only item allocated is the singleton {i∗}.

Provided that the approximation used is within a constant from OPT , the above

allocation can be shown to also yield a constant approximation to OPT . Fur-

thermore, Myerson’s Theorem [Mye81] implies that this allocation combined with

threshold payments (see Lemma 13 below) constitute a truthful mechanism.

The approximation algorithms used in [CGL11, Sin12] are LP relaxations, and

thus their outputs are monotone and can be computed exactly in polynomial

time. We show that the convex relaxation (Pc), solved by an ε-accurate, δ-

decreasing algorithm, can be used to construct a δ-truthful, constant approximation

mechanism.

To obtain this result, we use the following modified version of Myerson’s theorem

[Mye81].

Lemma 13. A normalized mechanismM = (S, p) for a single parameter auction is

δ-truthful if: (a) S is δ-monotone, i.e., for any agent i and c′i ≤ ci−δ, for any fixed

costs c−i of agents in N \ {i}, i ∈ S(ci, c−i) implies i ∈ S(c′i, c−i), and (b) agents

are paid threshold payments, i.e., for all i ∈ S(c), pi(c) = inf{c′i : i ∈ S(c′i, c−i)}.

Proof. We want to prove that if ci and c′i are two different costs reported by user i
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with |ci − c′i| ≥ δ, and if c−i is any vector of costs reported by the other users:

pi(ci, c−i)− si(ci, c−i) · ci ≥ pi(c
′
i, c−i)− si(c′i, c−i) · ci (4.19)

We distinguish four cases depending on the value of si(ci, c−i) and s′i(c′i, c−i).

1. si(ci, c−i) = si(c
′
i, c−i) = 0. Since the mechanism is normalized we have

pi(ci, c−i) = pi(c
′
i, c−i) = 0 and (4.19) is true.

2. si(c′i, c−i) = si(ci, c−i) = 1. Note that i is paid her threshold payment when

allocated, and since this payment does not depend on i’s reported cost, (4.19)

is true (and is in fact an equality).

3. si(c′i, c−i) = 0 and si(ci, c−i) = 1. We then have pi(c′i, c−i) = 0 by normaliza-

tion and (4.19) follows from individual rationality.

4. si(c′i, c−i) = 1 and si(ci, c−i) = 0. By δ-decreasingness of si, ci ≥ c′i + δ,

and si(ci, c−i) = 0 implies that i’s threshold payment is less than ci, i.e.

pi(c
′
i, c−i) ≤ ci. This last inequality is equivalent to (4.19) in this final

case.

Lemma 13 allows us to incorporate our relaxation in the above framework.

Our mechanism for EDP is composed of (a) the allocation function presented in

Algorithm 4, and (b) the payment function which pays each allocated agent i her

threshold payment as described in Myerson’s Theorem (see Lemma 13). In the case

where {i∗} is the allocated set, her threshold payment is B. A closed-form formula

for threshold payments when SG is the allocated set can be found in [Sin10]. The

guarantees of the resulting mechanism are summarized in the following Theorem.

Theorem 4. For any δ ∈ (0, 1], and any ε ∈ (0, 1], the mechanism described in

Algorithm 4 is δ-truthful, individually rational and budget feasible mechanim for
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Algorithm 4 Mechanism for EDP
Input: B ∈ R+,c ∈ [0, B]n, δ ∈ (0, 1], ε ∈ (0, 1]
1: i∗ ← argmaxj∈N V (j)
2: OPT ′−i∗ ← using Proposition 11, compute a ε-accurate, δ-decreasing approxi-

mation of

L∗c−i∗ ≡ maxλ∈[0,1]n{L(λ) | λi∗ = 0,
∑

i∈N\{i∗} ciλi ≤ B}

3: C ← 8e−1+
√

64e2−24e+9
2(e−1)

4: if OPT ′−i∗ < C · V (i∗) then
5: return {i∗}
6: else
7: i← argmax1≤j≤n

V (j)
cj

8: SG ← ∅
9: while ci ≤ B

2
V (SG∪{i})−V (SG)

V (SG∪{i})
do

10: SG ← SG ∪ {i}
11: i← argmaxj∈N\SG

V (SG∪{j})−V (SG)
cj

12: end while
13: return SG
14: end if

EDP. Furthermore, it runs in time O
(
poly(n, d, log log B

bεδ
)
)
and allocates a set S∗

such that

OPT ≤ 10e− 3 +
√

64e2 − 24e+ 9

2(e− 1)
V (S∗) + ε ' 12.98V (S∗) + ε.

A corresponding lower bound is given by the following theorem.

Theorem 5. There is no 2-approximate, truthful, budget feasible, individually

rational mechanism for EDP.

We use the notation OPT−i∗ to denote the optimal value of EDP when the

maximum value element i∗ is excluded. We also use OPT ′−i∗ to denote the

approximation computed by the δ-decreasing, ε-accurate approximation of L∗c−i∗ ,

as defined in Algorithm 3.

The properties of δ-truthfulness and individual rationality follow from δ-
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monotonicity and threshold payments. δ-monotonicity and budget feasibility

follow similar steps as the analysis of Chen et al.[CGL11], adapted to account for

δ-monotonicity:

Lemma 14. The mechanism for EDP described in Algorithm 4 is δ-monotone

and budget feasible.

Proof. Consider an agent i with cost ci that is selected by the mechanism, and

suppose that she reports a cost c′i ≤ ci − δ while all other costs stay the same.

Suppose that when i reports ci, OPT ′−i∗ ≥ CV (i∗); then, as si(ci, c−i) = 1, i ∈ SG.

By reporting cost c′i, imay be selected at an earlier iteration of the greedy algorithm.

Denote by Si (resp. S ′i) the set to which i is added when reporting cost ci (resp. c′i).

We have S ′i ⊆ Si; in addition, S ′i ⊆ S ′G, the set selected by the greedy algorithm

under (c′i, c−i); if not, then greedy selection would terminate prior to selecting i

also when she reports ci, a contradiction. Moreover, we have

c′i ≤ ci ≤
B

2

V (Si ∪ {i})− V (Si)

V (Si ∪ {i})
≤ B

2

V (S ′i ∪ {i})− V (S ′i)

V (S ′i ∪ {i})

by the monotonicity and submodularity of V . Hence i ∈ S ′G. By δ-decreasingness

of OPT ′−i∗ , under c′i ≤ ci − δ the greedy set is still allocated and si(c
′
i, c−i) = 1.

Suppose now that when i reports ci, OPT ′−i∗ < CV (i∗). Then si(ci, c−i) = 1 iff

i = i∗. Reporting c′i∗ ≤ ci∗ does not change V (i∗) nor OPT ′−i∗ ≤ CV (i∗); thus

si∗(c
′
i∗ , c−i∗) = 1, so the mechanism is monotone.

To show budget feasibility, suppose that OPT ′−i∗ < CV (i∗). Then the mech-

anism selects i∗. Since the bid of i∗ does not affect the above condition, the

threshold payment of i∗ is B and the mechanism is budget feasible. Suppose that

OPT ′−i∗ ≥ CV (i∗). Denote by SG the set selected by the greedy algorithm, and for

i ∈ SG, denote by Si the subset of the solution set that was selected by the greedy

algorithm just prior to the addition of i—both sets determined for the present cost
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vector c. Then for any submodular function V , and for all i ∈ SG:

if c′i ≥
V (Si ∪ {i})− V (S)

V (SG)
B then si(c′i, c−i) = 0 (4.20)

In other words, if i increases her cost to a value higher than V (Si∪{i})−V (S)
V (SG)

, she will

cease to be in the selected set SG. As a result, (4.20) implies that the threshold

payment of user i is bounded by the above quantity. Hence, the total payment is

bounded by the telescopic sum:

∑
i∈SG

V (Si ∪ {i})− V (Si)

V (SG)
B =

V (SG)− V (∅)
V (SG)

B = B

The complexity of the mechanism is given by the following lemma.

Lemma 15 (Complexity). For any ε > 0 and any δ > 0, the complexity of the

mechanism described in Algorithm 4 is O
(
poly(n, d, log log B

bεδ
)
)
.

Proof. The value function V in (4.4a) can be computed in time O(poly(n, d)) and

the mechanism only involves a linear number of queries to the function V . By Propo-

sition 11, line 2 of Algorithm 4 can be computed in time O(poly(n, d, log log B
bεδ

)).

Hence the allocation function’s complexity is as stated.

Finally, we prove the approximation ratio of the mechanism. We use the

following lemma from [CGL11] which bounds OPT in terms of the value of SG, as

computed in Algorithm 4, and i∗, the element of maximum value.

Lemma 16 ([CGL11]). Let SG be the set computed in Algorithm 4 and let i∗ =

argmaxi∈N V ({i}). We have:

OPT ≤ e

e− 1

(
3V (SG) + 2V (i∗)

)
.

Using Proposition 10 and Lemma 16 we can complete the proof of the approx-

imation ratio of our mechanism Theorem 4 by showing that, for any ε > 0, if

148



OPT ′−i, the optimal value of L when i∗ is excluded from N , has been computed

to a precision ε, then the set S∗ allocated by the mechanism is such that:

OPT ≤ 10e−3 +
√

64e2−24e+9

2(e−1)
V (S∗)+ε. (4.21)

Proof. Let L∗c−i∗ be the maximum value of L subject to λi∗ = 0,
∑

i∈N\i∗ ci ≤ B.

From line 2 of Algorithm 4, we have L∗c−i∗ − ε ≤ OPT ′−i∗ ≤ L∗c−i∗ + ε.

If the condition on line 4 of the algorithm holds then, from the lower bound in

Proposition 10,

V (i∗) ≥ 1

C
L∗c−i∗ −

ε

C
≥ 1

C
OPT−i∗ −

ε

C
.

Also, OPT ≤ OPT−i∗ + V (i∗), hence,

OPT ≤ (1 + C)V (i∗) + ε. (4.22)

If the condition on line 4 does not hold, by observing that L∗c−i∗ ≤ L∗c and the

upper bound of Proposition 10, we get

V (i∗) ≤ 1

C
L∗c−i∗ +

ε

C
≤ 1

C

(
2OPT + 2V (i∗)

)
+
ε

C
.

Applying Lemma 16,

V (i∗) ≤ 1

C

(
2e

e− 1

(
3V (SG) + 2V (i∗)

)
+ 2V (i∗)

)
+
ε

C
.

Note that C satisfies C(e− 1)− 6e+ 2 > 0, hence

V (i∗) ≤ 6e

C(e− 1)− 6e+ 2
V (SG) +

(e− 1)ε

C(e− 1)− 6e+ 2
.

Finally, using Lemma 16 again, we get

OPT ≤ 3e

e− 1

(
1 +

4e

C(e− 1)− 6e+ 2

)
V (SG) +

2eε

C(e− 1)− 6e+ 2
. (4.23)
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Our choice of C, namely,

C =
8e− 1 +

√
64e2 − 24e+ 9

2(e− 1)
, (4.24)

is precisely to minimize the maximum among the coefficients of Vi∗ and V (SG) in

(4.22) and (4.23), respectively. Indeed, consider:

max

(
1 + C,

3e

e− 1

(
1 +

4e

C(e− 1)− 6e+ 2

))
.

This function has two minima, only one of those is such that C(e− 1)− 6e+ 2 ≥ 0.

This minimum is precisely (4.24). For this minimum, 2eε
C(e−1)−6e+2

≤ ε. Placing the

expression of C in (4.22) and (4.23) gives the approximation ratio in (4.21), and

concludes the proof of Theorem 4.

Proof. Finally, we prove the lower bound stated in Theorem 5. Suppose, for

contradiction, that such a mechanism exists. From Myerson’s Theorem [Mye81],

a single parameter auction is truthful if and only if the allocation function is

monotone and agents are paid theshold payments. Consider two experiments with

dimension d = 2, such that x1 = e1 = [1, 0], x2 = e2 = [0, 1] and c1 = c2 = B/2 + ε.

Then, one of the two experiments, say, x1, must be in the set selected by the

mechanism, otherwise the ratio is unbounded, a contradiction. If x1 lowers its value

to B/2− ε, by monotonicity it remains in the solution; by threshold payment, it

is paid at least B/2 + ε. So x2 is not included in the solution by budget feasibility

and individual rationality: hence, the selected set attains a value log 2, while the

optimal value is 2 log 2.
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4.5 Extensions

We have proposed a convex relaxation for EDP, and showed how to use it to design

a δ-truthful, constant approximation mechanism that runs in polynomial time. A

natural question to ask is to what extent ou results generalize to other machine

learning tasks beyond linear regression. We outline a path to such a generalization

in this section: for a wide class of models in which experiment outcomes are

perturbed by independent noise, the information gain exhibits submodularity. In

light of this, it would be interesting to investigate whether our convex relaxation

approach generalizes to other tasks in this broader class. Moreover, the literature

on experimental design includes several other optimality criteria [Puk06, ADT07],

many of which are convex [BV04]. Exploiting this to design budget feasible

mechanisms is an additional open problem of interest.

4.5.1 Non-homotropic prior

In the general case where the prior distribution of the experimenter on the model

β is not homotropic and has a generic covariance matrix R, the value function

takes the general form given by (4.3).

Let us denote by λ (resp. Λ) the smallest (resp. largest) eigenvalue of R,

applying the mechanism described in Algorithm 4 and adapting the analysis of the

approximation ratio mutatis mutandis, we get the following result which extends

Theorem 4.

Theorem 6. For any δ ∈ (0, 1], and any ε ∈ (0, 1], there exists a δ-truthful,

individually rational and budget feasible mechanism for the objective function V

given by (4.3) that runs in time O(poly(n, d, log log BΛ
εδbλ

)) and allocates a set S∗
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such that:

OPT ≤
(

6e− 2

e− 1

1/λ

log(1 + 1/λ)
+ 4.66

)
V (S∗) + ε.

4.5.2 Non-bayesian setting

In the non-bayesian setting, i.e. when the experimenter has no prior distribution

on the model, the covariance matrix R is the zero matrix. In this case, the ridge

regression estimation procedure (4.2) reduces to simple least squares (i.e., linear

regression), and the D-optimality criterion reduces to the entropy of β̂, given by:

V (S) = log det(XT
SXS) (4.25)

A natural question which arises is whether it is possible to design a deterministic

mechanism in this setting. Since (4.25) may take arbitrarily small negative values,

to define a meaningful approximation one would consider the (equivalent) maxi-

mization of V (S) = detXT
SXS. However, the following lower bound implies that

such an optimization goal cannot be attained under the constraints of truthfulness,

budget feasibility, and individual rationality.

Lemma 17. For any M > 1, there is no M -approximate, truthful, budget feasible,

individually rational mechanism for a budget feasible reverse auction with value

function V (S) = detXT
SXS.

Proof. From Myerson’s Theorem [Mye81], a single parameter auction is truthful

if and only if the allocation function is monotone and agents are paid theshold

payments. Given M > 1, consider n = 4 experiments of dimension d = 2. For

e1, e2 the standard basis vectors in R2, let x1 = e1, x2 = e1, and x3 = δe1, x4 = δe2,

where 0 < δ < 1/(M − 1). Moreover, assume that c1 = c2 = 0.5 + ε, while

c3 = c4 = ε, for some small ε > 0. Suppose, for the sake of contradiction, that

there exists a mechanism with approximation ratio M . Then, it must include in the
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solution S at least one of x1 or x2: if not, then V (S) ≤ δ2, while OPT = (1 + δ)δ,

a contradiction. Suppose thus that the solution contains x1. By the monotonicity

property, if the cost of experiment x1 reduces to B/2− 3ε, x1 will still be in the

solution. By threshold payments, experiment x1 receives in this case a payment

that is at least B/2 + ε. By individual rationality and budget feasibility, x2 cannot

be included in the solution, so V (S) is at most (1 + δ)δ. However, the optimal

solution includes all experiments, and yields OPT = (1 + δ)2, a contradiction.

4.5.3 Beyond linear models

Selecting experiments that maximize the information gain in the Bayesian setup

leads to a natural generalization to other learning examples beyond linear regression.

In particular, consider the following variant of the standard PAC learning setup

[Val84]: assume that the features xi, i ∈ N take values in some generic set Ω,

called the query space. Measurements yi ∈ R are given by

yi = h(xi) + εi (4.26)

where h ∈ H for some subset H of all possible mappings h : Ω → R, called

the hypothesis space. As before, we assume that the experimenter has a prior

distribution on the hypothesis h ∈ H; we also assume that εi are random variables

in R, not necessarily identically distributed, that are independent conditioned on

h. As before, the features xi are public, and the goal of the experimenter is to (a)

retrieve measurements yi and (b) estimate h as accurately as possible.

This model is quite broad, and captures many classic machine learning tasks;

we give a few concrete examples below:

1. Generalized Linear Regression. In this case, Ω = Rd, H is the set of

linear maps {h(x) = βTx s.t. β ∈ Rd}, and εi are independent zero-mean
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variables (not necessarily identically distributed).

2. Learning Binary Functions with Bernoulli Noise. When learning a

binary function under noise, the experimenter wishes to determine a binary

function h by testing its output on differrent inputs; however, the output

may be corrupted with probability p. Formally, Ω = {0, 1}d, H is some

subset of binary functions h : Ω→ {0, 1}, and

εi =


0, w. prob. 1− p

h̄(xi)− h(xi), w. prob. p

3. Logistic Regression. Logistic regression aims to learn a hyperplane sep-

arating +1–labeled values from −1–labeled values; again, values can be

corrupted, and the probability that a label is flipped drops with the dis-

tance from the hyperplane. Formally, Ω = Rd, H is the set of maps

{h(x) = sign(βTx) for some β ∈ Rd}, and εi are independent conditioned on

β such that

εi =


−2 · 1βT x>0, w. prob. 1

1+eβT x

+2 · 1βT x<0, w. prob. eβ
T x

1+eβT x

We can again define the information gain as an objective to maximize:

V (S) = H(h)−H(h | yS), S ⊆ N (4.27)

This is a monotone set function, and it clearly satisfies V (∅) = 0. In general, the

information gain is not a submodular function. However, when the errors εi are

independent conditioned on h, the following lemma holds:

Lemma 18. The value function given by the information gain (4.27) is submodular.

Proof. A more general statement for graphical models is shown in [KG05b]; in
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short, using the chain rule for the conditional entropy we get:

V (S) = H(yS)−H(yS | h) = H(yS)−
∑
i∈S

H(yi | h) (4.28)

where the second equality comes from the independence of the yi’s conditioned

on h. Recall that the joint entropy of a set of random variables is a submodular

function. Thus, the value function is written in (4.28) as the sum of a submodular

function and a modular function.

This lemma implies that learning an arbitrary hypothesis, under an arbitrary

prior when noise is conditionally independent leads to a submodular value function.

Hence, we can apply the previously known results by Singer [Sin10] and Chen et

al. [CGL11] to get the following corollary:

Corollary 3. For Bayesian experimental design with an objective given by the

information gain (4.27), there exists a randomized, polynomial-time, budget feasible,

individually rational, and universally truthful mechanism with a 7.91 approximation

ratio, in expectation.

In cases where maximizing (4.27) can be done in polynomial time in the full-

information setup, there exists a deterministic, polynomial-time, budget feasible,

individually rational, and truthful mechanism for Bayesian experimental design

with an 8.34 approximation ratio.

Note however that, in many scenarios covered by this model (including the

last two examples above), even computing the entropy under a given set might

be a hard task—i.e., the value query model may not apply. Hence, identifying

learning tasks in the above class for which truthful or universally truthful constant

approximation mechanisms exist, or studying these problems in the context of

stronger query models such as the demand model [DPS11, BCGL12] remains an

interesting open question.
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Part IV

Approximate optimization
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Chapter 5

Maximization of approximately

submodular functions

Soling optimization problems is a central component of all the questions studied

in the previous chapters. However, in most of these applications, the objective

function is only known or computed approximately, either because it needs to be

learned from data, as in Chapter 2, or for the sake of computational efficiency.

Consequently, we need to understand the impact of approximately evaluating

the objective function on the quality of the output computed by optimization

procedures. In this chapter, we study the problem of maximizing a function

that is approximately submodular under a cardinality constraint. Submodular

maximization has already been encountered in Chapters 1 and 4, and in many cases

errors in evaluation break the submodularity of the objective function. Specifically,

we say that F is ε-approximately submodular if there exists a submodular function

f such that (1− ε)f(S) ≤ F (S) ≤ (1 + ε)f(S) for all subsets S. We are interested

in characterizing the query-complexity of maximizing F subject to a cardinality

constraint k as a function of the error level ε > 0. We provide both lower and upper
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bounds: for ε > 1/n1/2 we show an exponential query-complexity lower bound. In

contrast, when ε < 1/k or under a stronger bounded curvature assumption, we

give constant approximation algorithms.

5.1 Introduction

In recent years, there has been a surge of interest in machine learning methods

that involve discrete optimization. In this realm, the evolving theory of submodular

optimization has been a catalyst for progress in extraordinarily varied application

areas. Examples include active learning and experimental design [GK11, GB11,

HJZL06, KG07a, KG11], sparse reconstruction [Bac10, DDK12, DK11], graph infer-

ence [RLK11, RS12, DC12], video analysis [ZJCP14], clustering [GK10], document

summarization [LB11], object detection [SGJ+14], information retrieval [TIWB14],

network inference [RLK11, RS12], and information diffusion in networks [KKT03].

The power of submodularity as a modeling tool lies in its ability to capture

interesting application domains while maintaining provable guarantees for opti-

mization. The guarantees however, apply to the case in which one has access to

the exact function to optimize. In many applications, one does not have access

to the exact version of the function, but rather some approximate version of it.

If the approximate version remains submodular then the theory of submodular

optimization clearly applies and modest errors translate to modest loss in quality

of approximation. But if the approximate version of the function ceases to be

submodular all bets are off.

Approximate submodularity. Recall that a function f : 2N → R is submodu-

lar if for all S, T ⊆ N , f(S ∪T ) + f(S ∩T ) ≤ f(S) + f(T ). We say that a function

F : 2N → R is ε-approximately submodular if there exists a submodular function
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f : 2N → R s.t. for any S ⊆ N :

(1− ε)f(S) ≤ F (S) ≤ (1 + ε)f(S). (5.1)

Unless otherwise stated, all submodular functions f considered are normalized

(f(∅) = 0) and monotone (f(S) ≤ f(T ) for S ⊆ T ). Approximate submodularity

appears in various domains.

• Optimization with noisy oracles. In these scenarios, we wish to solve

optimization problems where one does not have access to a submodular

function but a noisy version of it. An example recently studied in [CHKK15]

involves maximizing information gain in graphical models; this captures

many Bayesian experimental design settings.

• PMAC learning. In the active area of learning submodular functions

initiated by Balcan and Harvey [BH11], the objective is to approximately learn

submodular functions. Roughly speaking, the PMAC-learning framework

guarantees that the learned function is a constant-factor approximation of

the true submodular function with high probability. Therefore, after learning

a submodular function, one obtains an approximately submodular function.

• Sketching. Since submodular functions have, in general, exponential-size

representation, [BDF+12] studied the problem of sketching submodular func-

tions: finding a function with polynomial-size representation approximating

a given submodular function. The resulting sketch is an approximately

submodular function.
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Optimization of approximate submodularity. We focus on optimization

problems of the form

max
S : |S|≤k

F (S) (5.2)

where F is an ε-approximately submodular function and k ∈ N is the cardinality

constraint. We say that a set S ⊆ N is an α-approximation to the optimal solution

of (5.2) if |S| ≤ k and F (S) ≥ αmax|T |≤k F (T ). As is common in submodular

optimization, we assume the value query model: optimization algorithms have

access to the objective function F in a black-box manner, i.e. they make queries

to an oracle which returns, for a queried set S, the value F (S). The query-

complexity of the algorithm is simply the number of queries made to the oracle.

An algorithm is called an α-approximation algorithm if for any approximately

submodular input F the solution returned by the algorithm is an α-approximately

optimal solution. Note that if there exists an α-approximation algorithm for

the problem of maximizing an ε-approximate submodular function F , then this

algorithm is a α(1−ε)
1+ε

-approximation algorithm for the original submodular function

f 1. Conversely, if no such algorithm exists, this implies an inapproximability for

the original function.

Clearly, if a function is 0-approximately submodular then it retains desirable

provable guarantees2, and it if it is arbitrarily far from being submodular it can be

shown to be trivially inapproximable (e.g. maximize a function which takes value

of 1 for a single arbitrary set S ⊆ N and 0 elsewhere). The question is therefore:

1Observe that for an approximately submodular function F , there exists many submodular
functions f of which it is an approximation. All such submodular functions f are called represen-
tatives of F . The conversion between an approximation guarantee for F and an approximation
guarantee for a representative f of F holds for any choice of the representative.

2Specifically, [NWF78a] shows that it possible to obtain a (1− 1/e) approximation ratio for a
cardinality constraint.
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How close should a function be to submodular to retain provable approximation

guarantees?

In recent work, it was shown that for any constant ε > 0 there exists a class of

ε-approximately submodular functions for which no algorithm using fewer than

exponentially-many queries has a constant approximation ratio for the canonical

problem of maximizing a monotone submodular function under a cardinality

constraint [HS16]. Such an impossibility result suggests two natural relaxations:

the first is to make additional assumptions about the structure of errors, such

a stochastic error model. This is the direction taken in [HS16], where the main

result shows that when errors are drawn i.i.d. from a wide class of distributions,

optimal guarantees are obtainable. The second alternative is to assume the error

is subconstant, which is the focus of this chapter.

5.1.1 Overview of the contributions

Our main result is a spoiler: even for ε = 1/n1/2−β for any constant β > 0 and

n = |N |, no algorithm can obtain a constant-factor approximation guarantee.

More specifically, we show that:

• For the general case of monotone submodular functions, for any β > 0,

given access to a 1
n1/2−β -approximately submodular function, no algorithm

can obtain an approximation ratio better than O(1/nβ) using polynomially

many queries (Theorem 7);

• For the case of coverage functions we show that for any fixed β > 0 given

access to an 1
n1/3−β -approximately submodular function, no algorithm can ob-

tain an approximation ratio strictly better than O(1/nβ) using polynomially

many queries (Theorem 8).
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The above results imply that even in cases where the objective function is

arbitrarily close to being submodular as the number n of elements in N grows,

reasonable optimization guarantees are unachievable. The second result shows

that this is the case even when we aim to optimize coverage functions. Coverage

functions are an important class of submodular functions which are used in

numerous applications [GKS05, LB11, KG07b].

Approximation guarantees. The inapproximability results follow from two

properties of the model: the structure of the function (submodularity), and the size

of ε in the definition of approximate submodularity. A natural question is whether

one can relax either conditions to obtain positive approximation guarantees. We

show that this is indeed the case:

• In the general case of monotone submodular functions we show that the

greedy algorithm achieves a
(
1−1/e−O(δ)

)
approximation ratio when ε = δ

k

(Theorem 9). Furthermore, this bound is tight: given a 1/k1−β-approximately

submodular function, the greedy algorithm no longer provides a constant

factor approximation guarantee (Proposition 12).

• Since our query-complexity lower bound holds for coverage functions, which

already contain a great deal of structure, we relax the structural assumption

by considering functions with bounded curvature c; this is a common

assumption in applications of submodularity to machine learning and has

been used in prior work to obtain theoretical guarantees [IB13, IJB13]. Under

this assumption, we give an algorithm which achieves an approximation ratio

of (1− c)(1−ε
1+ε

)2 (Proposition 13).

We state our positive results for the case of a cardinality constraint of k. Similar

results hold for matroids of rank k, the proofs of those can be found in the Appendix.
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Note that cardinality constraints are a special case of matroid constraints, therefore

our lower bounds also apply to matroid constraints.

5.1.2 Discussion and related work

Before transitioning to the technical results, we briefly survey error in applications

of submodularity and the implications of our results to these applications. First,

notice that there is a coupling between approximate submodularity and erroneous

evaluations of a submodular function: if one can evaluate a submodular function

within (multiplicative) accuracy of 1±ε then this is an ε-approximately submodular

function.

Additive vs multiplicative approximation. The definition of approximate

submodularity in (5.1) uses relative (multiplicative) approximation. We could

instead consider absolute (additive) approximation, i.e. require that f(S)− ε ≤

F (S) ≤ f(S) + ε for all sets S. This definition has been used in the related

problem of optimizing approximately convex functions [BLNR15, SV15], where

functions are assumed to have normalized range. For un-normalized functions or

functions whose range is unknown, a relative approximation is more informative.

When the range is known, specifically if an upper bound B on f(S) is known,

an ε/B-approximately submodular function is also an ε-additively approximate

submodular function. This implies that our lower bounds and approximation

results could equivalently be expressed for additive approximations of normalized

functions.

Error vs noise. If we interpret Equation (5.1) in terms of error, we see that

no assumption is made on the source of the error yielding the approximately

submodular function. In particular, there is no stochastic assumption: the error
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is deterministic and worst-case. Previous work have considered submodular or

combinatorial optimization under random noise. Two models naturally arise:

• consistent noise: the approximate function F is such that F (S) = ξSf(S)

where ξS is drawn independently for each set S from a distribution D. The

key aspect of consistent noise is that the random draws occur only once:

querying the same set multiple times always returns the same value. This

definition is the one adopted in [HS16]; a similar notion is called persistent

noise in [CHKK15].

• inconsistent noise: in this model F (S) is a random variable such that

f(S) = E[F (S)]. The noisy oracle can be queried multiple times and each

query corresponds to a new independent random draw from the distribution

of F (S). This model was considered in [STK15] in the context of dataset

summarization and is also implicitly present in [KKT03] where the objective

function is defined as an expectation and has to be estimated via sampling.

Formal guarantees for consistent noise have been obtained in [HS16]. A standard

way to approach optimization with inconsistent noise is to estimate the value of

each set used by the algorithm to an accuracy ε via independent randomized

sampling, where ε is chosen small enough so as to obtain approximation guarantees.

Specifically, assuming that the algorithm only makes polynomially many value

queries and that the function f is such that F (S) ∈ [b, B] for any set S, then a

classical application of the Chernoff bound combined with a union bound implies

that if the value of each set is estimated by averaging the value of m samples

with m = Ω
(
B logn
bε2

)
, then with high probability the estimated value F (S) of

each set used by the algorithm is such that (1 − ε)f(S) ≤ F (S) ≤ (1 + ε)f(S).

In other words, randomized sampling is used to construct a function which is

ε-approximately submodular with high probability.

164



Implications of results in this chapter. Given the above discussion, our

results can be interpreted in the context of noise as providing guarantees on what

is a tolerable noise level. In particular, Theorem 9 implies that if a submodular

function is estimated using m samples, with m = Ω
(
Bn2 logn

b

)
, then the Greedy

algorithm is a constant approximation algorithm for the problem of maximizing a

monotone submodular function under a cardinality constraint. Theorem 7 implies

that if m = O
(
Bn logn

b

)
then the resulting estimation error is within the range

where no algorithm can obtain a constant approximation ratio.

5.2 Query-complexity lower bounds

In this section we give query-complexity lower bounds for the problem of maximizing

an ε-approximately submodular function subject to a cardinality constraint. In

Section 5.2.1, we show an exponential query-complexity lower bound for the case of

general submodular functions when ε ≥ n−1/2 (Theorem 7). The same lower-bound

is then shown to hold even when we restrict ourselves to the case of coverage

functions for ε ≥ n−1/3 (Theorem 8).

A general overview of query-complexity lower bounds. At a high level,

the lower bounds are constructed as follows. We define a class of monotone

submodular functions F , and draw a function f uniformly at random from F .

In addition we define a submodular function g : 2N → R s.t. max|S|≤k f(S) ≥

ρ(n) ·max|S|≤k g(S), where ρ(n) = o(1) for a particular choice of k < n. We then

define the approximately submodular function F :

F (S) =


g(S), if (1− ε)f(S) ≤ g(S) ≤ (1 + ε)f(S)

f(S) otherwise
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Note that by its definition, this function is an ε-approximately submodular function.

To show the lower bound, we reduce the problem of proving inapproximability of

optimizing an approximately submodular function to the problem of distinguishing

between f and g using F . We show that for every algorithm, there exists a function

f ∈ F s.t. if f is unknown to the algorithm, it cannot distinguish between the

case in which the underlying function is f and the case in which the underlying

function is g using polynomially-many value queries to F , even when g is known

to the algorithm. Since max|S|≤k f(S) ≥ ρ(n) max|S|≤k g(S), this implies that no

algorithm can obtain an approximation better than ρ(n) using polynomially-many

queries; otherwise such an algorithm could be used to distinguish between f and g.

5.2.1 Monotone submodular functions

Constructing a class of hard functions. A natural candidate for a class of

functions F and a function g satisfying the properties described in the overview is:

fH(S) = |S ∩H| and g(S) =
|S|h
n

for H ⊆ N of size h. The reason why g is hard to distinguish from fH is that when

H is drawn uniformly at random among sets of size h, fH is close to g with high

probability. This follows from an application of the Chernoff bound for negatively

associated random variables that we now review.

Definition 5 (Negative association). Random variables X1, . . . , Xn are negatively

associated iff for every I ⊆ [n] and every non-decreasing functions f : RI → R and

g : RĪ → R:

E[f(Xi, i ∈ I)g(Xj, j ∈ Ī)] ≤ E[f(Xi, i ∈ I)]E[g(Xj, j ∈ Ī)]

Claim 1 ([DPR96]). Let X1, . . . , Xn be n negatively associated random variables
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taking value in [0, 1]. Denote by µ =
∑n

i=1 E[Xi] the expected value of their sum,

then for any δ ∈ [0, 1]:

P
[ n∑
i=1

Xi > (1 + δ)µ
]
≤ e−δ

2µ/3

P
[ n∑
i=1

Xi < (1− δ)µ
]
≤ e−δ

2µ/2

Claim 2 ([DPR96]). Let H be a random subset of size h of [n] and let us define

the random variables Xi = 1 if i ∈ H and Xi = 0 otherwise. Then X1, . . . , Xn are

negatively associated.

With this definition and claims in hand, we can now state the large deviation

inequality we will be using.

Lemma 19. Let H ⊆ N be a set drawn uniformly among sets of size h, then for

any S ⊆ N , writing µ = |S|h
n
, for any ε such that ε2µ > 1:

PH
[
(1− ε)µ ≤ |S ∩H| ≤ (1 + ε)µ

]
≥ 1− 2−Ω(ε2µ)

Proof. Immediate, after observing that |S ∩H| can be written |S ∩H| = ∑i∈S Xi

where Xi is defined as in Claim 2. Since P[Xi = 1] = h
n
we have µ = |S|h

n
.

Unfortunately the construction outlined above fails if the algorithm is allowed

to evaluate the approximately submodular function at small sets: for those the

concentration of Lemma 19 is not high enough. Our construction instead relies

on designing F and g such that when S is “large”, then we can make use of the

concentration result of Lemma 19 and when S is “small”, functions in F and g are

deterministically close to each other. Specifically, we introduce for H ⊆ N of size
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h:

fH(S) = |S ∩H|+ min

(
|S ∩ (N \H)|, α

(
1− h

n

))
g(S) = min

(
|S|, |S|h

n
+ α

(
1− h

n

)) (5.3)

The value of the parameters α and h will be set later in the analysis. Observe that

when S is small (|S ∩ H̄| ≤ α(1 − h/n) and |S| ≤ α) then fH(S) = g(S) = |S|.

When S is large, Lemma 19 implies that |S∩H| is close to |S|h/n and |S∩(N \H)|

is close to |S|(1− h/n) with high probability.

First note that fH and g are monotone submodular functions. fH is the sum

of a monotone additive function and a monotone budget-additive function. The

function g can be written g(S) = G(|S|) where G(x) = min(x, xh/n+α(1− h/n)).

G is a non-decreasing concave function (minimum between two non-decreasing

linear functions) hence g is monotone submodular.

Next, we observe that there is a gap between the maxima of the functions fH

and the one of g. When S ≤ k, g(S) = |S|h
n

+ α
(
1− h

n

)
. The maximum is clearly

attained when |S| = k and is upper-bounded by kh
n

+ α. For fH , the maximum is

equal to k and is attained when S is a subset of H of size k. So for α ≤ k ≤ h, we

obtain:

max
|S|≤k

g(S) ≤
(
α

k
+
h

n

)
max
|S|≤k

fH(S), H ⊆ N (5.4)

Indistinguishability. The main challenge is now to prove that fH is close to g

with high probability. Formally, we have the following lemma.

Lemma 20. For h ≤ n
2
, let H be drawn uniformly at random among sets of size

h, then for any S:

PH
[
(1− ε)fH(S) ≤ g(S) ≤ (1 + ε)fH(S)

]
≥ 1− 2−Ω(ε2αh/n) (5.5)
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Proof. For concision we define H̄ ≡ N \ H, the complement of H in N . We

consider four cases depending on the cardinality of S and S ∩ H̄.

Case 1: |S| ≤ α and |S∩H̄| ≤ α
(
1− h

n

)
. In this case fH(S) = |S∩H|+|S∩H̄| =

|S| and g(S) = |S|. The two functions are equal and the inequality is immediately

satisfied.

Case 2: |S| ≤ α and |S∩H̄| ≥ α(1− h
n
). In this case g(S) = |S| = |S∩H|+|S∩H̄|

and fH(S) = |S ∩H|+ α(1− h
n
). By assumption on |S ∩ H̄|, we have:

(1− ε)α
(

1− h

n

)
≤ |S ∩ H̄|

For the other side, by assumption on |S ∩ H̄|, we have that |S| ≥ α(1− h
n
) ≥ α

2

(since h ≤ n
2
). We can then apply Lemma 19 and obtain:

PH
[
|S ∩ H̄| ≤ (1 + ε)α

(
1− h

n

)]
≥ 1− 2−Ω(ε2αh/n)

Case 3: |S| ≥ α and |S∩H̄| ≥ α
(
1− h

n

)
. In this case fH(S) = |S∩H|+α(1− h

n
)

and g(S) = |S|h
n

+ α(1− h
n
). We need to show that:

PH
[
(1− ε) |S|h

n
≤ |S ∩H| ≤ (1 + ε)

|S|h
n

]
≥ 1− 2−Ω(ε2αh/n)

This is a direct consequence of Lemma 19.

Case 4: |S| ≥ α and |S∩H̄| ≤ α
(
1− h

n

)
. In this case fH(S) = |S∩H|+ |S∩H̄|

and g(S) = |S|h
n

+ α(1− h
n
). As in the previous case, we have:

PH
[
(1− ε) |S|h

n
≤ |S ∩H| ≤ (1 + ε)

|S|h
n

]
≥ 1− 2−Ω(ε2αh/n)

169



By the assumption on |S ∩ H̄|, we also have:

|S ∩ H̄| ≤ α

(
1− h

n

)
≤ (1 + ε)α

(
1− h

n

)
So we need to show that:

PH
[
(1− ε)α

(
1− h

n

)
≤ |S ∩ H̄|

]
≥ 1− 2−Ω(ε2αh/n)

and then we will be able to conclude by union bound. This is again a consequence

of Lemma 19.

Theorem 7. For any 0 < β < 1
2
, ε ≥ 1

n1/2−β , and any (possibly randomized) algo-

rithm with query-complexity smaller than 2Ω(nβ/2), there exists an ε-approximately

submodular function F such that for the problem of maximizing F under a cardi-

nality constraint, the algorithm achieves an approximation ratio upper-bounded by

2
nβ/2

with probability at least 1− 1

2Ω(nβ/2)
.

Proof. We set k = h = n1−β/2 and α = n1− β. Let H be drawn uniformly at

random among sets of size h and let fH and g be as in (5.3). We first define the

ε-approximately submodular function FH :

FH(S) =


g(S) if (1− ε)fH(S) ≤ g(S) ≤ (1 + ε)fH(S)

fH(S) otherwise

It is clear from the definition that this is an ε-approximately submodular function.

Consider a deterministic algorithm A and let us denote by S1, . . . , Sm the queries

made by the algorithm when given as input the function g (g is 0-approximately

submodular, hence it is a valid input to A). Without loss of generality, we can

include the set returned by the algorithm in the queries, so Sm denotes the set
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returned by the algorithm. By (5.5), for any i ∈ [m]:

PH [(1− ε)fH(Si) ≤ g(Si) ≤ (1 + ε)fH(Si)] ≥ 1− 2−Ω
(
n
β
2

)
when these events realize, we have FH(Si) = g(Si). By union bound over i, when

m < 2Ω
(
n
β
2

)
:

PH [∀i, FH(Si) = g(Si)] > 1−m2−Ω
(
nβ/2
)

= 1− 2−Ω
(
nβ/2
)
> 0

This implies the existence of H such that A follows the same query path when

given g and FH as inputs. For this H:

FH(Sm) = g(Sm) ≤ max
|S|≤k

g(S) ≤
(
α

k
+
h

n

)
max
|S|≤k

fH(S) =

(
α

k
+
h

n

)
max
|S|≤k

FH(S)

where the second inequality comes from (5.4). For our choice of parameters,

α
k

+ h
n

= 2/n
β
2 , hence:

FH(Sm) ≤ 2

n
β
2

max
|S|≤k

FH(S)

Let us now consider the case where the algorithm A is randomized and let us

denote AH,R the solution returned by the algorithm when given function FH as

input and random bits R. We have:

PH,R
[
FH(AH,R) ≤ 2

nβ/2
max
|S|≤k

FH(S)

]
=
∑
r

P[R = r]PH
[
FH(AH,R) ≤ 2

nβ/2
max
|S|≤k

FH(S)

]
≥ (1− 2−Ω(n

β
2 ))
∑
r

P[R = r] = 1− 2−Ω(nβ2)

where the equality comes from the analysis of the deterministic case (when the

random bits are fixed, the algorithm is deterministic). This implies the existence
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of H such that:

PR
[
FH(AH,R) ≤ 2

nβ/2
max
|S|≤k

FH(S)

]
≥ 1− 2−Ω(nβ2)

and concludes the proof of the theorem.

5.2.2 Coverage functions

In this section, we show that an exponential query-complexity lower bound still

holds even in the restricted case where the objective function approximates a

coverage function. Recall that by definition of a coverage function, the elements

of the ground set N are subsets of a set U called the universe. For a set S =

{S1, . . . ,Sm} of subsets of U , the value f(S) is given by f(S) = |⋃m
i=1 Si|.

Theorem 8. For any 0 < β < 1
2
, ε ≥ 1

n1/3−β , and any (possibly randomized)

algorithm with query-complexity smaller than 2Ω(nβ/2), there exists a function F

which ε-approximates a coverage function, such that for the problem of maximizing

F under a cardinality constraint, the algorithm achieves an approximation ratio

upper-bounded by 2
nβ/2

with probability at least 1− 1

2Ω(nβ/2)
.

Proof. The proof follows the same structure as the proof of Theorem 7 but uses a

different construction for fH and g since the ones defined defined in Section 5.2.1

are not coverage functions. For H ⊆ N of size h, we define:

fH(S) =


|S ∩H|+ α if S 6= ∅

0 otherwise
and g(S) =


|S|h
n

+ α if S 6= ∅

0 otherwise

It is clear that fH and g can be realized as coverage functions: |S ∩H| and
|S|h
n

are additive functions which are a subclass of coverage functions. The offset of

α can be obtained by having all sets defining fH and g cover the same α elements

of the universe.
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We now relate the maxima of g and fH : the maximum of fH is attained when

S is a subset of H of size k and is equal to k+α ≥ k. The value of g only depends

on |S| and is equal to kh
n

+ α when |S| is of size k. Hence:

max
|S|≤k

g(S) ≤
(
α

k
+
h

n

)
max
|S|≤k

fH(S) (5.6)

We now show a concentration result similar to (5.4): let H be drawn uniformly

at random among sets of size h, then for any S and 0 < ε < 1:

PH
[
(1− ε)fH(S) ≤ g(S) ≤ (1 + ε)fH(S)

]
≥ 1− 2−Ω(ε3αh/n) (5.7)

We will consider two cases depending on the size of |S|. When |S| ≤ εα, the

inequality is deterministic. For the right-hand side:

(1 + ε)f(S) ≥ (1 + ε)α ≥ α + |S| ≥ α +
|S|h
n

= g(S)

where the first inequality used |S ∩H| ≥ 0, the second inequality used the bound

on |S| and the last inequality used h ≤ n. For the left-hand side:

(1− ε)f(S) = (1− ε)α + (1− ε)|S ∩H| ≤ α− εα + |S| ≤ α ≤ g(S)

where the first inequality used 1−ε ≤ 1 and |S∩H| ≤ |S| and the second inequality

used the bound on |S|.

Let us now consider the case where |S| ≥ εα. This case follows directly by

applying Lemma 19 after observing that when |S| ≥ α, µ ≥ εαh
n
.

We can now conclude the proof of Theorem 8 by combining (5.6) and (5.7) the

exact same manner as the proof of Theorem 7 after setting h = k = n1−β/2 and

α = n1−β.
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5.3 Approximation algorithms

The results from Section 5.2 can be seen as a strong impossibility result since

an exponential query-complexity lower bound holds even in the specific case of

coverage functions which exhibit a lot of structure. Faced with such an impossibility,

we analyze two ways to relax the assumptions in order to obtain positive results.

One relaxation considers ε-approximate submodularity when ε ≤ 1
k
; in this case we

show that the Greedy algorithm achieves a constant approximation ratio (and that

ε = 1
k
is tight for the Greedy algorithm). The other relaxation considers functions

with stronger structural properties, namely, functions with bounded curvature. In

this case, we show that a constant approximation ratio can be obtained for any

constant ε.

5.3.1 Greedy algorithm

For the general class of monotone submodular functions, the result of [NWF78a]

shows that a simple greedy algorithm achieves an approximation ratio of 1 − 1
e
.

Running the same algorithm for an ε-approximately submodular function results

in a constant approximation ratio when ε ≤ 1
k
. The detailed description of the

algorithm can be found in Algorithm 5.

Algorithm 5 ApproximateGreedy

1: initialize S ← ∅
2: while |S| ≤ k do
3: S ← S ∪ argmaxa∈N\S F (S ∪ {a}).
4: end while
5: return S

Theorem 9. Let F be an ε-approximately submodular function, then the set S
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returned by Algorithm 5 satisfies:

F (S) ≥ 1

1 + 4kε
(1−ε)2

(
1−

(
1− ε
1 + ε

)2k (
1− 1

k

)k)
max
S:|S|≤k

F (S)

In particular, for k ≥ 2, any constant 0 ≤ δ < 1 and ε = δ
k
, this approximation

ratio is constant and lower-bounded by
(
1− 1

e
− 16δ

)
.

Proof. Let us denote by O an optimal solution to maxS:|S|≤K F (S) and by f a

submodular representative of F . Let us write S = {e1, . . . , e`} the set returned by

the greedy algoithm and define Si = {e1, . . . , ei}, then:

f(O) ≤ f(Si) +
∑
e∈OPT

[
f(Si ∪ {e})− f(Si)

]
≤ f(Si) +

∑
e∈O

[
1

1− εF (Si ∪ {e})− f(Si)

]
≤ f(Si) +

∑
e∈O

[
1

1− εF (Si+1)− f(Si)

]
≤ f(Si) +

∑
e∈O

[
1 + ε

1− εf(Si+1)− f(Si)

]
≤ f(Si) +K

[
1 + ε

1− εf(Si+1)− f(Si)

]
where the first inequality uses submodularity, the second uses the definition of

approximate submodularity, the third uses the definition of the Algorithm, the

fourth uses approximate submodularity again and the last one uses that |O| ≤ k.

Reordering the terms, and expressing the inequality in terms of F (using the

definition of approximate submodularity) gives:

F (Si+1) ≥
(

1− 1

k

)(
1− ε
1 + ε

)2

F (Si) +
1

k

(
1− ε
1 + ε

)2

F (O)

This is an inductive inequality of the form ui+1 ≥ aui + b, u0 = 0. Whose solution
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is ui ≥ b
1−a(1− ai). For our specific a and b, we obtain:

F (S) ≥ 1

1 + 4kε
(1−ε)2

(
1−

(
1− 1

k

)k (
1− ε
1 + ε

)2k
)
F (O)

The following proposition shows that ε = 1
k
is tight for the greedy algorithm,

and that this is the case even for additive functions.

Proposition 12. For any β > 0, there exists an ε-approximately additive function

with ε = Ω
(

1
k1−β

)
for which Algorithm 5 has non-constant approximation ratio.

Proof. Fix β > 0 and ε = 1
k1−β . Let us consider an additive function f where the

ground set N can be written N = A ∪ B ∪ C with:

• A is a set of 1
2ε

elements of value 2.

• B is a set of n
2
− 1

4ε
elements of value 1

n
.

• C is a set of n
2
− 1

4ε
elements of value 1.

We now define the following ε-approximately submodular function F :

F (S) =


1
ε

if S = A ∪ {c} with c ∈ C

f(S) otherwise

F is an ε-approximately submodular function. Indeed, the only case where F differs

from f is when S = A ∪ {c} with c ∈ C. In this case F (S) = 1
ε
≤ 1

ε
+ 1 = f(S)

and:

F (S) =
1

ε
≥ (1− ε)

(
1

ε
+ 1

)
= (1− ε)f(S)

When ε < 1
2
, the greedy algorithm selects all elements from A and spends the

remaining budget on B and obtains a value of 1
ε

+ 1
n
(k − k1−β/2) = O(k1−β)

when given F as input. However, it is clear that the optimal solution for F is

to select all elements in A and spend the remaining budget on C for a value of

176



1
ε

+ (k − k1−β/2) = Ω(k). The resulting approximation ratio is O
(

1
kβ

)
which

converges to zero as the budget constraint k grows to infinity.

Matroid constraint. Theorem 9 can be generalized to the case of matroid

constraints. We are now looking at a problem of the form: maxS∈I F (S), where I

is the set of independent sets of a matroid.

Theorem 10 below, uses a slight modification of Algorithm 5 to accommodate

the matroid constraint. The full description is given in Algorithm 6.

Algorithm 6 MatroidGreedy

1: initialize S ← ∅
2: while N 6= ∅ do
3: x∗ ← argmaxx∈N F (S ∪ {x})
4: if S ∪ {x} ∈ I then
5: S ← S ∪ {x}
6: end if
7: N ← N \ {x∗}
8: end while
9: return S

Theorem 10. Let I be the set of independent sets of a matroid of rank k, and

let F be an ε-approximately submodular function, then if S is the set returned by

Algorithm 6:

F (S) ≥ 1

2

(
1− ε
1 + ε

)
1

1 + kε
1−ε

max
S∈I

f(S)

In particular, for k ≥ 2, any constant 0 ≤ δ < 1 and ε = δ
k
, this approximation

ratio is constant and lower-bounded by (1
2
− 2δ).

Proof. Let us consider S∗ ∈ argmaxS∈I f(S). W.l.o.g. we can assume that S∗ is a

basis of the matroid (|S∗| = k). It is clear that the set S returned by Algorithm 6

is also a basis. By the basis exchange property of matroids, there exists φ : S∗ → S

such that:

S − φ(x) + x ∈ I, x ∈ S∗
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Let us write S∗ = {e∗1, . . . , e∗k} and S = {e1, . . . , ek} where ei = φ(e∗i ) and define

Si = {e1, . . . , ei} then:

f(S∗) ≤ f(S) +
k∑
i=1

fS(e∗i ) ≤ f(S) +
k∑
i=1

fSi−1
(e∗i )

≤ f(S) +
k∑
i=1

[
1 + ε

1− εf(Si)− f(Si−1)

]

= f(S) +
k∑
i=1

[f(Si)− f(Si−1)] +
2ε

1− ε
k∑
i=1

f(Si)

≤ 2f(S) +
2kε

1− εf(S)

where the first two inequalities used submodularity, the third used the definition of

an ε-erroneous oracle, and the fourth used monotonicity. The result then follows

by applying the definition of ε-approximate submodularity.

5.3.2 Bounded curvature

With an additional assumption on the curvature of the submodular function f ,

it is possible to obtain a constant approximation ratio for any ε-approximately

submodular function with constant ε. Recall that the curvature c of function

f : 2N → R is defined by c = 1−mina∈N
fN\{a}(a)

f(a)
. A consequence of this definition

when f is submodular is that for any S ⊆ N and a ∈ N \ S we have that

fS(a) ≥ (1− c)f(a).

Proposition 13. For the problem max|S|≤k F (S) where F is an ε-approximately

submodular function which approximates a monotone submodular f with curvature

c, there exists a polynomial time algorithm which achieves an approximation ratio

of (1− c)(1−ε
1+ε

)2.

The proof of Proposition 13 follows from Lemma 21 which shows how to

construct an additive approximation of F .
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Lemma 21. Let F be an ε-approximately submodular function which approximates

a submodular function f with bounded curvature c. Let Fa be the function defined

by Fa(S) =
∑

e∈S F (e) then:

1− ε
1 + ε

F (S) ≤ Fa(S) ≤ 1

1− c
1 + ε

1− εF (S), S ⊆ N

Proof. For the left-hand side:

Fa(S) =
∑
e∈S

F (e) ≥ (1− ε)
∑
e∈S

f(e) ≥ (1− ε)f(S) ≥ 1− ε
1 + ε

F (S)

where the first and third inequalities used approximate submodularity and the

second inequality used that submodular functions are subadditive.

For the right-hand side, let us enumerate S = {e1, . . . , e`} and write Si =

{e1, . . . , ei} (with S0 = ∅ by convention). Then:

Fa(S) =
∑̀
i=1

F (ei) ≤ (1 + ε)
∑̀
i=1

f(ei)

≤ 1 + ε

1− c
∑̀
i=1

fSi−1
(ei) =

1 + ε

1− cf(S)

≤ 1

1− c
1 + ε

1− εF (S)

where the first and last inequalities used approximate submodularity, and the

second inequality used the curvature assumption.

Proof of Proposition 13. Let us denote by Sa a solution to max|S|≤k Fa(S) where

Fa is defined as in Lemma 21. Since Fa is an additive function, Sa can be found

by querying the value query oracle for F at each singleton and selecting the top k.

The approximation ratio then follows directly from Lemma 21.
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Chapter 6

Implicit stochastic approximation

In this chapter, we keep investigating optimization problems for which the objective

function is only approximately known. Specifically, we consider the problem of

minimizing a convex function when the evaluation error is modeled as a zero

mean random variable. We formulate this question in the broader context of the

stochastic approximation framework of Robbins and Monro [RM51]. Standard

stochastic approximation procedures, such as stochastic gradient descent are often

numerically unstable in that they are sensitive to the setting of hyperparameters,

such as the step size, a problem that is only partially addressed in current practice

with ad hoc techniques. As a consequence, deterministic methods increasingly

use proximal operators, which can induce numerical stability in a principled

manner. However, there is no general framework for stochastic approximation

methods with proximal updates. In this chapter, we conceptualize a general

stochastic approximation method with proximal updates. The key idea is to solve

a stochastic fixed point equation at each iteration. This method can be applied

even in situations where the analytical form of the objective is not known, and so it

generalizes many stochastic gradient procedures with proximal operators currently
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in use. Our theoretical analysis indicates that the proposed method has important

stability benefits over the classical stochastic approximation method, while it

retains the best known convergence rates of their Robbins–Monro counterparts.

Exact instantiations of the proposed method are challenging, but we show that

approximate instantiations lead to procedures that are easy to implement, and still

dominate classical procedures by achieving numerical stability without trade-offs.

This last advantage is akin to that seen in deterministic proximal optimization,

where the framework is typically impossible to instantiate exactly, but where

approximate instantiations lead to new optimization procedures that dominate

classical ones.

6.1 Introduction

In a seminal paper, [RM51] considered the problem of estimating the zero θ? of a

function h : Rp → R, where h(θ) is unknown but can be unbiasedly estimated by

a random variable Wθ, such that E (Wθ) = h(θ), for fixed θ ∈ Θ ⊆ Rp. Starting

from an estimate θ0, [RM51] iteratively estimated θ? as follows:

θn = θn−1 − γnWθn−1 , (6.1)

where γn is known as the learning rate sequence, typically defined as γn ∝ 1/n,

for n = 1, 2, . . ., so that
∑
γ2
i < ∞ and

∑
γi = ∞. [RM51] proved convergence

in quadratic mean for the procedure in Equation (6.1), under a monotonicity

assumption for h and bounded second moments for the noise, Wθ − h(θ). [LPW92,

KY03, Bor08] later strengthened this convergence result. Due to its remarkable

simplicity and empirical performance, the Robbins–Monro method has found

widespread applications across scientific fields, including statistics [NKS73, Rup88],
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engineering [BPM90], and optimization [Nes04].

Recently, the Robbins–Monro method has attracted considerable interest in

machine learning with large data sets [Zha04, Bot10, MB11, BCN16], and in

statistical inference at scale [TA15, CLTZ16, SZ18, LLKC17, TA17]. Given a

dataset D, the Robbins–Monro method in Equation (6.1) can be applied with

Wθ being the gradient of the negative log-likelihood of θ calculated at a single

data point sampled with replacement from D. Standard theory then implies that

θn converges to a point θ∞ such that h(θ∞) = 0—in other words, θn converges

to the maximum-likelihood estimator (or maximum a posteriori if regularization

is used) given dataset D. In this context, h is the gradient of a convex scalar

potential H, and the Robbins–Monro method is commonly referred to as stochastic

gradient descent (SGD). While this context is widely applicable, and also helps with

concreteness and interpretation, in this chapter we consider the more general case

where h is not necessarily the gradient of a convex potential (with the exception of

Theorem 12). Thus, our present work is placed in the broader context of stochastic

approximation.

A well-known issue with the Robbins–Monro method is that the learning

rate sequence crucially affects both its numerical stability and convergence. The

procedure can actually be arbitrarily slow if γn is even slightly misspecified. To

illustrate, suppose that γn = γ1/n, and there exists a scalar potential H, such

that ∇H(θ) = h(θ), for all θ ∈ Θ. If H is strongly convex with parameter µ, then

E (‖θn − θ?‖2) = O(n−ε) if ε = 2µγ1 < 1 [NJLS09, Section 1]; [MB11, Section 3.1].

On the other hand, the procedure can diverge, even in the first few iterations,

if the learning rate is too large, especially with non-Lipschitz likelihoods such

as Poisson regression [TAR14]. In summary, small learning rates can make the

Robbins–Monro iterates converge very slowly, whereas large learning rates can
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make the iterates diverge numerically. Importantly, the requirements for numerical

stability and fast convergence are very hard to reconcile in practice, especially in

large-scale problems [TA17], which renders the Robbins–Monro method, and all its

derived procedures, inapplicable without extensive heuristic modifications [Bot12].

6.2 The proximal Robbins–Monro method

Our idea to improve the stability of the Robbins–Monro method is to transform

Equation (6.1) into a fixed-point equation as follows:

θn = θn−1 − γnWθ+
n
, (6.2)

where E (θn|Fn−1) = θ+
n . (6.3)

Here, Fn−1 is the natural filtration, σ(θ0, θ1, . . . , θn−1). The update in Equa-

tion (6.2) differs from the classical update in Equation (6.1) in calculating Wθ at

an intermediate iterate θ+
n . The intermediate iterate generally differs from θn−1 but

depends deterministically on it, since Equation (6.3) is equivalent to the following

equation:

θn−1 − γnh(θ+
n ) = θ+

n . (6.4)

This is an implicit equation because θ+
n appears on both sides of the equation.

As such, the method in Equations (6.2) and (6.3) is a form of implicit stochastic

approximation.

To gain intuition, suppose that a convex scalar potential, H, exists such that

∇H = h. Then, Equation (6.4) can be expressed through a proximal operator,
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proxγnH , as follows:

θ+
n = proxγnH(θn−1) ≡ arg min

θ∈Θ

{
1

2γn
‖θ − θn−1‖2 +H(θ)

}
. (6.5)

The update in Equation (6.5) is the same as the updates used in the proximal point

algorithm of [Roc76], which is the quintessential proximal optimization method.

In recent years, interest in optimization through proximal operators has exploded

since the resulting proximal procedures are stable and converge with minimal

assumptions [BC11, PB13]. In addition, they can be applied to the setting where

the objective function is the sum of a smooth function and a non-smooth function

(as is common when using regularization in machine learning), and often lead to

efficient, parallelizable algorithms.

To illustrate the stability of proximal updates, let us take norms in Equa-

tion (6.4):

‖θn−1 − θ?‖2 = ‖θ+
n − θ?‖2 + 2γnh(θ+

n )>(θ+
n − θ?) + γ2

n‖h(θ+
n )‖2.

By convexity of H, we have h(θ)>(θ − θ?) ≥ 0 for any θ, and so unless h(θ+
n ) = 0

we obtain ‖θ+
n − θ?‖2 < ‖θn−1 − θ?‖2, a contraction. More generally, proxγnH

can be shown to be a firmly non-expansive operator, and so the procedure in

Equation (6.5) is stable. The drawback of such deterministic proximal optimization

is that Equation (6.5) cannot be solved exactly, otherwise we could simply minimize

H(θ) directly. Nevertheless, the proximal method is useful in practice since

Equation (6.5) can be solved approximately without affecting the convergence

of the resulting algorithm, provided that the approximation errors are small

enough [Roc76].

Our proposed procedure in Equation (6.2) is the stochastic approximation ana-

log of this idea. As in deterministic proximal optimization, we cannot compute θ+
n
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exactly, otherwise we could simply define θn = θ+
n in Equation (6.2). Furthermore,

we assume that we can only observe a noisy version of h(θ+
n ) through Wθ, which is

useful in situations where the analytic form of the objective is unknown. Despite

these differences, our procedure behaves increasingly as a deterministic proximal

optimization method, since Equation (6.2) can be re-written as θn = θ+
n − γnεn,

where εn = Wθ+
n
− h(θ+

n ) is the zero-mean intermediate noise term, and γn → 0.

The key advantage of our proposed stochastic approximation in Equation (6.2)

with respect to the classical stochastic approximation in Equation (6.1) is the

additional numerical stability stemming from the implicit update in Equation (6.4),

even though the implicit update only holds in expectation for θ+
n . More specifically,

in Section 6.3 we show that the proximal Robbins–Monro procedure is more robust

with respect to the specification of the learning rates, and is less sensitive to

initial conditions, than the classical Robbins–Monro. Importantly, this stability

carries through to approximate implementations of the proximal procedure (see

Sections 6.4.1 and 6.4.2).

Remark 1. As mentioned above, the proximal Robbins–Monro we study in this

chapter is an “idealized procedure”, i.e., it is well-defined mathematically but,

in general, it cannot be directly computed. We emphasize that such idealized

procedures are ubiquitous in statistics and optimization. For instance, the proximal

point algorithm described above, or projected gradient descent, to name a few, are

typically approximated in practice even though they have a concrete mathematical

definition. The study of our suggested procedure follows an outline similar to

how other idealized procedures are studied: first, we explore the properties of the

idealized procedure as if it were computed exactly, and then explore the extent to

which these properties carry through to approximate implementations.
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Related work and contributions

There is voluminous literature on classical stochastic approximation. The early

mathematical work by [RM51, Sac58, Fab68, NKS73, RS85, Wei87] established

the fundamental properties, including convergence and asymptotic distributions.

Subsequently, this work was pivotal in engineering applications, and particu-

larly systems identification and tracking [LPW92, BPM90]; see also the excellent

review by [L+03]. More recently, there have been important developments in

studying stochastic approximations through the lens of dynamical systems the-

ory, spearheaded by [KY03] and [Bor08]. Roughly at the same time, stochastic

approximations started appearing in modern machine learning, usually in the form

of stochastic gradient descent (SGD) methods, which have been irreplaceable in

applications with large data sets and complex models [Zha04, Bot10].

However, classical stochastic approximations are numerically unstable, and

often impossible to apply in practice without extensive heuristics. In this chapter,

we introduce an implicit stochastic approximation procedure, defined in Equa-

tions (6.2) and (6.3), which aims at mitigating stability problems of classical

approximation through proximal updates. In the same way that the classical

method of [RM51] is the stochastic analog of gradient descent in deterministic

optimization, implicit stochastic approximation is the stochastic analog of the

proximal point algorithm [Roc76], which is the quintessential method in proximal

optimization. This fills a crucial gap in the literature of stochastic approximations.

As visualized in Table 6.1, the method we introduce is general enough to cover

both cases where an analytic form of the objective function is known, and cases

where no such form is known for the objective or its gradients.

There are mainly two lines of literature related to our work, as shown in

the table. One line of work is about procedures where the proximal update is
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Table 6.1: Work in stochastic approximations related to this chapter. Modern proce-
dures, such as SGD, are instantiations of the classical Robbins–Monro approximation
method [RM51]. Our work provides a stochastic approximation method with proximal
updates. Instantiations of our method include well-known existing procedures that employ
proximal updates, such as implicit SGD. Additionally, it leads to novel procedures with
nested stochastic approximations, which can be applied even in cases where the objective
is not known analytically.

Objective
function Robbins–Monro (explicit) updates Proximal (implicit) updates

analytically
known

stochastic gradient descent
[CY69]; [Zha04];

[Bot10]; natural gradients [Ama98];
adaptive gradients [DHS11]

implicit stochastic gradients
[Ber11];[BHS18]

[TA17];
stochastic proximal gradients

[SD09];
[RVV14]

analytically
unknown

quantile estimation
[RM51] nested procedures (Section 6.4.2).

deterministic, and is performed after a classical stochastic update. For example,

the forward-backward procedure of [SD09] and the proximal stochastic gradient

procedure studied by [RVV14] fall in this category. Such procedures first make

the update θ̃n = θn−1 − γnWθn−1 , and then define θn = proxf(θ̃n), where f is

some convex regularization function. In our work, we wish to avoid making any

explicit update at all in order to ensure stability. A notable exception is presented

in Section 6.4.2, where an approximate implementation of our method involves

multiple explicit updates within a nested procedure.

Another line of work involves procedures where implicit updates are directly

used in the update equation, in contrast to our procedure where the implicit

update holds in expectation. Incremental proximal procedures [Ber11], and implicit

SGD [TAR14, TA17] fall in this category. In our notation, the update is θn =

θn−1 − γnWθn , which requires that the implicit equation is solvable. This is not

uncommon, and efficient algorithms exist for several models [TAR14, Algorithm

1]. In numerical optimization and engineering, the stochastic proximal point
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algorithms studied by [Bia16, RB14, PN17] are closely related. Interestingly, all

such procedures can be viewed as the plug-in versions of the proposed proximal

Robbins–Monro, since θn in Equation (6.3) is in fact an unbiased estimator of θ+
n .

By plugging in this estimator in the main update of Equation (6.2) we get the

implicit update, θn = θn−1 − γnWθn . We discuss this idea further in Section 6.4.1.

Thus, the central contribution of this chapter is the introduction of the proximal

Robbins–Monro procedure as the stochastic analog of the proximal point algorithm.

This fills a gap in the literature that has remained open since classical stochastic

approximation was introduced by [RM51] as the stochastic analog of gradient

descent. We provide full analysis of the theoretical properties (both asymptotic

and non-asymptotic) of the new method in Section 6.3. The analysis shows that

proximal Robbins–Monro is more stable numerically than classical Robbins–Monro,

and is also less sensitive to hyperparameter tuning in achieving the best known

convergence rates for non-averaged stochastic approximation.

Regarding implementation, our proximal Robbins–Monro method does present

some unique challenges. Since exact implementation will generally be impossible,

we analyze the following two approximate instantiations. First, in Section 6.4.1 we

assume Wθ to be known analytically, and show that the plug-in principle leads to

a family of well-known implicit procedures [Ber11, TAR14], which are becoming

increasingly popular for their superior numerical stability compared to classical SGD

procedures. They are also easy to implement in a broad family of models, and their

theoretical properties are now well understood [KB10, Ber11, TA17, RB14, PN17].

Second, in Section 6.4.2 we discuss settings where the form of Wθ is unknown,

and analyze an approximate implementation that relies on stochastic fixed-point

equations solved by nested classical stochastic approximation. We present a full

convergence analysis of the approximate procedure, which is particularly challenging
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due to its nested structure. This procedure, and its theoretical analysis, constitute

a key contribution of this chapter. We are unaware of other proximal methods

that address settings where the objective is analytically unknown, and where the

underlying procedure is comprised of nested stochastic fixed points. In Section 6.5,

we show significant benefits in numerical stability through the quantile regression

example of [RM51].

6.3 Theory of implicit stochastic approximation

In this section, we state the theoretical guarantees for implicit stochastic ap-

proximation: convergence almost-surely (Section 6.3.1), asymptotic normality

(Section 6.3.3), and non-asymptotic convergence rate (Section 6.3.2).

Symbol ‖ · ‖ denotes the L2 vector/matrix norm. We define the error random

variables at the intermediate iterate as εn = Wθ+
n
− h(θ+

n ). Because θ+
n is a

deterministic function of θn−1 it holds that E (εn|Fn−1) = 0. The parameter space

for θ is Θ ⊆ Rp, and is convex. For positive scalar sequences (an) and (bn), we write

bn = O(an) to express that bn ≤ can, for some fixed c > 0, and every n = 1, 2, . . .;

we write bn = o(an) to express that bn/an → 0 in the limit where n→∞. Notation

bn ↓ 0 means that bn is positive and decreasing towards zero. Depending on which

result we state, implicit stochastic approximation operates under a combination of

the following assumptions.

Assumption 1. It holds that γn = γ1n
−γ, γ1 > 0 and γ ∈ (0, 1].

Assumption 2. Function h is Lipschitz with parameter L, i.e., for all θ1, θ2 ∈ Θ,

‖h(θ1)− h(θ2)‖ ≤ L‖θ1 − θ2‖.

Assumption 3. Function h satisfies either
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(a) (θ − θ?)>h(θ) ≥ 0, for all θ ∈ Θ, or, for all n = 1, 2, . . .,

(b) (θ − θ?)>h(θ) > 0, for all θ ∈ Θ \ {θ?}, or, for all n = 1, 2, . . .,

(c) (θ+
n − θ?)>h(θ+

n ) ≥ δn‖θ+
n − θ?‖2, where δn = δ1n

−δ, δ1 > 0 and 0 < γ + δ ≤ 1.

Assumption 4. There exists H : Rp → R such that ∇H(θ) = h(θ), for all θ ∈ Θ.

Assumption 5. There exists fixed σ2 > 0 such that, for all n = 1, 2, . . .,

E
(
‖εn‖2|Fn−1

)
≤ σ2.

Assumption 6. Let Ξn = E
(
εnε
>
n |Fn−1

)
, then ‖Ξn − Ξ‖ → 0 for fixed positive-

definite matrix Ξ. Furthermore, if σ2
n,s = E

(
I‖εn‖2≥s/γn‖εn‖2

)
, then for all s > 0,∑n

i=1 σ
2
i,s = o(n) if γn ∝ n−1, or σ2

n,s = o(1) otherwise.

Assumption 3(a) is a typical convexity assumption. Assumption 3(b) is

akin to a strict convexity assumption (in particular, it implies that θ? is unique).

Assumption 3(c) is stronger than the convexity assumption, but weaker than strong

convexity. Assumption 4 will be used later in Sections 6.4.1 and 6.4.2, where we

consider concrete implementations of our procedure. Assumption 5 was introduced

by [RM51], and has since been standard in stochastic approximation analysis, since

bounded noise is a crucial condition for convergence. Assumption 6 is the Lindeberg

condition that is used to prove asymptotic normality of θn, later in this section.

Overall, our assumptions are weaker than the assumptions in classical stochastic

approximation because they refer to the idealized procedure of Equation (6.2);

compare, for example, Assumptions 1-6 with assumptions (A1)-(A4) of [Bor08,

Section 2.1], or the assumptions by [BPM90, Theorem 15].
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6.3.1 Almost sure convergence

In Theorem 11, we derive a proof of almost sure convergence of implicit stochastic

approximation, which relies on the supermartingale lemma of [RS85].

Theorem 11. Suppose that Assumptions 1, 2, 3(b), and 5 hold. Then, the iterates

θn of the implicit stochastic approximation method in Equations (6.2) and (6.3)

converge almost surely to θ?; i.e., θn → θ?, such that h(θ?) = 0, almost surely.

Note about proofs. A key equation of implicit stochastic approximation is Equa-

tion (6.4):

θ+
n + γnh(θ+

n ) = θn−1. (6.6)

As this fixed point equation has a unique solution, θ+
n is a deterministic function

of θn−1. By assumption, Wθ+
n

= h(θ+
n ) + εn, and so E

(
Wθ+

n
|Fn−1

)
= h(θ+

n ).

Proof. By Equation (6.2):

‖θn − θ?‖2 = ‖θn−1 − θ?‖2 − 2γn(θn−1 − θ?)>Wθ+
n

+ γ2
n‖Wθ+

n
‖2. (6.7)

We use decomposition (θn−1− θ?) = (θ+
n − θ?) + (θn−1− θ+

n ), and that θn−1− θ+
n =

γnh(θ+
n ) in Equation (6.6) to obtain:

Rn ≡ E
(
(θn−1 − θ?)>Wθ+

n
|Fn−1

)
= (θ+

n − θ?)>h(θ+
n ) + (θn−1 − θ+

n )>h(θ+
n )

= (θ+
n − θ?)>h(θ+

n ) + γn‖h(θ+
n )‖2 > 0. (6.8)

where the inequality is by Assumption 3(a). Taking norms in Equation (6.6) we

obtain:

‖θn−1 − θ?‖2 = ‖θ+
n − θ?‖2 + 2γnh(θ+

n )>(θ+
n − θ?) + γ2

n‖h(θ+
n )‖2,

> ‖θ+
n − θ?‖2. [by Assumption 3(a)] (6.9)
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It follows that

‖h(θ+
n )‖ = ‖h(θ+

n )− h(θ?)‖ ≤ L‖θ+
n − θ?‖ [by Assumption 2]

≤ L‖θn−1 − θ?‖. [by Inequality (6.9)] (6.10)

Furthermore,

E
(
‖Wθ+

n
‖2|Fn−1

)
= E

(
‖h(θ+

n ) + εn‖2|Fn−1

)
≤ 2‖h(θ+

n )‖2 + 2E
(
‖εn‖2|Fn−1

)
≤ 2L2‖θn−1 − θ?‖2 + 2σ2. (6.11)

where the last inequality is by Inequality (6.10) and Assumption 5. Taking

expectations in Equation (6.7) conditional on Fn−1, and using Equation (6.8) and

Inequality (6.11) we obtain

E
(
‖θn − θ?‖2|Fn−1

)
≤ (1 + 2γ2

nL
2)‖θn−1 − θ?‖2 − 2γnRn + 2γ2

nσ
2. (6.12)

We now use an argument—due to [Gla65]— that is also applicable to the classical

Robbins-Monro procedure; see, for example, [BPM90, Section 5.2.2], or [LPW92,

Theorem 1.9]. Random variable Rn is positive by Inequality (6.8), and
∑
γi =∞

and
∑
γ2
i <∞ by Assumption 1. Therefore, we can invoke the supermartingale

lemma of [RS85] to infer that ‖θn − θ?‖2 → B > 0 and
∑
γnRn < ∞, almost

surely. If B 6= 0 then lim inf ‖θn − θ?‖ > 0, and thus the series
∑

n γnRn diverges

by Inequality (6.8) and
∑
γi =∞ (Assumption 1). This is a contradiction. Thus,

B = 0.

The conditions for almost sure convergence of implicit stochastic approximation

are weaker than the conditions required for classical stochastic approximation. For

example, in standard stochastic approximation methods it is typically assumed
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that the iterates θn are almost surely bounded [Bor08, Assumption (A4)].

6.3.2 Non-asymptotic analysis

In this section, we prove results on upper bounds for deviance, E (H(θn)−H(θ?)),

and the mean quadratic errors, E (‖θn − θ?‖2). This provides information on the

rate of convergence, as well as the stability of implicit stochastic approximation.

Theorem 12 on deviance that follows assumes non-strong convexity of H, whereas

Theorem 13 on squared error assumes strong convexity.

Theorem 12. Suppose that Assumptions 1, 2, 3(a), 4, and 5 hold. Let Γ2 =

E (‖θ0 − θ?‖2) + σ2
∑∞

i=1 γ
2
i + γ2

1σ
2. Then, if γ ∈ (2/3, 1], there exists n0,1 < ∞

such that, for all n > n0,1,

E (H(θn)−H(θ?)) ≤
[

2Γ2

γγ1

+ o(1)

]
n−1+γ.

If γ ∈ (1/2, 2/3), there exists n0,2 <∞ such that, for all n > n0,2,

E (H(θn)−H(θ?)) ≤
[
Γσ
√
Lγ1 + o(1)

]
n−γ/2.

Otherwise, γ = 2/3 and there exists n0,3 <∞ such that, for all n > n0,3,

E (H(θn)−H(θ?)) ≤
[

3 +
√

9 + 4γ3
1Lσ

2/Γ2

2γ1/Γ2
+ o(1)

]
n−1/3.

Proof. By Equation (6.3) and Assumption 3(a), θ+
n + γnh(θ+

n ) = θn−1 is equivalent

to minimization θ+
n = arg minθ{ 1

2γn
‖θ− θn−1‖2 +H(θ)}. Therefore, comparing the

values of the expression for θ = θ+
n and θ = θn−1, we obtain

H(θ+
n ) +

1

2γn
‖θ+

n − θn−1‖2 ≤ H(θn−1). (6.13)
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Since θn−1 − θ+
n = γnh(θ+

n ), Inequality (6.13) can be written as

H(θn−1)−H(θ+
n )− 1

2
γn‖h(θ+

n )‖2 ≥ 0. (6.14)

Note that H(θ?) ≤ H(θ), for all θ. Thus, we have:

H(θ+
n )−H(θ?) ≤ h(θ+

n )>(θ+
n − θ?) [by convexity Assumption 3(a)]

H(θ+
n )−H(θ?) ≤ ‖h(θ+

n )‖ · ‖θ+
n − θ?‖

[E
(
H(θ+

n )−H(θ?)
)
]2 ≤ [E

(
‖h(θ+

n )‖ · ‖(θ+
n − θ?‖

)
]2

[E
(
H(θ+

n )−H(θ?)
)
]2 ≤ E

(
‖h(θ+

n )‖2
)
E
(
‖θ+

n − θ?‖2
)

(6.15)

where the last inequality is by Cauchy-Schwarz inequality. Furthermore,

θn = θn−1 − γn
(
h(θ+

n ) + εn)
)

= θ+
n − γnεn. [by Equation (6.3)] (6.16)

Therefore,

E
(
‖θn − θ?‖2

)
= E

(
‖θ+

n − θ?‖2
)
− 2γnE

(
(θ+
n − θ?)>εn

)
+ γ2

nE
(
‖εn‖2

)
= E

(
‖θ+

n − θ?‖2
)

+ γ2
nE
(
‖εn‖2

)
≤ E

(
‖θn−1 − θ?‖2

)
+ γ2

nσ
2. [by Inequality (6.9) and Assumption 5]

≤ E
(
‖θ0 − θ?‖2

)
+ σ2

n∑
i=1

γ2
i . [by induction.] (6.17)

For notational convenience, define hn = E (H(θn))−H(θ?) and h+
n = E (H(θ+

n ))−

H(θ?). It follows that hn > 0, h+
n > 0, everywhere. We want to derive a bound

for hn. By Equation (6.16), θ+
n = θn + γnεn. Since E (εn|Fn−1) = 0, it follows

from Assumption 5 that E (‖θ+
n − θ?‖2) ≤ E (‖θn − θ?‖2) + γ2

nσ
2. Hence, using

Inequality (6.17) we obtain

E
(
‖θ+

n − θ?‖2
)
≤ E

(
‖θ0 − θ?‖2

)
+ σ2

∞∑
i=1

γ2
i + γ2

nσ
2 ≤ Γ2. (6.18)
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From Inequality (6.15) and Inequality (6.18), we get

E
(
‖h(θ+

n )‖2
)
≥ 1

Γ2
[E
(
H(θ+

n )−H(θ?)
)
]2 =

1

Γ2
h+
n

2
. (6.19)

Furthermore, by convexity of H and Lipschitz continuity of h (Assumption 3(a)),

and Assumption 5, we have that

H(θn) = H(θ+
n − γnεn)

H(θn) ≤ H(θ+
n )− γnh(θ+

n )>εn + γ2
n

L

2
‖εn‖2 [by Lipschitz continuity]

H(θn)−H(θ?) ≤ H(θ+
n )−H(θ?)− γnh(θ+

n )>εn + γ2
n

L

2
‖εn‖2

hn ≤ h+
n + γ2

n

Lσ2

2
. [by taking expectations.] (6.20)

Now, in Inequality (6.14), we substract H(θ?) from the left-hand side, take expec-

tations, and combine with Inequality (6.19) to obtain

hn−1 ≥ h+
n +

1

2Γ2
γnh

+
n

2 ≡ Fγn(h+
n ). (6.21)

Function Fγn(x) defines a nondecreasing map, since its argument, h+
n , is always

positive. Let F−1
γn denote its inverse, which is also nondecreasing. Thus, we obtain

h+
n ≤ F−1

γn (hn−1). Using Equation (6.21), we can rewrite Inequality (6.20) as

hn ≤ F−1
γn (hn−1) + γ2

n

Lσ2

2
. (6.22)

Inequality (6.22) is our main recursion, since ultimately we want to upper-

bound hn. Our solution strategy is as follows. We will try to find a base sequence

(bn) such that bn ≥ F−1
γn (bn−1) + γ2

n
Lσ2

2
. Since one can take bn to be increasing

arbitrarily, we will try to find the smallest possible sequence (bn) that satisfies the

recursion. To make our analysis more tractable we will search in the family of

sequences bn = b1n
−β, for various values b1, β > 0. Then, bn will be an upper-bound

for hn. To see this inductively, assume that hn−1 ≤ bn−1 and that hn satisfies
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(6.22). Then, hn ≤ F−1
γn (hn−1) + γ2

n
Lσ2

2
≤ F−1

γn (bn−1) + γ2
n
Lσ2

2
≤ bn, where the first

inequality follows from the monotonicity of Fγn , and the second inequality follows

from definition of bn.

Now, the condition for bn can be rewritten as bn−1 ≤ Fγn(bn − γ2
n
Lσ2

2
), and by

definition of Fγn we get

bn−1 ≤ bn − γ2
n

Lσ2

2
+ γn

1

2Γ2
(bn − γ2

n

Lσ2

2
)2 (6.23)

Using bn = b1n
−β and γn = γ1n

−γ (Assumption 1), we obtain

b1[(n− 1)−β − n−β] +
Lσ2γ2

1

2
n−2γ +

Lσ2γ3
1b1

2Γ2
n−β−3γ (6.24)

− γ1b
2
1

2Γ2
n−2β−γ − L2σ4γ5

1

8Γ2
n−5γ ≤ 0. (6.25)

We have (n− 1)−β − n−β < 1
1−βn

−1−β, for n > 1. Thus, it suffices to have

b1

1− βn
−1−β +

Lσ2γ2
1

2
n−2γ +

Lσ2γ3
1b1

2Γ2
n−β−3γ − γ1b

2
1

2Γ2
n−2β−γ ≤ 0, (6.26)

where we dropped the n−5γ term without loss of generality. The positive terms

in Inequality (6.26) are n−1−β, n−2γ, and n−β−3γ , and the only negative term is of

order n−2β−γ . In order to find the largest possible β to satisfy (6.26), one needs to

equate the term n−2β−γ with the slowest possible term with a positive coefficient,

i.e., set 2β+γ = min{1+β, β+3γ, 2γ}. However, β+3γ > 1+β and β+3γ > 2γ,

and thus 2β + γ = min{1 + β, 2γ}, which implies only three cases:

(a) 1 + β < 2γ, and thus 2β + γ = 1 + β, which implies β = 1 − γ. Also,

1 + β < 2γ ⇒ 2− γ < 2γ, and thus γ ∈ (2/3, 1]. In this case, b1 will satisfy

(6.26) for all n > n0,1, for some n0,1, if

b1

1− β <
γ1b

2
1

2Γ2
⇔ b1 >

2Γ2

γγ1

. (6.27)

(b) 2γ < 1 + β, and thus 2β + γ = 2γ, which implies β = γ/2. Also, 1 + β >
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2γ ⇒ 1 + γ/2 > 2γ, and thus γ ∈ (1/2, 2/3). In this case, b1 will satisfy (6.26)

for all n > n0,2, for some n0,2, if

γ2
1Lσ

2

2
<
γ1b

2
1

2Γ2
⇔ b1 > Γσ

√
Lγ1. (6.28)

(c) 2γ = 1 + β, and thus 2γ = 1 + β = 2β + γ, which solves to γ = 2/3 and

β = 1/3. In this case, we need

b1

1− β +
γ2

1Lσ
2

2
<
γ1b

2
1

2Γ2
. (6.29)

Because all constants are positive in Inequality (6.29), including b1, it follows

that

b1 >
3 +

√
9 + 4γ3

1Lσ
2/Γ2

2γ1/Γ2
. (6.30)

Remarks. The constants n0,1, n0,2, n0,3 depend on the problem parameters and the

desired accuracy in the bounds of Theorem 12. It is straightforward to derive exact

values for them. For example, consider case (a) and assume we picked b1 such that
γ1b21
2Γ2 − b1

1−β = ε > 0. Ignoring the term n−3γ−β (for simplicity), Inequality (6.27)

becomes

εn−2+γ ≥ Lσ2γ2
1

2
n−2γ ⇒ n ≥ (

Lσ2γ2
1

2ε
)c ≡ n0,1, (6.31)

where c = 1/(3γ − 2) > 0 since γ ∈ (2/3, 1]. Parameter n0,1 can therefore be set

according to desired accuracy ε. Similarly, we can derive expressions for n0,2 and

n0,3.

There are two main results in Theorem 12. First, the rates of convergence for

the deviance are either O(n−1+γ) or O(n−γ/2), depending on the learning rate, γ.

Second, there is a uniform decay of expected deviance towards zero, whereas in
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standard stochastic approximation under non-strong convexity, there is a term

of the form exp(4L2γ2
1n

1−2γ) [MB11, Theorem 4], which can amplify the initial

conditions arbitrarily. Thus, the proximal Robbins–Monro method has similar

asymptotic properties to classical stochastic approximation, but is more stable.

Remark 2. The best rate of convergence for the proximal Robbins–Monro as shown

in Theorem 12 is O(n−1/3), which matches the best known rate for standard

stochastic approximations with non-strong convex objective [MB11, Theorem 4].

This rate is suboptimal since it is worse than the minimax rate of O(n−1/2) that

is achieved through Polyak-Ruppert averaging [Rup88]. We conjecture that our

proposed procedure can also achieve the minimax rate through averaging, but we

leave this for future work.

Remark 3. The proof of Theorem 12 presents some unique technical challenges,

including an implicit inequality of the form bn+g(bn) ≤ bn−1, with g non-decreasing

but complex. Our approach is to solve the reverse recursive inequality, b̃n(β) +

g
(
b̃n(β)

)
≥ b̃n−1(β), in some parametric family such as b̃n(β) = O(n−β), which is

more tractable. Then, b̃n(β) is an upper bound for bn, for any β, and so a natural

upper bound for bn is given by bn ≤ arg minβ b̃n(β). This solution technique

is reminiscent of the majorization-minorization idea [Lan10], and may be more

broadly useful.

Theorem 13. Suppose that Assumptions 1, 3(c), and 5 hold and define ζn =

E (‖θn − θ?‖2) and κ = 1 + 2γ1δ1. Then, if γ + δ < 1, for every n > 1 it holds that

ζn ≤ e− log κ·n1−γ−δ
ζ0 + σ2γ1κ

δ1

n−γ+δ + O(n−γ+δ−1).

Otherwise, if γ = 1, δ = 0, it holds that

ζn ≤ e− log κ·lognζ0 + σ2γ1κ

δ1

n−1 + O(n−2).
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Proof. First we prove two lemmas that will be useful for Theorem 13.

Lemma 22. Consider a sequence bn such that bn ↓ 0 and
∑∞

i=1 bi = ∞. Then,

there exists a positive constant K > 0, such that

n∏
i=1

1

1 + bi
≤ exp(−K

n∑
i=1

bi). (6.32)

Proof. The function x log(1 + 1/x) is increasing-concave in (0,∞). From bn ↓ 0 it

follows that log(1+bn)/bn is non-increasing. Consider the value K = log(1+b1)/b1.

Then, (1 + bn)−1 ≤ exp(−Kbn). Successive applications of this inequality yields

Inequality (6.32).

Lemma 23 ([TA17]). Consider sequences an ↓ 0, bn ↓ 0, and cn ↓ 0 such that,

an = o(bn),
∑∞

i=1 ai = A <∞, and there is n′ such that cn/bn < 1 for all n > n′.

Define,

δn ≡
1

an
(an−1/bn−1 − an/bn) and ζn ≡

cn
bn−1

an−1

an
, (6.33)

and suppose that δn ↓ 0 and ζn ↓ 0. Pick a positive n0 such that δn + ζn < 1 and

(1 + cn)/(1 + bn) < 1, for all n ≥ n0.

Consider a positive sequence yn > 0 that satisfies the recursive inequality,

yn ≤
1 + cn
1 + bn

yn−1 + an. (6.34)

Then, for every n > 0,

yn ≤ K0
an
bn

+Qn
1y0 +Qn

n0+1(1 + c1)n0A, (6.35)

where K0 = (1 + b1) (1− δn0 − ζn0)−1, Qn
i =

∏n
j=i(1 + ci)/(1 + bi), and Qn

i = 1 if

n < i, by definition.

Proof. See identical Lemma in Supplement of [TA17].
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Corollary 4. In Lemma 23 assume an = a1n
−α and bn = b1n

−β, and cn = 0,

where α > β, and a1, b1, β > 0 and 1 < α < 1 + β. Then,

yn ≤ 2
a1(1 + b1)

b1

n−α+β + exp(− log(1 + b1)n1−β)[y0 + (1 + b1)n0A], (6.36)

where n0 > 0 and A =
∑

i ai <∞.

Proof. In this proof, we will assume, for simplicity, (n − 1)−c − n−c ≤ n−1−c,

c ∈ (0, 1), for every n > 0. It is straightforward to derive an appropriate bound

for each value of c. Furthermore, we assume
∑n

i=1 i
−γ ≥ n1−γ, for every n > 0.

Formally, this holds for n ≥ n′, where n′ in practice is very small (e.g., n′ = 14 if

γ = 0.1, n′ = 5 if γ = 0.5, and n′ = 9 if γ = 0.9, etc.)

By definition,

δn =
1

an
(
an−1

bn−1

− an
bn

) =
1

a1n−α
a1

b1

((n− 1)−α+β − n−α+β)

=
1

n−αb1

[(n− 1)−α+β − n−α+β]

≤ 1

b1

n−1+β. (6.37)

Also, ζn = 0 since cn = 0. We can take n0 = d(2/b1)1/(1−β)e, for which δn0 ≤ 1/2.

Therefore, K0 = (1 + b1)(1− δn0)−1 ≤ 2(1 + b1); we can simply take K0 = 2(1 + b1).

Since cn = 0, Qn
i =

∏n
j=i(1 + bi)

−1. Thus,

Qn
1 ≥ (1 + b1)−n, and

Qn
1 ≤ exp(− log(1 + b1)/b1

n∑
i=1

bi), [by Lemma 22.]

Qn
1 ≤ exp(− log(1 + b1)n1−β). [because

n∑
i=1

i−β ≥ n1−β.] (6.38)
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Lemma 23 and Ineqs. (6.38) imply

yn ≤ K0
an
bn

+Qn
1y0 +Qn

n0+1(1 + c1)n0A [by Lemma 23 ]

≤ 2
a1(1 + b1)

b1

n−α+β +Qn
1 [y0 + (1 + b1)n0A] [by Ineqs. (6.38), c1 = 0]

≤ 2
a1(1 + b1)

b1

n−α+β + exp(− log(1 + b1)n1−β)[y0 + (1 + b1)n0A], (6.39)

where the last inequality also follows from Ineqs. (6.38).

Now we are ready to prove Theorem 13. By definition (6.2), θn = θ+
n − γnεn,

and thus, by Assumption 5,

E
(
‖θn − θ?‖2

)
≤ E

(
‖θ+

n − θ?‖2
)

+ γ2
nσ

2 (6.40)

By definition (6.3), γnh(θ+
n ) + θ+

n = θn−1, and thus

‖θn−1 − θ?‖2 = ‖θ+
n − θ?‖2 + 2γn(θ+

n − θ?)>h(θ+
n ) + γ2

n‖h(θ+
n )‖2. (6.41)

Therefore,

‖θ+
n − θ?‖2 + 2γn(θ+

n − θ?)>h(θ+
n ) ≤ ‖θn−1 − θ?‖2

‖θ+
n − θ?‖2 + 2γnδn‖θ+

n − θ?‖2 ≤ ‖θn−1 − θ?‖2 [by Assumption 3(c)]

‖θ+
n − θ?‖2 ≤ 1

1 + 2γnδn
‖θn−1 − θ?‖2. (6.42)

Combining Inequality (6.40) and Inequality (6.42) yields

E
(
‖θn − θ?‖2

)
= E

(
‖θ+

n − θ?‖2
)

+ γ2
nσ

2

≤ 1

1 + 2γnδn
E
(
‖θn−1 − θ?‖2

)
+ γ2

nσ
2. (6.43)

The final result of Theorem 13 is obtained through a direct application of Corollary

4 on recursion (6.43), by setting yn ≡ E (‖θn − θ?‖2), bn ≡ 2γnδn, and an ≡ γ2
nσ

2.

The case where γ = 1, δ = 0 only changes Inequality (6.38) by replacing
∑
bi with
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log n.

There are two main results in Theorem 13. First, if potential function H is

strongly convex (δ = 0), then the rate of convergence of E (‖θn − θ?‖2) is O(n−γ),

which matches the rate of convergence for classic stochastic approximation under

strong convexity [BPM90, Theorem 22]. The best possible rate here is O(1/n),

which is also the minimax rate with strongly convex objectives. Second, there is

an exponential discounting of initial conditions ζ0 regardless of the specification

of the learning rate parameter γ1 and the Lipschitz parameter L. In contrast, in

classical stochastic approximation there exists a term exp(L2γ2
1n

1−2γ) in front of

the initial conditions ζ0, which can make the approximation diverge numerically

if γ1 is misspecified with respect to the Lipschitz parameter L [MB11, Theorem

1]. Thus, as in the non-strongly convex case of Theorem 12, implicit stochastic

approximation has similar asymptotic rates to classical stochastic approximation,

but is also more stable.

Remark 4. When γ = 1 and δ = 0, misspecification of the learning rate parameter

can indeed lead to arbitrary slowdown to a rate O(max{n−1, n− log κ}). This is also

true for classical stochastic approximation [MB11, Theorem 1]. The key difference

between the two procedures, as described above, is numerical stability.

6.3.3 Asymptotic normality

Asymptotic distribution are well studied in classical stochastic approximation.

Starting from [Fab68] there has been extensive work in identifying asymptotic

distributions of stochastic approximations. In this section, we leverage this theory

to show when iterates from implicit stochastic approximation are asymptotically

normal. The following theorem establishes this result using Theorem 1 of [Fab68];

see also [LPW92, Chapter II.8].
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Theorem 14. Suppose that Assumptions 1,2, 3(a), 5, and 6 hold. Suppose also

that (2γ1Jh(θ?)− I) is positive-definite, where Jh(θ) is the Jacobian of h at θ, and

I is the p × p identity matrix. Then, θn of implicit stochastic approximation is

asymptotically normal:

nγ/2(θn − θ?)→ Np(0,Σ).

The covariance matrix Σ is the unique solution of

(γ1Jh(θ?)− I/2)Σ + Σ(γ1Jh(θ?)− I/2) = Ξ.

Proof. Convergence of θn → θ? is established from Theorem 11. By definition of

the implicit stochastic approximation procedure (6.2),

θn = θn−1 − γn(h(θ+
n ) + εn), and (6.44)

θ+
n + γnh(θ+

n ) = θn−1. (6.45)

We use Equation (6.45) and expand h(·) to obtain

h(θ+
n ) = h(θn−1)− γnJh(θn−1)h(θ+

n ) + εn

h(θ+
n ) = (I + γnJh(θn−1))−1 h(θn−1) + (I + γnJh(θn−1))−1 εn, (6.46)

where ‖εn‖ = O(γ2
n) by Theorem 13. By Lipschitz continuity of h(·) (Assumption

3(a)) and the almost sure convergence of θn to θ?, it follows h(θn−1) = Jh(θ?)(θn−1−

θ?) + o(1), where o(1) is a vector with vanishing norm. Therefore we can rewrite

(6.46) as follows,

h(θ+
n ) = An(θn−1 − θ?) + O(γ2

n), (6.47)

such that ‖An− Jh(θ?)‖ → 0, and O(γ2
n) denotes a vector with norm O(γ2

n). Thus,
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we can rewrite (6.44) as

θn − θ? = (I − γnAn)(θn−1 − θ?)− γnεn + O(γ2
n). (6.48)

The conditions for Fabian’s theorem [Fab68, Theorem 1] are now satisfied, and

thus θn − θ? is asymptotically normal with mean zero, and variance that is given

in the statement of Theorem 1 by [Fab68].

Theorem 14 shows that the asymptotic distribution of θn is identical to the

asymptotics of the classical Robbins–Monro method, as derived by [Fab68]. In-

tuitively, in the limit as n grows, we have that θ+
n ≈ θn−1 + O(γn) with high

probability, and thus implicit stochastic approximation behaves like the classical

procedure, since θn = θ+
n − γnεn.

Remark 5. A closed-form solution for Σ is possible if Ξ commutes with Jh(θ?),

such that ΞJh(θ?) = Jh(θ?)Ξ. Then Σ can be derived as Σ = (2γ1Jh(θ?)− I)−1Ξ.

6.4 Approximate implementations

In this section, we focus on implementation of the proximal Robbins–Monro

method. First, we study the case when the analytic form of Wθ is known in

Section 6.4.1, leading to well-known stochastic procedures, and so our discussion

will be short. Later, in Section 6.4.2, we focus on the more challenging setting of

unknown analytic form for Wθ, and analyze the resulting procedure in detail.

6.4.1 Via the plug-in principle

When the analytic form of Wθ is known it is possible to apply the plug-in principle

to implement the proximal Robbins–Monro update. Specifically, the idea is to use

θn instead of θ+
n in Equation (6.2) since, by definition, θn is an unbiased estimator of
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θ+
n ; i.e., E (θn|Fn−1) = θ+

n . This approximate update yields the following procedure:

θn = θn−1 − γnWθn . (6.49)

One of the most popular applications of procedure in Equation (6.49) is in

iterative statistical estimation, where Wθ = −∇ log f(Y ;X, θ), and f corresponds

to the likelihood of a random data point (Y,X) at parameter value θ. For example,

if in Equation (6.49) we use Wθn−1 instead of Wθn , this amounts to classical SGD,

which is widely popular in optimization and signal processing [CY69], and has

been fundamental in modern machine learning with large data sets [Ama98, Zha04,

Bot10, BCN16].

When we use Wθn , as originally described in Equation (6.49), then the resulting

procedure is known as incremental proximal method in optimization [Ber11], or as

implicit stochastic gradient descent in statistics [TAR14]. This procedure shows

superior performance to standard stochastic gradient descent, both in theory and

practice [TA17]. In particular, in accordance to the theoretical properties of their

stochastic approximation counterparts, implicit SGD has identical asymptotic

efficiency and convergence rate as standard SGD, but it is significantly more

stable numerically. We refer readers to [Ber11] and [TA17] for two complementary

analyses of implicit SGD, including asymptotic and non-asymptotic errors. See

also [Bia16] and [RB14] for analysis using monotone operator theory.

Example: iterative least-squares regression. We now present an example

on a least squares model illustrating that implicit SGD is more stable than classical

SGD, and that such stability is obtained essentially for free. Last, in the next

paragraph, we discuss computational issues in calculating the implicit update. Let

θ? ∈ R be the true parameter vector of a normal model producing i.i.d. observations

Yn|Xn ∼ N (Xnθ?, 1), where Xn, Yn ∈ R. Thus, log f(Yn;Xn, θ) = −1
2
(Yn −Xnθ)

2,
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and so Wθ = ∇ log f(Yn;Xn, θ) = (Yn − Xnθ)Xn. Define γn = γ1/n. Then, the

classical SGD procedure reduces to:

θn = (1− γnX2
n)θn−1 + γnYnXn. (6.50)

Procedure (6.50) is known as the least mean squares filter (LMS) in signal pro-

cessing, or as the Widrow-Hoff algorithm [WH60]. The implicit SGD procedure

for this problem reduces to:

θn =
1

1 + γnX2
n

θn−1 +
γn

1 + γnX2
n

YnXn. (6.51)

Procedure (6.51) is also known as the normalized least mean squares filter (NLMS)

in signal processing [NN67]. From Equation (6.50) we see that it is crucial for

classical SGD to have a well-specified learning rate parameter γ1. For instance,

assume fixed X2
n = x2 for simplicity, then if γ1x

2 � 1 the iterate θn will diverge

to a value O(2γ1x2
/
√
γ1x2). In contrast, a very large γ1 will not cause divergence

in implicit SGD, but it will simply put more weight on the nth observation

YnXn. Moreover, from a statistical perspective, implicit SGD specifies a reasonable

averaging of old and new information, by weighing the estimate and observation

according to the inverse of information, (1 + γnX
2
n).

Computation of the implicit updates. At first, the computation of the

implicit procedure,

θn = θn−1 − γnWθn ,

may appear to be challenging, or even impossible. However, the implementation

can actually be quite straightforward in a variety of popular models and objectives.

The general idea is to exploit a special structure Wθ to simplify the implicit update.

Specifically, suppose that Wθ = s(θ)U , where s(θ) ∈ R and U is a vector that
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does not depend on the parameter value, θ. Then, we can write the implicit update

as follows:

θn = θn−1 − γns(θn)Un = θn−1 − ξUn,

for some scalar ξ. Thus, we have to solve:

γns(θn) = ξ ⇔ γns(θn−1 − ξUn) = ξ.

The problem is now reduced to a one-dimensional fixed point equation for ξ. In

many statistical models, including generalized linear models and M-estimation,

this fixed point can be efficiently solved through line search due to the structure

of s. For instance, Algorithm 1 of [TAR14] provides a concrete for the family of

canonical generalized linear models.

Remark 6. We see that the approximate implementation of the proximal Robbins–

Monro through the plug-in principle, as defined in Equation (6.49), leads to

methods that inherit the theoretical properties of the idealized procedure derived

in Section 6.3. This reiterates the point in Remark 1 regarding the importance

of studying the theoretical properties of the idealized procedure despite its imple-

mentation challenges.

6.4.2 Via a nested Robbins–Monro procedure

In this section, we consider cases where the forms of neither the regression function

h nor the random variable Wθ are known analytically. We present an approximate

implementation of the proximal Robbins–Monro based on nested stochastic ap-

proximation that can be used without any auxiliary knowledge of the estimation

problem. The nested procedure is in fact a fixed-point stochastic approxima-

tion procedure [Bor08], which, however, is run only for a finite number of steps.

Section 6.5 illustrates the benefits of the nested procedure in quantile estimation.
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The idea is to approximate θ+
n through a separate, standard stochastic approx-

imation procedure. At every n-th iteration, we run a Robbins–Monro procedure,

xk, as follows:

x1 = θn−1,

xk+1 = xk − ak(γnWxk + xk − x1), 1 ≤ k ≤ K,

θn = xK .

(6.52)

At first, it may seem that this procedure is affected by the same stability issues

as classical stochastic approximation. However, our convergence result will show

that this is not true. For intuition, consider the case where there exists a convex

potential H such that h = ∇H. Then, for fixed n the sequence (xk) is a standard

Robbins–Monro procedure applied to a different minimization problem:

min
θ∈Θ

{
1

2γn
‖θ − θn−1‖2 +H(θ)

}
. (6.53)

With this formulation, it is easy to verify that θ+
n is the solution to this opti-

mization problem, so that xk → θ+
n . What we gain compared to applying the

classical Robbins–Monro method to h directly, is that the objective function in

Equation (6.53) is now strongly convex, even when H is not. Therefore, the

problem structure that we designed allows the application of explicit updates,

without compromising numerical stability. We illustrate this point in Section 6.5.

We will require the following strengthening of Assumption 3(c) :

Assumption 7. for some δ > 0 and for all θ ∈ Rp and θ′ ∈ Rp,
(
h(θ)−h(θ′)

)>
(θ−

θ′) ≥ δ‖θ − θ′‖2.

Note that when h = ∇H, Assumption 7 states that H is δ-strongly convex.

Theorem 15. Suppose that Assumptions 2, 5 and 7 hold, then the nested stochastic

approximation procedure in Equation (6.52) with parameters γn = γ and ak = 2a/K,
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such that e−a < δ/L and K ≥ 2a(1 + γL)2, satisfies:

E (‖θn − θ?‖) ≤
[

1

(1 + γδ)n
+

Cn

e−aL

]
‖θ0 − θ?‖+

γσ
√

2a

(1− C)
√
K

where C ≡ (1 + e−aγL)/(1 + γδ).

Before proving Theorem 15, we introduce some definitions and lemmas. In

particular, ξn(θ) will denote the output of procedure in Equation (6.52), which is

run for K iterations (a fixed K will be implicitly assumed). Furthermore, χn(θ)

will denote the output of the same procedure in the theoretical case where K =∞.

In other words, χn is the proximal operator that satisfies:

χn(θ) + γnh(χn(θ)) = θ. (6.54)

Lemma 24. Suppose that Assumptions 2 and 7 hold and consider (x, y) ∈ R2
p,

two p-component vectors. Then, for all n = 1, 2, . . .:

(a) χn is a contraction: ‖χn(x)− χn(y)‖ ≤ 1
1+γnδ

‖x− y‖.

(b) ‖χn(x)− x‖ ≤ γnL
1+γnδ

‖x− θ?‖.

Proof. First note that since h(θ?) = 0, θ? is a fixed point of χn.

(a) By definition of χn in Equation (6.54), one can write:

χn(x)− χn(y) = x− y + γn
[
h
(
χn(y)

)
− h
(
χn(x)

)]
.

Taking the inner product with (χn(x)− χn(y)):

‖χn(x)− χn(y)‖2 = (x− y)>
(
χn(x)− χn(y)

)
− γn

[
h
(
χn(x)

)
− h
(
χn(y)

)]> (
χn(x)− χn(y)

)
.

Using Assumption 7, we obtain:

(1 + γnδ)‖χn(x)− χn(y)‖2 ≤ (x− y)>
(
χn(x)− χn(y)

)
,
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and we conclude by applying the Cauchy-Schwarz inequality to the right-hand

side.

(b) We can write ‖χn(x) − x‖ = γn‖h
(
χn(x)

)
‖ by definition of χn. Because

h
(
χn(θ?)

)
= 0:

‖χn(x)− x‖ = γn‖h
(
χn(x)

)
− h
(
χn(θ?)

)
‖

≤ γnL‖χn(x)− χn(θ?)‖ ≤
γnL

1 + γnδ
‖x− θ?‖,

where the first inequality uses Assumption 2 and the second follows from

(a).

Lemma 25. Suppose that Assumptions 2, 5 and 7 hold. Consider the choice of

parameter ak = an, 1 ≤ k ≤ K in (6.52) with an ≤ 1
(1+γnL)2 , then:

E
(
‖θn − θ+

n ‖|Fn−1

)
≤ (1− a)K/2‖θn−1 − θ+

n ‖+ σγn
√
a.

Proof. Let us write Wθ = h(θ) + ε with E (‖ε‖2) ≤ σ2 by Assumption 5 and define

g(x) = γnh(x) + x− θn−1. We can write:

‖xk+1 − χn(θn−1)‖2 = ‖xk − ak
(
g(xk) + γnε

)
− χn(θn−1)‖2

= ‖xk − χn(θn−1)‖2 − 2ak
(
g(xk) + γnε

)T (
xk − χn(θn−1)

)
+ a2

k

(
‖g(xk)‖2 + γ2

n‖ε‖2 + 2g(xk)
Tγnε

)
.

Taking expectations on both sides conditioned on Fk—the σ-field generated by

(x1, . . . , xk)—and noting that E (ε|Fk) = 0 and E (ε2|Fk) ≤ σ2 we get:

δk+1 ≤ δk − 2akg(xk)
T
(
xk − χn(θn−1)

)
+ a2

k‖g(xk)‖2 + a2
kγ

2
nσ

2,

where δk = E (‖xk − χn(θn−1)‖2). It follows easily from Assumptions 2 and 7 that

g is (γnL+ 1)-Lipschitz continuous and that
(
g(x)− g(y)

)>
(x− y) ≥ ‖x− y‖2 for
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al x and y in Rp. Furthermore, since g
(
χn(θn−1)

)
= 0:

δk+1 ≤
[
1− 2ak + a2

k(1 + γnL)2
]
δk + a2

kγ
2
nσ

2 .

For ak = a with a ≤ 1
(1+γnL)2 , the above recursion becomes:

δk+1 ≤ (1− a)δk + a2γ2
nσ

2 .

Note that χn(θn−1) = θ+
n and xK = θn, and x1 = θn−1. Therefore, we obtain:

E
(
‖θn − θ+

n ‖2|Fn−1

)
≤ (1− a)K‖θn−1 − θ+

n ‖+ σ2γ2
na
(
1− (1− a)K

)
.

We then obtain the statement of the lemma by applying the square root on both

sides and using Jensen’s inequality on the left-hand side and subadditivity of the

square root on the right-hand side.

Lemma 26. Let θ′n be an idealized procedure where: θ′0 = θ0, and θ′n = χn(θ′n−1).

Under Assumption 7, the choice of γn = γ gives:

‖θ′n − θ?‖ ≤
1

(1 + γδ)n
‖θ0 − θ?‖.

Proof. Because θ? is a fixed point of χn, we can write:

‖θ′n − θ?‖ = ‖χn(θ′n−1)− χn(θ?)‖ ≤
1

1 + γδ
‖θ′n−1 − θ?‖,

where the inequality is by Lemma 24 (a). We then conclude by solving the

recursion.

We are now ready to present the proof of Theorem 15

Proof of Theorem 15. We decompose the distance between θn and θ? as the dis-

tance between θn and θ+
n , and the distance of θ+

n to the idealized procedure θ′n of
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Lemma 26.

E(‖θn − θ′n‖) ≤ E
(
‖θn − θ+

n ‖
)

+ E
(
‖θ+

n − θ′n‖
)

[triangle inequality]

= E
(
‖θn − θ+

n ‖
)

+ E
(
‖χn(θn−1)− χn(θ′n−1)‖

)
[definition of χn]

≤ E
(
‖θn − θ+

n ‖
)

+
1

1 + γδ
E
(
‖θn−1 − θ′n−1‖

)
[by Lemma 24 (a)]

≤ (1− an)K/2E (‖θn−1 − χn(θn−1)‖) + σγ
√
an

+
1

1 + γδ
E
(
‖θn−1 − θ′n−1‖

)
[by Lemma 25]

≤ (1− an)K/2
γL

1 + γδ
E (‖θn−1 − θ?‖) + σγ

√
an

+
1

1 + γδ
E
(
‖θn−1 − θ′n−1‖

)
[by Lemma 24(b)]

≤
(

1 + (1− an)K/2γL

1 + γδ

)
E
(
‖θn−1 − θ′n−1‖

)
+ σγ

√
an

+
γL

1 + γδ
E
(
‖θ′n−1 − θ?‖

)
[triangle ineq.]

≤
(

1 + (1− an)K/2γL

1 + γδ

)
E
(
‖θn−1 − θ′n−1‖

)
+ σγ

√
an +

γL

(1 + γδ)n
‖θ0 − θ?‖ [by Lemma 26].

We now choose an of the form 2a
K

and obtain the following recursion:

E (‖θn − θ′n‖) ≤ C · E
(
‖θn−1 − θ′n−1‖

)
+ σγ

√
2a√
K

+
γL

(1 + γδ)n
‖θ0 − θ?‖,

where C is as in the theorem statement. Observe that for our choice of parameter,

C < 1. This recursion solves to:

E (‖θn − θ′n‖) ≤
γσ
√

2a

(1− C)
√
K

+
Cn

e−aL
‖θ0 − θ?‖.

Finally, using the triangle inequality and Lemma 26, we obtain:

E (‖θn − θ?‖) ≤
γσ
√

2a

(1− C)
√
K

+

(
1

(1 + γδ)n
+

Cn

e−aL

)
‖θ0 − θ?‖.

Theorem 15 shows two key results. First, the initial conditions are forgotten
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exponentially fast at a rate (1 + γδ)−n. Second, an approximation error smaller

than ε can be obtained by choosing n = O
(

log 1
ε

)
, and K = O

(
1
ε2

)
, where K is

the number of iterations in the inner procedure. Taken together, these choices

imply a total number of gradient observations of order O
(

1
ε2

log 1
ε

)
.

Remark 7. The proof of Theorem 15 is technically challenging due to the nested

nature of the procedure. This requires carefully balancing the accumulation of

approximation errors from the inner iteration jointly with the rate of convergence of

the idealized procedure. To the best of our knowledge, there is no prior analysis of

such stochastic fixed-point procedures in the literature. So, the proof of Theorem 15

applies novel techniques, which may be of general interest.

Remark 8. The nested nature of the procedure described in Equation (6.52) is

reminiscent of the Catalyst scheme of [LMH15], which is a general acceleration

technique for a large class of first-order optimization methods. Similar to the

Catalyst scheme, our procedure (6.52) approximately computes a proximal update

at each iteration. The key difference is that we explicitly analyze how to perform

this approximate computation whereas the Catalyst scheme assumes “oracle” access

to an algorithm able to perform this update. Furthermore, the main focus of

the Catalyst scheme is to achieve acceleration à la Nesterov with the use of a

“momentum” term, while our focus is to analyze the gain in stability provided by

proximal updates.

In the following section, we illustrate the use of the nested procedure of

Equation (6.52) and the use of Theorem 15 through the classical quantile estimation

problem of [RM51].
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6.5 Application: iterative quantile estimation

In their seminal paper, [RM51] described an application of their proposed stochastic

approximation in iterative quantile estimation. In this problem, Wθ corresponds

to a sample drawn from a distribution with cumulative function F (θ). The goal is

to estimate θ? such that F (θ?) = α, for given quantile α. A relevant application

from toxicology is the estimation of the dose that is lethal to 50% of experimental

subjects, known as LD50 [Gri96].

In more detail, consider a random variable Z with cumulative distribution

function F . An experimenter wants to find the point θ? for which F (θ?) = α, for

some fixed α ∈ (0, 1). The experimenter can draw samples of Z but has only access

to the random variable Wθ = I{Z ≤ θ} − α, for any value of θ. [RM51] showed

that the following iterative procedure,

θn = θn−1 − γnWθn−1 , (6.55)

converges to θ∞ for which E (Wθ∞) = 0. Consequently, E (I{Z ≤ θ∞}) − α =

F (θ∞)− α = 0, and by monotonicity of F , we obtain θ∞ = θ?.

Despite theoretical convergence, the numerical stability issue of the Robbins–

Monro procedure can be challenged by the following result.

Proposition 14. Assume that θ0 < θ? and that θ0 + γ1α > θ?, then for any ε > 0

such that θ0 + γ1α > θ? + ε, with probability 1−F (θ0), the number of iterations Nε

of procedure (6.55) required to approximate θ? within accuracy ε is lower-bounded:

logNε ≥
θ0 + γ1α− θ? − ε

(1− α)γ1

.

Proof. With probability 1− F (θ0) the first iterate of (6.55) is θ1 = θ0 + γ1α > θ?,

where the inequality is by assumption. Conditioned on this event, the progress in

each subsequent iteration, namely θn − θn−1, is upper-bounded by γn(1− α) with
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probability 1 as long as θn > θ?. This implies that θn ≥ θ0+γ1α−(1−α)
∑n

k=2
γ1

k
≥

θ0 + γ1α− (1− α)γ1 log n.

Proposition 14 shows that there are values of the learning rate parameter γ1

and initial estimate θ0 for which the classical Robbins–Monro procedure may be

stuck indefinitely. For example, let F be the standard normal distribution, and let

α = 0.999, so that θ? = 3.09 is the solution. Suppose also that γ1 = F ′(θ?)
−1 ' 297,

which is the learning rate value suggested by standard theory [NJLS09]. Let

θ0 = −10 and suppose that Wθ0 = −α. It follows that

θ1 = −10− γ1(−α) = −10 + γ1α ≈ 287� θ?.

From there, the Robbins–Monro method makes progress by at most γi(1− α) '
297
i
· 10−3 at each step. Thus, the number of iterations required to return back

from θ1 to a region near θ? is at the order of e956. In other words, the procedure

gets stuck at large values of θ, where the derivative of the objective is negligible.

This numerical example illustrates that a misspecification of γ1 can dramatically

amplify the initial conditions in classical stochastic approximation, and affect

convergence. It is therefore interesting to investigate whether the proximal Robbins–

Monro method offers an improvement.

6.5.1 Stability of the proximal Robbins–Monro method

In the context of quantile estimation, the proximal Robbins–Monro method can

be implemented through the approximate procedure in Equation (6.52):

x1 = θn−1,

xk+1 = xk − a1(γnWxk + xk − x1), 1 ≤ k ≤ K,

θn = xK , (6.56)
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where Wθ = I{Z ≤ θ} − α, as before; a1 and K are constants. Before presenting

our numerical experiments, we discuss intuitively why the nested procedure in

Equation (6.56) improves upon the classical Robbins–Monro method in Equa-

tion (6.55), and also discuss how to define the constants according to Theorem 15.

We address these two issues successively.

First, consider the idealized case where K =∞. In this case, the iteration in

Equation (6.56) converges to the solution of the following fixed point equation:

x∞ = θn−1 − γn[F (x∞)− α].

The next iterate, θn, is simply defined as θn = x∞. It is easy to verify the stability

of this fixed point. For example, if θn−1 < θ?, then θn−1 < θn < θ?; and, conversely,

if θn−1 > θ?, then θ? < θn < θn−1. That is, the idealized procedure with K =∞

always pulls back in the right direction towards θ?, and thus always makes progress

towards the global solution. Convergence is also extremely fast, as shown in

the proof of Theorem 15. To illustrate numerically, consider the example of the

previous section where the classical Robbins–Monro method did not converge.

Using the same numbers, at the second iteration the idealized procedure will

calculate:

θ1 = −10− 297[F (θ1)− .999],

which solves to θ1 ≈ 1.74; if we keep iterating, the idealized procedure will be

0.01-close to θ? by the hundredth iteration. This is a vast improvement compared

to the classical Robbins–Monro method, which remains stuck virtually forever.

Second, consider the actual nested procedure in Equation (6.56), where K

is finite. Theorem 15 shows that the procedure maintains the nice convergence

and stability properties of the original procedure under certain assumptions. The

assumptions in this case can be greatly simplified if we consider that for the normal
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distribution, the probability density function is upper-bounded by 1√
2π
. Hence,

L ≤ 1 and Theorem 15 suggests the following choise of hyperparameters for the

nested procedure:

γn = γ1, a =
1

(1 + γ1)2
, and K = 50. (6.57)

Note in particular that this choice of parameters satistifies K ≥ 2a(1 + γ1L)2. We

can define the constants in a similar manner for arbitrary distributions from an

upper bound on the probability density function. Next, we evaluate numerically

the proximal Robbins–Monro procedure resulting from the aforementioned choice

of hyperparameters.

6.5.2 Numerical evaluation

Here, we conduct a numerical evaluation of our proposed procedure in Equa-

tion (6.56), using the parameter settings of Equation (6.57), and compare it with

the classical Robbins–Monro method in Equation (6.55). For a fair comparison,

we compare N iterations of the classical Robbins–Monro to our iteration executed

for n = 1, 2, . . . , N/K. This way, the total number of random samples (gradient

observations) used by our procedure is exactly N as in the classical procedure.

As before, F (θ) is the cumulative distribution function of the standard normal,

α = 0.999 and θ0 = −10. The quantity to be estimated is θ? ≈ 3.09, for which

F (θ?) = α. For different values of γ1 we compare the Robbins–Monro procedure

with N = 100, 000 iterations to our proposed procedure in Equation (6.56), with

K = 50 and N = 100,000
K

, as explained earlier. For each value of γ1, the experiment

is replicated 100 times and we report a boxplot of all final estimates: θN for

Robbins–Monro, and θN/K for the nested procedure. The results of this experiment

are shown in Figure 6.1.
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Figure 6.1: Left: boxplots of 100 replications of the Robbins–Monro (RM) procedure
of Equation (6.55) and of the nested ISA procedure of Equation (6.56); averages are
indicated as circles and triangles respectively. Right: Zoom in to the boxplots of the nested
ISA procedure (note the different scale on the y-axis). Left plot is in log-scale; negative
values (for γ1 = 0.1 and γ1 = .5) are not shown for the Robbins–Monro method. The true
parameter value, θ?, is depicted as the dashed horizontal line at y = Φ(0.999) ≈ 3.09.
Both procedures start from θ1 = −10, and the nested procedure is implemented following
Equation (6.57). We see that as γ1 increases, the classical Robbins–Monro method
overshoots and essentially remains stuck, which explains the flat boxplots. In contrast,
the implicit procedure remains robust, with final iterates estimating the true value well,
except for a small bias at very small or very large values of the learning rate.

In the left plot, we observe that the Robbins–Monro method suffers from

numerical instability, as described in the previous sections. In particular, as

predicted by Proposition 14, when γ1 increases beyond θ?−θ0
α
' 13.1, the iterates

overshoot and remain virtually stuck for all subsequent iterations. This explains

why the boxplots for the Robbins–Monro method look flat for large values of γ1;

for small values of γ1 the iterates also do not vary much because their variance
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depends on γ1. In fact, there is only a small range of values for γ1 (visually similar

to [11, 15]), for which γ1 is big enough to allow convergence, yet small enough

to prevent the aforementioned numerical instability. Not shown in the figure,

the estimates of Robbins–Monro are negative for very small learning rates; for

example, when γ1 = 0.1 the average estimate is −8.8. This is close to the starting

point, θ1 = −10, and indicates that the classical procedure makes little progress

when the learning rate is very small. This shows that classical Robbins–Monro

approximations are extremely sensitive to specification of the learning rate values.

The results for the nested implicit procedure of Equation (6.56) are drastically

different. In the left plot of Figure 6.1 we see that the estimates of the nested

procedure neither overshoot nor undershoot in contrast to the classical procedure.

The implicit procedure maintains a remarkable numerical stability across the

entire range of learning rate values. Furthermore, the procedure is statistically

efficient in that the final iterates, θN/K , are centered around the true value (dashed

line in figure) with small variance; this is better shown in the right subplot of

Figure 6.1 which focuses on the nested procedure. A slight bias exists for very

small or very large values of the learning rate (e.g., average estimate is 2.84 when

γ1 = 0.1), but this is an artifact of finite samples; the bias goes away if we increase

N . We emphasize again that the nested procedure is implemented in a fully

data-driven way, by choosing its parameters using Equation (6.57), as prescribed

by Theorem 15.

6.6 Discussion

The theoretical and empirical results presented in this chapter point to a key

stability advantage of the proposed proximal Robbins–Monro method, as defined
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in Equation (6.2), over the classical method of Robbins–Monro. Our theoretical

analysis showed that such stability is obtained without sacrificing convergence

or efficiency. However, the proposed method is idealized because it can only be

approximately implemented. There remain several open questions regarding such

approximate implementations, as presented in this chapter.

First, although the implicit stochastic gradient methods described in Equa-

tion (6.49) are easy to implement in a wide class of models (e.g., generalized linear

models, M-estimation), their application to large non-convex settings, such as

neural networks, has just started to emerge [FI18]. In this context, the stability of

implicit approximations appears to be beneficial as predicted by the theory in this

chapter. More work needs to be done, however, to leverage the added flexibility in

designing the learning rate sequence and its robustness to misspecifications.

Second, extending the scope of nested implementations of proximal Robbins–

Monro, such as the implementation in Equation (6.52), is intriguing, particularly

because it can be applied in settings where the analytic form of the objective

is not known. The nested procedure in Equation (6.52) can operate even when

samples from the objective are only available. This introduces minimal modeling

assumptions, which is desirable in many settings, such as econometric models, or

sequential experimentation in clinical trials. It is also an open question whether the

substantive results of the quantile estimation example of Robbins–Monro presented

in Section 6.5.1 extend to broader applications and domains. We conjecture that

this holds true.
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Conclusion

The diversity of questions studied in this thesis reveals the richness of mechanisms

of social interactions. While the perspective of statistics, game theory and op-

timization provide powerful techniques to answer some of these questions, the

complexity of social mechanisms requires extending them beyond what they were

originally designed for in order to handle, for example, adaptivity in submodular

optimization in Chapter 1, the lack of independence between observations in

Chapter 2, or evaluation errors in Chapter 5. The interplay between these different

perspectives also suggests natural and important open questions:

• for contagion mechanisms, the question of learning (network inference) and

optimizing (influence maximization) were considered separately in Chapters 1

and 2 respectively. An interesting open question would be to do both

concomitantly, or in other words, learn just enough about the mechanism

to be able to optimize it. One way to formalize this question is via the

framework of no-regret learning. To the best of my knowledge, this has been

scarcely explored in the context of contagion mechanisms and the techniques

developed to tackle adaptivity in Chapter 1 could prove useful in no-regret

learning.

• Chapter 4 considered the problem of experimental design in the presence

of strategic agents, but the game theoretic and statistical perspectives were
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largely decoupled: once the costs have been truthfully elicited it is assumed

that the observed data is a sequence of i.i.d. variables and standard inference

techniques can then be used. An important open question is to consider the

case where the observed data is the result of a strategic interaction between

the subjects and the experimenter and to design mechanisms leading to

informative observations.

• Making optimization procedures more robust to errors, choice of hyperparam-

eters or misspecification of the class of objective function is an everlasting

goal in the field of optimization. Motivated by applications to deep learning,

a lot of attention has been given to non-convex optimization problems in the

recent years. Extending the results of Chapter 6 to this setting is an exciting

unsolved question.
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