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Abstract
This dissertation focuses on innovations in statistics and modeling tools for greenhouse
gas flux estimation. It examines a range of observation types at various scales and considers
carbon dioxide (CO2) and methane (CH4). It is composed of 4 studies: 1) a mission planning and
design tool for MethaneSAT: a high resolution greenhouse gas imaging satellite, 2) image
processing and inverse modelling developments for determining major emitters and fluxes from
MethaneSAT observations, 3) an inverse analysis of aircraft in-situ CO2 measurements made in
Alaska as part of the Carbon in Arctic Reservoirs Vulnerability Experiment, and 4) a re-casting
of the statistics of carbon exchange at Harvard Forest due to tree growth, recruitment, and
mortality.
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Chapter 1: MethaneSAT-LOSST: An orbit scheduling and simulation tool for an
asynchronous push-broom scanning greenhouse gas imaging satellite

1

Abstract
MethaneSAT is a satellite under development by MethaneSAT LLC, an affiliate of the
Environmental Defense Fund. Its mission is to characterize methane (CH4) emissions from
global oil and gas production. It will acquire images of total-column dry-air mole fractions of
methane (XCH4) over 200 × 140 km2 targets using a diffraction grating spectrometer flying on
an agile spacecraft in a sun-synchronous low-Earth orbit. This paper introduces the MethaneSAT
Learning Orbit Scheduling and Simulation Tool (MethaneSAT-LOSST). MethaneSAT-LOSST
is model of MethaneSAT that serves two purposes; as a pre-launch design and planning tool, and
as an on-orbit scheduling system. MethaneSAT-LOSST works by 1) calculating the spacecraft
trajectory, 2) ingesting data about tasks: targets, data links, and calibrations, 3) evaluating task
feasibility and priority (with consideration of meteorological conditions), 4) optimizing the task
schedule, and 5) producing and validating a time series of the satellite’s state, including
maneuver geometry. This paper includes a detailed description of MethaneSAT-LOSST,
development of scanning, data linking, and calibration maneuvers, and a 1-year simulation of
MethaneSAT using realistic preliminary parameters. In the 1-year simulation, MethaneSAT
acquired 13,232 scenes (an average of 36 per day), with 11,207 of oil and gas targets and 2,025
random search targets. MethaneSAT viewed 98% of global oil and gas production at least once,
91% with at least 5 repeats, 63% with at least 10 repeats, and 32% with at least 20 repeats. Scene
acquisition was constrained by data downlink bandwidth. We assumed connections to 3
downlink stations. Reducing the number of downlink stations to 2 reduces the downlink
bandwidth by 27%. MethaneSAT-LOSST predicts that MethaneSAT will achieve its objectives
with an appropriate margin. MethaneSAT-LOSST provides a platform for further research and
development that will benefit the MethaneSAT mission.
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1 Introduction
Global agreements have led to new efforts to reduce greenhouse gas emissions (e.g., UNFCCC,
2015), including corporate partnerships and targets for methane (CH4) emissions reductions from
the oil and gas industry (e.g., CCAC, 2014, OCGI, 2018, ExxonMobil, 2018, Shell, 2018). The
oil and gas industry contribute approximately 22% of global anthropogenic methane emissions
(Saunois et al., 2016). Reducing methane emissions from oil and gas production is among the
fastest and most cost-effective ways to reduce greenhouse gas emissions (ICF International,
2014). Existing methane emissions abatement technology can prevent 75% of global oil and gas
methane emissions, 40-50% of which can be prevented with zero net cost (IEA, 2017). High
resolution greenhouse gas imaging satellites promise to identify and quantify individual emission
sources and to segregate oil and gas methane emissions from other sources (Jacob et al., 2016,
Turner et al., 2018, Cusworth et al., 2018). They can play a vital role in measurement,
monitoring, and verification of emissions reduction agreements and can identify previously
unknown emissions sources.

MethaneSAT is a high-resolution greenhouse gas imaging satellite under development by
MethaneSAT LLC, an affiliate of the Environmental Defense Fund. Its launch is anticipated for
2022. It will be used to retrieve images of column-averaged dry-air mole fractions of methane
(XCH4), detect major methane point sources, and quantify emission rates over 200 × 140 km2
targets. It will primarily target oil and gas production, with a portion of its scenes will be
reserved for other targets (see Figure 1.1). MethaneSAT is an Agile Earth Observing Satellite
(AEOS), which means it consists of a single instrument (a push-broom scanner) that is fixed to
the spacecraft, and the attitude of the entire spacecraft is controlled by reaction wheels. AEOS’s
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can scan asynchronous to their orbit and have an infinite range of scanning geometries. While
this greatly increases operational flexibility, it also complicates task scheduling. To schedule an
AEOS, engineers must solve the “track selection and scheduling problem”; the problem of
finding the sequence of tasks that maximize mission objectives (Lemaître et al., 2002).
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Figure 1.1: MethaneSAT targets, data link stations, and vicarious calibration sites. Targets are
shown as grey rectangle outlines and are up to 200 km width and 166.5 km height. They include
any point on land (except for Greenland, Iceland, Svalbard, or Antarctica), and points over the
ocean with known oil and gas production according to proprietary datasets owned by the
Environmental Defense Fund (rasterized and anonymized data provided by private
communication with Ritesh Gautam, EDF). Oil and gas production is shown with viridis
coloring. Data link stations (SvalSAT, TrollSAT, and ASF; red points) are chosen from the
KSAT Lite network of satellite ground stations. The vicarious calibration campaign site (orange
point, Schleswig, Iowa) is a site where each pixel of the sensor will scan the same point while a
coordinated ground validation campaign occurs.
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This paper introduces the MethaneSAT Learning Orbit Scheduling and Simulation Tool
(MethaneSAT-LOSST), a system that solves the track selection and scheduling problem for
MethaneSAT. MethaneSAT-LOSST takes in information about targets, the spacecraft, the
instrument, the spacecraft’s orbit, and meteorological conditions; and returns a database of
viewed scenes (instances of targets being imaged) and a timeseries of the state of the satellite.
The database of scenes includes data about each scene’s oil and gas production, glint radiance,
signal-to-noise ratio, and forecast meteorological conditions; including cloud cover, wind speed,
wind vorticity, and boundary layer height. The timeseries of the satellite state includes its
trajectory, attitude, angular velocity, angular acceleration, mode (e.g., idle, scan, downlink),
viewing geometry, and sun exposure. MethaneSAT-LOSST has been and will continue to be
used as a design and planning tool for MethaneSAT, and it will be used as the on-orbit
scheduling system. Algorithm development activities (XCH4 and emissions retrieval) benefit
from realistic simulations of observations, including viewing geometry, solar angles, albedo, and
meteorological conditions. Spacecraft and instrument design activities benefit from sensitivity
analyses of engineering choices.

Most existing imaging satellites are commercial. The problem of scheduling a commercial
imaging satellite is slightly different than the problem of scheduling MethaneSAT. Commercial
satellites take in observation requests from customers and distributors. Requests generally consist
of a set of targets and a feasibility period. The ability of the satellite to fulfil requests is limited
by demand, conditions (i.e., clouds), and spacecraft constraints (agility, memory, etc.). The
problem of scheduling a commercial imaging satellite is to find the sequence of tasks that
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maximizes customer satisfaction under the constraints. The maximization of customer
satisfaction occurs on timescales of requests and feasibility periods (Lemaître et al., 2002).

MethaneSAT, however, has a single “customer” with a nuanced but singular long-term goal.
MethaneSAT’s goal is to provide measurement, monitoring, and verification in support of
agreements to reduce methane emissions. On any given satellite track, any target within the
visibility corridor is feasible, and the goal of MethaneSAT-LOSST is to determine the scenes
with the greatest probable contribution to the mission. This maximization should consider the
lifetime of the mission, but computational considerations necessitate each track to be scheduled
independently. Additionally, data downlink bandwidth limits the number of scenes that can be
acquired. MethaneSAT-LOSST solves these problems by controlling task selection with tunable
parameters that are optimized for long-term benefit maximization (e.g., target value, maximum
allowed forecast cloud percentage, and non-oil and gas target percentage). As MethaneSAT
collects data, the parameters are updated to adjust target collection towards an optimized
mission. For example, when a target is viewed its value decreases as a representation of
emissions uncertainty reduction (the learning rate) and as time passes since the target was viewed
its value increases as a representation increasing emissions uncertainty (the forgetting rate).

This remainder of this paper provides a detailed description of MethaneSAT-LOSST and
presents the results of a 1-year simulation of MethaneSAT target collection. Section 2 (Methods)
describes the system in detail. Section 3 (Results) presents results of the 1-year MethaneSAT
simulation sensitivity tests for engineering choices. Section 4 (Discussion) discusses the
relevance of this work to the MethaneSAT mission and other greenhouse gas observing satellites.
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Any details of the MethaneSAT satellite given in this paper are preliminary and subject to
change.
2 Methods
This section describes the methodology of MethaneSAT-LOSST. It is broken into subsections
that describe the (2.1) orbit, (2.2) tasks, including mathematical derivations of spacecraft attitude
equations, (2.3) task prioritization, (2.4) task selection and scheduling, and (2.5) post-processing
and validation.
2.1 Orbit
MethaneSAT is planned to fly in a nearly circular, ascending, sun-synchronous, low-earth orbit
with a 13:30 local solar equatorial crossing, allowing for near-global access every 4-5 days.
MethaneSAT-LOSTT uses the Simplified General Perturbations (SGP4) Keplerian orbit
propagation model (Kozai, 1959, Brouwer, 1959). SGP4 is a set of analytic equations that solve
the position and velocity of the spacecraft as a function of epoch time, given a set of orbital
parameters (Table 1.1) and the gravitational harmonics of the Earth. Calculations are performed
in the J2000 Earth Centered Inertial (ECI) reference frame. ECI is a cartesian coordinate system
defined by the Earth’s mean equator and equinox at 12:00 Terrestrial Time on 1 January 2000.
Its z-axis is aligned with the rotational axis of the Earth and its x-axis is aligned with the mean
equinox. MethaneSAT-LOSST uses apparent solar ephemeris from the Astronomical Almanac
(Nautical Almanac Office, 2018) via astrolibR (Chakraborty and Feigelson, 2015).
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Table 1.1: Preliminary Keplerian orbital parameters for MethaneSAT. Inclination was calculated
to ensure sun-synchronicity. Right ascension was calculated to provide a 13:30 local solar
equatorial crossing time. Period is a result of the other parameters. Orbit subject to change before
launch and on-orbit adjustment.
Property

Quantity

Semi-major axis

617 km

Eccentricity

0.00116

Mean anomaly

120°

Argument of Perihelion

60°

Inclination

97.85°

Right ascension

22.5° east of sub-solar point

Period

96.95 min
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2.2 Tasks
MethaneSAT tasks are categorized into scene acquisition, data link, and vicarious calibration
(Figures 1.2 and 1.3). The tasking algorithm schedules the tasks and the maneuvers between
them; all under power, heat, and data constraints. The satellite consists of a spacecraft with fixed
accessories (e.g., instrument, solar array, radiator; Figure 1.2a). The orientation of the spacecraft
is actively controlled at all times by reaction wheels. MethaneSAT’s planned reaction wheels can
rotate the spacecraft about any axis with a maximum acceleration of 0.05° s-2 and a maximum
coast of 0.75° s-1. This is sufficient agility to perform all required tasks and maneuvers.

The attitude of the spacecraft can be described by a transformation between “spacecraft
coordinates” (SC; Figure1.2a) and ECI. SC is the set of cartesian coordinates fixed to the
spacecraft with 𝑧̂ pointing down the instrument boresight, 𝑥% pointing normal to the instrument
array plane, and 𝑦% pointing out of the radiator side of the spacecraft. In practice, spacecraft
attitudes are calculated using orientation quaternions (an equivalent system) and maneuvers
between tasks are computed using quaternion Spherical Linear intERPolation (qSLERP; see
Dam et al., 1998). SC unit vectors are useful in derivation and visualization and the
transformation to orientation quaternions is simple.

The satellite goes into idle mode any time it is not performing another task. The spacecraft is
designed so that during idle mode the instrument boresight is pointed towards the center of the
Earth and the instrument array plane is perpendicular to the spacecraft velocity. This gives the
solar array access to the sun and protects the radiator from sun- and Earthshine. A shade
mounted to the radiator provides additional protection.
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Figure 1.2:
(, 𝒚
(, and 𝒛% are unit vectors that define
a) Conceptual design of the MethaneSAT spacecraft. 𝒙
the spacecraft coordinate system. (
𝒙 is approximately the direction of spacecraft travel in
idle mode. 𝒛% points to the center of the Earth in idle mode. The “instrument array plane”
is the projection of the slit that takes in light for the instrument and forms a plane that is
(.
normal to 𝒙
b-d)Orientation diagrams for b) target scans, c) data links, and d) vicarious calibrations. 𝒕⃗ is a
vector pointing from the center of the Earth to a targeted point. .𝒔⃗ is a vector pointing
from the center of the Earth to the spacecraft position. 𝒏( is “local north”; a unit vector at
the targeted point, pointing north along a tangent to the Earth’s surface. 𝒉2 is a unit vector
pointing in the ray direction of the sun.

11

Standard
Image

Data Link

Vicarious Calibration
Campaign

Repeat
Immediately

Repeat
Consecutive Orbits

5x Resolution

Figure 1.3: A selection of task maneuvers possible with MethaneSAT. “Standard Image” and
“Data Link” are performed routinely. “Vicarious Calibration”, “Repeat Immediately”, “Repeat
Consecutive Orbits”, and “5x Resolution” are special maneuvers and are performed when human
intervention is applied to force selection.
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2.2.1 Scene Acquisitions
MethaneSAT’s planned instrument is a diffraction grating spectrometer with a 2000 × 2000
pixel Mercury Cadmium Telluride (MCT) detector. Each row of pixels on the detector records
the spectrum of a single spatial pixel. The instrument array therefore forms a plane of 2000
spatial pixels. Data is acquired using a push-broom scanning method. At nadir, the across-scan
dimension of a pixel projected onto the Earth’s surface (a “pixel projection”) is approximately
100 m. The along-scan dimension of a pixel projection is called the Ground Scanning Distance
(GSD), and is equal to the framerate times the Ground Scanning Velocity (GSV). The framerate
is programmable on-orbit, with a nominal value of 17.5 Hz. The ground scanning velocity is
actively controlled, with a nominal value of approximately 7 km s-1. We implemented
asynchronous scanning maneuvers that minimize the geometric distortion of pixels, causing
small variations in GSV. The resulting GSD varies slightly around a mean value of 400 m. The
maximum resolution in any dimension, defined as 3 pixels, is limited by the point spread
function of the instrument to about 300 m.

Targets can be defined as needed, with a maximum across-track dimension equal to the swath at
nadir (260 km for MethaneSAT under the configuration considered in this paper) and a
maximum along-track dimension determined by thermal, power, and data throughput limits of
the spacecraft. We define targets as fixed rectangles in longitude/latitude space, each having a
width of up to 200 km and a height of 140 km (Figure 1.1). The exact widths are chosen such
that a round number of targets fit around the Earth. The 140 km height of the targets is chosen
such that it takes the satellite 40 seconds to perform a scan: 20 seconds of scanning across the
target plus a 10 second buffer before and after the target to ensure that the entire target is covered
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in any viewing geometry. The entire 40 second scan contains useful data and each scan can be
used to analyze an area substantially larger than the target. Given a framerate of 17.5 Hz, a mean
GSV of 7 km s-1, and 280 km of scanning, a standard scene contains 6.09 GB of data.

Targets are categorized as “oil and gas”, “secondary objective”, and “search” targets. Oil and gas
targets are targets with known oil and gas production according to proprietary datasets owned by
the Environmental Defense Fund (EDF O&G hereafter; rasterized and anonymized data provided
by private communication with Ritesh Gautam, EDF). Secondary targets are special targets that
have been identified by the MethaneSAT science team. Search targets are targets that have not
otherwise been identified but are observed for the chance of observing interesting features. The
set of all valid targets include anywhere on land (excluding Greenland, Iceland, Svalbard, and
Antarctica) and locations in the ocean with non-zero EDF O&G.

MethaneSAT’s standard scene acquisition will use a south-to-north target scan with a geometry
illustrated in Figure 1.2b. The scene acquisition orientation is arbitrary, but a south-to-north
orientation is beneficial because it roughly follows the spacecraft velocity and simplifies
implementation and data management. Optimal target acquisition requires consecutive frames of
each pixel to be aligned along the leading/following edge. This occurs when the sides of the
pixel projection (a distorted parallelogram) are parallel to the scan direction. The attitude that
satisfies this condition is unique.

To derive the spacecraft attitude during the standard target acquisition, consider an arbitrary
target. At an instance of time, we wish to point the instrument boresight at the zonal center of the
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target (the “targeted point”). Let 𝑡⃗ be the vector pointing from the center of the Earth to the
targeted point, and 𝑠⃗ be the vector pointing from the center of the Earth to the spacecraft. The 𝑧̂
axis of SC then points from the spacecraft towards the targeted point:

𝑧̂ =

6⃗7 8⃗
.
‖6⃗7 8⃗‖

(1.1)

The along-scan direction is described by the unit vector pointing north along a tangent to the
Earth at the targeted point. We call this the “local north” (𝑛%):

𝑛% =

6⃗× 6⃗×;̂ <=>
,
‖6⃗× 6⃗×;̂ <=> ‖

(1.2)

where 𝑧̂?@A is the 𝑧̂ axis for the ECI coordinate system (the rotational axis of the Earth). To align
the instrument projection with the local north, we can align the spacecraft with the plane defined
by the span of 𝑛% and 𝑧̂ . 𝑦% is perpendicular to this plane:

𝑦% = 𝑧̂ × 𝑛%,

(1.3)

and 𝑥% completes the right-handed coordinate system. Figure 1.3 “Standard” shows a simulation
of a scene acquisition.

The visibility corridor is defined as the set of targets where every targeted point has a permissible
solar zenith angle and viewing zenith angle. MethaneSAT’s maximum solar zenith angle is 50°
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and its maximum viewing zenith angle is 45°. The visibility corridor varies seasonally with the
sun angle. Figure 1.4 shows the visibility corridor for a simulation of July 1, 2017.
Some high-latitude targets can be viewed by two or even three consecutive orbits. By viewing a
target repeatedly in consecutive orbits, we get observations separated in time by the orbit period
(96 minutes). This time separation is the appropriate length to observe advection of methane
concentrations. A “Repeat Consecutive Orbits” maneuver (Figure 1.3) would provide
observations that can be used to validate of the transport models used in retrievals.

MethaneSAT has the required agility to view the same target twice in a single overpass, a
“Repeat Immediately” maneuver (Figure 1.3). In a “Repeat Immediately” maneuver, scenes with
effectively identical methane concentration can be observed with different viewing angles, and
therefore, different slant columns. The scenes shown in Figure 1.3 are separated by 40 seconds
and their viewing angles have an average difference of 15°. This maneuver can assist in
eliminating biases in the XCH4 retrieval due to aerosols and surface reflectivity, since biases
caused by aerosols and surface reflectivity will manifest differently in the different slant
columns.

Because MethaneSAT is an AEOS, the GSV can be changed as needed. By scanning a target
with a slower GSV, we can increase the image resolution. The “5x Resolution” example has the
GSV decreased from to 1.5 km s-1, resulting in a pixel size of 80 × 100 m2. A “5x Resolution”
maneuver can be used to increase the data quantity for highly valued targets, including special
cases and targets that are rarely accessible due to clouds or high latitudes.
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orbits. A single day contains 14.85 orbits. The 16th orbit is included to show the daily shift of 2.67°.

Many orbits at high latitude are viewable on two consecutive orbits. Occasional targets are viewable by 3 consecutive

Figure 1.4: Number of orbits with access to each target for a 16-orbit sample starting at 00:00:00 UTC on July 1, 2017.

2.2.2 Data Link
MethaneSAT will communicate with the ground using an X-Band (8025–8040 MHz) connection
to the KSAT Lite ground station network (KSAT, 2019). X-band data linking is robust to most
weather conditions, including clouds and rain. Data linking may be interrupted by other satellites
in close proximity. Overall link availability is expected to be greater than 99%. Downlink rates
are expected to average 150 Mbit s-1 (18.75 MB s-1). Command uplink has trivial data
requirements and is not considered in MethaneSAT-LOSST. Our standard MethaneSAT
simulation uses three data linking stations (Figure 1.1); Svalbard Satellite Station (SvalSAT;
78°13’47” N, 15°24’28” E), Troll Satellite Station (TrollSAT; 72°01’00” S, 2°32’00” E), and
Alaska Satellite Facility (ASF; 64°51’32” N 147°51’15” W). The high latitudes of the downlink
stations maximize contact time and minimize interference with scene acquisition opportunities.

The preliminary MethaneSAT design has the X-band antenna aligned with the instrument
boresight (along 𝑧̂ ; see Figure 1.2a). To derive the equations of spacecraft attitude for datalinking (Figure 1.2c), we mark the ground station as the targeted point (𝑡⃗) and point the boresight
similarly to target acquisition (Equation 1.1). The radiator needs to be rotated away from the sun.
We therefore point 𝑥% perpendicular to both 𝑧̂ and ℎC (a unit vector in the direction of the sun’s
rays – the apparent solar ephemeris) (Equation 1.4), and 𝑦% completes the right-handed coordinate
system.

𝑥% = ℎC × 𝑧̂

(1.4)

Figure 1.3 “Data link” shows a simulation of a data link maneuver.
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2.2.3 Vicarious Calibration
A vicarious calibration is a detailed study of the on-orbit performance of the instrument by
comparison to measurements made on the ground. MethaneSAT’s primary function is to
measure gradients in XCH4 and the vicarious calibration strategy is designed accordingly. A set
of Bruker EM27/SUN Fourier transform spectrometers (EM27/SUN FTS) will be deployed at
the vicarious calibration site, arranged along a line. EM27/SUN FTS’s provide high precision
and low bias XCH4 observations from portable platforms (Petri et al., 2012, Frey et al., 2015).
The spacecraft will perform a maneuver that aligns the instrument projection along the line of
EM27/SUN FTS’s, sequentially centering each pixel of the instrument projection on the site.
This will allow for the analysis of the precision and accuracy of each pixel, as well as the
precision of gradients between pixels.

To derive the equations of spacecraft attitude during vicarious calibration (Figure 1.2d), consider
a spatial pixel of the instrument array at an angle 𝜃 from the boresight. Define a spacecraftprimed coordinate (SC’) system such that 𝑧̂ points down the sight of this pixel. The
transformation from SC’ to SC is then:

𝑥% = 𝑥%′,

(1.5)

𝑦% = 𝑧̂ ′ cos 𝜃 + (𝑥% K × 𝑧̂ ′) sin 𝜃 ,

(1.6)

𝑧̂ = 𝑦%′ cos 𝜃 + (𝑥% K × 𝑦%′) sin 𝜃.

(1.7)
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The 𝑧̂ ′ axis then points from the spacecraft to the targeted point:

𝑧̂ ′ =

6⃗7 8⃗
.
‖6⃗7 8⃗‖

(1.8)

To orient the instrument projection such that the neighborhood of the current pixel is aligned
with local north, align the spacecraft with the plane defined by the span of 𝑛% and 𝑧̂ ′. In the
vicarious calibration orientation, 𝑥%′, rather than 𝑦%, is perpendicular to this plane:

𝑥% K = ± 𝑧̂ ′ × 𝑛%.

(1.9)

To keep the radiator pointed away from the sun, choose (+) in the southern hemisphere and (-) in
the northern hemisphere. And 𝑦%′ completes the right-handed coordinate system.

Vicarious calibrations will be performed at sites with a variety of surface characteristics. Sites
will be chosen to have the following properties: 1) minimal local methane sources, 2) reasonable
accessibility for ground campaign (USA or Canada), 3) relatively uniform surface
characteristics, 4) representative of a common land surface type. An example site chosen for this
work is Schleswig, Iowa. Schleswig is a small town surrounded by corn fields removed from
major livestock agriculture or oil and gas production. It would provide a suitable site to perform
a calibration representative of agricultural land types. Figure 1.3 “Vicarious Calibration” shows a
simulation of a vicarious calibration performed at Schleswig, Iowa.
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2.3 Task Prioritization
The amount of data MethaneSAT can acquire is limited by downlink bandwidth. Therefore, there
is an opportunity cost in acquiring difficult-to-analyze or low-quality data. The scene selection
algorithm should prioritize the scenes most likely to result in high-quality, interpretable data. The
primary concern is poor meteorological conditions. MethaneSAT cannot acquire data through
clouds or in cloud shadows. Emissions retrievals by inverse modelling perform poorly for scenes
with high surface winds, high surface wind vorticities, or low planetary boundary layer heights.
Sixty-eight percent of the Earth is covered by clouds with an optical depth of at least 0.1
(Stubenrauch et al., 2013).

We use meteorological forecast data from the National Center for Environmental Prediction’s
Global Forecast System GSM v13.0.2 (GFS). GFS cloud cover errors are less than 30% for over
70% (65%, 60%) of grid cells within 24 (48, 96) hours of forecast (Ye and Chen, 2013). Mean
errors are less than +/- 15% for most areas. A recent major upgrade to GFS is expected to
increase the quality of the cloud forecast and should benefit future versions of MethaneSATLOSST (Lin et al., 2016). MethaneSAT-LOSST compares forecast cloud fractions to
climatological distributions to allocate data resources. Targets that are often cloud-free are given
restrictive cloud fraction limits while targets that are often cloudy are given less-restrictive
limits. We constructed a monthly climatology of maximum allowed cloud fraction for each target
(Figure 1.5), set to the lowest 1% of cloud fractions in the MethaneSAT visibility corridor. The
1st percentile threshold was selected as the strictest restriction that allowed enough scenes to fill
the data budget.
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Figure 1.5: Maximum allowable cloud fraction for each MethaneSAT scene, each month.
Unfilled targets are unviewable because they do not pass the 50° minimum solar zenith angle
requirement. The maximum cloud fraction was calculated as the minimum cloud fraction that
would allow at least 1% of viewing opportunities to succeed. 1% was chosen as sufficiently strict
to limit the number of oil and gas scenes to fall within the data budget (leaving 15% for random
search targets). The maximum allowed cloud fraction can be altered to restrict more or fewer
scenes. Additional constraints may be required when data budgets are severely restrictive.
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MethaneSAT-LOSST considers the predicted signal-to-noise ratio of XCH4 observations. The
signal-to-noise ratio is a function of the CH4 and O2 albedos, the solar zenith angle at the target,
and the viewing zenith angle. CH4 and O2 albedos are extracted from Modis band 5 and 6
climatologies (Schaaf and Wang, 2015). Ocean scenes benefit from glint. The glint radiance is
calculated for ocean scenes using a Cox-Munk parameterization (Cox and Munk, 1954). The
Cox and Munk parameterization models irradiance/radiance in units of Sr-1 as a function of
surface wind speed, solar zenith angle, viewing zenith angle, and relative azimuth angle (the
azimuth between the viewing and solar ray vectors). Target acquisitions for viewable scenes are
scored as:

𝑠 = 𝑠𝑐𝑖𝑒𝑛𝑡𝑖𝑓𝑖𝑐 𝑖𝑛𝑡𝑒𝑟𝑒𝑠𝑡 𝑠𝑐𝑜𝑟𝑒 × 𝑠𝑖𝑔𝑛𝑎𝑙 𝑠𝑐𝑜𝑟𝑒 + 𝑏𝑎𝑐𝑘𝑔𝑟𝑜𝑢𝑛𝑑,

(1.10)

where the scientific interest score is the known oil and gas production, normalized; the signal
score is the calculated signal-to-noise ratio times the forecast cloud-free fraction, normalized;
and the background is 0.05 (an arbitrary value). All data links are given a score of 0.04 to yield
priority to target acquisitions. Vicarious calibrations are performed on a campaign basis.
Therefore, they should be attempted at every opportunity during the campaign. During a
campaign the vicarious calibration is given a score of 5 (greater than any other possible score) to
prioritize it. Special maneuvers and targets of great interest can be given similarly high scores for
priority. When a target is successfully acquired and analyzed, its scientific interest score is
reduced by the “learning rate” factor. With each day when a target is not acquired, its scientific
interest score is increased by the constant “forgetting rate” factor. Recently viewed targets are
therefore de-prioritized, and all targets eventually reach a high priority.
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2.4 Task Selection and Scheduling
We used a Directed Acyclic Graph (DAG) approach (Augenstein, 2014) to optimize the task
schedule. The DAG approach is designed to allow human intervention and can be solved in
linear time. The scheduling problem is a hybrid continuous/discretized optimization problem,
where the time to complete tasks is discretized and the time between tasks is continuous. The
DAG approach requires the problem to be fully discretized. We discretize MethaneSAT orbits to
10 second intervals. This causes an efficiency penalty, but since scene collection is limited by
data downlink the efficiency penalty has a small impact. A common alternative approach is
“dynamic programming” (e.g., Lemaître et al., 2002, Xiaolu et al., 2014, Nag et al., 2018) that
does not incur the efficiency penalty but is computed in polynomial time and is less amenable to
human intervention.

We use a weighted single source/sink Directed Acyclic Graph (DAG; Figure 1.6). A “graph”
here is a mathematical object consisting of vertices connected by edges. Each vertex represents a
state of a system, and the edges represent transitions between the states. A “directed acyclic
graph” is a graph where edges allow transitions in a single direction (directed) and no sequence
of edges starting from a vertex v can arrive back at v (acyclic). Dummy vertices (a source and a
sink) are added that have edges connecting to every vertex. Each vertex has a weight. The
optimized schedule is the “longest path” through the DAG; the path from the source to the sink
that maximizes the sum of weights, which is solved by topological sorting.
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Figure 1.6: Directed Acyclic Graph approach to task optimization in MethaneSAT-LOSST.
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In the case of MethaneSAT, each vertex represents a possible task (a target acquisition, vicarious
calibration, or data link) being performed at a specific time and each edge represents a maneuver
from the attitude at the end of the first task to the attitude at the beginning of the next. If there are
multiple times when a task can be performed, then each task/time combination is a different
vertex. Task repetition options are available, including no repetition, limited repetition, and
forced repetition.

Edges exist where there is adequate time to maneuver from one task to the next. The total
maneuver time includes the time required to 1) decelerate to zero angular velocity, 2) slew to the
starting attitude for the next task, 3) coast for a 15 second waiting period for spacecraft
stabilization and re-orientation, 4) accelerate into the maneuvers. Steps 1 and 4 require less than
2 seconds for all maneuvers. Target tasking is calculated one track at a time, since there is ample
time to return from any task to idle on the eclipse side of the Earth. Daily batches are calculated
together and reconsidered if they fail quality control for data budgeting, power, or heat
considerations. If data budgets are violated, the lowest scoring target acquisitions are removed
until a balance is reached.
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2.5 Post Processing and Validation
After an optimal scheduling is calculated, a database of targets and their properties is produced.
The database of scenes includes data about each scene’s oil and gas production, glint radiance,
signal-to-noise ratio, and forecast meteorological conditions; including cloud cover, wind speed,
wind vorticity, and boundary layer height. A timeseries of the satellite state is calculated,
including the trajectory, attitude, angular velocity, angular acceleration, mode (e.g., idle, scan,
downlink), viewing geometry, and sun exposure, all at 1 Hz. An example “day-in-the-life”
(DITL) July 1, 2017 is shown in Figure 1.7. This DITL includes a vicarious calibration campaign
at Schleswig, Iowa. The Figure 1.7 inset shows a close-up of a busy satellite track on the west
coast of North America to demonstrate maneuvering and forecast cloud avoidance.

Figure 1.8 shows a set of quality control and spacecraft command plots for the inset orbit in
Figure 1.7. It shows orientation quaternions: the system output that is sent to the spacecraft
attitude control system. It also shows the angular velocity and acceleration of the spacecraft, and
when they approach their limits during maneuvers. Heat and power budgeting use calculations of
the sun exposure to each plane of the spacecraft. This is represented by the dot product of the
solar ray vector with each unit vector in spacecraft coordinates. Of particular interest are the
negative-z direction (the solar array, which charges when the solar dot product with z-hat is
negative) and the positive-y direction (the radiator; which is exposed to the sun when the solar
dot product with y-hat is greater than the angle of protection by the sun shade).
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cloud fraction at the time of the orbit.

(Right) A zoomed in view of an example section of an orbit in the day-in-the-life. The grey area shows GFS forecast

vicarious calibration campaign at Schleswig, Iowa is included. 35 standard scene acquisitions were made on this day.

Figure 1.7: (Left) A sample day-in-the-life of MethaneSAT, with 16 orbits starting at 00:00:00 UTC on July 1, 2017. A

Downlink (TrollSAT)

Targets

Figure 1.8: Quality control plot for a single MethaneSAT orbit. (Top) Orientation quaternions,
(middle) angular velocity/acceleration, and (bottom) sun exposure to each side of the satellite
spacecraft, defined by the dot product of the sun ray vector with each spacecraft frame unit
vector. The angular speed is limited to 0.75° s-1 and the angular acceleration is limited to
0.05° s-2. Heating considerations require y-hat in the solar dot product to remain below 0.37. The
pictured orbit includes a data link to TrollSAT and a number of targets along the west coast of
the Americas.
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Figure 1.9 shows a data budget for the DITL. MethaneSAT has net data storage during targetrich tracks and net downlink during target-poor tracks. The target selection criteria are tuned to
balance data collection and downlink for the average day. Data storage of up to and above
100 GB is typical. MethaneSAT is expected to have 1 TB of data storage, allowing for
significant backup if downlinking fails or if extra data collection is needed on a short-term basis.

Asia

Africa/Europe

Atlantic

Americas

Pacific

Figure 1.9: Data storage timeseries for the day-in-the-life of MethaneSAT shown in Figure 1.7.
Data links are occurring where the slope is negative and target acquisitions are occurring where
the slope is positive. Assuming 3 downlink stations.
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3 Results and Discussion
We ran MethaneSAT-LOSST in a standard configuration for the year of 2017. Figure 1.10 (top)
shows the scene acquisition counts for each target. MethaneSAT acquired 13,232 scenes (an
average of 36 per day), with 11,207 of oil and gas targets and 2,025 random search targets.
MethaneSAT viewed 98% of global oil and gas production at least once, 91% with at least 5
repeats, 63% with at least 10 repeats, and 32% with at least 20 repeats (Table 1.2). Targets that
were viewed most often are those that are visible in all seasons, have few clouds, and have few
other high value targets competing for resources. The latitudinal distribution of acquired scenes
varies seasonally (Figure 1.10, bottom). The target grid is biased to the northern hemisphere,
especially the oil and gas targets. Northern hemisphere summer therefore contains more target
opportunities than northern hemisphere winter. At least 98% of EDF O&G is viewable from
March through September. In December this decreases to 76%. Target access peaks in April and
September when both hemispheres are viewable.

The 1-year simulation used 3 downlink stations (SvalSAT, TrollSAT, and ASF), reflecting the
planned configuration at full operation. The number of downlink stations is constrained by cost.
At first commissioning MethaneSAT is likely to use only 2 downlink stations (SvalSAT and
TrollSAT), and it is possible that this configuration will be permanent. We tested both
configurations in a 2-month sample (February and July 2017). For the 3-station configuration,
the average daily (15 orbit) link duration is 182.2 minutes, yielding an average data budget of
205 GB day-1. The 2-station configuration had a mean downlink bandwidth of 150 GB day-1,
representing a 27% decrease.
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Figure 1.10: (Top) Viewings of each MethaneSAT target over a 1-year simulation. A total of
12,742 target acquisitions were made (an average of 35 per day), with 10,835 oil and gas targets
and 1,907 random search targets. 98% of global oil and gas production was viewed at least once,
91% was viewed with at least 5 repeats, 63% with at least 10 repeats, and 32% with at least 20
repeats. Data downlink bandwidth is the limiting factor to the total number of scenes. (Bottom)
Latitudinal distribution (violin plots) of target acquisitions for each month, compared to the
latitudinal distribution of all targets and EDF O&G targets. Winter months are significantly
restricted from viewing high latitude northern hemisphere targets that are rich in oil and gas
because of a 50° solar zenith angle requirement.
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Table 1.2: Summary of standard targets viewed over a 1-year simulation of MethaneSAT,
assuming 3 downlink stations.

Property

Quantity

Total Targets

12.742

Oil and Gas Targets

10,835

Search Targets

1,907

% Oil and Gas Viewed

98

% Oil and Gas Viewed ≥ 5 repeats

91

% Oil and Gas Viewed ≥ 10 repeats

63

% Oil and Gas Viewed ≥ 20 repeats
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We also tested sensitivity to the equatorial crossing time, testing 10:30, 11:30, 12:30, and 13:30
local solar time. Convective clouds, and overall cloudiness, peaks in the afternoon, while
stratiform clouds peak just after sunrise (Eastman and Warren, 2013). However, convective
clouds show a greater variability than stratiform clouds. Our results reflected this, though the
overall effect was small. We evaluated the percentage of targets viewable with less than 20%
cloudiness at some point over the month. In February we found that later equatorial crossings
had slightly more viewable targets, with 60% at 13:30 compared to 54% at 10:30. In July, 11:30
and 12:30 had the greatest percentage of viewable targets at 85%, but all were within 2.5%. In
both months, the earlier crossing times had higher percentages viewable in a single day, but the
later crossing times caught up within 6 days. Overall, we don’t find a major preference for one
crossing time over the other based on cloudiness. Forecast meteorology performs better at
predicting the planetary boundary layer height in the afternoon, with implications for inverse
modelling estimates of emissions (Barrera et al., 2019). Satellite launch opportunities may favor
a morning crossing. We also tested the sensitivity to spacecraft agility but found negligible
sensitivity across realistic values.

Figure 1.11 shows distributions of viewed scene properties. The mean wind speed for a
MethaneSAT scene was 3.1 m s-1 and the median planetary boundary layer height was 3.0 km.
Extreme boundary layer heights occasionally occurred in tropical regions and were likely an
artefact of conventions in GFS (conflating convective storms with boundary layers). Inverse
modelling for emissions retrieval favors intermediate wind speeds where plumes are well
structured and well-developed boundary layers where meteorological products are more reliable.
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Figure 1.11: Parameter distributions for scenes viewed during a 1-year simulation of MethaneSAT. Cloud cover, wind
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4 Conclusions
MethaneSAT-LOSST has proven to be a powerful tool for the design and planning phases of
MethaneSAT. It demonstrated that MethaneSAT is capable of achieving its mission objectives. It
demonstrated MethaneSAT’s ability to perform a number of maneuvers, including the standard
target scan, data downlinking, a vicarious calibration maneuver, instantaneously repeated target
scans, consecutive orbit repeated target scans, and low GSV target scans that can decrease pixel
size by a factor of 5 to 100 × 80 m2. It showed that the quantity of data is limited by the data
downlink bandwidth, and that equatorial crossing time does not have a major impact on cloud
avoidance. Furthermore, MethaneSAT-LOSST is designed to transition to an on-orbit tasking
tool. It features a 1-Hz timeseries of spacecraft attitude and commands, validation features such
as solar exposure testing, and fully modelled data budgeting. MethaneSAT-LOSST exposes the
mission planning stages to a level of scrutiny that would not have been otherwise possible and
promotes the development of innovations like the vicarious calibration and advanced maneuvers.

In a 1-year simulation, MethaneSAT acquired 13,232 scenes (an average of 36 per day), with
11,207 EDF O&G targets and 2,025 search targets. MethaneSAT viewed 98% of EDF O&G at
least once, 91% with at least 5 repeats, 63% with at least 10 repeats, and 32% with at least 20
repeats. The number of scenes was constrained by data downlink bandwidth. We assumed
connections to 3 downlink stations. Reducing the number of downlink stations to 2 reduces the
number of scenes by 27%. The seasonal distribution of scenes was limited by the solar zenith
angle.
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The estimates of observed EDF O&G may be underestimated because they do not include extra
data taken by the pre- and post-target buffering scan. All scenes will include a significant amount
of usable data that falls outside of the target polygon. However, forecast cloud cover errors will
likely mean some scenes that are predicted to be cloud-free will indeed have clouds. With the
current iteration of GFS we can expect about 30% of scenes with cloud free forecasts to have
significant clouds (Ye and Chen, 2013). However, upgrades to GFS are likely to improve this
(Lin et al., 2013).

MethaneSAT-LOSST predicted viewing angles, solar azimuth angles, albedos, signal-to-noise
ratios, wind speeds, and planetary boundary layer heights, which have been used in the
development of XCH4 and emissions retrieval algorithms. These predictions give ranges where
the retrieval algorithms need to be valid and useful.

This first version of MethaneSAT-LOSST is a fully functional tasking tool for MethaneSAT. As
the MethaneSAT mission progresses, MethaneSAT-LOSST will be refined, updated, and new
functionality will be added. Opportunities for advancement include more flexible target
definitions fitted to specific oil and gas production regions, addition of a digital elevation map
(currently, MethaneSAT-LOSST uses the WGS84 ellipsoid), and the minimization of buffer
scanning so that data could be re-allocated to other scenes.
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A new generation of high-resolution greenhouse gas imaging satellites are under development.
They range in scale from continental (e.g., TROPOMI; Veefkind et al., 2012) to facility (e.g.,
GHGSat-D; McKeever et al., 2017). MethaneSAT fills an intermediate role. Regions of major
emissions detected by a satellite like TROPOMI can be investigated by a satellite like
MethaneSAT, and point sources found by a satellite like MethaneSAT can be further
investigated by a satellite like GHGSat-D. To our knowledge, MethaneSAT is the only planned
satellite greenhouse gas observation satellite making observations at its scale. Solutions found in
MethaneSAT-LOSST could benefit any satellite in this generation of satellites, at any scale.
Maneuvers developed under the auspices of MethaneSAT-LOSST can benefit any imaging
satellite in a push-broom configuration.
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Chapter 2: An analysis framework for XCH4 images from MethaneSAT: Detecting large
individual emission sources and estimating regional emissions

39

Abstract
MethaneSAT is a satellite under development by MethaneSAT LLC, an affiliate of the
Environmental Defense Fund. Its mission is to characterize methane (CH4) emissions from the
global oil and gas production industry. It will acquire images of total-column dry-air mole
fractions of methane (XCH4) across 140 ´ 200 km2 targets with at least 3.5 ppb precision on
1 ´ 1 km2 pixels. This gives MethaneSAT the potential to not only estimate regional methane
emissions, but also to identify large individual sources; setting a new paradigm in greenhouse
gas measurement, monitoring, and verification. Realizing MethaneSAT’s potential requires new
frameworks for data analysis. In this paper we present an automated analysis framework that
estimates regional emissions and identifies large individual sources from MethaneSAT data. It
combines image processing and geostatistical inverse modeling. The framework 1) estimates an
effective wind direction by analyzing orientations of local XCH4 gradients, 2) computes an
image of downwind XCH4 gradients, 3) identifies large individual sources by detecting peaks in
the image of downwind XCH4 gradients, and 4) produces a spatially explicit estimate of methane
emissions by geostatistical inverse modeling. We tested the framework with a suite of four
observation system simulation experiments representing a range of scenarios and conditions. The
framework was effective in most conditions. False positive detections of large individual sources
were minimized by regularization mechanisms in the inverse modeling algorithm. Scenes with
high wind vorticity caused false positives and large errors. In real data analyses such scenes
should be segmented. The problem of characterizing and quantifying emissions from highresolution greenhouse gas imaging satellites is a new one. This paper presents early
investigations into algorithms and identifies opportunities for improvements.
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1 Introduction
Methane (CH4) is the second most important long-lived anthropogenically-influenced
greenhouse gas, with a radiative forcing of 0.61 W m-2 (Etminan et al., 2016). Global agreements
for greenhouse gas emissions reductions have targeted methane for abatement (UNFCCC, 2015).
However, methane emissions are poorly constrained by bottom-up methods because they result
from biological processes and leaks/releases from the oil and gas industry (Bloom et al., 2017,
Janssens-Maenhout et al., 2019). Satellites have been used to measure, monitor and verify
methane emissions on national to global scales (e.g. Turner et al., 2015, Sheng et al., 2018,
Maasakkers et al., 2019), and a new generation of methane observing satellites is obtaining
images of column-average dry-air mole fractions of methane (XCH4). These satellites range in
scale from continental (e.g., TROPOMI; Veefkind et al., 2012) to facility (e.g., GHGSat-D;
McKeever et al., 2017).

MethaneSAT is a high-resolution greenhouse gas imaging satellite under development by
MethaneSAT LLC, an affiliate of the Environmental Defense Fund. MethaneSAT is among the
new generation of methane imaging satellites, observing on a scale intermediate to TROPOMI
and GHGSat-D. Launch is anticipated in 2022. It will use a diffraction grating spectrometer with
a mercury cadmium telluride (HgCdTe) detector to capture images of XCH4 across 200 ´ 140
km2 targets with 1 ´ 1 km2 pixels having at least 3.5 ppb (1 𝜎) precision. Its primary mission is
to characterize methane emissions from the oil and gas production industry, though a percentage
of targets will be reserved for cities, agricultural regions, etc. MethaneSAT’s combination of
scale, resolution, and precision will allow it to estimate the total emissions across a typical oil
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and gas production region or city and also detect and characterize large individual emission
sources.

This paper presents an automated analysis of MethaneSAT XCH4 that identifies large individual
emission sources and estimates regional emissions. It uses image processing to identify large
individual emission sources and geostatistical inverse modeling to quantify emissions. We test
the analysis with a set of four Observation System Simulation Experiments (OSSE’s). This
analysis represents a preliminary version of the MethaneSAT Level 4 algorithm and is therefore
designed to be automated and operationalized.

Concentration gradients in XCH4 are the result of emissions and winds (Figure 2.1). Over large
scales, emissions accumulate and create downwind gradients. At smaller scales, individual plume
structures are important. At a point source there is a sharp downwind concentration gradient.
Downwind of a point source the tail of the plume forms across-wind gradients. At high
resolutions the most common gradient direction in an image is across-wind. At very high
resolutions turbulence dominates, causing a broad spectrum of gradient directions. The pixel size
of MethaneSAT XCH4 images - 1 ´ 1 km2 is at a scale where the most common gradient
direction is across-wind. Our image processing algorithm leverages these principles. We first
determine the across-wind direction by finding the most common small-scale gradient direction.
This gives two possibilities for the downwind direction. We choose one according to the overall
gradient. This gives us a representative wind direction for the image. We then generate an image
of downwind gradients. We find peaks in the downwind gradient image to detect large individual
emission sources.
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Figure 2.1: A demonstration of the three types of gradients in an XCH4 image. Indianapolis
MethaneSAT XCH4 simulated using GDAS meteorology for 06/01/2017.

We use a geostatistical inverse modeling approach (Michalak et al., 2004) to simultaneously
estimate emissions from the large individual emitters and the region as a whole. A chemical
transport model is used to calculate a spatio-temporally explicit estimate of the sensitivity of
observations to emission sources (the “Jacobian”). An optimal estimate of the emissions is
computed as a linear model of predictors and a Gaussian random field. We use the Stochastic
Time-Inverted Lagrangian Transport Model (Lin et al., 2003, Fasoli et al, 2018) to compute the
Jacobian and the previously identified large individual sources as predictors.
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We tested the framework with a set of four OSSE’s, each using up to 5 meteorological models
(see Table 2.1 for details). We simulated MethaneSAT scenes in Indianapolis, Dallas-Ft. Worth,
the San Francisco Bay Area, and the Cantarell Complex (Mexico). Each scene represents a
different challenge for the framework. Indianapolis contains a single dominant emission source
(the Southside Landfill) that is responsible for 55% of total emissions (Lamb et al., 2016).
Indianapolis has a simple meteorological scenario with steady winds and low vorticity in the
OSSE. Dallas-Ft. Worth contains a several large landfill sources and a major contribution from
diffusely distributed oil and gas emissions (Lyon et al., 2015, Zavala-Araiza et al., 2015). It has a
region of cyclonic flow during the time of the OSSE. The San Francisco Bay Area’s emissions
are dominated by several large landfills (Fanai et al., 2014), and has high winds (~8 m s-1) in the
OSSE. The Cantarell Complex is an offshore oil production region that will be accessible to
MethaneSAT via glint. Its emissions are dominated by a cluster of offshore oil platforms (Sheng
et al., 2017) and it has strong winds (~10 m s-1) blowing offshore in the OSSE. These OSSE’s
use statistical distributions of emissions and so are conservative estimates of the variability that
would be seen in an individual MethaneSAT scene (they do not include short-lived large
sources).

Our framework was designed to be operationalized and fully automated. An operationalized and
fully automated algorithm is preferred to human intervention because 1) large individual sources
may be leaks, and a fast product turnaround will promote fixing the leaks, 2) a fully automated
analysis framework provides transparency for stakeholders. Direct human involvement will be
used for quality control and special studies.
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Table 2.1: Details of scenes simulated as part of Observation System Simulation Experiments.
Location

Time

Longitude

Latitude

Emissions Inventory

Indianapolis

06/01/2017
@18 UTC
02/01/2017
@18 UTC

-86.6 - -85.6

Lamb et al., 2016

-98.9 - -96.4

39.4 40.15
31.5 - 34.1

San
Francisco
Bay Area

05/01/2017
@21 UTC

-123 - -121.2

36.9 - 38.9

Cantarell
Complex

01/01/2017
@18 UTC

-93 - -91.6

18.2 - 19.8

DallasFt. Worth
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EDF Coordinated Campaign
(Lyon et al., 2015,
Zavala-Araiza et al., 2015)
Bay Area Air Quality
Management District Bay
Area Emissions Inventory:
Methane (Fanai et al., 2014)
Sheng et al., 2017, with
offshore emissions
downscaled to points
according to VIIRS night
light flaring
(Elvidge et al., 2016).

Meteorological
Products
GDAS, GFS, NAMS,
NARR, HRRR
GDAS, GFS, NAMS,
NARR, HRRR
GDAS, GFS, NAMS,
NARR, HRRR
GDAS, GFS, NAMS

2 Methods
This section provides a detailed description of the entire framework, including (2.1) chemical
transport modeling, (2.2) data smoothing, (2.3) empirical estimation of the effective wind
direction, (2.4) downwind gradients and large individual source detection, and (2.5) geostatistical
inverse modeling. The Indianapolis OSSE is shown as an example because it provides a simple
illustration of the method. All image processing was completed using the SciKit image package
for Python (van der Walt et al., 2014).
2.1 Chemical Transport Modeling
We calculate the sensitivity of MethaneSAT XCH4 observations to emissions using the
Stochastic Time-Inverted Lagrangian Transport Model (Lin et al., 2003, Fasoli et al, 2018).
STILT is a Lagrangian Particle Dispersion Model (LPDM), which calculates an ensemble of air
parcel trajectories backward in time from a receptor. STILT’s “footprint” function gives the
sensitivity of an observation at the receptor to upwind fluxes. LPDM’s are effective chemical
transport models for high resolution greenhouse gas imaging satellites because they realistically
model sub-grid processes and maintain narrow plume shapes. STILT was originally developed
for regional to continental scale modeling but has recently been expanded to urban scales (e.g.,
Sargent et al., 2018, Wu et al., 2018).

XCH4 is a column-averaged quantity, where the column average is weighted according to
atmospheric pressure, the instrument averaging kernel, and a water vapor correction (XCH4 is a
dry quantity). We initialize STILT back-trajectories at each vertical level of the meteorological
field up to three times the boundary layer (trajectories where no particles enter the boundary
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layer within the modeling domain have 0 footprint). We run the trajectories until all particles are
ventilated from the modeling domain. We used a short (2 minute) advection timestep to maintain
a low Courant number and avoid skipped emissions grid cells.

We ran STILT using publicly available meteorological data in ARL format where they are
available. We used the Global Forecast System (GFS), North American Mesoscale Forecast
System on Sigmoidal Grid (NAMS), North American Regional Reanalysis (NARR), and HighResolution Rapid Refresh (HRRR) models. GDAS and GFS are closely related models. Since
this work was completed, a major update was made to GFS (Lin et al., 2016) and GDAS was
retired.

XCH4 footprints were computed on the same grid as the emissions inventories and convolved to
produce latent images of XCH4. We modeled MethaneSAT XCH4 by adding instrument and
retrieval error with Gaussian white noise of 2.5 ppb to the latent images of XCH4. In reality,
errors will vary and have substantial covariances due to effects like aerosols and surface
reflectivity (Cusworth et al., In Press). This represents a limitation of our study. The covariances
will produce sharp gradients in retrieved XCH4. These gradients have the potential to create false
positives large individual emitter detections in our image processing algorithm. However, a
regularization step in our inverse modeling algorithm is designed to reject detected large
individual emitters that are not followed by a plume of methane. Our algorithm therefore has a
reduced sensitivity to observation error covariance.
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2.2 Noise Reduction
Instrument and retrieval errors – particularly noise – interferes with our ability to detect small
scale gradients. We apply the Chambolle Total Variance (Chambolle TV) filter (Chambolle et
al., 2004) for noise reduction. The Chambolle TV filter is conservative, rotationally invariant,
and edge preserving; required properties for our framework. Figure 2.2 shows the application of
the Chambolle TV filter to the Indianapolis OSSE. The Chambolle TV filter preserves the
structure of the plume, maintaining gradients that will be leveraged to find the wind direction and
the large sources. A comparison of observed to latent concentrations shows that the Chambolle
TV filtered observations are a closer representation of the Latent concentrations than the noisy
observations. Chambolle TV filtering reduced the root-mean-square error of the observations
from 2.4 to 1.2 ppb.
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Figure 2.2: A demonstration of noise filtering of MethaneST XCH4 using the Chambolle TV
filter. Indianapolis MethaneSAT XCH4 simulated using GDAS meteorology for 06/01/2017.
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1862

2.3 Empirical Estimation of the Effective Wind Direction
We use the Histogram of Oriented Gradients (HOG; McConnell, 1986, Dalal and Triggs, 2005)
to compute a histogram of small-scale gradient directions across the scene (Figure 2.3). HOG
was originally designed as an algorithm to detect human figures in images. It maps distributions
of brightness gradients across small-scale cells within larger scale blocks. Distinctive HOG
patterns are indicative of human forms in an image. We compute the HOG of XCH4 with
9 ´ 9 pixel cells and a single block, giving a histogram of the gradient directions across the entire
XCH4 image. We use 180 gradient directions to maximize resolution. The direction of the
maximum HOG, 𝑝̂ , is the across-wind direction. The direction perpendicular to 𝑝̂ that has a
positive mean partial gradient is the effective wind direction. In practice, the data needs to be
filtered for this method to be effective. We apply a Savitzky-Golay filter (Savitzky and Golay,
1964) with a cyclic boundary condition to the HOG to help detect the most common gradient
direction.

Our effective wind direction is not a direct estimate of the mean wind direction. It is biased
towards areas downwind of methane sources and it does not take the wind speed into account. It
represents the common wind direction affecting methane concentrations. Table 2.2 compares
10 m wind directions in the pseudo-truth wind fields to its image-processing and pseudo-model
estimates. The wind direction detected for Dallas-Ft. Worth is not representative of the mean
surface wind because there is high vorticity and emissions bias the image-processing to a small
portion of the image. A numerical artefact in the NAMS simulation of the San-Francisco Bay
Area caused an unrealistic bias in the detected wind direction. The root-mean-square error in the
wind direction detection in other cases was 11.75°.
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Histogram of Oriented Gradients Wind Direction

Filtered Concentrations Rotated to Winds
Detected Wind
Direction

Peak: Across Wind

Raw Histogram
Savitzky-Golay
Smoothed

1850 1855 1860 1865 1870 1875
Chambolle TV Filtered Observed XCH4 (ppb)

Figure 2.3: A demonstration of empirical effective wind direction estimation using the
1850 1855 1860 1865 1870 1875
Histogram of Oriented Gradients (HOG). Wind direction
detection
using
theXCH
histogram
of
Chambolle
TV Filtered
Observed
(ppb)
4

oriented gradients. Indianapolis MethaneSAT XCH4 simulated using GDAS meteorology for
1850 1855 1860 1865 1870 1875
Chambolle TV Filtered Observed XCH4 (ppb)

06/01/2017.

Table 2.2: Mean surface winds in each meteorological model for each OSSE compared to the
effective wind direction from image processing. Blue cells denote scenes with high wind
vorticity. The scene with an orange cell has a large error because of a numerical artefact in the
STILT footprint. This artefact would not be seen in an observed MethaneSAT scene. NA cells
denote scenes where the meteorological product in question is not available.

Scene
Indy.
Dallas
S.F.
Cant.

GDAS
Model
129
68
153
-49

Image
123
44
162
-42

GFS
Model
124
66
154
-42

Image
121
44
165
-43

NAMS
Model
98
56
158
-50
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Image
96
48
109
-35

NARR
Model
94
76
163
NA

Image
127
36
168
NA

HRRR
Model
98
76
162
NA

Image
95
56
159
NA

2.4 Downwind gradients and large individual sources
We compute an image of local downwind XCH4 gradients by 1) rotating the XCH4 image so that
the wind points straight down (Figure 2.3, right). We then apply a vertical Sobel filter (Equation
2.1, see Kanopoulos et al., 1988), and rotate the resulting image back to its original grid (Figure
2.4, left).

−1 −2 −1
𝐺a = b 0
0
0 g ∗ 𝐴,
−1 −2 −1

(2.1)

where A is the matrix representation of the image and ∗ is the convolution operator.

Large positive grid-scale downwind gradients are evidence of large point sources. The gradient is
noisy and includes negative values (the plume “shadow”). We set all negative values to 0 to
enhance the detection of positive gradients. We then use peak-local-maxima detection with
relative thresholding (van der Walt, 2014) to identify sources. We select the relative threshold by
comparing the threshold to the number of large sources identified (Figure 2.4, center). At low
thresholds noise generates false positives and at high thresholds true positives are removed. We
identify the elbow point using L1 norm regularization. Indianapolis contains one large individual
source, but two are identified by the algorithm. Additional regularization during inverse
modeling reduces false positives.
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Figure 2.4: A demonstration of large individual source detection using a downwind Sobel
gradient filter. Normalization was calculated using the L1 norm of the detected emitters vs.
threshold curve. The algorithm found one real large individual source and one false positive.
Regularization in the geostatistical inverse modeling step removed this false positive.
Indianapolis MethaneSAT XCH4 simulated using GDAS meteorology for 06/01/2017.
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Figure 2.5 shows large individual sources detected for the Dallas-Ft. Worth OSSE. An important
false positive is highlighted. Wind vorticity causes a substantial error in the local downwind
gradient at the false positive. The gradient then “sideswipes” methane plumes. However, this
isn’t obvious in the image of MethaneSAT XCH4 because the enhancements are due to diffuse
emissions and small variations in the plume structure are obscured by noise. Regularization by
inverse modeling may remove this pathological case because meteorological fields that generate
the Jacobian are more effective in modeling the vorticity. We experimented with taking Sobel
gradients along meteorological product predicted wind directions, but small errors throughout the
wind field caused significantly more false positives than the assumption of a single wind
direction. A solution to this problem may be segmentation of the image. Segmentation is beyond
the scope of this work.
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Figure 2.5: Example of a pathological case for large emission source detection. An apparent
plume in the observations is actually a line of emitters in a region where local winds are not well
represented by the effective wind calculated by image processing. Dallas-Ft. Worth
MethaneSAT XCH4 simulated using GDAS meteorology for 06/01/2017.
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2.5 Geostatistical Inverse Modeling
We use a geostatistical inverse model to estimate fluxes (Michalak et al., 2005). We use XCH4
modelled using GDAS as MethaneSAT observations and all models as modeled meteorology.
When GDAS is used as the modeled meteorology it represents an “identical twin” OSSE, which
gives an indication of the error in the system independent of meteorological error. All other
OSSE’s give an indication of expected error in the entire system.

The model calculates the optimal additive flux correction (ŝ) and drift coefficients (β) that
maximize the posterior probability distribution function (p(s, β|z, H, R, X, Q)):
v

v

𝑝(𝒔, 𝜷|𝒛, 𝑯, 𝑹, 𝑿, 𝑸) ∝ exp u− w (𝒛 − 𝑯𝒔)x 𝑹7v (𝒛 − 𝑯𝒔) − w (𝒔 − 𝑿𝜷)x 𝑸7v (𝒔 − 𝑿𝜷)y, (2.2)
where:
z is an n x 1 vector of column-average dry air mole fractions of methane (XCH4) (units mol m-2)
s is an m x 1 vector of fluxes (units μmol m-2 s-1)
H is an n x m Jacobian matrix of column integrated surface influence
(units (mol m-2)/ (μmol m-2 s-1))
X is an m x p matrix of p auxiliary variables (units vary in accordance with each variable)
β is a p x 1 vector of drift coefficients (units such that the units of Xβ are μmol m-2 s-1)
R is an n x n 'model-data mismatch error' covariance matrix (units (mol m-2)2)
Q is an m x m 'prior error' covariance matrix (units (μmol m-2 s-1)2).
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The posterior probability distribution is maximized when the weighted average of squared
posterior errors and squared deviations from the prior linear model is minimized. The weights
are given by the error covariance matrices, R and Q. We model R and Q with exponential
decays in space (with a length scale ɸ), and diagonal elements with constant variance elements,
σ2. We determine each ɸ and σ2 using restricted maximum likelihood estimation (ReML)
(Michalak et al., 2005). In our OSSE’s the mean value of σR was 2.4 ppb, the mean value of ɸR
was 10 km, the mean value of σQ was equal to the 90th percentile of the latent emission field, and
the mean value of ɸQ was 25 km. Inversions are computed on 4 ´ 4 km2 grids for stability.
The large individual sources identified by image processing form the columns of X. We use the
Bayesian Information Criterion (BIC, see Miller at al., 2015) to identify the columns of X that
significantly benefit the posterior probability. The BIC allows the geostatistical inverse
modelling algorithm to reject some of the large individual sources identified by the image
processing algorithm. This algorithm leverages the cumulative information content of the entire
plume to decide whether a detected emitter is a false positive or not. False positives resulting
from noise that make it through L1 norm regularization of image processing will not produce
posterior concentrations that significantly improve the fit to downwind concentrations and will
be rejected by the BIC.
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3 Results
Figure 2.6 compares the mean posterior emissions for the Indianapolis OSSE to its latent
emissions. The modeling framework accurately identifies and quantifies the Southside Landfill
(error of 8%) as well as the diffuse field of emissions distributed throughout the city (total error
of 18%). The Southside Landfill plume impacts the posterior estimate of downwind gridcells.
The BIC regularization of the geostatistical inverse model rejected the false positive seen in
Figure 2.4 for all meteorological models. The inverse model does not guarantee a non-negative
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Figure 2.6: Evaluation of geostatistical inverse modeling estimate of emissions. Indianapolis
MethaneSAT XCH4 simulated using GDAS meteorology for 06/01/2017.
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Table 2.3 summarizes the results of all OSSE’s, and Figure 2.7 shows a set of summary plots for
Dallas-Ft. Worth, The San Francisco Bay Area, and the Cantarell Complex. All OSSE’s
performed well for Indianapolis, though large wind errors in the NARR model led to a 35%
underprediction. The Dallas-Ft. Worth OSSE was designed to introduce complications because
of a complicated emissions pattern and vorticity in the wind field. However, the mean error was
only 8.6% and the greatest error of any OSSE was 22%. The broad emissions distribution
decreased the impact of wind errors. The San Francisco Bay Area OSSE was sensitive to
meteorological errors. The high wind speeds, complex terrain, and few large emission sources
create thin, meandering plumes that are difficult for the image processing to detect. In the
Catarell complex, the image processing algorithm detected the major cluster of emitters and the
two smaller emitters. It was not able to differentiate between emitters within the cluster.

Table 2.3: Evaluation of the posterior emissions from OSSE. GDAS was used to generate
observations, and the reported GDAS posterior emissions represent “identical twin” OSSEs.
Scene

Truth

GDAS*

GFS

NAMS

NARR

HRRR

Mean Retrieval

Mean Retrieval
Error

Dallas

78.52

78.58

77.45

61.53

68.37

75.54

72.30

8.6%

Indy.

6.10

5.81

6.07

5.13

3.97

5.63

5.17

18%

S.F.

13.01

15.16

11.14

5.27

12.45

6.53

8.28

36%

Cant.

67.91

61.01

55.95

50.4

NA

NA

55.81

18%
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Figure 2.7: Evaluation of geostatistical inverse modeling estimate of emissions for Dallas-Ft.
Worth, The San Francisco Bay Area, and the Cantarell Complex.
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4 Discussion
This paper presented a framework for analyzing images of XCH4 that will be measured by
MethaneSAT. It combined image processing and geostatistical inverse modeling to identify large
individual emission sources, and estimate regional emissions. A set of four OSSEs demonstrated
that the framework was effective in a diverse range of scenarios. Additionally, we demonstrated
the ability to estimate an effective wind speed using only an image of XCH4. This framework is
fully automated and operationalizable. This will allow it to be developed into a level 4 data
product for MethaneSAT.

The field of analyzing greenhouse gas imaging satellite data is in its infancy. Turner et al. (2018)
examined the theoretical information content ability of next generation satellites with a focus on
the GEOCAPE mission. Cusworth et al., (2018) tested the theoretical ability to detect individual
large emission sources. Nassar et al. (2017) presented the first real data case. They analyzed
XCO2 observations from OCO-2 using a Gaussian plume model to estimate CO2 emissions from
select power plants. They capitalized on plume images visible within the 8-pixel swath of OCO2, treating it as an image. Varon et al. (2018) experimented with a variety of methods to estimate
emissions from large individual sources measured by GHGSat-D and found promise in the
integrated mass enhancement method. The current work builds on this literature by presenting
practical methods to achieve the results shown to be theoretically possible by Turner et al. (2018)
and Cusworth et al. (2018). The methods used by Nassar et al (2017) and Varon et al. (2018)
present valuable approaches to point source estimation that could benefit later versions of the
MethaneSAT level 4 product.
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The limiting factor for error reduction in this framework is meteorological error. Direct
estimation of wind speed from high-resolution satellite observations of trace gasses would be
valuable. Recent work has attempted this by analyzing the spatial scales of plume diffusion
(Jongaramrungruang et al., in review). At the scale of MethaneSAT, variations in turbulent
diffusion and terrain effects complicate this method. A promising method that could be explored
by MethaneSAT is as follows: observe the same target on consecutive orbits (several highlatitude targets can be viewed by consecutive orbits). These scenes would be separated by
approximately 96 minutes, the orbital period of MethaneSAT. In 96 minutes, advection will
transport methane a distance that is less than the target size of MethaneSAT. Large-scale features
of plumes (large eddies or Lagrangian streamlines) can be preserved across 96 minutes. A
feature-detection and matching algorithm could be used to compare the images and detect the
total effective wind field for the columns.

There has recently been rapid development towards building global databases of oil and gas
infrastructure (e.g., Rose et al., 2018) and inventories of methane emissions (e.g., Maasakkers et
al., 2016, Sheng et al., 2017, Janssens-Maenhout, 2019). Data like these have the potential to
provide constraints on locations of super-emitters. However, they are currently at too low of
resolution or are too incomplete. In their current state, they could be used as posterior reference
for image processing detected super-emitters. Large individual emission sources identified by
MethaneSAT can provide a 2-way information cycle with these inventories.
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The framework presented in this paper promotes MethaneSAT’s role among the new generation
of methane emission measurement, monitoring, and verification satellites. MethaneSAT can
investigate regions where TRPOMI has detected enhanced emissions and identify and quantify
individual emitters. Satellites like GHGSat-D can benefit from the identification of large
individual sources, as they would provide well-defined targets.
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Chapter 3: Inverse modelling of CO2 flight data for the Carbon in Arctic Reservoirs
Vulnerability Experiment
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Foreword
The following work describes an inversion system that was designed and performed as a
contribution to the Carbon in Arctic Reservoirs Vulnerability Experiment. It analyzed carbon
dioxide observations made periodically in 2012, 2013, and 2014. The inversion system was
integrated into the following papers:
Commane, R., Lindaas, J., Benmergui, J., Luus, K. A., Chang, R. Y.-W., Daube, B. C.,
Euskirchen, E. S., Henderson, J. M., Karion, A., Miller, J. B., Miller, S. M.,
Parazoo, N. C., Randerson, J. T., Sweeney, C., Tans, P., Thoning, K., Veraverbeke, S.,
Miller, C. E., and Wofsy, S. C. (2017) ‘Carbon dioxide sources from Alaska driven by
increasing early winter respiration from Arctic tundra’, Proc. Natl. Acad. Sci. USA,
114(21), 5361–5366.
Luus, K. A., Commane, R., Parazoo, N. C., Benmergui, J., Euskirchen, E. S., Frankenberg, C.,
Joiner, J., Lindaas, J., Miller, C. E., Oechel, W. C., Zona, D., Wofsy, S. C., and Lin, J. C.
(2017) ‘Tundra photosynthesis captured by satellite‐observed solar‐induced chlorophyll
fluorescence’, Geophys. Res. Lett., 44(3), 1564–1573.
Parazoo, N. C., Arneth, A., Pugh, T. A. M., Smith, B., Steiner, N., Luus, K. A., Commane, R.,
Benmergui, J., Stofferahn, E., Liu, J., Rödenbeck, C., Kawa, R., Euskirchen, E., Zona,
D., Arndt, K., Oechel, W., and Miller, C. E. (2018) ‘Spring photosynthetic onset and net
CO2 uptake in Alaska triggered by landscape thawing’, Global Change Biol., 24(8),
3416–3435.
The work shown here is the description of the inverse analysis, as presented in the supplementary
material from Commane et al., 2017.
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1 Data
Carbon in Arctic Reservoirs Vulnerability Experiment (CARVE) flights were conducted over
Alaska between 2012 and 2014. The NASA C-23B (N430NA) aircraft, based in Fairbanks,
Alaska, USA flew over most of Alaska, excepting the south-east panhandle, covering areas from
55º to 72º N and 165º to 140º W. Flights were made during approximately two weeks of each
month between May and September 2012, April and October 2013, and May and November
2014. Each sub-region of the state was usually sampled once during each measurement period so
the CARVE data can assess the regional fluxes, but, as for most flight programs, the aircraft
could not fully characterize the diurnal or daily variations of CO2 concentrations or fluxes. As
the CARVE project progressed, the importance of the early winter cold season respiration
became more evident, motivating flights through mid-November 2014, despite the challenge of
operating a C-23B so late in the season.
Mole fractions of CO2, CH4 and CO were measured using two independent cavity ringdown
spectrometers: one operated without drying the sample air (G1301-m in 2012 (Karion et al.,
2013) and G2401-m from 2013) and one dried (G2401-m (Chang et al., 2014)). Each analyzer
was calibrated throughout the flights, mutually gap filling to ensure a continuous 5 s time series.
Mole fractions of CO2 are presented as μmol per mol of dry air, or parts per million (ppm). The
aircraft measurements were aggregated horizontally every 5 km and vertically in 50 m intervals
below 1 km (above sea level; asl) and 100 m intervals above 1 km (Chang et al., 2014).
We identified 273 profiles of ≤ 30 minutes duration where the transition between the
atmospheric residual layer (maximum height influenced by surface emissions during transit from
the boundary layer; cf. Chou et al., 2002) and the free troposphere was evident (usually at
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altitudes ≥ 3 km). Figure 3.1 shows altitude profiles of observed and modeled CO2 mole
fractions for (A) 7th June and (B) 9th November 2014, and (C) flight tracks of data used in the
analysis below. For each altitude profile measured by the aircraft, we calculate the column
enhancement of CO2 above the regional background for altitudes below the top of the residual
layer.
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Figure 3.1: An altitude profile in (A) June 7th 2014 and (B) November 9th 2014 that
show the atmospheric structure typical of CARVE flights for individual measurements
(small points) and 200 m binned averaged (large points) for observations (black), CO2
enhancements (above the background identified for the column) calculated using
PVPRM-SIF (green), PVPRM-EVI (orange) and the aircraft optimized flux (red). B
illustrates that calculating the mean additive flux for the flight period may result in an
underestimation of the flux on some individual days. Note: all model points are hidden
behind the aircraft optimized data (in red) (C) shows the spatial distribution of the data
used in the column enhancement analysis.
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2 Column Enhancement of CO2
The column enhancement of CO2 mole fractions represents the mass loading of regional
emissions in the atmosphere from the surface to the top of the atmospheric residual layer. The
column enhancements for each profile were calculated by block averaging the observed CO2 dry
mole fraction ([CO2]) into 200 m altitude bins and subtracting the background CO2 and then
integrating the density-weighted mole fraction enhancement:
Ö

É(;)

𝐶𝐸@|} = ∫Ü ([𝐶𝑂w ](𝑧) − [𝐶𝑂w ]Ç ) Ñx(;) 𝑑𝑧,

(3.1)

where [CO2]o is the background CO2 mole fraction, P and T are the pressure and temperature of
dry air within the bin respectively and R is the universal gas constant.
Atmospheric column enhancements have been used in CO2 studies in the Amazon (Chou et al.,
2002, Wofsy et al., 1988, Gatti et al., 2014) and in CH4 flux determinations from CARVE data in
Alaska (Chang et al., 2014). The mean CO2 mole fraction at altitudes above the residual layer
provides an estimate of the background value for each profile. The value of the background
concentration and height of the residual layer were identified from the vertical structure of the
CO2, CH4, CO, O3, water vapor and temperature profiles. The column enhancement of CO2
depends mainly on the large-scale simulation of the vertical structure of the atmosphere,
reducing the influence of fine details of the convective boundary layer and residual layer, finescale variations of emissions at the surface, and turbulent transport in the lower atmosphere.
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Our Lagrangian transport model (WRF-STILT) reproduces the structure of atmospheric CO2 for
most of the profiles we obtained in Alaska. Some aspects of the dataset cannot be reproduced by
the transport model:
1. The aircraft long runs at altitudes below ~1 km, frequently following the orography of the
domain, e.g. sampling in river valleys. However, such orographic features - with
horizontal spatial scales less than ~3 km cannot be resolved by the atmospheric transport
model.
2. WRF-STILT does not resolve individual eddies in the boundary layer. Associated errors
are minimized by considering the column enhancements which average over the entire
residual-layer, with a characteristic length of 10s to 100s of km.
3. Profiles were acquired throughout the day, including during early morning when the
previous night's very thin boundary layer was still present. This condition was not well
simulated by WRF. The diurnal range in the CO2 flux is particularly large in summer,
amplifying the effect of any incorrect calculation of the nocturnal boundary layer height
or the timing of the growth of the early morning boundary layer.
Our selection of vertical profiles incorporates 85% of all CARVE profiles of height 3 km or
higher (231 of 273). The remainder were excluded because of biomass burning influence (CO >
150 ppb), unresolved or chaotic atmospheric structure, or >30% influence from non-Alaskan
land areas (usually from Siberia).
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3 Background CO2 Comparison
Background CO2 values represent the CO2 mole fraction in air entering the Alaskan airshed (i.e.
before changes due to CO2 uptake or emission from the Alaskan land surface) and, for the
aircraft analysis, they were calculated from the mean CO2 mole fraction above the residual layer
(Figure 3.2, red diamonds). We compared the seasonal cycle of these free troposphere
backgrounds to the Alaskan CO2 background estimated from the CRV and BRW long-term
measurement towers within Alaska. For the CRV tower, the transport of 500 particles for each
atmospheric mole fraction observation were traced back to either where they left the domain or
to their location after 10 days, if they were still inside the domain, using the WRF-STILT
Lagrangian transport model. Using these positions and times, background CO2 values were taken
to be the corresponding CO2 mole fraction from an empirically derived boundary curtain
calculated by fitting observations from NOAA/ESRL long-term sites (Karion et al., 2016,
Thoning et al., 2014) (Figure 3.2, black circles). For the BRW tower, the CO2 background values
are the CO2 mole fraction in air from the ocean or “clean air” sector (Figure 3.2, blue squares).
Figure 3.2 shows that the background CO2 values for each of the methods generally compare
well across the seasonal cycles.
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Figure 3.2: Background CO2 mole fractions. Background of CO2 of the CARVE aircraft profiles
(red diamonds), the CRV tower (black circles) and the BRW tower clean ocean data and
interpolated background (blue squares and cyan line). The latitudinal gradient in the background
CO2 is especially evident in summer between the CRV tower (~65.0° N) and the BRW tower
(~71.3° N).
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4 Framework to predict integrated CO2 column
For each aircraft integrated CO2 column, we coupled a high-resolution transport model with a
data-driven CO2 flux estimate to predict atmospheric CO2 enhancements associated with Alaskan
land surface biogenic fluxes4 and then we calculated the modeled integrated CO2 column.
5 Transport Model
A polar variant of version 3.5.1 of the Weather Research and Forecasting (WRF v3.5.1) model,
with 3.3 km grid spacing in the innermost domain over Alaska, was used to drive the Stochastic
Time-Inverted Lagrangian Transport model (STILT; Henderson et al., 2015). Each binned data
point was treated as a receptor for the STILT model. STILT follows the trajectory of 500 air
parcels (particles) released from the receptor position backwards in time over the previous 10
days, where the motion of each parcel includes advection by the large-scale wind fields and
random turbulent motion, independent of the other parcels. The proportion of particles residing
in the lower half of the planetary boundary layer determined the influence of surface fluxes on
the measured mole fractions. The two dimensional "footprint" is calculated for each particle at 3
hour intervals on a 0.5° by 0.5° grid over the 10-day travel period of the particles, defined as the
response of each receptor measurement to a unit emission of CO2 at each grid square (units:
(μmol mol-1) / (μmol m-2 s-1)). The WRF-STILT simulations used here were specifically
generated for CARVE data analysis, with both the WRF meteorology simulations and the STILT
particle trajectories evaluated in detail (Chang et al., 2014). Figure 3.3 displays the monthly
cumulative land surface influence observed from the aircraft data over the domain for each
month during 2012-2014, indicating the overall sampling density of CARVE flight data used in
this study.
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surface influence within the profiles for that month.

each month in 2012 and during the first two weeks of each month in 2013 and 2014. White areas indicate no land

each month at the bottom right of each map. The top row is offset as the flights were made during the last two weeks of

month for April - November 2012-2014. The date range of the profiles is shown at the top and the number of profiles in

Figure 3.3: Monthly composite of the percentile of surface influence of profiles used in our analysis within a given

6 Calculating biogenic CO2 fluxes
Spatially explicit, time varying ecosystem fluxes of CO2 were calculated using the Polar
Vegetation Photosynthesis and Respiration Model (PVPRM, Luus et al., 2017). These were used
in our inverse analysis as a deterministic predictor of atmosphere-biosphere exchange rates of
CO2. The PVPRM is a functional representation of ecosystem CO2 fluxes from which we
generate high resolution (three hourly, 1/6° × 1/4° latitude/longitude grid) data-driven estimates
of net CO2 ecosystem exchange (NEE). The variations of NEE for three-hourly, diurnal and
seasonal intervals are captured by using assimilated meteorological inputs from North American
Regional Reanalysis (NARR, Mesinger et al., 2006), and solar induced chlorophyll fluorescence
(SIF) from Global Ozone Monitoring Experiment 2 (GOME-2, Joiner et al., 2014). Previous
versions of PVPRM also used land surface inputs from Moderate Resolution Imaging
Spectroradiometer (MODIS; Huete et al., 1999, Hall et al., 2002, MODIS Land Science Team,
2015, Wang et al., 2003).

PVPRM calculates NEE as the sum of autotrophic and heterotrophic respiration (Reco), and gross
ecosystem productivity (GEP). Reco is calculated as a linear stepwise function of NARR soil
(Tsoil) and air (Tair) temperatures for snow (winter) and growing (summer) seasons, respectively.
Snow/growing seasons are distinguished using snow cover area (SCA) data from MODIS
(MODIS Land Science Team, 2015) (and shown as Equation 6 from (Luus et al., 2015)).

𝛼 ⋅ 𝑇 + 𝛽å , 𝑖𝑓 𝑆𝐶𝐴 < 50%
𝑅àâÇ = ä å åèê
,
𝛼8 ⋅ 𝑇8Çèñ + 𝛽8 , 𝑖𝑓 𝑆𝐶𝐴 ≥ 50%

(3.2)
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where the 𝛼è and 𝛽è are regression coefficients.

GEP is simulated as a function of air temperature (2m Tair from NARR), photosynthetically
active radiation (PAR, scaled to NARR shortwave radiation), and fraction of PAR absorbed by
photosynthetically active radiation (fAPAR). We estimate fAPAR SIF from GOME-2 satellite
(Joiner et al., 2014):
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where 𝜆 is the theoretical maximum light use efficiency, 𝑆𝑍𝐴 is the solar zenith angle,
Tmax = 40°C, Tmin = 0° C for all vegetation classes and Topt =15°C for tundra vegetation and
Topt = 20°C for boreal vegetation and PAR0 are coefficients determined for each ecosystem class
(Luus et al., 2017, Mahadevan et al., 2008). There are also SIF data from the OCO-2 (Orbiting
Carbon Observatory 2) satellite (Frankenberg et al., 2014) from September 2014 onwards that
can be used in place of GOME-2 in future work.
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Coefficients for PVPRM-SIF were obtained for each vegetation class using eddy covariance
measurements of CO2 fluxes, site-level meteorology and remote-sensing data (as described for
EVI in (Mahadevan et al., 2008) and for PVPRM-SIF in (Luus et al., 2017). Flux fields for
PVPRM-SIF are available in (Luus et al., 2016). We used seven vegetation classes identified
from the circumpolar Arctic vegetation map (CAVM) (Walker et al., 2005) above the northern
tree line and the Synergistic Land Cover Product (SYNMAP) south of the tree line (Jung et al.,
2006). The combined CAVM-SYNMAP vegetation classification is available 1/120° × 1/120°
resolution. Figure 3.4 shows the monthly mean NEE predicted for the domain during the
CARVE observation period (2012-2014), before the optimization.
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data.

respiration throughout the rest of the year. These predicted fluxes are the basis of the optimization using the aircraft

from November and December. PVPRM-SIF predicts large uptake in the summer months of June-August and

PVPRM-SIF. Fluxes during January-April showed minimal variability and were combined for clarity, as were fluxes

Figure 3.4: Monthly mean predicted biogenic net flux of CO2 (NEE) for the Alaskan domain for 2012-2014 from

The original formulation of the VPRM used the Enhanced Vegetation Index (EVI, denoted
PVPRM-EVI), along with empirical "phenology" factors, as the measure of plant light use
efficiency (Mahadevan et al., 2008). It was further developed for polar regions in Luus et al.,
(2017).

GEP = λ ⋅ EVI ⋅ Tüù∫ªº ⋅ Püù∫ªº ⋅

v
v¢

Ωæø
Ωæø¶
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(3.5)

where Pscale is a function of the MODIS Land Surface Water Index (LSWI; Wang et al., 2003).
Figure 3.4 shows the monthly mean CO2 flux for Alaska throughout 2012-2014. Note that the
transitional months of June and August indicate net neutral fluxes in some locations (e.g. snow
melt and subsequent photosynthesis occurs in mid-June on the North Slope of Alaska). The
timing of the calculated net uptake coincides with that of year-round eddy flux data from tundra
(Euskirchen et al., 2016, Oechel et al., 2000, Oechel et al., 2014) and boreal forest (Ueyama et
al., 2014, Dunn et al., 2007) ecosystems. Figure 3.5 shows the time series of PVPRM-SIF,
PVPRM-EVI and the optimized flux. Initially the optimization used predicted CO2 fluxes
calculated by PVPRM-EVI (which has EVI and Pscale representing seasonal productivity) but a
strong early spring bias was evident in all years (2012 is highlighted in Figure 3.5). In an effort
to understand the cause of this spring bias, we modified PVPRM to include SIF as the driver of
seasonal phenology instead of EVI and Pscale. Fluxes calculated using PVPRM-SIF did not
show the early spring bias evident in the PVPRM-EVI when compared to the optimized fluxes.
Therefore, we used the CO2 fluxes calculated using PVPRM-SIF in our detailed analysis below.
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Red arrows highlight the timing of the spring bias in 2012 but the bias was also evident in 2013 and 2014.

constrained by aircraft observations are shown in red. Gray shading indicates the uncertainty in the optimized fluxes.

PVPRM-EVI (orange) and B PVPRM-SIF (green). The data constrained optimized flux (black and red). Time periods

Figure 3.5: Mean Alaskan biogenic CO2 flux for 2012-2014. Mean daily CO2 flux for Alaska calculated from A:

7 Calculation of the Additive Flux Correction
We calculated the additive flux correction required to match the modeled to observed column
enhancements, within a given measurement period using the methods described in this section.
The "column difference" calculated for each flight period was defined as the difference between
the modeled and observed integrated CO2 columns. To represent the spatial distribution of the
additive flux correction we applied an inverse model to the column difference for each two-week
-2

flight period. The column differences vary between -0.25 to +0.45 mol m . The goal of the
inverse framework is to find an optimal model of the additive flux correction that accounts for
the spatial variations of the column differences for each flight period, leading to a spatially
explicit, optimal estimate for the CO2 fluxes and annual budget for Alaska.
8 Inversion Methodology
We used a geostatistical approach (Michalak et al., 2004) that optimizes the additive flux
correction (s) given the column differences (z), the WRF-STILT surface influence (a.k.a., the
Jacobian, H), and two error covariance matrices (with error (𝜖)):
𝑧 = 𝐻𝑠 + 𝜖,

(3.6)

with n column differences and m elements of the additive flux correction, the Jacobian has
dimension n x m. Each row of the Jacobian is the WRF-STILT surface influence for a given
column difference. We do not use a prior flux estimate in the same way as in a more
conventional Bayesian inverse model. In place of a conventional prior, (an independent direct
estimate of the fluxes), we use a linear combination of auxiliary variables (the “deterministic
component” of the model). We add a Gaussian random field (the “stochastic component” of the
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model), which adjusts the additive correction to optimally fit the model to the observations,
within the error. Such a model has utility when reliance on a conventional prior would have
detrimental effects (e.g., the conventional prior would be biased against the observations).
The model calculates the optimal additive flux correction (ŝ) and drift coefficients (β) that
maximize the posterior probability distribution function (p(s, β|z, H, R, X, Q)):
v

v

𝑝(𝒔, 𝜷|𝒛, 𝑯, 𝑹, 𝑿, 𝑸) ∝ exp u− w (𝒛 − 𝑯𝒔)x 𝑅7v (𝒛 − 𝑯𝒔) − w (𝒔 − 𝑿𝜷)x 𝑸7v (𝒔 − 𝑿𝜷)y, (3.7)
where:
-2

z is an n x 1 vector of column differences (units mol m )
-2 -1

s is an m x 1 vector of additive fluxes (units μmol m s )
H is an n x m Jacobian matrix of column integrated surface influence
-2

-2 -1

(units (mol m )/(μmol m s ))
X is an m x p matrix of p auxiliary variables (units vary in accordance with each variable)
-2 -1

β is a p x 1 vector of drift coefficients (units such that the units of Xβ are μmol m s )
-2 2

R is an n x n 'model-data mismatch error' covariance matrix (units (mol m ) )
-2 -1 2

Q is an m x m 'prior error' covariance matrix (units (μmol m s ) ).
As described in Krakauer et al., 2004 (Equations 25-30), the posterior probability distribution
function (Eqn. 3.7) can be maximized analytically to yield the optimal estimate of the additive
flux correction. The error covariance matrix of the optimal estimate of the additive flux
correction can also be calculated analytically.
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9 Additive Flux Correction Result
Figure 3.6 shows the residual column differences after the additive flux correction has been
applied for the years (A) 2012, (B) 2013, and (C) 2014. Figure 3.6 (D) shows a plot of the
residual column differences against the fitted values. To evaluate the distribution of these
residuals, we normalize the residuals from each month with respect to their standard deviation
(studentize) and plot them against the theoretical normal distribution (Figure 3.6 (E)). The values
on the normal Q-Q plot all lie close to the 1-1 line, demonstrating that they are well described by
a normal distribution. The purpose of studentizing the residuals is to be able to plot them with a
common axis.
Figure 3.7 shows the maximum likelihood a posteriori estimate of the additive flux for each
flight period. This realization of the additive flux is based on the spatial distribution estimated
from PVPRM-SIF respiration, which is based on eddy flux data extend to the region using our
map of ecosystem types and meteorological drivers. The optimized CO2 fluxes (Figure 3.8) are
the sums of the additive flux and the PVPRM-SIF CO2 fluxes.
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Figure 3.6: Residual column differences from the additive flux optimization for the years
(A) 2012, (B) 2013, and (C) 2014. (D) A plot of residuals vs fitted values shows no trend
in the residuals. (E) A Q-Q plot of residuals normalized each month by their standard
deviation (studentized) shows that the distribution of residuals is well described by a
normal distribution.
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the spatial distribution of respiration as a basis of the optimization.

Figure 3.7: Spatially resolved additive flux calculated from CARVE aircraft column differences. This realization uses
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the top of each map. We used the additive flux in Figure 3.7 adjust the PVPRM-SIF CO2 flux as seen in Figure 3.4.

Figure 3.8: Optimized biogenic net CO2 flux for Alaska 2012-2014. The date of each measurement period is shown at

The choices of auxiliary variables to be included in X are important for the inverse analysis. The
auxiliary variables provide a means to regularize the under-constrained inverse modeling
problem. It is important to choose a set of auxiliary variables with the greatest predictive power
possible, while minimizing the number of adjustable variables to avoid overfitting the data. We
initially selected candidate auxiliary variables including PVPRM-SIF predicted respiration
(based on soil temperature during snow cover and air temperature during the summer) and/or
photosynthesis, ecosystem classes (forest, tundra, and tundra separated into north slope and
south-western regions), the presence of the zero curtain (soil temperatures close to 0°C as
defined in Zona et al. (2016) and predicted by NARR meteorology), and an intercept term, which
accounts for the regional mean flux.
We determined an optimal set of candidate auxiliary variables using the leave-one-out cross
validation (LOOCV) method (Lauvaux et al., 2012, 2014) and the Bayesian Information
Criterion (BIC) method (Mueller et al., 2010, Gourdji et al., 2012, Fang et al., 2014, Shiga et al.,
2014). We found that of 80 possible options, the best performing model used either PVPRM-SIF
predicted respiration with no intercept term (selected by LOOCV) or just the intercept term
(selected first by BIC and selected second by LOOCV). We calculated the budget of each region
given by (A) the optimized flux with PVPRM-SIF predicted respiration as an auxiliary variable
and (B) the optimized flux with only the intercept term as an auxiliary variable (Figure 3.9). The
Alaskan net CO2 budget is insensitive to the choice of auxiliary variable. If we use the regional
mean, we estimate slightly more emission from the "Mixed" region emission and more uptake in
the boreal forest region, than the respiration variable. Both inversions find the same optimized
regional net flux. The changes in the spatial distribution of the flux are small because the
PVPRM provides an excellent fit to the observations before the optimization is applied.
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Figure 3.9: Annual biogenic budget with additive correction based on (A) PVPRM-SIF
respiration and (B) the "flat" model of no spatial contribution for each region: Mixed (gray),
South-west Tundra (orange), North Slope tundra (blue) and Boreal (green). The net budget does
not change based on the method used but there are small differences in the regional attribution,
with increased uptake in the boreal and emission from the mixed areas in the flat model.
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10 Uncertainty Estimate
The uncertainty of the optimized additive flux is calculated from the error covariance matrices
and the Jacobian. R is the "model-data mismatch error" covariance matrix, which includes (but is
not limited to) errors in modeled atmospheric transport and vertical structure, the spatiotemporal
aggregation of fluxes, and errors in the observations, including uncertainty in the observed
background mole fractions. Q is the "prior error" covariance matrix which controls the variances
and covariances of the stochastic component. We constructed parameterized models for R and Q
and fit the parameters using restricted maximum likelihood estimation (ReML) (Michalak et al.,
2005). We modeled R as a diagonal matrix with constant elements, σR2. We modeled Q with an
exponential decay in space (with a length scale ɸ), and diagonal elements given by a scaled
PVPRM-SIF predicted respiration (with a scaling parameter σQ2).
We derived the optimal additive flux correction for each flight period (~2 weeks each month)
independently and assume that prior errors are correlated within a flight period and uncorrelated
across flight periods. There are insufficient data in an individual month to constrain the error
statistics with ReML. We therefore used ReML to constrain a climatology of error statistics by
combining data from all years for each month (and also combining April with May and October
with November). Additionally, the de-correlation length scale (ɸ) was poorly constrained by
ReML, and so we performed an additional LOOCV test to find the length scale that minimized
the RMSE of LOOCV, ɸ ~ 300 km.
We generated 10,000 realizations of the additive flux correction (dF) and added that to the raw
CO2 flux calculated from PVPRM-SIF (FCO2). We linearly interpolated FCO2 + dF between
CARVE measurement periods to produce the optimized CO2 flux for Alaska in 2012-2014.
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Outside of the CARVE measurement periods, the additive flux correction was set to zero so the
FCO2 was adopted, a choice evaluated quantitatively below. We calculated the mean and 95%
confidence intervals of the 10,000 realizations of the optimized flux to generate the errors in
Table 3.1. Using this method, we also calculated the optimized CO2 budget for the year for the
entire domain and each of the regions.

Table 3.1: CO2 flux from Alaska (TgC yr-1). Annual biomass burning, fossil fuel and total
biogenic carbon budget for Alaska (TgC). Biogenic flux from the regional ecosystems in Alaska:
north slope tundra, south-west tundra, boreal forests, and mixed area ecoregions.
2012 (TgC)

2013 (TgC)

2014 (TgC)

Net 2012-2014 (TgC)

Biomass
Burning
Fossil Fuels
Total Biogenic

1.6 ±0.3

13.6±2.8

1.0±0.3

16.2

10.3±1.0
-5.4 (-23.1, +13.0)

9.8±1.0
44.4 (20.7, 67.4)

9.9±1.0
21.2 (1.2, 41.2)

30.0
60.4 (24.9, 94.9)

North Slope
Tundra
South-west
Tundra
Boreal Forests
Mixed Areas

6.1 (0.5, 22.4)

14.9 (7.5, 22.4)

13.9 (8.5, 19.3)

34.9 (24.1, 45.8)

7.1 (3.6, 10.6)

15.7 (8.9, 22.5)

10.5 (5.6, 15.5)

33.3 (24.3, 42.3)

-26.7 (-28.6, +15.1)
8.1

-3.0 (-14.6, +8.7)
16.8

-18.2 (-30.6, -5.4)
15.0

-48.1 (-68.5, -27.0)
40.3
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11 Numerical Tests of the Optimization Framework
For each flight period we generated "pseudo-truth" emissions and "pseudo-data" observations,
using our complete model-data framework. We then applied the inversion analysis to retrieve an
estimate of the pseudo-truth emissions and evaluated the inversion framework by comparing the
retrieved estimate to the pseudo-truth emissions. A successful framework would estimate the
CO2 budget within the 95% confidence interval 95% of the time. We repeated this experiment
100 times to obtain a statistically valid sample (while managing computational expense).
Pseudo-truth emissions were randomly generated with realistic variations from PVPRM
(according to the prior error). Pseudo-data observations were generated by combining the
pseudo-truth emissions with STILT footprints for the CARVE flights and adding error
(according to the model-data mismatch error). We also added temporal variability to the pseudotruth emissions by using two patterns: case 1) an exponential covariance in time with a 5-day
time scale, and case 2) scaling to a diurnal cycle of respiration from PVPRM. In case 1) 93.8%
of the budgets were within the 95% confidence intervals. In case 2) 94.6% of the budgets were
within the 95% confidence intervals. We conclude that the inversion framework estimates the
mean CO2 budget during the flight periods accurately and with well constrained uncertainty.
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12 Sub-regions of Alaska
We identified four generalized regions for our spatial analysis: North Slope Tundra, South &
West Tundra, Boreal Forests, and Mixed. North Slope Tundra included grid boxes with 60% or
more tundra north of 67° N. South & West Tundra included grid boxes with 60% or more tundra
south of 67° N. Forests represented areas of at least 40% forest cover within the state. "Mixed"
represents everything else not classified in the other regions. NS Tundra, SW Tundra and Forests
represent ~80% of the total area of the state.
13 Growing Season Length
We determined the length of the growing season overall for Alaska and distinct regions within
Alaska, based on the dates that the net CO2 flux changes from source to sink and sink to source
(Figure 3.1). The aircraft optimized CO2 flux shows that net CO2 uptake began in mid-June and
continued until early-mid September, depending on the year, with mean uptake over 87, 84, and
102 days in 2012, 2013 and 2014 respectively. Spring carbon uptake displayed a strong
latitudinal gradient in Alaska. In spring, on average over Alaska, net CO2 uptake began on May
31, June 5 and May 18. However, in 2014 a cold period in late May reduced carbon uptake
before resuming again in early June. Net CO2 uptake in boreal forests regions began 2-5 days
before the mean for Alaska. The CO2 uptake in both the North Slope and South-West tundra
ecosystems began 4-11 days after the mean for Alaska. In late August and early September, net
CO2 emission in the South-West Tundra occurred 5-10 days after the North Slope Tundra,
consistent with a latitudinal gradient in environmental drivers, with warmer temperatures in the
south allowing for a longer growing season. The net daytime uptake of CO2 at BRW suggests a
much shorter growing season (~51 days, 15 June - 4 August on average for 2002-2016).
91

Chapter 4: Reconciling carbon exchange and forest dynamics at Harvard Forest with

the statistical analysis of dendrometer band measurements
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Abstract
Dendrometer band measurements can be a powerful source of information about terrestrial
carbon exchange, relating tree growth, recruitment, and mortality to carbon fluxes. These
measurements are labor-intensive though, and the information content in an individual study area
is often limited by sample size. Careful statistical analysis is required to determine the
significance of results. In this study we developed new statistical methods for using dendrometer
band measurements taken at Harvard Forest from 1998 through 2014 to constrain the change in
stem density due to recruitment and mortality, and the aboveground woody increment due to
growth, recruitment, and mortality. We found that Harvard Forest is losing stem density at a rate
of 6.7 (4.9, 8.5) trees ha-1 yr-1, but had a net positive aboveground woody increment of 1.14
(0.81, 1.49) Mg-C ha-1 yr-1 as a result of a large contribution from growth (1.77 (1.47, 2.09)
Mg-C ha-1 yr-1). We found that growth increased significantly between 1999 and 2008, then
decreased between 2008 and 2014. To gain a better understanding of carbon exchange with
respect to successional dynamics, we applied our analysis to subsets of the data conditioned by
species categories: oaks, maples, birches/beech/cherry, and native conifers. We found that oaks
accounted for the majority of the forest's aboveground woody increment (0.91 (0.62, 1.25) Mg-C
ha-1 yr-1), although oaks are a pioneer species at Harvard Forest, and there were no oak
recruitments during the study period.
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1 Introduction
The terrestrial carbon sink is an important and changing aspect of the carbon cycle. There has
been a global net uptake to the terrestrial biosphere since the 1960s, which has been increasing in
magnitude (Knorr, 2009, Gloor et al., 2010, Ballantyne et al., 2012, Raupach et al., 2014). This
uptake has been attributed to regrowth from prior land use disturbances, climatic effects such as
an increased length of the growing season, and fertilization by a combination of increased
atmospheric CO2 concentrations and deposition of industrially fixed nitrogen (Schimel et al.,
2000, 2001, Goodale et al., 2002, Houghton, 2002, Thornton et al., 2007, Keenan et al., 2014).
Biometric measurements provide an important source of data that can aid in the understanding of
the terrestrial carbon sink by reconciling regional carbon fluxes with forest dynamics.
Dendrometer band measurements, along with allometry modeling, relate carbon uptake to tree
growth, recruitment, and mortality, and have the potential to help interpret the effects of
ecological changes.

Biometric measurements have been taken on 34 sample plots at the Harvard Forest Long Term
Ecological Research site (hereafter, “Harvard Forest") regularly since 1998 (Barford et al., 2001,
Urbanski et al., 2007). Harvard Forest is a mixed deciduous forest located in Petersham,
Massachusetts, USA. It is a “middle-aged" forest, as its last major disturbance was a mass
mortality caused by a hurricane in 1938. Dendrometer bands are fit to all living trees in the
sample plots with diameters at breast height (DBH) greater than 10 cm. DBH measurements
from dendrometer bands are related to the aboveground woody biomass (AGWB) (the mass of
carbon stored in the stump, trunk, branches, and bark of live trees) by the use of allometric
relationships. The annual change in AGWB from the combination of growth, recruitment,
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and mortality is termed the aboveground woody increment (AGWI). At least 4 times annually,
the dendrometer bands are measured and trees are inspected for mortality. Approximately semiannually, trees approaching 10 cm DBH are measured to test if they have surpassed this
threshold. Those that have are said to have “recruited" to the forest and are fit with dendrometer
bands.

Urbanski et al. (2007) showed that there is a net carbon uptake by the trees of Harvard Forest,
which increased in magnitude between 1993 and 2004. They also showed that recruitment and
mortality are important factors controlling carbon exchange at Harvard Forest. However,
Urbanski et al. (2007)'s estimates for the contribution to AGWI by recruitment and mortality
were computed as the mean and standard deviation of each year's AGWB of recruitment or
mortality across the sample plots. This method is problematic because it assumes that the counts
of events in the plots follow a Gaussian distribution. Only a small number (≤ 15) of plots have a
nonzero number of each event in any given year, and so approximating the data with a Gaussian
distribution is inappropriate. Also, the total number of events summed across all plots in a given
year is small (≤ 21 in 34 plots), so artificial variability is introduced to the time series that is an
artifact of limited sampling. We revisit the work of Urbanski et al. (2007) with a more
sophisticated and appropriate statistical approach.

In this work we derived new estimates of the AGWI, including the contributions from growth,
recruitment, and mortality, with well-quantified uncertainty. We calculated the AGWI by growth
as the sum across all individuals of annual increases in AGWB. We assessed uncertainty with a
bootstrap resampling method. We modeled recruitment and mortality events by fitting temporal
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log-Gaussian Cox processes. We took a Bayesian approach to fitting the processes to the
observations, with weakly informative priors. We then created distributions of the AGWB of
mortality events from observations in the data record, and distributions of the AGWB of
recruitment events from allometric relationships. We repeated the analysis with conditioning to
categories of species chosen to have common successional roles (oaks, maples,
birches/beech/cherry, and native conifers).

In the sections that follow, we first describe in detail the observations, along with their caveats,
limitations, and the processing that was required to make them useful (Sec. 2.2). We then
describe the model and methods used to construct distributions of the growth, recruitment, and
mortality rates, as well as the AGWI (Sec. 2.3). Finally, we show results of the analysis (Sec.
2.4) and discuss their relevance to the ecology and carbon cycling in the forest (Sec. 2.5).
2 Data
The record of dendrometer band measurements at Harvard Forest contains a total of 805
individuals distributed among 34 circular sample plots with 10 m diameter, randomly sited along
transects radiating upwind of a flux tower. It has been kept regularly since 1998 and is up to date
through 2014. Within the study period 177 trees died and about 64 (uncertainty range: 61 to 68)
trees recruited. In this section, we describe how the data were used to derive observations of
recruitment and mortality events, along with the caveats, limitations, and necessary processing.
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2.1 Recruitment Events
A recruitment event is defined as the point in time when a tree's DBH surpasses 10 cm. This
definition is somewhat arbitrary and constrained by cost, but roughly corresponds to the point in
time when a tree reaches the canopy and becomes stable as a member of the forest. We assume
that the AGWB contained in trees smaller than 10 cm DBH is approximately in equilibrium, and
that any deviation from equilibrium is represented by a change in the rates of recruitment and
mortality.

Since the recruitment of trees is surveyed only semi-annually, and trees were banded only after
they were found to have a DBH greater than 10 cm, it was necessary to model the growth of
individual trees, back-fill the data set, and estimate the time of recruitment events. We fit simple
models of growth to each tree:

𝐷𝐵𝐻≠𝑡« ± = 𝛽Ü + 𝛽v 𝑡« + 𝛽w 𝑡«w + ⋯ ,

(4.1)

where tg is a time variable for the growing season, created by removing dates outside of the
growing season, and adjusting the remaining dates to span whole numbers and create a
continuous variable. The growing season was defined as the period after the leaf area index (the
one-sided green leaf area per unit ground surface area) increased above 2, and before it decreased
below 4. The 𝛽è are parameters fit by ordinary least squares. The degrees of the polynomials
were regularized to minimize Akaike's information criterion (Akaike, 1974), and manually
checked to ensure that the results were reasonable. The polynomial degree was between 1 and 5
for all trees. The models produced residuals that were normally distributed and homoscedastic.
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After fitting the models, we recast the predicted values to the original (true) time variable, and
set values outside the growing season constant, assuming zero growth. We used prediction
intervals were to assess uncertainty and produced 1000 trials of the back-filled data. We
calculated the time of recruitment for each trial, producing an annually discretized time series of
event counts (Figure 4.1a).
2.2 Mortality Events
Mortality is defined by the observation that a tree has no live foliage at a point in the season
when it certainly would if it were alive. Mortality does not often occur as a discrete catastrophic
event; it is usually slow, with portions of a tree dying at different times. As such, mortality
events are recorded simply as the year when the tree died. A time series of the observed mortality
events at Harvard Forest is shown in Figure 4.1b.
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Figure 4.1: Annual timeseries of the number of a) recruitment and b) mortality events at Harvard
Forest. Recruitment is the event of a tree surpassing 10 cm diameter at breast height, and
mortality is counted when a tree has no live foliage at a time when it certainly would if
it was alive. Error bars denote the full range of uncertainty in the number of recruitments
events. Incomplete sampling caused this uncertainty.
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2.3 Biomass
Allometric relationships were used in to convert DBH measurements into AGWB. The use of
allometric relationships introduces uncertainty to the AGWB. We estimated this uncertainty by
comparing the results of several empirical studies (Baskerville, 1965, Whittaker, 1968, Whittaker
and Marks, 1975, Crow, 1976, Wiant et al., 1977, Brenneman et al., 1978, Goldsmith and
Hocker, 1978, Bridge et al., 1979, Monteith, 1979, Ker, 1980, Young et al., 1980, Ker and van
Raalte, 1981, Schmitt et al., 1981, Freedman et al., 1982, Hocker and Early, 1983, Bockheim,
1984, Ker, 1984, Pastor et al., 1984, Williams and McClenahen, 1984, Clark and Schroeder,
1986, Briggs et al., 1989, Chapman and Gower, 1991, Siccama et al., 1994, Martin et al., 1998,
Jenkins et al., 2004). These studies are inconsistent in their treatment of uncertainty (some
include no uncertainty analysis at all), and report estimates as valid for widely varying ranges of
DBH. We thus made an approximate, but conservative, estimate of uncertainty for each species
by inspection of the range of values reported.
3 Modeling Strategies
We quantified the contribution from growth by calculating the annual growth of each tree, and
resampling trees with a bootstrap technique. We calculated the AGWI from recruitment and
mortality by first fitting a temporal log-Gaussian Cox processes to the rates of event occurrence,
and then applying resampling techniques to transform these rates into distributions of AGWI. In
this section, we describe in detail the methods used to compute the AGWI from each source.
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3.1 Growth
We defined growth as the annual increase in the biomass associated with each year's highest
DBH measurement. This definition was chosen because DBH is sensitive to desiccation during
the winter or times of water stress. There is an apparent decrease in DBH between the end of one
growing season and the beginning of the next, which is highly variable and does not represent a
loss of carbon. Using the increase in the highest observed DBH provided us with well-behaved
growth curves. To estimate growth for the forest, we sum the growth from all trees and divide by
the sampled area.

There are two primary sources of uncertainty in our calculation of AGWI from growth: (1) the
number of trees per unit area, and (2) the growth rate of sampled trees. To produce a resampled
growth rate, we then: (1) sampled, with replacement, a selection of 34 plots and recorded the
total number of trees in those plots, np, then (2) sampled, with replacement, np trees from the full
dataset. We computed the growth for all years from this sample of trees. We repeated this for
100,000 trials.

Uncertainty in the growth rate of back-filled data (see Sec. 2.1) theoretically could have
contributed to the uncertainty in the growth rate. We tested this by sampling the 1000 trials of the
back-filled data and comparing the results to using only the expected values of the back-filling
models. We found that the added uncertainty was negligible, and so used the data back-filled
with the expected value models.
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3.2 Recruitment and Mortality
Recruitment and mortality events are rare, and so a simple resampling like we did for growth
would produce unrealistic distributions of AGWI. Instead, we fit temporal log-Gaussian Cox
processes to rates of event occurrences, and then sampled the biomass associated with individual
events from distributions inferred from the observations and allometric relationships. In this
subsection we derive the distributions used to fit event rates and the translation of event
rates to AGWI.
3.2.1 Event Rates
We assume that there exist some underlying statistical processes that describe the occurrence of
recruitment and mortality events, and that the observed densities of events in time (N(t)) are
realizations of these processes. We further assume that the events are independent from each
other and occur randomly in time. The number of events per unit time is then Poisson distributed
and the collection events across time is described by a Poisson process. In the spatio-temporal
sense, independence is equivalent to an absence of clustering.

Scenarios exist where recruitment and mortality events may not be independent. For example,
hemlock (Tsuga canadensis) tends to grow where a canopy space has opened after the death of a
larger tree. This causes hemlock to grow in clusters with areas of several square meters,
separated by tens of meters. A clustered process is well approximated by a Poisson process over
spatial scales much larger than the distance between clusters. The total sample area at Harvard
forest is 10681 m2 and the greatest distance between plots is 650 m - much larger than the scale
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of clustering for all species considered. Recruitment and mortality events are therefore welldescribed by Poisson processes across the entire sample, but not within individual plots.

On a similar point, the forest is heterogeneous, with patches of different environments and
ecosystem dynamics. We assumed that the number, density, and placement of plots at Harvard
Forest are sufficient to produce an unbiased sample of the distribution of tree sizes, species,
recruitment rates, and mortality rates.

The Poisson processes used to model recruitment and mortality events are each controlled by a
single parameter: the rate of event occurrence, 𝜆 (units: events area-1 time-1). We assume that, 𝜆
varies smoothly and stochastically with time, and is a value that represents the mean of the entire
sampled area. Processes such as the one used here are known as “temporal Cox processes". N(t)
is then related to 𝜆 as:

6¢Õ6

𝑁(𝑡) ~ 𝑃𝑜𝑖𝑠 À𝐴𝑟𝑒𝑎 ⋅ ∫67Õ6 𝜆(𝑠)ds Œ

(4.2)

Discretizing time into years:

𝑁6 ~ 𝑃𝑜𝑖𝑠(𝐴𝑟𝑒𝑎 ⋅ 2Δ𝑡 ⋅ 𝜆6 )

(4.3)

Vectors of rate parameters, 𝜆, are generated by exponentiating random variables, z (Eqn. 4.4),
which are distributed as multivariate Gaussian distributions with mean 𝑧̅ and variance-covariance
matrix 𝑲“ (Eqn. 4.5). This is what differentiates the processes as “log-Gaussian” Cox processes.
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𝜆 = exp(𝑧)

(4.4)

𝑧 ~ 𝐺𝑃≠𝑧̅, 𝐊 “ ±

(4.5)

To fit the model to the observed data, we took a Bayesian approach. We began with a prior belief
about the rate of recruitment or mortality, and upon observation of the data, this belief is updated
according to Bayes' theorem:

𝑃(𝑧|𝑁) ∝ 𝑃(𝑁|𝑧)𝑃(𝑧)

(4.6)

We defined the prior distribution, P(z), as a constant mean multivariate Gaussian distribution,
and set the parameters to create a weakly informative prior. We set the mean of 𝑧, 𝑧̅, so that the
prior was unbiased with respect to the data. We used a variance-covariance matrix, 𝑲“ , that has
an exponential decorrelation in time (Eqn. 4.7), with an exponential time scale, 𝜙 , the matrix of
time lags, H, and a variance, 𝜎 w . We set the value of 𝜎 w to coincide with the variance of the data
and chose 𝜙 by considering variograms and autocorrelation functions of the data. We chose 𝜙 =
4 years for recruitment and 𝜙 = 8 years for mortality.

𝐇

𝐊 “ = 𝜎 w exp À− “Œ

(4.7)

The likelihood of the data, P (N|z), is equal to the joint likelihood of each of the observations.
These are drawn from Poisson distributions with their respective 𝜆6 . The likelihood is then:
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𝑃(𝑁|𝑧) = ∏6 𝑃(𝑁6 |𝑧6 ) = ∏6 𝑃𝑜𝑖𝑠(𝐴𝑟𝑒𝑎 ⋅ 2Δ𝑡 ⋅ 𝜆6 )

(4.8)

The posterior distribution can then be assembled according to Bayes' theorem:

𝑃(𝑧|𝑁) ∝ 𝑁≠𝑧; 𝑧̅, 𝐊 “ ± ∏6 𝑃𝑜𝑖𝑠(𝐴𝑟𝑒𝑎 ⋅ 2Δ𝑡 ⋅ 𝜆6 )

(4.9)

We drew from this distribution using the elliptical slice sampler Markov chain Monte-Carlo
method (Murray et al., 2010). For mortality, we used 1,000,000 draws, and for recruitment we
used 10,000 draws from each of the 1000 back-filled dataset trials and then combined the results.
The resulting distribution can easily be converted to a distribution of the predicted numbers of
events by exponentiating z and converting units.
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3.3 Above Ground Woody Increment of Events
The AGWI of a recruitment event, given a species, was fixed to the AGWB for a tree of that
species with a 10 cm DBH (plus uncertainty), according to the allometric relationships.
Recruitment was observed in the data record for six species: yellow birch (Betula
alleghaniensis), black birch (Betula lenta), hemlock, beech (Fagus grandifolia), red maple (Acer
rubrum), and striped maple (Acer pensylvanicum). The probability that a randomly generated
recruitment event belongs to a given species was calculated using the frequencies in the data
record. The frequencies were bootstrap resampled with 1,000,000 draws to account for the
sampling uncertainty (Figure 4.2a). To draw an AGWI for a random recruitment event, we then
(1) drew a set of multinomial probabilities from the set of resampled species frequencies (i.e., a
realization of the distribution shown in Figure 4.2a), (2) used these probabilities to draw a
species, and (3) drew an AGWI from the distribution for that species (i.e., a realization of one of
the distributions shown in Figure 4.2b).
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Figure 4.2: Statistics used to determine the AGWI of recruitment events: a) the probability
that a randomly generated recruitment event belongs to each of the six species observed
recruiting at Harvard Forest, and b) the biomass of a recruitment event for each species.
Error bars denote 95% confidence intervals.
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The AGWI of mortality events were drawn from the distribution of AGWB of all trees at their
times of mortality, irrespective of species. The observed distribution of AGWB at the time of
mortality is shown in Figure 4.3a. This distribution is noisy, with several large trees in the right
tail. The irregularity of the distribution made it a poor candidate for parametric fitting (several
distributions were tested, with unsatisfactory results). Instead, a kernel density distribution was
derived with a resampling technique. The distribution was resampled 100,000 times, and each
time the AGWB of each tree at mortality was drawn from the probability distribution defining its
uncertainty. The resulting distribution is shown in Figure 4.3b. When the AGWI corresponding
to a randomly generated mortality event is required, it is drawn from the kernel density
distribution. Smoothing the distribution has no significant effect on results when analyzing the
unconditioned mortality distribution but can be important when analyzing conditional
distributions (e.g., for specific species categories) with few individuals.
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Figure 4.3: The distribution of aboveground woody biomass of trees at the time of mortality: a)
the raw distribution, and b) the distribution smoothed by resampling events and accounting
for uncertainty in allometric relationships.
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4 Results
Figure 4.4 shows the change in stem density at Harvard Forest, with components due to
recruitment and mortality calculated as the posterior distributions derived in Sec. 3.2.1. The
mean change in stem density for the study period was a loss of 6.7 (4.9, 8.5) trees ha-1 yr-1. This
is typical of a middle-aged forest, which loses stem density as some trees grow large and outcompete others for light and water. Recruitment contributed a gain of 3.6 (2.8, 4.6) trees ha-1 yr-1,
and mortality contributed a loss of 10.3 (8.9, 11.9) trees ha-1 yr-1. There was a peak in recruitment
around 2008, and an increase towards the end of the data in 2014, while there were no clear
trends in mortality.
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Figure 4.4: Changes in stem density at Harvard Forest from 1999 through 2014, with a decomposition to recruitment and mortality. Recruitment shows a peak near 2008 and an increase
towards the end of the dataset, while mortality shows no trends. There was a statistically
significant (P < 0.05) net decrease in stem density for the entire period.
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Figure 4.5 shows the AGWI, with components due to growth, recruitment, and mortality. The
total AGWI was 1.14 (0.81, 1.49) Mg-C ha-1 yr-1. The total AGWI was significantly positive
(P < 0.05) for all years except 1999. Growth contributed 1.77 (1.47, 2.09) Mg-C ha-1 yr-1,
recruitment contributed 0.047 (0.038, 0.057) Mg-C ha-1 yr-1, and mortality contributed
-0.67 (-0.53, -0.84) Mg-C ha-1 yr-1. The rate of growth increased between 1999 and 2008, then
decreased between 2008 and 2014 (every bootstrap trial showed these trends). Although the
forest lost stem density, growth was sufficient to outweigh mortality and lead to a forest with a
net carbon uptake. Recruitment has a small direct impact on AGWI. Recruitment is an important
factor in carbon exchange because it introduces new trees to the forest that then contribute to
growth, and not because of its direct AGWI.
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Figure 4.5: The aboveground woody increment for Harvard Forest from 1999 through 2014. The
total AGWI was positive. Growth increased significantly between 1999 and 2008, then decreased
significantly between 2008 and 2014.
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Uncertainty in the total AGWI was highly sensitive to uncertainty in the contribution from
mortality. The AGWI due to mortality had a large uncertainty because of the combined effects of
a small number of events and a large range in the AGWB associated with individual events. The
contribution from recruitment was small due to the small number of recruitment events, and the
small AGWB associated with each event.

We performed a pseudo-data experiment to test the relationship between the area sampled and
the uncertainty in the AGWI. Would sampling a greater area lead to much smaller uncertainty,
particularly the contribution from mortality? We created pseudo-data for sample areas ranging
from 10 to 100 plots. We calculated growth in the manner explained in Sec. 3.1, except that we
determined the distribution of the number of trees np by sampling, with replacement the number
of plots we were testing. To generate pseudo-data for recruitment and mortality, we assumed that
the number of recruitment and mortality events per unit area was equal to that observed in the
full 34 plots of Harvard Forest, and the biomass distributions were the same. The results are
shown in Figure 4.6. The mean width of the 95% confidence interval for total AGWI with 34
plots (the Harvard Forest study area) was 1.37 Mg-C ha-1. The pseudo-data experiment suggested
that increasing the area to 100 plots would decrease the mean width of the 95% confidence
interval to 0.81 Mg-C ha-1. Even if a much greater area were sampled, the uncertainty in the
AGWI would be large due to uncertainties in the contribution due to mortality.
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Figure 4.6: The relationship between uncertainty in AGWI and sampled area, as inferred from
a pseudo-data experiment. The Harvard Forest study area consisted of 34 plots (1.07 ha),
and if it were expanded to 100 plots (3.14 ha), there would only be a decrease in uncertainty
from 1.37 Mg-C ha-1 to 0.81 Mg-C ha-1.

We repeated the analysis for species categorized by their forest successional roles. The
categories included “Oaks" (red oak (Quercus rubra) and black oak (Quercus velutina): 146
individuals), “Maples" (red maple and striped maple: 305 individuals), “Birches, Beech, and
Cherry" (black birch, white birch (Betula papyrifera), yellow birch, gray birch (Betula
populifolia), beech, and cherry (Prunus serotina): 122 individuals), and “Native Conifers" (white
pine (Pinus strobus) and hemlock: 155 individuals). The results are shown in Figure 4.7.
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The changes in stem density reflect the understood successional dynamics of these species’
categories. Oaks are pioneer species (among the first to colonize the area after a major
disturbance) and very long-lived – there was no oak recruitment at Harvard Forest and little
mortality. Oaks lost stem density at a rate of 0.79 (0.44, 1.29) trees ha-1 yr-1 (equal to 0.58 (0.32,
0.95 % yr-1)). If this mortality rate persists, Harvard Forest will lose its oaks on a timescale of
100-300 years. Maples are mid-successional and opportunistic recruiters. As maples struggle to
compete for resources, they suffer high mortality rates, outweighing recruitments (maples had a
net loss in stem density over the study period (P < 0.05)). Birches, beeches, and cherries are
near-equilibrium, and did not have a statistically significant loss or gain in stem density. Native
conifers showed the high recruitment rates and had a net increase in stem density over the study
period (P < 0.05). Examining the AGWI for each species category with an understanding of the
changes in stem density provides insight into the relationship between forest dynamics and
carbon exchange. The AGWI of oaks (0.91 (0.62, 1.25) Mg-C ha-1 yr-1) dominates that of the
other categories due to the oak's high growth rate. A majority of the net carbon uptake for
Harvard Forest as a whole can be attributed to the growth of oak trees. Maples have a fairly high
growth rate, but also high losses due to mortality. This results in maples not
having a statistically significant carbon uptake. Native conifers showed a small growth rate and
no statistically significant uptake but had a net increase in stem density (P < 0: 05), suggesting
that they might be important to Harvard Forest's carbon exchange in the future. The hemlock
woolly adelgid (Adelges tsugae), a pest that can cause mass hemlock mortality, has been
observed at Harvard Forest. It has not yet caused mortality in the sample plots, but almost
certainly will in the near future.
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5 Discussion
In this study we developed new statistical methods for using dendrometer band measurements to
constrain the change in stem density due to recruitment and mortality, and the AGWI due to
growth, recruitment, and mortality. We found estimates of the change in stem density and AGWI
at Harvard Forest from 1999 through 2014 with well-constrained uncertainty bounds. This study
provides an update and improvement in robustness of previously reported values (Urbanski et al.,
2007), and provides a basis for statistical hypotheses tests for understanding trends in stem
density and AGWI. This provides a rigorous means for reconciling forest dynamics with carbon
exchange.

We found that Harvard Forest is losing stem density at a rate of 6.7 (4.9, 8.5) trees ha-1 yr-1, but
had a net carbon uptake of 1.14 (0.81, 1.49) Mg-C ha-1 yr-1 as a result of relatively large uptake
due to growth (1.77 (1.47, 2.09) Mg-C ha-1 yr-1). The majority of the uptake was due to growth
by oaks, which are long-lived pioneer species. These were expected results and were in good
agreement with results from Urbanski et al. (2007).

We saw occasional increases in recruitment, and no trends in mortality at Harvard Forest. A
number of studies (e.g., Phillips and Gentry (1994), Phillips et al. (2004), van Mantgem and
Stephenson (2007), van Mantgem et al. (2009), Peng et al. (2011)) have found that the rate of
recruitment has been decreasing and the rate of mortality has been increasing in tropical,
temperate, and boreal forests. The reasons for many of these observations are exogenous factors
such as pests and fire, which have been absent from Harvard Forest. Increases in these
exogenous factors have been linked to climate change (Luo and Chen, 2013). Some of these
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studies give direct climatic reasons for decreasing recruitment and increasing mortality, but these
studies focus on forests that are water limited and are sensitive to increases in heat induced
drought stress.

In New England, invasive species and pathogens have been putting several tree species at risk in
recent years. These include the hemlock woolly adelgid, sudden oak death caused by
Phytophthora ramorum, the Asian long-horned beetle (Anoplophora glabripennis), the emerald
ash borer (Agrilus planipennis), and the winter moth (Operophtera brumata). The hemlock
woolly adelgid has been observed at Harvard Forest. It has not yet caused mortality in the sample
plots, but almost certainly will in the near future. This would upset the patterns seen in the data
and be an important trend to observe. The Harvard Forest Hemlock Removal Experiment
(Ellison et al., 2010) is currently examining the effects of mass hemlock mortality.

As Harvard Forest continues to evolve, the statistical method applied in this study will be able to
test for significant changes in the dynamics, and the carbon exchange associated with these
changes. In this way, this work will continue to help reconcile carbon exchange and the
understanding of forest dynamics.
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