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Abstract

Streaming algorithms are designed to efficiently process a massive amount of data in the

context of strict space requirements. Specifically, a large dataset is processed sequen-

tially by an algorithm with working space significantly smaller than the size of the entire

dataset. Upon processing the entire dataset, the algorithm should produce probabilistic

estimates of statistics of interest. A memory footprint of such an algorithm, a sketch,

could be thought of as a highly compressed version of the entire dataset — it consists

of enough information to recover estimates for quantities of interest, as well as allows

for limited further processing, for example in order to incorporate additional data.

In the area of streaming algorithms, the goal is to understand the limits of compu-

tation under restricted resource requirements: for a specific task at hand, what is the

minimum space consumption of a streaming algorithm? How this space depends on

natural parameters of interests, such as the size of the data domain, the relative error

of the estimator, and the failure probability?

Error correction is, in a sense, a dual problem: for communication over a noisy

channel, we wish to introduce redundancy and send a longer transmission over the

channel — such that even if the transmission gets corrupted, the receiver can recover

the original message. The main question in this area is how to introduce the amount
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of redundancy as small as possible for a given error rate, and how to achieve it with

efficient algorithms for encoding and decoding.

In this thesis, I present several new contributions to these two areas.

• The first algorithm for classical streaming problem distinct elements with optimal

space complexity with respect to all of the natural parameters of interest: domain

size, relative error, and failure probability.

• Algorithms for tracking variants of streaming problems, where the statistic of

interest is reported after each update in the data stream. Specifically, an optimal

algorithm for tracking of distinct elements, and improved algorithms for tracking

of Fp moments of frequency vectors, for p ∈ (0, 2).

• Matching upper and lower bounds (up to polylogarithmic factors) for streaming

space complexity of computing arbitrary symmetric norm of the frequency vector,

in terms of geometric properties of this norm.

• Modular framework for the analysis of polar codes. Polar codes are a first known

construction of codes that efficiently achieve capacity — i.e., achieve the redun-

dancy rate that is arbitrarily close to the theoretical limit (capacity of a channel),

together with efficient algorithms for encoding and decoding, where the minimum

length of the codeword grows just polynomially in the inverse of the desired gap

to capacity. The new framework introduced here allows showing that much more

general class of polar codes than was previously known efficiently achieve capacity.

• New results in the analysis of polar codes, showing exponentially small failure

probability for all non-trivial families of polar codes in the small blocklength

regime.
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1
Introduction

The groundbreaking work of Claude Shannon, A Mathematical Theory of Communi-

cation introduced the mathematical framework for quantitative reasoning about infor-

mation — arguably one of the most influential notions of the following decades. In

his seminal paper, he considered two fundamental problems, that of data compression

and a dual problem of error correction. When considering the problem of compression,

we wish to find a representation of the dataset that reduces unnecessary redundancy,

so that it can be stored using small space. In order to achieve error correction, the

redundancy is added to the data artificially so that even if the inflated transmission is

moderately corrupted, the receiver will be able to recover the original message.

This thesis consists of two parts, mirroring the two aspects of Shannon’s seminal

discovery. In the first part, we discuss streaming algorithms — small-space algorithms

working in a sequential way with massive datasets. The memory footprint of such an

algorithm, called sketch, can be thought of as an efficient special-purpose compression

of the entire dataset, from which one could compute specific statistics of the dataset, yet
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which is amenable to further processing — for example, the addition of more data. For

a specific statistic of interests we wish to understand whether a significant compression

of the dataset is at all possible — is there a streaming algorithm using small space

that computes the statistic of interests? If so, how the space complexity of an optimal

algorithm depends on the natural parameters of the problem?

The second part of this thesis discusses the error correction in the model that was

originally introduced by Shannon. Here, we are unconcerned with the semantics of the

data. We consider two parties trying to communicate an arbitrary message over a noisy

communication channel — a channel that corrupts independently with small probability

each symbol that is being transmitted by it. Parties want to leverage this channel for

digital communication — the sender will try to encode their message using a slightly

longer codeword, such that upon receiving the corrupted codeword, the receiver can still

recover the original message, as it was intended by the sender. The ratio of the length

of the codeword to the length of the original message is called the rate of the code.

The natural question to ask is, what is the highest rate that one can achieve for

communication over the specified channel. A naive, yet intuitive, method of dealing

with error correction is repetition code, where each symbol of the message is repeated

some number of times for transmission, and the decoding consists of applying a majority

vote for each symbol. The repetition code has an undesired property that the rate

will decrease as the message length gets longer — the longer the message, the more

time each symbol has to be repeated to ensure that all of the symbols are recovered

correctly. Shannon showed that this is not necessary: there exists a family of error-

correcting codes achieving a constant rate for a given channel, which does not decay

as the desired message length grows. Moreover, he gave precise characterization of the

highest possible rate for error-correcting code that could be successful on a given channel,
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by the capacity of the channel, and he showed that one could construct a family of error-

correcting codes with rate arbitrarily close to this capacity. Unfortunately, his argument

was not constructive — he did not provide efficient encoding and decoding algorithms

for those optimal codes — the decoding of Shannon codes requires brute-force searching

through all possible messages that could have been sent. Out of this work, a new,

exciting question arose: how can we construct efficient codes, with rate approaching

capacity? This question of immense practical relevance was driving theoretical research

for decades, and led to the discovery of beautiful mathematical theories.

1.1 Streaming Algorithms

In the most basic setting for streaming algorithms, we consider a sequence of data

records x(1), x(2), . . . x(T ), arriving sequentially in the stream — we could abstract away

the semantic of the data entries, and focus only on its representation, hence each element

can be thought of as a number in some range x(i) ∈ {1, . . . n}. We wish to compute a

specific statistic of the entire dataset using space significantly smaller than necessary to

store it explicitly. The prime example of a statistic of interest is a number of distinct

elements among the data records. Flajolet and Martin have introduced this problem in

1983 [49], and it became a fundamental problem of the entire area of research.

Almost always, when we insist on having a deterministic algorithm for computing an

interesting statistic of the dataset, it is provably impossible to approximate it within

any constant factor using space smaller than the naive approach. Similarly, even for

a randomized algorithm with small failure probability, if we insist on computing the

statistic of interest exactly, the trivial algorithm storing the entire dataset is optimal —

for the Distinct Elements problem this has been proven by Alon, Matias, and Szegedy
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in [2], but their technique applies much more generally. Surprisingly, if we relax both

those conditions, and consider a randomized algorithm computing an approximation of

the statistic of interest, it is possible to improve upon this baseline solution significantly.

For the Distinct Elements problem, under some simplifying assumptions, 1 Flajolet and

Martin showed that it is possible to provide a randomized approximation within some

constant factor, using space proportional to storing just constant number of elements

from the sequence!

A more general setting for a streaming algorithm arise when the input sequence con-

sists of both insertion and deletion of data records — existence of non-trivial algorithm

which approximates relevant statistic of the final dataset without storing it explicitly

along the way is even more surprising in this setting. Even stronger generalization is

natural, in which we consider a sequence of updates to an idealized frequency vector

f ∈ Rn. Here a data stream is a sequence of pairs (x(i),∆i) where ∆i is an integer.

Such a pair on the input should be interpreted as an operation fx(i) ← fx(i) + ∆i. After

observing the entire sequence of updates of this form we wish to approximate a specific

function of a final frequency vector g(f) — the function g of interest is usually such

that it would have been easy to compute it, if we were able to store either the entire

frequency vector, or entire sequence of updates explicitly, but we wish to achieve this

using much smaller memory.

In this language, the basic distinct elements problem corresponds to restricting all

∆i = 1, and choosing g(f) = ‖f‖0 to be the number of non-zero elements in the

frequency vector.

Having set up this convenient abstraction, we distinguish three types of streaming

1The algorithm has access to a random oracle. This assumption for their algorithm was
later removed in [2]. We discuss the notion of random oracle in streaming algorithms and this
distinction in more detail in Chapter 2.
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algorithms, essentially corresponding to the progression discussed above

• Insertion-only model : All increments ∆i are restricted to be non-negative.

• Strict tunstile model : Increments ∆i are unrestricted, but the algorithm is given

a promise that after every update all entries fi of the frequency vector are non-

negative.

• Turnstile model : Increments ∆i and entries fi of frequency vector are unrestricted.

This distinction, and in particular terms turnstile model and strict turnstile model

were formally introduced in [95]. Nevertheless, algorithms working in the turnstile

model were already known much earlier in the literature. In the influential paper Alon,

Matias, Szegedy [2] described the algorithm for estimation of `2 norm of the frequency

vector for the insertion-only stream, but this algorithm works without any modification

in a more general turnstile model [47]. An explicit algorithm for computing number of

non-zero elements of the frequency vector [37] and `p norm of the frequency vector for

p ≤ 2 [68] in the turnstile model followed shortly after.

Since then several works have studied these problems, from the perspective of both

upper and lower bounds, including estimating ‖x‖p for all 0 < p ≤ 2 (not necessarily

integral) [2, 68, 70, 115, 86, 87, 78, 97, 77, 75], ‖x‖p for p > 2 [2, 9, 35, 71, 14, 59, 72, 3,

27, 24, 52], empirical entropy [33, 34, 13, 65] and other information-theoretic quantities

[69, 60, 25], cascaded norms [38, 74, 73], and many others. There have also been general

theorems classifying which statistics of frequency vectors admit space-efficient streaming

estimation algorithms [26, 20, 29, 23, 16].

Surprisingly, even though turnstile streaming is the most challenging model for the

algorithm designer, our understanding of the complexity landscape in this setting is

much more comprehensive than for insertion-only algorithms. Specifically, for many
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classical problems in the streaming literature, such as `p estimation, the linear sketches

provide an extremely effective way of designing space-efficient algorithms. On the other

hand, with methods from communication complexity, it is possible to show that those

algorithms are optimal even among all algorithms working in the strict turnstile model.

As it turns out, the methods for showing lower bounds often break down, while trying

to generalize them to lower bounds for insertion-only algorithms. On a case-by-case

basis, for some standard streaming problems we can show that indeed the insertion-

only setting is strictly easier, and more efficient algorithms are known there. This is the

case for the Distinct Elements problem, for which we discuss a detailed algorithm in the

insertion-only model in Chapter 2. For other problems, such as `2 estimation, it is still

unknown whether there is a more efficient algorithm for the insertion-only stream than

the AMS sketch — the optimal algorithm for the turnstile model.

Continuous monitoring

In the classical model of streaming algorithms, we consider a stream consisting of a

sequence of updates to the frequency vector, upon observing which the algorithm is

supposed to report the approximation to the statistic of interest. Alternatively, and

more in the spirit of a common understanding of the term streaming, we could consider a

potentially stronger requirement for an algorithm to report an approximate answer after

every single update. For example, for the Distinct Elements problem, after observing

each element x(i) in the input stream, we wish to report the approximate number of

distinct elements amongst x(1), . . . x(i). We call such a variant of streaming problems a

continuous monitoring or tracking problem.

Continuous monitoring of the statistics of the data stream is naturally applicable. For

example, one may have a threshold T in mind, and if f(x) ever increases beyond T , data
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analyst should be alerted. Such a goal could be achieved by querying after every update

to determine whether the updated frequency vector satisfies this property. Indeed, the

importance of supporting continuous queries in append-only databases (analogous to the

insertion-only model of streaming) was recognized 25 years ago in [111], with several

later works focused on continuous stream monitoring with application areas in mind

such as trend detection, anomaly detection, financial data analysis, and (bio)sensor

data analysis [8, 31, 100].

Classical algorithms for streaming problems can be easily turned into algorithms

supporting continuous monitoring as well. If one assumes that a query is issued after

every update, then in a stream of T updates, we can set the failure probability to

δ � 1/T so that, by a union bound, all queries succeed. For most randomized streaming

algorithms that use space S to achieve failure probability 1/3, one can amplify the

failure probability δ by running Θ(log(1/δ)) instantiations of the algorithm in parallel

and returning the median estimate (see for example [2]). This method increases the

space from S to Θ(S log(1/δ)), and for many problems (such as `p-norm estimation)

it is known that at least in the strict turnstile model this form of space blow-up is

necessary [75]. Nevertheless, although improved space lower bounds have been given

when desiring that the answer to a single query fails with probability at most δ, no such

blow-up has been shown necessary for the continuous monitoring problem in which one

wants, with failure probability 1/3, to provide simultaneously correct answers for T

queries following each of the T updates in an insertion-only stream. In fact to the

contrary, in specific scenarios such as estimating distinct elements or the `2-norm in

insertion-only streams, improved upper bounds have been given!

Definition 1.1.1. We say that a randomized streaming algorithm A provides strong

tracking for g in a stream of length m with failure probability η if at each time t ∈ [m],
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A outputs an estimate g̃t such that

Pr
(
∃t ∈ [m] : |g̃t − g(f (t))| > εg(f (t))

)
< η.

We say that A provides weak tracking for g if

Pr

(
∃t ∈ [m] : |g̃t − g(f (t))| > ε sup

t′∈[m]
g(f (t′))

)
< η.

Note if g is monotonically increasing, then for insertion-only streams sup
t′∈[m]

g(f (t′)) is

simply g(f (m)).

The first non-trivial tracking result which outperformed the median trick for insertion-

only streaming was the RoughEstimator algorithm given in [79] for estimating the

number of distinct elements in a stream. RoughEstimator provided a strong tracking

guarantee for g(x) = | support(x)| (the distinct elements problem) for constant ε, η,

using the same space as what is what is required to answer only a single query. This

strong tracking algorithm was used as a subroutine in the main non-tracking algorithm

of that work for approximating the number of distinct elements in a data stream up to

1 + ε.

The question of whether one can achieve strong tracking without the naive union

bound over all positions of the stream was explicitly asked later in [67], where they also

proposed an algorithm for estimation of the `p-pseudonorm of the frequency vector,

for p ∈ (0, 2]. Their algorithm yields improvement over the baseline approach for very

long input streams of length superpolynomial in n, but not in the more natural setting

where m and n are polynomially related. The strong tracking of `2 was later developed

in [23, 21], with improved complexity even in the more standard regime of parameters,
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in which n and m are polynomially related.

All of the algorithms mentioned above for the tracking variants of the problems

assumed insertion-only streams. In fact, it is possible to show that for these same

problems in the strict turnstile setting, the naive error amplification followed by the

union bound is optimal, using techniques similar to those discussed in Section 2.6.

Therefore, there is a qualitative difference between those two natural models of streams

with respect to tracking problems.

1.1.1 Distinct Elements Problem

In Chapter 2 we discuss the space-optimal streaming algorithm for the distinct elements

problem, as well as the optimal algorithm for the tracking version of this problem.

This problem, where the goal is to estimate the number of distinct integers in the input

stream, was first studied in 1983 as one of the first streaming problems[49]. Authors of

this seminal work showed that with constant failure probability, one can achieve some

constant factor approximation to the number of distinct elements in the data stream

using space O(log n) — i.e., space proportional to storing explicitly only a constant

number of elements from the input stream.

Subsequent works showed it is possible to drive down the failure probability and the

relative approximation error to a desired one with the cost of increasing the space con-

sumption of the algorithm. This raises the natural question of how the space complexity

of the streaming algorithm should depend on those parameters. A long line of research

on subsequently improved algorithms followed [2, 10, 55, 42, 45, 48, 54].

Kane, Nelson and Woodruff in 2010 [79] proposed an optimal algorithm for counting

the number of distinct elements in the stream with constant failure probability — their

algorithm provided an (1 + ε) approximation to the number of distinct elements using
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O( 1
ε2

+ log n) bits — the matching lower bound has been shown prior to this [116, 2,

30]. The standard black-box method of reducing the failure probability of estimation

algorithm of this kind is to repeat it independently O(log δ−1) times in parallel, and use

the median of reported answers as the final estimation. This method, applied to the

algorithm mentioned above, uses O
(
( 1
ε2

+ log n) log δ−1
)

bits of space.

On the other hand, Jayram and Woodruff in [75] developed a technique for prov-

ing lower bounds for streaming problems in the high success probability regime. Their

technique allowed them to show that for several natural streaming problems the straight-

forward repetition method is optimal — for example, this is the case for estimation of

the `p pseudonorm (with p ∈ [0, 2]) of frequency vector in the so-called strict turnstile

streaming model. In the same paper they proved a lower bound for the distinct ele-

ments problem of form Ω( log δ−1

ε2
). For constant ε, this left a gap between an upper

bound O (log n log(1/δ)) and a lower bound Ω(log n+ log(1/δ)).

It was known that one should not expect a lower bound Ω(log(1/δ) log n) for this

problem. Already [79] showed that for some constant ε, one can achieve failure prob-

ability δ = 1
poly log n using only O(log n) space, and in [75] it was observed that for

every constant ε there is an algorithm using O(log n) space with failure probability

δ = log logn
logn . In chapter 2 we completely resolve the question of the space complexity of

the distinct elements problem in the high success probability regime, showing that the

Jayram, Woodruff lower bound was optimal.

Our results. We provide an optimal streaming algorithm for the distinct elements

problem in the high probability regime, using O(log n+ log δ−1

ε2
) bits of space. This result

completely settles the space complexity of this problem with respect to all standard

parameters.
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We also show a strong tracking algorithm for the distinct elements with space O(log n+

log δ−1+log log n
ε2

), together with a matching lower bound — we prove that Ω( log logn
ε2

) term

is necessary. A Ω( log δ−1

ε2
+ log n) lower bound was already known even for the easier

non-tracking version of the distinct elements problem.

This is a first matching lower bound for any strong tracking problem, where the

non-trivial algorithm is achievable. This shows a separation between the traditional

estimation problem and strong tracking variation when ε = o(
√

log logn
logn ). On the other

hand, in the regime ε = Ω(
√

log logn
logn ) the strong tracking problem is not harder than

one-shot estimation (up to constant factors).

The update time of our algorithm is poly(log n, log δ−1). The only bottleneck is the

pseudorandom construction described in Section 2.7. In particular, by substituting this

construction with a random walk over an explicit expander graph of super-constant

degree, it is possible to achieve update time O(log δ−1 + log log n) in word RAM model,

with slightly worse space complexity O( log δ−1

ε2
+ log δ−1 log log n+ log n).

1.1.2 Continuous monitoring of `p

Next to the distinct element problem, estimating `p (pseudo)norms of the frequency

vector is the heaviest studied statistic in the streaming literature. Those studies started

with heavy influential work of Alon, Matias, Szegedy [2], where they considered estima-

tion of the p-norm ‖x‖p = (
∑

i f
p
i )1/p for integral p ≥ 1 in the insertion-only stream.

There is a qualitative difference between p ≤ 2 and p > 2 in the problem of `p

frequency norm estimation. As it turns out, for p ≤ 2, there are streaming algorithms

with space polylog(n, T ), whereas for p > 2 every streaming algorithm requires space

Ω(n1−2/p), which can be achieved up to polylogarithmic factors. In Chapter 4 we discuss

this dichotomy as a special case of a more general geometric phenomenon.

11



For `p-estimation for p ∈ (0, 2], without tracking, it is known that O( log(nm)
ε−2 log(1/δ))

space is enough to return a (1 + ε)-approximate value of f(x) = ‖x‖p with failure

probability δ [2, 68, 78]1. This upper bound thus implies a strong tracking algorithm

with space complexity O( log(nm)
ε2

logm) for tracking with failure probability η = 1/3, by

setting δ < 1/(3m) and applying a union bound. The work [67] considered the strong

tracking variant of `p-estimation in insertion-only streams for p in the more restricted

interval (1, 2], where they showed that the same algorithms described in [2, 68], provides

strong tracking with η = 1/3 with space O( log(nm)
ε2

(log n + log logm + log(1/ε))) bits2.

This is an improvement over the standard median trick and union bound when the

stream length is very long (m > nω(1)) and ε is not too small (ε > 1/mo(1)).

They also showed that the turnstile streaming model, any algorithm which only

maintains a linear sketch Πx of x must use Ω(logm) words of memory for constant

ε, showing that the median trick is optimal for this restricted class of algorithms. This

lower bound can be strengthened by the same techniques as in Chapter 2.6, to prove

that no algorithm can beat the standard median trick in the strict turnstile model,

regardless of whether it is a linear sketch.

A different algorithm was given in [22] for strong tracking for `2 using spaceO( log(nm)
ε2

(log(1/ε)+

log logm)). It was subsequently shown in [21] that the AMS sketch itself of [2] (though

with 8-wise independent hash functions instead of the original 4-wise independence pro-

posed in [2]) provides strong tracking in space O( log(nm)
ε2

log log(m)), and weak tracking

in space O( log(nm)
ε2

). That is, the AMS sketch provides weak tracking without any

asymptotic increase in space complexity over its instantiation to correctly answer only

1For constant δ and p = 2, [2] shows that space O(ε−2(log n + log logm)) bits is achievable
in insertion-only streams.

2For p = 2 their space is as written including the space required to store all hash functions,
but for 1 < p < 2 this space bound assumes that the storage of hash functions is for free.
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a single query.

Despite the progress in upper bounds for tracking `2, the only non-trivial improve-

ment for tracking `p was the O( log(nm)
ε2

(log n + log logm + log(1/ε))) upper bound of

[67]. Although this bound provides an improvement for very long streams (m super-

polynomial in n), it does not provide any improvement over the standard median trick

for the case most commonly studied in the literature, where m and n are polynomially

related.

Our results. We show that Indyk’s p-stable sketch [68] for 0 < p ≤ 2, deran-

domized using bounded independence as in [78], provides weak tracking while using

O( log(nm)
ε2

log(1/ε)) space. It also provides strong tracking using O( log(nm)
ε2

(log logm +

log(1/ε)) space. Our bounds both improve the space complexity achieved in [67] for

`p-tracking, and well as the range of p supported from p ∈ (1, 2] to all p ∈ (0, 2].

1.1.3 Streaming Symmetric Norms

In Chapter 4, we consider a complementary approach towards understanding the com-

plexity of streaming algorithms. Instead of aiming to obtain an extremely precise char-

acterization of the space complexity of specific, fundamental streaming problems one

by one, we try to characterize at once space complexity of all problems in a much

broader class. By necessity, such a characterization is much coarser, but it is enough to

understand qualitative behavior of individual problems in this class.

More concretely, we consider a class of symmetric norms (see e.g. [12, Chapter IV]),

where we call a norm symmetric if it is invariant under permutation of the coordinates

and negation of any subset of coordinates. For every symmetric norm, we consider an

associated turnstile streaming problem of computing this norm applied to the frequency
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vector. Up to polylogarithmic factors we characterize the space complexity of such a

problem in terms of geometric properties of the norm itself. That is we define a new

parameter of a norm that called maximum modulus of concentration, and show a nearly

matching upper and lower bound in terms of this parameter for a turnstile streaming

problem related with this norm — the upper and lower bounds differ by a multiplicative

factor polylog(n).

As discussed earlier, one of the most fundamental streaming problems and one of the

most deeply studied is the problem of estimation of `p (pseudo)norm of the frequency

vector. For integral p ≥ 1, this problem has been introduced in the groundbreaking

paper [2], and after a long line of research, the streaming complexity of this problem for

various p has been essentially resolved . Curiously, the space complexity of the optimal

streaming algorithm for `p estimation manifests qualitative different behavior between

p ≤ 2 and p > 2 — for p ≤ 2 there is an algorithm using space O(log n) (for constant

relative error 1 + ε and constant failure probability δ), whereas for p > 2, the space

complexity is Θ̃(n
1− 2

p ) 1 — the dependence on n is significantly worse, but it is still

sublinear for any fixed p. The framework developed in the Chapter 4 can be used to get

new insight into this classical dichotomy, by seeing it as a special case of a much more

general phenomenon.

The class of symmetric norms is much broader than just `p norms. They also include

previously studied entropy norms . In Section 4.7 we present fresh examples with

heretofore unknown streaming space complexity, like the top-k norm, Q norms, and Q′

norms. Although matrix norms are generally not symmetric, our results immediately

imply lower bounds for unitarily invariant matrix norms, for example, the Ky Fan norms,

by restricting attention to diagonal matrices.

1We use Θ̃ notation to hide polylogarithmic factors.
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Maximum modulus of concentration Let X ∈ Rn be uniformly distributed on

Sn−1, the `2 unit sphere. The median of a symmetric norm l is the unique value Ml

such that Pr[l(X) ≥ Ml] ≥ 1/2 and Pr[l(X) ≤ Ml] ≥ 1/2. Similarly, bl denotes the

maximum value of l(x) over x ∈ Sn−1. We call the ratio

mc(l) := bl /Ml

the modulus of concentration of the norm l. Our results show that this modulus of

concentration is crucial in determining the streaming space complexity of any symmetric

norm. This quantity governs many phenomena in high-dimensional spaces, for example,

it appears in large-deviation bounds, as well as in the critical dimension in Dvoretzky’s

Theorem, which is n/mc(l)2, see e.g. [92, 80].

We can explicitly compute the modulus of concentration for the norm `p. For 1 ≤

p ≤ 2, the maximum value of lp(x) over x ∈ Sn−1 is blp = n1/p−1/2 and concentrates

at Mlp = Θ(n1/p−1/2), so the modulus of concentration is mc(lp) = O(1). For p > 2,

the maximum is blp = 1 but again concentrates at Mlp = Θ(n1/p−1/2), hence mc(lp) =

Θ(n1/2−1/p).

Thus for all values of p ≥ 1, the space complexity of computing approximating lp

norm is Θ(mc(lp)
2 log n). Our main result recovers this fact up to a polylog n factor.

However, the modulus of concentration cannot be the whole story for streaming

algorithms. It expresses an average behavior of the norm on Rn, and even if the norm is

well-behaved on average, like l1 for example, a more difficult norm may be concealed in

a lower-dimensional subspace. One example of this is l(x)
def
= max{l∞(x), l1(x)/

√
n} on

Rn, which has mc(l) = O(1). However, when x has fewer than
√
n nonzero coordinates,

l(x) = l∞(x), which is just a lower-dimensional copy of l∞ and implies, by [2], an
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Ω(
√
n) space lower bound for l. In order for the modulus of concentration to have any

connection with streaming space complexity, we have to close this gap.

Notice that, for every k ≤ n, the norm l induces a norm l(k) on Rk by setting

l(k)((x1, x2, . . . , xk))
def
= l((x1, . . . , xk, 0, . . . , 0)).

Of course, because of the permutation symmetry we could have chosen any set of n− k

coordinates to be the zeros. As the examples above show, the modulus of concentration

of l(k) may vary with k. However, any streaming approximation algorithm for l is also

trivially a streaming approximation algorithm for l(k). We therefore define the maximum

modulus of concentration of the norm l as

mmc(l)
def
= max

k≤n
mc(l(k)) = max

k≤n

bl(k)

Ml(k)

.

Our main result is that this quantity characterizes the streaming space complexity of

every symmetric norm l.

Model of computation and universality of the sketch We claim construction

of an optimal algorithm for computing any symmetric norm l in a streaming model. A

precise phrasing of such a general claim needs some care. How can we discuss computing

norm l in the streaming setting, if it is unclear whether norm l can be computed at all

by any algorithm, even without memory restriction?

The algorithm we present is given a priori only an upper bound on the mmc(l),

which dictates its space complexity. Upon receiving a sequence of turnstile streaming

updates, and processing them using small space, it produces a succinct representation

of a vector f̃ , with a guarantee that l(f̃) ≈ l(f). In particular, as soon as we have
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any black-box algorithm which computes or approximates norm l of a vector given its

succinct representation, this yields a streaming algorithm for approximating norm of

the frequency vector.

Note that one of the consequences of this model of computation is its universality —

we could only commit to some parameter M and produce a single sketch of the entire

dataset using space Õ(M2) — such a sketch could later be used for computing arbitrary

symmetric norm l of the frequency vector, provided that mmc(l) ≤M .

Our Results For every symmetric norm l on Rn, the optimal space complexity of a

streaming algorithm that gives a (1±ε)-approximation for l is mmc(l)2 ·poly(log(n)/ε).

This characterization tells us in particular whether a given symmetric norm admits a

polylogarithmic space approximation or requires polynomial space.

Theorem 1.1.2 (Main Theorem). Let l be a symmetric norm on Rn. For every

ε > 0, there is a one-pass streaming algorithm that on an input stream vector v ∈ Rn

computes, with probability at least 0.99, a (1 ± ε)-approximation to l(v), and uses

mmc(l)2 · poly(log(n)/ε) bits of space.

Theorem 1.1.3 (Lower Bound). Let l be a symmetric norm on Rn. Any turnstile

streaming algorithm that outputs, with probability at least 0.99, a (1±1/6)-approximation

for l(·) must use Ω(mmc(l)2) bits of space in the worst case.

For the coarser D-approximation, where D > 1.1 and can grow with n, in Theo-

rem 1.1.4 we build upon the algorithm of Theorem 1.1.2 trading the larger approxima-

tion ratio for a 1/D2 multiplicative decrease in storage. It turns out that the quadratic

dependence on D is the best possible; we prove the matching lower bound in Theo-

rem 1.1.5.
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Theorem 1.1.4. Let l be a symmetric norm on Rn. For every 1.1 ≤ D ≤ mmc(l) there

is a one-pass streaming algorithm that on input stream vector v ∈ Rn computes, with

probability at least 0.99, a D-approximation to l(v) and uses (mmc(l)2/D2) ·poly(log n)

bits of space.

Theorem 1.1.5. Let l be a symmetric norm on Rn. Any turnstile streaming algo-

rithm that outputs, with probability at least 0.99, a D-approximation for l(·) must use

Ω(mmc(l)2/D2) bits of space in the worst case.

We prove the upper bound theorems in Sections 4.3 and 4.6 respectively. The lower

bounds both appear in Section 4.4.
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1.2 Error Correction

The problem of designing noiseless communication schemes for communication over

channels that are by themselves noisy is of immense practical importance. Every phys-

ical communication channel or storage device is inherently noisy, to a lesser or a larger

extent, while with the omnipresence of digital information it is essential to recover the

intended message exactly on the receiving device. Even a single corruption can make

the entire transmission useless.

One of the simplest stochastic models of noisy communication is a binary symmetric

channel — while transmitting a sequence of bits over such a channel, each bit is inde-

pendently flipped with probability δ. Sender, who wants to send a message m to the

receiver, will encode this message using some error-correcting code, producing a longer

codeword E(m). After transmitting it over the noisy channel, the receiver has access

to a corrupted codeword Ẽ(m), where for each symbol of the message independently

Pr(E(m)i = Ẽ(m)i) = 1 − δ. The receiver will try to apply a decoding method to the

corrupted codeword Ẽ(m), hoping to recover the original message m.

The ratio between the length of the message m and the length of the codeword E(m)

is called rate of the code. For the sake of efficiency of transmission and storage, it is of

particular interest to design codes with as high rate as possible for a given probability

of transmission error δ. In his seminal paper, Shannon [108] defined a capacity of such

a channel and proved that it gives a theoretical bound on the highest rate of an error-

correcting code that could be used to communicate over a given channel successfully.

On the other hand, he showed that codes with rate arbitrarily close to the capacity of

a channel exists — hence his notion of the capacity yields the exact characterization of

the optimal rate of communication over this channel.
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Unfortunately, Shannon’s construction of error-correcting codes with rate approach-

ing capacity was unsatisfying in many vital aspects. His proof was using a probabilistic

method, where the set of valid codewords was chosen to be a completely random subset

of strings of given length — he showed that with high probability such a code had desired

properties. Because of the non-explicit way of constructing such a code, it required the

sender and receiver to exchange and store all possible codewords before they engaged

in transmission — using storage that is exponential in the length of the message they

wish to exchange. Lack of any structure in those codes forces the decoding algorithm

has to perform a brute force search over all possible codewords that the sender could

have sent — again, spending time exponential in the message length.

There is a simple remedy for many of the problems with standard Shannon probabilis-

tic construction. As it turns out, in Shannon’s argument instead of using a completely

random code, one could use a random linear code (random linear subspace in FN2 ).

Such a code both have a succinct description, and the encoding of an arbitrary message

can be done reasonably efficiently. On the other hand, it preserves excellent coding-

theoretic properties of entirely random codes — rate of random linear code approaches

the capacity of the channel.

Random linear codes still have one daunting weakness — in case of corruption during

the transmission, recovering the original message takes exponential time in the length

of the message, just as in the original unstructured construction — and more efficient

algorithms are unlikely to exist in general.

Finding a remedy for this problem, and constructing a family of codes with rate

approaching capacity, together with efficient encoding and decoding algorithms was one

of the main questions driving the research in error-correcting codes for over six decades.

Forney’s construction of concatenated codes [50] was a celebrated milestone on a path
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to achieve this goal. For any given desired gap to capacity ε, one could produce a code

with the rate Capacity − ε, together with polynomial time encoding and decoding

algorithms in terms of the message length. This solution by itself was unsatisfying for

a more subtle reason: the time complexity scales as 2O(1/ε2) with the desired gap to

capacity. Even for moderately large values of ε, such complexity is unacceptable.

When discussing a specific construction of an error-correcting code, formally we have

in mind a sequence of codes Ci ⊂ {0, 1}Ni for some increasing sequence of possible

blocklengths Ni. We say that the code is capacity-achieving if with long enough messages,

we can get rate arbitrarily close to capacity, i.e. limi→∞
log2 |Ci|
Ni

= Capacity.

Having a capacity-achieving code together with encoding and decoding algorithms

that work in polynomial time in terms of the blocklength, is by itself too weak condition

to say that this code is an efficient code achieving capacity. We need to control how

the minimum blocklength depends on the desired gap to capacity, i.e., what is the

convergence rate for the limit above. To see it more clearly, let us consider a hypothetical

code construction with decoding algorithm running in time O(N1.01), such that in order

to get a code with the rate within ε to the capacity of the channel, we need to use

blocklength Ni = 2Ω(1/ε2). Such a code would not be any more efficient than the

concatenated code with decoding algorithms running in time 2O(1/ε2)N log2N . Even if

the gap to capacity does not appear directly in the time complexity of the underlying

algorithms, this indirect dependency turns out to be more restrictive.

On the other hand, by itself, polynomially fast convergence to capacity is not par-

ticularly challenging to achieve. Both random codes and random linear codes achieve

rate ε close to capacity with blocklength O( 1
ε2

), and it is known that such a convergence

rate is optimal. Unfortunately, as we discussed earlier, those constructions do not admit

efficient decoding algorithms.
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We will say that an error-correcting code (formally, an ensemble of codes with in-

creasing blocklengths Ni) efficiently achieves capacity when it is a capacity-achieving

code with two additional properties. Firstly, we require that with the codes there is as-

sociated pair of algorithms for encoding a message and decoding a corrupted codeword,

with polynomial running time in the length of the message. Secondly, we require that

for a specified gap to capacity ε, the code achieves rate Capacity− ε with blocklength

poly(1/ε).

Polar Codes

More than six decades after the introduction of the notion of error correction by Shan-

non, the question of constructing codes for which we can provably ensure that they

are efficiently capacity-achieving has been resolved. In their breakthrough work, Gu-

ruswami and Xia [64], and independently Hassani, Alishahi, and Urbanke [66] proved

that Polar Codes efficiently achieve capacity on the binary symmetric channel.

Polar Codes have been introduced earlier by Arıkan [6], and since then, they have

been an object of extensive study spanning hundreds of papers — this new construction

of capacity-achieving codes using techniques entirely from information theory, generated

a lot of enthusiasm in the research community.

Polar Codes were known to be capacity-achieving for a more general error model

than the binary symmetric channel. A memoryless channel is specified by a probability

distribution over output symbol for every possible input symbol. It extends to a proba-

bilistic function over strings over the input alphabet, with independent random choices

on each symbol. Besides the binary symmetric channel, the binary erasure channel is a

most well-known example of a memoryless channel, where the input alphabet is {0, 1},

the output alphabet is {0, 1, ?}, and each symbol has probability δ of turning into ?
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(erasure), and probability 1− δ of staying uncorrupted.

Shannon’s notion of capacity readily generalizes to all memoryless channels, and

therefore we can ask about capacity-achieving codes in this setting. As it turns out,

Polar Codes were known to achieve the capacity for all symmetric memoryless channels

— they form a large class of memoryless channels that encompasses both the binary

symmetric channel and the binary erasure channel 1. In the follow-up work to [64],

Polar Codes were shown to achieve capacity with polynomial blocklength in the gap to

capacity for all such channels [63].

1.2.1 Strong General Polarization

In Chapter 5 we provide a new, modular framework for the analysis of polar codes —

this new framework gives simpler and more conceptual proofs of breakthrough results

[64, 63] that polar codes achieve capacity with polynomially small blocklengths.

Since the original construction of polar codes by Arıkan, these codes have been gen-

eralized. Specifically, for any matrix M ∈ Fk×kq over a field Fq and channel C with input

alphabet of size q, there is an ensemble of polar codes associated with M , as soon as

matrix M satisfies certain necessary conditions (those conditions are discussed in more

details in Chapter 5, see Definition 5.0.9).

The original construction of Arıkan corresponds to polar codes associated with matrix

G2 = ( 1 0
1 1 ). Even though various properties of polar codes associated with general

matrices M has been studied, the basic matrix G2 prescribed above was the only one

for which the fast convergence to capacity was proven, before the work described in

Chapter 5. With the techniques introduced there, we proved that for any matrix M

with which we can associate an ensemble of polar codes, this ensemble converges in

1The formal definition of symmetric channels is reviewed in Section 5.1.2
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capacity polynomially fast (although the degree of the polynomial, in general, depends

on the matrix M itself).

Building on the results discussed in this chapter, Guruswami, Nakkiran, and Sudan

showed that Polar Codes could be used to achieve the capacity of even more general

class of channels than memoryless channels — they achieve the capacity for channels

that introduce errors via hidden Markov model [61].

1.2.2 Exponentially Small Failure Probability

One of the motivating reasons for considering polar codes associated with general matri-

ces M , was improving the failure probability of decoding. Specifically, for matrix polar

codes associated with G2, the probability of decoding failure (over the errors introduced

by the channel) was known to scale like 2−Ω(
√
n) with the blocklength n. Using another

matrix M , one could obtain failure probabilities 2−Ω(nβ) for arbitrary constant β close

to one [83].

For a given matrix M , the optimal exponent β in the failure probability 2−Ω(nβ) has

been characterized, but only in the scenario of achieving capacity in the limit, without

any explicit control on how small blocklength we should use with the desired gap to

capacity.

On the other hand, the discussion in Chapter 5, focusing specifically on short block-

length in terms of the gap to capacity does not address the issue of exponentially small

failure probability — the failure probability there is only proven to be of order n−ω(1).

In Chapter 6, we show how to use our new framework to prove almost optimal bounds

for exponentially small failure probability.

Our contribution We show the following three results
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1. For every mixing matrix M and symmetric channel the associated family of polar

codes yield exponentially small decoding failure at block lengths polynomial in

the gap to capacity.

2. While the result in Part (1) is general, the resulting β may not be optimal. We

complement this with a result showing that for every β < 1 there exist polar

codes associated with some matrix M , that get close to capacity at polynomial

block length with decoding failure probability being exp(−Nβ). We note that

no previous analysis yielded such quantitatively strong bounds on any family of

polar codes with polynomial block length.

3. Finally we show that convergence to capacity at polynomial block length comes

with almost no price in the failure probability. We show this by proving that if

any polar code achieves capacity (even if at very large block lengths) with failure

probability exp(−Nβ), then for every β′ < β it achieves capacity with failure

probability exp(−Nβ′) where the block length is a polynomial pβ,β′(1/ε).

While the third result subsumes the previous two (when combined with known results

in the literature), we include the first two to show that it is possible to prove strong

results about failure probabilities exp(−Nβ) with blocklength polynomial in the gap to

capacity, entirely within the local polarization framework developed in Chapter 5 —

without appealing to previous analyses. In fact, the proofs of those two are quite simple

(given the work of Chapter 5).

On the other hand, for any given matrix M , the optimal exponent β was precisely

characterized in terms of specific combinatorial properties of the matrix M — but with

potentially very large blocklengths [83]. The third result of our paper automatically lifts

this theorem to the setting where blocklength is polynomial in the gap to capacity —
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given matrix M one can compute the “correct” exponent β as in [83], and essentially the

same exponent is achievable already within polynomial blocklength, whereas no larger

exponent is achievable, regardless of how large blocklength one takes.
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Part I

Streaming algorithms
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2
Optimal Streaming of Distinct Elements

Estimating the number of distinct elements in the data stream is one of the first, and

one of the most fundamental problems in streaming algorithms. In this chapter we

discuss the first space-optimal algorithm for distinct elements problem with respect to

all natural parameters: the domain size n, the desired accuracy ε and failure probability

δ.

In Section 2.3 we analyze the optimal algorithm achieving the high probability guar-

antees for some constant approximation C � 1. In Section 2.4, we show how to lift this

argument to achieve optimal space complexity in the high accuracy regime, where the

desired approximation ratio is 1 + ε for some small ε.

We also show that this same algorithm by itself provides weak tracking of distinct

elements, without incurring any additional cost in the space complexity, as described in

Section 2.5. By standard reduction, also discussed in Section 2.5, this implies a strong

The content of this chapter has been previously published in [15]
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tracking algorithm with small blow-up in space.

Finally, in Section 2.6 we prove that such a blow-up is necessary for strong tracking

of distinct elements in the insertion-only stream, showing that algorithm described in

Section 2.5 is optimal.

2.1 Overview of approach

2.1.1 Constant factor approximation with high probability

The main goal of Section 2.3 is to show a streaming algorithm that provides an O(1)-

approximation to the number of distinct elements at all times in the stream (i.e. O(1)-

strong tracking), with probability 1−δ using optimal space O(log n+log δ−1) bits. That

is, we want to provide estimate F̃0(t), such that

Pr

(
∀t, 1

C
F

(t)
0 ≤ F̃ (t)

0 ≤ CF (t)
0

)
> 1− δ

where F
(t)
0 is a number of distinct elements on the input among x(1), . . . x(t).

Note that in this regime of parameters, if one has an algorithm estimating number

of distinct elements using space O(log n + log δ−1), one can set δ = δ′/n, and apply a

union bound over all insertions to the stream, to get a strong tracking algorithm for the

same problem with failure probability δ′ and space complexity O(log n + log δ−1). As

such, we can without loss of generality focus on the strong tracking version, and this

stronger guarantee is going to be useful in order to ensure that the algorithm can be

implemented using small space.

To discuss the main idea behind our approach, for the sake of presentation we will

first consider a random oracle model — here we assume that the algorithm is augmented
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with the access to a uniformly random function R : {0, 1}∗ → {0, 1} (all the values of

R are uniform and independent); in particular the space to store such a function does

not count towards the space complexity of the algorithm, and the failure probability is

understood over a selection of the oracle. For space complexity of such an algorithm,

we will count only the amount of information passed between observations of elements

from the input stream; we are allowed to use larger space to process an element from

the input. This allows us to talk in a meaningful way about space complexity o(log n),

even though any single element in the stream already take Θ(log n) bits to store.

Let us start with discussion on how to design an algorithm using O(log log n+log δ−1)

bits of space in the random oracle model. It is well-known that given access to a random

hash function h : [n]→ {0, 1}logn, if we fix some set S ⊂ [n], then X̂ := maxs∈S lsb(h(s))

is such that 2X̂ is a constant factor approximation to |S| with probability 2/3, where

lsb is the least-significant-bit function [49]. Indeed, to argue that this is true, we can

consider subsets Sk ⊂ S given by Sk := {s ∈ S : lsb(h(s)) ≥ k} — every such subset

corresponds to sub-sampling S by a factor 2k, and we should expect that the last non-

empty set Sk is the one corresponding to sub-sampling by a factor roughly 1
|S| = 2− log |S|.

We can repeat an estimator X̂ constructed above O(log δ−1) times independently in

parallel and take median, in order to achieve achieve O(log δ−1 log log n) bit complexity

for failure probability δ under the random oracle model. To improve this construction

to O(log log n+ log δ−1) bits, let us take O(log log n+ log δ−1) independent estimators

as above. Instead of storing all those estimators X̂k independently, we can store the

median (which takes O(log log n) bits), and deviations X̂i−median({X̂1, . . . X̂w}). One

can show that with high probability at all times throughout the stream the median is a

good estimator of the number of distinct elements seen so far, and moreover — because

the deviations X̂i − log |S| are random variables that are extremely well concentrated
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around zero — on average over all the counters we will use constant number of bits per

counter to store all deviations from median, at all time steps.

Getting rid of the random oracle assumption is much more technical — without access

to the random oracle, it is known ([2]) that one can use a pairwise independent hash

function h : [n]→ {0, 1}logn to get a constant success probability — and a seed to such

a hash function can be stored using O(log n) bits. This, together with median over

parallel repetitions of the estimator, yields simple O(log n log δ−1) space algorithm with

failure probability δ.

To improve upon that, we can observe that in this setting it is not necessary for all the

O(log log n+ log δ−1) estimators to use independent seeds for the underlying pairwise-

independent hash functions hi. Instead, we can consider a fully explicit constant degree

expander graph, with the set of vertices [N ] corresponding to the set of seeds for pairwise

independent hash functions. We would choose the first seed for h1 uniformly at random,

but subsequent seeds are chosen by a random walk over this expander graph. In such a

way, we can succinctly store all the seeds using O(log δ−1 + log n)-bits of space, and the

standard Chernoff-bounds for expander walks [112, Theorem 4.22] imply that median of

estimators generated in such a way is still constant factor approximation for the number

of distinct elements, except with small failure probability δ. This yields an algorithm

with space complexity O(log n+log log n log δ−1), if we store X̂i explicitly — still falling

short of our goal of O(log n+ log δ−1) bits of space.

Unfortunately, we cannot argue, as before in the random oracle model, that we can

succinctly store all counters X̂i generated via such an expander walk by considering the

median and deviations from the median separately — sufficiently strong concentration

bounds are not true for a constant degree expander walk.

Instead, inspired by the construction of a sampler in [91], we show that by composing a
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number of pseudorandom objects (i.e. pairwise independent hash functions, short walks

over super-constant expander graphs, averaging samplers obtained from the celebrated

construction of strong extractors [117], and standard sub-sampling methods), we can

generate w = Θ(log n + log δ−1) estimators in total, divided into groups of estimators.

More concretely, we produce w
logw groups of estimators, such that each group has about

logw estimators, and with the probability 1 − exp(−Ω(w)) = 1 − δ for at least half of

the groups the median yields a good estimation of F0 at all times, while simultaneously

the “good” groups take at all times O(1)-bits on average per estimator to store, if we

store estimators within a group by storing separately the median and deviations from

the median, as discussed above.

It is essential for this argument that size of each group w1 = O(logw) is greater

than C log log n — intuitively, if we consider a random group of such a size, the prob-

ability that we need too many bits to store compactly such a group at any fixed step

t is bounded by exp(−Ω(w1)) = 1
polylog(n) , and therefore we can union bound over all

O(log n) positions where F0 grows by factor of two, without affecting the failure prob-

ability too much.

The details of this pseudorandom construction are presented in Section 2.7. This is

the main technical difficulty in proving the following theorem.

Theorem 2.1.1. There is a streaming algorithm with space complexity O(log n+log δ−1)

bits, that with probability 1 − δ reports a constant factor approximation to number of

distinct elements in the stream after every update.

This space complexity is optimal [2, 75].

The algorithm could be significantly simplified, and would mimic exactly the algo-

rithm in the random oracle scenario, if we had an explicit sampler satisfying the following
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guarantee, with seed length s = O(w+log n). In the following definition Unif(S) denotes

the uniform probability distribution over a set S.

Definition 2.1.2 (Sub-gaussian sampler). Function Γ : {0, 1}s × [w] → [n] is called a

sub-gaussian sampler if and only if for every f : [n]→ R satisfying PrX∼Unif([n])(|f(X)| >

λ) < exp(−λ2), we have

Pr
S∼Unif({0,1}s)

(
∑
i≤w

f(Γ(S, i)) > Cw) < exp(−Ω(w)).

We consider existence of explicit samplers like this with seed length O(w + log n) to

be an interesting question on its own in the area of pseudorandomness, that will likely

have many other applications 1. In fact for black-box derandomization of the random

oracle algorithm described in this section it is enough to have sampler for functions

with stronger tail probabilities — it is enough for it to apply to functions with doubly

exponential tails Pr(|f(X)| > λ) < exp(−eλ).

Remark 2.1.3. The update time of this algorithm is O(poly(log δ−1, log n)). The

only bottleneck is the pseudorandom construction we are using. If we give up on suc-

cinctly storing estimates X̂
(t)
i , and store them explicitly, we can replace this pseudo-

random construction with a single random walk over constant degree expander graph.

There are expander graphs that allow evaluation of the neighbour function in constant

time [51]. Such a modification would give an algorithm using slightly worse space

O(log n + log δ−1 log log n), but O(log δ−1 + log log n) update time for strong tracking

F0 with constant factor approximation.

It is possible to carry this construction over to our subsequent result, achieving O(log δ−1( 1
ε2

+

1Non-constructive existence of samplers like that can be proven using probabilistic method,
and reduction to γ-Strong samplers similar to Lemma 2.7.3.
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log log n) + log n) bits of space for high accuracy regime, and O(log δ−1 log logn
ε2

+ log n)

bits of space for tracking, all with update time O(log log n+ log δ−1).

2.1.2 High accuracy regime

In Section 2.4 we discuss how to use the previous construction to achieve a high accuracy

estimation of the number of distinct elements, with probability 1 − δ. We prove the

following theorem.

Theorem 2.1.4. For every ε, δ there is an algorithm using O( log δ−1

ε2
+log n) bits, which,

at the end of the stream reports 1 + ε approximation to the number of distinct elements,

with probability 1− δ.

Remark 2.1.5. [2, 75] This space complexity is optimal — every algorithm that esti-

mates number of distinct elements up to a (1 + ε) factor with probability 1− δ needs to

use space at least Ω( log δ−1

ε2
+ log n) bits.

Given ideas in the work of Kane et al. [79] and results obtained in the previous section,

getting correct dependence on the error parameter ε is routine, although somewhat

tedious.

We consider separately two ranges of parameters: if ε <
(

1
logn

)1/4
, the KNW algo-

rithm (given access as a black-box to the strong tracking with some constant approxima-

tion), using space O( 1
ε2

) and O(log n) random bits has probability 2
3 of providing (1+ε)

approximation to the number of distinct elements — since ε is small here, the space

budget O( 1
ε2

) is large enough for the analysis to work. We can instantiate O(log δ−1)

parallel copies of this algorithm, providing them access to the same strong-tracker with

failure probability δ/2. Naively, we would have to store O(log n log δ−1) random bits in

order to do this, each instance of KNW algorithm is using O(log n) random bits — to
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reduce the amount of randomness necessary, we pick them using a walk over a constant-

degree expander graph. That is, random bits for first instance of a KNW algorithm

are completely uniform, but bits for subsequent runs of KNW are chosen by following a

random edge of an expander graph. We can use standard Chernoff-bounds for expander

walks, as in [56], to show that failure probability of such an algorithm is still at most δ.

On the other hand, if ε >
(

1
logn

)1/4
, we can assume without loss of generality that

log δ−1 > Ω(
√

log n), because
√

logn
ε2

= o(log n) anyway, and our target is space complex-

ity of form O( log δ−1

ε2
+log n). In this case, we can instantiate Θ(

√
log n+log δ−1) parallel

copies of the KNW algorithm, using the pseudorandom construction as described in Sec-

tion 2.7. Here the number of instantiations of this algorithm is large enough, therefore

we hope that the space consumption at every time step, on average over all the in-

statiations will be small. Identical analysis as for a constant approximation factor in

Section 2.3 can be used to deduce correctness of such an approach.

In fact the space guarantees of the KNW algorithm, as it was originally analyzed,

applied only when ε ≤
√

log n — as this could be assumed without loss of generality

in the original setting. We provide a more delicate analysis of the space consumption

of this algorithm in Appendix 2.8 (specifically Theorem 2.4.1), that is sufficient for our

purposes.

2.1.3 Strong tracking of distinct elements

In Section 2.5 we discuss how to achieve the (1 + ε)-strong tracking guarantee for F0

estimation.

First, let us observe that an algorithm estimating F0 with small failure probability

already translates into some upper bound on the space complexity for the tracking

problem. Given that number of distinct elements in the stream is increasing, and our
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estimators proposed in Section 2.4 are monotone as well, it is enough to look at a

sequence of positions t1, t2, . . . ts such that F
(ti)
0 = (1 + ε)i. If the estimate is within

(1 + ε) from the actual number of distinct elements at all points ti, we can deduce a

strong tracking with accuracy 1 + O(ε): for ti ≤ t ≤ ti+1 we have F̂
(t)
0 ≤ F̂

(ti+1)
0 ≤

(1 + ε)F
(ti+1)
0 ≤ (1 + ε)2F

(t)
0 , and similarly for the lower bound. There are at most

log1+ε n = O( logn
ε ) such positions ti, so by setting failure probability δ := δ′

(
logn
ε

)−1

in Theorem 2.1.4, we can deduce that there is an algorithm satisfying 1 + ε strong

tracking of F0 with probability 1 − δ, using O( log logn+log δ−1

ε2
+ log n + log ε−1

ε2
) bits of

space.

We show that, by opening up the [79] construction and more detailed analysis, it is

possible to remove the additive log ε−1

ε2
term, and obtain an optimal algorithm for F0

tracking.

Theorem 2.1.6. There is an algorithm for 1 + ε strong tracking of the number of

distinct elements in the stream, using O( log logn+log δ−1

ε2
+ log n) bits of space.

To describe the overview of our contribution, let us first discuss the high-level idea

behind the [79] algorithm. Let us focus first on the random oracle model. Consider a

fixed set S ⊂ [n] (the set of distinct elements seen at the end of the stream), a random

hash function h : [n] → {0, 1}logn, and sets Sk := {s ∈ S : lsb(s) ≥ k} — those sets

correspond roughly to subsampling S by a factor of 2k. If we already have access to a

constant factor approximation of |S|, we can zoom in onto set Sk for which we expect

|Sk| = Θ( 1
ε2

). Clearly 2k|Sk| is an unbiased estimator of |S|, and moreover the standard

deviation of 2k|Sk| is of order O(ε|S|). This implies that if we had a way to estimate

size of |Sk| up multiplicative factor (1 + ε) that would be enough to get an (1 + O(ε))

approximation for |S|.
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In order to do this, we can check a hash function h2 : [n]→ [P ] for P ≈ 100
ε2

. We wish

to recover |Sk| from |h2(Sk)|. This is reminiscent of a famous balls-and-bins thought

experiment: we are throwing |Sk| balls randomly into P bins, and we try to estimate

number of balls, given number of non-empty bins. Let us define ΦP (t) to be the expected

number of non-empty bins, after throwing t balls at random into P bins (we will drop

the subscript P in further discussion), we have Eh2 |h2(Sk)| = ΦP (|Sk|). We claim that,

as long as |Sk| ≤ P
20 , we will have with good probability |Sk| ≈1+ε Φ−1(|h2(Sk)|). This

is because
√

Var(|h2(Sk)|) = Θ(
√
|Sk|) = Θ(ε|Sk|), so |h2(Sk)| = Φ(|Sk|) ± O(ε|Sk|),

but ΦP is bi-Lipschitz in the regime t ≤ P/20 — i.e. for any a ≤ b ≤ P/20 we

have 0.9(b − a) ≤ Φ(b − a) ≤ b − a. We can put those two facts together to get

|S| ≈1+ε 2k|Sk| ≈1+ε 2kΦ−1(|h2(Sk)|).

Using O( log logn
ε2

) bits in total, we can have access to |h2(Sk)| for all k throughout

the stream — it is enough for each p ∈ [P ] to store max{lsb(s) : s ∈ S, h2(s) = p}. In

[79] it is discussed, among other things, how to reduce the space complexity of storing

the information about h2(Sk) for all k to O(1/ε2)-bits in total, and how to remove the

random oracle assumption, by using compositions of bounded-wise independent hash

functions. We describe this algorithm in Appendix 2.8, together with more detailed

analysis of the distribution of space complexity of this algorithm.

In order to achieve smaller space of the tracking algorithm, let us focus on a spe-

cific k and consider evolution of |S(t)
k | over the updates to the stream, where S(t) :=

{x(1), . . . x(t)}, and S
(t)
k := {x ∈ S(t) : lsb(s) ≥ k}. More specifically, let us take

K := 2kε−2, and let us look at the stream, given the promise that |S(T )| < K/100. We

wish to say that with probability 2/3 simultaneously all times |S(t)
k |2

k gives us an approx-

imation of |S(t)| up to additive term ±εK. Moreover, we want to say that Φ−1(|h2(S
(t)
k )|)

yields at all time approximation to |S(t)
k |, again with additive error ±εK2−k. If we are
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able to show this, we can later amplify this success probability to 1 − Θ( 1
logn)) using

O(log log n) repetitions of the whole algorithm, and union bound over all possible set-

tings of k in order to achieve strong tracking. Note that there are only O(log n) values

of k to union bound over, as opposed to O(ε−1 log n) distinct positions in the stream

where F
(t)
0 grows by a multiplicative factor of (1 + ε).

In the random oracle model both facts — the fact that for all t we have |S(t)
k |2

k '

|S(t)|±εK, as well as the fact that for all t, we have Φ−1(|h2(S
(t)
k )|) = |S(t)

k |±2−kεK can

be proven by the Doob’s martingale inequality. In particular, the fact that 2k|S(t)
k | is an

approximation to |S(t)| at all times t, follows directly (after shifting and rescaling) from

the fact that for a random walk Yt :=
∑

i≤tXi, where Xi are arbitrary random variables

satisfying EXi = 0 and EX2
i = 1, we have sup

t≤T
|Yt| = O(

√
T ) with good probability. The

main technical difficulty in the strong tracking part of this paper lies in dropping the

random oracle assumption, and showing some variation on Doob’s martingale inequality

under bounded independent hash functions. In particular, we show the following lemma

about the deviations of random walk that might be of independent interest

Lemma 2.1.7. Let X1, . . . XT be collection of 4-wise independent random variables,

with EXi = 0, and EX2
i = 1, and let St :=

∑
i≤tXi, then

Pr

(
sup
t≤T
|St| > λ

)
.

T

λ2
.

A result of the same spirit can be deduced from [21, Theorem 10] when Xi are

uniform ±1 random variables — in our case, however, the steps Xi are significantly less

well-behaved, i.e. EX4
i is already extremely large, even compared to T .

Lemma 2.1.7 already implies the first part of the argument: that for all t we have

2k|S(t)
k | = |S(t)| ± O(εK). To control deviations of h2(|S(t)

k |) from its expectation, we
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use h2 to be a composition of pairwise independent hash function h3 : [n] → [P 2],

and poly(log 1
ε )-wise independent function h4 : [P 2] → [P ]. We should expect that

|h3(S
(T )
k )| = |S(T )

k |, i.e. function h3 has no collisions with probability 9/10, and all we

care about are deviations of |h4(S̃(t))| from its expectation, where S̃(t) ⊂ [P 2] is such

that |S̃(t)| = |S(t)|.

Consider φ : [P ]P/20 → N, such that φ(r1, r2, . . . rP/20) := #{j : ∃i, ri = j} — in the

random oracle model, bounding the deviations |h4(S̃(t))|−E |h4(S̃(t))| can be reduced to

bounding the deviations of the Doob’s martingale Yt := EX′ φ(r1, . . . rt, X
′
t+1, . . . X

′
T ),

where X ′ ∼ Unif([P ]). In this setting the Doob’s martingale inequality yields

Pr
r1,...rP/20∼Unif([P ])

(
sup

t≤P/20
|Yt − EYt| > λ

)
≤ Varφ

λ2
(2.1)

where xi and X̂ are independent and uniform. Finally, this together with bi-Lipschitz

property of function ΦP in the range of interest, implies that indeed we have ∀t,Φ−1(|h4(h3(S
(t)
k ))|) =

|S(t)
k | ± O(εK).

In our case, variables ri have only bounded-wise independence, and the process Yt

above is no longer a martingale. We deal with this, by showing that φ can be ap-

proximated (in some sense, under the distributions of interest) by a poly(log P )-degree

polynomial, and we show that under some additional restrictions, processes as above

induced by degree d polynomials, satisfy the same Eq. (2.1), even if variables ri are only

4d-wise independent, as opposed to fully independent.

2.1.4 Strong tracking lower bound

In Section 2.6 we show the optimality of the strong tracking algorithm proposed in the

previous section. We prove the following theorem.
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Theorem 2.1.8. Every algorithm solving 1 + ε strong tracking for F0 estimation with

probability 2
3 needs to use Ω( log logn

ε2
) bits of space.

Together with previously known lower bound Ω( log δ−1

ε2
+log n) for F0 estimation, this

shows a lower bound that exactly matches our upper bound discussed earlier.

In order to show this, we introduce a k-round communication game, where at round k,

Alice observes input xk ∈ {0, 1}n, Bob observes input yk ∈ {0, 1}n, and they all observe

all the previous inputs (xi, yi)i≤k−1. In the k-th round, Alice sends a message to Bob,

and Bob is supposed to report (1+ε) approximation to number of ones in a string xk∨yk.

The protocol is successful if and only if simultaneously at all rounds Bob reports correct

(approximate) answer. We show that existence of a strong tracking algorithm implies

low-communication protocol for this kind of game with k = Θ(log n) rounds — which

in turn, implies a one-round one-way communication protocol for estimation of x ∨ y

with small failure probability δ = Θ(1/k). This would contradict known communication

complexity lower bound for small failure probability of distinct element counting [75].

2.1.5 Pseudorandom construction

In Section 2.7, we prove the main derandomization lemma used in the algorithm de-

scribed in Section 2.3 for constant factor approximation of the number of distinct ele-

ments. Take w = Θ(log δ−1 + log log n) — we wish to use w instantiations of the basic

estimator, each instantiation is uniquely determined by a seed to pairwise independent

hash function used for the estimator (such a seed is of length O(log n), let us call the

number of different seeds N).

We pick w2 := Θ(logw), a random walk of length w2 over an expander graph with

vertices [N ] and degree quasipoly(w2) will be bad with probability exp(−Ω(w2)) — by
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which we mean that either the median of all the estimators produced by this walk is

at some point far from actual F0, or that we need at some point more than Cw2 bits

to store all the values of the estimators by storing median and deviations from median.

A single random walk like this is going to need O(log n + w2 log2w2) random bits. If

we consider now space of all those random walks, we can use known construction of

averaging samplers to get a sample of size W = poly(w), such that with probability

1− exp(−Ω(w)) the fraction of failed random walks is the same as in the entire space.

If we condition on the event that the sampler succeeded, by taking w
logw independent

elements from the sample [W ], we can see that more than half of them is bad with

probability exp(−cw1)w/ logw = exp(−cw). As we are taking w
logw independent elements

from the universe of size O(poly(w)) we need only w
logwO(logw) = O(w) random bits

to achieve this.

2.2 Notation and preliminaries

For a natural number m, by [m] we denote set {1, . . .m}. For a finite set A, by #A ∈ Z

or |A| we denote the cardinality of A. For X ∈ [2n], we will write X ∈ {0, 1}n to be a

bit representation of X. For a bitvector y ∈ {0, 1}n we denote |y| = #{i : yi = 1}. For

two bitvectors x, y, we take x ∨ y ∈ {0, 1}n to be the bitvector with (x ∨ y)j = 1 if and

only if xi = 1 or yi = 1.

In the paper n will be used to denote the size of the universe from which the elements

in the input stream are chosen, T — the length of the stream, and x(1), x(2), . . . x(t) ∈ [n]

are those elements. Set S(t) := {x(1), . . . x(t)} to be the set of all distinct elements seen

up to a time step t, and F
(t)
0 := #S(t).

Throughout the paper we use notation A . B, to denote the existence of an absolute
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constant C such that A ≤ CB, where A and B themselves may depend on a number of

parameters. We write A '1+ε B to denote (1− ε)B ≤ A ≤ (1 + ε)B.

2.3 Constant factor approximation with high probability

In this section we prove Theorem 2.1.1, assuming existence of specific pseudo-random

objects described in Lemma 2.3.3. The proof of Lemma 2.3.3 itself is postponed until

later in Section 2.7. We will first state few necessary definitions, followed by a statement

of a pseudo-random lemma, then we proceed with the proof of Theorem 2.1.1.

Definition 2.3.1 (doubly-exponential tail). We say that a function f : [M ] → R+

satisfies doubly-exponential tail bounds if Prs∼Unif([M ])(f(s) > λ) < exp(−eλ).

Definition 2.3.2 (C-small set). Consider a finite universe [M ], equipped with R func-

tions g1, . . . gR : [M ] → R+. We will say that a sequence S ∈ [M ]∗ is C-small with

respect to g1, . . . gR, if ∀t ≤ R,
∑

X∈S gt(X) ≤ C|S|.

Equipped with those definitions, we are ready to state the pseudorandom lemma.

Lemma 2.3.3. For any w ≥ Ω(R1/2) satisfying in addition w ≥ (logM)Ω(1), there exist

w1, w2 with w1w2 = Θ(w), and an explicit function Ξ : {0, 1}s × [w1] → [M ]w2, such

that for any g1, . . . gR : [M ] → R+ with doubly-exponential tail bounds, we have with

probability at least 1−exp(Ω(−w)) over a random selection of the seed U ∈ {0, 1}s, that

majority of sequences Ξ(U, k) is C-small for some universal constant C.

That is

∃Ξ, ∀g1, . . . gR, Pr
U∼Unif({0,1}s)

(#{k : Ξ(U, k) is C-small} > w1/2) ≥ 1− exp(−Ω(w)),

where g1, . . . gR above must satisfy doubly-exponential tail bounds.
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The seed length in this construction is s = O(logM + w), and Ξ can be evaluated in

time poly(s).

Let us now proceed with the proof of Theorem 2.1.1.

Fix a stream of updates x(1), x(t), . . . x(T ) ∈ [n], and corresponding sets S(t) := {x(i) :

i ≤ t}.

Consider [N ] as a set, with implicit bijection to a family of pairwise independent

hash functions from [n] to [n], where logN = Θ(log n). For each i ∈ [N ], we have

corresponding hash function hi : [n] → [n], and estimates Y
(t)
i := max{lsb(hi(s)) : s ∈

S(t)} — the estimate for lg |S(t)| given by hash function hi. We will focus on the error

of those estimators Ŷ
(t)
i := Y

(t)
i − lg |S(t)|.

Fact 2.3.4. The error terms satisfy following subexponential tail bound

Pr
i∼Unif([M ])

(|Ŷ (t)
i | > λ) . 2−λ.

Proof. Consider random set S
(t)
k := {s ∈ S(t) : lsb(hi(s)) ≤ k}.

For k = log |S(t)| − λ we have E |Sk| ' 2λ, and Var |Sk| ≤ E |Sk|, hence Pr(|Sk| =

0) ≤ 2−λ by Chebyshev inequality, and therefore Pr(Ŷ
(t)
i > λ) < 2−λ.

For the lower tail bound it is enough to consider Markov inequality: if k = log |S(t)|+

λ, we have E |Sk| ≤ 2−k, and Pr(|Sk| ≥ 1) ≤ 2−k. �

We will be interested in Z
(t)
i := log(2 + |Ŷ (t)

i |) which is proportional to the number of

bits necessary to write down deviation Y
(t)
i from lgS(t). The Fact 2.3.4 implies that Z

(t)
i

have doubly-exponential tail bounds, up to some rescaling: Pri(Z
(t)
i > cλ) ≤ exp(−eλ)

for some constant c.
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Let us take a sequence t1, t2, . . . tR, such that |S(tk)| = 2k, where R = Θ(log n). We

can now apply Lemma 2.3.3, with M := N and functions gk : [M ] → R+ given by

gk(i) = Z
(tk)
i /c and w = Θ(log δ−1 + log n).

The final algorithm will be following: in the initialization phase, we choose a uniformly

random string S ∈ {0, 1}s and store it. Consider now ΞS : [w1] → [N ]w2 , as in the

statement of Lemma 2.3.3, which for each value t ∈ [w1] yields a group of w2 seeds for

pairwise independent hash function from [n] to [n]. For every such group, for example

a group ΞS(k), we store all the values {Y (t)
i : i ∈ Ξs(k)} in the compressed form: we

store separately a median of all estimates within group, and the differences between

Y
(t)
i and aforementioned median. If at any point in time a size of the whole description

of a given group in bits exceeds some C2w2 we mark this group as broken and we

stop updating it (where C2 = 2Cc). Clearly, the total space complexity is bounded by

O(s+ C2w2w1) = O(s+ w) = O(log n+ log δ−1).

We claim that from the C-smallness condition, we can deduce that for a majority of

t ∈ [w1], at all times both the median of all the estimates within group is close to the

actual |S(t)|, and the total space to store the whole group is bounded by C2w2. If this

is the case, then as an estimate for |S(t)| we can just report the median over groups

t ∈ [w1] that are not marked as broken, of all the medians within a group of estimates

Y
(t)
i , and the correctness of the algorithm follows.

To finish the argument, we need to show that every C-small group of estimators

indeed yields a good approximation for F0, and is stored succinctly at all times (i.e.

never becomes marked as broken). Consider a C-small group H ∈ [N ]w2 . First, we will

argue that at all times tk, we have log(median(i ∈ H : Y
(tk)
i )) = log |S(t)| ±C3. Indeed,

we know that on average over all i ∈ H, we have Ei∈H log |2 + Y
(tk)
i | < C, therefore for

at least 2/3 fraction of i ∈ H, we have log |2 + Ŷ
(tk)
i | ≤ 3C, which means that for those
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i we have Ŷ
(tk)
i ≤ 23C . This, together with the definition of Ŷ implies the claim with

C3 = 23C . To argue that we are storing group H using O(w2) bits, let M (tk) be the

median of all Y
(tk)
i over i in H. The space to store the group is given by O(log log n)

bits to store the median within a group, and O(
∑

i∈H log (2 + |Yi −M |)) to store the

rest. We have bound

∑
i∈H

log
(

2 + |Y (tk)
i −M (tk)|

)
≤
∑
i∈H

log
(

2 + |Y (tk)
i − logF

(tk)
0 |

)
+
∑
i∈H

log(1+|M (tk)−logF
(tk)
0 |) ≤ O(w)

where the first sum is bounded because of the C-smallness condition.

Finally, we have to say that if the group satisfies those two properties at all times tk,

then those properties are satisfied (with larger constants) at all time steps t ≤ T . To

see that, fix some t between tk and tk+1. Note that Y
(t)
i is non-decreasing with respect

to t, and we have

|Y (t)
i −M

(t)| ≤ |Y (tk+1)
i −M (tk)| ≤ |Y (tk+1)

i −M (tk+1)|+ |M (tk+1) −M (tk)|.

Moreover, by triangle inequality

|M (tk+1)−M (tk)| ≤ |M (tk+1)− logF
(tk+1)
0 |+ |M (tk)− logF

(tk)
0 |+ | logF

(tk+1)
0 − logF

(tk)
0 |

and each of those terms is bounded by constant.

This implies

∑
i∈H

log
(

2 + |Y (t)
i −M

(t)|
)
≤
∑
i∈H

[
log
(

1 + |Y (tk+1)
i −M (tk+1)|

)
+ log

(
1 + |M (tk) −M (tk+1)|

)]
= O(|H|) = O(w2).
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This completes the proof of the correctness of the algorithm — at any step t, all C-

small groups are not marked as broken, and all of them report a constant approximation.

Strictly more than half of all the groups is C-small, hence the median of all groups that

are still active, has to be a constant approximation to the quantity of interest as well.

2.4 High accuracy regime

In this section we prove Theorem 2.1.4. As a building block we will use algorithm

discussed in [79, Section 3.2]. In the Appendix we prove the following, qualitatively

stronger bounds on the space complexity of their algorithm. The construction of the

algorithm, and correctness analysis was already present in [79] — correctness can be also

deduced from the discussion in Section 2.5, where we discuss this algorithm in detail,

and show stronger guarantees for a slight variation of it. Note that in the original paper

the guarantees on the space complexity of this algorithm were proven when 1
ε2
> log n,

as this could be assumed without loss of generality in their setting. For us, the scenario

when 1
ε2
< log n is relevant.

Theorem 2.4.1. There is an algorithm Fε which gives a (1 + ε)-approximation to F
(t)
0

with probability at least 5
6 , assuming access to an oracle providing strong tracking of

F
(t)
0 with constant factor approximation C, and oracle access to O(log n+poly log(1/ε))

additional random bits. The space usage of this algorithm at any given time t (excluding

random bits mentioned above), denoted by W (t), satisfies

Pr(W (t) >
C2

ε2
) ≤ ε4 (2.2)
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and

Pr(W (t) >
λ

ε2
) ≤ exp(−eΩ(λ)). (2.3)

Moreover for t1 < t2 such that |S(t1)| ≥ |S(t2)|/2 we have

W (t1) ≤W (t2) +O(
1

ε2
) (2.4)

for some universal constant C.

We will show how assuming this theorem we can prove Theorem 2.1.4, leveraging

tools described in Section 2.3.

First of all, note that on a way to prove Theorem 2.1.4, we can assume without

loss of generality that 1
ε2

< log n, for if it is not the case, we can just use log δ−1

parallel repetitions of the KNW algorithm, to achieve δ failure probability with space

O(log n log δ−1 + log δ−1

ε2
) = O( log δ−1

ε2
). In particular, this implies that the number of

random bits used in Theorem 2.4.1 is O(log n+ poly log 1
ε2

) = O(log n).

We consider two separate cases, depending on relation between ε and log n. First,

let us discuss case when ε <
(

1
logn

)1/4
. In this scenario, Eq. (2.2) implies that for

any specific position with probability 1 − C
logn the total space consumption of a single

instance of KNW algorithm use space O( 1
ε2

). Because of Eq. (2.4), we can union bound

only over positions for which F
(t)
0 grows by a factor of two (there are O(log n) such

positions), to ensure that with probability 5
6 single instantiation of the algorithm uses

space O( 1
ε2

) at all times.

We will use O(log δ−1) parallel instantiations of this algorithm. We use an algorithm

which existence is guaranteed by Theorem 2.1.1 instantiated with failure probability δ to

provide a strong-tracking oracle for all those implementations simultaneously. Instead
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of using log δ−1 independent seeds across different instantiation of the algorithm F̃ε, we

consider the following standard pseudorandom object raising from random walks over

explicit low degree expander graphs.

Definition 2.4.2. [112, Chapter 3] A function Γ : {0, 1}s×[w]→ [M ] is (ε, δ)-averaging

sampler, if for any function f : [M ] → [0, 1] and random variables Yi := Γ(U, i) for

uniformly random U , we have

Pr

∣∣∣∣∣∣
∑
i≤w

f(Yi)− µw

∣∣∣∣∣∣ > εw

 < δ,

where µ := EY∼Unif([M ]) f(Y ).

A (ε, δ) sampler is called explicit if Γ can be computed in polynomial time in s and

w.

Theorem 2.4.3. [112, Corollary 4.41] For every ε, δ there exist an explicit (ε, δ)-

averaging sampler, with the number of samples w = Oε(log δ−1) and seed length s =

logM +Oε(w), where Oε notation hides constant depending on ε.

Moreover Γ can be computed using space O(s+ w).

Consider [M ] to be the space of all possible random strings that were to be supplied

to the algorithm Fε, and note that logM = O(log n). Let us fix an input stream, and

condition on specific realization of the constant approximation tracking oracle (assuming

that it succeeded — we can bound the failure probability by δ). For k ∈ [M ] let F̃0(k)

be the approximation to F
(T )
0 reported by algorithm Fε while supplied random string

corresponding to k. We can define f : [M ] → {0, 1}, to be f(k) := 1 if and only if

|F̃0(k)− F (T )
0 | < εF

(T )
0 . Clearly, we have Ek∼Unif([M ]) f(k) > 5

6 — this follows from the

correctness guarantee for algorithm Fε.
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Consider now Γ, a (1
6 , δ) averaging sampler as in Theorem 2.4.3. Except with failure

probability δ over uniform random seed S it will yield us a sequence ΓS(1), . . . ,ΓS(w)

of seeds, such that at least 2
3w amongst F̃0(ΓS(1)), . . . F̃0(ΓS(w)) yields a good approx-

imation to F0. In this case, if we report median of all F̃0(k), it will be a valid answer.

The space of this algorithm is O(log n + log δ−1) for the constant approximation

oracle, O(log n + log δ−1) for storing the seed to the averaging sampler, and O( log δ−1

ε2
)

for storing all w instantiations of Fε algorithm. This yields total space complexity

O(log n + log δ−1). The failure probability of each one of the three phases is bounded

by δ, hence the total failure probability is bounded by 3δ, and the result follows by

rescaling δ by a constant factor.

Let us now turn our attention to the analysis of the second case, where ε >
(

1
logn

)1/4
.

In this case, the proof will make use of Eq. (2.3), and mimic the proof of Theorem 2.1.1.

Note that in this regime of parameters, we can assume without loss of generality, that

log δ−1 ≥ C
√

log n, as otherwise we could take δ′ such that log δ′−1 = log δ−1 +C
√

log n,

and the additional C
√

logn
ε2

term in the space complexity will be dominated by O(log n)

term anyway.

First of all, by naive failure probability amplification, after adjusting other constant in

Theorem 2.4.1, we can actually assume that failure probability of this algorithm is small

constant c0. We will apply Lemma 2.3.3 where the universe [M ] is given by M = 2r,

with r being the number of random bits accessed by this new adjusted algorithm (in

particular logM = Θ(log n)).

Let us take a sequence t1, . . . tR−1 where t1 = 0, and each tj for j > 1 is smallest such

that F
(tj)
0 ≥ 2F

(tj−1)
0 . Clearly, R = O(log n).

We will use g1, . . . gR to be given by gi(m) := ε2

CW
(ti)
m for i ≤ R − 1, where by W

(ti)
m

we denote the space consumption of the instantiation of the algorithm described in
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Theorem 2.4.1 with random bits given by m ∈ [M ]. Finally, we pick gR(m) to be 0

if the instance of algorithm corresponding to random bits m succeeds to provide 1 + ε

approximation, and some large C0 ≥ 3C if it fails. Given that failure probability c0

is small enough depending on C0, we can ensure that this function gR indeed satisfy

doubly-exponential tail bounds. For all previous functions g1, . . . gR−1, doubly exponen-

tial tail bounds are guaranteed by Eq. (2.3). Finally, we can apply Lemma 2.3.3 with

w = Θ(log δ−1) — we assumed that log δ−1 = Ω(
√

log n), so the assumptions of this

lemma are satisfied.

The sampler Ξ guaranteed by Lemma 2.3.3 returns a sequence of groups of estimators,

such that most of those groups are C-small (except with small failure probability δ over

the choice of the seed). We wish to argue that if the sampler succeeds (i.e. most of the

reported groups is C-small), then the algorithm will use small space, and will correctly

return (1 + ε) approximation for the number of distinct elements. As in Section 2.3,

we can discard any group for which the space consumption becomes too large over the

course of algorithm, hence the total space is O( w
ε2

+ log n) = O( log δ−1

ε2
+ log n). By

C-smallness condition restricted to functions g1, . . . gR−1 and Eq. (2.4) majority of the

groups (all C-small groups) are never discarded in this way — the argument for this is

identical as in the proof of Theorem 2.1.1. We need to argue, that reporting median

of all the medians within surviving groups indeed yields (1 + ε)-approximation to the

number of distinct elements. This is guaranteed by C-smallness condition applied to

function gR — indeed, for large enough C0 we can ensure that any C-small group of

estimators have at least 2
3 fraction of estimators reporting value that is within (1 + ε)

to the actual answer.
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2.5 Strong tracking of distinct elements

In this section we prove Theorem 2.1.6. Let us first state a technical lemma essential in

the argument. After stating this lemma we will show how, together with Lemma 2.1.7,

those two imply Theorem 2.1.6. The rest of this section will be devoted to proving those

lemmas.

Definition 2.5.1. For a finite universe [K], let φK : [K]∗ → N be given by

φK(r1, . . . rs) := #{j ∈ K : ∃i, ri = j}.

Moreover, let ΦK : N→ N be given by

ΦK(t) := Eφ(X1, . . . Xt)

over X1, . . . Xt uniformly random in [K] and independent.

We will skip the index K, when the underlying universe is clear from context.

Function φ counts the number of non-empty bins after throwing balls into K bins,

and the following lemma states that if we track then number of non-empty bills while

throwing balls at random it stays close to the expectation. A lemma like this would

be much simpler corollary of Doobs Martingale inequality, if variables X1, . . . XR were

known to be fully independent.

Lemma 2.5.2. Consider a sequence X1, . . . XR ∈ [K] q-wise independent for some

q = Θ(polylogR) where marginal distribution of each Xi is uniform over [K], and

R ≤ K/20. Then

sup
t≤R
|φ(X1, . . . Xt)− Φ(t)| = O(

√
R)
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with probability 3/4.

The following fact will also be useful

Fact 2.5.3 ([79]). We can calculate Φ exactly as ΦK(t) = t
(
1−

(
1− 1

t

)n)
for t > 0,

and ΦK(0) = 0.

Moreover for all 0 ≤ α1, α2 ≤ K/20, we have 0.9|α2 − α1| ≤ |Φ(α2) − Φ(α1)| ≤

|x2 − x1|.

Finally, for t < P/20, we have Var(φ(X1, . . . Xt)) ≤ Φ(t) ≤ t.

Proof of Theorem 2.1.6. First we will discuss how, given an upper bound P on the

number of distinct elements, we can analyze a variant of the algorithm in [79] to argue,

that in fact at all times t it provides a ±εK additive approximation to |S(t)|, without

any additional space blowup. This can be used to say that after amplifying the failure

probability to δ/ log n, by union bound over all positions where |S(t)| grows by a factor

of two, we can obtain strong tracking guarantee with failure probability δ.

Take P = 100
ε2

, and let us consider a 8-wise independent hash-function h1 : [n] → [n]

(8-wise independence here is used to get correct bounds on the space complexity in

Theorem 2.4.1) , and random sets S
(t)
k := {s ∈ S(T ) : lsb(h1(s)) ≥ 2k} as previously. Let

us consider in addition a pairwise independent hash function h3 : [n]→ [P 2], and finally

a polylog(P )-wise independent hash function h4 : [P 2] → [P ]. Define h2 : [n] → [P ] to

be the composition h2 := h4 ◦ h3.

In the Appendix 2.8 it is discussed how, given oracle access to constant factor strong

tracking, we can maintain a sketches of size O( 1
ε2

) on average (with some small constant

probability of failure), such that we can recover |h2(Sk)| for any k at any point of the

stream.
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Let us fix any K < n, and let k be such that 2−kK ≈ 1
10ε2

. We wish to show that

with probability 9
10 we have

∀t ≤ T0, |Φ−1(|h2(S
(t)
k )|)2k| = |S(t)| ± O(εK) (2.5)

where T0 is such that |S(T0)| = K.

If this were true, we could repeat the construction O(log log n+log δ−1) times, to am-

plify success probability for the median estimator to 1− δ
logn , and use a union bound to

ensure that Eq. (2.5) is satisfied for all k simultaneously. This can kind of amplification

can be implemented exactly as described in Section 2.4.

Given access to strong tracking oracle with constant failure probability, we know

which set |Sk| to use, at any given time, to estimate |S(t)|, as above.

We only need to show that Eq. (2.5) indeed holds with large constant probability. We

can assume without generality that |S(t)| = t, i.e. all the elements in the input stream

are distinct.

First of all, we will show that ∀t ≤ T0, |S(t)
k |2

k = |S(t)|± εK. Indeed, note that if we

take Xk := |S(t)
k |2

k−|S(t−1)|2k−1, we can see that Xk are 4-wise independent (because

hash function h1 was assumed to be 4-wise independent), and satisfy EXk = 0, EX2
k ≈

2k. By applying Lemma 2.1.7 we see that sup
t≤T0

∣∣∣2k|S(t)
k | − t

∣∣∣ = O(
√

2kT0) = O(εK).

By birthday paradox, with probability 9/10 we have |h3(S
(t)
k )| = |S(t)

k |, i.e. function

h3 has no collisions in the part of the stream of interest. Moreover, by Lemma 2.5.2,

conditioned on S
(t)
k we have that with high probability at all times t in the range of

interest that |h2(S
(t)
k )| = Φ(|S(t)

k |) ± O(1
ε ). This together with Fact 2.5.3, implies that

Φ−1(|h2(S
(t)
k )|) yields at all times a good approximation of S

(t)
k , and by composing with

the previous argument, this shows Eq. (2.5) �
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The rest of this section will be devoted to proving Lemma 2.1.7 and Lemma 2.5.2.

2.5.1 Kolmogorov inequalities with bounded independence

Here we will show Lemma 2.1.7. Let us first discuss a similar lemma under fourth

moment assumptions, but crucially without any independence assumptions on the in-

crements. This lemma we will use to control deviations of pseudorandom versions of

Doobs martingale in the proof of Lemma 2.5.2. The following proof is basically present

in [21], although with different statement of the lemma — understanding it will be

helpful in understanding much more delicate proof of Lemma 2.1.7, where we do not

have control over fourth moments.

Lemma 2.5.4. Let X1, X2, . . . XT be collection of random variables with EXi = 0, and

let Yj :=
∑

i≤j Xj. If for any i, j we have E(Yi − Yj)4 . (i− j)2, then

Pr(sup
i
Yi ≥

√
Tλ) . λ−4

Proof. We assume without loss of generality that T = 2n − 1, define A0 = {0}, and in

general Ak := {j2n−k : j ∈ {0, 1, . . . 2k − 1}}, let us moreover define δk := 2n−k.

For each k > 1 we have Pr(∃j ∈ Ak−Ak−1, |Yj−Yj−δk | > λ2k/3
√
δk) . |Ak|(λ2k/3)−4 ≤

λ−42−k/3. Note that if j ∈ Ak −Ak−1 then j − δk ∈ Ak−1.

Except with probability
∑

k λ
−42−k/3 . λ−4 all of those events happen simultane-

ously for all k. In this case, by applying triangle inequality we have

∀j|Yj | ≤
∑
k

2k/3
√
δkλ =

∑
k

2n/2−k/6λ .
√
Tλ.

�
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Proof of Lemma 2.1.7. Let us assume without loss of generality that T = 2n. Take

A0 := {0, T}, and for k ≤ n, take Ak := {j2n−k : j ∈ {0, 1, . . . 2k}}.

For every t ∈ Ak \Ak−1, it has two neighbours in Ak−1: those are t+ δk, t− δk ∈ Ak,

where δk := 2n−k+1.

Observe that EX∼D(St − St−δk)2 ≤ δk, and similarly EX∼D(St − St+δk)2 ≤ δk, and

moreover EX∼D(St−St−δk)2(St−St+δk)2 ≤ δ2
k — this can be shown by expanding both

sums (St − St−δk) and (St+δk − St) — because of 4-wise independence and EXiXj = 0

for i 6= j, we have E(St− St−δk)2(St+δk − St)2 = E
∑

1≤i≤δk
∑

1≤j≤δk X
2
t−δk+iX

2
t+j ≤ δ2

k.

Those bounds on second moments, together with Markov inequality, yield a bound

Pr(min{|St−St−δk |, |St−St+δk |} > λ
√
δk) ≤ Pr((St−St−δk)2(St+St+δk)2 > λ4δ2

k) ≤
1

λ4

For k ≥ 1, t ∈ Ak define a bad event Ek,t to be min{|St − St−δk |, |St − St+δk |} >

γ
√
δk2

k/3. We have Pr(Ek,t) ≤ 2−4k/3

γ4 . Since |Ak \ Ak−1| = 2k−1, for every k we have

Pr(∃t ∈ Ak \ Ak−1 : Ek,t) ≤ 2−k/3

γ4 , and finally by taking union bound over all k, we

have Pr(∃k, t ∈ Ak \Ak−1 : Ek,t) .
1
γ4 .

We now claim, that if no of the events Ek,t happened, we have

sup
t≤T
|St| ≤ |ST |+ γ

∑
k≤n

√
δk2

k/3. (2.6)

Before we prove that, let us observe that
∑

k≤n
√
δk2

k/3 ≤
√
T
∑

k≤n 2−k/6 = O(
√
T ).

We will show the following fact by induction over k0

sup
t∈Ak0

St ≤ ST + γ
∑
k≤k0

√
δk2

k/3.

Clearly for k0 = 0 this is satisfied. Moreover, for k0 > 1, if t ∈ Ak0 −Ak0−1, we have
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some t̃ ∈ Ak0−1, with |St − St̃| ≤ γ
√
δk02k0/3 — this follows from the fact that event

Ek0,t did not happen. This yields

|St| ≤ |St̃|+ |St − St̃| ≤ sup
t∗∈Ak0−1

|St∗ |+ γ
√
δk02k0/3

On the other hand, ES2
T ≤ T , hence by Chebyshev inequality Pr(|ST | >

√
Tγ) ≤ 1

γ2 .

This, together with inequality Eq. (2.6) yields a tail bound Pr(sup
t≤N

St > K
√
Nγ) =

1
γ2 +O( 1

γ4 ) for some universal constant K; after changing γ by this constant factor, we

conclude the statement of the lemma. �

2.5.2 Pseudorandom balls and bins

For the proof of the Lemma 2.5.2 we will need following statement of the Chernoff

inequality

Theorem 2.5.5 (Chernoff bound [11, Lemma 2.3]). If X1, . . . Xn are r-wise independent

random variables satisfying 0 < Xi < 1 almost surely, with µ := E
∑
Xi then for λ > 2

we have

Pr(
∑

Xi > λµ) < exp(−Ω(max{µλ, r} log λ))

The strategy for the proof of Lemma 2.5.2 is following. For random variables X1, . . . XR

as in the statement of the lemma, we would like to control process St = EX′ φ(X1, . . . Xt, X
′
t+1, . . . X

′
R),

and specifically the deviations sup
t
|St − ESt|. If variables Xi were truly independent,

that would be given by the Doobs martingale inequality. As they are not, we first show

that φ can be approximated in appropriate sense by a low degree polynomial φ̂. Then

we control analogous process Ŝt defined on top of the approximation φ̂ — in order to

do this, we observe that low moments of the increments Ŝj − Ŝi are bounded — they
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are expectations of low degree polynomials of input variables Xi, hence they are the

same as if the variables were truly independent — and in such a case we can use known

results about martingales to reach the desired conclusion.

Lemma 2.5.6. For any P and R ≤ P/20, there exists a polynomial φ̂ : {0, 1}logP×R →

R of degree O(log2 P ) with integer coefficients, such that for every distribution X1, . . . XR

which is at least r = poly(logP )-wise independent and with marginal distribution of each

Xi being uniform, we have

‖φ̂(X1, . . . XR)− φ(X1, . . . XR)‖p = o(1)

for any p . log logP . In particular

Pr(φ̂(X1, . . . XR) 6= φ(X1, . . . XR)) = o(1). (2.7)

Above, Xi denotes the binary representation of Xi.

Proof. Consider polynomials EQk : RlogP → R, such that EQ restricted to the hyper-

cube {0, 1}logP has values {0, 1} and it takes value 1 only for argument k (for a number

k ∈ [P ], we write k ∈ {0, 1}logP to be the binary representation of k). There is such a

multilinear polynomial of degree log P .

Consider moreover polynomial I0 : R→ R of degree d = Θ(logP ) defined as

I0(x) := 1−
∑

0≤i≤d
(−1)i

(
x

i

)
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Let us observe that for x ∈ N, with x ≤ d we have

I0(x) =

 0 for x = 0

1 otherwise

and moreover |I0(x)| .
(
x
d+1

)
for any x > 0.

Let us define now

φ̂(X1, . . . XR) :=
∑
k∈[P ]

I0(
∑
j≤R

EQ(Xj , k))

and note that this is a polynomial of degree d logP = O(log2 P ).

Given an instantiation of random variables X1, . . . XR, we will take Bi := #{j : Xj =

i} defined for every i ∈ [P ], and moreover we will define M(X1, . . . XR) := maxi∈[P ]Bi.

We claim that φ̂(X1, . . . XR) = φ(X1, . . . XR) as long as M(X) ≤ d, and for M(X) >

d we have |φ̂(X1, . . . XR) − φ(X1, . . . XR)| < N
(M(X)

d

)
< N exp(c0d ln M(X)

d ) for some

constant c0. This yields

E |φ̂− φ|q ≤
∑

k>log d

Pr(2k < M(X) < 2k+1)E
[
N q exp(c0qd log

M(X)

d
)

∣∣∣∣2k < M(X) < 2k+1

]

≤
∑

k>log d

Pr(M(X) > 2k) exp(c0qd log
2k

d
+ q lnN). (2.8)
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We can bound the tail probabilities of M(X) as follows

Pr(M(X) > λ) ≤
∑
j≤R

Pr(Bj > λ)

≤ RPr(B1 > λ)

≤ R exp(−C min(λ, r) log λ) (2.9)

where the last inequality follows from the Chernoff bound Theorem 2.5.5, because EBi <

1/20.

Eq. (2.9) together with Eq. (2.8) yields

E |φ̂− φ|q ≤
∑

k>log d

exp(−C(kmin(2k, r)) + dq log
2k

d
+ q logR)

The exponents in this sum are quickly decaying, so the whole sum is of the same order

as the first term, namely

exp(−Θ(d log d) + Θ(dq) + q logR)

if we pick r > dO(1).

Hence, for q � log d and d� logR we have

E |φ̂− φ|q ≤ exp(−Ω(d log d)).

�

We will now show that for any distribution with enough independence, specific types

of random walks associated with functions φ and φ̂ stay close to each other with good
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probability. If variables X1, . . . XR are uniform and independent, processes St described

below are just Doobs martignales associated with function φ, that were used to show

correctness of the algorithm in the random-oracle model.

Lemma 2.5.7. Consider φ̂ to be the polynomial from Lemma 2.5.6, and let X1, . . . XR ∈

Σ be a sequence of k-wise independent random variables such that marginal distribution

of each Xi is uniform, where k = poly(d).

Consider St := EX′ φ(X1, . . . Xt, X
′
t+1, . . . X

′
R), and Ŝt := EX′ φ̂(X1, . . . Xt, X

′
t+1, . . . X

′
R),

where X ′ are independent random variables, distributed uniformly over Σ. Then

Pr(∃t, |Ŝt − St| > λ) .
R

λ2
. (2.10)

Proof. For single t we have

‖Ŝt − St‖22 ≤ E
X
| E
X′
φ(X1, . . . Xt, X

′
t+1, . . . , X

′
R)

− φ̂(X1, . . . Xt, X
′
t+1, . . . X

′
R)|2

≤ E
X,X′
|φ(X1, . . . Xt, X

′
t+1, . . . X

′
R)

− φ̂(X1, . . . Xt, X
′
t+1, . . . X

′
R)|2

. 1,

where the last inequality follows from Lemma 2.5.6.

Hence, Pr(|Ŝt − St| > λ) . 1
λ2 , and by union bound

Pr(∃t, |Ŝt − St| > λ) .
R

λ2

�
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Lemma 2.5.8. For X1, . . . XR and Ŝi defined as in the Lemma 2.5.7, if ∆i := Ŝi−Ŝi−1,

then

E∆i = 0 (2.11)

E(Ŝi − Ŝj)4 . (i− j)2 (2.12)

Proof. Note that all the expressions in the statement of the lemma are expectations of

polynomials of degree at most 4d in variables Xi, and variables X1, . . . XR are r-wise

independent for r > 4d. We can without loss of generality prove this theorem assuming

that X1, . . . XR are instead independent uniform random variables.

In that case ∆i is a sequence of increments of a Doob’s martingale, and therefore

E∆i = 0. Similarly, since Ŝi is Doobs martingale we can apply Lemma 2.8.5 to deduce

that E(Ŝi − Ŝj)4 . (i− j)2. �

Corollary 2.5.9. For Ŝk defined as above, we have Pr(sup
k≤R
|Ŝk − Ŝ0| ≥ λ) . R

λ2 .

Proof. Folows from Lemma 2.5.8 and Lemma 2.5.4. �

Corollary 2.5.10. For St defined as in Lemma 2.5.7

Pr(sup
t
|St − S0| ≥ λ) .

R

λ2

Proof. Since |St − S0| ≤ |St − Ŝt|+ |Ŝt − Ŝ0|+ |Ŝ0 − S0|, clearly we have

Pr(sup
t
|St − S0| ≥ λ) ≤ Pr(∃t, |St − Ŝt| ≥ λ/3) + Pr(sup

t
|Ŝt − Ŝ0| ≥ λ/3)

and the claim follows from Corollary 2.5.9 and Lemma 2.5.7. �
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Remark 2.5.11. If X̂t+1, . . . X̂R are all uniform and independent, then for any setting

of variables X1, . . . Xt we have

E
X̂
φ(X1, . . . Xt, X̂t+1, . . . X̂R) = Φ

[
Φ−1(φ(X1, . . . Xt)) +R− t

]
.

We are finally ready to prove the last technical lemma, stating that for bounded-wise

independence balls-and-bins experiment, the number of non-empty bins stays close to

its expectation at all times.

Proof of Lemma 2.5.2. By Corollary 2.5.10 we conclude that with probability 9
10 we

have

∀t, E
X′
φ(X1, . . . Xt, X

′
t+1, . . . , X

′
R)− Φ(R) ≤ O(

√
R).

Using bi-Lipschitz properties of ΦR (Fact 2.5.3), we deduce that equation above imply

∀t,Φ−1(E
X′
φ(X1, . . . Xt, X

′
t+1, . . . .X

′
R)) = R±O(

√
R).

Applying Remark 2.5.11, we deduce

∀t,Φ−1(φ(X1, . . . Xt)) = t±O(
√
R)

and finally, again using bi-Lipschitz continuity of Φ, we deduce

∀t, φ(X1, . . . , Xt) = Φ(t)±O(
√
R)

�
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2.6 Strong tracking lower bound

In this chapter we prove Theorem 2.6.7 — Ω( log logn
ε2

) lower bound for strong track-

ing of distinct elements. To this end, we introduce concept of T -game — model of

communication-complexity game tailored to the lower bound in question.

Definition 2.6.1 (T -game). For any relation R ⊂ {0, 1}n × {0, 1}n × Σ, we consider

T -game T (R, k) with k-rounds, to be communication problem with two parties, Alice

and Bob defined as follows. In each round of the game

• Alice receives her input xk ∈ {0, 1}n, and Bob receives his input yk ∈ {0, 1}n.

• Alice receives Bobs input yk−1 from the previous round, and Bob observes Alices

input xk−1 from the previous round.

• Alice and Bob can observe private random coins r1
k, r

2
k ∈ {0, 1}∗.

• Alice can send a message ak to Bob that depends on all her observations.

• Bob reports to the judge his output zk ∈ Σ.

• Bob can send a message bk to Alice.

We say that protocol P succeeds on input (x1, y1), . . . (xk, yk) and random coins(
(r1
i , r

2
i )
)
i∈[k]

if ∀k(xk, yk, zk) ∈ R. For any protocol P by Alice and Bob, we de-

fine complexity C(P ) of the protocol to be the largest length of ak, or bk sent by any

party.

For a distribution µ over pair of strings {0, 1}n × {0, 1}n, let Pµ,δ be the set of all

protocols that succeed with probability 1 − δ, given as input sequence of independent
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samples (x1, x2), . . . (xk, yk) ∼ µ. We define

Dµ,δ(T (R, k)) := inf
P∈Pµ,δ

C(P )

Definition 2.6.2. For relation R ⊂ {0, 1}n×{0, 1}n×Σ, we will denote by D→µ,δ(R) the

one-way deterministic communication complexity of R under distribution µ of inputs

for Alice and Bob.

The following lemma connects complexity of T -game based on relation R, with one-

way communication complexity of the relation R itself.

Lemma 2.6.3. For every protocol for a k-round T -game with failure probability δ, over

independent samples distributed according to µ and complexity C(P ), there is a one-way

communication protocol for a distribution µ with communication complexity C(P ) and

failure probability δ/k. Formally, for every relation R the following inequality holds

D→µ,δ/k(R) ≤ Dµ,δ(T (R, k)).

Proof. Consider fixed protocol P with C(P ) ≤ S. By standard averaging argument we

can assume that P is a deterministic protocol.

Consider event At given by (xt, yt, zt) ∈ R. At — such an event depends only on

{(xs, ys)}s≤t. We have δ ≥ Pr(
∨
t ¬At) =

∑
t Pr(¬At|

∧
s<tAs), and therefore there is t0

for which Pr(¬At0 |
∧
s<t0

As) ≤ δ
k . In particular, there exists (x̂1, ŷ1), . . . (x̂t0−1, ŷt0−1),

such that

Pr
(xt0 ,yt0 )∼µ

(¬At0 | ∀i < t0, (xi, yi) = (x̂i, ŷi)) ≤
δ

k

Now, Alice and Bob can fix those (x̂, ŷ), and use the restriction of protocol P to

the k-th round as a single round one way communication protocol for R. As described

64



above, failure probability of this protocol is bounded by δ
k . �

In what follows we will use T -games associated with following relation.

Definition 2.6.4 (Approximate distinct elements relation). We define relation F ε0 ⊂

{0, 1}n × {0, 1}n × Z, to be F ε0 = {(x, y, z) : (1− ε)|x ∨ y| ≤ z ≤ (1 + ε)|x ∨ y|}.

The one-way communication complexity of this relation, in the low failure probability

range, can be lower bounded as follows.

Theorem 2.6.5 ([75]). For every ε there is a distribution µ over (x, y) ∈ {0, 1}n ×

{0, 1}n, such that D→µ,δ(F
ε
0 ) = Ω( log δ−1

ε2
). Moreover, this distribution is supported on

vectors with |x| = |y| = n
2

It is enough now to show that strong tracking algorithm for distinct elements can be

leveraged to obtain efficient protocols for T -game based on relation F ε0 .

Lemma 2.6.6. If there is a randomized streaming algorithm using space S for (1 + ε)-

strong tracking distinct elements on the universe of size O(n2), which succeeds with

probability 2
3 , then for any distribution µ supported on pairs (x, y) ∈ {0, 1}n×{0, 1}n of

vectors with Hamming weight n
2 we have Dµ,δ(F

2ε
0 ) ≤ S.

Proof. Indeed, consider universe U partitioned into subsets U1∪U2∪ . . .∪Uk, such that

|U1| = n, and |Ui| = 8|Ui−1|. We can take k = Θ(log n) such that |U | ≤ n2. Moreover,

for each t ≤ k, consider a partition of Ut into n sets Ut = U1
t ∪ . . .∪Unt with |U it | = 8t−1.

The players are going to pass between each other the memory content of the streaming

algorithm. On the t-th round, Alice takes her input xk, and feeds to the algorithm all

the elements At :=
⋃
i:(xk)i=1 U

i
t , then she sends the memory content to Bob, who in

turn feeds to the algorithm set Bt :=
⋃
i:(yk)i=1 U

i
t , and reads off the answer w.
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Let Pt :=
⋃
s<tAt ∪Bt, and Dt = At ∪Bt. Note that Bob knows |Pt|, and moreover

|Pt| ≤
∑

s<t n8s ≤ 1
4n8t ≤ |Dt|4 , where the last inequality follows from the fact that all

vectors xi under consideration have Hamming weight exactly n
2 .

By the correctness guarantee of the tracking algorithm, w is a good approximation

of |Pt ∪ Dt|, i.e. w = (1 ± ε)(|Pt ∪ Dt|). Bob can estimate |Dt| by w − |Pt|. Indeed:

w − |Pt| ≤ (1 + ε)(|Dt|) + ε|Pt| ≤ (1 + 2ε)|Dt|. Bob can report this estimate to the

judge, and send the memory content of the algorithm back to Alice. �

Theorem 2.6.7. Any algorithm satisfying (1 + ε) strong tracking of F0 with failure

probability at most 1
3 , needs to use at least Ω( log logn

ε2
) bits of space

Proof. The statement of this theorem follows directly by composing Lemma 2.6.6,

Lemma 2.6.3 and Theorem 2.6.5. �

2.7 Pseudorandom construction

In this section we will prove Lemma 2.3.3. Before we proceed with the proof, let us

introduce a useful definition.

Definition 2.7.1. A function Γ : {0, 1}s× [w]→ [M ] is called γ0-strong sampler, if for

any function f : [M ]→ [0, 1] and random variables Yi := Γ(U, i) generated by supplying

uniformly random U , we have for any 2 < γ

Pr(|
∑
i≤w

f(Yi) > µγ) ≤ exp(−Ω(µγ log min{γ, γ0}))

and moreover for any fixed i, we have Γ(U, i) ∼ Unif([M ]).

The definition above is non-vacuous — as it has been recently shown, standard pseu-

dorandom constructions of samplers actually satisfy our definition of the strong sampler.
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Theorem 2.7.2 ([104, 113]). A random walk over a finite regular undirected graph with

second largest eigenvalue λ, yields a λ−1-strong sampler. This implies explicit γ-strong

samplers Γ : {0, 1}s × [w]→ [M ] with seed length s = logM +O(w log γ).

In [104] bounds on the moments generating functions of
∑
Yi are proven, instead of

the tail bounds that appear in our definition of strong-sampler. They proved

E exp(θ
∑

f(Yi)) ≤ exp
(

2µ(eθ − 1)
)

for θ ≤ lnλ−1−1. There is a standard way of deducing tail bounds of the form required

for strong samplers from this MGF bound

Pr(|
∑
i≤w

f(Yi)| > µγ) ≤ exp(−µγθ)E exp(θ
∑

f(Yi)) ≤ exp(−µγθ + 2µ(eθ − 1))

we can plug in θ := ln γ∗ − ln 4, where γ∗ := min{γ, γ0} to get Pr(
∑

i≤w f(Yi) > µγ) ≤

exp(−1
2µγ ln γ∗).

We will now show that sums of strongly concentrated random variables, sampled

according to a strong sampler still satisfy similar type of tail-bounds as if they were

sampled independently at random.

Lemma 2.7.3. If Γ : {0, 1}s × [w]→ [M ] is exp(ln2w)-strong sampler, and f : [M ]→

R+ satisfies doubly exponential tail bounds PrX∼Unif([M])(X > γ) ≤ exp(−eγ), then

Pr(
∑
i≤w

f(Yi) > Cw) < exp(−Ω(w))

for some universal constant C.
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Proof. Take some T0, sufficiently large constant, and consider a sequence Tk = 2kT0,

together with functions fk : [M ] → {0, 1} given by fk(x) := [x > Tk]. Let µk :=

wE fk(X), and notice that because of the assumed tail bounds on function f we have

µk ≤ w exp(−e2kT0).

We can bound value of
∑
f(Yi) in terms of fk as follows

∑
f(Yi) ≤ O(w) + T0

∑
k≥0

2k
∑
i≤w

fk(Yi).

We shall bound all terms
∑

i fk(Yi) separately. Let us take k1 smallest such that

µk1 ≤ 1 (i.e. Tk1 ≈ ln lnw) and k2 smallest such that µk2 ≤ exp(−w) — we have

Tk2 = Θ(logw).

Firstly, by Markov inequality Pr(
∑

i≤w fk2(Yi) ≥ 1) ≤ µk2 ≤ exp(−w), so with

probability 1− exp(−w), we have
∑
f(Yi) ≤ O(w) +

∑
k≤k2

2k
∑

i≤w fk(Yi).

We will bound terms between 0 and k1, and terms in the range k1 and k2 separately.

For k1 < k < k2, we can use the Chernoff-type inequality guaranteed by the sampler.

Indeed, for k > k1, we have µk < w exp(−e2 ln lnw) < exp(−1
2(lnw)2), and therefore if

we pick γk := w
ln2 w

µ−1
k > exp((lnw)2) we have by the definition of strong sampler

Pr(
∑
i≤w

fk(Yi) > w/ log2w) < exp(−Ω(
w

log2w
log2w)) = exp(−Ω(w)).

If this (exponentially unlikely) event does not hold for any k in this range, we have∑
k1<k≤k2

∑
i≤w Tkfk(Yi) ≤

∑
k1≤k≤k2

T0 lnw w
ln2 w

= O(w), because k2 = O(logw).

Let us now focus on the range k < k1, and let us consider γk such that γkµk = 3−kw.
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For k < k1 we have γk < w < exp(ln2w), so the sampler guarantee gives us

Pr(
∑
i≤w

f(Yi) > γkµk) ≤ exp(−3−kw log γk) (2.13)

Clearly, if neither of those events hold, we have

∑
k≤k1

∑
i≤w

Tkf(Yi) ≤
∑
k≤k1

T02k3−kw = O(w)

It is enough to bound the failure probability in Eq. (2.13). We have log γk = −k log 3+

logw − log µk = −k log 3 + log Pr(f(X) > Tk) > k log 3. As such, for any fixed k, we

have Pr(
∑

i ≤ wf(Yi) > γkµk ≤ exp(−w), and by union bound the failure probability

is bounded by exp(−w + log k1) < exp(−Ω(w)). �

First, let us observe that Theorem 2.7.2 and Lemma 2.7.3 implies that

Lemma 2.7.4. For w2 ≥ K logR, there exist an explicit function Ξ0 : {0, 1}s0× [w2]→

[M ] such that set {Ξ0(U, 1), . . .Ξ0(U,w2)} is C-small except with probability exp(−cw2).

The seed length is s0 = O(logM + w2 log2w2).

Proof. Consider Ξ0 as in Theorem 2.7.2 with parameter λ = O(exp(log2w2)). We know

that for every specific gt, with probability exp(−Ω(w2)), the sum over the generated

sequence satisfies
∑

t≤w2
gt(Ξ0(U, i)) ≤ Cw2. We can union bound over all t ≤ R, so

the probability that Ξ0(U, ∗) fails to be C-small is bounded by exp(−Ω(w2) + logR) =

exp(−Ω(w2)), as long as K in the statement of the lemma is sufficiently large constant.

�

In what follows we will use as a building block the construction guaranteed by the

following theorem
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Theorem 2.7.5 ([117, 62] [112] Corollary 6.24). There exist an explicit (ε, δ)-averaging

sampler Γ : {0, 1}s×[W ]→ [M ], with s = O(logM+log δ−1) and W = poly(ε−1, log δ−1, logM).

We shall use such a sampler to subsample a set of seeds for the expander random walks

discussed in Lemma 2.7.4. We can ensure that except with probability exp(−Ω(w)) the

subsampled set of seeds has the same fraction of seeds generating C-small sets.

Lemma 2.7.6. For any w > KR and w2 satisfying K logR < w2 < w, there exist c

and an explicit function Ξ1 : {0, 1}s1 × [W ]→ [M ]w2 such that

Pr
x∈Unif({0,1}s1 )

(#{w : G1(x,w) is not C-small} > 2 exp(−cw2)W ) < exp(−Ω(w))

The seed length here is s1 := O(logM + w) and W = poly(w, exp(w2), logM).

Proof. Take Γ to be (exp(−cw2), exp(−w))-averaging sampler, where c is such that Ξ0

from Lemma 2.7.4 provides a C-small set except with probability exp(−cw2). Consider

function Ξ1(S, i) = Ξ0(Γ(S, i), ∗), i.e. [Ξ1(S, i)]j = Ξ0(Γ(S, i), j). The required proper-

ties follow from definition of the averaging sampler applied to the indicator function of

f : {0, 1}s0 → {0, 1} with f(s) = 1 if and only if Ξ0(S, ∗) yields a C-small sequence. �

Finally, we are ready to prove the main lemma in this section.

Proof of Lemma 2.3.3. Given w > KR1/2, take w2 = Θ(logw) large enough to apply

Lemma 2.7.6, and w1 large enough with w1w2 = Θ(w). Take Ξ1 as in the Lemma 2.7.6,

and note that with the setting of parameters w2 = Θ(logw) and w ≥ (logM)Ω(1),

we have in fact W = wO(1). Consider the decomposition of the seed S ∈ {0, 1}s as

S = (S1, S2) ∈ {0, 1}s = {0, 1}s1+s2 , and let us focus on collection A = Ξ1(S1, ∗) of

W sequences in [M ]. We know that, except with probability exp(−Ω(w)) over choice
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of the seed S1, we most of the sequences in A is C-small — only 2 exp(−cw2) fraction

of all sequences is not C-small. Let us use S2 to pick a uniformly random sequence of

indices from [W ] — to achieve this, we need s2 = Θ(w1 logW ). Note that if A indeed

satisfies that #{i : [A]i is C-small < 2 exp(−cw2)}, then for a uniformly random indices

i1, i2, . . . iw1 ∈ [W ], we have

Pr(#{j : [A]ij ] is C-small} > w1/2) ≤
(
w1

w1/2

)
exp(−w2)w1/2 ≤ 2w1 exp(−Ω(w)) = exp(−Ω(w))

The total seed length is s = s1 + s2 = O(logM +w) +O(w1 logW ) = O(logM +w+

w
logw logw) = O(logM + w). �

2.8 Space complexity concentration of the KNW algorithm

In this section, for the sake of completeness, we will discuss space complexity of the

optimal algorithm with constant probability proposed in [79] — we use it as a building

block in Section 2.4. The existence of the algorithm as described below was proven in

[79], as well as the fact that it returns correct answer with large constant probability. In

what follows we describe the KNW algorithm, and provide more detailed analysis of the

space complexity of this algorithm — in the original paper, it was shown only that for

1
ε2
> log n, the total space consumption is O( 1

ε2
) with large constant probability. The

condition 1
ε2
> log n could have been assumed without loss of generality in the original

setting, it is not the case in our application.

The correctness of this algorithm (with large constant probability) has been shown

in [79], it also follows from the proofs in Section 2.5. In particular in the proof of

Theorem 2.1.6 it is shown how to deduce strictly stronger statement. We do not discuss
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it in this appendix.

Theorem 2.4.1. There is an algorithm Fε which gives a (1 + ε)-approximation to F
(t)
0

with probability at least 5
6 , assuming access to an oracle providing strong tracking of

F
(t)
0 with constant factor approximation C, and oracle access to O(log n+poly log(1/ε))

additional random bits. The space usage of this algorithm at any given time t (excluding

random bits mentioned above), denoted by W (t), satisfies

Pr(W (t) >
C2

ε2
) ≤ ε4 (2.2)

and

Pr(W (t) >
λ

ε2
) ≤ exp(−eΩ(λ)). (2.3)

Moreover for t1 < t2 such that |S(t1)| ≥ |S(t2)|/2 we have

W (t1) ≤W (t2) +O(
1

ε2
) (2.4)

for some universal constant C.

Proof. Consider some P = C0
ε2

with large constant C0 (depending on C) and some

constant D0 to be specified later. We will pick a random pairwise independent hash

function h3 : [n] → [P 2], and random polylog(P )-wise independent hash function

h4 : [P 2] → [P ]. We set h2 := h4 ◦ h3, and we take h1 : [n] → [n] to be 8-wise

independent hash function. The total number of random bits necessary to access is

O(log n+ poly logP ) = O(log n+ poly log 1
ε ).

We assume access to F̃
(t)
0 such that for every t we have F t0 ≤ F̃

(t)
0 ≤ CF

(t)
0 . For

each i ∈ [P ] we consider Z
(t)
i := max{lsb(h1(s)) : s ∈ S(t), h2(s) = i}, and we store
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Ẑ
(t)
i := max{−1, Z

(t)
i − D(t)}, where D(t) := log F̃

(t)
0 − log 1

ε2
− D0. At time t, we

consider Q(t) := #{i : Z
(t)
i ≥ 0}, and we report F̂ (t) := Φ−1

K (Q(t))2D
(t)

.

Let us consider total space used by all the counters Zi. We need to use O(P ) bits to

store all counters for which value of Z
(t)
i is −1, and space necessary to store counters

with Z
(t)
i ≥ 0 is bounded by

∑
i∈S(t) log max(1, lsb(h1(s))−D(t)). Hence, the space used

by the algorithm at time t is bounded as

W (t) ≤ O(P )+
∑
i∈S(t)

log max(1, lsb(h1(s))−D(t)) ≤ O(P )+
∑
i∈S(t)

max(0, lsb(h1(s))−D(t))

Note that for fixed t, variables Ks := max(0, lsb(h1(s)) −D(t)) are 8-wise independent

(because h1 was). For fixed s the random variable Ks have strongly decaying tails,

i.e. Pr(Ks > λ) = Pr(lsb(h1(s)) > D(t) + λ) ≤ 2−D
(t)−λ ≤ 2D0

ε2F̂ (t)
2−λ. We can apply

Lemma 2.8.4 to appropriately rescaled Ks, with p = 8 and µi = 2D0

ε2F̂ (t)
. With this choice

of µi we have 1
ε2
· 2D0

C ≤
∑
µi ≤ 1

ε2
2D0 , so the conditions of this lemma are satisfied,

and the conclusion of the lemma yields

Pr(
∑
s∈S(t)

Ks > C1
1

ε2
) ≤ C2ε

42−D0

We can now take D0 such that that 2−D0C2 ≤ 1 to finish the proof of Eq. (2.2).

Let us now turn our attention to the proof of (2.3). Observe that Pr(W (t) > λ
ε2

) ≤

Pr(∃i ∈ [P ], s.t. log Ẑi > C1λ) = Pr(∃s ∈ S(t), s.t. lsb(h1(s)) > D(t) + 2C1λ), where C1

is a constant depending on C0. Using union bound, this latter quantity is bounded as

follows

Pr(∃s ∈ S(t), s.t. lsb(h1(s)) > D(t)+2Cλ) ≤ F (t)
0 Pr(lsb(h1(s0)) > P (t)+2C1λ) ≤ 2D0C

ε2
2−2C1λ

.
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Which yields a bounds of form Pr(W (t) ≥ λ
ε2

) ≤ C2
ε2

2−2C1λ . On the other hand, by

Lemma 2.8.4 we have Pr(W (t) ≥ λ
ε2

) ≤ ε4

λ8 . We can combine those two bounds for

different ranges of λ to get Pr(W (t) ≥ λ
ε2

) ≤ exp(−eΩ(λ)). Indeed, for λ < log log 1
ε2

we already have 1
ε4
< exp(−eΩ(λ)) whereas for λ > log log 1

ε2
we have 1

ε2
exp(−eλ) <

exp(−eλ/2).

Finally, to show (2.4), note that W (t1) ≤
∑

idlog(Z
(t1)
i − D(t1))e ≤

∑
idlog(Z

(t2)
i −

D(t1), because Z
(t2)
i ≥ Z(t1)

i . By subadditivity of logarithm, we have W (t1) ≤
∑

idlog(Z
(t2)
i −

D(t2)e + P (D(t2) − D(t1)) ≤ W (t2) + O(P ), where (D(t2) − D(t1) = O(1) follows from

the fact that D(t2) − D(t1) = log
F̂

(t2)
0

F̂
(t1)
0

, and since F̂ (t) is a constant approximation to

F
(t)
0 , this quantity is bounded by log

F
(t2)
0

F
(t1)
0

+O(1), and by assumption on t2, t1, we have

log
F

(t2)
0

F
(t1)
0

≤ O(1). �

2.8.1 Probabilistic inequalities

Lemma 2.8.1. For every p there exist Cp, C̃p such that if non-negative independent

random variables Z1, . . . Zk satisfy EZsi ≤ µi for all 1 ≤ s ≤ p, where
∑
µi ≥ 1 then

‖
∑

Zi‖p ≤ Cp
∑

µi (2.14)

and moreover

‖
∑

(Zi − EZi)‖p ≤ C̃p
√∑

µi (2.15)

Proof. It is enough to prove ineqialities (2.14) and (2.15) for all values p that are powers

of two. We will proceed by showing (2.14) by induction over p. The case p = 1 is trivial:
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‖
∑
Zi‖1 =

∑
EZi ≤

∑
µi. For p > 1, let us take Yi := Zi − EZi. We have

‖
∑

Zi‖p ≤
∑

EZi + ‖
∑

Yi‖p (2.16)

Now we can use standard symmetrization argument to bound ‖
∑
Yi‖p. Let us take

Ỹi to be independent random variables with the same distribution as Yi, and εi to be

independent uniform ±1 random variables. We have

‖
∑

Yi‖p = ‖
∑

(Yi − E Ỹi)‖p ≤ ‖
∑

(Yi − Ỹi)‖p

= ‖
∑

εi(Yi − Ỹi)‖p ≤ 2‖
∑

εiYi‖p (2.17)

We can now condition on Yi and use Khintchine inequality to deduce

‖
∑

εYi‖p =
(
E(
∑

εiYi)
p
)1/p

.
√
p‖
∑

Y 2
i ‖

1/2
p/2 ≤

√
p‖
∑

Z2
i ‖

1/2
p/2

By applying inductive hypothesis to random variables Z2
i we obtain

‖
∑

Yi‖p ≤ 2‖
∑

εYi‖p .
√
p
√
Cp/2

√∑
µi

proving inequality (2.15). Finally, we can can compose this last inequality with inequal-

ity (2.16), to deduce

‖
∑

Zi‖p ≤
∑

µi +K
√
p
√
Cp/2

√∑
µi ≤ (1 +K

√
pCp/2)(

∑
µi)

which completes the proof of inductive hypothesis with Cp = (1 +K
√
pCp/2). �

Lemma 2.8.2. Let Z be a non-negative random variable satisfying for some T , that
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Pr(Z > λT ) ≤ µ exp(−λ). Then EZp ≤ p!T pµ.

Proof. We can assume without loss of generality that T = 1. We can bound

EZp =

∫ ∞
0

tp−1 Pr(Z > t) dt

≤ µ
∫ ∞

0
tp−1e−t dt.

Now by repeatedly applying integration by parts, we obtain

∫ ∞
0

tp−1e−t dt = (p− 1)

∫ ∞
0

tp−2e−t dt

= · · ·

= (p− 1)!

∫ ∞
0

e−t dt = (p− 1)!,

which completes the proof of the desired inequality. �

Corollary 2.8.3. Let Z1, . . . Zk be a sequence of non-negative random variables satisfty-

ing for some T that Pr(Zi > Tλ) ≤ µi exp(−λ). Then ‖
∑

(Zi − EZi)‖p . C̃pT
√∑

µi,

where C̃p is a constant that depends only on p.

Proof. Follows directly from Lemma 2.8.2 and Lemma 2.8.1. �

Lemma 2.8.4. Let Z1, . . . Zk be a sequence of p-wise independent non-negative random

variables, satisfying Pr(Zi > λ) ≤ µi exp(−λ), where
∑
µi ≥ 1 Then for some universal

constant K, and constant C̃p depending only on p we have for all λ > K following tail

bound

Pr(
∑

Zi > λ
∑

µi) ≤
1

λp

(
C̃p∑
µi

)p/2
.
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Proof. Note that for random variables as above we have EZi ≤ K0µi for some universal

constant µi. Let us pick K = 2K0, such that Pr(
∑
Zi > λ

∑
µi) ≤ Pr(

∑
(Zi − EZi) >

λ
2

∑
µi). By Chebyshev inequality we have

Pr(
∑

(Zi − EZi) >
λ

2

∑
µi) ≤

(
2
‖
∑

(Zi − EZi)‖p
λ
∑
µi

)p
.

We can bound the numerator in this expression using Corollary 2.8.3, i.e. ‖
∑

(Zi −

EZi)‖p ≤ C̃p
√∑

µi, to deduce desired probability bound. �

Lemma 2.8.5. Let f : Σn → R be function with bounded differences (i.e. for any

σ1, . . . σn and σ′j we have |f(σ1, . . . σn) − f(σ1, . . . , σ
′
j , . . . σn)| ≤ 1), and let X1, . . . Xn

be a sequence of independent random variables. Consider a Doob martingale Sj :=

E[f(X1, . . . Xn) | X1, . . . Xj ]. Then for any i, j ≤ n we have

‖Si − Sj‖p .
√
p
√
i− j

Proof. Note that martingale Sj has bounded increments: Sj−Sj−1 ≤ 1 with probability

1. By Azuma inequality random variable Si−Sj is subgaussian with variance O(|i−j|),

and hence the moments are bounded by those of corresponding gaussian. �
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3
Tracking `p Frequency Moments

Estimation of the `p (pseudo)norm of the frequency vector is among the heaviest

studied and most influential problems in the streaming literature. In this chapter we the

consider tracking variant of this problem, and we show that Indyk’s p-stabe sketch[68]

achieve the strong tracking of `p norm of the frequency vector for 0 < p ≤ 2 with only

moderate cost in the space complexity — the space complexity of strong tracking is

larger by a modest (log log n+ log ε−1) factor than the one-shot estimation. The range

of parameter p is exactly the range of parameters in which the problem can be solved

in polylogarithmic space.

3.1 Overview of approach

Indyk’s p-stable sketch picks a random matrix Π ∈ Rd×n such that each entry is drawn

according to the distribution Dp. It then maintains the sketch Πx(t) of the current

Content of this chapter is a result of joint work with Jian Ding and Jelani Nelson. It was
previously published in [17].
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frequency vector. This sketch can be easily updated as the frequency vector changes,

i.e. after observing an index aj ∈ [n] we update the sketch by Πx(t+1) := Πx(t) + Πeaj .

An ‖x‖p-estimate query is answered by returning the median of |Πx(i)|j over j ∈ [d].

Since storing Π in memory explicitly is prohibitively expensive, we generate it so that

the entries in each row are k-wise independent for k = O(1/εp) (as done in [78]), and the

d seeds used to generate the rows of Π are O(log(1/(εδ)))-wise independent. We also

work with discretized p-stable random variables to take bounded memory. All together,

the bounded independence and discretization, also performed in [78], allow us to store

Π using low memory.

We then show that instantiating Indyk’s algorithm with d = O(ε−2 log(1/(εδ))) pro-

vides the weak tracking guarantee with failure probability δ. The analysis of the cor-

rectness of this algorithm is as follows. Let πi denote the ith row of Π. We first show

a result resembling the Doob’s martingale inequality — namely, in Section 3.3 we show

that for a fixed i, if we look at the evolution of 〈πi, x(t)〉 as t increases, the largest

attained value (sup
t≤m
〈πi, x(t)〉) is with good probability not much larger than the median

of the distribution |〈πi, x(m)〉|, which is the typical magnitude of the counter at the end

of the stream. This fact resembles similar facts shown in [22, 21] for when the πi have

independent Rademachers as entries, though our situation is complicated by the fact

that p-stable random variables have much heavier tails.

We then, discussed in Section 3.3.1, show how the previous paragraph implies a weak

tracking algorithm with d = O(ε−2 log(1/(εδ))): we split the sequence of updates into

poly(1/ε) intervals such that the `p-norm of the frequency vector of updates in each of

those intervals, i.e. ‖x(t+1) − x(t)‖p, is of the order εΘ(1)‖x(m)‖p. We then union bound

over the poly(1/ε) intervals to argue that the algorithm’s estimate is good at each of

the interval endpoints. This is the source of the extra factor of log(1/ε) in our space

79



bound: to obtain ε−Ω(1) failure probability to union bound over these intervals. On the

other hand, within each of the intervals most of the counters do not change too rapidly

by the argument developed in Section 3.3.

Finally, in Section 3.3.2 we show how given an algorithm satisfying a weak tracking

guarantee, one can use it to get a strong-tracking algorithm with slightly larger space

complexity. This argument was already present in [21]. One first identifies q points in

the input stream at which the `p norm roughly doubles when compared to the previously

marked point. There are only O(logm) such intervals. It is then enough to ensure that

our algorithm satisfies weak tracking for all those O(logm) prefixes simultaneously, in

order to deduce that the algorithm in fact satisfies strong tracking. This is done by

union bound over O(logm) bad events (as opposed to standard union bound over O(m)

bad events), which introduces an extra log logm factor in the space complexity as when

compared to weak tracking.

3.2 Notation and preliminaries

We use [n] for integer n to denote {1, . . . , n}. We measure space in words unless stated

otherwise, where a single word is at least log(nm) bits. For p ∈ (0, 2], we let Dp denote

the symmetric p-stable distribution, scaled so that for Z ∼ Dp, Pr(|Z| > 1) = 1
2 . The

distribution Dp has the property that it is supported on the reals, and for any fixed

vector v ∈ Rn and Z1, . . . , Zn, Z i.i.d. from Dp,
∑n

i=1 Zixi is equal in distribution to

‖x‖p · Z. See [99] for further reading on these distributions.

For two vectors u, v ∈ Rn we write u � v to denote coordinatewise comparison, i.e.

u � v iff ∀iui ≤ vi. For a finite set S, we write #S to denote cardinality of this set.

The following lemma is standard. A proof with explicit constants can be found in
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[96, Theorem 42].

Lemma 3.2.1. If Z ∼ Dp, then Pr(Z > λ) ≤ Cp
λp for some explicit constant Cp depend-

ing only on p.

We also state some other results we will need.

Lemma 3.2.2 (Paley-Zygmund). If Z ≥ 0 is a random variable with finite variance,

then

Pr(Z > θEZ) ≥ (1− θ)2 (EZ)2

E(Z2)
.

Corollary 3.2.3. For fixed vector v ∈ Rn, if σ ∈ {±1}n is a vector of 4-wise indepen-

dent random signs, then

Pr(〈σ, v〉2 ≥ 2

3
‖v‖22) ≥ 1

27

Proof. This follows from E〈σ, v〉4 < 3(E〈σ, v〉2)2 and the Paley-Zygmund inequality. �

Theorem 3.2.4 ([22, 21, Theorem 15]). Let v(1), v(2), . . . v(m) ∈ Rn, be a sequence of

vectors such that 0 � v(1) � v(2) � . . . � v(m). Let σ ∈ {±1}n be a vector of 4-wise

independent random signs. Then

Pr

(
sup
i≤m
|〈σ, v(i)〉| > λ‖v(n)‖2

)
<
C

λ2

for some universal constant C.

Theorem 3.2.5. [78, 41] If Zi ∼ Dp for i ∈ [n] are k-wise independent random vari-

ables, then for every vector x ∈ Rn and every pair a, b ∈ R ∪ {±∞} we have

Pr(〈Z, x〉 ∈ (a, b)) = Pr(‖x‖pZ1 ∈ (a, b))±O(k−1/p)
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Theorem 3.2.6. [11, Lemma 2.3] Let X1, . . . Xn ∈ {0, 1} be a sequence of k-wise

independent random variables, and let µ =
∑

EXi. Then

∀λ > 0, Pr(
∑

Xi ≥ (1 + λ)µ) ≤ exp(−Ω(min{λ, λ2}µ)) + exp(−Ω(k))

3.3 Analysis

We first show two lemmas that play a crucial role in our weak tracking analysis.

Lemma 3.3.1. Let x ∈ Rn be a fixed vector, and Z ∈ Rn be a random vector with

k-wise independent entries drawn according to Dp. Then

Pr(
∑

x2
iZ

2
i ≥ λ2‖x‖2p) ≤

C

λp
+O(k−1/p)

for some universal constant C.

Proof. Let E0 be the event
∑
x2
iZ

2
i ≥ λ2‖x‖2p. Note that E0 depends only on |Zi|, and

does not depend on the signs of the Zi. We write Zi = |Zi|σi, where σi are k-wise

independent random signs. Conditioning on |Zi|,

E
σ

((∑
xi|Zi|σi

)2
∣∣∣∣|Z1|, . . . |Zn|

)
=
∑

x2
iZ

2
i

and therefore for any |Z1|, . . . , |Zm| for which E0 holds, by Corollary 3.2.3

Pr
σ

((∑
xi|Zi|σi

)2
≥ 2

3
λ2‖x‖2p

∣∣∣∣|Z1|, . . . , |Zm|
)
≥ Pr

σ

((∑
xi|Zi|σi

)2
≥ 2

3

∑
x2
iZ

2
i

∣∣∣∣|Z1|, . . . , |Zm|
)
≥ 1

27

and thus

Pr
σ

((∑
xi|Zi|σi

)2
≥ 2

3
λ2‖x‖2p

∣∣∣∣|Z1|, . . . |Zn|
)
≥ 1E0

27
,

82



where 1E0 is an indicator random variable for event E0. Integrating over |Zi|,

Pr
σ,Z

((∑
xi|Zi|σi

)2
≥ 2

3
λ2‖x‖2p

)
≥ 1

27
Pr
Z

(E0). (3.1)

On the other hand |Zi|σi has the same distribution as Zi, and moreover

Pr
Z

((∑
xiZi

)2
≥ 2

3
λ2‖x‖2p

)
= Pr

Z

(
|〈x, Z〉| ≥

√
2

3
λ‖v‖p

)

≤ Pr
Z

(
‖x‖pZ̃ ≥

√
2

3
λ‖x‖p

)
+O(k−1/p)

≤ C

λp
+O(k−1/p) (3.2)

where Z̃ ∼ Dp. The inequalities are obtained via Theorem 3.2.5 and Lemma 3.2.1.

Combining (3.1), (3.2) yields

Pr
Z

(E0) ≤ 27C

λp
+O(k−1/p).

�

Lemma 3.3.2. Let x(1), x(2), . . . x(m) ∈ Rn satisfy 0 � x(1) � x(2) � . . . � x(m). Let

Z ∈ Rn have k-wise independent entries marginally distributed according to Dp. Then

for some Cp depending only on p,

Pr

(
sup
k≤m
|〈Z, x(k)〉| ≥ λ‖x(m)‖p

)
≤ Cp

(
1

λ2p/(2+p)
+ k−1/p

)
.
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Proof. Observe that for any β we have

Pr

(
sup
k≤m
|〈Z, x(k)〉| ≥ λ‖x(m)‖p

)
≤ Pr

(∑
i

Z2
i (x(m))2

i ≥ β2‖x(m)‖2p

)

+ Pr

(
sup
k≤m
|〈Z, x(k)〉| ≥ λ‖x(m)‖p

∣∣∣∣∣∑Z2
i (x(m))2

i < β2‖x(m)‖2p

)
.

Lemma 3.3.1 directly implies that

Pr
(∑

Z2
i (x(m))2

i ≥ β2‖x(m)‖2p
)
≤ C

βp
+

C

k1/p
. (3.3)

On the other hand we can write Zi = |Zi|σi, where σi are k-wise independent

Rademacher random variables, independent from |Zi|. Let us define w(k) ∈ Rn for

k ∈ [m] to be the vector with coordinates (w(k))i := (x(k))i|Zi|, so that 〈x(k), Z〉 =

〈w(k), σ〉, and in particular

sup
k≤m

∣∣∣〈Z, x(i)〉
∣∣∣ = sup

k≤m

∣∣∣〈σ,w(i)〉
∣∣∣ .

Now, if we condition on |Z1|, . . . |Zn|, then the sequence w(1), . . . w(k) of vectors sat-

isfies the assumptions of Theorem 3.2.4, and we can conclude that

Pr

(
sup
k≤m

∣∣∣〈σ,w(k)〉
∣∣∣ > λ

β
‖w(m)‖2

)
≤ Cβ2

λ2
.

Moreover if |Zi| are such that
∑
Z2
i (x(m))2

i ≤ β2‖x(m)‖2p, or equivalently ‖w(m)‖22 ≤

β2‖x(m)‖2p, we have

Pr

(
sup
k≤m

∣∣∣〈σ,w(k)〉
∣∣∣ > λ‖x(m)‖p

)
≤ Cβ2

λ2
,
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which implies

Pr

(
sup
k≤m
|〈Z, x(k)〉| ≥ λ‖x(m)‖p

∣∣∣∣∣∑(Zix
(m)
i )2 < β‖x(m)‖2p

)
≤ Cβ2

λ2
.

This together with Eq. (3.3) yields

Pr

(
sup
k≤m
|〈Z, x(k)〉| ≥ λ‖x(m)‖p

)
≤ 1

βp
+
Cβ2

λ2
+

C

k1/p

We can take β := Θ(λ
2

2+p ), to have 1
βp + Cβ2

λ2 = O(λ
− 2p

2+p ). �

3.3.1 Weak tracking of ‖x‖p

In this section we upper bound the number of rows needed in Indyk’s p-stable sketch

with boundedly independent entries to achieve weak tracking.

Lemma 3.3.3. Let x(1), . . . x(m) ∈ Rn be any sequence satisfying 0 � x(1) � x(2) �

. . . � x(m). Take Π ∈ Rd×n to be a random matrix with entries drawn according to Dp,

and such that the rows are r-wise independent, and all entries within a row are s-wise

independent.

For every k ∈ [m], define αk to be median
(
|(Πx(k))1|, . . . , |(Πx(k))d|

)
. If d = Ω(ε−2(log 1

ε+

log 1
δ )), r = Ω(log 1

ε + log 1
δ ) and s = Ω(ε−p), then with probability at least 1− δ we have

∀k ∈ [m], ‖x(k)‖p − ε‖x(m)‖p ≤ αk ≤ ‖x(k)‖p + ε‖x(m)‖p

Proof. Consider a sequence of indices 1 < t1 < t2 < . . . < tq+1 = m, constructed

inductively in the following way. We take t1 to be the smallest index with ‖x(t1)‖p ≥

ε4/p‖x(m)‖p. Given tk, we take tk+1 to be the smallest index such that ‖x(tk+1)−x(tk)‖p ≥
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ε4/p‖x(m)‖p if there exists one, and tk+1 = m otherwise.

Observe that q ≤ ε−8/p. Indeed, for p ≥ 1 we have

‖x(m)‖pp = ‖x(t1)+
∑

1≤i<q
(x(ti+1)−x(ti))‖pp ≥ ‖x(t1)‖pp+

∑
1≤i<q

‖x(ti+1)−x(ti)‖pp ≥ qε4‖x(m)‖pp

where the inequality ‖x(t1) +
∑

i≥1(x(ti+1)−x(ti))‖pp ≥ ‖x(t1)‖pp+
∑
‖x(ti+1)−x(ti)‖pp holds

because all vectors x(1) and x(ti+1)−x(ti) for every i have non-negative entries — we can

consider each coordinate separately, and use the fact that for p ≥ 1 and nonnegative

numbers ai we have (
∑
ai)

p ≥
∑
api — or equivalently, ‖a‖p1 ≥ ‖a‖

p
p. After rearranging

this yields q ≤ ε−4 ≤ ε−8/p.

Similarly, for p ≤ 1, we have that for non-negative numbers ai, (
∑

i≤q ai)
p ≥ qp−1

∑
api

(this is true because for fixed
∑
ai, the sum

∑
api is maximized when all ai are equal),

and therefore

‖x(m)‖pp = ‖x(t1)+
∑

1≤i<q
(x(ti+1)−x(ti))‖pp ≥ qp−1

‖x(t1)‖pp +
∑

1≤i<q
‖x(ti+1) − x(ti)‖pp

 ≥ qpε4‖x(m)‖pp

which implies q ≤ ε−4/p.

For j ∈ [m], let us define

lj := #{i : |〈πi, x(j)〉| < (1− ε)‖x(j)‖p}

uj := #{i : |〈πi, x(j)〉| > (1 + ε)‖x(j)‖p}.

Let π̃i be a vector of i.i.d. random variables drawn according to Dp. We know

that 〈π̃i, x(j)〉 ∼ ‖x(j)‖pDp. Hence Pr(|〈π̃i, x(j)〉| > ‖x(j)‖p) = 1
2 , and Pr(|〈π̃i, x(j)〉| >

(1 + ε)‖x(j)‖p) ≤ 1
2 − 2Cε for some universal constant C. Similarly Pr(|〈π̃i, x(j)〉| <
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(1− ε)‖x(j)‖p) ≤ 1
2 − 2Cε.

Entries of πi are s-wise independent, for s ≥ C2ε
−p with some large constant C2 de-

pending on C. Thus by Theorem 3.2.5, Pr(|〈πi, x(j)〉| < (1−ε)‖x(j)‖p) ≤ Pr(|〈π̃i, x(j)〉| <

(1 − ε)‖x(j)‖p) + Cε ≤ 1
2 − Cε, and analogously for Pr(|〈πi, x(j)〉| > (1 + ε)‖x(j)‖p) <

1
2 − Cε.

Hence

E lj ≤ d
(

1

2
− Cε

)
Euj ≤ d

(
1

2
− Cε

)
.

For j ∈ [q], let Sj be the event

{
ltj ≤

d

2
− Cd

2
ε

}
∧
{
utj ≤

d

2
− Cd

2
ε

}

Note that for fixed j and varying i, indicator random variables for the events “|〈πi, x(j)〉| <

(1−ε)‖x(j)‖p” are r-wise independent. Thus by Theorem 3.2.6, Pr(Sj) ≥ 1−C ′ exp(−Ω(dε2))−

exp(−Ω(r)). Taking d = Ωp(ε
−2(log 1

ε + log 1
δ )) and r = Ωp(log 1

εδ ) we can get Pr(Sj) ≥

1− δε8/p

2 , and hence by a union bound all Sj hold simultaneously except with probability

at most δ
2 since the number of events Sj is q ≤ ε−8/p.

For i ∈ [d] and j ∈ [q], let Ei,j be the event

∃t ∈ [tj , tj+1 − 1], |〈x(t) − x(tj), πi〉| > ε‖x(m)‖p.

By construction of the sequence tj , all x(t) − x(tj) above have `p norm at most

ε4‖x(m)‖p, we can invoke Lemma 3.3.2 to deduce that Pr(Eij) ≤ C3

(
ε4/p

ε

) 2p
2+p

+C3s
−1/p ≤
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C3ε+C3s
−1/p. Again if we pick s ≥ C4ε

−p for sufficiently large C4 and small enough ε

we have Pr(Eij) ≤ C
4 ε. Therefore for any fixed j, we have

E
∑
i

1Eij ≤
C

4
dε

And finally again by Theorem 3.2.6, for each j

Pr(
∑
i

1Eij ≥
C

2
dε) . exp(−C ′dε) + exp(−C ′r)

We have d ≥ C3ε
−2 log 1

δε , and q ≤ ε−8/p, hence for sufficiently small ε, we have

exp(−C ′dε) ≤ δ
2q . On the other hand if r = Ωp(log 1

δε) is sufficiently large, we have

exp(−C ′r) ≤ δ
2q . We invoke the union bound over all j to deduce that with probability

at least 1− δ
2 the following event V holds:

∀j,
∑
i

1Eij ≤
C

2
dε.

We know that with probability at least 1− δ simultaneously V and all the events Sj

hold. We will show now that, when these events all hold, then ∀k ‖x(k)‖p−Kε‖x(m)‖p ≤

αk ≤ ‖x(k)‖p + Kε‖x(m)‖p for some universal constant K. Indeed, consider some k,

and let us assume that tj ≤ k ≤ tj+1. With event Sj satisfied, we know that #{i :

|〈πi, x(tj)〉| ≤ ‖x(tj)‖p + ε‖x(m)‖p} ≥ d
(

1
2 + Cε

2

)
, and with event V satisfied, we know

that for all but Cε
2 d of indices i we have |〈πi, x(k) − x(tj)〉| ≤ ε‖x(m)‖.

By the triangle inequality |〈πi, x(k)〉| ≤ |〈πi, x(tj)〉|+ |〈πi, x(k) − x(tj)〉|, yielding

#{i : |〈πi, vk〉| ≤ ‖vtj‖p + 2ε‖vm‖p} ≥
d

2
.
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With similar reasoning we can deduce that

#{i : |〈πi, x(k)〉| ≥ ‖x(tj)‖p − 2ε‖x(m)‖p} ≥
d

2
,

which implies the median of |〈πi, x(k)〉| over i ∈ [d] is in the range ‖x(tj)‖p ± 2ε‖x(m)‖p.

In other words

‖x(tj)‖p − 2ε‖x(m)‖p ≤ αk ≤ ‖x(ti)‖p + 2ε‖x(m)‖p.

Finally we also have
∣∣‖x(k)‖p − ‖x(tj)‖p

∣∣ ≤ ε‖x(m)‖p by construction of the sequence

{tj}qj=1, so the claim follows up to rescaling ε by a constant factor. �

Lemma 3.3.4. The above algorithm can be implemented using O(ε−2 log(1/(εδ)) logm)

bits of memory to store fixed precision approximations of all counters (Πx(k))i, and

O(ε−p log(1/(εδ)) log(nm)) bits to store Π.

Proof. Consider a sketch matrix Π as in Lemma 3.3.3 — i.e. Π ∈ Rd×n with random Dp

entries, such that all rows are r-wise independent and all entries within a row are s-wise

independent. Moreover let us pick some γ = Θ(εm−1) and consider discretization Π̃ of

Π, namely each entry Π̃ij is equal to Πij rounded to the nearest integer multiple of γ. The

analysis identical to the one in [78, A.6] shows that this discretization have no significant

effect on the accuracy of the algorithm, and moreover that one can sample from a nearby

distribution using only τ = O(logmε−1) uniformly random bits. Therefore we can store

such a matrix succinctly using O (rs(log n+ τ) + r log d) bits of memory, by storing a

seed for a random r-wise independent hash function h : [d] → {0, 1}O(s(logn+τ)) and

interpreting each h(i) as a seed for an s-wise independent hash function describing the

i-th row of Π̃ [112, Corollary 3.34]. Hence the total space complexity of storing the
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sketch matrix Π̃ in a succinct manner is O
(

log δ−1+log ε−1

εp (log n+ logm)
)

bits.

Additionally we have to store the sketch of the current frequency vector itself, i.e.

for all i ∈ [d] we need to store 〈π̃i, x(k)〉; for every such counter we need O(logmε−1) =

O(logm) bits, and there are d = O
(

log ε−1+log δ−1
ε−2

)
counters. �

We thus have the following main theorem of this section.

Theorem 3.3.5. For any p ∈ (0, 2] there is an insertion-only streaming algorithm

that provides the weak tracking guarantees for f(x) = ‖x‖p with probability 1− δ using

O
(

logm+logn
ε2

(log ε−1 + log δ−1)
)

bits of memory.

�

3.3.2 Strong tracking of ‖x‖p

In this section we discuss achieving a strong tracking guarantee. The same argument

for `2-tracking appeared in [21]. The reduction is in fact general, and shows that for any

monotone function f the strong tracking problem for f reduces to the weak tracking

version of the same problem with smaller failure probability.

Lemma 3.3.6. Let f : Rn → R+ be any monotone functon of Rn (i.e. x � y =⇒

f(x) ≤ f(y)), such that mini f(ei) = 1 (where ei are standard basis vectors). Let

A be an insertion-only streaming algorithm satisfying weak tracking for any sequence

of updates with probability 1 − δ and accuracy ε. Then for a sequence of frequency

vectors 0 � x(1) � . . . � x(m) algorithm A satisfies strong tracking with probability

1− δ log f(x(m)) and accuracy 2ε.

Proof. Define t1 < t2 < · · · < tq so that ti is the smallest index in [m] larger than

ti−1 with f(x(ti)) ≥ 2i (if no such index exists, define q = i and tq = m). Note that

q ≤ log f(x(m)).
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The algorithm will fail with probability at most δ to satisfy the conclusion of The-

orem 3.3.5 for a particular sequence of vectors x(1), x(2), . . . x(tj). That is, for every j,

with probability 1− δ, we have that

∀i ≤ tj , f(x(i))− εf(x(tj)) ≤ f̃ i ≤ f(x(i)) + εf(x(tj)),

where f̃ t is the estimate output by the algorithm at time t.

We can union bound over all j ∈ [q] to deduce that except with probability qδ ≤

δ log f(x(m)),

∀i ≤ tj , f(x(i))− εf(x(tj)) ≤ f̃ i ≤ f(x(i)) + εf(x(tj)).

By construction of the sequence of tj , we know that for every i, if we take tj to be

smallest such that i ≤ tj , then f(x(tj)) ≤ 2f(x(i)), and the claim follows. �

Theorem 3.3.7. For any p ∈ (0, 2] there is an insertion-only streaming algorithm

that provides strong tracking guarantees for estimating the `p-norm of the frequency

vector with probability 1− δ and multiplicative error 1 + ε, with space usage bounded by

O
(

logm+logn
ε2

(log ε−1 + log δ−1 + log logm)
)

bits.

Proof. This follows from Lemma 3.3.4 and Lemma 3.3.6 by observing that after a se-

quence of m insertions, the `p norm of the frequency vector is bounded by m2, i.e.

log(‖x(m)‖p) = O(logm). �
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4
Streaming Symmetric Norms

We show the optimal streaming algorithm for approximating arbitrary symmetric norm

of the frequency vector. More concretely, we show that the instantiation of the Indyk-

Woodruff sketch [71], designed initially for `p norm estimation, can be used to achieve

this generality.

The main results of this chapter are established in Section 4.3 and Section 4.4. In

Section 4.3 we discuss properties of the maximum modulus of concentration, a parameter

that governs the streaming complexity of a symmetric norm, and we connect it with

parameters directly relevant to the Indyk-Woodruff sketch. In Section 4.4, we show

the matching lower bound for the space complexity of streaming symmetric norm in

terms of its maximum modulus of concentration. We describe and analyze the Indyk-

Woodruff sketch itself in Section 4.5. The analysis presented in this section is similar

to the original analysis in [71], but we need to show a more general statement.

Content of this chapter is the result of joint work with Vladimir Braverman, Stephen Chest-
nut, Robert Krauthgamer, and Lin Yang. It was previously published in [16].
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In Section 4.6, we show the optimal trade-off between space complexity and approx-

imation factor in a large approximation error regime.

Finally, in Section 4.7 we discuss applications of our results — we show several con-

crete problems, for which our algorithm applies, and for which we explicitly compute

the maximum modulus of concentration.

Related Work

There has been extensive work on computing norms, and related functions, in the sketch-

ing and streaming models. Most recently, Andoni, Krauthgamer, and Razenshteyn [4]

have shown that a normed space (Rn, l) embeds linearly into l0.99 with distortion D > 1 if

and only if this normed space admits distance estimation sketching with approximation

Θ(D) and sketch size O(1) bits. Thus, they characterize sketching of a general norm

by its embeddability. In comparison, our characterization applies only to symmetric

norms, but we consider streaming (not sketching) algorithms, which in Theorem 1.1.2

means a stronger consequence, and in Theorem 1.1.3 means a stronger assumption.

And perhaps more importantly, our results achieve (1 + ε)-approximation, while their

algorithm achieves approximation proportional to D (though their lower bound shows

a linear tradeoff with sketch size).

Another important tool that may seem relevant is that every turnstile streaming al-

gorithm can be replaced by a linear sketch, as shown by Li, Nguyen, and Woodruff [88].

However, this transformation does not make it easy to determine the streaming com-

plexity of a given symmetric norm l, because it is not easy to design a linear sketch for

l.

There are other generic streaming algorithms that provide approximation guarantees

for an entire class of functions of the form
∑n

i=1 f(vi), where f is some nonnegative
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function [26, 27]. If one has a so-called f -heavy-hitters algorithm that identifies every

coordinate i accounting for half of the total sum, i.e., f(vi) ≥
∑

j 6=i f(vj) and moreover

approximates this f(vi), then one can also approximate the sum
∑n

i=1 f(vi), incurring

only an O(log n) factor overhead on top of the f -heavy-hitters algorithm’s storage. For

a large class of functions f , including monotone functions, computing f -heavy-hitters

can be reduced to computing l2-heavy-hitters in several random sub-streams [29, 23] or

even just random sampling [20]. Universality falls out as a side-effect of the design of

the algorithm — the only dependence on f is through the number of sub-streams, which

determines the sketch size, up to a polylog(n) factor. Therefore, any two functions that

lead to the same sketch size, in fact, use the exact same sketch.

Finally, we should mention there is a very long line of results on estimating lp norms

(also called frequency moments) in a data stream, including designing small-space al-

gorithms [2, 71, 68, 53, 86, 78, 3, 27, 28, 24, 52] and proving space lower bounds

[105, 32, 9, 59, 5, 89]. This list omits improvements of the runtime of update and

output procedures, and devising extensions like lp sampling.

4.1 Overview of approach

Upper Bound. Our algorithm for Theorem 1.1.2 uses a linear sketch in the style of

Indyk and Woodruff’s sketch for large frequency moments [71], but the size of the sketch

is calibrated by mmc(l). The algorithm is presented in Section 4.3. This is a surprising

application of the Indyk-Woodruff sketching technique, as all previous applications of

this method are to computing functions with an additive structure
∑n

i=1 f(vi). In

these settings, the Indyk-Woodruff algorithm can be viewed as performing Importance

Sampling of the summands of the target function
∑n

i=1 f(vi). However, a symmetric
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norm l need not have an explicit mathematical formula, let alone be decomposable as a

sum, and we thus need a different way to identify the “important” coordinates, which

informally means that zeroing these coordinates would introduce too much error to l(v).

At a high level, our analysis makes two major contributions. The first is to provide an

explicit criterion for importance, and the second is to reveal that inside this importance

criterion, the most crucial quantity is the maximum modulus of concentration mmc(l).

A more detailed outline of the analysis follows, omitting constants and dependence on

ε.

First, we imagine rounding each coordinate of the streaming vector v to a power of

α = 1 + 1/ polylog(n), which can be seen to have negligible effect using basic properties

of symmetric norms. Moreover, since the norm is symmetric, it suffices to know only

the number of coordinates, bi, at each “level” αi. By our choice of α, there are only

polylog(n) levels, so we can represent the rounded vector succinctly. Recovering the

rounded vector exactly would require linear storage, so we use the Indyk-Woodruff

sampling technique to approximate the vector.

The Indyk-Woodruff procedure approximates each bi by sampling each coordinate i

of the vector v with probability polylog(n)/bi, and then in the sampled vector (which

is expected to have polylog(n) coordinates of level i whenever bi 6= 0), the algorithm

identifies l2-heavy-hitters. If the coordinates of level i are l2-heavy-hitters in the sampled

vector (they are in the same level and thus have about the same value), then we get

a good estimate of bi; it’s not as simple as counting them and scaling inversely to the

sampling probability, but that is the right idea. If the coordinates are not l2-heavy-

hitters, then we get no estimate for bi, and must assume it is 0. We show that if we

parameterize the sketch according to mmc(l)2, then we get approximations to all the

“important” levels, which is sufficient to accurately recover l(v).
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Lower Bound. The lower bound of Theorem 1.1.3 is proved using a reduction from

the Communication Complexity of multiparty set-disjointness, and concentration of

measure of the norm l again plays a key role. In the disjointness setting, each of t

players is given a subset of [n], and their task is to determine whether the sets are

mutually disjoint or are “uniquely” intersecting. Instead of the standard reduction,

where each player places in the stream one update to vi for every element i ∈ [n] in

the set he holds, in our reduction, each player j ∈ [t] adds to the stream a vector

w(i,j) ∈ Rn whenever element i is in his set. Each vector w(i,j) is random but the

entire collection of vectors is designed so that the resulting stream vector is, roughly, a

uniformly random vector on a “disjoint” instance, and a vector maximizing the norm

on an “intersecting” instance. For these two cases to be well-separated, we must choose

the number of players t to be large enough. By applying concentration of measure, we

show that t = O(
√
n/mmc(l)) players suffice, and, by known communication bounds

for disjointness [32, 9, 59], this leads to an Ω(n/t2) = Ω(mmc(l)2) storage lower bound

for every algorithm approximating the norm l to within 1 ± 1/6 (the constant 1/6 is

arbitrary). Extending the lower bound to a D-approximation, for D bounded away

from 1, can be accomplished with the same reduction using t = O(D
√
n/mmc(l))

players instead, which yields Theorem 1.1.5. The proofs of both lower bound theorems

can be found in Section 4.4.

Optimal Tradeoff. For the D-approximation algorithm, Theorem 1.1.4, the idea

is to define, given a norm l, a new symmetric function l(D) : Rn → R≥0 such that l(x) ≤

l(D)(x) ≤ Dl(x). Even though l(D) is not a norm, we can still define mmc(l(D)), which

is bounded as Õ(mmc(l)/D). The approximation comes by using our main algorithm

to get a 1.1-approximation to l(D)(v), which translates into a 2D-approximation of l(v).
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The definition of l(D) and its analysis are presented in Section 4.6.

4.2 Notation and preliminaries

An important unit vector for us is ξ(n′) := 1√
n′

(1, 1, 1, . . . 1, 0, . . . , 0) ∈ Rn, for any

n′ ≤ n, which has n′ nonzero coordinates. We abuse the notation to write ξ(n′) ∈ Rn′

by removing zero coordinates, and vice-versa by appending zeros. Let us record some

basic facts about symmetric norms.

Lemma 4.2.1 (Monotonicity of Symmetric Norms, see e.g. Proposition IV.1.1 in [12]).

If l(·) is a symmetric norm and x, y ∈ Rn satisfy that for all i, |xi| ≤ |yi|, then l(x) ≤

l(y).

Without loss of generality, we assume that our norms are normalized on the standard

basis, i.e., l(ei) = 1. Recall that the dual of a norm l : Rn → R is the norm l′ : Rn → R

given by l′(x)
def
= sup{ |〈x,y〉|l(y) : y 6= 0}. For the following facts see, e.g., [92, Sections 3.1.2

and 4.5].

Fact 4.2.2. For all x ∈ Rn, l∞(x) ≤ l(x) ≤ l1(x).

Fact 4.2.3. Let a, b > 0 be such that, for all x ∈ Rn, a−1 l2(x) ≤ l(x) ≤ b l2(x). Then,

for all x ∈ Rn, b−1 l2(x) ≤ l′(x) ≤ a l2(x).

Fact 4.2.4. Ml Ml′ ≥ 1.

We restrict attention to vectors v whose coordinates are in the range {−m, . . . ,m},

for m = poly(n), so logm = O(log n). Our results still apply when m is larger but one

must replace log n factors with logm factors.

Last, we must be precise about the model of computation, because we do not have

a mathematical formula for the norm. Our algorithm will rely on evaluating the norm
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on a vector that is derived from a sketch of the stream. Every coordinate of this vector

should be easy to recover from the sketch, but the vector need not be written explicitly,

to avoid Ω(n) storage. To accomodate this, we make the assumption that our algorithm

has access to an oracle NORM that computes l(v) using queries to the coordinates of v,

i.e., our algorithm must provide query access to any coordinate vi.

4.3 An Algorithm for Symmetric Norms

In this section we prove Theorem 1.1.2, which shows that a symmetric norm can be

approximated in the turnstile streaming model using one pass and O(mmc(l)2 poly(1/ε ·

log n)) bits of memory. The Algorithm 1, uses a subroutine called Level1, described in

Section 4.5. The rest of this section considers a given symmetric norm l on Rn and a

desired accuracy parameter 0 < ε < 1. Let the two parameters α > 1 and 0 < β ≤ 1 be

determined later, possibly depending on n, ε and mmc(l). We assume mmc(l) ≤ γ
√
n,

for some sufficiently small constant 0 < γ � 1/2, since otherwise the lower bound given

in Theorem 1.1.3 implies that linear memory is necessary to approximate this norm

with a streaming algorithm.

4.3.1 Level Vectors and Important Levels

Definition 4.3.1 (Important Levels). For v ∈ Rn, define level i as Bi
def
= {j ∈ [n] :

αi−1 ≤ |vj | < αi}, and denote its size by bi
def
= |Bi|. We say that level i is β-important

if

bi > β
∑
j>i

bj ; and biα
2i ≥ β

∑
j≤i

bjα
2j .

Recall from Section 4.2 that we restrict attention to vectors v whose coordinates are
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in the range {−m, . . . ,m}, for m = poly(n). This assumption implies that the number

of non-zero bi’s is at most t = O(logα n). And if we normalize v to a unit vector in

l2-norm, then every non-zero coordinate has absolute value at least 1/ poly(n).

We will rely on the next theorem, which shows a streaming algorithm recovers all the

important bi’s. Its proof is deferred to Section 4.5.

Theorem 4.3.2. For every ε > 0, there is a one-pass streaming algorithm Level1 that

given an input stream and parameters α′ = 1 + γ > 1 and 0 < β ≤ 1, outputs {b̂i} for

base α = 1 +O(γ), such that with probability 1−O(1/ poly(n)), for all i,

• b̂i ≤ bi; and

• if level i is β-important, then b̂i ≥ (1− ε)bi.

This algorithm uses O(γ−5ε−2β−1 log12 n) bits of space.

To state and analyze our algorithm for approximating l(v), we introduce the following

notation. Later, we shall omit (v) from the notation, as it is clear from the context.

Definition 4.3.3 (Level Vectors and Buckets). Define the level vector for v ∈ Rn with

integer coordinates to be

V (v)
def
= (α1, . . . , α1︸ ︷︷ ︸

b1 times

, α2, . . . , α2︸ ︷︷ ︸
b2 times

, . . . , αt, . . . , αt︸ ︷︷ ︸
bt times

, 0, . . . , 0) ∈ Rn;

and define the i-th bucket of V (v) to be

Vi(v)
def
= ( 0, . . . , 0︸ ︷︷ ︸

b1+b2+...+bi−1 times

, αi, . . . , αi︸ ︷︷ ︸
bi times

, 0, . . . , 0︸ ︷︷ ︸
bi+1+bi+2...bt times

, 0, . . . , 0) ∈ Rn.

Let V̂ (v) and V̂i(v) be defined similarly for the approximated values {b̂i}. We denote

V (v)\Vi(v) as the vector with the i-th bucket replaced by 0; and denote V (v)\Vi(v)∪V̂i(v)
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as the vector by replacing the whole i-th bucket with V̂i(v), i.e.,

V (v)\Vi(v) ∪ V̂i(v)
def
= (α1, . . . , α1︸ ︷︷ ︸

b1 times

, . . . , αi, . . . , αi︸ ︷︷ ︸
b̂i times

, . . . , αt, . . . , αt︸ ︷︷ ︸
bt times

, 0, . . . , 0) ∈ Rn.

4.3.2 Approximated Levels Provide a Good Approximation

We first show the level vector V can be used to approximate l(v), if we choose a base

α
def
= 1 +O(ε).

Proposition 4.3.4. For all v ∈ Rn, l(V (v))/α ≤ l(v) ≤ l(V (v)).

Proof. Follows directly from the monotonicity of symmetric norms (Lemma 4.2.1). �

The next key lemma shows that l(V̂ ) is a good approximation to l(V ).

Lemma 4.3.5 (Bucket Approximation). For every level i, if b̂i ≤ bi, then l(V \Vi∪V̂i) ≤

l(V ); and if b̂i ≥ (1− ε)bi, then l(V \Vi ∪ V̂i) ≥ (1−ε)l(V ).

Proof. The upper bound follows immediately from the monotonicity of norms. We will

prove the lower bound as follows. Let us take the vector

V̂i
def
= ( 0, 0, . . . 0,︸ ︷︷ ︸

b1+b2+...+bi−1 times

αi, . . . αi︸ ︷︷ ︸
b̂i times

, 0, . . . , 0).

Let us also define W := V −Vi. Note that W + V̂i is a permutation of a vector V \Vi∪ V̂i.

We will prove that, under assumptions of the lemma, l(W + V̂i) ≥ (b̂i/bi)l(V ).

For a vector v ∈ Rn and a permultation π ∈ Σn, we denote π(v) a vector in Rn

such that π(v)i := vπ(i). Since the norm l is symmetric, we have that l(v) = l(π(v)).

Consider a set of permultations S, consisting of all permutations that are cyclic shifts
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over the non-zero coordinates of Vi, and do not move any other coordinates. That is,

there is exactly bi permultations in S, and for every π ∈ S, we have π(W ) = W . By

the construction of the set S, we have,

∑
π∈S

π(V̂i) = b̂iVi

and therefore
∑

π∈S π(W + V̂i) = b̂iVi + biW . As vectors Vi and W have disjoint

support, by monotonicity of the norm l with respect to each coordinates we can deduce

l(b̂iVi + biW ) ≥ l(b̂i(Vi +W )). By plugging those together,

b̂il(Vi +W ) ≤ l(b̂iVi + biW ) = l

(∑
π∈S

π(V̂i +W )

)

≤
∑
π∈S

l
(
π(V̂i +W )

)
= bil(V̂i +W ) (4.1)

where the last equality follows from the fact that l is symmetric and |S| = bi. Hence,

l(V̂i +W ) ≥ b̂i
bi
l(V ) ≥ (1− ε)l(V ), as desired. �

4.3.3 Contributing Levels and Important Levels

Definition 4.3.6 (Contributing Levels). Level i is called β-contributing if l(Vi) ≥

β l(V ) .

Lemma 4.3.7. Let V ′ be the vector obtained from V by removing all levels that are not

β-contributing. Then (1−O(logα n) · β)l(V ) ≤ l(V ′) ≤ l(V ).

Proof. Let i1, . . . , ik be the levels that are not β-contributing. Then by the triangle

inequality,

l(V ) ≥ l(V )− l(Vi1)− . . .− l(Vik) ≥ (1− kβ)l(V ).
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The proof follows by bounding k by t = O(logα n), which is the total number of non-zero

bi’s. �

The following lemma and Lemma 4.3.15 show together that that every β-contributing

level is also β′-important for a suitable β′ that depends on mmc(l).

Lemma 4.3.8. If level i is β-contributing, then bi ≥ λβ2

mmc(l)2 log2 n
·
∑

j>i bj for some

absolute constant λ > 0.

We present the following concentration of measure results for the proof of this lemma,

Lemma 4.3.9. For every norm l on Rn, if x ∈ Sn−1 is drawn uniformly at random

according to Haar measure on the sphere, then

Pr(|l(x)−Ml | >
2 bl√
n

) <
1

3

Lemma 4.3.10. For every n > 0, there is a vector x ∈ Sn−1 satisfying

1. |l∞(x)−M
l
(n)
∞
| ≤ 2/

√
n,

2. |l(x)−Ml(n) | ≤ 2 bl(n) /
√
n, and

3. |{i : |xi| > 1
K
√
n
}| > n

2 for some universal constant K.

We prove these lemmas using Levy’s isoperimetric inequality, see e.g. [92, Section

2.3].

Theorem 4.3.11 (Levy’s Isoperimetric Inequality). For a continuous function f :

Sn−1 → R, let Mf be the median of f , i.e., µ({x : f(x) ≤ Mf}) ≥ 1/2 and µ({x :

f(x) ≥ Mf}) ≥ 1/2, where µ(·) is the Haar probability measure on the unit sphere
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Sn−1. Then µ({x : f(x) = Mf}ε) ≥ 1 −
√
π/2e−ε

2n/2, where for a set A ⊂ Sn−1 we

denote Aε
def
= {x : l2(x,A) ≤ ε} and l2(x,A)

def
= inf

y∈A
||x− y||2.

Proof of Lemma 4.3.9. By applying Theorem 4.3.11, for random x distributed accord-

ing to the Haar measure on the l2-sphere, with probability at least 1 −
√
π/2e−2 > 2

3

there is some y ∈ Sn−1, such that ‖x− y‖2 ≤ 2√
n

and l(y) = Ml. We know that norm l

is bl-Lipschitz with respect to ‖ · ‖2, and as such

|l(x)−Ml | = |l(x)− l(y)| ≤ l(x− y) ≤ bl ‖x− y‖ ≤
2 bl√
n

�

Proof of Lemma 4.3.10. Consider x drawn uniformly at random from a unit sphere.

According to Lemma 4.3.9, we have Pr(|l∞(x) −M
l
(n)
∞
| > 2/

√
n) < 1

3 and Pr(|l(x) −

Ml | > 2 bl /
√
n) < 1

3 .

Let us define τ(x, t)
def
= |{i : |xi| < t}|. We need to show that for some universal

constant K, with probability larger than 2
3 over a choice of x, we have τ(x, 1

K
√
n

) < n
2 .

Indeed, consider random vector z ∈ Rn, such that all coordinates zi are independent

standard normal random variables. It is well known, that z
‖z‖2 is distributed uniformly

over a sphere, and therefore has the same distribution as x. There is a universal constant

K1 such that Pr(‖z‖2 > K1
√
n) < 1

6 , and similarly, there is a constant K2, such that

Pr(|zi| < 1
K2

) < 1
12 . Therefore, by Markov bound we have Pr(τ(z, 1

K2
) > n

2 ) < 1
6 . Using

union bound, with probability larger than 2
3 it holds simultanously that ‖z‖2 ≤ K1

√
n

and τ(z, 1
K2

) < n
2 , in which case τ(z/‖z‖2, 1

K1K2
√
n

) < n
2 .

Finally, by union bound, a random vector x satisfies all of the conditions in the

statement of the lemma with positive probability. �

We now prove that the norm l of the (normalized) all-ones vector ξ(n) is closely related

to the median of the norm. This all-ones vector is useful because it can be easily related
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to a single level of V .

Lemma 4.3.12 (Flat Median Lemma). Let l : Rn → R be a symmetric norm. Then

λ1 Ml /
√

log n ≤ l(ξ(n)) ≤ λ2 Ml,

where λ1, λ2 > 0 are absolute constants.

Note that the first inequality is tight for l∞. To prove this lemma, we will need the

following well-known fact, see e.g. [92].

Fact 4.3.13. There are absolute constants 0 < γ1 ≤ γ2 such that for every integer

n ≥ 1,

γ1

√
log(n)/n ≤ M

l
(n)
∞
≤ γ2

√
log(n)/n.

Proof of Lemma 4.3.12. Using Lemma 4.3.10, there is a constant λ > 0 and a vector

x ∈ Sn−1 such that (i) |l∞(x) −Ml∞ | ≤ λ
√

1/n, (ii) |l(x) −Ml | ≤ λ bl /
√
n and (iii)

|{i : |xi| > 1
K
√
n
}| > n

2 By Fact 4.3.13, Ml∞ = Θ(
√

log(n)/n). On the other hand,

mmc(l) ≤ γ
√
n, for sufficiently small γ, thus λ bl /

√
n < Ml. We can therefore get

constants γ1, γ2 > 0 such that γ1 Ml ≤ l(x) ≤ γ2 Ml and γ1

√
log(n)/n ≤ l∞(x) ≤

γ2

√
log(n)/n. Therefore |x| ≤ γ2

√
log nξ(n) coordinate-wise, and by monotonicity of

symmetric norms,

γ1 Ml ≤ l(x) ≤ γ2

√
log n l(ξ(n)). (4.2)

For the second part of the lemma, let J = {i : |xi| > 1
K
√
n
}. As |J | > n

2 , there is a

permutation π such that [n]− J ⊂ π(J). Let |x| be a vector obtained from x by taking
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an absolute value of every coordinate, and let π(x) denote applying permutation π to

coordinates of vector x. We have |x| + π(|x|) > ξ(n)

K coordinate-wise, and therefore by

monotonicity of symmetric norms, we have

1

K
l(ξ(n)) ≤ l(|x|+ π(|x|)) ≤ l(|x|) + l(π(|x|)) = 2l(x) ≤ 2γ2 Ml . �

Next, we show that the median is roughly monotone (in n), which is crucial for the

norm to be approximated.

Lemma 4.3.14 (Monotonicity of Median). Let l : Rn → R be a symmetric norm. For

all n′ ≤ n′′ ≤ n,

Ml(n
′) ≤ λmmc(l)

√
log n′Ml(n

′′) ,

where λ > 0 is an absolute constant.

Proof. By Lemma 4.3.12 and the fact that ξ(n′) is also a vector in Sn
′′−1,

λMl(n
′) /
√

log n′ ≤ l(ξ(n′)) ≤ bl(n′′) ≤ mmc(l) Ml(n
′′) . �

We are now ready to prove the Lemma 4.3.8.

Proof of Lemma 4.3.8. Fix a β-contributing level i, and let U be the vector V after

removing buckets j = 0, . . . , i. By Lemma 4.3.12, there is an absolute constant λ1 > 0

such that

l(Vi) = αi
√
bi l(ξ

(bi)) ≤ λ1α
i
√
bi Ml(bi) ,
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and similarly

l(U) ≥ λ2α
i

√
log n

√∑
j>i

bj M
l
(
∑
j>i bj) .

We now relate these two inequalities as follows. First, l(Vi) ≥ β l(V ) ≥ β l(U). Second,

we may assume bi <
∑

j>i bj , as otherwise the lemma holds, and then by monotonicity

of the median (Lemma 4.3.14) Ml(bi) ≤ λ3 mmc(l)
√

log n M
l
∑
j>i bj , for some absolute

constant λ3 > 0. Putting these together, we get

β · λ2α
i

√
log n

√∑
j>i

bj ≤ λ1α
i
√
bi · λ3 mmc(l)

√
log n,

and the lemma follows. �

Lemma 4.3.15. If level i is β-contributing, then there is an absolute constant λ > 0

such that

biα
2i ≥ λβ2

mmc(l)2(logα n) log2 n

∑
j≤i

bjα
2j .

Proof of Lemma 4.3.15. Fix a β-contributing level i, and let h
def
= argmaxj≤i

√
bjα

j . We

proceed by separating into two cases. First, if bi ≥ bh then the lemma follows easily by

∑
j≤i

bjα
2j ≤ tbhα2h ≤ O(logα n)biα

2i.

The second case is when bi < bh. Using the definition of a contributing level and

Lemma 4.3.12,

λ1α
i
√
bi Ml(bi) ≥ l(Vi) ≥ βl(V ) ≥ λ2βα

h
√
bh/ log nMl(bh) ,
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for some absolute constants λ1, λ2 > 0. Plugging in Ml(bi) ≤ λ3 mmc(l)
√

log nMl(bh) ,

which follows from monotonicity of the median (Lemma 4.3.14), for some absolute

constant λ3 > 0, we get

λ1α
i
√
bi Ml(bi) ≥

λ2β
√
bhα

h

√
log n

·
Ml(bi)

λ3 mmc(l)
√

log n
,

√
biα

i ≥ λ2β
√
bhα

h

λ1λ3 mmc(l) log n
.

Squaring the above and observing that bhα
2h ≥ 1

O(logα n)

∑
j≤i bjα

2j , the proof is com-

plete. �

4.3.4 Putting It Together

Proof of Theorem 1.1.2. Recall from Section 4.2 that we assume our algorithm has ac-

cess to an oracle NORM that computes l(v) using queries to the coordinates of v, i.e.,

our algorithm must provide query access to any coordinate vi. We assume without loss

of generality that ε ≥ 1/ poly(n), because an exact algorithm using space O(n log n) is

trivial.

Our algorithm maintains a data structure that eventually produces a vector V̂ . We

will show that with high probability, l(V̂ ) approximates l(v) and we will also bound

the space required for the data structure. The algorithm is presented in Algorithm 1.

The idea is to run the Level1 algorithm with appropriate parameters. Specifically, to

achieve (1±ε)-approximation to l(v), we set the approximation guarantee of the buckets

to be ε′
def
= O

(
ε2

logn

)
and the importance guarantee to be β′

def
= O

(
ε5

mmc(l)2 log5 n

)
.

Let v be the streaming vector. It is approximated by its level vector V with base

α = 1 + O(ε), namely, (1 − O(ε))l(v) ≤ l(V ) ≤ l(v) by Proposition 4.3.4. Observe

that t = O(logα n) = O(log(n)/ε), and assume that algorithm Level1 succeeds, i.e.,
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Algorithm 1 OnePassSymmetricNorm(S, n)

1: Input: stream S of from domain [n], and ε > 0
2: Output: X

3: (α, b̂1, b̂2, . . . , b̂t) ← Level1(S, n, α′ = 1 + O(ε), ε′ = O
(

ε2

logn

)
, β′ =

O
(

ε5

mmc(l)2 log5 n

)
, δ = 0.01ε

n
);

4: Construct V̂ using α and b̂1, b̂2, . . . , b̂t;
5: Invoke NORM, answer each query for vi by V̂i;
6: X ← output of NORM.
7: Return X.

the high-probability event in Theorem 4.3.2 indeed occured. Denote by V̂ the output of

Level1, and by V ′ the vector V after removing all buckets that are not β-contributing,

and define V̂ ′ similarly to V̂ , where we set β
def
= ε/t = O(ε2/ log n). Every β-contributing

level is necessarily β′-important by Lemmas 4.3.8 and 4.3.15 and therefore satisfies b̂i ≥

(1− ε′)bi. We bound the error from removing non-contributing levels by Lemma 4.3.7,

namely,

(1−O(ε)) l(V ) ≤ (1−O(logα n) · β) l(V ) ≤ l(V ′) ≤ l(V ).

By monotonicity (Lemma 4.2.1) and by Lemma 4.3.5,

l(V̂ ) ≥ l(V̂ ′) = l((V ′\Vi1 ∪ V̂i1) . . . \Vik ∪ V̂ik)

≥ (1− ε′)t l(V ′) ≥ (1−O(ε))l(V ′).

Altogether, (1−O(ε))l(v) ≤ l(V̂ ′) ≤ l(v), which bounds the error of l(V̂ ′) as required.

The space requirement of the algorithm is dominated by that of subroutine Level1,

namely, O
(

log12 n
β′ε′2ε5

)
= O

(
mmc(l)2 log19 n

ε14

)
bits. Storing the data structure, i.e., b̂i’s,

requires only
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O(logα n) log n = O
(

log2 n
ε

)
bits. �

4.4 Lower Bound

The overall plan is to use the multiparty disjointness communication complexity problem

to prove an Ω(mmc(l)2) bits storage lower bound on any turnstile streaming algorithm

outputs a (1± 1/6)-approximation, or better, to the norm of the frequency vector. The

bound is otherwise independent of the norm or n.

Multiparty disjointness is a communication problem where there are t players who

each recieve a subset of [n], and their goal is to determine whether their sets are in-

tersecting or not. The problem was introducted by Alon, Matias, and Szegedy [2] to

prove storage lower bounds for the frequency moments problem. After several improve-

ments [32, 9], the communication complexity of multiparty disjointness was settled at

an asymptotically optimal Ω(n/t) bits of communication by Gronemeier [59].

4.4.1 John’s Theorem for Symmetric Norms

We will start by proving the following specialization of John’s Theorem [76] to the case

of symmetric norms.

Theorem 4.4.1 (John’s Theorem for Symmetric Norms). If l(·) is a symmetric norm

on Rn, then there exist 0 < a ≤ b such that b/a ≤
√
n and, for all x ∈ Rn, al2(x) ≤

l(x) ≤ bl2(x).

Proof. By John’s Theorem [76] there exists a unique ellipsoid E of maximum volume

contained in B = {x ∈ Rn | l(x) ≤ 1} and, furthermore, B ⊆
√
nE. E is permutation

and sign symmetric because B is, so it follows from Lemma 4.4.2 that E is a sphere.
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Therefore, there exist 0 < a < b such that al2(x) ≤ l(x) ≤ bl2(x), for all x ∈ Rn, and,

furthermore, b/a ≤
√
n. �

Lemma 4.4.2. If an ellipsoid E is symmetric under every permutation or change of

signs to its coordinates then E is a sphere.

Proof. Let A be a positive semidefinite matrix such that E = {x ∈ Rn | xTAx = 1}.

Since A is a real positive semidefinite matrix, it can be decomposed as A = SDST ,

where S is orthonormal and D is a diagonal matrix with D11 ≥ D22 ≥ · · ·Dnn ≥ 0. We

will show that all of the diagonal entries in D are the same, from which it follows that

A = D and E is a sphere. Let si, for i ∈ [n], be the columns of S. Let i 6= 1, choose a

permutation P1 so that P1s1 has its coordinates in decreasing order by magnitude, and

choose a permutation Pi so that Pisi has the same. Now choose a diagonal matrix D

that has Djj = 1 if (P1s1)j has the same sign as (Pisi)j , and Djj = −1 if the signs are

different, zeros may be treated arbitrarily. Let P = P T1 DPi; since P is the product of

permutation matrics and a sign change matrix we have E = {x | xTPAP Tx ≤ 1} by

the symmetry assumption.

We have D11 = sT1 As1, since s1 is a unit vector orthogonal to si, i > 1. Let λ =

STP T s1. By construction we have
∑

j λ
2
j = 1 and λi > 0. If we suppose that Dii < D11,

then we arrive at the following contradiction

D11 = s1As1 = s1PAP
T s1 =

n∑
j=1

λ2
jDjj < D11.

Therefore, D11 = Dii, for all i, and E is sphere. �
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4.4.2 Concentration of a Symmetric Norm

Let us begin by discussing a concentration inequality for symmetric norms. We will

need concentration of l(Z) around
√
nMl, where Z is distributed according to the

canonical Gaussian disribution on n dimensions. To get it, we will use the following

two concentration theorems for Lipschitz functions. The diffrence between them is

the underlying distribution, whether it is uniform on Sn−1 or multivariate Gaussian.

Comparing l(Z) against its own median is just a direct application of Theorem 4.4.4.

There is a little bit more work to do because we wish to compare l(Z) to the median of

l(·) over Sn−1, which is also the median of l(Z)/l2(Z). Note that the M in Theorem 4.4.3

is not the same as the M in Theorem 4.4.4 because the probability distributions are

different.

Theorem 4.4.3 ([92]). Let f : Sn−1 → R be 1-Lipschitz, let Z ∈ Sn−1 be chosen

uniformly at random, and let M be the median of f(Z). Then, for all t > 0, Pr(|f(Z)−

M | ≥ t) ≤ 2e−nt
2/2.

Theorem 4.4.4 ([85]). Let f : Rn → R be 1-Lipschitz, let Z1, Z2, . . . , Zn
iid∼N(0, 1),

and let M be the median of f(Z). Then, for all t > 0, Pr(|f(Z)−M | ≥ t) ≤ e−t2/2.

It will also be helpful to have the following fact about χ2 random variables.

Lemma 4.4.5. ([84]) Let X ∼ χ2
n. For all x ≥ 0,

Pr(X ≥ n+ 2
√
nx+ x) ≤ e−x and Pr(X ≤ n− 2

√
nx) ≤ e−x.

Lemma 4.4.6. Let n ≥ 2 and let Z ∈ Rn be a random vector with coordinates

Z1, Z2, . . . , Zn
iid∼N(0, 1). Let Ml be the median of l(·) on Sn−1, where l(·) is a sym-
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metric norm on Rn. Then, for all t ≥ 0,

Pr(|l(Z)−
√
nMl | ≥ t

√
nMl) ≤ 7e−t

2/200.

Proof. We first establish an inequality that does not have the correct dependence on t,

it is (4.4), and then use it to bound the median of l(Z) in terms of
√
nMl. That will

allow us to apply Theorem 4.4.4 and get the bound above.

By Theorem 4.4.1, there exist 0 < al ≤ bl such that bl/al ≤
√
n and, for all x ∈ Rn,

all2(x) ≤ l(x) ≤ bll2(x). This implies l(·) is bl-Lipschitz on Rn. By scaling the norm

(and, as a consequence, Ml), we may assume al = 1 without loss of generality.

It is easy to see that

Pr(l(Z)−
√
nMl ≥ t

√
nMl)

= Pr
(
l(Z)− l2(Z) Ml +l2(Z) Ml−

√
nMl ≥ t

√
nMl

)
≤ Pr

(
l(Z)− l2(Z) Ml ≥

√
nMl

t

2

)
+ Pr

(
l2(Z)−

√
n ≥
√
n
t

2

)
. (4.3)

For the second term, notice that l2(Z)2 is a χ2
n random variable. Using Lemma 4.4.5,

we have

Pr

(
l2(Z)−

√
n ≥
√
n
t

2

)
= Pr

(
l2(Z)2 ≥ n(1 +

t

2
)2

)
= Pr

(
l2(Z)2 ≥ n+ 2

√
n(
√
n
t

2
) + (
√
n
t

2
)2

)
≤ e−nt2/4.
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For the first term in (4.3), we have

Pr

(
|l(Z)− l2(Z) Ml| ≥

√
nMl

t

2

)
≤ Pr

(∣∣∣∣l( Z

l2(Z)
)−Ml

∣∣∣∣ ≥ Ml
t

4

)
+ Pr(l2(Z) ≥ 2

√
n).

The scaled norm l(·)/ bl is 1-Lipschitz and Z/l2(Z) is distributed according to the Haar

distribution, so by Theorem 4.4.3 and our previous χ2 bound we have

Pr

(
l(Z)− l2(Z) Ml ≥

√
nMl

t

2

)
≤ 2 exp{−nM2

l t
2

32 b2
l

}+ e−n

≤ 2 exp{− t
2

32
}+ e−n

where the final inequality follows because Ml / bl ≥ al/bl ≥ 1/
√
n.

So far, we have established, ∀ t ≥ 0,

Pr(l(Z)−
√
nMl ≥ t

√
nMl) ≤ 2e−t

2/32 + e−n + e−nt
2/4. (4.4)

It is almost the bound that we want, except for the e−n term. Substituting in t = 8

and n ≥ 2 we find Pr(l(Z) ≥ 9
√
nMl) ≤ 1

2 . Therefore the median of l(Z) is at no larger

than 9
√
nMl, so Theorem 4.4.4 implies, ∀ t ≥ 0 and n ≥ 2,

Pr(l(Z)− 9
√
nMl ≥ t

√
nMl) ≤ e−t

2nM2
l /2 b2

l ≤ e−t2/2. (4.5)

The last step is to combine these two bounds by using (4.4) to bound,

∀t ≤ 10 and n ≥ 2, Pr(l(Z) ≥ t
√
nMl) ≤ 3e−t

2/32 + e−n ≤ 7e−t
2/32
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and using (4.5) to establish, ∀t ≥ 10 and n ≥ 2,

Pr(l(Z) ≥ t
√
nMl) = Pr(l(Z)− 9

√
nMl ≥ (t− 9)

√
nMl)

≤ Pr(l(Z)− 9
√
nMl ≥

t

10

√
nMl) ≤ e−t

2/200,

which proves the theorem. �

4.4.3 The Norm of a Randomized Vector

The multiparty disjointness reduction used to prove Theorem 1.1.3 uses a randomized

vector. Given a vector v ∈ Rn, we randomize it by replacing the coordinates by inde-

pendent Normally distributed random variables Vi ∼ N(0, v2
i ), for each i ∈ [n].

The next lemma allows us to compare the distribution of the norm of two different

randomized vectors. Recall that a random variable Y is said to stochastically dominate

a random variable X if Pr(Y ≥ t) ≥ Pr(X ≥ t) for all t ∈ R, or, equivalently, their cdf’s

satisfy FX ≥ FY .

Lemma 4.4.7. Let σ, τ ∈ Rn≥0 satisfy σ ≤ τ coordinate-wise. Let Xi ∼ N(0, σ2
i ),

independently for i = 1, . . . , n, and Yi ∼ N(0, τ2
i ), independently for i = 1, . . . , n. Then

l(Y ) stochastically dominates l(X), in particular, for all t ∈ R,

Pr(l(X) ≥ t) ≤ Pr(l(Y ) ≥ t).

Proof. It is well known that, for any random variables Y ′ and X ′, Y ′ stochastically

dominates X ′ if and only if there is a coupling of X ′ and Y ′ so that X ′ ≤ Y ′. Since

τi ≥ σi we have that |Yi| stochastically dominates |Xi|, for all i. Therefore, there is a

coupling of the vectors |X| and |Y | so that |X| ≤ |Y | coordinate-wise at every sample
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point. This is also a coupling of l(X) and l(Y ), and by applying Lemma 4.2.1 proves

that l(X) ≤ l(Y ) at every sample point. Thus, l(Y ) stochastically dominates l(X). �

The main technical lemma we use to prove Theorem 1.1.3 is the following.

Lemma 4.4.8. If v ∈ Sn−1 has l(v) = bl and V ∈ Rn is a random vector with coordi-

nates distributed Vi
iid∼N(0, v2

i ), then Pr(l(V ) ≥ bl /4) ≥ 1/10.

In order to prove Lemma 4.4.8 we will first need to bound E l(V ).

Lemma 4.4.9. If v ∈ Sn−1 has l(v) = bl and V is a random vector with coordinates

distributed Vi
iid∼N(0, v2

i ), then E l(V ) ≥ 0.49 bl.

Proof. If on every outcome it happened that |V | ≥ |v| coordinate-wise then Lemma 4.2.1

would imply the desired result. Of course, it is very likely that for some coordinates

|Vi| < |vi|. The idea of the proof is to “patch up” those coordinates with another

vector that has small norm and then apply the reverse triangle inequality. Let U =

max{|v| − |V |, 0}, where the maximum is taken coordinate-wise. U was chosen so that

|V |+U ≥ |v|, hence by Lemma 4.2.1 l(|V |+U) ≥ l(v) = bl, and by the reverse triangle

inequality l(V ) ≥ l(v)− l(U).

It remains to bound E l(U). We will begin by bounding E l2(U) and use this value

to bound E l(U). Let Z ∼ N(0, 1) and let 1A be the indicator function of the set A.

Direct calculation with the Normal c.d.f. shows that

E l2(U)2 =
n∑
i=1

2v2
i E
(
1[0,1)(Z) (1− Z)2

)
≤ 0.26

∑
v2
i = 0.26,

Therefore, E l2(U) ≤
(
E l2(U)2

)1/2 ≤ 0.51, where the first inequality is Jensen’s. Finally,

we can conclude E l(U) ≤ bl E l2(U) ≤ 0.51 bl and E l(V ) ≥ l(v)− E l(U) ≥ 0.49 bl. �
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Proof of Lemma 4.4.8. For a random variableX and event A, let E(X;A) = EX1A(X) =∫
AXdP . We begin with the trivial bound, for any 0 < α < β,

E l(V ) = E(l(V ); (0, α]) + E(l(V ); (α, β]) + E(l(V ); (β,∞))

≤ α+ β Pr(l(V ) ∈ (α, β]) + E(l(V ); (β,∞)). (4.6)

We shall use l2(V ) to bound the last term above. Observe that E l2(V )2 = 1 and, letting

Z1, . . . , Zn
iid∼N(0, 1),

Var(l2(V )2) = Var

(∑
i

v2
i Z

2
i

)

=
∑
i

v4
i Var(Z2

i ) = 2
∑
i

v4
i ≤ 2l2(v)2 = 2,

because v ∈ Sn−1 has unit length. For k > 0, we have by Chebyshev’s Inequality that

Pr(l2(V )2 ≥
√

2k + 1) ≤ 1

k2
,

and, by a change of variables,

Pr(l2(V ) ≥ x) ≤
(
x2 − 1√

2

)−2

=
2

(x2 − 1)2
≤ 4/x4, for x >

√
2,

and it extends trivially to all x > 0. This implies Pr(l(V ) ≥ bl x) ≤ 4/x4, hence

Pr(l(V ) ≥ x) ≤ 4(bl /x)4. Thus,

E(l(V ); (β,∞)) ≤
∫ ∞
β

4 b4
l

x4
dx =

4 b4
l

3β3
.

Now we return to (4.6) and substitute α = 0.49 bl /4 and β = 2.44 bl. Together with
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Lemma 4.4.9 we get

0.49 bl ≤ E l(V ) ≤ 0.49 bl
4

+ 2.32 bl Pr(l(V ) ≥ bl /4) +
4 bl

3(2.44)3
.

Upon rearranging the inequality we find Pr(l(V ) ≥ bl /4) ≥ 1/10, as desired. �

4.4.4 Multiparty Disjointness and the Norm on a Stream

We will show an Ω(mc(l)2) bits bound on the storage needed by a streaming algorithm

for the norm l.

Lemma 4.4.10. Let l(·) be a symmetric norm on Rn. A turnstile streaming algorithm

that outputs a (1±1
6)-approximation for l(·), with probability at least 0.99, uses Ω(mc(l)2)

bits in the worst case.

Let recall that every symmetric norm l(·) on Rn induces the norm l(·)(k) on Rk, for

k < n, by setting any n−k coordinates to 0. The induced norm may have a different ratio

of bl /Ml. Since a streaming algorithm that approximates l(·) must also approximate

l(·)(k), Lemma 4.4.10 in fact implies Theorem 1.1.3.

Proof of Lemma 4.4.10. We begin with an instance of the multiparty disjointness promise

problem on domain [n] with t = d240
√
n ·Ml / ble players. By Lemma 4.4.1, t ≥

240
√
nMl / bl ≥ 240. The players are given sets P1, P2, . . . , Pt ⊆ [n] with the promise

that either they are pairwise disjoint or exactly one element is contained in every set

but they are otherwise disjoint. The players are allowed, in any order, to communicate

bits with each other by writing them to a shared blackboard, and they are given shared

access to a string of random bits. The players’ goal is for at least one among them to

determine whether the sets P1, . . . , Pt are disjoint or intersecting. If the players correctly
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determine the type of instance with probability at least 0.55, then their communication

scheme is called a “correct protocol”. It is known that for any correct protocol, the

players must write Ω(n/t) bits to the blackboard in the worst case [32]. In this reduc-

tion, each of the t players will transmit the memory of the streaming algorithm once,

which leads to an Ω(n/t2) = Ω(b2
l /M2

l ) bits lower bound on the memory used by the

algorithm.

Next, we describe the protocol under the assumption that the players can perform

computations with real numbers. After describing the protocol we explain that this

assumption can be removed by rounding the real values to a sufficiently high precision.

The players have shared access n2 i.i.d. N(0, 1) random variables Zi,j , for i, j ∈ [n],

and additional independent randomness for the approximation algorithm.

Let v ∈ argmaxx∈Sn−1 l(x), so that l(v) = bl. We define an n × n matrix V with

coordinates

Vi,j = Zi,jvi+j mod n.

Since v is fixed, all of the players can compute the matrix using the shared randomness.

Let Vj denote the jth column of V ; it is a vector with independent Normally distributed

entries. The vector of standard deviations of Vj is a copy of v that has been cyclically

shifted down by j entries, in particular the standard deviation of Vi,n is vi.

Here is the stream that the players create, they jointly run an approximation algo-

rithm for the norm on this stream. For each player i and item j ∈ Pi the ith player

adds a copy of Vj to the stream. More precisely, for each j ∈ Pi player i adds 1 with

frequency V1,j , 2 with frequency V2,j , etc. The players repeat this protocol 10 times

independently.

Now we analyze the possible outcomes of one of the ten trials. Let N ⊆ ∪ti=1Pi be
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the set of elements that appear in exactly one set Pi, and let X =
∑

j∈N Vj . If there

is no intersection between the Pi’s, then the stream’s frequency vector is X. If they all

intersect at j∗, then the frequency vector is Y = tVj∗ +X.

It remains to compare l(X) and l(Y ). The coordinates of X are independent and

normally distributed with zero mean and variance

EX2
i =

∑
j∈N

EV 2
i,j =

∑
j∈N

v2
i+j mod n ≤

n∑
j=1

v2
j = 1.

Let Z be a random vector with coordinates Zi
iid∼N(0, 1), for i = 1, . . . , n. By Lemma 4.4.7

Z stochastically dominates X, and using Lemma 4.4.6 we have Pr( 1√
n
l(X) ≥ 40 Ml) ≤

Pr( 1√
n
l(Z) ≥ 40 Ml) ≤ 0.005. On the other hand, Y stochastically dominates tVj∗ and

Lemma 4.4.8 additionally implies

Pr(l(tVj∗ +X) ≥ 60 Ml

√
n) ≥ Pr(tl(Vj∗) ≥ 60 Ml

√
n) ≥ Pr(l(Vj∗) ≥ bl /4) ≥ 1/10.

The final player checks whether the maximum approximation returned among the

10 trials is larger or smaller than 50 Ml
√
n and declares “intersecting” or “disjoint”

accordingly.

The output of the protocol is correct on an intersecting instance if at least one of

the 10 stream vectors has norm larger than 60 Ml
√
n and the algorithm always returns

a (1 ± 1/6)-approximation. It is correct on a disjoint instance if all of the stream

vectors have norm smaller than 40 Ml
√
n and the algorithm always returns a (1± 1/6)-

approximation. If the instance is an intersecting one, then with probability at least

0.1 the magnitude of l(tVj∗ + X) is large enough. At least one of the ten trials will

have this property with probability at least 1 − 0.910 ≥ 0.65, because the trials use
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independent random matrices. Since the algorithm correctly approximates the norm

with probability at least 0.99, it follows that the protocol is correct for an intersecting

instance with probability at least 0.65− 10 · 0.01 = 0.55.

On a disjoint instance, one trial of the protocol is successful with probability at least

0.992 ≥ 0.98 where one factor comes from the success of the approximation algorithm

and the other from our earlier application of the concentration bound. Thus, the output

of the protocol correctly identifies a disjoint instance with probability at least 1 − 10 ·

0.02 = 0.8, by a union bound over the ten trials. Therefore, this protocol is a correct

protocol.

It remains to describe the rounding of the real values. It suffices to represent each

value with a sufficiently high precision. We replace each variable as Zi,j with a discrete

random variable Zi,j = Ẑi,j + δi,j where Ẑi,j are distributed i.i.d. N(0, 1) and δi,j is

difference between Ẑi,j and its closest point in { j
n4 | j = −n5, . . . , n5 − 1, n5}. In

particular, with very high probability, |δi,j | ≤ 1/2n4 for all pairs i, j. We also replace

v by a vector v = v̂ + δv where v̂ ∈ argmaxx∈Sn−1 l(x), so that l(v̂) = bl, and where δv

is a vector containing the difference between each entry of v̂i and the nearest integer

multiple of n−4 to it.

Each frequency in the stream is the sum of at most t variables. Performing these

replacements changes each frequency in the stream by no more than 2tn−4. Let ∆ ∈ Rn

denote this change, then l(∆) ≤ bl l2(∆) ≤ 2 bl tn
−7/2 = O(Ml /n

3). Applying the

triangle and reverse triangle inequalities shows that the change negligible. Therefore,

the discretized protocol is correct also, which completes the proof. �

Suppose there is an algorithm with the weaker, D-approximation guarantee. Namely,

D > 1 and with probability at least 0.99, the algorithm returns a value l̂ satisfying
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l(V ) ≤ l̂ ≤ Dl(V ), where V is the stream vector. The main lower bound, Theorem 1.1.3,

can be easily adapted this setting, where we get a lower bound of Ω(mmc(l)2/D2) bits

instead, with a small modification to the proof of Lemma 4.4.10.

Theorem 1.1.5. Let l be a symmetric norm on Rn. Any turnstile streaming algo-

rithm that outputs, with probability at least 0.99, a D-approximation for l(·) must use

Ω(mmc(l)2/D2) bits of space in the worst case.

Indeed, the proof goes as above, except that the number of players should be increased

to t = d240D
√
nMl / ble. The disjoint instances do not change, but the norm is D times

larger on an intersecting instance. Thus, the D-approximation algorithm can distinguish

the two and we get the bound Ω(mc(l)2/D2), which is easily boosted to Ω(mmc(l)2/D2)

bits, as before. When l = l∞, this matches the trade-off proved by Saks and Sun [105].

4.5 The Level Algorithm

In this section we prove Theorem 4.3.2 by presenting the level algorithm and analyzing

its performance. The algorithm follows the ideas used by Indyk and Woodruff [71]. for

approximating frequency moments. As their paper focuses on the specific problem of

lp-norms, its analysis is more specialized, with parameters chosen based on properties

of lp-norms, and it is not immediate to see how to generalize/modify it to approximate

all symmetric norms. For an easier statement of our upper bound, and also for com-

pleteness, we modify their algorithm to output level vectors (instead of the value of lp

norm) and repeat the analysis accordingly.

To present the high level idea, we first present a two-pass algorithm, and then modify

it to be a one-pass algorithm. The two-pass algorithm is shown in Algorithm 3. Note

that we assume full randomness, i.e., the algorithm has unlimited access to random bits.
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We can reduce the number of bits needed to O(log n) by following Indyk’s method [68],

which uses Nisan’s pseudorandom generator [98], and this impacts the space complexity

by an O(log n) factor.

4.5.1 Two-Pass Algorithm

The purpose of this section is to prove the following theorem.

Theorem 4.5.1. There is a streaming two pass algorithm TwoPassLevelCounts, that

given input stream S with frequency vector v, level base α > 1, importance β > 0, pre-

cision ε > 0 and error probability δ, output a list (b̂1, b̂2, . . . , b̂t), where t = log n/ logα,

such that,

• for all i ∈ [t], b̂i ≤ bi;

• if i is a β-important level, then b̂i ≥ (1− ε)bi,

with probability at least 1− δ, using space O
(

log6 n
βε4

log2(1/δ)
logα log n2

δ

)
.

The high level idea of the two pass algorithm is as follows. For each φ = 0, 1, . . . , O(log n),

we select a random subset of [n] where each item is included independently with prob-

ability 2−φ. This gives us O(log n) substreams, where each is defined by restricting

the original stream to only include updates from one of the random subsets. What we

will prove is that if level i is important, then a random sample of the items in level i

will appear as heavy hitters in one of the substreams. Hence, we can find them with a

CountSketch [36]. The entire sketch, that is the subsampling combined with CountS-

ketch, is presented in Algorithm 2, SampleLevel. Finding the largest φ such that some

item from level i appears in the substream gives us the estimate 2φ for the size of that

level, but this estimate will not be accurate enough for our purposes.
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To get an accurate estimate of the level sizes we repeat the above procedure to identify

heavy hitters R = O(ε−2 log2 n) times independently in parallel. Next, on the second

pass, we determine the exact frequency of each of the items identified during the first

pass and thus correctly identify its level. The final estimate for the size of level i is

derived by considering the largest φ such that at least a Ω(1/ log n) fraction among the

repetitions with sampling probability 2−φ contained an item in level i. The entire level

vector approximation procedure is Algorithm 3.

Algorithm 2 SampleLevel(S, n, β, ε, δ,Φ, R), sketch of the frequency vector by
subsampling and finding β heavy hitters

1: Input: stream S, β > 0, ε > 0, δ > 0, Φ > 0, R.
2: Output: Collection of maps {Dr

φ | φ ∈ [0,Φ], r ∈ [0, R]}.
3: For each r ∈ [0, R] and φ ∈ [0,Φ] generate a substream Srφ by sampling each

i ∈ [n] with probability pφ = 2−φ, independently, and including all updates to
i

4: Let Dr
φ = CountSketch(Srφ, ε, β, δ).

5: Return {Dr
φ | φ ∈ [0,Φ], r ∈ [0, R]}.

Heavy hitter algorithm: For convenience, we define a map data structure, D, as

a set of pairs from [n] × Z with the property that for each i ∈ [n] there is at most one

pair (i, ·) in D. For any i ∈ [n], we say i ∈ D if there is a pair (i, z) in D and when

i ∈ D we denote D[i] = z as the value paired with i.

Define F≥k2 (S) :=
∑n

i=k+1 |v[i]|2, where |v[0]| ≥ |v[1]| . . . ≥ |v[n]| are the coordinates of

the frequency vector in decreasing order with ties broken arbitrarily.

Definition 4.5.2. We call a map D a (β, ε)-cover of the steam S, if

• if for some i ∈ [n] such that |vi|2 ≥ βF≥b1/βc2 (S) then i ∈ D;

• for every j ∈ D, |vj | ≤ D[j] ≤ (1 + ε)|vj |;
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Algorithm 3 TwoPassLevelCounts(S, n, α, β, ε, δ), a two-pass algorithm for ap-
proximating the level vector

1: Input: stream S, α > 1, β > 0, ε > 0 and δ > 0
2: Output: (b̂0, b̂1, b̂2, b̂3 . . . b̂t)

3: Initialization: Let Φ← log n, R← Θ
(

log(1/δ) log2 n
ε2

)
, ε′ ← Θ(ε)

4: First Pass:
5: T̃ ← SampleLevel(S, n, O

(
β

t log(1/δ)

)
, ε′, δ/n,Φ, R)

6: Second Pass:
7: T ← the exact frequencies of all maps in T̃
8: Estimation Stage:
9: For each φ ∈ [Φ] and each i ∈ [t], let Aφ,i ← |{r | ∃i ∈ Dr

φ, α
i−1 < |Dr

φ[i]| ≤
αi}|

10: For each i ∈ [t], set qi ← maxφ∈[0,Φ]{φ | Aφ,i ≥
R log 1

δ

100 log n
}

11: If qi does not exist then η̂i ← 0, else η̂i ← Aqi,i/(R(1 + ε′))

12: If η̂i = 0 then b̂i ← 0, else b̂i ← log(1−η̂i)
log(1−2−qi )

We omit S if it is clear from context.

The purpose of Algorithm 2 is to find a (β, ε)-cover for each of O(log n) substreams.

We call ε the precision parameter, β the heaviness parameter, and δ the error rate1.

Theorem 4.5.3 ([36]). There is a one pass streaming algorithm CountSketch(S, ε, β, δ)

that, for any input stream S of universe [n], with frequency vector v = (v1, v2, . . . , vn),

outputs a map D such that, with probability at least (1− δ),

• D is a (β, ε)-cover of S and

• |D| ≤ 2/β.

CountSketch uses O( 1
βε2

log n
δ log n) bits of space.

1We asume δ < ε for the following analysis.
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Consider the algorithm SampleLevel, we define Erφ as the event that the (φ, r)

instance of CountSketch outputs a (β, ε)-covers for the substream Srφ. By Theo-

rem 4.5.3, we have Pr[Erφ] ≥ 1 − δ
n . Note that Erφ is independent of Srφ. To sim-

plify analysis, we will assume that the output of each CountSketch is correct. Our

choice of the error rate δ will be such that this happens with probability near 1.

For the following analysis, we consider Algorithm TwoPassLevelCounts and assume

ε = 1/ polylog n, δ = 1/ poly(n), β = 1/ polylog n.

Detectability of Levels:

Definition 4.5.4. A level i of stream S is β-detectable, if

α2i ≥ βF≥b1/βc2 (S).

We omit S if it is clear from the context.

If a level i is β-detectable then a CountSketch, with heaviness β, will include Bi in

its output. The following lemma is about the detectability of an important level.

Lemma 4.5.5. Suppose substream S ′ is obtained by subsampling the original stream

with probability p. Assume α ≤ 2. If i is a β-important level, then for any λ > t,

with probability at least 1 − t exp
[
−λpbi

tβ

]
, level i is β

λpbi
-detectable. In particular, if

pbi = O(1), then with probability at least 1− t exp
[
−Ω

(
λ
tβ

)]
, level i is β

λ -detectable.

Proof. Let V ′ be the new frequency vector the substream. Let (b′0, b
′
1, . . .) be the new

level sizes. Thus, for all j ∈ [t],

E(b′j) = pbj . (4.7)
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By the definition of important level

E[b′i] ≥ βE[
∑
j>i

b′j ]

and

E[b′iα
2i] ≥ βE[

∑
j≤i

b′jα
2j ].

To have level i detectable, it has to be among the top λpbi/β elements, thus
∑

j>i b
′
j ≤

λpbi/β. The probability this does not happen is, by Chernoff’s bound,

Pr[
∑
j>i

bj >
λpbi
β

] ≤ exp[−Ω(
λpbi
β

)].

On the otherhand, for level i to be detectable α2i ≥ β
λpbi

∑
j≤i b

′
jα

2j . Thus, the comple-

ment occurs with probability,

Pr

 β

λpbi

∑
j≤i

b′jα
2j > α2i

 ≤ Pr

[
∃j, b′jα

2j ≥ λpbiα
2i

tβ

]

≤
∑
j

Pr[b′jα
2j ≥ λpbiα

2i

tβ
].

By Chernoff’s bound and because E(b′jα
2j) ≤ pbiα2i,

Pr

 β

λpbi

∑
j≤i

b′jα
2j > α2i

 ≤ t exp

[
−Ω

(
λpbiα

2i

α2jtβ

)]
≤ t exp

[
−Ω

(
λpbi
tβ

)]
. �

Subsample the important levels: Let us define ηi,φ := 1− (1−pφ)bi , which is the

probability that at least one element from Bi is sampled when the sampling probability

is pφ = 2−φ. Set λ = Θ(t log 1
δ ). Let η′i,φ be the probability that an element from Bi is

126



contained in D1
φ, which is the same as the probability that it is contained in Dr

φ for any

other r.

Lemma 4.5.6. For any level i we have η′i,φ < ηi,φ. Also, assume δ < ε, if level i is a

β-important level and pφbi = O(1), then η′i,φ ≥ (1−Θ(ε))ηi,φ.

Proof. For an element to be in Dr
φ it must first be sampled, thus η′i,φ ≤ ηi,φ. On

the other hand, with probability at least 1 − t exp
[
−Ω(λpbitβ )

]
= 1 − O(δ), level i is

β
λpbi

-detectable. Note that β
λpbi

= Θ( β
t log(1/δ)). Thus with probability at least ηi,φ(1 −

Θ(δ)) ≥ ηi,φ(1− O(ε))) an element from Bi is sampled and the element is reported by

CountSketch. �

We now show that η̂i, at Line 11 of Algorithm 3, is a good estimator for η′i,qi .

Lemma 4.5.7. At Line 11, with probability at least 1− δΩ(logn), for all i ∈ [t], if η̂i 6= 0

then (1 − O(ε))η′i,qi ≤ η̂i ≤ η′i,qi. The probability is taken over the probability space of

all the random bits chosen for the algorithm.

Proof. If η̂i 6= 0, then Aqi,i ≥ γ =
R log 1

δ
100 log n . For a particular i, since the sampling process

is independent for each r ∈ [R], the claim is that E(Aqi,i) = Rηi,qi = Ω(γ). This holds

because otherwise, by a Chernoff bound, Pr[Aqi,i ≥ γ] = o(δΩ(logn)). Therefore by a

Chernoff bound,

Pr[|Aqi,i −Rη′i,qi | ≥ εRηi,qi ] ≤ exp(−Ω(ε2γ)) = δΩ(log(n)).

Since t = polylog(n), by union bound, (1− ε′)ηi,qi ≤ Aqi,i/Ri ≤ (1 + ε′)ηi,qi happens for

all i ∈ [t] with probability at least 1 − δΩ(log(n)). Thus the lemma is proved. �
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Lemma 4.5.8. At Line 11, if level i is important, then with probability at least 1 −

δΩ(logn), the maximizer qi is well defined. The probability is taken over the probability

space of all the random bits chosen for the algorithm.

Proof. By Lemma 4.5.6 we know when pibi = O(1) level i is at least Ω( β
t log(1/δ))-

detectable. On the other hand, consider the case when pi = 2−φ0 = 1
bi

, we have

ηi,φ0 = 1− (1− pi)bi ≥ 1/e. Thus E(Aφ0,i) ≥ R/e, thus by Chernoff’s bound,

Pr[Aφ0,i ≤
R log 1/δ

100 log n
] ≤ exp

[
−Ω

(
R log 1/δ

log n

)]
≤ δΩ(logn).

Thus, there exists a qi ≥ φ0 with probability at least 1−δΩ(logn). Since there are at most

t = polylog(n) important levels, with probability at least 1−δΩ(logn), the corresponding

value of qi is well defined for all important levels. �

From probability estimation to size of the level: Now we show that the

conversion from η̂i to b̂i gives a good approximation to bi.

Lemma 4.5.9. At line 12 of Algorithm 3. Suppose qi ≥ 1, ε ≤ 1/2, and n is sufficiently

large. If η̂i ≤ ηi,qi then b̂i ≤ bi. If η̂i ≥ (1− ε)ηi,qi then b̂i ≥ (1−O(ε))bi.

Proof. Note that

bi =
log(1− ηi,qi)
log(1− 2−qi)

,

is a increasing function of ηi,qi . Thus if η̂i ≤ ηi,qi , then b̂i ≤ bi. On the other hand, if

η̂i ≥ (1−O(ε))ηi,qi we have

b̂i ≥ bi +
ε′ηi,qi

(1− ηi,qi) log(1− 2−qi)
≥ bi −O(ε)bi. �
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Full Proof:

Proof of Theorem 4.5.1. Define the event E2 that for all important levels, qi is well

defined. Define event E3 that for all i ∈ [t], if η̂i > 0 then (1 − O(ε))η′qi,i ≤ η̂i ≤ η′qi,i.

By Lemma 4.5.7 and 4.5.8, we have that Pr[E2 ∩E3] ≥ 1− δO(logn). When the output of

every CountSketch is correct, it follows from lemmas 4.5.6, 4.5.7, and 4.5.9 the algorithm

outputs an approximation to the level vector meeting the two criteria.

CountSketch is used a total of ΦR times, each with error probability at most δ/n.

By a union bound, the failure probability is at most (polylog n)δ/n = o(δ). Therefore,

the total failure probability of the algorithm is at most 1 − o(δ).

The last step of the proof is to bound the space used by the algorithm. For each

instance of the CountSketch, the space used is O( 1
ε2
t log(1/δ)

β log n2

δ log n). There are ΦR

instances. Finally, we can reduce the number bits need to O(log n) by using Nisan’s

pseudorandom generator [98] with Indky’s method [68], which impacts the storage by

a O(log n) factor. To store the level vector, it requires t counters. Therefore, the total

space used is,

O

(
log6 n

βε4

log2(1/δ)

logα
log

n2

δ
+

log2 n

logα

)
(4.8)

bits of memory. �

4.5.2 One-Pass Algorithm

In this section, following [71]’s approach, we show that we can convert the two-pass

algorithm to a one pass algorithm by randomizing the boundary. The randomizing

scheme works by changing α = 1 + γ to α′ = 1 + xγ, where x is chosen uniformly at

random from [1/2, 1]. Note that in [71], they randomize the boundary by changing the
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level boundaries to xαi, we will verify that their proof still works if choose our boundary

randomization scheme. Here we assume that the algorithm works for real numbers. The

full approach in [71] proves that the real number can be represented by first few bits of

the real number x and yeilds no precision loss.

We refer our algorithm as Level1. The idea is to remove the second pass in Algorithm

TwoPass- LevelCounts, and just use the approximated values D[j]s. Note that in

TwoPassLevelCounts, we require the second pass to measure the exact frequencies, so

that we can accurately decide which level the sampled frequency belongs to. The task

of deciding levels is to test whether |vj | ≥ αi. However, for each returned map D, since

|vj | ≤ D[j] ≤ (1 + ε)|vj |, if the boundary αi ∈ [|vj |, (1 + ε)|vj |], then D[j] ≥ αi may not

imply |vj | ≥ αi.

Following [71], after the running of SampleLevel, for a returned map D, for each

j ∈ D, we claim level w = dlogD[j]/ logα′e is detected. Thus whether a level w is

detected, is determined by the first j ∈ [m] thatD[j] falls in interval (α′w−1, α′w]. Denote

v = |vj | as the actual frequency. We test whether the event Ew : α′w−1 ≥ D[j]/(1 + ε)

happens. If true, we discard the returned map D. If this is not the case, we know that

|v| ∈ (α′w−1, α′w], and therefore w is the correct classification of |v|.

First note that if α < 2, then the case w = 1 is always a good case since D[j] ∈

(1, α′] ⇒ v ∈ (1/(1 + ε), α′], which is only possible when |v| = 1. Then we can com-

bine the case w = 1 and w = 0. When w > 1, assuming the precision parameter of
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CountSketch is ε′, we bound the probability of the bad cases, which imply,

(1−ε′)|v| ≤ (1 + xγ)w−1 ≤ (1 + ε′)|v|

⇒ log(1− ε′) + log |v| ≤ (w − 1) log(1 + xγ) ≤ log |v|+ log(1 + ε′)

⇒ log |v|
γ
− ε′

γ
≤ (w − 1)x ≤ log |v|

γ
+
ε′

γ

⇒ log |v|
(w − 1)γ

− ε′

(w − 1)γ
≤ x ≤ log |v|

(w − 1)γ
+

ε′

(w − 1)γ
(4.9)

Since w > 1. Thus Pr[Ew] ≤ 4ε′

(w−1)γ ≤
4ε′

γ . We can choose the precision parameter as,

ε′ = γ2

8 logn . And there are at most t′ = log n/ logα′ = O(log n/γ) detected levels. Ew

happens for any of the detected levels w ∈ [t′] with probability at most,

log n

logα′
ε′

γ
≤ ε′ log n

γ2
=

1

2
.

Thus, by parallel repeating the SampleLevel algorithm log n2

δ times, with probability

at list 1−O(δ/n2), there is a good map D in every log n2

δ many returned maps. Thus,

with probability at least 1 − O(δ/n) we can still find as many as good maps as in the

two-pass algorithm. The remaining analysis of the algorithm follows exactly as in the

two pass algorithm. The memory used in the one-pass modification can be obtained by

replacing one of the 1/ε2 factor in Equation (4.8) with 1/ε′2 and multiply with log n2

δ ,

O

(
log8 n

βε2

log2(1/δ)

log5 α
log2 n

2

δ

)

bits. Thus we yield,

Theorem 4.5.10. There is a streaming one pass algorithm Level1, that given input

stream S with frequency vector v, level base α = 1+γ, importance β > 0, precision ε > 0
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and error probability δ, output a list (α′ = 1+Θ(γ), b̂1, b̂2, . . . , b̂t), where t = log n/ logα′,

such that,

• for all i ∈ [t], b̂i ≤ bi;

• if i is a β-important level, then b̂i ≥ (1− ε)bi,

with probability at least 1− δ, using space O
(

log8 n
βε2

log2(1/δ)

log5 α
log2 n2

δ

)
bits.

4.6 Optimal Space-Approximation Tradeoff

In this section we obtain a nearly tight space-approximation tradeoff for computing

any symmetric norm in the data-stream model. Specifically, we show below how our

earlier streaming algorithm can be adapted to match the lower bound in Theorem 1.1.5,

up to a polylog(n) factor. The adapted algorithm achieves, for any D ≥ 1.1 and

symmetric norm l, a D-approximation within Õ(mmc(l)2/D2) bits of storage. The

key part of the analysis is to define, a new symmetric function l(D) on Rn such that

l(x) ≤ l(D)(x) ≤ Dl(x), for all x ∈ Rn, and such that our earlier algorithm can find a

(1± 1/2)-approximation to l′(x) using polylog(n) ·mmc(l)2/D2 bits of space.

We start in Section 4.6.1 with an algorithm for Q-norms (formaly defined in Sec-

tion 4.7.2), a special case that is easier to prove. We then leverage ideas from this

simpler case to design in Section 4.6.2 an algorithm for general symmetric norm.

4.6.1 D-Approximation for Q-norms

Theorem 4.6.1. Let l : RN → R be a Q-norm. Then for every 1.1 < D ≤ mmc(l) there

is a randomized streaming algorithm that D-approximates l and uses Õ(mmc(l)2/D2)

bits of space.
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Proof. Fix a Q-norm l and 1 < D ≤ mmc(l). We first show that for all x ∈ RN ,

l(D)(x)
def
= max

(
DMl l2(x)

log n
, l(x)

)

is an O(D)-approximation to l(x). Since l is a Q-norm, we have by Lemma 4.7.9 that

ξ(n) is roughly a minimizer of l(x) over SN−1, namely,

∀x ∈ RN−1, l(ξ(n)) l2(x) ≤ 6
√

log n l(x).

Recalling from Lemma 4.3.12 that, for some absolute constants λ1, λ2 > 0, λ1 Ml /
√

log n ≤

l(ξ(n)) ≤ λ2 Ml, we have that λ1 Ml l2(x) ≤ 6(log n) · l(x). Altogether we obtain (assum-

ing, without loss of generality, that λ1 < 1)

∀x ∈ RN−1, l(x) ≤ l(D)(x) ≤ 6D

λ1
l(x). (4.10)

Our algorithm for l simply applies Theorem 1.1.2 to compute an O(1)-approximation

to l(D)(x), using mmc(l(D))
2 · polylog(n) bits of space. This is indeed possible because

l(D) is clearly a symmetric norm on Rn, and yields an O(D)-approximation for l, which

implies D-approximation by scaling D appropriately.

It remains to bound mmc(l(D)) and show it is smaller than mmc(l) by factor D

roughly. By Lemma 4.7.8, there is an absolute constant λ > 0 such that Ml(n
′) ≥

Ml(n) /(λ
√

log n) for all n′ ≤ n. Let n∗ ≤ n be such that mmc(l) = bl(n∗) /Ml(n
∗) , thus

mmc(l) ≤ λ
√

log nmc(l(n)). Since D ≤ mmc(l), we have

DMl ≤ λ
√

log nmc(l(n)) Ml ≤ λ
√

log n · bl ⇒ b
l
(n′)
D

≤ max
(
λbl/

√
log n, bl

)
.
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By definition of lD, M
l
(n′)
D

≥ max
(
DMl
logn ,

Ml

λ
√

logn

)
. Thus,

mmc(l(D)) ≤
λ log n

D
mc(l(n)) ≤ λ log n

D
mmc(l(n)).

We conclude that there exists a streaming algorithm computes an O(D)-approximation

for l using Õ(mmc(lD)2) = Õ(mmc(l)2/D2) bits of space. �

4.6.2 D-Approximation for General Symmetric Norms

Theorem 1.1.4. Let l be a symmetric norm on Rn. For every 1.1 ≤ D ≤ mmc(l) there

is a one-pass streaming algorithm that on input stream vector v ∈ Rn computes, with

probability at least 0.99, a D-approximation to l(v) and uses (mmc(l)2/D2) ·poly(log n)

bits of space.

Proof. Let α > 1 be a constant. Given a vector v ∈ Rn with integer coordinates,

analogously to Defintion 4.3.3, define V α = V α
1 + V α

2 + . . .+ V α
t , where V α

i is the level

i vector of v with base α, and appropriate t = O(log n). For each i ∈ [t], we define

similarly b
(α)
i as the number of coordinates falling into level i. Define for each integer

1 ≤ n′ ≤ n, h(ξ(n′))
def
= min{Dl(ξ(n′)), bl(n′)}, and

h(V α
i )

def
= h(ξ(b

(α)
i ))l2(V α

i ) = min{Dl(V α
i ), bl(b) l2(V α

i )}, and

h(α)(v)
def
=
∑
i∈[t]

h(V α
i ).

We will omit the superscript α if it is clear from the context. We first claim that h(v)
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is an Õ(D)-approximation to l(v). Indeed

l(v) ≤ α
∑
i∈[t]

l(Vi) ≤ α
∑
i∈[t]

min{Dl(Vi), bl(bi) l2(Vi)} = αh(v), (4.11)

and by monotonicity and homogeneity of norm l

h(v) =
∑
i∈[t]

h(Vi) ≤
∑
i∈[t]

Dl(Vi) ≤ Dtmax
i∈[t]

l(Vi) ≤ (λD log n)l(v),

where λ > 0 is a constant. Thus h(v) is an Õ(D)-approximation to l(v).

It remains to prove that h(v) can be O(1)-approximated using Õ(mmc(l)2/D2) bits

of space. Let β = O(1/ log n) and

β′ = O

(
D2β2

log2 nmmc(l)2

)
.

Let v ∈ Rn be the streaming vector. We run algorithm Level1 with importance param-

eter β′, base parameter α and constant error parameter ε ∈ (0, 1/2). By Theorem 4.3.2,

Level1 is guaranteed to output a vector V̂ α′ with base α′ = Θ(1) and with the following

guarantees. Let t′ = O(log n/ logα′), then for every i ∈ [t′], b̂
(α′)
i ≤ b

(α′)
i and if V̂ α′

i is

β′-important, then also (1− ε)b(α
′)

i ≤ b̂(α
′)

i . Thus,

∑
i∈[t′]

h(V̂ α′
i ) =

∑
i∈[t′]

min{Dl(V̂ α′
i ), b

l(b̂i)
l2(V̂ α′

i )} ≤
∑
i∈[t′]

min{Dl(V α′
i ), b

l(bi)
l2(V α′

i )} = h(V α′).

We prove in Lemma 4.6.3 below that a β-contributing level of h(v) (defined as h(V α′
i ) ≥
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βh(V α′)) is a β′-important level. Let U ⊂ [t′] be the set of contributing levels. Then,

h(V̂ α′) ≥
∑
i∈U

h(V̂ α′
i ) =

∑
i∈U

min{Dl(V̂ α′
i ), b

l(b̂i)
l2(V̂ α′

i )} ≥ (1− ε)
2

∑
i∈U

min{Dl(V α′
i ), b

l(bi)
l2(V α′

i )},

where the second inequality follows from Lemma 4.3.5 and that blb̂i
≥ blbi /2. Indeed,

let v∗ ∈ Rbi , then we cut v∗ into two pieces with roughly equal number of non-zeros

v∗ = v∗1 + v∗2, then l(v∗) ≤ l(v∗1) + l(v∗2) ≤ 2 blb̂i
. On the other hand,

∑
i/∈U h(Vi) ≤

tβh(V ) ≤ λ1h(V ), for some constant λ1 > 0 that can be chosen arbitrarily small. Thus

h(V̂ α′) ≥ (1− ε)(1−λ1)h(α′)(v)/2 is a constant-factor approximation to h(V ). Last, by

Theorem 4.3.2, Level1 uses Õ(1/β′) = Õ(mmc(l)2/D2) bits of space. �

Lemma 4.6.2. For every integers 0 < n1 ≤ n2 ≤ n,

h(ξ(n1)) ≤ λ
√

log nmmc(l)

D
h(ξ(n2)),

for some absoute constant λ > 0.

Proof. Since h(ξ(n1)) = min
(
Dl(ξ(n1)), bl(n1)

)
and h(ξ(n2)) = min

(
Dl(ξ(n2)), bl(n2)

)
,

then

h(ξ(n1))/h(ξ(n2))

= max

(
min

(
Dl(ξ(n1)), bl(n1)

)
Dl(ξ(n2))

,
min

(
Dl(ξ(n1)), bl(n1)

)
bl(n2)

)

≤ max

(
λ
√

log nmin

(
mmc(l),

mmc(l)

D

)
,min

(
λDMl(n1)

bl(n2)

,
bl(n1)

bl(n2)

))
≤ λ
√

log nmmc(l)

D
, (4.12)

where the second inequality follows from Lemma 4.3.12 and Lemma 4.3.14. The last
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inequality uses bl(n1) ≤ bl(n2) and λ > 0 is an absolute constant. �

Lemma 4.6.3. If a level i is β-contributing, i.e., h(Vi) ≥ βh(V ), then

1. bi ≥ λD2β2

log2 nmmc(l)2

∑
j>i bj;

2. biα
2i ≥ λD2β2

log2 nmmc(l)2

∑
j≤i bjα

2j,

for some constant λ > 0.

Proof. The proof is similar to that of Lemma 4.3.8 and that of Lemma 4.3.15. Since

level i is β-contributing, we have

h(Vi) ≥ β
∑
j∈[t]

h(Vj).

Let j∗ = argmaxj>i bj . We can assume bi ≤ bj∗ since otherwise bi ≥
∑

j>i bi/t. Thus,

by Lemma 4.6.2

h(Vi) ≥ βh(Vj∗)⇒
√
bi ≥

Dβ√
λ′ log nmmc(l)

√
bj∗ ⇒ bi ≥

D2β2

λ′t log nmmc(l)2

∑
j>i

bj .

where λ′ > 0 is an absolute constant.

For the second inequality, let j′
def
= argmaxj≤i

√
bjα

j . We proceed by separating into

two cases. First, if bi ≥ bj′ then the lemma follows easily by

biα
2i ≥ bj′α2j′ ≥

∑
j≤i bjα

2j

t
.

The second case is when bi < bj′ ,

αi
√
bih(ξ(i)) = h(Vi) ≥ βh(V ) ≥ βh(Vj′) = βαj

′√
bj′h(ξ(j′)).
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By Lemma 4.6.2, we get

αi
√
bi ≥ βαj

′√
bj′
h(ξ(j′))

h(ξi)
≥

Dβ
√
bj′α

j′

√
λ′′ log nmmc(l)

,

where λ′′ > 0 is an absolute constant. Squaring the above and observing that

biα
2i ≥ D2β2

λ′′t log nmmc(l)2

∑
j≤i

bjα
2j ,

the proof is complete. �

4.7 Applications & Examples

4.7.1 The Top-k Norm Φ(k)

The top-k norm on Rn is simply the sum of the k largest coordinates in absolute value,

formally, Φ(k)(x)
def
=
∑k

i=1 |x|[i], where |x|[1] ≥ . . . ≥ |x|[n] are the coordinates ordered

by non-increasing absolute value. It is known (see e.g. [12, Exer. IV.1.18]) that the

dual norm of Φ(k) is Φ′(k)(x)
def
= max{l∞(x), l1(x)/k}. We can understand the streaming

space complexity of such a norm l by comparing the maximum and the median of such

a norm over Sn−1, which is an easy calculation, and then applying Theorems 1.1.2 and

1.1.3.

Theorem 4.7.1. There are absolute constants λ1, λ2 > 0 such that for all k = 1, . . . , n,

λ1

√
n

k log n
≤ mmc(Φ(k)) ≤ λ2

√
n

k
, and λ1

√
k

log(k) + 1
≤ mmc(Φ′(k)) ≤ λ2

√
k.

The above inequalities are existentially tight, by considering the cases k = 1 and

k = n. To prove this theorem, we will need the next two lemmas. They both assume
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1 ≤ k ≤ n.

Lemma 4.7.2. For all x ∈ Rn,
√

k
n l2(x) ≤ Φ(k)(x) ≤

√
k l2(x).

We remark that the second inequality above is tight for x = ξ(k).

Proof. Fix x ∈ Rn. We use Cauchy-Schwarz

k∑
i=1

|x|[i] ≤
√
k

(
k∑
i=1

|x|2[i]

)1/2

≤
√
k

(
n∑
i=1

x2
[i]

)1/2

.

For the second inequality, we use monotonicity of lp-norms

k∑
i=1

|x|[i] ≥

(
k∑
i=1

|x|2[i]

)1/2

≥

(
k

n

n∑
i=1

|x|2[i]

)1/2

. �

Lemma 4.7.3. λ1k√
n
≤ MΦ(k)

≤ λ2k
√

logn√
n

for some absolute constants λ1, λ2 > 0.

Proof. For the first inequality, Φ(k)(x) ≥ k
n

∑n
i=1 |x|[i] = k

n l1(x). Therefore, MΦ(k)
≥

k
n Ml1 ≥ λ1k/

√
n for some absolute constant λ1 > 0. For the second inequality,

Φ(k)(x) ≤ kl∞(x), and thus MΦ(k)
≤ kMl∞ ≤

λ2k
√

logn√
n

for some absolute constant

λ2 > 0. �

Proof of Theorem 4.7.1. To bound mmc(Φ(k)), consider first n′ ≥ k, then by a direct

calculation,
√
k

(λ2k
√

log n′/
√
n′)
≤

b
Φ

(n′)
(k)

M
Φ

(n′)
(k)

≤
√
k

(λ1k/
√
n′)

.

For n′ ≤ k, we have Φ(k)(x) = l1(x) for all x ∈ Rn′ , and we know that mmc(l1) is a

constant. The first part of the theorem follows.

To bound mmc(Φ′(k)), consider first the case n′ ≥ k. For all x ∈ Rn′ we have Φ′(k)(x) ≥

l1(x)/k, thus M
Φ′

(n′)
(k)

= Ω(
√
n′/k). In addition, b

Φ′
(n′)
(k)

≤ max{1,
√
n′/k}, and thus
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b
Φ′

(n′)
(k)

/M
Φ′

(n′)
(k)

≤
√
k. Consider now the case n′ ≤ k. For all x ∈ Rn′ , we have Φ′(k)(x) =

l∞(x), and thus, b
Φ′

(n′)
(k)

/M
Φ′

(n′)
(k)

= Θ(
√
n′/log n′). We conclude that mmc(Φ′(k)) =

Ω(
√
k/(log k + 1)). �

4.7.2 Q-Norms and Q′-Norms

A norm l : Rn → R is called a Q-norm if there exists a symmetric norm Φ : Rn → R

such that

∀x ∈ Rn, l(x) = Φ(x2)1/2,

where xp = (xp1, x
p
2, . . . , x

p
n) denotes coordinate-wise p-th power. A norm l′ : Rn → R

is called a Q′-norm if its dual norm, which is given by l(x) = sup{ 〈x,y〉l′(y) : y 6= 0}, is a

Q-norm.

We can show that every Q′-norm can be approximated using polylogarithmic space,

by bounding bl′ /Ml′ and then applying Theorem 1.1.2, as follows.

Theorem 4.7.4. For every Q′-norm l′ : Rn → R, mmc(l′) = O(log n).

Corollary 4.7.5 (Streaming Complexity of Q′-Norms). Every Q′-norm l′ : Rn → R

can be (1 + ε)-approximated by a one-pass streaming algorithm that uses poly(log(n)/ε)

space.

The proof of Theorem 4.7.4 will follow by establishing the four lemmas below. It

builds on the machinery developed in Section 4.3 to compare the median of l to l(ξ(n′)),

where ξ(n′) is the l2-normalized all-ones vector of dimension n′.

Lemma 4.7.6. Let l : Rn → R be a Q-norm, and let 0 < n′ ≤ n. Then l(ξ(n′)) ≥

l(ξ(n))/2.
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Proof. Write n = qn′ + r, where r < n′ is the remainder. Then

ξ(n) =

√n′

n (ξ(n′), . . . , ξ(n′)︸ ︷︷ ︸
q times

),
√

r
nξ

(r)

 .

By monotonicity of symmetric norms and the triangle inequality,

l(ξ(n)) ≤ l

√n′

n (ξ(n′), . . . , ξ(n′)︸ ︷︷ ︸
q times

)

+ l
(√

r
nξ

(r)
)
≤ 2l

√n′

n (ξ(n′), . . . , ξ(n′)︸ ︷︷ ︸
q times

)

 .

We can write l(x) = Φ(x2)1/2 for some symmetric norm Φ. Thus, by the triangle

inequality,

l

√n′

n (ξ(n′), . . . , ξ(n′)︸ ︷︷ ︸
q times

)

 =

√
n′

n Φ
(

(ξ(n′))2, . . . , (ξ(n′))2
)1/2

≤
√

n′

n

(
q Φ((ξ(n′))2)

)1/2
≤ l(ξ(n′)).

�

Lemma 4.7.7. Let l : Rn → R be a Q-norm, then for all x ∈ Rn, l(x) ≤ l2(x) .

Proof. Let l(x) = Φ(x2)1/2 for some symmetric norm Φ. By Lemma 4.2.2, Φ(x) ≤ l1(x)

and therefore l(x) = (Φ(x2))1/2 ≤ l1(x2)1/2 = l2(x). �

The next lemma can be viewed as a complement of Lemma 4.3.14 (monotonicity of

the median) for the special case of Q-norms.

Lemma 4.7.8. Let l : Rn → R be a Q-norm, and let 0 < n′ ≤ n be an integer. Then

Ml(n) ≤ λ
√

log nMl(n
′)

for some absolute constant λ > 0.
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Proof. By Lemmas 4.3.12 and 4.7.6, we can find absolute constant λ1, λ2 > 0 such that

λ1 Ml(n) /
√

log n ≤ l(ξ(n)) ≤ 2l(ξ(n′)) ≤ 2λ2 Ml(n
′) . �

Now we show that a Q-norm achieves roughly the minimum at ξ(n).

Lemma 4.7.9 (Flat Minimum). Let l : Rn → R be a Q-norm. Then

∀x ∈ Sn−1, l(ξn) ≤ 6
√

log n l(x).

Proof. Set α
def
= 1/2 and fix a vector x ∈ Sn−1. We permute its coordinates and write

|x| = (V1;V2; . . . ;Vt;V
′), where Vi = {|xj | : αj < |xj | ≤ αj−1} for i = 1, . . . , t = log n,

and V ′ = {|xj | : |xj | ≤ 1/n}. Let bi = |Vi|. Since l2(x) = 1,

1 = l2(x)2 ≤
t∑
i=1

biα
2(i−1) + 1/n.

Thus, there exists i ≤ t for which |Vi|α2(i−1) ≥ 1
2t , and together with Lemma 4.7.6,

l(x) ≥ l(Vi) ≥
√
biα

i l(ξ(bi)) ≥
√

α2

2t l(ξ
(bi)) ≥

√
1
8t l(ξ

(n))/2. �

Proof of Theorem 4.7.4. Let l be the Q-norm which is dual to l′. By Lemma 4.7.9,

∀x ∈ Rn, l2(x) ≤ 6
√

log n/l(ξ(n)) · l(x), which implies, using Fact 4.2.3, that bl′ ≤

6
√

log n/l(ξ(n)). By Fact 4.2.4 and Lemma 4.3.12, we know that 1/Ml′ ≤ Ml ≤

l(ξ(n))
√

log n/λ1. The theorem follows by putting the two bounds together. �
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Part II

Error Correction
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The fundamental problem of communication is

that of reproducing at one point either exactly

or approximately a message selected at another

point.

Claude Shannon

5
Strong General Polarization

Polar codes, proposed in Arıkan’s remarkable work [6], gave a fresh information-

theoretic approach to construct linear codes that achieve the Shannon capacity of sym-

metric channels, together with efficient encoding and decoding algorithms. About a

decade after their discovery, there is now a vast and extensive body of work on polar

coding spanning hundreds of papers. The underlying concept of polarizing transforms

Content of this chapter is a result of joint work with Venkatesan Guruswami, Preetum
Nakkiran, Atri Rudra and Madhu Sudan. It was previously published in [18].
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has emerged as a versatile tool to successfully attack a diverse collection of information-

theoretic problems beyond the original channel and source coding applications, includ-

ing wiretap channels [90], the Slepian-Wolf, Wyner-Ziv, and Gelfand-Pinsker prob-

lems [81], broadcast channels [57], multiple access channels [107, 1], and interference

networks [114]. We recommend the survey by Şaşoğlu [106] for a nice treatment of the

early work on polar codes. On the practical side, polar codes are also being considered

as one of the candidates for use in 5G wireless thanks to coding gains attained via a list

decoding variant of the decoder [110] (see also [44] and references therein).

The algorithmic interest in polar codes emerges from a consequence shown in the

works [64, 66, 63] who show that this approach leads to a family of codes of rate

C − ε for transmission over a channel of (Shannon) capacity C, where the block length

of the code and the decoding time grow only polynomially in 1/ε. In contrast, for

all previous constructions of codes, the decoding algorithms required time exponential

in 1/ε. Getting a polynomial running time in 1/ε was one of the central theoretical

challenges in the field of algorithmic coding theory, and polar codes were the first to

overcome this challenge. Follow-up works have also investigated concrete bounds on the

scaling exponent µ, i.e., the finite exponent µ for which the block length of the code can

be bounded by (1/ε)µ [93, 58].

The analyses of polar codes turn into questions about polarizations of certain mar-

tingales. The vast class of polar codes alluded to in the previous paragraph all build on

polarizing martingales, and the results of [64, 66, 63] show that for one of the families of

polar codes, the underlying martingale polarizes “extremely fast” — a notion we refer

to as strong polarization (which we will define shortly).
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5.0.1 Strong General Polarization

The primary goal of this work is to understand the process of polarization of martingales,

and in particular to understand when a martingale polarizes strongly. In attempting to

study this question, we come up with a local notion of polarization and show that this

local notion is sufficient to imply strong polarization. Applying this improved under-

standing to the martingales arising in the study of polar codes we show that a simple

necessary condition for weak polarization of such martingales is actually sufficient for

strong polarization. This allows us to extend the previous results on strong polariza-

tion, which only applied to a specific class of codes, to a broad class of codes and show

essentially that all polarizing codes lead to polynomial convergence to capacity. Below

we formally describe the notion of polarization of martingales and our results.

5.0.2 Polarization of [0, 1]-martingales

Our interest is mainly in the (rate of) polarization of a specific family of martingales

that we call the Arıkan martingales. We will define these objects later, but first describe

the notion of polarization for general [0, 1]-bounded martingales. Recall that a sequence

of random variables X0, . . . , Xt, . . . is said to be a martingale if for every t and a0, . . . , at

it is the case that E[Xt+1|X0 = a0, . . . , Xt = at] = at. We say that that a martingale is

[0, 1]-bounded (or simply a [0, 1]-martingale) if Xt ∈ [0, 1] for all t ≥ 0.

Definition 5.0.1 (Weak Polarization). A [0, 1]-martingale sequence X0, X1, . . . , Xt, . . .

is defined to be weakly polarizing if limt→∞{Xt} exists with probability 1, and this limit

is either 0 or 1 (and so the limit is a Bernoulli random variable with expectation X0).

Thus a polarizing martingale does not converge to a single value with probability 1,
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but rather converges to one of its extreme values. For the applications to constructions

of polar codes, we need more explicit bounds on the rates of convergence leading to the

notions of (regular) polarization and strong polarization defined below in Definition 5.0.3

and 5.0.4 respectively.

Definition 5.0.2 ((τ`, τh, ε)-Polarization). For functions τ`, τh, ε : Z+ → R≥0, a [0, 1]-

martingale sequence X0, X1, . . . Xt, . . . is defined to be (τ`, τh, ε)-polarizing if for all t we

have

Pr(Xt ∈ (τ`(t), 1− τh(t))) < ε(t).

Definition 5.0.3 (Regular Polarization). A [0, 1]-martingale sequence X0, X1, . . . , Xt, . . .

is defined to be regular polarizing if for all constant γ > 0, there exist ε(t) = o(1), such

that the martingale {Xt}t≥0 is (γt, γt, ε(t))-polarizing.

We refer to the above as being “sub-exponentially” close to the limit (since it holds for

every γ > 0). While weak polarization by itself is an interesting phenomenon, regular

polarization (of Arıkan martingales) leads to capacity-achieving codes (though without

explicit bounds on the length of the code as a function of the gap to capacity) and thus

regular polarization is well-explored in the literature and tight necessary and sufficient

conditions are known for regular polarization of Arıkan martingales [7, 83].

To get codes of block length polynomially small in the gap to capacity, an even

stronger notion of polarization is needed, where we require that the sub-exponential

closeness to the limit happens with all but exponentially small probability. We define

this formally next.

Definition 5.0.4 (Strong Polarization). A [0, 1]-martingale sequence X0, X1, . . . , Xt, . . .

is defined to be strongly polarizing if for all γ > 0 there exist η < 1 and β < ∞ such
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that the martingale {Xt}t≥0 is (γt, γt, β · ηt)-polarizing.

In contrast to the rich literature on regular polarization, results on strong polarization

are quite rare, reflecting a general lack of understanding of this phenomenon. Indeed

(roughly) an Arıkan martingale can be associated with every invertible matrix over any

finite field Fq, and the only matrix for which strong polarization is known is G2 = ( 1 0
1 1 )

[64, 66, 63].1

Part of the reason behind the lack of understanding of strong polarization is that

polarization is a “limiting phenomenon” in that one tries to understand limt→∞Xt,

whereas most stochastic processes, and the Arıkan martingales in particular, are defined

by local evolution, i.e., one that relates Xt+1 to Xt. The main contribution of this work

is to give a local definition of polarization (Definition 5.0.5) and then showing that

this definition implies strong polarization (Theorem 5.0.6). Later we show that Arıkan

martingales polarize locally whenever they satisfy a simple condition that is necessary

even for weak polarization. As a consequence we get strong polarization for all Arıkan

martingales for which previously only regular polarization was known.

5.0.3 Results I: Local Polarization and Implication

Before giving the definition of local polarization, we give some intuition using the fol-

lowing martingale: Let Z0 = 1/2, and Zt+1 = Zt + Yt+12−(t+2) where Y1, . . . , Yt, . . .

are chosen uniformly and independently from {−1,+1}. Clearly this sequence is not

1An exception is the work by Pfister and Urbanke [101] who showed that for the q-ary erasure
channel for large enough q, the martingale associated with a q × q Reed-Solomon based matrix
proposed in [94] polarizes strongly. A recent work [46] shows that for the binary erasure channel,
martingales associated with large random matrices polarize strongly. Both these results obtain
an optimal value of η for (specific/random) large matrices. However, they only apply to the
erasure channel, which is simple to error correct via Gaussian elimination and therefore not
really reflective of the general capacity-achieving power of polar codes.
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polarizing (the limit of Zt is uniform in [0, 1]). One reason why this happens is that

as time progresses, the martingale slows down and stops varying much. We would like

to prevent this, but this is also inevitable if a martingale is polarizing. In particular,

a polarizing martingale would be slowed at the boundary and cannot vary much. The

first condition in our definition of local polarization insists that this be the only reason

a martingale slows down (we refer to this as variance in the middle).

Next we consider what happens when a martingale is close to the boundary. For

this part consider a martingale Z0 = 1/2 and Zt+1 = Zt + 1
2Yt+1 min{Zt, 1− Zt}. This

martingale does polarize and even shows regular polarization, but it can also be easily

seen that the probability that Zt <
1
2 · 2

−t is zero (whereas we would like probability

of being less than say 10−t to go to 1). So this martingale definitely does not show

strong polarization. This is so since even in the best case the martingale is approaching

the boundary at a fixed exponential rate, and not a sub-exponential one. To overcome

this obstacle we require that when the martingale is close to the boundary, with a fixed

constant probability it should get much closer in a single step (a notion we refer to as

suction at the ends).

The definition below makes the above requirements precise.

Definition 5.0.5 (Local Polarization). A [0, 1]-martingale sequence X0, . . . , Xj , . . . , is

locally polarizing if the following conditions hold:

1. (Variance in the middle): For every τ > 0, there is a θ = θ(τ) > 0 such that

for all j, we have: If Xj ∈ (τ, 1− τ) then E[(Xj+1 −Xj)
2|Xj ] ≥ θ.

2. (Suction at the ends): There exists an α > 0, such that for all c < ∞, there

exists a τ = τ(c) > 0, such that:
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(a) If Xj ≤ τ then Pr[Xj+1 ≤ Xj/c|Xj ] ≥ α.

(b) Similarly, if 1−Xj ≤ τ then Pr[(1−Xj+1 ≤ (1−Xj)/c|Xj ] ≥ α.

We refer to condition (a) above as Suction at the low end and condition (b) as

Suction at the high end.

When we wish to be more explicit, we refer to the sequence as (α, τ(·), θ(·))-locally po-

larizing.

As such this definition is neither obviously sufficient for strong polarization, nor is it

obviously satisfiable by any interesting martingale. In the rest of the paper, we address

these concerns. Our first technical contribution is a general theorem connecting local

polarization to strong polarization.

Theorem 5.0.6 (Local vs. Strong Polarization). If a [0, 1]-martingale sequence X0, . . . , Xt, . . . ,

is locally polarizing, then it is also strongly polarizing.

It remains to show that the notion of local polarization is not vacuous. Next, we show

that in fact Arıkan martingales polarize locally (under simple necessary conditions).

First we give some background on Polar codes.

5.0.4 The Arıkan martingale and Polar codes

The setting of polar codes considers an arbitrary symmetric memoryless channel and

yields codes that aim to achieve the capacity of this channel. These notions are re-

viewed in Section 5.1.2. Given any q-ary memoryless channel CY |Z and invertible matrix

M ∈ Fk×kq , the theory of polar codes implicitly defines a martingale, which we call the

Arıkan martingale associated with (M, CY |Z) and studies its polarization. (An addi-

tional contribution of this work is that we give an explicit compact definition of this
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martingale, see Definition 6.6.1. Since we do not need this definition for the purposes of

this section, we defer it for Section 5.4). The consequences of regular polarization are

described by the following remarkable theorem. (Below we use M ⊗ N to denote the

tensor product of the matrix M and N . Further, we use M⊗t to denote the tensor of a

matrix M with itself t times.)

Theorem 5.0.7 (Implied by Arıkan [6]). Let C be a q-ary symmetric memoryless chan-

nel and let M ∈ Fk×kq be an invertible matrix. If the Arıkan martingale associated with

(M, C) polarizes regularly, then given ε > 0 and c <∞ there is a t0 such that for every

t ≥ t0 there is a code C ⊆ Fnq for n = kt of dimension at least (Capacity(C)− ε) ·n such

that C is an affine code generated by the restriction of (M−1)⊗t to a subset of its rows

and an affine shift. Moreover there is a polynomial time decoding algorithm for these

codes that has failure probability bounded by n−c.1

In order to obtain codes with faster convergence to capacity, we will need stronger

forms of polarization, and a more quantitative version of this theorem, with effective

upper bounds on t0 as a function of the gap ε to capacity. The following version relates

parameters of polarization with the quality of the associated code.

Theorem 5.0.8 ([6, 64, 66]). Let C be a q-ary symmetric memoryless channel and let

M ∈ Fk×kq be an invertible matrix. If the Arıkan martingale associated with (M, C)

satisfies (τl, τh, ε)-polarization, then for every t, there is an affine code C, that is gen-

erated by the rows of (M−1)⊗t and an affine shift, such that the rate of C is at least

1We remark that the encoding and decoding are not completely uniform as described above,
since the subset of rows and the affine shift that are needed to specify the code are only guar-
anteed to exist. In the case of additive channels, where the shift can be assumed to be zero, the
work of Tal and Vardy [109] (or [64, Sec. V]) removes this non-uniformity by giving a polynomial
time algorithm to find the subset.
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Capacity(C)− ε(t)−2τh(t), and C can be encoded and decoded in time O(n log n) where

n = kt and failure probability of the decoder is at most n log(q)τl(t).

This theorem is implicit in the works above, but for completeness we include a proof

in Appendix 5.7.

For n = 2t, Arıkan and Telatar [7] proved that the martingale associated with the ma-

trix G2 = ( 1 0
1 1 ), polarizes regularly over any binary input symmetric channel (Arıkan’s

original paper [6] proved a weaker form of regular polarization with τ(t) < 2−5t/4 which

also sufficed for decoding error going to 0). Subsequent work generalized this to other

matrices with the work of Korada, Şaşoğlu, and Urbanke [83] giving a precise charac-

terization of matrices M for which the Arıkan martingale polarizes (again over binary

input channels). We will refer to such matrices as mixing.

Definition 5.0.9 (Mixing Matrix). A matrix M ∈ Fk×kq is said to be mixing, if it is

invertible and none of the permutations of the rows of M yields an upper triangular

matrix, i.e., for every permutation π : [k]→ [k] there exists i, j ∈ [k] with j < π(i) such

that Mi,j 6= 0.

It is not too hard to show that the Arıkan martingale associated with non-mixing

matrices do not polarize (even weakly). In contrast, [83] shows that every mixing matrix

over F2 polarizes regularly. Mori and Tanaka [94] show that the same result holds for all

prime fields, and give a slightly more complicated criterion that characterizes (regular)

polarization for general fields. (These works show that the decoding failure probability

of the resulting polar codes is at most 2−n
β

for some positive β determined by the

structure of the mixing matrix — this follows from an even stronger decay in the first of

the two parameters in the definition of polarization. However, they do not show strong

polarization, which is what we achieve.)
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As alluded to earlier, strong polarization is defined such that it yields codes with

polynomial gap to capacity, via Theorem 5.0.8.

Theorem 5.0.10 ([6, 64, 66]). Let C be a q-ary symmetric memoryless channel and

let M ∈ Fk×kq be an invertible matrix. If the Arıkan martingale associated with (M, C)

polarizes strongly, then for every c there exists t0(x) = O(log x) such that for every ε > 0

and every t ≥ t0(1/ε) there is an affine code C, that is generated by the rows of (M−1)(⊗t)

and an affine shift, with the property that the rate of C is at least Capacity(C)− ε, and

C can be encoded and decoded in time O(n log n) where n = kt and failure probability of

the decoder is at most n−c.

The proof of this Theorem, as a direct corollary from 5.0.8 is included in the Appendix

for completeness.

As alluded to earlier, the only Arıkan martingales that were known to polarize

strongly were those where the underlying matrix was G2 = ( 1 0
1 1 ). Specifically Gu-

ruswami and Xia [64] and Hassani et al. [66] show strong polarization of the Arıkan

martingale associated with this matrix over any binary input symmetric channel, and

Guruswami and Velingker [63] extended to the case of q-ary input channels for prime

q. By using the concept of local polarization we are able to extend these results to all

mixing matrices.

Concrete polynomial upper bounds on block length. Our focus in this work is to

develop a general technique to prove polynomial convergence to capacity, with a block

length upper bounded by (1/ε)c for some finite c = c(M) < ∞, for the class of polar

codes corresponding to every mixing matrix M over prime fields. We, however, do not

focus on or obtain concrete upper bounds on c. Such bounds have been obtained in a

few cases. For the case of M = G2 and binary alphabet (the original Arıkan setting),
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an upper bound of c ≤ 6 was shown in [66], and improved to 5.702 in [58], and to 4.714

in [93]. For the case of the binary erasure channel (BEC), [93] showed an upper bound

of c ≤ 3.639, which is close to the heuristic value of ≈ 3.627 reported in [82]. A very

nice recent work [46] showed that one can achieve the best possible value of c ≈ 2 for

the BEC, using large random matrices for M .

5.0.5 Results II: Local polarization of Arıkan martingales

In our second main result, we show that every mixing matrix gives rise to an Arıkan

martingale that is locally polarizing:

Theorem 5.0.11. For every prime q, for every mixing matrix M ∈ Fk×kq , and for every

symmetric memoryless channel CY |Z over Fq, the associated Arıkan martingale sequence

is locally polarizing.

As a consequence of Theorems 5.0.10, 5.0.6, and 5.0.11, we have the following theorem.

Theorem 5.0.12. For every prime q, every mixing matrix M ∈ Fk×kq , every symmetric

memoryless channel C over Fq, and every c <∞, there exists t0(x) = O(log x) such that

for every ε > 0, for every t ≥ t0(1/ε), there is an affine code C, that is generated by

the rows of (M−1)(⊗t) and an affine shift, with the property that the rate of C is at least

Capacity(C) − ε, and C can be encoded and decoded in time O(n log n) where n = kt

and failure probability of the decoder is at most n−c.

The above theorem shows that all polar codes associated with every mixing matrix

achieves the Shannon capacity of a symmetric memoryless channel efficiently, thus,

vastly expanding on the class of polar codes known to satisfy this condition.

154



Our primary motivation in this work is to develop a general approach to proving

polarization that applies to all matrices (matching the simple necessary condition for

polarization) and is strong enough for the desired coding theory conclusion (convergence

to capacity at polynomial block lengths, the distinguishing feature of polar codes). At

the same time, our proof is arguably simpler and brings to light exactly what drives

strong polarization — namely some simple local polarization conditions that hold for

the single step evolution. One concrete motivation to consider polar codes with different

choice of mixing matrices M is that an appropriate choice can lead to decoding error

probability of exp(−nβ) for any β < 1 (as opposed to β < 1/2 for G2) [83, 94], where

n = kt is the block length of the code.

5.0.6 Comparison with previous analyses of (strong) polarization

While most of the ingredients going into our eventual analysis of strong polarization

are familiar in the literature on polar codes, our proofs end up being much simpler and

modular. We describe some of the key steps in our proofs and contrast them with those

in previous works.

Definition of Local Polarization. While we are not aware of a definition similar

to local polarization being explicit in the literature before, such notions have been

considered implicitly before. For instance, for the variation in the middle (where we

require that E[(Xt+1 −Xt)
2] ≥ θ if Xt ∈ (τ, 1− τ)) some of the previous analyses (e.g.,

in [64, 63]) required θ be quadratic in τ . In contrast, our requirement on the variation

is very weak and qualitative, allowing any function θ(τ) > 0. Similarly, our requirement

in the suction at the ends case is relative mild and qualitative. In previous analyses the

requirements were of the form “if Xt ≤ τ then Xt+1 ≤ X2
t with positive probability.”
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This high demand on the suction case prevented the analyses from relying only on

the local behavior of the martingale X0, . . . , Xt, . . . and instead had to look at other

parameters associated with it which essentially depend on the entire sequence. (For

the reader familiar with previous analyses, this is where the Bhattacharyya parameters

enter the picture.) Our approach, in contrast, only requires arbitrarily large constant

factor drop, and thereby works entirely with the local properties of Xt.

Local Polarization implies Strong Polarization. Our proof that local polarization

implies strong polarization is short (about 3 pages) and comes in two parts. The first

part uses a simple variance argument to shows that Xt is exponentially close (in t)

to the limit except with probability exponentially small in t. The second part then

amplifies Xt’s proximity to {0, 1} to sub-exponentially small values using the suction

at the end guarantee of each local step, coupled with Doob’s martingale inequality and

standard concentration inequalities. Such a two-part breakdown of the analysis is not

new; however, our technical implementation is more abstract, more general and more

compact all at the same time.

Local Polarization of Arıkan martingales. We will elaborate further on the ap-

proach for this after defining the Arıkan martingales, but we can say a little bit already

now: First we essentially reduce the analysis of the polarization of Arıkan martingale

associated with an arbitrary mixing matrix M to the analysis when M = G2. This

reduction loses in the parameters (α, τ(·), θ(·)) specifying the level of local polarization,

but since our strong polarization theorem works for any function, such loss in perfor-

mance does not hurt the eventual result. Finally, local polarization for the case where

the matrix is G2 is of course standard, but even here our proofs (which we include for

completeness) are simpler since they follow from known entropic inequalities on sums
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of two independent random variables. We stress that even quantitatively weak forms

of these inequalities meet our requirements of local polarization, and we do not need

strong forms of such inequalities (like Mrs. Gerber’s lemma for the binary case [40, 64]

and an ad hoc one for the prime case [63]).

Some weakness in our analyses. We first point out three weaknesses in our analyses.

First, in contrast to the result of Mori and Tanaka [94] who characterize the set of

matrices that lead to regular polarization over all fields, we only get a characterization

over prime fields. Second, our analysis of polarization only bounds the failure probability

of decoding by an arbitrarily small polynomial in the block length whereas results such

as those in [7] actually get exponentially small (2−n
β

for some β > 0) failure probability.

A third weakness in our analysis is that the constants are not optimized and most

likely lead to poor upper bounds on the exponent of the polynomial in the block length

(called the scaling exponent). As discussed at the end of Section 5.0.4, concrete (and

quite good) bounds on the scaling exponent have been obtained in a few works, for

the case of Arıkan’s original choice M = G2 [93, 58], and for the case of the erasure

channel [102, 46].

In the first two cases we do not believe that these limitations are inherent to our ap-

proach. In particular the extension to general fields will probably involve more care, but

should not run into major technical hurdles. Reducing the failure probability leads to

new technical challenges, but these have been addressed in follow-up work [19]. Specifi-

cally, this requires stronger suction than in our definition of local polarization, which is

not true for the Arıkan martingale if one considers a single step evolution, but in fact

two consecutive steps show strong enough suction. Using the framework developed in

this paper it is possible to show that for every mixing matrix there exists β > 0, such
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that the decoding failure probability is O(2−n
β
) with polynomial blocklength [19].

Organization of the rest of this paper. We first introduce some of the notation

and probabilistic preliminaries used to define and analyze the Arıkan martingale in Sec-

tion 5.1. We then prove Theorem 5.0.6 showing that local polarization implies strong

polarization in Section 5.3. This is followed by the formal definition of the Arıkan mar-

tingale in Section 5.4. Section 5.5.1 gives an overview of the proof of Theorem 5.0.11

which asserts that the Arıkan martingale is locally polarizing (under appropriate con-

ditions). Section 5.5.2 then states the local polarization conditions for sums of two

independent variables, with proofs deferred to Section 5.6. Section 5.5.3 reduces the

analysis of local polarization of general mixing matrices to the conditions studied in

Section 5.5.2 and uses this reduction to prove Theorem 5.0.11. Finally in Appendix 5.7

we show for completeness how the Arıkan martingale (and its convergence) can be used

to construct capacity achieving codes.

5.1 Preliminaries and Notation

In this section we introduce the notation needed to define the Arıkan martingale (which

will be introduced in the following section). We also include information-theoretic and

probabilistic inequalities that will be necessary for the subsequent analysis.

5.1.1 Notation

The Arıkan martingale is based on a recursive construction of a vector valued random

variable. To cleanly describe this construction it is useful to specify our notational

conventions for vectors, tensors and how to view the tensor products of matrices. These

notations will be used extensively in the following sections.
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Probability Notation

Throughout this work, all random variables involved will be discrete. For a probability

distribution D and random variable X, we write X ∼ D to mean that X is distributed

according to D, and independent of all other variables. Similarly, for a set S, we write

X ∼ S to mean that X is independent and uniform over S. For a set S, let ∆(S) denote

the set of probability distributions over S.

We occasionally abuse notation by treating distributions as random variables. That

is, for D ∈ ∆(Fkq ) and a matrix M ∈ Fk×kq , we write DM to denote the distribution of

the random variable {XM}X∼D. For a distribution D and an event E, we write D|E

to denote the conditional distribution of D conditioned on E.

Tensor Notation

Here we introduce useful notation for dealing with scalars, vectors, tensors, and tensor-

products.

All scalars will be non-boldfaced, for example: X ∈ Fq.

Any tensors of order ≥ 1 (including vectors) will be boldfaced, for example: Y ∈ Fkq .

One exception to this is the matrix M used in the polarization transforms, which we do

not boldface.

Subscripts are used to index tensors, with indices starting from 1. For example, for

Y as above, Y i ∈ Fq. Matrices and higher-order tensors are indexed with multiple

subscripts: For Z ∈ (Fkq )⊗3, we may write Z1,2,1 ∈ Fq. We often index tensors by tuples

(multiindices), which will be boldfaced: For i = (1, 2, 1) ∈ [k]3, we write Zi = Z1,2,1.

Let ≺ be the lexicographic order on these indexing tuples.
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When an index into a tensor is the concatenation of multiple tuples, we emphasize this

by using brackets in the subscript. For example: for tensor Z as above, and i = (1, 2)

and j = 1, we may write Z [i,j] = Z1,2,1.

For a given tensor Z, we can consider fixing some subset of its indices, yielding a

slice of Z (a tensor of lower order). We denote this with brackets, using · to denote

unspecified indices. For example for tensor Z ∈ (Fkq )⊗3 as above, we have Z [1,2,·] ∈ Fkq

and Z [·,1] ∈ (Fkq )⊗2.

We somewhat abuse the indexing notation, using Z≺i to mean the set of variables

{Zj : j ≺ i}. Similarly, Z [i,<j] := {Z [i,k] : k < j}.

We occasionally unwrap tensors into vectors, using the correspondence between (Fkq )⊗t

and Fktq . Here, we unwrap according to the lexicographic order ≺ on tuples.

Finally, for matrices specifically, Mi,j specifies the entry in the i-th row and j-th

column of matrix M . Throughout, all vectors will be row-vectors by default.

Tensor Product Recursion

The construction of polar codes and analysis of the Arıkan martingale rely crucially

on the recursive structure of the tensor product. Here we review the definition of the

tensor product, and state its recursive structure.

For a linear transform M : Fkq → Fkq , let M⊗t : (Fkq )⊗t → (Fkq )⊗t denote the t-fold

tensor power of M . Explicitly (fixing basis for all the spaces involved), this operator

acts on tensors X ∈ (Fkq )⊗t as:

[M⊗t(X)]j =
∑
i∈[k]t

XiMi1,j1Mi2,j2 · · ·Mit,jt .
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The tensor product has the following recursive structure: M⊗t = (M⊗t−1) ⊗ M ,

which corresponds explicitly to:

[M⊗t(X)][a,jt] =
∑
it∈[k]

Mit,jt [M
⊗t−1(X [·,it])]a. (5.1)

In the above, if we define tensor

Y (it) := M⊗t−1(X [·,it])

then this becomes

[M⊗t(X)][a,·] = M((Y
(1)
a ,Y

(2)
a , . . . ,Y

(k)
a )) (5.2)

where the vector (Y
(1)
a ,Y

(2)
a , . . . ,Y

(k)
a ) ∈ Fkq .

Finally, we use that (M⊗t)−1 = (M−1)⊗t.

5.1.2 Information Theory Preliminaries

For the sake of completeness we include the information-theoretic concepts and tools

we use in this paper.

For a discrete random variable X, let H(X) denote its binary entropy:

H(X) :=
∑

a∈Support(X)

pX(a) log(
1

pX(a)
)

where pX(a) := Pr[X = a] is the probability mass function of X. Throughout, log(·)

by default denotes log2(·).
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For p ∈ [0, 1], we overload this notation, letting H(p) denote the entropy H(X) for

X ∼ Bernoulli(p).

For arbitrary random variables X,Y , let H(X|Y ) denote the conditional entropy:

H(X|Y ) = E
Y

[H(X|Y = y)].

For a q-ary random variable X ∈ Fq, let H(X) ∈ [0, 1] denote its q-ary entropy:

H(X) :=
H(X)

log(q)
.

Finally, the mutual information between jointly distributed random variables X,Y

is:

I(X;Y ) := H(X)−H(X|Y ) = H(Y )−H(Y |X)

We will use the following standard properties of entropy:

1. (Adding independent variables increases entropy): For any random vari-

ables X,Y, Z such that X,Y are conditionally independent given Z, we have

H(X + Y |Z) ≥ H(X|Z) (5.3)

2. (Transforming Conditioning): For any random variables X,Y , any function

f , and any bijection σ, we have

H(X|Y ) = H(X + f(Y )|Y ) = H(X + f(Y )|σ(Y )) (5.4)

3. (Chain rule): For arbitrary random variables X,Y : H(X,Y ) = H(X)+H(Y |X).
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4. (Conditioning does not increase entropy): For X,Y, Z arbitrary random

variables, H(X|Y,Z) ≤ H(X|Y ).

5. (Monotonicity): For p ∈ [0, 1/2), the binary entropy H(p) is non-decreasing

with p. And for p ∈ (1/2, 1], the binary entropy H(p) is non-increasing with p.

6. (Deterministic postprocessing does not increase entropy): For arbitrary

random variables X,Y and function f we have H(X|Y ) ≥ H(f(X)|Y ).

7. (Conditioning on independent variables): For random variables X,Y, Z

where Z is independent from (X,Y ), we have H(X|Y ) = H(X|Y,Z).

Channels

Given a finite field Fq, and output alphabet Y, a q-ary channel CY |Z is a probabilis-

tic function from Fq to Y. Equivalently, it is given by q probability distributions

{CY |α}α∈Fq supported on Y. We use notation C(Z) to denote the channel operating

on inputs Z. A memoryless channel maps Fnq to Yn by acting independently (and

identically) on each coordinate. A symmetric channel is a memoryless channel where

for every α, β ∈ Fq there is a bijection σ : Y → Y such that for every y ∈ Y it

is the case that CY=y|α = CY=σ(y)|β , and moreover for any pair y1, y2 ∈ Y, we have∑
x∈Fq CY=y1|x =

∑
x∈Fq CY=y2|x (see, for example, [39, Section 7.2]). As shown by

Shannon every memoryless channel has a finite capacity, denoted Capacity(CY |Z). For

symmetric channels, this is the mutual information I(Y ;Z) between the input Z and

output Y where Z is drawn uniformly from Fq and Y is drawn from CY |Z given Z.

163



5.2 Basic probability inequalities

We first show that a random variable with small-enough entropy will usually take its

most-likely value:

Lemma 5.2.1. Let X ∈ Fq be a random variable. Then there exist x̂ such that

Pr[X 6= x̂] ≤ H(X)

and therefore

Pr[X 6= x̂] ≤ H(X) log q.

Proof. Let α := H(X) and let pi := PrX [X = i]. Let x̂ = argmaxi{pi} be the value

maximizing this probability. Let px̂ = 1 − γ. We wish to show that γ ≤ α. If γ ≤ 1/2

we have

α = H(X)

=
∑
i

pi log
1

pi

≥
∑
i 6=x̂

pi log
1

pi
(Since all summands are non-negative)

≥
∑
i 6=x̂

pi log
1∑
j 6=x̂ pj

(Since pi ≤
∑

j 6=x̂ pj .)

=

∑
i 6=x̂

pi

 · log

(
1∑
j 6=x̂ pj

)

= γ · log 1/γ

≥ γ (Since γ ≤ 1/2 and so log 1/γ ≥ 1)
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as desired. Now if γ > 1/2 we have a much simpler case since now we have

α = H(X)

=
∑
i

pi log
1

pi

≥
∑
i

pi log
1

px̂
(Since pi ≤ px)

= log
1

px̂
(Since

∑
i pi = 1)

= log
1

1− γ

≥ 1. (Since γ ≥ 1/2)

But γ is always at most 1 so in this case also we have α ≥ 1 ≥ γ as desired. �

For the decoder, we will need a conditional version of Lemma 5.2.1, saying that if a

variable X has low conditional entropy conditioned on Y , then X can be predicted well

given the instantiation of variable Y .

Lemma 5.2.2. Let X,Y be arbitrary discreete random variables with range X ,Y re-

spectively. Then there exists a function X̂ : X → Y such that

Pr
X,Y

[X 6= X̂(Y )] ≤ H(X|Y )

In particular, the following estimator satisfies this:

X̂(y) := argmax
x
{Pr[X = x|Y = y]}

Proof. For every setting of Y = y, we can bound the error probability of this estimator
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using Lemma 5.2.1 applied to the conditional distribution X|Y = y:

Pr
X,Y

[X 6= X̂(Y )] = E
Y

[ Pr
X|Y

[X̂(Y ) 6= X]]

≤ E
Y

[H(X|Y = y)] (Lemma 5.2.1)

= H(X|Y )

�

We will need an inverse to the usual Chebychev inequality. Recall that Chebychev

shows that variables with small variance are concentrated close to their expectation.

The Paley-Zygmund inequality below can be used to invert it (somewhat) — for a

random variable W with comparable fourth and second central moment, by applying

the lemma below to Z = (W − E[W ])2 we can deduce that W has positive probability

of deviating noticeably from the mean.

Lemma 5.2.3 (Paley-Zygmund). If Z ≥ 0 is a random variable with finite variance,

then

Pr(Z > λE[Z]) ≥ (1− λ)2E[Z]2

E[Z2]
.

Next, we define the notion of a sequence of random variables being adapted to another

sequence of variables, which will be useful in our later proofs.

Definition 5.2.4. We say that a sequence Y1, Y2 . . . of random variables is adapted

to the sequence X1, X2 . . . if and only if for every t, Yt is completely determined given

X1, . . . Xt. We will use E[Z|X[1:t]] as a shorthand E[Z|X1, . . . Xt], and Pr[E|X[1:t]] as a

shorthand for E[1E |X1, . . . Xt]. If the underlying sequence X is clear from context, we

will skip it and write just E[Z|Ft].
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Lemma 5.2.5. Consider a sequence of non-negative random variables Y1, Y2, . . . , Yt, . . .

adapted to the sequence Xt. If for every t we have Pr(Yt+1 > λ |X[1:t]) < exp(−λ), then

for every T > 0:

Pr(
∑
i≤T

Yi > CT ) ≤ exp(−Ω(T ))

for some universal constant C.

Proof. First, observe that

E[exp(Yt+1/2)|Ft] =

∫ ∞
0

Pr(exp(Yt+1/2) > λ|Ft) dλ

≤ 1 +

∫ ∞
1

exp(−2 log λ) dλ

= 1 +

∫ ∞
1

λ−2 dλ

≤ exp(C0) (5.5)

for some constant C0. On the other hand, we have decomposition (where we apply (5.5)

in the first equality):

E[exp(
∑
i≤T

Yi
2

)] = E[E[exp(
∑
i≤T

Yi
2

)|FT−1]]

= E[exp(
∑
i≤T−1

Yi/2)E[exp(YT /2)|FT−1]]

≤ E[exp(
∑
i≤T−1

Yi/2)] exp(C0)

≤ · · ·

≤ exp(C0T ).
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Now we can apply Markov inequality to obtain desired tail bounds:

Pr(
∑
i≤T

Yi > 4C0T ) = Pr(exp(
1

2

∑
i≤T

Yi) > exp(2C0T )) ≤ E

exp(
1

2

∑
i≤T

Yi)

 exp(−2C0T ) ≤ exp(−C0T ).

�

Lemma 5.2.6. Consider a sequence of random variables Y1, Y2, . . . with Yi ∈ {0, 1},

adapted to the sequence Xt. If Pr(Yt+1 = 1|X[1:t]) > µt+1 for some deterministic value

µt, then for µ :=
∑

t≤T µt we have

Pr(
∑
t≤T

Yt < µ/2) ≤ exp(−Ω(µ))

Proof. Let Mt+1 := E[Yt+1|X[1:t]], we know that Mt > µt with probability 1. Standard

calculation involving Markov inequality yields following bound

Pr(
∑
t≤T

Yt <
∑
t≤T

Mt/2) = Pr(exp(−
∑
t≤T

Yt +
∑
t≤T

Mt/2) > 1)

≤ E[exp(
∑
t≤T

(−Yt +Mt/2))]

= E[E[exp(
∑
t≤T

(−Yt +Mt/2))|X[1:T−1]]]

≤ E[exp(
∑
t≤T−1

(−Yt +Mt/2))E[exp(−YT +MT /2)|X[1:T−1]]].

(5.6)

We now observe that for any random variable Ỹ ∈ {0, 1} with E[Ỹ ] = p, we have

logE[exp(−Ỹ + p/2)] =
p

2
+ log[(1− p) +

p

e
] ≤ p

2
− p+

p

e
≤ −cp
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with constant c = (1 − 1
2 −

1
e ) > 0. In particular E[exp(−YT + MT /2)|X[1:T−1]] ≤

exp(−cMT ) ≤ exp(−cµT ). Plugging this back to (5.6), we get

Pr(
∑
t≤T

Yt <
∑
t≤T

Mt/2) ≤ E[exp(
∑
t≤T−1

(−Yt +Mt/2))] exp(−c′µT )

≤ · · ·

≤ exp(−c
∑
t≤T

µt)

= exp(−cµ)

And moreover, since Mt > µt deterministically, we have Pr(
∑

t≤T Yt < µ/2) ≤

Pr(
∑

t≤T Yt <
∑
Mt/2) ≤ exp(−Ω(µ)) as desired.

�

Finally, we will use the well-known Doob’s martingale inequality:

Lemma 5.2.7 (Doob’s martingale inequality [43, Theorem 5.4.2]). If a sequence X0, X1, . . .

is a martingale, then for every T we have

Pr(sup
t≤T

Xt > λ) ≤ E[|XT |]
λ

Corollary 5.2.8. If X0, X1, . . . is a nonnegative martingale, then for every T we have

Pr(sup
t≤T

Xt > λ) ≤ E[X0]

λ
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5.3 Local to global polarization

In this section we prove Theorem 5.0.6, which asserts that every locally polarizing [0, 1]-

martingale is also strongly polarizing. The proofs in this section depend on some basic

probabilistic concepts and inequalities that we have seen in in Section 5.2.

The proof of this statement is implemented in two main steps: first, we show that

any locally polarizing martingale, is ((1 − ν
2 )t, (1− ν

4 )t)-polarizing for some constant ν

depending only on the parameters α, τ, θ of local polarization. This means that, except

with exponentially small probability, min{Xt/2, 1 − Xt/2} is exponentially small in t,

which we can use to ensure that Xs for all t
2 ≤ s ≤ t stays in the range where the

conditions of suction at the ends apply (again, except with exponentially small failure

probability). Finally, we show that if the martingale stays in the suction at the ends

regime, it will polarize strongly — i.e. if we have a [0, 1]-martingale, such that in each

step it has probability at least α to decrease by a factor of C, we can deduce that at

the end we have Pr(XT > C−αT/4) ≤ exp(−Ω(αT )).

We start by showing that in the first t/2 steps we do get exponentially small polariza-

tion, with all but exponentially small failure probability. This is proved using a simple

potential function min{
√
Xt,
√

1−Xt} which we show shrinks by a constant factor,

1− ν for some ν > 0, in expectation at each step. Previous analyses in [64, 63] tracked√
Xt(1−Xt) (or some tailormade algebraic functions [66, 93]) as potential functions,

and relied on quantitatively strong forms of variance in the middle to demonstrate that

the potential diminishes by a constant factor in each step. While such analyses can

lead to sharper bounds on the parameter ν, which in turn translate to better scaling

exponents in the polynomial convergence to capacity, e.g. see [66, Thm. 18] or [93,

Thm. 1], these analyses are more complex, and less general.
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Lemma 5.3.1. If a [0, 1]-martingale sequence X0, . . . Xt, . . . , is (α, τ(·), θ(·))-locally

polarizing, then there exist ν > 0, depending only on α, τ, θ, such that

E[min(
√
Xt,

√
1−Xt)] ≤ (1− ν)t.

Proof. Take τ0 = τ(4), θ0 = θ(τ0). We will show that E[min(
√
Xt+1,

√
1−Xt+1)|Xt] ≤

(1 − ν) min(
√
Xt,
√

1−Xt), for some ν > 0 depending on τ0, θ0 and α. The statement

of the lemma will follow by induction.

Let us condition on Xt, and first consider the case Xt ∈ (τ0, 1− τ0). We know that

E[min(
√
Xt+1,

√
1−Xt+1)] ≤ min(E[

√
Xt+1],E[

√
1−Xt+1]),

we will show that E[
√
Xt+1] ≤ (1−ν)

√
Xt. The proof of E[

√
1−Xt+1] ≤ (1−ν)

√
1−Xt

is symmetric.

Indeed, let us take T :=
√

Xt+1

Xt
. Because (Xt)t is a martingale, we have E[T 2] = 1,

and by Jensen’s inequality, we have that E[T ] ≤
√
E[T 2] ≤ 1, where all the expectations

above are conditioned on Xt. Take δ such that E[T ] = 1 − δ. We will show a lower

bound on δ in terms of θ0, τ0 and α0.

The high-level idea of the proof is that we can show that local polarization criteria

implies that T is relatively far from 1 with noticeable probability, but if E[T ] were close

to one, by Chebyshev inequality we would be able to deduce that T is far from its mean

with much smaller probability. This implies that mean of T has to be bounded away

from 1.

More concretely, observe first that by Chebyshev inequality, we have Pr(|T −E[T ]| >
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λ) < Var(T )
λ2 = 2δ−δ2

λ2 ≤ 2δ
λ2 , hence, for C0 = 4, we have:

Pr
(
|T − 1| ≥ δ + C0

√
δθ−1

0 τ−1
0

)
≤ 1

8
θ2

0τ
2
0 . (5.7)

On the other hand, because of the Variation in the middle condition of local polar-

ization, we have

Var(T 2) =
E[X2

t+1]−X2
t

X2
t

≥ θ0

X2
t

≥ θ0,

where the last inequality follows since Xt ≤ 1. Moreover T < 1√
τ0

, because
√
Xt+1 < 1

and
√
Xt >

√
τ0.

Let us now consider Z = (T 2 − 1)2. We have E[Z] = Var(T 2) ≥ θ0, and moreover

E[Z2] < τ−2
0 (because T is bounded and τ0 ≤ 1), hence by Lemma 5.2.3 (for C1 = 1/2)

Pr
(
(1− T 2)2 > C1θ0

)
≥ 1

4
θ2

0τ
2
0 .

And also 1 − T 2 = −(1 − T )2 + 2(1 − T ) < 2(1 − T ), hence if (1 − T 2)2 > C1θ0 then

|1− T | >
√
C1
2

√
θ0, which implies (for the choice of C2 =

√
C1/2):

Pr(|T − 1| > C2

√
θ0) ≥ 1

4
θ2

0τ
2
0 . (5.8)

By comparing (5.7) and (5.8), we deduce that δ ≥ C4θ
3
0τ

2
0 , (for C4 = C2

2/(4C
2
0 )– note

that with our choice of parameters, we have C0

√
δθ−1

0 τ−1
0 ≥ δ) and by the definition

of δ we have E[
√
Xt+1|Xt] ≤ (1 − δ)

√
Xt]. The same argument applies to show that

E[
√

1−Xt+1|Xt] ≤ (1− C4θ
3
0τ

2
0 )
√

1−Xt.

Consider now the case when Xt < τ0. For T, δ as above (and again after conditioning

on Xt), we have Var(T ) < 2δ (note that the argument for this inequality from the
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previous case also holds here), and hence by Chebyshev inequality (for the choice of

C5 = 2):

Pr

(
|T − 1| ≥ δ + C5

√
δ

α

)
≤ α

2
. (5.9)

On the other hand, because of the suction at the end condition of local polarization,

we know that with probability α, we have T ≤ 1
2 , which means |T − 1| ≥ 1

2 and by

comparing this with (5.9), we deduce δ ≥ C6α (for C6 = 1
16C2

5
). Therefore, in the case

Xt < τ0, we have E[
√
Xt+1|Xt] ≤ (1− C6α)

√
Xt = (1− C6α) min(

√
Xt,
√

1−Xt). The

case Xt > 1− τ0 is symmetric and is omitted.

This implies the statement of the lemma with ν = min(C6α,C4θ
3
0τ

2
0 ). �

Corollary 5.3.2. If a [0, 1]-martingale sequence X0, . . . Xt, . . . , is (α, τ(·), θ(·))-locally

polarizing, then there exist ν > 0, depending only on α, τ, θ, such that

Pr
[
min(Xt/2, 1−Xt/2) > λ(1− ν

2
)t
]
≤ (1− ν

4
)t

1√
λ
.

Proof. By applying Markov Inequality to the bound from Lemma 6.5.4 (with t/2 instead

of t), we get

Pr
[
min

(
Xt/2, 1−Xt/2

)
> λ(1− ν

2
)t
]

= Pr
[
min

(√
Xt/2,

√
1−Xt/2

)
>
√
λ(1− ν

2
)t/2
]

≤ (1− ν)t/2(1− ν

2
)−t/2

1√
λ

≤ (1− ν

4
)t

1√
λ
.

�

The next lemma will be used to show that if a [0,1]-martingale indeed stays at all steps
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s ≥ t
2 in the suction at the ends range, i.e. in each step it has constant probability α of

dropping by some large constant factor C, then expect it to be
(
C−αt/8, exp(−Ω(αt))

)
-

polarized.

Lemma 5.3.3. There exists c < ∞, such that for all K,α with Kα ≥ c the following

holds. Let Xt be a martingale satisfying Pr
(
Xt+1 < e−KXt|Xt

)
≥ α, where X0 ∈ (0, 1).

Then Pr(XT > exp(−αKT/4)) ≤ exp(−Ω(αT )).

Proof. Consider Yt+1 := log Xt+1

Xt
, and note that sequence Yt is adapted to sequence Xt

in the sense of Definition 6.5.1. We have the following bounds on the upper tails of

Yt+1, conditioned on X[1:t], given by Markov inequality

Pr(Yt+1 > λ | Ft) = Pr

(
Xt+1

Xt
> exp(λ)

∣∣∣∣X[1:t]

)
= Pr

(
Xt+1 > exp(λ)Xt |X[1:t]

)
≤ exp(−λ).

Let us decompose Yt+1 =: (Yt+1)+ + (Yt+1)−, where (Yt+1)+ := max(Yt+1, 0). By

Lemma 6.7.4,

Pr

∑
t≤T

(Yt+1)+ > CT

 ≤ exp(−Ω(T )).

On the other hand, let Et+1 be the indicator of Yt+1 ≤ −K. It is again adapted

to the sequence Xt, and we know that Pr(Et+1|X[1:t]) ≥ α, hence by Lemma 6.7.5

with probability at most exp(−Ω(αT )) at most αT/2 of those events holds. Note that

(Yt)− ≤ 0, which implies that if at least αT/2 of the events Et hold then we have∑
t≤T (Yt)− ≤ −αKT/2. Thus, we have Pr(

∑
t≤T (Yt)− > −αKT/2) ≤ exp(−Ω(αT )).

Therefore, as long as αK/4 > C, we can conclude

Pr

∑
t≤T

Yt > −αKT/4

 ≤ exp(−Ω(T )) + exp(−Ω(αT )) ≤ exp(−Ω(αT )).
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The proof is complete by noting that
∑

t≤T Yt = log(Xt/X0) and recalling that X0 ≤

1. �

Proof of Theorem 5.0.6. For given γ, we takeK to be large enough so that exp(−αK/8) ≤

γ, and moreover αK to be large enough to satisfy assumptions of Lemma 6.5.5. Let us

also take τ0 = τ(eK). We consider ν as in Corollary 5.3.2. We have

Pr

(
min(Xt/2, 1−Xt/2) >

(
1− ν

2

)t
τ0

)
≤ (1− ν

4
)−t

1
√
τ0
.

Now Doob’s martingale inequality (Corollary 5.2.8) implies that, conditioned on

Xt/2 < (1− ν
4 )tτ0, we have Pr( sup

i∈(t/2,t)
Xi > τ0) ≤ (1− ν

4 )t.

Finally, after conditioning on Xi ≤ τ0, ∀ t/2 ≤ i ≤ t, process Xi for i ∈ (t/2, t)

satisfies conditions of Lemma 6.5.5, because Xi always stays below τ0 and as such

suction at the end condition of local polarization corresponds exactly to the assumption

in this Lemma. Therefore we can conclude that except with probability exp(−Ω(αt)),

we have Xt < exp(−αKt/8) = γt. The other case (1−Xt/2 < (1− ν
2 )tτ0) is symmetric,

and in this case we get 1−Xt < exp(−αKt/8) except with probability exp(−Ω(αt)). �

5.4 Arıkan Martingale

We now formally describe the Arıkan martingale associated with an invertible matrix

M ∈ Fk×kq and a channel CY |Z . Briefly, this martingale measures at time t, the con-

ditional entropy of a random variable A′
i, conditioned on the values of a vector of

variables B′ and on the values of A′
j for j smaller than i for a random choice of the

index i. Here A′ is a vector of kt random variables taking values in Fq while B′ ∈ Ykt .

The exact construction of the joint distribution of these 2kt variables is the essence of
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the Arıkan construction of codes, and we describe it shortly. The hope with this con-

struction is that eventually (for large values of t) the conditional entropies are either

very close to 0, or very close to log q for most choices of i.

When t = 1, the process starts with k independent and identical pairs of variables

{(Ai, Bi)}i∈[k] where Ai ∼ Fq and Bi ∼ CY |Z=Ai . (So each pair corresponds to an

independent input/output pair from transmission of a uniformly random input over

the channel CY |Z .) Let A = (A1, . . . , Ak) and B′ = (B1, . . . , Bk), and note that the

conditional entropies H(Ai|A≺i,B′) are all equal, and this entropy, divided by log2 q,

will be our value of X0. On the other hand, if we now letA′ = A·M then the conditional

entropies H(A′
i|A′

≺i,B
′) are no longer equal (for most, and in particular for all mixing,

matrices M). On the other hand, conservation of conditional entropy on application

of an invertible transformation tells us that Ei∼[k][H(A′
i|A′

≺i,B
′)/ log2 q] = X0. Thus

letting X1 = H(A′
i|A′

≺i,B
′)/ log2 q (for random i) gives us the martingale at time

t = 1.

While this one step of multiplication by M differentiates among the k (previously

identical) random variables, it doesn’t yet polarize. The hope is by iterating this process

one can get polarization1. But to get there we need to describe how to iterate this

process. This iteration is conceptually simple (though notationally still complex) and

illustrated in Figure 5.1. Roughly the idea is that at the beginning of stage t, we have

defined a joint distribution of kt dimensional vectors (A,B) along with a multi-index

i ∈ [k]t. We now sample k independent and identically distributed pairs of these random

variables {(A(`),B(`))}`∈[k] and view (A(`))`∈[k] as a kt × k matrix which we multiply

by M to get a new kt× k matrix. Flattening this matrix into a kt+1-dimensional vector

1In the context of Polar coding, differentiation and polarization are good events, and hence
our “hope.”
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gives us a sample from the distribution of A′ ∈ Fkt+1

q . B′ is simply the concatenation

of all the vectors (B(`))`∈[k]. And finally the new index j ∈ [k]t+1 is simply obtained by

extending i ∈ [k]t with a (t + 1)th coordinate distributed uniformly at random in [k].

Xt+1 is now defined to be H(A′
j |A′

≺j ,B
′)/ log2 q. The formal description is below.

Definition 5.4.1 (Arıkan martingale). Given an invertible matrix M ∈ Fk×kq and a

channel description CY |Z for Z ∈ Fq, Y ∈ Y, the Arıkan-martingale X0, . . . Xt, . . . asso-

ciated with it is defined as follows. For every t ∈ N, let Dt be the distribution on pairs

Fktq × Yk
t

described inductively below:

A sample (A,B) from D0 supported on Fq × Y is obtained by sampling A ∼ Fq, and

B ∼ CY |Z=A. For t ≥ 1, a sample (A′,B′) ∼ Dt supported on Fktq × Yk
t

is obtained as

follows:

• Draw k independent samples (A(1),B(1)), . . . , (A(k),B(k)) ∼ Dt−1.

• Let A′ be given by A′[i,·] = (A
(1)
i , . . . , A

(k)
i ) · M for all i ∈ [k]t−1 and B′ =

(B(1),B(2), . . .B(k)).

Then, the sequence Xt is defined as follows: For each t ∈ N, sample it ∈ [k] iid

uniformly. Let j = (i1, . . . , it) and let Xt := H(Aj |A≺j ,B)/ log2 q, where the entropies

are with respect to the distribution (A,B) ∼ Dt.
1

Figure 5.1 illustrates the definition by highlighting the construction of the vector A′,

and in particular highlights the recursive nature of the construction.

It is easy (and indeed no different than in the case t = 1) to show that E[Xt+1|Xt] =

Xt and so the Arıkan martingale is indeed a martingale. This is shown below.

1We stress that the only randomness in the evolution of Xt is in the choice of i1, . . . , it, . . ..
The process of sampling A and B is only used to define the distributions for which we consider
the conditional entropies H(Aj |A≺j ,B).
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A
(2)
~1

A′
[~1,2]
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M

Figure 5.1: Evolution of Arıkan martingale for 3× 3 matrix M .

Proposition 5.4.2. For every matrix M and channel CY |Z , the Arıkan martingale is

a martingale and in particular a [0, 1]-martingale.

Proof. The fact that Xt ∈ [0, 1] follows from the fact for 0 ≤ H(Ai|A≺i,B) ≤ H(Ai) ≤

log2 q and so 0 ≤ Xt = H(Ai|A≺i,B)/ log2 q ≤ 1.

We turn to showing that E[Xt+1|Xt = a] = a. To this end, consider a sequence

of indices i = (i1, . . . it), such that H(Ai | A≺i,B) = a. We wish to show that

Eit+1∼[k][H(A′[i,it+1] | A
′
≺[i,it+1],B

′)] = a.

Since the pairs (A(s),B(s)) are independent, note that for any s, we haveH(A
(s)
i |A

(s)
≺i ,B

(s)) =

a. Furthermore, because of the same independence, we have

H(A
(s)
i | A(s)

≺i ,B
(s)) = H(A

(s)
i | ∪j∈[k] A

(j)
≺i ,∪j∈[k]B

(j))

and H(A
(1)
i , . . . ,A

(k)
i | ∪j∈[k] A

(j)
≺i ,∪j∈[k]B

(j)) = k · a.
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By the invertibility of M we have

H(A′[i,1], . . .A
′
[i,k] | ∪j∈[k]A

(j)
≺i ,∪j∈[k]B

(j)) = H(A
(1)
i , . . . ,A

(k)
i |∪j∈[k]A

(j)
≺i ,∪j∈[k]B

(j)) = k·a.

We can apply again invertibility of the matrix M to deduce that conditioning on

∪j∈[k]A
(j)
≺i is the same as conditioning on A′

≺[i,1] — i.e. for any multiindex i′ ≺ i

variables A
(1)
i′
, . . .A

(k)
i′

and A′
[i′,1], . . .A

′
[i′,k] are related via invertible transform M .

This yields

H(A′
[i,1], . . .A

′
[i,k] | A′

≺[i,1], B
′) = H(A′

[i,1], . . .A
′
[i,k] | ∪j∈[k] A

(j)
≺i ,∪j∈[k]B

(j)) = ka.

Finally by the Chain rule of entropy we have

H(A′
[i,1], . . .A

′
[i,k] | A′

≺[i,1],B
′) =

k∑
it+1=1

H(A′
[i,it+1] | A′[i,<it+1],A

′
≺[i,1],B

′)

=
k∑

it+1=1

H(A′
[i,it+1] | A′≺[i,it+1],B

′)

Putting these together, we have E[Xt+1|Xt = a] = Eit+1 [H(A′
[i,it+1] | A′

≺[i,it+1],B
′)] =

a. �

Finally, we remark that based on the construction it is not too hard to see that if

M were an identity matrix, or more generally a non-mixing matrix, then Xt would

deterministically equal X0. (There is no differentiation and thus no polarization.) The

thrust of this paper is to show that in all other cases we have strong polarization.

179



5.5 Proof of Local Polarization

In this section we prove Theorem 5.0.11, which states that the Arıkan martingale is

locally polarizing, modulo some entropic inequalities. In Section 5.6, we prove these

inequalities.

We first start with an overview of the proof.

5.5.1 Proof Overview

Here we describe the overall structure of the proof that the Arıkan martingale is locally

polarizing. First we recall the theorem we would like to prove:

Theorem 5.0.11. For every prime q, for every mixing matrix M ∈ Fk×kq , and for every

symmetric memoryless channel CY |Z over Fq, the associated Arıkan martingale sequence

is locally polarizing.

The main ideas are roughly as follows. Let A ∈ Fkq be a random vector, and let W be

an arbitrary random variable. Suppose the entries of A are independent and identically-

distributed, conditioned on W . Let X0 := H(A1|W ) be the conditional entropy of each

entry of A.

Let A′ := A ·M , corresponding to variables in the next step of polarization. Local

polarization of the Arıkan martingale boils down to showing that for a random index

i ∈ [k], the conditional entropies of the transformed variables X1 ∼ H(A′
i|A′

≺i,W )

satisfy the local polarization conditions. Note that by conservation of entropy (since M

is invertible), Ei[X1] = X0.

In particular, it is sufficient to show that:
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1. (Variance in the middle): There is some index j ∈ [k] for which the following

holds: For every τ > 0, there exists ε > 0 such that if X0 := H(A1|W ) ∈ (τ, 1−τ),

then

H(A′
j |A′

≺j ,W ) ≥ H(A1|W ) + ε.

This implies variance-in-the-middle, since with constant probability (1/k) the

index j will be chosen, and in this case X1 = H(A′
j |A′

≺j ,W ) ≥ X0 + ε. Thus

E[(X1 −X0)2|X0] ≥ ε′ for some constant ε′.

2. (Suction at the lower end): There is some index j ∈ [k] for which the following

holds:

For every c <∞, there exists τ > 0 such that if X0 := H(A1|W ) < τ then

H(A′
j |A′

≺j ,W ) ≤ 1

c
H(A1|W ).

This implies suction at the low end, since with constant probability (1/k) the

index j will be chosen, in which case the entropy drops by at least c. Thus

Pri[X1 ≤ X0/c] ≥ 1/k.

3. (Suction at the high end): Analogously to suction at the low end, it is sufficient

to show that there is some index j ∈ [k] for which the following holds:

For every c <∞, there exists τ > 0 such that if X0 := H(A1|W ) > 1− τ then

1−H(A′
j |A′

≺j ,W ) ≤ 1

c
(1−H(A1|W )).

In Section 5.5.2 we state three inequalities relating conditional entropy of a sum

of random two random variables, with entropy of each of those random variables —
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these inequalities can be used to show that Arıkan martingale for matrix G2 = ( 1 0
1 1 ) is

locally polarizing — each condition of local polarization can be deduced directly from

the corresponding entropic inequality.

In Section 5.5.3 we show that using Gaussian Elimination we can reduce showing

local polarization of any mixing k×k matrix to the very same entropic inequalities that

are proven in Section 5.5.2.

5.5.2 Entropic Lemmas in the 2× 2 Case

In this section, we state entropic inequalities which hold the key to proving the local

polarization property. For 2×2 matrix G2 = ( 1 0
1 1 ), each condition of the local polariza-

tion can be almost directly deduced from the corresponding entropic inequalities. Later

in Section 5.5.3 we will see that with some extra effort we can reduce local polarization

conditions of any k×k mixing matrix to the same entropic inequalities, naturally arising

in the proof of local polarization of Arıkan martingale for G2.

The proofs of these lemmas are deferred to Section 5.6.

The following lemma corresponds to Suction at the upper end (for Xt > 1− τ).

Lemma 5.5.1. For every finite field Fq and every γ > 0, there exist τ , such that if

(X1, A1) and (X2, A2) are independent random variables with Xi ∈ Fq, and such that

1−H(X1 | A1) ≤ τ and 1−H(X2 | A2) ≤ τ , then

1−H(X1 +X2 | A1, A2) ≤ γ(1−H(X1 | A1)).

Analogous inequality for low entropic variables corresponds to Suction at the lower

end (for Xt < τ).
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Lemma 5.5.2. For every finite field Fq and every γ > 0, there exist τ such that the

following holds. Let (X1, A1) and (X2, A2) be any pair of independent random variables

with Xi ∈ Fq, and such that A1, A2 are identically distributed, and moreover for every

a we have H(X1 | A1 = a) = H(X2 | A2 = a). Then if H(X1 | A1) = H(X2 | A2) ≤ τ ,

we have

H(X1 | X1 +X2, A1, A2) ≤ γH(X1 | A1).

Finally, the following lemma, corresponding to the Variance in the middle was already

present in the literature, and we will not reproduce the proof — we state it here for

future reference.

Lemma 5.5.3 ([40, Lemma 4.2]). For every τ > 0 and prime finite field Fq, there exist

ε > 0 such that if (X1, Y1) and (X2, Y2) are independent pairs of random variables (but

not necessairly identically distributed), with Xi ∈ Fq for some prime q. Then

H(X1 | Y1), H(X2 | Y2) ∈ (τ, 1− τ)

implies

H(X1 +X2|Y1, Y2) ≥ max{H(X1 | Y1), H(X2 | Y2)}+ ε.

5.5.3 Local polarization of k × k mixing matrices

In this section we prove Theorem 5.0.11, that k × k mixing matrices locally polarize,

essentially by reducing to the entropic inequalities of the 2 × 2 case from Section 5.5.2.

The high-level strategy for showing local polarization k × k mixing matrix M is

as follows. For simplicity, let us ignore the conditioning on B. At the t-th step of

polarization, for some fixed index i ∈ [q]t, consider the random vector U with iid
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coordinates, U := (A
(1)
i , . . . , A

(k)
i ), where A(j) ∼ Dt−1 as in Definition 6.6.1. And let

the linearly-transformed variables in the next step be V := U ·M . In Section 5.5.3 we

will show that:

1. There is some index j ∈ [k] and some α ∈ F∗q for which

H(V j |V <j) ≥ H(U1 + αU2)

2. There is some index j ∈ [k] and some α ∈ F∗q for which

H(V j |V <j) ≤ H(U1|U1 + αU2)

Those two, together with entropic inequalities stated in Section 5.5.2, are enough to

show local polarization of a given matrix: we can use condition 1, together with a lower

bound H(U1 + αU2) ≥ H(U1) + ε given by Lemma 5.5.3 to deduce Variance in the

middle; condition 1 together with a lower bound from Lemma 5.5.1 to deduce Suction

at the upper end (with γ = 1/c); and condition 2 together with an upper bound from

Lemma 5.5.2 to deduce Suction at the lower end (with γ = 1/c). This is made formal

in the proof of Theorem 5.0.11, which is proved in Section 5.5.3.

Reduction to the 2× 2 case

This section will be devoted to proving following two lemmas, which are proven essen-

tially by applying Gaussian Elimination.

Lemma 5.5.4 (Reduction for Suction at the upper end). Let (U ,W ) be a joint distri-

bution where U ∈ Fkq (with U i for i ∈ [k] being independent) and let M be any mixing
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matrix. Then, there exist three indices j, `, s ∈ [k], and α ∈ F∗q, such that

H((UM)j | (UM)<j ,W ) ≥ H(U ` + αU s | W ).

Lemma 5.5.5 (Reduction for Suction at the lower end). Let (U ,W ) be a joint distri-

bution, where U ∈ Fkq , and let M be any mixing matrix. Then, there exist three indices

j, `, s ∈ [k], and α ∈ F∗q, such that

H((UM)j | (UM)<j ,W ) ≤ H(U ` | U ` + αU s,W ).

Note that for both statements Lemma 5.5.4 and Lemma 5.5.5, are invariant under

row permutations of M : i.e. if they are true for M ′, which is a row permutation of M ,

the same statement is true for M itself, with different choice of indices `, s.

First, consider performing column-wise Gaussian Elimination on M , and mark the k

pivot elements. Let σ be an appropriate row-permutation of M , which brings all the

pivot elements to the diagonal. Let M ′ := σ(M) be this row-permuted matrix. From

now on we will focus on this matrix instead.

The main idea is that H((UM)j |(UM)<j) = H((UM)j+f((UM)<j) | P ((UM)<j))

for any f and any full-rank linear transform P (Equation (5.4)). Thus, we can equiva-

lently consider entropies after “forward-eliminating” variables. The following definition

will be useful.

Definition 5.5.6. For j ∈ [k], we define the matrix M (j) as follows. M (j) is the result

of applying the following operations to M ′:

1. Perform column-wise Gaussian Elimination on the first j − 1 columns. That is,

perform both the “forward” and “backward” pass of Gaussian Elimination.
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2. Forward-eliminate the j-th column, using the previous j − 1 columns.

Notice the matrices M (j) have the following properties:

1. We can equivalently consider entropies after forward-elimination. That is, for any

arbitrary random variable Z, we have the following “forward-elimination iden-

tity”:

H((U ·M ′)j | (U ·M ′)<j , Z) = H((U ·M (j))j | (U ·M (j))<j , Z). (5.10)

2. By definition of M ′ and Gaussian Elimination, M (s) has all ones on the diagonal,

and the top left (s− 1)× (s− 1) sub-matrix will be the identity matrix. That is,

[M (s)]i,j = δi,j for i, j ≤ s− 1. Further, by the forward elimination, [M (s)]i,s = 0

for all i < s.

3. If M (and hence M ′) is a mixing matrix, then for all j ∈ [k], M (j) is not upper-

triangular.

For example, for j = 3, matrices M (j) will have the following form:

M (3) =



1 0 0 . . .

0 1 0 . . .

? ? 1 . . .

? ? ? . . .

? ? ? . . .


,

where ? denotes any arbitrary element in Fq.

We are ready now to show the Proof of Lemma 5.5.4.
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Proof of Lemma 5.5.4. Take V := UM ′ (recall that proving the result for M ′ is enough

to prove our result for M) and consider the first index j ∈ [k] such that the j-th column

of M (j) has support larger than 1. There must exist such an index j, because M (j) is

not upper-triangular for at least one j ∈ [k]. Let s > j be the index of the non-diagonal

element, such that α := [M (j)]s,j 6= 0. Then, we have from (5.10):

H(V j |V <j ,W ) = H((U ·M (j))j |(U ·M (j))<j ,W )

= H(
∑
i∈[k]

(M (j))i,jU i|U<j ,W )

≥ H(U j + (M (j))s,jU s|U<j ,W ) (by (5.3))

= H(U j + αU s|W )

The final equality uses the fact that {U i}i∈[k] are independent, and s > j. �

Proof of Lemma 5.5.5. Note that here, and throughout, all vectors are row-vectors by

default. Let V := U ·M ′ (recall that proving the result for M ′ is enough to prove our

result for M). Let j ∈ [k] be the last index where the span of the first (j − 1) columns

of M ′ does not equal span{eT1 , . . . , eTj−1}, where {ei} are the standard basis vectors.

Such an index must exist, because otherwise the matrix M ′ is upper-triangular (Recall

that M ′ has been row-permuted to place the pivots on the diagonal; thus if for every

j, the span of the first (j − 1) columns of M ′ is exactly span{eT1 , . . . , eTj−1}, then M ′ is

upper-triangular). Further, since M (and hence M ′) is invertible, we also have j ≤ k.

Now by definition of j, the span of the first j columns of M ′ must exactly equal

span{eT1 , . . . , eTj }. Thus, all of the first (j − 1) columns of M (j) can only be sup-

ported on coordinates {1, . . . , j}. Further, by Definition 5.5.6, the j-th column of M (j)

must be exactly eTj . Finally, because the span of the first (j − 1) columns is not
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span{eT1 , . . . , eTj−1}, there must exist some column ` < j of M (j) that is supported on

coordinate j. In fact, the `-th column of M (j) must be exactly (eT` + αeTj ) for some

α ∈ F∗q , due to the Gaussian Elimination. (Recall that we have made sure that the top

left (j − 1)× (j − 1) submatrix is the identity matrix.)

For example, if j = 3, then M (3) must have the form:

M (3) =



1 0 0 . . .

0 1 0 . . .

α ? 1 . . .

0 0 0 . . .

0 0 0 . . .


OR



1 0 0 . . .

0 1 0 . . .

? α 1 . . .

0 0 0 . . .

0 0 0 . . .


Now we can see that this j, `, α satisfies the statement of the Lemma:

H(V j |V <j ,W ) = H((U ·M (j))j | (U ·M (j))<j ,W ) (From (5.10))

= H( 〈U , eTj 〉 | (U ·M (j))<j ,W )

≤ H( 〈U , eTj 〉 | (U ·M (j))`,W )

(Conditioning does not increase entropy, and ` < j)

= H(U j | U ` + αU j ,W ). �

This concludes our analysis of the reductions. Combined with the entropic inequalities

of Section 5.5.2, this is sufficient to show local polarization of k × k mixing matrices.

Proof of Theorem 5.0.11

We begin with a lemma that will be useful in the proof of Theorem 5.0.11:
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Lemma 5.5.7. Let A(1), . . .A(k), and A′ be defined as in Definition 6.6.1, and let V,W

be arbitrary random variables. Then for any multiindex i ∈ [k]t and any it+1 ∈ [k] we

have

H(V | A′≺[i,it+1],W ) = H(V | A′[i,<it+1],A
(1)
≺i ,A

(2)
≺i , . . .A

(k)
≺i ,W ) .

Proof. Observe first that by definition of the order ≺ we have thatA′≺[i,it+1] = (A′≺[i,1],A
′
[i,<it+1]),

hence

H(V | A′≺[i,it+1],W ) = H(V | A′[i,<it+1],A
′
≺[i,1],W ) .

The definition of the sequence A′ in terms of A (in Definition 6.6.1) reads

A′[j,·] = (A
(1)
j , · · · ,A(k)

j )M.

Note that if random variables B,B′ are related by invertible function B = f(B′),

then H(A|B) = H(A|B′). By definition of mixing matrix, M is invertible, and hence

variables A′≺[i,1] and variables A
(1)
≺i , . . .A

(k)
≺i are indeed related by invertible (linear)

transformation, which yields

H(V | A′[i,<it+1],A
′
≺[i,1],W ) = H(V | A′[i,<it+1],A

(1)
≺i ,A

(2)
≺i , . . .A

(k)
≺i ,W ) . �

Proof of Theorem 5.0.11. Consider a mixing matrix M ∈ Fk×kq , let us condition on a

choice of sequence of indices i1, . . . it, and let us pick a sequence (A(1),B(1)), . . . , (A(k),B(k)) ∼

Dt as in Definition 6.6.1. For future convenience we will use i := (i1, . . . it), and

h := H(A
(1)
i | A(1)

≺i ,B
(1)). For any other s ∈ [k] we also have H(A

(s)
i | A(s)

≺i ,B
(s)) = h,

because all the pairs (A(s),B(s)) are iid. Let us also take independently (A,B) ∼ Dt,
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and (A′,B′) constructed from (A(1),B(1)), . . . (A(s),B(s)) as in Definition 6.6.1. In

particular (A′,B′) ∼ Dt+1. Note that with this notation, we have

Xt = H(A
(s)
i | A(s)

≺i ,B
(s)) = h,

and for a random choce of it+1, we have

Xt+1 = H(A′[i,it+1]|A
′
≺[i,it+1],B

′).

We will first show the Variance in the middle condition: if for given i1, . . . it we

have h ∈ (τ, 1− τ), then Varit+1∼[k](H(A′[i,it+1]|A
′
≺[i,it+1],B

′)−H(Ai|A≺i,B)) > θ(τ).

Note that by the martingale property, we have Eit+1∼[k][H(A′[i,it+1]|A
′
≺[i,it+1],B

′) −

H(Ai|A≺i,B)] = 0, and as such to obtain the lower bound on the variance it is enough

to show that

Pr
it+1∼[k]

(H(A′[i,it+1]|A
′
≺[i,it+1],B

′) ≥ h+ ε(τ)) ≥ 1

k
. (5.11)

This would allow us to deduce that the variance above is lower bounded by ε(τ)2/k.

(Note that this lower bound is true for every h and hence the actual variance needed in

the statement of the Variance in the middle condition is also true.)

We apply Lemma 5.5.4 with U =
(
Ai

(1), . . . ,Ai
(k)
)

(note that each entry is inde-

pendent as required). Now consider the triple of indices j, `, s and α ∈ F∗q guaranteed

by Lemma 5.5.4. We have Pr(it+1 = j) = 1
k , and if this happens, by Lemma 6.6.2 we

have

H(A′[i,it+1] | A
′
≺[i,it+1],B

′) =H(A′[i,it+1] | A
′
[i,<it+1],A

(1)
≺i , . . . ,A

(k)
≺i ,B

′),
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and by applying Lemma 5.5.4 we get (recall that (UM)j = A′[i,j])

H(A′[i,it+1] | A
′
[i,<it+1],A

(1)
≺i , . . . ,A

(k)
≺i ,B

′) ≥ H(A
(`)
i + αA

(s)
i | A(1)

≺i , . . .A
(k)
≺i ,B

′)

= H(A
(`)
i + αA

(s)
i | A(`)

≺i,A
(s)
≺i ,B

(`),B(s))

where the equality is deduced by dropping conditioning on random variables indepen-

dent with A
(`)
i + αA

(s)
i (i.e. if the pair (X,Y ) is independent from Y ′, then H(X|Y ) =

H(X|Y, Y ′)).

Now we can apply Lemma 5.5.3, to deduce that

H(A
(`)
i + αA

(s)
i | A(`)

≺i,A
(s)
≺i ,B

(`),B(s)) > h+ ε(τ).

Indeed assumptions of the Lemma 5.5.3 are satisfied: (A(`),B(`)) and (A(s),B(s)) are

independent by construction, and H(αA
(s)
i | B(s),A

(s)
≺i) = H(A

(s)
i | B(s),A

(s)
≺i) =

H(A
(`)
i | B(`),A

(`)
≺i) = h ∈ (τ, 1 − τ). (The first equality used the fact that α is

non-zero.) This proves inequality (5.11), and therefore shows variation in the middle

for Arıkan martingale.

Now we move to the suction at the upper end condition. That is, we wish to show

that for every c if 1− h < τ(c), then with probability at least 1
k , over the choice of it+1

we will have 1−H(A′[i,it+1]|A
′
≺[i,it+1],B

′) < 1
c (1− h).

The first phase of the proof is analogous to the previous one showing variation in the

middle. Let us take again triple of indices j, `, s and α ∈ F∗q implied by Lemma 5.5.4,

and as above — with probability 1
k we have it+1 = j, in which case by Lemma 6.6.2
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and Lemma 5.5.4, and dropping out superfluous conditioning we get

H(A′[i,it+1] | A
′
≺[i,it+1],B

′) ≥ H(A
(`)
i + αA

(s)
i | A(`)

≺i,A
(s)
≺i ,B

(`),B(s)).

Now applying Lemma 5.5.1 to pairs (A
(`)
i , (B(`),A

(`)
≺j)) and (αA

(s)
i , (A

(s)
≺j ,B

(s))) (with

γ = 1/c and τ is picked accordingly), we get desired inequality

1−H(A′[i,it+1] | A
′
≺[i,it+1],B

′) ≤ 1

c
· (1− h).

Hence, we have shown the desired suction at the upper end (with probability at least

α = 1
k ).

Finally, we will show that the Arıkan martingale for a mixing matrix M satisfies

suction at the lower end. That is, we want to show that if h < τ(c) for τ the same τ(c)

as in the Lemma 5.5.2 (with γ = 1/c), then with probability at least 1
k we have

H(A′[i,it+1]|A
′
≺[i,it+1],B

′) ≤ h

c
. (5.12)

Consider triple of indices j, `, s and α ∈ F∗q as in Lemma 5.5.5. With probability 1
k we

have it+1 = j, in which case we can use Lemma 6.6.2 and Lemma 5.5.5 to deduce

H(A′[i,it+1] | A
′
≺[i,it+1], B

′) = H(A′[i,it+1] | A
′
[i,<it+1],A

(1)
≺i , . . .A

(k)
≺i ,B

′)

≤ H(A
(`)
i | A

(s)
i + αA

(`)
i ,A

(1)
≺i , . . .A

(k)
≺i ,B

′)

= H(A
(`)
i | A

(s)
i + αA

(`)
i ,A

(`)
≺i,A

(s)
≺i ,B

(`),B(s)),

where, again, the last identity is justified by dropping conditioning on variables that are

independent from the rest of the expression.
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Now, pairs (αA
(s)
i , (A

(s)
≺i ,B

(s))) and (A
(`)
i , (A

(`)
≺i,B

(`))) satisfy assumptions of of

Lemma 5.5.2 (because pairs (A(s),B(s)) and (A(`),B(`)) are iid, and moreover we are

assuming H(A
(`)
i | A

(`)
≺i,B

(`)) < τ(c) and γ = 1/c), and therefore

H(A
(j)
i | A

(`)
i + αA

(j)
i ,A

(j)
≺i ,A

(`)
≺i,B

(j),B(`)) ≤ 1

c
H(A

(j)
i | A

(j)
≺i ,B

(i)) =
h

c
.

This shows the last property of local polarization, and concludes the proof of the lemma

(with τ(c) chosen small enough to satsify all the corresponding conditions in Lem-

mas 5.5.1, 5.5.2 and 5.5.3). �

5.6 Proofs of Entropic Lemmas

Here we prove the entropic lemmas stated in Section 5.5.2.

5.6.1 Suction at the upper end

To establish Lemma 5.5.1, we will first show similar kind of statement for unconditional

entropies. To this end, we first show that for random variables taking values in small

set, having entropy close to maximal is essentially the same as being close to uniform

with respect to L2 distance. The L2 distance of a probability distribution to uniform is

controlled by the sum of squares of non-trivial Fourier coefficients of the distribution,

and all the non-trivial Fourier coefficients are significantly reduced after adding two

independent variables close to the uniform distribution.

Finally a simple averaging argument is sufficient to lift this result to conditional

entropies, establishing Lemma 5.5.1.
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Lemma 5.6.1. If X ∈ Fq is a random variable with a distribution DX , then

d2(DX , U)2 1

2 log q
≤ 1−H(X) ≤ d2(DX , U)2O(q),

where U is a uniform distribution over Fq, and dp(D1,D2) :=
(∑

x∈Fq(D1(x)−D2(x))p
)1/p

.

Proof. Pinskers inequality [103] yields d1(DX , U) ≤
√

2 log q ·
√

1−H(X), and by stan-

dard relations between `p norms, we have d2(DX , U) ≤ d1(DX , U), which after rear-

ranging yields the bound d2(DX , U)2 ≤ (2 log q)(1 − H(X)), which in turn proves the

claimed lower bound.

For the upper bound, given i ∈ Fq let us take δi such that DX(i) = 1+δi
q . We have∑

i∈Fq δi = 0, and d2(DX , U)2 = 1
q2

∑
i δ

2
i . Now

1−H(X) =
1

log q

∑
i∈Fq

(1 + δi)

q
log(1 + δi).

By Taylor expansion we have log(1 + δi) = δi +E(δi) with some error term E(δi) such

that |E(δi)| ≤ 2δ2
i for |δi| < 1. Therefore in the case when all δi < 1, we have (for some

constant C):

1−H(X) =
1

q log q

∑
i∈Fq

(1 + δi)(δi + E(δi))

≤ 1

q log q

∑
i∈Fq

[δi + δ2
i +O(δ2

i )]

≤ 1

q log q

∑
i∈Fq

δi + C
∑
i∈Fq

δ2
i


≤ Cqd2(DX , U)2.
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If some δi ≥ 1, then the inequality is satisfied trivially: d2(DX , U) ≥ 1
q , hence

1−H(X) ≤ qd2(DX , U)2. �

Lemma 5.6.2. If X,Y ∈ Fq are independent random variables, then 1−H(X + Y ) ≤

poly(q)(1−H(X))(1−H(Y )).

Proof. By Lemma 5.6.1 it is enough to show that d2(DX+Y , U)2 ≤ poly(q)d2(DX , U)2d2(DY , U)2.

For a distributionDX , consider a Fourier transform of this distribution given by D̂X(k) =

Ej∼DX ωjk, where ω = exp(−2πi/q). As usual, we have D̂X+Y (k) = D̂X(k)D̂Y (k).

Moreover, by Parseval’s identity we will show that d2(DX , U)2 = 1
q

∑
k 6=0 D̂X(k)2.

Indeed — as in the proof of Lemma 5.6.1, define DX(i) =: 1+δi
q . Then by Parseval’s

identity we have

1

q
·
∑
k∈Fq

D̂X(k)2 =
∑
i∈Fq

(1 + δi)
2

q2
=

1

q
+ d2(DX , U)2,

which implies the claimed bound by noting that D̂X(0) = 1.

This yields

q · d2(DX+Y , U)2 =
∑
k 6=0

D̂X(k)2D̂Y (k)2

≤

∑
k 6=0

D̂X(k)2

∑
k 6=0

D̂Y (k)2

 = q2d2(DX , U)2d2(DY , U)2.

�

Lemma 5.6.3. Let X1, X2 ∈ Fq be a pair of random variables, and let A1, A2 be pair
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of discrete random variables, such that (X1, A1) and (X2, A2) are independent. Then

1−H(X1 +X2|A1, A2) ≤ (1−H(X1|A1))(1−H(X2|A2)) poly(q).

Proof. We have

1−H(X1 +X2|A1, A2)

=
∑
a1,a2

Pr(A1 = a1) Pr(A2 = a2)(1−H(X1 +X2|A1 = a1, A2 = a2))

≤ poly(q)
∑
a1,a2

Pr(A1 = a1) Pr(A1 = a1)(1−H(X1|A1 = a1, A2 = a2))(1−H(X2|A1 = a1, A2 = a2))

= poly(q)
∑
a1,a2

Pr(A1 = a1)(1−H(X1|A1 = a1)) Pr(A2 = a2)(1−H(X2|A2 = a2))

= poly(q)

(∑
a1

Pr(A1 = a1)(1−H(X1|A1 = a1))

)(∑
a2

Pr(A2 = a2)(1−H(X2|A2 = a2))

)
= poly(q)(1−H(X1 | A1))(1−H(X2 | A2)),

where the inequality follows from Lemma 5.6.2 and the second equality follows from

independence of (X1, A1) and (X2, A2). �

Proof of Lemma 5.5.1. Given γ, q, take τ < γ/P (q) where P (q) is the polynomial

appearing in the statement of Lemma 5.6.3. By applying the conclusion of Lemma 5.6.3,

we have

1−H(X1 +X2|A1, A2) ≤ (1−H(X1 | A1))(1−H(X2 | A2)P (q)

≤ (1−H(X1 | A1))τP (q)

≤ γ(1−H(X1 | A1)).
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�

5.6.2 Suction at the lower end

In this subsection will show Lemma 5.5.2. To this end, we want to show that for pairs

(X1, A1) and (X2, A2) with low conditional entropy H(X1 | A1) < τ,H(X2 | A2) < τ ,

the entropy of the sum is almost as big as sum of corresponding entropies, i.e. H(X1 +

X2 | A1, A2) ≥ (1−γ)(H(X1 | A1) +H(X2 | A2)) — and the statement of Lemma 5.5.2

will follow by application of chain rule. To this end, we first show the same type of

statement for non-conditional entropies, i.e. if H(X1) < τ,H(X2) < τ , then H(X1 +

X2) > (1−γ)(H(X1)+H(X2)) — this fact can be deduced by reduction to the analogous

fact for binary random variables, where it becomes just a simple computation. Then

we proceed by lifting this statement to the corresponding statement about conditional

entropies — this requires somewhat more effort than in Lemma 5.5.1.

Lemma 5.6.4. Let X,Y be independent random variables in Fq. For any γ < 1, there

exists α = α(γ) such that: if H(X) ≤ α and H(Y ) ≤ α, then

H(X + Y ) ≥ (1− γ)(H(X) +H(Y )).

First, we will show some preliminary useful lemmas.

Assumption 5.6.5. In the following, without loss of generality, let 0 be the most likely

value for both random variables X,Y . (This shifting does not affect entropies).

Lemma 5.6.6. Let X be a random variable over Fq, such that 0 is the most-likely value

of X. Then for any q, there exists a function α2(γ) := exp(−1/γ) such that for any
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γ < 1 we have

H(X) ≤ α2(γ) =⇒ Pr[X 6= 0] ≤ γH(X).

Proof. Let β := Pr[X 6= 0], and α := H(X). We have

α log q = H(X) ≥ H(δ(X)) = H(β) ≥ β log(1/β).

In the above the inequality follows from the fact that applying a deterministic fuction

to a random variable can only decrease its entropy. Thus,

Pr[X 6= 0] = β ≤ α log q

log(1/β)

≤ α log q

log(1/α)− log log q

where we used the fact that β ≤ α log q from Lemma 5.2.1.

Hence, as soon as log 1
α >

log q
γ + log log q, the statement of the lemma holds. �

Lemma 5.6.7 (Suction-at-lower-end in the Binary Case). Let U, V be independent

binary random variables. There exists a function α0(γ) such that, for any 0 < γ < 1,

H(U), H(V ) ≤ α0(γ) =⇒ H(U ⊕ V ) ≥ (1− γ)(H(U) +H(V )).1

Proof. Let p1 and p2 be the biases of U, V respectively, such that U ∼ Bernoulli(p1)

and V ∼ Bernoulli(p2). Let p1 ◦ p2 = p1(1− p2) + (1− p1)p2 be the bias of U ⊕V , that

is U ⊕ V ∼ Bernoulli(p1 ◦ p2).

We first describe some useful bounds on H(p). On the one hand we have H(p) ≥
1We note that we could have replaced ⊕ by just + as those operations are over F2 but we

chose to keep + for addition over reals.
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p log 1/p. For p ≤ 1/2 we also have −(1 − p) log(1 − p) ≤ (1/ ln 2)(1 − p)(p + p2) ≤

(1/ ln 2)p ≤ 2p. And so we have H(p) ≤ p(2 + log 1/p).

Summarizing, we have p log(1/p) ≤ H(p) ≤ p log(1/p) + 2p. Suppose H(p1), H(p2) ≤

τ . We now consider H(p1) +H(p2)−H(p1 ◦ p2). WLOG assume p1 ≤ p2. We have

H(p1) +H(p2)−H(p1 ◦ p2)

≤ p1(log(1/p1) + 2) + p2(log(1/p2) + 2)− (p1 ◦ p2) log(1/(p1 ◦ p2))

≤ p1(log(1/p1) + 2) + p2(log(1/p2) + 2)− (p1 + p2 − 2p1p2) log(1/(2p2))

= p1 log(2p2/p1) + p2 log(2p2/p2) + 2p1p2 log(1/(2p2)) + 2(p1 + p2)

≤ p1 log(p2/p1) + 2p1p2 log(1/(p2)) + 6p2

≤ 2p1H(p2) + 7p2 (Using p1 log(p2/p1) ≤ p2)

≤ 2p1H(p2) + 7H(p2)/ log(1/p2)

≤ 9H(p2)/ log(1/τ).

In the above, the last inequaliy follows from the assumption that τ ≤ 1/8 (which will

be true in our case). Indeed, note that with this assumption τ log(1/τ) ≤ 1 (which

along with the fact that p1 ≤ τ implies p1 ≤ 1/ log(1/τ)) and p2 ≤ τ (since we have

p2 log(1/p2) ≤ τ). Thus, we have

H(U), H(V ) ≤ τ =⇒ H(U) +H(V )−H(U ⊕ V ) ≤ 9H(V )/ log(1/τ)

This implies the desired statement, for α0(γ) := 2−9/γ . �

Let δ : Fq → {0, 1} be the complemented Kronecker-delta function, δ(x) := 1{x 6= 0}.

For small enough entropies, the entropy H(δ(X)) is comparable to H(X):
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Lemma 5.6.8. There exists a function α1(γ) such that for any given 0 < γ < 1, and

any arbitrary random variable X ∈ Fq,

H(X) ≤ α1(γ) =⇒ H(X) ≥ 1

log q
H(δ(X)) ≥ (1− γ)H(X).

Proof. The first inequality H(X) log q = H(X) ≥ H(δ(X)) always holds, by properties

of entropy. Thus, we will now show the second bound: that for small enough entropies,

1
log qH(δ(X)) ≥ (1 − γ)H(X). This is equivalent with showing that H(δ(X)) ≥ (1 −

γ)H(X). Given γ, let α1 := α2(γ) be the entropy guaranteed by Lemma 5.6.6, such

that if H(X) ≤ α2(γ) then Pr[δ(X) = 1] = Pr[X 6= 0] ≤ γH(X). Now, for H(X) ≤ α1,

we have

H(X) = H(X, δ(X))

= H(δ(X)) +H(X|δ(X)) (Chain rule)

= H(δ(X)) +H(X|δ(X) = 1) Pr[δ(X) = 1] (because H(X|δ(X) = 0) = 0)

≤ H(δ(X)) + log(q) Pr[δ(X) = 1] (because X ∈ Fq, so H(X) ≤ log(q))

≤ H(δ(X)) + log(q)γH(X) (by Lemma 5.6.6)

≤ H(δ(X)) + γH(X).

Thus, if H(X) ≤ α1, then (1− γ)H(X) ≤ H(δ(X)) as desired. �

Now, by combining these, we can reduce suction-at-the-lower-end from Fq to the

binary case.

Proof of Lemma 5.6.4. Given γ, we will set α ≤ 1/4, to be determined later. Notice
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that we have

H(X + Y ) =
1

log q
H(X + Y ) ≥ 1

log q
H(δ(X + Y )). (5.13)

We will proceed to show first that

H(δ(X + Y )) ≥ H(δ(X)⊕ δ(Y )). (5.14)

This inequality is justified by comparing the distributions of δ(X+Y ) and δ(X)⊕δ(Y ),

both binary random variables, and noticing that

Pr[δ(X+Y ) = 0] = Pr[X+Y = 0] ≤ Pr[{X = 0, Y = 0}∪{X 6= 0, Y 6= 0}] = Pr[δ(X)⊕δ(Y ) = 0].

Moreover, let us observe that Pr[δ(X + Y ) = 0] = Pr[X + Y = 0] ≥ 1/2. Indeed,

Pr[X + Y 6= 0] ≤ H(X + Y ) ≤ H(X,Y ) ≤ H(X) +H(Y ) ≤ 2α ≤ 1/2.

In the above, the second inequality follows since X + Y is a determinitis function of

X,Y and the third inequality follows from the chain rule and the fact that conditioning

can only decrease entropy. Therefore, by monotonicity of the binary entropy function

H(p) for 1/2 ≤ p ≤ 1, and since Pr[δ(X + Y ) = 0] ≤ Pr[δ(X)⊕ δ(Y ) = 0] we have

H(δ(X + Y )) ≥ H(δ(X)⊕ δ(Y )).

This justifies Equation (5.14).

Now we conclude by using the suction-lemma in the binary case, applied to δ(X) ⊕
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δ(Y ).

Let γ′ be a small enough constant, such that (1 − γ′)2 ≥ (1 − γ). Let α0 := α0(γ′)

be the entropy bound provided by Lemma 5.6.7, and let α1 := α1(γ′) be the entropy

bound provided by Lemma 5.6.8. Set α := min{α0, α1, 1/4}.

Then, for H(X), H(Y ) ≤ α, we have

H(X + Y ) log q ≥ H(δ(X + Y )) (Equation (5.13))

≥ H(δ(X)⊕ δ(Y )) (Equation (5.14))

≥ (1− γ′)(H(δ(X)) +H(δ(Y )))

(Lemma 5.6.7 and H(δ(Z)) ≤ H(Z) for r.v. Z)

≥ (1− γ′)2(H(X) +H(Y )) log q. (Lemma 5.6.8)

With our setting of γ′, this concludes the proof. �

We will now see how Lemma 5.6.4 implies its strengthening for conditional entropies.

Lemma 5.6.9. Let (X1, A1) and (X2, A2) be independent random variables with Xi ∈

Fq, and such that A1, A2 are identically distributed, and moreover for every a we have

H(X1|A1 = a) = H(X2|A2 = a). Then for every γ > 0, there exist τ such that if

H(X1|A1) ≤ τ , then

H(X1 +X2|A1, A2) ≥ (1− γ)(H(X1|A1) +H(X2|A2)). (5.15)

Proof. Let us take α := H(X1|A1) = H(X2|A2). For given γ we shall find τ such that

if α < τ then inequality (5.15) is satisfied. Let us now consider GA := {a : H(X1|A1 =
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a) < α1}, for α1 = α
γ . (In the remainder of the proof when we want to talk about a

random variable from the identical distribution from which A1 and A2 are drawn, we

will denote it by A.) By Markov inequality

Pr(A 6∈ GA) ≤ α

α1
= γ.

Let us fix now τ which appears in the statement of this lemma to be smaller than

γ and moreover small enough so that when α < τ for every a1, a2 ∈ GA we can apply

Lemma 5.6.4 to distributions (X1|A1 = a1) and (X2|A2 = a2) to ensure that H(X1 +

X2|A1 = a1, A2 = a2) ≥ (1− γ)(H(X1|A1 = a1) +H(X2|A2 = a2)).

Let us use shorthand S(a1, a2) = H(X1+X2|A1 = a1, A2 = a2) Pr(A1 = a1, A2 = a2).

We have

H(X1 +X2|A1, A2) =
∑
a1,a2

S(a1, a2)

≥
∑

a1∈GA
a2∈GA

S(a1, a2) +
∑

a1 6∈GA
a2∈GA

S(a1, a2) +
∑

a1∈GA
a2 6∈GA

S(a1, a2). (5.16)

If both a1 and a2 are in GA, then by Lemma 5.6.4 we have

S(a1, a2) ≥ (1− γ)(H(X1|A1 = a1) +H(X2|A2 = a2)) Pr(A1 = a1, A2 = a2),

therefore

∑
a1∈GA,a2∈GA

S(a1, a2) ≥ 2(1−γ) Pr(A ∈ GA)
∑

a1∈GA

H(X1|A1 = a1) Pr(A1 = a1), (5.17)

where in the above we have used the fact that A1 and A2 are identically distributed.
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On the other hand, for a1 6∈ GA, a2 ∈ GA let us bound

S(a1, a2) = H(X1 +X2|A1 = a1, A2 = a2) Pr(A1 = a1, A2 = a2)

≥ H(X1 +X2|A1 = a1, A2 = a2, X2) Pr(A1 = a1, A2 = a2)

= H(X1|A1 = a1) Pr(A1 = a1, A2 = a2)

where the inequality follows from the fact that additional conditioning decreases entropy

(and we also used the fact that since X1 and X2 are independent, H(X1 + X2|A1 =

a1, A2 = a2, X2) = H(X1|A1 = a1, A2 = a2, X2) = H(X1|A1 = a1, A2 = a2) =

H(X1|A1 = a1)). Summing this bound over all such pairs yields

∑
a1 6∈GA,a2∈GA

S(a1, a2) ≥ Pr(A ∈ GA)
∑

a1 6∈GA

H(X1|A1 = a1) Pr(A1 = a1) (5.18)

and symmetrically for the third summand, we get

∑
a1∈GA,a2 6∈GA

S(a1, a2) ≥ Pr(A ∈ GA)
∑

a2 6∈GA

H(X2|A2 = a2) Pr(A2 = a2). (5.19)

Plugging in (5.17), (5.18) and (5.19) into (5.16) (and the fact that A1 and A2 are

identically distributed) we find

H(X1 +X2|A1, A2) ≥ 2(1− γ) Pr(A1 ∈ GA)
∑
a1

H(X1|A1 = a1) Pr(A1 = a1)

= 2(1− γ) Pr(A ∈ GA)H(X1|A1).
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We have Pr(A ∈ GA) ≥ (1− γ), which yields

H(X1 +X2|A1, A2) ≥ 2(1− γ)2α ≥ 2(1− 2γ)α

and the statement of the lemma follows, after rescaling γ by half. �

Proof of Lemma 5.5.2. By chain rule we have

H(X1 | X1 +X2, A1, A2) = H(X1, X1 +X2 | A1, A2)−H(X1 +X2 | A1, A2)

= H(X1, X2 | A1, A2)−H(X1 +X2 | A1, A2)

= 2H(X1 | A1)−H(X1 +X2 | A1, A2),

where the last equality follows from the independence of (X1, A1) and (X2, A2). Now

we can apply Lemma 5.6.9 to get

H(X1 | X1 +X2, A1, A2) ≤ 2H(X1 | A1)− (1− γ)(2H(X1 | A1) = 2γH(X1 | A1)

and the statement follows directly from Lemma 5.6.9 and rescaling γ by half. �

5.7 Codes from Polarization

In this section, we describe the construction of polar codes, and analyze the failure

probability of decoders by corresponding them to the Arıkan martingale. This proves

Theorem 5.0.10.

Specifically, we first describe the polar encoder along with a fast O(n log n)-time

implementation, where n is the blocklength. Then, in Section 5.7.2 we define the (in-
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efficient) successive-cancellation decoder, and analyze its failure probability assuming a

correspondence between polar coding and the Arıkan martingale. In Section 5.7.2, we

describe a fast O(n log n)-time decoder that is functionally equivalent to the successive-

cancellation decoder. Finally, in Section 5.7.2, we prove the required correspondence

between polar coding and the Arıkan martingale.

Throughout this section, fix parameters k ∈ N as the dimension of the mixing matrix

M ∈ Fk×kq , Fq as a finite field, and n = kt as the codeword length.

5.7.1 Polar Encoder

Given a set S ⊆ [n] and a fixing α ∈ F|S
c|

q ,1 we define the polar code of dimension |S|

by giving the encoder mapping FSq → Fnq as follows:

Algorithm 4 Polar Encoder

Constants: M ∈ Fk×kq , S ⊆ [n],α ∈ FScq

Input: U ∈ FSq

Output: Z ∈ Fnq

1: procedure Polar-Encoder(U ;α)

2: Extend U to U ∈ Fnq by letting (U i)i 6∈S = α for coordinates not in S

3: Return Z = U · (M−1)⊗t

The above gives a polynomial time algorithm for encoding. An Oq(n log n) algorithm

can also be obtained by using the recursive structure imposed by the tensor powers.

Below, we switch to considering vectors in Fktq as tensors in (Fkq )⊗t, indexed by mul-

tiindices i ∈ [k]t. The following encoder takes as input the “extended” message U , as

1We use the notation Sc = [n] \ S.
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defined above.

Algorithm 5 Fast Polar Encoder

Constants: M ∈ Fk×kq

Input: U ∈ (Fkq)⊗t

Output: Z = U · (M−1)⊗t

1: procedure Fast-Polar-Encodert(U )

2: for all j ∈ [k] do

3: Z(j) ← Fast-Polar-Encodert−1(U [·,j])

4: for all i ∈ [k]t−1 do

5: Z [i,·] ← (Z
(1)
i ,Z

(2)
i , . . . ,Z

(k)
i ) ·M−1

6: Return Z

5.7.2 The Successive-Cancellation Decoder

Here we describe a successive-cancellation decoder. Note that this decoder is not effi-

cient, but the fast decoder described later will have the exact same error probability as

this decoder.

For given channel outputs Y , let Z be the posterior distribution on channel inputs

given outputs Y . Each Zi ∈ ∆(Fq) is the conditional distribution Zi|Y i defined by the

channel CY |Z and the recevied output Y i.

Now, for a set S ⊆ [n] and a fixing α ∈ FScq , we define the decoder on input Z as

follows.
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Algorithm 6 Successive-Cancellation Decoder

Constants: M ∈ Fk×kq , S ⊆ [n],α ∈ FScq

Input: Z ∈ ∆(Fkq)n

Output: Û ∈ Fnq

1: procedure SC-Decoder(Z)

2: Compute joint distribution U ∈ ∆(Fnq ) : U ← ZM⊗t

3: for all i ∈ [n] do

4: If i ∈ S then

5: Û i ← argmaxx∈Fq PrU (U i = x)

6: else

7: Û i ← αi

8: Update distribution U ← (U |U i = Û i)

9: Return Û

Note that several of the above steps, including computing the joint distribution of U

and marginal distributions of U i, are not computationally efficient.

Decoding Analysis

We will first reason about the “genie-aided” case, when the fixing α ∈ F|S
c|

q of non-

message bits is chosen uniformly at random, and revealed to both the encoder and

decoder. Then, we will argue that it is sufficient to use a deterministic fixing α = α0.

We now argue that over a uniform choice of message US , and a uniform fixing α of

non-message bits, the probability of decoding failure is bounded as follows.
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Claim 5.7.1. For V ∼ FSq , and α ∼ FScq , take Z := Polar-Encoder(V ;α) and Y

sampled according to the channel Y := C(Z).Let U ∈ Fnq be specified by V on coordinates

i ∈ S, and specified by α on coordinates i 6∈ S. With this notation, we have

Pr[SC-Decoder(Y ;α) 6= U ] ≤
∑
i∈S

H(U i | U<i,Y ).

Proof. Note that U is uniform over Fnq . Now, we have:

Pr[SC-Decoder(Y ;α) 6= U ] = Pr[∃i Û i 6= U i]

=
∑
i≤n

Pr[Û i 6= U i | Û<i = U<i].

Clearly for i 6∈ S we have Pr[Û i 6= U i] = 0, since both are defined to be equal to αi on

those coordinates. It is enough to show that for i ∈ S we have

Pr(Û i 6= U i | U<i = Û<i) ≤ H(U i | U<i,Y ).

This follows directly from Lemma 5.2.2, as Û i is defined exactly as a maximum likelihood

estimator of U i given channel outputs Y and conditioning on U<i. �

Claim 5.7.2. Let U ∼ Fnq ,Z := U(M−1)⊗t,Y := CY |Z(Z), where CY |Z is a symmetric

channel. If Arıkan Martingale associated with (M, C) satisfies (τl, τh, ε)-polarization,

then there exist a set S ⊂ [n] of size (Capacity(CY |Z)− ε− 2τh)n, such that

∑
i∈S

H(U i | U<i,Y ) ≤ τln log q.

Proof. Applying Lemma 5.7.6, we can deduce that for uniformly random index i ∈ [n],

normalized entropies H(U i|U<i,Y ) are distributed identically as Xt in the Arıkan Mar-
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tingale.

Now, for symmetric channels, the uniform distribution achieves capacity (See eg,

Theorem 7.2.1 in [39]). And since matrix (M (−1))⊗t is invertible, vector Z also has a

uniform distribution. Thus, for uniform channel input Z,

Capacity(CY |Z) = H(Z)−H(Z|Y ) = 1−H(Z|Y ).

Let S be the set of all indices i such that H(U i | U<i,Y ) < τ . By definition, we

have ∑
i∈S

H(U i | U<i,Y ) ≤ τln

as desired.

Now observe that polarization of martingale Xt directly implies that we have at most

εn indicies i satisfying H(U i | U<i) ∈ (τl, 1− τh). Let S′ be a set of indices for which

H(U i | U<i,Y ) > 1− τh. We have

n(1− Capacity(CY |Z)) = H(U(M−1)⊗t | Y )

= H(U1, . . . ,Un|Y ) (Since (M−1)⊗t is full rank)

=
∑
i∈[n]

H(U i|U<i,Y ) (Chain rule)

≥
∑
i∈S′

H(U i|U<i,Y )

≥ (1− τh)|S′|,

210



which implies (for τh <
1
2) that

|S′| ≤ n(1− Capacity(CY |Z) + 2τh),

and finally

|S| ≥ n− |S′| − εn ≥ n(Capacity(CY |Z)− ε− 2τh).

�

We can now combine the above to prove a version of Theorem 5.0.10 for the (ineffi-

cient) successive-cancellation decoder:

Theorem 5.7.3. Let C be a q-ary symmetric memoryless channel and let M ∈ Fk×kq be

an invertible matrix. If the Arıkan martingale associated with (M, C) satisfies (τl, τh, ε)-

polarization, then for every t, there is an affine code C, that is generated by the rows of

(M−1)⊗t and an affine shift, such that the rate of C is at least Capacity(C)−ε(t)−2τh(t),

and C can be encoded in time O(n log n) where n = kt. Furthermore, the successive-

cancellation decoder succeeds with probability at least 1− n log(q)τl.

Proof. Let U ∼ Fnq , Z := U(M−1)⊗t, and Y := C(Z).

By Claim 5.7.2, there exist a set S ⊂ [n] of size (Capacity(CY |Z) − ε − 2τh)n, such

that

∑
i∈S

H(U i | U<i,Y ) ≤ τln log q

On the other hand, by Claim 5.7.1, the failure probability of the successive-cancellation
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decoder is bounded by

Pr
U,α,Y

[SC-Decoder(Y ;α)S 6= U ] ≤
∑
i∈S

H(U i | U<i,Y ),

where random variables U ,Y ,α are defined as in Claim 5.7.1. Note that, in fact the

joint distribution of (U ,Y ,Z) and (U ,Y ,Z), are the same, despite superficially more

complicated way in which sampling from distribution (U ,Y ,Z) was defined. Therefore

∑
i∈S

H(U i | U<i,Y ), =
∑
i∈S

H(U i | U<i,Y )

≤ τln log q

Note that this failure probability is an average over random choice of fixing α, but this

implies there is some deterministic fixing α = α0 with failure probability at least as

good. Further, by linearity of the encoding (Algorithm 5) such a deterministic fixing

yields an affine code. The rate of this code is |S|/n ≥ (Capacity(CY |Z) − ε − 2τh) as

desired. �

Fast Decoder

In this section we will define the recursive Fast-Decoder algorithm. The observation

that polar codes admit this recursive fast-decoder was made in the original work of

Arıkan [6].

Fast-Decoder will take on input descriptions of the posterior distributions on chan-

nel inputs {Zi}i∈[k]s for some s, where each individual Zi ∈ ∆(Fq) is a distribution over

Fq, as well as α ∈ (Fq ∪{⊥})[k]s where αi 6= ⊥ for i 6∈ S, are fixed values corresponding
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to non-message positions. The output of Fast-Decoder is a vector Ẑ ∈ (Fkq )⊗s —

the guess for the actual channel inputs. To recover the message, it is enough to apply

Û := ẐM⊗t, and restrict it to unknown positions S.

Below, for W i ∈ ∆(Fkq ) — a description of joint probability distribution over Fkq ,

we will write πj(W i) ∈ ∆(Fq) as a j-th marginal of W i, i.e. projection on the j-th

coordinate.
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Algorithm 7 Fast Decoder

Constants: M ∈ Fk×kq

Input: Z = {Zi ∈ ∆(Fq)}i∈[k]s , α ∈ (Fq ∪ {⊥})[k]s

Output: Ẑ ∈ (Fkq)⊗s

1: procedure Fast-Decoders(Z; α)

2: If s = 0 then

3: If α = ⊥ then

4: Return Ẑ = argmaxx∈Fq Pr[Z = x]

5: else

6: Return Ẑ = α

7: else

8: for all i ∈ [k]s−1 do

9: Compute joint distribution W i ∈ ∆(Fkq), given by W i ← Z [·,i]M

10: for all j ∈ [k] do

11: Z ′(j) ← {πj(W i)}i∈[k]s−1

12: V̂
(j)
← Fast-Decoders−1(Z ′(j);α[j,·])

13: for all i ∈ [k]s−1 do

14: Update distribution W i ← (W i|πj(W i) = V̂
(j)

i )

15: for all i ∈ [k]s−1 do

16: Ẑ [·,i] ←W iM
−1

17: Return Ẑ

Note that in Line 16 above, W i is technically a distribution, but by this point W i is
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deterministic, since all its coordinates have been set previously via Line 14. We abuse

notation by using W i in Line 16 to denote a fixed vector in Fkq .

The Fast-Decoder as described above runs in time O(n log n), where n = kt is

blocklength.

Moreover, it can be seen directly that Fast-Decoder is equivalent to the SC-

Decoder on the same input:

Lemma 5.7.4. For all product distributions Z on inputs (where each Zi ∈ ∆(Fq) is a

distribution over Fq), for all sets S ⊆ [k]s and all fixings α ∈ (Fq ∪ {⊥})[k]s of the set

S, the following holds:

Fast-Decoder(Z;α) ·M⊗s = SC-Decoder(Z;α|S).

Proof of Lemma 5.7.4. Given Z, S,α as in the statement, let U be the joint distribution

defined by U := ZM⊗s. We will use this joint distribution on (U ,Z) throughout the

proof.

First, notice the following about the operation of the SC-Decoder: SC-Decoder(Z;α|S)

by definition iteratively computes estimates Û
SC

such that for all i ∈ [k]s:

Û
SC
i =


argmaxx∈Fq Pr[U i = x|U≺i = Û

SC
≺i ] for i 6∈ S

αi for i ∈ S.
(5.20)

We now argue that the Fast-Decoder computes the identical estimates. That is,

Fast-Decoder(Z;α) ·M⊗s = Û
SC

= SC-Decoder(Z;α|S)
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We prove this by induction on s. i ∈ [k]s per the lexicographic order ≺. Note that

this equality clearly holds for the “frozen” indices i ∈ S, so we focus on proving the

claim for indices i 6∈ S.

For s = 0, the claim is true by definition (both Fast-Decoder and SC-Decoder,

on input a distribution Z ∈ ∆(Fq), output argmaxx Pr[Z = x]).

For s > 0: Let Û
F

:= Fast-Decoder(Z;α) ·M⊗s. We argue by a further induction

on indices that Û
F

= Û
SC

. Suppose for induction that for some j ∈ [k], we have

Û
F
[<j,·] = Û

SC
[<j,·]. We will now show that Û

F
[j,·] = Û

SC
[j,·].

Let Z ′(j) be the random variable as defined by Fast-Decoder(Z;α) in Line 11, at

the fixed iteration j ∈ [k]. And for all ` ∈ [k], let V̂
(`)

denote the variable defined in

Line 12, when the loop variable j is equal to `.

By definition of the Fast-Decoder, and the structure of the tensor-product, we

have

∀` ∈ [k] : V̂
(`) ·M⊗s−1 = Û

F
[`,·] (5.21)

Indeed, consider the value of W i defined in the Fast-Decoder, when it is accessed in

Line 16 of the algorithm. Let W ∈ (Fkq )⊗s be defined by ∀i ∈ [k]s−1, j ∈ [k] : W [j,i] =

πj(W i), recalling that W i is deterministic. Let Ẑ be the return value in Line 15. Now,

the assignment in Line 14 sets

Ẑ = W · (M−1 ⊗ I⊗s−1
k )
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where Ik is the k × k Identity. Thus, we have

Û
F
[`,·] := [Fast-Decoder(Z;α) ·M⊗s][`,·]

= [Ẑ ·M⊗s][`,·]

= [W · (M−1 ⊗ I⊗s−1
k ) ·M⊗s][`,·]

= [W · (Ik ⊗M⊗s−1)][`,·]

= W [`,·] ·M⊗s−1

= {π`(W i)}i∈[k]s−1 ·M⊗s−1

= V̂
(`) ·M⊗s−1, (by Line 12 in Fast-Decoder)

which establishes (5.21).

Combined with our inductive assumption, this gives

∀` < j : V̂
(`) ·M⊗s−1 = Û

F
[`,·] = Û

SC
[`,·]. (5.22)

With this setup, by definition of the Fast-Decoder we have:

Z ′(j) := {πj(W i)}i∈[k]s−1 (5.23)

and

V̂
(j)

:= Fast-Decoder(Z ′(j);α[j,·]) (5.24)

where (by Line 8 in Fast-Decoder)

W i ≡ Z [·,i]M | { ∀` < j : π`(Z [·,i]M) = V̂
(`)
i } (5.25)
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The main observation is the following.

Claim 5.7.5. The following distributions are identical:

{U [j,·] | U [<j,·] = Û
SC
[<j,·]} ≡ Z ′(j) ·M⊗s−1

Proof. By the structure of the tensor product (using our joint distribution U := ZM⊗s),

we have ∀` ∈ [k] : U [`,·] = {π`(Z [·,i]M)}i∈[k]s−1 ·M⊗s−1,or equivalently,

∀` ∈ [k] : U [`,·] · (M−1)⊗s−1 = {π`(Z [·,i]M)}i∈[k]s−1 . (5.26)

Now, we can re-write the conditional distributions (where the indexing over {. . . }i is

always over {. . . }i∈[k]s−1),

{U [j,·] | U [<j,·] = Û
SC
[<j,·]}

≡ {U [j,·] | { ∀` < j : U [`,·] = Û
SC
[`,·]}}

≡ {U [j,·] | { ∀` < j : U [`,·](M
−1)⊗s−1 = Û

SC
[`,·](M

−1)⊗s−1}}

(as (M−1)⊗s−1 has full rank)

≡ {U [j,·] | { ∀` < j : U [`,·](M
−1)⊗s−1 = V̂

(`)}} (Equation (5.22))

≡ {U [j,·] | { ∀` < j : {π`(Z [·,i]M)}i = V̂
(`)}} (Equation (5.26))

≡ {{πj(Z [·,i]M)}i ·M⊗s−1 | { ∀` < j : {π`(Z [·,i]M)}i = V̂
(`)}} (Equation (5.26))

≡ {{πj(W i)}i ·M⊗s−1} (?)

≡ {Z ′(j) ·M⊗s−1}. (by definition of Z ′(j))

Line (?) follows by noting that since Z is a product distribution, the joint distributions
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Z [·,i] for each i are conditionally independent given the event { ∀` < j : {π`(Z [·,i]M)}i =

V̂
(`)}. Thus, these distributions may be equivalently sampled via W i, which agrees on

the marginals by definition (Equation (5.25)). This concludes the proof of Claim 5.7.5.

�

We now have:

Û
F
[j,·] = V̂

(j) ·M⊗s−1 (Equation (5.21))

= Fast-Decoder(Z ′(j);α[j,·]) ·M⊗s−1. (Equation (5.24))

We may now apply the inductive hypothesis for (s− 1). Letting

U ′ := Z ′(j) ·M⊗s−1 (5.27)

and

Û
′F

:= Fast-Decoder(Z ′(j);α[j,·]) ·M⊗s−1,

the inductive hypothesis guarantees that Û
′F

= SC-Decoder(Z ′(j);α[j,·]|S), and thus

∀i ∈ [k]s−1 : Û
′F
i =


argmaxx∈Fq Pr[U ′

i = x|U ′
≺i = Û

′F
≺i] for [j, i] 6∈ S

α[j,i] for [j, i] ∈ S.
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Thus, for all indices [j, i] 6∈ S, we have:

Û
F
[j,i] = Û

′F
i

= argmax
x∈Fq

Pr[U ′
i = x|U ′

≺i = Û
′F
≺i]

= argmax
x∈Fq

Pr[U ′
i = x|U ′

≺i = Û
F
[j,≺i]] (as Û

F
[j,·] = Û

′F
)

= argmax
x∈Fq

Pr[(Z′(j)M⊗s−1)i = x|(Z′(j)M⊗s−1)≺i = Û
F
[j,≺i]] (Equation (5.27))

= argmax
x∈Fq

Pr[U [j,i] = x|U [j,≺i] = Û
F
[j,≺i] ∧U [<j,·] = Û

SC
[<j,·]]. (Claim 5.7.5)

Since this relation holds for all indices [j, i] 6∈ S (and for [j, i] ∈ S we trivially have

Û
F
[j,i] = α[j,i] = Û

SC
[j,i]), we can unwrap the above relation by induction on i to find that:

Û
F
[j,i] = argmax

x∈Fq
Pr[U [j,i] = x|U [j,≺i] = Û

SC
[j,≺i] ∧U [<j,·] = Û

SC
[<j,·]]

= Û
SC
[j,i].

Thus we have shown that Û
F
[j,·] = Û

SC
[j,·], completing the inductive step. This concludes

the proof of Lemma 5.7.4. �

Now we can prove Theorem 5.0.8.

Proof of Theorem 5.0.8. Note that Theorem 5.7.3 is equivalent to Theorem 5.0.8, but

stated for the SC-Decoder. Thus, Theorem 5.0.8 follows directly by combining The-

orem 5.7.3 with the Lemma 5.7.4, which states the equivalence of the Fast-Decoder

and SC-Decoder. �

Finally, the Theorem 5.0.10 is essentially a corollary of Theorem 5.0.8 and the defi-
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nition of strong polarization.

Proof of Theorem 5.0.10. Fix some constant c, and take γ < k−c−1 log−1 q, with n = kt.

By the definition of strong polarization property, we know that for some constants β, η,

martingale Xt is (γt, γt, β ·ηt)-polarizing. Hence, by Theorem 5.0.8 corresponding polar

code has rate at least

Capacity(C)− βηt − 2γt

for t ≥ Ωη,β(log(1/ε)), we have βηt + 2γt ≤ ε.

Probability of decoding failure is at most

nγt log q ≤ n(kt)−c−1 log−t+1(q) ≤ n−c.

�

Arıkan Martingale and Polar Coding

Here we build a correspondence between the definition of the Arıkan Martingale and

the process of polar coding.

Let Z ∈ Fktq , Y ∈ Fktq , and U ∈ Fktq . We think of Z as the channel inputs, Y as the

channel outputs, and U as the encoding inputs.

Lemma 5.7.6. For a matrix M ∈ Fk×kq and symmetric channel CY |Z , let {Xt} be the

associated Arıkan Martingale. For a given t, let L = M⊗t be the polarization transform,

and let n = kt be the blocklength. Let the channel inputs Zi be i.i.d. uniform in Fq, and

channel outputs Y i ∼ C(Zi).

Then, for a uniformly random index i ∈ [n], the normalized entropy H((ZL)i | Y , (ZL)<i)
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is distributed identically as Xt.

Proof. Throughout this proof, we will switch to considering vectors in Fktq as tensors in

(Fkq )⊗t, for convenience — this correspondence is induced by lexicographic ordering ≺

on tuples [k]t. Also, we will write P (Z) to mean the operator P acting on Z. In this

notation, we wish to show that for a uniformly random multiindex i ∈ [k]t, the entropy

H((M⊗t(Z))i | Y , (M⊗t(Z))≺i) ∼ Xt.

We will show by induction that for all t, there is some permutation of coordinates1

σ′ : [k]t → [k]t such that the joint distributions

{(A′,B′)}(A′,B′)∼Dt ≡ {(M
⊗t(Z), σ′(C(Z)))}U∼(Fkq )⊗t

where (A′,B′) ∼ Dt are the distributions defined in the t-th step of the Arıkan mar-

tingale, and Z ∼ (Fkq )⊗t is sampled with iid uniform coordinates. This is sufficient,

because a permutation of the channel outputs does not affect the relevant entropies.

That is,

H(A′
i | B′,A′

≺i) = H(A′
i | σ′(B′),A′

≺i).

First, the base case t = 0 follows by definition of the distribution D0 in the Arıkan mar-

tingale.

For the inductive step, assume the claim holds for t − 1. Let σ be the permutation

guaranteed for t− 1. For each j ∈ [k], sample an independent uniform Z(j) ∼ (Fkq )⊗t−1

and define

(A(j),B(j)) := (M⊗t−1(Z(j)) , σ(C(Z(j)))). (5.28)

1This is in fact just a reversal of the co-ordinates, i.e. σ′((i1, i2, . . . it)) = (it, . . . , i2, i1).

222



By the inductive hypothesis, (A(j),B(j)) ∼ Dt−1, for each j ∈ [k].

As in the Arıkan martingale, define (A′,B′) deriving from {(A(j),B(j))}j∈[k] as

A′[i,·] := M((A
(1)
i , . . . , A

(k)
i )) and B′[j,·] := B(j). (5.29)

Note that B′ can equivalently be written (unwrapped) as

B′ := (B(1),B(2), . . . ,B(k))

By definition of the Arıkan martingale, we have (A′,B′) ∼ Dt.

Finally, define Z ∈ (Fkq )⊗t by

Z [·,j] := Z(j).

To finish the proof, we will show that (A′,B′) = (M⊗t(Z), σ′(C(Z))) for some permu-

tation σ′.

The main claim is the following.

Claim 5.7.7. For every instantiation of the underlying randomness Z, we have

A′ = M⊗t(Z).

Proof of Claim 5.7.7. Expanding the recursive definition of the tensor product, Equa-

tion (5.2), we have:

[M⊗t(Z)][i,·] = M((W
(1)
i ,W

(2)
i , . . .W

(k)
i ))
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where

W (j) := M⊗t−1(Z [·,j]) = M⊗t−1(Z(j)) = A(j).

Where the last equality is by the inductive assumption. Thus,

[M⊗t(Z)][i,·] = M((A
(1)
i , . . . , A

(k)
i ))

= A′
[i,·]. (By definition, Equation (5.29))

And so M⊗t(Z) = A′ as desired.

�

Continuing the proof of Lemma 5.7.6, we now have

(A′ , B′) = (A′ , (B(1),B(2), . . . ,B(k))) (By definition, Equation (5.29))

= (A′ , (σ(C(Z(1))), σ(C(Z(2))), . . . , σ(C(Z(k))))

(Definition of sampling, Equation (5.28))

= (A′ , σ′(C(Z))) (?)

= (M⊗t(Z) , σ′(C(Z))).

In the above, the equality in line (?), follows from the fact in both cases, entries of the

tensor are {C(Zi)}i, and they only differ by some permutation of coordinates.

Since we established (A′,B′) ∼ Dt by definition, this completes the proof.

�
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6
Exponentially Small Failure Probability

in Polar Codes

We show that polar codes, with blocklength polynomially small in the gap to capacity,

could achieve exponentially small failure probability of order 2−Ω(nβ). With carefully

chosen basic polarization matrix M , the exponent β can be chosen arbitrarily close to

1. We also show that known characterization of the exponent β in terms of specific

properties of matrix M itself can be lifted to the polynomial blocklength case.

In Section 6.2 we present the key definitions of global and local martingale polarization

properties, that are the key to our analysis. In Section 6.3 describe specific structural

properties of matrices under consideration that can be directly translated into desirable

local behavior of the associated Arıkan martingale. In Section 6.5, we discuss how the

Content of this work is a result of joint work with Venkatesan Guruswami and Madhu Sudan.
It was previously published in [19].
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stronger notion of local polarization introduced of the chapter, leads to a desired global

polarization behavior. Finally, Section 6.6 is mostly technical — we formally prove the

connection between the stryctural properties of matrices discussed in Section 6.3, and

the local evolution of the Arıkan martingale.

6.1 Overview of approach

The central ingredient in our analyses of polar codes which we inherit from Chapter 5, is

the “local” analysis of [0, 1]-martingales. As discussed there, the polar codes can be tied

to the analysis of an associated martingale, called the Arıkan martingale. Specifically

given a channel and a matrix M one can design a martingale X0, X1, . . . , Xt, . . . with

Xt ∈ [0, 1], such that the performance of the code of length kt depends on the behavior of

the random variable Xt. Specifically to achieve ε gap to capacity with failure probability

ρ = err(N), the associated martingale should satisfy Pr[Xt ∈ (ρ/N, 1 − ε/2)] ≤ ε/2.

Considering the fact that we want the failure to be exponentially small in N and ε to

be inverse polynomially small in N and noting N = kt, this requires us to prove that

Pr[Xt ∈ (exp(− exp(O(t))), 1− exp(−Ω(t))] ≤ exp(−Ω(t)).

Usual proofs of this property typically track many aspects of the distribution of Xt,

whereas a “local” analysis simply reasons about the distribution of Xt conditioned on

Xt−1. For the Arıkan martingale (as for many other natural martingales) this one-

step evolution is much easier to describe than the cumulative effects of t-steps. In

[18] a simple local property, called “local polarization”, of this one-step evolution was

described (enforcing that the random variable has enough variance if it is not close

to the boundary {0, 1} and that it gets sucked to the boundary when it is close). It

was then shown that local polarization leads to global polarization, though only for
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ρ = 1/ poly(N) — specifically they showed that Pr[Xt ∈ (1/ poly(N), 1− ε/2)] ≤ ε/2.

It is easy to modify the definition of local polarization slightly to get a stronger

definition that would imply the desired convergence even for ρ(N) = exp(−NΩ(1)).

Indeed we do so, calling it “exponential local polarization” of a martingale, and show

that this stronger local polarization leads to exponentially small failure probabilities.

The crux of this chapter is in showing that the Arıkan martingale exhibits exponential

local polarization. For readers familiar with the technical aspects, this might even be

surprising. In fact the most well-studied Arıkan martingale, the one associated with the

binary symmetric channel and the matrix M =

 1 0

1 1

 is not exponentially locally

polarizing. We get around this seemingly forbidding barrier by showing that the martin-

gale associated with M⊗2 (the tensor-product of M with itself) is exponentially locally

polarizing, and this is almost as good for us. (Instead of reasoning about the martingale

X0, X1, X2, . . . , this allows us to reason about X0, X2, X4, . . . which is sufficient for us.)

Combined with some general reductions as in [18] this allows us to show that for every

symmetric channel and every mixing matrix, the associated martingale is exponentially

locally polarizing and this yields our first main result above.

To get failure probability exp(−Nβ) for β → 1 we show that if the matrix M contains

the parity check matrix of a code of sufficiently high distance then the Arıkan martingale

associated with M exhibits exponential local polarization over any symmetric channel,

and in turn this leads to codes whose failure probability is exp(−Nβ) for β → 1.

Finally we turn to our last result showing that any matrix producing codes with

failure probability exp(−Nβ) (but not necessarily for N = poly(1/ε)) also gets failure

probability exp(−Nβ′) for N ≥ pβ,β′(1/ε) for some polynomial pβ,β′ , and any β′ < β.

This result is obtained by showing that if M achieves exponentially small error, then
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for some large t0 = t0(β, β′), the matrix M⊗t0 contains the parity check matrix of a

high-distance code, with distance high enough to imply that its failure probability is

exp(−Nβ′).

6.2 Main Definitions and Results

6.2.1 Martingales and Polarization

In this section we let X0, X1, X2, . . . be a [0, 1]-bounded martingale, i.e., Xt ∈ [0, 1] for

all t and for every x0, . . . , xt, E[Xt+1|X0 = x0, · · · , Xt = xt] = xt.

We say that a martingale has exponentially strong polarization if the probability that

Xt is not close (as a function of t) to the boundary {0, 1} is exponentially small in t.

Formally

Definition 6.2.1 (Exponentially Strong Polarization). We say that Xt has Λ-exponentially

strong polarization if for every 0 < γ < 1 there exist constants α < ∞ and 0 < ρ < 1

such that for every t, Pr[Xt ∈ (2−2Λ·t
, 1− γt)] ≤ α · ρt.

Note that this definition is asymmetric — paths of the martingale that converge to

zero, have doubly-exponential rate of convergence, whereas those converging to 1 are

doing it only exponentially fast.1 This should be compared with the notion of strong

polarization present in [18], namely

Definition 6.2.2 (Strong Polarization). We say that Xt has strong polarization if for

every 0 < γ < 1 there exist constants α < ∞ and 0 < ρ < 1 such that for every t,

1It turns out that for the polar coding application, the behavior of the martingale at the lower
end is important as it governs the decoding error probability, whereas behavior of the martingale
near the upper end is not that important. The probability that the martingale doesn’t polarize
corresponds to the gap to capacity.
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Pr[Xt ∈ (γt, 1− γt)] ≤ α · ρt.

As in [18] the notion of Exponential Strong Polarization is not a local one but rather

depends on the long run behavior of Xt. A notion of local polarization, that only

relates the evolution of Xt+1 from Xt, was defined in [18], and shown to imply strong

polarization. Let us recall this definition.

Definition 6.2.3 (Local Polarization). A [0, 1]-martingale sequence X0, . . . , Xj , . . . , is

locally polarizing if the following conditions hold:

1. (Variance in the middle): For every τ > 0, there is a θ = θ(τ) > 0 such that

for all j, we have: If Xj ∈ (τ, 1− τ) then E[(Xj+1 −Xj)
2|Xj ] ≥ θ.

2. (Suction at the ends): There exists an α > 0, such that for all c < ∞, there

exists a τ = τ(c) > 0, such that:

(a) If Xj ≤ τ then Pr[Xj+1 ≤ Xj/c|Xj ] ≥ α.

(b) Similarly, if 1−Xj ≤ τ then Pr[(1−Xj+1 ≤ (1−Xj)/c|Xj ] ≥ α.

We refer to condition (a) above as Suction at the low end and condition (b) as

Suction at the high end.

When we wish to be more explicit, we refer to the sequence as (α, τ(·), θ(·))-locally po-

larizing.

With an eye toward showing exponential strong polarization also via a local analysis,

we now define a concept of local polarization tailored to exponential polarization.

Definition 6.2.4 (Exponential Local Polarization). We say that Xt has (η, b)-exponential

local polarization if it satisfies local polarization, and the following additional property
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1. (Strong suction at the low end): There exists τ > 0 such that if Xj ≤ τ then

Pr[Xj+1 ≤ Xb
j |Xj ] ≥ η.

In the same way as local polarization implies the strong global polarization of a

martingale [18, Theorem 1.6], this new stronger local condition implies a stronger global

polarization behavior.

Theorem 6.2.5 (Local to Global Exponential Polarization). Let Λ < η log2 b. Then if

a [0, 1]-bounded martingale X0, X1, X2, . . . satisfies (η, b)-exponential local polarization

then it also satisfies Λ-exponentially strong polarization.

The proof of this theorem follows the same outline as the proof of Theorem 1.6 in

[18], and we present it in Section ??.

6.2.2 Matrix Polarization

In this section we relate statements about the local polarization of the Arıkan martin-

gale associated with some matrix M (and some channel) to structural properties of M

itself. The formal definition of the Arıkan martingale is included for completeness in

Appendix ??, but will not be used in this paper.

We first recall the definition of a mixing matrix — it is a simple necessary condition

for associated Arıkan martingale to be non-trivial (i.e. non-constant).

Definition 6.2.6 (Mixing matrix). For prime q and M ∈ Fk×kq , M is said to be a mixing

matrix if M is invertible and for every permutation of the rows of M , the resulting matrix

is not upper-triangular.

Let us now rewrite the (technical) condition of the Arıkan martingale associated with

230



M being exponentially locally polarizing in more direct terms. This leads us to the

following definition.

Definition 6.2.7 (Exponential polarization of matrix). We say that a matrix M ∈ Fk×kq

satisfies (η, b)-exponential polarization, if there exist some τ > 0, such that for any δ < τ

and for any random sequence (U1, A1), . . . (Uk, Ak), where (Ui, Ai) ∈ Fq are i.i.d., and

satisfy H(Ui|Ai) ≤ δ, we have

H((UM)j |(UM)<j , A) ≤ δb

for at least η fraction of indices j ∈ [k].

In the above definition and throughout the paper H refers to normalized entropy,

i.e. H(X|A) := 1
log2 q

H(X|A), so that H(X|A) ∈ [0, 1], and U = (U1, . . . Uk), similarly

A = (A1, . . . Ak). Moreover, for a vector V ∈ Fk, and j ≤ k, by V<j we denote a vector

in Fj−1 with coordinates (V1, . . . Vj−1).

The following lemma explicitly asserts that matrix polarization implies martingale

polarization (as claimed).

Lemma 6.2.8. If mixing matrix M satisfies (η, b)-exponential polarization, then Arıkan mar-

tingale associated with M is (η, b)-exponentially locally polarizing.

The proof of the above lemma is very similar to the proof of Theorem 1.10 in [18]

— with definitions of Arıkan martingale and exponential polarization of matrix in hand

this proof is routine, although somewhat tedious and notationally heavy. We postpone

this proof to the full version of this paper.

In the light of the above, and in context of Theorem 6.2.5, we have reduced the

problem of showing (global) exponentially strong polarization of Arıkan martingale, to
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understanding parameters for exponential polarization of specific matrices, based on the

structural propertues of these matrices.

In this paper we provide three results of this form. The first of our results considers

mixing matrices and analyzes their local polarization. We recall the definition of a

mixing matrix.

It is well known that if a matrix is not mixing then the associated martingale does

not polarize at all (and the corresponding martingale satisfies Xt = Xt−1 for every t). In

contrast if the matrix M is mixing, our first lemma shows that M⊗2 (the tensor-product

of M with itself) is exponentially polarizing.

Lemma 6.2.9. For every mixing matrix M ∈ Fk×kq and every ε > 0, matrix M⊗2

satisfies ( 1
k2 , 2− ε)-exponential polarization.

This translates immediately to our first main theorem stated in Section 6.2.3.

Our second structural result on matrix polarization shows that matrices that con-

tain the parity check matrix of a high distance code lead to very strong exponential

polarization parameters.

Lemma 6.2.10. If a mixing matrix M is decomposed as M = [M0|M1], where M0 ∈

Fk×(1−η)k
q is such that kerMT

0 is a linear code of distance larger than 2b, then matrix

M satisfies (η, b− ε)-exponential polarization for every ε > 0.

By using standard results on existence of codes with good distance, we get as an im-

mediate corollary that there exist matrices with almost optimal exponential polarization

parameters.

Corollary 6.2.11. For every ε and every prime field Fq, there exist k, and matrix

M ∈ Fk×kq , such that matrix M satisfies (1− ε, k1−ε) exponential polarization.
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Proof. Consider a parity check matrix M0 of a BCH code with distance 2k1−ε. We can

achieve this with a matrix M0 ∈ Fk×k0
q , where k0 = O(k1−ε log k). Hence, as soon as

k > Ω(2ε
−1 log ε−1)), we have k0 < εk. We can now complete M0 to a mixing matrix. �

It is worth noting, that by the same argument and standard results on the distance

of random linear codes, a random matrix M ∈ Fk×kq with high probability satisfies a

(1− ε, k1−ε) local polarization, with ε→ 0 as k →∞.

By the whole chain of reductions discussed above, Corollary 6.2.11 implies that for

any ε there exist polar codes with decoding failure probability exp(−N1−ε), where the

blocklength N depends polynomially in the desired gap to capacity. Moreover, those

codes are ubiquitous — polar codes arising from a large random matrix will usually

have this property.

Our final structural result is morally a “converse” to the above: It shows that if a

matrix M leads to a polar code with exponentially small failure probability then some

high tensor power N = M⊗t of M contains the parity check matrix of a high distance

code. In fact more generally if a matrix P ∈ Fk×sq is the parity check matrix of a code

which has a decoding algorithm that corrects errors from a q-symmetric channel with

failure probability exp(−kβ) then this code has high distance.

Definition 6.2.12. For any finite field Fq we will denote by Bq(ε) the distribution on

Fq such that for Z ∼ Bq(ε) we have Pr(Z = 0) = 1 − ε, and Pr(Z = k) = ε
q−1 for any

k 6= 0.

Lemma 6.2.13. Consider a matrix P ∈ Fk×sq and arbitrary decoding algorithm Dec :

Fsq → Fkq , such that for independent random variables U1, . . . Ui ∼ Bq(ε) with ε < 1
2 ,

we have Pr(Dec(UP ) 6= U) < exp(−kγ). Then kerP is a code of distance at least

kγ log−1(q/ε).
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This lemma, when combined with Lemma 6.2.10 shows that the only way a polar code

associated with a matrix M can give exponentially small failure probability exp(−Nβ) is

that some tensor of this matrix is locally exponentially polarizing and so in particular this

matrix also yields exponentially small failure probabilities at block length polynomial

in the gap to capacity.

6.2.3 Implications for polar codes

We start this section by including the definition of symmetric channel — all our results

about polar codes show that we can achieve capacity for those channels.

Definition 6.2.14 (Symmetric memoryless channel). A q-ary symmetric memoryless

channel is any probabilistic function C : Fq → Y, such that for every α, β ∈ Fq there is

a bijection σ : Y → Y such that for every y ∈ Y it is the case that CY=y|α = CY=σ(y)|β,

and moreover for any pair y1, y2 ∈ Y, we have
∑

x∈Fq CY=y1|x =
∑

x∈Fq CY=y2|x (see,

for example, [39, Section 7.2]).

Such probabilistic function yields a probabilistic function C : FNq → YN , by acting

independently on each coordinate.

We will now recall the following theorem which shows that if the Arıkan martingale

polarizes then a corresponding code achieves capacity with small failure probability.

Theorem 6.2.15 (Implied by Arıkan [6]). Let C be a q-ary symmetric memoryless

channel and let M ∈ Fk×kq be an invertible matrix. If the Arıkan martingale associated

with (M, C) is Λ-exponentially strongly polarizing then there is a polynomial p such that

for every ε > 0 and every N = kt ≥ p(1/ε), there is a code C ⊆ FNq of dimension

at least (Capacity(C) − ε) · n such that C is an affine code generated by the restriction
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of (M−1)⊗t to a subset of its rows and an affine shift. Moreover there is a decoding

algorithm for these codes that has failure probability bounded by exp(−NΛ/ log2 k), and

running time O(N logN). The running time of accompanying encoding algorithm is

also O(N logN).

We omit the proof of this theorem, which is identical to Theorem 1.7 in [18] except

for minor modifications to incorporate the exponential polarization/failure probability.

Armed with this theorem, we can now convert the structural results asserted in the

previous section into convergence and failure probability of polar codes.

Theorem 6.2.16. For every prime q, every mixing matrix M ∈ Fk×kq , every symmetric

memoryless channel C over Fq, there is a polynomial p and β > 0 such that for every

ε > 0 and every N = kt ≥ p(1/ε), there is an affine code C, that is generated by the

rows of (M−1)(⊗t) and an affine shift, with the property that the rate of C is at least

Capacity(C) − ε, and C can be encoded and decoded in time O(N logN) and failure

probability at most exp(−Nβ).

Proof. Follows by composing Lemma 6.2.9, Lemma 6.2.8, Theorem 6.2.5, and 6.2.15. �

Theorem 6.2.17. For every prime q, every symmetric memoryless channel C over Fq,

and every β < 1, there exists k, a mixing matrix M ∈ Fk×kq , and a polynomial p such

that for every ε > 0 and every N = kt ≥ p(1/ε), there is an affine code C, that is

generated by the rows of (M−1)(⊗t) and an affine shift, with the property that the rate

of C is at least Capacity(C)− ε, and C can be encoded and decoded in time O(N logN)

and failure probability at most exp(−Nβ).

Proof. Follows by composing Corollary 6.2.11, Lemma 6.2.8, Theorem 6.2.5, and 6.2.15.

�
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Theorem 6.2.18. Suppose M ∈ Fk×kq and β > 0 satisfy the condition that for every

memoryless symmetric additive channel1 C and for every ε > 0, for sufficiently large

n = ks, there is an affine code C of length n generated by the rows of (M−1)(⊗s) of

rate at least Capacity(C)− ε such that C can be decoded with failure probability at most

exp(−nβ).

Then, for every β′ < β and every symmetric channel C′, there is a polynomial p such

that for every ε > 0 and every N = kt ≥ p(1/ε) there is an affine code C, that is

generated by the rows of (M−1)(⊗t) and an affine shift, with the property that the rate

of C is at least Capacity(C′)− ε, and C can be encoded and decoded in time O(N logN)

and failure probability at most exp(−Nβ′).

We prove this theorem in Section 6.4.

Note that in this theorem, we assume that M achieves failure probabilities exp(−Nβ)

for additive channels (which is only a subclass of all symmetric channels), to conclude

that it achieves failure probability exp(−Nβ′) for all symmetric channels. This is po-

tentially useful, as proving good properties of polar codes for additive channels is often

simpler — in this setting there is a very clean equivalence between coding and linear

compression schemes.

1An additive symmetric channel is a special case of symmetric channels, where the output is
the sum of the input with an “error” generated independently of the input.
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6.3 Structural analysis of matrices

6.3.1 Exponential polarization for all mixing matrices

We will first prove that a single specific matrix, namely

 1 0

α 1

, after taking second

Kronecker power satisfies exponential polarization. In [18] local polarization of any

mixing matrix was shown essentially by reducing to this case. Here we make this

reduction more explicit, so that it commutes with taking Kronecker product of a matrix

with itself. That is, we will later show that for any mixing matrix M exponential

polarization of M⊗2 can be reduced to exponential polarization of

 1 0

α 1


⊗2

.

Lemma 6.3.1. Consider M =

 1 0

α 1

 for nonzero α ∈ Fq. For every ε > 0 matrix

M⊗2 satisfies (1
4 , 2− ε) exponential polarization.

Proof. Consider arbitrary sequence of i.i.d. random variables (U1, A1), . . . (U4, A4) with

H(Ui|Ai) = δ, as in the definition of exponential polarization. We can explicitly write

down matrix M⊗2 as

M⊗2 =



1 0 0 0

α 1 0 0

α 0 1 0

α2 α α 1


.

Matrix M⊗2 has four rows — to achieve η = 1
4 parameter of exponential polarization,

we just need to show that there is at least one index i satisfying the inequality as

in the definition of exponential polarization (Definition 6.2.7). Let us consider vector
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U = (U1, . . . U4) and similarly A = (A1, . . . A4). We want to bound

H((UM⊗2)4|(UM⊗2)<4, A) = H(U4|U1 + αU2 + αU3 + α2U4, U2 + αU4, U3 + αU4, A)

≤ H(U4|U2 + αU4, U3 + αU4, A)

By Lemma 6.7.1 there exist some function f : Σ→ Fq, such that Pr(f(Ai) 6= Ui) ≤ δ.

Now, given vector A and W2 := αU4 + U2,W3 := αU4 + U3, we can try to predict U4

as follows: if W2 − f(A2) = W3 − f(A3) we report Û4 := α−1(W2 − f(A2)). Otherwise,

we report Û4 := f(A4).

We want to show that Pr(Û4 6= U4) ≤ 3δ2. Indeed, Û4 6= U4 only if at least two of

the variables Ui − f(Ai) for i ∈ {2, 3, 4} are non-zero. By symmetry, we have Pr(Û4 6=

U4) ≤ 3 Pr(U1 6= f(A1) ∧ U2 6= f(A2)) = 3 Pr(U1 6= f(A1))2 ≤ 3δ2.

By Fano’s inequality 6.7.2, we have H(U4|U2+αU4, U3+αU4, A) ≤ 6δ2(log δ−1+log q+

log 3). For any given ε, there exist τ such that if δ < τ we have 6(log δ−1+log q+log 3) ≤

δ−ε, hence for those values of δ we have H((UM⊗2)4|(UM⊗2)<4, A) ≤ δ2−ε. �

We will now proceed to show that exponential polarization for M⊗2 of any mixing

matrix M can be reduced to the theorem above. To this end we define the following

containment relation for matrices.

Definition 6.3.2 (Matrix (useful) containment). We say that a matrix M ∈ Fk×kq

contains a matrix R ∈ Fm×mq , if there exist some T ∈ Fk×mq and a permutation matrix

P ∈ Fk×kq , such that PMT =

 R

0

. If moreover the last non-zero row of T is rescaling

of the standard basis vector Tj = αem, we say that containment is R in M is useful and

we denote it by R @u M . Note that useful containment is not a partial order.
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The following fact about useful containment will be helpful.

Claim 6.3.3. If R @u M , then for any upper triangular matrix U with diagonal ele-

ments Ui,i = 1, we also have R @u MU−1.

Proof. Consider matrix T and permutation P as in the definition of useful containment

for R @u M . We can pick the very same permutation P and matrix T ′ = UT to witness

R @u MU−1. All we have to show is that last non-zero row of T ′ is standard basis vector

em. Indeed, if j0 is the last non-zero row of T , and j > j0, rows (U)j are supported

exclusively on elements with indices larger than j0, hence (UT )j = (U)jT = 0. On the

other hand (UT )j0 =
∑

i Uj0,iTi =
∑

i≥j0 Uj0,iTi = αem, where the last equality follows

from the fact that T was useful — that is Tj0 = αem and Ti = 0 for i > j0.

�

Results of the Lemma 5.5 in [18] can be reintepreted as the following Lemma. We

give a full new proof here, as we describe it now in the language of useful containment.

Lemma 6.3.4. Every mixing matrix M ∈ Fk×kq contains matrix H =

 1 0

α 1

 in a

useful way.

Proof. For any matrix M , there is some permutation matrix P and pair L,U , such that

PM = LU where L is lower triangular, and U is upper triangular. Matrix M being

mixing is equivalent to the statement that L and U are invertible, and moreover L is

not diagonal. As such by Claim 6.3.3 it is enough to show that any lower-triangular L,

which is not diagonal, contains H in a useful way. Indeed, let s be the last column of L

that contains more than a single non-zero entry, and let r to be the last row of non-zero

entry in column L·,s. Note that column L·,r has single non-zero entry Lr,r = 1. We will
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show a matrix T ∈ Fk×2
q as in the definition of useful containment. Let us specify a

second column of T·,2 := er. To specify the first column of T we wish to find a linear

combination of columns of L1,·, . . . , Lr−1,· such that
∑

i≤r−1 tiLi,· = αes + αer. Then

coefficeints ti can be used as the first column of matrix M . We can set those coefficients

to ti = −Ls,i for i ∈ [s+ 1, r− 1], and ts = 1 — this setting is correct, because columns

Li,· for i ∈ [s + 1, r − 1] has only one non-zero entry Li,i. Now if P is any matrix

corresponding to a permutation which maps s 7→ 1 and r 7→ 2, the containemnt H @u L

is witnessed by pair P and T . �

Lemma 6.3.5. If matrix R @u M where R ∈ Fs×sq and M ∈ Fk×kq , then R⊗2 @u M⊗2.

Proof. Consider matrix T and permutation P as in the definition of useful containment

for R @u M . Note that P⊗2M⊗2T⊗2 = (PMT )⊗2. As such, restriction of a matrix

P⊗2M⊗2T⊗2 to rows corresponding to [k]× [k] is exactly R, and all remaning rows are

zero. We can apply additional permutation matrix P̃ so that those are exactly first

k2 rows of the matrix P̃P⊗2M⊗2T⊗2 give matrix R⊗2, and the remaining rows are

zero. �

Lemma 6.3.6. If matrix M contains matrix R =

 1 0

α 1


⊗2

in a useful way, then

matrix M satisfies ( 1
k , 2− ε) exponential polarization.

Proof. Take P ∈ Fk×kq and T ∈ Fk×4
q as in the definition of containment. Let moreover
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j be the last non-zero row of T . We have

H((UM)j |(UM)<j , A) = H((UM)jTj,4 + (UM)<jT<j,4|(UM)<j , A)

= H((UMT )4|(UM)<j , A)

≤ H((UMT )4|(UM)<jT<j,<4, A).

Observe now that (UM)<jT<j,<4 = (UMT )<4. Indeed — according to the definition

of useful containment and because j is last non-zero row of T , we have Tj,<4 = 0 (j-th

row has only one non-zero entry Tj,4, as well as T>j,<4 = 0. Therefore

H((UM)j |(UM)<j , A) ≤ H((UMT )4|(UMT )<4, A)

= H((UP−1R)4|(UP−1R)<4, A)

= H((UR)4|(UR)<4, A),

where the last equality follows from the fact that U and UP−1 are identically distributed

(i.e. entries in U are i.i.d).

This conditional entropy was bounded in the proof of Lemma 6.3.1. �

6.3.2 Maximally polarizing matrix

In this subsection we will prove Lemma 6.2.10.

Proof of Lemma 6.2.10. Let us again consider a sequence of i.i.d. pairs (Ui, Ai) for

i ∈ [k], such that H(Ui|Ai) = δ. By Lemma 6.7.1, there is some f : Σ → Fq such that

Pr(f(Ai) 6= Ui) ≤ δ. Let us take Ũi := Ui − f(Ai).
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We wish to bound H((UM)j |(UM)<j , A), for all j > (1− η)k. We have

H((UM)j |(UM)<j , A) ≤ H(U |UM0, A) = H(Ũ |ŨM0, A) ≤ H(Ũ |ŨM0),

where the inequalities follow from the fact that for random variables (X,Y, S, T ) it is

always the case that H(X|S, T ) ≤ H(X,Y |S, T ) ≤ H(X,Y |S).

Given ŨM0 we can produce estimate Û := argminV {wt(V ) : VM0 = ŨM0}, where

wt(V ) = |{j : Vj 6= 0}|.

Let us observe that if wt(Ũ) ≤ b then Û = Ũ . Indeed, we have wt(Û) ≤ wt(Ũ),

therefore wt(Û − Ũ) ≤ 2wt(Ũ) ≤ 2b, but on the other hand (Û − Ũ)M0 = 0, and by the

assumption on kerMT
0 we deduce that Û − Ũ = 0. Therefore Pr(Ũ 6= Û) ≤ Pr(wt(Ũ) >

b). All coordinates of Ũ are independent, and each Ũi is nonzero with probability at

most δ, therefore

Pr(wt(Ũ) > β1) ≤
(
k

b

)
δb

and by Fano inequality (Lemma 6.7.2), we have

H(Ũ |ŨM0) ≤ 2Cδb(b log δ−1 + b logC + log q)

where C =
(
k
b

)
. Again, for any ε, and small enough δ (with respect to ε, b, C, q), we

have H(Ũ |ŨM0) ≤ δb−ε.

This shows that for any j > (1− η)k and small enough δ we have

H((UM)j |(UM)<j , A) ≤ δb−ε,

which completes the proof of a exponential polarization for matrix M . �
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6.3.3 Source coding implies good distance

Proof of Lemma 6.2.13. Consider maximum likelihood decoder Dec′(y) := argmaxx∈Fkq Pr(U =

x|UP = y). By definition, we have Pr(Dec′(UP ) 6= U) < Pr(Dec(UP ) 6= U) <

exp(−kγ).

Note that for U distributed according to Bq(ε), we have Dec′(y) = argminx:xP=y wt(x),

where wt(x) is number of non-zero elements of x.

Consider set E = {x ∈ Fkq : ∃h ∈ kerM,wt(x + h) < wt(x)}, and observe that

Pr(Dec′(UP ) 6= U) ≥ Pr(U ∈ E). We say that vector u ∈ Fkq is dominated by v ∈ Fkq

(denoted by u � v) if and only if ∀i ∈ supp(u), ui = vi. We wish to argue that for

any w1 ∈ E and any w2 � w1, we have w2 ∈ E. Indeed, if w1 ∈ E, then there is some

h ∈ kerM such that wt(w1 + h) < wt(w1). We will show that wt(w2 + h) < wt(w2),

which implies that w2 ∈ E. Given that w1 � w2, we can equivalently say that there is

a vector d with w1 + d = w2 and wt(w2) = wt(w1) + wt(d). Hence

wt(w2+h) = wt(w1+d+h) ≤ wt(w1+h)+wt(d) < wt(w1)+wt(d) = wt(w1+d) = wt(w2)

Consider now w0 ∈ kerP to be minimum weight non-zero vector, and let us denote

A = wt(w0). We wish to show a lower bound for A. By definition of the set E

we have w0 ∈ E, and by upward closure of E with respect to domination we have

Pr(U ∈ E) ≥ Pr(w0 � U) = ( ε
q−1)A.

On the other hand we have Pr(U ∈ E) ≤ Pr(Dec′(UP ) 6= U) ≤ Pr(Dec(UP ) 6= U) ≤

exp(−kγ). By comparing these two inequalities we get

A ≥ kγ

log(q/ε)
. �
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6.4 Strong polarization from limiting exponential polarization,

generically

Suppose we know that polar codes associated with a matrix M ∈ Fk×kq achieve capacity

with error probability exp(−Nβ) in the limit of block lengths N →∞. In this section,

we prove a general result that ‘lifts” (in a black box manner) such a statement to the

claim that, for any β′ < β, polar codes associated with M achieve polynomially fast

convergence to capacity (i.e., the block length N can be as small as poly(1/ε) for rates

within ε of capacity), and exp(−Nβ′) decoding error probability simuletaneously. Thus

convergence to capacity at finite block length comes with almost no price in the failure

probability. Put differently, the result states that one can get polynomial convergence to

capacity for free once one has a proof of convergence to capacity in the limit with good

decoding error probability. This latter fact was shown in [83] for the binary alphabet

and [94] for general alphabets.

Proof of 6.2.18. Consider the channel that outputs X + Z on input X, where Z ∼

Bq(γ) for some γ > 0 (depending on β, β′). The hypothesis on M implies that for

sufficiently large N the polar code corresponding to M will have failure probability at

most exp(−Nβ) on this channel. Using the well-known equivalence between correcting

errors for this additive channel, and linear compression schemes, we obtain that for all

large enough t there is some subset S of (hq(γ) + ε)kt columns of M⊗t that defines a

linear compression scheme (for kt i.i.d copies of Bq(γ)), along with an accompanying

decompression scheme with error probability (over the randomness of the source) at

most exp(−kβt).

We now claim that for all β′ < β, there exists t0 = t0(β′, β) such that the Arikan mar-
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tingale associated with some column permuted version of M⊗t0 , is β′t0 log2 k-exponentially

strongly polarizing.

The proof of this claim is in fact immediate, given the ingredients developed in

previous sections. Apply the hypothesis about M in the theorem with the choice

ε = (β−β′)/4 and γ chosen small enough as a function β, β′ so that hq(γ) ≤ (β−β′)/4

and let t0 be a large enough promised value of t. Put m = kt0 , and ` = (hq(γ)+ε)m and

L = M⊗t0 . Using Lemma 6.2.13, we know there is submatrix L′ ∈ Fm×`q of L such that

ker((L′)T ) defines a code of distance ∆ ≥ mβ/ log−1(q/γ). Define M0 = [L′ | ·] ∈ Fm×mq

to be any matrix obtained by permuting the columns of L such that the columns in L′

occur first. By Lemma 6.2.10, the matrix M0 is (1− `/m,∆)-polarizing. For our choice

of γ, ε, `/m ≤ β−β′
2 and ∆ ≥ m(β+β′)/2. using Lemma 6.2.8 and Theorem 6.2.5, it follows

that the Arikan martingale associated with M0 exhibits (β+β′)/2×
(

1− β−β′
2

)
log2m-

exponentially strong polaraization. Since (β + β′)/2 ×
(

1− β−β′
2

)
≥ β′, the claim

follows.

Applying Theorem 6.2.15 to the matrix M0 = M⊗t0 we conclude that there is a

polynomial p such that given the gap to capacity ε > 0, and for every s satisfying N =

kt0s ≥ poly(1
ε ) there is an affine code generated by a subset of rows of (M−1

0 )⊗s which

achieves ε-gap to capacity and has failure probability exp(−Nβ′). But this resulting

code is simply an affine code generated by a subset of the rows of (M−1)⊗t, for t = st0,

This concludes the proof. �

6.5 Local to global exponential polarization

The proof of Theorem 6.2.5 is essentially the same as the proof of corresponding Theorem

1.6 in [18]. Lemma 6.5.2 and Lemma 6.5.3 are new in this paper, yet the proof of
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Lemma 6.5.2 is similar to the proof of Lemma 3.3 there. Theorem 6.2.5 is essentially

repeating the argument from Theorem 1.6 in [18], except for using Lemma 6.5.3 in place

of the lemma present therein, and hence arriving at stronger conclusion.

We remind a definition of adapted sequence from [18].

Definition 6.5.1. We say that a sequence Y1, Y2 . . . of random variables is adapted

to the sequence X1, X2 . . . if and only if for every t, Yt is completely determined given

X1, . . . Xt. We will use E[Z|X[1:t]] as a shorthand for E[Z|X1, . . . Xt], and Pr[E|X[1:t]]

as a shorthand for E[1E |X1, . . . Xt]. If the underlying sequence X is clear from context,

we will skip it and write just E[Z|Ft].

Lemma 6.5.2. There exist C <∞ such that for all η, b, ε following holds. Let Xt be a

martingale satisfying Pr(Xt+1 < Xb
t |Xt) ≥ η, where X0 ∈ (0, 1). Then

Pr(logXT > (logX0 + CT )b(1−ε)ηT ) < exp(−Ω(εηT ))

Proof. Let us consider random variables Yt := log(Xt/Xt−1). This sequence of random

variables is adapted to the sequence Xt in the sense of Definition 6.5.1. Let us decompose

Yt = Y +
t + Y −t , where Y +

t = Yt1Yt≥0. Note that by Markov inequality

Pr(Yt+1 > λ|X[1:t]) = Pr(Xt+1 > Xt exp(λ)|X[1:t]) ≤ exp(−λ)
E[Xt+1|X[1:t]]

Xt
= exp(−λ)

By Lemma 6.7.4 we deduce that for some C, we have

Pr(
∑
i≤T

Y +
i > CT ) ≤ exp(−Ω(T ))

On the other hand, if we take Zt to be the indicator variable for an event Xt < Xβ1
t−1.
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By Lemma 6.7.5 we have

Pr(
∑
i≤T

Zi ≤ (1− ε)ηT ) ≤ exp(−Ω(Tεη))

If both of those unlikely events do not hold, that is we have simultaneously
∑

i≤T Y
+
i <

CT and
∑

i≤T Zi > (1 − ε)ηT , we can deduce that logXT ≤ (logX0 + CT )b(1−ε)ηT

— i.e. the largest possible value of XT is obtained if all the initial Yi were positive

and added up to CT (at which point value of the martingale would satisfy logXT ′ ≤

logX0 +CT ), followed by (1− ε)ηT steps indicated by variables Zi — for each of those

steps, logXt+1 ≤ b logXt. �

Lemma 6.5.3. For all η, b, ε, γ the following holds. Let Xt be a martingale satisfying

Pr(Xt+1 < Xb
t |Xt) ≥ η, where X0 < exp(−γT ) with some γ > 0, then

Pr(logXT < −b(1−ε)ηT ) < exp(−Ων,ε,η,γ(T )))

Proof. Consider sequence t0, t1, . . . tm ∈ [T ], where t0 = 0, tm = T , and γT
C ≤ |ti−ti−1| ≤

γT
2C , and therefore m = O(Cγ−1), where C is a constant appearing in the statement of

Lemma 6.5.2. For each index s ∈ [m] we should consider a martingale X
(s)
i := Xts+i,

and we wish to apply Lemma 6.5.2 to this martingale X̂(s), with T = ts+1− ts. We can

union bound total failure probability by m exp(−Ω(γεηT )).

In case we succeed, we can deduce that for each i we have

logXti < (logXti−1 + C(ti − ti−1))b(1−ε)η(ti−ti−1). (6.1)

We will show that by our choice of parameters, we can bound C(ti− ti−1) ≤ −1
2 logXti .
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Let us first discuss how this is enough to complete the proof. Indeed, in such a case we

have

logXti <
1

2
(logXti−1)b(1−ε)η(ti−ti−1), (6.2)

and by induction

logXtm <
1

2m
(logX0)b(1−ε)ηtm .

For fixed η,m and T large enough (depending on η,m, ε), this yields logXT < −b(1−2ε)ηT ,

and the result follows up by changing ε by a factor of 2.

All we need to do is to show is that for every i we have

C(ti+1 − ti) ≤ −
1

2
logXti , (6.3)

assuming that inequalities (6.1) hold for every i. We will show this inductively, together

with logXti ≤ −γT . Note that we assumed this inequality to be true for Xt0 = X0. By

our choice of parameters we have C(ti+1−ti) ≤ γT
2 , therefore for ti+1 the inequality (6.3)

is satisfied.

We will now show that logXti+1 ≤ logXti ≤ −γT to finish the proof by induction.

We can apply inequality (6.2) to Xti , to deduce that logXti+1 ≤ 1
2(logXti)b

1
2
γ
C
T . This

for large values of T (given parameters b, γ and C) yields logXti+1 < logXti — indeed

this inequality will be true as soon as b
γ

2C
T > 2, because both logXti+1 and logXti are

negative, which completes the proof. �

Before we proceed with the proof, let us recall the following lemma from [18], stating

that locally polarizing martingales are exponentially close to boundary {0, 1} for some

basis (1− ν), except with exponentially small failure probability.
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Lemma 6.5.4 (Lemma 3.1 from [18]). If a [0, 1]-martingale sequence X0, . . . Xt, . . . , is

(α, τ(·), θ(·))-locally polarizing, then there exist ν > 0, depending only on α, τ, θ, such

that

E[min(
√
Xt,

√
1−Xt)] ≤ (1− ν)t.

We will also need Lemma 3.3 from [18] — it plays the same role as Lemma 6.5.3 to

control strong polarization of the martingale at the high end (where the exponential

suction condition does not apply).

Lemma 6.5.5 (Lemma 3.3 from [18]). There exists c <∞, such that for all K,α with

Kα ≥ c the following holds. Let Xt be a martingale satisfying Pr
(
Xt+1 < e−KXt|Xt

)
≥

α, where X0 ∈ (0, 1). Then Pr(XT > exp(−αKT/4)) ≤ exp(−Ω(αT )).

We are now ready to prove local to global lifting theorem for exponential polarization.

Proof of Theorem 6.2.5. Consider locally polarizing martingale, and let us fix some ε >

0. By Markov inequality applied to 6.5.4 with t = εT we deduce that for some ν we

have

Pr(max(XεT , 1−XεT ) ≥ (1− ν

4
)εT ) < exp(−Ωε(T ))

Consider τ0 to be such that if Xt < τ0, we have probability at most η that Xt+1 < Xb
t

(existence of such a value is guaranteed by exponential local polarization), and moreover

if 1 − Xt < τ0, we have probability at least α for (1 − Xt+1) < exp(−K)(1 − Xt+1),

where K is large constant depending on α and the target rate of polarization — this

is guarantee by suction at the high end condition in local polarization definition of a

martingale Xt.

Let us condition on max(XεT , 1 − XεT ) < (1 − ν
4 )εT . By the Doobs martingale

inequality (Lemma 6.7.3), we can deduce that Pr(maxt∈[εT,T ] max(Xt, 1 − Xt) > τ) ≤
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τ−1(1 − ν
4 )−εT ≤ exp(−Ωτ,ν,ε(T )). Let us now condition in turn on this event not

happening.

We will consider first the case when XεT < (1− ν
4 )εT , and let us put γ := −ε log(1− ν

4 ),

so that XεT < exp(−γT ).

We can now apply Lemma 6.5.3 to the martingale sequence starting with XεT — the

assumption of those lemmas are satisfied, as long as Xt stays bounded by τ (by the

exponential local polarization property), hence we deduce that in this case, except with

probability exp(−Ωγ,ε,η(T )), we have

logXT < −b(1−ε)
2ηT ,

and therefore XT < 2−b
(1−ε)2ηT

.

On the other hand, if 1 − Xt < τ for all εT ≤ t ≤ T , the suction at the high end

condition of local polarization applies, and we can apply Lemma 6.5.5 to martingale

1 − XεT+t to deduce that except with probability exp(−Ωα(T )), we have 1 − XT <

exp(−αK(1− εT )/4) < γT for suitable choice of K depending on γ and α. �

6.6 Arikan Martingale

In this section, we provide a definition of Arikan Martingale.

For every matrix invertible matrix M and channel C : Fq → Y, we define a martingale

sequence Xt, for t = 0, 1, . . ., where all Xt ∈ [0, 1].

Intuitively, for a given matrix M and t ∈ N, the marginal distribution of Xt is

the same as distribution of H((ZM⊗t)j | (ZM⊗t)<j ,Y ) over a random index j ∈ [kt],

where Zi ∼ Unif(Fq) are independent, and Yi sampled independently according to
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Yi ∼ CY |Z=Zi . That is, we apply matrix M⊗t to a vector with independent coordinates

Zi, and we look at the entropy of the random output coordinate, conditioned on all

previous ones. The entries Zi, conditioned on Yi have normalized entropy equal to

1 − Capacity(C) for symmetric channel C, in particular X0 = 1 − Capacity(C). If the

variable Xt is strongly polarized, it means that about 1 − Capacity(C) fraction of all

(ZM⊗t)j have entropy close to one (after conditioning on all the previous entries), and

most of remaining variables has entropy close to zero — they can be predicted from the

previous values with huge probability.

The martingale structure of Xt with respect to t is a consequence of chain rule for

entropy together with recursive decomposition of multiplication by matrix M⊗t. The

relation between our definition of exponential matrix polarization (Definition 6.2.7) and

the local behavior of the Arıkan martingale is consequence of the fact that A′ (in the

definition below) is obtained from independent copies A via multiplication by M . The

notational difficulty in proving this equivalence (Lemma 6.2.8) follows from the fact that

conditioning in the conditional entropies under consideration is syntatically different —

although equivalent.

In what follows, the vectors in Fktq are indexed by tuples j ∈ [k]t, � denotes a

lexicographic order on tuples. For A ∈ Fktq and j ∈ [k]t, we use notation A�j to denote

all entries of A with indices preceeding j according to lexicographic order �. Moreover

for a tuple of indices j ∈ [k]t−1, and a vector A ∈ Fktq , we use notation A[j,·] ∈ Fkq to

denote a vector (A[j,1], . . . A[j,k]).

Definition 6.6.1 (Arıkan martingale, Defintion 4.1 in [18]). Given an invertible matrix

M ∈ Fk×kq and a channel description CY |Z for Z ∈ Fq, Y ∈ Y, the Arıkan-martingale

X0, . . . Xt, . . . associated with it is defined as follows. For every t ∈ N, let Dt be the
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distribution on pairs Fktq × Yk
t

described inductively below:

A sample (A,B) from D0 supported on Fq × Y is obtained by sampling A ∼ Fq, and

B ∼ CY |Z=A. For t ≥ 1, a sample (A′,B′) ∼ Dt supported on Fktq × Yk
t

is obtained as

follows:

• Draw k independent samples (A(1),B(1)), . . . , (A(k),B(k)) ∼ Dt−1.

• Let A′ be given by A′[i,·] = (A
(1)
i , . . . , A

(k)
i ) · M for all i ∈ [k]t−1 and B′ =

(B(1),B(2), . . .B(k)).

Then, the sequence Xt is defined as follows: For each t ∈ N, sample it ∈ [k] iid

uniformly. Let j = (i1, . . . , it) and let Xt := H(Aj |A≺j ,B), where the entropies are

with respect to the distribution (A,B) ∼ Dt. The only randomness in the process Xt

comes from the selection of random multi-index j.

Before we proceed with the proof of Lemma 6.2.8 relating exponential polarization

of the matrix and exponential polarization of the associated Arıkan martingale, let us

remind the following lemma from [18].

Lemma 6.6.2. Let A(1), . . .A(k), and A′ be defined as in Definition 6.6.1, and let V,W

be arbitrary random variables. Then for any multiindex i ∈ [k]t and any it+1 ∈ [k] we

have

H(V | A′≺[i,it+1],W ) = H(V | A′[i,<it+1],A
(1)
≺i ,A

(2)
≺i , . . .A

(k)
≺i ,W ) .

Proof of Lemma 6.2.8. Consider mixing matrix M ∈ Fk×kq satisfying (η, b)-exponential

polarizing. By Theorem 1.10 in [18], we conclude that associated Arıkan martingale is
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locally polarizing. We will now show that it also satisfies the strong suction at the low

end condition of exponential local polarization.

Let us consider independent samples (A(1),B(1)), . . . (A(k),B(k)) ∼ Dt−1, and pair

(A′,B′) as in the Definition 6.6.1, and moreover let us consider for some fixed i ∈ [k]t−1.

Take h := H(A
(s)
i |A

(s)
≺i ,B) for any s (this value does not depend on the choice of s).

We wish to show that for it ∼ Unif([k]), we have H(A′
[i,it] | A′

≺[i,it],B
′) < hb with

probability at least η over choice of random it. We can apply Lemma 6.6.2 to deduce

H(A′
[i,it] | A

′
≺[i,it],B

′) = H(A′
[i,it] | A

′
[i,<it],A

(1)
≺i , . . . ,A

(k)
≺i ,B

′)

= H((ÃM)it | (ÃM)<it ,A
(1)
≺i , . . .A

(k)
≺i ,B

′)

where Ã = (A
(1)
i , . . .A

(k)
i ) ∈ Fkq , and the second identity follows from definition of A′.

We can now apply the definition of exponential polarization of a matrix (Defini-

tion 6.2.7), with Uj = Ã
(j)
i and with Aj := (A

(j)
≺i ,B

′) to conclude that for η fraction of

indiced it this quanitity is bounded by hb, as required.

�

6.7 Standard probabilistic inequalities

Lemma 6.7.1 (Lemma 2.2 in [18]). For a pair of random variables (U1, U2) ∈ Σ1×Σ2

there exists function f : Σ2 → Σ1 such that Pr(f(U2) 6= U1) ≤ H(U1|U2).

Lemma 6.7.2 (Fano’s inequality). For a pair of random variables (U1, U2) ∈ Σ1 ×Σ2,

if we have a function f : Σ2 → Σ1 such that Pr(f(U2) 6= U1) ≤ δ with δ < 1
2 , then

H(U2|U1) ≤ 2δ(log δ−1 + log Σ1).
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Lemma 6.7.3 (Doobs martingale inequality). For any non-negative martingale X, we

have

Pr(sup
t≤T

Xt > λ) ≤ λ−1X0

We include the statements of following lemmas from [18] for reference.

Lemma 6.7.4. Consider a sequence of non-negative random variables Y1, Y2, . . . , Yt, . . .

adapted to the sequence Xt. If for every t we have Pr(Yt+1 > λ |X[1:t]) < exp(−λ), then

for every T > 0:

Pr(
∑
i≤T

Yi > CT ) ≤ exp(−Ω(T ))

for some universal constant C.

Lemma 6.7.5. Consider a sequence of random variables Y1, Y2, . . . with Yi ∈ {0, 1},

adapted to the sequence Xt. If Pr(Yt+1 = 1|X[1:t]) > µt+1 for some deterministic value

µt, then for µ :=
∑

t≤T µt we have

Pr(
∑
t≤T

Yt < (1− ε)µ) ≤ exp(−Ω(εµ))
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[48] Philippe Flajolet, Éric Fusy, Olivier Gandouet, and Frédéric Meunier. Hyper-
loglog: the analysis of a near-optimal cardinality estimation algorithm. In AofA:
Analysis of Algorithms, pages 137–156. Discrete Mathematics and Theoretical
Computer Science, 2007.

[49] Philippe Flajolet and G. Nigel Martin. Probabilistic counting. In 24th Annual
Symposium on Foundations of Computer Science, Tucson, Arizona, USA, 7-9
November 1983, pages 76–82. IEEE Computer Society, 1983.

259



[50] G. David Forney. Concatenated codes. PhD thesis, Massachusetts Institute of
Technology, 1967.

[51] Ofer Gabber and Zvi Galil. Explicit constructions of linear-sized superconcentra-
tors. Journal of Computer and System Sciences, 22(3):407–420, 1981.

[52] Sumit Ganguly. Taylor polynomial estimator for estimating frequency moments.
In Automata, Languages, and Programming, volume 9134 of Lecture Notes in
Computer Science, pages 542–553. Springer, 2015.

[53] Sumit Ganguly and Graham Cormode. On estimating frequency moments of data
streams. In APPROX/RANDOM 2007, pages 479–493. Springer-Verlag, 2007.

[54] Phillip B. Gibbons. Distinct sampling for highly-accurate answers to distinct
values queries and event reports. In VLDB 2001, Proceedings of 27th International
Conference on Very Large Data Bases, September 11-14, 2001, Roma, Italy, pages
541–550. Morgan Kaufmann, 2001.

[55] Phillip B. Gibbons and Srikanta Tirthapura. Estimating simple functions on the
union of data streams. In SPAA, pages 281–291, 2001.

[56] David Gillman. A chernoff bound for random walks on expander graphs. SIAM
J. Comput., 27(4):1203–1220, August 1998.

[57] Naveen Goela, Emmanuel Abbe, and Michael Gastpar. Polar codes for broadcast
channels. In Proceedings of the 2013 IEEE International Symposium on Informa-
tion Theory, Istanbul, Turkey, July 7-12, 2013, pages 1127–1131, 2013.

[58] Dina Goldin and David Burshtein. Improved bounds on the finite length scaling
of polar codes. IEEE Trans. Information Theory, 60(11):6966–6978, 2014.
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