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Transformation and Multivariate Methods for Improving
Power in Genome-Wide Association Studies
Abstract
This dissertation proposes methods for improving power while maintaining valid
inference in genome-wide association studies (GWAS) of common, complex,
quantitative traits. Chapter 1 proposes association tests that incorporate the rank-based
inverse normal transformation (INT). In the direct approach, the phenotype itself is
transformed, whereas in the indirect approach, phenotypic residuals are transformed.
Since neither test is uniformly most powerful, these approaches are combined into an
adaptive INT-based omnibus test (O-INT). Chapter 2 proposes Surrogate Phenotype
Regression Analysis (Spray) for leveraging information from surrogate outcome to
improve inference on a partially missing target outcome. The target and surrogate
outcomes are jointly modeled within a bivariate normal regression framework.
Estimation in the presence of bilateral missingness is performed using the expectation
conditional maximization algorithm, and a Wald test for the total effect of genotype on
the target outcome is derived. Chapter 3 proposes Synthetic Surrogate Analysis (SSA)
for extending Spray to the setting of multiple candidate surrogates. Rather than directly
modeling the target outcome together with multiple surrogates, the candidate surrogates
are instead combined into a univariate summary measure, termed the synthetic
surrogate, which is jointly analyzed with the target outcome using the bivariate
framework. Combining multiple surrogates to predict the target outcome improves
power while maintaining computational tractability. All proposed estimation and
inference procedures have been implemented in publicly available R packages.
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Omnibus Inverse Normal Transformation
Based Association Test Improves Power in
Genome-Wide Association Studies of
Quantitative Traits

1.1

Abstract

Quantitative traits analyzed in Genome-Wide Association Studies (GWAS)
frequently have non-normal distributions. Despite its widespread use, standard
linear regression has reduced power and inflated type I error when applied to such
traits. Association testing procedures have often incorporated the rank-based Inverse Normal Transformation (INT) to mitigate departures from normality. Exist-

ing INT-based association tests may be classified into two types: direct approaches
(D-INT), in the which phenotype itself is transformed, and indirect approaches
(I-INT), in which phenotypic residuals are transformed. In this paper, we formally
describe the different INT-based association tests, and compare them with the
standard, untransformed association test (UAT). We discuss their assumptions,
underlying generative models, and connections. We show that, for non-normally
distributed quantitative traits, INT-based tests provide robust control of the type
I error, and have higher power than UAT. The relative powers of D-INT and IINT depend on the underlying data generating process. Since neither approach is
uniformly most powerful, we combine them into an adaptive, INT-based omnibus
test (O-INT). Our omnibus test is robust to model misspecification, protects the
type I error, and is well powered against a wide range of non-normal traits. In fact
O-INT is nearly as powerful as selecting D-INT or I-INT based on prior knowledge of the underlying data generating mechanism. We apply the proposed methods to GWAS of spirometry traits in the UK Biobank (UKB), recovering previous
reported loci and identifying novel associations.

1.2

Introduction

Linear regression is the standard method for analyzing quantitative traits in
Genome-wide Association Studies (GWAS). However, the operating characteristics of linear regression are sensitive to the underlying residual distribution. Many
complex, quantitative traits have markedly non-normal residuals. An example
is peak expiratory flow (PEF), a spirometry measurement whose distribution is
skewed and asymmetric, even on the log scale. The rank-based inverse normal
transformation (INT) is commonly applied during GWAS of non-normally distributed traits. In the direct, INT-based test (D-INT), the trait itself is transformed
prior to association analysis. In the indirect, INT-based tests (I-INT), the trait is
first regressed on covariates to obtain residuals, then the transformed residuals are
tested for association. In this paper, we formally define and systematically compare the direct and indirect approaches. We describe the data generating process
2

for which each approach is suited. We propose an adaptive, INT-based omnibus
test (O-INT) that robustly controls the type I error, and is well-powered across
the range of non-normal traits one is likely to encounter in practice.
Linear regression places few assumptions on the form of the residual distribution: in samples of sufficient size, only mean zero and finite variance are required.
However, inference in linear regression is sensitive to asymmetry (skew) and diffuseness (kurtosis) of the residual distribution. In the presence of non-normal
residuals, the statistical performance of linear regression is lacking. Specifically, in
modest samples, linear regression is susceptible to inflated type I error. Although
the type I error is better controlled in large samples, the sample sizes required to
achieve nominal control of the type I error at genome-wide significance levels are
often substantial. For instance, if a trait’s residual distribution is approximately
t with 3 degrees of freedom, then the sample size required for valid inference at
α = 10−6 exceeds 105 . Even when sample sizes are sufficiently large to protect the
type I error, the power of linear regression to detect associations with non-normal
traits diminishes rapidly as the residual distribution becomes increasingly skewed
or kurtotic. Transforming the outcome to increase residual normality generally
improves power.
Transformation of non-normal quantitative traits is a common practice in
GWAS [4, 59]. Although researchers often attempt to transform a trait such that
its marginal distribution is approximately normal [15], transformation can benefit the analysis even if normality is not achieved. The goal of transformation is to
obtain residuals that are more symmetric and concentrated around zero. By doing so, the sampling distribution of the association test statistics more quickly approaches its asymptotic limit. Transformations commonly used in GWAS include
the logarithm, the Box-Cox family, the warping transform, and the rank-based Inverse Normal Transform (INT). The logarithm has been applied to GWAS of neutrophil counts [54], plasma lipids [47], and pharmacokinetic coefficients [71].
The Box-Cox transformation has been applied to GWAS of vitamin D levels [2],
microbiome composition [10], and circulating F-cell proportion [9]. The BoxCox transformation includes the logarithm as a special case. Fusi and colleagues
3

[27] proposed a warping transformation consisting of a linear combination of
smooth step functions, and applied it to GWAS of metabolic traits. The Box-Cox
and warping transformations are both parametric, requiring the estimation of additional tuning parameters.
INT is a non-parametric mapping that replaces the sample quantiles by quantiles from the standard normal distribution. Regardless of its initial distribution,
the limiting distribution of a continuous phenotype after INT is standard normal.
INT-based tests may be classified into direct and indirect approaches. In the former approach, INT is applied directly to the phenotype, and the INT-transformed
phenotype is regressed on genotype and covariates. Covariates may include age,
sex, and adjustments for population structure, such as ancestry principal components (PCs). D-INT has been applied to GWAS of BMI [65], circulating lipids
[5], polysomnography signals [16], and many quantitative traits in the UK Biobank
[1]. In the latter approach, the phenotype is first regressed on covariates to obtain
residuals, then the INT-transformed phenotypic residuals are regressed on genotype, with or without adjustment for population structure. I-INT has been applied
to GWAS of gene expression [22, 25], serum metabolites [39], and spirometry
measurements [60]. However, the relative performance of D-INT versus I-INT
has not been studied in detail. For the non-normal quantitative traits encountered
in practice, it is unclear which of the these methods will more robustly control the
type I error, and which will provide better power. Neither have the connections
between D-INT and I-INT been systematically examined.
As discussed by Beasley and colleagues [6], the question of whether INTbased methods have desirable operating characteristics in the GWAS context has
not been critically evaluated. INT of the outcome in a regression model does not
guarantee correct model specification. This is because the standard linear model,
considered parametrically, assumes normality for the residuals, not for the outcome. If the observed trait were generated by non-linear transformation of a latent normal trait, then the optimal transformation would simply invert the original, non-linear transformation. Interestingly, if the generative transformation is
rank-preserving and the covariate effects are small, INT effectively provides the
4

inverse. For example, if the observed trait is generated by exponentiating a latent
normal trait, then the optimal transformation is the logarithm, yet D-INT of the
observed trait is fully efficient in large samples. In contrast, if the mean of the observed trait is linear in covariates, but its conditional distribution is non-normal,
then I-INT is asymptotically exact. In practice, the generative model for the trait
is seldom known. It is therefore desirable to have a transformation strategy that is
broadly applicable to quantitative traits, robustly effective for controlling for type
I error rate, well powered to detect true associations, and which does not require
parametric assumptions or tuning.
Here we present a systematic study of direct and indirect INT-based association tests, and provide recommendations on how to apply the INT in practice. We
begin by formally defining D-INT and I-INT, studying their underlying assumptions and connections. Our derivation of I-INT agrees with recent work recommending double adjustment for covariates during INT-based association testing
[67]. Through extensive simulations covering a range of non-normal phenotypes,
we compare D-INT and I-INT with the standard untransformed association test
(UAT). Our results show that the INT-based tests dominate the UAT in terms of
statistical size and power. Whereas the UAT was sensitive to non-normality, resulting in failure to consistently control the type I error, the INT-based tests were
robust. Even when the sample size was sufficient for the UAT to provide valid inference, the INT-based tests were considerably more powerful. However, the relative powers of D-INT and I-INT depend on the underlying data generating process, and neither approach was uniformly most powerful. D-INT performed best
against non-linear transformations of a latent normal trait. I-INT performed best
against traits with additive but non-normal residuals. Since the data generating
model underlying the trait is seldom known in practice, we next propose an adaptive Omnibus test (O-INT) that synthesizes the direct and indirect approaches.
O-INT robustly controls the type I error, and for any given trait is nearly as powerful as the more effective of D-INT and I-INT. We have implemented all candidate
INT-based tests (D-INT, I-INT, and O-INT) in the R package RNOmni.
We applied the UAT, D-INT, I-INT, and O-INT to GWAS of spirometry traits
5

in the UK Biobank [68]. To demonstrate the power advantage provided by OINT, we compare the results from the overall analysis (N ≈ 292K) with those
from a subgroup analysis (N ≈ 29K) among asthmatics. All associations identified by O-INT in the asthmatic subgroup were declared significant by UAT in
the overall analysis. Hence UAT and O-INT tests agree as to the importance of
these loci. However, the more-powerful O-INT test was able to detect them using only a fraction (9.7%) of the sample. In both the asthmatic subgroup and the
overall analysis, O-INT realized discovery gains over the UAT for all phenotypes.
Many of the top associations reported here have previously been associated with
lung-related traits in the GWAS catalogue [48], or are proximal to loci that have.
The remainder of this paper is structured as follows. In the methods section,
we present the UAT, formally define the INT, theoretically study the direct and
indirect INT-based tests, and describe the omnibus test. In the results section, we
present evidence from simulation studies that INT-based association tests dominate the UAT, and apply these tests to perform GWAS analysis of spirometry traits
using the UK Biobank. We conclude with a discussion of the implications of our
findings for GWAS of quantitative traits.

1.2

Material and Methods

1.2.1 Statistical Methods
Setting
Consider a sample of N independent subjects. For each subject, the following
data are observed: a continuous (quantitative) phenotype yi , genotype gi at the
locus of interest, and a vector xi of p covariates. In our data application, the phenotype yi is a spirometry measurement. Covariates may include an intercept, age,
sex, and genetic principal components (PCs). Let y denote the n × 1 vector of
sample traits, g the n × 1 vector of genotypes, and X the n × p covariate design
matrix.

6

Untransformed Association Test
The untransformed association test (UAT) is derived from the normal linear
model:
y = Xβ x + gβg + ϵ,

(1.1)

(
)
where ϵ is an n × 1 residual vector following ϵ ∼ N 0, σ2 I , βg is the effect of
genotype, and β x contains the regression coefficients for covariates. Define the error projection matrix, P x = I − X(X′ X)−1 X′ . The phenotypic residual ey = P x y
is the projection of y onto the orthogonal complement of the column space of X.
One can obtain the phenotypic residual by regressing the phenotype y on the covariates X according to the null model y = Xβ0,x + ε. The score statistic assessing
H0 : βg = 0 has a simple expression in terms of the error projection matrix P x :
T U = y′ P x g( g′ P x g)−1 g′ P x y/σ2 .

(1.2)

The Wald statistic assessing H0 : βg = 0 takes the same form as (1.2). The
difference between the Wald and score statistics lies in how the residual variance σ2
is estimated. For computational efficiency, we adopt the score test, in which the
residual variance is estimated under the null hypothesis. This allows us to reuse
the same estimate of σ2 for association testing at each locus in the genome. Under
H0 : βg = 0, an unbiased estimate of σ2 is given by:
σ̂2 =

e′y ey
n− p

=

y′ P x y
,
n− p

(1.3)

and the UAT score statistic T U in (1.2) follows a χ21 distribution. If the normal
residual assumption is relaxed to allow for an arbitrary distribution with mean zero
and finite variance σ2 , then for increasing sample size, T U still follows an asymptotic χ21 distribution. Consequently, for any continuous trait with constant residual variance, including those with non-normal residual distributions, standard inference using the UAT is eventually valid in samples of sufficient size. However,
7

the sample size needed will depend on the skew and kurtosis of the trait, and may
be impractically large. Moreover, as we will show, even in samples of sufficient size
for valid inference, the UAT is generally subject to loss of power.
Rank-Based Inverse Normal Transformation
The rank-based inverse normal transformation (INT) is a non-parametric mapping from the sample quantiles to the quantiles of the standard normal distribution. INT is applicable to observations from any (absolutely) continuous distribution. The process may be broken into two steps. In the first, the observations
are replaced by their fractional ranks. This is equivalent to transforming the observations by their empirical cumulative distribution function (ECDF) F̂(·). If ω is
any continuous random variable whose cumulative distribution function is Fω (·),
then the transformed random variable U = F(ω) is uniformly distributed [17].
Since the empirical process F̂(·) converges uniformly to F(·), in samples of sufficient size, Û = F̂(ω) is uniformly distributed. After transformation by the ECDF,
the observations reside on the probability scale. In the next step, these probabilities are mapped to Z-scores using the probit function Φ−1 (·), which is the quantile
function of the standard normal distribution. If U is uniformly distributed, then
Φ−1 (U) follows the standard normal distribution [17]. Consequently, in large
]
[
samples, INT(ω) = Φ−1 F̂(ω) = Φ−1 (Û) follows the standard normal distribution.
In practice, an offset is introduced when converting the observations to fractional ranks. This offset ensures that all fractional ranks are strictly between zero
and one, which in turn guarantees that all Z-scores are finite after probit transformation. Suppose that a continuous measurement ωi is observed for each of the N
subjects. The modified INT is:
[
INT(ωi ) = Φ

−1

]
rank(ωi ) − c
,
n + 1 − 2c

(1.4)

where c ∈ [0, 1/2] is the offset. Standard software uses c = 3/8, which is referred
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to as the Blom offset [6]. We adopt this value hereafter. Since other choices for c
lead to Z-scores that are nearly linear transformations of one another, the choice
of offset is considered immaterial [36].
Direct Inverse Normal Transformation (D-INT)
In Direct INT (D-INT), the transformation is applied directly to the phenotype. In this section, we first present D-INT test, then discuss the underlying data
generating process and approximations. The association model underlying D-INT
is:
INT(y) = Xβ x + gβg + ϵD ,

(1.5)

(
)
where ϵ D ∼ N 0, σ2D I . Comparison of (1.5) with (1.1) reveals that the only difference from UAT is the replacement y by INT(y). The resulting D-INT score
statistic T D for assessing H0 : βg = 0 takes the form:
T D = z′ P x g(g′ P x g)−1 g′ P x z/σ2D ,

(1.6)

where z = INT(y). The score statistic in (1.6) is immediately comparable to (1.2),
replacing y by z and σ2 by σ2D . The residual variance from the D-INT model (1.5)
is estimated as:
σ̂2D =

z′ P x z
.
n− p

A p-value is assigned to T D using the χ21 distribution.
D-INT is adapted for data generating processes of the form:
)
(
y = h Xβ x + gβg + ϵD∗ ,

(1.7)

where ϵD∗ ∼ N(0, σ2D I), h(·) is a monotone (i.e. rank-preserving), non-linear
transformation. An example is the log-normal phenotype, for which h(t) = exp(t).
Under this data generating process, there exists a latent normally distributed out9

come y∗ = Xβ x + gβg +ϵD∗ of which the observed phenotype is a non-linear transformation y = h(y∗ ). When h(·) is non-linear, the regression equation E[yi |xi , gi ]
is also non-linear, and the residuals ϵD∗ have non-additive effects. However, there
exists a transformed scale on which the mean model is linear and has additive normal residuals, namely h−1 (y) = Xβ x + gβg + ϵD . Under the H0 : βg = 0, the
efficient score for βg is:
Ũβg =

1 ′
g P x h−1 (y).
σ2D

Under the data generating process in (1.7), the conditional distribution of the
∗
∗
∗
transformed scale residual ϵD,i
= h−1 (y)−x′i β x −gi βg is Fϵ (ϵD,i
|xi , gi ) = Φ(ϵD,i
/σD ).
D-INT makes the approximation:
−1
INT(yi ) = Φ−1 [F̂y (yi )] ≈ σ−1
D h (yi ),

where F̂y (·) is the ECDF for the marginal distribution of the observed phenotype
Fy (·). The marginal CDF is related to the conditional CDF via:
∫
Fy (yi ) =
=

∫

F(yi |xi , gi )dF(xi , gi )
}
{
−1
′
β
−
g
β
]
dF(xi , gi ),
[h
(y)
−
x
Φ σ−1
x
i
g
i
D

(1.8)

where F(xi , gi ) is the joint CDF of xi and gi . The empirical counterpart to the
marginal-conditional relationship in (1.8) is:
}
1∑
1 ∑ { −1 −1
F̂y (yi |xi , gi ) =
Φ σD [h (yi ) − x′i β x − gi βg ] .
n i=1
n i=1
n

F̂y (yi ) =

n

−1
Under the strong H0 : (β x = 0) and (βg = 0), F̂y (·) converges to Φ{σ−1
D h (yi )}.
Thus, under the strong null, the D-INT approximation INT(yi ) = Φ−1 [F̂y (yi )] ≈
h−1 (yi ) is asymptotically exact. Under the standard H0 : βg = 0, the D-INT
approximation is accurate when β x is small.
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Indirect Inverse Normal Transformation (I-INT)
In Indirect INT (I-INT), the phenotype is first regressed on covariates to obtain residuals, then the INT-transformed phenotypic residuals are regressed on
genotype. Since INT is non-linear, after transformation the phenotypic residuals
are no longer orthogonal to covariates. Thus, secondary adjustment for covariates has been recommended [67]. In this section, we first consider the generative
model and approximations underlying I-INT, then present the testing procedure.
To develop the I-INT, consider the data generating process:
y = Xβ x + gβg + ε,

(1.9)

where the εi ∼ Fε follow an arbitrary continuous residual distribution with mean
zero and constant finite variance. Under (1.9), F(yi |xi , gi ) = Fε (yi − x′i β x −gi βg ).
Under the strong null H0 : (β x = 0) and (βg = 0), the data generating processes
in (1.5) and (1.9) are equivalent.
Letting fε (·) = ∂Fε /∂ε(·) denote the residual density, the model log likelihood is:
ℓ(βg , β x ) = ln fε (y − Xβ x − gβg ).
We obtain a profile likelihood for βg by observing that, for any residual distribution
Fε , the ordinary least squares estimate β̃ x = (X′ X)−1 X′ (y − gβg ) is consistent for
β x . Thus, a profile likelihood for βg can be consistently estimated by:
[
]
ℓ p (βg ) = ℓ(βg , β̃ x ) = ln fε P x (y − gβg ) .
Letting Uε (·) = ∂ℓ(·)/∂ε, a consistent estimate of the efficient score of βg is:
[
]
Ũβg = g′ P x Uε P x (y − gβg ) .
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Under H0 : βg = 0, the efficient score of βg is consistently estimated by:
(
)
Ũβg = g′ P x Uε P x y .

(1.10)

Recall that ey = P x y denotes the phenotypic residual, which is the projection of
y onto the orthogonal complement of the column space for X, and is the residual
after regressing y on X. Equation (1.10) corresponds to the efficient score for βg
from the model:
ey = Xα x + gβg + ε,

(1.11)

where the residual ε again follows an arbitrary distribution Fε (·) with mean zero
and finite variance. Since ey resides in the error space of X, the OLS estimate of α x
in (1.11) is α̃ x = 0. In a similar manner, let eg = P x g denote the genotypic residual, which is the projection of g onto the orthogonal complement of the column
space of X, and can be obtained by regressing the genotypes g on the covariates
X according to the model g = Xγ x + εg .
Equation (1.10) is also the score for βg from the model by regressing the phenotypic residual ey on the genotypic residual eg as in:
ey = eg βg + ε,

(1.12)

Under the null hypothesis H0 : βg = 0, model (1.11) with α x evaluated at its least
square estimator α̃ x = 0 and model (1.12) both reduce to ey = ε, which implies
that:
F(yi |xi , gi ) = Fε (yi − x′i β x ) = Fε (εi ).
Applying the probit transformation to both sides gives the identity Φ−1 {Fy (yi |xi , gi )} =
Φ−1 {Fε (ε)}, whose finite sample analogue is:
( )
·
INT(ey ) = INT(ε) ∼ N 0, I .
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(1.13)

The conclusion in (1.13) holds under the standard H0 : βg = 0 for any β x and
any residual distribution Fε (·). This motivates the I-INT association model, in
which the transformed phenotypic residual ey is regressed on the genotypic residual according to the model:
INT(ey ) = eg βg + ϵI ,

(1.14)

(
)
where ϵI ∼ N 0, σ2I I . Comparing (1.14) with (1.13), the I-INT model is exact
under the null hypothesis H0 : βg = 0. Model (1.14) effectively adjusts for covariates twice: once during regression of y on X to obtain the phenotypic residual
ey , and again during regression of g on X to obtain the genotypic residual eg .
Using the equivalence between (1.11) and (1.12), one can alternatively fit the
I-INT model by regressing the transformed phenotypic residual ey on both genotype and covariates according to the model:
INT(ey ) = Xα x + gβg + ϵI .

(1.15)

This procedure is in agreement with recent recommendations to adjust for covariates twice during INT-based association testing [67]. Under the H0 : βg = 0,
the (efficient) score from models (1.14) and (1.15) is
Uβg =

1
1 ′
e INT(ey ) = 2 g′ P x INT(P x y).
2 g
σI
σI

(1.16)

Moreover, the score in (1.16) is asymptotically exact regardless of the form of
Fε (·). The resulting I-INT test statistic for testing H0 : βg = 0 takes the form:
T I = z̃′ P x g( g′ P x g)−1 g′ P x INTz̃/σ2I ,

(1.17)

where z̃ = INT(P x y). Comparison of (1.17) with (1.2) reveals that the only differences are the replacements y by z̃ and σ2 by σ2I . The residual variance from the
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I-INT model (1.14) under the null is:
σ̂2I =

z̃′ z̃
= 1.
n

Omnibus Inverse Normal Transformation Test (O-INT)
As shown in the simulation studies, both D-INT and I-INT robustly control
the type I error across a spectrum of non-normally distributed traits. However,
neither D-INT nor I-INT is uniformly most powerful. Rather, their powers depend on the underlying data generating mechanism, which is seldom known in
practice. It is therefore of substantial interest to provide a test that is broadly well
powered and robustly controls the type I error, regardless of the trait distribution
and the underlying data generating process. Our proposed omnibus test synthesizes the D-INT and I-INT approaches to achieve this goal.
To construct the omnibus statistic, we apply the Aggregated Cauchy Association Test (ACAT), in which the p-values from related hypothesis tests are converted to Cauchy random deviates then combined [43, 44]. The CDF and inverse
CDF of the standard Cauchy distribution are:
FC (t) =

{
}
FC−1 (u) = tan π(u − 0.5) .

1 1
+ arctan(t),
2 π

By odd parity of the tangent function:
{
}
{
}
−FC−1 (u) = − tan π(u − 0.5) = tan π(0.5 − u) .
Let pD and pI denote the p-values from D-INT and I-INT. Define the O-INT test
statistic as:
}
1 { −1
FC (pD ) + FC−1 (pI )
2
{
}
{
})
1(
=
tan π(0.5 − pD ) + tan π(0.5 − pI ) .
2

TO = −

(1.18)

Under the null hypothesis, pD and pI are each uniformly distributed. Thus, FC−1 (pD )
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and FC−1 (pI ) are standard Cauchy random variables. Since the Cauchy distribution is symmetric and closed with respect to convolution, the omnibus statistic
T O = −{FC−1 (pD ) + FC−1 (pI )}/2 is again standard Cauchy, even though pD and pI
are, in general, positively correlated. Based on this fact, we can calculate a p-value
for the O-INT statistic (1.18) according to:
pO = P[T O > tO ] = 1 − FC (tO ) =

( )
1 1
− arctan tO ,
2 π

where tO is the observed value of T O .
1.2.2 Simulation Studies
Extensive simulations were conducted to evaluate the statistical size (i.e. type
I error) and power of the UAT and three INT-based association tests (D-INT, IINT, and O-INT). Size simulations were conducted using a data generating process in which genotype had no effect on the phenotype. Power simulations were
conducted such that the proportion of phenotypic variation explained (PVE) by
genotype was 0.5%.
Genotypes at loci on chromosome one were randomly sampled from the UK
Biobank. The population of subjects whose genotypes were sampled is described
in the data application section. Simulated covariates included age and sex. Age
was drawn from a gamma distribution with mean 50 and variance 10. Sex was
drawn from a Bernoulli distribution with proportion 1/2. To emulate population
structure, the top 3 PCs of the empirical genetic relatedness matrix were included
among covariates.
For size simulations, a subject-specific linear predictor ηi was generated as ηi =
x′i β x . For power simulations, the linear predictor also included a contribution
from genotype. Population regression coefficients were drawn independently on
each simulation replicate from normal distributions with mean zero. The variance
was tuned such that the PVE by age and sex was 20%, and the PVE by PCs was 5%.
Note that the PVE by PCs was sufficiently large to substantially inflate the type I
error if any PC were omitted from the linear predictor.
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We considered multiple mechanisms for generating non-normal, quantitative
traits. Broadly, these belonged to two categories: models with additive residuals, as in yi = ηi + ϵi , and non-linear transformations of such models, as in yi =
h(ηi + ϵi ), where h(·) is a non-linear activation function. Here, we report on four
representative traits; three models with additive residuals, and one model with
multiplicative residuals. The additive models were: (1) a reference trait, generated by adding standard normal residuals to the linear predictor; (2) a skewed
trait, generated by adding χ21 residuals to the linear predictor; and (3) a kurtotic
trait, generated by adding t3 residuals to the linear predictor. In all cases, the residual distribution was centered and scaled to have mean zero and unit variance. For
the multiplicative model, a log-normal phenotype was generated by adding standard normal residuals to the linear predictor then exponentiating. Specifically,
yi = exp(ηi + ϵi ), where ϵi ∼ N(0, 1).
Size
For size simulations, a linear predictor of the following form was generated for
each subject:
ηi = Agei βA + Sexi βS + PC1,i β1 + PC2,i β2 + PC3,i β3 .
Since the linear predictor ηi included no contribution from genotype, the null
hypothesis of H0 : βg = 0 was in fact true. The number of simulation replicates needed to accurately characterize the type I error increases as the significance level α decreases. To obtain estimates of the type I error accurate to at
least α = 10−6 , R = 108 simulation replicates were performed. Samples sizes of
n ∈ {103 , 104 , 105 } were evaluated. On each simulation replicate, a block of 104
contiguous loci randomly was selected for association testing. The four phenotypes (normal, skewed, kurtotic, and log-normal) were generated independently
for each subject. All loci in the block were individually tested for association with
each phenotype using all four methods (UAT, D-INT, I-INT and O-INT), and the
p-values were recorded. Size at level α = 10−6 was estimated as the proportion of
16

p-values less than or equal to α.
Power
For power simulations, the subject-specific linear predictors included a contribution from genotype:
ηi = gi βg + Agei βa + Sexi β s + PC1,i β1 + PC2,i β2 + PC3,i β3 .
Statistical power depends on the magnitude of the effect size βg , the sample
size n, and the significance level α. The effect size was simulated as a random effect such that the PVE by genotype was 0.5%. Samples size of n ∈ {103 , 104 }
were evaluated at significance level α = 10−6 . Under these configurations, the
power of the UAT to detect the association with the normal phenotype at sample
size n = 104 was around 50%. Power was estimated across R = 106 simulation
replicates. On each replicate, a randomly selected locus served as the causal locus.
The four phenotypes (normal, skewed, kurtotic, and log-normal) were generated
independently for each subject. The causal locus was tested for association with
each phenotype using all four methods (UAT, D-INT, I-INT, O-INT), and the pvalues were recorded. Power at level α = 10−6 was estimated as the proportion
of p-values less than or equal to α. The non-centrality parameter was estimated by
transforming the p-values to χ21 random variables, then taking the average minus
one.
1.2.3 UK Biobank Application
We conducted genetic association analyses of spirometry phenotypes among
subjects from the UK Biobank (UKB). As detailed elsewhere [3, 68], the UKB is
a prospective cohort study of over 500K subjects recruited from across the United
Kingdom between 2007 and 2010. Participants aged 40 to 69 agreed to provide
bio-specimens (blood, urine, saliva), undergo physical examinations, and complete health and lifestyle questionnaires. To mitigate confounding due to popu-
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lation structure, our study population was restricted to N = 337, 536 unrelated
subjects of white, British ancestry. Individuals who had withdrawn consent were
excluded.
Spirometry measurements were recorded using a Vitalograph Pneumotrac 6800.
As described on the UKB Portal [52], participants were asked to record up to three
blows, each lasting for at least 6 seconds, within a period of about 6 minutes. The
phenotypes of primary interest were forced expiratory volume in 1 second (FEV1,
UKB field: 3063), forced vital capacity (FVC, UKB field: 3062), and the peak
expiratory flow (PEF, UKB field: 3064). The ratio of FEV1 to FVC was taken
(FEV1/FVC), and the logarithm of PEF was taken (lnPEF) to reduce skew. Subjects lacking spirometry measurements were removed (N = 29, 617), as were
subjects who had smoked (N = 3, 878), used an inhaler (N = 2, 249), or used
caffeine (N = 6, 431) within 1 hour prior to measurement.
Covariates included age, sex, BMI, and height. Among the subjects with
spirometry data, age and sex were available for everyone, while those missing either BMI (N = 4, 381) or height (N = 299) were removed. The overall analysis consisted of N = 291, 729 subjects meeting all inclusion criteria. A subgroup analyses was conducted among subjects with physician diagnosed asthma
(N = 28, 589), as reported in UKB field 6152.
UKB genotyping and quality control protocols are documented online [51].
Briefly, genotypes for all subjects were ascertained using either the Affymetrix UK
BiLEVE Axiom array, or the Affymetrix UK Biobank Axiom array. Among the
subjects included in our overall analysis, 88.2% were genotyped using the Biobank
platform. During quality control, genotype was set to missing for loci that exhibited unexpected differences in allele frequency across genotyping batches. To reduce both the computational burden and the risk of spurious associations, we focused on the approximately 800,000 directly genotyped, as opposed to imputed,
loci. Of these, our analysis included 360,761 autosomal SNPs with a sample minor
allele frequency exceeding 5%, and a per locus missingness of less than 10%.
Genetic association analyses were implemented in R [69] using the RNOmni
package. The association model adjusted for age, sex, BMI, two orthogonal poly18

nomials in height, genotyping array (UKB field: 22000), and the top 20 population structure PCs (UKB field: 22009). Each locus was tested individually for association with the four spirometry phenotypes (FEV1, FVC, FEV1/FVC, lnPEF).
The results were greedily ‘clumped’ in PLINK (1.90) [57] using a 1000 kb radius
at an r2 threshold of 0.2. To evaluate the presence of residual confounding, LD
score regression (LDSC) [13] was performed in Python using ldsc [12]. LD
scores were calculated using all unrelated subjects of white, British ancestry.

1.3

Results

1.3.1 Simulation Studies
We conducted extensive simulations comparing the statistical size and power
of the INT-based tests (D-INT, I-INT, O-INT) with those of the untransformed
association test (UAT). Each test was evaluated with respect to four independent
phenotypes. The phenotype with additive normal residuals provided a baseline
against which all tests were expected to perform well. The remaining three phenotypes were simulated to illustrate the primary ways in which the residual distribution of a quantitative trait might deviate from normality. Relative to normal residuals, the phenotype with additive χ21 residuals exhibited excess skew, while the phenotype with additive t3 residuals exhibited excess kurtosis. For these phenotypes,
the standard linear model assumed by the UAT is correctly specified. However,
the excess residual skew and kurtosis affect the rate at which the sampling distribution of the test statistic approaches its theoretical limit, and hence the finite sample operating characteristics. Finally, a heavily skewed log-normal phenotype was
generated by exponentiating a latent normal phenotype. In this case, the residuals
act on the observed phenotype in a multiplicative, rather than an additive, fashion.
As such, the standard linear model is in fact misspecified, regardless of the sample
size.
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Size Simulations
The uniform QQ plots in Figure (1.3.1) summarize the distribution of p-values
at sample size N = 103 for each combination of phenotype (row) and association
test (column). All association tests performed well against the normal phenotype
(row 1), providing uniformly distributed p-values. The same was observed for increasing sample size N ∈ {104 , 105 } (see Figures 1.3.2,1.3.3). The UAT (column
1) exhibited inflated type I error against the non-normal phenotypes. Inflation was
most severe at sample size N = 103 , and attenuated with increasing sample size.
In contrast, the INT-based tests provided valid p-values when applied to the nonnormal phenotypes, even at sample size N = 103 . D-INT maintained the type
I error well across all the scenarios, while the I-INT exhibited slight deflation in
the case of the log-normal phenotype. Deflation was ameliorated with increasing
sample size.
UAT incurred the most inflation against the log-normal (Figure 1.3.1, row 4).
This is likely because the standard linear model is misspecified for a phenotype in
which the residuals have multiplicative rather than additive effects. Among INTbased tests, I-INT exhibited slight deflation against the log normal phenotype.
This is again likely due to model misspecification. However, unlike inflation, deflation of the p-values does not invalidate inference, but merely results in a conservative type I error rate. In contrast, p-values from D-INT and O-INT were
uniformly distributed. The former observation is expected as D-INT model more
nearly specifies the log-normal data generating mechanism.
For the skewed χ21 phenotype (Figure 1.3.1, row 2), the UAT exhibited inflation at sample size N = 103 , while the INT-based tests effectively maintained the
type I error. By sample size N = 104 , all methods performed well. For kurtotic t3
phenotype (Figure 1.3.1, row 3), the UAT again exhibited inflated at sample size
N = 103 , and the inflation was still evident at sample size N = 104 , notwithstanding the fact that the UAT is correctly specified for this phenotype. The INT-based
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Figure 1.3.1: Simulation Studies of the Type I Error Rate at Sample Size
N = 103 across R = 108 Simulation Replicates. Rows correspond to different phenotype distributions. The first is normal, the second skewed (χ21 ), the
third kurtotic (t3 ), and the fourth log-normal. Columns correspond to different association tests. The first is the untransformed association test (UAT),
the second is the direct inverse normal transformation (D-INT), the third is
indirect INT (I-INT), and the fourth column is omnibus INT (O-INT).

methods performed well against the t3 phenotype at all sample sizes.
Size estimates at α = 10−6 and sample sizes N ∈ {103 , 104 , 105 }, across 108
simulation replicates, are presented in Table (1.3.1). For all non-normal phenotypes, the UAT has substantially inflated type I error at sample size N = 103 . This
includes the skewed χ21 and kurtotic t3 phenotypes, for which the UAT should provide asymptotically valid inference. Although the type I error rate approached its
nominal level with increasing sample size, for the kurtotic and log-normal phenotypes the UAT still exhibited excess type I error at N = 105 . For the non-normal
phenotypes, D-INT generally provided nearly the nominal type I error, while IINT was slightly conservative. Note, however, that this does not imply I-INT is
less powerful (see below). For all phenotypes and sample sizes considered, the
omnibus test provided nominal control of the type I error.
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Figure 1.3.2: Simulation Studies of the Type I Error Rate at N = 104 across
R = 108 Simulation Replicates. Rows correspond to different phenotype
distributions. The first is normal, the second skewed (χ21 ), the third kurtotic
(t3 ), and the fourth log-normal. Columns correspond to different association
tests. The first is the untransformed association test (UAT), the second is
the direct inverse normal transformation (D-INT), the third is indirect INT
(I-INT), and the fourth column is omnibus INT (O-INT).
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Figure 1.3.3: Simulation Studies of the Type I Error Rate at N = 105 across
R = 108 Simulation Replicates. Rows correspond to different phenotype
distributions. The first is normal, the second skewed (χ21 ), the third kurtotic
(t3 ), and the fourth log-normal. Columns correspond to different association
tests. The first is the untransformed association test (UAT), the second is
the direct inverse normal transformation (D-INT), the third is indirect INT
(I-INT), and the fourth column is omnibus INT (O-INT).
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Table 1.3.1: Simulation Studies of the Empirical Size (×106 ) at α = 10−6
across R = 108 Simulation Replicates. Size simulations were conducted under
the null hypothesis of no genetic effects. Each association test was applied
to each phenotype at sample sizes ranging from N = 103 to N = 105 . The
phenotypic means depended on an intercept, age, sex, and 3 genetic principal
components.

Sample Size
N = 10 N = 104 N = 105
3

Phenotype

Test

Normal
Normal
Normal
Normal

UAT
D-INT
I-INT
O-INT

1.04
0.84
0.97
0.91

0.93
0.87
0.93
0.93

1.03
1.02
1.00
0.99

Skewed
Skewed
Skewed
Skewed

UAT
D-INT
I-INT
O-INT

8.03
1.20
0.67
1.10

1.87
1.10
0.84
1.01

1.43
1.05
0.89
0.98

Kurtotic
Kurtotic
Kurtotic
Kurtotic

UAT
D-INT
I-INT
O-INT

15.89
0.94
1.00
0.96

5.54
0.91
0.88
0.90

3.12
0.95
1.00
0.97

Log-Normal
Log-Normal
Log-Normal
Log-Normal

UAT
D-INT
I-INT
O-INT

59.34
0.74
0.40
0.55

11.01
1.02
0.40
0.74

7.52
1.02
0.43
0.76
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Power Simulations
Figure (1.3.5) presents the power for sample size N = 104 and α level 10−6 , as
well as the relative efficiency of the INT-based tests to the UAT. Relative efficiency
was calculated as the ratio of the χ2 non-centrality parameters. This performance
metric has the advantage of not depending on either the particular sample size or α
level examined. For all phenotypes, the proportion of variation explained (PVE)
by genotype at the causal locus was 0.5%. The UAT is theoretically most powerful
for detecting associations with the normal phenotype. However, the INT-based
tests were fully efficient, achieving a relative efficiency of one. Despite having inflated type I error under the null hypothesis, the UAT was consistently least powerful for detecting true associations with the non-normal phenotypes. Since, for
these phenotypes, the relative efficiencies of the INT-based tests always exceeded
one, this conclusion is expected to extend across sample sizes and significance
thresholds. For the log normal phenotype, D-INT was most powerful, achieving
twice the efficiency of the UAT. For this phenotype, the log transform is theoretically optimal. Since the log transform maps the log normal phenotype to a normal
phenotype, the power of the log transform against the log normal phenotype is
identically the power of the UAT against the normal phenotype. Comparing the
power of D-INT against the log normal phenotype with that of UAT against the
normal phenotype, we observe that D-INT attains optimal power.
For the skewed χ21 phenotype, I-INT was most powerful, achieving over 6
times the efficiency of the UAT, and over twice the efficiency of D-INT. For the
kurtotic t3 phenotype, the efficiency gain provided by the INT-based tests were
more modest yet still noteworthy, at 53% for the I-INT and 38% for D-INT. By synthesizing D-INT and I-INT, the omnibus approach (O-INT) aims to provide a test
that is well powered regardless of the phenotype’s generative model. The power
and relative efficiency of O-INT were intermediate between those of D-INT and
I-INT. Since O-INT is a compromise between two complementary methods, it
cannot be expected to attain optimal efficiency. However, for all phenotypes, the
efficiency of O-INT was within 2% of the most efficient test considered. Thus, O-
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INT achieves robustness to the underlying data generating mechanism with little
to no loss of efficiency.

Figure 1.3.4: Simulation Studies of Power Size N = 103 across R = 106
Simulation Replicates. The proportion of phenotypic variation explained
by genotype is 0.5%. Power is the proportion of null hypothesis correctly
rejected at α = 10−6 .

26

Figure 1.3.5: Simulation Studies of Power and Relative Efficiency at Sample Size N = 104 across R = 106 Simulation Replicates. The proportion of
phenotypic variation explained by genotype is 0.5%. Top is power, the proportion of null hypothesis correctly rejected at α = 10−6 . Bottom is relative
efficiency, as the ratio of non-centrality parameters, which is independent of
sample size and α level. Gray is the UAT, blue the D-INT, yellow the I-INT,
red the O-INT. Within figures, from left to right, the first phenotype has
normal residuals; the second phenotype has χ21 ; the third phenotype has t3
residua; the log of the fourth phenotype has normal residuals.
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Run Time Analysis
We compared the computational complexity of INT-based test with UAT,
which has the same computational cost as standard linear regression. Figure
(1.3.6) plots the median CPU time for performing 102 association tests, across
103 simulation replicates, on log-log scale. The run times for the UAT and D-INT
are nearly identical, the only additional cost of the latter begin the time required for
the INT itself. The run time for I-INT, which must perform two linear regressions,
is slightly increased, at approximately 1.8× that of UAT. Finally, the run time of OINT, which applies both D-INT and I-INT internally, is approximately 3.0× that
of UAT. Importantly, however, the run time for all association tests implemented
in the RNOmni package scales linearly with sample size, which is the same rate
as standard linear regression. Consequently, it is feasible to apply these methods
for association testing in cohorts on the scale of UK Biobank. For example, applying O-INT to 106 loci in a cohort of N = 5 × 105 subjects required around
28 CPU hours. RNOmni provides the option of distributing the run time across
cores working in parallel.
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Figure 1.3.6: Median Run Time for 102 Association Tests across R = 103
Simulation Replicates as a Function of Sample Size N. The computational
cost of UAT, which is based on standard linear regression, scales linearly in
sample size. These results demonstrate that the computational costs of the
INT-based association tests scale at the same rate.
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1.3.2 Spirometry GWAS in UK Biobank Data
We performed GWAS of the following spirometry traits using subjects from
the UK Biobank: forced expiratory volume (FEV1), forced vital capacity (FVC),
the ratio of FEV1 to FVC (FEV1/FVC), and the logarithm of peak expiratory
flow (lnPEF). The regression model adjusted for an intercept, age, sex, BMI, two
polynomials in height, genotyping array, and 20 genetic PCs. By conditioning on
the heritable covariates BMI and height, our analyses estimate the direct effect of
genotype on the spirometry trait, excluding any contribution mediated by BMI or
height. Results from the INT-based tests are compared with those from the UAT,
in the overall sample (N = 291, 729) and in the subgroup of asthmatic subjects
(N = 28, 589).
Each spirometry trait exhibited residual non-normality after regression on covariates. QQ plots comparing the residuals with the standard normal distribution
are shown in Figure (1.3.7). For FEV1, the central 98% of the residual distribution
was approximately normal. However, there was an excess of positive outliers (kurtosis: 23.4). These subjects had higher FEV1 than expected under normal residual
variation. FVC was tightly correlated with FEV1 (Spearman’s rho: 0.94). Consequently, the residual distribution of FVC mirrored that of FEV1, although the kurtosis was more extreme (kurtosis: 278). In contrast to the component measurements, the FEV1/FVC residuals were negatively skewed (skewness: -1.5), with
primarily negative outliers. These subjects had lower FEV1, relative to their FVC,
than expected under normal residual variation. The residual distribution of lnPEF
was least normally distributed. Although lnPEF was only modestly correlated with
FEV1/FVC (Spearman’s rho: 0.24), the residuals distributions deviated from normality in qualitatively similar ways. The lnPEF residuals exhibited negative skew
(skewness: -4.6), and excess kurtosis (kurtosis: 22.6).
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Figure 1.3.7: Normal Quantile-Quantile Plots for Spirometry Traits in the
UK Biobank (N = 292K). Each trait was regressed on covariates, including
age, sex, height, genotyping array, and genetic PCs, to obtain residuals.
Residual Z-scores (vertical) are compared with the quantiles of the standard
normal distribution. Departure from the diagonal indicates non-normality
of the residual distribution.

Distribution of Association p-values
The QQ plots for the association p-values from GWAS of the spirometry are
presented in Figure (1.3.8). These p-values were obtained by applying UAT and
the INT-based association tests across 360,761 directly genotyped, common variants having a sample minor allele frequency of at least 5%. In all cases, the observed distribution of p-values differs dramatically from the uniform. Candidate
explanations for the excess of small p-values include: (a) residual confounding of
the genetic effect due to population structure; (b) failure of the testing procedure
to control the type I error for the observed residual distributions; and (c) true
polygenicity, or the presence of many non-zero genetic effects. In the following,
we scrutinize these explanations in turn, demonstrating that neither population
structure nor excess type I error provide satisfactory explanations for the apparent
inflation of p-values.
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Figure 1.3.8: Distribution of p-values from Association Testing with Lung
Function in the UK Biobank (N = 292K). Genotypes at 361K loci with
common minor alleles were included. First column is the untransformed
association test (UAT); second column is the direct inverse normal transformation (D-INT); third column is indirect INT (I-INT); fourth column is
omnibus INT (O-INT). First row is forced expiratory volume (FEV1); second row is forced vital capacity (FVC); third row is the FEV1/FVC ratio;
fourth row is the logarithm of peak expiratory flow (lnPEF).

Scatter plots comparing the first four genetic PCs of subjects included in the
overall spirometry GWAS are presented in Figure (1.3.9). Each PC has been centered and scaled to have mean zero and unit variance. Separation of the subjects
into distinct clusters would suggest the presence of related subgroups within the
sample. Confounding would arise if these subgroups of genetically similar subjects
shared common environmental exposures that influenced their spirometry traits.
However, as expected from the ancestral homogeneity of the study population,
there is no visual evidence for population stratification.
The intercept from LD score regression (LDSC) assesses inflation of the association test statistics due to confounding bias [13]. Briefly, in LDSC the test
statistic for each locus is regressed on a local measure of linkage disequilibrium.
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Figure 1.3.9: Genetic Principal Components among UK Biobank Subjects
included in the Lung Function GWAS (N = 292K). The GWAS included
unrelated subjects of white British ancestry, who had complete spirometry
and covariate information, and who had not smoked or used an inhaler or
caffeine within 1h of ascertainment. The genetic PCs were centered and
scaled to place their values within a common range. The PC distributions
within the asthmatic subgroup were similar.

An intercept exceeding one suggests inflation, whereas an intercept falling below
one suggests deflation. The results from applying LDSC in the overall sample are
presented in Table (1.3.2), and the results for the asthmatic subgroup are presented
in Table S1. In the asthmatic subgroup, the UAT had intercepts near the reference
value of one, while the INT-based tests exhibited slight deflation. In the overall
sample, all tests exhibited significant deflation. Generally, the deflation of UAT
and D-INT was comparable, while that of I-INT was most pronounced. Overall,
LDSC provided no evidence for inflation of the test statistics due to confounding
bias, and in fact suggested that our analyses were somewhat conservative. Despite
of slight deflation of INT-based analyses, as shown in the results below, these tests
were substantially more powerful than the UAT.
Since we found no evidence of confounding due to population structure, under the null hypothesis of no genetic effects, the marginal distribution of each
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Table 1.3.2: LD Score Regression (LDSC) Analysis of Z-scores form Association Testing with Lung Function in the UK Biobank (N = 292K). LD scores
were calculated within the UK Biobank, and LDSC was performed using
summary statistics from association testing at all 361K loci with common
minor alleles. An LDSC intercept significantly exceeding 1 is indicative of
residual confounding. An estimate of the additive heritability h2 explained
by loci in the analysis is also provided.

h2

SE(h2 )

0.02
0.02
0.02
0.02

0.24
0.25
0.27
0.27

0.01
0.01
0.01
0.01

0.86
0.83
0.81
0.81

0.02
0.02
0.02
0.02

0.21
0.25
0.28
0.27

0.01
0.01
0.01
0.01

UAT
D-INT
I-INT
O-INT

0.86
0.86
0.84
0.84

0.02
0.02
0.02
0.02

0.22
0.27
0.28
0.28

0.01
0.01
0.01
0.01

UAT
D-INT
I-INT
O-INT

0.95
0.88
0.86
0.86

0.01
0.02
0.02
0.02

0.06
0.16
0.18
0.18

0.004
0.01
0.01
0.01

Trait

Test

Intercept SE(Int)

FEV1
FEV1
FEV1
FEV1

UAT
D-INT
I-INT
O-INT

0.84
0.82
0.81
0.81

FVC
FVC
FVC
FVC

UAT
D-INT
I-INT
O-INT

FEV1/FVC
FEV1/FVC
FEV1/FVC
FEV1/FVC
lnPEF
lnPEF
lnPEF
lnPEF

spirometry trait is independent of genotype. To validate nominal control of the
type I error for the observed residual distributions, we repeated the association
analyses using permuted genotypes. By permuting genotype, rather than the phenotype, the association between genotype and the spirometry traits is broken,
while the associations between covariates and the the spirometry traits are preserved. Although permuting genotype inadvertently breaks the association between genotype and covariates, regression analyses are performed conditional on
both genotype and covariates. Consequently, valid inference on the association
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between genotype at the phenotype does not depend on what association, if any,
exists between the genotype and covariates. Another advantage of permuting
genotypes is that the residual distributions presented in Figure S5 are preserved,
since each subject retains their original covariates, including their genetic PCs.
Testing for association between permuted genotype and the observed spirometry
traits allows one to assess whether the type I error was maintained for the observed
residual distributions. Uniform QQ plots for the association p-values from this
analysis are presented in Figure (1.3.10). After permuting genotypes, the p-values
are uniformly distributed, demonstrating that our testing procedure maintains the
type I error under imposition of the null hypothesis.

Figure 1.3.10: Distribution of p-values from Association Testing with Lung
Function in the UK Biobank after Permuting Genotypes. First column
is the untransformed association test (UAT); second column is the direct
inverse normal transformation (D-INT); third column is indirect INT (IINT); fourth column is omnibus INT (O-INT). First row is forced expiratory volume (FEV1); second row is forced vital capacity (FVC); third row
is the FEV1/FVC ratio; fourth row is the logarithm of peak expiratory flow
(lnPEF).

Having eliminated (a) confounding due to population structure and (b) excess
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type I error as candidate explanations for the observed inflation in Figure (1.3.8),
we conclude that true polygenicity is a likely cause. Moreover, due to the large
sample size, our analysis is well powered to detect genetic variants with small effect
sizes. The presence of many, predominantly small genetic effects is expected to
manifest as uniform QQ plots similar to those in Figure (1.3.8).
Empirical Discovery and Efficiency Gains
Association tests were conducted for 360,761 directly genotyped, common
loci. Table (1.3.3) presents the average χ21 statistics across all loci that reached
genome-wide significance (α = 5 × 10−8 ) in the overall sample according to at
least one the association method. Average χ21 for the asthmatic subgroup are presented in Table S2. The empirical efficiency gain (O-INT v. UAT) was defined as
the ratio of the non-centrality parameters minus one, where the non-centrality parameters were estimated using loci that reached significance according to at least
one association method:
( 2
)
χ̄1,O-INT − 1
Efficiency Gain = ( 2
) − 1.
χ̄1,UAT − 1
In all cases the average χ21 statistic of O-INT exceeded that of UAT. In the overall
sample, the empirical efficiency gain ranged from 12% for FEV1 to 278% for lnPEF.
In the asthmatic subgroup, the empirical efficiency gain ranged from 6% for the
FEV1/FVC ratio to 222% for lnPEF. The estimates from the overall analysis are
likely more stable, as comparatively fewer discoveries were made in the asthmatic
subgroup.
Table (1.3.3) also presents the counts of genome-wide significant associations
(α = 5 × 10−8 ) in the overall sample after LD ‘clumping,’ to reduce redundant
signals, within a 1000 kb window at an r2 threshold of 0.2. Counts for the asthmatic
subgroup are presented in Table S3. The empirical discovery gain was defined as:
Discovery Gain =
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nOINT − nUAT
,
nOINT∪UAT

where nOINT is the number of associations identified by O-INT only, nUAT is the
number of associations identified by UAT only, if any, and nOINT∪UAT is the number of associations identified by either O-INT or UAT. In all cases, O-INT discovered more independent (at r2 = 0.2) associations with the target phenotype
than UAT. In the overall sample, the empirical discovery gain ranged from 15% for
FEV1 to 79 % for lnPEF. In the asthmatic subgroup, the empirical discovery gain
ranged from 12% for the FEV1/FVC ratio to 100% for FVC and lnPEF. For the
latter two traits, UAT was unable to identify any genome-wide significant associations in the smaller asthmatic subgroup.
The discovery gains were more dramatic for those traits whose residuals were
less normally distributed. However, the INT-based tests were uniformly more
powerful than the UAT. Consistent with the simulations, the power of O-INT was
always intermediate between that of D-INT and I-INT. For a given trait, the number of discoveries by O-INT was generally closer to the number of discoveries by
the more powerful of D-INT and I-INT. In the following, we focus on comparing
our proposed omnibus test O-INT with the standard UAT.
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Table 1.3.3: Empirical Efficiency and Discovery Gains for Lung Function
GWAS in the UK Biobank (N = 292K). Genome-wide significance was declared at α = 5 × 10−8 . The average χ21 statistics are reported across all
loci detected by at least one of the association tests. The empirical efficiency gain, comparing O-INT with UAT, is the ratio of the estimated χ21
non-centrality parameters minus 1. The counts of significant associations
are reported after LD clumping within 1000 kb radii at r2 = 0.2 to remove
redundant signals. The discovery gain, comparing O-INT with UAT, is the
ratio of the number of associations uniquely identified by O-INT to the total
number of associations detected.

Average χ21 2
Trait
FEV1
FVC
FEV1/FVC
lnPEF

UAT D-INT
56.77 57.55
37.14 46.91
63.21 83.76
17.72 52.44

I-INT
64.69
51.47
83.00
65.40

O-INT
63.59
50.59
83.63
64.11

Efficiency Gain (%)
12
37
33
278

Significant Associations
Trait
FEV1
FVC
FEV1/FVC
lnPEF

UAT
331
213
450
39

D-INT
352
323
653
202

I-INT
422
375
649
270
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O-INT
398
364
652
251

Discovery Gain (%)
15
38
28
79

Manhattan Plots
Manhattan plots of the association p-values from O-INT, prior to LD clumping, are presented in Figure (1.3.11). We subset autosomal associations reported
in the NHGRI GWAS Catalogue [48] to those whose trait description included
at least one of the following key terms: apnea, airway, asthma, broncho-, COPD,
cough, cystic fibrosis, emphysema, expiratory, FEV1, forced, FVC, immun-, influenza, oxygen, PEF, pneumo-, pressure, pulmonary, respiratory, sleep, smoking, spiro-, thrombo-, or tuberculosis. Among the 360,761 loci included in our
analyses, 1,393 (0.4%) had previously been associated with a lung-related trait.
Genome-wide significant variants previously associated with lung traits are highlighted in red on the Manhattan plots. Many of the newly reported associations
from our analyses are interspersed among, and physical adjacent to, the previously
reported loci, suggesting that they may tag the same underlying, causal variants.
Among all loci included in our analyses that have previously been associated with
some trait in the GWAS Catalogue (12,044 variants), the lung-related variants
were significantly enriched among loci that reached genome-wide significance according to O-INT. The odds ratios and Fisher exact tests for enrichment were 3.5
(p = 2.2×10−25 ) for FEV1, 2.8 (p = 3.5×10−13 ) for FVC, 3.7 (p = 1.6×10−35 )
for FEV1/FVC, and 2.5 (p = 8.3 × 10−11 ) for lnPEF.
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Figure 1.3.11: Manhattan Plots of p-values from Association Testing with
Lung Function in the UK Biobank (N = 292K). Highlighted in red are significant associations that have previously been associated with lung-related
traits in the GWAS Catalogue. First row is forced expiatory volume (FEV1);
second row is forced vital capacity (FVC); third row is the FEV1/FVC ratio;
fourth row is the logarithm of peak expiatory flow (lnPEF). Chromosomes
are alternately colored, with odds in dark gray, and events in light gray. The
dashed line demarcates the threshold for genome-wide significance.
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Biological Findings
FEV1
In the asthmatic subgroup, O-INT identified 5 significant associations with FEV1,
while UAT identified 3 significant associations. The discovery gain by O-INT was
40%. Among the 5 loci discovered by O-INT, 1 had previously been associated
with a lung-related trait. The top association was rs6823809 (p = 3.6 × 10−10 ),
an intronic variant of the NPNT protein coding gene on chromosome 4. This locus is 365 kb from rs10516541, which has previously been associated with FVC
[76]. In the overall analysis, O-INT identified 398 significant associations, while
UAT identified 331. The discovery gain by O-INT was 15%. Among the 398 loci
discovered by O-INT, 36 had previously been associated with lung-related traits.
The top association was rs34712979 (p = 6.0 × 10−60 ), a splice acceptor variant
of the NPNT protein coding gene on chromosome 4. This variant has previously
been associated with lung function [74], and respiratory disease [40].
FVC
In the asthmatic subgroup, O-INT identified 4 significant associations with FVC,
while UAT identified none. The discovery gain by O-INT was therefore 100%.
Among the 4 loci discovered by O-INT, 1 had previously been associated with a
lung-related trait. The top association was rs4931726 (p = 4.9 × 10−11 ), an intronic variant of the LOC107984462 non-coding RNA on chromosome 12. This
locus is 150 kb from rs191000678, which has previously been associated with FEV1
[46]. In the overall analysis, O-INT identified 364 significant associations, while
UAT identified 213. The discovery gain by O-INT was 38%. Among the 364 loci
discovered by O-INT, 36 had previously been associated with lung-related traits.
The top association was rs2169752 (p = 1.8 × 10−41 ), an intronic variant of
the CCDC91 protein coding gene on chromosome 12. This locus is 43 kb from
rs7977418, which has previously been associated with lung function [40].
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FEV1/FVC
In the asthmatic subgroup, O-INT identified 16 significant associations with
FEV1/FVC, while UAT identified 14 significant associations. The discovery gain
by O-INT was 12%. Among the 16 loci discovered by O-INT, 7 had previously
been associated with lung-related traits. The top association was rs6537293 (p =
1.7×10−23 ), an intronic variant of the LOC105377462 non-coding RNA on chromosome 4. This locus has previously been associated with the FEV1/FVC ratio
[46]. In the overall analysis, O-INT identified 652 associations, while UAT identified 450. The discovery gain was 28%. Among the 652 loci discovered by O-INT,
58 had previously been associated with lung-related traits. The top association was
rs2070600 (p = 5.0 × 10−160 ), a missense variant in the AGER protein coding
gene. This locus has previously been associated with COPD [33] and lung function [29, 60, 74].
lnPEF
In the asthmatic subgroup, O-INT identified 3 significant associations with
lnPEF, while UAT identified none. The discovery gain by O-INT was thus 100%.
Among the 3 loci discovered by O-INT, all had previously been associated with
lung-related traits. The top association was rs6829956 (p = 2.2 × 10−13 ), another
intronic variant of the LOC105377462 non-coding RNA on chromosome 4. This
locus has previously been associated with the FEV1/FVC ratio [46]. In the overall
analysis, O-INT identified 270 significant associations, while UAT identified only
39. The discovery gain was 79%. Among the 270 loci identified by O-INT, 21 had
previously been associated with been associated with lung-related traits. The top
association was again rs6829956 (p = 7.5 × 10−90 ). The second ranked association was rs13118083, an intronic variant of the LOC105377462 non-coding RNA
on chromosome 4. This locus was also associated with the FEV1/FVC ratio [46].
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1.4

Discussion

In this paper, we systematically investigated the utility of different INT-based
association tests for GWAS of quantitative traits with non-normally distributed
residuals. We formally presented the Direct (D-INT) and Indirect (I-INT) INTbased tests, and studied their assumptions, underlying data generative models,
properties and connections. Neither D-INT nor I-INT was uniformly most powerful. D-INT is most effective when the observed trait could have arisen from
a rank-preserving transformation of a latent normal trait. I-INT is most effective when the observed trait is linear in covariates, but the residual distribution is
skewed or kurtotic. For non-normally distributed quantitative traits, both D-INT
and I-INT provide better control of the type I error and higher power than the
untransformed association test (UAT). We proposed an omnibus INT-based omnibus test (O-INT) as a robust, computationally efficient, and statistically powerful approach to GWAS of quantitative traits with non-normally distributed residuals. All INT-based tests (D-INT, I-INT, O-INT) have been implemented in the
R package RNOmni, which is available on CRAN. We further demonstrated the
utility of INT-based association tests in GWAS of spirometry traits from the UK
Biobank.
In D-INT, the INT is applied directly to the phenotype, and the transformed
phenotype is regressed on genotype and covariates. Under the strong null hypothesis of no genetic or covariate effects, D-INT is asymptotically exact, and when
the effect sizes are small, D-INT holds approximately. I-INT is a two-stage procedure. Different variants of I-INT have been considered in the literature. In all
approaches, the phenotype is first regressed on covariates to obtain residuals. In
the second stage, the INT-transformed residuals are regressed on genotype, with
or without a secondary adjustment for genetic PCs. To provide guidance on which
approach to use in practice, we formally derived I-INT, starting from the assumption that the observed phenotype follows a linear regression model with a nonnormally distributed residual. Our derivations indicate that, during the second
stage of I-INT, the transformed phenotypic residuals should be regressed on geno43

typic residuals, which are the residuals obtained by regressing genotype on covariates. This second stage is equivalent to regressing the INT-transformed phenotypic residuals on genotype while performing a secondary adjustment for covariates. Therefore, all covariates, including genetic PCs, should be included in both
the first and second stage regressions. Under the standard null hypothesis of no genetic effects, I-INT is asymptotically exact, and holds approximately when effect
sizes are small. Under the strong null hypothesis of neither genetic nor covariate
effects, D-INT and I-INT are equivalent.
We conducted extensive simulations to evaluate the operating operating characteristics of these tests across a range of scenarios. For non-normally distributed
quantitative traits, both D-INT and I-INT provide better control of the type I error and higher power than UAT. For traits with normally distributed residuals, the
UAT is theoretically optimal, yet the INT-based tests were fully efficient. For traits
with non-normally distributed residuals, the INT-based tests routinely controlled
the type I error. In contrast, the UAT failed to control the type I error in moderate samples. Although better control was achieved as sample size increased, the
INT-based tests still dominated the UAT in terms of power. The power gain was
most dramatic for phenotypes with skewed residuals, yet was still significant for
phenotypes with symmetric but kurtotic residuals.
Since neither the direct nor indirect approaches was uniformly most powerful,
the proposed an adaptive, INT-based omnibus test that synthesizes D-INT and IINT. For non-normally distributed traits, O-INT robustly controls the type I error
and increases power. Further, O-INT is nearly as powerful as the more effective
INT-based test when the true data generating mechanism is known. Run time
analysis demonstrated that the computational complexity of O-INT increased linearly in sample size, which is the same rate as standard linear regression. Thus
O-INT is applicable in large sample settings. GWAS analysis of spirometry traits
from the UK Biobank empirically demonstrated that O-INT is more powerful than
standard procedures.
In this paper, we have focused on GWAS with independent samples. However,
INT-based tests can be extended to the correlated data setting using linear mixed
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models [19, 38, 45]. We plan to develop INT-based tests for linear mixed models
in which correlation across related subjects is modeled using random effects whose
covariance pattern depends on the between-subject genetic relatedness matrix [19,
38, 45]. A similar modeling strategy can accommodate longitudinal phenotypes
arising from repeated measurements on the same subjects across time [20].
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2

Cross-tissue eQTL Calling via Surrogate
Expression Analysis

2.1

Abstract

Expression quantitative trait loci (eQTL) are genetic variants that explain variation in gene expression. The effects of these variants are known to vary across tissues. eQTL have been well characterized in accessible tissues such as blood, but
are poorly characterized in inaccessible tissues such as brain. Here we propose Surrogate Phenotype Regression Analysis (Spray) as a new approach for leveraging
information from an accessible surrogate tissue to draw more precise inferences
on eQTL in an inaccessible target tissue. Expression levels in the target and surrogate tissues are modeled as following a bivariate normal distribution, with unobserved measurements treated as missing data. Missingness in either outcome is

permitted, provided the missingness occurs at random. Spray improves power by
drawing on the correlation in expression levels across tissues. Through extensive
simulations, we demonstrate that bivariate eQTL mapping using Spray provides
valid inference on the total effect of genotype on the target outcome. Moreover,
Spray dominates the most efficient test based on the target outcome only in terms
of power. We apply our method to eQTL mapping in the Genotype Tissue Expression (GTEx) project, using substantia nigra (SSN) as the target tissue, and blood
as the surrogate tissue.

2.2

Introduction

Genome wide association studies (GWAS) have identified many genetic variants associated with common, complex diseases [73]. However, the functional
relevance of most GWAS variants remains unclear. The majority of GWAS variants reside in non-coding regions [49]. Such variants may affect disease by influencing gene expression. Variants that modulate gene expression are termed expression quantitative trait loci (eQTL). Since gene expression patterns vary across
tissues, so too do eQTL. For convenience, most eQTL studies to date have been
performed using expression from accessible tissues such as blood. However, many
diseases manifest in tissues other than blood. For example, Parkinson’s disease is
canonically associated with the degeneration of dopaminergic neurons in the substantia nigra (SSN) [56]. Tissue-specific eQTL analyses are needed to better understand the role of GWAS variants in diseases that primarily affect tissues other
than blood. Unfortunately, ascertaining gene expression from inaccessible tissues
such as the SSN is technically challenging and not always feasible. The largest currently available sample of gene expression in SSN, which comes from the Genotype Tissue Expression Project (GTEx) [22], includes fewer than 100 subjects. By
contrast, GTEx includes more than 300 subjects with expression in blood. Given
the scarcity of data, there is a need for methods that can increase power for identifying eQTL in inaccessible tissues while at the same time maintaining the type I
error.
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There are no existing methods for eQTL mapping in the presence of missing
data. Standard eQTL software adjusts for missingness using mean imputation or
complete case analysis. However, the former approach generally invalidates inference, and the latter makes inefficient use of the data, even when the missingness
occurs completely at random. Methods have been proposed to account for missing
gene expression in related problems. For example, MixRF [75] uses a mixed effects
random forest model to impute missing gene expression measurements across tissues, and PrediXcan [28] uses penalized regression to impute gene expression on
the basis of a reference panel. Here we propose Surrogate Phenotype Regression
Analysis (Spray) as a maximum likelihood procedure for bivariate eQTL mapping
in the presence of missing data. Expression levels in the target and surrogate tissues
are modeled as following a bivariate normal distribution. Regression models are
specified for the target and surrogate means, while the outcome covariance matrix
is left unstructured. Unobserved expression values are regarded as missing data.
Arbitrary patterns of outcome missingness are accommodated, although for unbiased estimation, the missingness is assumed to occur at random. Optimization
in presence of missingness is performed using the expectation conditional maximization (ECM) algorithm [50]. In contrast to standard EM, the ECM algorithm
solves the M-step score equations sequentially, allowing for closed form updates
at each step. The target of inference is the effect of genotype on gene expression in
the target tissue. Inference is based on the Wald test of association.
Extensive simulations were conducted to assess the operating characteristics
of the proposed association test. Across various levels of target-surrogate correlation and multiple outcome missingness patterns, Spray provided unbiased estimation for the effect of genotype on the target outcome. When genotype had
no total effect on the target outcome, the Wald test of association maintained the
type I error, even when genotype was marginally associated with the surrogate
outcome. Moreover, Spray was more powerful than the optimal association test
based on the target outcome only. Intuitively, Spray improves power by leveraging the correlation between expression levels in the target and surrogate tissues,
and by incorporating subjects with expression in only one of the tissues. How48

ever, Spray remains valid and suffers no loss of power, as compared with standard
univariate testing, when the surrogate outcome is uncorrelated with the target outcome.
We applied Spray to bivariate eQTL mapping in the GTEx data, using expression in SSN as the target outcome, and expression in whole blood as the surrogate
outcome. For this analysis, only 73 subjects had expression in SSN, whereas 369
subjects had expression in blood. Relative to the standard univariate approach,
Spray identified 63% more significant association at α = 5 × 10−8 , and achieved
an empirical efficiency gain of 61%. To assess the reliability of these findings, the
empirical type I error and false discovery rate (FDR) were estimated by repeating
the analysis on permuted genotypes. No associations reached genome-wide significance when Spray was applied to permuted data. As a precautionary example,
we demonstrate the drawbacks of performing eQTL mapping after single imputation. Standard univariate testing after single imputation failed to control either
the type I error or the FDR. When the significance threshold was adjusted to obtain empirically comparable type I error, eQTL mapping on imputed data was less
powerful than standard eQTL mapping using complete cases only.
The remainder of this paper is organized as follows. Section 2 introduces the
setting and model. Section 3 details the estimation and inference procedures. Section 4 describes the interpretation of the regression parameters estimated by Spray.
Section 5 presents results from the simulation studies, and section 6 presents the
application to GTEx. We conclude in Section 7 with a discussion of our method
and future directions.

2.3

Setting and Model

2.3.1 Setting
Consider a sample of n independent subjects. Suppose two continuous outcomes are potentially observed for the ith subject: the target outcome T i and the
surrogate outcome S i . In our data application, T i is gene expression in the SSN,
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and S i is gene expression in blood. Group the outcomes into a bivariate vector
yi = (T i , S i ) ∈ R2 . In addition, let xi denote a vector of covariates relevant to the
target outcome, and zi a vector of covariates relevant to the surrogate outcome.
The covariate vectors may include age, sex, and genetic principal components to
adjust for population structure. Although xi and zi often coincide, they need not
overlap.
The target and surrogate outcomes are subject to arbitrary patterns of missingness at random (MAR). The MAR assumption ensures that estimation of the
regression parameters in (2.1) is unbiased. Define a response indicator RT,i for the
target outcome, where RT,i = 1 if the target outcome is observed, and RT,i = 0 if
the target outcome is missing. Likewise, define a response indicator RS ,i for the
surrogate outcome, where RS ,i = 1 if the surrogate outcome is observed, and
RS ,i = 0 if the surrogate outcome is missing. These two indicators partition the n
subject into four distinct response patterns. For the first n0 subjects, the target and
surrogate outcomes are both observed: (RT,i = 1) ∧ (RS ,i = 1). These subjects are
described as complete cases. For the next n1 subjects, the target outcome is missing,
while the surrogate outcome is observed: (RT,i = 0) ∧ (RS ,i = 1). These subjects are said to have target missingness. Among subjects with target missingness,
the MAR assumption requires that RT,i is independent of T i given the observed
data (S i = si , xi , zi ). That is, (T i ⊥ RT,i )|(S i = si , xi , zi ). For the following
n2 subjects, the target outcome is observed, while the surrogate outcome is missing: (RT,i = 1) ∧ (RS ,i = 0). These subjects are said to have surrogate missingness. Among subjects with surrogate missingness, the MAR assumption requires
that RS ,i is independent of S i given the observed data, (T i = ti , xi , zi ). That is,
(S i ⊥ RS ,i )|(T i = ti , xi , zi ). Finally, there are potentially n3 subjects for whom
both the target and surrogate outcomes are missing: (RT,i = 0) ∧ (RS ,i = 0).
However, these subjects make no likelihood contribution, and are not considered
further. The n1 + n2 subjects with either target or surrogate missingness are collectively referred to as incomplete cases.
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2.3.2 Model
Let µT,i denote the mean of the ith subject’s target outcome, and let µS ,i denote the mean of their surrogate outcome. Specify regressions for the target and
surrogate means:
E[T i (xi , zi )] ≡ µT,i = x′i β,

E[S i (xi , zi )] ≡ µS ,i = z′i α.

(2.1)

Here β is a vector of regression coefficients for the target outcome, and α is a vector
of regression coefficients for the surrogate outcome. Group the target and surrogate means into a bivariate vector µi = (µT,i , µS ,i ) ∈ R2 . Suppose that, conditional
on covariates (xi , zi ), the outcome vector yi follows a bivariate normal distribution:
( )
( ) 
Ti
µT,i  ΣT T ΣT S
yi |(xi , zi ) =
(xi , zi ) ∼ N
,
Si
µS ,i  ΣS T ΣS S



 = N (µi , Σ).

(2.2)

Here ΣT T is the marginal variance of the target outcome, ΣS S is the marginal variance of the surrogate outcome, and ΣT S = ΣS T is the target-surrogate covariance.
Let ϵi = (ϵT,i , ϵS ,i ) = yi − µi denote the residual vector. The model assumed by
IID
Spray is succinctly expressible as: yi = µi + ϵi , where the ϵi ∼ N(0, Σ) are
independent and identically distributed residuals with mean 0 and unstructured
covariance Σ.

2.4

Estimation and Inference

2.4.1 Objective Function
Define Vi as the subject-specific 2 × 2 residual outer product matrix:


Vi ≡ ϵi ⊗ ϵi = 
and let V =

∑n
i=1

(T i − µT,i )2
(T i − µT,i )(S i − µS ,i )
(S i − µS ,i )(T i − µT,i )
(S i − µS ,i )2



 ,

Vi denote the collected residual outer product. Group the model
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parameters into θ = (β, α, Σ). Supposing no outcome missingness, the completed
data log likelihood is expressible as:
)
1 (
n
ℓ(θ) ∝ − ln det(Σ) − tr Σ−1 V .
2
2

(2.3)

In the presence of missingness, the observed data log likelihood is:


n0
1  −1 ∑ 
ℓobs (θ) ∝ − ln det(Σ) − tr Σ
Vi 
2
2
i∈N0
)2
n1
1 −1 ∑ (
− ln(ΣS S ) − ΣS S
S i − z′i α
2
2
i∈N1
)2
1 −1 ∑ (
n2
T i − x′i β ,
− ln(ΣT T ) − ΣT T
2
2
i∈N

(2.4)

2

where N0 , N1 , N2 denote the index sets for complete cases, subjects with target
missingness, and subjects with surrogate missingness, respectively.
Since there are not closed-form solutions for optimizing the observed data log
likelihood in (2.4), we apply the expectation conditional maximization (ECM) algorithm [50]. As in standard EM, during the E-step, the current objective function
Q(θ|θ(r) ) is formed by taking the expectation of the completed data log likelihood
(2.3), conditional on the observed data Dobs and the current parameter estimate
θ(r) :
]
[
Q(θ|θ(r) ) ≡ E ℓ(θ)|Dobs , θ(r) .

(2.5)

Towards obtaining an expression for (2.5), define the working outcome vector ŷi(r)
as the conditional expectation of the outcome vector given the observed data Dobs
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and current parameter estimate θ(r) . The working outcome vector takes the form:

ŷ(r)
i





(T i , S i )′ ,




 (r)
≡ E[yi |Dobs , θ(r) ] = 
(T̂ i , S i )′ ,






(T i , Ŝ i(r) )′ ,

(RT,i = 1) ∧ (RS ,i = 1),
(RT,i = 0) ∧ (RS ,i = 1),
(RT,i = 1) ∧ (RS ,i = 0).

For complete cases, the working outcome vector is identically the observed outcome vector yi . For subjects with target missingness, the missing value of T i is
replaced by its conditional expectation given the surrogate outcome and covariates:
)
](r) (
[
si − z′i α(r) .
T̂ i(r) ≡ E[T i |S i = si , xi , zi ] = x′i β(r) + ΣT S Σ−1
SS
Similarly, for subjects with surrogate missingness, the missing value of S i is replaced by its conditional expectation give the target outcome and covariates:
](r)
[
(ti − x′i β(r) ).
Ŝ i(r) ≡ E[S i |T i = ti , xi , zi ] = z′i α(r) + ΣS T Σ−1
TT
Let Λ = Σ−1 denote the precision matrix:

 ΛT T

ΛS T

ΛT S
ΛS S

 
 
 = 

)−1
(
ΣT T − ΣT S Σ−1
S S ΣS T
)−1
(
−1
−Σ−1
S S ΣS T ΣT T − ΣT S ΣS S ΣS T

)−1
(
−1
−Σ−1
T T ΣT S ΣS S − ΣS T ΣT T ΣT S
)−1
(
ΣS S − ΣS T Σ−1
T T ΣT S



 .

Define the working residual outer product V̂i(r) as the expectation of the residual
outer product given the observed data Dobs and current parameter estimate θ(r) .
The working residual outer product takes the form:
V̂i(r) ≡ E[Vi |Dobs , θ(r) ]




diag(0, 0),




( (r)
) ( (r)
) 

(
)
= ŷi − µi ⊗ ŷi − µi + 
diag Λ−1,(r)

TT , 0 ,





diag(0, Λ−1,(r) ),
SS

Let V̂ (r) =

∑n
i=1

(RT,i = 1) ∧ (RS ,i = 1),
(RT,i = 0) ∧ (RS ,i = 1),
(RT,i = 1) ∧ (RS ,i = 0).

V̂i(r) denote the collected working residual outer product. The
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E-step objective function in (2.6) is expressible as:
)
1 (
n
Q(θ θ(r) ) = − ln det(Σ) − tr Σ−1 V̂ (r) ,
2
2

(2.6)

which parallels the form of the completed data log likelihood in (2.3).
2.4.2 Optimization
In the M-step, the objective function in (2.6) is optimized to obtain a parameter update θ(r+1) . Score equations were derived by differentiating the objective
function with respect to model parameters. ECM differs from standard EM in that
the score equations are solved sequentially, rather than simultaneously. Specifically, θ(r) is updated using three conditional maximization steps. Let X and Z
denote the target and surrogate design matrices. Define the working target vector
t̂ (r) = (tˆ1(r) , · · · , tˆn(r) ), where tˆi(r) = E[T i |S i = si , xi , zi ]. Similarly, define the working surrogate vector ŝ(r) = ( ŝ1(r) , · · · , ŝn(r) ), where ŝi(r) = E[S i |T i = ti , xi , zi ]. In the
first maximization, the score equation for β is solved while holding α and Σ fixed.
The update takes the form:
(
)−1 (
](r) [ (r)
[
])
β(r+1) = X′ X X′ t̂ (r) − ΣT S Σ−1
ŝ − Zα(r) .
SS
In the next maximization, the score equation for α is solved while holding β and
Σ fixed. The update takes the form:
])
(
)−1 (
(r) [ (r)
t̂ − Xβ(r+1) .
α(r+1) = Z ′ Z Z ′ ŝ(r) − [ΣS T Σ−1
TT ]

(2.7)

For the final update, construct the current residual matrix:
)
(
E(r+1) = t̂ (r) − Xβ(r+1) , ŝ(r) − Zα(r+1) .
The score equation for Σ is then solved while holding β and α fixed. The update
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takes the form:
Σ(r+1) =

) n2
(
(
)
1 ( (r+1) )′ (r+1) n1
E
E
+
· diag ΛT−1,(r)
· diag 0, Λ−1,(r)
.
T ,0 +
SS
n
n
n

After each parameter has been updated, the objective function is checked for sufficient improvement: Q(θ(r+1) |θ(r) ) − Q(θ(r) |θ(r) ) > δ. An advantage of ECM is
that the updates have simple, closed forms. In contrast, solving the score equations for θ = (β, α, Σ) simultaneously would require numeric root finding, which
is potentially unstable.
2.4.3 Inference
The target of inference is a subset of the regression coefficients for the target
outcome. In our data application, the target of inference is βG , the total effect of
genotype on gene expression in the SSN. Partition β as (βG , βX ), where βG contains the parameters of interest, and βX contains the remaining parameters. Suppose that the null hypothesis is H0 : βG = 0. Group together the nuisance regression parameters as η = (βX , α). Write the joint information of the target and
nuisance regression parameters γ = (βG , η)′ as:
Iγγ′


 Iβ β′ IβG η′
=  G G
IηβG′
Iηη′



 .

This matrix is a permutation of the joint information of β and α, which takes the
form:

 Iββ Iβα

Iαβ Iαα

 
  X0′ ΛT T X0 + X2′ Σ−1
X0′ ΛT S Z 0
T T X2
 = 
Z ′0 ΛS T X0
Z ′0 ΛS S Z 0 + Z ′1 Σ−1
S S Z1



 .

Here X0 and Z 0 are the subsets of the target and surrogate design matrices corresponding to complete cases; X2 is the subset of the target design corresponding to subjects with surrogate missingness; and Z 1 is the subset of the surrogate
design corresponding to subjects with target missingness. The efficient informa55

tion for the parameter of interest βG with respect to the nuisance parameter η is:
′
IβG βG′ |η = IβG βG′ − IβG η′ I−1
ηη′ IηβG . Let β̂G denote the maximum likelihood estimate (MLE) of βG . The Wald test of H0 : βG = 0 is:
)
(
·
T W = β̂G′ ÎβG βG′ |η β̂G ∼ χ2ν ,

(2.8)

where ÎβG βG′ |η denotes evaluation of the efficient information at the MLE θ̂ of θ.
A p-value for T W is obtained with reference to the χ2ν distribution, where ν =
dim(βG ). Spray uses the Wald statistic in (2.8) for inference on the presence of
eQTL in the target tissue.

2.5

Interpretation of Regression Parameters

Treating the surrogate outcome si as stochastic, rather than conditioning upon
si as a covariate, changes the interpretation of the genotypic effect estimated by
Spray. To see this, suppose data are generated according to the model yi = µi +ϵi ,
IID
where ϵi ∼ N(0, Σ). Let µT,i = gi βG + x′i βX , where gi represents genotype at
the locus of interest, and xi represents additional covariates of the target outcome.
Likewise, let µS ,i = gi αG + z′i αZ , where gi represents genotype at the same locus, and zi represents additional covariates of the surrogate outcome. The implied
)
(
marginal model for the target outcome is T i (gi , xi ) ∼ N gi βG + x′i βX , ΣT T . Thus,
βG is interpretable as the expected change in the target outcome per unit increase
in the minor allele count gi while holding the covariates xi constant. The conditional distribution of the target outcome given the surrogate outcome is:
T i (S i = si ; xi , zi )
{
}
−1
′
∼ N gi βG + x′i βX + ΣT S Σ−1
S S (si − gi αG − zi αZ ), ΣT T − ΣT S ΣS S ΣS T .
Upon rearranging, the conditional expectation of the target outcome, given the
)
(
′
surrogate outcome is E[T i |S i = si ; xi , zi ] = gi βG − ΣT S Σ−1
S S αG + xi βX +
(
)
′
ΣT S Σ−1
S S si − zi αZ . Consequently, in a regression analysis that conditions on
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the surrogate outcome, the coefficient associated with gi is no longer βG alone,
)
(
but rather βG − ΣT S Σ−1
S S αG . In the statistical mediation framework [70], βG
(
is described as the total effect of genotype on the target outcome, while βG −
)
ΣT S Σ−1
S S αG is described as the direct effect of genotype on the target outcome.
This is the expected change in the target outcome per unit change in the minor
allele count gi , while holding the surrogate outcome S i (and covariates xi ) constant. The product of αG , the effect of genotype gi on the surrogate outcome, and
ΣT S Σ−1
S S , the effect of the surrogate outcome S i on the target outcome T i , is described as the indirect or mediated effect of genotype on the target outcome. The
)
(
−1
direct βG − ΣT S Σ−1
S S αG and indirect ΣT S ΣS S αG effects sum to the total effect βG .
The estimand of Spray is βG , the total effect βG of genotype on the target outcome. The estimand of standard univariate analysis of the target outcome, regarding the surrogate outcome as an additional covariate, is the direct effect of geno)
(
type βG − ΣT S Σ−1
S S αG on T i . The direct and total effects will differ when two
conditions hold: 1. genotype is marginally associated with the surrogate outcome
such that αG , 0, and 2. the target and surrogate residuals are correlated such
that ΣT S , 0. Generally, the total effect is of more interest during genetic association analysis than is the direct effect. A non-zero total effect cannot arise unless at
least one of the direct or indirect effects is non-zero. In contrast, a non-zero direct
can arise in the absence of a total effect. For example, if βG = 0 but αG , 0 and
−1
ΣT S , 0, then the direct (−ΣT S Σ−1
S S αG ) and indirect (ΣT S ΣS S αG ) effects are of
equal magnitudes but opposite directs, leading to no overall effect.

2.6

Simulation Studies

2.6.1 Simulation Methods
The simulation studies considered four possible data generating mechanisms.
These are distinguished by the absence or presence of a total effect for genotype
on the target outcome (βG = 0 v. βG , 0), and by the absence or presence of
a total effect for genotype on the surrogate outcome (αG = 0 v. αG , 0). The
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data generating mechanisms are diagrammed in Figure (2.6.1). For the size simulations, the total effect of genotype on the target outcome was zero, βG = 0. The
absence of a total effect on the target outcome can occur without (a) or with (b) a
marginal effect on the surrogate outcome. For power simulations, the total effect
of genotype on the target outcome was non-zero, βG , 0. Again, the presence of
a total effect on the target outcome can occur without (c) or with (d) a marginal
effect on the surrogate outcome.

G

S

G

T

S

(a) Size Simulation:
(βG = 0) ∧ (αG = 0)

(b) Size Simulation:
(βG = 0) ∧ (αG , 0)

G

S

T

G

T

S

(c) Power Simulation:
(βG , 0) ∧ (αG = 0)

T

(d) Power Simulation:
(βG , 0) ∧ (αG , 0)

Figure 2.6.1: Data Generating Processes Evaluated in the Simulation Studies. For size simulations, genotype has no total effect on the target outcome.
In configuration (a), genotype affects neither the target nor the surrogate
outcomes. In configuration (b), genotype affects the surrogate but not the
target outcome. For power simulations, genotype has a non-zero total effect
on the target outcome. In configuration (c), genotype affects the target but
not the surrogate outcome. In configuration (d), genotype affects both the
target and the surrogate outcomes.

Genotypes at 500×103 loci on chromosome one were simulated based on the
haplotype structure of the CEU population in the 1000 Genomes Project [21].
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Genotypes were filtered to ensure the sample minor allele frequency at each locus exceeded 5%. Principal components (PCs) of the empirical genetic relatedness matrix were calculated using PLINK (1.90) [57]. Covariates representing
age and sex were generated for each subject. Age was drawn from a gamma distribution with mean 50 and variance 10. Sex was drawn from a Bernoulli distribution
with frequency 1/2. For all simulations, the target µT,i and surrogate µS ,i regressions each included an intercept, age, sex, and three genetic PCs. The inclusion of
genetic PCs emulates the presence of population structure.
On each simulation replicate, the population regression coefficients (β, α)
were drawn independently from normal distributions with mean zero. The variance was tuned such that the proportion of total outcome variation explained
(PVE) by age and sex was 20%, and the PVE by genetic PCs was 5%. For simulations in which the total effect of genotype was non-zero, the corresponding regression coefficient was simulated such that the PVE by genotype was 0.5%. The
PVE by genotype corresponds to the heritability of the phenotype.
Given a realization of the covariates and the regression coefficients, the target
T i and surrogate S i outcomes were drawn from the model:
)
(
( )
gi βG + x′i βX
Ti
,
(xi ; βX , βG , αX , αG ) ∼ N
gi αG + x′i αX
Si



 1 ρ 
 .

ρ 1

For all simulations, the number of complete cases was fixed at n0 = 103 . The
numbers of subjects with target missingness n1 and surrogate missingness n2 were
varied. Let n = n0 + n1 + n2 denote the total number of subjects that contribute to
the analysis. The target missingness is mT = n1 /n and the surrogate missingness is
mS = n2 /n. Eight patterns of (mT , mS ) were evaluated. In the first four, the target
phenotype was subject to unilateral missingness:
(mT , mS ) ∈ {(0.00, 0.00), (0.25, 0.00), (0.50, 0.00), (0.75, 0.00)}.
In the remaining four, the target and surrogate phenotypes were subject to bilateral
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missingness:
(mT , mS ) ∈ {(0.10, 0.10), (0.33, 0.10), (0.33, 0.33), (0.50, 0.10)}.
The correlation ρ between the target and surrogate outcomes was varied across:
ρ ∈ {0.00, 0.25, 0.50, 0.75}.
2.6.2 Accuracy Simulations
Accuracy simulations were conducted to ensure the estimation procedure provided unbiased estimates for the total effect of genotype on the target outcome βG .
The data were generated under scenario (d) from figure (2.6.1). That is, genotype
had a total effect on the target outcome βG , 0 and a marginal effect on the surrogate outcome αG , 0. The number of complete cases was n0 = 103 . The surrogate
Set
missingness mS = 0, while the target missingness mT and target-surrogate correlation ρ were varied. The proportion of variation in each outcome explained by
genotype was 0.5%, and the number of simulation replicates was R = 105 .
Results from accuracy simulations are presented in Figure (2.6.2). For all simulation configurations, the estimation procedure provided unbiased estimation
of the total effect. In the absence of target missingness, the estimation efficiency
was independent of the target-surrogate correlation. As the target missingness increased, estimation become increasingly efficient as the target-surrogate correlation increased. The same trends were observed in the absence of a total effect for
genotype on the target outcome (βG = 0), and in the presence of surrogate missingness (mS , 0).
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Figure 2.6.2: Estimation Accuracy for the Total Effect of Genotype on the
Target Outcome βG . Genotype had both a total effect on the target outcome (βG , 0), and a marginal effect on the surrogate outcome (αG , 0).
The number of complete cases was n0 = 103 . The number of subjects with
target missingness and the target-surrogate correlation ρ were varied, while
no subjects had surrogate missingness. The proportion of total variation in
each outcome explained by genotype was 0.5%. Each box is based on R = 105
simulation replicates.
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2.6.3 Size Simulations
Size simulations were conducted to assess the validity of the association test
implemented by Spray (2.8). The data were generated under scenarios (a) and
(b) from Figure (2.6.1). In each case, genotype had no total effect on the target
outcome (βG = 0). The number of complete cases was n0 = 103 . The target missingness mT , surrogate missingness mS , and target-surrogate correlation ρ were all
varied. For each configuration, the number of simulation replicates was R = 107 .
The results are presented as uniform quantile-quantile (QQ) plots, which compare
the observed distribution of p-values with the standard uniform distribution.

Figure 2.6.3: Simulations Studies of the Type I Error Rate under Bilateral
Missingness. Genotype had neither a total effect on the target outcome
(βG = 0), nor a marginal effect on the surrogate outcome (αG = 0). In all
cases, number of complete cases was n0 = 103 . The target missingness mT ,
surrogate missingness mS , and target-surrogate correlation ρ were varied.
Each panel contains R = 107 simulation replicates.

For the first set of size simulations, phenotypes were simulated from data generating process (a), in which βG = 0 and αG = 0. That is, genotype neither had
a total effect on the target outcome, nor a marginal effect on the surrogate out62

come. QQ plots for the association p-values under bilateral missingness are presented in Figure (2.6.3). For all configurations of outcome missingness (mT , mS )
target-surrogate correlation ρ, the observed distribution of p-values was consistent
with standard uniform, indicating that Spray had maintained the type I error. For
the second set of size simulations, phenotypes were simulated from data generating process (b), in which βG = 0 but αG , 0. Here, genotype had a marginal
effect on the surrogate outcome, but no total effect on the target outcome. On
each simulation replicate, the marginal effect of genotype on the surrogate outcome αG was selected at random such that the proportion of variation in the surrogate outcome explained by genotype was 0.5%. QQ plots for the association
p-values under bilateral missingness are presented in Figure (2.6.4). Again, for all
simulation configurations, the distribution of p-values was consistent with standard uniform. These results demonstrate that Spray maintains the type I error for
assessing H0 : βG = 0, and that the validity of the association test in (2.8) does
not depend on whether genotype influences the surrogate outcome.
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Figure 2.6.4: Simulations Studies of the Type I Error Rate under Bilateral Missingness. Genotype had a marginal effect on the surrogate outcome
(αG , 0) but no total effect on the target outcome (βG = 0). In all cases,
number of complete cases was n0 = 103 . The target missingness mT , surrogate missingness mS , and target-surrogate correlation ρ were varied. Each
panel contains R = 107 simulation replicates.
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2.6.4 Power Simulations
Power simulations were conducted to quantify the efficiency gained by Spray
due to incorporating information on the surrogate outcome. The data were generated under scenarios (c) and (d) from Figure (2.6.1). In each case, genotype
had a non-zero total effect on the target outcome (βG , 0). The proportion of
variation in the target outcome explained by genotype was 0.5%. The number of
complete cases was n0 = 103 . The target missingness mT , surrogate missingness
mS , and target-surrogate correlation ρ were all varied. For each configuration, the
number of simulation replicates was R = 105 . Power was quantified relative to
the standard univariate test. This refers to the Wald test of H0 : βG = 0 from the
model: ti = gi βG + x′i βX + ϵT,i . Only the n0 + n2 subjects with observed target
phenotypes were eligible for inclusion in this analysis. Since the standard univariate test is a correctly specified maximum likelihood procedure, it represents the
optimal association test based on the target outcome only. The relative efficiency
(RE) of Spray to the standard univariate test was estimated as the ratio of χ21 noncentrality parameters (NCPs), and the efficiency gain due to incorporating surrogate information was estimated as the RE − 1. These operating characteristics are
independent of sample size and the α level.
For the first set of power simulations, phenotypes were simulated from data
generating process (d), in which βG , 0 and αG , 0. Thus, genotype had both a
total effect on the target outcome, and a marginal effect on the surrogate outcome.
The proportion of total variation in each outcome explained by genotype was 0.5%.
A sample of the efficiency gain plots, comparing Spray with the standard univariate test under bilateral missingness, is presented in Figure (2.6.5). In the absence
of missingness, or when the target-surrogate correlation was zero, Spray and the
standard univariate test were equally efficient. For all other configurations of outcome missingness by target-surrogate correlation, Spray was more powerful than
the standard univariate test. The efficiency gain due to incorporating surrogate
information increased with the target missingness and with the target-surrogate
correlation. For the second set of power simulations, phenotypes were simulated
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Figure 2.6.5: Efficiency Gained by Spray over the Standard Univariate Test
under Bilateral Missingness. Genotype had both a total effect on the target
outcome (βG , 0), and a marginal effect on the surrogate outcome (αG , 0).
The number of complete cases was n0 = 103 . The proportion of total variation in each outcome explained by genotype was 0.5%. Each box is based on
R = 105 simulation replicates. The relative efficiency (RE) was calculated as
the ratio of χ21 NCPs, comparing Spray to the standard univariate test. The
Efficiency gain is the RE − 1.

from data generating process (c), in which βG , 0 but αG = 0. Here genotype
had a total effect on the target outcome, but no marginal effect on the surrogate
outcome. The efficiency gains were, within simulation error, identical to those observed in Figure (2.6.5). These results demonstrate that, as for size, the power of
Spray does not depend on whether genotype has a marginal effect on the surrogate outcome, but only on the total effect of genotype on the target outcome.

2.7

Application to eQTL Calling in GTEx

2.7.1 Material and Methods
Data Preparation
Genotype and RNA sequencing data were obtained from the NHGRI Genotype Tissue Expression (GTEx) Project, Version 7 (phs000424.v7.p2). The sam66

ple consisted of subjects with expression in either the substantia nigra (SSN) or
in whole blood. For inclusion, subjects were required to have genotype data, and
complete information for age, sex, and genotyping platform. The total sample size
was n = 395. Among these, there were n0 = 47 (12%) complete cases, n1 = 322
(82%) subjects with target missingness, and n2 = 26 (7%) subjects with surrogate
missingness. PCs of the empirical genetic relatedness matrix were calculated in
PLINK (1.90). Loci were excluded from the analysis if the per-locus missingness
exceeded 10% or the minor allele frequency fell below 5%. To reduce the multiple testing burden, variants with an R2 > 0.8 were greedily pruned within a 1 Mb
sliding window.
Within a tissue, a transcript was considered expressed if the raw read count exceeded 5 for at least 20% of subjects. For coding sequences with multiple isoforms,
only the transcript with the greatest variability in expression was retained. To ensure that the bivariate and univariate analyses were comparable, only the 17,007
transcripts with expression in both SSN and blood were analyzed. Expression levels were normalized across subjects and within tissues using the rank-based inverse
normal transformation (INT) [6]. During INT, the sample order statistics are
replaced by order statistics from the standard normal distribution. This procedure ensures that all expression measurements are on a common scale, and that
the marginal distribution of expression in each tissue is approximately normal.
Association Testing
Association testing was performed in R (3.4.1) [69]. We focused on identifying cis-eQTL, defined as eQTL located proximal to the transcript’s coding sequence. At current sample sizes, cis-eQTL are more reproducible than trans-eQTL
[35]. A genetic variant was considered in cis to the transcript’s coding sequence if
it belonged to the region spanning from 1 Mb upstream of the transcription start
site to 1 Mb downstream of the transcription end site. Across the 17,007 expressed
transcripts, the number of loci in cis ranged from 24 to 4,834, with a median of 887.
A separate test of association was conducted for each cis-locus by transcript pair-
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ing.
For the standard univariate analysis, transcript expression in SSN T i was regressed on genotype and covariates via ordinary least squares. The association
model was:
T i = β0 + βG gi + βA Agei + βS Sexi + βP Platformi + β′PC PCsi + ϵT,i .

(2.9)

Here ϵT,i is a residual with mean zero and finite variance ΣT T . The target of inference was βG . The null hypothesis H0 : βG = 0 was assessed using the Wald
test, and the p-value was assigned with reference to the χ21 distribution. Only the
n0 + n2 = 73 subjects with observed expression in brain contributed to the analysis. To ensure the regression coefficient associated with genotype gi represents
the total effect of genotype on the target outcome, expression in blood S i was not
included in the regression. Thus, the standard univariate analysis makes no use of
the surrogate information.
For the bivariate analysis, expression in SSN served as the target outcome T i ,
while expression in blood served as the surrogate outcome S i . The same set of covariates adjusted for in the standard univariate test was included in both the target
and surrogate regressions. The association model was:
) ( )
( ) (
β0 + βG gi + βA Agei + βS Sexi + βP Platformi + β′PC PCsi
ϵT,i
Ti
.
+
=
′
ϵS ,i
Si
α0 + αG gi + αA Agei + αS Sexi + αP Platformi + αPC PCsi
IID

Here (ϵT,i , ϵS ,i ) = ϵi ∼ N(0, Σ). Genotype at the locus of interest gi entered
both the target and surrogate regressions. Consequently, the model allowed genotype to have a marginal effect on expression in blood even if genotype had no total
effect on expression in SSN. Estimation and inference were performed using the
accompanying R package SPRAY. The association model was fit by maximum
likelihood. ECM iterations contained until the improvement in the observed data
log likelihood fell below 10−8 . The null hypothesis H0 : βG = 0 was evaluated
using the Wald test in (2.8). All n = 395 with expression in SSN, blood, or both,
contributed to the analysis.
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Imputation
There are no existing methods for an eQTL analysis that incorporate the n1 =
322 subjects with expression in blood but not SSN. The commonly used software
MatrixEQTL [66] adjusts for missingness using mean imputation. Although
mean imputation preserves the marginal mean of the target outcome, associations
with the surrogate outcome and covariates are lost. In regression based imputation strategies, missing values of the target outcome are imputed using additional
subject-specific information. However, even if the imputation model is correctly
specified, inference after single imputation generally remains invalid because the
imputation uncertainty is not propagated [42]. Consequently, standard errors are
underestimated, and the type I error is inflated.
As a precautionary example, we demonstrate the impact of inference after single imputation on eQTL mapping. Missing values of expression in SSN were imputed using MixRF [75], a state of the art algorithm developed for cross tissue
imputation in GTEx. MixRF is a random forest prediction ensemble that incorporates subject-specific random effects to account for within subject correlation
across tissues. For each transcript, a MixRF model was trained to predict gene expression in the SSN on the basis of expression in blood and baseline cis-eQTL in
blood. These were identified using MatrixEQTL. Tuning parameters were set
to the recommended settings from the original paper. After imputation, standard
univariate analysis was performed using the association model in (2.9).
Empirical Reliability
All association analyses were performed on both observed and permuted
genotypes. Permutation breaks the association between genotype and transcript
expression while preserving the association between covariates and transcript expression. Any significant associations found while using permuted genotypes necessarily correspond to false discoveries. Let V p denote the number of significant
associations found while using permuted genotypes. This number approximates
the number of significant associations in the original analysis Vo that correspond to
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null hypotheses. Let m denote the number of associations tests performed, and let
Ro denote the number of significant associations in the original analysis. The empirical type I error was estimated as V p /m, and the empirical FDR was estimated
as V p /Ro .
2.7.2 Results
Discovery and Efficiency Gains
In total, m = 16, 108, 176 tests of association were performed. Each test
compared expression of a single transcript with genotype at a single locus in cis.
Genome-wide significance was declared at α = 5 × 10−8 [55]. Standard univariate analysis (2.9) identified 294 significant associations, occurring between
90 unique transcripts and 272 unique genetic variants (eSNPs). No associations
reached genome-wide significance when standard univariate analysis was applied
to permuted genotypes. The minimum p-value observed for a permuted locus was
3.88 × 10−5 . Spray identified 813 significant associations, occurring between 222
unique transcripts and 741 eSNPs. No associations reached genome-wide significance when Spray was applied to permuted genotypes. The minimum p-value for
a permuted locus was 1.7 × 10−6 .
Spray achieved considerable discovery and efficiency gains relative to the
standard univariate analysis. Define the discovery gain as (n2 − n1 )/n12 , where n2
is the number of associations identified by Spray only, n1 is the number of associations identified by the standard univariate analysis only, and n12 is the number
of associations identified in at least one of the analyses. There were n2 = 526
associations identified by Spray only, n1 = 7 associations identified by the the
standard univariate analysis only, and n12 = 820 associations identified in at least
on of the analysis. Thus, the empirical discovery gain was 63%. Similarly, define
the efficiency gain as (χ̄21,2 − 1)/(χ̄21,1 − 1) − 1, where χ̄21,2 is the average χ21 statistic assigned by Spray at loci significant by at least one method, and χ̄21,1 is the the
average χ21 statistic assigned by the standard univariate test at loci significant by at
least one method. The average χ21 assigned by Spray was χ̄21,2 = 46.14, the average
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χ21 assigned by the standard univariate test was χ̄21,1 = 29.12. Thus, the empirical
efficiency gain was 61%.
Imputation
When the standard univariate test was applied to the imputed expression data,
Ro = 13286 nominally significant associations were identified. This spurious increase in power is due to the increase in sample size, from 73 subjects with observed expression in SSN to 369 subjects after imputation. However, when imputation followed by standard univariate testing was applied to permuted genotypes, V p = 3391 associations reached significance. The minimum p-value for
a permuted locus was 4.4 × 10−53 . The empirical type I error, at nominal type
I error α = 5 × 10−8 , was V p /m = 2.1 × 10−4 , and the empirical FDR was
V p /Ro = 26%. Although FDRs of comparable magnitude are sometimes considered acceptable in exploratory analyses, an FDR of 26% is not expected when
testing at a uniform significance threshold of α = 5 × 10−8 . To demonstrate that
FDR, like the type I error, was not controlled at its nominal level, associations with
q < 0.05 were examined after applying the Benjamini Hochberg [7] adjustment
to the observed p-values. The number of discoveries when using observed genotypes was Ro = 55168, and the number of discoveries when using permuted genotypes was V p = 35331. Thus the empirical FDR, at nominal FDR q = 5%, was
Ro /V p = 64%.
At significance level α = 5 × 10−8 , neither Spray nor the standard univariate analysis identified any significant associations when applied to permuted genotypes. To make the results from association testing after imputation comparable,
the significance threshold was adjusted to α∗ = 4.4 × 10−53 . At this threshold,
no associations were significant when standard univariate testing after imputation
was applied to the permuted genotypes. However, at α∗ = 4.4 × 10−53 , only 280
associations were significant when association testing after imputation was applied
to the observed genotypes. Thus, when the significance threshold was adjusted to
achieve comparable reliability, eQTL mapping on imputed data was less efficient
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than standard eQTL mapping using the observed data only.
Biological Findings
Autosomal associations reported in the NHGRI GWAS Catalogue [48] were
subset to those whose trait description included at least one of the following neurological key terms: attention deficit (AD), Alzheimer (ALZ), amyotrophic lateral
sclerosis (ALS), autism (AUT), bipolar (BP), depression (DEP), epilepsy (EPI),
Huntington (HNT), multiple sclerosis (MS), Parkinson (PRK), schizophrenia
(SZO). This subset included 5,881 associations with 5,160 unique genetic variants. These are described as neurological GWAS variants. Among the 741 eSNPs
identified by Spray, 570 colocalized with (i.e. were within 500 kb of) a neurological GWAS variant. The upper panel of Figure (2.7.1) presents the number of
distinct neurological traits associated with each of the colocalizing eSNPs. Most
(70%) of the 570 eSNPs were proximal to more than one neurological GWAS
variant, 63% were proximal to neurological GWAS variants associated with two
or more traits, and 32 eSNPs (5.6%) were proximal to neurological GWAS variants associated with 8 of the 11 traits. These results are consistent with the known
pleiotropy neurological traits [23], and suggest that some neurological pleiotropy
may be attributable to eQTL.
Figure (2.7.2) presents the distribution of the 741 eSNPs identified by Spray
across the genome. The most significant association (p = 1.1 × 10−57 ) occurred between position 12,070,422 chromosome 16 and expression of the protein
coding transcript NPIPB2. This locus is proximal to 3 neurological GWAS variants: rs12922317, located 87 kb upstream, has been associated with schizophrenia
[11]; rs830716, located 159 kb downstream, has been associated with depression
[34]; and rs7194099, located 262 kb upstream, has been associated with depression among smokers [31]. Pathology of the SSN is known to occur in Parkinson’s
disease [56]. The top eSNP colocalizing with a Parkinson’s variant was position
44,228,169 on chromosome 17. This variant was associated with expression of the
KANSL1-AS1 anti-sense RNA at p = 4.6 × 10−24 . The locus is proximal to 2 neu72

Figure 2.7.1: Distinct Neurological Traits Associated with the eSNPs Identified by Spray. The GWAS Catalogue was subset to associations with at
least one of 11 well-known neurological traits. Among the 741 eSNPs identified by Spray, 570 colocalized with a neurological GWAS variant. The
figure presents the number distinct neurological traits associated with the
neurological GWAS variants in a 500 kb neighborhood of each colocalizing
eSNP.

rological GWAS variants: rs5910, located 144 kb downstream, has been associated
with Parkinson’s disease [18]; and rs56176358, located 385 kb upstream, has been
associated with Alzheimer’s disease [32].
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Figure 2.7.2: Genomic Localization of eSNPs Identified by Spray. Spray
identified 813 significance associations (α = 5 × 10−8 ) occurring between
222 unique transcripts and 741 eSNPs. The most significant associations
occurred between an eSNP on chromosome 16 and expression of the NPIPB2
protein coding gene.
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2.8

Discussion

We have proposed a novel approach for eQTL mapping in the presence of
missing data. Surrogate Phenotype Regression Analysis (Spray) borrows information from a correlated surrogate outcome to draw more efficient inferences on
a partially missing target outcome. The model places a joint normal distribution
on the target and surrogate outcomes. Separate regressions are specified for each,
and the outcome covariance matrix is left unstructured. Maximum likelihood estimation in the presence of missingness is performed using the expectation conditional maximization (ECM) algorithm. Arbitrary patterns of outcome missingness are accommodated, although to ensure unbiased estimation, the missingness
is taken as occurring at random. Extensive simulations were conducted to validate
the Wald test of association for inference on parameters in the target regression
model. The estimation and inference procedures detailed in this article have been
implemented in the publicly available R package SPRAY.
For genetic association testing with a bivariate outcome, there are at least four
possible modes of association. Genotype may have total or marginal effects on
neither outcome, on only one of the two outcomes, or on both outcomes. Moreover, genotype may have no marginal effect on the target outcome, yet may have a
direct effect on the target outcome when conditioning of the surrogate outcome.
We specify the total effect of genotype on the target outcome as the parameter of
interest. The total effect is that estimated by standard univariate regression of the
target outcome on genotype and covariates, and is that estimated by the bivariate
regression model underlying Spray.
The simulation studies evaluated the operating characteristics of the proposed
Wald test for making inferences on the effect of genotype on the target outcome.
In the absence of a total effect, Spray maintained the type I error regardless of
whether genotype had a marginal effect on the surrogate outcome. In the presence
of a total effect, Spray dominated the optimal association test based on the target
outcome only. When the target and surrogate outcomes were uncorrelated, and
in fact independent, Spray and the standard univariate test were equally efficient.
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Thus, no efficiency was lost by attempting to leverage an uninformative surrogate
for association testing. However, when the target and surrogate outcomes were
correlated, the relative efficiency of Spray v. the standard univariate test increased
with the target missingness and the target-surrogate correlation.
Spray achieved a considerable increase in power when applied to eQTL mapping in the substantia nigra (SSN). Compared with standard univariate testing,
Spray identified 63% more significant associations at α = 5 × 10−8 , and achieved
an empirical efficiency gain of 61%. No associations reached genome-wide significance when Spray was applied to permuted genotypes, suggesting that the type
I error was controlled at the nominal level. Among the 813 eQTL identified by
Spray, 536/813 = 66% had previously been identified by the GTEx Consortium
[22], while the remaining 277/813 = 34% were novel. The eSNPs identified by
Spray are biologically plausible given that 570/741 = 77% co-localization with
neurological GWAS variants reported in the GWAS catalogue.
There are currently no established methods for eQTL mapping in the presence
of missingness. In our application to the GTEx data, we demonstrated the pitfalls
of performing eQTL mapping after single imputation. Due to the nominally increased sample size, eQTL mapping after single imputation identifies many spurious associations, and fails to control either the empirical type I error or the empirical FDR. When the significance threshold was adjusted to achieve comparable
reliability, eQTL mapping on imputed data was less efficient than eQTL mapping
on the observed data. To rectify single imputation, one may consider performing
multiple imputations. However, obtaining valid inference through multiple imputation requires a properly specified imputation model [62]. That is, the imputations
should constitute a random sample from the posterior distribution of the missing
data, given the observed data. For continuous, multivariate data, common practice is to adopt the multivariate normal imputation model [63]. This is the same
structural model underlying Spray. However, multiple imputation is less efficient
than maximum likelihood estimation for inference within the multivariate normal
framework [53]. The variability of multiple imputation estimators is increased by
sampling variability arising from the imputation process. As the number of im76

putations increases, the multiple imputation estimators approach the MLEs [42].
Thus, eQTL mapping using a finite number of multivariate normal multiple imputations is in fact a less efficient approximation to maximum likelihood estimation
via Spray.
Our work suggests several areas for further development. Although the rankbased inverse normal transformation was applied to expression in the target and
surrogate tissues to ensure their marginal distributions were normal, bivariate normality of the two outcomes is not guaranteed. A future direction is to develop an
association test that again allows for arbitrary patterns of outcome missingness but
does not require specification of joint distribution of the target and surrogate outcomes. Instead of maximum likelihood estimation, this procedure could use a set
of inverse probability weighted estimating equations [61]. Another future direction is to incorporate multiple surrogate outcomes. One way to achieve this would
be to extend from a bivariate to a multivariate normal regression framework. However, there are drawbacks to directly modeling each surrogate outcome: the number of nuisance covariance parameters increases quadratically with the number of
surrogate outcomes, and the number of potential missingness patterns increases
exponentially. Finally, although the current work was motivated by eQTL mapping, the idea of leveraging a surrogate outcome to improve inference on a target
outcome is broadly applicable. For example, suppose that the surrogate outcome
is gene expression, and the target outcome is concentration of the corresponding
protein. In this scenario, the surrogate outcome (gene expression) represents a
candidate mediator for the effect of an exposure such as genotype on the target
outcome (protein concentration). A future direction is to develop estimation and
inference procedures for the natural direct and indirect effects within the bivariate
normal framework [70].
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3

Synthetic Surrogate Analysis for Genetic
Association Testing with a Partially
Missing Target Outcome

3.1

Abstract

Incomplete observation of the target outcome is common in genome-wide association studies (GWAS). Jointly modeling this target outcome with a correlated
surrogate can help to improve power. We previously described Surrogate Phenotype Regression Analysis (Spray) for leveraging information from a single surrogate to improve inference on the target outcome. Here we extend Spray to incorporate information from multiple surrogates through the concept of Synthetic Surrogate Analysis (SSA). In SSA, the candidate surrogates are combined into a single

summary measure, the synthetic surrogate, which is jointly analyzed with the target outcome using Spray. If training data are available, the synthetic surrogate
constitutes a prediction of the target outcome as a function of the candidate surrogates. If training data are unavailable, the synthetic surrogate is an unsupervised reduction of the candidate surrogates, such as the leading principal component. Reducing the surrogate dimension by forming a synthetic surrogate improves power
while maintaining computational tractability. Moreover, we introduce a computationally efficient least squares algorithm for performing Spray when missingness
is confined to the target outcome only. We perform GWAS of lung function traits
in the UK Biobank (UKB) using both supervised and unsupervised SSA.

3.2

Introduction

Incomplete observation of the target outcome is common in genome-wide association studies (GWAS). This missingness may arise by design, as when measurements are only collected from a subset of the cohort, or unintentionally, for
example due to non-response. Frequently, however, surrogates for the target outcome have been ascertained for all subjects, for example during study enrollment.
We previously described Surrogate Phenotype Regression Analysis (Spray) for
leveraging information from a single surrogate to improve inference on the partially missing target outcome. Here we extend Spray to incorporate information
from multiple surrogates. Directly modeling the target outcome and two or more
surrogates within a multivariate normal framework becomes untenable as the number of surrogates increases. To retain the statistical and computational advantages
of the bivariate model while drawing on information from multiple surrogates, we
propose combining the candidate surrogate into a single summary measure, referred to as a synthetic surrogate.
To receive the maximum benefit from incorporating surrogate information,
the synthetic surrogate should be highly correlated with, and predictive of, the partially missing target outcome. We distinguish supervised synthetic surrogate analysis (SSA), in which independent training data are available, from unsupervised
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SSA, in which only the analysis data are available. In supervised SSA, the training
data are used to build a prediction model for the target outcome as a function of
the candidate surrogates. Standard variable selection techniques [30] may be applied to determine which surrogates should enter the prediction model. In our data
application, we apply the elastic net [78], which performs both variable selection
and shrinkage. The trained prediction model is then deployed to predict the target
outcome for each subject in the analysis data set. The predicted value of the target
outcome serves as the synthetic surrogate. In unsupervised SSA, only the analysis
data are available. The synthetic surrogate is obtained by reducing the dimension
of the candidate surrogates without reference to the remainder of the data. For example, in our data application, the first principal component of the centered and
scaled surrogate matrix serves as the synthetic surrogate. After its generation, the
synthetic surrogate is jointly modeled with the target outcome using the bivariate
normal regression framework developed for Spray.
The original implementation of Spray used the expectation conditional maximization (ECM) algorithm [50] to accommodate bilateral missingness in the target and surrogate outcomes. Although each step of the algorithm is guaranteed
to increase the observed data log likelihood, expectation maximization algorithms
converge slowly in large samples, especially as the missingness fraction increases
[37]. For performing GWAS in large cohorts, such as the UK Biobank (UKB),
it is desirable to have estimation and inference procedures with minimal computational complexity. When missingness is confined to the target outcome, we
demonstrate that the bivariate normal regression model underlying Spray can be
fit using two ordinary least squares regressions. This is achieved by factoring the
observed data likelihood into the marginal likelihood of the target outcome times
the conditional likelihood of the target outcome, given the surrogate outcome.
Under an appropriate reparameterization, the parameters of each likelihood are
variationally independent, and may be optimized separately. We refer this approach as Bivariate Normal Regression via Least Squares (BNLS), and provide
a computationally efficient implementation within the accompanying SPRAY
package.
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Intuitively, the power to detect an association between genotype and the target
outcome increases as the proportion of total variation explained (PVE) by genotype increases, and as the correlation between the target outcome and the synthetic surrogate increases. Consider model specification during supervised SSA.
Allocating informative predictors to the regression model for the target outcome
increases power by reducing residual variation, and thereby increasing the PVE by
genotype. In contrast, allocating informative predictors to the prediction model
used to generate the synthetic surrogate increases power by increasing the targetsurrogate correlation. To optimize power, one might consider including all relevant predictors of the target outcome in both the regression and prediction models. However, since the target outcome is conditionally independent of the synthetic surrogate given the predictors used to generate the synthetic surrogate, a
predictor conditioned upon in the target regression model contributes nothing to
the target-surrogate correlation. Consequently, a trade-off arises between using a
predictor to reduce residual variation, by allocating it to the target regression, and
using that predictor to increase target-surrogate correlation, by allocating it to the
prediction model. We discuss where to allocate a given predictor based on the desired interpretation for the genetic effect estimated by Spray.
We applied supervised and unsupervised SSA to perform GWAS of spirometry traits in the UKB [3]. For the supervised analysis, elastic net models were
trained to predict the target outcome using the candidate surrogates. Independent training data for prediction modeling were acquired from the Sleep Health
Heart Study (SHHS) [58]. The fitted elastic net models were deployed to predict
the lung function traits for each subject in the UKB, and predicted lung function
served as the synthetic surrogate. For the unsupervised analysis, the synthetic surrogate was the first principle component of the centered and scaled candidate surrogate matrix. We compared the power of SSA, as implemented by BNLS, with the
standard univariate analysis as missingness was introduced into the target outcome
completely at random. In the absence of missingness, the bivariate and univariate
analyses were equally powerful. The efficiency and discovery gains afforded by
SSA increased with the target missingness. Supervised SSA produced synthetic
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surrogates which were better correlated with the target outcomes, and was consequently more powerful than unsupervised SSA.
The remainder of this paper is organized as follows. In Section 2, we recapitulate the setting and model, then present the BNLS estimation and inference
procedures. In Section 3, we elaborate on SSA and discuss whether to regard a
predictor of the target outcome as a covariate or a candidate surrogate. In Section 4, we present the size and power simulations, demonstrating that Spray, as
implemented by BNLS, provides valid inference and improves power relative to
the standard univariate analysis. In Section 5, we present results from GWAS of
spirometry traits in the UKB was target missingness was progressively increased.
We conclude in Section 6 with a discussion of our method and future directions.

3.3

Estimation and Inference

We previously described estimation and inference for the case of bilateral missingness in the target and surrogate outcomes. Here we focus on estimation and
inference in the case of unilateral missingness in the target outcome. We refer to
this procedure as Bivariate Normal Regression via Least Squares (BNLS).
3.3.1 Setting
Consider a sample of n independent subjects. For the ith subject, let T i denote
the target outcome, and let S i denote the surrogate outcome. In our data application, T i is a spirometry trait, and S i is a synthetic surrogate, which is a univariate
summary of various predictors for that trait. Group the outcomes into a bivariate
phenotype vector yi = (ti , si ) ∈ R2 . Let xi denote a vector of covariates relevant
to either outcome. To facilitate estimation, the target and surrogate regressions are
assumed to depend on the same vector of covariates. This assumption is reasonable in supervised SSA, where the synthetic surrogate is a prediction of the target
outcome. In general, this assumption is unrestrictive because inclusion of unnecessary covariates in a regression model does not introduce bias, whereas exclusion
of necessary covariates may.
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Suppose that the surrogate outcome is completely observed, while the target
outcome is potentially missing at random (MAR). The MAR assumption ensures
unbiased estimation of the regression parameters in (3.1). Define a response indicator RT,i for the target outcome, where RT,i = 1 if the target outcome is observed,
and RT,i = 0 if the target outcome is missing. This indicator partitions the n subject
into two response patterns. The first n0 subjects are complete cases, for whom the
target outcome is observed RT,i = 1, and the remaining n1 subjects are incomplete
cases, for whom the target outcome is missing RT,i = 0. The MAR assumption requires that RT,i is independent of T i given the the observed data, (S i = si , xi ). That
is, (T i ⊥ RT,i )|(S i = si , xi ). The MAR assumption holds in our data application
if, given the covariates and the synthetic surrogate, whether or not a spirometry
measurement was recorded is independent of the measurement itself.
3.3.2 Model
The model adopted in BNLS is identical to that underlying Spray, with the
added requirement that xi = zi . Let µT,i denote the mean of the ith subject’s target outcome, and let µS ,i denote the mean of their surrogate outcome. Regression
models depending are specified for the target and surrogate means:
E[T i xi ] ≡ µT,i = x′i β,

E[S i xi ] ≡ µS ,i = x′i α.

(3.1)

These models share a common vector of covariates xi , but afford separate regression coefficients for each outcome. Group the target and surrogate means into a
bivariate mean vector µi = (µT,i , µS ,i ) ∈ R2 . Suppose that, conditional on covariates, the outcome vector yi follows a bivariate normal distribution:
( )
( )
µT,i
Ti
,
xi ∼ N
yi |xi =
µS ,i
Si


 ΣT T ΣT S

ΣS T ΣS S



 = N (µi , Σ).

(3.2)

Here ΣT T is the marginal variance of the target outcome, ΣS S is the marginal variance of the surrogate outcome, and ΣT S = ΣS T is the target-surrogate covariance.
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Let ϵi = (ϵT,i , ϵS ,i ) = yi − µi denote the residual vector. The model assumed durIID
ing BNLS is succinctly expressible as: yi = µi + ϵi , where the ϵi ∼ N(0, Σ) are
independent and identically distributed residuals with mean 0 and unstructured
covariance Σ.
3.3.3 Estimation
In Spray, we applied the ECM algorithm to perform estimation in the presence of bilateral outcome missingness. Here we demonstrate that the maximum
likelihood estimates (MLEs) of the parameters in (3.2) can be obtained using two
ordinary least squares (OLS) regressions when missingness is confined to the target outcome.
Under the bivariate normal regression model, the marginal distribution of the
surrogate outcome is S i |xi ∼ N(µS ,i , ΣS S ). Given the surrogate outcome, the conditional distribution of the target outcome is:
(
)
−1
T i |(S i = si , xi ) ∼ N µT,i + ΣT S Σ−1
S S (si − µS ,i ), ΣT T − ΣT S ΣS S ΣS T .
Make the following reparameterization:
δ = ΣT S Σ−1
SS ,

−1
Λ−1
T T = Σ T T − ΣT S ΣS S ΣS T .

γ = β − δα,

(3.3)

Here ΛT T corresponds to the upper left entry of the precision matrix:

 ΛT T ΛT S

ΛS T ΛS S

 
  ΣT T ΣT S
 ≡ 
ΣS T ΣS S

−1

 .

The reparameterization is inverted by:
ΣT S = δΣS S ,

β = γ + δα,

−1
ΣT T = Λ−1
T T + Σ T S ΣS S ΣS T .

After the reparameterization, the conditional distribution of the target outcome is
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expressible as:
)
(
T i (S i = si , xi ) ∼ N δsi + x′i γ, Λ−1
TT .
Collect the parameters into θ = (α, γ, δ, ΣS S , Λ−1
T T ).
For an incomplete case, only the surrogate outcome is observed. Thus the likelihood contribution of an incomplete case is:
f (si |xi ; θ) = f (si |xi ; α, ΣS S ).
For a complete case, both the target and surrogate outcomes are observed. Thus the
likelihood contribution of a complete case is:
f (ti , si |xi ; θ) = f (si |xi ; α, ΣS S ) f (ti |si , xi ; γ, δ, Λ−1
T T ).
Suppose the data are ordered such that the n0 complete cases appear before the n1
incomplete cases. The observed data likelihood is:
L(θ) =
=

n0
∏
i=1
n
∏

f (si |xi ; α, ΣS S ) f (ti |si , xi ; γ, δ, Λ−1
TT )
f (si |xi ; α, ΣS S ) ·

n0
∏

·

n∏
0 +n1

f (si |xi ; α, ΣS S )

i=n0 +1

f (ti |si , xi ; γ, δ, Λ−1
T T ).

i=1

i=1

Taking the logarithm, the observed data log likelihood is:
ℓobs (θ) =

n
∑

ln f (si |xi ; α, ΣS S ) +

ln f (ti |si , xi ; γ, δ, Λ−1
TT )

i=1

i=1

≡ ℓS (α, ΣS S ) +

n0
∑

ℓT |S (γ, δ, Λ−1
T T ).

(3.4)

The observed data log likelihood decomposes into two sums. The first, ℓS (α, ΣS S ),
is the marginal log likelihood of the surrogate outcome. This component receives
a contribution from all n subjects. The second, ℓT |S (γ, δ, Λ−1
T T ), is the conditional
log likelihood for the target outcome given the surrogate outcome. This compo85

nent only receives a contribution from the n0 complete cases. Since the parameter spaces are variationally independent, each component may be optimized separately. The marginal log likelihood of the surrogate outcome is expressible as:
n
1
(s − Xα)′ (s − Xα),
ℓS (α, ΣS S ) ∝ − ln ΣS S −
2
2ΣS S
were s is the n×1 vector of surrogate outcomes, and X is the n× p covariate design
matrix. The MLEs of (α, ΣS S ) are:
α̂ = (X′ X)−1 X′ s,

1
Σ̂S S = (s − Xα̂)′ (s − Xα̂).
n

Observed that α̂ is the OLS estimator of α. The conditional log likelihood of the
target outcome, given the surrogate outcome, takes the form:
ℓT |S (γ, δ, Λ−1
TT ) ∝

n0
ΛT T
ln ΛT T −
(t 0 − s0 δ − X0 γ)′ (t 0 − s0 δ − X0 γ).
2
2

Here t 0 and s0 are the n0 × 1 target and surrogate outcome vectors for the n0 complete cases, and X0 is the n0 × p sub-design matrix for the complete cases. To further simplify the log likelihood, group δ and γ into a (1 + p) × 1 vector ζ = (δ, γ),
and bind s0 and X0 into a n0 ×(1+ p) matrix Z 0 = (s0 , X0 ). Then, the conditional
log likelihood of the target outcome is expressible as:
ℓT |S (γ, δ, Λ−1
TT ) ∝

ΛT T
n0
ln ΛT T −
(t 0 − Z 0 ζ)′ (t 0 − Z 0 ζ).
2
2

The MLEs for (ζ,Λ−1
T T ) are:
ζ̂ = (Z ′0 Z 0 )−1 Z ′0 t 0 ,

Λ̂−1
TT =

1
(t 0 − Z 0 ζ̂)′ (t 0 − Z 0 ζ̂).
n0

Again ζ̂ corresponds to the OLS estimator of ζ. By the invariance principle [17],
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the MLEs under the original parameterization are:
Σ̂T S = δ̂Σ̂S S ,

β̂ = δ̂α̂ + γ̂,

′
Σ̂T T = Λ̂−1
T T + δ̂Σ̂S S δ̂ .

Thus, MLEs for all parameters from model (3.2) can be obtained using only
two OLS regressions. In the first, α and ΣS S are estimated by regressing s on X,
including all n subjects. In the second, ζ and Λ−1
T T are estimated by regressing t 0
on Z 0 , incorporating only the n0 complete cases.
3.3.4 Inference
Efficient Information
The target of inference is a subset of the regression coefficients for the target
outcome. In our data application, the target of inference is βG , the total effect of
genotype on a spirometry trait. Here we derive the efficient information for the
target regression coefficient β.
The score for β is the gradient of (3.4) with respect to β:
Uβ =

∂ℓobs ∂γ′ ∂ℓT |S
=
= X0′ ΛT T (t 0 − s0 δ − X0 γ).
∂β
∂β ∂γ

Likewise, the score for α is the gradient of (3.4) with respect to α:
Uα =

∂ℓobs ∂ℓS ∂γ′ ∂ℓT |S
′
=
+
= X′ Σ−1
S S (s − Xα) − δX0 ΛT T (t 0 − s0 δ − X0 γ).
∂α
∂α
∂α ∂γ

Taking the negative expectation of the Hessian in β provides the expected information:
{ 2 }
{ ′ 2
}
∂ℓ
∂γ ∂ ℓ ∂γ
Iββ′ = −E
= −E
= X0′ ΛT T X0 .
∂β∂β′
∂β ∂γ∂γ′ ∂β′
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The cross-information between β and α is:
{ ′ 2
}
}
∂γ ∂ ℓ ∂γ
∂2 ℓ
= −E
= −X0′ ΛT T X0 δ.
= −E
∂β∂α′
∂β ∂γ∂γ′ ∂α′
{

Iβα′

Using the identity −ΛT T δ = −ΛT T ΣT S Σ−1
S S = ΛT S , the cross information becomes:
Iβα′ = X0′ ΛT S X0 .
The expected information for α is:
{

Iαα′

}
{ 2
}
∂2 ℓ
∂ ℓS
∂γ′ ∂2 ℓT |S ∂γ
= −E
= −E
+
∂α∂α′
∂α∂α′ ∂α ∂γ∂γ′ ∂α′
′ ′
= X′ Σ−1
S S X + δ X0 ΛT T X0 δ.

( )
Partition X = XX01 , where X0 is the n0 × p sub-design matrix for complete cases,
and X1 is the n1 × p sub-design matrix for incomplete cases. The first term of the
′ −1
′ −1
information for α expands as X′ Σ−1
S S X = X0 ΣS S X0 + X1 ΣS S X1 . Grouping terms
by the sub-design matrices gives:
)
(
′
′ −1
Iαα′ = X0′ Σ−1
S S + δ ΛT T δ X0 + X1 ΣS S X1 .
−1
−1
′
−1
Using the identity ΛS S = Σ−1
S S + δ ΛT T δ = ΣS S + ΣS S ΣS T ΛT T ΣT S ΣS S , the
information for α is expressible as:

Iαα′ = X0′ ΛS S X0 + X1′ Σ−1
S S X1 .
Now the joint information of (β, α) is:

 Iββ′ Iβα′
I = 
Iαβ′ Iαα′

 
  X0′ ΛT T X0
X0′ ΛT S X0
 = 
X0′ ΛS T X0 X0′ ΛS S X0 + X1′ Σ−1
S S X1



 .

(3.5)

Finally, the efficient information for β is the Schur complement of I with respect
88

to Iαα′ :
Iββ′ |α = Iββ′ − Iβα′ I−1
αα′ Iαβ′ .
Wald Test
Partition β as (βG , βX ), where βG contains the parameters of interest, and βX
contains the remaining parameters. The Wald test of H0 : βG = 0 under unilateral
missingness will take the same form as under bilateral missingness.
Group together the nuisance regression parameters as η = (βX , α). Write the
joint information of the target and nuisance regression parameters γ = (βG , η)′
as:
Iγγ′


 Iβ β′ IβG η′
=  G G
IηβG′
Iηη′



 .

This matrix is a permutation of the joint information matrix for β and α from (3.5).
′
Let IβG βG′ |η = IβG βG′ − IβG η′ I−1
ηη′ IηβG denote the efficient information for the parameter of interest βG with respect to the nuisance regression parameters η. The
Wald test of H0 : βG = 0 is:
)
(
T W = β̂G′ ÎβG βG′ |η β̂G ,

(3.6)

where β̂G denotes the MLE of βG and ÎβG βG′ |η denotes evaluation of the efficient
information at the MLE θ̂ of θ. A p-value for T W is obtained with reference to the
χ2ν distribution, where ν = dim(βG ).

3.4

Synthetic Surrogates

Here we introduce the multivariate normal model as the natural extension of
the bivariate model in (3.2) to the setting of multiple surrogates. We argue that
the full multivariate model becomes untenable as the number of candidate surrogates increases, and instead propose combining the candidate surrogates into a
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single synthetic surrogate. The synthetic surrogate, which is often completely observed, is jointly analyzed with the partially missing target outcome using Spray.
We further discuss whether to regard a given predictor of the target outcome as a
covariate or as a candidate surrogate.
3.4.1 Limitations of the Multivariate Normal Model
For each subject, suppose that k candidate surrogates (S i,1 , · · · , S i,k ) are potentially observed. Group these into a k × 1 surrogate vector si . The generalization
of the bivariate normal regression model in (3.2) to the case of k surrogates is following multivariate normal regression model:
( )
( )
µT,i
Ti
,
xi ∼ N
yi =
µS ,i
si


 ΣT T ΣT S

ΣS T ΣS S



 ,

(3.7)

(
)
where µS ,i = Ik×k ⊗ x′i α is now a k×1 vector of subject-specific surrogate means;
(
)
α is the kp × 1 regression coefficient α1 , · · · , αk ; ΣT S is a 1 × k vector of targetsurrogate covariance parameters; and ΣS S is a k × k matrix of surrogate-surrogate
covariance parameters. Estimation may proceed by ECM in the case of arbitrary
outcome missingness, or by a generalized least squares algorithm if missingness is
confined to the target outcome. The Wald test of H0 : βG = 0 take the same form
as in (3.6).
Unfortunately, model (3.7) becomes increasingly untenable as the number of
surrogates increases. Three limitations of the multivariate normal model are as follows:
1. The number of model parameters increases quadratically in k. Specifically,
the number of model parameters is p(1 + k) + (k + 1)(k + 2)/2.
2. The number of potential outcome missingness patterns increases exponentially in k. Specifically, the number of potential missingness patterns is 21+k .
3. The class of admissible surrogates is constrained to those that are continuous, in fact normally distributed, and linearly related to the target outcome.
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The quadratic increase in the number of model parameters with k is driven by the
need to estimate the k × k surrogate-surrogate covariance matrix ΣS S , which from
the standpoint of inference on β is a nuisance parameter. Although it is possible
to reduce the rate at which the number of parameters scales with k, for example
by constraining the form of the covariance matrix, doing so increases the risk of
invalid inference due to model misspecification. The exponential increase in the
number of potential missingness patterns with k arises because there is a (1+k)×1
binary response vector (RT,i , RS ,i1 , · · · , RS ,ik ) associated with each subject, where
RT,i indicates observation of the target outcome, and RS ,i j indicates observation of
the jth surrogate outcome. If complete information is available for each of the k
surrogates, then the number of potential missingness patterns reduces to 21 . However, requiring complete information for all surrogates will generally restrict the
available sample size. For each surrogate, a trade-off then arises between the power
gained by including the surrogate and the power lost by reducing the sample size.
Finally, to make the assumption of multivariate normality among T i and si plausible, each surrogate must follow a normal distribution marginally, and the conditional expectation of the target outcome must vary linearly with each surrogate
outcome. Marginal normality precludes the direct inclusion of information from
binary or categorical surrogates.
Another practical limitation of model (3.7) is the challenge of selecting which
surrogates to include in the association analysis. Suppose the multivariate model
already includes k0 surrogates, and inclusion of a new surrogate S i,new is under consideration. We describe the candidate surrogate as weakly informative if the magnitude of the conditional correlation between T i and S i,new , given the surrogates
already in the model, is small:
]
[
Cor T i , S i,new |(S i,1 = si,1 , · · · , S i,k0 = si,k0 ) ≪ 1.
Generally, including weakly informative surrogates is not advisable since doing so
offers little potential for increased power yet necessarily increases the number of
model parameters, thereby increasing the computational cost and potentially re91

ducing the statistical efficiency.
To further develop the concept of weakly informative surrogates, suppose that
the target and all candidate surrogates in fact followed the multivariate normal regression model in (3.7). Then the conditional distribution of the target outcome,
given the surrogates and covariates, is:
(
)
T i (si , xi ) = µT,i + ΣT S Σ−1
S S si − µS ,i + ϵT |S ,i ,
)
(
were ϵT |S ,i ∼ N 0, ΣT T − ΣT S Σ−1
S S ΣS T . Analogous to (3.3), let:
δ = ΣT S Σ−1
SS ,

γ=β−

k
∑

δ jα j,

−1
Λ−1
T T = Σ T T − ΣT S ΣS S ΣS T .

j=1

Then the conditional distribution of the target outcome becomes:
T i (si , xi ) = δsi + x′i γ + ϵT |S ,i =

k
∑

δ j si, j + x′i γ + ϵT |S ,i .

j=1

Consequently, under multivariate normality, the relevant surrogates could be identified by regressing T i on si and xi , then applying standard variable selection techniques, such as step-wise or penalized regression [30], to the (δ j ). These techniques will tend to eliminate candidate surrogate for which the magnitude of ΛT T δ j =
ΛT T ΣT S j Σ−1
S j S j = −ΛT S j is small [26]. That is, variable selection under multivariate normality will tend to eliminate the weakly informative surrogates.
3.4.2 Synthetic Surrogates
As an alternative the multivariate normal regression model, we propose combining the k candidate surrogates si into a single synthetic surrogate S i∗ . The synthetic surrogate is then jointly analyzed with the target outcome T i using Spray.
We distinguish supervised synthetic surrogate analysis (SSA), where training data
are available, from unsupervised SSA, where only the analysis data are available.
For the supervised setting, suppose that both training DT = {(ti , si , xi )}mi=1
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and analysis DA = {(ti , si , xi )}ni=1 data sets are available. A model M(si ; ϑ), parameterized by ϑ, is specified for predicting the target outcome T i as a function of
the candidate surrogates si . In our data application, we apply an elastic net model
of the form:
M(si ; ϑ) = E[ti |si ] = ϑ′ h(si ),
where h(·) is a basis expansion, mapping from the observed surrogate vector si to a
feature vector hi = h(si ). For elastic net estimation, ϑ is estimated by minimizing
the penalized objective function:
Q(ϑ) =

n
∑
(
)
(ti − ϑ′ hi )2 + λ α||ϑ||22 + (1 − α)||ϑ||1 .

(3.8)

i=1

Here λ and α are tuning parameters, which are selected by cross-validation. Like
LASSO, elastic net has the advantage of implicitly performing feature selection.
However, the prediction model M(si ; ϑ) need not be linear, and approaches such
as random forests or neural networks may lead to a more informative synthetic
surrogate [30]. Let ϑ̂ denote an estimate of the prediction model parameters obtained using the training data DT . The fitted model M(si ; ϑ̂) is deployed to predict
the target outcome for each subject in the analysis data set DA . This prediction of
the target outcome serves as the synthetic surrogate. That is, S i∗ = M(si ; ϑ̂) for
each subject in DA . Valid inference is maintained because the training data are
independent of the analysis data DT ∩ DA = ∅.
Synthetic surrogate analysis has conceptional similarities to polygenic risk score
analysis [72]. In that procedure, the training data DT are used to construct a linear
prediction of disease risk as a function of genotypes at candidate loci. The fitted
prediction model is applied to predict disease risk in an independent analysis data
DA , and the association between disease status and predicted risk is used to estimate heritability. In synthetic surrogate analysis, training data DT are used to
construct a potentially non-linear prediction of the target outcome as a function
of the candidate surrogates. The fitted prediction model is applied to predict the
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target outcome in the analysis data DA , and the correlation between the synthetic
surrogate and the partially missing target outcome is used empower genetic association testing.
In the unsupervised setting, only the analysis data set DA is available. One approach for constructing the synthetic surrogate is to randomly partition the data
into disjoint training and analysis subsets DA = DT ∪ DA′ [24], then perform a
supervised analysis. We explore this idea further in the discussion. As a simple first
pass, we consider using principal component analysis to summarize the candidate
surrogates without reference to the remainder of the data. Let Z denote the centered and scaled n × k candidate surrogate matrix. The first principal component
of Z represents the direction in Euclidean space along which the variation in Z is
maximized. Supposing that the target outcome T i is related to each candidate surrogate, the linear combination of surrogates that comprises the first principal component of Z may constitute a better predictor of T i than any individual surrogate.
Let Z = U DV ′ denote the singular value decomposition of Z. The coordinate of
the ith observation along the leading vector of U serves as the synthetic surrogate
S i∗ .
Whether in the supervised or the unsupervised setting, the synthetic surrogate S i∗ and the partially missing target outcome are ultimately analyzed using the
bivariate normal regression model in (3.2). Reducing from a k × 1 surrogate vector si to a single synthetic surrogate S i∗ obviates many of the limitations of the
multivariate normal regression model (3.7). Although many surrogates may contribute to the generation of S i∗ , the number of parameters in the final model does
not increase with k. Thus, incorporating weakly informative surrogates incurs no
additional computational cost or loss of statistical efficiency. Provided at least one
of the surrogates used to generate S i∗ is continuous, there is no restriction against
including binary or categorical surrogates. In the supervised setting, variable selection and prediction modeling can proceed without positing multivariate normality
among the target outcome and the candidate surrogates. This is because SSA only
requires the weaker assumption of bivariate normality between T i and S i∗ . Finally,
since the synthetic surrogate is typically available for every subject in the analysis
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data set, association testing may proceed via the computationally efficient BNLS
algorithm. When the candidate surrogate vector si is incompletely observed, different prediction models may be trained for different surrogate missingness patterns, or the missing values of si may be imputed from the observed values of si
prior to synthesis, for example using multivariate imputation by chained equations
[14]. Inaccurate imputation at this stage would not invalidate inference since, as
in the unsupervised analysis, the imputation procedure makes no reference to the
remainder of the data.
3.4.3 Predictor Allocation
In SSA, a given predictor of the target outcome may either be conditioned
upon as a covariate in the regressions models (3.1), or included as a component of
the synthetic surrogate S i∗ . The former strategy increases power by reducing residual variation in the target outcome, while the latter strategy increases power by increasing the target-surrogate correlation. Here we demonstrate that these choices
are mutually exclusive in the sense that a predictor conditioned upon as a covariate
in the regression model does not contribute to the conditional correlation between
the target and synthetic surrogate outcomes.
Consider supervised SSA and let zi denote a predictor of the target outcome.
Suppose M(zi ; ϑ) is a prediction model for T i based on zi . Let ϑ̂(DT ) denote
an estimate of ϑ obtained using the training data set DT = {(ti , zi )}mi=1 . Within
the analysis data set DA = {(ti , zi , xi )}ni=1 , the synthetic surrogate is generated as
S i∗ = M(zi ; ϑ̂). Suppose that zi is also condition upon as a covariate in the target
µT,i = x′i βX + zi βZ and surrogate µS ,i = x′i αX + zi αZ regressions. Then the
conditional covariation between T i and S i∗ given the covariates (xi , zi ) is:
[
]
[
]
ΣT S = Cov T i , S i∗ (xi , zi ) = Cov T i , M(zi ; ϑ̂) (xi , zi ) = 0,
where the final equation follows because: (1.) conditional on zi , the variation in
M(zi ; ϑ̂) is due only to ϑ̂, and (2.) ϑ̂ = ϑ̂(DT ) was estimated using an independent
data set. Consequently, a predictor zi conditioned upon in the regression mod95

els contributes nothing to the conditional correlation between the target outcome
and the synthetic surrogate. The same reasoning applies to unsupervised SSA.
Since a predictor zi conditioned upon as a covariate in the regression model
is uninformative as a component of the synthetic surrogate, a trade-off arises between allocating zi to the prediction model versus allocating zi the regression model.
Recall that the ultimate goal is to perform genetic association testing for the effect
of genotype gi on the target outcome T i . We recommend choosing where to allocate zi based on the desired interpretation for the genetic effect βG . As demonstrated in the derivation of Spray, the regression coefficient βG estimated by the
bivariate model (3.2) represents the total effect of genotype on the target outcome,
including any effect mediated by the surrogate outcome. Consequently, if zi is allocated to the prediction model, then any effect of gi on T i mediated by zi is included
in βG . In contrast, if zi is allocated to the regression model, then any effect of gi on
T i mediated by zi is excluded from βG . That is, βG now represents the direct effect of
genotype on the target outcome. When zi is independent of gi , such that zi is not
heritable, then the direct effect coincides with the total effect. However, in general the direct and total effects will differ, and which parameter is of substantive
interest will depend on the predictor zi .

3.5

Simulations

Here we perform simulation studies to assess the operating characteristics of
Spray as implemented using BNLS. The performance mirrors that of Spray as
implemented using ECM. The advantage of the new, BNLS implementation is the
substantially reduced computational cost.
3.5.1 Simulation Methods
Simulations studies were conducted to evaluate the accuracy of the BNLS estimation procedure, and the statistical size and power of the associated Wald test
(3.6). Our simulation methods parallel those used to validate Spray as implemented by ECM. Genotypes at 500×103 loci on chromosome one were simulated
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based on the haplotype structure of the CEU population in the 1000 Genomes
Project [21]. Genotypes were filtered to ensure the sample minor allele frequency
at each locus exceeded 5%. Principal components (PCs) of the empirical genetic
relatedness matrix were calculated using PLINK (1.90) [57]. Covariates representing age and sex were generated for each subject. Age was drawn from a gamma
distribution with mean 50 and variance 10. Sex was drawn from a Bernoulli distribution with frequency 1/2. For all simulations, the target µT,i and surrogate µS ,i
regressions each included an intercept, age, sex, and three genetic PCs.
On each simulation replicate, the population regression coefficients (β, α) were
drawn independently from normal distributions with mean zero. The variance was
tuned such that the proportion of total outcome variation explained (PVE) by age
and sex was 20%, and the PVE by genetic PCs was 5%. For all simulations, the
PVE by genotype in the surrogate outcome was 0.5%. For size simulations, the total
effect of genotype on the target outcome βG was set to zero. For power simulations,
the PVE by genotype in the target outcome was likewise 0.5%.
Given a realization of the covariates and the regression coefficients, the target
T i and surrogate S i outcomes were drawn from the model:
)
(
( )
gi βG + x′i βX
Ti
,
(xi ; βX , βG , αX , αG ) ∼ N
gi αG + x′i αX
Si



 1 ρ 
 .

ρ 1

For all simulations, the number of complete cases was fixed at n0 = 103 , while
number of incomplete cases n1 was varied. Let n = n0 +n1 denote the total sample
size. The target missingness mT = n1 /n and the target-surrogate correlation ρ were
each varied across the set {0.00, 0.25, 0.50, 0.75}.
3.5.2 Accuracy Simulations
Accuracy simulations were conducted to ensure BNLS provided unbiased estimates for the total effect of genotype on the target outcome βG . Genotype had
a total effect on each of the target (βG , 0) and surrogate (αG , 0) outcomes.
The number of complete cases was n0 = 103 . The target missingness mT and
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target-surrogate correlation ρ were varied. The proportion of variation in each outcome explained by genotype was 0.5%, and the number of simulation replicates
was R = 105 .

Figure 3.5.1: Estimation Accuracy for the Total Effect of Genotype on the
Target Outcome βG . Genotype had a total effect on each of the target βG , 0
and surrogate αG , 0 outcomes. The number of complete cases was n0 = 103 .
The target missingness mT and target-surrogate correlation ρ were varied.
The proportion of variation in each outcome explained by genotype was
0.5%. Each box represents R = 105 simulation replicates.

Results from accuracy simulations are presented in Figure (3.5.1). For all simulation configurations, BNLS provided unbiased estimation of the total effect. In
the absence of target missingness, the estimation efficiency was independent of
the target-surrogate correlation. As the target missingness increased, estimation
become increasingly efficient as the target-surrogate correlation increased. Figure
(3.5.2) compares estimation of βG via BNLS with estimation via the ECM algorithm. For all simulation configurations, the distribution of the differences is centered on zero, indicating that both procedures are targeting the same estimand.
In the absence of target missingness, perfect agreement was obtained. The slight
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numerical discrepancy between the BNLS and ECM estimates at elevated missingness decreased with increasing target-surrogate correlation.

Figure 3.5.2: Comparison of the BNLS and ECM Estimators Unilateral
Missingness. Simulations were performed under the same configurations as
in Figure (3.5.1). The total effect of genotype on the target outcome βG
was estimated via both BNLS β̂LS and the ECM algorithm β̂ECM . The
distribution of the differences is presented. Each box represents R = 105
simulation replicates.

3.5.3 Size Simulations
Size simulations were conducted to assess the validity of the association test
in (3.6) as implemented by BNLS. Genotype had no total effect on the target outSet
come (βG = 0). The number of complete cases was n0 = 103 . The target missingness mT and target-surrogate correlation ρ were varied. For each configuration,
the number of simulation replicates was R = 5 × 107 .
Empirical type I error estimates at α = 10−6 across the 5 × 107 simulation
replicates are presented in Table (3.5.1). ‘Bivariate’ refers to estimation and in99

Figure 3.5.3: Simulations Studies of the Type I Error Rate under Unilateral
Missingness. Genotype had a total effect on the surrogate (αG , 0) but not
the target (βG = 0) outcome. In all cases, number of complete cases was
n0 = 103 . The target missingness mT and target-surrogate correlation ρ were
varied. Each panel contains R = 5 × 107 simulation replicates.

ference based on the model in (3.2), whereas ‘univariate’ references to estimation
and inference based on the model in (3.9). Neither the target missingness nor
the target-surrogate correlation could affect the operating characteristics of the
univariate test, whereas the missingness and correlation could in principle affect
those of the bivariate test. Overall, at n0 = 103 complete cases, the empirical type
I errors of the bivariate and univariate tests were comparable. Uniform QQ plots
of the association p-values from the bivariate test are presented in Figure (3.5.3).
Rows correspond to increasing missingness, while columns correspond to increasing target-surrogate correlation. In all cases the observed distribution of p-values
was consistent with standard uniform, indicating that the bivariate test in (3.6), as
implemented by BNLS, had maintained the type I error. Moreover, despite having no total effect on the target outcome, in these simulations genotype always
had a non-zero effect on the surrogate outcome. The ability of the bivariate test
to nevertheless maintain the type I error demonstrates that inference on βG is not

100

contaminated by αG , 0.
Table 3.5.1: Estimated Size and Power of Bivariate and Univariate Association Testing at α = 10−6 . Size estimates are based on R = 5 × 107 simulation
replicates under βG = 0. Power estimates are based on R = 105 simulation
replicates under βG , 0. The bivariate test incorporates information from
both the target and surrogate outcomes. The univariate test is based on the
target outcome only.
Size (×106 )
Bivariate Univariate

Power (×102 )
Bivariate Univariate

Missingness

Correlation

0
0
0
0

0
25
50
75

1.02
1.12
1.06
1.12

0.86
1.02
1.03
0.93

4.40
3.90
4.25
5.01

4.29
3.76
4.12
4.88

25
25
25
25

0
25
50
75

1.16
1.16
1.08
1.08

1.07
1.02
1.02
1.02

3.45
3.56
4.86
4.44

3.35
3.40
4.28
3.37

50
50
50
50

0
25
50
75

1.18
1.14
1.15
1.15

1.20
1.12
1.13
1.12

4.17
4.00
5.23
6.02

4.07
3.59
4.02
3.48

75
75
75
75

0
25
50
75

1.10
1.16
1.16
0.92

1.12
1.15
1.06
0.93

3.88
4.36
7.20
8.25

3.43
4.23
5.23
3.68

3.5.4 Power Simulations
Power simulations were conducted to quantify the efficiency gained by incorporating information from the surrogate outcome. Genotype had a non-zero total
effect on the target outcome (βG , 0). The proportion of variation in the target
and surrogate outcomes explained by genotype was 0.5%. The number of complete
cases was n0 = 103 . The target missingness mT and target-surrogate correlation
ρ were varied. For each configuration, the number of simulation replicates was
R = 105 . Power was quantified relative to the standard univariate test. This refers
to the Wald test of H0 : βG = 0 from the model:
T i (gi , xi ) = gi βG + x′i βX + ϵT,i ,
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)
(
ϵT,i ∼ N 0, ΣT T .

(3.9)

Only the complete cases contributed to this test. Since the standard univariate test
is a correctly specified maximum likelihood procedure, it represents the optimal
association test based on the target outcome only. The relative efficiency (RE) of
the bivariate (3.2) to the standard univariate test was estimated as the ratio of χ21
non-centrality parameters (NCPs), and the efficiency gain due to incorporating
surrogate information was estimated as the RE−1. These operating characteristics
are independent of sample size and the α level.

Figure 3.5.4: Efficiency Gained by Bivariate vs. Univariate Test under Unilateral Missingness. Genotype had total effects on both the target (βG , 0)
and surrogate (αG , 0) outcome. The number of complete cases was n0 = 103 .
The proportion of total variation in each outcome explained by genotype was
0.5%. Each box is based on R = 105 simulation replicates. The relative efficiency (RE) was calculated as the ratio of χ21 NCPs, comparing the bivariate
vs. the univariate test. The efficiency gain is the RE − 1.

Empirical power estimates at α−6 across R = 105 simulation replicates are
presented in Table (3.5.1). Again neither target missingness nor target-surrogate
correlation could affect the power of the univariate test, whereas the missingness
and correlation do affect the power of the bivariate test. Overall, at n0 = 103 com102

plete cases, the empirical power of the bivariate test uniformly exceeded that of
the univariate test. The efficiency gain due to incorporating surrogate information
is presented in Figure (3.5.4). In the absence of missingness or when the targetsurrogate correlation was zero, the bivariate and univariate tests were equally efficient. For all other configurations of outcome missingness by target-surrogate
correlation, the bivariate test was more powerful than the univariate test. The efficiency gain due to incorporating surrogate information increased with the target missingness and with the target-surrogate correlation. Overall, these results
demonstrate that the bivariate test, as implemented by BNLS, dominated the standard univariate test in terms of power.

3.6

Application to UK Biobank

Supervised and unsupervised SSA were applied to association testing for two
spirometry phenotypes from the UK Biobank (UKB). These analyses were compared with the standard univariate analysis, in terms of the empirical efficiency and
discovery gains, as increasing missingness was introduced into the target outcome.
3.6.1 Data Description
GWAS for spirometry traits were performed using data from the UKB [3, 68].
The phenotypes of interest were forced expiratory volume in 1 second (FEV1)
and forced vital capacity (FVC). Covariates included age, sex, genotyping array,
and the first 20 genetic PCs. BMI, diastolic blood pressure (DBP), height, systolic
blood pressure (SBP), and the wait-to-hip ratio (WHR) were regarded as surrogate outcomes. To mitigate confounding due to population structure, the analysis
was restricted to unrelated subjects of white, British ancestry. Individuals who had
withdrawn consent were excluded, as were those who had smoked, used an inhaler,
or used caffeine in the hour prior to spirometry measurements. The analysis data
set included 255,080 subjects with complete information for the spirometry traits,
candidate surrogates, and covariates.
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Training data for the supervised SSA were obtained from Sleep Health Heart
Study (SHHS) [58], through the National Sleep Research Resourece [77]. All
data were extracted from the first study visit. The target and surrogate outcomes
were the same as for the UKB. The covariates included age and sex only, since no
genetic data were during prediction modeling of the spirometry traits. For comparability with the UK Biobank, only Caucasian subjects aged 40 to 69 were included.
The training data set included 3,297 subjects.
3.6.2 Association Testing
Association analyses were performed in R (3.4.0) [69]. The target and synthetic surrogate outcomes were normalized using the rank-based inverse normal
transformation [6]. Association tests were performed for all 360,761 directly
genotyped, autosomal variants, with a sample minor allele frequency exceeding
5%, and a per locus missingness rate of less than 10%. Genome-wide significance
was declared at α = 5 × 10−8 [55]. Results from the following three analyses, in
order of increasing power, were compared: (1.) standard univariate analysis of the
target outcome among complete cases only; (2.) unsupervised SSA, using complete and incomplete cases from within the UKB; and (3.) supervised SSA, using
all available data from within the UKB and the SHHS. Each strategy was applied
as missingness was progressively introduced into the target outcome completely
at random. As during the simulations, the target missingness was varied across
mT ∈ {0.00, 0.25, 0.50, 0.75}.
For the standard univariate analysis, the spirometry trait was regressed on
genotype and covariates via OLS. The covariates were age, sex, genotyping array,
and the first 20 genetic PCs. The association model was:
T i = β0 + βG gi + βA Agei + βS Sexi + βP Platformi + β′PC PCsi + ϵT,i ,
where ϵT,i is a residual with mean zero and finite variance ΣT T . The target of inference was βG . The null hypothesis H0 : βG = 0 was assessed using the Wald test,
and the p-value was assigned with reference to the χ21 distribution. Only the com104

plete cases, whose target outcomes were observed, were included in this analysis;
no information from the surrogate outcomes was included.
Let si = (si,1 , · · · , si,5 ) denote the candidate surrogates: BMI, DBP, height,
SBP, and WHR. For the supervised analysis, an elastic net was trained within the
SHHS data to predict the spirometry trait T i as a function of si . Since the final
association analysis conditions on age and sex, T i and si were first projected onto
age and sex to obtain residuals, eT,i and eS ,i . The prediction model included linear,
quadratic, and first-order interaction terms for the effect of surrogate residuals eS ,i
on the target residual eT,i :
M(eS ,i ; ϑ) = E[eT,i |eS ,i ] = ϑ0 +

e′S ,i ϑS

+

5
∑
j=1

e2S ,i j ϑ j j +

∑

eS ,i j eS ,ik ϑ jk

j≥k

Model parameters ϑ = (ϑ0 , ϑS , ϑ j j , ϑ jk ) were estimated by elastic net, which performs both variable selection and shrinkage [78]. The design matrix was centered
and scaled column-wise prior to estimation. The tuning parameters (α, λ) from
(3.8) were selected to maximize R2 across 10× repeated 10-fold cross validation
[41], over a search grid of α ∈ {0.0, 0.5, 1.0} and log10 (λ) ∈ {−8, · · · , 0}.
For both spirometry traits, all quadratic terms and multiple interaction terms
were selected into the final prediction model. If the joint distribution of each
spirometry trait with the surrogate outcomes were truly multivariate normal, as
posited by (3.7), then the quadratic and interaction terms would not be expected
to add predictive value. Let ϑ̂ denote the prediction model parameters estimated
from the SHHS. The fitted model was applied to generate the synthetic surrogate
S i∗ = M(eS ,i ; ϑ̂) for each subject in UKB. Importantly, since the SHHS and UKB
data sets were disjoint, no subjects used for training the prediction model were
included in the bivariate association analysis.
The unsupervised analysis incorporated data from the UKB only, and included
no prediction modeling step. In parallel to the supervised analysis, the candidate
surrogates si (BMI, DBP, height, SBP, WHR) were projected onto age and sex to
obtain residuals eS ,i . The surrogate residuals were assembled into a design matrix Z
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that included all linear, quadratic, and first-order interaction terms. The columns of
the design matrix were centered and scaled, and the singular value decomposition
Z = U DV ′ was taken. The coordinate of the ith observation along the leading
vector of U became the synthetic surrogate S i∗ .
For the bivariate analysis, the target outcome T i was the spirometry trait, while
∗
S i served as the surrogate outcome. The same set of covariates adjusted for in the
standard univariate test was included in both the target and surrogate regressions.
The association model was:
)
) (
( ) (
β0 + βG gi + βA Agei + βS Sexi + βP Platformi + β′PC PCsi
ϵT,i
Ti
.
+
=
ϵS ∗ ,i
S i∗
α0 + αG gi + αA Agei + αS Sexi + αP Platformi + α′PC PCsi
Here (ϵT,i , ϵS ,i ) = ϵi ∼ N(0, Σ). Genotype at the locus of interest gi entered both
the target and surrogate regressions. The H0 : βG = 0 was assessed using the
Wald test in (3.6), as implemented by BNLS, and the p-value was assigned with
reference to the χ21 distribution.
All association analyses were performed on both observed and permuted
genotypes. Permutation breaks the association between genotype and the spirometry trait while preserving the association between covariates and the spirometry
trait. Any significant associations found while using permuted genotypes necessarily correspond to false discoveries. The number of significant associations
found while using permuted genotypes may be used to estimate the empirical type
I error and false discovery rates.
3.6.3 Results
Discovery and Efficiency Gains
Association tests were conducted for 360,761 directly genotyped, common
loci. Prior to the introduction of missingness, the target-surrogate correlations in
the supervised analyses were 0.66 for FEV1 and 0.71 for FVC, while the targetsurrogate correlations in the unsupervised analyses were 0.18 for FEV1 and 0.19
for FVC. Table (3.6.1) presents the average χ21 statistics across all loci that reached
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genome-wide significance (α = 5 × 10−8 ) in at least one of the univariate, unsupervised, or supervised analyses. The empirical efficiency gain, comparing one of
the bivariate analyses with the univariate analysis, was defined as:
(

)
χ̄21,2 − 1
Efficiency Gain = ( 2
) − 1,
χ̄1,1 − 1
where χ̄21,2 is the average χ21 statistic assigned by the bivariate test at loci significant by at least one method, and χ̄21,1 is the the average χ21 statistic assigned by the
standard univariate test at loci significant by at least one method. In the absence of
missingness, the average χ21 statistics of the univariate and bivariate analyses were
not significantly different. As missingness increased, the average χ21 statistics decreased. However, the efficiency gain of the bivariate tests over the univariate test
increased. Consistent with the greater target-surrogate correlation, the supervised
analysis was more efficient than the unsupervised analysis.
Table 3.6.1: Empirical Efficiency Gains for Lung Functions GWAS in the
UK Biobank. Genome-wide significance was declared at α = 5 × 10−8 . The
complete data analysis included N = 255K subjects. Target missingness was
introduced completely at random. The synthetic surrogate was composed of
BMI, DBP, height, SBP, WHR, and quadratic combinations thereof. The
average χ21 statistics are reported across all loci detected by either the univariate or the bivariate test. The empirical efficiency gain, comparing the
bivariate with univariate test, is the ratio of the estimated χ21 non-centrality
parameters minus 1.
Bivariate
Unsupervised Supervised

Efficiency Gain (%)
Unsupervised
Supervised

Trait

Miss (%)

Univariate

FEV1
FEV1
FEV1
FEV1

0
25
50
75

56.42
50.19
42.90
32.75

56.49
50.30
43.21
32.97

56.49
51.11
44.64
36.03

0.11
0.23
0.75
0.69

0.11
1.85
4.14
10.34

FVC
FVC
FVC
FVC

0
25
50
75

56.21
50.06
47.17
33.03

56.26
50.22
47.90
33.35

56.26
51.40
49.77
38.01

0.09
0.33
1.57
1.00

0.09
2.72
5.62
15.55

Table (3.6.2) presents the counts of genome-wide significant associations
(α = 5 × 10−8 ) in the univariate, unsupervised, or supervised analyses. The em107

pirical discovery gain, comparing one of the bivariate analyses with the univariate
analysis, was defined as:
Discovery Gain =

n2 − n1
,
n12

where n2 is the number of associations identified by the bivariate analysis only, n1
is the number of associations identified by the univariate analysis only, and n12 is
the number of associations identified in at least one of the analyses. The trends
in the discovery gain were similar to those in the efficiency gain. In the absence
of missingness, the univariate and bivariate analyses were comparably powerful.
As missingness increased, the number of discoveries decreased. However, the discovery gain of the bivariate tests over the univariate test increased. The supervised
analysis was again more powerful than the unsupervised analysis.
Table 3.6.2: Empirical Discovery Gains for Lung Functions GWAS in the
UK Biobank. Genome-wide significance was declared at α = 5 × 10−8 . The
complete data analysis included N = 255K subjects. Target missingness was
introduced completely at random. The synthetic surrogate was composed
of BMI, DBP, height, SBP, WHR, and quadratic combinations thereof. The
discovery gain is the ratio of associations uniquely identified by the bivariate
to the total number of associations detected.
Bivariate
Unsupervised
Supervised

Discovery Gain (%)
Unsupervised
Supervised

Trait

Miss (%)

Univariate

FEV1
FEV1
FEV1
FEV1

0
25
50
75

2096
1530
752
121

2096
1531
758
131

2096
1581
875
214

0.0
0.1
0.8
7.6

0.0
3.2
13.6
43.3

FVC
FVC
FVC
FVC

0
25
50
75

2373
1614
781
190

2376
1627
802
200

2376
1723
881
313

0.1
0.8
2.6
4.8

0.1
6.1
11.1
38.2

No associations approached genome-wide significance in any of the permutation analyses, suggesting that all analyses effectively controlled the type I error.
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3.7

Discussion

In this paper, we have introduce synthetic surrogate analysis (SSA) for extending Spray to incorporate information from multiple surrogate outcomes. A synthetic surrogate refers to a univariate summary of the candidate surrogates. In the
supervised setting, the synthetic surrogate is a prediction of the target outcome
as a function of the candidate surrogates, whereas in the unsupervised setting the
synthetic surrogate is a reduction of the candidate surrogates, such as the leading
principal component. The initial implementation of Spray accommodated bilateral missingness in the target and surrogate outcomes. However, the synthetic surrogate is often available for all subjects. In the case of unilateral missingness, the
bivariate normal regression model in (3.2) may be fit using two OLS regressions.
We refer to this procedure as bivariate normal regression via least squares (BNLS).
Surrogate phenotype regression analysis with estimation via BNLS has been implemented in the accompanying R package SPRAY. We applied supervised and
unsupervised SSA to GWAS of spirometry phenotypes in the UKB, demonstrating
that the efficiency and discovery gains of the SSA, relative to the standard univariate test, increased with the target missingness, and that the supervised approach
was more powerful than the unsupervised approach.
BNLS was derived by factoring the observed data likelihood into the marginal
likelihood of the surrogate outcome times the conditional likelihood of the target
outcome, given the surrogate outcome. Under a suitable reparameterization, the
MLEs may be obtained by optimizing each likelihood separately. Since both likelihoods are quadratic, the MLEs of the regression parameters are the OLS estimates.
For applications of Spray to association testing in large cohorts, such as the UKB,
estimation by OLS is desirable since the computational complexity is linear in the
sample size. In particular, the overall cost of BNLS is O(n+n0 ), where n is the total
number of observations and n0 is the number of complete cases. This represents a
substantial improvement relative to the ECM algorithm, where the computational
complexity of each iteration is O(n).
Extensive simulations were conducted to validate estimation and inference
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for the bivariate model in (3.2) as implemented by BNLS. Accuracy simulations
demonstrated that estimation of the total effect of genotype on the target outcome
βG was unbiased, and that the BNLS and ECM estimates coincided in the case of
unilateral missingness. In the absence of a total effect (βG = 0), the Wald test in
(3.6) maintained the type I error. As was observed in previous simulation studies
of Spray, in the presence of a total effect (βG , 0), the efficiency of the bivariate
test increased with the target missingness and the target-surrogate correlation. In
the absence of missingness, or when the target-surrogate correlation was zero, the
bivariate and standard univariate tests were equally efficient. The latter observation is salient for unsupervised SSA, in which it is unknown a priori how well the
synthetic surrogate will correlate with the target outcome.
We proposed SSA as a statistically powerful yet computationally tractable approach for incorporating multiple surrogate into bivariate association testing via
Spray. Directly modeling the target outcome and k ≥ 2 surrogates within the
multivariate normal framework is hindered by: (1.) the quadratic increase in the
number of nuisance covariance parameters, (2.) the exponential increase in the
number of potential missingness patterns, and (3.) the restrictions placed on the
candidate surrogates; namely, that each is continuous and linearly related to the
target outcome. In SSA, the candidate surrogates are combined into a univariate
summary measure, either by building a prediction model for the target outcome
using training data, or by performing unsupervised dimensionality reduction. The
synthetic surrogate is then jointly modeled with the target outcome under the
weaker assumption of bivariate normality between the target outcome and synthetic surrogate outcomes. Reduction to a univariate synthetic surrogate allows
for non-linear target-surrogate relationships, and for the inclusion of weakly informative or discrete surrogates. Since the synthetic surrogate is typically available
for all subjects, estimation and inference can proceed via BNLS.
Supervised and unsupervised SSA were compared with standard univariate
analysis for GWAS of spirometry traits in the UKB. For the supervised analysis,
elastic net models were trained, using data from the SHHS, to predict the target outcome as a function of the candidate surrogates. The synthetic surrogates
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were then constructed by applying the fitted prediction models in the UKB. For
the unsupervised analysis, the synthetic surrogate was the leading PC of the centered and scaled candidate surrogate matrix. In the absence of missingness, the
univariate and bivariate analyses were equally powerful. As missingness was introduced into the target outcome, the bivariate analyses realized increasing efficiency and discovery gains over the univariate analysis. Consistent with the simulation studies, the power gains increased with the target missingness. As expected,
the synthetic surrogate resulting from supervised SSA was better correlated with
the target outcome than the synthetic surrogate resulting from unsupervised SSA.
Consequently, supervised SSA was more efficient than unsupervised SSA, which
was in turn no less efficient than the univariate analysis.
Since supervised SSA provided a substantial improvement over the unsupervised approach, a future direction is to determine effective strategies for performing the former when only the analysis data are available. As previously mentioned,
one valid approach is to randomly split the data into training and analysis subsets.
Recommendations are needed on what proportion of the data to allocate to each
subset when the primary objective is increasing power during association testing.
Since a single random split may result in an unbalanced partition of the data, a refinement of this strategy is to use R times repeated, K fold data splitting. On each
replicate, the data are randomly partitioned into K folds; the prediction model is
trained within one fold, and SSA is performed within the remaining folds. Training
and analysis are repeated K times such that each fold is used for training once, and
the entire process is repeated with R different random partitions of the data. Inference procedures, with appropriate adjustments for data reuse, are needed for combining the results of these R × K replicate association analyses. Although BNLS
is computationally efficient, performing R × K GWAS in cohorts the size of UKB
may become prohibitive. An alternative is to use all data for both training and analysis, then apply an appropriate adjustment for post-selection inference [8]. For
example, Scheffé’s correction [64] provides a simple and robust adjustment for inference after variable selection. Future work will explore the trade-offs between
the repeated cross validation approach and selection-adjusted inference approach.
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