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Moving beyond dyadic similarity and towards latent structure learning in social group inference
Abstract
Successful groups require coordination specifically amongst its members. One crucial
process underlying this is social categorization—the ability to accurately categorize others as ingroup or out-group members. Much research examining social categorization has done so
through the lens of specific, static groups, wherein targets are explicitly labeled. Indeed, previous
cognitive neuroscience research examining social categorization has suggested that simple
dyadic similarity is enough to underlie social categorization. These paradigms, however, do not
account for the fact that in the real world, 1. we have multiple group memberships, and the group
membership brought to bear in a given situation is context-dependent, and 2. novel others do not
often come explicitly labeled. We will address these problems through three papers examining
social categorization. Paper 1 demonstrates that a domain-general network, rather than areas
associated with self-referential processing, is associated with explicit, generalized in-group
categorization. Paper 2 describes an account as to how we might accumulate information about
novel others in order to gauge group memberships—inferring latent group structures—and tests
this against dyadic similarity and category label accounts of social categorization. Paper 3
examines the neural correlates of tracking both latent group structures and dyadic similarity and
demonstrates that separable areas track each. Given the sharp increase in polarization across
societies today, understanding the mechanisms underlying how we form these concepts of group
memberships and their impacts on our judgements and decisions remains as important as ever.
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Introduction

Every nation has to either be with us or against us.
—Hillary Clinton, CBS Evening News, 9/13/2001

We are a social species, capable of coordinating and cooperating and organizing into
groups. These social group memberships give us social identities and social connections, yet
these same memberships have driven humans to commit some of the worst human atrocities in
the past century. Indeed, it is estimated that over 191 million people died in the twentieth century
due to some form of collective violence (Rummel, 1997). Inherent in our capacity to operate in
social groups, however, is our ability to recognize fellow group and tribe members—to
accurately categorize others as in- and out-group members. Being able to correctly sort others
into their respective groups and answer the question of who is “with me” and who is “against
me” helps us to identify whom to protect and whom to attack. Understanding how we complete
this necessary act of social categorization may give us traction on understanding how to combat
social ills such as intergroup aggression. Yet, in an increasingly interconnected world where we
encounter new people all the time, how do we know who amongst these new agents in the
environment is and is not a member of our social tribes?
One way to answer this question would be to match one’s own social identities against
the social identities of these new people through explicit signals. For example, seeing another
person wearing the same jersey of our favorite team can be a good indicator that we share a
social group membership with the target person. We can also rely on more basic visual cues such
as skin tone and gender to infer group membership. Indeed, even the most contrived, assigned,

explicit team memberships can trigger intergroup bias and conflict, as Sherif (1966)
demonstrated in his seminal Robbers Cave study, where boys from similar backgrounds who
were unfamiliar with one another were separated into groups at a summer camp; after they
bonded within their groups, the introduction of competitive camp activities resulted in general
intergroup aggression (e.g., name-calling, flag burning, stealing, etc.).
In sum, we can utilize dyadic similarity—direct comparisons of traits and social identities
between the target and ourselves along a particular dimension—in order to infer whether or not
someone is a member of our social group. Many social psychology experiments have utilized
singular modes of dyadic similarity to study intergroup behaviors, ranging from sharing and not
sharing a skin tone to sharing and not sharing a minimal group assignment with the target in
question (e.g., Kubota, Li, Bar-David, Banaji, & Phelps, 2013; Stanley, Sokol-Hessner, Banaji,
& Phelps, 2011; Avenanti, Sirigu, & Aglioti, 2010; Tajfel & Turner, 1979).
Yet, we know that our group memberships are neither singular nor static. Our social
selves contain a multitude of social group memberships and the group membership brought to
bear in any given situation can be contextually dependent (Brewer, 1991; Turner, Oakes,
Haslam, & McGarty, 1994; Van Bavel & Cunningham, 2008). Moreover, our understanding of
in- and out-group membership is mutable; we have the ability to reassemble and reorganize into
superordinate groups and coalitions when necessary (e.g., Gaertner & Dovidio, 2000; Sherif et
al., 1961). Given our ability to flexibly reshape the memberships of “us” and “them” as per the
situation, how is it that we flexibly categorize in- and out-group members across different group
dimensions and different environments?
Furthermore, we do not always have visual cues to novel others’ group memberships.
Whereas past studies of group membership have typically provided some form of easily
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accessible cues to group membership usually in the form of explicit team labels or visual cues
such as skin tone and gender (e.g., Lieberman, Hariri, Jarcho, Eisenberger, & Bookheimer, 2005;
Kubota, Banaji, & Phelps, 2013; Amodio, 2014; Golby, Gabrieli, Chiao, & Eberhardt, 2001), we
do not always have direct access to other people’s group memberships. Even if there are visual
cues to group membership, these cues may not be relevant to the dimension along which we sort
others into coalitional in- and out-group members. How do we gather information from the
environment to infer group memberships when we fail to have such easy access to visual cues?
This thesis will attempt to address these two questions. First, we will use multiple,
orthogonal group memberships to investigate the neural correlates of generalized in-group
categorization. Second, we will remove explicit labels and utilize predictions a domain-general
computational model of latent structure learning to demonstrate that a better account of social
group inference is one that takes into account relationships between agents in the environment in
addition to the relationships between individual agents and oneself (i.e., dyadic similarity). By
moving beyond explicitly labeled, singular groups in social categorization studies, it is hoped
that a richer understanding of social categorization will emerge.

Inferring Social Groups
Social categorization is a fundamental capacity for group living (Bruner, 1957).
However, unlike other forms of categorization, social categorization—accurately sorting others
into their respective groups with respect to oneself along a given dimension—is special in that it
requires one to additionally categorize oneself as a part of the group (Turner et al., 1994). For
example, one may sort plants into groups of fruits or vegetables without needing to additionally
sort oneself into a fruit or vegetable group, but one must group oneself as either Democrat or
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Republican in order to recognize other Democrats and Republicans as in- or out-group members.
Thus, it may not be the case that theories concerning representations of categories necessarily
generalize to social categorization.
Previous research on social group inference and its effects has asked participants to
categorize targets by relying on similarity to the target, whether through direct or implied means
(e.g., assigned team membership and audio-visual cues). For example, studies on race have asked
white participants to sort white and black target faces (Kubota et al., 2013) while other studies
have demonstrated how children rely on familiar accents choose between social targets (Kinzler,
Shutts, DeJesus, & Spelke, 2009). Classic studies of intergroup relations have directly sorted
participants into teams to demonstrate in-group favoritism (Tajfel, Billig, Bundy, & Flament,
1971). Indeed, strong considerations of similarities along salient dimensions may drive social
preference and group inference.
Though Campbell (1958) did identify similarity as one of the components to recognizing
entities as groups, he also identified sharing a common fate, or the degree of shared outcomes
amongst group members, as another core component of entitativity. Additionally, Sherif (1966)
demonstrated the necessity of functional relations between groups (i.e., whether or not the groups
were in competition or in cooperation) as an input to social categorization. In other words,
contexts and environments also play a role in social group inference; an agent whom one may
infer as a fellow group member in one context may not be considered an in-group member in
another context (Turner et al., 1994). In sum, it may not be the preferences, traits, and
characteristics of an agent that are crucial to inferring that agent’s social group in relation to
one’s own, but rather the interaction between the immediate context and the dyadic similarity
along a dimension made salient by the context that allow for social group inference.
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A puzzle then, is how we might draw such dimensions along which to divide the world
into “us” and “them”. Certainly, some accounts, such as Optimal Distinctiveness Theory, have
allowed for this by stating that specific social identities are made salient through a balance of
resolving the inner conflict of needing to both belong to a group and individuality (Brewer,
1991), and these social identities might be the dimensions along which we divide the world, but
this still sidesteps the calculations of how we even begin to determine our needing to belong and
differentiate ourselves. Any account of dyadic similarity more broadly must also allow for some
computation that determines the dimension along which dyadic similarity is estimated.
One statistical process through which we determine divisions between groups of data
points is clustering (Zubin, 1938); observations that share more features or characteristics with
one another are assigned to the same cluster. While some methods of cluster analysis require us
to predefine the number of clusters (e.g., k-means clustering; MacQueen, 1967), others infer
clusters over data by allowing for probability distributions over the different possible
distributions of the data while also allowing for priors for these distributions (e.g., Dirichlet
processes; Ferguson, 1973). If it is the case that we cluster social others and ourselves in a
similar manner to how we might determine clusters in observed data points, then accounts of
social group inference that incorporate these calculations might help us both infer social groups
while simultaneously determining the dimension along which we draw social divisions. One
such model applies the Chinese restaurant process (Aldous, 1985) to social group inference by
estimating the probability of other agents in the environment sharing similar preferences as
oneself based on previous preference similarities (Gershman, Pouncy, & Gweon, 2017). By
inferring a probability distribution over all the possible latent groupings given the number of
agents under consideration, this model effectively eliminates the need for (1) predetermining the
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number of social groups and (2) the dimensions along which one divides others into social
groups.

Neural Correlates of Social Group Inference
How might the brain track social group memberships in the environment? One candidate
for dyadic similarity is the medial prefrontal cortex/pregenual anterior cingulate
(mPFC/pgACC). Thinking about one’s own, and similar others’, traits, mental states,
perspectives, and characteristics has been shown to elicit activation in this area (Cikara, Jenkins,
Dufour, & Saxe, 2014; D’Argembeau et al., 2007; Denny, Kober, Wager, & Ochsner, 2012;
Ames, Jenkins, Banaji, & Mitchell, 2008; Heleven & Van Overwalle, 2016; Jenkins & Mitchell,
2011; Jenkins, Macrae, & Mitchell, 2008, Mitchell, Banaji, & Macrae, 2005). Furthermore,
differential activation in this region in response to decisions that affect others has been linked
with altruistic behavior (Sul et al., 2015). Additionally, consideration of close others (e.g.,
family, a group of close friends, etc.) elicits activation in these areas (Krienen, Tu, & Buckner,
2010). Others have suggested that, in general, the mPFC/pgACC computes information from an
egocentric point of view (Ruff & Fehr, 2014). To track dyadic similarity requires understanding
others’ traits and states in relation to one’s own in order to calculate the degree of similarity
between oneself and the target. Thus, taken together, this area could compute this difference
between others and oneself to track the similarity (or difference) between oneself and other
agents at any time, making it a good candidate for tracking changes in dyadic similarity.
Abstracted to a group level, understanding the similarities between oneself and individual agents
under consideration could be a good proxy for whether or not one is in the same group as those
agents. Many of these studies on reflecting on others’ traits and states, however, have either used
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very specific targets (e.g., the participant’s mother or friend) or utilized targets that vary in a
specific, singular dimension (e.g., having a liberal-leaning student think about activities that
another liberal would enjoy doing).
To move beyond studying group inference along a single dimension, some researchers
had participants categorize words as describing in-group or out-group and found greater
activation in the mPFC/pgACC for categorizing in-group compared to out-group words
(Morrison, Decety, Molenberghs, 2012; Molenberghs & Morrison, 2014). Based on the preexisting literature linking this area with self-referential processes, the researchers then concluded
that a comparison of dyadic similarity—that is, answering the question of “like me” or “not like
me”—was a heuristic that was sufficient to allow for categorizing agents across multiple in- and
out-group identities. Specifically, the task asked participants to first select words off a
prespecified list that described themselves. Participants were told that these words were
associated with their team while the unselected words were to be associated with the “other
team” and then were scanned while categorizing these words as “my team” or the “other team”.
However, these words were adjectives that could easily describe or not describe the participants
themselves (e.g., “male”, “Australian”, etc.). For example, when categorizing “male”, a male
participant may not be categorizing “male” as describing his own team but more likely is asking
whether or not such a word describes himself; in other words, the task is effectively a selfreferential task rather than a social categorization one, and it is not a surprise then that the
contrast of in-group versus out-group words, which could be reinterpreted as a contrast of
“describes me” versus ”does not describe me”, resulted in associated activation in the
mPFC/pgACC. To confuse such a psychological process with social categorization and
conclusively link mPFC/pgACC with social categorization, however, would be a mistake.
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On the other hand, tracking latent structure groupings in the environment may not require
self-referential processes. For example, a previous study that trained a classifier on
representations of social group members across orthogonal in-group, as well as competing and
non-competing out-group, memberships did not find evidence of social group representations in
the mPFC/pgACC (Cikara, Van Bavel, Ingbretsen, & Lau, 2017). It should be noted, of course,
that a null result is difficult to interpret. Outside of the research on social categories, a previous
study asked participants to categorize foods and restaurants in order to determine what clusters
caused illness and found that cluster groupings of causal structures were updated in areas not
typically associated with self-referential processes, such as the right anterior insula (rAI; Tomov,
Dorfman, & Gershman, 2018). This region is anatomically connected to sensory and motor
systems (Seeley et al., 2007; Uddin, 2015), which could allow for both the inference of in- and
out-group members while also allowing for the execution of necessary behavior(s) towards such
agents in the current environmental context. In a parcellation of the insula, Chang et al. (2012)
found that the anterior portion of the insula was connected with the anterior cingulate cortex,
amygdala, ventral tegmental area and the dorsolateral prefrontal cortex; the first three regions
together form the “salience detection network” while the fourth region is frequently associated
with cognitive control (Seeley et al., 2007; Miller & Cohen, 2001). It may not be surprising,
then, that many of these areas to which the anterior insula is connected, including the
dorsolateral prefrontal cortex, anterior cingulate cortex, and amygdala, have also been linked to
categorization along racial lines (Amodio, 2014; Ito & Bartholow, 2009; Kubota, Banaji, &
Phelps, 2012). Given that different environments and contexts can drive the dimension along
which we divide agents into “us” and “them”, it is important for one to not only accurately
identify the situation but to also then execute the correct action towards others depending on
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their current label; while the former would require a “salience detection network”, the latter
would require some degree of cognitive control. Thus, the AI is well-connected to communicate
between areas that would be important for such a task.
More specifically, there is also evidence of the rAI’s involvement in social cognition.
This region has been implicated in tasks that involve awareness of one’s own emotions and
subjective pain, and persons with autism spectrum disorder exhibit hypoactivity in this region on
socially oriented tasks such as face processing and theory of mind (Uddin & Menon, 2009; Di
Martino et al., 2009). Additionally, the rAI sits near the right extreme capsule, the structural
integrity of which has been positively correlated with social network size (Noonan, Mars, Sallet,
Dunbar, & Fellows, 2018). If we consider these two data points together, then the rAI may be
well-situated to relay social information related to networks and groups.

Methodologies
In order to broaden our study of social categorization, this thesis will utilize a number of
methods. In Paper 1, we utilize a design that harnesses repetition suppression, or the
phenomenon wherein neurons exhibit lower levels of activation when exposed to repeated
presentation of stimuli to which they are sensitive (Grill-Spector, Henson, & Martin, 2006;
Malach, 2012; Barron, Garvert, & Behrens, 2016). For example, neurons that are involved in the
representation of a particular facial identity should exhibit lower levels of activation in response
to repeated presentation of that facial identity no matter the facial orientation but not in response
to the subsequent presentation of a new face (Grill-Spector et al., 1999). These experimental
designs allow researchers to gain greater spatial specificity in contrast to univariate analyses
typically found in functional neuroimaging (fMRI) studies by exploiting shared features across
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different stimuli. Univariate analyses of neural responses to seeing individual stimuli yields
mean neural responses to each stimulus; this may result in observing similar levels of activation
for each in a given population of neurons. Utilizing a repetition suppression paradigm, however,
gives insight into the representational overlap (or lack thereof) between different stimuli; this in
turn allows researchers greater spatial specificity and insight into the neural representations of
stimuli with shared properties. Since one can build these stimuli pairs to share or differ on
specific dimensions, one can then investigate the neural representations and processes underlying
the shared features. For example, use of this paradigm has resulted in insight into how
representations of our own traits overlap with representations of similar others’ traits but not
traits of dissimilar others (Jenkins, Macrae, & Mitchell, 2008). Other studies have used this
paradigm to demonstrate the effect of increased overlap of value representations for self and
others (Garvert, Moutoussis, Kurth-Nelson, Behrens, & Dolan, 2015), construction of memories
for approximating the value of novel rewards (Barron, Dolan, & Behrens, 2013), overlap of
representations of traits and persons (Heleven & Van Overwalle, 2015), and overlap of speech
processing and speech production areas (Menenti, Gierhan, Segaert, & Hagoort, 2011). This
paradigm, thus, is useful for our purposes of examining social categorization beyond categories
along a single dimension.
In Paper 2, we adapt a computational model of latent structure learning (Gershman et al.,
2017) to social group inference. In short, this account states that we attempt to infer the most
likely state of groupings, whether it be that everyone is in the same group or that everyone is in a
separate group, in the environment at any given moment based on the similarities shared with the
immediate agents in the environment. As we learn more about any agent, we can update the
probabilities associated with any of these states of the world; increasing or decreasing the degree
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of similarity with any given agent or between agents affects our perceptions of all agents in the
environment. While previous psychological theory has derived predictions about how the
relationships between other agents and our relationships to them might affect how we view any
one of these agents (e.g., Balance Theory; Heider, 1958), this particular model allows for
specific, quantitative predictions about participants’ choices in aligning with any given agent in
the environment.
The model and task design in Paper 2 move us beyond previous research in three notable
ways. First, the model and particular task design here allow us to go beyond the static labels
highlighted earlier (e.g., skin tone, team memberships, etc.), which, as mentioned previously, are
often used in both behavioral and neural social categorization experiments. Instead, our model
can both quantify similarity and make probabilistic predictions based on those similarities,
thereby enabling us to take a fine-grained approach to studying social group inference. Second,
this lack of static, preexisting labels also relieves us from having to account for each participant’s
preexisting stereotypes and biases that would otherwise exist in such experiments. Finally, a
number of previous studies of social categorization have utilized tasks that operationalize ingroup and out-group memberships in lieu of non-egocentric social categories (e.g., having White
participants sort White and Black faces rather than having white participants sort Black and
Asian faces). This confounds self- and social categorization processes (i.e., the process of
categorizing other agents as “with me” and “not with me” becomes intertwined with binning
target faces into their respective groups). Rather than differentiating between these two
processes, this computational model simultaneously accounts for both self and social
categorization, because it accounts for the probability of any possible grouping arrangement,
ranging from the possibility that everyone in the environment belongs in one group to the
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possibility that everyone in the environment belongs in their own group. In other words, in an
environment with three other agents, one could infer three groups in total; rather than binning
two agents as generic out-group members, these two agents might belong to two separate groups,
while the third group consists of oneself and the third agent.
In Paper 3, we utilize model-based predictions as parametric modulators to determine
which clusters track our two accounts of social categorization. Using such a model-based
analysis allows for greater spatial and temporal specificity beyond the traditional contrasts used
in functional neuroimaging analyses. Through the use of these parametric modulators, we can
make specific, directional predictions about signal variation and a continuous predictor on fMRI
signal (Büchel, Holmes, Rees, & Friston, 1998; Wood, Nuerk, Sturm, & Willmes, 2008).
Additionally, using these model-based predictions to analyze our data means that we can flexibly
adapt our predictions in accordance with the variance in feedback seen by each participant and
allows for greater generalizability of our results.

This thesis proceeds as follows. Paper 1 begins by attempting to move beyond the
singular groups previously used in the literature and asks participants to categorize targets across
multiple, orthogonal groups to examine the neural correlates of in-group categorization. It
demonstrates that generalized in-group categorization is associated with a domain-general
network. Paper 2 then removes easy, accessible, explicit cues to group membership to examine
how we gather information to infer group memberships of agents in the environment. It
compares an account of a domain-general computational model of latent structure learning with
that of dyadic similarity and finds that the former provides a more complete account of social
group inference. These latent structure groupings drive choice and trait attributions and persist
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despite explicit labels that conflict with the inferred latent grouping. Paper 3 studies the neural
correlates of tracking dyadic similarity and latent structure groupings and finds evidence for
separate areas tracking each relationship in the environment. Taken together, these three papers
demonstrate that by moving past the confines of static, singular, explicit group labels and
assignments that confound social and self-categorization, we can build a deeper understanding of
how the human mind builds and infers social groups.
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1. fMRI Repetition Suppression During Generalized Social
Categorization
Abstract
Correctly identifying friends and foes is integral to successful group living. Here, we use
repetition suppression to examine the neural circuitry underlying generalized group
categorization—the process of categorizing in-group and out-group members across multiple
social categories. Participants assigned to an arbitrary team (i.e., Eagles or Rattlers) underwent
fMRI while categorizing political and arbitrary in-group and out-group members. We found that
frontoparietal control network exhibited repetition suppression in response to “identical ingroup” (Democrat-Democrat or Eagles-Eagles) and “different in-group” (Eagles-Democrat or
Democrat-Eagles) trials relative to “out-group/in-group trials” (Republican-Democrat or RattlerEagles). Specifically, the repetition suppression contrast map included bilateral superior parietal
lobule, bilateral dorsolateral prefrontal cortex (DLPFC), and bilateral middle temporal gyrus.
Participants who reported an increased tendency to join and value their social groups exhibited
decreased repetition suppression in bilateral DLPFC. Comparison of our whole-brain repetition
suppression map with an independently identified map of frontoparietal control network revealed
34.3% overlap. Social categorization requires recognizing both a target’s group membership but
also the target’s orientation toward one’s self. Fittingly, we find that generalized social
categorization engages a network that acts as a functional bridge between dorsal attentional
(exogenously-oriented) and default mode (internally-oriented) networks.

Introduction
Group living confers significant advantages. By coordinating and cooperating with fellow
in-group members, we reap numerous material and psychological benefits (Allport, 1954;
Cacioppo, & Cacioppo, 2014; Fiske, 2014; Kurzban & Neuberg, 2005; Wilson & Wilson, 2007).
Social categorization—categorizing people into their respective social groups along a given
dimension (Bruner, 1957)—is critical for the successful navigation of group life. It is perhaps not
surprising then, that there is a growing literature examining the neural basis of social
categorization. These previous investigations have revealed a great deal about which brain
regions and networks respond more to specific in-group versus out-group targets; however, most
of these studies examine single groups or categories (in many cases marked by visual cues to
group membership), which makes it difficult to determine whether these findings are unique to
the categories under investigation or whether they reveal something more fundamental about the
cognitive processes supporting social categorization.
The goal of the current investigation is to examine the neural circuitry underlying
generalized in-group categorization—the process of identifying “us” across multiple social
groups. Specifically, we use a repetition suppression paradigm to identify the neural responses
associated with distinguishing in-group members from out-group members, independent of the
features associated with the particular categories by which group boundaries are instantiated.
Social categorization: More than mere similarity to the self
Social psychologists have long recognized that social categorization—the process of
categorizing targets into their respective social groups (Bruner, 1957)—is a separate process
from self-categorization and social identification—the processes by which people categorize
themselves and come to identify with specific social groups (Turner et al., 1987; Tajfel &
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Turner, 1979). Moreover, both of these are distinct from one potential consequence of these
processes, namely evaluative bias, or in-group preferences (Allport, 1954; Brewer, 1999;
Hewstone, Rubin, Wills, 2002).
Previous fMRI studies of social categorization have primarily examined categorization
across racial group boundaries. Several regions have been reliably associated with categorizing
racial in-group and out-group members, including (but not limited to) anterior cingulate cortex,
dorsolateral prefrontal cortex, medial prefrontal cortex, fusiform gyrus, and bilateral amygdala
(Amodio, 2014; Ito & Bartholow, 2009; Kubota, Banaji, & Phelps, 2012). These regions are
theorized to support processes ranging from differences in representing targets’ faces and
motivational salience to perceivers’ mentalizing and emotion regulation. The broad circuitry
recruited during race-based social categorization reflects, in part, the fact that categorization and
identification are intimately intertwined—we do not just sort people into categories, we sort them
into in-groups and out-groups, which are egocentrically defined.
Social categorization thus differs from other forms of categorization (e.g., sorting fruits
versus vegetables) in that it may also spontaneously recruit representations of one’s own group
membership (and associated preferences; Tajfel & Turner, 1979; Turner, Hogg, Oakes, Reicher,
& Wetherll, 1987; Turner, Oakes, Haslam, & McGarty, 1994). Social identification is also a very
flexible and dynamic process. Which specific social identity becomes salient in any given
moment is highly context-dependent (Ellemers, Spears, & Doosje, 2002; Gaertner, Mann,
Murrell, & Dovidio, 1989; Turner et al., 1994; Van Bavel & Cunningham, 2011). Thus, one
process by which people may determine whether someone is an in-group member is via
judgments of similarity to one’s self on some feature that is relevant to the current context (e.g.,
skin tone, nation of origin, display of symbols signaling religious or sports team affiliation).
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Accordingly, several neuroimaging studies have attempted to identify an overlap between
the brain regions implicated in self-referential processes and the categorization of in-group
members. A relatively ventral area of medial prefrontal cortex (vmPFC), including pregenual
anterior cingulate cortex (pgACC), is reliably associated with thinking about one’s own, as well
as similar others’, traits, mental states, and characteristics (e.g., Cikara, Jenkins, Dufour, & Saxe,
2014; D’Argembeau et al., 2007; Denny, Kober, Wager, & Ochsner, 2012; Heleven & Van
Overwalle, 2016; Jenkins & Mitchell, 2011; Jenkins, Macrae, & Mitchell, 2008; Kelley et al.,
2002; Macrae, Moran, Heatherton, Banfield, & Kelley, 2004; Mitchell, Banaji, & Macrae, 2005;
Sul et al., 2015). Consideration of close others (e.g., family, a group of close friends, etc.)
similarly elicits activation in these areas (Krienen, Tu, & Buckner, 2010). If “we” is represented
similarly to “I”, this same region should exhibit greater activation in response to presentations of
in-group relative to out-group targets.
Indeed, previous investigations have implicated the vmPFC/pgACC in the social
categorization process, suggesting that some comparison to self or models of the self is inherent
in the process of categorizing others. One experiment employing minimal groups reported that
participants who were more biased in a resource allocation task (i.e., awarded more points to ingroup than out-group players) exhibited greater mPFC activity relative to those who allocated
resources equitably (Volz, Kessler, & von Cramon, 2009; see also Rilling, Dagenais, Goldsmith,
Glenn, & Pagnoni, 2008). Note, however, this specific region of activation was more dorsal than
the regions typically associated with self-referential processes. Two other experiments in which
participants categorized minimal groups (e.g., “Red Team”; Molenberghs & Morrison, 2014) or
words describing different social groups (e.g., “Australian”; Morrison, Decety, & Molenberghs,
2012) as “My Team” or “Other Team” also reported greater mPFC for in-group relative to out-
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group trials. In the minimal groups experiment, the region of activation was again more dorsal
than the region associated with self-referential processing. The mPFC cluster in the real social
groups experiment, by contrast, included both vmPFC and pgACC (Morrison et al., 2012).
Closer inspection of the design of this experiment, however, suggests one should interpret these
results with caution. The words that participants sorted as in-group or out-group labels were
adjectives rather than social categories (e.g., “Australian, male” rather than “Australians, men”).
Given that vmPFC/pgACC responses are higher for trait descriptions that are true versus false of
the participant (Moran et al., 2006), and higher for self-relevant facts and words (e.g., the
participants’ own name) compared to irrelevant ones (Moran, Heatherton, & Kelley, 2009), it is
possible this pattern of activation is the result of making self-related attributes salient. The claim
that mPFC/pgACC is associated with self-referential thought (including self-categorization) is
uncontroversial. Less clear, however, is the extent to which self and similarity-driven processes
are necessary or sufficient for categorizing others as in-group members.
Classic social psychological theories of intergroup relations remind us that in addition to
similarity there are several other dimensions by which groups are defined, most notably common
fate within groups (Campbell, 1958) and functional relations between groups (Sherif, 1966). In
other words, groups are not only defined by the attributes that their members share; people also
have strong expectations about the nature of the interactions and the obligations within and
between groups (Rhodes & Chalik, 2013). Common fate—when individual group members’
outcomes are interdependent—is a critical cue for group boundary definition, and therefore
social categorization. It increases perceptions of group cohesion within groups (Hamilton &
Sherman, 1996) and promotes greater intergroup bias and discrimination between groups
(Gaertner & Schopler, 1998). For example, when group member similarity, proximity, and
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common fate are independently manipulated, common fate is the only significant predictor of
competitive, group-based aggression in the prisoner’s dilemma game (Insko, Wildschut, &
Cohen, 2012).
Abstracted to the group level, functional relations between groups—whether groups are
cooperative, competitive, or independent—also determine who gets marked as friend or foe
(Sherif, Harvey, White, Hood, & Sherif, 1961). For example, cooperation between groups may
(temporarily) change representations of out-group members to super-ordinate in-group members
(Gaertner & Dovidio, 2000; Sherif et al., 1961). Thus, rather than relying on an analysis that
prioritizes similarity to oneself, another process through which people may categorize others as
in-group members is by inferring the functional relations between one’s self and the target (e.g.,
“Are you with me or against me?”; Cikara & Fiske, 2013).
Very few neuroimaging studies have documented the brain regions and networks
associated with tracking judgments of cooperation versus competition (and all of which are
focused on interpersonal rather than intergroup dynamics). For example, in one experiment,
playing a game with another person in both cooperative and competitive contexts (relative to
playing alone) recruited the frontoparietal control network (FPCN) and anterior insula, which the
authors speculated is related to greater attentional and executive demands required by tracking
one’s own moves in relation to another’s (Decety, Jackson, Sommerville, Chaminade, &
Meltzoff, 2004). Therefore, rather than relying on vmPFC/pgACC, it is possible that generalized
social categorization tracks targets’ functional significance (e.g., good or bad for me?), and
therefore draws on domain-general circuitry associated with goal-directed information
integration (Spreng et al., 2010; Spreng & Schachter, 2012).
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Increasing the generalizability of inferences about the neural basis of social categorization
Though neuroimaging investigations have revealed a great deal about what regions of the
brain encode race (Amodio, 2014; Kubota, Banaji, & Phelps, 2012; Ito & Bartholow, 2009),
gender, and a variety of other significant social categories (Cikara & Van Bavel, 2014), we know
comparatively little about generalized social categorization: how we distinguish between “us”
and “them” more broadly. It is imprudent to make inferences about generalized group processes
from investigations of single social groups (especially those marked by visual cues to group
membership) because they are intrinsically confounded with differences in the visual appearance
of targets, associated stereotypes and prejudices, and perceivers’ familiarity with the groups in
question. For example, the neural correlates of race-based categorization could theoretically
overlap with the network supporting generalized social categorization processes, but also with
circuitry representing cultural stereotype knowledge, episodic memory, and other processes
uniquely associated with race. In this example, there is no way to parse which components are
common across categories versus specific to race. Even experiments demonstrating overlapping
activation across multiple social categories are limited so long as they employ a traditional
univariate analysis approach. Given the limited spatial resolution of fMRI, overlapping
activation within a region across categories (e.g., in-group members from multiple categories)
may arise from averaging across neighboring but distinct subpopulations of neurons.
Repetition suppression paradigms circumvent these technical limitations and enable
stronger inferences about the common neuronal populations supporting the representation of
shared properties across distinct stimuli. Repetition suppression refers to the well-documented
phenomena that stimulus-, property-, or concept-tuned neurons respond less upon repeated
exposure to their preferred (as compared to irrelevant) inputs (Grill-Spector, Henson, & Martin,
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2006). For example, if researchers are interested in identifying brain regions that not only
represent faces, but specific identities, they may expose participants to two conditions: one in
which an identical face is presented two times in a row and another in which one face is followed
by another face of a different identity. Regions (or populations of neurons) that are specifically
tuned to identity representations will exhibit repetition suppression in the former but not the
latter case despite the fact that a face is always followed by another face. If these regions are
truly identity-tuned they should similarly show suppression if the same identity is repeated but
changes on a different dimension (e.g., same face exhibiting happy followed by neutral
emotional expression; see Winston, Henson, Fine-Goulden, & Dolan, 2004 for a detailed
description of this example). As such, researchers have now leveraged repetition-related
reductions in fMRI BOLD responses to characterize the functional properties of different brain
regions at sub-voxel resolution across a wide variety of tasks and processes, including, but not
limited to, visual (Grill-Spector et al., 1999; Loffler, Yourganov, Wilkinson, & Wilson, 2005)
and language processing (Gagnepain et al., 2008; Glezer, Jiang, & Riesenhuber, 2009), action
representation (Dinstein, Hasson, Rubin, & Heeger, 2007), trait inference (Heleven & Van
Overwalle, 2015; Ma et al., 2014), and mentalizing (Jenkins et al., 2008).
Thus, by many accounts, fMRI repetition suppression in response to repeated but distinct
stimuli indicates that both stimuli share some property or cognitive process that engages the
same underlying neuronal population. For our purposes, these stimuli must be similar on only
one rather than several dimensions—in-group status—for the results to be maximally
informative. For example, if a liberal Bostonian exhibited repetition suppression in region X
upon exposure to the second in a pair of Red Sox fans, one could not distinguish whether the
neurons in region X are sensitive to the second target’s in-group status, their association with
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baseball, or any other feature the two targets share. If, however, the liberal Bostonian was first
exposed to a Red Sox fan followed by a fellow Democrat, and exhibited repetition suppression in
region X after viewing the Democrat target, the space of reasonable inferences about region X’s
preferred stimulus class narrows (e.g., in-group status, familiarity).
The current experiment builds on and extends past research on the neural basis of social
categorization in three important ways. First, we employ multiple, objectively orthogonal social
categories to test the generalizability of our results across group boundaries. Second, we include
both real world (i.e., political parties) and novel groups (i.e., arbitrary teams) to ensure the
generalizability of our results is not driven by stereotype content, familiarity, or other properties
shared among real-world social categories. Finally, we employ a repetition suppression paradigm
to avoid the problems associated with interpreting overlapping mean activations in our fMRI
data.
Overview and Hypotheses
In order to examine the neural circuitry underlying generalized in-group categorization,
we assigned participants to an arbitrary team (i.e., Eagles or Rattlers) and recorded their BOLD
responses while they categorized political and arbitrary in-group and out-group members.
Following standard repetition suppression paradigms, each trial included two targets,
representing one of three combinations: “identical in-group” (Democrat-Democrat or EaglesEagles), “different in-group” (Eagles-Democrat or Democrat-Eagles), and “out-group/in-group
trials” (Republican-Democrat or Rattler-Eagles; see Fig. 2.1). In-group categorization sensitive
regions should exhibit reduced activation during identical in-group and different in-group trials
relative to out-group/in-group trials. Following past findings, if generalized in-group
categorization relies on self-referential processes, this analysis should identify a network that
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includes vmPFC/pgACC. If instead in-group categorization relies on an analysis of functional
relations between the target and oneself (e.g., “Is the target a friend or foe?”), then our analysis
should identify the FPCN (previously associated with encoding functional relations) or an
alternative network. All experiment materials, summary data, and analysis code can be found on
the Open Science Framework (OSF) at: https://osf.io/epnv6/.

Materials and Methods
Participants
We recruited twenty-three, right-handed, native English speakers (12 female, Mage =
25.58 years, SD = 3.12 years) from the community based on their responses to a larger online
survey (see Participant Selection below). All participants self-identified as Democrats. One
participant was excluded from analysis because of excessive head movement (greater than 2mm)
while in the scanner. Thus, the final pool of participants comprised of 22 people (12 female, Mage
= 25.25 years, SD = 2.77 years). Carnegie Mellon University’s IRB committee approved all
experimental procedures; methods were carried out in accordance with the relevant guidelines
and regulations, and we obtained informed consent from each participant.
Participant selection. Survey participants (N = 745) were recruited to participate in an
online problem-solving challenge for a chance to win a $30 gift card. For the purposes of the
challenge, participants were assigned to one of two teams (the Eagles and the Rattlers),
ostensibly based on their answers to five personality items. In reality, all participants were
assigned to the same team, the Eagles (Sherif, 1966). Following team assignment, participants
answered 12 questions assessing their propensity to value and join groups (e.g., “The social
groups we belong to are one of the most important things in our lives” and “We are defined, at
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least in part, by the social groups that we belong to”; Strongly Disagree (1) to Strongly Agree
(7), Cronbach’s α = 0.73 for the final pool of participants). Participants were then asked for
demographic information (age and gender) and their political party affiliation (or lack thereof)
and asked to rate how much they liked, valued and felt connected to their party on three 100point scales that ranged from Not at All (0) to Extremely (100). Survey participants could then
include their e-mail addresses if they were interested in participating in a related fMRI study.
They were also asked to confirm or disconfirm a series of statements relating qualifications for
participating in an fMRI study (e.g., whether they had metal in their body, being able to lie still
for over an hour, etc.). Following this, participants were informed that enough data had been
collected for the time being and that they would not need to complete a problem-solving
challenge at that time.
Respondents interested in the fMRI study were then invited to participate if they reported
no contra-indicators and reported that they liked and valued the Democratic Party in excess of
the midpoint of the scale (for the two items, Cronbach’s α = 0.86).
Procedure
Pre-scanning tasks. Prior to being scanned, participants reported whether or not they
recalled their team assignment; all but two participants remembered their team assignment. We
also showed participants a social network diagram illustrating that they were much more similar
to their teammates (and that the competing players were much more similar to one another) than
the groups were to each other (increased group cohesion increases intergroup bias; manipulation
is identical to that found in Experiment 4 in Cikara, Bruneau, Van Bavel, & Saxe, 2014). We
explained that the participants’ own team had accumulated 82 points whereas the other team had
earned 84 points indicating that it was a tight race. Whichever team had the higher score at the
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end of the experiment would win a bonus of $10. Participants then rated how they much they
liked, valued, and felt connected to the Eagles and the Rattlers on three 100-point scales that
ranged from Not at All (0) to Extremely (100; Cronbach’s α’s = 0.82 and 0.76 for the Eagles and
Rattlers, respectively). Finally, participants completed a series of practice trials in preparation for
the main task.
Main Task. After being placed in the scanner, participants performed two runs of a task
for a separate group evaluation experiment. On each trial in this evaluation task, participants saw
a single sentence describing a person’s category membership (e.g., “Sam is Democrat”). After
the statement disappeared, participants pressed one button to indicate they felt positively toward
the target or another button to indicate they did not. If anything, this intermediate task allowed
participants to acclimate to the scanner environment and primed group membership as a
dimension of interest for the main repetition suppression experiment. The evaluation experiment
will not be discussed further here.

Figure 2.1. Task Stimuli. Trials consisted of pairs of statements, presented sequentially, in white
font against a black background. The experiment included three condition types: (a) identical ingroup, (b) different in-groups, or (c) out-group/in-group and out-group. Each pair was followed
by a 2s prompt that asked them “How many of the people described were members of your ingroup?”
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Participants then began the main repetition suppression experiment. In each trial,
participants read paired statements about two targets (see Figure 2.1). Targets were members of
(a) the Eagles (b) the Rattlers, (c) the Democratic Party, or (d) the Republican Party. Following
standard repetition suppression paradigms, statements in each pair described people belonging to
one of three conditions: “identical in-group” (Democrat-Democrat or Eagles-Eagles), “different
in-group” (Eagles-Democrat or Democrat-Eagles), and “out-group/in-group trials” (RepublicanDemocrat or Rattler-Eagles). All target names were gender-matched to the participant. Within
each trial, each description statement was shown for 2s, followed by a 2s prompt, during which
the participants answered, “How many of the people described were members of your in-group?”
(neither/one/two). Each trial was followed by a fixation cross which lasted 4s–16s (jittered).
Participants saw 8 trials of each condition type in each run. Condition order and trial timing were
optimized using the optseq algorithm (http://www.surfer.nmr.mgh.harvard.edu/optseq).
Participants completed 8 runs total, approximately 6 minutes each.
fMRI data acquisition, preprocessing, and analysis
We collected data using a 32-channel head coil in a 3.0-tesla Verio MRI scanner
(Siemens) at the Scientific Imaging & Brain Research Center at Carnegie Mellon University. At
the beginning of each scan session, we acquired a high-resolution T-1 weighted anatomical
image (T1-MPRAGE, 1 × 1 × 1 mm, parallel to the anterior commissure-posterior commissure
plane) for use in registering activity to each participant’s anatomy and spatially normalizing data
across participants. Functional images were then acquired through eight echo-planar imaging
(EPI) sessions lasting six minutes on average. For near whole brain coverage, we acquired 36
interleaved 3.0mm slices (repetition time = 2s; echo time = 29ms; flip angle = 79 degrees; field
of view = 192mm; matrix = 64 × 64). We conducted preprocessing and statistical analyses using
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SPM8 (Wellcome Trust Centre for Neuroimaging, London, UK,
http://www.fil.ion.ucl.ac.uk/spm). We realigned functional images to the first volume, coregistered images to the individual’s anatomical scan, and normalized images to a standard EPI
template using a Montreal Neurological Institute (MNI) reference brain, resliced to 2mm × 2mm
× 2mm voxels, and smoothed using a 5mm FWHM Gaussian kernel.
We modeled data with an event-related design using a general linear model. For each of
the eight runs, four regressors— three condition regressors (i.e., the first four seconds of each
trial), and one regressor modeling all decision periods (i.e., the final two seconds)—were
convolved with the canonical hemodynamic response function. In addition, we included nuisance
regressors containing the temporal and spatial derivatives for each of the main regressors and
eight run regressors. We then entered the resulting contrast images into a second-level analysis
that treated participants as a random effect. We applied the contrast, [out-group/in-group >
(identical in-group, different in-group)], to the entire brain in order to identify regions exhibiting
repetition suppression associated with in-group categorization. To reduce the number of
comparisons across the whole brain, we generated a mask using FSL’s MNI structural atlas that
masked out the cerebellum, brain stem, ventricles, occipital lobe, and white matter. We chose to
exclude occipital lobe because the stimuli were text-based, and we controlled for the number of
characters in each statement string across conditions. A Monte Carlo simulation—AFNI’s
3dClustSim (http://afni.nimh.nih.gov/pub/dist/doc/program_help/3dClustSim.html)—determined
a minimum cluster size of 365 voxels to achieve corrected p < 0.001 whole-brain contrasts, with
a voxel-wise threshold of p < 0.005. Note that a cluster-defining threshold of p < 0.001 with the
updated 3dClustSim function has a false positive of only 8.6% (Eklund, Nichols, & Knutsson,
2016).
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Results
Behavioral Results
Participants reported more positive evaluations of their arbitrary team, the Eagles (M =
63.98, SD = 15.98) relative to their competitors, the Rattlers (M = 33.52, SD = 16.05), mean
difference = 30.47, 95% CI [19.63, 41.31], t(21) = 5.85, p < 0.001, d = 1.902. Categorization
accuracy did not differ by condition, F(2, 42) = 0.581, p > 0.250, d = 0.004. Reaction times,
however, did. A repeated-measures ANOVA revealed a main effect of condition, F(2, 42) =
3.799, p = 0.03, generalized eta-squared = 0.019: pairwise comparisons revealed reaction times
were significantly shorter in the identical in-group condition (M = 0.72s, SD = 0.16) relative to
the out-group/in-group condition (M = 0.67s, SD = 0.15), mean difference = 0.052s, 95% CI
[0.007, 0.097], p = 0.020, d = 0.253. Reaction times in the different in-group condition (M =
0.69s, SD = 0.15) did not differ from the other two conditions (ps > 0.213). Despite the condition
differences, this specific pattern of response times suggests our fMRI contrast effects cannot be
accounted for by condition differences in effort or task difficulty.
fMRI Results
Analysis of identical versus different in-group trials. We first conducted a whole-brain
contrast to determine which, if any regions, exhibited differences in repetition suppression for
identical versus different in-group trials. No clusters survived correction for multiple
comparisons, so we moved forward with the main repetition suppression analysis of generalized
social categorization collapsing across both in-group/in-group conditions and comparing them to
the out-group/in-group condition.
Repetition Suppression Network for In-group Targets. The whole brain analysis of
repetition suppression for in-group targets (Out-group/In-group > Identical In-group and
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Different In-group) identified the frontoparietal control network, including bilateral superior
parietal lobule, bilateral dorsolateral prefrontal cortex, and bilateral middle temporal gyrus
(Table 2.1).

Table 2.1. Out-group/In-group > (Identical In-group, Different In-group)
Region
L/R
x
y
z Cluster Size (Voxels)
Superior Parietal Lobule
R 40 -58 48
1457
Superior Parietal Lobule
L -40 -54 54
2851
Dorsolateral Prefrontal Cortex
R 48
34 38
544
Dorsolateral Prefrontal Cortex
L -44
30 28
1041
Middle Temporal Gyrus
R 64 -28 -12
483
Middle Temporal Gyrus
L -58 -40 -12
472
Coordinates refer to peak voxel in Montreal Neurological Institute stereotaxic
space.
To confirm that our results reflected repetition suppression rather than different responses
to the first statement (e.g., greater responses to out-group relative to in-group sentences, which
could also drive the Out-group/In-group > (Identical In-group, Different In-group) contrast) we
extracted percent signal change (PSC) for reach ROI for the repetition time window (TR)
corresponding to the presentation of the first sentence and the TR corresponding to the
presentation of the second sentence. Because there was no jittered ITI between our first and
second stimuli in each trial, these events could not be modeled separately. We did not, however,
find a significant difference across conditions in the PSCs extracted during the first sentence of
each trial in any of our six ROI’s (across all ROIS all ts(42) < 1.92, Holms adjusted ps > 0.37).
Furthermore, PSCs from the second screen exhibited the predicted repetition suppression pattern:
the highest response in the out-group/in-group condition, with significantly lower responses in
the identical in-group and different in-group conditions, which were not different from each
other (out-group/in-group > identical in-group, different in-group, across all ROIs, all ts(42) >
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2.68, Holms-adjusted ps ≤ 0.01; see Appendix I for plots of PSC curves and t-statistics for each
ROI listed in Table 2.1). Thus, if anything, our averaging approach skews conservative: the
effect of repetition suppression is being underestimated by including the window corresponding
to the first sentence (which again is not significantly different across conditions) in the event.
Interestingly, we found a negative correlation between the degree to which participants
reported valuing and joining groups (calculated as the average of the 12 questions asked in the
participant recruitment survey) and the degree to which bilateral DLPFC exhibited repetition
suppression (calculated as the parameter estimate of the out-group/in-group condition minus the
average of the parameter estimates of the identical in-group and different in-group conditions):
r(20) = −0.38, t(20) = −1.87, p = 0.076 for left DLPFC; r(20) = −0.47, t(20) = −2.38, p = 0.027
for right DLPFC). In other words, participants who reported an increased tendency to join and
value social groups exhibited a decreased repetition suppression effect. None of the other regions
identified by the whole-brain repetition suppression contrast correlated with this group measure.
Overlap with independently identified frontoparietal control network. We compared the
degree of overlap between the network identified by our repetition suppression analysis and a
network map generated by Spreng et al. (2010) based on the partial least-squares analysis of
connectivity between frontoparietal control network and default and dorsal attentional networks,
respectively. The degree of overlap, calculated as the number of voxels that overlapped between
the two functional maps (2348 voxels) divided by the number of voxels in our whole-brain
results (6848 voxels), was 34.29% (see Figure 2.2).
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Figure 2.2. Repetition Suppression. Results from whole-brain contrast of out-group/in-group
trials > identical in-group, different in-group trials (red; p < 0.001 corrected from p < 0.05)
overlaid on top of resulting FPCN map resulting from Spreng et al., 2010 (yellow). Orange
denotes overlap between the two maps.
Repetition Enhancement for in-group targets. Though we designed our experiment to
analyze repetition suppression, we also assessed whether any regions exhibited repetition
enhancement for in-group targets. While repetition enhancement effects are not as well
understood, they are generally taken as a proxy of greater processing of stimuli (see Segaert,
Weber, de Lange, Petersson, & Hagoort, 2013 for a review). The whole-brain repetition
enhancement contrast (Identical In-group and Different In-group > Out-group/In-group)
identified the network of regions including right temporoparietal junction and insula (see Table
2.2 and Figure 2.3).
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Figure 2.3. Repetition Enhancement. Results from whole-brain contrast of identical in-group,
different in-group > out-group/in-group trials (p < 0.001 corrected from p < 0.05).
Table 2.2. Identical In-group and Different In-group > Out-group/In-group
Region
L/R
x
y
z Cluster Size (Voxels)
Postcentral Gyrus
L -42 -30 66
4217
Precentral Gyrus
R 36 -18 66
709
Supramarginal Gyrus/rTPJ
R 40 -38 24
682
Insula/Frontal Operculum
R 48
2 10
425
Coordinates refer to peak voxel in Montreal Neurological Institute stereotaxic
space.

32

Discussion
We used a repetition suppression paradigm to examine the neural substrates of the
process of categorizing others as in-group members across multiple social categories. A network
roughly corresponding to the FPCN exhibited repetition suppression in response to repeated ingroup trials. Thus, in contrast to previous experiments, which have highlighted vmPFC/pgACC
and self-referential processes in social categorization, the present findings indicate that the
general process of categorizing “us” relies on domain-general circuitry associated with goaldirected information integration. Note, however, that many of these previous experiments were
designed to elicit trait judgments, whereas our experiment was designed to engage categorization
without necessarily engaging trait judgments. While we agree that group categorizations may
inform trait judgments of individuals eventually, we argue that there is nothing about social
categorization itself that requires it. Moreover, we found that the degree of repetition suppression
in bilateral DLPFC correlated negatively with the degree to which participants reported valuing
and joining groups.
The FPCN, first identified in a resting-state seed-based functional connectivity analyses
(Vincent, Kahn, Snyder, Raichle, & Buckner, 2008) and network parcellation analyses (Yeo et
al., 2011), is a network independent from the dorsal attention network (DAN) and the default
mode network (DMN). It includes several regions that have previously been associated with
attentional control, working memory, decision-making, and information integration (Botvinick,
Cohen, & Carter, 2004; Dosenbach et al. 2007; Gruber & Goschke, 2004; MacDonald, Cohen,
Stenger, & Carter, 2000; Miller & Cohen, 2000; Ramnani & Owen, 2004; Seger, Desmond,
Glover, & Gabrieli, 2000). These early connectivity results led researchers to theorize that the
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FPCN acts as a functional bridge for networks that support externally directed attention and
cognitive control.
More recent investigations of task-related functional connectivity with FPCN confirm
that it couples flexibly with both DMN and DAN (Spreng, Sepulcre, Turner, Stevens, &
Schachter, 2013). Specifically, FPCN activity does not correlate negatively with the DMN (as
would a “task-positive” network); instead it correlates positively with both DMN and the DAN,
depending on the task. While the DMN is reliably associated with self-referential processes (and
prospection more generally; Buckner & Carroll, 2007), the DAN is primarily associated with
exogenously cued attention (Corbetta, Patel, & Shulman, 2008). The FPCN, on the other hand,
appears to play a key role in the integration of goal-directed information over time, for both
endogenously and exogenously oriented tasks. For example, the FPCN is coupled with the DMN
during autobiographical planning but coupled with the DAN during visuospatial planning
(Spreng et al., 2010; Spreng & Schachter, 2012). Explicitly planning how one is going to execute
a task elicits activation in the FPCN, whereas simulating the outcomes of the task does not
(Gerlach, Spreng, Madore, & Schachter, 2014). And finally, integrating evidence from the
external environment that disconfirms one’s priors also recruits the FPCN (Lavigne, Metzak, &
Woodward, 2015).
Given its connectivity to the DMN and DAN, as well as its purported functional role in
goal-directed information integration, the FPCN may be particularly well suited to service the
process of categorizing others as in-group members. Our ability to correctly identify others as ingroup or out-group members necessitates a comparison between the demands of the current
environment and our internally generated representations of ourselves as members of a given
group. While we may be in-group members with specific people in one setting (e.g., Boston Red
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Sox fans at a baseball game), we may not be in the same group in a different setting (e.g.,
residents of two Boston neighborhoods negotiating next year’s trash collection schedule), and
our ability to correctly identify and categorize in-group members in different settings relies on
the ability to precisely reconcile the environment at hand with our self-categorization. Whether
we share a common fate with another person is dictated by the social context; thus, a social
categorization network would need to be able to flexibly integrate environmental cues with
salient self-related knowledge.
We would be remiss if we did not highlight that there is considerable variability in the
extent to which the three sets of regions exhibiting repetition suppression in the present study
overlap with the FPCN identified by Spreng et al. (2010). Specifically, our bilateral DLPFC and
MTG results overlap less with this map than bilateral SPL (Figure 2.2). Given that the two
networks were defined using completely different tasks and analyses, this variability is to be
expected. Though this is purely speculative, one possibility is that different nodes of the FPCN
may be associated with distinct sub-processes (e.g., similarity and functional relation judgments)
that support social categorization (as well as other non-social processes). For example, the
DLPFC, wherein we found a negative correlation between the degree of repetition suppression
and the self-reported propensity to value and join groups, may be critical for focusing our
attention on salient cues to targets’ group membership (and inhibiting less immediately relevant
information). Those who are more group-oriented may pay equal attention to in-group and
competitive out-group targets, reducing the repetition suppression effect between conditions.
DLPFC activity, in turn, may correlate with DMN versus DAN depending on which dimensions
participants emphasize when categorizing others. SPL, in contrast, may be more closely
associated with encoding contextual information (e.g., “Am I making a judgment of group
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membership through a political party or arbitrary team lens?”). This experiment is merely a first
step in better understanding the extent to which generalized social categorization relies on
domain-general circuitry.
The whole-brain repetition enhancement contrast (i.e., Identical In-group and Different
In-group > Out-group/In-group) revealed that in-group targets spontaneously engaged rTPJ and
insula to a greater degree than out-group targets did. These findings comport with previous
experiments indicating that in-group targets are more likely to engage brain regions associated
with representing motivational salience (Van Bavel, Packer, & Cunningham, 2008; 2011) and
theory of mind (Bruneau, Dufour, & Saxe, 2012), operations which are reliably associated with
insula and rTPJ engagement, respectively.
Though the current results speak to the neural substrates of generalized social
categorization as a process, they do not address which feature or dimension participants are using
to distinguish in-group and out-group targets across multiple category boundaries. Valence,
specifically functional significance or evaluation is a likely candidate for the dimension
distinguishing representations of “us” and “them” across multiple categories. This account is
consistent with decades of theorizing that emphasizes the priority of functional relations as an
organizing principle for group-related perception and cognition (Campbell, 1958; Fiske, Cuddy,
& Glick, 2007; Sherif et al., 1961; Tajfel & Turner, 1979).
The present findings also do not clearly adjudicate between a similarity versus functional
relation account of social categorization (presumably because categorization relies on both
judgments). Future experiments could manipulate which strategies people employ to categorize
others: for example, we could instruct participants to make similarity or functional relation
judgments on different social categorization trials. We predict that FPCN would couple with the
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DMN (including mPFC) more strongly on similarity judgment trials, but more strongly with
DAN on functional relation judgment trials. Furthermore, degree of connectivity among
networks may vary based on the types of social groups under consideration. For example, we
might observe greater DMN/FPCN coupling when the environment prioritizes categorization
along a static group boundary (e.g., race) because similarity is a reliable indicator of group
membership, whereas we might observe greater DAN/FPCN coupling when people categorize
along dynamic, functional group boundaries (e.g., common fate irrespective of other group
category cues). These experiments and similar approaches may help reconcile seemingly
discrepant findings in the literature and provide a stronger foundation for future research.
In using a repetition suppression paradigm to determine the areas responsible for general
in-group categorization, we have shown evidence that the process of generalized in-group
categorization relies not solely on regions associated with self-referential processes but on a
network that can flexibly couple with networks associated with self-referential and external
attention orientation processes. Because we so readily categorize in-group members and because
these categorizations drive how we treat one another (e.g., favoring in-group members at the
expense of out-group members), both the neuroscience and psychology literatures on intergroup
dynamics benefit from a deeper understanding of how this coupling works in service of broad
group categorization.
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2. Discovering Social Groups via Latent Structure Learning

Abstract
Humans form social coalitions in every society on earth, yet we know very little about
how social group boundaries are learned and represented. We derive predictions from a
computational model of latent structure learning to move beyond explicit category labels and
mere similarity as the sole inputs to social group representations. Four experiments examine (a)
how evidence for group boundaries is accumulated in a consequential social context (i.e.,
learning about others’ political values), (b) to what extent learning about these boundaries drives
one’s own choices as well as attributions about other agents in the environment, and (c) whether
these latent groups affect choice even in the presence of group labels that contradict the latent
group structure. Our results suggest that people integrate information about how agents in the
environment relate to one another in addition to oneself to infer social group structure. We argue
that this mechanism is a plausible explanation of other theories of social relations—for example,
balance theory.

Introduction
Social groups are a universal feature of human societies and drive a vast array of
decisions: from the most quotidian—who do I approach at this party?—to the most
consequential—whom do we target with missile strikes? In many cases, people utilize category
labels (e.g., gender, nation of origin, arbitrary assignment to novel groups) and generic language
or visual cues (e.g., skin tone) to determine how to evaluate others, how to allocate their
resources, and what norms to follow in social settings (e.g., Allport, 1954; Brewer, 1999;
Gelman, Collman, & Maccoby, 1986; Hewstone, Rubin, & Willis, 2002; Kubota, Banaji, &
Phelps, 2012; Rhodes, Leslie, & Tworek, 2012; Tajfel, Billig, Bundy, & Flament, 1971; Taylor
& Gelman, 1993; Terry & Hogg, 1996). In the absence of overt cues, both adults and young
children frequently use judgments of familiarity or similarity to one’s self on some feature (e.g.,
attitudes, accents) to guide their social preferences (e.g., Byrne & Nelson, 1965; Kinzler, Shutts,
Dejesus, & Spelke, 2009; Rokeach, Smith, & Evans, 1960).
Classic theories of intergroup relations highlight several other dimensions by which
groups are defined: namely, common fate within groups (Campbell, 1958) and functional
relations between groups (Sherif, 1966). In other words, people have strong expectations about
the nature of obligations within and between groups (e.g., Brewer, 1999, 2008; Rhodes & Chalik,
2013), such that ingroup members’ outcomes are perceived to be interdependent (e.g., “a policy
change that affects me will affect my entire group”) and often at odds with the outgroup (e.g.,
“what is good for us is bad for them”). Thus, another process through which people may
categorize others as ingroup or outgroup members is by inferring how agents in the environment
relate to one another in addition to oneself (Heider, 1958; see also Chang, Krosch, & Cikara,
2016; Cikara & Van Bavel, 2014; Cikara, Van Bavel, Ingbretsen, & Lau, 2017; Fiske & Ruscher,
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1993). This phenomenon is starkly reflected in coalitions organized around political values and
preferences, particularly as specific policy preferences become less well delineated by party
lines. These groupings matter; recent evidence suggests that implicit bias and behavioral
discrimination along political preferences is now as potent as bias against racial outgroups in
some domains (Iyengar, Sood, & Lelkes, 2012; Iyengar & Westwood, 2015; Motyl, Iyer, Oishi,
Trawalter, & Nosek, 2014).
How do people accumulate coalition or group structure information from their
environments in the absence of overt cues to group membership or in the presence of ambiguous
cues? We have recently proposed a formal account of social influence (i.e., the effects of others’
preferences on one’s own preferences) in multiagent settings. Specifically, we argue that social
influence can be better accounted for by a structure learning framework than dyadic similaritybased explanations (Gershman, Pouncy, & Gweon, 2017). Rather than imitating individual
agents who seem similar to themselves, people make inferences about latent groupings of others
and their corresponding preferences. Bayes’ rule provides a normative mechanism for combining
observed preferences with prior beliefs to infer a posterior distribution over possible latent
groupings (Figure 3.1).
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Figure 3.1. Model schematic illustrating how choice patterns are transformed using Bayes’ rule
to form a posterior over different possible latent groupings of agents.
In previous work (Gershman et al., 2017), we tested this hypothesis by asking
participants to report their preferences for different movies and to learn the preferences of
unfamiliar agents. In a final “mystery choice” trial, participants were given the choice between
two unlabeled movies, one favored by Agent A and one favored by Agent B, both of whom
agreed with the participant’s own prior choices equally often. If people only use dyadic
similarities to predict their own preferences, then they should be indifferent between the two
movies. However, if they build representations of latent group structure, then their decisions
should be influenced by the presence of a third agent (C) during the training phase. If C’s choices
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agree with both the participant and with B more often than with A (Figure 3.2, left), then the
structure learning model predicts that B will exert greater influence on the participant’s mystery
choice relative to when C’s choices agree often with B but not the participant (Figure 3.2, right).
This prediction was confirmed across a series of experiments.

Figure 3.2. Agents are represented as letters in an abstract space (P = participant), where the
distance between letters indicates the degree to which agents agree in their choices (i.e., choice
overlap). Red circles indicate the latent groups that have high posterior probability.
Overview and Hypotheses
The current experiments investigate whether structure learning provides a plausible
cognitive mechanism by which people build representations of social groups. Our approach
seeks to move beyond explicit category labels and mere similarity as the sole inputs to social
group representations, appealing instead to a domain-general structure learning mechanism
(Austerweil, Gershman, Tenenbaum, & Griffiths, 2015) that we believe also supports social
categorization and intergroup bias. We have chosen to test the limits of this structure learning
framework using political stimuli. While movie preferences may not bear much consequence
(given that movie preferences typically only affect oneself), political policy preferences reveal
one’s own values and opinions as to how society should function. Moreover, given today’s
political climate, participants may be more willing to ascribe greater weight to specific policy
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preferences that they can more easily identify as one of their own (e.g., Lelkes & Sniderman,
2016), which could, in turn, eliminate the social learning effects found in earlier studies.
Here we test whether structure learning influences choices when the groups are based on
political values (Experiments 1 and 2), influences trait judgments of agents (Experiment 3), and
induces effects that persist in the presence of explicit, countervailing group labels (Experiment
4). We predict that across all experiments, participants will align themselves with Agent B when
Agent C creates a latent group including the participant and B, even though Agents A and B are
equally similar to the participant.
Note, however, that the structure learning model from which we derive our hypotheses is
impartial between disagreement and agreement. That is, agreement with one agent increases the
probability of being clustered with that agent, but disagreement will likewise decrease the
probability of clustering with that agent. Therefore, the model also predicts a preference for A
(50.05%) over B (49.95%) after blocks in which C’s preferences do not align with the
participant’s. In other words, after blocks of high disagreement between C and the participant,
A—the agent that does not belong in a group with B and C—should exert a greater influence on
the participant’s mystery choice. This alignment mirrors contexts in which social group
boundaries are highlighted via disidentification—self-categorization into one group largely in
opposition to the alternative group (e.g., Zhong, Phillips, Leonardelli, & Galinsky, 2008). For
example, one may not be in love with the Democratic Party, but one identifies with them because
Republicans are worse. This disidentification can, in turn, lead to individuals taking political
action against the group (e.g., the National Rifle Association) with which they have disidentified
(Elsbach & Bhattacharya, 2001). This method has also historically been used to shift political
allegiances within minority communities in the United States (Patton, 1995): for example,
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framing Asian and Latino voters’ identity as “not Caucasian” shifted their preferences away from
Hillary Clinton to Barack Obama during the 2008 Democratic Party primary (Zhong, Galinsky,
& Unzueta, 2008). Similarly, the structure learning model predicts that such an effect may occur
after blocks in which Agent C disagrees with many of the participant’s preferences.
Complete materials, data, and data analysis code for all four experiments are available for
download at OSF: https://osf.io/ay8kg/.

Experiment 1: Latent Group Structure Based on Political Issue Preferences Drives
Choice
One limitation of previous experiments is that movie preferences have little consequence
for others and do not necessarily reveal one’s values and opinions or beliefs. Thus, one could
dismiss our earlier studies using movie preferences as being a category learning study dressed up
as social psychology, and therefore not applicable to “real,” meaningful social preferences,
which cluster around belief and value systems. Here we test whether the latent group structure
effects extend to a domain in which people are likely to attend closely to others’ preferences as
an indicator of their political party group membership—a likely boundary condition on the
generalizability of nonsocial category learning.
Materials and Methods
Participants and Exclusions. Gershman et al. (2017) recruited an average of 138
participants per experiment (sufficient sample size to detect a small effect in a within-subjects
design). Thus, we recruited 166 participants via Amazon Mechanical Turk (AMT). We excluded
five participants for not identifying as male or female (1 person) or for stating that they thought
the entire experiment was fake (4 people). We excluded an additional five participants who
failed all four questions of the political questionnaire (see the Procedure section), since this
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indicated to us that the participant (a) did not care about politics and therefore would not find
political preferences informative of an agent’s identity, (b) was not aware of political issues to
the degree that it would be informative of any agent’s identity, or (c) rushed through the task.
This left us with a sample size of 156 participants (69 female, Mage = 34.51 years, SD = 10.45).
We also excluded 33 mystery choice trials (out of 156 participants × 4 blocks = 624 trials) in
which participants took longer than 20s to respond. This left us with 591 valid trials (293 high Cagreement, 298 low C-agreement). Across all experiments, participants provided informed
consent; all procedures complied with the university’s institutional review board’s guidelines.
Materials. To develop stimuli, we used ISideWith.com, a website that helps people
determine the political party and/or candidate with which their positions best align based on yes
and no responses to nationally relevant, political issues (e.g., “Do you support the death
penalty?”). The website also aggregates survey responses and makes this data publicly available
(https://isidewith.com/polls). We selected issues that had accumulated at least 500,000 votes and
were not strongly skewed to one position (i.e., had approximately 50/50 splits on survey
responders’ preferences). We focused on these low-consensus issues because agents were going
to be randomly assigned to their political preferences in our task, and we wanted to avoid
generating completely incoherent preference profiles across a block. We included the 32 issues
with the lowest yes-no differences as of October 2016 in the main task (see OSF for complete
materials).
On each trial, we displayed the issue as text at the top of the screen. Underneath, we
signified a “yes” or “no” response to the issue by superimposing a green check mark or a red
“X,” respectively, atop an image representing the issue. To avoid confusion, we also displayed
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the words, “YES” and “NO” underneath the corresponding images. The order of presentation of
the 32 issues as well as the sides on which the agreement positions appeared on the
screen was randomized for each participant.
In order to eliminate the possibility of any cross-categorization effects, we gendermatched the agents to participants’ self-reported gender. For agent pictures, we selected a total of
24 photos from the Chicago Face Database (CFD; Ma, Correll, & Wittenbrink, 2015) and
gender-matched agents to the participant. We extracted the pool of “White” faces (based on CFD
designations) and eliminated faces based on the norming data provided by the CFD (see below)
until 12 female and 12 male faces were left. See Appendix II for details on how we selected the
24 faces.
Procedure. We recruited participants under the pretense of playing a game in which they
would tell us about their political issue preferences and learn about others’ preferences. After
providing demographic information (age, ethnicity, and gender), participants completed a sample
trial. Here, they expressed their own opinion on a topic (“Should cartoons include plotlines
involving duck-hunting?”) by selecting “Yes” or “No” and then guessed and received feedback
on the opinions of Bugs and Daffy. After this, participants were guided through a mystery choice
trial. We told participants that for these trials, colored boxes (blue and green) with question
marks on them would represent two different policy positions. The only information participants
had about the boxes were the choices of other agents—the same ones about whose preferences
they had just learned. We told participants to select the box they would prefer based on the other
agents’ choices.
Within the main task, each block consisted of two phases (Figure 3.3): (a) eight regular
trials during which participants expressed their own preferences and learned about others’ policy
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preferences, and (b) a mystery choice trial. Each regular trial began with the participant first
seeing a policy position and choosing whether they would support that position. Each participant
then learned about the preferences of the other three individuals (heretofore Agents A, B, and C)
via feedback. Participants first saw a picture of one of the agents alongside his or her name and
were asked to predict the preference of that agent with regard to the policy position (e.g., “Which
do you think Jenny chose?”) and then learned of the agent’s choice when a blue arrow pointing
to one of the preferences (Yes or No) appeared (Figure 3.3A). Participants then repeated this
prediction and feedback process for the other two individuals. Once this process (self-choice,
prediction, and feedback for A; prediction and feedback for B; and prediction and feedback for
C) was completed for one policy position, participants started a new regular trial by repeating the
process for a new policy position with the same three agents. A table consisting of eight rows
and four columns displayed on the right-hand side of the screen recorded the participant’s and
each agent’s responses on each trial. The order of the policy positions and individuals was
randomized; every participant saw each of the 32 policies and 12 individuals only once during
the experiment.
On the mystery choice trial, participants saw two colored boxes with question marks
representing two unknown policy positions (Figure 3.3B). Underneath the two boxes were
photos of Agents A and B and blue arrows pointing to their respective choices. We told
participants that the mystery boxes contained Agent A’s and Agent B’s preferred political policy
stance. Participants had to indicate which one of the two unknown policy positions they would
rather choose (e.g., “Which would you choose? Remember, Jenny and Joyce know what’s inside
the boxes.”). Thus, participants had to infer which one of the two mystery policy positions they
would rather choose based on the choices of the two agents. The response table summarizing
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participants’ and all agents’ preferences during the block was still visible during the mystery
choice trial. After the mystery choice trial, participants started another block with a new set of
three agents and a new set of eight policy positions. All experimental materials can be found on
the OSF repository, linked above.

Figure 3.3. For each trial, participants stated their own political stance and guessed and received
feedback on the stances of three agents on that same policy. After doing this eight times (A),
participants completed a mystery choice trial, wherein they were asked to choose between
Agents A and B (B).
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We instituted timed delays because the task required reading comprehension of the
policies and we wanted to ensure that participants were encoding the policies as well as each
agent’s preferences. Specifically, participants could only make a self-choice after a 2s delay, a
prediction for an agent after a 1s delay, and a mystery choice after a 2s delay. Additionally,
feedback on predictions for other agents’ preferences was displayed for 1s.
Participants completed four blocks in total: two wherein Agent C agreed with the
participant on 87.5% of trials (high C-agreement) and two wherein Agent C agreed with the
participant only on 12.5% of the trials (low C-agreement). In each block, Agents A and B each
agreed with the participant on half of the trials, and Agent C agreed with Agent B on 62.5% of
the trials. Only Agents A and B were shown during the mystery choice trial.
After completing the four blocks (two high C-agreement blocks and two low Cagreement blocks), participants were probed for comments about the task and asked for their
political affiliation (if any). They then completed four multiple-choice questions from the fivequestion American National Election Studies political engagement survey (Carpini & Keeter,
1993; “Which party holds the majority in the House” [Democratic/Republican/Not Sure], “Who
decides if a law is constitutional?” [President/Congress/Supreme Court/Not Sure], “Which one of
the parties is more conservative?” [Democratic/Republican/Not Sure], “What majority share is
needed for the U.S. Congress to override a Presidential veto?” [One-half/Two-thirds/Threefourths/Nine-tenths/Not Sure]). We used these questions to ensure that participants in our final
pool were paying attention to the task and minimally engaged with political issues more
generally.
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Results
Across all four experiments, we used a logistic regression predicting whether participants
chose Agent B’s choice during the mystery choice trial as a function of Agent C’s agreement
(high: 87.5% vs. low: 12.5%) with the participant. Given the repeated-measures design of the
experiment, we included random slopes by block for each participant to account for block order
and subject effects. The model indicated a significant difference between the high and low Cagreement condition blocks predicting the probability of choosing Agent B’s policy position on
the mystery choice trial, b = 0.348, Wald’s z = 2.05, 95% CI [0.015, 0.682], p = .041. As
predicted, participants were more likely to choose Agent B’s policy position on the mystery
choice trial after a high C-agreement block (M = 53.24%, SD = 49.98), which organized the
participant, Agent B, and Agent C into a latent group, compared with a low C-agreement block
(M = 44.97%, SD = 49.83). Thus, people were more likely to align themselves with Agent B
relative to Agent A when Agent C created a latent group including the participant and Agent B,
despite the fact that both Agents A and B shared 50% of their preferences with the participant.
Discussion
We replicated the results of Gershman et al. (2017) in the more consequential domain of
politics. Some of the political issues featured in Experiment 1 were, however, somewhat obscure,
potentially rendering any given agent’s agreement or disagreement with participants
meaningless. Thus, a more stringent test of the effect of latent group structures would be one
based on preferences that are more central to participants’ political identities.
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Experiment 2: Latent Group Structure Based on High-Consensus Political Issue
Preferences Drives Choice
Here, we sought to replicate the findings of Experiment 1 with high-consensus political
issue preferences (i.e., those issues with which most of the population agrees or disagrees). This
approach makes it more likely that any one agent expresses stereotypically incoherent
preferences (e.g., Agent B is both prochoice and for the death penalty), increasing the likelihood
that participants would rely on similarity to self on specific issues rather than on latent group
structures. As such, Experiment 2 is a more conservative replication of Experiment 1.
Materials and Methods
Participants and Exclusions. As with Experiment 1, we aimed for a total of 150
participants after exclusions; we recruited 168 participants on AMT. We excluded five people for
not identifying as either male or female (1 person), for commenting that they did not find the task
believable (1 person), or for failing all four questions of the political engagement survey (3
people). This left us with a sample size of 163 participants (84 female, Mage = 35.77 years, SD =
11.66). We also excluded 30 mystery choice trials in which the reaction time (RT) was longer
than 20s, leaving us with 622 trials (310 high C-agreement, 312 low C-agreement).
We also screened participants to ensure they had not participated in Experiment 1. When
AMT workers attempted to accept the task, we checked their worker IDs against the list of
workers who completed Experiment 1. Workers found on the list were not allowed to complete
Experiment 2, and workers who completed Experiment 2 were likewise logged for future
prescreens. After data collection, we also checked the list of worker IDs across both experiments
and found that there was no overlap between the two subject pools. This method of preventing
AMT workers from participating in multiple, related studies was used across all our experiments
here to ensure that the subject pools for each experiment did not contain the same workers.
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Materials. We again used ISideWith.com to select the political issues, but this time we
included 32 issues that that had accumulated at least 500,000 votes and had the greatest
agreement/disagreement discrepancies as of March 2017. We also selected new images to
represent the new issues (see OSF for complete materials).
Procedure. The entire experiment was identical to Experiment 1 except for the political
issues on which participants’ and agents’ preferences were based.
Results
To model the probability of choosing Agent B’s choice in the mystery trial as a function
of latent group structure, we used a logistic regression including random slopes and intercepts to
account for block order and subject effects, respectively. The model indicated a significant
difference between the high and low C-agreement condition blocks predicting the probability of
choosing Agent B’s policy position on the mystery choice trial, b = 0.482, Wald’s z = 2.952,
95% CI [0.162, 0.802], p = .003. Specifically, participants were more likely to choose Agent B’s
policy position on the mystery choice trial after a high C-agreement block (M = 55.16%, SD =
49.81), which organized the participant, Agent B, and Agent C into a latent group, compared
with a low C-agreement block (M = 43.27%, SD = 49.62).
Discussion
Replicating Experiment 1, participants were more likely to choose Agent B’s mystery
trial choice when Agent C formed a latent group with the participant and Agent B, compared
with when Agent C did not form such a group, even though both Agents A and B shared 50% of
their preferences with the participant. Thus far, our data are more consistent with a latent group
structure learning rather than a dyadic similarity account.
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Experiment 3: Latent Group Structure Drives Choice and Trait Attribution
Here we sought to replicate Experiment 2 and examine whether inferred groups influence
judgments beyond choice. Specifically, we asked participants to rate the agents in terms of
likability, morality, and competence. If groups exert promiscuous influence, then the agent
belonging to the participant’s own inferred group should be rated higher along these positive
dimensions compared with the agent belonging to a different group, but only when latent groups
are formed. We chose these traits due to their centrality to social cognition and impression
formation (Fiske, Cuddy, & Glick, 2007; Fiske, Cuddy, Glick, & Xu, 2002; Goodwin, Piazza, &
Rozin, 2014). The preregistration of Experiment 3 is also available at OSF: https://osf.io/9s2hv/
Materials and Methods
Participants and exclusions. We aimed for 250 participants after exclusions in order to
have sufficient power to detect a small effect, so we recruited 293 participants via AMT. We
excluded 10 participants for not identifying as male or female (1 person) or for failing all four
questions of the political questionnaire (9 people). This left us with a sample size of 283
participants (135 female, Mage = 34.57 years, SD = 10.37). We also excluded 98 mystery choice
trials (out of 1132 trials) in which participants took longer than 20s to respond. This left us with
1,034 valid trials (512 high C-agreement, 522 low C-agreement).
Materials. We used the same stimuli as in Experiment 2.
Procedure. The entire experiment was identical to Experiment 2 except for the addition
of trait judgments at the end of each block. Thus, within the main task, each block consisted of
three phases: (a) eight regular trials during which participants expressed their own preferences
and learned about others’ political preferences, (b) a mystery choice trial, and (c) three trait
judgments of each of the other individuals in the block.
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After the mystery choice trial, we presented the picture of one of the agents and asked
participants to judge how likable, moral, and competent that agent was (e.g., “How likeable is
this person?”) on a 9-point Likert scale (1 = Not at All to 9 = Extremely). Participants made these
ratings sequentially and repeated this process until they had made three trait judgments for each
of the three agents shown in the block. We randomized the order of the trait questions for each
agent as well as the order of the agents. After completing the trait judgments, participants started
another block with a new set of three agents and a new set of eight policy positions.
Results
Probability of choosing Agent B’s choice in the mystery trial. To model the probability of
choosing Agent B’s choice in the mystery trial as a function of latent group structure, we used a
logistic regression including random slopes and intercepts to account for block order and subject
effects, respectively. Replicating Experiments 1 and 2, we found a significant difference between
the high and low C-agreement blocks in the percentage of trials in which the participant chose
Agent B’s mystery stance, b = 0.352, Wald’s z = 2.78, 95% CI [0.104, 0.600], p = .005.
Participants were more likely to choose Agent B on the mystery choice trial after a high Cagreement block (M = 52.54%, SD = 49.98), which organized the participant, Agent B, and
Agent C into a latent group, compared with a low C-agreement block (M = 43.87%, SD = 49.67).
Trait judgments. To determine whether there was a difference in trait judgments of
Agents A and B as a function of latent group structure, we regressed the trait ratings against four
categorical variables: the type of rating (moral, competent, or likable), the block condition (high
or low C-agreement), the agent (Agent A or Agent B), and whether the agent was the chosen
agent in the mystery choice trial (chosen or nonchosen). We also included random slopes and
intercepts to account for block order and subject effects, respectively. We began with a saturated
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model including all possible main effects and interactions, then eliminated all higher order
interactions that did not pass significance threshold (i.e., where p > .05) and then compared the
saturated model with the simpler model. We did this iteratively until likelihood-ratio tests
comparing the models indicated we were generating a significantly poorer model by removing
any additional fixed effects. Our final model included all four main effects, and one two-way
interaction (see below). We calculated the degrees of freedom using Satterthwaite’s
approximation as implemented in the lmerTest package in R and conducted simple effects
analyses on least squares means computed from the omnibus model to maintain experiment-wide
error (Kuznetsova, Brockhoff, & Christensen, 2017).
The model indicated significant main effects of being the chosen agent (F(1, 5661.2) =
601.15, p < .001) as well as the type of rating (F(2, 5661.2) = 30.71, p < .001; see Appendix II
materials for detailed results). These main effects were qualified by a predicted block condition ×
agent interaction (F(1, 2881.8) = 26.14, p < .001) controlling for which agent was chosen. After
high C-agreement blocks, participants rated Agent-B as more moral, competent and likeable (M
= 5.56, SE = 0.073) than Agent-A (M = 5.36, SE = 0. 073), mean difference = 0.208, 95% CI =
[0.122, 0.294], t(5661.2) = 4.74, p < .001. On the other hand, after low C-agreement blocks,
participants rated Agent-B as less moral, competent and likeable (M = 5.54, SE = 0.073) than
Agent-A (M = 5.65, SE = 0.073), mean difference = −0.107, 95% CI = [−0.195, −0.024],
t(5661.2) = −2.50, p = .013 (Figure 3.4).
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Figure 3.4. Difference in trait judgments for Agents B and A after high C-agreement blocks
and Low C-agreement blocks. Error bars represent 95% CI.

Discussion
First, we replicated the choice results of Experiments 1 and 2. Second, we found that
even when participants did not choose Agent B’s choice on mystery choice trials following high
C-agreement blocks they rated Agent B as being more moral, competent, and likable compared
with Agent A. That is, above and beyond whether or not the agent being rated had been
previously chosen in the mystery choice trial, Agent B was rated more highly compared with
Agent A. We observed the opposite pattern in low C-agreement blocks. This suggests that our
effects are not driven by a dissonance account in which choice behavior drove evaluations. We
do, however, note that the differences in the ratings of the two agents are driven mostly from
movement in the ratings of Agent A across conditions. That said, the absolute values are not
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readily interpretable on this rating scale; as such we focus on the relative differences in trait
ratings across conditions.
Thus, participants’ latent group structures generalize to inform their trait attributions.
What remains unresolved is whether participants fail to learn or use latent group structures when
they have explicit, contradictory category group membership information.

Experiment 4: Latent Group Structures Drive Choice Even in the Presence of
Category Labels
Here we sought to replicate the effect of latent groups from Experiments 1–3 in the
presence of explicit category labels (i.e., random assignment to the orange or purple team) that
directly contradicted the structure of the latent groups. Specifically, we designed the experiment
so that the latent group member (i.e., Agent B in the high C-agreement condition) was always on
the opposite color team. This approach allowed us to test whether participants would cease to use
latent structure information in the presence of overt category labels (i.e., whether the effect of
Agent C’s choices on preference for B over A disappeared).
Materials and Methods
Participants and exclusions. We included a low/high consensus between-subjects factor
in this design (see below) and aimed for a total of 150 participants per consensus condition after
exclusions (i.e., 300 people), so we recruited 338 participants on AMT. We excluded seven
participants for either not identifying as either male or female (1 participant) or for failing all
four questions of the political engagement survey (6 participants). At the end of the task, eight
participants reported not being able to distinguish between the colors used in the task (see the
Procedure section), and we excluded them from all analyses as well. All participants correctly
identified their team assignment at the end of the task. This left us with 323 participants (153
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female, Mage = 35.69 years, SD = 11.44). We excluded 76 mystery choice trials (from a total of
1292) in which the RT was longer than 20s, leaving us with 1,216 trials (587 high consensus:
293 high C-agreement, 294 low C-agreement; 629 low consensus: 313 high C-agreement, 316
low C-agreement).
Materials. Other than the use of orange- and purple-colored frames indicating agents’
team membership, the materials were identical to Experiments 1 and 2.
Procedure. Participants were again recruited under the pretense of playing a game in
which they would tell us about their political stances and learn about others’ political issue
preferences. They provided demographic information (age, ethnicity, and gender), after which
we randomly assigned them to one of two teams (purple or orange). Following team assignment,
we asked participants to correctly identify their team. If they answered incorrectly, participants
saw the team assignment screen again and were asked to identify their team again. Participants
repeated this process until they could correctly identify their team assignment.
Because the latent group effects were slightly weaker in Experiment 1 relative to
Experiment 2, we also tested whether the effect of latent group preferences in the presence of
category labels would be moderated by low-consensus versus high consensus political issues.
We randomly assigned participants to see either the political issues from Experiment 1 (low
consensus issues) or Experiment 2 (high consensus issues). The task was identical to
Experiments 1 and 2, except during the mystery choice trial, we placed colored boxes (either
orange or purple) around the agents’ pictures and told participants that the boxes represented the
team memberships of the agents. Agent B was always a member of the opposite team with
respect to the participant, and Agent A was always on the same team as the participant. To
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decrease the multitude of colors on the mystery choice trials, we used gray mystery boxes and
gray arrows (Experiments 1–3 used blue and green mystery boxes and light blue arrows).
After completing the general task, we asked participants to identify their team again and
whether they had trouble distinguishing between colors (“Did you have any trouble
distinguishing colors in this task?”). After this, participants entered comments (if any), identified
their political party affiliation, and completed the same four questions from the political
engagement survey included in Experiments 1–3.
Results
To model the probability of choosing Agent B’s choice in the mystery trial as a function
of latent group structure, we used a logistic regression in which we regressed the dummy
variable of choosing Agent B against two categorical variables denoting political issue consensus
condition (high or low) and C-agreement condition (high or low). As in the previous
experiments, we also included random slopes and intercepts to account for block order and
subject effects, respectively. The addition of an interaction term did not improve model fit;
therefore, we did not include it in the final model.
The model indicated only a main effect of high versus low C-agreement blocks in the
percentage of mystery choice trials in which the participant chose Agent B’s political stance, b =
0.486, Wald’s z = 3.99, 95% CI [0.247, 0.725], p < .001. Replicating Experiments 1–3,
participants were more likely to choose Agent B’s political stance after high C-agreement blocks
(M = 45.95%, SE = 2.17) compared with after low C-agreement blocks (M = 34.35%, SE = 2.07;
Figure 3.5). Note, however, that even in the high C-agreement condition, participants chose
Agent B (the latent group, but different color team member) less than 50% of the time, on
average.
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Figure 3.5. Mean percentage choosing Agent-B on mystery choice trial for the high Cagreement and low C-agreement blocks across low-consensus and high-consensus stimuli. Error
bars represent 95% CI.

Discussion
Participants were more likely to choose Agent B’s choice when Agent C formed a latent
group with the participant and Agent B compared with when Agent C formed no such group.
More importantly, this effect persisted even though Agent B was always an outgroup member
(i.e., on the other-color team).

General Discussion
Social categorization is a core social capacity that draws on many cognitive processes—
matching to categories, mental state inferences, self-reference, and so forth (Cikara & Van
Bavel, 2014). Social psychologists have argued that it is distinct from other forms of

60

categorization in that we do not just sort people into categories (e.g., black/white), we sort them
into ingroups and outgroups (i.e., mine/not mine), which are egocentrically defined.
Nevertheless, we find that social categorization-driven effects adhere to the same principles as
nonsocial category learning, particularly when people have to learn about group boundaries from
other agents’ behavior as opposed to labels. Of course, which category is salient—race, gender,
profession—is highly context dependent (Turner et al., 1994). For example, assigning people to
teams consisting of racial ingroup and outgroup members reduces race-based bias because the
participants reorient themselves along these team dimensions rather than along racial dimensions
(Kurzban, Tooby, & Cosmides, 2001). Given that social categorization is such a flexible and
dynamic process, one open area of inquiry is how people accumulate group structure information
from their immediate environments, especially in the absence of overt cues to peers’ group
membership. Latent structure learning is very well suited to grapple with the challenge of
updating group boundaries efficiently.
In contrast to models where latent social groups are learned either solely via matching to
group labels and stereotypes or dyadic similarity to the self, our results suggest that people take
the relationships among agents into account when building representations of social groups.
First, we found that the degree to which individuals were willing to align with one of two agents
was affected by the presence of a third agent, even in social domains with clear boundaries—
political preference-based coalitions—that reliably drive discrimination and bias. If participants
formed inferences about ingroup membership solely from dyadic similarity to the self or from
perceived similarity to existing stereotypes, then forced-choice preference between any two
agents should have remained unaffected by the presence of additional information about third
agents. Furthermore, we found that people made use of the latent structures even when there
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were clear cues to alternate group boundaries (though they did not override the explicit team
labels). Finally, we demonstrated that the latent social groups inferred in these tasks generalized
to other judgments—specifically, modifying unrelated judgments of agents’ competence,
morality, and likability.
Of course, we are not the first to explore how the relationship between a participant and
an agent may affect the perception of a third agent: see, for example, Heider’s (1958) balance
theory. Our model, however, may be the formal account by which balance theory operates.
Moreover, applying a structure learning model, we can make specific predictions about the
probability that a participant will like Agent B after X number of observations of Agent B’s and
Agent C’s preferences.
Using the model, we can also predict a disidentification-driven bias in social evaluation
and choice. Specifically, the model predicts a preference against Agent B after low C-agreement
blocks and a preference for Agent B after high C-agreement blocks. Indeed, across all of our
experiments, we find that participants are more likely to choose Agent A after low C-agreement
blocks than they are to choose B after high C-agreement blocks. There is not explicit
disidentification built into the model, except in the sense that decreasing the probability of one
cluster necessarily raises the probability of other clusters (though this may not arise under
different observed choice distributions). Nevertheless, the model predicts this disidentification
pattern under these conditions—yet another phenomenon that this approach might help to
explain.
Limitations and Future Directions
Although explicit grouping cues were pitted directly against latent groups in our
experiment, we believe that these cues work together in the real world. Explicit groups may be
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impoverished or noisy indicators of preferences and values, and therefore latent groups are useful
means by which richer and more accurate group structures can be inferred. This kind of synergy
could be modeled by treating explicit groups as priors over latent groups, such that latent groups
tend to resemble explicit groups, but can represent more complex structures if the observed data
provide sufficient evidence.
Another limitation of our experiments is that the source of “promiscuous generalization”
from preferences to traits is unclear. Why should people show this generalization, and what are
its boundary conditions? One possibility is that latent groups are much more general than
preferences, with a variety of other personality dimensions encompassed by the group structure.
Experiments testing a broader array of such dimensions will be necessary to address this issue.
A third limitation is that the current work stops short of articulating the psychological
processes that drive this clustering. Perhaps high similarity with Agent C increases the likelihood
that participants adopt Agent C’s “perspective” which then drives preferences for B over A (or in
the low-C agreement condition, negative evaluations of C may taint B by virtue of their
association, thereby driving preferences for A over B). Future work will explore whether this
social clustering is driven by mentalizing, evaluation by association, or other candidate
processes.
In conclusion, our results suggest that latent groups may be much more powerful than our
previous work (Gershman et al., 2017) suggested: they extend beyond observed preferences, and
they apply to socially consequential preferences even in the face of countervailing explicit labels.
Thus, it is critical to understand the principles determining how such groups are inferred, their
flexibility, and their generality.
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3. Social Group Structure Learning in Anterior Insula

Abstract
Humans form social coalitions in every society, yet we know little about how we learn
and represent social group boundaries. We derive predictions from a computational model of
latent structure learning to move beyond explicit category labels and dyadic similarity as the sole
inputs to social group representations. Using a model-based analysis of functional neuroimaging
data, we find that separate areas correlate with the dyadic similarity and latent structure learning.
Trial-by-trial updating of dyadic similarity between participants and each agent recruited medial
prefrontal cortex/pregenual anterior cingulate (mPFC/pgACC). Trial-by-trial latent structure
updating, in contrast, recruited right anterior insula (rAI). Variability in the brain signal from rAI
improved prediction of variability in ally-choice behavior, whereas variability from the pgACC
did not. These results provide novel insights into the psychological and neural mechanisms by
which people learn to distinguish “us” from “them.”

Introduction
Humans form social coalitions in every society on earth (Brown, 1991). In an
increasingly interconnected world where people have multiple intersecting identities that guide
their thoughts, feelings, and behaviors, being able to differentiate friend from foe is of paramount
importance. Yet we know surprisingly little about how social group boundaries are learned and
represented in the brain—particularly in the absence of overt cues to individuals’ group
membership.
In an effort to understand how people distinguish “us” from “them,” previous
neuroimaging studies of social categorization have primarily examined categorization across
specific group boundaries (e.g., race; Amodio, 2014; Ito et al., 2009; Kubota et al., 2012).
However, studies based on single social groups—especially those marked by visual cues to
group membership—are intrinsically confounded with differences in the visual appearance of
targets, associated stereotypes and prejudices, and perceivers’ familiarity with the groups in
question, which makes it difficult to infer from them anything about generalized group
processes. Moreover, humans do not merely sort others into categories (e.g., black/white), they
sort them into in-groups and out-groups (i.e., mine/not mine), which are egocentrically defined.
However, which social category is salient at any given moment is highly context dependent
(Ellemers et al., 2002; Gaertner et al., 1989; Turner et al., 1994; Van Bavel & Cunningham,
2011) and the variety of groups with which humans affiliate is vast: ranging from race and
religion to political affiliation and nationality. To make matters more complicated, these groups
vary on myriad dimensions: ranging from visual cues to group membership to associated
stereotype content.
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How do people successfully distinguish in-group from out-group members in dynamic
environments replete with other agents and their respective, intersecting group memberships?
Evolutionary psychologists have argued that categorizing people by specific social categories is a
byproduct of adaptations that evolved for detecting more general coalitions (Cosmides et al.,
2003; Sidanius & Pratto, 2004; Pietraszewski et al., 2014). Thus, humans may have a flexible,
common neural code for learning about and representing ‘in-group’ and ‘out-group’ targets,
invariant to the particular social category by which group boundaries are instantiated (Cikara &
Van Bavel, 2014; Cikara et al., 2017; Lau & Cikara, 2017).
What neural computations support the learning of social group boundaries? One process
by which people may determine whether someone is an in-group member is via judgments of
familiarity or similarity to one’s self on some feature that is relevant to the current context.
Accordingly, several neuroimaging studies have attempted to identify an overlap between brain
regions associated with self-referential processes and the categorization of in-group members
(Molenberghs & Morrison, 2014; Morrison, Decety, & Molenberghs, 2012). A ventral region of
medial prefrontal cortex (vmPFC), including pregenual anterior cingulate cortex (pgACC), is
very reliably associated with thinking about one’s own, as well as similar others’, traits, mental
states, and characteristics (e.g., Cikara et al., 2014; D’Argembeau et al., 2007; Denny et al.,
2012; Heleven & Van Overwalle, 2016; Jenkins & Mitchell, 2011; Jenkins et al., 2008; Kelley et
al., 2002; Macrae et al., 2004; Mitchell, Macrae, & Banaji, 2005; Sul et al., 2015). The claim that
mPFC/pgACC is associated with self-referential thought (including self-categorization) is
uncontroversial. Less clear, however, is the extent to which self and similarity-driven processes
are sufficient for categorizing others as in-group versus out-group members and informing
subsequent behavior.
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Classic social psychological theories of intergroup relations remind us that in addition to
similarity there are several other dimensions by which groups are defined, most notably
functional relations within and between groups (Sherif, 1966). Groups are not only defined by
the attributes that their members share; people also have strong expectations about the nature of
the interactions and the obligations within and between groups (Rhodes & Chalik, 2013).
Functional relations between groups—whether groups are cooperative, competitive, or
independent—determine who gets marked as friend or foe (Sherif et al., 1961). For example,
cooperation between groups may (temporarily) change representations of out-group members to
super-ordinate in-group members (Gaertner & Dovidio, 2000; Sherif et al., 1961). Thus, rather
than relying on an analysis that prioritizes similarity to oneself, another process through which
people may categorize others as in-group members is by inferring the functional relations
between one’s self and a target (e.g., “are you with me or against me?”; Cikara & Fiske, 2013).
Given that social categorization is such a flexible and dynamic process, one key question
is how people accumulate group structure information from their environments (especially in the
absence of overt cues to group membership). On one hand, they might try to establish whether
they have positive or negative ties with every other individual in their environment (e.g., how do
I get along with Sue, with Dan, etc.). However, social group dynamics may be better captured by
a model that also integrates information about how agents in the environment relate to one
another in addition to oneself (e.g., how do Sue and Dan get along with each other, and how do I
get along with either of them?).
We proposed a formal account of social influence (Gershman et al., 2017) and social
group discovery in Paper 2 in which we adopt a computational model of latent structure learning
to move beyond explicit category labels and dyadic similarity as the sole inputs to social group
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or coalition representations. If people represent latent group structure in addition to dyadic
similarities, then even when two agents’ choices are equally similar to their own, their decisions
should be influenced by the presence of a third agent that alters the group structure (Figure 4.1b).
Importantly, prior models that rely on dyadic similarity would not predict differential social
influence in these cases (because similarity is equated for the two agents in question). In Paper 2,
we found that participants were indeed influenced by an agent who belonged to the same latent
group as themselves to a greater degree than an agent whose preferences were equivalently
similar but who did not belong to the same latent group. Furthermore, we found that people made
use of the latent structures even when there were clear cues to alternate group boundaries.
Finally, we demonstrated that the latent social groups inferred in these tasks generalized to other
judgments—specifically, modifying unrelated judgments of agents’ competence, morality, and
likability.
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Figure 4.1. A formal account of social influence. (a) Model schematic illustrating how
choice patterns are transformed using Bayes’ rule to form a posterior over different possible
latent groupings of agents. (b) Agents are represented as letters in an abstract space (P is the
participant), where the distance between letters indicates the degree to which agents agree in
their choices (i.e., choice overlap). Red circles indicate the latent groups that have high posterior
probability.
To determine whether people possess distinct neural mechanisms for dyadic similarity
and coalition structure learning, we adapted our existing group structure learning task from Paper
2. Participants reported their own political issue positions and then learned via feedback about
the positions of three other agents in each block. At the end of each block, participants indicated
with which of two agents they would align on a mystery issue. This design allowed us to
investigate participants’ trial-by-trial updating of both dyadic similarity (with each respective
agent) as well as latent group structure, and identify which brain regions were associated with
these distinct representations. We were then able to test whether variability in the neural signal
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associated with either representation improved prediction of variability in participants’ allychoice behavior. All experimental materials, data, and data analysis code can be found on our
OSF repository: https://osf.io/3wtbg/.

Materials and Methods
Participant Selection
We first recruited participants (N = 333) under the pretense of playing a game in lab in
which they would tell us about their political issue preferences and learn about others’
preferences. All participants first completed this behavioral version of the scanner task to
familiarize themselves with the task and the individual policies prior to scanning them.
Participants completed all six runs of the task as described in the scanner procedure in the
following section. The main differences between the behavioral version and the scanner version
in the scanner were that (i) the behavioral version allowed participants to spend as much time
reading the prompt as needed before proceeding, while the scanner version limited the reading
time to 6s, (ii) the behavioral version did not allow for participants to acquaint themselves with
the policy prompts before beginning the main task, and (iii) the response buttons differed (i.e.,
the behavioral version involved pushing “E” and “I” on a keyboard rather than “1” and “2” on a
button box). We could then ensure that we were only recruiting participants who could
successfully making responses within the time limit.
Upon completion of the behavioral task, participants were asked if they were interested in
completing a similar fMRI study for pay and asked to confirm or disconfirm a series of
statements relating qualifications for participating in an fMRI study (e.g., whether they had metal
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in their body, being able to lie still for over an hour, etc.). Interested participants who reported no
contra-indicators were then invited to participate in the scanner task.
Participants and Exclusions
From our initial set of 333 participants, we recruited 61 right-handed participants (48
female, Mage = 21.74 years, SD = 4.17) from the area. Two participants requested to be removed
from the scanner prior to the end of the study, and two participants were also excluded due to a
computer crash, resulting in unrecorded responses. Prior to any data analysis, we excluded five
participants who fell asleep in the scanner, eight participants for excessive head movements of
4mm or more, one participant who correctly deduced the hypothesis of the study, and one
participant for missing at least one self-response per run. This left us with a sample size of 42
participants (32 female, Mage = 22.07 years, SD = 4.82). Participants provided informed consent;
all procedures complied with the university’s institutional review board’s guidelines.
Materials
To develop stimuli, we used ISideWith.com, a website that helps people determine the
political party and/or candidate with which their positions best align based on yes and no
responses to nationally relevant, political issues (e.g., “Do you support the death penalty?”). The
website also aggregates survey responses and makes this data publicly available
(https://isidewith.com/polls). We selected issues that had accumulated at least 500,000 votes and
had the greatest agreement/disagreement discrepancies, as described in Experiment 2 in Paper 2.
We included the 48 issues with the lowest yes-no differences as of May 2017 in the main task
(see OSF for complete materials).
On each trial, we displayed the issue as text at the top of the screen. Underneath, we
signified a “yes” or “no” response to the issue by superimposing a green check mark or a red
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“X,” respectively, atop an image representing the issue. To avoid confusion, we also displayed
the words, “YES” and “NO”, underneath the corresponding images. The order of presentation of
the 48 issues as well as the sides on which the agreement positions appeared on the screen were
randomized for each participant.
For agent pictures, we selected a total of 36 photos from the Chicago Face Database
(CFD; Ma et al., 2015) and gender-matched agents to the participant. We extracted the pool of
“White” faces (based on CFD designations) and eliminated faces based on the norming data
provided by the CFD until 18 female and 18 male faces were left.
Given that the pool of faces varies for male and female faces, face selection processes
varied slightly. For female faces, at least half of the respondents had to rate the face as looking
“white”, and then we eliminated any face that respondents rated as unusual compared to other
white females (i.e., above the midpoint of a 7-point Likert scale ranging from 1, not at all
unusual, to 7, very unusual). Using the ratings of how prototypical the faces looked compared to
other white females (5-point Likert scale ranging from 1, not at all prototypical, to 5, very
prototypical), we then removed the faces scoring less than one standard deviation from the
average of this pool to remove non-prototypical faces. We also then removed the faces that
scored one standard deviation below the mean in terms of femininity (1, not at all feminine, to 7,
extremely feminine). To norm for attractiveness, we eliminated anyone who was rated as one
standard deviation above and below the mean of attractiveness ratings, leaving us with 38 faces.
Anyone two standard deviations above or below the mean age was then removed, leaving us with
37 faces, and the youngest face was then removed to generate a set of 36 faces with an average
age of 27.01 years (SD = 3.81).
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For male faces, we followed the same initial five steps, except we eliminated any face
that scored one standard deviation above the mean in femininity ratings in order to retain the
more masculine-looking faces. Of the remaining 43 faces, we then eliminated anyone who was
one and a half standard deviations above or below the mean age, which left us with 38 faces. For
the final step, we removed the two youngest faces in the set of faces to generate a set of 36 male
faces with an average age of 28.58 years (SD = 5.23).
Procedure
Pre-task instructions. After being consented, participants first completed a round of
instructions guiding them through a trial. They expressed their own opinion on a topic (e.g.,
“Should cartoons include plotlines involving duck-hunting?”) by selecting “Yes” or “No” and
then guessed and received feedback on the opinions of Bugs and Daffy. Participants were guided
through an ally-choice trial. We told participants that for these trials, grey boxes with question
marks on them would represent two different policy positions. The only information participants
had about the boxes was the choices of other agents—the same ones about whose preferences
they had just learned. We told participants to select the box they would prefer based on the other
agents’ choices. Participants were then introduced to the timing of the task (see below) and
completed four practice trials (“Should cartoon characters conquer Mars?”, “Should cartoon
characters be allowed to pilot planes?”, “Should cartoon plotlines feature day jobs?”, “Should
cartoon characters be allowed to do yoga?”) with these timings in place with Bugs and Daffy
again. An ally-choice trial followed these four practice trials in which participants were asked to
choose between Bugs and Daffy’s mystery policy positions. After this, the computer displayed
how many responses they successfully made within the time limit, and participants were
prompted to notify the experimenter. The experimenter checked that all participants made at least
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11 of the 13 responses within the time limits and probed for any remaining questions about the
task. Given that participants had limited time to think about the issue on hand and because their
responses were important to the feedback they received from the other agents, we then gave
participants a list of all of the policies they would be seeing in the scanner prior to being scanned
and were asked to review all the policies.
Learning about other agents’ policy preferences and ally-choice trials. We focused on
policy issues as the particular domain of social learning for our task because recent evidence
suggests that implicit bias and behavioral discrimination along political party lines is now as
potent as bias against racial outgroups (Iyengar, Sood & Lelkes, 2012; Iyengar & Westwood,
2015; Motyl, Iyer, Oishi, Trawalter, & Nosek, 2014).
Each run consisted of two phases: (i) eight learning trials during which participants
expressed their own policy preferences and learned about three others’ policy preferences; (ii) an
ally-choice trial. Each regular trial began with the participant first seeing a policy position
prompt for 6s. They then had 4.5s to choose whether they would support that position; a grey
rectangle appeared around their selection when they had made their choice. A grey arrow
pointing to their choice appeared for 3s to confirm the participant’s choice. Each participant then
learned about the preferences of the other three individuals (heretofore Agents A, B, and C) via
feedback.
In order to eliminate the possibility of any cross-categorization effects, we gendermatched the agents to participants’ self-reported gender. Participants first saw a picture of one of
the agents alongside his/her name and were asked to predict the preference of that agent with
regards to the policy position (e.g., “Which do you think Annie chose?”); each participant had
4.5s to guess, and a grey rectangle appeared around their selection after they made a choice.
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They then learned of the agent’s choice when a grey arrow pointing to one of the preferences
(“Yes” or “No”) appeared for 3s (Figure 4.2a). Participants then repeated this prediction and
feedback process for the other two individuals. Between each screen, a fixation cross appeared
for 3s-16s (jittered). Once this process (policy prompt, self-choice, confirmation of self-choice,
prediction and feedback for A, prediction and feedback for B, and prediction and feedback for C)
was completed for one policy position, participants started a new regular trial by repeating the
process for a new policy position with the same three Agents. A table consisting of eight rows
and four columns displayed on the right-hand side of the screen recorded the participant’s and
each Agent’s responses on each trial. The order of the policy positions and individuals was
randomized; every participant saw each of the 48 policies and 18 individuals only once during
the experiment. The order of the agents was also randomized across runs.
Following the eight learning trials, participants then saw one “mystery” ally-choice trial.
On these trials, participants saw pictures of Agents A and B sequentially in a random order, each
of which was followed by a fixation cross that appeared for 3s-16s (jittered), prior to reaching
the decision screen. On the decision screen, participants saw two boxes with question marks
representing two unknown policy positions. Underneath the two boxes were photos of Agents A
and B and grey arrows pointing to their respective choices (Figure 4.2b). We told participants
that the mystery boxes contained Agent-A’s and Agent-B’s preferred policy positions.
Participants had to indicate which one of the two unknown policy positions they would rather
choose (e.g., “Which would you choose? Remember, Annie and Betsy know what’s inside the
boxes.”). A grey rectangle appeared around the selection after they indicated their choice. Thus,
participants had to align themselves with one of the two agents. The response table summarizing
participants’ and all agents’ preferences during the block was visible during the ally-choice trial.
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After the ally-choice trial, participants started a new run with a new set of three agents and a new
set of eight policy positions. Participants completed six runs in total. For each run, Agents B and
C agreed on five issues; Agents A and C agreed on three issues, and Agents A and B never
agreed with each other. However, agreement counts between the participant and each agent
varied across blocks and participants.

Figure 4.2. Order of events in task. (a) Learning Trials: Participants began every trial by seeing a
political issue and selecting their stance on a political issue. After receiving confirmation of their
choice, they then guessed and received feedback on how the first agent responded to the same
political issue and repeated this for the other two agents before moving onto a new political
issue. (b) Ally-choice Trial: After eight learning trials, participants were shown photos of A and
B sequentially in a random order and chose one of the two agents’ mystery choices.
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fMRI data acquisition and analyses
We collected data using a 32-channel head coil in a 3.0-tesla Prisma MRI scanner
(Siemens) located at the university. At the beginning of each scan session, we acquired a highresolution T-1 weighted anatomical image (T1-MPRAGE, 1 × 1 × 1 mm, parallel to the anterior
commissure-posterior commissure plane) for use in registering activity to each participant’s
anatomy and spatially normalizing data across participants. Functional images were then
acquired through six echo-planar imaging (EPI) sessions each lasting 12 minutes. For whole
brain coverage, we acquired 69 interleaved 2.0mm slices (repetition time = 1.5s; echo
time = 30 ms; flip angle = 75 degrees; field of view = 208 mm; matrix = 104 × 104; in-plane
acceleration (GRAPPA) = 2; multi-band acceleration factor = 3). The multi-band EPI sequence
was provided by the University of Minnesota Center for Magnetic Resonance Research (Moeller
et al., 2010; Feinberg et al., 2010; Setsompop et al., 2012; Xu et al., 2013).
We conducted preprocessing and statistical analyses using SPM12 (Wellcome Trust
Centre for Neuroimaging, London, UK, http://www.fil.ion.ucl.ac.uk/spm). We realigned
functional images to the first volume, unwarped the functional images, segmented the structural
image into its respective tissue types, and normalized the gray matter of the structural to the gray
matter of a standard Montreal Neurological Institute (MNI) reference brain. The mean functional
images were co-registered to the structural image, and functional images were normalized to the
MNI template, resliced to 2 mm × 2 mm × 2 mm voxels, and smoothed using an 8 mm FWHM
Gaussian kernel.
We modeled data with an event-related design using a general linear model. For each of
the six runs, one regressor modelling the onset of self-choice (8 onsets), a second regressor
modelling the onset of guesses for the three agents (24 onsets) and a parametric modulator for
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the second regressor, were convolved with the canonical hemodynamic response function. The
parametric modulator values indexed the specific model predictions (the dyadic or the latent
structure learning model; see below) of the prior probability of the participant belonging to the
same group as the target of the decision (i.e., Agents A, B, or C). For example, when the
participant was making a guess for Agent-A on the seventh trial in a block, the parametric
modulator took on the value of the probability that Agent-A was in the same group as the
participant given previous feedback. We did not orthogonalize parametric modulators with
respect to the regressor. In addition, we included six nuisance regressors containing the temporal
and spatial derivatives for the main regressor and six run regressors. Predictions from the latent
structure learning model and the dyadic similarity model were modeled in separate models. To
determine which areas of the brain track these model predictions, we then entered the images
resulting from contrasting the parametric modulator against baseline into a second-level analysis
treating participants as a random effect. For all results, we used a voxel-wise threshold of p <
0.001 and corrected for multiple comparisons using whole-brain cluster-wise family-wise error
(FWE) correction at the ! = 0.05 level.
Computational Models
We developed two models to capture trial-by-trial updating in participants’ estimates of
similarity with each agent and latent group structure, respectively. We calculated the dyadic
similarity S as a function of the number of previous agreement instances of the agent and
participant divided by the number of trials elapsed, where priors for the first trial were 0.50 for
each agent:
∑9;<
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Unlike the latent structure learning model described below, the dyadic similarity model
did not account for the feedback of other agents when calculating predictions. In other words, for
the third trial, the dyadic similarity model would calculate a similarity for an agent who had
agreed twice with the participant on the previous two trials as 0.75, regardless of how the other
two agents had responded. On each new run, the similarities for all agents was set to 0.50 given
that participants had no information for those three new agents.
In contrast, the latent group structure learning model (based on Gershman et al., 2017)
assumes that participants infer latent group assignments (a partition of agents into groups) on the
basis of the agents’ choice data. The prior distribution over group assignments is a Chinese
restaurant process (Aldous, 1985), where the probability of partition z = [B< , … , BD ] given M
individuals is our prior:
! G Γ(!)ΠJ (ΤJ )
E(B|!) =
Γ(L + !)
where ! ≥ 0 serves as the dispersion parameter (as ! approaches infinity, every individual will
be assigned to a unique group), Tk is the number of individuals assigned to group k and Γ(∙) is
the gamma function. In our modeling, we used ! = 2, though the results are relatively robust to
variation in this parameter. This distribution can generate an infinite number of groups in theory
but will tend to produce more parsimonious groupings through a “rich get richer” dynamic
favoring more popular clusters (see Gershman & Blei, 2012). We can derive the posterior using
Bayes’ rule with observed choices C = [1< ,…, 1D ]:
E(B|Q) =

E(Q|B)E(B)
∑TR E(Q|B R )E(B′)
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The likelihood is obtained by analytically marginalizing the latent parameters under a
Dirichlet-Multinomial model:
E(Q|B) = U E(Q|V, B)E(V)WV = Y Y
X

9

J

Γ(|Z9 |[)
Γ(]^J9 + [)
Y
Γ(\J + |Z9 |[)
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^

where V is a set of multinomial parameters, |Z9 | is the number of options on problem n and ]^J9
is the number of individuals assigned to group k who choose stance c on issue n. Thus, the
likelihood favors groupings for which choice patterns are similar between individuals assigned to
the same group.
Model predictions for the purposes of the parametric modulators were calculated as the
marginal posterior probabilities of the relevant partitions (i.e., the partitions wherein the
participant and the respective agent were grouped together in one group). Note that to generate
our model predictions here, we did not fit any free parameters to participant behavior. Each
instance of feedback for all three agents contributed to the prior for guessing about an agent on a
given trial. Thus, the prior for the second agent during the third trial took into account the
feedback for the first agent in the third trial as well as the feedback given for all three agents
during the first and second trials.
Predicting ally-choice behavior with neural activity
We also tested whether variability in the brain signal from our resulting ROIs would help
predict variability in participants’ ally-choice behavior during the ally- choice trial. In other
words, would the neural “noise” from our clusters improve prediction of participant choice above
and beyond model predictions?
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We first decoded the neural signal in each ROI corresponding to the parametric
modulator. This signal of interest can be algebraically derived from the standard GLM with L2norm regularization:
a =9:8b8c: = (d −
&_)+(`

f
=j=9:8b8c:
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k
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where Y is the overall signal from the voxel and X is the corresponding vector from the original
design matrix. For these analyses, we set our regularization parameter, l, to a value of 1. We
then extracted the signal corresponding to the onsets of the photos of Agents A and B being
shown during each ally-choice trial. For each agent, we averaged this signal of interest across
each cluster of interest, and we calculated the log difference between those two averaged signals.
We then tested whether this signal would improve the fit of a logistic regression
modeling ally-choice behavior against model predictions from the latent grouping model. Model
predictions were calculated as the log difference between the probability of the participant being
grouped with A and the probability of the participant being grouped with B at the end of the
eight regular trials for each model, and log difference of the signal was orthogonalized with
respect to the log difference of model predictions. Note that our parametric modulator ROIs were
identified by fitting the signal during the learning phase of each block whereas in the behavior
prediction analyses here, we used signal from the ally-choice trials. As such, there is no
circularity in this analysis.
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Results
Behavioral Results
To model the probability of choosing Agent B’s choice in the mystery trial as a function
of latent group structure, we used a logistic regression predicting whether participants chose
Agent B’s choice during the mystery choice trial as a function of Agent B’s agreement and
Agent C’s agreement with the participant (because Agent A’s preferences were always the
inverse of Agent B’s, including Agent A’s agreement would have created a multicollinearity
problem). Including random slopes to account for subject-level effects resulted in a singular fit of
the model (i.e., overfitting) so we removed them. We compared the full model including both
main effects and the interaction with simpler models (including only main effects or including
only Agent B’s agreement with the participant). Likelihood-ratio tests indicated that the fully
saturated model with both main effects and an interaction term fit the data best.
The model indicated a significant positive effect of Agent B’s agreement in predicting the
likelihood of choosing Agent B in the ally-choice trial b = 2.325, Wald’s z = 4.099, 95% CI
[1.284, 3.519], p < 0.001. The model also indicated a significant positive effect of Agent C’s
agreement in predicting the likelihood of choosing Agent B in the ally-choice trial, b = 1.322,
Wald’s z = 2.633, 95% CI [0.371, 2.349], p = 0.008. This was qualified by a significant negative
interaction between the agreements of Agent B and Agent C, b = -0.307, Wald’s z = -2.588, 95%
CI [-0.550, -0.082], p = 0.010. In other words (and in line with our previous results), even when
adjusting for Agent B’s agreement with the participant, increasing Agent C’s alignment with the
participant made respondents more likely to choose Agent B on the ally-choice trial. However,
this result was qualified by a weak interaction: when Agent B agreed with the participant a
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majority of the time the additional variance explained by Agent’s C agreement in choice
decreased.
Neuroimaging Results
We examined which voxels’ signal correlated with the dyadic similarity versus latent
group parametric modulator contrasts, respectively (Table 1). As predicted, ventral medial
prefrontal cortex/pregenual anterior cingulate (pgACC) tracked with trial-by-trial updates of
dyadic similarity (Figure 4.3, green). In contrast, the latent grouping model identified a cluster in
right anterior insula that extended into the inferior frontal gyrus (IFG pars orbitalis; Figure 4.3,
red and yellow). No other regions exceeded our corrected threshold.

Table 4.1: Results from parametric modulator contrasts
Model
Region
Cluster Size

X

Y

Z

Latent Grouping

Pregenual Anterior Cingulate
327
18 48
0
Right Anterior Insula/Inferior
Dyadic Similarity
696
34 16 -10
Frontal Gyrus
Cluster size reported in voxels (2mm3). Coordinates refer to peak voxel in Montreal
Neurological Institute space.
While a likelihood ratio test showed that adding the signal from the rAI cluster helped to
better predict variability in choice behavior in the latent grouping model (c2(1) = 5.312, p =
0.021), the addition of the signal from the pgACC did not better predict choice variability in the
dyadic similarity model (c2(1) = 1.526, p = 0.217).
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Figure 4.3. Results from whole-brain contrast (FWE-corrected p < 0.05) of parametric
modulators: dyadic-similarity model (green) and latent grouping structure model (red/yellow).
Overlap between our latent grouping structure model result and a separately derived ROI of
cluster structure updating (Tomov et al., 2018) is demarcated in yellow.

Discussion
Here, we used a model-based analysis of neuroimaging data to compare two models by
which people may differentiate “us” from “them.” We found evidence for separable neural areas
tracking each model concurrently. While updating of dyadic similarity between the participant
and respective agent during the learning trials recruited the pgACC, updating of latent structure
groupings of agents recruited the rAI. We additionally found that signal variability in the rAI
cluster, but not the pgACC cluster, during the ally-choice trials helped predict the agent with
whom the participant chose to align above and beyond just the model predictions.
The pgACC is commonly associated with the encoding of self-relevant information (Moran,
Heatherton, & Kelley, 2009; Moran, Macrae, Heatherton, Wyland, & Kelley, 2006). The area
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has been linked with simulating one’s own and similar others’ traits, mental states, and
perspectives (Mitchell et al., 2005; Jenkins et al., 2008; Ames et al., 2008, Cikara et al., 2014,
Heleven & van Overwalle, 2016) and has been linked with prospection and encoding of selfrelevant information (Gusnard, Akbudak, Shulman, & Raichle, 2001; Buckner & Carroll, 2007).
The region has also been associated with processing self-relevant social information. For
example, one study found that activity in this area was greater for categorizing words associated
with one’s own team (e.g., “Red Team”) than for an opposite team (Molenberghs & Morrison,
2014). Recently, Kumaran and colleagues (2016) demonstrated that the pgACC was involved in
updating of information specifically about one’s own, but not a close friend’s, hierarchy.
Tracking similarity to others and relative status are not entirely different; computing this dyadic
similarity between oneself and other agents could inform one’s understanding of relative status
in the current environment; having more close friends in the moment may grant temporary
popularity and higher status in that particular setting.
Our task differs from these previous tasks in a few crucial ways, however. First, by using
a learning-based task, we demonstrate that the pgACC is not only involved in these self- and
similar-other judgment processes, but it is also involved in the learning of dyadic similarity
between oneself and individual agents in a dynamic environment. Additionally, many previous
studies relied on preexisting groups and/or individuals (e.g., liberal and conservative others,
close friends, etc.). In contrast, our use of novel agents here allowed us to specifically examine
the similarity learning process, because participants had to learn each agent’s preferences trialby-trial.
With regard to the latent structure model, our rAI cluster is consistent with previous
work, which also localized updating of non-social latent structure to rAI: Tomov, Dorfman, &
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Gershman (2018) asked participants to learn which clusters of foods and restaurants caused
illness. To give a sense of the extent of the overlap: our rAI ROI (Figure 4.3, yellow) overlapped
with 44.7% of the rAI result associated with non-social cluster assignment updating (i.e., number
of common voxels across both ROIs divided by total number of rAI voxels in Tomov et al.,
2018, Figure 5b). While both this previous study and ours ask participants to infer latent
structure in the environment, it is important to note one feature that makes social categorization
unique; in contrast to clusters of foods and restaurants, social group categories also require
participants to categorize themselves (i.e., is this person like me or not like me). Thus, our results
demonstrate that rAI is also capable of learning latent group structures that are egocentrically
defined.
Anterior insula is a reasonable candidate for the inference clusters of agents with respect
to oneself in the environment and execution of subsequent behavior given its anatomical
connectivity with sensory and motor systems (Seeley et al., 2007; Uddin, 2015). This could be
why signal variance from our resulting rAI cluster at a separate time point helped predict choice
behavior above and beyond model predictions. Moreover, specific connectivity of the anterior
portion of the insula with the anterior cingulate cortex, amygdala, and ventral tegmental area (the
three of which form a “salience detection” network), as well as the dorsolateral prefrontal cortex
(an area frequently associated with cognitive control) may make it well-situated to track other
coalition members as a function of the environment (Chang et al., 2012; Seeley et al., 2007).
Such flexibility would afford representation of context-specific coalition members (i.e., someone
who may be a coalition member at a debate may not be a fellow coalition member at a sports
event). It is not surprising then that rAI is also heavily involved in socially-relevant
computations, including but not limited to self-awareness tasks, such as awareness of emotions
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and subjective pain, and hypoactivity in persons with autism spectrum disorder on a variety of
tasks, such as face processing and theory of mind (Uddin & Menon, 2009; Di Martino et al.,
2009). Additionally, the rAI is situated near the right extreme capsule, the structural integrity of
which has been positively correlated with social network size (Noonan et al., 2018). Taken
together, the rAI may be topographically well situated to relay social information related to
networks and groups.
The rAI region we identified included a part of the IFG (specifically, pars orbitalis). In
studies of hierarchical processing in music and language processing, this area has been
associated with sentence comprehension (Silbert, Honey, Simony, Poeppel, & Hasson, 2014) and
found to exhibit sensitivity to violations of hierarchical regularities (Cheung, Mayer, Frierderici,
& Koelsch, 2018) as well as greater activation for structured rather than scrambled music
(Levitin & Menon, 2003). This area is also involved in building up sentence structure and
meaning as semantic information is processed (Jeon & Friederici, 2013). Additionally, the IFG
has been hypothesized to represent individual episodes for later recombination (Preston &
Eichenbaum, 2013). Just as this area may be recruited to build up the structures of sentences and
tonal patterns, it may also be building up social grouping structures as participants learn more
about other agents’ preferences.

Conclusions
Accurately inferring who is or is not a member of our own group is crucial to navigating
our social lives. To do so, we could rely on computing dyadic similarity with each individual
agent; a more sophisticated approach would be to infer latent groups in the environment through
Bayesian inference. Our work here provides evidence for separable neural areas tracking each of
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these processes; not only do we demonstrate that the rAI is capable of tracking egocentric
clusters in social settings, but we also show that the pgACC can track the fluctuations in dyadic
similarity between oneself and agents in the environment. Our results deepen our understanding
of how the brain learns and computes social group dynamics.
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General Conclusion

Social groups provide great benefits but at great costs. Understanding how we identify
others as in- and out-group members may help us understand how to harness the benefits while
minimizing the costs. Equating object categorization (i.e., how we categorize objects into
categories) and social categorization processes, however, fails to note that social categorization
requires a categorization of the self in addition to a categorization of others. While previous
literature has studied this mostly as a function of dyadic similarity and explicit labels, we have
demonstrated here that dyadic similarity is but a part of the full scope of the complex process of
social categorization.
In Paper 1, we began with a premise from previous studies suggesting that the process of
generalized in-group categorization (i.e., categorizing across multiple in-group members) may be
reliant on the mPFC/pgACC, an area associated with self-referential processes. Thus, it may be
the case that we substitute a heuristic of a comparison to the self to categorize across multiple ingroups; rather than directly categorizing targets, one can instead ask if the target is “like me” or
“not like me”. On the other hand, we contain multitudes of social group memberships and the
membership we bring to bear on a given situation is context dependent. Thus, labeling agents as
in- and out-group members results from the functional relationships with others, which in turn
results from the context and environment in which we categorize these others. A candidate
network here is the FPCN, which has been shown to flexibly couple between the endogenously
focused default mode network and the exogenously focused dorsal attention network (Spreng et
al., 2010). We used a repetition suppression paradigm and multiple, orthogonal group
memberships—including minimal group membership—to demonstrate that generalized in-group

categorization was not associated with mPFC/pgACC but rather elicited greater repetition
suppression in areas associated with the frontoparietal control network. Furthermore, we found
that participants who reported a greater tendency to join and value social groups exhibited lower
degrees of repetition suppression in the DLPFC. Taken together, these results suggest that broad
in-group categorization is associated with areas that have the flexibility to couple between our
understanding of the environment and our understanding of ourselves at the same time.
In Paper 2, we moved beyond the explicit category labels used in Paper 1 to ask how
people use information from the environment to infer group memberships of others when labels
are not explicitly available. While previous literature would suggest that one could rely on
dyadic similarity and affiliate with those who showed the maximum degree of direct similarity at
any given time, we found that a computational model of latent structure learning as proposed by
Gershman et al. (2017) could better account for social choice. In other words, participants
integrate across both the relationships between themselves and each agent as well as between
each agent to infer the most likely possible grouping structure in the environment. These latent
grouping structures generalized to trait attributions made about agents in the environment and
still held even when participants had the option of utilizing explicit labels that contradicted the
latent structure groupings. In Experiment 4 of Paper 2, however, we found that participants
seemed to rely on both; that is, they chose the same team agent (Agent-A) more than half the
time, but they still relied on latent structure groupings such that when the opposing team agent
(Agent-B) was not in the same latent grouping structure as the participant, the participant was
even more likely to choose the same team member. Taken together, this suggests that we deploy
both explicit, dyadic similarity and latent structure learning to infer social group memberships.
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In Paper 3, we used model-based analyses of neuroimaging data to explore the neural
correlates of tracking dyadic similarity and latent structure groupings in a similar task as the one
found in Paper 2. Specifically, we asked which neural areas tracked the probabilities generated
by each model that the participant was in the same group as the particular agent under
consideration at a given moment in time. We found that separable areas tracked each one of our
models. While the mPFC/pgACC tracked the probabilities from the dyadic similarity model, the
rAI/IFG tracked the probabilities from the latent structure grouping model. Moreover, when we
decoded the signal from these brain areas, we found that variance from the rAI at a separate point
in time during the task could help better predict choice behavior above and beyond model
predictions, but variance from the mPFC/pgACC did not. Taken together, these results suggest
that we can track both model outputs simultaneously in separable areas, and the rAI signal may
be capturing something beyond what our behavioral model can predict in terms of behavior.
Thus, the claim that dyadic similarity may account for all social categorization is
incomplete. We do compute dyadic similarity with individual agents, but a more comprehensive
explanation of social categorization would also account for how we also integrate individual
agents’ relationships with each other to understand and infer who is “us” and who is “them”.
Such an account also needs to account for the flexibility with which we categorize others as inor out-group members as per the contextual demands. These two calculations are tracked
simultaneously in separable neural areas. Moving beyond an approach of dyadic similarity in
understand groups and their influence will further us towards more a complex understanding of
how to build robust interventions for intergroup conflict.
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Limitations and Future Directions
One general limitation of the current studies described here is that we do not learn about
novel agents with absolutely no prior information, we do not learn about them solely on a single
dimension (e.g., political preferences), and we do not often learn about people in such artificial
paradigms. While this thesis has attempted to move towards understanding the flexibility with
which we wield and grant others the status of “in-group”, it is undeniable that the paradigms here
are somewhat artificial. One overarching limitation and crucial future direction is thus the
generalizability of these findings. For example, does learning about other agents in more lifelike
environments yield similar results? Another consideration is individual differences. What might
lead some to more readily infer latent grouping structures while others might rely more on
dyadic similarity?
While the study in Paper 1 demonstrated an association between active in-group
categorization and the FPCN, a future direction would be to use repetition suppression to
understand the representations of out-group members. Out-groups can range on a spectrum from
competing/threatening to non-competing/neutral out-groups. Understanding how these different
out-group members may be represented in the brain as a function of social distance may give us
further insight into how we represent “them”. Previous work has demonstrated how categorizing
racial out-groups activates the amygdala, but this was studied along the singular dimension of
race (Phelps et al., 2000).
Furthermore, our paradigm here did not address for individual differences. For example,
the degree to which participants felt connected to any one of the two groups (i.e., the Democratic
Party compared to the assigned Eagles team) may have affected individual levels of repetition
suppression for different conditions. Future studies could examine whether or not the degree of
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affinity to any one group utilizes the FPCN to a greater or lesser degree when categorizing across
in-group members.
Finally, a final direction would be to characterize the individual differences in
connectivity both within and across networks. Does greater or weaker connectivity strength
between the nodes of the FPCN affect one’s ability to flexibly categorize across multiple group
memberships? If it is the case that the FPCN is associated with accurate categorization of ingroup members, then this suggests that individuals with increased inter-network connectivity
(e.g., older adults) should display better capacity at classifying novel others into new groups
compared to those with less inter-network connectivity (e.g., adolescents; Grady, Sarraf,
Saverino, & Campbell, 2016). This study further highlights the importance of understanding
brain function at the network level. While we have not explored the inter-network connectivity
between the FPCN and the default mode network compared to the connectivity between the
FPCN and the dorsal attention network, one might expect that one degree of connectivity being
greater than the other may lead to very different individual differences in in-group categorization
abilities, which may lead to different psychological phenomenon.
Paper 2 demonstrated how social group inference relies on more than dyadic similarity.
The studies, however, do not speak to how dyadic similarity and latent group structures may
interact to help us compute social group inference. For example, one might imagine that
participants would rely on dyadic similarity if only provided information on two or three issues
across three agents. At what point does the dyadic similarity space become too complex such that
latent group structure learning begins to influence social group inference? Taken to its other end,
can the whole social network become so complex that one reverts to dyadic similarity on a
randomly chosen dimension to determine social group boundaries? Given that these abilities
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might track with working memory, which varies across age groups, does the ability to track
either process vary across age? We know that children have the ability to infer dyadic similarity
(e.g., Kinzler, Shutts, DeJesus, & Spelke, 2009), but is there a minimum age at which latent
structure learning of social groups can begin?
Second, while experiment 4 of Paper 2 demonstrated how explicit labels may serve as a
strong prior that affects how our latent structure group boundaries are eventually drawn, it did
not utilize existing group labels (i.e., it used a minimal group design). How do stereotypes about
existing groups and our identities with these groups affect our reliance on latent grouping
structures? Moreover, is there a time decay to these effects? How would having shared a latent
grouping structure with one particular agent affect choice in the future if that agent were to
appear again? One could imagine that if people infer even closer similarity to this particular
agent in the following block and subsequently transferred this increased similarity to a second
agent in this new block who is similar to the first agent, then this sort of halo effect transfer could
trigger a cycle towards increasingly polarized views.
Of course, we also used group boundaries drawn from a single dimension (i.e., similarity
on political issues). While the computational model here does not assume or account for
prioritization of similarity on different dimensions, one could imagine that people who prioritize
apolitical behavior might rely more on similarity with agents on non-political issues. How does
allowing for similarity across different dimensions affect latent structure learning? We attempted
to answer this question here in using partisan political stimuli that might generate stereotypically
inconsistent agent profiles and sway participants to rely on dyadic similarity on single political
issues but varying the dimensions along which similarity can be drawn may prove to be a
stronger test.
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The laterality of the resulting AI cluster in Paper 3 remains puzzling, because the left and
right AI are often co-activated (Uddin & Menon, 2009). Additionally, when we previously
trained a classifier to encode representations of different group members (i.e., in-group, noncompetitive out-group, and competitive out-group), we found that the left AI was associated with
representing groups across multiple social categories (Cikara et al., 2017). It has been suggested
that the right AI activates in response to arousing stimuli while the left AI responds to positive
emotional moments (Uddin & Menon, 2009). Our particular study and the specific analysis
methods used, however, should not have picked up on arousing stimuli per se, because the model
predictions account only for the similarities in preferences and do not differentially weigh the
political topics. In other words, the model does not upweight agreement on more subjectively
important preferences compared to less subjectively important preferences, and our parametric
modulators would have thus expected all political policies to be equally arousing. Additionally,
previous work linking cluster updating with rAI also did not use a particularly arousing task
(foods at restaurants; Tomov et al., 2018). Future work should further explore this laterality
question.
Additionally, Chang et al. (2012) found that the anterior insula could be parcellated into
its dorsal and ventral parts, each of which had its separate specific connectivity within the brain.
While our rAI cluster here overlapped with both of these parcellations, future studies could
investigate the specific functions of social group inference rely on different areas within the rAI.
For example, because the dorsal AI is most closely associated with error processing and is
functionally connected with the anterior cingulate cortex (ACC) and dorsolateral prefrontal
cortex (DLPFC), it may be the case that the more dorsal area of rAI in this case may be involved
in tracking continual predictions of latent groupings. On the other hand, the ventral rAI is more
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closely associated with emotion processing and is functionally connected with the amygdala,
ventral tegmental area (VTA), superior temporal sulcus, and posterolateral orbitofrontal cortex.
One final aspect not addressed here is the connectivity between the rAI and
mPFC/pgACC. Given their importance in social processes, the connectivity between these two
regions may affect one’s own ability to track coalition members in this task or otherwise. Future
studies should examine the relationship between these two areas and how that affects social
categorization.
A final unanswered broader question is, what makes social categorization different from
other forms of categorization? At a psychological level, we have stated that social categorization
fundamentally differs from categorization more generally as it requires not only a categorization
of others but a categorization of the self as well (e.g., “in my group”; Turner et al., 1987). Yet,
across these three studies, we have demonstrated that broad social categorization can harness
domain-general models and neural areas not usually associated with social processes to complete
this very specifically social task. In other words, how and when do we compute the “possessive”
nature of social categorization? Moreover, through what mechanisms and computations do we go
from inferring that a particular agent is not in our group to denying that person all the traits and
characteristics we know to deny to out-group members (e.g., outgroup homogeneity effect; Judd
& Park, 1988)?

Final Conclusions
This thesis began by considering the challenges associated with assumptions made about
psychological research about social group inference, namely the use of similarity and
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dissimilarity along single dimensions and explicit group labels. Broadly speaking, this led to the
extensive consideration of dyadic similarity as the sole input to representations of social groups.
Across both neuroimaging and behavioral studies, we have shown here that moving
beyond thinking of only dyadic similarity can broaden our understanding of how we infer social
groups and categorize others. While the studies here are but a small move in this direction,
continued approximating the variety of real-world social identities and the ways in which we
come to infer social groups in the lab will help to broaden our understanding of social group
inference. Indeed, if one of the purposes of understanding intergroup processes is to decrease
intergroup violence and create better interventions, then designing studies that come closer to our
everyday social processes will help move us towards this goal.
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Appendix I. Paper 1 Supplementary Materials

T-tests comparing out-group/ingroup > (identical in-group, different in-group) PSCs by ROI in
TR corresponding to first statement screen (3rd TR after onset):
Right SPL: t(42) = 0.018, p = 0.99; adjusted p = 1.0000000
Left SPL: t(42) = 1.16, p = 0.25; adjusted p = 0.7603825
Right DLPFC: t(42) = 0.18, p = 0.86; adjusted p = 1.0000000
Left DLPFC: t(42) = 1.91, p = 0.06; adjusted p = 0.3677031
Right MTG: t(42) = 1.85, p = 0.07; adjusted p = 0.3677031
Left MTG: t(42) = 1.92, p = 0.06; adjusted p = 0.3677031

T-tests comparing out-group/ingroup > (identical in-group, different in-group) PSCs by ROI in
TR corresponding to second statement screen (4th TR after onset):
Right SPL: t(42) = 3.16, p = 0.0029; adjusted p = 0.012
Left SPL: t(42) = 4.57, p = 0.0000; adjusted p = 0.00026
Right DLPFC: t(42) = 2.68, p = 0.010; adjusted p = 0.012
Left DLPFC: t(42) = 4.02, p = 0.0002; adjusted p = 0.0012
Right MTG: t(42) = 3.15, p = 0.0030; adjusted p = 0.012
Left MTG: t(42) = 3.13, p = 0.0031; adjusted p = 0.012
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Appendix II. Paper 2 Supplementary Materials

Experiment 1 Methods: Face Selection
Given that the pool of faces varies for male and female faces, face selection processes
varied slightly. For female faces, at least half of the respondents had to rate the face as looking
‘white’, and then we eliminated any face that respondents rated as unusual compared to other
white females (i.e., above the midpoint of a 7-point Likert scale ranging from 1, not at all
unusual, to 7, very unusual). Given the average age of participants in Experiment 1, we then
eliminated any face younger than 27 years old, leaving us with 34 faces. Using the ratings of
how prototypical the faces looked compared to other white females (5-point Likert scale ranging
from 1, not at all prototypical, to 5, very prototypical), we then removed the six faces scoring
less than one standard deviation from the average of this pool to remove non-prototypical faces.
We also then removed five faces that scored one standard deviation below the mean in terms of
femininity (1, not at all feminine, to 7, extremely feminine). To norm for attractiveness, we
eliminated anyone who was rated as one standard deviation above and below the mean of
attractiveness ratings, leaving us with 14 faces. We removed the two youngest faces from this
pool, leaving us with a set of 12 female faces with an average age of 34.84 years (SD = 5.87).
For male faces, we followed the same initial six steps, except we eliminated any face that
scored one standard deviation above the mean in femininity ratings in order to retain the more
masculine-looking faces. For the final step, we removed the seven youngest faces in the set of 19
faces to generate a set of 12 male faces with an average age of 37.59 years (SD = 3.81).
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Experiment 3 Results: Trait Attribution Analyses
Main effects: We observed a significant main effect of whether the Agent’s policy stance
had been chosen in the preceding mystery choice trial. Irrespective of condition or Agent (A vs.
B), participants rated the Agent whose policy stance they chose as more moral, competent and
likeable (M = 5.91, SD = 0.069) compared to the non-chosen Agent (M = 5.15, SD = 0.069),
mean difference = 0.761, 95% CI = [0.700, 0.822], t(5661.2) = 24.52, p < .001.
We also observed a main effect of rating type. Ratings of likeability (M = 5.37, SD =
0.071), morality (M = 6.54, SD = 0. 071), and competence (M = 5.67, SD = 0. 071) were
different from one another, mean difference between morality and competency = 0.13, 95% CI =
[0.051, 0.199], t(5661.2) = 3.31, p < .001, mean difference between morality and likeability =
−0.17, 95% CI = [−0.244, −0.096], t(5661.2) = −4.50, p < .001, mean difference between
competency and likeability = 0.30, 95% CI = [0.221, 0.370], t(5661.2) = 7.81, p < .001.
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