## Design Space and Evaluation Challenges of Adaptive Graphical User Interfaces

The Harvard community has made this article openly available. **Please share** how this access benefits you. Your story matters

<table>
<thead>
<tr>
<th></th>
<th></th>
</tr>
</thead>
<tbody>
<tr>
<td>Published Version</td>
<td><a href="https://www.aaai.org/ojs/index.php/aimagazine/article/view/2268">https://www.aaai.org/ojs/index.php/aimagazine/article/view/2268</a></td>
</tr>
<tr>
<td>Citable link</td>
<td><a href="http://nrs.harvard.edu/urn-3:HUL.InstRepos:4690620">http://nrs.harvard.edu/urn-3:HUL.InstRepos:4690620</a></td>
</tr>
<tr>
<td>Terms of Use</td>
<td>This article was downloaded from Harvard University’s DASH repository, and is made available under the terms and conditions applicable to Other Posted Material, as set forth at <a href="http://nrs.harvard.edu/urn-3:HUL.InstRepos:dash.current.terms-of-use#LAA">http://nrs.harvard.edu/urn-3:HUL.InstRepos:dash.current.terms-of-use#LAA</a></td>
</tr>
</tbody>
</table>
Adaptive graphical user interfaces (GUIs) automatically tailor the presentation of functionality to better fit an individual user’s tasks, usage patterns, and abilities. A familiar example of an adaptive interface is the Windows XP start menu, where a small set of applications from the “All Programs” submenu is replicated in the top level of the “Start” menu for easier access, saving users from navigating through multiple levels of the menu hierarchy (figure 1). The potential of adaptive interfaces to reduce visual search time, cognitive load, and motor movement is appealing, and when the adaptation is successful an adaptive interface can be faster and preferred in comparison to a nonadaptive counterpart (for example, Gajos et al. [2006], Greenberg and Witten [1985]).

In practice, however, many challenges exist, and, thus far, evaluation results of adaptive GUIs have been mixed. For an adaptive interface to be successful, the benefits of correct adaptations must outweigh the costs, or usability side effects, of incorrect adaptations. Often, an adaptive mechanism designed to improve one aspect of the interaction, typically motor movement or visual search, inadvertently increases effort along another dimension, such as cognitive or perceptual load. The result is that many adaptive designs that were expected to confer a benefit along one of these dimensions have failed in practice. For example, a menu that tracks how frequently each item is used and adaptively reorders itself so that items appear in order from most to least frequently accessed should improve motor performance, but in reality this design can slow users down and reduce satisfaction because of the constantly changing layout (Mitchell and Schneiderman [1989]; for example, figure 2b). Commonly cited issues with adaptive interfaces include the lack of control the user has over the adaptive process and the difficulty that users may have in predicting what the system’s response will be to a user action (Höök 2000).

User evaluation of adaptive GUIs is more complex than eval-
valuation of traditional, nonadaptive interfaces due to the increased variability of interaction. To guide researchers and designers in developing effective adaptive GUIs, particularly adaptive control structures such as menus and toolbars, we first briefly summarize the design space of these interfaces before discussing three evaluation issues in detail: (1) the control of adaptive algorithm characteristics and their potential impact; (2) the user's familiarity with the task and interface; (3) measures that are appropriate for adaptive interaction, particularly the impact of adaptive behavior on overall awareness of features in the interface. The focus of this article is on GUI control structures, such as menus and toolbars, and we specifically do not cover systems that adapt information content to the user's needs, such as recommender systems.

Relationships to the Theme Articles

This article is related to all three theme articles in this issue. In terms of the usability benefits of intelligence (Lieberman, in this issue), graphical adaptive user interfaces have the promise of allowing technology to adapt itself to the users, making efficient use of user input, and providing methods of input and output that are natural for the user. We also include many examples of the general concepts and analysis patterns introduced in the usability side-effects theme article (Jameson, in this issue), but by focusing on a specific type of system intelligence, we are able to offer a more tightly knit analysis, including some well-established empirical results and concepts that are specific to graphical adaptive user interfaces but that may offer general insights for the design of other types of intelligent interactive systems. Finally, our analysis illustrates some of the subtleties involved in the evaluation of interactive intelligent systems (see the theme article on usability engineering methods) that result from trade-offs among usability goals and from the influences of properties of users, tasks, and contexts.

Design Space of Adaptive GUIs

The presentation of menu and toolbar items in the user interface can be adapted to a particular person through several automated means. For example, figure 2 shows some examples of adaptation of a pull-down menu where the adaptive algorithm has predicted that items F and D are the most likely to be needed next by the user. One presentation option is to change the spatial arrangement of the menu and toolbar items to make them easier to access. This can be done by moving (figure 2b and e), resizing (figure 2c), or replicating (figure 2f) adaptively predicted items, or by hiding those items that are predicted to be the least useful (figure 2d). Another option is to alter the visual appearance of items to make some easier to find. Color highlighting, for example, has been proposed to draw the user's attention to adaptively predicted items (figure 2g). Finally, one can change the dynamic behavior of the interface to draw visual attention to some elements. For example, with ephemeral adaptation (figure 2h), those items predicted to be the most likely to be needed by the user appear abruptly to draw the user's attention when the menu opens, while the remaining items gradually fade in.

Each type of adaptation has its own set of strengths and weaknesses. Spatial adaptation can be particularly effective when it greatly reduces the amount of navigation required to reach items (for example, in a hierarchical menu structure: Greenberg and Witten [1985]), or when adapting the...
interface to support the motor abilities of individual users (Gajos, Wobbrock, and Weld 2008). The downside, however, is that it introduces spatial instability into the interface, so items may not be located where the user expects them to be. Besides increasing potential for frustration, some types of spatial adaptation may prevent users from improving the efficiency of their visual search thus directly hurting performance (Cockburn, Gutwin, and Greenberg 2007).

In contrast, adapting the visual appearance of items only has the potential to reduce the visual search component of item selection, but the advantage is that it maintains spatial stability. Of techniques that adapt visual appearance of items, color highlighting (figure 2g) has received the widest amount of research attention, and, unfortunately, evaluations have not shown it to provide a performance benefit over a nonadaptive interface (Gajos et al. 2006; Findlater 2009). In comparison, the dynamic behavior of ephemeral adaptation (figure 2h) also reduces visual search time and has been shown to improve performance (Findlater 2009).

One of the more important design decisions is whether the use of adaptation should be elective or mandatory, that is, whether the user is able to ignore the adaptation or not. The split menus shown in figures 2e and 2f provide an example of elective versus mandatory adaptation. In the original design of figure 2e (Sears 1994), the few (up to 4) most frequently used elements were moved to the top of the menu. If this adaptation occurs frequently, it may prevent users from developing spatial memory of the menu layout and can consequently impair performance and user satisfaction in comparison to a nonadaptive menu (Findlater and McGrenere 2004). An alternative is to allow the use of adaptive predictions to be elective: in figure 2f, where adaptively predicted items are copied rather than moved to the top of the menu, the user can choose either to scan the adaptive predictions or simply to skip to known locations in the main interface below. The elective split interface design has been shown to be faster and preferred in comparison to the original mandatory design (Gajos et al. 2006). One of the potential drawbacks of elec-
tive approaches, however, is that users have to put extra cognitive effort into discovering whether a useful adaptation has taken place before deciding whether to take advantage of it. For example, in the Windows XP Start Menu (figure 1), an explicit glance is necessary to see if the desired program has been copied to the top-level menu or whether the “all programs” sub-menu has to be opened.

Therefore, a related factor to consider is the locality of the adaptation, or where the adaptation appears relative to the user's current focus. When the adaptation occurs close to or at the user's point of focus, it makes it easier for people to serendipitously discover a helpful adaptation. Adaptation approaches that change the visual appearance of items, such as color highlighting (figure 2g), should result in high (close) locality because they occur at the location where the user would look by default. In comparison, with low locality, where the adaptation occurs farther from the user's point of focus, the user must make a more conscious effort to take advantage of the adaptation. Locality is especially important to consider with spatial adaptation. As a case in point, when the replicated split interface approach of figure 2f was applied to toolbar adaptations, people ignored helpful adaptations between 7 percent and 19 percent of the time (Gajos et al. 2006), which may have been partly because the adaptively predicted items appeared far from the location of those items in the main interface.

Adaptive Algorithm Characteristics

A common pitfall in evaluating adaptive interfaces is the lack of experimental control over adaptive algorithm characteristics. Here, we discuss three characteristics that researchers have begun to isolate: the accuracy of the adaptive algorithm's predictions, the predictability of the algorithm's behavior, and the frequency with which adaptations are introduced in the interface. These characteristics should be incorporated where possible into study designs, and our experience in designing and evaluating adaptive GUIs emphasizes the importance of considering all three in combination.

Adaptive accuracy is the accuracy with which the adaptive algorithm predicts which item the user will need next. Adaptive GUIs that can predict the user's needs with higher accuracy can make users faster and can result in greater utilization of adaptive predictions by the user (Findlater and McGrenere 2008; Gajos et al. 2006; Gajos et al. 2008; Tsandilas and Schraefel 2005). However, the effectiveness of individual adaptive designs may also interact with accuracy: Tsandilas and Schraefel (2005) found that lower adaptive accuracy affected the user's error rate, but that this was true for only one of two adaptive menu designs they studied.

Predictability and frequency of change have not been as well studied as accuracy. Both Cockburn, Gutwin, and Greenberg (2007) and Bridle and McCreath (2006) have highlighted the importance of considering frequency of change in evaluations of adaptive interfaces (Bridle and McCreath called it “predictability” and Cockburn and colleagues called it “stability”). As a comparative example, the layout of the original split menus (Sears 1994) only changed once during the course of the study and resulted in a performance benefit over a traditional, static menu; however, follow-up work (Findlater and McGrenere 2004) showed that more frequently changing the layout of the split menu (as often as after every selection by the user) decreased performance.

In comparison to frequency of change, predictability may have a more subjective component. Gajos et al. (2008) define predictability as the ease with which users can understand and predict the behavior of the adaptive algorithm. In general, an interface that adapts less frequently should be more predictable for the user; however, this is not necessarily the case and it may be useful to distinguish between the two concepts. For example, adaptive changes based strictly on the set of most recently used features may be easily understood by the user, making the adaptive behavior predictable (as shown in Gajos et al. 2008), but depending on the specific sequence of features used, this approach may not necessarily offer low frequency of change.

Isolating either accuracy, predictability, or frequency of change as a factor in a study design can be challenging. For example, Tsandilas and Schraefel (2005) compared the effect of three levels of accuracy for adaptively predicted items in a list. However, their experimental system highlighted a randomly chosen subset of items in trials that were incorrectly predicted, so the lower accuracy conditions (that is, with more incorrect predictions) may have appeared more unpredictable than the higher accuracy conditions. In a study of adaptive toolbars, Gajos et al. (2006) used two different experimental tasks (selection distributions) that resulted in different levels of accuracy for the same underlying adaptive algorithm. Again, this did not purely isolate accuracy, because the tasks may have affected other aspects of adaptive behavior. One approach to managing this issue is to use an identical set of selections for each condition and determine adaptive predictions using two steps: (1) applying a base algorithm, and (2) adjusting predictions to achieve a desired level of accuracy while adhering to several constraints (for example, to maintain the level of predictability where possible) (Findlater and McGrenere 2008). Even with careful study design, however, it may not always be possible to isolate the impact of specific adaptive algorithm characteristics on the user's performance and satisfaction. In such cases, stating the characteristics of the adaptive algorithm when reporting on evaluations will at least allow readers to interpret the results more easily.

Tasks and User Expertise

As is discussed in the usability side-effects theme article, the best way of realizing intelligence in an interactive system may depend strongly on properties of the individual users. Adaptive user interfaces offer many examples.

The user's familiarity with the task and application can affect the overall effectiveness of an adaptive interface. Some adaptive mechanisms may be
helpful to novices but not expert users (Trevelyan and Browne 1987) and may even hinder performance for experts. When conducting evaluations, it may be necessary in some cases to let users develop expertise with the interface and to see whether this affects the usefulness of the adaptive mechanism. Personality traits related to control (Goren-Bar et al. 2005) and whether users are feature-keen or feature-shy with respect to having extra, unused items in the interface (McGrenere, Baecker, and Booth 2002) may all affect the success of a system that provides adaptation.

Individual users’ motor and cognitive abilities may also affect the overall benefit of an adaptive interface. Gajos, Wobbrock, and Weld’s (2008) SUPPLE system adjusts the layout, size, and structure of interface elements to accommodate both device and user characteristics. An evaluation with 17 participants showed that adapting the interface based on automatic detection of motor abilities made motor-impaired users faster and more accurate than with a manufacturer’s default interface layout, and it was strongly preferred (Gajos, Wobbrock, and Weld 2008). This approach adapts the interface only once at the outset, but it does highlight a cost/benefit trade-off based on the user’s abilities: while both motor-impaired and able-bodied users were faster with their personalized interfaces, the able-bodied users, who did not achieve as large a performance gain, preferred the aesthetics of the original interface presentation.

The pace of interaction with the interface and the cognitive complexity of the task can also influence what aspects of the adaptive interface users find relevant. For example, Findlater and McGrenere (2008) found that adaptive split menus used on a small, PDA-sized screen provided greater performance and user satisfaction improvements in comparison to the same menus on a desktop-sized screen because of the relative difficulty of navigating the interface on the smaller screen. As another example, Gajos et al. (2006) conducted two experiments with adaptive GUIs: the first experiment used an open-ended and creative task, while the second experiment used a tightly controlled task that required fast and largely mechanical selections of toolbar items. User comments during the first experiment suggested that users valued an adaptive approach that allowed related functionality to remain spatially grouped, allowing them to concentrate on the task. In contrast, the tightly controlled task used in the second experiment caused users to pay more attention to the operational properties of the interface, resulting in a more positive response to an adaptive approach that reduced the mechanical movement required to reach items.

### Evaluation Measures

One of the goals of adaptive interfaces is to present the user interface functionality in such a way as to increase task efficiency, which can be measured using task completion times and error rates. User satisfaction measures are also important, and can include questions specific to adaptive interfaces, such as rating the obtrusiveness, the predictability, and the usefulness of the adaptive behavior.

One aspect of adaptive interaction that is not explicitly captured using these standard evaluation measures is the impact that working in an adaptive interface can have on the user’s overall awareness of features in the interface, in other words, the impact on the user’s breadth of experience. When an interface adapts to make useful features more accessible for a user’s current task, there may be a negative impact on the user’s awareness of the full set of available features, which, in turn, can make future tasks more difficult. To evaluate this aspect of adaptive interfaces, the user’s level of awareness of the full set of features in the interface should be assessed alongside traditional speed and user satisfaction measures. Awareness can be measured through a recognition test of features in the interface (Findlater and McGrenere 2007).

 Experimental results have shown a measurable trade-off between efficiency and the user’s awareness of unused features in the interface. Studying adaptive split menus, Findlater and McGrenere (2008) found that adaptive menus that predicted the user’s needs with a high degree of accuracy were efficient to use, but because they better focused the user’s attention on only a subset of features, they resulted in low awareness of unused features. In contrast, the adaptive split menus that were not as accurate at predicting the user’s needs were not as efficient, but resulted in higher awareness. Reduced awareness of advanced features in the interface may reduce the user’s long-term learning and efficiency; a follow-up study by Findlater and McGrenere showed that high adaptive accuracy also negatively affects users’ performance when they are asked to complete new tasks (Findlater et al. 2009).

What is considered to be a desirable balance between efficiency and awareness may change in different design contexts. High awareness of advanced features may be more important for software applications where users are expected to mature into experts, for example, as with a complex integrated development environment. An adaptive mechanism that could predict new, potentially useful features for users may be beneficial in these situations. On the other hand, for applications that are used on a less frequent basis or for those applications that cater to a range of users with varying levels of expertise, efficiency for core tasks may be more important than awareness.

### Conclusion

Adaptive user interfaces have the potential to improve performance and user satisfaction, but evaluation results have been mixed. In our own research, we have found that two adaptive interface designs have provided more consistently positive results: elective split interfaces (Gajos et al. 2006) and ephemeral adaptation (Findlater 2009). Elective split interfaces (a generalization of split menus) constrain the adaptation such that useful interface elements are copied to a designated section of the interface (for example, top of the menu, a special toolbar, or a separate pane), and improve user performance in large or hierarchical user interfaces while allowing users to develop familiarity with the layout of
the nonadaptive section of the interface. Ephemeral adaptation uses abrupt onset of a few elements in a menu or a popup window to draw the user’s attention to those elements while the remaining items fade in gradually yet quickly enough not to hinder performance.

We have outlined a design space of adaptive interfaces and discussed the unique challenges of evaluating adaptive interfaces. Three important aspects to consider when conducting evaluations include the control and reporting of adaptive algorithm characteristics, the impact of task choice and user characteristics on the overall effectiveness of a design, and evaluation measures that are appropriate for adaptive interaction. Although we have focused on purely adaptive approaches, the points made here are also relevant to mixed-initiative approaches to adapting the interface, where control over the adaptation is shared between the system and the user (see the case study by Bunt, Conati, and McGrenere in this issue).

References


Spaulding, A. Usability Engineering for Interactive Intelligent Systems. Al Magazine 30(4).


Leah Findlater is a postdoctoral fellow in the Information School at the University of Washington. Her research interests span a range of topics in human-computer interaction, including personalization, accessibility, and information and communication technologies for development (ICTD). She received her Ph.D. in computer science from the University of British Columbia in 2009 and currently holds a Natural Sciences and Engineering Research Council of Canada (NSERC) Postdoctoral Fellowship.

Krzysztof Z. Gajos is an assistant professor of computer science at the Harvard School of Engineering and Applied Sciences. Krzysztof is primarily interested in intelligent interactive systems, an area that spans human-computer interaction, artificial intelligence, and machine learning. Krzysztof received his B.Sc. and M.Eng. degrees in computer science from the Massachusetts Institute of Technology. Subsequently he worked as a research scientist at the MIT Artificial Intelligence Laboratory, where he managed the Intelligent Room Project. In 2008, he received his Ph.D. in computer science from the University of Washington in Seattle. Before coming to Harvard, he spent a year as a postdoctoral researcher with the Adaptive Systems and Interaction group at Microsoft Research.