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ABSTRACT 

Marginalized communities in the U.S. must contend with structural discrimination that has 

systematically placed them in under-resourced neighborhoods whose inherent social, economic, 

infrastructural, and environmental conditions adversely affect health and their wellbeing. Today, 

researchers’ understanding of these neighborhoods—characterized by substandard housing, 

hazardous workplaces, degraded infrastructures, close proximity to toxic sites and polluting facilities, 

food deserts and fast-food jungles, limited opportunities for quality education and employment, and 

restricted access to healthcare services and facilities—and their inhabitants rely on incomplete 

population data fraught with assumptions and biases symptomatic of a long history of residential 

segregation. Broadly, the two options for available population data are: (1) geographically-aggregated 

data that operates at a high spatial resolution, but only provides marginal distributions of single 

characteristics, or (2) individual-level microdata that provides joint distributions of multiple 

characteristics, but only operates at a low spatial resolution. Thus, researchers aiming to leverage 

available population data to devise and disperse public health interventions must forgo either an 

understanding of compounding risks or the ability to pinpoint localized risks.  

This dissertation aims to construct, validate, and demonstrate the utility of a novel synthetic 

U.S. population which models 330 million agents that collectively reflect the real population with 

respect to key social, economic, infrastructural, and environmental characteristics at the census tract 

level. Generated through spatial microsimulation methods that avail the strengths of both 

geographically-aggregated data and individual-level microdata, it affords researchers the ability to 

answer previously unanswerable questions about large-scale, complex public health issues across the 

U.S. First, we constructed the model using iterative proportional fitting (IPF)—a widely-favored 

static deterministic reweighting method for spatial microsimulation. We then validated it against the 
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2018-2022 American Community Survey (ACS), the 2020 Decennial Census, and the 2020 

Residential Energy Consumption Survey (RECS) with a suite of metrics including Pearson’s R2 

(mean = 0.98), standard absolute error (SAE) (mean = 0.03), and the Kullback-Leibler (KL) 

divergence statistic (mean < 0.08), finding that our synthetic U.S. population exhibited strong overall 

performance in simulating the real U.S. population with variation due to the size and diversity of 

census tracts and the complexity of linking variables. Second, we examined the well-established 

compounding risk faced by children under the age of five who we know—based on our synthetic 

U.S. population—live in homes built before 1980 to map residential lead exposure hotspots at the 

census tract level. Our novel approach for identifying at-risk areas therefore employed the joint 

distribution of these two characteristics in direct contrast to traditional approaches that assess risk by 

overlapping separate marginal distributions. This enabled us to uncover up to 73% more at-risk 

census tracts where an estimated 3.28 million additional at-risk children reside. Additionally, our 

approach revealed statistically significant systematic inequities in how traditional approaches detect 

risk, where newly identified at-risk children were disproportionately located in census tracts with 

higher concentrations of uninsured, White, and Native populations. It also highlighted that relying 

on housing age as a proxy for residential lead-based paint exposure may neglect important disparities 

in housing quality. Third, we coupled our synthetic U.S. population with the 2020 Residential 

Energy Consumption Survey (RECS) to estimate individual probabilities of residential air 

conditioning (AC) access—an essential cooling solution to protect against the adverse effects of heat 

stress—using a machine learning model to downscale data that was previously only available with 

spatial information at the state level to the census tract level. Unlike traditional approaches which 

focus solely on AC ownership as a proxy for AC access, our measure additionally accounted for the 

ability to install, maintain, and operate AC, resulting in probability estimates that were 17% lower 

and 9% more variable. By accounting for these additional dimensions of residential AC access, we 
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also uncovered interstate and intrastate disparities shaped by fine-scale differences in state policies, 

infrastructures, and practices as well as climate conditions, housing conditions, and demographic 

characteristics. 

In summary, our novel synthetic U.S. population addresses critical gaps in existing 

population data, uncovering limitations, assumptions, and biases that may otherwise persist as 

researchers aim to devise and disperse public health interventions. Beyond its utility in mapping 

residential lead exposure risk and residential AC access, this model can be adapted to examine a wide 

range of public health challenges, enabling researchers to explore how intersecting social, economic, 

infrastructural, and environmental forces shape outcomes at fine spatial resolutions and providing 

them with a powerful tool to guide more effective and equitable public health interventions across 

the U.S.  
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CHAPTER 1: PREFACE 

It is deeply troubling that the United States (U.S.)—a nation that prides itself on being a 

global leader in economic power and technological innovation—consistently ranks at the bottom 

among its peer nations in safeguarding the health and well-being of its people despite investing more 

into its healthcare system than any other nation in the world.1 Americans face shockingly high rates 

of infant and maternal mortality, communicable and noncommunicable disease, mental illness, and 

injury fatality, resulting in a life expectancy that is three years below the Organization for Economic 

Co-operation and Development (OECD) average.1 

The core issue is that the U.S. healthcare system is fundamentally misaligned with the goal of 

optimizing population health. Driven by a profit-based model designed to prioritize high-cost, high-

tech treatments over prevention, the system is plagued by fragmented care teams, the absence of 

universal healthcare coverage, and high out-of-pocket healthcare costs, forcing many to delay or 

forgo the care they need.1–7 As a result, health conditions that could have been effectively managed 

with timely intervention often worsen unnecessarily, leading to the overuse of emergency room 

visits,8 hospitalizations,9 and complex medical procedures.10 Yet, while the U.S. healthcare system 

pours its resources into these reactionary treatments, it neglects the very basics of what actually 

keeps people healthy: clean air, safe water, nutritious foods, healthy buildings, safe neighborhoods, 

social support systems, in addition to accessible primary care.1,6–8,11–14 This misalignment drives up 

healthcare costs while failing to deliver the meaningful gains to population health that one would 

expect from such a high level of investment. 

While these failures affect the entire population, research consistently shows that they weigh 

most heavily on marginalized communities—those historically subjected to structural (including 

interpersonal and institutional) discrimination on the basis of their race, ethnicity, immigration 
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status, Indigenous status, gender, sexuality, age, disability, and/or class.15 For example, as previously 

noted, the overall life expectancy in the U.S. is three years lower than the OECD average. However, 

this figure masks stark class-based disparities within the U.S., with life expectancy of those in the 

bottom 1% of income earners 10-15 years lower compared to those in the top 1%.16 Implicit bias in 

healthcare settings means Black women receive lower-quality healthcare, resulting in maternal 

mortality rates 3-5 times higher than those of White women,17–19 despite 80% of these deaths being 

preventable.20 Language barriers, lack of healthcare coverage, and mistrust in the healthcare 

system—reinforced by fears of discrimination and/or deportation by U.S. institutions—are among 

the factors that deter Hispanic Americans from seeking vaccination and timely care, leading to 

disproportionately higher rates of illness and death from COVID-19 compared to non-Hispanic 

Americans.21–23 Likewise, Native Americans who have endured intergenerational trauma from forced 

displacement, cultural suppression, and violence experience significantly higher rates of mental 

illness than the U.S. population.24,25 They are 2-3 times more likely to develop post-traumatic stress 

disorder (PTSD), 1.5-2.5 times more likely to suffer from alcohol dependence, and four times more 

likely to die by suicide, representing the highest suicide rate among any minoritized group in the 

U.S.26–28 These examples are just a few of many, illustrating a broader trend where structural 

discrimination not only produces health inequities but also perpetuates the failures of the U.S. 

healthcare system—a cyclical pattern seen across virtually every health outcome. 

It would be short-sighted to view these failures solely as a matter of interpersonal and 

institutional discrimination within healthcare settings. The places where people live, work, learn, and 

play—in shaping exposures to risks, access to resources, and social, economic, and political support 

systems—are powerful determinants of health and health equity.29,30 Yet, the environments in which 

people find themselves are not by happenstance; they are products of historical and ongoing 

processes to systematically segregate specific subpopulations.31–33 Historical policies such as 
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redlining, exclusionary zoning, restrictive covenants, and municipal underinvestment were explicitly 

designed to enforce racial, ethnic, and economic segregation.33 Although these policies are no longer 

legal, their impacts persist today and are compounded by more implicit forms of systemic 

segregation, such as predatory lending and foreclosure practices, inequitable public infrastructure 

investment, local resistance to affordable housing (NIMBYism), and gentrification-driven 

displacement.33 Together, these policies and practices have not only successfully segregated 

marginalized communities,34 but have also concentrated them into under-resourced neighborhoods 

characterized by substandard housing, hazardous workplaces, degraded infrastructures, close 

proximity to toxic sites and polluting facilities, food deserts and fast-food jungles, limited 

opportunities for quality education and employment, and restricted access to healthcare services and 

facilities.29,30,35–40 A growing body of research has connected these deprived social and built 

environments with adverse health outcomes, including heightened vulnerability to experiencing 

acute symptoms, infectious disease, chronic conditions, mental illness, violence, injury, and 

premature death.29,30,39–45 

Therefore, in order to effectively address health and health inequities across the U.S., it is 

essential to understand both who is most vulnerable and where they live. However, researchers are 

constrained by the limitations inherent in the available population data; they must either rely on 

geographically-aggregated data that operates at a high spatial resolution, but only provides marginal 

distributions of single characteristics, or on individual-level microdata that provides joint 

distributions of multiple characteristics, but only operates at a low spatial resolution. In this way, 

researchers aiming to leverage available population data to devise and disperse public health 

interventions must forgo either an understanding of compounding risks or the ability to pinpoint 

localized risks. But as public health challenges grow increasingly complex—spanning widening 

inequities,46,47 infectious disease outbreaks,48 climate change disasters,49–51 and ever-changing 
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migration patterns52—the traditional usage of population data grows increasingly inadequate for 

analyzing the social, economic, infrastructural, and environmental interactions that form the basis of 

real-world population health dynamics. Instead, these so-called multifaceted, multilevel “wicked 

problems” demand the evolution of equally “wicked solutions.”53 

Spatial microsimulation is uniquely positioned to lead this evolution.53 By integrating the 

joint distributions from individual-level microdata with the spatial resolution from geographically-

aggregated data to generate a synthetic population, this approach permeates the barriers that have 

prevented us from accurately identifying the most vulnerable populations and meaningfully 

addressing their needs.54 Synthetic populations not only support the simulation of interventions in a 

virtual environment, sidestepping the ethical and logistical challenges of large-scale real-world trials, 

but also provide a foundation for more advanced methodologies such as agent-based or future 

population simulations.54 While these qualities make it an invaluable tool for planning, resource 

allocation, and policy development, most public health professionals have not yet tapped into its full 

potential.55 

To address this gap, this dissertation centers on harnessing the power of spatial 

microsimulation to uncover public health insights, following the framework outlined in Figure 1. 
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Figure 1. Dissertation framework.  

In Study 1 (Chapter 2), we refine best practices and introduce key advancements in spatial 

microsimulation to construct an up-to-date synthetic U.S. population specifically tailored to public 

health research. We developed this synthetic U.S. population using a static deterministic reweighting 

method to constrain the joint distributions of linking variables from individual-level microdata—age, 

sex, race, ethnicity, household income, housing tenure, housing occupancy, building type, building 

age, and heating fuel type—to their known marginal distributions from geographically-aggregated 

data at the census tract level. Through extensive validation against “gold-standard” datasets, we 

demonstrate that our synthetic U.S. population reflects the real U.S. population with respect to the 

key social, economic, infrastructural, and environmental characteristics that drive population health 

dynamics at the local level. These features give our synthetic U.S. population three key capabilities 

that establish it as a foundational tool for unlocking new opportunities in public health research: (1) 

enabling the study of spatially explicit joint distributions; (2) facilitating the integration of external 
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datasets and models; and (3) leveraging these combined capabilities to gain access to target variables 

that are otherwise difficult to assess. In Studies 2 (Chapter 3) and 3 (Chapter 4), we demonstrate 

how these capabilities can be applied to answer two pressing public health questions, providing 

concrete examples of its utility in identifying at-risk populations and informing targeted 

interventions to mitigate long-standing disparities. 

Study 2 employs the spatially explicit joint distributions in our synthetic U.S. population to 

address the century-long issue of young children facing compounding risks of lead exposure from 

living in older homes—a persistent and pervasive public health crisis with severe individual and 

societal costs. Despite regulatory bans on lead-based paint over 40 years ago, millions of homes built 

before 1978 across the U.S. still pose significant risks of lead exposure, particularly for children 

under the age of five whose developing bodies are especially vulnerable to lead’s toxic effects. A 

core priority of the Federal Lead Task Force’s action plan is to create residential lead exposure maps 

that identify high-risk areas in need of enhanced surveillance, care, and remediation. However, 

traditional mapping approaches to support these efforts identify high-risk census tracts by relying on 

overlapping marginal distributions of single characteristics, such as the percentage of children under 

the age of five or the percentage of homes built before 1980 in a given census tract. While useful, 

these approaches fail to capture how these characteristics co-occur, which can lead to the 

misidentification of high-risk areas and misallocation of resources. To address these limitations, 

Study 2 introduces a novel mapping approach enabled by our synthetic U.S. population to identify 

high-risk census tracts based on the co-occurrence of children under the age of five living in homes 

built before 1980. By comparing our novel joint distribution approach to the traditional marginal 

distribution approach, we revealed that up to 73% more at-risk census tracts containing up to 3.28 

million additional at-risk children would have otherwise gone undetected. Statistical models further 

showed that traditional approaches systematically overlook at-risk children living in census tracts 
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with higher proportions of uninsured, White, and Native American populations and may overly rely 

on housing age as a proxy for residential lead exposure without accounting for disparities in housing 

quality. These findings demonstrate the unique capability of our synthetic U.S. population to 

uncover the nuanced interplay of social, economic, infrastructural, and environmental characteristics 

that drive localized vulnerabilities to residential lead exposure across the U.S., providing a more 

equitable framework for prioritizing lead mitigation efforts to the communities that need them most. 

Study 3 leverages all three capabilities of our synthetic U.S. population to address the urgent 

need to understand disparities in residential air conditioning (AC) access—a critical strategy for 

protecting against the harmful effects of heat stress in the face of climate change. As global 

temperatures rise, limited AC access exacerbates vulnerability to heat-related illnesses and death, 

particularly among marginalized populations. However, the data required to identify who lacks AC 

access and where they live has been historically inadequate, hindering government programs 

including the Department of Energy’s (DOE) Weatherization Assistance Program (WAP) and the 

Department of Health and Human Services’ (HHS) Low Income Heat Energy Assistance Program 

(LIHEAP) from efficiently deploying cooling resources. Traditionally, researchers have relied on AC 

ownership data as a proxy for AC access, but this measure fails to capture other essential dimensions 

of AC access such as the ability to afford the high costs of AC installation, maintenance, and 

operation. While recently released data on AC access captures these dimensions, it only provides the 

state where each surveyed household is located, obscuring the intrastate variability that is critical for 

heat resilience planning and mitigation efforts typically implemented at the local level. To address 

these limitations, Study 3 introduces a novel integrated modeling approach that uses machine 

learning to combine microdata on AC access from the Residential Energy Consumption Survey 

(RECS) with microdata from our synthetic U.S. population, effectively downscaling data that was 

previously only available with spatial information at the state level to the census tract level. This 
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marks the first effort to estimate individual probabilities of AC access and evaluate how those 

probabilities vary by social, economic, infrastructural, and environmental characteristics at such a 

high spatial resolution across the entire U.S. By incorporating dimensions of AC access beyond 

ownership—such as the ability to afford installation, maintenance, and operational costs—we 

estimated probabilities that were on average 17% lower and 9% more variable than traditional 

estimates. Furthermore, our approach uncovered significant interstate and intrastate disparities 

driven by differences in state policies, infrastructure, and energy practices, as well as local climate 

conditions, housing conditions, and demographic characteristics—compounding vulnerabilities that 

cannot be captured by traditional approaches. Through this work, we demonstrate how our 

synthetic U.S. population can illuminate localized disparities in AC access across the U.S., offering 

the actionable insights necessary for researchers, planners, and policymakers to design effective 

cooling strategies that protect heat-vulnerable populations. 

Overall, this dissertation underscores the transformative potential of our novel synthetic U.S. 

population to overcome the limitations, assumptions, and biases inherent in real population data 

traditionally employed in the field of public health, paving the way for a healthier, more sustainable, 

and more just future for the U.S. population. 
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1. ABSTRACT. 

Addressing public health challenges in the U.S.—where significant health disparities 

persist—requires high-resolution data that captures the complex interplay of social, economic, 

infrastructural, and environmental characteristics. However, strict data privacy regulations limit 

researchers to two main types of data: (1) individual-level microdata, which provides joint 

distributions of multiple characteristics but operates at low spatial resolution, making it difficult to 

identify localized risks; and (2) geographically-aggregated data, which operates at a high spatial 

resolution but only provides marginal distributions of single characteristics, making it difficult to 

assess compounding risks. Spatial microsimulation bridges these gaps by integrating the strengths of 

both data types to create synthetic populations, but its application in U.S. public health research has 

been constrained by outdated data, limited scope, and insufficient transparency and validation. To 

address these limitations, we developed and validated a novel synthetic U.S. population for large-

scale public health research. Using iterative proportional fitting (IPF), we constrained joint 

distributions of linking variables from individual-level microdata in the 2022 American Community 

Survey (ACS) Public Use Microdata Sample (PUMS)—including age, sex, race, ethnicity, income, 

and housing characteristics—to their known marginal distributions in the 2018–2022 ACS at the 

census tract level. The resulting synthetic U.S. population of 330 million agents accurately reflected 

the real U.S. population across key social, economic, infrastructural, and environmental 

characteristics at a high spatial resolution. Our model demonstrated strong performance against both 

internal and external datasets, achieving an average Pearson’s R² of 0.98, NRSME of 0.11, SAE of 

0.03, and E5 of 0.13 across census tracts when benchmarked against the 2018–2022 ACS, and 

Kullback-Leibler divergence statistics below 0.08 across all variables when benchmarked against the 

2020 Decennial Census and the 2020 Residential Energy Consumption Survey, with performance 

varying by census tract size and diversity and by variable complexity. By building on best practices in 
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spatial microsimulation, our model offers three key capabilities for future research: (1) enabling the 

study of spatially explicit joint distributions to uncover compounding risks; (2) facilitating integration 

with external datasets and models; and (3) gaining access to otherwise difficult-to-assess target 

variables. Together, these advancements position our synthetic U.S. population as a critical tool for 

informing the development and deployment of more effective and equitable public health 

interventions. 

 

2. INTRODUCTION 

At the heart of what keeps people healthy are fundamental necessities: clean air, safe water, 

nutritious foods, healthy buildings, safe neighborhoods, social support systems, and accessible 

primary care.14 

Yet not everyone has equal access to these necessities, and this inequity cannot be attributed 

to mere random chance or differences in people’s biologies or behaviors. It stems from entrenched 

systems of oppression that deliberately determine which particular people can be healthy and which 

particular people should get (and stay) sick.15 Beyond interpersonal and institutional discrimination 

that prohibits marginalized communities from accessing quality care, a broader form of historical 

and ongoing structural discrimination has segregated these communities into neighborhoods 

characterized by substandard housing, hazardous workplaces, degraded infrastructures, close 

proximity to toxic sites and polluting facilities, food deserts and fast-food jungles, limited 

opportunities for quality education and employment, and restricted access to healthcare services and 

facilities.29,30,35–40 These inequities contribute to a wide range of adverse health outcomes 

disproportionately experienced by marginalized communities, including acute symptoms, infectious 

disease, chronic conditions, mental illness, violence, injury, and premature death.29,30,39–45 
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The processes outlined above are rooted in the concept of embodiment, where “[we] literally 

incorporate, biologically, the world in which we live, including our societal and ecological 

circumstances” (Krieger, 2014).56 Therefore, the ability to study who is most vulnerable and 

where they live is paramount for effectively designing interventions and efficiently dispersing 

resources. Central to advancing this effort is the evolution of social and spatial epidemiology. Early 

social epidemiologic research narrowly focused on assessing single characteristics in relation to 

health outcomes, largely due to the dominance of reductionist perspectives in research and the 

limitations of available data and analytical techniques.57 However, as the field evolved, it became 

increasingly clear that alternative approaches that could examine how these single characteristics 

interact within broader social and spatial contexts to produce health and health inequities were 

necessary.57 The development of spatial epidemiologic research emerged from this recognition and 

has been propelled by the growing availability of spatial data in conjunction with significant 

advancements in spatial techniques.58–61 Together, these epidemiologic methods have enabled 

researchers to gain deeper insights into how social, economic, political, and environmental contexts 

intersect to shape the distribution of health and health inequities across populations.  

Despite these advancements, significant methodological challenges remain. These challenges 

largely stem from the inherent limitations of the two primary types of data available at a large scale: 

geographically-aggregated data and individual-level microdata.54 These formats are often used to 

protect the privacy of survey respondents, but they limit our ability to accurately identify the most 

vulnerable populations and meaningfully address their needs.54 

Geographically-aggregated data is useful for conducting large-scale spatial analyses that 

identify broad public health trends without compromising privacy. However, this data poses 

significant limitations when it comes to modeling, interpreting, and intervening in observed 

relationships. Geographically-aggregated data is generated by summarizing the single characteristics 



 
 
 

13 

of survey respondents within specific geographic areas into averages, totals, or proportions, 

producing marginal distributions of each characteristic. This process smooths over the intricacies of 

how multiple characteristics interact within individuals (individual variability) and how these 

interactions differ across geographic areas (spatial variability).62 For instance, a neighborhood in 

which 80% of residents are Black and 80% are low-income does not mean that all Black residents 

are also low-income, or that the joint effects of race and income on health are consistent across all 

individuals. These joint effects can also vary significantly within or between different geographic 

areas, where differences in local social and built environments can modify how these characteristics 

interact to influence health, even among geographic areas that may share demographic profiles. 

Additionally, the limited set of variables available in geographically-aggregated data often forces the 

use of these few variables as proxies for other important but absent target variables. Because proxies 

are inherently imperfect substitutes for target variables, they inevitably introduce a certain degree of 

measurement error that can propagate through the analysis, ultimately leading to biased estimates.62 

These oversimplifications worsen the consequences of the all-too-common ecological fallacy, where 

conclusions about individual-level relationships are incorrectly inferred from group-level data, even 

though the correlations between the same variables at the individual and group levels can differ 

significantly in magnitude and/or direction.62–69 The issues that arise from using geographically-

aggregated data can therefore not only obscure, but also distort the nuanced dynamics that underlie 

real-world health outcomes. This becomes particularly concerning when considering that some of 

the most widely-used tools for assessing vulnerability—including the Center for Disease Control and 

Prevention (CDC) Social Vulnerability Index (SVI),70 CDC Environmental Justice Index (EJI),71 

White House Climate and Economic Justice Screening Tool (CEJST),72 Environmental Protection 

Agency (EPA) EJScreen,73 Federal Emergency Management Agency (FEMA) Resilience Analysis 
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and Planning Tool (RAPT)74—exclusively rely on geographically-aggregated data and can therefore 

lead to the development and dissemination of misguided public health interventions. 

Conversely, individual-level microdata contains detailed information about survey 

respondents, addressing many of the limitations inherent in geographically-aggregated data. By 

capturing the joint distributions of multiple characteristics within individuals, microdata allows 

researchers to analyze how these characteristics co-occur and interact to influence exposures and 

outcomes.62 This capability is crucial because real-world exposures and outcomes related to health 

are rarely the result of a single characteristic; rather, they emerge from a complex interplay of social, 

economic, infrastructural, and environmental characteristics that can heighten vulnerabilities in 

specific subpopulations.15,56,67,75 Returning to our previous example, being low-income and belonging 

to a minority racialized group can amplify health risks in ways that are not merely additive, but 

multiplicative, creating double, triple, or even heavier burdens far greater than the sum of their 

parts.76 Moreover, microdata provides access to a broader range of variables, enabling direct analysis 

of target variables that are often oversimplified or misrepresented in geographically-aggregated 

data.53,77,78 This richness is essential for accurately identifying the most vulnerable subpopulations. 

However, despite these advantages, microdata comes with its own limitations. Because microdata 

typically relies on a smaller, “representative” subsample of the population, it may not fully capture 

the marginal distribution of each characteristic across the entire population.62 Another major 

drawback is that these data are only made available at broader geographic scales than geographically-

aggregated data to protect individual respondents’ privacy.62 These limitations can make it 

challenging to use individual-level microdata to produce generalizable findings or capture nuanced 

public health trends at the local level. 

Put simply, a critical gap remains: no single data source situates joint single characteristics 

within their specific geographic contexts. Given data privacy barriers, researchers face significant 
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challenges in identifying who is most vulnerable and where they live, making it extremely difficult 

for policymakers to understand how to design effective, targeted interventions and disperse 

resources efficiently. 

But what if we could overcome these challenges by generating a dataset that combines the 

strengths of both data types? This is the very question that lies at the core of spatial microsimulation. 

Spatial microsimulation—formally defined as “the creation, analysis, and modeling of individual-

level data within geographic zones” (Lovelace & Dumont, 2016)54—offers a powerful approach to 

integrating the granular detail of individual-level microdata with the geographic precision of 

geographically-aggregated data (Figure 2). By effectively “combining the best of both worlds of 

available data into a single analysis” (Lovelace & Dumont, 2016),54 this method produces synthetic 

spatial microdata (colloquially referred to as a synthetic population), enabling researchers to gain a 

nuanced understanding of how joint single characteristics interact with and are shaped by their 

specific geographic contexts—dynamics that are often lost in traditional analyses but are necessary 

to provide policy-relevant insights.53  
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Figure 2. Schematic diagram of spatial microsimulation (adapted from Lovelace & Dumont, 

2016).54 

Although long-established and widely-used in the fields of transportation, urban planning, 

and economic policy analysis, spatial microsimulation has yet to realize its full potential in public 

health, particularly in the U.S.55 This is surprising given the capacity of synthetic populations to offer 

detailed insights into how people and places interact to influence health outcomes as well as their 

utility in simulating future scenarios.79 Previous efforts to employ spatial microsimulation in public 
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health have often been constrained by the use of outdated data, a narrow focus on single exposures 

or outcomes, and a tendency to restrict analyses to relatively small geographic areas. Furthermore, 

large-scale U.S. models often suffer from insufficient transparency and inadequate validation, which 

undermines their reliability for informing policy and practice. Consequently, these models lack the 

rigor needed to address contemporary and evolving public health challenges.  

To address these limitations, we employed a comprehensive approach to develop a census-

tract-level synthetic U.S. population that reflects the real U.S. population with respect to a holistic 

set of social, economic, infrastructural, and environmental characteristics. This approach was 

designed with the express goal of creating a robust, reliable, and flexible tool that can enable the 

exploration and analysis of large-scale, complex public health issues and serve as a foundation for 

integrating other models and/or generating dynamic models. Therefore, this tool is poised to tackle 

a range of pressing public health questions across the U.S. such as: 

1. Climate justice: What combination of social, economic, infrastructural, and environmental 

characteristics determines air conditioning adoption and usage, and how does this intersect 

with heat stress risks across different census tracts? How can these insights guide the 

targeted implementation of affordable cooling solutions to protect vulnerable populations 

from heat-related illness and death? 

2. Environmental justice: How does the age of residents and the homes they reside in 

intersect to amplify health risks from lead exposure across different census tracts? How can 

this information guide the targeted implementation of home lead abatement programs? 

3. Infectious disease control: What combination of social, economic, infrastructural, and 

environmental characteristics contribute to vaccine hesitancy, and how does COVID-19 

transmission differ across vaccine-hesitant areas? How can localized public health 
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interventions—including vaccination drives, quarantine measures, and building controls—be 

tailored to prevent transmission in these areas? 

4. Chronic disease prevention: Which local factors—such as food deserts, lack of green 

spaces, and limited walkability—contribute most to the development of chronic diseases like 

obesity, diabetes, and hypertension in different census tracts? How can these environments 

be transformed to reduce chronic disease prevalence? 

5. Future scenario projections: How will population aging patterns in conjunction with 

domestic migration patterns intersect to reshape the geographic distribution of older adults 

at risk of social isolation? What preventive support systems can be implemented to mitigate 

the increasing risk of mental illness in these areas? 

In the following sections, we detail the methodologies employed in the creation of this model, 

present the results of our analysis, and discuss how these findings can inform future public health 

research and practice.  

 

3. METHODS 

Our overall spatial microsimulation approach to generate a census-tract-level synthetic U.S. 

population involved several key steps that are detailed in subsequent sections, starting with the 

careful selection of spatial microsimulation model parameters tailored to our research goals and 

available data. We then processed the data inputs, generated the synthetic U.S. population, and 

conducted a validation study. All analyses were conducted in R version 4.3.3 (Bioconductor 3.18)80 

on the Harvard University Faculty of Arts & Sciences Research Computing Cluster.81 
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3.1. Spatial microsimulation.  

3.1.1. Modeling framework.  

To fully appreciate this approach, it is essential to understand the wide range of methods 

underpinning spatial microsimulation, how they work, and their respective strengths and weaknesses 

(Figure 3).55,82,83 These methods can be categorized as dynamic or static. Dynamic spatial 

microsimulation generates synthetic spatial microdata that models future life events such as births, 

deaths, and migration through random sampling or trend forecasting, making it valuable for 

simulating the long-term impact of demographic shifts or policy changes over time. Static spatial 

microsimulation, on the other hand, generates synthetic spatial microdata at a specific point in time. 

This approach can be useful for analyzing the current distribution of attributes and simulating the 

immediate effects of policy changes, but can also serve as a basis for integrating other models 

and/or building dynamic models.55,82,83 

Static spatial microsimulation can be achieved either through synthetic reconstruction or 

reweighting methods. Synthetic reconstruction is typically employed when suitable microdata is not 

available, but aggregated data at the small-area level is. This method generates a synthetic population 

by creating individuals whose characteristics, when aggregated, match their known marginal totals at 

the small-area level.83 It leverages a combination of techniques like Iterative Proportional Fitting 

(IPF) to sequentially adjust characteristics to align more closely with known marginal totals84–87 and 

Monte Carlo Simulation to introduce randomness and approximate joint-probability distributions 

when precise joint data is lacking.88,89 However, with the increasing availability of microdata and 

advancements in computational techniques, reweighting methods have emerged as an alternative to 

synthetic reconstruction, designed to “allocate individual counts or weights to geographic zones 

based on a number of linking variables that are shared between microdata and aggregated data” 
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(Lovelace, 2014)62. Probabilistic reweighting uses randomized combinatorial optimization techniques 

such as hill climbing, genetic algorithms, or simulated annealing to iteratively select and replace 

individuals in the microdata to best match their combined characteristics with known marginal totals 

at the small-area level.90 The randomness introduced during this process allows for exploring 

different combinations that may optimize fit but can also lead to varying results with each run. In 

contrast, deterministic reweighting uses systematic techniques including IPF or generalized 

regression to iteratively adjust the fractional weights of individuals in the microdata to align their 

combined characteristics with known marginal totals at the small-area level, guaranteeing the same 

result with each run.55 Although this method distinctly produces fractional weights that may be less 

practical than integer weights, this issue can be resolved using integerization techniques.91,92  

One key technique used in deterministic reweighting methods is IPF. Originally developed 

by Deming & Stephan in 1940, IPF was not originally intended for simulating populations, but 

rather for addressing the challenge of updating joint distributions of categorical data when complete 

counts were not available or possible to collect by combining two or more sets of data.84 This 

technique operates by iteratively scaling the cell counts within a given contingency table—

representing the joint distribution of multiple categorical variables—to match their given marginal 

totals. Over time, however, it has been adapted for spatial microsimulation to allocate individuals 

into geographic zones by leveraging individual-level microdata that is not spatially resolute and 

geographically-aggregated data that is spatially resolute.93 In the spatial microsimulation context, IPF 

is often described as identifying the most plausible configuration of individuals within geographic 

zones while maintaining consistency with marginal totals across these zones.54 The algorithm 

continues to adjust the weights of individuals across iterations to reduce discrepancies between the 

current weighted totals and the target marginal totals.54 This process continues until convergence is 

achieved, where further adjustments result in negligible changes, signaling that the synthetic 
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population has reached a stable configuration.54 The computational speed and deterministic nature 

of IPF ultimately make it an efficient and reliable technique that is often favored over other 

techniques.85–87,94 

We chose to build our synthetic U.S. population with a static deterministic reweighting 

model using IPF techniques based on our research goals and available data. This model relies on the 

careful selection of linking variables shared between data inputs as well as an appropriate geographic 

scale for analysis to ultimately produce a synthetic population that statistically reflects spatially 

explicit joint distributions in the real population. This approach can be expanded into agent-based or 

future population simulations, enabling the exploration and analysis of large-scale, complex public 

health issues—whether they focus on assessing current conditions, predicting future scenarios, or 

simulating interactions—across diverse geographic contexts. 

 

Figure 3. Methodological framework for spatial microsimulation (adapted from Tanton, 2014).83 
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3.1.2. Linking variables.  

Linking variables, which constrain individual-level microdata to geographically-aggregated 

data, form the backbone of a synthetic population and ultimately determine its relevance for 

research, policy, and practice. In order for a synthetic population to reliably simulate the real 

population, these variables must not only be consistent between datasets, but should also be well-

distributed, reflective of population diversity, and drivers of population health dynamics.95–97 

Therefore, in this study, we selected age, sex, race, ethnicity, household income, housing tenure, 

housing occupancy, building type, building age, and heating fuel as our potential linking variables. 

We initially tested model fit using only social variables (age, sex, race, and ethnicity), then with the 

addition of economic variables (household income), and finally with the addition of environmental 

variables (housing tenure, housing occupancy, building type, building age, and heating fuel), finding 

that the inclusion of all variables resulted in an optimal model fit as per the criteria outlined in our 

internal and external validation studies in later sections. A large body of research supports the 

decision to utilize this particular suite of linking variables, demonstrating that these are among the 

key variables that collectively shape where people live and the quality of their environments,14,31–33,98,99 

how they form relationships and engage within their communities,43,44,100–102 and what opportunities 

and resources are available to them,103–105 in addition to how their bodies respond biologically to 

their surroundings.106,107 Together, these factors lie at the core of the complex social, economic, 

infrastructural, and environmental interactions that drive real-world public health outcomes.15,56,75,108 

When selected appropriately, they can provide a strong foundation for estimating a wide range of 

target variables—key exposures and outcomes that are otherwise difficult to assess—across several 

geographic scales. 
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3.1.3. Geographic scale.  

The decision of which geographic scale to utilize is equally important when constructing a 

synthetic population because it directly affects its accuracy and utility. Again, the goal of 

constructing a synthetic population is to introduce spatial granularity to individual-level microdata 

that is not spatially resolute (operating at the PUMA level in our case) by constraining it to 

geographically-aggregated data that is spatially resolute (operating at the county, census tract, or 

census block group levels in our case). Given that geographically-aggregated data is available across 

several geographic scales, we had the discretion to choose the one that best aligned with our 

research goals. To make an informed choice, it is essential to understand the differences between 

them: 

• PUMAs are defined as non-overlapping regions within each state, containing approximately 

100,000 residents and encompassing smaller geographic units like counties, census tracts, 

and census block groups.109 

• Counties are the main political and administrative divisions of states, often used for broad 

regional analysis.109 

• Census tracts are smaller subdivisions of counties that contain around 1,200 to 12,000 

people, with a target size of 4,000 people. They are designed to be relatively permanent to 

enable statistical comparisons across census years and to capture areas with homogenous 

populations to enable more precise local analysis.109 

• Census block groups are even smaller subdivisions of census tracts with populations 

ranging from 600 to 3,000 people. They consist of clusters of blocks bounded by visible 

features (streets, roads, streams, tracks) and by nonvisible boundaries (city, township, district, 

county, property lines) to facilitate small neighborhood analysis.109 
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We selected census tract as our geographic scale to capture fine-grained spatial variations in 

social, economic, infrastructural, and environmental characteristics that are often masked in county-

level analyses, while avoiding the issues of data sparsity, noise, and variability that census block-level 

analyses are often prone to given small sample sizes and disclosure avoidance practices at these 

levels.110–113 Supporting this choice, Krieger et al. demonstrated that the geographic scale at which 

socioeconomic measures are analyzed significantly influences the observed magnitude of health 

disparities, with census tracts better reflecting neighborhood-level variations in socioeconomic 

conditions that shape health outcomes compared to county- or census-block-level analyses.113 

Moreover, the widespread use of census tracts in key datasets like those from the EPA,114–116 

FEMA117, and National Oceanic and Atmospheric Administration (NOAA)118 facilitates the 

integration of our synthetic U.S. population with a broad range of existing data sources. Therefore, 

this choice strengthens both the analytical rigor of our research and the direct applicability of our 

findings to public health initiatives.  

Even though we selected census tract as our geographic scale, because the individual-level 

microdata operates at the PUMA level, it is crucial to align the census tract and PUMA boundaries. 

To ensure proper alignment, we created updated national geographic crosswalk tool, as the most 

recent version from the U.S. Census Bureau did not include the geographic boundary changes in 

Connecticut (CT) that took effect in early 2022.119 This tool includes both Federal Information 

Processing Standards (FIPS)  codes and corresponding names where applicable. We extracted, 

cleaned, and merged the special relationship files provided by the U.S. Census Bureau that mapped 

new PUMA-to-county, county-to-tract, and county-to-block relationships.119 This process enabled us 

to create a CT-specific crosswalk, which we then integrated into the national crosswalk, resulting in a 

new crosswalk that reflects all current U.S. geographic boundaries.  
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3.2. Data.  

3.2.1. Geographically-aggregated data. 

3.2.1.1. Data collection.  

Selecting geographically-aggregated data should be the first consideration when selecting 

input data. Put plainly: “without good geographical data, there is no way to allocate the individuals to 

different geographical zones” (Lovelace & Dumont, 2016).54  

We ultimately utilized geographically-aggregated data from the 2022 5-Year American 

Community Survey (ACS). The ACS is administered by the U.S. Census Bureau, a federal statistical 

agency that continuously collects data through detailed long-form questionnaires, which reach 

approximately 3.5 million addresses each year. This makes the ACS the largest, most comprehensive, 

and most up-to-date source of social, economic, infrastructural, and environmental characteristics in 

the United States. We specifically selected the 2022 5-Year ACS for our analysis because it offers a 

broad temporal scope, capturing the most current trends across the U.S. population while still 

providing stable estimates of both large and small geographic areas. 

The resulting datasets include marginal distributions of key variables that provide a summary 

of population patterns (Table 1). ACS variables utilized as linking variables include age, sex, race, 

ethnicity, household income, housing tenure, housing occupancy, building type, building age, and 

heating fuel. A complete list of variables can be found in the 5-Year 2022 ACS Subject Definitions 

file.120 

These data are aggregated at several geographic levels, including counties, census tracts, and 

census block groups. While the aggregation process maintains individual confidentiality, this 

hierarchical structure enables the analysis of broad patterns at lower spatial resolutions, detailed 

patterns at higher spatial resolutions, and intra-spatial patterns. The counties, census tract, and 
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census block groups used in the 2022 5-Year ACS were based on the new boundaries updated in the 

2022 Census year and can be explored through the Census TIGERweb interactive mapping 

application.121 

 

Table 1. Geographically-aggregated data – “wide” structure. 

Census 
Tract  

Male Female <5  
Y/O 

5-9  
Y/O 

10-14 
Y/O 

Rent Own …  

01001020100 1000 1000 75 100 130 700 1300  
01001020200 800 950 30 55 40 1170 580  
01001020300 3500 3200 120 190 300 3350 3350  
01001020400 2000 2050 100 60 90 2995 1055  

 

3.2.1.2. Data processing.  

To standardize the geographically-aggregated data for use as constraints in IPF, we had to 

address the varying structures and resulting discrepancies across data tables. We extracted age, sex, 

race, and ethnicity data from Table S0601; household income data from Table S1901; housing 

occupancy data from Table S2501; and housing tenure, building type, building age, and heating fuel 

data from Table DP04 at the census tract level for all 50 states in the U.S. and Washington D.C. 

from https://data.census.gov/table.  

We began by converting percentages to counts using the total population for each census 

tract. We then harmonized the household-level variables (household income, housing occupancy, 

housing tenure, building type, building age, and heating fuel) with individual-level variables (age, sex, 

race, and ethnicity). To do this, we estimated the average household size by dividing the total 

population by the total number of households for each census tract and applied this average to each 

variable subcategory. Finally, we merged all datasets by census tract to create a single constraints 

dataset. 

https://data.census.gov/table
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We performed further refinements to address inconsistencies where the variable totals in the 

ACS tables did not match the population totals. These discrepancies likely arose due to differences 

in sampling variability, rounding, and missing data across the ACS tables. We explored two methods 

to address these discrepancies: one involved adjusting the totals by adding or subtracting from the 

most common subcategory, while the other involved proportionally adjusting all subcategories. We 

ultimately selected proportional adjustment because this strategy best maintained the specific 

distributions of variable subcategories and yielded a synthetic U.S. population that more closely 

aligned with internal and external sources as per the validation study described in later sections. To 

implement this, we first calculated a variable total by summing the values of all its subcategories. We 

then compared this variable total to the population total and proportionally distributed this 

difference across the subcategories. Specifically, we divided this difference by the variable total to get 

an adjustment factor, multiplied the adjustment factor by each subcategory value, and added or 

subtracted the result back to each subcategory value to get an adjusted subcategory value. We also 

included safeguards to ensure that no adjusted subcategory value fell to or below zero, except where 

originally zero. This process was systematically applied to ensure that all variable totals aligned with 

the population totals for each census tract while maintaining data integrity. 

After completing these data standardization and data refinement steps, we finally turned our 

attention to consolidating variable subcategories. We consolidated specific subcategories of 

racialized groups, building types, building ages, and heating fuels. This process was crucial because 

the presence of too many cells with zero or very low counts could hinder the IPF algorithm’s ability 

to iteratively adjust the data to fit the marginal totals. By addressing data sparsity, we created a more 

stable data matrix, which improved the IPF algorithm’s ability to reliably converge and produce 

accurate results. However, we were careful not to over-consolidate, as doing so could obscure 

important variability present in the real population and diminish the analytical value of the synthetic 
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U.S. population. Striking this balance was critical in creating a synthetic U.S. population that was 

both computationally manageable and statistically representative of population health dynamics, 

ensuring it could serve as a practical yet powerful research tool. 

 

3.2.2. Individual-level microdata. 

3.2.2.1. Data collection.  

However, while geographically-aggregated data forms a solid foundation for analyzing 

population patterns across zones, it omits several important variables and cannot capture variability 

within those zones. 

To address these limitations, we utilized data on individuals and households from the 1-Year 

2022 American Community Survey (ACS) Public Use Microdata Sample (PUMS). The PUMS 

dataset is a representative subset of the larger ACS dataset that provides anonymized individual- and 

household-level microdata on about 1% of the U.S. population. We chose the 1-Year 2022 ACS 

PUMS for our analysis because it offers the most current information on joint distributions within 

the U.S. population while still maintaining geographic consistency given the most recent changes 

made to U.S. Census boundaries. 

The resulting dataset maintains linkages between individuals and households to allow for 

flexibility in analytical unit and includes a wide range of variables that capture joint distributions of 

multiple characteristics across the U.S. population (Table 2). The ACS PUMS provides linking 

variables that are shared with the standard ACS including age, sex, race, ethnicity, household 

income, housing tenure, housing occupancy, building type, building age, and heating fuel; it also 

provides unique variables that can be used as target variables following the construction of the 

synthetic U.S. population such as household relationships and family structures, language spoken 
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and nativity status, housing, utility, and energy costs, occupation, industry, and employment details, 

insurance status and public assistance participation, and commuting patterns and transportation 

modes. A complete list of variables can be found in the 1-Year 2022 ACS PUMS Data Dictionary 

file.122 

These data are available at the Public Use Microdata Area (PUMA) level, which enables the 

release of detailed individual- and household-level microdata while preserving data privacy. The 

PUMAs used in the 2022 1-Year ACS PUMS were based on boundaries established in the 2020 

Decennial Census. These PUMA boundaries can be explored through the Census TIGERweb 

interactive mapping application.121 

 

Table 2. Individual-level microdata – “long” structure. 

Person 
ID 

PUMA  Sex Age Race Household 
Income 

Housing 
Tenure 

Building 
Type 

… 

1 1700 Male 28 White 35000 Rent  50+ APT  

2 2701 Female 82 Black 65000 Own - full SFH  

3 2500 Female 5 Asian 155000 Occupied 
no rent 

2 APT  

4 11000 Male 44 Native 70000 Own - 
mortgage 

SFH  

 

3.2.2.2. Data processing.  

To prepare the individual-level microdata for Iterative Proportional Fitting (IPF), we 

extracted age, sex, race, and ethnicity information from the individual-level files and household 

income, housing tenure, housing occupancy, building type, building age, and heating fuel 

information from the household-level files available at https://www2.census.gov/programs-

https://www2.census.gov/programs-surveys/acs/data/pums/2022/1-Year/
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surveys/acs/data/pums/2022/1-Year/. We then merged these datasets by unique ID to link 

individuals to their corresponding households.  

IPF relies on having a complete dataset to function effectively. To achieve this, we first 

assessed the extent and nature of missingness, finding less than 5% missingness across all variables 

with no discernable pattern. We then tested two imputation strategies: mode imputation, which fills 

in missing data with the most common variable subcategory, and proportional imputation, which 

fills in missing data based on the observed distribution of variable subcategories. Each strategy was 

applied at three different scales (across the entire sample, within PUMAs, and within age groups 

within PUMAs) using two data structures (raw and banded), resulting in a total of twelve distinct 

tests. Consistent with our approach for handling the constraints data, we ultimately chose 

proportional imputation within age groups and PUMAs using raw data because this strategy best 

maintained the specific distributions of variable subcategories and yielded a synthetic U.S. 

population that more closely aligned with internal and external sources as per the validation study 

described below. 

Equally crucial for IPF, however, is having complete representation of all variable 

subcategories within each PUMA. Because proportional imputation maintained the original 

distribution of variable subcategories observed in the PUMS data, any variable subcategories not 

present in the PUMS data for a specific PUMA remained missing after the imputation process. This 

could occur even if certain variable subcategories were expected to be present in the population 

residing in that specific PUMA due to the sampling limitations of PUMS which may underrepresent 

hard-to-reach populations. Without these variable subcategories, the IPF process cannot properly 

constrain the individual-level microdata to the geographically-aggregated data, leading to potential 

inaccuracies in the synthetic U.S. population. To address this issue, we sampled two individuals from 

a neighboring PUMA who had the missing attributes and added them to the PUMA with incomplete 

https://www2.census.gov/programs-surveys/acs/data/pums/2022/1-Year/
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representation, ensuring that the synthetic U.S. population accurately represented all variable 

subcategories. 

Finally, while IPF requires banding variables to align with the structure of the geographically-

aggregated data, we chose to retain the raw variables as well.  This careful balance of imputation, 

sampling, and variable retention allowed us to create a synthetic U.S. population that is not only 

reliable but also robust enough to offer detailed insights in further analysis (Table 3). 

 

Table 3. Comparison of variable sub-categories across input datasets. 

Variable Individual-level microdata Geographically-aggregated data 
Units Source Units Source 

Geography Public Use 
Microdata Area 
(PUMA) 

2022 1-Year ACS 
PUMS 

Census Tract 2022 5-Year ACS 

Age Years 2022 1-Year ACS 
PUMS - Person 

< 5 Years 
5-17 Years 
18-24 Years 
25-44 Years 
45-54 Years 
55-64 Years 
> 75 Years 

2022 5-Year ACS 
S0601 

Sex Male 
Female 

2022 1-Year ACS 
PUMS - Person 

Male 
Female 

2022 5-Year ACS 
S0601 

Race White 
Asian 
Black 
American Indian 
Native Alaskan 
Native Hawaiian 
Pacific Islander 
Some other race 
alone  
Two or more 
races 

2022 1-Year ACS 
PUMS - Person 

White 
Asian 
Black  
Native (American 
Indian, Native 
Alaskan, Native 
Hawaiian, or 
Pacific Islander) 
Other (some other 
race alone or two 
or more races) 

2022 5-Year ACS 
S0601 

Ethnicity Hispanic 
Non-Hispanic 

2022 1-Year ACS 
PUMS - Person 

Hispanic 
Non-Hispanic 

2022 5-Year ACS 
S0601 

Household 
Income 

Dollars 2022 1-Year ACS 
PUMS - 
Household 

< $10,000 
$10,000-$14,999 
$15,000-$24,999 
$25,000-$34,999 

2022 5-Year ACS 
S1901 
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$35,000-$49,999 
$50,000-$74,999 
$75,000-$99,999 
$100,000-$149,999 
$150,000-$199,999 
> $200,000 

Housing 
Tenure 

Owned with 
mortgage or loan 
Owned free and 
clear 
Rented 
Occupied without 
payment of rent 

2022 1-Year ACS 
PUMS - 
Household 

Own 
Rent  

2022 5-Year ACS 
DP04 

Housing 
Occupancy 

Number of people 2022 1-Year ACS 
PUMS - 
Household 

1 Person 
2 People 
3 People 
> 4 People 

2022 5-Year ACS 
S2501 

Building 
Age 

< 1940 
1940-1949 
1950-1959 
1960-1969 
1970-1979 
1980-1989 
1990-1999 
2000-2009 
2010-2019 
2020 
2021 
2022 

2022 1-Year ACS 
PUMS - 
Household 

< 1950 (< 1940, 
1940-1949) 
1950-1979 (1950, 
1959, 1960-1969, 
1970-1979) 
1980-1999 (1980-
1989, 1990-1999) 
> 2000 (2000-
2009, 2010-2019, 
>2020) 

2022 5-Year ACS 
DP04 

Building 
Type 

Single family 
home – detached 
Single family 
home – attached  
2 apartments 
3-4 apartments 
5-9 apartments 
10-19 apartments 
20-49 apartments 
> 50 apartments 
Mobile home or 
trailer 
Boat, RV, or van 

2022 1-Year ACS 
PUMS - 
Household 

Single family 
home – detached 
Single family 
home – attached  
2 apartments 
3-4 apartments 
5-9 apartments 
10-19 apartments 
> 20 apartments 
Mobile (mobile 
home, trailer, 
boat, RV, or van) 

2022 5-Year ACS 
DP04 

Heating 
Fuel 

Coal or coke 
Fuel oil or 
kerosine 
Wood 
Utility gas 

2022 1-Year ACS 
PUMS -
Household 

Coal or oil (coal, 
coke, fuel oil, 
kerosine) 
Biomass 

2022 5-Year ACS 
DP04 
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Bottled, tank, or 
LP gas 
Electricity 
Solar energy 
Other fuel 
No fuel used 

Natural gas (utility 
gas, bottled, tank, 
or LP gas) 
Electric or 
renewables 
(electricity, solar 
energy) 
Other fuel 
No fuel used 

 

3.3. Analysis.  

After preparing both the geographically-aggregated data and individual-level microdata, we 

turned our attention to the implementation phase. We based our implementation process on the IPF 

code outlined in the Spatial Microsimulation with R by Lovelace & Dumont in 2016.54 To manage the 

large dataset, we split the PUMAs into batches of 100. Each batch was processed using a custom 

function that looped through the individual PUMAs, executing the following major steps: 

1. Categorization: We first categorized the individual-level microdata by converting 

categorical variables into binary dummy variables (0/1). This resulted in a binary matrix 

where each subcategory of a variable was represented as a separate column. We then re-

ordered the columns of this matrix to align with their corresponding columns in the 

geographically-aggregated data. This alignment was crucial for ensuring that the individual-

level microdata could be constrained to the geographically-aggregated data in subsequent 

steps. 

2. Initialization: Following categorization, we initialized the process by assigning the initial 

weights for each individual to 1 so that each individual started with equal influence. 

3. Iteration: We then employed the Iterative Proportional Fitting (IPF) algorithm to iteratively 

adjust the weights of the individuals within each PUMA using the ipfp package in R. 
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Specifically, for each individual 𝑖 within each zone 𝑧, the weight 𝑤(𝑖, 	𝑧, 	𝑡) was updated at 

each iteration 𝑡 using the following formula (Fienberg, 1970): 

𝒘(𝒊, 	𝒛, 	𝒕 + 𝟏) = 𝒘(𝒊, 𝒛, 𝒕)	 × 	
𝒄𝒐𝒏𝒔𝒕	(𝒛, 	𝒄, 	𝒊𝒏𝒅(𝒊, 	𝒄))

∑ 𝒘(𝒋, 	𝒛, 	𝒕)𝒏𝒊𝒏𝒅
𝒋$𝟏 	 × 	𝑰(𝒊𝒏𝒅(𝒋, 	𝒄) = 𝒊𝒏𝒅(𝒊, 	𝒄))

 

Here, the numerator represents the marginal total for zone 𝑧 and subcategory 𝑐 while the 

denominator sums the current weights of all individuals in the same subcategory. This 

iterative adjustment conformed the individual-level microdata as closely as possible to the 

known constraints from the geographically-aggregated data. To maintain numerical stability, 

we added a small regularization term (1e-10) to the constraints to prevent zero values, and 

replaced any resulting NA weights with a small positive value (1e-10). 

4. Convergence: As the IPF process continued, we monitored its convergence by evaluating 

how well the iteratively adjusted weights aligned with the known constraints. We assessed 

convergence at three distinct stages—after 10, 20, and 50 iterations—as part of the 

validation study described in later sections. Ultimately, we allowed it to run for a maximum 

of 50 iterations, although it was designed to terminate earlier if convergence was achieved 

before reaching this limit. Convergence was considered successful when the differences 

between the iteratively adjusted weights and the known constraints were minimized to an 

acceptable tolerance threshold of 1.5e-8. If convergence was not achieved within 50 

iterations, the process was automatically halted, using the weights from the final iteration as 

the best available adjustment. 

5. Integerization: We converted the resulting fractional weights from the IPF process into 

integers through the pseudorandom Truncate, Replicate, Sample (TRS) method.91 This 

involved truncating fractional weights to the nearest integer, calculating the residuals 

(fractions left after truncation) and determining the deficit (the difference between the 
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desired total and the current total), and randomly distributing these residuals across the 

population to meet the deficit. The TRS method ensured that the final weights were integers 

while maintaining the proportionality of the original weights. 

6. Expansion: Finally, we expanded the integerized data by replicating individuals according to 

their integer weights. This expansion step generated the final synthetic U.S. population 

dataset for each PUMA within each batch.  

Each batch of processed data was saved as an intermediate file and later combined into a single 

dataset. This dataset was then merged with a crosswalk file that linked PUMAs to their 

corresponding census tracts, achieving accurate geographic alignment. The final synthetic U.S. 

population dataset was saved for further analysis. 

 

3.4. Validation study.  

In order to select the model that best fit the synthetic U.S. population to the real U.S. 

population at the census tract level, we conducted an extensive validation study that included both 

internal and external validation steps. As described in prior sections, we tested the performance of 

our model with various linking variables, adjustment strategies, imputation strategies, and number of 

iterations.  

 

3.4.1. Internal validation.  

Internal validation is the “process of comparing the model’s output against data that is 

internal to the model itself” (Lovelace & Dumont, 2016)54 to test its internal consistency. We applied 

this by converting the synthetic spatial microdata to the same marginal structure as the 

geographically-aggregated data and comparing the two both visually and using a suite of goodness-
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of-fit metrics. These metrics included Pearsons r, root mean squared error (RMSE), normalized root 

mean squared error (NRSME), total absolute error (TAE), standardized absolute error (SAE), 

modified Z-score, and the proportion of values deviating from expectations E > 5% (E5). Their 

definitions, ranges, and thresholds for performance are detailed in Table 4 and a more in-depth 

discussion of their strengths and limitations can be found in Lovelace et al. (2015).123 

 

Table 4. Goodness-of-fit metrics for internal validation. 

Metric Definition Range Performance Thresholds 
Pearsons r Measures the strength and 

direction of the linear 
relationship between simulated 
and observed values 

-1 to 1 Good: r > 0.8   
Moderate: 0.5 < r ≤ 0.8 
Poor: r ≤ 0.5 

RMSE Measures the average 
magnitude of error between 
simulated and observed values 

0 to ∞ Good: close to 0 

NRMSE RMSE divided by the range of 
observed values (expressed as a 
percentage) 

0 to ∞ Good: NRMSE < 0.20 
Moderate: 20% ≤ NRMSE < 0.30   
Poor: NRMSE ≥ 0.30 

TAE Measures the sum of absolute 
differences between simulated 
and observed values across all 
categories 

0 to ∞ Good: close to 0 

SAE TAE normalized by the 
expected variation in the data 

0 to ∞ Good: close to 0 (Clarke & 
Madden (2001) used an error 
threshold of 80% of areas with 
SAE ≤ 0.2; Smith et al (2007) used 
SAE ≤ 0.1) 

Modified 
Z-score 

Measures how many standard 
deviations an observation is 
from the mean, adjusted for 
small sample sizes 

-∞ to ∞ -- 

E5 Measures the proportion of 
predicted values that deviate 
from the observed values by 
more than 5% 

0% to 
100% 

Good: close to 0 
(Lovelace et al. (2015) achieved an 
E5 of 13.2%) 

 

To thoroughly assess the model’s internal consistency, we calculated each metric at three 

levels: each census tract, averaged across all census tracts, and across the entire dataset. This multi-
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level approach enabled us to capture the model’s performance at different scales of analysis. Given 

that some metrics are more robust to variations in population size, we primarily relied on Pearson’s 

r, NRSME, SAE, and E5 for cross-comparability between different model options and chose the 

model with the highest Pearson’s r and lowest NRSME, SAE, and E5 as our final model.123 This 

allowed for a more consistent evaluation of the model’s performance across modeling scenarios. 

 

3.4.2. External validation.  

Complementary to internal validation, external validation involves “the process of 

comparing model results with external data… [which] relies on good ‘ground-truth data’ and can 

take place at either the individual or the aggregate level” (Lovelace & Dumont, 2016).54 In our study, 

we conducted external validation at the aggregate level by comparing our synthetic spatial microdata 

against selected ground-truth data sources at their most granular geographic levels available. 

Specifically, we used the 2020 Decennial Census for validating age, sex, race, and ethnicity 

distributions at the census tract level, the 2020 Internal Revenue Service (IRS) Tax Year data for 

household income distributions at the county level, and the 2020 Residential Energy Consumption 

Survey (RECS) for housing tenure, housing occupancy, building type, building age, and heating fuel 

distributions at the state level. We first visually compared the simulated and observed distributions 

of each variable under each modeling scenario. We then employed the Kullback-Leibler (KL) 

divergence statistic to quantitatively assess the alignment between the simulated and observed 

distributions of each variable under each modeling scenario using following equation: 

𝑫𝑲𝑳(𝑷 ∥ 𝑸) => 𝑷(𝒙)𝐥𝐨𝐠	 C
𝑸(𝒙)
𝑷(𝒙)D𝒙∈𝑿

 

Here, the KL statistic quantifies the information loss when a simulated probability 

distribution 𝑄 approximates a “true” probability distribution 𝑃, with KL statistics closer to 0 
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indicating minimal information loss and a more accurate representation of the true population. We 

thus selected the model with the lowest KL statistics as our final model. 

 

4. RESULTS. 

We employed a static deterministic reweighting approach to spatial microsimulation to 

generate an up-to-date synthetic U.S. population. Through the careful selection and validation of 

model inputs, model parameters, and analytical techniques, we ensured that our synthetic U.S. 

population statistically reflects the real U.S. population across age, sex, race, ethnicity, household 

income, housing tenure, housing occupancy, building type, building age, and heating fuel at the 

census tract level. An illustrative example of the resulting data structure can be seen in Table 5. 

 

Table 5. Synthetic U.S. population dataset – “long” structure  

Person 
ID 

Census 
Tract 
ID 

Sex Age Race Household 
Income 

Housing 
Tenure 

Building 
Type 

… 

000000
001 

019582
03849 

Male 28 White 35000 Rent  20+ APT  

000000
002 

019582
03850 

Female 82 Black 65000 Own SFH  

000000
003 

019583
00000 

Female 5 Asian 155000 Own 2 APT  

000000
004 

019583
00001 

Male 44 Native 70000 Own SFH  

000000
005 

020010
00001 

Male 18 Black 0 Rent 20+ APT  

…         

332672
026 

527005
00004 

Female 64 Native 90000 Own SFH  
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4.1. Synthetic U.S. population characteristics.  

Our final synthetic U.S. population consisted of 330,587,563 agents, each uniquely 

characterized to reflect the diversity of the U.S. population. The mean age was 39 years, reflecting a 

diverse age distribution, with an even split between males and females. The majority of the 

population identified as White (66%), followed by Black (12%), Asian (5.8%), and Native (1%), with 

15% identifying as “Other.” Additionally, 19% of the population identified as Hispanic. The median 

household income was $75,500. 

Housing characteristics showed considerable diversity. While 34% of the population rented 

their homes, the majority were homeowners, with 41% holding a mortgage and 23% owning their 

homes outright. The housing stock was predominantly composed of single-family detached homes 

(63%), with the remainder in attached homes, multi-family units, or mobile homes, most of which 

were constructed between 1950 and 1999. Natural gas was the primary heating source for 52% of 

households, followed by electricity at 40%, with a small percentage relying on other sources or no 

fuel at all. All descriptive statistics for both raw and banded variables can be found in Table 6. 

 

Table 6. Descriptive statistics of the synthetic U.S. population dataset. 

Characteristic N = 330,587,5631 

Age (Years) 39 (23) 
38 [0, 97] 

Age (Banded)  

>5 Years 18,959,774 (5.7%) 

5-17 Years 54,127,719 (16%) 

18-24 Years 30,867,657 (9.3%) 

25-44 Years 88,091,012 (27%) 

45-54 Years 41,056,071 (12%) 
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Characteristic N = 330,587,5631 

55-64 Years 42,602,111 (13%) 

65-74 years 32,327,853 (9.8%) 

<75 Years 22,555,366 (6.8%) 

Sex  

Female 166,805,584 (50%) 

Male 163,781,979 (50%) 

Race  

Other 49,274,590 (15%) 

Native 3,376,045 (1.0%) 

Black 41,053,109 (12%) 

Asian 19,070,789 (5.8%) 

White 217,813,030 (66%) 

Ethnicity  

Hispanic 61,573,472 (19%) 

Not Hispanic 269,014,091 (81%) 

Household Income ($) 105,671 (115,704) 
75,300 [-17,000, 2,481,200] 

Household Income (Banded)  

<$10000 16,028,013 (4.8%) 

$10000-$14999 12,133,302 (3.7%) 

$15000-$24999 22,795,785 (6.9%) 

$25000-$34999 24,149,986 (7.3%) 

$35000-$49999 35,025,413 (11%) 

$50000-$74999 52,915,182 (16%) 

$75000-$99999 42,359,016 (13%) 

$100000-$149999 57,097,066 (17%) 
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Characteristic N = 330,587,5631 

$150000-$199999 29,701,888 (9.0%) 

>$200000 38,381,912 (12%) 

Housing Tenure  

Rent 113,557,401 (34%) 

Occupied - No Rent 5,239,921 (1.6%) 

Own - Mortgage 135,530,410 (41%) 

Own - Full 76,259,831 (23%) 

Housing Tenure (Banded)  

Rent 113,557,401 (34%) 

Own 217,030,162 (66%) 

Housing Occupancy 2.61 (1.62) 
2.00 [1.00, 20.00] 

Housing Occupancy (Banded)  

1 Occupant 87,941,423 (27%) 

2 Occupants 109,897,089 (33%) 

3 Occupants 52,587,938 (16%) 

>3 Occupants 80,161,113 (24%) 

Building Type   

Boat/RV/Van 422,543 (0.1%) 

Mobile Home 18,231,592 (5.5%) 

50+ Apartments 17,722,163 (5.4%) 

20-49 Apartments 11,170,240 (3.4%) 

10-19 Apartments 13,110,921 (4.0%) 

5-9 Apartments 14,936,175 (4.5%) 

3-4 Apartments 13,977,509 (4.2%) 

2 Apartments 11,300,350 (3.4%) 
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Characteristic N = 330,587,5631 

Single Family Attached 20,473,384 (6.2%) 

Single Family Detached 209,242,686 (63%) 

Building Type (Banded)  

Mobile Home 18,654,135 (5.6%) 

20+ Apartments 28,892,403 (8.7%) 

5-19 Apartments 28,047,096 (8.5%) 

2-4 Apartments 25,277,859 (7.6%) 

Attached Single Family Home 20,473,384 (6.2%) 

Detached Single Family Home 209,242,686 (63%) 

Year Built  

<1940 38,344,528 (12%) 

1940-1949 14,627,417 (4.4%) 

1950-1959 33,249,208 (10%) 

1960-1969 33,329,736 (10%) 

1970-1979 47,899,418 (14%) 

1980-1989 44,286,086 (13%) 

1990-1999 42,881,310 (13%) 

2000-2009 41,616,779 (13%) 

2010-2019 29,132,110 (8.8%) 

2020 2,936,531 (0.9%) 

2021 1,868,609 (0.6%) 

2022 415,831 (0.1%) 

Year Built (Banded)  

<1950 52,971,945 (16%) 

1950-1979 114,478,362 (35%) 

1980-1999 87,167,396 (26%) 
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Characteristic N = 330,587,5631 

>2000 75,969,860 (23%) 

Heating Fuel  

Coal or Coke 242,864 (<0.1%) 

Fuel Oil, Kerosine, Etc 13,979,441 (4.2%) 

Wood 4,941,268 (1.5%) 

Bottled, Tank, or LP gas 18,048,963 (5.5%) 

Utility Gas 155,117,630 (47%) 

Electricity 131,396,970 (40%) 

Solar Energy 1,132,551 (0.3%) 

Other Fuel 1,568,080 (0.5%) 

No Fuel 4,159,796 (1.3%) 

Heating Fuel (Banded)  

Oil or Coal 14,222,305 (4.3%) 

Biomass 4,941,268 (1.5%) 

Natural Gas 173,166,593 (52%) 

Electricity or Renewables 132,529,521 (40%) 

Other Fuel 1,568,080 (0.5%) 

No Fuel 4,159,796 (1.3%) 

1n (%); Mean (SD) 
Median [Range] 

 

4.2. Validation study. 

We used several data sources to select and validate the robustness of our final model. For 

internal validation, we relied on the 2022 ACS data to assess the model’s alignment across constraint 

variables, choosing the model with the highest Pearsons R and lowest NRSME, SAE, and E5 as our 
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final model. For external validation, we used 2020 Decennial Census data for age, sex, race, and 

ethnicity at the census tract level, 2022 IRS data for income at the county level, and 2020 RECS data 

for all housing characteristics at the state level (representing the finest spatial scale available for each 

data source), choosing the model with the lowest KL divergence statistics as our final model. 

Importantly, the model selected based on internal validation was the same as the model selected 

through external validation, eliminating the need to reconcile different optimal solutions. Across all 

variables, the alignment was generally closer to the 2022 ACS than to external sources, which was 

expected given that the synthetic U.S. population was constructed based on marginal distributions 

from the 2022 ACS and was not subject to discrepancies in timing, sampling, or data collection 

methods between different population surveys. 

 

4.2.1. Visual Validation.  

We present visual validation at the county level for age, sex, race, ethnicity, and household 

income for several reasons: it allows for easier interpretation, accounts for within-county population 

shifts since 2020, and provides a practical comparison for all socioeconomic variables given data 

availability. The simulated distributions from the synthetic U.S. population closely mirror the 

observed distributions of age, sex, race, and ethnicity from the 2022 ACS and 2020 Decennial 

Census (Figures 4.1-4.4). Validating income presented unique challenges due to the inherent 

difficulty of measuring income itself.124 Income tends to fluctuate over time, varies by household 

size, and is influenced by geographic factors, making it particularly difficult to measure.124 As such, 

we validated our model’s household income estimates against the 2020 IRS individual income data, 

which was the most comparable data available at a fine spatial scale. However, because our model 

captures household income while the IRS data reflect individual income, the simulated values are 
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naturally skewed higher than the observed values. Despite this, the overall shape of the two 

distributions is similar, demonstrating alignment in the relative income patterns (Figure 4.5). 

Examining these trends across different counties reveals that the model’s performance varies 

with population size and diversity. In larger, more diverse counties, the model performs 

exceptionally well. However, this performance diminishes slightly in smaller and less diverse 

counties. For instance, in Loving County, Texas—where the population size is only 64 people, with 

most residents concentrated at the younger and older extremes of the age distribution and 

predominantly identifying as Non-Hispanic White—deviations in the alignment of certain age and 

racialized subgroups are observed. This difference likely arises from the IPF algorithm’s reliance on 

rich datasets to capture the full complexity of real-world interactions. In smaller, less diverse 

populations, the algorithm has fewer data points and less variability for precise weight adjustments, 

making it more susceptible to converging on local optima—a situation where the algorithm finds a 

solution that appears optimal within the limited population but may not be globally optimal across 

the entire population—and over- or under-representing certain subcategories. 

Given the lack of data availability on housing characteristics at finer spatial scales, we 

conducted visual validation at the state level for housing tenure, housing occupancy, building type, 

building age, and heating fuel (Figures 4.6-4.10). The alignment between the synthetic U.S. 

population and both the 2022 ACS and the 2020 RECS is generally strong across all housing 

variables and states. Notable differences are observed in Hawaii and Florida, where the RECS data 

indicate a higher proportion of households reporting no fuel for heating, whereas the synthetic U.S. 

population and ACS data suggest a greater reliance on electric heating. These discrepancies may 

result from the reduced heating needs in these warmer climates, which could have influenced how 

respondents reported their heating sources. 
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Figure 4.1. Comparison of age distributions across the synthetic U.S. population, 2022 ACS data, 

and 2020 Decennial Census data in (a) the most populous county in each state and (b) the least 

populous county in each state.    



 
 
 

47 

 
 

Figure 4.2. Comparison of sex distributions across the synthetic U.S. population, 2022 ACS data, 

and 2020 Decennial Census data in (a) the most populous county in each state and (b) the least 

populous county in each state.    
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Figure 4.3. Comparison of race distributions across the synthetic U.S. population, 2022 ACS data, 

and 2020 Decennial Census data in (a) the most populous county in each state and (b) the least 

populous county in each state.   
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Figure 4.4. Comparison of ethnicity distributions across the synthetic U.S. population, 2022 ACS 

data, and 2020 Decennial Census data in (a) the most populous county in each state and (b) the least 

populous county in each state.   
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Figure 4.5. Comparison of income distributions across the synthetic U.S. population, 2022 ACS 

data, and 2020 Decennial Census data in (a) the most populous county in each state and (b) the least 

populous county in each state.    
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Figure 4.6. Comparison of housing tenure distributions across the synthetic U.S. population, 2022 

ACS data, and 2020 RECS data in each state. 

 
Figure 4.7. Comparison of housing occupancy distributions across the synthetic U.S. population, 

2022 ACS data, and 2020 RECS data in each state. 
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Figure 4.8. Comparison of building type distributions across the synthetic U.S. population, 2022 

ACS data, and 2020 RECS data in each state. 

 
Figure 4.9. Comparison of building age distributions across the synthetic U.S. population, 2022 

ACS data, and 2020 RECS data in each state. 
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Figure 4.10. Comparison of heating fuel type distributions across the synthetic U.S. population, 

2022 ACS data, and 2020 RECS data in each state. 

 

4.2.2. Internal validation.  

The internal validation metrics (Table 7) demonstrate that the synthetic U.S. population 

produced by the final model (predicted) effectively converged to the constraint data (observed) at 

the census tract level. The Pearson’s R value—which averaged 0.991 with a median of 0.998—

indicates a strong correlation between the predicted and observed data, with 99.64% of tracts 

exhibiting a correlation above 0.80. Similarly, 96.73% of tracts had an SAE below 0.10, suggesting 

minimal deviation in the predicted values relative to observed values.  

The NRMSE and E5 metrics, however, revealed different aspects of the model’s 

performance given the NRSME’s sensitivity to the magnitude of errors and the E5’s sensitivity to 

the frequency of errors. The NRSME had a mean of 0.109 but a median of 0.077, implicating the 

presence of a few tracts with larger errors. In contrast, the E5 showed that a mean of 13.06% and 
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median of 12.24% of predicted values deviated more than 5% from the observed values, 

highlighting how often these larger errors occurred across tracts. While these metrics suggest areas 

where the model’s performance could be impacted by outliers, the strong performance indicated by 

Pearson’s R and SAE confirms the robustness of the synthetic U.S. population. 

 

Table 7. Internal validation results. 

Metric Pearson’s R NRSME SAE E5 

Mean 0.991 0.109 0.032  0.131 

Median  
[Min, Max] 

0.998  
[0.299, 0.999] 

0.077 
[0.002, 2.121] 

0.024 
[0.001, 1.105] 

0.122 
[0, 0.796] 

 

As confirmed by Figure 5, population size does appear to influence model performance, 

where smaller tracts tend to exhibit more variability and lower correlations while larger tracts 

maintain consistently high correlations. A linear regression of Pearson’s R against total population 

size revealed a statistically significant relationship (p < 0.0001), with a small positive effect (intercept 

= 9.891e-01, coefficient = 4.283e-07), suggesting that other factors such as population diversity may 

play a more substantial role in driving model performance. 
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Figure 5. Pearson’s R versus population size by census tract. 

 

4.2.3. External validation.  

To further validate the predictive accuracy of the synthetic U.S. population, we compared it 

against external data sources using the KL divergence statistic, which measures the information loss 

when approximating a “true” distribution with a simulated one. For this analysis, we used the 2020 

Decennial Census data as the “true” distributions for demographic variables at the census tract level 

and the 2020 RECS data as the “true” distributions for housing variables at the state level. While 

some divergence is to be expected due to differences in data sources—particularly since our 

synthetic U.S. population is based on 2022 data whereas the external data were collected two years 

prior—the KL divergence statistics across all variables were still heavily skewed towards zero, 

indicating very little information loss across the majority of census tracts and states (Figures 6a-i). 
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Among the demographic variables, the KL divergence statistics for sex and ethnicity were the 

lowest, with means of 0.004 and 0.005, respectively. In contrast, age and race exhibited slightly 

higher KL divergence statistics, with means of 0.080 for age and 0.050 for race. These higher values 

likely reflect the added complexity of replicating finer-grained categories, such as specific age and 

racialized subgroups, which have more variability and therefore present a greater challenge for the 

model to capture accurately.  

We observed a similar pattern in the housing variables, where those with finer-grained 

categories also exhibited slightly higher KL divergence statistics. However, all KL divergence 

statistics across all housing variables were extremely low, each below a mean of 0.015. This is likely 

due to the validation being conducted at the state level, where the aggregation of data tends to 

smooth out local variations, naturally leading to lower KL values. 
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Figure 6. KL divergence statistic for (a) age, (b) sex, (c) race, and (d) ethnicity at the census tract 

level, and (e) housing tenure, (f) housing occupancy, (g) building type, (h) building age, and (i) 

heating fuel at the state level. 
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5. DISCUSSION. 

This study developed the most up-to-date, comprehensive synthetic U.S. population 

designed to address complex public health challenges. By leveraging spatial microsimulation 

techniques, we generated approximately 330 million synthetic agents that statistically reflect the real 

population with respect to age, sex, race, ethnicity, household income, housing tenure, housing 

occupancy, building type, building age, and heating fuel at the census tract level. Unlike previous 

efforts that have been narrowly applied and/or inappropriately designed, our model stands out by 

capturing the intricate social, economic, infrastructural, and environmental interactions that underlie 

population health dynamics at a fine yet stable spatial resolution, ensuring its broader applicability. 

This broad applicability is further reinforced by our commitment to replicability, validation, and 

transparency, making it a reliable tool for public health researchers, policymakers, and practitioners 

aiming to better understand and address health and health inequities across the U.S. 

Across the field of public health, spatial microsimulation has predominantly been applied to 

smoking,125–130 diabetes,131,132 obesity,131,133–135 and infectious disease.136,137 While some studies have 

expanded into areas like mental health,138–141 access to health-promoting resources,142–145 and 

environmental or climate health,146,147 the utility of these models remains limited. Models such as 

Edwards & Clarke’s SimObesity (2009)133 and Tomintz et al.’s SimSalud (2013)148 rely on regression 

and correlation analyses to identify linking variables specific to their areas of interest, such as age, 

gender, ethnicity, and educational attainment to predict obesogenic environments in Leeds, United 

Kingdom (U.K.) or smoking behaviors in Carinthia, Austria. The NREL’s LEAD tool,149 which 

maps the spatial distribution of energy burdens across the U.S., relies on linking variables like 

household income, housing tenure, housing occupancy, building age, and heating fuel. However, in 

neglecting to use linking variables across a breadth of social, economic, infrastructural, and 

environmental characteristics, these models overlook the inherent connections between people and 
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the places they inhabit—smoking exposure is influenced by the age and the type of their homes,150,151 

obesity is closely tied to the quality of their neighborhoods,152–154 and energy burdens 

disproportionately affect minoritized racial and ethnic groups even when controlling for household 

income.155 This narrow focus not only fails to capture the complex interactions that shape 

population health dynamics, but also limits the applicability of these models beyond their specific 

contexts. 

Very few models have been developed with the adaptability needed to address more diverse 

public health challenges at national scales. This shortfall is largely due to the computational demands 

required for spatial microsimulation at such large geographic scales. Models such as SimBritain in 

the UK156 and SimAlba in Scotland157 are notable for their thorough methodological approaches, but 

their models reflect the specific public health contexts of their respective countries, making direct 

comparisons to U.S.-based models difficult given the country’s size, diversity, and inequities. The 

most widely-used synthetic population in the U.S., SynthPop, employs IPF to downscale PUMS 

microdata to finer spatial resolutions using marginal distributions from the Census Bureau similarly 

to our approach.158,159 While this model has been applied to a broad range of public health issues—

such as infectious disease,160–169 opioid abuse,170,171 obesity,172 and access to healthcare services,173–176 

among others177–179—significant limitations inherent to the baseline synthetic population itself raise 

concerns about its suitability for widespread public health research.  

One of the fundamental issues with SynthPop is that it was constructed using methods 

suited for transportation modeling despite being developed for health modeling.158,159 SynthPop was 

built using the TRANSIMS software, which relies on linking variables optimized for transportation 

modeling, including the number of people in the household under the age of 18, household income, 

household size, household population, and vehicles available.158,159 However, these linking variables 

do not necessarily translate well to health modeling, missing critical predictors of health outcomes 
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such as age, sex, race, ethnicity, and housing conditions. When inappropriate linking variables are 

used in spatial microsimulation applied to health modeling, the resulting synthetic population may 

fail to capture the complex interactions that drive health outcomes, leading to biased models that 

oversimplify or misrepresent real-world population health dynamics.  

SynthPop also uses census blocks as its geographic scale.158,159 While census blocks provide a 

finer spatial resolution than census tracts, they are relatively unstable over time due to population 

movement patterns, frequent boundary changes, and disclosure avoidance practices.110–113 This 

instability is particularly problematic if SynthPop continues to rely on data from 2000, 2010, or even 

2015, as significant social, economic, infrastructural, and environmental shifts have occurred in 

recent years, which can further exacerbate inaccuracies in modeling when applied to contemporary 

public health issues. 

Furthermore, the authors of SynthPop not only suggest that the resulting synthetic 

population reflects the real population with respect to its linking variables, but also assert that it 

“consists of a spatially and statistically accurate representation of each household and person in the 

U.S. with age, gender, income, race, educational attainment, and ethnicity”180 despite that publicly 

available information does not show how the dataset performs relative to these variables at the block 

group level. The validation of TRANSIMS and SynthPop has been limited to just three variables—

household income, household population, and household size—in just two counties using data from 

the year 2000.158,159 Given that specific variable and population attributes can significantly affect 

model performance, as supported by our findings, it is unreasonable to assume that these validation 

results hold true across other variables, geographic regions, spatial scales, or time periods without 

more extensive validation efforts. 

These issues are compounded by a lack of transparency; there is no information available on 

the model inputs or parameters (e.g., data processing, initial weights, the number of iterations, and 
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the integerization process), but without this information, it is impossible to properly assess the 

model’s assumptions or replicate its findings.158,159 As researchers have noted, “Simply describing the 

estimating method and reporting the inputs and outputs of the model are not good enough. 

Rigorous interrogation of the results must be attempted as to give the community of practice some 

confidence that the estimates are reliable” (Rose & Nagle, 2017).181 Despite these shortcomings, 

many studies continue to rely on SynthPop without interrogating its assumptions or considering 

how they might affect the validity of their findings. 

 

5.1. Strengths. 

The synthetic U.S. population presented here overcomes many of the limitations found in 

prior models in several ways. First, we specifically tailored our model for a wide range of public 

health applications by carefully selecting linking variables that capture the social, economic, 

infrastructural, and environmental characteristics that underlie population health dynamics. Using 

domain expertise, we identified key variables—age, sex, race, ethnicity, household income, housing 

tenure, housing occupancy, building type, building age, and heating fuel—that operate on multiple 

levels to shape individuals’ lived experiences, including their exposures, their biological responses to 

those exposures, and their access to health-promoting resources. Second, because we selected the 

census tract level as our geographic scale, our model avoids issues related to the stability of small 

population sizes that are common when operating at the census block group level, while still 

capturing fine-grained spatial variations in health and health inequities that are missed when 

operating at the county level. This also has implications for both public health research and practice, 

where utilizing the census tract level facilitates integration with other major datasets and provides 

counties with actionable insights to target interventions at the community level. Third, we used the 
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most recent census data available, accounting for major social, economic, infrastructural, and 

environmental changes driven by urbanization, domestic and international migration, increasing 

racial and ethnic diversity, growing income inequalities, aging, and changing housing, environmental, 

and climatic conditions over the past 15-25 years. Fourth, we employed a widely-favored, efficient, 

and reliable modeling technique to ensure both the feasibility and replicability of the model for 

future applications. This approach, combined with extensive validation and transparency at every 

stage from data processing to model generation, gives future users confidence in the accuracy of the 

estimates while providing a clear understanding of the model’s underlying assumptions, strengths, 

and potential limitations.  

 

5.2. Limitations. 

While addressing many limitations of previous approaches, the synthetic U.S. population 

presented here still faces certain challenges. One key issue is that, despite using “gold-standard” 

datasets and not identifying any patterns of missingness, drawing both the individual-level microdata 

and geographically-aggregated data from the U.S. Census Bureau may introduce unavoidable 

sampling biases that can permeate through the spatial microsimulation process. As Krieger (2019) 

highlights, data collected by the U.S. Census Bureau have historically been shaped by political and 

social forces, often excluding or misclassifying marginalized groups such as Indigenous populations 

or racialized minorities.182–184 Moreover, shifts in self-identification across census years can lead to 

inaccuracies that exacerbate the misrepresentation of these groups.182 These biases can carry through 

the spatial microsimulation process, affecting how well the synthetic U.S. population captures the 

diversity of the true population.185,186 While addressing these biases remains difficult without more 
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robust datasets, recent efforts by the U.S. Census Bureau have specifically targeted these groups to 

increase representativeness,182 potentially reducing its impact on our model.  

 

Other key issues relate to the model parameters and modeling techniques chosen, which may 

account for the model’s weaker performance when using linking variables with many subcategories, 

particularly in smaller, less diverse areas. Recent research shows that model parameters, such as the 

order of constraints in IPF and the integerization process, can impact model fit.123 To mitigate this, 

we prioritized linking variables that were highly correlated with others early in the process while 

avoiding placing those with many subcategories at the end of the process, following the 

recommendations of Lovelace et al. (2015).123 Additionally, although we used a pseudorandom 

number generator (TRS) to convert fractional weights into whole numbers during integerization, this 

approach can lead to minor discrepancies between the original and simulated data.91 Quasirandom 

number generators offer an alternative approach to reduce these discrepancies but struggle with 

incomplete data—something that IPF addresses through the use of a seed population.92 Lastly, while 

alternative methods to IPF such as combinatorial optimization may provide slight gains to model fit, 

they come with trade-offs such as reduced replicability and computational efficiency.82 Emerging 

techniques, including multilevel IPF, iterative proportional updating (IPU), penalized maximum 

entropy (P-MEDM), and fitness-based synthesis (FBS), offer promising refinements to IPF but 

require further validation before they can be applied reliably in large-scale public health research.53 

While our model performed extremely well across all validation metrics, future work should explore 

these emerging techniques to address the outlined issues with the model’s performance. 
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6. CONCLUSIONS. 

This study has demonstrated that our synthetic U.S. population is a powerful, adaptable tool 

for addressing complex public health challenges across the nation. By carefully selecting linking 

variables and geographic scales that reflect current social, economic, infrastructural, and 

environmental drivers of population health dynamics with geographic specificity, we built a model 

capable of delivering precise, localized insights. These features make it a valuable resource for public 

health researchers, policymakers, and practitioners aiming to improve health and health inequities in 

the U.S.  

One simple truth lies at the core of any synthetic population: its potential can only be fully 

realized if it is built upon a solid foundation. Rigorous design, validation, and transparency are 

essential to ensuring that the model faithfully represents the real-world population. Without these, 

even the most “sophisticated” models risk generating incomplete or misleading results. We 

addressed this challenge by grounding our approach in the best practices of spatial microsimulation, 

ensuring that our synthetic U.S. population not only reflects the real population, but also serves as a 

reliable platform for further exploration and model-building. 

Our synthetic U.S. population opens avenues of research that were previously inaccessible in 

three ways. First, it enables the study of joint distributions with geographic specificity. It moves 

beyond the flawed assumption that people who share single characteristics or reside in areas with 

similar marginal distributions of those characteristics experience health challenges in the same way. 

Instead, our model uniquely accounts for the complex, multi-dimensional, multi-level interactions 

that produce differential vulnerabilities at localized levels. Second, the flexibility of the model means 

that it can be readily integrated with other static or dynamic datasets or models, broadening its utility 

beyond what can be analyzed with the linking variables used in the original model-building process. 

Third, it can allow for the incorporation of target variables from the individual-level microdata or 
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from other external datasets—such as household relationships and family structures, language 

spoken and nativity status, housing, utility, and energy costs, occupation, industry, and employment 

details, insurance status and public assistance participation, and commuting patterns and 

transportation modes, time activity patterns—that were not part of the original model-building 

process but are otherwise difficult to attain. This facilitates the direct analysis of these target 

variables with geographic specificity, making it possible to design targeted interventions that address 

specific community needs. These capabilities can enable researchers and policymakers to not only 

understand vulnerabilities, but also test interventions that address these vulnerabilities in a virtual 

environment without the ethical or logistical constraints of real-world trials, across space and time. 

This tool therefore represents a significant step forward in advancing public health research and 

practice to address increasingly complex public health challenges in the U.S. with greater precision 

and care. 
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1. ABSTRACT. 

The United States (U.S.) federal government has recently prioritized the development of 

residential lead exposure maps to identify areas and populations at highest risk of experiencing the 

toxic effects of lead-based paint exposure. Traditional approaches to generate these maps rely on 

overlapping quantiles of marginal distributions of risk proxies, including the percentage of young 

children and the percentage of older homes at the census block, census tract, or county level. 

However, these approaches are prone to the ecological fallacy—the assumption that relationships 

observed at the area level apply uniformly at the individual level—which can lead to misclassification 

of risk and misallocation of resources. To address these limitations, we developed a novel approach 

using a synthetic U.S. population to directly model the joint distribution of young children living in 

older homes at the census tract level. This novel joint distribution approach identified 73% more at-

risk census tracts—where an estimated 3.28 million additional at-risk children reside—than the 

traditional marginal distribution approach. Importantly, our spatial autoregressive (SAR) models 

showed that these undetected areas were not random but systematically associated with census tracts 

containing higher proportions of uninsured, Native American, and White populations, which were 

respectively 73%, 18%, and 17% more likely to be undetected by traditional approaches. These 

findings reveal critical inequities in the ability of traditional approaches to capture at-risk 

populations, particularly in low-density areas. Further, our generalized linear mixed-effects (GLMM) 

models uncovered that uninsured and low-income children were respectively 62% and 11% more 

likely to live in older homes compared to their insured and high-income counterparts. White 

children were also more likely to reside in older homes compared to children from all other 

racialized groups, in direct contrast to existing literature which has consistently shown that 

minoritized populations experience disproportionately higher blood lead levels. This discrepancy 

underscores the inadequacy of housing age as a sole risk proxy without accounting for disparities in 
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housing quality across racialized groups. By leveraging the spatially explicit joint distributions 

inherent in our synthetic U.S. population, we were able to uncover not only where there are high 

concentrations of young children living in older homes, but also which subpopulations of young 

children are more likely to reside in older homes. This nuanced understanding demonstrates that our 

synthetic U.S. population can provide a more equitable and precise framework for identifying 

residential lead exposure hotspots and enable the development and deployment of targeted public 

health interventions that protect the most vulnerable populations across the U.S. 

 

2. INTRODUCTION. 

Lead exposure continues to be one of the most pervasive public health challenges in the 

United States (U.S.). Throughout the 20th century, lead was introduced as a key component of 

products including paint, plumbing, and gasoline because of its durability and versatility.187 However, 

decades of research has shown that lead is not only highly persistent in the environment but also 

extremely dangerous to human health, acting as a potent neurotoxin. Despite regulatory bans 

enacted on lead-based paint in 1978, lead-based pipes in 1986, and leaded gasoline in the 1990s, 

these regulations did not require the immediate removal of lead-based materials from existing 

infrastructures, meaning that the burden of remediation largely fell on homeowners, building 

owners, and municipalities—many of whom lacked the resources needed to intervene.188 Therefore, 

lead remains embedded in the dust, soil, water, and air to which we are exposed every day, 

continuing to pose a significant threat to population health.189  

Children are particularly vulnerable to the harmful effects of lead exposure.190 

Physiologically, children under the age of six absorb lead more efficiently than adults, and their 

developing nervous systems are more susceptible to its toxic effects.190 Even low levels of lead 
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exposure in early childhood have been associated with cognitive deficits, developmental delays, and 

behavioral problems that can severely impair long-term health and future educational and economic 

opportunities.190–193 These challenges come at a significant cost—not only to children and their 

families, but also to society—with billions of dollars lost annually to increased healthcare utilization, 

special education needs, and reduced workforce productivity.194–196  

Homes built before regulatory bans on lead-based products went into effect are a major 

source of lead exposure for children under the age of six, and therefore, a major target for public 

health interventions. Over time, lead-based paint deteriorates, releasing toxic dust and paint chips 

that accumulate on surfaces such as floors, windowsills, and furniture. Everyday activities like 

cleaning, opening and closing windows, and playing on the floor can disturb these particles, 

increasing the likelihood of inhalation or ingestion by children who frequently engage in hand-to-

mouth behaviors and come in close contact with the floor. The soil around these homes is often 

contaminated with lead from deteriorating exterior paint or residual leaded gasoline, creating further 

risks for children playing outdoors. Additionally, many of these homes, often found in older cities 

and towns, are serviced by lead-based pipes that can leach lead into drinking water as they corrode. 

An estimated 34 million homes still contain lead-based paint and 9 million service lines with lead-

based pipes remain in use, highlighting the persistent and multifaceted risks for young children living 

in older homes, particularly those who belong to low-income and minoritized communities197–202 

where older, substandard infrastructures are more prevalent29,30,34–40 and resources for remediation 

are often limited.203  

Blood lead level (BLL) testing is considered the “gold standard” method for quantifying 

children’s total lead exposures from all sources, measuring actual exposures rather than merely 

estimating potential ones.204 This method also offers a standardized way to monitor individual- and 

population-level responses to large-scale interventions over time.204 Despite these benefits, however, 
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BLL testing is subject to several limitations that impede its effectiveness in capturing the full scope 

of lead exposure and targeting public health interventions across the U.S.:  

• First, only 11 states and the District of Columbia mandate universal BLL testing for 

children, largely due to the high monetary and administrative costs of drawing and analyzing 

blood. As a result, most states rely on targeted testing in areas deemed “high-risk” (which 

hinges on the assumption that those areas are correctly classified as “high-risk” in the first 

place), or only provide recommendations for testing.205–209 In many cases, this leads to gaps 

in testing or no testing at all, leaving significant portions of the child population 

unmonitored.  

• Second, even when testing does occur, data collection is often incomplete or 

unrepresentative. Poor and minoritized communities, despite facing disproportionately 

higher risks of lead exposure, are frequently under-sampled due to limited access to 

healthcare services, lack of awareness, and insufficient outreach efforts.210–212 These sampling 

biases result in data that fail to capture the full scope of lead exposure across populations.  

• Third, due to data privacy regulations, states often aggregate BLL data at the county level, 

which can obscure important individual or spatial variations that may be present within 

counties. While some states aggregate data at the census tract level, the small number of 

individuals tested—common in many areas—necessitates data suppression for those census 

tracts. It is even rarer for states to make individual-level BLL data available, and when it is, 

key individual-level characteristics such as race, ethnicity, household income, and housing 

conditions are typically masked to adhere to data privacy regulations.  
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• Fourth, data sharing practices are inconsistent across states, as each sets its own reporting 

regulations, protocols, and standards. This fragmented approach results in a patchwork of 

data, making it difficult to get a comprehensive national picture of exposure risks.  

• Fifth, BLL data alone does not provide information about the specific sources of lead 

exposure, making it difficult to target interventions that would protect against those specific 

sources of lead exposure. 

The Federal Lead Task Force—which includes members from the U.S. Environmental 

Protection Agency (EPA) Department of Health and Human Services (HHS), Agency for Toxic 

Substances and Disease Registry (ATSDR), Centers for Disease Control and Prevention (CDC), 

Food and Drug Administration (FDA), Department of Housing and Urban Development (HUD), 

Occupational Safety and Health Administration (OSHA), and the U.S. Department of Agriculture 

(USDA)—launched the Federal Action Plan to Reduce Childhood Lead Exposure in 2018 in 

recognition of these issues.213 A core focus of this action plan is on the development of 

residential lead exposure maps as tools to enhance BLL surveillance, inform primary 

prevention, and target areas for lead mitigation, enforcement, education, and outreach 

programs.214–216 Accurate mapping is particularly crucial in light of efforts by HUD to direct lead 

hazard reduction grants.215 These grants are specifically allocated to state and local governments to 

identify and control lead-based paint (LBP) hazards in privately owned pre-1978 homes occupied by 

low-income families.215 However, the funding available is insufficient to address the risks across all 

homes fitting this profile; a 1000-fold increase would be needed to cover all privately owned pre-

1978 homes occupied by low-income families.215 To this end, HUD encourages grantees to 

prioritize areas with high concentrations of pre-1978 housing, young children, and low-

income families as per Executive Order 14008’s Environmental Justice Initiative. This 

underscores the importance of accurate residential lead exposure mapping, as effective allocation of 
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limited resources to high-priority areas depends on the accuracy of these maps.215 Consequently, as 

stressed in a joint statement by members of the Federal Lead Task Force, “as public health 

practitioners rely increasingly on lead maps to inform risk identification and management, it is vital 

that the underlying science is sound and transparent.”216  

In support of these federal initiatives, public health researchers traditionally rely on proxies for 

residential lead-based paint exposure risk. The most widely-used source of data for these proxies is 

the American Community Survey (ACS), a nationally representative survey conducted annually by 

the U.S. Census Bureau. To protect respondent privacy, the ACS reports data as marginal 

distributions, which represent aggregates of single characteristics at various geographic levels. 

Because these variables are measured on different scales, quantile classification is used to standardize 

them, dividing the data into equal parts to ensure that each variable contributes equally to the 

analysis.73,217–219  These variables are then overlaid on a map to pinpoint areas where the top quantiles 

overlap with one another. 73,217–219  In this context, researchers may assess where the top quantile for 

the percentage of the population living in homes built before 1980 overlaps with the top quantiles 

for the percentage of the population under the age of five, the percentage of the population in 

poverty, the percentage of the population identifying as a racial or ethnic minority, and/or the 

percentage of the population renting their homes at the census block, census tract, or county levels 

in order to identify residential lead exposure hotspots, recognizing that these characteristics often 

compound risks associated with lead exposure in homes.73,217–219  

However, these traditional approaches assume that the mere presence of these characteristics 

indicates that they intersect with one another in meaningful ways, which is not often the case. 

Specifically, while marginal distributions capture how each characteristic occurs 

independently of all other characteristics within an area, they do not reflect joint 

distributions that capture how those characteristics co-occur together within that same area. 
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For example, just because an area has a high concentration of young children and a high 

concentration of older homes (marginal distributions) does not mean that the area has a high 

concentration of young children who live in older homes (joint distribution). The failure to 

distinguish between marginal and joint distributions is known as the ecological fallacy, where 

relationships observed at the group level are mistakenly assumed to apply at the individual level, 

even though these relationships may differ significantly in magnitude and/or direction.63,68,69 

Exacerbating this issue is the need to use quantile classification when working with marginal 

distributions as described above. Dividing the data into these broad categories—such as 

tertiles, quartiles, or quintiles—can obscure subtle but important variations in risk across 

areas.73,217–219 The limitations of traditional approaches to residential lead exposure mapping may 

lead to the misidentification of residential lead exposure hotspots and, consequently, the 

misallocation of interventions and resources for addressing lead-based paint hazards. 

To address the limitations of these traditional approaches, we utilize a novel synthetic U.S. 

population we previously generated that uniquely models joint distributions of multiple 

characteristics across approximately 330 million synthetic agents at the census tract level (Parikh et 

al., 2024), to produce a new map of residential lead exposure hotspots across the U.S.53–55 In this 

study, we specifically leverage this synthetic U.S. population to: (1) identify where young children 

living in older homes are concentrated, (2) determine whether traditional approaches for residential 

lead exposure assessment may misclassify young children living in older homes, (3) determine 

whether traditional approaches for lead exposure assessment may systematically misclassify young 

children living in older homes based on the specific demographic characteristics of the areas where 

they are concentrated, and (4) analyze whether specific demographic characteristics increase the 

likelihood of young children living in older homes. Through this analysis, we aimed to demonstrate 

that our synthetic U.S. population can offer a novel approach to more effectively pinpoint 
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communities that may face compounding risks from lead exposures within their homes. The broader 

implication of this novel approach lies in its capacity to more effectively guide the development and 

deployment of interventions and resources for addressing lead-based paint hazards to the 

communities that need them most.  

 

3. METHODS. 

3.1. Data sources. 

This study relies on two primary datasets: the traditional American Community Survey 

(ACS) dataset, which provides marginal distributions of single characteristics across the U.S. 

population at the census tract level, and a novel synthetic U.S. population dataset, which provides 

joint distributions of multiple characteristics across the U.S. population at the census tract level. 

 

3.1.1. ACS dataset.  

For the traditional ACS dataset, we extracted data on age, sex, race, and ethnicity from Table 

S0601; household income from Table S1901; housing occupancy from Table S2501; and housing 

tenure, building type, building age, and heating fuel from Table DP04, all at the census tract level for 

the U.S. and Washington D.C. These data were processed by converting percentages to counts, 

harmonizing household-level and individual-level variables, and addressing discrepancies through 

proportional adjustments to maintain consistency across variable subcategories. The methods used 

to process the traditional ACS dataset are described in detail elsewhere (Parikh et al., 2024). 
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3.1.2. Synthetic U.S. population dataset  

The methods used to construct our novel synthetic U.S. population dataset are similarly 

described in detail elsewhere (Parikh et al., 2024). Briefly, we employed a static spatial 

microsimulation approach using Iterative Proportional Fitting (IPF), a deterministic reweighting 

method known for its efficiency and reliability. This involved constraining individual-level microdata 

from the 2022 1-Year ACS Public Use Microdata Sample (PUMS) to their known marginal totals 

from the 2022 5-Year American Community Survey (ACS) across age, sex, race, ethnicity, household 

income, housing tenure, housing occupancy, building type, building age, and heating fuel at the 

census tract level. To initialize the IPF process, individuals were assigned equal weights, which were 

iteratively adjusted up to 50 iterations. Once convergence was reached, where further adjustments 

aligning the microdata with their known marginal totals resulted in negligible changes defined as a 

maximum tolerance threshold of 1.5e-8 or as the best available adjustments at 50 iterations, the 

fractional weights were integerized using the Truncate, Replicate, Sample (TRS) method to produce 

integer weights.91 Each individual was then replicated according to their corresponding integer 

weights. The resulting synthetic U.S. population dataset underwent extensive internal and external 

validation to ensure its accuracy and applicability for further public health analyses as described in 

Parikh et al. (2024). 

 

3.2. Statistical analysis. 

3.2.1. Comparing census-tract-level risk classification.  

To assess potential exposure misclassification by the traditional marginal distribution 

approach compared to our novel joint distribution approach, we classified risk at the census tract 

level under each approach using quartile-based thresholds.  
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To model a simple version of the traditional marginal distribution approach, we calculated 

separate quartiles of the percentage for the population under the age of five and quartiles of the 

percentage of homes built before 1980 using their respective marginal distributions from the ACS 

dataset, and then overlayed these quartiles. Census tracts were classified as “high-risk” for lead 

exposure if both marginal distributions of the percentage of the population under the age of five and 

the percentage of homes built before 1980 were in the fourth quartile.  

To enable the direct comparison of this traditional marginal distribution approach against 

our novel joint distribution approach, we computed quartiles of the percentage of children under the 

age of five living in homes built before 1980 using this joint distribution within the synthetic U.S. 

population dataset, where census tracts in the fourth quartile were classified as “high-risk” for lead 

exposure. 

 

3.2.1.1. Quantifying the extent of exposure misclassification. 

We assessed the extent of exposure misclassification using three different metrics: (1) the 

intersection over union (IoU), which quantifies the overlap between census tracts classified as “high-

risk” by the traditional marginal distribution approach and our novel joint distribution approach; (2) 

the percentage of census tracts identified as “high-risk” under the traditional marginal distribution 

approach but not by our novel joint distribution approach; and (3) the percentage of tracts identified 

as “high-risk” by our novel joint distribution approach but not by the traditional marginal 

distribution approach. We also estimated the number of children under the age of five living in pre-

1980 homes who resided in census tracts that were identified as “high-risk” by our novel joint 

distribution approach but not by the traditional marginal distribution approach. To evaluate the 

stability of our findings, we conducted a sensitivity analysis by relaxing the assumptions of what 
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constitutes “high-risk” under the traditional marginal distribution approach. Whereas we originally 

defined “high-risk” as if both marginal distributions were in the fourth quartiles, our first sensitivity 

analysis defined “high-risk” as if either marginal distribution was in at least the third quartile and the 

second scenario defined “high-risk” as if both marginal distributions were in at least the third quartile, 

as detailed in Appendix A. 

 

3.2.1.2. Quantifying the nature of exposure misclassification 

We further explored the nature of exposure misclassification, or in other words, whether 

children under the age of five living in homes built before 1980 were systematically more likely to go 

undetected as “high-risk” when using the traditional marginal distribution approach compared to 

our novel joint distribution approach based on specific population characteristics of the tracts in 

which they resided.  

To test this, we first aggregated our full synthetic U.S. population dataset to the census tract 

level, ensuring that all variables operated at the same geographic scale. Next, we assessed the 

presence, degree, and direction of spatial autocorrelation in the undetected tracts using Moran’s I 

test. This step was critical because spatial autocorrelation—defined as when similar values cluster 

geographically rather than being randomly distributed—violates the independence assumption 

required for unbiased estimates in standard logistic regression models. The Moran’s I statistic is 

calculated as follows: 

𝑰	 = 	
𝑵
𝑾
∑ ∑ 𝒘𝒊𝒋(𝒙𝒊 − 𝒙J)𝒋𝒊

∑ (𝒙𝒊 − 𝒙J)𝟐𝒊
 

Where:  

● 𝐼 is Moran’s I statistic; 

● 𝑁 is the number of census tracts; 
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● 𝑊 is the sum of all spatial weights 𝑤-. ; 

● 𝑥- and 𝑥. are the values of the variable in tracts 𝑖 and 𝑗; 

● 𝑥 is the mean value of the variable;  

● 𝑤-. is the spatial weight between tracts 𝑖 and 𝑗, defined using queen’s contiguity, where 

𝑤-. = 1 if tracts 𝑖 and 𝑗 share a border or a vertex and 𝑤-. = 0 otherwise. 

 

Given that the results of the Moran’s I test indicated spatial autocorrelation of undetected tracts 

(Moran’s I = 0.109, p < 0.001), we employed spatial autoregressive (SAR) models, which accounts 

for the influence of neighboring tracts through a spatial lag term. These models assessed the 

likelihood of tracts being undetected by the traditional approach compared to our novel approach as 

a function of the tract’s race, ethnicity, household income, housing tenure, building type, and health 

insurance status distributions—characteristics selected a-priori. To address potential multi-

collinearity, we specified two models: one including non-White racialized groups and all other 

predictors, and another including the White racialized group and all other predictors. The SAR 

model is expressed as: 

𝒍𝒐𝒈𝒊𝒕 T𝑷U𝒀𝒋 = 𝟏WX = 	𝝆𝑾𝒀𝒋 + 𝑿𝒋𝜷 

Where:  

● 𝑌. is the binary outcome for census tract 𝑗, representing the log-likelihood of not detecting a 

census tract at “high-risk” of residential lead-based paint exposure using the traditional 

marginal distribution approach compared to our novel joint distribution approach; 

● 𝜌 is the spatial autoregressive parameter, capturing the influence of neighboring tracts; 
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● 𝑊 is the spatial weight matrix that defines the neighboring structure between tracts, where 

we used a K-nearest neighbors approach with  𝑘 = 6, and specified that the centroid of each 

census tract determined its neighbors; 

● 𝑊𝑌 is the spatial lag of the dependent variable, representing the weighted average of 

neighboring tracts’ outcomes; 

● 𝑋. is matrix of predictor variables for census tract 𝑗, including the tract’s race, ethnicity, 

household income, housing tenure, building type, and health insurance status distributions 

● 𝛽 represents the coefficients for the predictor variables. 

 

3.2.2. Identifying individual-level risks of young children living in older homes. 

We then sought to use the synthetic U.S. population dataset to identify whether specific 

characteristics of children under the age of six (an important distinction from our previous analyses 

considering children under five, which were restricted by the ACS dataset’s inability to modify 

specific age categories, despite the CDC’s identification of 0-6 as an age group particularly 

vulnerable to lead exposure) were associated with their likelihood of living in homes built before 

1980. Using the flexibility of our synthetic U.S. population dataset, we examined how multiple 

characteristics (poverty status, health insurance status, race, ethnicity, and housing conditions) 

interact within this age group. This analysis was not possible with the ACS dataset, which lacks the 

ability to explore the co-occurrence of multiple characteristics within a given age group. 

To model this, we filtered the synthetic U.S. population dataset for children under the age of 

six and applied a generalized linear mixed effects model (GLMM), with living in a home built before 

1980 as the outcome. This model is well-suited for accounting for both individual-level 

characteristics, and the hierarchical nesting of individuals within census tracts and census tracts 
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within states. We included fixed effects for poverty status, health insurance status, race, ethnicity, 

housing tenure, and building type—characteristics selected a-priori for their potential impact on lead 

exposure risks. We also included nested random effects to capture the unobserved heterogeneity at 

the census tract and state levels by allowing each geographic unit to have its own intercept, thus 

adjusting for shared variability among individuals in the same area and accounting for localized 

differences in lead exposure risks. To explore how poverty might modify these relationships, we also 

stratified the analysis by poverty status, defining our threshold at 100% the federal poverty level 

(FPL) or an annual household income of $25,000. The model was fit using the following formula: 

𝒍𝒐𝒈𝒊𝒕 T𝑷U𝒀𝒊𝒋𝒌 = 𝟏WX = 𝑿𝒊𝒋𝒌𝜷 +	𝒖𝒋 + 𝒗𝒋 +𝒘𝒊𝒋𝒌 

Where: 

● 𝑌-.0 is the binary outcome for individual 𝑖 in census tract 𝑗 within state 𝑘, representing the 

log-likelihood of a child under the age of six living in a home built before 1980; 

● 𝑋-.0 is the matrix of fixed-effect predictor variables for individual 𝑖 in census tract 𝑗 within 

state 𝑘, including poverty status, health insurance status, race, ethnicity, housing tenure, and 

building type; 

● 𝛽 represents the coefficients for the fixed-effect predictor variables; 

● 𝑢0 is the random effect associated with state 𝑘, capturing unobserved variability between 

states; 

● 𝑣. is the random effect associated with census tract 𝑗, capturing unobserved variability 

between census tracts; 

● 𝑤-.0 is the random effect associated with individuals within census tracts, capturing 

unobserved heterogeneity at the individual level. 
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4. RESULTS. 

4.1. Comparing census-tract-level risk classification. 

We found that areas with high concentrations of young children and high concentrations of 

older homes identified by the traditional marginal distribution approach (Figure 7a) differed 

fundamentally from areas with high concentrations of young children living in older homes 

identified by our novel joint distribution approach (Figure 7b). 

 

  



 
 
 

82 

 
 

 
Figure 7. Visual comparison of census tracts identified as “high-risk” for lead exposure across the 

U.S. by (a) the traditional marginal distribution approach using the ACS dataset versus (b) our novel 

joint distribution approach using the synthetic U.S. population dataset. 

 

% population <5 years 
living in pre-1980 homes
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4.1.1. Quantifying the extent of exposure misclassification. 

When we quantified the extent of exposure misclassification, we first observed an IoU value 

of 26.8%, suggesting a significant divergence between the two approaches in identifying “high-risk” 

areas. We then examined how many tracts were classified as “high-risk” by one approach but not the 

other. Only 1.4% of tracts identified as “high-risk” by the traditional marginal distribution approach 

were not identified as “high-risk” by our novel joint distribution approach; conversely, 73.2% of 

tracts identified as “high-risk” by our novel joint distribution approach were not identified as such 

by the traditional marginal distribution approach. Assuming that the synthetic U.S. population 

provides an accurate quantification of the joint distribution of young children living in older homes 

at the census tract level, this difference translates to an estimated 3.28 million children under the age 

of five living in homes built before 1980 who reside in tracts that would have been overlooked by 

the traditional marginal distribution approach, representing a significant expansion in the 

identification of “high-risk” areas using our joint distribution approach. These differences persisted 

when we relaxed the criteria for defining “high-risk” in the traditional approach compared to our 

novel approach (Tables 1A-2A in Appendix A).  

Importantly, however, the extent of these differences varied by state. Traditional marginal 

distribution approaches struggled to detect young children living in older homes in both rural states 

such as Nebraska and Iowa and in urban states with diverse populations such as New York, Illinois, 

Massachusetts, and California. In contrast, these traditional approaches struggled less in more 

homogenous states, such as Vermont, Nevada, Maine, and Alaska, as well as many Southern states 

(Figure 8). 
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Figure 8. Percent of tracts not detected as “high-risk” for childhood residential lead exposure by 

the traditional marginal distribution approach compared to our novel joint distribution ordered by 

state. 

 

4.1.2. Quantifying the nature of exposure misclassification. 

We then found that children under the age of five living in homes built before 1980 were 

systematically more likely to go undetected as “high-risk” when using the traditional marginal 

distribution approach compared to our novel joint distribution approach based on specific 

population characteristics of the tracts in which they resided. The SAR model results revealed that 

tracts with higher proportions of White, Native American, and uninsured populations were 
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significantly more likely to go undetected as “high-risk”. Specifically, for every 1% increase in the 

proportion of White, Native American, and uninsured populations each in a given census tract, the 

odds of that tract going undetected as “high-risk” increased by 17% (OR: 1.174 [1.139, 1.211]), 18% 

(OR: 1.179 [1.009, 1.379]), and 73% (OR: [1.529, 1.953]) respectively, controlling for spatial 

dependence and other variables in the model (Table 8). These patterns also persisted in sensitivity 

analyses (Tables 3A-4A in Appendix A). 

 

Table 8. Results of the SAR model presented for the full population. 

Variable Non-White White 

Intercept 2.889****  
[2.762, 3.023] 

2.508**** 
[2.379, 2.643] 

% <100% FPL 0.818**** 
[0.765, 0.874] 

0.795**** 
[0.746, 0.847] 

% Uninsured 1.728****  
[1.529, 1.953] 

1.725**** 
[1.528, 1.946] 

% White — 1.174**** 
[1.139, 1.211] 

% Black 0.844****  
[0.816, 0.873] — 

% Asian 0.930* 
[0.860, 1.006] — 

% Native 1.179**  
[1.009, 1.379] — 

% Hispanic 0.834****  
[0.806, 0.862] 

0.918**** 
[0.888, 0.949] 

% Rent 0.798****  
[0.757, 0.841] 

0.806**** 
[0.765,0.850] 

% SFH 0.783****  
[0.751, 0.817] 

0.778**** 
[0.747, 0.811] 

 

4.2. Identifying individual-level risks of young children living in older homes. 

Table 9 presents the descriptive statistics of the 22.47 million children under the age of six 

in the synthetic U.S. population. The average household income for families with children under the 
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age of six is $112,620, with 86% of children living in households above the FPL and 14% of 

children living in households below it. Health insurance coverage varies, with 53% of children being 

privately insured, 43% publicly insured, and 4% without any insurance. Among these children, 58% 

are White, 13% are Black, 6% are Asian, 1% are Native American, and 22% fall into other racial 

categories (which includes those identifying as a mixed or other race). The majority are non-

Hispanic (73%) while the remainder are Hispanic (27%). Housing characteristics reveal that a 

majority (62%) of children live in owner-occupied homes, and most (72%) reside in single-family 

homes. Notably, there is an even split between children living in homes built before 1980 (49%) and 

those in homes built after 1980 (51%).  

 

Table 9. Descriptive statistics of children under the age of six in the synthetic U.S. population 

dataset. 

Variable N = 22,470,473 
Federal Poverty Level  
        >100% FPL (>$25,000) 19,432,530 (86%) 
        <100% FPL (<$25,000) 3,037,943 (14%) 
Health Insurance Coverage  
        Privately insured 11,972,409 (53%) 
        Publicly insured 9,595,418 (43%) 
        Uninsured  902,646 (4.0%) 
 
Race  

        White 13,049,068 (58%) 
        Asian 1,241,767 (6%) 
        Black 2,895,051 (13%) 
        Native 246,252 (1%) 
        Other 5,038,335 (22%) 
Ethnicity  
        Non-Hispanic 16,394,835 (73%) 
        Hispanic 6,075,638 (27%) 
Housing Tenure  
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        Own 13,864,663 (62%) 
        Rent 8,605,810 (38%) 
Building Type  
        Single family home 16,256,952 (72%) 
        Apartment 5,024,890 (22%) 
        Mobile Home 1,188,631 (5.3%) 
Building Age  
        Pre-1980 11,015,416 (49%) 
        Post-1980 11,455,057 (51%) 
 

We used this analytic sample to evaluate how social, economic, infrastructural, and 

environmental characteristics influenced the likelihood of children under six living in homes built 

before 1980 (Table 10). Income emerged as playing an important role in this relationship. Children 

from households earning below 100% of the FPL were 11% more likely to live in older homes 

compared to those from households earning above 100% the FPL (OR = 1.105 [1.101, 1.109]). 

Health insurance status also played an important role in determining which children were more likely 

to live in older homes, a relationship which varied with household income level. Children who were 

uninsured (OR = 1.619 [1.616, 1.621]) or publicly insured (OR = 1.330 [1.324, 1.336]) were 

significantly more likely to live in homes built before 1980 compared to those with private insurance. 

The effect of insurance status was more pronounced in lower-income households, where children 

who were uninsured (OR = 1.871 [1.856, 1.889]]) or publicly insured (OR = 1.656 [1.632, 1.680]) 

had even higher odds of living in older homes compared to their privately insured counterparts.  

Racial and ethnic differences in the likelihood of children under the age of six living in 

homes built before 1980 were also evident. Compared to White children, Asian children were 50% 

less likely (OR = 0.497 [0.491, 0.503]), Black children were 21% less likely (OR = 0.789 [0.785, 

0.794]), and Native American children were 6% less likely (OR = 0.936 [0.925, 0.947]) to live in 

older homes. However, these relationships showed more nuanced patterns when stratified by 
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household income level. For young Asian and Black children in lower-income households, the 

likelihood of living in older homes remained lower compared to their White counterparts, though 

the disparity was reduced (OR = 0.748 [0.717, 0.779]; OR = 0.998 [0.984, 1.011]). Interestingly, 

young Native American children in lower-income households were even less likely to live in older 

homes than their White counterparts (OR = 0.516 [0.478, 0.555]), but those in higher-income 

households were more likely to live in older homes (OR = 1.054 [1.042, 1.067]). 

Finally, housing differences were also evident, where children in rented homes were more 

likely to reside in older homes compared to those in owned homes (OR = 1.166 [1.163, 1.169]), and 

children in apartments (OR = 0.433 [0.429, 0.437]) or mobile homes (OR = 0.193 [0.187, 0.199]) 

were less likely to reside in older homes compared to those in single-family homes. 

 

Table 10. Results of the GLMM presented for the full population and stratified by poverty level.  

Variable Full <100% FPL >100% FPL 

Intercept 1.090** 
[1.039, 1.142] 

1.827**** 
[1.682, 1.973] 

1.084**** 
[1.047, 1.121] 

<100% FPL 1.105**** 
[1.101, 1.109] — — 

Uninsured 1.619**** 
[1.616, 1.621] 

1.871**** 
[1.856, 1.889] 

1.638**** 
[1.635, 1.641] 

Public 
insurance 

1.330**** 
[1.324, 1.336] 

1.656**** 
[1.632, 1.680] 

1.342**** 
[1.335, 1.348] 

Asian 0.497**** 
[0.491, 0.503] 

0.748**** 
[0.717, 0.779] 

0.465**** 
[0.458, 0.471] 

Black 0.789**** 
[0.785, 0.794] 

0.998 
[0.984, 1.011] 

0.772**** 
[0.767, 0.778] 

Native 0.936**** 
[0.925, 0.947] 

0.516**** 
[0.478, 0.555] 

1.054**** 
[1.042, 1.067] 

Other 1.033**** 
[1.029, 1.036] 

1.279**** 
[1.266, 1.292] 

1.011**** 
[1.007, 1.0149] 

Hispanic 1.057**** 
[1.053, 1.061] 

0.976*** 
[0.962, 0.990] 

1.063**** 
[1.059, 1.067] 

Rent 1.166**** 
[1.163, 1.169] 

1.014**** 
[1.003, 1.025] 

1.199**** 
[1.195, 1.202] 
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Apartment 0.433**** 
[0.429, 0.437] 

0.365* 
[0.354, 0.376] 

0.420**** 
[0.415, 0.424] 

Mobile Home 0.193**** 
[0.187, 0.199] 

0.101**** 
[0.084, 0.118] 

0.187**** 
[0.181, 0.194] 

 

5. DISCUSSION. 

This study aimed to demonstrate that our novel synthetic U.S. population—in providing 

access to joint distributions of key risk proxies for residential lead-based paint exposures with 

geographic precision—can be used as a powerful tool for identifying both who is at risk and where 

those most at risk live. Our census-tract-level analysis revealed that 73% of areas identified as “high-

risk” in our novel joint distribution approach (those with high concentrations of individuals under 

the age of five living in homes built before 1980) were not identified as such by the traditional 

marginal distribution approach (those with high concentrations of individuals under the age of five 

and high concentrations of individuals living in homes built before 1980). This discrepancy translates 

to up to 3.28 million young children who may go undetected in risk assessment and mitigation 

efforts when traditional methods are used. Moreover, our findings suggest that tracts with high 

concentrations of White, Native American, and uninsured individuals were systematically more likely 

to go undetected by traditional approaches. Further individual-level analyses revealed that children 

under the age of six from households earning below the FPL were 11% more likely to live in older 

homes, and uninsured children were 62% more likely to reside in older homes compared to those 

with private insurance, an effect which was more pronounced for children from households earning 

below the FPL. These findings highlight the ability of our synthetic U.S. population to uncover 

hidden, compounding risks of residential lead-based paint exposures and better inform the 

development and deployment of interventions and resources for addressing those hazards to the 

communities that need them most. 
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Our analysis shows that by utilizing our novel joint distribution approach, we can expand the 

ability to identify census tracts at risk of residential lead-based paint exposure by 73%, potentially 

uncovering an additional 3.28 million children who may be at risk compared to traditional marginal 

distribution approaches. These traditional approaches—including those employed by the CDC’s 

Lead Exposure Risk Index (LERI),217 EPA’s Pilot Study of Targeting Elevated Blood-Lead Levels in 

children,220 EPA’s EJSCREEN Lead Paint Environmental Justice Index,73 Vox’s Lead Risk Score,218 

and the Schultz model219—mask the complex interactions that may compound risks in specific 

subpopulations by focusing on isolated characteristics such as the percentage of the population 

under the age of five, the percentage of the population in poverty, the percentage of the population 

identifying as a racial or ethnic minority, and/or the percentage of the population renting their 

homes.216  

Recent work by Xue et al. (2022)221 and Stanek et al. (2024)222 has advanced these methods 

by leveraging actual BLL data in geospatial analyses in Michigan and Ohio. By using two main 

methods—the top 20th percentile method, which flags census tracts with the highest proportions of 

elevated BLLs, and the Getis-Ord Gi Cluster Analysis*, which detects spatial clusters based on the 

surrounding distribution of elevated BLLs—they provide a more precise identification of risk by 

focusing on direct measures rather than proxy measures in these two states. When Zartarian et al. 

(2024) compared total lead exposure hotspots identified using these methods to the residential lead 

exposure hotspots identified using traditional marginal distribution approaches at the national scale, 

the authors unsurprisingly found only moderate agreement (Cohen’s kappa 0.49–0.63), with the 

highest agreement observed between these methods and a new EPA-ORD random forest model 

that uses ACS data as inputs (yet to be published).223 Machine learning models similar to this random 

forest model have gained traction in recent years due to their ability to better capture complex, non-

linear interactions between characteristics, offering a more nuanced approach compared to 
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traditional, linear models. However, these models still fundamentally rely on marginal distributions 

of single characteristics.224–227 

As such, despite these recent advancements in lead exposure mapping, newer machine 

learning models share several limitations with traditional quantile classification models given their 

shared reliance on marginal data. First, these models both suffer from the ecological fallacy, as they 

make predictions based on marginal data at the area level and can mistakenly assume that the 

relationships observed at the area level also apply at the individual level. Second, the aggregation 

process used to produce marginal data smooths over critical individual and spatial variability, 

potentially masking small but significant variations in residential lead exposure hotspots driven by 

differences in population density and diversity. Prior studies evaluating marginal distribution models 

have found that they tend to overrepresent urban residential lead exposure hotspots while 

consistently underrepresenting rural residential lead exposure hotspots.221 This under-detection in 

rural areas is often attributed to the inability of marginal distribution models to capture localized 

risks within sparsely-populated areas. Our analysis confirmed this observation, with significant 

under-detection in states with many rural areas like Nebraska and Iowa, but also revealed significant 

under-detection in states with many urban areas like New York, Illinois, Massachusetts, and 

California. This pattern suggests that marginal distribution models may also struggle to capture the 

compounding risks that arise from complex interactions between population characteristics and 

housing characteristics in diverse, densely-populated areas. In contrast, marginal distribution models 

performed relatively well in less diverse states like Vermont, Nevada, Maine, Alaska, and those 

across the South, where the underlying assumptions of marginal distribution approaches—including 

consistent co-variation between population characteristics and housing characteristics and limited 

variability within those characteristics—are more likely to hold true. Third, marginal distribution 

models place undue reliance on housing age as a proxy for residential lead exposure, which fails to 
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account for housing quality.228 Lastly, because BLL testing is often targeted to areas based on 

residential lead exposure maps derived from these marginal distribution models, when these BLL 

data are in turn used to train models to predict residential lead exposure hotspots, they may confirm 

and amplify these existing biases in the data. By reinforcing these biases, this feedback loop may lead 

to under-testing of areas that were not initially identified as high-risk and/or over-testing of areas 

that were initially identified as high-risk, and ultimately the misallocation of resources.  

These limitations are particularly consequential for minoritized populations, who may not 

only be at a heightened risk of being misrepresented or overlooked by traditional marginal 

distribution approaches, but also often lack the resources to mitigate lead exposure and its adverse 

health effects. We use our findings on four groups—the uninsured, Native American, Black, and 

White populations—as case studies illustrating the various limitations of current marginal 

distribution approaches and the advantages of our novel joint distribution approach in uncovering 

nuanced, context-specific vulnerabilities. By leveraging our synthetic U.S. population, we present 

accompanying maps that visualize the precise geographic locations of these vulnerabilities, offering 

unique insights into where specific subpopulations facing compounding residential lead exposure 

risks are concentrated and therefore where policies aiming to mitigate these risks should focus. 

 

Uninsured populations. 

Uninsured children at “high risk” of lead exposure are particularly susceptible to 

under-detection by current residential lead exposure maps, where every 1% increase in the 

proportion of uninsured populations in a census tract increased the odds of that tract going 

undetected as “high-risk” by 73%. This effect may have been observed because uninsured 

children tend to be concentrated in rural areas across the U.S.—as shown in Figure 9—

where economic constraints and geographic isolation contribute to higher rates of 
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uninsurance.229 Unlike urban areas, rural economies are largely driven by industries like 

agriculture, manufacturing, and mining, which often lack employer-sponsored health 

coverage.229–231 Additionally, self-employment and small business ownership are common, 

but the cost of private health insurance is often prohibitively high.229–231 In states that have 

not expanded Medicaid—programs that require BLL testing at 12 and 24 months—

uninsured rural populations have even fewer pathways to health coverage.229–231 These 

economic constraints, coupled with limited access to healthcare services in areas that are 

geographically isolated, leave uninsured rural populations with few opportunities for timely 

BLL testing, diagnosis, and treatment.229 

Compounding their risk of lead exposure and barriers to lead mitigation is that 

uninsured rural children are 62% more likely to reside in older homes, and a large body of 

literature suggests that these homes are also substandard.231,232 Driven by limited 

infrastructure investment, longstanding housing shortages have led to a reliance on an aging 

housing stock in rural areas, many of which were built before lead regulations were 

enacted.231–236 Without robust federal support for new affordable housing or comprehensive 

lead abatement programs, these families often remain in aging homes with lead-

contaminated paint, plumbing, and soil that continually threaten the health and safety of 

their children.231,232  
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Figure 9. Concentration of uninsured children under the age of six living in homes built 

before 1980 at the census tract level across the U.S. 

 

Native American populations. 

Native American children at “high risk” of lead exposure face unique challenges that 

make them particularly susceptible to under-detection by current residential lead exposure 

maps, where every 1% increase in the proportion of Native American populations in a 

census tract increased the odds of that tract going undetected as “high-risk” by 18%. As seen 

in Figure 10 clusters of Native American children living in pre-1980 homes are concentrated 

in regions such as the Navajo Nation in the Southwest, the Lakota reservations in the 

Northern Plains, and the Pueblo reservations in New Mexico.237 This distribution is shaped 

by the U.S. government’s trust relationship with tribal nations that has resulted in the 

creation of reservations238 that are often characterized by low population densities spanning 

large census tracts.229 While these reservations may be sparsely populated overall, Native 
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American communities are often clustered within reservations and Native American families 

are often even further clustered within multigenerational homes,239 forming pockets of risk 

that are easily diluted by traditional residential lead exposure maps. This geographic isolation 

not only may limit the likelihood of being targeted for BLL testing but also restricts access to 

timely diagnosis and treatment when exposure does occur. 

While Native American children are 6% less likely to reside in homes built before 

1980 compared to their White counterparts, housing age alone does not reflect the quality, 

condition, or autonomy their families have over their homes. Federal housing programs such 

as the Indian Housing Block Grant (IHBG), established by the Indian Housing Authority’s 

(IHA) Native American Housing Assistance and Self-Determination Act (NAHASDA) in 

1996, have focused on addressing housing insecurity for Native American tribes by 

constructing new homes.240 Despite this newer housing stock, these homes frequently suffer 

from an aging infrastructure, poor construction materials, and inadequate maintenance due 

to chronic underfunding.240 Furthermore, the unique land ownership structure of 

reservations—where land is held in trust by the federal government—limits individual 

autonomy over home repairs or renovations, posing significant challenges for Native 

American residents seeking to address lead hazards in their own homes.240  

Also not captured by either approach is the environmental context in which many 

reservations are located. Historically, the federal government allocated lands to Native 

American tribes that were deemed undesirable for mainstream economic development, often 

placing reservations near or on mining operations, industrial sites, and waste zones that emit 

toxic pollutants.241–244 Proximity to these sites has been associated with higher risk of lead-

contaminated air, water, soil, and dust, which tend to accumulate in homes, posing additional 

risks to Native American residents.243–246 
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Figure 10. Concentration of Native American children under the age of six living in homes 

built before 1980 at the census tract level across the U.S. 

 

Black populations. 

Interestingly, although our findings reveal Black children are less likely than their 

White counterparts to live in older homes, an extensive body of literature has established 

that they are significantly more likely to have elevated BLLs198,199,247–249—a paradox 

underscoring the importance of considering broader social, economic, infrastructural, and 

environmental contexts when using proxies to quantify lead exposure. While federal urban 

renewal programs and the 1968 Fair Housing Act facilitated the construction of newer 

apartment complexes and affordable housing developments in urban areas across the South 

and Northeast,250,251 Black families have largely remained segregated into urban 

neighborhoods facing greater environmental risks due to structural racism, as shown in 

Figure 11.252 Long-standing practices like redlining, discriminatory lending, and urban 
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renewal policies funneled Black communities into urban areas deemed undesirable—often 

situated near highways, industrial sites, or waste zones—which have been significant sources 

of both legacy and ongoing lead contamination.33,36,45 As a result, Black families in these 

newer dwellings may still face risks of lead exposure not only from aging infrastructure, poor 

construction, and inadequate maintenance, but also from their surrounding environmental 

context,253–255 similar to the risks faced by Native American families.244 Compounding these 

risks is that Black families often encounter barriers to lead abatement, lacking the necessary 

resources to effectively mitigate exposure.256  

 
Figure 11. Concentration of impoverished Black children under the age of six living in 

homes built before 1980 at the census tract level across the U.S. 

 

White populations. 

Conversely, White children were more likely to live in older homes than any other 

racialized group, yet they are significantly less likely to have elevated BLLs. This discrepancy 
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may be attributed to generational homeownership, with White families often passing homes 

down through generations, along with greater access to financial resources for lead 

abatement. These factors may allow White families to reside in older homes while effectively 

mitigating the risks of lead-based paint exposure. However, it remains critical to identify and 

allocate resources to White children living in older homes who have gone undetected or lack 

the means to mitigate these risks, as shown in Figure 12. 

 
Figure 12. Concentration of impoverished White children under the age of six living in 

homes built before 1980 at the census tract level across the U.S. 

 

5.1. Strengths. 

Current approaches to identifying residential lead exposure hotspots often hide “high-risk” 

areas because they rely on marginal distributions of single characteristics. This represents a 

significant limitation, as these methods not only underestimate the full extent of risk, but also fail to 

account for the full nature of risk arising from compounded social, economic, infrastructural, and 
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environmental burdens faced by those living in hidden “high-risk” areas. In contrast, our novel 

approach uncovers those high-risk areas by capturing the joint distributions of multiple 

characteristics. This enables us to pinpoint populations living in systematically under-resourced 

areas—such as uninsured children living in rural areas, Native American children living in 

reservations, and low-income Black children living in urban areas across the South and Northeast—

who require targeted lead abatement efforts. Furthermore, by preserving the full variability in the 

data, our novel model provides a more nuanced understanding of the gradient of risk, rather than 

relying on the broad quantile-based categorizations of traditional models. Relatedly, our novel model 

provides flexibility in variable selection and manipulation. For instance, age is treated as a 

continuous variable in the synthetic U.S. population, offering the ability to define any age range or 

even isolate specific ages rather than being confined to the ACS’s rigid bands of 0-4 years, 5-9 years, 

10-14 years, and so forth. This allows us to tailor analyses to the most at-risk subpopulations—such 

as children under the age of six (an age group identified by the CDC as especially vulnerable to lead 

exposure)—but also extends to exploring any other ages or age groups for a more nuanced 

understanding of other at-risk subpopulations. Additionally, our synthetic U.S. population grants 

access to a more comprehensive array of target variables that are not otherwise available in 

traditional marginal datasets, enabling the incorporation of nuanced characteristics like 

socioeconomic indicators, insurance status, housing conditions, work conditions, and time activity 

patterns, facilitating a comprehensive and context-sensitive evaluation of lead exposure risks. 

 

5.2. Limitations. 

Despite these strengths, our novel joint distribution approach is not without limitations. 

First, our model is inherently subject to the same limitations in data quality, modeling assumptions, 
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and underlying structure as the synthetic U.S. population itself, which are outlined in detail in Parikh 

et al. (2024). However, extensive validation of the synthetic U.S. population has demonstrated that it 

performs well in reflecting the real US population at the census tract level across several key social, 

economic, infrastructural, and environmental characteristics. Second, the case study presented here 

is based on a simplified scenario that focuses on the joint effects of age and housing age as a proof-

of-concept for how our synthetic U.S. population can improve the precision of current residential 

lead exposure approaches. While this provides a useful demonstration, it is not a direct one-to-one 

comparison with existing residential lead exposure maps that often layer in additional marginal 

distributions such as poverty, race, or other characteristics. A future study incorporating a wider 

range of variables—validated against actual BLL data from states like Massachusetts that mandate 

universal BLL testing—could further illustrate the benefits and applications of our novel joint 

distribution approach. Additionally, while we used housing age as a residential risk proxy to align our 

model with current mapping methods, we acknowledge that this metric alone is insufficient in 

capturing residential lead exposures. More comprehensive indicators of residential lead exposure 

would also account for factors like housing quality, infrastructure condition, and neighborhood 

environmental risks including the presence of lead-based pipes and lead-emitting sites. Relatedly, this 

study only considers young children given their heightened susceptibility to lead exposure. However, 

emerging research suggests that other groups such as young women and pregnant individuals may 

also face significant risks from lead exposure, and broadening the scope of the analysis to consider 

these additional vulnerable groups would enhance the model’s utility and relevance for more 

inclusive public health interventions. 
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6. CONCLUSIONS. 

In response to the federal government’s call for improved methods to map residential lead 

exposure hotspots, we leveraged joint distributions from our novel synthetic U.S. population to 

identify high-risk areas and compared these results to traditional methods relying on marginal 

distributions from the ACS. Specifically, our census-tract-level analysis revealed that the majority of 

at-risk areas identified through our novel joint distribution approach were not captured by 

traditional marginal distribution approach, representing millions of at-risk young children who may 

have gone undetected in traditional risk assessments and mitigation efforts. Furthermore, areas with 

high concentrations of White, Native American, and uninsured individuals were systematically more 

likely to go undetected by traditional approaches. Additional individual-level analyses showed that 

uninsured and impoverished children were more likely to reside in older homes, further 

underscoring the limitations of existing methods and the need for more comprehensive, context-

sensitive approaches. 

Our study demonstrated that our synthetic U.S. population can provide a powerful tool for 

identifying both who is at risk and where those risks are concentrated, and underscores the critical 

need for more comprehensive and context-sensitive approaches to identifying residential lead 

exposure hotspots to better target at-risk communities for intervention. By integrating joint social, 

economic, infrastructural, and environmental characteristics through our synthetic U.S. population, 

we have taken an important step toward more accurately capturing the multifaceted, multilevel 

vulnerabilities faced by marginalized communities—vulnerabilities that are often overlooked by 

current residential lead exposure maps. This approach not only enhances the precision of identifying 

pockets of risk, but also provides a pathway for developing interventions tailored to the specific 

needs and contexts of these communities, all of which are barriers associated with other solutions 

like mandated universal BLL testing. 
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The implications of our findings extend beyond the technical advancements in risk mapping; 

they point to a broader call for policy shifts, resource allocation, and community engagement to 

break the cycle of vulnerability to lead exposures. Specifically, there is an urgent need to address 

gaps in current methods for identifying residential lead exposure hotspots for the vulnerable 

subpopulations that have thus far gone undetected, unprotected, and underserved. Future research 

should build on our work by refining risk models to include more comprehensive indicators of 

housing, neighborhood, and infrastructural quality that are relevant to residential lead exposure risks, 

such as HUD’s Deteriorating Paint Index,257 the Natural Resources Defense Council’s (NRDC)  

map of aging lead-based water pipes,258 contaminated outdoor soil, and proximity to highways, 

industrial sites, mining operations, and waste zones. Further, modeling lead exposures, BLLs, or 

lead-attributed health outcomes as a function of multiple characteristics could improve our 

understanding of individual risk profiles with geographic specificity. More advanced methods, like 

agent-based simulations, could also be employed to simulate the movements of individuals 

throughout their environments each day, offering more precise estimates of true lead exposures. 

Lastly, future scenario simulations could be used to evaluate the potential impact of policy changes, 

lead abatement interventions, and resource reallocation on reducing lead exposures in vulnerable 

communities. These research directions will not only enhance our capacity to identify and mitigate 

lead hazards, but also support the development of equitable and effective public health strategies for 

all communities. 

  



 
 
 

103 
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1. ABSTRACT. 

As climate change intensifies, heat stress has become a major public health concern across 

the United States (U.S.). Residential air conditioning (AC) is critical for mitigating heat-related health 

and economic burdens, yet disparities in residential AC access continue to place vulnerable 

populations at risk. Traditional approaches to assess these disparities often rely on residential AC 

ownership data, reported either as individual-level microdata at coarse spatial resolutions or as 

geographically-aggregated data at finer spatial resolutions, which fails to capture the financial and 

logistical barriers to residential AC use, as well as important spatial and individual variability in 

residential AC access.  

To overcome these limitations, we trained a gradient boosting model on 2020 microdata 

from the Residential Energy Consumption Survey (RECS) to predict residential AC access—defined 

here as the ability to own, install, maintain, and operate AC systems—as a function of age, sex, race, 

ethnicity, household income, housing tenure, occupancy, building type, building age, cooling degree 

days (CDD), and state. We then applied this model to 2018-2022 microdata from a synthetic U.S. 

population comprising 330 million agents designed to reflect the real U.S. population at the census 

tract level, to assign each agent an individual probability of residential AC access based on these 

same predictive characteristics. This approach allowed us to downscale individual residential AC 

access data that traditionally only provides spatial information at the state level to the census tract 

level, enabling a fine-grained analysis of how compounding social, economic, infrastructural, and 

environmental characteristics shape residential AC access across diverse U.S. contexts.  

We found stark contrasts between our findings and those of existing research: while studies 

report a median residential AC ownership probability of 97% with values ranging from 15-100%, 

our model estimated a median residential AC access probability of only 80% with values ranging 

from 3-97%, discrepancies which we attribute to our unique inclusion of both AC ownership and 
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AC use in our measurement of AC access. Notably, state, household income, and building age 

emerged as among the strongest predictors of AC access in our model. Limited residential AC 

access was most pronounced in the West, Northwest, and Northeast states, but significant intrastate 

variability persisted across states within all U.S. regions, underscoring the need for assessments that 

account for spatial variations in state policies and programs, energy infrastructures and costs, 

building practices and standards, environmental conditions, population density, and population 

composition. Household income showed a pronounced gradient, where lower-income households 

were up to 24% more likely to experience limited residential AC access than higher-income 

households. A similar pattern emerged for building age, with those residing in the oldest homes 

being up to 13% more likely to experience limited residential AC access than those in newer homes. 

Additional disparities were found across race, ethnicity, housing tenure, occupancy, building type, 

and CDDs.  

We envision that federal, state, and local agencies could use this data-driven tool to identify, 

prioritize, and allocate cooling resources to populations and places most at risk, advancing climate 

resilience and promoting climate equity. 

 

2. INTRODUCTION. 

With the global climate crisis rapidly intensifying over the past century, protecting the 

population against heat stress has emerged as one of today’s most pressing public health challenges. 

Exposure to heat stress is directly linked to a range of acute and chronic conditions—from 

headaches, dizziness, nausea, impaired focus, heat exhaustion, and heat stroke to cardiovascular, 

respiratory, renal, and neurological diseases—all of which contribute to higher risk of morbidity and 

mortality compared to that of any other weather-related hazard.259–265 These health impacts also carry 
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significant economic consequences, resulting in over $1 billion in healthcare costs and an additional 

$100 billion in productivity losses each year in the U.S. alone.266–268  

Given that people spend the majority of their time indoors—particularly within their 

homes—the conditions of these environments profoundly shape their exposures to heat stress.269 

Among available options, air conditioning (AC) stands out as the most widespread and effective 

cooling solution for maintaining safe indoor temperatures in these environments, and has been 

shown to reduce the risk of heat-related illnesses.270–273 However, while approximately 90% of U.S. 

households own an AC unit,274 ownership alone does not guarantee its use. True access to AC as a 

cooling solution is often constrained not only by the cost of the equipment but also by the expenses 

associated with installation, maintenance, and the ongoing energy required for operation.275–278 This 

challenge reflects a broader energy burden affecting a significant portion of the U.S. population, 

defined as spending more than 6% of household income on energy costs.279 Households facing this 

burden are often forced to make difficult trade-offs between maintaining safe indoor temperatures 

and meeting other essential needs.279 Currently, more than 30% of U.S. households are classified as 

energy-burdened, and this challenge is only expected to grow as climate extremes intensify, the 

housing stock ages, and energy costs rise.280–284  

These burdens are not distributed equally across the population. A long history of 

entrenched structural discrimination in the U.S has segregated economically disadvantaged and 

racially- and ethnically- minoritized communities into neighborhoods with disproportionately high 

levels of heat stress.285–288 Many homes in these neighborhoods are aging, often lacking proper 

insulation and energy-efficient cooling systems, which makes maintaining safe indoor temperatures 

both challenging and costly.278,279,289–294 Moreover, these marginalized communities often face 

significant barriers to managing heat-related illness due to unaffordable healthcare coverage, fewer 

healthcare facilities, and substandard healthcare options.295–297 This cycle of vulnerability—where 
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those most exposed to heat stress are least able to protect against it—is particularly severe for 

children and the elderly belonging to these communities, who also face increased physiological 

susceptibility to extreme temperatures due to reduced thermoregulatory capacity.297–299  

Therefore, understanding which populations face limited access to cooling and pinpointing 

where they live represent essential steps in designing and implementing accessible cooling 

interventions that reduce the compounding burdens associated with heat stress. However, research 

in this area is limited due to two key methodological limitations. First, few datasets capture 

residential AC access, forcing most researchers to rely on residential AC ownership as a sufficient 

proxy for residential AC access.291,300–308 This reliance overlooks details that are essential to 

determining one’s ability to maintain safe indoor temperatures during peak heat season including 

whether households can afford to own, install, maintain, and operate AC systems as described 

above. Second, data on residential AC ownership is typically available in one of two forms to protect 

respondent privacy, each with distinct limitations: individual-level microdata at coarse spatial 

resolutions (state or national level), or as geographically-aggregated data at finer spatial resolutions 

(census block, census tract, or county level).309,310 Individual-level microdata at coarse spatial 

resolutions obscures important spatial variability, where different neighborhoods even within the 

same county can differ substantially in demographic makeup, housing quality, resource availability, 

energy costs, and climate conditions—characteristics influencing residents’ ability and need to access 

AC. Geographically-aggregated data at fine spatial resolutions, on the other hand, masks important 

individual variability on how these key social, economic, infrastructural, and environmental 

characteristics interact within specific subpopulations to create varying degrees of vulnerability in 

limited AC access.  

The U.S. Energy Information Administration (EIA) made a significant contribution to 

energy justice research with its release of the 2020 Residential Energy Consumption Survey (RECS), 
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which, for the first time, provided national household-level microdata on the ability to own, install, 

maintain, and operate AC systems.309 However, since this dataset only provides spatial information 

on the state where each surveyed household is located, its utility for planning cooling interventions 

to mitigate heat stress at the local level is limited. To bridge this gap, we harness the power of a 

novel synthetic U.S. population we previously generated, which provides realistic individual-level 

microdata on key social, economic, infrastructural, and environmental characteristics along with 

spatial information on the census tract where each synthetic agent is located. Specifically, we used 

machine learning techniques to model residential AC access as a joint function of age, sex, race, 

ethnicity, household income, housing tenure, housing occupancy, building type, building age, 

Cooling Degree Days (CDD), and state using RECS data. We then applied this model to predict 

residential AC access for each of the 330 million agents within the synthetic U.S. population, 

assessing the state-, tract-, and individual-level characteristics that produce differential vulnerabilities 

to residential AC access. By integrating microdata from RECS and our synthetic U.S. population, 

this study represents the first to map individual residential AC access probabilities across all U.S. 

census tracts, providing actionable insights into which populations face limited access to cooling and 

where they live.  

 

3. METHODS. 

We developed a novel approach that combines microdata from the RECS and synthetic U.S. 

population datasets to model individual probabilities of residential air conditioning (AC) access at a 

fine spatial resolution across the U.S. RECS provides household-level microdata on AC access—

defined here as the ability to own, install, maintain, and operate AC systems—along with several 

characteristics known to influence AC access including age, sex, race, ethnicity, household income, 
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housing tenure, housing occupancy, building type, building age, CDD, and state with spatial 

information at the state level. While the synthetic U.S. population lacks direct data on AC access, it 

contains individual-level microdata on these same predictive characteristics with spatial information 

at the census tract level, making it an ideal candidate for downscaling AC access estimates to a fine 

spatial resolution across the U.S. using predictive modeling. To implement this approach, we 

followed six key steps (Figure 13):  

(1) Selecting the target variable for residential AC access from the RECS dataset; 

(2) Standardizing the predictive variables across the RECS and synthetic U.S. population 

datasets; 

(3) Harmonizing the underlying structures of the RECS and synthetic U.S. population datasets; 

(4) Balancing the two residential AC access classes; 

(5) Training and validating a gradient boosting model on RECS data to assign individual 

probabilities of residential AC access with spatial information provided at the state level; 

(6) Applying this gradient boosting model to the synthetic U.S. population dataset to assign 

individual probabilities of residential AC access to each of the 330 million synthetic agents 

with spatial information provided at the census tract level. 

This novel approach enabled us to analyze how residential AC access is shaped by the interplay 

of social, economic, infrastructural, and environmental characteristics at a fine spatial resolution 

across diverse U.S. contexts (described in subsequent sections). All analyses were conducted using R 

version 4.3.3. 
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Figure 13. Methodological framework. 

 

3.1. Data sources. 

3.1.1. RECS dataset. 

The Residential Energy Consumption Survey (RECS)—administered by the U.S. Energy 

Information Administration (EIA)—is designed to estimate energy consumption, expenditures, and 

characteristics of occupied housing units across the U.S.311 In 2020, RECS introduced household-

level microdata collected from 18,496 nationally representative households via self-administered web 

and paper questionnaires across all 50 states and the District of Columbia with spatial information 

specifying the state where each household is located.311 The RECS includes a voluntary Household 

Survey, which collects data from households on energy consumption, and the mandatory Energy 

Supplier Survey (ESS), which gathers data from energy suppliers on actual consumption and 
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expenditures for electricity, natural gas, and other fuels.311 A comprehensive nonresponse bias 

analysis was conducted to ensure data quality, and no significant concerns were found, indicating 

that the final weighted estimates closely represent the target U.S. population.311 

 

3.1.2. Synthetic U.S. population dataset. 

In a previous study, we generated a novel synthetic U.S. population consisting of 

330,587,560 synthetic agents, the methods for which are described in detail in Parikh et al. 

(2024). This dataset provides realistic individual-level microdata on key social, economic, 

infrastructural, and environmental characteristics along with spatial information specifying the 

census tract where each synthetic agent is located. The synthetic U.S. population was designed to 

mirror real-world joint distributions at a fine spatial resolution across the entire U.S. 

Briefly, our analysis integrated two primary datasets from the U.S. Census Bureau’s 

American Community Survey: the 2022 5-Year ACS, which provides comprehensive geographically-

aggregated data on the U.S. population at the census tract level, and the 2022 1-Year ACS Public 

Use Microdata Sample (PUMS), a representative subset offering detailed individual- and household-

level microdata on approximately 1% of the U.S. population at the Public Use Microdata Area 

(PUMA) level. Together, these datasets allowed us to uniquely model joint distributions of age, sex, 

race, ethnicity, household income, housing tenure, housing occupancy, building type, building age, 

and heating fuel at the census tract level using the best available data. 

We employed a static spatial microsimulation approach using Iterative Proportional Fitting 

(IPF), a deterministic reweighting method known for its ability to efficiently generate consistent 

estimates with each run.54,84–87,94 We first categorized the individual-level microdata by converting 

categorical variables into binary dummy variables (0/1)—an alignment that was crucial for ensuring 
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that the individual-level microdata could be constrained to the geographically-aggregated data in 

subsequent steps. Initial weights were set to 1 so that each individual started with equal influence, 

and during the IPF process, these weights were iteratively adjusted within each PUMA using the ipfp 

package in R.54 The process ran for up to 50 iterations or until convergence was reached at an 

acceptable tolerance threshold of 1.5e-8 between the adjusted weights and known constraints. We 

converted the resulting fractional weights from the IPF process into integers through the 

pseudorandom Truncate, Replicate, Sample (TRS) method.91 Finally, we expanded the integerized 

data by replicating individuals according to their integer weights.  

The resulting synthetic U.S. population underwent extensive internal and external validation 

to ensure its accuracy and applicability for further public health analyses. For internal validation, we 

achieved a Pearson’s R of 0.99 across census tracts and a standard absolute error (SAE) below 0.1 

for 97% of tracts. We externally validated each demographic variable against the 2020 U.S. 

Decennial Census and each housing variable against the 2020 RECS dataset using the Kullback-

Leibler divergence statistic, achieving means of <0.08 across all variables, indicating very little 

information loss.  

 

3.2. Data processing. 

3.2.1. Selecting the target variable for AC access from the RECS dataset. 

Our analysis aimed to assess AC access—not only whether households owned an AC system 

but also whether they could afford to use it consistently—as our target variable.  

To capture this, we selected “no AC days” as our target variable from the RECS dataset, 

which records the number of days households went without AC over the year. This variable, 

originally continuous (0–365), displayed a bimodal distribution with most households clustered 
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around either 0 or 365 days and few intermediate values between 0 and 365 days. This extreme 

clustering can pose a significant challenge for predictive models, particularly for gradient boosting, 

which generally perform best with either binary data that has balanced classes or continuous data 

that has a broad distribution across its range. Gradient boosting models build successive decision 

trees where each new tree attempts to correct errors from previous iteration to improve its 

predictive accuracy. However, when data points are concentrated at the extremes and limited across 

its full range of values, the model is forced to primarily correct errors within these dominant clusters 

and can end up “memorizing” the patterns at 0 or 365 days rather than learning generalizable 

relationships between 0 and 365 days. Overfitting on the dominant clusters in this way ultimately 

reduces the model’s sensitivity to subtler variations that might be associated with intermediate levels 

of AC access. 

To address this challenge, we transformed “no AC days” into a binary target variable: 0 for 

households with no days without AC and 1 for households with any days without AC over the year. 

This transformation allowed us to accomplish our goal of distinguishing between households that 

could afford consistent AC access and those who could not for any reason. 

We then cross-referenced this binary target variable against other indicators available within 

the RECS dataset that signal different dimensions of limited AC access, including whether 

households reported having an AC system, whether households were unable to use their AC systems 

due to equipment failure they could not afford to repair or replace, and whether households were 

disconnected from electricity necessary to operate their AC systems due to energy bills they could 

not afford to pay. We found that all households flagged by the binary target variable as having 

limited AC access were also identified by at least one of these other indicators of limited AC access. 

Furthermore, no households flagged by the other indicators were missed by the binary target 

variable, indicating that it captured all measured dimensions of limited AC access within the RECS 
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dataset. To quantify the level of agreement between the binary target variable and these other 

indicators of AC access, we calculated Cohen’s Kappa, a statistical measure of inter-rater reliability 

that accounts for agreement occurring by chance. The results revealed a strong positive association 

between the binary target variable and AC ownership status (k = 0.84) and modest to low positive 

associations with AC repair affordability and AC electricity affordability (k = 0.35 and k = 0.06, 

respectively).  

 

3.2.2. Standardizing the predictive variables across the RECS and synthetic U.S. population 

datasets. 

To downscale this binary target variable, “no AC days,” to a fine spatial resolution, we 

implemented a gradient boosting model to identify patterns of AC access based on a set of 

predictive individual-level characteristics in the RECS dataset (training data) and applied these 

learned patterns based on this same set of predictive individual-level characteristics in the synthetic 

U.S. population dataset (application data).  

A critical step in implementing this approach was selecting and standardizing the predictive 

variables common to both the RECS and synthetic U.S. population datasets. This is because 

gradient boosting models are highly sensitive to the consistency of input data; if variable definitions, 

coding, or formats differ between the training and application phases, the model may misinterpret 

the relationships it has learned when transferring them from the training data to the application data, 

leading to biased or unreliable predictions. We therefore selected age, sex, race, ethnicity, household 

income, housing tenure, housing occupancy, building type, building age, CDD, and state as our 

predictive variables and standardized them across datasets to enable our model to consistently 

interpret relationships across the training and application phases. This selection was based on 
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research highlighting how these social, economic, infrastructural, and environmental characteristics 

influence AC access across diverse U.S. contexts.  

 

3.2.3. Harmonizing the underlying structures of the RECS and synthetic U.S. population 

datasets. 

An equally critical step in implementing this approach was harmonizing the underlying 

structures of the RECS dataset (which reports data on households) with the synthetic U.S. 

population dataset (which contains data on individuals), given that gradient boosting models require 

consistency in input data to make accurate predictions, as detailed in the previous section.  

To achieve this consistency, we developed a custom function to extrapolate householder 

characteristics to all household members in the RECS dataset, treating them as individual data 

points. We initially replicated the characteristics of the original householder across all household 

members to reflect the reported number of people in each household, however, we then tailored 

these characteristics based on different criteria for different variables. 

Household-level variables—including household income, housing tenure, housing 

occupancy, building type, building age, CDD, state, and AC access—were uniformly applied to each 

household member based on the householder’s data since these characteristics pertain to the 

household as a whole. Race and ethnicity variables were also uniformly assigned to each household 

member based on the householder’s data, aligning with national trends indicating that over 90% of 

U.S. households consist of individuals of the same race and ethnicity, which minimizes assumptions 

about intra-household diversity. 
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For the age variable, the RECS dataset provided the number of occupants in three broad age 

groups: children (0–17), adults (18–64), and elderly individuals (65+). We assigned each household 

member to an age group based on this information.  

For the sex variable we leveraged the 2022 American Community Survey (ACS), the largest 

annual survey of the U.S. population conducted by the U.S. Census Bureau that provides state-

specific estimates of marginal sex distributions. The ACS’s large sample size and state-level 

granularity allowed us to probabilistically assign these characteristics to household members in a way 

that preserved realistic demographic patterns across states. We assigned each household member a 

sex based on state-specific sex distributions to force RECS to reflect real-world variations in sex 

ratios at the state level. Table 11 details the final dataset structures. 

 

Table 11. Aligning the structures of the RECS and synthetic U.S. population datasets to facilitate 

predictive modeling. 

Variable Original  
RECS coding 

Original synthetic U.S. 
population coding 

Standardized coding 

Level Household Individual Individual 
Age 0-17 

18-64 
65+ 

Years 0-17 
18-64 
65+ 

Sex Male 
Female 

Male 
Female 

Male 
Female 

Race White 
Black 
Asian 
Native 
Other 

White 
Black 
Asian 
Native 
Other 

White 
Black 
Asian 
Native 
Other 

Ethnicity Hispanic 
Non-Hispanic 

Hispanic 
Non-Hispanic 

Hispanic 
Non-Hispanic 

Household 
income 

> $5000 
$7500-$9999 
$10000-$12499 
$12500-$19999 
$20000-$24999 
$25000-$29999 

Dollars > $5000 
$7500-$9999 
$10000-$12499 
$12500-$19999 
$20000-$24999 
$25000-$29999 
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$30000-$34999 
$35000-$39999 
$40000-$49999 
$50000-$59999 
$60000-$74999 
$75000-$99999 
$100000-$149999 
> $150000 

$30000-$34999 
$35000-$39999 
$40000-$49999 
$50000-$59999 
$60000-$74999 
$75000-$99999 
$100000-$149999 
> $150000 

Housing 
tenure 

Rent 
Own 
Occupy without payment 
of rent 

Rent 
Own 
Occupy without payment 
of rent 

Rent 
Own (including occupy 
without payment of rent) 

Housing 
occupancy 

Number of people Number of people Number of people 

Building 
type 

Mobile home 
Apartment (2-4) 
Apartment (>5) 
Single family home 
(attached) 
Single family home 
(detached) 

Mobile home 
Boat, RV, van 
Apartment (2) 
Apartment (3-4) 
Apartment (5-9) 
Apartment (10-19) 
Apartment (20-49) 
Apartment (>50) 
Single family home 
(attached) 
Single family home 
(detached) 

Mobile home (including 
boat, RV, van) 
Apartment (including all 
apartment types) 
Single family home 
(including all single family 
home types) 

Building 
age 

Before 1950 
1950-1959 
1960-1969 
1970-1979 
1980-1989 
1990-1999 
2000-2009 
2010-2015 
After 2015 

Before 1940 
1940-1949 
1950-1959 
1960-1969 
1970-1979 
1980-1989 
1990-1999 
2000-2009 
2010-2019 
2020 
2021 
2022 

Before 1950 
1950-1959 
1960-1969 
1970-1979 
1980-1989 
1990-1999 
2000-2009 
After 2010 

CDD CDDs (defined as the 
number of degrees that a 
day’s average temperature 
is above a base 
temperature of 65°F, 
where the average 
temperature for each 
household was assigned 
from their nearest 

CDDs (defined as the 
number of degrees that a 
day’s average temperature 
is above a base 
temperature of 65°F, 
where the CDDs for each 
individual was assigned 
based on their census 
tract designation 

CDDs 
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weather stations extracted 
from the National 
Centers for 
Environmental 
Information’s (NCEI) 
Climate Data Online 
(CDO) database for the 
year 2020311) 

extracted from the Office 
of Energy Efficiency and 
Renewable Energy 
National Renewable 
Energy Laboratory’s 
(NREL) State and Local 
Planning for Energy 
(SLOPE) tool under the 
Representative 
Concentration Pathway 
(RCP4.5) scenario for the 
year 202312) 

State State (serving as a proxy 
to capture state-level 
differences in costs, 
policies, programs, 
practices, building 
standards, and energy 
infrastructures related to 
cooling needs) 

State (serving as a proxy 
to capture state-level 
differences in costs, 
policies, programs, 
practices, building 
standards, and energy 
infrastructures related to 
cooling needs) 

State 

 

3.3.3. Balancing the two AC access classes. 

Our final data processing step before training the gradient boosting model involved 

balancing the two AC access classes in the RECS dataset. The initial distribution of classes was 

highly imbalanced, with approximately 82.8% of households with consistent AC access and only 

17.2% with limited AC access. Such class imbalances can negatively impact the performance of 

predictive models such as gradient boosting which may overfit to the majority class while under-

representing the minority class.  

To mitigate this imbalance, we applied the Synthetic Minority Oversampling Technique 

(SMOTE), a widely-favored method proposed by Chawla et al. (2002) to balance classes.313 SMOTE 

works by identifying each instance in the minority class and locating its nearest neighbors within that 

class.313 It then creates synthetic examples by selecting random points along the line segments 

between each instance and its nearest neighbors.313 This interpolation-based approach allows the 
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model to generate diverse synthetic examples that lie between existing instances.313 Unlike methods 

that rely on simple resampling, SMOTE avoids overfitting on repeated observations by introducing 

variability among the synthetic examples, making it particularly effective for maintaining diversity 

within the minority class.313 Research has shown that balancing classes in this way can allow the 

model to learn meaningful patterns for both classes, thereby improving its predictive accuracy and 

generalizability.314–316 

In our analysis, we applied SMOTE with k = 5  nearest neighbors, following the original 

approach used by Chawla et al. (2002).313 This setting means that each synthetic example was 

generated by interpolating between an instance in the minority class and one of its five closest 

neighbors, thereby spreading synthetic examples across the feature space of the minority class to 

enhance their diversity. To maintain the population’s representativeness while avoiding undue 

influence from synthetic instances, we preserved the original RECS dataset weights for real 

observations and assigned a constant weight of 1 to the synthetic examples, following best practices 

outlined in He and Garcia, 2009,314 Kotsiantis et al., 2006,315 and Fernandez et al., 2018.316 This 

approach resulted in a balanced dataset, with approximately 45.4% of households classified as 

having limited AC access and 54.6% with consistent AC access. 

 

3.3. Modeling. 

Following data processing, we trained and validated a probabilistic classification model on 

the data in RECS, which enabled us to assign individual AC access probabilities to each of the 330 

million synthetic agents within the synthetic U.S. population as a function of their age, sex, race, 

ethnicity, household income, housing tenure, housing occupancy, building type, building age, CDD, 

and state. To accomplish this, we selected gradient boosting—a robust machine learning technique 
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suitable for both regression and classification tasks.317–319 This technique works by sequentially 

combining multiple weak learners called decision trees to build a strong predictive model.317–319A 

decision tree splits the data into subsets based on feature values, creating a branching structure 

where each internal node represents a decision and each leaf represents an outcome.317–319 Critically, 

each decision tree in gradient boosting is added to correct the errors of the previous one, with the 

model optimizing its predictions by minimizing a loss function through an iterative process.317–319 

Our choice of gradient boosting for this analysis was guided by four key advantages. First, gradient 

boosting supports probabilistic classification, providing continuous probability estimates between 0 

and 1 for each class rather than strict binary classifications of AC access or limited AC access.317,320 

Second, gradient boosting is adept at handling various variable structures—both categorical and 

continuous—spanning diverse ranges.317,320 This adaptability is particularly beneficial in our case 

given the mix of social, economic, infrastructural, and environmental predictor variables in our 

model. Third, gradient boosting effectively captures nonlinear relationships and interactions between 

variables, allowing the model to identify complex patterns and dependencies that might not be 

apparent through simpler techniques.317,320 Finally, because gradient boosting allows us to control 

model complexity through hyperparameters like learning rate, tree depth, and the number of 

boosting rounds, it enables effective management of overfitting—a common challenge in other 

machine learning models.317,320 

 

3.3.1. Model training and validation.  

We trained and validated our model on the RECS dataset, allowing us to assess the model’s 

performance before applying it to the synthetic U.S. population dataset. To do this, we split RECS 

into 80% training and 20% testing sets, keeping households intact to avoid treating household 
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members as independent observations—which could otherwise lead to overfitting. We then applied 

stratified sampling to ensure that the distribution of households with and without AC access was 

maintained across both sets.   

To optimize the model, we conducted a grid search aimed at maximizing the area under the 

receiver operating characteristic curve (ROC-AUC), adjusting key hyperparameters that control 

model complexity, learning rate, and regularization to balance predictive accuracy and 

generalizability.317,320 These parameters included the number (100, 250, 500, 750, 1000) and depth (6, 

8, 10) of decision trees to regulate model complexity; the learning rate (0.01, 0.05, 0.1) to refine 

prediction adjustments; and regularization factors like minimum child weight (1, 5, 10), gamma (0, 1, 

5), subsampling rate (0.7, 0.8, 0.9), and column sampling by tree (0.7, 0.8, 0.9), which introduce 

randomness and limit overfitting by shaping how each tree is built.317,320 Additionally, we used a 10-

fold cross-validation process repeated three times to identify the optimal hyperparameter 

combination for maximizing ROC-AUC across various random splits. The final gradient boosting 

model achieved a ROC-AUC of 0.95 on the training set and 0.80 on the testing set with 500 

boosting rounds, a maximum tree depth of 6, a learning rate of 0.01, a minimum child weight of 1, a 

gamma of 1, a subsample rate of 0.8, and a column sampling by tree of 0.8.  

We then trained this validated model on the full RECS dataset to maximize data utilization 

before applying it to the synthetic U.S. population dataset. 

 

3.3.2. Model application. 

Finally, we applied the final gradient boosting model trained on the full RECS dataset to the 

synthetic U.S. population dataset, enabling us to assign individual probabilities of AC access to each 

of the 330 million synthetic agents within the synthetic U.S. population.  
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3.4. Analysis. 

To understand how modeled probabilities of AC access are influenced by various 

characteristics across the U.S. population, we conducted a multi-level analysis. First, we identified 

the most influential predictors of AC access by generating a feature importance matrix using the 

XGBoost package in R. This matrix quantified the relative influence of each predictor based on 

three metrics: the frequency with which it was used to split the data (frequency), the improvement in 

model accuracy attributed to its use in splitting (gain), and the proportion of samples it affected 

across all splits (cover). Second, we compared interstate and intrastate disparities in AC access by 

aggregating the RECS model’s predictions of AC access to the state level and the synthetic U.S. 

population model’s predictions of AC access to the census tract level. Third, we evaluated tract-level 

disparities by plotting the aggregated tract-level predictions of AC access against CDDs, population 

density, and demographic composition (defined by the proportion of the tract’s population that are 

both below the Federal Poverty Line (FPL = $25,000) and non-White) using hexbin plots. And 

finally, we evaluated individual-level disparities by plotting the raw individual-level predictions of AC 

access by age, sex, race, ethnicity, household income, housing tenure, housing occupancy, building 

type, and building age using violin plots. This gave us a detailed view of how and why different 

groups may experience varying levels of AC access within the U.S. population.  

 

4. RESULTS. 

4.1 Study population. 

Table 12 provides an overview of the descriptive statistics for the synthetic U.S. population 

used in this study. This population comprises 330,587,563 synthetic agents that reflect the real U.S. 
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population with respect to age, sex, race, ethnicity, household income, housing tenure, housing 

occupancy, building type, building age, and heating fuel type. The average age of the population was 

39 years, with an equal distribution between males and females (50% each). The majority of the 

population identified as White (66%), followed by Black (12%), Asian (6%), and Native (1%), while 

15% identified as “Other” (including mixed races or other races not captured in the aforementioned 

groups) and 19% identified as Hispanic. The mean household income was $105,671, with a large 

proportion of households earning over $75,000, though a wide income distribution points to 

significant economic variability. 

 

Housing data revealed that the majority of the population owned their homes (66%) while the rest 

rented (34%). The housing stock was also dominated by single family homes (69%), followed by 

apartments (25%) and mobile homes (6%), with an average housing occupancy of 2.61 people. The 

age of buildings spans various decades, with a relatively even distribution across decades, reflecting 

historical shifts in residential development. 

Lastly, there was substantial variability in climate conditions across census tracts, where the 

mean CDDs across tracts was 1,636 degrees with a standard deviation of 1,130.  

 

Table 12. Descriptive statistics of the synthetic U.S. population dataset. 

Characteristic N = 330,587,5631 

Age (years) 39 (23) 

Sex  

Female 166,805,584 (50%) 

Male 163,781,979 (50%) 

Race  
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Characteristic N = 330,587,5631 

White 217,813,030 (66%) 

Asian 19,070,789 (6%) 

Black 41,053,109 (12%) 

Native 3,376,045 (1%) 

Other 49,274,590 (15%) 

Ethnicity  

Hispanic 61,573,472 (19%) 

Non-Hispanic 269,014,091 (81%) 

Household Income (dollars) 105,671 (115,704) 

Household Income  

< $5000 9,289,926 (2.8%) 

$5000-7499 2,727,435 (0.8%) 

$7500-9999 3,103,650 (0.9%) 

$10000-12499 7,521,202 (2.3%) 

$12500-14999 5,519,102 (1.7%) 

$15000-19999 10,435,006 (3.2%) 

$20000-24999 12,360,779 (3.7%) 

$25000-29999 11,220,761 (3.4%) 

$30000-34999 12,929,225 (3.9%) 

$35000-39999 11,454,475 (3.5%) 

$40000-49999 23,570,938 (7.1%) 

$50000-59999 21,947,991 (6.6%) 

$60000-74999 30,967,191 (9.4%) 

$75000-99999 42,359,016 (13%) 

$100000-149999 57,097,066 (17%) 

> $150000 68,083,800 (21%) 
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Characteristic N = 330,587,5631 

Housing Tenure  

Own 217,030,162 (66%) 

Rent 113,557,401 (34%) 

Housing Occupancy (people) 2.61 (1.62) 

Building Type  

Apartment 82,217,358 (25%) 

Mobile Home 18,654,135 (6%) 

Single Family Home 229,716,070 (69%) 

Building Age  

Before 1950 52,971,945 (16%) 

1950-1959 33,249,208 (10%) 

1960-1969 33,329,736 (10%) 

1970-1979 47,899,418 (14%) 

1980-1989 44,286,086 (13%) 

1990-1999 42,881,310 (13%) 

2000-2009 41,616,779 (13%) 

2010 or later 34,353,081 (10%) 

CDD (degrees) 1,636 (1,130) 

Limited Residential AC Access (probability) 0.24 (0.17) 

1Mean (SD); n (%) 
 

4.2 Key predictors of residential AC access. 

We found that the mean predicted probability of limited residential AC access was 0.24, 

though individual probabilities varied widely (SD = ±0.17), ranging from 0.03 to 0.97 across the 

synthetic U.S. population (1st quartile = 0.11, median = 0.20, 3rd quartile = 0.32). Given this 
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variability, we used a feature importance matrix to determine which features most strongly 

influenced the model’s predictions. Household income emerged as the most significant predictor 

(24.14%), followed by state (18.37%), CDD (15.69%), and building age (12.31%). Additional 

features contributing to limited AC access included age (8.48%), housing occupancy (6.57%), race 

(4.86%), sex (4.45%), housing tenure (2.07%), ethnicity (1.72%), and building type (1.32%). These 

percentages represent the relative frequency of each feature’s use in decision-tree splits across all 

trees in the gradient boosting model. Other metrics included in the feature importance matrix—

including gain, which measures the improvement in accuracy brought by a feature when it is used 

for splitting, and cover, which quantifies the proportion of samples influenced by a feature across all 

splits—are provided in Table 1B in Appendix B. 

 

4.3. Assessing the spatial distribution of residential AC access. 

To illustrate the critical differences between using individual-level microdata at coarse spatial 

resolutions and fine spatial resolutions, we produced two maps of the individual predicted 

probabilities of residential AC access: one based on RECS data (Figure 14a) and the other using our 

synthetic U.S. population data (Figure 14b). Figure 14a highlights that Western and Northwestern 

states, including California, Oregon, Washington, Idaho, Montana, and Wyoming, appear most 

vulnerable to limited residential AC access. However, Figure 14b, reveals that state-level averages 

not only mask important census-tract-level variability within these regions but also dilute perceptions 

of vulnerability across Southwestern, Southern, Midwestern, and Northeastern states. This map 

shows that even within the same county, differences in demographic composition, housing quality, 

resource availability, energy costs, and climate conditions can significantly influence residents’ ability 

and need to access AC. 
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Figure 14. Predicted probability of limited residential AC access modeled as a joint function of age, 

sex, race, ethnicity, household income, housing tenure, housing occupancy, building type, building 

age, CDDs, and state using (a) microdata drawn from RECS at the state level versus (b) microdata 

drawn from the synthetic U.S. population at the census tract level. 
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4.4. Assessing the influence of tract-level characteristics on residential AC access. 

Next, we assessed the relationship between CDDs and access to AC at the census tract level. 

Figure 15a shows that most tracts are concentrated at lower CDDs (below 2,000 CDDs), where the 

probability of limited residential AC access often exceeds 0.25. The probability of limited residential 

AC access declines sharply as CDDs increase, clustering around 0.10 for tracts with CDDs over 

2,000. This trend plateaus beyond this threshold, suggesting that tracts have adapted to meet cooling 

needs once a certain level of heat is reached. 

Figure 15b illustrates the relationship between population density and access to AC. Most 

tracts are concentrated at lower population densities (below 1,000 people/km²), where probabilities 

of limited residential AC access are generally lower but vary widely from 0 to 1. As population 

density increases beyond approximately 25,000 people/km², the range of probabilities narrows and 

stabilizes within the 0.1 to 0.3 range. This pattern suggests that while lower-density tracts may show 

greater variability in access to AC, higher-density tracts tend to have probabilities of limited 

residential AC access that are generally lower and more consistent. 

We then assessed the role of racial, ethnic, and economic composition in determining access 

to AC. Figure 15c shows that most tracts are concentrated at lower percentages of non-White, low-

income residents (under 25%), where probabilities of limited residential AC access are typically 

lower but vary widely from 0 to 1. As the percentage of non-White, low-income residents increase, a 

more pronounced linear trend emerges, with probabilities of limited residential AC access 

consistently rising and clustering around 0.25. This trend indicates that as the proportion of racially- 

and ethnically- minoritized, economically-disadvantaged residents in a tract increases, the probability 

of limited residential AC access becomes not only higher but also more consistent. 
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Figure 15. Predicted probability of limited residential AC access by census-tract-level characteristics, 

including (a) annual CDD (b) population density, and (c) the percentage of the population that is 

both non-White and below the federal poverty level.  

 

4.5. Assessing the influence of individual-level characteristics on residential AC access. 

While there were no significant differences in mean probabilities of limited residential AC 

access by age or sex—children: 0.26 (SD ±0.17), adults: 0.24 (SD ±0.16), elderly: 0.20 (SD ±0.17); 

female: 0.24 (SD ±0.17), male: 0.24 (SD ±0.17)—we observed substantial variability across race, 

ethnicity, and household income (Figures 16a-16c). Individuals identifying as Native had the 

highest mean probability of limited AC access (0.36), followed by Other (0.33), Black (0.29), Asian 

(0.29), and White (0.21), indicating a notably higher likelihood of limited AC access among non-

White populations compared to White populations (Figure 16a). Similarly, Hispanic populations 

had a mean probability of 0.31, 8% higher than that observed for non-Hispanic populations (0.23) 

(Figure 16b). The violin plots show that probabilities for Asian, White, and non-Hispanic 

populations are more concentrated around lower values, whereas Native, Other, Black, and Hispanic 
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populations exhibit wider distributions. Notably, Native and Asian populations display a ‘bulb’ shape 

at the upper end of their distributions, signaling a subset with markedly high probabilities of limited 

AC access within these racialized groups. 

A clear gradient in the probability of limited AC access across household income groups was 

also evident. The lowest household income group earning <$5000 (0.40) had a mean probability 

24% higher than that of the highest income group earning >$150,000 (0.16) (Figure 16c). 

Additionally, as income increases, the probability distributions become more concentrated around 

lower values, suggesting that higher-income households experience not only lower, but also more 

consistent probabilities of limited residential AC access compared to lower-income households. 

Housing characteristics also revealed meaningful differences in the probability of limited 

residential AC access (Figures 16d-16g). Renters were more likely to lack access compared to 

homeowners, with mean probabilities of 0.30 and 0.21, respectively (Figure 16d). This trend 

extended to both building type and age. Those living in apartments (0.29) and mobile homes (0.27) 

had a higher mean probability of limited residential AC access compared to those in single-family 

homes (0.22) (Figure 16e). A clear gradient was observed for building age, where homes built 

before 1950 showed a mean probability of 0.29, which steadily decreased with each subsequent 

construction era, reaching a mean probability of 0.16 for buildings constructed in 2010 or later 

(Figure 16f). Housing occupancy also impacted access, with probabilities increasing from 0.23 for 

households with one to two people to 0.30 for households with five or more people (Figure 16g). 

In general, subcategories with less access to AC—such as renters, apartment dwellers, and those 

residing in older or more crowded homes—exhibited greater variability in their distributions 

compared to those with better residential AC access, mirroring the trends observed in social and 

economic characteristics. Predicted probabilities across all characteristics can be found in Table 2B 

in Appendix B. 
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Figure 16. Predicted probability of limited residential AC access by individual-level characteristics, 

including (a) race (b) ethnicity, (c) household income, (d) housing tenure, (e) building type, (f) 

building age, (g) housing occupancy. 
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5. DISCUSSION. 

To our knowledge, this study is the first to map individual probabilities of residential AC 

access—a comprehensive measure that accounts for one’s ability to own, install, maintain, and 

operate their AC system—across all U.S. census tracts. We achieved this by leveraging a 

combination of microdata from RECS and our synthetic U.S. population. Using machine learning 

techniques, we modeled residential AC access as a joint function of age, sex, race, ethnicity, 

household income, housing tenure, housing occupancy, building type, building age, CDDs, and 

state, achieving strong predictive accuracy that allowed us to downscale individual residential AC 

access data that traditionally only provides spatial information at the state level to the census tract 

level. Our findings show that the average probability of limited residential AC access across the 330 

million synthetic agents in the synthetic U.S. population was 0.24, with probabilities varying 

substantially (0.03–0.97), driven by social, economic, infrastructural, and environmental disparities. 

In addition to household income, building age, and CDDs, state emerged as a significant contributor 

to the model’s predictive power, likely reflecting state-level variations in cooling-related costs, 

policies, programs, practices, building standards, and energy infrastructures. Importantly, however, 

we revealed that state-level data often masks the true landscape of residential AC access, with our 

tract-level predictions uncovering substantial interstate and intrastate variability across all regions. 

For instance, while lack of residential AC access was most concentrated in the West, Northwest, and 

Northeast, significant disparities persisted within these regions in addition to the South, Southwest, 

and Midwest, underscoring the need to consider finer geographic scales when assessing AC access. 

This was driven by clear disparities in the probability of limited residential AC access based on 

climate conditions, population density, and demographic composition at the tract level alongside 

socioeconomic vulnerabilities at the individual level. These findings offer nuanced insights into the 

complex interplay of social, economic, infrastructural, and environmental characteristics that shape 
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inequities in residential AC access at fine spatial resolutions across the U.S. In this section, we situate 

these findings within the broader literature and illustrate their practical implications through case 

studies of three states, including Washington (WA), New York (NY), and Texas (TX).  

To date, a several studies have sought to model residential AC access at fine spatial 

resolutions to better identify heat-vulnerable populations, but these studies face significant 

limitations that may affect their accuracy and applicability. First, existing research is often forced to 

rely on AC ownership as a stand-in for AC access, which may bias perceptions of how widespread 

AC access is. For example, an analysis by Romitti et al. (2022) on residential AC ownership in 115 

metropolitan areas across U.S. census tracts reported a median predicted probability of residential 

AC ownership of 0.97, with a range from 0.15 to 1.00,291 which is consistent with other research 

showing similarly high levels of residential AC ownership across the U.S. that exceed 0.90.301,302,305–308 

In contrast, our study found a lower median predicted probability of residential AC access of 0.80, 

with a broader range from 0.03 to 0.97. This 17% decrease in the median and an 9% expansion in 

the range can primarily be attributed to differences in how the target variable was measured in 

existing studies compared to our study. Specifically, by relying on residential AC ownership as a 

proxy for residential AC access, existing studies may overlook the financial and logistical realities 

that affect whether households can actually use their AC systems. In contrast, by modeling whether 

households can afford to own, install, maintain, and operate their AC systems based on their joint 

social, economic, infrastructural, and environmental characteristics, we move beyond these simple 

proxies to capture the complexities that drive residential AC access in different subpopulations. Our 

approach therefore avoids overestimating residential AC access and provides a more comprehensive 

understanding of the variability in this access across the U.S.  

Second, residential AC ownership data is typically restricted to either individual-level 

microdata at coarse spatial resolutions or geographically-aggregated data at finer spatial resolutions 
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to protect respondent privacy. Individual-level microdata provide joint distributions that reveal how 

multiple characteristics interact within individuals, whereas geographically-aggregated data provide 

marginal distributions that represent the average prevalence of single characteristics within an area 

(e.g., the percentage of residents within a census tract in a specific income bracket or in a specific 

building type), without showing how these characteristics interact within that area (e.g., the 

percentage of residents within a census tract in a specific income bracket who live in a specific 

building type). Romitti et al. (2022) made strides in addressing these data limitations by integrating 

both individual-level microdata and geographically-aggregated data in their analysis.291 They utilized 

American Housing Survey (AHS) microdata containing joint distributions of multiple characteristics 

to model the joint effect of age, race, ethnicity, educational attainment, household income, housing 

tenure, building type, building age, and market value on individual probabilities of AC ownership at 

the Core-Based Statistical Area (CBSA) level.291 This model was then applied to ACS data containing 

marginal distributions of these same characteristics to estimate average probabilities of AC 

ownership at the census tract level.291 However, applying a model developed from joint distributions 

at the CBSA level to marginal distributions at the census tract level assumes that the relationships 

observed between characteristics at larger geographic levels also hold at smaller geographic levels. 

This assumption overlooks local variations in social, economic, infrastructural, and environmental 

contexts that can alter how these characteristics interact. A similar limitation exists in the 

development of heat vulnerability indices, where researchers typically use ACS data to overlay 

marginal distributions of “risk factors”—such as AC ownership, income levels, building types, heat 

exposures—at the census tract level to identify heat-vulnerability hotspots.301,302 This approach also 

assumes that the relationships observed at the area level apply to individuals within those areas. In 

both cases, the ecological fallacy arises when aggregate-level patterns are assumed to reflect 

individual-level interactions accurately, potentially masking or distorting the complex interactions 
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that shape patterns of heat vulnerability across U.S. subpopulations. Our approach counters this by 

applying a model developed from individual-level joint distributions with spatial information at the 

state level to individual-level joint distributions with spatial information at the census tract level, 

retaining the interactions between social, economic, infrastructural, and environmental 

characteristics at both geographic levels. This enables a more precise identification of heat-

vulnerable populations, supporting the development and deployment of targeted interventions and 

resources.  

While limited availability of replication data makes direct comparisons with our findings 

challenging—as existing studies have only assessed AC ownership in specific geographic areas within 

the U.S. following different methodological approaches—the findings of existing studies still 

provide useful information for contextualizing our own. 

We first explored how disparities in residential AC access manifest at different spatial scales. 

Although existing studies may provide important localized insights by focusing on AC ownership in 

areas such as Detroit,305 San Diego County,306 Los Angeles County,307 Maricopa County,308 

California,303 and Florida304, their findings may not generalize well to other areas. This may be 

particularly true in other states, if we consider our findings on the significant contribution of the 

state variable to our model’s predictive power (18%). This suggests that unobserved state-level 

factors—including state-level differences in cooling-related costs, policies, programs, practices, 

building standards, and energy infrastructures—likely play a crucial role in shaping residential AC 

access. Romitti et al. (2022) took a broader geographical approach by producing AC ownership 

predictions in urban areas across states, identifying a latitudinal trend where AC ownership was 

highest in the South and lower in other regions,291 which aligns with our findings that census tracts 

with lower CDDs tend to have reduced residential AC access. This can be attributed to the Southern 

states’ long history of adapting to high temperatures through widespread adoption of central AC as a 
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standard feature in homes and commercial buildings. In contrast, Western, Northwestern, and 

Northeastern states which have historically experienced milder climates, are now struggling to 

integrate effective cooling solutions as temperatures rise, often relying on window AC units that are 

both less efficient and less effective in maintaining safe indoor temperatures. However, our study 

extends this understanding by expanding AC access predictions beyond urban centers to also 

include rural areas, where 33% of the U.S. population resides. This broader coverage is essential, as 

our findings reveal that census tracts with lower population densities often face reduced residential 

AC access. This disparity may stem from economic constraints, fewer available AC service 

providers, and limited energy infrastructure characteristic of rural areas.321 Together, these findings 

highlight the strengths of our approach in capturing disparities in residential AC access both 

between and within states, offering a comprehensive view of how these disparities unfold at fine 

spatial resolutions across the entire U.S. 

We then explored how disparities in residential AC access manifest for different 

subpopulations experiencing compounding social, economic, infrastructural, and environmental 

vulnerabilities. Census tracts with higher percentages of residents who both identified as racial or 

ethnic minorities and lived below the FPL demonstrated a strong positive relationship with lack of 

access to residential AC. This finding set the stage for examining the specific individual 

characteristics that contribute to these disparities in residential AC access. Household income 

emerged as the most influential predictor in our model, contributing 24% to its predictive power and 

revealing a pronounced gradient, where lower-income households had a significantly higher 

probability of limited residential AC access compared to higher-income households. For example, 

the lowest income group was 24% more likely to experience limited residential AC access than the 

highest income group. Racial and ethnic disparities were also evident, with individuals identifying as 

Native, Black, Asian, Other, and Hispanic consistently exhibiting mean probabilities at least 9% 
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higher than their White and non-Hispanic counterparts. Housing-related vulnerabilities 

compounded these disparities. Building age, contributing 12% to the model’s predictive power, 

showed a clear trend where those living in older buildings were up to 13% more likely to experience 

limited residential AC access compared to those living in newer buildings. Other characteristics 

typical of those facing housing-related vulnerabilities—including renter status and apartment 

dwelling—exhibited both higher probabilities of limited residential AC access and greater 

variabilities in their distributions compared to their respective counterparts. These issues may reflect 

difficulties in improving residential AC access in older buildings, especially for renters and residents 

of multi-unit dwellings, who often lack the authority or resources to make structural changes.322–324 

While this suite of findings reinforces the understanding that marginalized populations tend to have 

limited access to health-promoting resources,278,279,289–299 our approach uniquely captures how 

residential AC access is produced by compounding social, economic, infrastructural, and 

environmental vulnerabilities, allowing us pinpoint which groups are most vulnerable and where 

they reside. 

Our findings, which reveal substantial disparities in residential AC access driven by social, 

economic, infrastructural, and environmental characteristics, highlight the pressing need for targeted 

policy responses tailored to diverse community needs across the U.S. Translating these insights into 

practical action is essential for optimizing resource allocation and enhancing public health 

interventions. Existing programs, such as the Department of Energy’s (DOE) Weatherization 

Assistance Program (WAP) and the Department of Health and Human Services’ (HHS) Low 

Income Heat Energy Assistance Program (LIHEAP), lay a foundation for expanding residential AC 

access by supporting costs associated with AC use but face limitations that hinder their reach and 

impact.325 WAP plays a critical role in addressing cooling needs beyond AC ownership, providing 

assistance for AC system repairs, insulation upgrades, and window replacements326, all of which are 
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essential services to maintaining safe indoor temperatures. Yet, WAP can serve only 35,000 homes 

annually at current funding levels,326 leaving many vulnerable households without support. Our 

model, which can pinpoint vulnerable populations struggling specifically with AC usage, could 

enable WAP to maximize its impact within a constrained budget by prioritizing weatherization 

assistance for those most in need. LIHEAP, which has a broader reach, operates as a targeted block 

grant where the federal government distributes resources to state governments, who are responsible 

for dispersing funds directly to households or utility companies on the households’ behalf to pay 

down home heating or cooling bills that they are unable to otherwise afford.327 In 2023, LIHEAP 

served 7.1 million American households, but this figure represents only 20% of eligible households 

needing cooling assistance, leaving a funding shortfall of over $2 billion.328 Moreover, only 24 states 

currently offer cooling assistance, which accounts for just 9.8% of the overall LIHEAP budget329—a 

reflection of the program’s historical emphasis on heating needs. This imbalance can be attributed to 

the outdated formulas governing state distributions.277 While an updated formula established in 1984 

aimed to balance heating and cooling needs by incorporating both heating degree days (HDDs) and 

CDDs, longstanding “hold-harmless” provisions have maintained funding levels based on an 

outdated formula focused on heating needs from 1981, and this is further entrenched by 

Congressional decisions to override the new formula in an effort to preserve funding in cold-

weather states.277 These provisions result in funding allocations that are misaligned with current 

energy burdens, leaving many populations underserved as the duration of the hot season and the 

frequency and severity of heat waves continue to increase.277 Addressing this misalignment calls for 

more granular data on AC access to guide states in efficiently allocating limited resources and 

effectively developing tailored interventions for the most heat-vulnerable populations. We illustrate 

the practical implications of using our model to generate such data through case studies of WA, NY, 



 
 
 

140 

and TX, demonstrating opportunities for it to strengthen programs like LIHEAP and WAP in 

diverse contexts. 

 

Washington. 

While state-level data indicates that much of Washington’s population faces 

challenges in accessing AC, our analysis at the census tract level reveals significant regional 

variability. Urban areas in Western Washington show markedly higher probabilities of 

limited residential AC access compared to areas in Eastern Washington (Figure 17). This 

disparity is particularly concerning given the 2021 Pacific Northwest heatwave. The 

historically mild climate of Western Washington has meant that many buildings were 

constructed without AC. During the heatwave, disproportionately severe conditions330 

coupled with the lack of protection331 resulted in hundreds of deaths in urban areas across 

Western Washington like Seattle and King County, particularly affecting marginalized 

populations.332,333 Since then, Washington has prohibited utility shutoffs above 90°F334 and 

updated building codes to require heat pumps and set a maximum indoor temperature of 

78°F for new buildings.335 However, Washington does not receive LIHEAP cooling 

assistance given that it was historically a cold-weather state,336 leaving low-income residents 

in older buildings outside the scope of these new standards. Our tool can help guide 

LIHEAP cooling assistance, retrofit incentives, AC deployment, shading initiatives, and 

community cooling center placement to protect these populations as the frequency and 

severity of heatwaves increase across the Northwest. 
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Figure 17. Predicted probability of limited residential AC access in WA using (a) microdata 

drawn from RECS at the state level versus (b) microdata drawn from the synthetic U.S. 

population at the census tract level. 

 

New York. 

In New York, high-density urban areas like New York City (NYC), and to a lesser 

extent, those along the I-90 corridor from Albany to Buffalo generally experience high levels 

of AC access, which can obscure significant disparities that persist in lower-density rural 

areas when looking solely at a state-level map compared to a tract-level map (Figure 18). 

Despite this perception of widespread AC access, New York has the nation’s highest 

concentration of older buildings,337 many of which lack modern design features and central 

cooling systems essential for maintaining safe indoor temperatures.338 As a result, residents in 

both urban and rural areas often rely on window AC units that are less effective and more 

costly, contributing to approximately 350 heat-related deaths annually.339 Cooling assistance 

is also limited, with only 2% of New York’s LIHEAP funding allocated to cooling needs.336 

A new Tenants’ Right to Cooling bill introduced in 2024 aims to address this gap by 

requiring landlords to maintain indoor temperatures below 78°F when it exceeds 82°F 

outside, with a four-year compliance window for structural upgrades.340 Until these standards 

take effect, NYC’s Home Energy Assistance Program (HEAP) continues to provide free AC 

Washington
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units to eligible residents in need.341 Our tool can further support these efforts by identifying 

areas where socioeconomic and housing vulnerabilities intersect, enabling targeted 

interventions tailored to specific contexts. In urban areas, it can help expand NYC HEAP’s 

AC distribution programs to high-risk neighborhoods, while in rural regions, it can guide 

LIHEAP cooling assistance, to better protect residents as projected increases in temperature 

and humidity amplify heat stress across the Northeast. 

 
Figure 18. Predicted probability of limited residential AC access in NY using (a) microdata 

drawn from RECS at the state level versus (b) microdata drawn from the synthetic U.S. 

population at the census tract level. 

 

Texas. 

Texas presents an interesting case in our analysis of residential AC access disparities. 

The state- and tract-level maps reveal minimal differences indicating generally strong 

residential AC access across most regions due to historically high temperatures and the 

widespread adoption of cooling infrastructure (Figure 19). However, this does not mean 

that Texas should be overlooked. Our model highlights notable disparities along the 

southern border, where tracts with higher probabilities of limited residential AC access 

coincide with communities that are predominantly low-income and Hispanic or Latino. 

These communities often suffer from limited economic opportunities, restricted access to 

New York
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assistance programs, and severely under-resourced infrastructures, making them particularly 

vulnerable to heat stress and heat-related illness.342 Coupled with the fragility of Texas’s 

energy grid—which has faced significant strain and failures during extreme weather events 

like the 2021 winter storm and an increasing number of heatwaves—the projected increase 

in heat stress across the South is expected to exacerbate existing vulnerabilities.343–345 

Addressing these needs involves not only strengthening the cooling infrastructure but also 

fortifying the energy grid to support sustained AC use during critical periods. Our tool can 

guide these efforts by pinpointing tracts that, while appearing adequately equipped at a state 

level, face distinct challenges that require proactive solutions such as the implementation of 

community cooling centers and targeted cooling assistance.277 

 
Figure 19. Predicted probability of limited residential AC access in TX using (a) microdata 

drawn from RECS at the state level versus (b) microdata drawn from the synthetic U.S. 

population at the census tract level. 

 

5.1. Strengths. 

We make substantial progress in understanding and mapping residential AC access across 

the entire U.S. through the integration of high-quality data sources and advanced modeling 

techniques. Unlike prior research that relied on residential AC ownership as a proxy for residential 

Texas



 
 
 

144 

AC access, our work provides a more comprehensive measure of true residential AC access, defined 

by the ability to own, install, maintain, and operate AC systems. We achieved this by leveraging 

microdata containing this target variable from RECS alongside microdata from our synthetic U.S. 

population, which simulates real-world distributions of social, economic, infrastructural, and 

environmental characteristics at the census tract level. Using a gradient boosting model, optimized 

through extensive hyperparameter tuning to achieve high predictive accuracy (ROC-AUC of 0.95 for 

training and 0.80 for testing), we captured complex, non-linear interactions among key predictors 

such as age, race, ethnicity, household income, housing tenure, housing occupancy, building type, 

building age, CDD, and state. This approach bypassed the common assumption that relationships 

between these variables are linear or straightforward, resulting in a realistic representation of their 

joint effects on residential AC access at a fine spatial resolution. The model’s generation of 

individual-level probabilities of residential AC access, covering the entire U.S. at the census tract 

level, provides an unprecedented granularity that reveals significant variations within and between 

tracts. This fine-grained distribution underscores how the social, economic, infrastructural, and 

environmental characteristics which underlie population health dynamics intersect to influence 

residential AC access. These insights are invaluable for policymakers, public health officials, and 

urban planners, equipping them with the precision needed to identify heat-vulnerable populations. 

 

5.2. Limitations. 

This study contributes valuable insights into disparities in residential AC access across the 

U.S.; however, several limitations must be acknowledged. First, the analysis depends on the quality 

and scope of the underlying datasets, each of which has inherent constraints. The RECS dataset, 

although instrumental in providing household energy data, is based on self-reported survey 
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responses from a relatively limited sample of the U.S. population. This reliance may introduce 

biases, particularly if the sample does not fully represent broader population characteristics. 

Additionally, while the synthetic U.S. population has been validated to reflect key demographic, 

socioeconomic, and environmental distributions in the real U.S. population at the census tract level 

(as detailed in Parikh et al., 2024), it may still carry biases inherent to its generation process that 

could impact the accuracy of model predictions. Second, the integration of household-level RECS 

data with individual-level synthetic U.S. population data required several assumptions. Specifically, 

race and ethnicity were assumed to be consistent across household members based on data showing 

that over 90% of U.S. households are racially or ethnically homogeneous, while sex was 

probabilistically assigned using state-level distributions from the ACS. While these assumptions 

facilitated data integration, they may overlook nuanced intra-household diversity, potentially 

impacting the precision of AC access predictions. Third, the target variable “no AC days” may be 

subject to recall bias, though it’s unclear if there is a directional bias. To address data imbalances and 

improve model performance, we transformed this variable into a binary measure, which captures 

whether households had access to AC but does not reflect the full range of deprivation. Fourth, 

while we included a broad range of social, economic, infrastructural, and environmental 

characteristics in our model, some important characteristics influencing residential AC access were 

only partially or not at all captured. This limitation stemmed both from the availability of variables 

and the need to use variables common to both data sources. For example, we used state as a proxy 

to capture variations in cooling-related costs, policies, programs, practices, building standards, and 

energy infrastructures, but could not disentangle which of these state-level characteristics most 

directly impacted residential AC access. We also used CDDs as a measure of temperature exposure 

but recognize that this metric does not fully represent environmental conditions prompting AC use, 

as it excludes humidity levels which can significantly affect heat perception. Additionally, income 
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does not fully capture wealth, an important distinction when evaluating economic barriers to AC 

access. Finally, we could not include structural characteristics such as building size, insulation quality, 

reflective coatings, and shading mechanisms, as these were only available in the RECS dataset, yet 

they play a critical role in residential AC use. The absence of such variables may have affected the 

precision of our model’s predictions and addressing these gaps represents a critical area for future 

research. Fifth, while residential AC access is associated with reduced heat-related mortality, this 

study does not capture all characteristics that contribute to heat stress exposures or heat stress 

resilience. By focusing solely on residential AC access, other critical elements such as access to 

workplace AC systems, community cooling centers, passive cooling solutions, adaptive behaviors, 

and biological susceptibility were not modeled, limiting the scope of our findings to disparities in 

residential AC access alone. Sixth, while gradient boosting was chosen for its strong ability to model 

complex, non-linear interactions and achieve high predictive accuracy (training ROC-AUC of 0.95 

and testing ROC-AUC of 0.80), it comes with limitations. Its “black box” nature means that, 

although it effectively captures intricate relationships among variables, it offers limited 

interpretability, making it difficult to discern the relative contributions or specific exposure-response 

functions of individual predictors. This highlights the trade-off between predictive performance and 

transparency when applying machine learning techniques in public health research. Seventh, this 

study provides a snapshot based on the most recent RECS and synthetic U.S. population datasets. 

However, as demographic, socioeconomic, and climate conditions evolve, the landscape of 

residential AC access may shift significantly. Future work should aim to adapt the model to reflect 

these changing conditions, enabling more forward-looking analyses that can guide interventions as 

new vulnerabilities emerge.  

Lastly, despite the significant benefits of AC, the widespread and growing reliance on AC 

amid prolonged hot seasons and more frequent and severe heatwaves creates a reinforcing cycle 
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with significant repercussions that must be considered. Increased AC use drives up electricity 

demand, placing strain on the electric grid.277,280,281,346–348 This strain has contributed to a tenfold 

increase in power outages and rolling blackouts—situations that are particularly dangerous during 

extreme heatwaves.346 If the additional power required to alleviate this strain is sourced from fossil 

fuels, greenhouse gas emissions will rise, and so too will anthropogenic heat.280 Yet, while alternative 

strategies for cooling have lower greenhouse gas emissions than AC, they may not be sufficient to 

offset the physiological strain of heat stress amongst vulnerable groups including children, the 

elderly, and those with pre-existing health conditions.291 Therefore, while our study underscores the 

critical role of residential AC access in protecting against heat stress, it also highlights the need for 

strategies that enhance equitable access to cooling while addressing the public and environmental 

health impacts of rising AC use.348 

 

6. CONCLUSIONS. 

Residential air conditioning (AC) is an important tool for protecting against the harmful 

effects of heat stress on population health and economic outcomes. Our study provides a pioneering 

examination of disparities in residential AC access at a fine spatial resolution across the entire U.S., 

leveraging machine learning techniques applied to a combination of microdata from RECS and our 

novel synthetic U.S. population to assign individual probabilities of residential AC access to 330 

million synthetic agents.  

Our findings highlight that commonly used estimates relying on residential AC ownership as 

a proxy for residential AC access may significantly underestimate the scope of the problem, failing to 

capture the barriers to installation, maintenance, and operation that impact the ability to use 

residential AC. Furthermore, we observed significant variability in residential AC access at the state, 
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tract, and individual levels, driven by compounding social, economic, infrastructural, and 

environmental vulnerabilities. These disparities underscore the urgent need for targeted 

interventions and policies that consider the multifaceted nature of residential AC access to ensure 

equitable protection against heat stress across diverse U.S. communities. 

Given the issues posed by increasing AC use across the U.S., addressing these challenges 

requires a multilevel, multipronged approach. Policy efforts should prioritize investment in 

alternative cooling strategies, including the enhancement of building insulation, adoption of 

reflective coatings, expansion of greenspace, and addition of shading, alongside the development of 

energy-efficient AC technologies. Simultaneously, the resilience of the energy grid must be bolstered 

to accommodate increased demand, with a parallel shift towards renewable energy sources to 

mitigate the environmental impact. The granular insights generated by our model can guide these 

initiatives, helping identify and prioritize the distribution of resources and interventions to 

communities in greatest need. This approach can foster climate resilience and promote climate 

equity, ensuring that all populations are better protected as heat stress becomes more common and 

severe in a changing climate. 
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CHAPTER 5: CONCLUSIONS 

This dissertation set out to overcome the limitations of existing data by constructing, 

validating, and applying a novel synthetic U.S. population capable of uncovering compounding 

social, economic, infrastructural, and environmental vulnerabilities at the local level. The findings of 

this dissertation underscore the potential of this synthetic U.S. population to serve as a tool for 

researchers, policymakers, and practitioners to devise and disperse more effective and equitable 

public health interventions. 

 

Summary of findings. 

Study 1 focused on the development and validation of a novel synthetic U.S. population that 

reflects key social, economic, infrastructural, and environmental characteristics of the real U.S. 

population at the census tract level. Using IPF, we constructed a novel synthetic U.S. population of 

approximately 330 million agents, constraining the joint distributions of age, sex, race, ethnicity, 

household income, housing tenure, housing occupancy, building type, building age, and heating fuel 

type derived from the 2022 ACS PUMS to their respective marginal distributions derived from the 

2018–2022 ACS at the census tract level. Validation metrics confirmed its strong performance, with 

Pearson’s R² averaging 0.98, NRSME averaging 0.11, SAE averaging 0.03 across census tracts in 

internal validation, and KL divergence statistics remaining below 0.08 across all variables in external 

validation. These findings demonstrate that our synthetic U.S. population can provide a robust 

foundation for spatially explicit analyses and serves as the basis for the subsequent studies. 

Study 2 applied the synthetic U.S. population to identify children under the age of five who 

may be at increased risk of lead-based paint exposure from living in homes built before 1980—a 

well-established public health concern in the U.S. By leveraging the joint distributions inherent in 
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our synthetic U.S. population, we identified up to 73% more at-risk census tracts than traditional 

methods, representing an estimated 3.28 million additional at-risk children. These findings revealed 

both systemic inequities in risk detection, with traditional approaches disproportionately missing 

census tracts with higher concentrations of uninsured, White, and Native populations, and 

significant limitations of solely relying on housing age as a risk proxy for lead-based paint exposure 

without considering housing quality.  

Study 3 extended the synthetic U.S. population to address disparities in residential air 

conditioning (AC) access—a critical tool for mitigating against the adverse effects of heat stress 

amidst rising global temperatures across the U.S. We integrated AC access data from the Residential 

Energy Consumption Survey (RECS) with our synthetic U.S. population using machine learning 

techniques, modeling individual probabilities of residential AC access, and effectively downscaling a 

target variable that was previously only available with spatial information at the state level to the 

census tract level. This analysis uncovered significant disparities tied to social, economic, 

infrastructural, and environmental characteristics at the state, tract, and individual levels, with 

marginalized populations facing lower and more variable probabilities of residential AC access than 

suggested by measures solely based on residential AC ownership.  

 

Practical implications of findings 

The three studies comprising this dissertation point to several practical applications of our 

novel synthetic U.S. population for public health research and policy. In Study 1, we constructed and 

validated a synthetic U.S. population to provide a foundational tool that offers three major 

capabilities to support public health research and practice. First, it enables the study of joint 

distributions between multiple characteristics at fine spatial resolutions, allowing for a deeper 
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understanding of compounding, localized risks that are typically obscured in traditional datasets. 

Second, it supports the integration of diverse external datasets, enhancing the versatility of the 

model in addressing a wide range of research questions. Third, it provides the flexibility to estimate 

target variables that are otherwise difficult to attain.  

Through Studies 2 and 3, we demonstrate several practical ways in which we can leverage 

these capabilities to simultaneously help us understand compounding, localized risks. In Study 2, this 

tool identified census tracts with high concentrations of children under five living in homes built 

before 1980 and provided the flexibility to examine the specific characteristics of children (e.g., by 

race, ethnicity, household income, or insurance status) and their living conditions (e.g., building type, 

ownership status) affecting this risk. Compared to traditional approaches, this novel approach 

uncovered up to 73% more at-risk tracts and revealed that these omissions were systematic, driven 

by the limitations, assumptions, and biases of traditional data. These findings underscore the 

importance of specifically targeting overlooked groups, such as Native American and uninsured 

populations, who already face compounding risks. Government agencies are uniquely positioned to 

act on these insights. At the federal level, these findings can inform the Federal Lead Task Force’s 

initiatives under the EPA’s Federal Action Plan to Reduce Childhood Lead Exposures by improving 

the accurate identification and targeting of at-risk communities for BLL surveillance, primary care, 

outreach programs, and abatement services.213 They can also support HUD in prioritizing funding 

for lead remediation for low-income households through the Lead-Based Paint Hazard Control and 

Lead Hazard Reduction grant programs, strengthening enforcement of the Lead Disclosure Rule in 

high-risk areas, and addressing overlapping housing risks that compound lead exposure risks in low-

income household through the Healthy Homes Program.215 At the state and local levels, these 

findings can provide a foundation for implementing lead-safe housing ordinances that require 

landlords to remediate lead hazards in rental units. They also point to opportunities to offer financial 
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assistance or tax incentives to low-income homeowners to remediate lead hazards in their own 

homes.  

Study 3 extended this tool’s capability to identify census tracts with high concentrations of 

individuals unable to afford cooling due to barriers in AC ownership, installation, maintenance, or 

operation. Unlike traditional approaches that can only assess interstate disparities in AC access, our 

novel approach uncovered substantial intrastate disparities in AC access across social, economic, 

infrastructural, and environmental characteristics, revealing specific localized risks of being 

unprotected against the adverse effects of heat stress. These insights can directly inform federal 

programs like LIHEAP327 and WAP326 in how they could most effectively disperse funds to states, 

and in turn, how states disperse funds to households in greatest need. For LIHEAP, these findings 

can help identify low-income households that experience prohibitively high energy costs, enabling 

targeted cooling subsidies or energy assistance during the hot season. Similarly, for WAP, these 

findings can help identify low-income households in need of retrofits to improve weatherization and 

energy efficiency. They also highlight the need for local governments to integrate targeted cooling 

strategies into their heat resilience planning initiatives. For example, counties could use these 

findings to identify census tracts where they could allocate funds to establish cooling centers, 

increase land cover, or provide subsidies for passive cooling technologies or energy-efficient AC 

units. These efforts could also extend to strengthening the electric grid’s resilience to accommodate 

increased cooling demand, ensuring reliable energy access for vulnerable populations. 

At a higher level, this work illustrates the versatility of our synthetic U.S. population as a tool 

for tackling a wide range of public health challenges beyond disparities in lead exposure and AC 

access. By realistically simulating real-world joint distributions at fine spatial resolutions, the 

synthetic U.S. population could be integrated into tools used to identify spatial vulnerabilities like the 

Center for Disease Control and Prevention (CDC) Social Vulnerability Index (SVI),70 CDC 
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Environmental Justice Index (EJI),71 White House Climate and Economic Justice Screening Tool 

(CEJST),72 Environmental Protection Agency (EPA) EJScreen,73 Federal Emergency Management 

Agency (FEMA) Resilience Analysis and Planning Tool (RAPT)74, which are currently subject to the 

limitations of geographically-aggregated data. Beyond enhancing existing tools, our synthetic U.S. 

population opens new possibilities for researchers to analyze emerging public health challenges 

across environmental justice, climate justice, infectious disease control, chronic disease prevention, 

and future health projections. Furthermore, it offers policymakers a cost-effective tool to simulate 

the impacts of interventions before implementation, enabling data-driven decisions that maximize 

positive outcomes while minimizing unintended consequences. 

 

Recommendations for future research 

Looking ahead, research should focus on advancing the synthetic U.S. population’s 

capabilities by refining its underlying methodologies. While it was constructed using “gold-standard” 

datasets, its continued relevance depends on integrating updated data releases from the U.S. Census 

Bureau, particularly as efforts are made to address the under-sampling of hard-to-reach populations 

that can introduce sampling biases and percolate through the modeling process. Additionally, while 

iterative proportional fitting (IPF) is a widely-favored, reliable, and efficient technique for spatial 

microsimulation, several emerging techniques for synthetic population generation may offer 

opportunities for improvement.53 Multilevel IPF preserves hierarchical relationships across 

geographic or administrative scales, such as census blocks within census tracts, by incorporating 

constraints at multiple levels of aggregation. Similarly, IPU is designed to maintain household 

structures by simultaneously constraining individual- and household-level attributes. Together, these 

approaches could enhance the model’s ability to reflect both micro-level relationships and macro-
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level dependencies, increasing its flexibility for integration with data sources that operate at varying 

scales. Other techniques, such as P-MEDM and FBS, provide additional advancements in synthetic 

population generation. P-MEDM incorporates varying degrees of confidence into constraints, 

allowing for greater flexibility when working with uncertain or incomplete data. FBS employs an 

evolutionary algorithm to iteratively optimize the synthetic population’s fit to observed distributions, 

offering solutions for complex datasets. While these methods show potential for improving the 

reliability, robustness, and flexibility of our synthetic U.S. population, they remain in early stages of 

development and require further validation before widespread adoption.53 Finally, adapting the 

synthetic U.S. population from a static model to a dynamic model—such as agent-based or future 

population simulations—could further extend its utility. These advancements would allow public 

health researchers, policymakers, and practitioners to better understand and preempt evolving 

behaviors, conditions, and needs across the population. 

Future research building on Study 2 should focus on expanding the synthetic U.S. 

population’s ability to assess compounding risks associated with lead exposure. This study 

intentionally employed a simplified scenario to facilitate comparison between our novel approach 

and traditional methods; however, future work could incorporate additional characteristics available 

in the synthetic U.S. population—such as race, ethnicity, household income, insurance status, and 

housing conditions—when mapping residential lead exposure hotspots, validating these findings 

using real BLL data. Future research could also incorporate external data sources such as HUD’s 

Deteriorating Paint Index,257 the NRDC’s aging lead-based water pipes map,258 contaminated 

outdoor soil, and proximity to highways, industrial sites, mining operations, and waste zones to 

create a more comprehensive view of total lead exposure hotspots.  

Likewise, future research building on Study 3 should focus on advancing the synthetic U.S. 

population’s capacity to model localized risks associated with cooling access by incorporating 
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additional contextual factors influencing heat resilience. One priority is to refine the model’s ability 

to disentangle the underlying causes of limited residential AC access, including ownership, 

installation, maintenance, and operational barriers, to better target interventions based on specific 

barriers experienced by specific subpopulations. Expanding the predictors used in the model to 

include additional environmental (e.g., land cover, altitude, wet bulb globe temperature), 

neighborhood (e.g., access to workplace, community center, or public space cooling resources), and 

infrastructural (e.g., building size, insulation quality, reflective coatings) characteristics could also 

improve its ability to more accurately and comprehensively predict heat vulnerability. However, 

incorporating these predictors into the model would require future iterations of the Residential 

Energy Consumption Survey (RECS) to include these data at a finer spatial resolution, as they are 

not available in the current iteration. In addition to refining the model, future work should explore 

how state-level variations in costs, policies, programs, practices, building standards, and energy 

infrastructures interact to shape heat vulnerability. Finally, as demographic, socioeconomic, and 

climate conditions evolve, future research should aim to adapt the model to reflect these changing 

conditions, enabling forward-looking analyses that can guide future interventions as new 

vulnerabilities emerge.  

Our synthetic U.S. population provides a solid foundation for future work to test 

interventions aimed at addressing complex public health challenges. However, as Tanton (2017) so 

profoundly noted: 

“Many problems seen in the world today require input from different disciplines, and have 
no one solution – there may be a range of solutions. These problems are sometimes called 
“wicked problems” (Head, 2008), and call for an integrated approach (Pearson, Norman, 
O’Brien, & Tanton, 2017). Examples of wicked problems are climate change, social injustice, 
entrenched disadvantage and healthcare. Wicked problems require social, economic and 
environmental approaches to be combined in order to provide information to policy makers 
on policies that may assist in resolving these problems, rather than offering isolated solutions 
to them… I would argue that the next range of spatial microsimulation models needs to start 
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linking different models together, so that impacts across different areas can be estimated. 
This work has started, [but] there is significant progress that needs to be done in this area.”53 

While this dissertation integrates social, economic, infrastructural, and environmental 

characteristics into a single synthetic U.S. population model, it is merely the first step toward future 

innovation. Next steps should involve linking this synthetic U.S. population to other simulation 

models to test how implementing specific interventions—such as funding for lead remediation, 

cooling subsidies, or infrastructure upgrades—would affect outcomes across health, environmental 

sustainability, economic resilience, and equity. By addressing “wicked problems” with equally 

“wicked solutions,” researchers and policymakers can better understand not only the direct impacts 

of interventions but also their cascading effects across interconnected ecosystems, supporting more 

effective and equitable public health interventions. 

 

Concluding remarks  

Data serves as the bedrock for identifying vulnerabilities, devising interventions, and 

dispersing resources in the field of public health. Yet, when data is fraught with limitations, 

assumptions, and biases—failing to capture the full complexity of social, economic, infrastructural, 

and environmental vulnerabilities at fine spatial scales—its flaws permeate through public health 

research and into public health practice, perpetuating the very inequities it seeks to address. 

This dissertation illustrates the real-world consequences of these flaws: Study 2 demonstrates 

how traditional data not only fails to detect millions of children who may be at risk of residential 

lead-based paint exposure but also systematically overlooks already vulnerable subpopulations. 

Similarly, Study 3 demonstrates that traditional data on AC access both underestimates the scope of 

limited AC access and obscures critical disparities in limited AC access driven by social, economic, 

infrastructural, and environmental forces. In this way, the inequities embedded in data mirror the 
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inequities embedded in life, underscoring the urgent need for innovative tools to address these 

inequities. 

This dissertation represents a significant step forward in bridging these gaps through the 

development, validation, and application of a novel synthetic U.S. population tailored to the field of 

public health. By capturing the intricate interplay of social, economic, infrastructural, and 

environmental characteristics at fine spatial scales, this tool equips researchers, policymakers, and 

practitioners with the means to uncover hidden vulnerabilities and design targeted solutions that 

meaningfully address the needs of those who need them most.   
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APPENDIX 

 

Appendix A. 

Table 1A. Results of measures quantifying the difference between tracts identified by the traditional 

marginal distribution approach and those identified by our novel joint distribution approach when 

“high-risk” is defined as if either marginal distribution was in at least the third quartile for the 

traditional marginal distribution approach. 

IoU 

% tracts identified as “high-risk” by 
our novel joint distribution approach 
but not by the traditional marginal 

distribution approach 

% tracts identified as “high-risk” 
by the traditional marginal 

distribution approach but not by 
the our joint distribution approach 

65.92%. 8.53% 29.76% 
 

Table 2A. Results of measures quantifying the difference between tracts identified by the traditional 

marginal distribution approach and those identified by our novel joint distribution approach when 

“high-risk” is defined as if both marginal distributions were in at least the third quartile for the 

traditional marginal distribution approach. 

IoU 

% tracts identified as “high-risk” by 
our novel joint distribution approach 
but not by the traditional marginal 

distribution approach 

% tracts identified as “high-risk” 
by the traditional marginal 

distribution approach but not by 
the our joint distribution approach 

66.39%. 21.25% 19.12% 
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Table 3A. Results of the SAR model presented for the full population when “high-risk” is defined 

as if either marginal distribution was in at least the third quartile for the traditional marginal 

distribution approach. 

Variable Non-White White 

Intercept 1.968****  
[1.878, 2.062] 

1.765**** 
[1.671, 1.864] 

% <100% FPL 0.821**** 
[0.766, 0.879] 

0.812**** 
[0.760, 0.867] 

% Uninsured 1.498****  
[1.319, 1.701] 

1.521**** 
[1.342, 1.724] 

% White — 1.126**** 
[1.091, 1.162] 

% Black 0.895****  
[0.864, 0.927] — 

% Asian 0.941 
[0.867, 1.021] — 

% Native 1.312*** 
[1.116, 1.542] — 

% Hispanic 0.863****  
[0.834, 0.894] 

0.923**** 
[0.892, 0.955] 

% Rent 0.768****  
[0.727, 0.811] 

0.779**** 
[0.737, 0.822] 

% SFH 0.773****  
[0.702, 0.766] 

0.732**** 
[0.702, 0.764] 

 

Table 4A. Results of the SAR model presented for the full population when “high-risk” is defined 

as if both marginal distributions were in at least the third quartile for the traditional marginal 

distribution approach. 

Variable Non-White White 

Intercept 1.629****  
[1.564, 1.696] 

1.586**** 
[1.513, 1.662] 

% <100% FPL 0.835**** 
[0.787, 0.886] 

0.851**** 
[0.804, 0.901] 

% Uninsured 1.386****  
[1.243, 1.546] 

1.437**** 
[1.291, 1.600] 

% White — 1.019 
[0.991, 1.046] 
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% Black 1.006 
[0.976, 1.036] — 

% Asian 0.951 
[0.887, 1.020] — 

% Native 1.360**** 
[1.183, 1.564] — 

% Hispanic 0.942****  
[0.914, 0.971] 

0.945**** 
[0.918, 0.974] 

% Rent 0.803****  
[0.766, 0.842] 

0.813**** 
[0.775, 0.852] 

% SFH 0.759****  
[0.731, 0.788] 

0.764**** 
[0.737, 0.793] 
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Appendix B. 

Table 1B. Summary of feature importance matrix results aggregated by variable. 

Variable Gain Cover Frequency 

Income 0.209 0.193 0.241 

State 0.122 0.221 0.184 

CDD 0.167 0.171 0.157 

Building age 0.046 0.055 0.123 

Age 0.158 0.107 0.085 

Housing occupancy 0.049 0.067 0.066 

Race 0.054 0.054 0.049 

Sex  0.143 0.079 0.045 

Housing tenure 0.034 0.032 0.021 

Ethnicity 0.012 0.012 0.017 

Building type 0.005 0.009 0.013 
 
 
Table 2B. Summary of predicted probabilities of limited AC access by variable.  

Variable Category Mean Median SD IQR 

Age Adults 0.2430187 0.20384163 0.1623378 0.2000909 

Children 0.2648771 0.23099512 0.1730980 0.2537471 

Elderly 0.2014974 0.14407104 0.1678876 0.1606154 

Sex Female 0.2393954 0.19468641 0.1664788 0.2090843 

Male 0.2425494 0.20020616 0.1672392 0.2131436 

Race Asian 0.2935703 0.24730122 0.1961994 0.2439362 

Black 0.2919801 0.28692240 0.1269398 0.1664714 

Native 0.3649891 0.31995857 0.2038394 0.2360197 

Other 0.3264438 0.30536282 0.1605550 0.1965153 

White 0.2054736 0.15354103 0.1596642 0.1681073 

Ethnicity Hispanic 0.3063486 0.28305644 0.1575820 0.1974573 
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Variable Category Mean Median SD IQR 

Non-Hispanic 0.2259910 0.17704982 0.1653177 0.2005244 

Household 
income 

< $5000 0.3965887 0.38166630 0.1386350 0.1719675 

$5000-7499 0.3495567 0.32769078 0.1419281 0.1887053 

$7500-9999 0.3499715 0.33475637 0.1443545 0.1769816 

$10000-12499 0.3648577 0.35084534 0.1415879 0.1655677 

$12500-14999 0.3316534 0.30590373 0.1592419 0.1767518 

$15000-19999 0.3214670 0.30786318 0.1505318 0.1782744 

$20000-24999 0.3286145 0.30715537 0.1473526 0.1596754 

$25000-29999 0.3157910 0.29990268 0.1439776 0.1670372 

$30000-34999 0.3036690 0.28805846 0.1465754 0.1695365 

$35000-39999 0.3035677 0.28586644 0.1496792 0.1703578 

$40000-49999 0.2848838 0.26802027 0.1507701 0.1779975 

$50000-59999 0.2776445 0.24971217 0.1490559 0.1651406 

$60000-74999 0.2451628 0.20779902 0.1484796 0.1546330 

$75000-99999 0.2093660 0.16100848 0.1552814 0.1349620 

$100000-149999 0.1857103 0.13534051 0.1535114 0.1254607 

> $150000 0.1633755 0.09873015 0.1622744 0.1084418 

Housing 
tenure 

Own 0.2089267 0.16031760 0.1550584 0.1801484 

Rent 0.3021760 0.27564949 0.1714583 0.2107407 

Housing 
occupancy 

1-2 People 0.2276968 0.18486834 0.1632732 0.1932272 

3-4 People 0.2412469 0.19796330 0.1645403 0.2202286 

5+ People 0.3038374 0.28171474 0.1744384 0.2690233 

Building 
type 

Apartment 0.2877216 0.25886065 0.1728960 0.2117330 

Mobile Home 0.2660255 0.24002016 0.1497102 0.1856459 

Single Family Home 0.2221853 0.17259496 0.1623720 0.1982895 

Building age Before 1950 0.2938640 0.25805891 0.1815270 0.2434119 
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Variable Category Mean Median SD IQR 

1950-1959 0.2613181 0.22170204 0.1652544 0.2067353 

1960-1969 0.2688271 0.23169762 0.1674667 0.2168748 

1970-1979 0.2661172 0.22588164 0.1729302 0.2134730 

1980-1989 0.2534525 0.21032089 0.1700812 0.2112252 

1990-1999 0.2093697 0.16542953 0.1495114 0.1883677 

2000-2009 0.1891646 0.14783102 0.1363561 0.1659213 

2010 or later 0.1636207 0.12154126 0.1305500 0.1435179 
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