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Abstract

Chapter 1 provides descriptive evidence of the large variation in spatial clustering across

retail industries, and develops a game-theoretic structural model which can explain this

phenomenon. The model is estimated and used to consider how zoning regulations affect

retail industries differently. I find that zoning can be as much as twelve times more costly to

consumers, in terms of additional travel costs, for industries in which there are low gains to

search.

Chapter 2 investigates the estimation of models of dynamic discrete-choice games of

incomplete information, formulating the maximum-likelihood estimation exercise as a

constrained optimization problem which can be solved using state-of-the-art constrained

optimization solvers. Monte Carlo experiments are conducted to investigate the numerical

performance and finite-sample properties of the constrained optimization approach for

computing the maximum-likelihood estimator, the two-step pseudo maximum-likelihood

estimator and the nested pseudo-likelihood estimator.

Chapter 3 studies the manipulability of stable matching mechanisms and shows that

manipulability comparisons are equivalent to preference comparisons: for any agent, a

mechanism is more manipulable than another if and only if this agent prefers the latter to

the former. It is also shown that generalized median stable matchings exist in many-to-many

matching markets when contracts are strong substitutes and satisfy the law of aggregate

demand.
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Introduction

Chapter 1 considers how the nature of location choice varies across retail industries. I provide

descriptive evidence of the large variation in spatial clustering across retail industries, and

develop a game-theoretic structural model which can explain this phenomenon. The model

nests the consumer’s search process into a spatial discrete-choice game of incomplete

information, with the variance of the idiosyncratic store-specific component of consumer

utility determining the clustering of stores in equilibrium. The model is estimated using a

comprehensive data set containing business locations in the United States, which I join to

U.S. Census data. The estimated model is then used to consider how zoning regulations

affect retail industries differently. I find that zoning can be as much as twelve times more

costly to consumers, in terms of additional travel costs, for industries in which there are low

gains to search.

Chapter 2, coauthored with Zhenyu Lai and Che-Lin Su, investigates the estimation

of models of dynamic discrete-choice games of incomplete information, formulating the

maximum-likelihood estimation exercise as a constrained optimization problem which can

be solved using state-of-the-art constrained optimization solvers. Under the assumption

that only one equilibrium is played in the data, our approach avoids repeatedly solving

the dynamic game or finding all equilibria for each candidate vector of the structural

parameters. We conduct Monte Carlo experiments to investigate the numerical performance

and finite-sample properties of the constrained optimization approach for computing the

maximum-likelihood estimator, the two-step pseudo maximum-likelihood estimator and

the nested pseudo-likelihood estimator, implemented by both the nested pseudo-likelihood

1



algorithm and a modified nested pseudo-likelihood algorithm.

Chapter 3, coauthored with Peter Chen, Marek Pycia, and M. Bumin Yenmez, studies the

manipulability of stable matching mechanisms and shows that manipulability comparisons

are equivalent to preference comparisons: for any agent, a mechanism is more manipulable

than another if and only if this agent prefers the latter to the former. One important

implication is that when agents on one side of the market have unit demand, no stable

matching mechanism is less manipulable than another for all agents. We also show that

generalized median stable matchings exist in many-to-many matching markets when

contracts are strong substitutes and satisfy the law of aggregate demand.
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Chapter 1

Retail Clustering and Consumer

Search

1.1 Introduction

I investigate how, and why, the nature of a business’s location choice varies across retail

industries, and propose that the strong variation I observe in the data may be driven by

consumer search behavior. Better understanding this phenomenon may help to guide urban

regulation of retail activity. Overall, brick-and-mortar retail is a large sector of the U.S.

economy, with annual sales of $4 trillion in the U.S. in 2014, and location is a key component

of retail strategy—location, location, location is the old adage. Standard urban policy affects

retail location choice through zoning regulations in almost all cities in the U.S., and many

cities zone all retail industries in the same way. As such, a discussion of whether we can

improve on the status quo, if we know how and why the industries are different, is well

motivated.

I first provide descriptive evidence that business clustering varies significantly across

retail industries, and then develop a game-theoretic structural model which can explain this

phenomenon. The model builds on the large body of theoretical work on spatial competition

inspired by Hotelling’s seminal paper on the principle of minimum differentiation (Hotelling

3



(1929)). Hotelling’s paper argued that competition for market share pushes sellers to be

similar. Recall the well known example of two ice cream vendors locating next to each

other on the beach: with price-taking firms selling identical products on the unit interval

and inelastic consumer demand, the unique equilibrium is for both vendors to locate at the

center of the interval (Lerner and Singer (1937)). Slight changes to Hotelling’s assumptions,

however, can change the nature of the equilibrium. For example, with quadratic transport

costs, the equilibrium in Hotelling’s model is for both firms to maximally differentiate; that

is, they locate on opposite ends of the interval (d’Aspremont et al. (1979)). The nature of

the spatial equilibrium is determined by the two forces at play in Hotelling’s model: price

competition is a strong centrifugal force, whereas the desire to maximize market area is a

strong centripetal force. Which force dominates for a certain retail industry depends on

consumer shopping behavior for the type of goods sold.1 Konishi (2005) elaborates on these

opposing forces. He develops a theoretical model that decomposes the centripetal force of

capturing market area into two parts, one due to consumer taste uncertainty—consumers

may travel further to visit a cluster of stores, if they are not sure which store will have what

they want—and the other due to consumer price expectations that competition in a cluster

will drive down prices. The opposing centrifugal force is the stronger price competition

that comes from being closer to other stores. The structural model presented in this paper

follows in the same theoretical vein.

Empirically, I expand upon the work on spatial competition with endogenous location

choice by Seim (2006). Seim’s paper uses geographic data on the video rental industry, along

with U.S. census data, to estimate a reduced-form profit function in a spatial discrete-choice

game of incomplete information. She then considers two counterfactual scenarios: the

population of a city increasing with a fixed structure, and the population of a city increasing

while allowing the city area to expand accordingly. She finds that allowing the city’s area to

increase with its population does not lead to a significant increase in the predicted number

1Neither minimum nor maximum differentiation is socially optimal in the Hotelling model. The socially
optimal solution is for stores to minimize transport costs across the distribution of consumers, thus locating at
the first and third quartiles of the unit interval.

4



of stores per capita, relative to increasing population with a fixed area, and suggests that

this could be due to the local nature of demand for video stores. Her paper models the

competitive effect of other firms by allowing the number of firms in different distance bands

from a location to affect a firm’s profit linearly, essentially grouping together the centripetal

and centrifugal forces that are in play when firms compete spatially.

The model presented in this paper separates these forces by modeling the consumer

shopping location decisions. This leads to firms with profits increasing in the share of con-

sumers going to a location, but decreasing in the number of firms in a location, conditional

on the share of consumers going to a location. I model the firm location decisions as a

discrete-choice game of incomplete information, with profits at a location determined by the

number of consumers shopping at their store, markups, and rents. Consumers search for

their favorite good at all shops in the location where they decide to shop, so their decision

of where to shop depends both on the distance to a location and the number of stores at

the location. The importance of the latter is captured in the model by the variance of the

idiosyncratic store-specific component of consumer utility. If this variance is large, then

consumers may wish to travel further to go to a location with more stores. If this variance is

small, then there is little value in going to a location with multiple stores and the closest

location is preferred. This dimension of consumer preferences determines how attractive it

is for businesses to locate together in equilibrium. The estimated model is used to consider

how zoning regulations affect retail industries differently. It is found that zoning is much

less costly to consumers, in terms of additional travel costs, for industries in which there are

large gains to search.

Given the importance of location choice in the retail sector, it is perhaps not surprising

that others have used Seim’s model of spatial competition to study other retail industries.2 A

notable paper is Datta and Sudhir (2013), which looks at format choice for grocery stores in

the presence of zoning restrictions. Theory suggests that format differentiation will increase

2See Aguirregabiria and Suzuki (2015) for a current survey of the empirical literature on spatial competition
and entry.
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when the ability to spatially differentiate is restricted, and the authors consider what effect

zoning policies may have on format choice within this industry. While my paper also

considers zoning, the goal is to look across industries and understand for which industries

zoning regulations are more costly to consumers, rather than understand substitution across

format types within an industry. Understanding this could help to inform zoning policy

that is specific to industry, or groups of industries.

Zoning regulations are a ubiquitous urban policy that greatly impact the nature of

location choice and spatial competition in the retail sector. The regulations place restrictions

on land uses, and typically divide a city into residential, commercial, and industrial areas,

with some areas allowing mixed uses.3 Many cities restrict all types of retail activity to

the same commercial areas. However, depending on consumer preferences and shopping

behavior for the goods of a certain industry, restricting businesses to a smaller area may have

varying effects on the average distance traveled for a shopping trip, an important dimension

of how costly the zoning policy is to the consumer. For example, consider two industries: an

industry in which consumers are willing to travel far to go to a group of stores because they

value the variety of choices (e.g. shoe stores), and an industry in which consumers obtain

little value from going to multiple stores (e.g. convenience stores), and hence go to the

store closest to where they live. Without zoning restrictions, we expect consumers shopping

for goods in the first industry to travel farther on average than consumers shopping for

goods in the second industry. Zoning should have an effect that will differ between the first

and second industries. In the first industry, restricting store locations should have a lesser

effect on the average distance traveled by consumers, since they prefer traveling farther to

go to a group of stores anyway. In the second industry, the average distance traveled by

consumers should increase by relatively more, because they shopped locally before and now

must travel farther to get to the zoned district, if they choose to shop at all. This thought

3One interesting case which has been used to investigate zoning is the city of Houston, which is unique as a
major U.S. city in having no zoning regulations. Berry (2001) explores the effect of the absence of zoning in
Houston on segregation. Comparing Houston with the city of Dallas, he finds no significant difference in the
level of racial segregation, measured using an index of dissimilarity. It should be noted that although Houston
has no zoning regulations, there are private agreements among property owners that place restrictions on land.
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experiment suggests that if we spatially restrict industries for which consumers gain little

from search, it will be much more costly to consumers than spatially restricting industries

for which consumers have much to gain from search. Policy makers implementing zoning

regulations should consider this, and develop policies that are specific to industry, or groups

of industries.

The remainder of the paper is organized as follows. In Section 2, I describe the data used

for my analysis. In Section 3, I provide descriptive measures of clustering for twenty of the

most common retail industries using a measure from the point process literature. In Section

4, I describe the model and how the game is solved. In Section 5, I discuss estimation,

identification, and sample selection. In Section 6, I present and discuss the results. The

effect of a counterfactual zoning policy is explored in Section 7, and Section 8 concludes.

1.2 Data

I use the InfoUSA business location data set from 2011, which contains geographic coordi-

nates and North American Industry Classification System (NAICS) codes of all businesses

in the U.S. I restrict my analysis to the NAICS codes for industries with point-of-sale retail

businesses. To incorporate the characteristics of where businesses locate into the analysis, I

use U.S. 2010 Census tract-level data along with American Community Survey (ACS) 2011

5-year estimates of gross median rent; ACS estimates averaged over a shorter time period

are not available at the tract level due to precision concerns. I spatially join the business

location data to the tract-level census data using the mapping software ArcGIS.

InfoUSA collects their data from U.S. Yellow Page directories, business filings, daily

utility connections, press releases, corporate websites, annual reports, and user-generated

feedback. They also call the businesses annually to verify that their information is up to

date. Census tracts have a population of roughly 4,000 people on average, and cover a

contiguous area. Mosts tracts have a population between 1,200 and 8,000 people.

7



1.3 Clustering Descriptives

In this section, I present descriptive evidence of the variation in business clustering across

the retail sector. In order to measure the degree to which points on a map are clustered, a

baseline is needed. For this, it is useful to consider what happens when points are generated

completely at random, like darts thrown blindly at a dartboard. Even in this case, the

resulting points may appear to have clusters, so an ideal measure of clustering needs to

quantify the degree to which a set of points are clustered, beyond what would be expected

when points are generated completely at random. This is the motivation for Ripley’s L

function, a standard measure of clustering.

Ripley’s L function quantifies the extent to which a set of points deviate from complete

spatial randomness, the case where the points are generated by a Poisson process in R2. A

Poisson process in R2 with intensity l is characterized by (i) the number of points falling

into two disjoint regions being independent random variables, and (ii) the expected number

of points falling into a region X being l · Area(X). This means that, under complete spatial

randomness, the expected number of points within a circle of radius r is lpr2. Ripley’s

K function is K(r) = 1
l E(number of additional points within distance r of a randomly

chosen point), giving K(r) = lpr2
l = pr2 under complete spatial randomness. Ripley’s L

function, a convenient normalization, is L(r) =
q

K(r)
p , with L(r) = r under complete spatial

randomness.

I measure clustering for twenty retail industries using the locations of businesses in the

250 most populous U.S. cities, with the industries classified by NAICS codes. The intensity

parameter l varies by industry. For each city, I estimate l by calculating the density of

points for each industry, using the area of the smallest box that encloses the businesses of

all industries. I then multiply the inverse of this estimate with the sample analogue of the

expectation in Ripley’s K function for each industry in each city. From this, I get Ripley’s L

function, giving a clustering measure for each industry in each city. In Tables 1.1 and 1.2, I

report the average of this measure over the 250 most populous U.S. cities, for r = 0.5 and

8



Table 1.1: Variation in Ripley’s L Across Industries, 250 Most Populous U.S. Cities, r = 0.5 miles

L(0.5) - 0.5 s.e.
Family Clothing Stores 3.3526 0.1254
Shoe Stores 2.6950 0.0898
Jewelry Stores 2.2188 0.0805
Department Stores (except Discount Department Stores) 2.0126 0.0759
Women’s Clothing Stores 1.9518 0.0728
Used Car Dealers 1.5455 0.0619
Furniture Stores 1.4623 0.0495
Used Merchandise Stores 1.3076 0.0558
Gift Novelty and Souvenir Stores 1.2822 0.0557
Hobby Toy and Game Stores 1.2066 0.0559
Full-Service Restaurants 1.1578 0.0387
Automotive Parts and Accessories Stores 1.0316 0.0418
Floor Covering Stores 1.0306 0.0555
Sporting Goods Stores 0.9924 0.0402
Tire Dealers 0.9550 0.0387
Florists 0.9153 0.0433
Pharmacies and Drug Stores 0.8480 0.0325
SuperMarkets and Other Grocery (except Convenience) Stores 0.7705 0.0294
Other Gasoline Stations 0.5976 0.0017
Convenience Stores 0.5774 0.0278

r = 1.4

Table 1.1 shows that with r = 0.5 miles the five most clustered industries, with L(r)� r

in decreasing order, are family clothing stores (3.35), shoe stores (2.69), jewelry stores (2.21),

department stores (2.01), and women’s clothing stores (1.95). Used car dealers, furniture

stores, and used merchandise stores also show higher levels of clustering. The five least

clustered industries, with L(r)� r in increasing order, are convenience stores (0.57), gasoline

stations (0.59), supermarkets and grocery stores (0.77), pharmacies and drug stores (0.84),

and florists (0.91). Tire dealers, sporting goods stores, and floor covering stores also show

lower levels of clustering. The general pattern that emerges from Table 1.1 is that industries

with goods for which there are high gains to search (i.e., gains to visiting multiple stores in

one area) are the most clustered, and industries with goods for which there are low gains to

4I report the estimate of L(r)� r, which is zero under complete spatial randomness, for any r.
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Table 1.2: Variation in Ripley’s L Across Industries, 250 Most Populous U.S. Cities, r = 1 mile

L(1) - 1 s.e.
Family Clothing Stores 3.2182 0.1239
Shoe Stores 2.6285 0.0991
Jewelry Stores 2.2755 0.0898
Department Stores (except Discount Department Stores) 2.0962 0.0945
Women’s Clothing Stores 2.0429 0.0852
Used Car Dealers 1.9360 0.0821
Furniture Stores 1.7407 0.0650
Used Merchandise Stores 1.6608 0.0728
Gift Novelty and Souvenir Stores 1.4910 0.0681
Full-Service Restaurants 1.3860 0.0542
Hobby Toy and Game Stores 1.3835 0.0697
Automotive Parts and Accessories Stores 1.3538 0.0588
Floor Covering Stores 1.3218 0.0651
Sporting Goods Stores 1.2550 0.0542
Florists 1.2527 0.0573
Tire Dealers 1.2227 0.0543
SuperMarkets and Other Grocery (except Convenience) Stores 1.0963 0.0450
Pharmacies and Drug Stores 1.0168 0.0448
Convenience Stores 0.9262 0.0418
Other Gasoline Stations 0.7900 0.0387

search are the least clustered.5

Table 1.2 presents Ripley’s L for the twenty industries when r = 1 mile. The pattern

remains, with the five most clustered industries being the same as with r = 0.5 miles, and

the least clustered industries being the same, although with a slightly different ordering.

1.4 Model

I develop a game-theoretic structural model in which firm location decisions are based on

capturing market share, expectations of where other firms will locate, prices, and rents.

Consumer shopping location decisions are based on the number of firms at a location and

the distance to the location. The model has two stages:

5With convenience stores, a common alternative theory is that the high level of dispersion of stores is due to
the frequency of consumer purchase. I present a version of my model in Appendix A.1 in which consumers
face an infinite horizon and must commit to a shopping location, leading the frequency of purchase to influence
their decision.
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Stage I. Firms simultaneously choose whether to enter a market and where to locate.

Stage II. Consumers choose where to shop and whether or not to buy given the market

structure.

1.4.1 Second Stage

Conditional on choosing location `, consumers search for their favorite item at all N`j stores,

giving utility

ui`j = max{ max
f=1,...,N`j

{v`(Nj

; dj) + sj# i` f }, sj# i`0} . (1.1)

Above, v`(Nj

; dj) is a reduced form product value function, which depends on the

number of firms in all locations to capture the effect of competition on prices. The param-

eter sj determines the variance of idiosyncratic store-specific taste heterogeneity, and the

idiosyncratic utility shocks # i` f are i.i.d EV(1)� E(EV(1)).

Consumers choose a location ` = 0, 1, . . . ,L to shop at, with utility hi0j from not shopping.

Their expected utility of going to location `, given hi`j, is

Eui` = sj log
✓
1+ N`j exp

✓v`(Nj

; dj)
sj

◆◆
� bdi` + hi`j , (1.2)

where b determines travel costs, di` is the distance between consumer i and location `,

and hi`j are i.i.d. EV(1).

The probability that a consumer buys from firm f conditional on going to location ` is

bi f `j(Nj

) =
exp( v`(Nj

;dj)
sj

)

1+ N`j exp
⇣
v`(Nj

;dj)
sj

⌘ , (1.3)

and the probability that they go to location ` is

si`j(Nj

) =

⇣
1+ N`j exp

⇣
v`(Nj

;dj)
sj

⌘⌘sj
exp(�bdi`)

1+ ÂL
`0=1

⇣
1+ N`0 j exp

⇣
v`0 (Nj

;dj)
sj

⌘⌘sj
exp(�bdi`0)

. (1.4)

Integrating over the distribution of consumers leads to the share of consumers buying
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from a firm f at location ` being

s f `j(Nj

) =
Z

bi f `j(Nj

)si`j(Nj

) dFi (1.5)

=
Z exp( v`(Nj

;dj)
sj

)
⇣
1+ N`j exp

⇣
v`(Nj

;dj)
sj

⌘⌘sj�1
exp(�bdi`)

1+ ÂL
`0=1

⇣
1+ N`0 j exp

⇣
v`0 (Nj

;dj)
sj

⌘⌘sj
exp(�bdi`0)

dFi,

where Fi is the distribution of consumers across locations.

See Appendix A.1 for the case where consumers have an infinite horizon, and Appendix

A.2 for the case where optimal prices are solved for in the model. The model presented

in this section is favored over the model with prices due to tractability, and the fact that

marginal costs are not observed, even if the optimal price were solved for in an additional

stage.

1.4.2 First Stage

Firms have realized profits

P f `j(Nj

) = M ·m`(Nj

; qj)s f `j(Nj

)� gjR` + n f `j , (1.6)

where m`(Nj

; qj) is a reduced form markup function, gj determines industry-specific

rent sensitivity, R` is rent, M is total market size, and n f `j are i.i.d. EV(1).

This leads to expected profits of entering ` being

E(P f `j(Nj

) | choose `) = M · E
�
m`(Nj

; qj)s f `j(Nj

)
�� choose `

�
� gjR` + n f `j . (1.7)

In equilibrium, a firm’s strategies (p`j)L`=0 solve

p`j =
exp

�
M · E

�
m`(Nj

; qj)s f `j(Nj

)
�� choose `

�
� gjR`

�

1+ ÂL
`0=1 exp

�
M · E

�
m`(Nj

; qj)s f `0 j(Nj

)
�� choose `0

�
� gjR`0

� , (1.8)

p0j =
1

1+ ÂL
`0=1 exp

�
M · E

�
m`(Nj

; qj)s f `0 j(Nj

)
�� choose `0

�
� gjR`0

� . (1.9)

One of the key differences between the model presented here and Seim (2006) is that
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rather than model the competitive effect of firms in other locations through distance bands

that treat firms at a discrete range of distances identically, firms are affected by those in

other locations directly through the effect on market share and the effect on prices.

1.4.3 Specifying the Product Value and Markup Functions

In the simple Cournot game with N firms competing on quantity and linear demand, the

equilibrium markup is proportional to 1
N+1 , and the equilibrium average consumer surplus

for consumers who buy is proportional to N
N+1 . I use these results to motivate simple

functional forms. I let the product value function take the form v`(Nj

; dj) =
dj N̄`j
1+N̄`j

, and the

markup function take the form m`(Nj

; qj) =
qj
N̄`j

, where the effective number of competing

firms is N̄`j = ÂL
`0=1 N`0 j exp(�wjd`,`0). This allows the estimated markup parameter to

be interpreted as the markup for an industry with one firm effectively competing for the

market at the location.

1.4.4 Solving the Equilibrium

The equilibria are solved in parallel for all markets with a relaxed iterated best response

(Gauss-Jacobi) approach. The system of equations to be solved for each industry and market

can be written as

pm

j

= Y(Zm,pm

j

, q) ,

where Z

m contains all variables on location characteristics for a given market, and q

contains all parameters.

The relaxed iterated best response approach at step k updates by

pm, k
j

= Y(Zm,pm, k�1
j

, q)l(pm, k�1
j

)1�l ,

and proceeds until convergence.6 The expectation in the firm’s profit function is obtained

6I choose l = 0.5 and a convergence tolerance of 1.0e-6.
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by Monte Carlo integration.

1.4.5 Discussion and Limitations

Some common practices in the prior literature include a reduced-form profit function,

distance bands to capture competitive effects of firms in neighboring locations, and choosing

the number of potential firms for each market; for example, see Seim (2006). Because I

directly model the consumer shopping decisions, with firms competing for market share

with firms in other locations, there is no need for distance bands. The model has certain

limitations. It does not incorporate cross-industry spillovers resulting from multi-product

shopping, and price competition is incorporated in a way that is not entirely structural.7

Improvement on either of these dimensions could be interesting extensions. For instance,

multi-product shopping could be incorporated by having products from multiple industries

enter the consumer utility function; this would require grouping industries that consumers

multi-product shop for.

1.5 Estimation

1.5.1 Estimation Approach

The parameters can be estimated with maximum likelihood using a nested fixed point

approach with data on business locations, rents, and population at locations within a

market.8

The equilibrium of the firm location game solves equations

pm

j

= Y(Zm,pm

j

, q)

where Z

m contains all variables on location characteristics for a given market, and q

7See Appendix A.2 for a version of the main model which incorporates prices, and the difficulties that this
presents.

8The number of potential entrants in each market must be set by the researcher.
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contains all parameters. The solution can be written implicitly as pm

j

(Zm, q).9 The nested

fixed point routine is:

1. Inner Loop: solve equilibrium for all industries in all markets given current parameters.

pm

j

= Y(Zm,pm

j

, q)

2. Outer Loop: maximize multinomial log likelihood objective function,

L(q|N,Z) =
M
Â
m=1

J
Â
j=1

Lm

Ầ
=0

Nm
`j log(p

m
`j)

1.5.2 Identification

The parameter vector q is identified if there is a unique global maximizer of the expectation

of the likelihood, which requires that there is no other parameter vector q0 such that the

equilibrium choice probabilities are identical, i.e., such that p
j

(Z, q) = p
j

(Z, q0) for all Z.

Because of this, I only consider markets with a sufficient number of potential locations. In

practice, the strict concavity of the multinomial log likelihood, the highly nonlinear nature

of the model, and the small size of the parameter space relative to the space of choice

probabilities all combine to give parametric identification.

The parameter estimates are determined by a number of sources of variation in the

data. The rent parameter is identified by variation in rents across locations, which is

assumed to be exogenous. The markup parameter for each industry is identified by the

variation in consumer shares across locations. Since consumer shares are determined in the

model by the population distribution and the industry-specific variance of utility shocks,

this parameter and the consumer utility variance parameter are identified jointly by the

population distribution and the spatial distribution of locations. To clarify the identification,

consider how the variance of the consumer’s idiosyncratic store utility component is

identified for each industry. Let rents be the same across locations, and consider a change in

9This assumes uniqueness, which is likely not true in general. For the data used in estimation, multiple
equilibria have not been an issue, and only one equilibrium was found at the estimated parameters.
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the spatial distribution of locations that moves high population locations to the outskirts

of town. This will cause a shift in the observed firm location distribution in a way that

is different across industries. Firms in an industry with a high sj will still have strong

incentives to locate centrally, whereas firms in an industry with a low sj will track the

locations with high population more closely. Given sj, the markup parameter is then

determined by how the variation in consumer shares affects the observed firm locations. In

the extreme case of qj = 0, firm locations will be based entirely on rents. As qj increases,

firm locations will be based more on capturing market area, relative to rents. Because the

number of potential firms must be set by the researcher, the markup parameter and rent

parameter should only be interpreted insofar as their size relative to each other differs across

industries. In estimation, the number of potential firms is chosen to be a fixed multiplier

on the inside share, which is the same across industries. Increasing the proportion of firms

choosing not to enter will decrease the magnitude of the markup parameter estimates, in an

attempt to fit to the higher outside share. The parameter wj, which captures how rapidly

price competition decays with distance, is identified by the degree to which clusters are

isolated. If there is strong price competition with neighboring locations, this will push stores

to cluster in locations that are relatively farther apart in equilibrium.

For the model estimated in Section 6, I fix dj = 1. Given sj > 0, both changes in how

much people value a certain industry’s goods and changes in travel costs can affect the

degree of clustering for an industry in equilibrium in the model. Fixing dj and requiring b to

be constant across industries results in sj being the only parameter explaining the variation

in clustering across industries–so it may be picking up the effect of industry-specific travel

costs and the industry-specific product value. Travels costs varying by industry results from

the infinite horizon model in Appendix A.1 with different purchasing frequencies. With

this added feature, the model can incorporate three explanations for clustering: how much

people value the good,10 shopping frequency, and gains to search. It is attractive for the

model to be able to incorporate all three effects, but, in this paper, I focus solely on gains to

10This is the driving force for clustering in Christaller’s Central Place Theory (Christaller (1933)).
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search as an explanation for clustering.

1.5.3 Sample Selection

I restrict my analysis to shoe stores, furniture stores, and convenience stores when estimating

the model. In general, retail location choice may be driven by consumers multi-product

shopping, i.e., shopping for goods from different industries in the same trip. These industries

were chosen with the thought that the proportion of shopping trips involving goods from

more than one of these industries is relatively low, and that they span the range of clustering

found with Ripley’s L. The sample contains 300 markets (counties) with between 50-150k

people and 15-30 tracts. Market population is used for the variable M in the firm profit

function. I place each business at the population-weighted centroid of the tract that contains

them, and let tracts have representative consumers located at their population-weighted

centroids. The distribution of consumers across tracts then follows the discrete population

distribution, and the set of consumer locations can be different from the set of potential firm

locations. In estimation, I restrict the set of potential firm locations to be locations where a

business of any industry located in the data.

Table 1.3 presents a Poisson regression with market fixed effects describing the relation-

ship between the number of firms in a tract, rent, and population. The coefficient estimates

for the effect of population are found to be positive and significantly different from zero at

the 1% level for the three industries, while the coefficient estimates for the effect of rent are

found to be negative for the three industries, significantly different from zero at the 1% level

for furniture stores and convenience stores but not for shoe stores. Convenience stores have

the largest population coefficent estimate: a ten percent increase in the population of a tract

is associated with an approximate 6.3% increase in the expected number of convenience

stores; for shoe stores and furniture stores the increase is approximately 4.6% and 4.5%,

respectively. Convenience stores also have the most negative coefficient estimate for rents: a

ten percent increase in rents is associated with approximately 7.7% less convenience stores;

the decrease for shoe stores and furniture stores is approximately 4.7% and 1.8% respectively,
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Table 1.3: Poisson Regression of Firm Locations on Population, Rents, and Market Fixed Effects

Shoe Furniture Convenience

log(Rent`m) -0.177 -0.466*** -0.769***
(0.141) (0.100) (0.063)

log(Pop`m) 0.464*** 0.449*** 0.627***
(0.109) (0.064) (0.034)

Robust standard errors clustered at the market level.

although the coefficient estimate is not significant for shoe stores.

1.6 Results

1.6.1 Discussion of Estimates

The estimation results are presented in Table 1.4. In estimation, I set the number of potential

firms for each industry in each market to be 1.1 times the number of actual firms of that

industry, and fixed dj = 1. Rent is measured in thousands of dollars and population in

tens of thousands of individuals. Note that the estimates of the variance of consumer

store-specific utility shocks for the three industries match the ordering of the degree of

clustering found by Ripley’s L in Section 1.3. Taking the model as truth, this implies that

the value consumers get from searching multiple stores varies strongly across industries.

As shown later in this section, this has real implications for how far people travel for their

shopping trips in different industries. The monopoly markup parameter, which weights

the importance of market share in the firm profit function, is higher for convenience stores,

while rent sensitivity is similar across industries. This is perhaps because convenience stores

are willing to pay high rents to capture a monopoly in a neighborhood, whereas the other

two industries are competing more widely across the market, making them less willing

to pay more for high rent neighborhoods. The rate at which price competition lessens

with distance is higher for furniture stores, relative to convenience stores and shoe stores,
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Table 1.4: Maximum Likelihood Estimates

Shoe Furniture Convenience

sj (gains to search) 8.19 5.53 0.13
(0.69) (0.65) (0.37)

qj (monopoly markup) 1.56 1.81 2.78
(0.23) (0.30) (0.51)

gj (rent sensitivity) 1.35 1.13 1.21
(0.08) (0.06) (0.07)

wj (spatial price effect) 2.16 3.06 1.92
(0.47) (0.76) (0.33)

b (travel costs) 1.43 same same
(0.23) (–) (–)

implying that furniture stores compete less fiercely on price with stores in nearby locations,

and that furniture store clusters are more likely to be found near each other. While this

may be counterintuitive, it may just be a result of how space is discretized into tracts when

estimating the model, if consumers are willing to shop across multiple nearby tracts when

buying furniture. Also, it should be noted that the standard errors for both wj and qj are

somewhat large, relative to their magnitude, so the difference in values across industries

should not be over-interpreted. The travel cost parameter, b, is difficult to interpret, but it

allows the model to fit how closely firm locations, across all industries, track the population

distribution.

Given the parameter estimates, the model can be used to determine the average distance

traveled by consumers who choose to shop in each market for each industry.

d̄j(Nj

) =
Z L

Ầ
=1

di,l
exp

✓
s�1
j djN`j
N`j+1

◆✓
1+ N`j exp

✓
s�1
j djN`j
N`j+1

◆◆sj�1
exp(�bdi,`)

ÂL
`0=1

✓
1+ N`0 j exp

✓
s�1
j djN`0 j
N`0 j+1

◆◆sj

exp(�bdi,`0)
dFi . (1.10)

The distribution of distance traveled across markets for each industry is shown in Figure
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Figure 1.1: Average Distance Traveled for Consumers Who Shop in Each Market (miles)

1.1, using the estimated parameters. The distance traveled for shoe stores is the greatest,

with a mean across markets of 2.81 miles. The average distance traveled for furniture stores

is 1.63 miles, and the average distance traveled for convenience stores is 0.34 miles.11 The

counterfactual in Section 7 considers how restricting potential firm locations changes the

distance that consumers travel to shop for goods of each type.

I also consider the share of consumers choosing to shop in each market for each industry,

s̄j(Nj

) =
L
Ầ
=1

s`j(Nj

) . (1.11)

As shown in Figure 1.2, the model predicts that the proportion of consumers choosing

to shop is lower with convenience stores, since consumers that do not have a store at their

location do not want to travel far to shop—for these consumers the convenience stores are

11These differences are not driven by variation in the number of stores in the market for different industries.
While having more stores in the market does make it more likely to have one nearby, recomputing the average
distance traveled using one industry’s parameters for all industries results in much closer numbers across
industries.
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Figure 1.2: Proportion of Consumers Choosing to Shop in Each Market

inconvenient. The counterfactual in Section 7 considers the impact of zoning regulations on

the proportion of consumers choosing to shop for each industry.

1.6.2 Analysis of Fit

I compare the entry probabilities from the estimated model to the observed location choices.

In Table 1.5, I present a regression of observed empirical probabilities of firm locations on

entry probabilities predicted by the model using the MLE estimates. If the model explained

the data perfectly, one would expect a coefficient close to one. The coefficient estimates for

the constant are negligible in size and not statistically different from zero. The coefficient

estimates on the model probabilities are 1.121 (s.e. 0.062) for shoe stores, 1.056 (s.e. 0.042)

for furniture stores, and 0.966 (s.e. 0.020) for shoe stores. The R2 for the regressions are 0.04

for shoe stores, 0.06 for furniture stores, and 0.17 for convenience stores. Although these

values are low, they are similar to the R2 that is obtained when simulated data from the

model is used, rather than the actual data.
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Table 1.5: Analysis of Fit

Shoe Furniture Convenience

const -0.005 -0.002 0.001
(0.003) (0.002) (0.001)

p`m 1.121*** 1.056*** 0.966***
(0.062) (0.042) (0.020)

Robust standard errors clustered at the market level.

1.7 Counterfactual: Zoning Regulations

1.7.1 Zoning Background

Zoning regulations place restrictions on land use, and typically divide a city into residential,

commercial, and industrial areas, with some areas allowing mixed uses. Many cities restrict

almost all types of retail activity to the same commercial areas. For example, Los Angeles

allows retail stores of any type in zones C-1, C-2, C-3, C-RU, C-M, and C-MJ. Boston groups

all retail stores “primarily serving the local retail business needs of the... neighborhood”

into Use Item 34, independent of industry, and separates big box stores and pornography

stores into different use items. San Francisco zoning regulations group together all retail

aside from liquor stores, tobacco paraphernalia stores, adult film stores, and automobile

stores.12 New York City groups all retail stores less than 10,000 square feet in Use Group 6,

along with public and private service establishments. Interestingly, New York City further

divides this use group into Use Subgroup 6A, with convenience retail like drug stores and

hardware stores, and Use Subgroup 6C, with all other retail. Subgroup 6A establishments

are permitted in large-scale residential developments, whereas Subgroup 6C establishments

are not. Such a division of industries is well motivated by the model in this paper, as seen

in the counterfactual discussion below.

12In San Francisco, chain stores may be treated differently, and stores above a certain size may need additional
review.
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Table 1.6: Counterfactual: Zoning and Consumer Distance Traveled to Shop

Shoe Furniture Convenience

without zoning 4.11 2.39 0.27

with zoning 4.19 3.96 3.46

factor change 1.02 1.65 12.78

1.7.2 Counterfactual

In this section, I investigate the impact of restricting the set of business locations on shoe

stores, furniture stores, and convenience stores. For my analysis, I select Craighead County,

Arkansas, with the city of Jonesboro, which has fifteen potential business locations, and

restrict the locations that businesses may locate to be just seven of the central tracts of

the county. With this restriction, I simulate the market 1,000 times with the estimated

parameters for each industry. I calculate the average distance traveled by consumers who

shop in each simulation for the location they choose to shop at, and compare this to the

average distance traveled implied by the model with the observed distribution of firms,

where there is no restriction. I also consider the proportion of consumers shopping in each

scenario, and the proportion of firms entering the market.

The results are displayed in Table 1.6. The average travel distance for consumers

shopping for shoes increased relatively little with the zoning policy, from 4.11 miles to 4.19

miles. For furniture stores, the increase was slightly more, from 2.39 miles to 3.96 miles,

and convenience stores saw the greatest relative change, from 0.27 miles to 3.46 miles.

Related to the distance traveled, less consumers choose to shop when convenience stores

are restricted relative to furniture stores, and less consumers choose to shop when furniture

stores are restricted relative to shoe stores; see Table 1.7.

Table 1.8 shows that fewer firms choose to enter following the zoning policy, with a

slightly larger drop observed for convenience stores and furniture stores. To summarize, the

model suggests that the cost of zoning to consumers may be much greater when restricting

industries for which there are little gains to search (i.e., little value in visiting multiple stores
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Table 1.7: Counterfactual: Zoning and the Proportion of Consumers Shopping

Shoe Furniture Convenience

without zoning 0.97 0.92 0.67

with zoning 0.94 0.87 0.33

factor change 0.97 0.94 0.48

Table 1.8: Counterfactual: Zoning and Firm Entry

Shoe Furniture Convenience

without zoning 0.92 0.94 0.93

with zoning 0.79 0.77 0.76

factor change 0.86 0.81 0.82

of a certain type).13 This suggests that zoning policy should not restrict all retail businesses

in the same way, but rather consider industries separately—or, perhaps more realistically,

consider groups of industries separately.

1.8 Conclusion

There is large variation in clustering across retail industries, and this variation may be

explained by how much consumers value searching across multiple stores when shopping

for the goods of an industry. I find that zoning an industry may be much more costly

to consumers, in terms of additional travel costs, when there are low gains to search for

the industry’s goods, and suggest that city planners should take this into account when

creating zoning regulations, considering policies that are specific to industries, or groups

of industries. For future research, it may be interesting to extend the analysis to allow for

13The variation in the effect of zoning across industries in the counterfactual market is not driven by the
number of firms in the market, although it should be expected that average distance traveled by consumers
decreases as the number of firms in a market increases. In the market chosen, there are 10 shoe stores, 24
furniture stores, and 23 convenience stores—the number of stores in the market does not explain the difference
in distance traveled for furniture and convenience stores.
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cross-industry spillovers.
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Chapter 2

Estimating Dynamic Discrete-Choice

Games of Incomplete Information1

2.1 Introduction

Empirical models of dynamic games of incomplete information are an important framework

within which to study firms’ strategic behavior. In the past decade, developing econometric

methods to estimate these models has become an active research topic in the empirical

industrial organization and applied econometrics literatures. As models of dynamic games

become increasingly sophisticated, estimating the underlying structural parameters and

decision policies adopted by firms becomes increasingly challenging computationally. For

example, Igami (2013) and Igami (2014) both estimate a dynamic oligopoly game using a

nested fixed-point algorithm that could easily take a few weeks to compute.

The high computational costs of solving dynamic games during the estimation stage has

motivated researchers to propose econometric methods that provide consistent estimates in

large-sample theory, and that are computationally light and easy to implement in practice.

Most of these computationally simple methods belong to the class of two-step estimators.

For example, see Bajari et al. (2007); Pakes et al. (2007); Pesendorfer and Schmidt-Dengler

1Coauthored with Zhenyu Lai and Che-Lin Su
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(2008); Arcidiacono and Miller (2011); Srisuma (2013) as well as Sanches et al. (2013). The

potential drawbacks of two-step estimators are that their estimates can have large biases

in finite samples because insufficient data exists to obtain precise estimates in the first

step, and that researchers might not use an appropriate criterion function in the second

step; see the discussion in Pakes et al. (2007).2 To address these issues, Aguirregabiria and

Mira (2007) have proposed the nested pseudo-likelihood (NPL) estimator and the NPL

algorithm to compute the NPL estimator. Using Monte Carlo experiments, Aguirregabiria

and Mira demonstrated that the NPL estimator is less biased than the two-step pseudo

maximum-likelihood (2S-PML) estimator.

Pakes et al. (2007); Pesendorfer and Schmidt-Dengler (2008); Pesendorfer and Schmidt-

Dengler (2010); and Su (2014) have shown that the NPL algorithm can frequently fail to

converge. Even worse, the NPL algorithm may not provide consistent estimates. Kasa-

hara and Shimotsu (2012) analyzed the convergence properties of the NPL algorithm and

suggested modifications in implementing the NPL algorithm to improve its convergence.

Using a simplified version of a dynamic game model derived from Aguirregabiria and Mira

(2007), they illustrated that their modified NPL (NPL-L) algorithm indeed converged and

performed well in a Monte Carlo experiment, while the original NPL algorithm failed.

Su and Judd (2012) have proposed a constrained optimization approach to estimating

structural models, while Dubé et al. (2012) applied the constrained optimization approach

to the estimation of random-coefficients logit demand models, successfully solving exam-

ples having tens of thousands of variables and constraints. Su (2014) illustrated that the

constrained optimization approach can be applied to estimating static games of incomplete

information with multiple equilibria (under the assumption that only one equilibrium is

played in each market in the data) and that it performed better than the NPL estimator in

Monte Carlo experiments. Even so, some researchers remain unsure whether the constrained

2In their Monte Carlo experiments, Pakes et al. (2007) find that two-step estimators can be biased in small
samples although these biases shrink rapidly as sample size increases. Further, they find that the simplest
criterion function performs best. These results are further supported by Pesendorfer and Schmidt-Dengler
(2008), who find that biases for two-step estimators are relatively small with sample size T = 1000, but not for
T = 100.
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optimization approach is practical to estimate dynamic games because it requires solving

high-dimensional optimization problems, which can be computationally demanding.

Following Su and Judd (2012) as well as Su (2014), we have formulated the maximum-

likelihood (ML) estimation problem of dynamic discrete-choice games of incomplete in-

formation as a constrained optimization problem. Using the dynamic game provided by

the entry/exit model of Aguirregabiria and Mira (2007), we have conducted Monte Carlo

experiments to investigate the finite-sample properties and the numerical performance of

the 2S-PML estimator, the NPL estimator implemented by the NPL and NPL-L algorithms,

and the ML estimator implemented by the constrained optimization approach. Our Monte

Carlo results suggest that the constrained optimization approach is more robust and re-

liable than both the NPL and the NPL-L algorithms. Indeed, the constrained approach

converged for all data sets in all experiments, while the performance of the NPL and NPL-L

algorithms varied. In some cases, the NPL and NPL-L algorithms failed to converge. The

constrained optimization approach also works well when the size of the state space in

the model increases, but the state transition matrix remains sparse. Although the 2S-PML

estimator always converged in our experiments, this estimator is much less accurate than

the ML estimator under the constrained optimization approach. Overall, when compared to

alternative estimators, using the constrained optimization approach to ML estimation offers

valuable returns: reliable convergence, computational speed, and accurate estimates.

We have organized the remainder of the paper as follows: In Section 2, we describe the

dynamic model of the entry/exit game as proposed by Aguirregabiria and Mira (2007), while

in Section 3, we present the constrained optimization formulation for the ML estimation

of these games and discuss alternative likelihood-based estimators and their associated

estimation algorithms. In Section 4, we describe the design of our Monte Carlo experiments,

present numerical results and conduct additional robustness checks. We summarize our

conclusions in Section 5 and briefly describe potential future work.
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2.2 Model

We consider a model of discrete-time, infinite-horizon dynamic games based on the research

of Aguirregabiria and Mira (2007). In each period t = 1, 2, ...,•, N potential entrants exist,

each indexed by i 2 I = {1, ...,N}; these players operate in a market characterized by size

st 2 S = {s1, . . . , sL}. We assume that market size is observed by all players and evolves

according to the exogenous stationary transition probability fS (st+1|st), where st, st+1 2 S .

At the beginning of each period t, player i observes a vector of common-knowledge

state variables x

t and private shocks #ti . Players then simultaneously choose whether to

be active in the market. Let ati 2 A = {0, 1} denote player i’s action in period t and

a

t = (at1, . . . , a
t
N) denote the collection of all players’ actions. The common-knowledge

state variables, xt consist of market size and all players’ actions in the previous period,

namely, xt =
�
st, at�1� 2 X = {S ⇥ {⇥i2IA}}. Each player i also privately observes

#ti =
�

#ti
�
ati
� 

ati2A
, a vector of choice-contingent shocks to per-period payoffs. We assume

that #ti
�
ati
�
has a type-I extreme value distribution that is independent as well as identically

distributed across actions and players as well as over time, and that opposing players do

not observe the realization of #ti , but know only its probability density function g(#ti).

The state variables (xt, #ti) evolve after the decisions a
t have been made, so their evolution

is described by the exogenous probability distribution function p(xt+1, #t+1
i |xt, #ti , at). We

further impose the conditional independence assumption. That is,

p
h
x

t+1 = (s0, a0), #t+1
i |xt = (s, ã), #ti , a

t
i
= fS (s0|s)1{a0 = a

t}g(#t+1
i ), (2.1)

where 1 is the indicator function.

Denote by q the vector of structural parameters and by a

t
�i = (at1, . . . , a

t
i�1, a

t
i+1, . . . , a

t
N)

the current actions of all players other than i in period t. We specify player i’s per-period pay-

off function as P̃i
�
ati , a

t
�i, x

t, #ti ; q
�
= Pi

�
ati , a

t
�i, x

t; q
�
+ #ti

�
ati
�
, which is additively separable

in a common-knowledge component and a private shock. Here, the common-knowledge

component Pi
�
ati , a

t
�i, x

t; q
�
depends on the current actions of all players a

t, publicly-

observed state variables x

t, and q. Let b 2 (0, 1) denote the discount factor. Given the

29



current state (xt, #ti), player i chooses a sequence of decisions to maximize the following

total expected discounted payoff:

max
{ati ,a

t+1
i ,at+2

i ,...}
IE

"
•

Â
t=t

bt�tP̃i
�
at
i , a

t
�i, x

t, #t
i ; q
� ���(xt, #ti)

#

where the expectation is taken over the state evolution p(xt+1, #t+1
i |xt, #ti , at) given in equa-

tion (2.1) and beliefs about how other players choose their actions.

Since state transition is stationary, we adopt Markov perfect equilibrium as the equi-

librium concept. Thus, we can drop the time index t. It is also convenient to characterize

the equilibrium in terms of the observed state x. Let Pi(ai|x) be the conditional choice

probability of player i choosing action ai 2 A at state x. Given Pj(aj|x), 8j 6= i, the expected

payoff of the common-knowledge component Pi (ai, a�i, x; q) for player i from choosing

action ai at state x is

pi (ai|x, q) = Â
a�i2AN�1

("

’
aj2a�i

Pj
�
aj|x

�
#

Pi (ai, a�i, x; q)

)
. (2.2)

We denote by Vi(x) the expected value function for player i at state x and define

P = {Pi(ai|x)}ai2A,i2I ,x2X and V = {Vi(x)}i2I ,x2X . A Markov perfect equilibrium for this

game is a tuple (V ,P) that satisfies the following two systems of nonlinear equations.

I. Bellman Optimality. 8i 2 I , x 2 X

Vi (x) = Â
ai2A

Pi (ai|x)
⇥
pi (ai|x, q) + ePi (ai, x)

⇤
+ b Â

x

02X
Vi
�
x

0� f PX
�
x

0|x
�

= YV

i (x;V ,P, q).

(2.3)

The first system of nonlinear equations specifies that for each i and x, given conditional

choice probabilities of all players P, the expected value function Vi(x) satisfies the Bellman

equation. Here, f PX (x0|x) denotes the state transition probability of x, given P. Specifically,

f PX
⇥
x

0 = (s0, a0)|x = (s, ã)
⇤
=

"
N

’
j=1

Pj
⇣
a0j|x

⌘#
fS (s0|s). (2.4)

Given the assumption that # i (ai) follows a type-I extreme value distribution with the scale
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parameter s, we have3

ePi (ai, x) = Euler’s constant� s log [Pi (ai|x)] . (2.5)

II. Conditional Choice Probability (CCP) Equation.

The second system of equations characterizes conditional choice probabilities P. First,

we define player i’s conditional choice-specific expected value function as

vi (ai|x) = pi (ai|x, q) + b Â
x

02X
Vi
�
x

0� f Pi
�
x

0|x, ai
�
, (2.6)

where f Pi (x0|x, ai) denotes the state transition probability conditional on the current state x,

player i’s action ai, and his beliefs P over the conditional choice probabilities of all other

players. Specifically,

f Pi
⇥
x

0 = (s0, a0)|x = (s, ã), ai
⇤
= fS

�
s0|s
�
1
�
a0i = ai

 
’
j2I\i

Pj
⇣
a0j|x

⌘
. (2.7)

After the private shocks #i = [# i(0), # i(1)] are observed, player i chooses action ai = j if

and only if

j 2 argmax
k2A

{vi (ai = k|x) + # i (ai = k)} .

The conditional choice probability is then defined as

Pi (ai = j|x) = Pr


#i

����vi (ai = j|x) + # i (ai = j) > max
k2A\j

{vi (ai = k|x) + # i (ai = k)}
�
.

The assumption of a type-I extreme value distribution for #
i

yields the following closed-form

expression to characterize conditional choice probabilities P:

Pi (ai = j|x) =
exp [vi (ai = j|x)]

Â
k2A

exp [vi (ai = k|x)]

= YP

i (ai = j|x;V ,P, q), 8i 2 I , j 2 A, x 2 X ,

(2.8)

where vi (ai = j|x) is defined in equation (2.6). In what follows, we refer to equation (2.8) as

the CCP equation.

3For additional details, see the discussion on page 10 of Aguirregabiria and Mira (2007).
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This second system of nonlinear equations specifies that across all states, players’ condi-

tional choice probabilities are in mutual best response, given that each player’s beliefs are

consistent with the choice-specific expected value functions of all players.

To simplify the notation, we define YP(V ,P, q) = {YP

i (ai = j|x;V ,P, q)}ai2A,i2I ,x2X and

YV (V ,P, q) = {YV

i (x;V ,P, q)}i2I ,x2X . We denote the two systems of equations (2.3) and

(2.8) that characterize a Markov perfect equilibrium at a given vector of parameters q by

V = YV (V ,P, q) ,

P = YP (V ,P, q) .
(2.9)

In a dynamic game, multiple Markov perfect equilibria can exist. For a given q, we

denote the set of all Markov perfect equilibria that satisfy equation (2.9) by

SOL(Y, q) =

8
><

>:
(P,V)

���
V = YV (V ,P, q)

P = YP (V ,P, q)

9
>=

>;
.

2.3 Estimation

In this section, we first describe the data generating process and then present a constrained

optimization approach for ML estimation of this dynamic game. Finally, we discuss other

likelihood-based estimators proposed in the literature.

2.3.1 Data Generating Process

The data consist of observations from M independent markets over T periods. We assume

these M markets follow the same exogenous process fS (s0|s) for the market-size transitions

and that players’ decisions are independent across these markets. In each market m and time

period t, researchers observe the common-knowledge state variables x̄mt and players’ actions

ā

mt = (āmt
1 , . . . , āmt

N ). Let Z =
�
ā

mt, x̄mt 
m2M,t2T denote the collection of data observed

across markets and time.

Denote by q0 the true value of structural parameters in the population. The vector (V0,P0)

contains the corresponding expected value functions and conditional choice probabilities that
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simultaneously solve equation (2.9) at q0. If multiple equilibria exist at q0, then we assume

that only one equilibrium is played across all markets in the data, a common assumption in

the literature; see Aguirregabiria and Mira (2007); Bajari et al. (2007); Pakes et al. (2007); as

well as Pesendorfer and Schmidt-Dengler (2008).4 Thus, the data Z =
�
ā

mt, x̄mt 
m2M,t2T are

generated from only one Markov perfect equilibrium (V0,P0) at the true parameter values

q0.

2.3.2 ML Estimation

In this subsection, we define the ML estimator and present an equivalent reformulation of

the ML estimator as a constrained optimization problem.

For a given vector q, let (P(q),V(q)) 2 SOL(Y, q) be an equilibrium that satisfies

equation (2.9). Given data Z =
�
ā

mt, x̄mt 
m2M,t2T , the logarithm of the likelihood of

observing data Z at the parameters q is

L (Z; q) = max
(P(q),V(q))2SOL(Y,q)

1
M

N

Â
i=1

M

Â
m=1

T

Â
t=1

log Pi
�
āmt
i |x̄mt� (q).

The ML estimator is then defined as

qML = argmax
q

L(Z; q)

= argmax
q

(
max

(P(q),V(q))2SOL(Y,q)

1
M

N

Â
i=1

M

Â
m=1

T

Â
t=1

log Pi
�
āmt
i |x̄mt� (q)

)
.

(2.10)

This formulation motivates researchers to apply the nested fixed point algorithm of

Rust (1987) to compute a solution of the ML estimator: in the outer loop, choose q to

maximize the logarithm of the likelihood function L(Z; q); in the inner loop, for a given

q, find all Markov perfect equilibria (P(q),V(q)) 2 SOL(Y, q) to correctly evaluate the

objective function L(Z; q) at q.

Researchers face two computational challenges when they apply the nested fixed point

algorithm. First, one has to solve for all the Markov perfect equilibria at each candidate of the

4Moment inequality estimators, such as those investigated in Ciliberto and Tamer (2009) or Pakes et al.
(2015) or Tamer (2003), do not require this assumption.
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structural parameter vector when computing a ML estimator; see page 16 of Aguirregabiria

and Mira (2007) as well as Kasahara and Shimotsu (2012). Second, the objective function

L(Z; q) can be a discontinuous function in q; see Su (2014) for such an example in static

discrete-choice games. In what follows, we reformulate the ML estimator (2.10) as a

constrained optimization problem that overcomes these two computational challenges:

we do not need to solve for all Markov perfect equilibria and the objective function and

constraints in our reformulation are smooth functions.

Suppose that, with data Z =
�
ā

mt, x̄mt 
m2M,t2T , observed actions āmt at observed state

x̄

mt are generated by some choice probabilities P for all m and t. We then define the

logarithm of the augmented likelihood function as

L (Z;V ,P, q) =
N

Â
i=1

M

Â
m=1

T

Â
t=1

logYP

i (ā
mt
i |x̄mt;V ,P, q). (2.11)

To ensure that the conditional choice probabilities P and expected value functions V are

consistent with a Markov perfect equilibrium at the given structural parameters q, we

impose equation (2.9) as constraints. Thus, a constrained optimization formulation of the

ML estimation problem of this dynamic game is

max
(q,P,V)

1
M

L (Z;V ,P, q)

subject to V = YV (V ,P, q) (2.12)

P = YP (V ,P, q) .

The equivalence of the two optimization problems (2.10) and (2.12) in the optimal

objective value and the optimal solution immediately follows from Proposition 1 in Su

and Judd (2012). Aitchison and Silvey (1958) have demonstrated that the ML estimator

formulated in (2.12) is consistent as well as asymptotically normal; see also Section 10.3 in

Gourieroux and Monfort (1995).

It is easy to verify that the objective function and constraints in (2.12) are smooth func-

tions of (q,P,V), and hence, Newton-based optimization methods can be applied. When

solving the constrained optimization problem (2.12), one does not need to solve for all
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Markov perfect equilibria at every guess of the structural parameters. Two reasons exist:

first, modern constrained optimization solvers do not force the constraints to be satisfied

during the iteration process; constraints are satisfied (and an equilibrium solved) only when

the iterates converge to a (local) solution; second, the constrained optimization approach

only needs to find those equilibria together with structural parameters that are local solu-

tions and satisfy the corresponding first-order conditions of the constrained optimization

problem (2.12). Any pair of a vector of structural parameters and a corresponding equi-

librium that does not satisfy the first-order conditions of (2.12) is not a solution to the ML

estimation problem. This characterization permits one to eliminate a large set of equilibria

and structural parameters that do not need to be solved by the constrained optimization

approach.

2.3.3 Alternative Dynamic Games Estimators

Hotz and Miller (1993) proposed a two-step estimation strategy within the context of single-

agent dynamic models. The main insight of Hotz and Miller was to estimate the expected

value function directly from the data without solving the Bellman equation, hence reducing

the computational burden of estimating dynamic models. Subsequently, researchers have

generalized this idea to estimate multi-agent dynamic games and have developed various

two-step estimators that are computationally light and easy to implement. For example, see

Bajari et al. (2007); Pakes et al. (2007); as well as Pesendorfer and Schmidt-Dengler (2008).

A potential drawback of two-step estimators is that they can be more biased than the ML

estimator in finite samples, particularly when the first-step estimates are imprecise, or if a

suitable criterion function is not used in the second step; see the discussion in Pakes et al.

(2007).

In an effort to reduce finite-sample bias associated with two-step estimators, Aguirre-

gabiria and Mira (2007) proposed the NPL estimator and the NPL algorithm, a recursive

computational procedure over the 2S-PML estimator, to compute the NPL estimator. While

the NPL estimator performed well in their Monte Carlo experiments, convergence of the
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NPL algorithm can be a problem. Furthermore, the NPL algorithm may converge to the

wrong estimates if the data are generated by an equilibrium that is unstable under best

response iterations; see Pesendorfer and Schmidt-Dengler (2010) for such an example and Su

(2014) on the performance of the NPL algorithm in a static discrete-choice game. Kasahara

and Shimotsu (2012) provided theoretical analysis of the convergence of the NPL algorithm

and proposed modified NPL algorithms to alleviate the convergence issue of the NPL

algorithm.

We describe three approaches to estimating dynamic games: the 2S-PML estimator, the

NPL algorithm of Aguirregabiria and Mira (2007), and the NPL-L algorithm of Kasahara

and Shimotsu (2012) for computing the NPL estimator.5 We do not discuss other two-step

estimators such as those of Bajari et al. (2007); Pakes et al. (2007) as well as Pesendorfer

and Schmidt-Dengler (2008). Instead, we focus on comparing the performance of the

ML estimator with that of alternative likelihood-based estimators in our Monte Carlo

experiments.

Two-Step Pseudo-Maximum Likelihood

In the first step of a two-step estimator, one can nonparametrically estimate the conditional

choice probabilities from the observed data Z using, for example, the frequency estimator.

Denote by bP a consistent estimator of the true conditional choice probabilities P

0. This

nonparametric estimate bP is then fixed and used to evaluate the right-hand side of the

Bellman optimality equation in (2.9):6

V = YV

⇣
V , bP, q

⌘
.

5Kasahara and Shimotsu (2012) also proposed a recursive projection method and a q-NPL algorithm. These
two methods are more computationally demanding and we do not consider them in this paper.

6This requires researchers to evaluate f PX (x0|x), ePi (ai, x), and f Pi (x0|x, ai) using bP in equations (2.4), (2.5),
and (2.7), respectively.
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The second step of the 2S-PML estimator involves solving the following optimization

problem:

max
(q,V)

1
ML

⇣
Z;V , bP, q

⌘

subject to V = YV

⇣
V , bP, q

⌘
.

(2.13)

From equation (2.3), we can see that once P is fixed at bP, the variables V and q

are additively separable. Define V i = [Vi(x)]x2X 2 IR|X |, F

b
P

X =
h
f bPX (x0|x)

i

x,x02X
2

IR|X |⇥|X |, bPi(ai) = [bPi(ai|x)]x2X 2 IR|X |, ebPi (ai) = [ebPi (ai, x)]x2X 2 IR|X |, and pi(ai, q) =

[pi(ai|x, q)]x2X 2 IR|X |. Equation (2.3) can then be rewritten in matrix notation as

h
I� bF

b
P

X

i
V i = Â

ai2A

h
b
Pi(ai) � pi(ai, q)

i
+ Â

ai2A

h
b
Pi(ai) � e

b
P

i (ai)
i

where I is an identity matrix in IR|X |⇥|X | and the notation A � B denotes the Hadamard

product of two matrices A and B. Thus, one can explicitly express V i in terms of structural

parameters q:

V i =
h
I� bF

b
P

X

i�1
(

Â
ai2A

h
b
Pi(ai) � pi(ai, q)

i
+ Â

ai2A

h
b
Pi(ai) � e

b
P

i (ai)
i)

, 8i 2 I , (2.14)

or in a compact notation

V = G(q, bP). (2.15)

By replacing the constraint in problem (2.13) with equation (2.15), through a simple elimi-

nation of variables V , the optimization problem (2.13) is equivalent to the unconstrained

optimization problem

max
q

1
M

L
⇣
Z; G(q, bP), bP, q

⌘
.

The 2S-PML estimator is then defined as

q2S�PML = argmax
q

1
M

L
⇣
Z; G(q, bP), bP, q

⌘
. (2.16)

The 2S-PML estimator is considered computationally light because it avoids solving the

CCP equation in (2.9); researchers estimate bP directly from the data. Nevertheless, solving

the optimization problem (2.16) or, equivalently, solving problem (2.13) in the second step,
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although easier than problem (2.12) for the ML estimator, may not be trivial. Researchers

still need to solve the Bellman equation for each player as constraints in (2.13) or invert

the matrix
h
I� bF

b
P

X

i
in (2.14) for every guess of structural parameters q in solving the

unconstrained optimization problem (2.16), a task that can be computationally expensive

when the size of the state space |X | is large.

Note, too, that at the solution q2S�PML, the first-step estimate bP may not satisfy the CCP

equation in (2.9), and hence is not a Markov perfect equilibrium. In finite samples, the

bias in the first-step estimate bP can potentially lead to large biases in parameter estimates

q2S�PML in the second step, particularly when the pseudo-likelihood function is used as the

criterion function; see the discussion in Pakes et al. (2007).

NPL Estimator

Aguirregabiria and Mira (2007) proposed an NPL estimator for estimating dynamic discrete-

choice games. Any point (q̃, eP) that satisfies the conditions below is called an NPL fixed

point:

q̃ = argmax
q

1
M

L
⇣
Z; G(q, eP), eP, q

⌘
.

e
P = YP

⇣
G(q̃, eP), eP, q̃

⌘
.

(2.17)

In principle, more than one NPL fixed point can exist. An NPL estimator (qNPL,PNPL) is

the NPL fixed point that yields the highest objective value in (2.17). Note that the NPL

estimator satisfies the CCP equation in (2.9). Thus, one would expect it to perform better

than the 2S-PML estimator in finite samples.

Aguirregabiria and Mira (2007) also proposed a computational procedure referred to

as the NPL algorithm to find an NPL fixed point. The NPL algorithm recursively iterates

over the 2S-PML estimator and is described as follows. First, choose an initial guess of

equilibrium probabilities eP0. For K � 1, the NPL algorithm iterates the following steps until
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convergence or until the maximum number of iterations K̄ is reached:

Step 1. Given ePK�1, solve q̃K = argmax
q

1
M

L
⇣
Z; G(q, ePK�1), ePK�1, q

⌘
.

Step 2. Given q̃K, update ePK by ePK = YP

⇣
G(q̃K, ePK�1), ePK�1, q̃K

⌘
; increase K by 1.

To declare convergence of the NPL algorithm, the following condition needs to be

satisfied
���(q̃K, ePK)� (q̃K�1, ePK�1)

���  tolNPL, (2.18)

where tolNPL is the convergence tolerance and is chosen to be a small number, for example,

1.0e-6. If the NPL algorithm converges after K iterations with K  K̄, then (q̃K, ePK�1)

approximately satisfies the NPL fixed-point conditions (2.17). If the maximum number of

iterations K̄ is reached before the NPL algorithm converges, then we declare a failed run

and restart with a new initial guess.

Researchers have expressed concerns involving the convergence properties of the NPL

algorithm. For example, see Pakes et al. (2007); Pesendorfer and Schmidt-Dengler (2010);

and Su (2014). While Aguirregabiria and Mira (2007) reported that they always obtained

convergence of the NPL algorithm in their Monte Carlo experiments, examples in Su (2014)

indicate that the NPL algorithm often fails to converge, even in static discrete-choice games.

Even worse, Pesendorfer and Schmidt-Dengler (2010) demonstrated in a stylized example

and Su (2014) demonstrated in Monte Carlo experiments of static discrete-choice games

that NPL can converge to the wrong estimates. In a recent paper, Kasahara and Shimotsu

(2012) demonstrated that the NPL algorithm will converge, provided that a local stability

condition is satisfied at the solution. Without knowing the true parameter values, however,

this local stability condition cannot be verified. Therefore, in practice, the theoretical analysis

provided by Kasahara and Shimotsu does not inform researchers a priori whether the NPL

algorithm will converge or whether it converges to the correct estimates. In summary, while

the NPL estimator is well defined, the NPL algorithm may fail to converge; even if the NPL

algorithm converges, in some cases, it may fail to recover the true values of the underlying

primitives, and using different initial guesses will not help to alleviate this problem.
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A Modified NPL Algorithm

To improve the convergence properties of the NPL algorithm, Kasahara and Shimotsu (2012)

introduced the NPL-L algorithm to compute an NPL estimator. The NPL-L algorithm alters

the updating of bPK in Step 2 of the NPL algorithm to

e
PK =

⇣
YP

⇣
G(q̃K, ePK�1), ePK�1, q̃K

⌘⌘l ⇣e
PK�1

⌘1�l
(2.19)

where l is chosen to be between 0 and 1. Note that when l = 1, the NPL-L algorithm is

identical to the NPL algorithm; when l = 0, ePK is not updated by the algorithm, and the

NPL-L algorithm solves the 2S-PML estimator (2.16).

The idea behind modifying the second step of the NPL algorithm is similar to that of

the successive over- and under-relaxation methods in numerical analysis. Such methods

are used to improve the contraction rate of diverging iterative processes. The scalar l

represents a partial step length used in the dampening procedure. Ideally, the choice of l

depends on the spectral radius of a Jacobian matrix at the solution qNPL. In practice, since

qNPL is unknown prior to estimation, the choice of the value of l becomes a delicate issue.

If l is chosen to be close to 1, then the NPL-L algorithm may not converge (if the NPL

algorithm does not converge); if l is chosen to be close to 0, then the NPL-L algorithm

takes small incremental steps and may need many iterations and, hence, much longer

computational time to converge. Kasahara and Shimotsu proposed computing the spectral

radius of the Jacobian matrix evaluated at the two-step estimator or, if it is computationally

demanding to calculate all eigenvalues of the Jacobian matrix, using a small value of l.

However, as discussed earlier, using a small value of l will lead to more iterations and

longer computational time before the NPL-L algorithm converges.

The convergence criterion for the NPL-L algorithm also warrants some discussion. If

researchers simply use criterion (2.18) to determine the convergence of the NPL-L algorithm,

there is no guarantee that the CCP equation in (2.17) will be satisfied with the desired

accuracy, tolNPL, when the NPL-L algorithm converges. In fact, one can show that when

the NPL-L algorithm declares criterion (2.18) to be satisfied, the error of the CCP equation
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in (2.17) can remain as large as
tolNPL

l
; that is,

���YP

⇣
G(q̃K, ePK�1), ePK�1, q̃K

⌘
� ePK�1

���  tolNPL

l
. (2.20)

If researchers choose a very small value for l (for example, l =1.0e-5) but use the

convergence criterion (2.18) with tolNPL =1.0e-6, then the NPL-L algorithm may de-

clare convergence quickly but the error of the CCP equation in (2.17) can be as large as
tolNPL

l
=1.0e-1.

In determining the convergence of the NPL-L algorithm, we use the following condition
�������

(q̃K, ePK)� (q̃K�1, ePK�1)

YP

⇣
G(q̃K, ePK�1), ePK�1, q̃K

⌘
� ePK�1

�������
 tolNPL. (2.21)

If this condition is met after K iterations with K  K̄, then we declare the convergence of

the NPL-L algorithm and use (q̃K, ePK�1) as a solution to the NPL fixed point (2.17). This

convergence criterion (2.21) ensures that when the NPL-L algorithm converges, the iterate

(q̃K, ePK�1) approximately satisfies the CCP equation in (2.17) with an error that is at most

tolNPL.

2.3.4 Scalability of the Constrained Optimization Approach

Since the constrained optimization approach requires optimizing over a much larger number

of dimensions, one potential concern is its capability to estimate empirically relevant

dynamic games; see Kasahara and Shimotsu (2012). To address this concern, we demonstrate

below that the constraint Jacobian as well as the Hessian of the Lagrangian of the constrained

optimization problem (2.12) are sparse under certain modeling specifications. State-of-the-

art constrained optimization solvers use sparse matrix routines to exploit this sparsity.

Consequently, the solvers can accelerate the computations, economize on memory usage,

and permit users to solve high-dimensional optimization problems, those on the order of
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100,000 variables and constraints.7

As discussed in Section 3.3, the size of the optimization problem (2.13) in the second

step of the 2S-PML estimator as well as the NPL and NPL-L algorithms is half the size of

the constrained optimization problem (2.12) for ML estimation. For large-scale dynamic

games, the problem (2.13) will be high dimensional as well. Without utilizing sparse matrix

techniques, researchers will not be able to solve a high-dimensional problem like (2.13) or

invert the high-dimensional matrix
h
I� bF

b
P

X

i
in IR|X |⇥|X | in equation (2.14).

We derive an upper bound on the density of the constraint Jacobian and Hessian of the

Lagragian, denoted by DJ and DH respectively, of the constrained optimization problem

(2.12).8 Recall that |S| is the number of grid points in the market size state space and |q|

is the number of structural parameters. Let ds denote the maximum incremental change

in market size in one period; for example, given st, the market size in the next period

st+1 2 {st � ds, st � ds + 1, . . . , st, . . . , st + ds � 1, st + ds}.

Proposition 1 (Density Bounds).

(a) Given a binary action space A = {0, 1}, we have

DJ 
2
9

✓
2ds + 1
N · |S| +

|q|+ 1
N · |S| · 2N +

1
|S| · 2N�1

◆
,

DH  1
9

 
2ds + 1
N · |S| +

4
|S| · 2N +

4 · (2ds + 1)
|S| +

6 · |q|
N · |S| · 2N +

✓
|q|

N · |S| · 2N

◆2
!
.

(b) The upper bounds on DJ and DH are decreasing in |S| and N.

(c) For fixed |S| and N, the upper bounds on DJ and DH decrease when ds decreases.

The proof is provided in Appendix B.1. Proposition 1 states that as the size of the state

space grows large, the number of non-zero elements in the constraint Jacobian and Hessian

matrices grow more slowly than the total number of elements. Even though the total number

7All researchers need to do is provide sparsity information to optimization solvers, although insufficient
computer memory may continue to limit applications involving more than 100,000 variables and constraints.

8The density of a matrix is the ratio between the number of nonzero elements and the total number of
elements in the matrix.
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of non-zero elements still grows, the constraint Jacobian and Hessian matrices become more

sparse, which helps to alleviate the increase in computational burden arising from having

more variables and constraints. We calculate the density of the constraint Jacobian and

Hessian matrices for different values of |S|, N, and |q| in Table B.1 in Appendix B.2. Figure

2.1 illustrates the sparsity pattern of the constraint Jacobian and the Hessian for an example

with N = 5, |S| = 5, and ds = 1, which results in a constrained optimization problem with

2400 constraints and 2408 variables. The densities of the corresponding constraint Jacobian

and Hessian matrices for this example are around 2.7 percent and 23 percent, respectively.

(a) Constraint Jacobian. (b) Hessian of the Lagrangian function.

Figure 2.1: Sparsity Pattern of Constraint Matrices with |S| = 5 and N = 5

2.4 Monte Carlo Experiments

We conducted Monte Carlo experiments to investigate the performance of the ML estimator,

the 2S-PML estimator, and the NPL estimator implemented by both the NPL algorithm and

the NPL-L algorithm. We describe the experimental design in Section 4.1 and report the

Monte Carlo results in Section 4.2.
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2.4.1 Experimental Design

We considered three experiment specifications, with two cases in each experiment. In the first

experiment, we used the example of Kasahara and Shimotsu (2012), which is a simplified

version of the example of Aguirregabiria and Mira (2007). In the second experiment, we

used the example of Aguirregabiria and Mira (2007). In the third experiment, we increased

the set of possible market size values used in the second experiment. We describe the details

of our experimental design below.

Experiment 1: Kasahara and Shimotsu (2012) example

This example has N = 3 players. The set of possible values for market size is S = {2, 6, 10},
and the total number of grid points in the state space is |X | = |S|⇥ |A|N = 3⇥ 23 = 24.

The common-knowledge component of the per-period payoff Pi is given as

Pi
�
ati , a

t
�i, x

t; q
�
=

8
>>><

>>>:

qRS log
�
st
�
� qRN log

 
1+ Â

j 6=i
atj

!
� qFCi � qEC

⇣
1� at�1

i

⌘
, if ati = 1,

0 if ati = 0,

where q =
⇣

qRS, qRN , qFC, qEC
⌘
is the vector of structural parameters with qFC = {qFCi }Ni=1.

For this experiment, the ML estimator solves the constrained optimization problem (2.12)

with 216 constraints and 218 variables.

Following Kasahara and Shimotsu (2012), we chose the discount factor b = 0.96 and

the scale parameter of the type-I extreme value distribution s = 1. We fixed the values of

structural parameters qFC = (1.0, 0.9, 0.8) and qEC = 1, and estimated only qRS and qRN .

We considered two sets of parameter values for qRS and qRN in this experiment:

Case 1: (qRN , qRS) = (2, 1);

Case 2: (qRN , qRS) = (4, 1).

Experiment 2: Aguirregabiria and Mira (2007) example

This example has N = 5 players and five possible values for market size, S = {1, 2, . . . , 5}.

The number of points in the state space is |X | = |S|⇥ |A|N = 5⇥ 25 = 160. The function
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Pi is given as9

Pi
�
ati , a

t
�i, x

t; q
�
=

8
>>><

>>>:

qRSst � qRN log

 
1+ Â

j 6=i
atj

!
� qFCi � qEC

⇣
1� at�1

i

⌘
, if ati = 1,

0 if ati = 0.

Following Aguirregabiria and Mira (2007), we fixed b = 0.95 and s = 1. In this experiment,

we estimated all the structural parameters q. For this experiment, the ML estimator solves

the constrained optimization problem (2.12) with 2,400 constraints and 2,408 variables.

We chose qFC = (1.9, 1.8, 1.7, 1.6, 1.5) and qEC = 1 as true parameter values. For qRN and

qRS, we considered the following two cases:

Case 3: (qRN , qRS) = (2, 1);

Case 4: (qRN , qRS) = (4, 2).

Note that the choices of parameter values in Case 3 are the same as those in Experiment 3

in Aguirregabiria and Mira (2007).

Experiment 3: Examples with increasing |S|, the number of market size values

In this experiment, we considered two sets of market size values:

Case 5: |S| = 10 with S = {1, 2, . . . , 10};

Case 6: |S| = 15 with S = {1, 2, . . . , 15}.

All other specifications remain the same as those in Case 3 in Experiment 2. Our purpose

is to investigate the performance of these estimators when estimating games with a larger

number of states. For this experiment, the ML estimator solves the constrained optimization

problem (2.12) with 4,800 constraints and 4,808 variables for |S| = 10, and 7,200 constraints

and 7,208 variables for |S| = 15.

In all three experiments, the market size transition probabilities are given by the following

9The first term in Pi is given as qRS log
�
st
�
in equation (48) of Aguirregabiria and Mira (2007); however,

their Gauss code am_econometrica_2007_montecarlo.prg used the term qRSst. Thus, we decided to
follow the specification in their code.
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|S|⇥ |S| matrix:

fS (st+1|st) =

0

BBBBBBBBBB@

0.8 0.2 0 · · · 0 0

0.2 0.6 0.2 · · · 0 0
...

... . . . . . . ...
...

0 0 · · · 0.2 0.6 0.2

0 0 · · · 0 0.2 0.8

1

CCCCCCCCCCA

.

Finding an Equilibrium used in the Data Generating Process

Given the model primitives, we solved equation (2.9) for (V ,P) by using AMPL as the

programming language and KNITRO, a nonlinear optimization solver, at the structural

parameter values specified in each of the six cases above. For each case, we used 100

different starting values to search for multiple equilibria. The starting values for P and V

at each state are chosen from equally-spaced grid points from 0.1 to 1 and from 0 to 20,

respectively. We found only a single equilibrium for each case from those 100 starting values.

Hence, we do not consider equilibrium selection issues in the data generating process.

When we changed the support of market size from S = {1, 2, . . . , 5} in Case 3 to

S = {1, 2, . . . , 10} and S = {1, 2, . . . , 15} in Case 5 and 6, respectively, we do not change the

nature of equilibria in these models. In fact, further examining the equilibrium solutions for

Cases 3, 5 and 6 indicate that the equilibrium strategies (or conditional-choice probabilities

Pi(ai|x)) are almost identical across these three cases for market size smaller than or equal

to 5.

In their Monte Carlo experiments, Aguirregabiria and Mira (2007) and Kasahara and

Shimotsu (2012) also stated that they found a unique equilibrium at the true parameter

values for the examples in Cases 1 and 3, respectively. Furthermore, the equilibrium we

found in those two cases is identical to the equilibrium reported by Kasahara and Shimotsu

(2012) and Aguirregabiria and Mira (2007).10

Data Simulation

As in Aguirregabiria and Mira (2007) and Kasahara and Shimotsu (2012), we draw the

10We confirmed this finding by checking the output of the Matlab code provided by Kasahara and Shimotsu
(2012) for Case 1 and the equilibrium solution reported on Aguirregabiria’s website for Case 3.
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initial observations (t = 1) for each market (m = 1, . . . ,M) from the steady state distribution

implied by the equilibrium computed above. For the subsequent observations (t = 2, . . . , T),

we then simulated the observed market size st and observed actions at using draws based on

market size transition probabilities fS , and the equilibrium conditional choice probabilities

P, respectively.

For each case in Experiments 1 and 2, we constructed data sets of three sizes with

M = 400 markets and T = 1, 10 and 20 periods. For each T, we simulated 100 data sets.

For Cases 5 and 6 in Experiment 3, we constructed 50 data sets with M = 400 markets and

T = 10 periods.

Algorithm Implementation

We used AMPL and KNITRO to solve the constrained optimization problem (2.12) for the

ML estimator and the optimization problem (2.13) for the second step of the 2S-PML, NPL

and NPL-L algorithms.11 In solving these optimization problems, we used the default

relative optimality and feasibility tolerance of 1.0e-6 in the KNITRO solver.

In determining the convergence of the NPL and the NPL-L algorithms using criterion

(2.18) and (2.21), respectively, we chose tolNPL = 1.0e-6 as the convergence tolerance. If

the difference of parameter values and equilibrium probabilities in successive iterates is less

than the chosen tolerance before the maximum number of iterations K̄ is reached, then we

declared that the NPL or the NPL-L algorithm converges; otherwise, we declared that they

failed to converge in that run. For Experiment 1, we set the maximum number of NPL and

NPL-L iterations to be K̄ = 250. For Experiments 2 and 3, we set K̄ to 100. For updating ePK

in equation (2.19) in the NPL-L algorithm, we chose l = 0.5 for all three experiments.

Since the optimization problems (2.12) and (2.13) are nonconvex programs, we used

multiple starting values to find a better local solution for each estimator. For Experiments

11KNITRO uses sparse matrix techniques to solve the resulting Karush-Kuhn-Tucker system of linear
equations of the optimization problems (2.12) and (2.13). In our implementation, we use an interior-point
method that directly solve the primal-dual KKT matrix at each step; if the direct approach for a certain step
cannot be guaranteed to be of good quality, then KNITRO switches to a projected conjugate gradient approach.
In our implementation of the the 2S-PML, NPL and NPL-L algorithms, we solve the optimization problem
(2.13); we do not directly invert the matrix in (2.14).
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1 and 2, we used 10 starting values for each of the 100 data sets when implementing each

estimator; for Experiment 3, we used 5 starting values for each of the 50 data sets. For the

starting values of q, we used 10 equally-spaced grid points for Experiments 1 and 2, and

5 equally-spaced grid points for Experiment 3, ranging from zero to three times the true

parameter values. For the starting values in P and V , we used the frequency estimator and

the mean value of V0 over all players and states from the equilibrium, respectively.

In reporting summary statistics, the average time per run was computed by taking an

average over all runs, including those failed to converge. However, in computing the mean

estimates and standard deviations of the sampling distributions, we ignore data sets that

failed to converge.

2.4.2 Numerical Results

In this subsection, we discuss the results of our Monte Carlo experiments.

Experiment 1. In Table 2.1, we have collected the results for Case 1, with (qRN , qRS) = (2, 1).

In this case, all estimation algorithms converged for all data sets. All estimators produced

fairly precise estimates, except for the 2S-PML estimator with T = 1. As expected, these

estimates become more precise as T increases. Recall that for each data set, we used 10

starting values. The constrained optimization approach converged for around 920 runs for

T = 1 and 980 runs for T = 20; all the other algorithms converged in all 1,000 runs. Note

that the 2S-PML estimator was around 2 to 25 times faster than the constrained optimization

approach. However, the constrained approach was faster than either NPL or NPL-L; with

T = 1, the constrained approach took only 0.27 seconds per run compared to 0.45 seconds

per run for NPL, a factor of about 1.6. The speed advantage increases as T increases. With

T = 20, the constrained approach took only 0.15 seconds per run compared to 1.01 seconds

per run for NPL, a factor of more than 6.

In Table 2.2, we have collected the results for Case 2, with (qRN , qRS) = (4, 1). In this case,

the NPL algorithm failed to converge before reaching the maximum number of iterations

K̄ = 250 for all data sets. In contrast, both the constrained approach and 2S-PML converged
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Table 2.1: Monte Carlo Results for Case 1

M T Estimator Estimates Data Sets Runs CPU Time Avg. NPL(-L)
qRN qRS Converged Converged (in sec.) Iter.

Truth 2 1 – – – –
400 1 MLE 1.895 0.961 100 917 0.27 –

(0.580) (0.156)
400 1 2S-PML 1.134 0.753 100 1000 0.02 –

(0.616) (0.171)
400 1 NPL 1.909 0.964 100 1000 0.45 30

(0.628) (0.168)
400 1 NPL-L 1.909 0.964 100 1000 0.42 28

(l = 0.5) (0.628) (0.168)
400 10 MLE 1.970 0.992 100 964 0.16 –

(0.158) (0.042)
400 10 2S-PML 1.819 0.951 100 1000 0.03 –

(0.236) (0.062)
400 10 NPL 1.963 0.991 100 1000 0.61 22

(0.191) (0.050)
400 10 NPL-L 1.963 0.991 100 1000 0.56 20

(l = 0.5) (0.191) (0.050)
400 20 MLE 2.001 1.000 100 979 0.15 –

(0.118) (0.033)
400 20 2S-PML 1.923 0.979 100 1000 0.06 –

(0.158) (0.042)
400 20 NPL 1.999 0.999 100 1000 1.01 22

(0.129) (0.036)
400 20 NPL-L 1.999 0.999 100 1000 0.91 20

(l = 0.5) (0.129) (0.036)

for all 100 data sets, although the constrained optimization approach converged for only

735 out of 1,000 runs for T = 1, and 820 runs for T = 20. The constrained approach also

yielded more precise estimates than the 2S-PML estimator. With T = 1, the constrained

approach yielded mean estimates of 4.055 for qRN (standard deviation 0.613) and 1.003 for

qRS (standard deviation 0.158), while 2S-PML gave imprecise mean estimates of 3.107 for

qRN (standard deviation 0.442) and 0.839 for qRS (standard deviation 0.099).

Experiment 2. In Tables 2.3 and 2.4, we have collected the results of the experiment for

Case 3. In this case, NPL converged for only 53 data sets for T = 1 to 67 data sets for

T = 20.12 The NPL-L algorithm worked quite well in this experiment. It significantly

improved the convergence properties of the NPL algorithm, converging in 90 data sets for

T = 1 and all 100 data sets for T = 10 and T = 20. The NPL-L algorithm also obtained

12In contrast to our findings, Aguirregabiria and Mira (2007) reported that the NPL algorithm converged
for all runs in their experiments for Case 3. The most plausible explanation for this difference in findings is
probably due to the choice of convergence tolerance; they used 1.0e-5 as the convergence tolerance in their
implementation, while we used 1.0e-6.
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Table 2.2: Monte Carlo Results for Case 2

M T Estimator Estimates Data Sets Runs CPU Time Avg. NPL(-L)
qRN qRS Converged Converged (in sec.) Iter.

Truth 4 1 – – – –
400 1 MLE 4.055 1.003 100 735 0.61 –

(0.613) (0.158)
400 1 2S-PML 3.107 0.839 100 1000 0.02 –

(0.442) (0.099)
400 1 NPL N/A N/A 0 0 4.07 250

(N/A) (N/A)
400 1 NPL-L 3.986 0.990 100 1000 1.50 93

(l = 0.5) (0.143) (0.059)
400 10 MLE 4.003 1.000 100 767 0.50 –

(0.039) (0.016)
400 10 2S-PML 3.902 0.983 100 1000 0.04 –

(0.099) (0.025)
400 10 NPL N/A N/A 0 0 7.61 250

(N/A) (N/A)
400 10 NPL-L 4.006 1.001 100 1000 2.34 79

(l = 0.5) (0.047) (0.018)
400 20 MLE 4.003 1.001 100 820 0.47 –

(0.032) (0.011)
400 20 2S-PML 3.954 0.992 100 1000 0.06 –

(0.084) (0.019)
400 20 NPL N/A N/A 0 0 12.38 250

(N/A) (N/A)
400 20 NPL-L 4.002 1.001 100 1000 3.50 72

(l = 0.5) (0.035) (0.011)

more accurate estimates in qRN and qRS than those of the NPL algorithm for T = 20. The

mean estimates of the 2S-PML estimator for parameters qRN and qRS are quite biased for

T = 1 and T = 10, and are more than two standard deviations away from the true parameter

values. The constrained optimization approach converged for all 100 data sets for each T.

Its computational time and accuracy of estimates are comparable to those of the NPL-L

algorithm for T = 10, and T = 20. For T = 1, however, the constrained optimization

approach was slow, needing 216 seconds per run, on average; its mean estimates are more

biased than those of the NPL-L algorithm.

While it might seem surprising that the constrained optimization approach produced

worse finite-sample properties than the NPL or NPL-L algorithm for T = 1, further

inspection of the converged likelihood values revealed that the constrained optimization

approach yielded higher likelihood values than both the NPL and NPL-L algorithms. This

indicates that, for all 100 data sets with T = 1, the constrained optimization approach found

a better solution (in terms of the objective value) than the NPL or NPL-L algorithm.
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Table 2.3: Convergence Results and Computational Time for Case 3

M T Estimator Data Sets Runs CPU Time Avg. NPL(-L)
Converged Converged (in sec.) Iter.

400 1 MLE 100 736 216.31 –
400 1 2S-PML 100 1000 1.34 –
400 1 NPL 53 530 45.85 64
400 1 NPL-L (l = 0.5) 90 882 36.78 49

400 10 MLE 100 995 32.11 –
400 10 2S-PML 100 1000 1.40 –
400 10 NPL 58 580 52.39 72
400 10 NPL-L (l = 0.5) 100 1000 24.31 33

400 20 MLE 100 999 29.74 –
400 20 2S-PML 100 1000 1.54 –
400 20 NPL 67 664 55.27 71
400 20 NPL-L (l = 0.5) 100 1000 23.75 32

In Tables 2.5 and 2.6, we have collected the results for Case 4. NPL converged for only 2

out of 100 data sets for T = 1 and failed to converge for all 100 data sets for T = 10 and

T = 20. NPL-L performed reasonably well in this case: It performed better than the NPL

algorithm, but failed more frequently than it did in Case 3, converging in 84 out of 100 data

sets for T = 1 and only in 53 data sets for T = 20. Similar to the findings in Case 3, the

2S-PML estimator produced inaccurate estimates of parameters qRN and qRS, particularly

for T = 1 and T = 10; for instance, with T = 1 the mean 2S-PML estimates of qRN and qRS

are 0.624 (standard deviation 0.393) and 0.759 (standard deviation 0.150), respectively, while

the true values are qRN = 4 and qRS = 2. For T = 20, the mean estimates of qRN and qRS of

2S-PML are 4 standard deviations away from the true values. The constrained optimization

approach converged for all 100 data sets for different T, although it converged for only 582

runs (out of 1,000) for T = 1; it also produced fairly accurate estimates of all structural

parameters.

Note that in Experiments 1 and 2, the constrained optimization approach failed to

converge more frequently and needed longer computing time for T = 1 than for T = 10

or 20. One possible explanation for this finding is that with fewer observations in the data

(T = 1), the likelihood function is flatter than that with more observations (T = 10 or 20),
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Table 2.4: Monte Carlo Results on Parameter Estimates for Case 3

qFC,1 qFC,2 qFC,3 qFC,4 qFC,5 qEC qRN qRS
True Value 1.9 1.8 1.7 1.6 1.5 1 2 1

M T Estimator Estimates
400 1 MLE 1.941 1.847 1.765 1.656 1.570 0.959 2.485 1.139

(0.272) (0.251) (0.260) (0.266) (0.279) (0.201) (1.542) (0.425)
400 1 2S-PML 1.608 1.496 1.425 1.306 1.196 1.174 0.162 0.433

(0.222) (0.213) (0.214) (0.210) (0.187) (0.141) (0.295) (0.093)
400 1 NPL 1.907 1.815 1.716 1.573 1.473 1.074 1.413 0.843

(0.217) (0.201) (0.203) (0.196) (0.189) (0.111) (0.484) (0.137)
400 1 NPL-L 1.923 1.830 1.740 1.619 1.528 0.997 2.077 1.027

(l = 0.5) (0.241) (0.231) (0.235) (0.237) (0.238) (0.145) (0.994) (0.282)
400 10 MLE 1.895 1.794 1.697 1.597 1.495 0.990 2.048 1.011

(0.077) (0.078) (0.075) (0.074) (0.073) (0.046) (0.345) (0.095)
400 10 2S-PML 1.884 1.774 1.662 1.548 1.425 1.040 0.805 0.671

(0.066) (0.069) (0.065) (0.062) (0.057) (0.039) (0.251) (0.068)
400 10 NPL 1.894 1.788 1.688 1.581 1.478 1.010 1.812 0.946

(0.075) (0.077) (0.069) (0.071) (0.073) (0.041) (0.213) (0.061)
400 10 NPL-L 1.896 1.795 1.697 1.597 1.495 0.991 2.039 1.008

(l = 0.5) (0.077) (0.079) (0.076) (0.074) (0.073) (0.044) (0.330) (0.091)
400 20 MLE 1.903 1.801 1.701 1.600 1.502 0.996 2.020 1.005

(0.056) (0.050) (0.050) (0.049) (0.050) (0.028) (0.241) (0.067)
400 20 2S-PML 1.902 1.795 1.684 1.572 1.459 1.027 1.210 0.785

(0.052) (0.046) (0.042) (0.042) (0.043) (0.025) (0.198) (0.052)
400 20 NPL 1.909 1.805 1.704 1.600 1.498 1.006 1.879 0.969

(0.055) (0.048) (0.050) (0.050) (0.049) (0.028) (0.169) (0.051)
400 20 NPL-L 1.903 1.801 1.701 1.600 1.501 0.996 2.014 1.004

(l = 0.5) (0.055) (0.050) (0.049) (0.048) (0.050) (0.029) (0.250) (0.069)

which makes the optimization problem in the former case more challenging to solve.

Experiment 3. In Tables 2.7 and 2.8, we have collected the results of Case 5 and 6. With

|S| = 10, the NPL algorithm often failed to converge, finding a solution for only 23 of 50

data sets (or 76 out of 250 runs), and produced highly biased estimates of the parameter

qRS for the converged data sets, with a mean estimate of 1.966 (standard deviation 0.036)

versus the true value qRS = 1. The constrained optimization approach and the NPL-L

algorithm converged for all 50 data sets and produced similar estimates for all structural

parameters. However, with |S| = 15 as shown in Table 2.6, the NPL algorithm failed to

converge for all 50 data sets, and the NPL-L algorithm converged for only 1 of 50 data

sets.13 The constrained optimization approach converged for all 50 data sets (or 222 out

13This observation holds when we loosen the convergence tolerance from 1.0e-6 to 1.0e-5 or increase
the number of iterations. The stopping error of the NPL or NPL-L algorithm typically cycles back to a large
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Table 2.5: Convergence Results and Computational Time for Case 4

M T Estimator Data Sets Runs CPU Time Avg. NPL(-L)
Converged Converged (in sec.) Iter.

400 1 MLE 100 582 273.88 –
400 1 2S-PML 100 1000 1.71 –
400 1 NPL 2 20 103.77 99
400 1 NPL-L (l = 0.5) 84 840 74.22 70

400 10 MLE 100 812 149.65 –
400 10 2S-PML 100 1000 1.59 –
400 10 NPL 0 0 102.69 100
400 10 NPL-L (l = 0.5) 63 630 78.12 77

400 20 MLE 100 871 121.71 –
400 20 2S-PML 100 1000 1.67 –
400 20 NPL 0 0 107.07 100
400 20 NPL-L (l = 0.5) 53 530 84.30 79

of 250 runs), and produced accurate estimates of all parameters. In both Cases 5 and

6, the 2S-PML estimator produced highly biased estimates of qRN and qRS. In terms of

computational speed, the 2S-PML estimator was around 25 to 30 times faster than the

constrained optimization approach in this experiment.

Recall that the specifications in Experiment 3 are identical to those in Case 2 in Experi-

ment 2 except that we increased the number of grid points in the market size state space

from 5 to 10 and 15 in Case 5 and 6, respectively. It is surprising to see that the NPL and

NPL-L algorithms failed to converge for almost all data sets when we simply increased

the size of the state space to 15, but fixed the true parameter values in the data generating

process.

2.4.3 Implementation Improvements and Robustness Checks

In this subsection, we modify our implementation of the constrained optimization approach

for the ML estimator and NPL-L algorithm for the NPL estimator in some of the Monte

Carlo experiments to investigate the potential for performance improvements. For the ML

value every few iterations while not falling below 1.0e-5. Loosening the convergence tolerance even further to
1.0e-4 or 1.0e-3 can induce NPL and NPL-L to report convergence more frequently in this experiment.
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Table 2.6: Monte Carlo Results on Parameter Estimates for Case 4

qFC,1 qFC,2 qFC,3 qFC,4 qFC,5 qEC qRN qRS
True Value 1.9 1.8 1.7 1.6 1.5 1 4 2

M T Estimator Estimates
400 1 MLE 1.923 1.830 1.723 1.613 1.508 1.023 3.898 1.974

(0.267) (0.265) (0.252) (0.245) (0.246) (0.140) (0.680) (0.246)
400 1 2S-PML 1.681 1.595 1.474 1.319 1.073 1.369 0.624 0.759

(0.255) (0.241) (0.241) (0.227) (0.208) (0.144) (0.393) (0.150)
400 1 NPL 1.997 1.891 1.747 1.676 1.389 1.481 1.958 1.340

(0.115) (0.175) (0.230) (0.129) (0.134) (0.069) (0.142) (0.013)
400 1 NPL-L 1.963 1.863 1.759 1.631 1.506 1.056 3.680 1.907

(l = 0.5) (0.273) (0.272) (0.255) (0.258) (0.263) (0.147) (0.739) (0.269)
400 10 MLE 1.897 1.797 1.697 1.594 1.496 0.993 4.015 2.004

(0.084) (0.084) (0.082) (0.085) (0.095) (0.045) (0.216) (0.086)
400 10 2S-PML 1.934 1.824 1.703 1.556 1.338 1.123 2.297 1.409

(0.090) (0.085) (0.079) (0.079) (0.085) (0.049) (0.330) (0.117)
400 10 NPL N/A N/A N/A N/A N/A N/A N/A N/A

(N/A) (N/A) (N/A) (N/A) (N/A) (N/A) (N/A) (N/A)
400 10 NPL-L 1.900 1.801 1.700 1.600 1.500 0.991 4.023 2.007

(l = 0.5) (0.079) (0.081) (0.077) (0.080) (0.091) (0.052) (0.255) (0.098)
400 20 MLE 1.908 1.806 1.707 1.607 1.514 0.991 4.046 2.017

(0.057) (0.056) (0.053) (0.055) (0.059) (0.031) (0.137) (0.054)
400 20 2S-PML 1.946 1.840 1.722 1.593 1.413 1.070 2.931 1.635

(0.066) (0.062) (0.059) (0.059) (0.059) (0.039) (0.224) (0.079)
400 20 NPL N/A N/A N/A N/A N/A N/A N/A N/A

(N/A) (N/A) (N/A) (N/A) (N/A) (N/A) (N/A) (N/A)
400 20 NPL-L 1.905 1.804 1.706 1.607 1.517 0.988 4.077 2.027

(l = 0.5) (0.063) (0.062) (0.058) (0.058) (0.063) (0.038) (0.173) (0.065)

estimator, we use the 2S-PML estimates as starting values for solving the constrained opti-

mization problem (2.12); for the NPL-L algorithm, we use different values of l in updating

the conditional choice probabilities. We provide more details on our implementation and

discuss the numerical results below.

For the ML estimator, instead of using the starting values specified in Section 4.1, we

use the 2S-PML estimates as starting values for the constrained optimization problem (2.12)

and re-run the estimation for Experiments 2 and 3. We report the corresponding results for

Cases 3 and 4 in Tables 2.9 and 2.10, respectively, and results for Cases 5 and 6 in Table 2.11.

For Case 3, the average speed of the constrained optimization approach improves from

216 seconds to 42 seconds for T = 1, from 32 seconds to 25 seconds for T = 10 and from 29

seconds to 23 seconds for T = 20; see Tables 2.3 and 2.9. For Case 4, the average time per

run improves from 273 seconds to 42 seconds for T = 1, from 149 seconds to 29 seconds
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Table 2.7: Convergence Results and Computational Time for Cases 5 and 6

|S| Estimator Data Sets Runs CPU Time Avg. NPL(-L)
Converged Converged (in sec.) Iter.

10 MLE 50 240 231.52 –
10 2S-PML 50 250 7.44 –
10 NPL 23 76 552.85 89
10 NPL-L (l = 0.5) 50 241 289.39 43

15 MLE 50 222 762.78 –
15 2S-PML 50 242 31.45 –
15 NPL 0 0 1560.08 100
15 NPL-L (l = 0.5) 1 3 1658.08 100

for T = 10 and from 121 seconds to 27 seconds for T = 20; see Tables 2.5 and 2.10. We also

observed similar speed improvements with the data sets in Cases 5 and 6 in Experiment 3.

For Cases 5 and 6, when using the 2S-PML estimates as starting values for the constrained

optimization approach, the average time per run improves from 231 seconds to 91 seconds

and from 762 seconds to 449 seconds, respectively; see Tables 2.7 and 2.11. Clearly, using

the 2S-PML estimates as starting values may decrease average computational time of the

ML estimator by as much as a factor of 6.

In terms of performance on the number of data sets converged and the accuracy of

the estimates, solving the constrained optimization problem (2.12) with 2S-PML estimates

as starting values produces comparable results to those reported in Tables 2.3–2.8. This

observation suggests that with a better choice of starting values, the performance of the ML

estimator can be improved significantly in terms of decreasing computational time while

obtaining estimates that are qualitatively similar.14

For the NPL-L algorithm, we perform robustness checks by using different values of l

in the updating of ePK in equation (2.19). Recall that the choice of l affects the contraction

rate of the iterative process and researchers may seek to adjust l to improve convergence,

for example, by using a small value of l as suggested by Kasahara and Shimotsu (2012).

14In practice, researchers should still use multiple starting values, perhaps by perturbing the 2S-PML
estimates, in an attempt to find a global solution.
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Table 2.8: Monte Carlo Results on Parameter Estimates for Cases 5 and 6

qFC,1 qFC,2 qFC,3 qFC,4 qFC,5 qEC qRN qRS
True Value 1.9 1.8 1.7 1.6 1.5 1 2 1

|S| Estimator Estimates
10 MLE 1.882 1.780 1.677 1.584 1.472 0.999 2.031 1.004

(0.092) (0.087) (0.079) (0.084) (0.068) (0.046) (0.201) (0.048)
10 2S-PML 1.884 1.792 1.679 1.583 1.469 1.039 1.065 0.755

(0.102) (0.088) (0.082) (0.087) (0.068) (0.048) (0.222) (0.053)
10 NPL 1.919 1.810 1.699 1.606 1.485 1.011 1.851 1.966

(0.092) (0.089) (0.068) (0.079) (0.071) (0.050) (0.136) (0.036)
10 NPL-L 1.884 1.781 1.678 1.584 1.472 0.997 2.032 1.005

(l = 0.5) (0.095) (0.089) (0.081) (0.085) (0.070) (0.049) (0.211) (0.051)

15 MLE 1.897 1.800 1.694 1.597 1.492 0.983 2.040 1.011
(0.098) (0.107) (0.087) (0.093) (0.090) (0.059) (0.311) (0.069)

15 2S-PML 1.792 1.705 1.595 1.506 1.394 1.046 0.766 0.664
(0.119) (0.123) (0.119) (0.114) (0.114) (0.059) (0.220) (0.053)

15 NPL N/A N/A N/A N/A N/A N/A N/A N/A
(N/A) (N/A) (N/A) (N/A) (N/A) (N/A) (N/A) (N/A)

15 NPL-L 1.922 1.821 1.671 1.611 1.531 1.012 1.992 1.007
(l = 0.5) (N/A) (N/A) (N/A) (N/A) (N/A) (N/A) (N/A) (N/A)

Table 2.9: Additional MLE Results using 2S-PML as Starting Values for Case 3

qFC,1 qFC,2 qFC,3 qFC,4 qFC,5 qEC qRN qRS Data CPU
Truth 1.9 1.8 1.7 1.6 1.5 1 2 1 Sets Time
M T Estimates Conv. (sec.)
400 1 1.949 1.849 1.764 1.651 1.563 0.983 2.257 1.086 99 42.35

(0.254) (0.236) (0.241) (0.247) (0.250) (0.150) (1.086) (0.310)
400 10 1.895 1.794 1.697 1.597 1.495 0.990 2.048 1.011 100 25.05

(0.077) (0.078) (0.075) (0.074) (0.073) (0.046) (0.345) (0.095)
400 20 1.903 1.801 1.701 1.600 1.502 0.996 2.020 1.005 100 23.61

(0.056) (0.050) (0.050) (0.049) (0.050) (0.028) (0.241) (0.067)

However, the choice of the value of l also affects computational time and the number of

NPL-L iterations required to converge. When researchers are more conservative and choose

the value of l to be small, the NPL-L algorithm may also require more iterations to achieve

convergence, which increases computational time. In examining the impact of different

l values on the performance of the NPL-L algorithm, we set l = {0.1, 0.3, 0.7, 0.9} and

re-solve the estimation problem for each data set in Cases 4 and 6, the two cases for which

the NPL algorithm failed to converge most often.

In Table 2.12, we report the results of the NPL-L algorithm using different l values

56



Table 2.10: Additional MLE Results using 2S-PML as Starting Values for Case 4

qFC,1 qFC,2 qFC,3 qFC,4 qFC,5 qEC qRN qRS Data CPU
Truth 1.9 1.8 1.7 1.6 1.5 1 4 2 Sets Time

M T Estimates Conv. (sec.)
400 1 1.947 1.845 1.741 1.632 1.538 1.006 3.989 2.011 100 42.19

(0.310) (0.291) (0.282) (0.287) (0.316) (0.181) (0.906) (0.343)
400 10 1.897 1.797 1.697 1.594 1.496 0.993 4.015 2.004 100 29.19

(0.084) (0.084) (0.082) (0.085) (0.095) (0.045) (0.216) (0.086)
400 20 1.908 1.806 1.707 1.607 1.514 0.991 4.046 2.017 100 27.43

(0.057) (0.056) (0.053) (0.055) (0.059) (0.031) (0.137) (0.054)

Table 2.11: MLE Results using 2S-PML Estimator as Starting Values for Cases 5 and 6

qFC,1 qFC,2 qFC,3 qFC,4 qFC,5 qEC qRN qRS Data CPU
Truth 1.9 1.8 1.7 1.6 1.5 1 2 1 Sets Time
|S| Estimates Conv. (sec.)
10 1.882 1.780 1.677 1.584 1.472 0.999 2.031 1.004 50 91.41

(0.092) (0.087) (0.079) (0.084) (0.068) (0.046) (0.201) (0.048)
15 1.899 1.803 1.697 1.600 1.494 0.983 2.034 1.010 49 449.06

(0.098) (0.106) (0.085) (0.093) (0.090) (0.059) (0.304) (0.067)

for the data sets used in Case 4. Recall that, for Case 4, the NPL algorithm converged

for only 2 data sets for T = 1 and failed to converge for all 100 data sets for T = 10 and

20, and the NPL-L algorithm with l = 0.5 converged in 84 data sets for T = 1, 63 data

sets for T = 10, and 53 data sets for T = 20; see Table 2.5. With l = 0.9, we expect the

performance of the NPL and the NPL-L algorithms to be similar since each iteration of the

NPL-L algorithm should be similar to that of the NPL algorithm. Indeed, we observe that

the NPL-L algorithm only converges for 8 data sets for T = 1, and fails to converge for all

data sets for T = 10 and 20.

With l = 0.1, the NPL-L algorithm takes small steps in updating the conditional choice

probabilities. Although, in theory, using a small value of l may help the NPL-L algorithm to

converge, the downside is that the iterations progress very slowly and the NPL-L algorithm

may need many iterations before convergence is achieved. As can be seen in Table 2.12, the

NPL-L algorithm fails to converge in all data sets for T = 1, 10, and 20. Further inspection

of the iteration output indicates that the maximum number of iterations K̄ = 100 is reached

before the convergence condition (2.21) is satisfied. This observation confirms our conjecture
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Table 2.12: Additional NPL-L Results with Different l Values for Case 4

qFC,1 qFC,2 qFC,3 qFC,4 qFC,5 qEC qRN qRS Data CPU NPL-L
Truth 1.9 1.8 1.7 1.6 1.5 1 4 2 Sets Time Iter.

T l Estimates Conv. (sec.)
1 0.9 2.009 1.869 1.743 1.571 1.339 1.301 2.234 1.414 8 78.38 95.6

(0.266) (0.282) (0.285) (0.311) (0.275) (0.119) (0.222) (0.107)
1 0.7 1.970 1.873 1.741 1.612 1.460 1.111 3.349 1.790 54 61.89 71.1

(0.238) (0.241) (0.210) (0.201) (0.170) (0.129) (0.584) (0.185)
1 0.3 2.006 1.916 1.797 1.619 1.409 1.167 2.819 1.621 25 84.27 96.6

(0.277) (0.298) (0.279) (0.287) (0.265) (0.151) (0.507) (0.192)
1 0.1 N/A N/A N/A N/A N/A N/A N/A N/A 0 87.83 100

(N/A) (N/A) (N/A) (N/A) (N/A) (N/A) (N/A) (N/A)
10 0.9 N/A N/A N/A N/A N/A N/A N/A N/A 0 88.53 100

(N/A) (N/A) (N/A) (N/A) (N/A) (N/A) (N/A) (N/A)
10 0.7 1.879 1.782 1.678 1.571 1.454 1.016 3.876 1.949 33 76.30 89.7

(0.081) (0.081) (0.077) (0.073) (0.076) (0.047) (0.216) (0.083)
10 0.3 1.873 1.786 1.683 1.560 1.407 1.058 3.581 1.845 11 83.84 99.4

(0.110) (0.098) (0.107) (0.102) (0.102) (0.049) (0.181) (0.085)
10 0.1 N/A N/A N/A N/A N/A N/A N/A N/A 0 88.03 100

(N/A) (N/A) (N/A) (N/A) (N/A) (N/A) (N/A) (N/A)
20 0.9 N/A N/A N/A N/A N/A N/A N/A N/A 0 92.59 100

(N/A) (N/A) (N/A) (N/A) (N/A) (N/A) (N/A) (N/A)
20 0.7 1.896 1.787 1.697 1.591 1.485 1.016 3.935 1.972 22 84.54 94.5

(0.084) (0.084) (0.082) (0.085) (0.095) (0.045) (0.216) (0.086)
20 0.3 1.932 1.834 1.731 1.623 1.513 1.016 3.884 1.969 15 85.49 99.4

(0.068) (0.066) (0.068) (0.065) (0.069) (0.026) (0.133) (0.053)
20 0.1 N/A N/A N/A N/A N/A N/A N/A N/A 0 92.67 100

(N/A) (N/A) (N/A) (N/A) (N/A) (N/A) (N/A) (N/A)

that with a small value of l, the NPL-L algorithm will require more iterations to achieve

convergence.

We also report the results of the NPL-L algorithm with l = 0.3 and 0.7. As expected,

the performance of the NPL-L algorithm for these two values is better than that of l = 0.1

or 0.9. Still, the best convergence rate of the NPL-L algorithm is obtained in our original

implementation with l = 0.5.15

In Table 2.13, we report the results of the NPL-L algorithm with different l values

(l = {0.1, 0.3, 0.7, 0.9}) for the data sets in Case 6. Recall that, for Case 6, the NPL algorithm

15We also increased K̄ to 500 and re-ran the NPL-L algorithm using a few sample data sets, for which NPL-L
algorithm failed to converge with K̄ = 100. For l = 0.1 and l = 0.3, the stopping error bounced between
values from roughly 1.0e-4 to 1.0 with no sign of a trend toward convergence. For l = 0.7 and l = 0.9, the
stopping error sometimes went as low as on the order of 1.0e-5 but then bounced back to values on the order
of 1.0e-1 or even larger than 1.0 in a few iterations.
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failed to converge in all 50 data sets and the NPL-L algorithm with l = 0.5 converged

in 1 out of 50 data sets; see Table 2.7. As shown in Table 2.13, across multiple values of

l, the NPL-L algorithm converged for only 1 data set (with l = 0.7). In this case, using

different values of l does not help to alleviate the convergence issue of the NPL or the

NPL-L algorithm.16

Table 2.13: Additional NPL-L Results with Different l Values for Case 6 (|S| = 15)

qFC,1 qFC,2 qFC,3 qFC,4 qFC,5 qEC qRN qRS Data CPU NPL-L
Truth 1.9 1.8 1.7 1.6 1.5 1 4 2 Sets Time Iter.

T l Estimates Conv. (sec.)
10 0.9 N/A N/A N/A N/A N/A N/A N/A N/A 0 1706.26 100

(N/A) (N/A) (N/A) (N/A) (N/A) (N/A) (N/A) (N/A)
10 0.7 1.922 1.821 1.671 1.611 1.531 1.012 1.992 1.007 1 1679.52 99.6

(N/A) (N/A) (N/A) (N/A) (N/A) (N/A) (N/A) (N/A)
10 0.3 N/A N/A N/A N/A N/A N/A N/A N/A 0 1766.75 100

(N/A) (N/A) (N/A) (N/A) (N/A) (N/A) (N/A) (N/A)
10 0.1 N/A N/A N/A N/A N/A N/A N/A N/A 0 1764.13 100

(N/A) (N/A) (N/A) (N/A) (N/A) (N/A) (N/A) (N/A)

In summary, choosing an appropriate value for l in implementing the NPL-L algorithm

is a delicate issue. As shown in our numerical results, choosing l to be close to 1 (e.g.,

l = 0.9) does not alter the iteration process of the NPL algorithm too much, and hence,

may result in limited improvement in the convergence of the NPL-L algorithm. On the

other hand, choosing l to be small (e.g, l = 0.1 or 0.01) may, in theory, help the NPL-L

algorithm achieve convergence, but will require more iterations and longer computational

time. The results of our numerical experiments reported in Tables 2.12 and 2.13 document

and illustrate this trade-off between using different values of l in implementing the NPL-L

algorithm.

16However, using a loose convergence tolerance such as 1.0e-4 or 1.0e-3 may help the NPL-L algorithm
to report convergence more frequently.
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2.5 Conclusion

In this paper, we have formulated the ML estimation of dynamic discrete-choice games

of incomplete information as a constrained optimization problem. We have compared the

numerical performance of our constrained approach to the 2S-PML estimator, which suffers

from large finite-sample biases in many cases, and to the NPL and NPL-L algorithms,

which suffer from convergence issues. Our Monte Carlo experiments have demonstrated

that the lack of convergence of NPL and NPL-L is not a trivial issue in practice. In contrast,

the constrained optimization approach for ML estimation produces accurate parameter

estimates and has better convergence properties when compared to the NPL and NPL-L

algorithms. The performance of the constrained optimization approach is robust to changes

in both the size of the model and to the true values of the structural parameters. Our results

suggest that the constrained optimization approach for ML estimation is, indeed, practical

and computationally feasible for estimating dynamic games with a moderate number of

grid points in the state space, so long as the constraint Jacobian and the Hessian of the

constrained optimization problem are relatively sparse.

For future research, we plan to explore using the constrained approach in games with

unobserved heterogeneity, such as the model in Arcidiacono and Miller (2011). We also

plan to improve the numerical implementation of the constrained optimization approach to

estimate dynamic games with higher dimensional state spaces.
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Chapter 3

Manipulability of Stable

Mechanisms1

3.1 Introduction

In this paper, we study manipulability of stable matching mechanisms in a general market:

there are two sides, such as firms and workers. Each agent can sign a set of contracts with

agents on the other side of the market, and each agent has strict preferences over sets of

contracts. Each contract specifies a firm, a worker, and the terms of matching between these

two agents which can involve many components such as wages, benefits, etc. The prominent

solution concept in such matching markets is stability. If a matching is stable, then each

agent is willing to keep all of her contracts and there are no additional contracts that agents

would like to sign, possibly by dropping some of their current contracts.2

We say that mechanism y is as manipulable as mechanism f if, whenever agent a can

gain from misreporting her preferences at mechanism f and achieve a certain outcome, she

1Coauthored with Peter Chen, Marek Pycia, and M. Bumin Yenmez

2Stable matchings exist for many-to-many matching markets when contracts are substitutes (Roth, 1984b;
Fleiner, 2003; Klaus and Walzl, 2009; Hatfield and Kominers, 2014; Chambers and Yenmez, 2014; Pycia and
Yenmez, 2014). Contracts are substitutes when a contract that is chosen from a larger set is also chosen from a
smaller set including that contract.
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can also gain and achieve this outcome by misreporting her preferences at mechanism y.

Theorem 1 shows that this can happen if and only if stable mechanism f is always as good as

stable mechanism y for the agent. Furthermore, we say that mechanism y is more manipulable

than mechanism f for an agent if it is as manipulable as mechanism f for this agent and,

in addition, there exists an instance of the market in which she can gain by manipulating

mechanism y but cannot replicate this gain by manipulating mechanism f. Theorem 2

shows that this happens if and only if stable mechanism f is always as good as stable

mechanism y for the agent and stable mechanism f is strictly better than stable mechanism

y for the agent for some instances of the problem. An important corollary of our results is

that no two stable matching mechanisms can be ranked in terms of manipulability when

agents on one side of the market have unit demand (Corollary 1). More explicitly, no stable

mechanism is as manipulable as (or more manipulable than) another stable mechanism for

all agents. While we present the results in a general framework of many-to-many matching

with contracts, the results are new in the context of standard one-to-one matching as well.

Our study of manipulability comparisons builds on the prior work of Day and Milgrom

(2008) and Pathak and Sönmez (2013). As we show, our manipulability concept is the

ordinal equivalent of the concepts they define in auction settings in which agents assign

utility values to outcomes.3 Translated into the utility-based setting, our definition of as

manipulability takes the form of the as-intense-and-strong manipulability of Pathak and

Sönmez, and of the incentive-profile comparisons of Day and Milgrom (for details see our

Theorem 3 and the subsequent discussion).

While we study a manipulability concept that takes into account how much agents can

gain from manipulation, our results are most closely related to Pathak and Sönmez’s results

on a weaker manipulability notion, which does not take the size of gains into account, and

which they call as-strong manipulability. For this less demanding manipulability concept,

they show in the context of one-to-one matching, that if mechanism f is always as good as

3Since we derive our results in the general model of matching with contracts, our results are applicable
both to classical matching problems and auctions.
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mechanism y for an agent, then mechanism y is as manipulable as mechanism f by this

agent. This corresponds to one of the implications in our Theorem 1.

The manipulability comparisons extend earlier results on strategy-proofness of stable

mechanisms. For one-to-one matching markets without contracts, Dubins and Freedman

(1981) show that workers cannot gain by misreporting their preferences in the worker-

proposing deferred acceptance algorithm (Gale and Shapley, 1962). Hatfield and Milgrom

(2005) extend this analysis to many-to-one matching markets with contracts in which

contracts are substitutes and satisfy the law of aggregate demand for firms. On the other

hand, Gale and Sotomayor (1985) point out that even though workers cannot gain by

misreporting their preferences, firms may have incentives to misreport their preferences for

the same algorithm. Pathak and Sönmez (2013) strengthen this insight and show that any

other stable mechanism is more manipulable (in the sense that it does not take the size of

gains into account) than the deferred acceptance algorithm for the proposing side, and that

the deferred acceptance is more manipulable for the accepting side. In contrast, we take the

size of gains into account, and we compare all stable mechanisms.

Manipulability presupposes that agents’ preferences belong to some domain of pref-

erence rankings. We assume that the preferences satisfy the standard assumptions of

substitutes and the law of aggregate demand but we do not restrict attention to the domain

of all such preferences.4 We allow any domain of preferences satisfying these two conditions

that is closed in the following sense: When we restrict the set of acceptable contracts for an

agent to a stable matching outcome, we remain in the domain. We think that the concept of

a closed domain is well suited to the study of incentive properties of matching mechanisms

and that it might find applications beyond the analysis of our note. Most of the preference

domains used in the literature—e.g., the domain of responsive preferences, the domain of

substitutable preferences, and the domain of preferences that satisfy substitutes and the law

of aggregate demand—are closed.

4These terms are commonly used in the matching literature. We define them, and responsiveness, in the
next section.
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Our manipulability notions are applied in Chen et al. (2014b). They show the existence

of quantile stable mechanisms and compare them in terms of manipulability. See Appendix

C.3 for related results.

3.2 Model

There are two sets of agents: the set of firms F , and the set of workers W . The set of all

agents is denoted by A ⌘ F [W . Each contract x is bilateral and specifies the relationship

between a firm-worker pair. The firm and worker associated with contract x are represented

by xF 2 F and xW 2 W , respectively. The set of all contracts is finite and denoted by X .

For a set of contracts X 0 ✓ X , X 0
a ⌘ {x|x 2 X 0, a 2 {xF , xW}} denotes the set of contracts

that agent a is associated with. A set of contracts X 0 ✓ X is feasible if for every firm-worker

pair ( f ,w), |X 0
f \X 0

w|  1, i.e., each firm-worker pair can sign at most one joint contract. A

matching is a feasible set of contracts.

Each agent a is endowed with a strict preference relation �a over sets of contracts that

involve agent a, i.e., over 2Xa ⌘ {X 0|X 0 ✓ Xa}. Similarly, agent a’s weak preference relation

is denoted by ⌫a, so for all Y ,Y 0 ✓ Xa, Y ⌫a Y 0 if and only if Y �a Y 0 or Y = Y 0. Given �a

and X 0 ✓ X , let Ca(X 0| �a) denote agent a’s most preferred subset of contracts involving

agent a from X 0. More formally, Ca(X 0| �a) ✓ X 0
a and for all Ya ✓ X 0

a , Ca(X 0| �a) ⌫a Ya. To

ease notation, we suppress the dependence on �a throughout the paper when this does not

lead to any ambiguity and denote the set of chosen contracts from subset X 0 ✓ X by Ca(X 0).

Similarly, for any set of contracts X 0, let CW (X 0) ⌘ [wCw(X 0) and CF (X 0) ⌘ [ f Cf (X 0) be

the sets of chosen contracts for the set of workers and firms, respectively. We say that a

contract x is acceptable to agent a if there exists a set of contracts Xa containing x such that

Xa �a ∆; otherwise, we say that contract x is unacceptable to agent a.

Given agents and their preferences, we would like to find a matching that no set of

agents would like to deviate from. This is formalized in the following definition of stability.

Definition 1. Given a preference profile �, a matching Y is stable if
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1. for all a, Ca(Y) = Ya (individual rationality) and

2. there does not exist a nonempty set of contracts Z such that Z \ Y = ∆ such that for all a,

Za ✓ Ca(Y [Z) (no blocking).

Stability for a matching entails two things: Individual rationality requires that each

agent is better off by holding all of the contracts assigned rather than rejecting some of

them. On the other hand, no blocking states that there is no subset of contracts Z such that

every agent a would prefer Za if Z were available to them. This is the standard definition

of stability for many-to-many matching with contracts: see the setwise stability of Klaus

and Walzl (2009).

We make the following assumptions on agents’ preferences in our analysis:

Definition 2. Contracts are substitutes in the preferences of agent a if for any sets of contracts

Y ,Y 0 ✓ X such that Y ✓ Y 0 and a contract x

x 2 Ca(Y 0 [ {x}) ) x 2 Ca(Y [ {x}).

Contracts are substitutes if a contract that is chosen from a larger set is still chosen from

a smaller set including that contract. Substitutability is standard in matching: see Kelso and

Crawford (1982); Roth (1984b). It guarantees the existence of a stable matching in our setup

(Fleiner, 2003).5

Definition 3. Contracts satisfy the law of aggregate demand in the preferences of agent a if for

all Y ,Y 0 ✓ X such that Y ✓ Y 0

|Ca(Y)|  |Ca(Y 0)|.

The law of aggregate demand requires that the number of contracts chosen from a set is

bigger than the number of contracts chosen from a subset of that set. The law of aggregate

5Aygün and Sönmez (2013) show that substitutability alone does not guarantee the existence of stable
matchings when choice rules are taken as primitives and prove that an axiom called irrelevance of rejected contracts
is needed for the existence. This axiom is satisfied in our setup since choice rules are constructed using strict
preferences over sets of contracts.
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demand was introduced in Alkan (2002), Alkan and Gale (2003), and Fleiner (2003) and its

implications were thoroughly analyzed by Hatfield and Milgrom (2005) (see also Kojima

(2007)).

An important class of preferences that satisfies both substitutability and the law of

aggregate demand is the class of responsive preferences. Contracts are responsive in the

preferences of agent a, if this agent has a ranking of all contracts and some capacity, and if

his choice function selects the most preferred contracts in the set without going over the

capacity. Responsive preferences are routinely used in matching, including the seminal

work of Gale and Shapley (1962).

To study matching mechanisms, we need to specify the preference domains of all agents.

For each agent, let us fix a subset Pa of the set of all preference relations over sets of

contracts that include agent a. We refer to Pa as the preference domain of agent a. We refer

to P ⌘ ⇥a2APa simply as the preference profile domain.

We need the following definition of closedness for preference profile domains:

Definition 4. Preference profile domain P is closed if for all �2 P and for all matchings Y that

are stable with respect to �, if the preference relation �0
a ranks sets of contracts in the same way as

�a except that only contracts in Ya are acceptable to agent a, then �0
a2 Pa.

For example, suppose that Ya = {x1, x2} and �a: {x1, x3} > {x1, x2} > {x3} > {x1} >

∆. Closedness implies that when we restrict �a to sets of contracts that only include

those in Ya, then we remain in the domain. This means that the preference relation

�0
a: {x1, x2} > {x1} > ∆ is in the preference domain Pa.

Closedness for a preference profile domain means that when we restrict the set of

acceptable contracts for an agent to a stable matching outcome, we remain in the domain.

There are many such domains:

• the domain of all preferences in which contracts are substitutes,

• the domain of all preferences in which contracts are substitutes and satisfy the law of

aggregate demand, and
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• the domain of all preferences in which contracts are responsive.

We explain why the domain of all preferences in which contracts are substitutes is

closed. Take a stable matching Y with respect to a substitutable preference profile P .

Since Y is stable, Ca(Ya| �a) = Ya. Furthermore, substitutability implies that for any

subset Y 0 of Y , Ca(Y 0
a| �a) = Y 0

a. The preference relation �0
a that ranks sets of contracts

in the same way as �a except that only contracts in Ya are acceptable have the following

structure: The only sets that are ranked above the empty set are subsets of Ya and the

relative comparison of two such subsets in �a and �0
a are the same. As a result, for any set

Z , Ca(Z| �0
a) = Za \ Ya. To check substitutability, let x 2 Ca(Z 0 [ {x}| �0

a) and Z ✓ Z 0.

This means x 2 (Z 0
a [ {x}) \ Ya, so x 2 (Za [ {x}) \ Ya = Ca(Z [ {x}| �0

a). Therefore, �0
a

is in the substitutable preference domain, which shows that the domain is closed. One can

similarly see that the other two domains are also closed.

For what follows, we fix a preference profile domain P that is closed and contracts are

substitutes and satisfy the law of aggregate demand in the preferences of agents. This allows

us to use the rural hospitals theorem, which states that any agent signs the same number

of contracts in any stable matching when contracts are substitutes and satisfy the law of

aggregate demand in the preferences of agents (see Roth (1986), Hatfield and Milgrom

(2005), and Hatfield and Kominers (2014)).6

A mechanism f maps preference profiles from P to matchings. With a slight abuse

of notation, we denote by f(�)(a) the set of contracts that f allocates to agent a under

preference profile �. Mechanism f is stable if for all preference profiles �2 P the matching

f(�) is stable with respect to �.

The following property of closed domains of substitutable preferences satisfying law of

aggregate demand will be useful:

Lemma 1. If mechanisms f and y are stable, then for every agent a and every preference profile

6See also Fleiner (2003) who analyzes a general model encompassing matching with contracts; his Corollary
26 is a version of the rural hospitals theorem.
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�2 P , we have

�
f(�0

a,��a)(a)| �0
a2 Pa

 
=
�

y(�00
a ,��a)(a)| �00

a2 Pa
 
.

Proof. Consider any �0
a2 Pa. By the symmetry of the lemma, it is enough to construct

�00
a2 Pa such that y(�00

a ,��a)(a) = f(�0
a,��a)(a). Let �00

a be the same as �0
a except that

only contracts in f(�0
a,��a)(a) are acceptable to agent a. Since P is a closed domain,

�00
a2 Pa.

We first show that f(�0
a,��a) is stable under (�00

a ,��a). Since all agents except a have

the same preference relation and f(�0
a,��a) is individually rational under (�00

a ,��a), it

is still individually rational under (�00
a ,��a) for all agents except a. Furthermore, it is

individually rational for agent a under (�00
a ,��a) because Ca(f(�0

a,��a)(a)| �00
a ) = f(�0

a

,��a)(a) by construction of �00
a . Furthermore, there cannot exist any blocking set under

(�00
a ,��a) since the same set would also be a blocking set under (�0

a,��a) by construction

of �00
a .

Thus, both y(�00
a ,��a) and f(�0

a,��a) are stable matchings under (�00
a ,��a), the rural

hospitals theorem implies that |f(�0
a,��a)(a)| = |y(�00

a ,��a)(a)|. Since only contracts

in f(�0
a,��a)(a) are acceptable under �00

a , we obtain f(�0
a,��a)(a) = y(�00

a ,��a)(a),

completing the proof of the lemma.

This lemma shows that the set of outcomes that is achievable for an agent in two stable

matchings is the same. This lemma is useful in establishing our results below.

A mechanism f is strategy-proof for agent a if for every �2 P and �0
a2 Pa, f(�)(a) ⌫a

f(�0
a,��a)(a). In words, when a mechanism is strategy-proof for an agent, the agent cannot

gain from misreporting her preferences.

3.3 Main Results: Manipulability of Matching Mechanisms

In this section, we study stable matching mechanisms and compare them in terms of their

manipulability. Fix a mechanism f. The key auxiliary concept in defining manipulability
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notions is the set of improvements,

M (a, f,�) =
�

f
�
�0

a,��a
�
| �0

a2 Pa and f
�
�0

a,��a
�
�a f (�)

 
,

which is comprised of improvements that agent a can obtain by misreporting to mechanism f

when the preference profile is �. When mechanism f is strategy-proof, then M (a, f,�) = ∆

for every a 2 A and �2 P .

Definition 5. Mechanism y is as manipulable as mechanism f for agent a if

M (a,y,�) ◆ M (a, f,�)

for every preference profile �2 P . Mechanism y is more manipulable than mechanism f for agent

a if y is as manipulable as f for agent a and there exists a preference profile �2 P such that

M (a,y,�) ) M (a, f,�) .

In words, mechanism y is as manipulable as mechanism f for agent a whenever any gain

from misreporting her preferences at mechanism f is also a possible gain under y.7 More

manipulability is the strict ordering counterpart of as-manipulability. These manipulability

concepts are natural ordinal counterparts of the cardinal notions of “incentives to misreport”

of Day and Milgrom (2008) and of the “intense and strong manipulability” of Pathak and

Sönmez (2013). We provide a detailed discussion in the next section.

Our results establish a tight relationship between manipulability and consistent pref-

erence for a mechanism: the better the mechanism is for an agent, the less manipulable it

becomes.

Theorem 1. Let a be an agent. Suppose that f and y are two stable mechanisms. Then f(�)(a) ⌫a

y(�)(a) for every �2 P if and only if mechanism y is as manipulable as mechanism f for agent a.

A weaker version of the ‘only if direction’ was proven by Pathak and Sönmez (2013)

7Equivalently, mechanism y is as manipulable as mechanism f for agent a if for any preference profile �2 P ,
the following holds: if there exist agent a and preference relation �0

a2 Pa such that f(�0
a,��a)(a) �a f(�)(a),

then there exists a preference relation �00
a2 Pa such that y(�00

a ,��a)(a) = f(�0
a,��a)(a) and y(�00

a ,��a
)(a) �a y(�)(a).
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under the assumptions that each worker has unit demand (i.e., for all w 2 W and Y ✓

X , |Cw(Y)|  1), each firm-worker pair uniquely defines a contract, and contracts are

responsive. The ‘if direction’ is new (as is Theorem 2, which we state and prove next).

Proof. () direction) Assume that f(�)(a) ⌫a y(�)(a) for every �2 P . Let preference

profile �2 P and preference relation �0
a2 Pa be such that

f(�0
a,��a)(a) �a f(�)(a).

Since f and y are stable mechanisms, Lemma 1 implies that there exists a preference relation

�00
a2 Pa such that y(�00

a ,��a)(a) = f(�0
a,��a)(a). This equation, the above-displayed strict

preference comparison, and the hypothesis that f(�)(a) ⌫a y(�)(a), imply that

y(�00
a ,��a)(a) = f(�0

a,��a)(a) �a y(�)(a).

Therefore, mechanism y is as manipulable as mechanism f for agent a.

(( direction) Now assume that mechanism y is as manipulable as mechanism f for

agent a. Suppose, for contradiction, that there exists a preference profile �2 P such that

y(�)(a) �a f(�)(a). Let �0
a be the preference ranking identical to �a except that only

contracts in y(�)(a) are acceptable; since P is closed, �0
a2 Pa. As in the proof of Lemma 1,

the stability of f and y, and the rural hospitals theorem imply that

f(�0
a,��a)(a) = y(�)(a).

Consequently, f(�0
a,��a)(a) �a f(�)(a). This, together with the assumption that y is as

manipulable as mechanism f for agent a, implies the existence of �00
a2 Pa such that

y(�00
a ,��a)(a) = f(�0

a,��a)(a) and y(�00
a ,��a)(a) �a y(�)(a).

But the above equality implies y(�00
a ,��a)(a) = y(�)(a), contradicting the inequality.

Theorem 1 provides a complete characterization of as-manipulability. Next, we consider

the notion of more-manipulability.
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Theorem 2. Let a be an agent. Suppose that f and y are two stable mechanisms. Then (i)

f(�)(a) ⌫a y(�)(a) for every �2 P , and (ii) f(�)(a) �a y(�)(a) for some preference profile

�2 P are satisfied if and only if mechanism y is more manipulable than f for agent a.

Proof. (( direction) Let us first assume that y is more manipulable than f for agent a.

Then, Theorem 1 implies condition (i). Furthermore, if condition (ii) fails for all preference

profiles, then for every �2 P , y(�)(a) ⌫a f(�)(a). This inequality and condition (i) imply

y(�)(a) = f(�)(a). This contradicts the assumption that y is more manipulable than f for

agent a.

() direction) For the remainder of the proof, assume conditions (i) and (ii). Theorem 1

implies that M (a,y,�) ◆ M (a, f,�), and it remains to show that M (a,y,�) 6= M (a, f,�)

for some �2 P . To prove this last statement, take �2 P to be a preference profile satisfying

(ii). Since f and y are stable mechanisms, Lemma 1 implies that there exists a preference

relation �0
a 2 Pa such that y(�0

a,��a)(a) = f(�)(a). Thus, f(�) 2 M (a,y,�). Since

f(�) /2 M (a, f,�), we infer that M (a,y,�) 6= M (a, f,�) and conclude the proof.

For the special case of workers with unit demand, that is, when for all w 2 W and

Y ✓ X we have |Cw(Y)|  1, one corollary of our results is that no two distinct stable

mechanisms can be compared in terms of manipulability for all agents in the market.

Corollary 1. If workers have unit demand, then no stable mechanism y is as manipulable as another

stable mechanism f for all agents in the market.

In light of our Theorem 1, this corollary follows from Pareto efficiency of stable match-

ings.8 The relation between Pareto efficiency and stability has been analyzed by Haake and

Klaus (2009) who showed that in the setting of the corollary every correspondence that is

Maskin monotonic, individually rational, and Pareto efficient contains all stable matchings.

See Appendix B for the proof of Corollary 1.

The corollary suggests that manipulability cannot be used as a criterion to choose from

stable matchings when both sides of the market are strategic agents as in the medical match.

8We would like to thank an anonymous referee for making this point.
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However, when only one side of the market is strategic as in school choice then we can use

the deferred acceptance algorithm since it is strategy-proof for students (Abdulkadiroğlu

and Sönmez, 2003).

3.4 Discussion

Our definitions of as manipulability and more manipulability take the size of potential gains

into account. In particular, our as-manipulability notion is the ordinal counterpart of Day

and Milgrom (2008) concept of “incentives to misreport” and Pathak and Sönmez (2013)

concept of “intense and strong manipulability,” both defined in the setting with cardinal

values.

To see the relationship between our ordinal concept and their cardinal ones, we introduce

cardinal utilities. For the sake of this characterization, we say that a profile of cardinal utilities

{ua}a2A that maps the sets of contracts Xa to utility values ua (Xa) 2 R for each agent a

is consistent with the preference profile � if we have Xa �a X 0
a () ua (Xa) > ua (X 0

a) for

each agent a .

We have the following equivalence result:

Theorem 3. Suppose that f and y are two stable mechanisms. Mechanism y is as manipulable

as mechanism f for agent a if and only if for each �2 P , there is a profile u of cardinal utilities

consistent with � and such that

max
�0

a2Pa
[ua(y(�0

a,��a)(a))� ua(y(�)(a))] � max
�0

a2Pa
[ua(f(�0

a,��a)(a))� ua(f(�)(a))]. (3.1)

The cardinal manipulability comparison captured in the displayed inequality (3.1) is

what Pathak and Sönmez (2013) call y being as intensely and strongly manipulable as f.9

Furthermore, each side of the above inequality is what Day and Milgrom (2008) call

“incentive profile” of the core-selecting auctions they study; the core-selecting auctions are

9They define their concept in the allocation setting with continuum of outcomes which requires them to
take care of tie-breaking. This complication does not arise in our setting, hence our simpler formalization of
their concept.
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a special case of the stable mechanisms we study in the general matching with contracts

framework.

Before proving Theorem 3, let us consider any �2 P and notice that the existence of

a utility profile consistent with � and satisfying (3.1) is equivalent to (3.1) being satisfied

for all utility profiles consistent with �. Indeed, the equivalence follows easily from the

definition of consistency.

Proof. Let us fix � and any utility profile u consistent with �. Since f and y are stable,

Lemma 1 implies that the maximum utility achievable by an agent under f and y is the

same:

max
�0

a2Pa
ua(y(�0

a,��a)(a)) = max
�0

a2Pa
ua(f(�0

a,��a)(a)). (3.2)

This equality yields the theorem as follows:

() direction) Suppose that mechanism y is as manipulable as mechanism f for agent a,

and fix � and any utility profile u consistent with �. By Theorem 1, f(�)(a) ⌫a y(�)(a),

and consistency implies ua(f(�)(a)) � ua(y(�)(a)). This inequality and equation (3.2)

imply (3.1).

(( direction) The hypothesis (3.1) and equation (3.2) imply ua(f(�)(a)) � ua(y(�)(a)).

Therefore, f(�)(a) ⌫a y(�)(a), and Theorem 1 implies that mechanism y is as manipulable

as mechanism f.

3.5 Conclusion

Studying natural intensity-based manipulability notions for stable matching mechanisms,

we have shown that manipulability comparison for an agent is equivalent to preference

comparison. One important implication is that when agents on one side of the market have

unit demand, then no two stable mechanisms are comparable in terms of manipulability

when agents on both sides of the market are strategic as in the medical match.
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Appendix A

Appendix to Chapter 1

A.1 Second Stage: Infinite Horizon Consumer

Suppose consumers choose to shop for product j at locations ` = 1, . . . ,L with number of

firms N1j, . . . ,NLj. The product expires each period with probability rj, and they decide in

the first period what their shopping location will be for the future. Their realized utility

from shopping at location ` for product j upon arriving is

ui`tj = max{ max
f=1,...,N`j

{v`(Nj

; dj) + sj# i`t f }, sj# i`t0}� bdi` + hi`j , (A.1)

Their expected utility of having the product from location ` in any period t where the

good expires, given knowledge of hi`j, is

Eui`tj = sj log
✓
1+ N`j exp

✓v`(Nj

; dj)
sj

◆◆
� bdi` + hi`j , (A.2)

and when it has not expired

Eui`tj = sj log
✓
1+ N`j exp

✓v`(Nj

; dj)
sj

◆◆
+ hi`j , (A.3)

leading to present value
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Eui`j =
•

Â
t=0

dt(sj log
✓
1+ N`j exp

✓v`(Nj

; dj)
sj

◆◆
� rjbdi` + hi`j) (A.4)

=
1

1� d
(sj log

✓
1+ N`j exp

✓v`(Nj

; dj)
sj

◆◆
� rjbdi` + hi`j) . (A.5)

The probability that a consumer buys from firm f conditional on going to location ` is

bi f `j(Nj

) =
exp( v`(Nj

;dj)
sj

)

1+ N`j exp
⇣
v`(Nj

;dj)
sj

⌘ , (A.6)

and the probability that they go to location ` is

si`j(Nj

) =

⇣
1+ N`j exp

⇣
v`(Nj

;dj)
sj

⌘⌘sj
exp(�rjbdi`)

1+ ÂL
`0=1

⇣
1+ N`0 j exp

⇣
v`0 (Nj

;dj)
sj

⌘⌘sj
exp(�rjbdi`0)

. (A.7)

Integrating over the distribution of consumers leads to the share of consumers buying

from a firm f at location ` being

s f `j(Nj

) =
Z

bi f `jsi`j dFi (A.8)

=
Z exp( v`(Nj

;dj)
sj

)
⇣
1+ N`j exp

⇣
v`(Nj

;dj)
sj

⌘⌘sj�1
exp(�rjbdi`)

1+ ÂL
`0=1

⇣
1+ N`0 j exp

⇣
v`0 (Nj

;dj)
sj

⌘⌘sj
exp(�rjbdi`0)

dFi,

where Fi is the distribution of consumers across locations.

This implies that incorporating purchasing frequency into the model leads to travel costs

that vary by industry, and this could be written in the original model as b j. The first stage is

identical to the main model.
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A.2 Model with Prices

A.2.1 Third Stage: Single Period Consumer

Suppose consumers choose to shop for product j at locations ` = 1, . . . ,L with number of

firms N1j, . . . ,NLj. Their realized utility from shopping at location ` for product j upon

arriving is

ui`j = max{ max
f=1,...,N`j

{v(p f `j; dj) + sj# i` f }, sj# i`0}� bdi` + hi`j , (A.9)

The probability that a consumer buys from firm f conditional on going to location ` is

bi f `j =
exp( v(p f `j;dj)

sj
)

1+ Â
N`j
f 0=1 exp

✓
v(p f 0`j;dj)

sj

◆ (A.10)

Their expected utility of going to location `, given knowledge of hi`j, is

Eui`j = sj log

 
1+

N`j

Â
f=1

exp
✓v(p f `j; dj)

sj

◆!
� bdi` + hi`j . (A.11)

The share of consumers buying from a firm f at location ` is

s f `j(Nj

) =
Z bi f `j

⇣
1+ Â

N`j
f=1 exp

⇣
v(p f `j;dj)

sj

⌘⌘sj
exp(�bdi`)

1+ ÂL
`0=1

✓
1+ Â

N`0 j
f=1 exp

✓
v(p f `0 j;dj)

sj

◆◆sj

exp(�bdi`0)
dF(Xi) (A.12)

=
Z exp( v(p f `j;dj)

sj
)
⇣
1+ Â

N`j
f=1 exp

⇣
v(p f `j;dj)

sj

⌘⌘sj�1
exp(�bdi`)

1+ ÂL
`0=1

✓
1+ Â

N`0 j
f=1 exp

✓
v(p f `0 j;dj)

sj

◆◆sj

exp(�bdi`0)
dF(Xi),

A.2.2 Second Stage

Firms set prices in the second stage, with their location fixed. They maximize

P f `j(Nj

) = M · (p f `j � qc)s f `j(Nj

)� gjR` + n f `j , (A.13)

with respect to p f `j. In a symmetric equilibrium, p f `j = p`j(Nj

).
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A.2.3 First Stage

The expected profits of entering ` are

E(P f `j(Nj

) | choose `) = M · E
�
(p`j(Nj

)� qc)s f `j(Nj

)
�� choose `

�
� gjR` + n f `j . (A.14)

In equilibrium, a firm’s strategies (p`j)L`=0 solve the system of equations

p`j =
exp

�
M · E

�
(p`j(Nj

)� qc)s f `j(Nj

)
�� choose `

�
� gjR`

�

1+ ÂL
`0=1 exp

�
M · E

�
(p`0 j(Nj

)� qc)s f `0 j(Nj

)
�� choose `0

�
� gjR`0

� , (A.15)

p0j =
1

1+ ÂL
`0=1 exp

�
M · E

�
(p`0 j(Nj

)� qc)s f `0 j(Nj

)
�� choose `0

�
� gjR`0

� , (A.16)

There are two difficulties that arise with the prices model. First, for each parameter

vector evaluated in optimization, optimal prices must be solved for each location and each

industry in all markets, for all draws of the firm locations in the Monte Carlo integration

used for the expectation in the firm profit function. The computational burden of this task

prevents estimating the model parameters in a feasible amount of time. Second, even if

this computational burden is undertaken, the marginal cost parameter must be estimated.

Because of this, I opt to use the version of the model presented in the main body of the

paper.
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A.3 GMM Approach to Estimation and Location Effects

A.3.1 Estimation Approach

Noting, in the MLE approach, that the score is

M
Â
m=1

J
Â
j=1

Lm

Ầ
=0

 
Nm
`j

pm
`j
�

Nm
0j

pm
0j

!
∂pm

`j(Z
m, q)

∂q
, (A.17)

we are provided with moments motivated by maximum likelihood

E

 
Nm
`j

pm
`j
�

Nm
0j

pm
0j

�����Z
m

!
= 0 , (A.18)

so we may use functions of Zm with the moments above to estimate the parameters with

GMM.

Now consider a more general case, where we instead only know that

E(Nm
`j |Zm,Um

`j ) = Nm
j pm

`jU
m
`j (A.19)

where Um
`j is unobserved with support [0,•], and can be decomposed into Um

`j =

Um
` +Um

j .
1 First consider the case where Um

`j = Um
j . Then maximum likelihood will produce

consistent estimates, because

E

 
Nm
`j

pm
`j
�

Nm
0j

pm
0j

�����Z
m

!
= (A.20)

E

 
Um

j Nj

mpm
`j

pm
`j

�
Um

j Nj

mpm
0j

pm
0j

�����Z
m

!
= 0 (A.21)

In the case where Um
`j = Um

` +Um
j , letting p̂m

`j =
Nm
`j

Nm
j
, we still have moments that we can

use:

1An alternative approach to incorporating location effects would be to have random location effects in the
firm profit function with a parametric distribution as in Orhun (2013), and to estimate the parameters of this
distribution. In practice, this is computationally infeasible for the model presented in this paper, because of the
computational burden of solving the game.
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E

  
p̂m
`j

pm
`j
�

p̂m
0j

pm
0j
�

p̂m
`k

pm
`k
+

p̂m
0k

pm
0k

!�����Z
m

!
=

E(Um
j |Zm) + E(Um

` |Zm)� E(Um
0 |Zm)� E(Um

j |Zm)

� E(Um
` |Zm)� E(Um

k |Zm) + E(Um
0 |Zm) + E(Um

k |Zm) = 0

As instruments for each industry pair at each location in each market, I use second order

polynomials of location rent, location population, and average distance to the location for

consumers in the market. The resulting nested fixed point procedure is the following:

1. Inner Loop: solve equilibrium for all industries in all markets given current parameters.

pm

j

= Y(Zm,pm

j

, q)

2. Outer Loop: minimize the GMM objective function, which is the L2 norm of the

following moment functions, stacked across unique industry pairs

m

jk

(q|N,Z) =
1
M

M
Â
m=1

Lm

Ầ
=0

 
p̂m
`j

pm
`j
�

p̂m
0j

pm
0j
�

p̂m
`k

pm
`k
+

p̂m
0k

pm
0k

!
g

m

`jk(Z
m) .

That is,

Q(q|N,Z) = ||m(q|N,Z)||2

where

m(q|N,Z) =
�
m12(q|N,Z)0,m13(q|N,Z)0, . . . ,mJ�1J (q|N,Z)0

�
. (A.22)

Tables A.1 and A.2 report estimates obtained from the GMM and MLE approaches,

respectively, holding the travel costs parameter fixed.
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Table A.1: GMM Parameter Estimates Allowing for Location Effects, b = 1

Shoe Furniture Convenience

sj (store heterogeneity) 5.89 3.96 0.09
(0.47) (0.46) (1.30)

wj (spatial price comp.) 2.26 3.00 1.63
(0.61) (0.90) (0.52)

qj (monopoly markup) 1.12 1.76 2.72
(0.09) (0.14) (0.48)

gj (rent sensitivity) 1.92 1.26 0.88
(0.07) (0.09) (0.09)

Table A.2: Maximum Likelihood Parameter Estimates, b = 1

Shoe Furniture Convenience

sj (store heterogeneity) 6.02 4.05 0.11
(0.64) (0.67) (0.29)

wj (spatial price comp.) 2.20 3.09 1.70
(0.32) (0.66) (0.30)

qj (monopoly markup) 1.52 1.81 2.68
(0.19) (0.29) (0.48)

gj (rent sensitivity) 1.35 1.13 1.21
(0.08) (0.06) (0.07)
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Appendix B

Appendix to Chapter 2

B.1 Proof of Proposition 1

We first consider the constraint Jacobian matrix. For any Bellman Optimality constraint

gradient row, there are at most 2N(2ds + 1) + |q|+ 2N non-zero elements. The first term

comes from the derivative with respect to Vi(x0) for the same player i, the second term

comes from the derivative with respect to the structural parameters, and the third term

comes from the derivative with respect to choice probabilities of all players across the

binary action space at the current state x. This applies to N · |S| · 2N Bellman Optimality

constraints. Similarly, inspecting the CCP equation (2.8) leads, by the same derivation, to

at most |2|N (2ds + 1) + |q|+ 2N non-zero elements for each constraint gradient row. This

refers nontrivially to each of N · |S| · 2N rows. Finally, we add at most 2 non-zero elements

per row for each of the remaining N · |S| · 2N CCP equations, forcing the choice probabilities

to sum to 1. This corresponds to the probabilities of each player’s actions at the current

state x.

Summing up these terms yields the numerator as the number of non-zero elements in

the constraint Jacobian matrix. The denominator comes from there being (2+ 1) ·N · |S| · 2N
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constraints and (2+ 1) · N · |S| · 2N + |q| variables. This leads to the following upper bound:

DJ 
N·|S|·2N ·(2·(2N(2ds+1)+|q|+2N)+2)
((2+1)·N·|S|·2N)·((2+1)·N·|S|·2N+|q|) (B.1)

= 2
3

⇣
2N(2ds+1)+|q|+2N+1

3N·|S|·2N+|q|

⌘

 2
9

⇣
2ds+1
N·|S| +

|q|+1
N·|S|·2N + 1

|S|·2N�1

⌘

The derivation for DH is similar. We can sum over five terms to construct the numerator

of the upper bound. The first corresponds to the ∂2V derivative terms, the second corre-

sponds to the ∂2P derivative terms, the third corresponds to the ∂V∂P derivative terms, the

fourth corresponds to both the ∂V∂q and ∂P∂q derivative terms, and the fifth corresponds

to the ∂2q derivative terms. The denominator corresponds to the square of the number

of variables. Combining these numerator and denominator terms leads to the following

expression:

DH  N·|S|·2N ·(2N ·(2ds+1))+|S|·2N ·(2N)2+4N2·|S|·2N ·(2N ·(2ds+1))+2·((2+1)·N·|S|·2N)·|q|+|q|2

((2+1)·N·|S|·2N+|q|)2
(B.2)

 1
9

✓
2ds+1
N·|S| +

4
|S|·2N + 4·(2ds+1)

|S| + 6·|q|
N·|S|·2N +

⇣
|q|

N·|S|·2N
⌘2◆

Proposition 1b and 1c follow immediately.
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B.2 Sparsity Information for the Constraint Jacobian and Hessian

Matrices

Table B.1: Upper Bounds on the Density of Constraint Matrices Varying |S| and N, with ds = 1

|S| N q Constrained Jacobian Hessian

Non-zero elements Density DJ Non-zero elements Density DH

5 5 8 187200 3.24% 1676900 28.9%

6 5 8 224640 2.70% 2012260 24.1%

7 5 8 262080 2.31% 2347620 20.7%

8 5 8 299520 2.03% 2682980 18.2%

9 5 8 336960 1.80% 3018340 16.1%

10 5 8 374400 1.62% 3353700 14.5%

11 5 8 411840 1.47% 3689060 13.2%

12 5 8 449280 1.35% 4024420 12.1%

13 5 8 486720 1.25% 4359780 11.2%

14 5 8 524160 1.16% 4695140 10.4%

15 5 8 561600 1.08% 5030500 9.68%

16 5 8 599040 1.01% 5365860 9.08%

17 5 8 636480 0.95% 5701220 8.55%

18 5 8 673920 0.90% 6036580 8.07%

19 5 8 711360 0.85% 6371940 7.65%

20 5 8 748800 0.81% 6707300 7.27%

5 3 6 9360 7.07% 44704 33.4%

5 4 7 42240 4.54% 283601 30.3%

5 5 8 187200 3.24% 1676900 28.9%

5 6 9 829440 2.50% 9388921 28.2%

5 7 10 3682560 2.04% 50337424 27.8%
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Appendix C

Appendix to Chapter 3

C.1 Analogues of Our Results for Manipulability without Com-

parability of Gains

While we focus on manipulability concepts that take into account the size of gains (as in Day

and Milgrom (2008) and Pathak and Sönmez (2013)), there are also natural manipulability

concepts that do not require comparability of gains, but only that manipulations are

possible, irrespective of achieved gains. Pathak and Sönmez (2013) study such a weaker

concept of manipulability comparison and call it strong manipulability. Since their as strong

manipulability concept is more permissive than the concept we call simply “manipulability,”

and which corresponds to the “intense and strong manipulability” of Pathak and Sönmez,

we refer to the weaker concept as “non-intense manipulability.”

Definition 6. Mechanism y is as non-intensely manipulable as mechanism f for agent a if

for any preference profile �2 P , the following holds: if there exist agent a and preference relation

�0
a2 Pa such that f(�0

a,��a)(a) �a f(�)(a), then there exists a preference relation �00
a2 Pa such

that y(�00
a ,��a)(a) �a y(�)(a).

For this weaker manipulability concept, the analogue of one of the implications of

Theorem 1 is immediately implied by our theorem. However, only a weak form of the

reverse direction continues to hold. Let us first show in an example that the full analogue of
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the reverse direction does not have to hold, and then establish the weak form of the reverse

direction that holds.

Example 1. Suppose there are three or more agents on each side of the market and fix an agent a.

Consider any two stable mechanisms f and y that always choose one of agent a’s most preferred

stable matchings except if there are exactly three distinct stable outcomes for agent a. In the latter

case, mechanism f chooses one of the worst stable matchings for agent a while mechanism y chooses

one of the stable matchings that match agent a with his median stable outcome.

With three or more agents on each side of the market, there is a preference profile with exactly

three distinct stable outcomes for agent a. Thus, the two mechanisms are different and mechanism

f does not preference-dominate mechanism y for agent a. At the same time, mechanism y is as

non-intensely manipulable as mechanism f.

The analogue of Theorem 1 then takes the following form.

Theorem 4. Let a be an agent. Suppose that f and y are two stable mechanisms. If f(�)(a) ⌫a

y(�)(a) for every �2 P , then y is as non-intensely manipulable as f for agent a. Conversely,

suppose that y is as non-intensely manipulable as f for agent a and one of these two mechanisms is

strategy-proof for agent a, then f(�)(a) ⌫a y(�)(a) for every �2 P .

Proof. If f(�)(a) ⌫a y(�)(a) for every �2 P , then y is as manipulable as f for agent a by

Theorem 1. Thus, y is as non-intensely manipulable as f for agent a.

To prove the second statement, we need the following:

Claim. Let j be a stable mechanism, which is strategy-proof for agent a. Then j(�)(a)

is the best outcome among all stable matchings with respect to � for a.

Suppose not. Let X 0 ✓ Xa be the best outcome for agent a among stable matchings with

respect to �. Let �0
a be the preference ranking identical to � except that only contracts in

X 0 are acceptable. Since P is a closed domain, �0
a2 Pa. As we have shown in the proof

of Theorem 1, the rural hospitals theorem and stability of j imply j(�0
a,��a)(a) = X 0.

Therefore, j(�0
a,��a)(a) �a j(�)(a), a contradiction, since j is strategy-proof for agent a.

This completes the proof of the claim.
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Now, there are two cases to consider. First, suppose that y is strategy-proof for agent

a. Since y is as non-intensely manipulable as f for agent a, mechanism f is strategy-

proof for agent a. Thus, the claim above implies f(�)(a) ⌫a y(�)(a) since y is a stable

mechanism. Second, suppose that f is strategy-proof for agent a. Then the claim above

implies f(�)(a) ⌫a y(�)(a) since f is a stable mechanism. Thus, in both cases the second

statement of Theorem 3 holds true.

A similar analogue of Theorem 2 also holds true.

C.2 Proof of Corollary 1

Proof. Suppose, for contradiction, that stable mechanism y is as manipulable as another

stable mechanism f for all agents in the market. Since y and f are different, there exists

�02 P such that y(�0) 6= f(�0). In particular, there exists a firm f̂ such that y(�0)( f̂ ) 6=

f(�0)( f̂ ).

By Theorem 1, for every �2 P , y(�)(a) ⌫a f(�)(a) for every agent a. In particular, for

every worker w, Cw(y(�0)(w) [ f(�0)(w)) = y(�0)(w) since workers have unit demand.

Let x 2 y(�0)( f̂ ) \ f(�0)( f ). Such a contract exists since y(�0)( f̂ ) 6= f(�0)( f̂ ) by

construction and |y(�0)( f̂ )| = |f(�0)( f̂ )| by the rural hospitals theorem. If x 2 Cf̂ (y(�0

)( f̂ ) [ f(�0)( f̂ )), then x 2 Cf̂ ({x} [ f(�0)( f̂ )) by substitutability. But this means that

{x} is a blocking set for f(�0), which cannot hold since f is a stable mechanism. As a

result, for every x 2 y(�0)( f̂ ) \f(�0)( f ), x /2 Cf̂ (y(�0)( f̂ )[f(�0)( f̂ )). Therefore, Cf̂ (y(�0

)( f̂ ) [ f(�0)( f̂ )) = Cf̂ (f(�0)( f̂ )) = f(�0)( f̂ ). Since choice functions are constructed from

preferences, we get f(�0)( f̂ ) ⌫0
f̂ y(�0)( f̂ ). This contradicts y(�0)( f̂ ) ⌫a f(�0)( f̂ ) and

y(�0)( f̂ ) 6= f(�0)( f̂ ).

C.3 Median Stable Matchings in Two-Sided Markets

Experiments show that agents who match in a decentralized way in the above setting tend

to coordinate on a particular stable matching: the median stable matching (Echenique and
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Yariv, 2013). This evidence raises the question: Under what conditions do median stable

matchings exist? Our Theorems 5 and 6 address this question, as well as a more general

question of the existence of generalized median stable matchings that are second best, third

best, etc. for agents on the same side of the market. In particular, if there is an odd number

k of stable matchings then the median stable matching is the k+1
2 -th best stable matching for

all agents on the chosen side.

The extremal matchings that assign the best stable outcome for one side and the worst

for the other have been implemented in practice, for instance, in the National Resident

Matching Program (NRMP) to match medical doctors to residency programs and in some

school districts to match students to high schools (Roth, 1984a; Abdulkadiroğlu and Sönmez,

2003). As far as we know, a median stable matching has not yet been implemented despite

the fact that it is a focal matching that a market designer may want to implement: It is

attractive since it may be seen as a compromise solution that treats both sides of the market

in a symmetric way. Indeed, the above experimental results suggest that this is exactly how

median stable matchings are perceived by experiment subjects.

To present our results, let us start with the question of the existence of generalized

median stable matchings. Suppose that there are k stable matchings. For each agent,

consider all the sets of contracts assigned to this agent in the stable matchings and rank

them according to this agent’s preference. We study the following questions:

1. Existence of generalized median stable matchings: Is the set of contracts that assigns each

worker the i-th (1  i  k) best stable matching outcome, say Xi
W , a matching, and is

it stable?

2. Polarity: When does Xi
W correspond to the matching that assigns each firm the

k+ 1� i-th best stable matching outcome, say Xk+1�i
F ?

We show that two properties of agent preferences are crucial in addressing the above

questions: strong substitutes and the law of aggregate demand.

Definition 7. Contracts are strong substitutes in preferences of agent a if for any sets of contracts
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Y,Y0 ✓ X such that Ca(Y0) ⌫a Ca(Y),

x 2 Ca(Y0 [ {x}) ) x 2 Ca(Y [ {x}).

Strong substitutability implies substitutability. Roughly, it states that if a contract is

added to the two sets and chosen from the better set, then it must also be chosen from the

worse set. Echenique and Oviedo (2006) introduced strong substitutability for matching

markets without contracts.1

Our existence results, Theorems 5 and 6, are as follows. We show that Xi
W is a stable

matching if contracts are substitutes and satisfy the law of aggregate demand for all agents,

and are strong substitutes for workers (Theorem 5). On the other hand, under these

conditions, Xk+1�i
F needs not be stable. However, we show that Xk+1�i

F is a stable matching

and corresponds to Xi
W if contracts are also strong substitutes for firms (Theorem 6). In

particular, we show that if k is odd, the median stable matching outcomes for all agents can

be attained simultaneously by choosing i = (k+ 1)/2.

The existence of generalized median stable matchings has been previously established

in some special cases of our setting: one-to-one matching with and without wages (Teo and

Sethuraman, 1998; Fleiner, 2002; Schwarz and Yenmez, 2011) and the college admissions

model with responsive preferences and without wages (Klaus and Klijn, 2006; Sethuraman

et al., 2006). 2 These prior results are implied by our more general treatment. We also resolve

the problem posed by Schwarz and Yenmez (2011) who discuss the substantial challenges

involved in trying to address the existence of generalized median stable matchings for

many-to-one matching markets with wages, leaving the question open. In addition, our

Theorems 5 and 6 go beyond this prior literature by identifying the forces behind the

generalized median structure and polarity results.3

1As in Echenique and Oviedo (2006), our results would remain valid if we had the strong substitutes
condition require only that for agent a if for any sets of contracts Y,Y0 ✓ X such that Ca(Y0) = Y0

a, Ca(Y) = Ya,
and Ca(Y0) ⌫a Ca(Y), we had x 2 Ca(Y0 [ {x}) then x 2 Ca(Y [ {x}).

2In addition, Klaus and Klijn (2010) study the existence of generalized median stable matchings in the
roommates problem, and Schwarz and Yenmez (2011) study the case when there is a continuum of potential
wages in addition to the finite case.

3Our results also show that even when generalized median stable matchings do not exist for all agents, they
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C.3.1 Results

In this section, we introduce median stable matchings and show that they exist if contracts

are strong substitutes and satisfy the law of aggregate demand.

Suppose that {X1, . . . ,Xk} is the set of stable matchings. For each agent a, consider

the set of contracts that agent a signs in these matchings: {X1
a , . . . ,Xk

a}. Reorder these

sets of contracts according to ⌫a such that X(1)
a ⌫a . . . ⌫a X(k)

a . Let Xi
F ⌘ [

f2F
X(i)

f and

Xi
W ⌘ [

w2W
X(i)

w for 1  i  k. In words, Xi
F assigns each firm the i-th best outcome among

all stable matching outcomes and Xi
W assigns each worker the i-th best outcome among all

stable matching outcomes. We analyze when these sets of contracts are stable.

Theorem 5. Suppose that contracts are substitutes and satisfy the law of aggregate demand for all

agents. Suppose also that contracts are strong substitutes for workers. Then for all i, Xi
W is a stable

matching. Moreover, for any firm f , Xi
W ⌫ f X

j
W if i � j.

Under the conditions of Theorem 5, we call Xi
W a generalized median stable matching

for workers. In addition, X1
W is called the worker-optimal stable matching and Xk

W is

the worker-pessimal stable matching. In the symmetric case, when contracts are strong

substitutes for firms, we define the generalized median, firm-optimal, and firm-pessimal

stable matchings for firms. The worker-optimal and firm-optimal stable matchings still

exist when contracts are just substitutes and satisfy the law of aggregate demand for all

agents. This follows from the lattice structure shown in Fleiner (2003). However, the other

matchings need not be stable when strong substitutability fails (see Chen et al. (2014b) for

an example).

A direct consequence of this result is that when workers have unit demand generalized

median stable matchings exist. This answers the open question posed in Schwarz and

Yenmez (2011) about the existence of generalized median stable matchings in many-to-one

may still exist for one side of the market if contracts are strong substitutes (or preferences are responsive) for
that side. In particular, when workers have unit demand, i.e., for all w 2 W and Y ✓ X |Cw(Y)|  1, contracts
are strong substitutes for workers automatically and, therefore, worker generalized median stable matchings
exist if contracts are substitutes and satisfy the law of aggregate demand for firms.
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matching markets when contracts are written over wages when there is a finite set of

contracts.

Corollary 2. Suppose that workers have unit demand, i.e., for all w 2 W and Y ✓ X |Cw(Y)|  1.

Suppose also that contracts are substitutes and satisfy the law of aggregate demand for firms. Then

for all i, Xi
W is a stable matching. Moreover, for any firm f , Xi

W ⌫ f X
j
W if i � j.

Next we show that generalized median stable matchings for firms and workers are

exactly the same with the polarization of interests property when contracts are also strong

substitutes for all firms.

Theorem 6. Suppose that contracts are strong substitutes and satisfy the law of aggregate demand

for all agents. Then for all i, Xi
W and Xi

F are stable matchings; moreover, Xi
W = Xk+1�i

F .

As a corollary we can also obtain the same result for the setting with responsive preferences.

The definition of responsive preferences (Definition 5.2 in Roth and Sotomayor (1990)) can

be naturally extended to the setting with contracts, and our earlier draft Chen et al. (2014b)

provides the details of the argument.

If contracts are strong substitutes and satisfy the law of aggregate demand, then the

generalized median stable matchings for both firms and workers exist. Moreover, these

matchings are aligned in the following way: the worker-optimal stable matching is the

firm-pessimal stable matching, the (2)-nd generalized stable matching for workers is the

(k� 1)-th generalized median stable matching for firms, etc. In particular, when k is odd,

there exists a stable matching that assigns all agents their median stable matching outcomes

since X(k+1)/2
F = X(k+1)/2

W .

The examples in the appendix of Chen et al. (2014b) demonstrate that the generalized me-

dian stable matchings need not exist if we weaken strong substitutability to substitutability

or get rid of the law of aggregate demand.

All the generalized medians are potentially different and the mechanisms that consis-

tently map preference profiles to a selected generalized median stable matching are all

different. Furthermore, these mechanisms can be ranked in terms of manipulability using
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definitions coined by Day and Milgrom (2008), Pathak and Sönmez (2013), and Chen et al.

(2014a). In particular, as we choose a higher generalized median for one side of the market,

we make the mechanism less manipulable for that side, but more manipulable for the

other side of the market. Thus, no two such mechanisms is better than another in terms of

manipulability when all agents in the market are strategic. See Chen et al. (2014b) for the

construction of the generalized median mechanisms, and the statements and proofs of these

assertions.4

C.3.2 Proofs

We provide two lemmas that are used in the proofs of Theorems 5 and 6.

A stable matching exists once we impose that contracts are substitutes (Fleiner, 2003).

Here, we study the structure of the set of stable matchings if, in addition to substitutability,

contracts satisfy the law of aggregate demand. In particular, we are interested in when this

set is a lattice with respect to the following operators.

Let Y and Y0 be two sets of contracts. Define the following sets of contracts:

Y _F Y0 =
f

[
max
⌫ f

{Yf ,Y0
f },

and

Y ^F Y0 =
f

[
min
⌫ f

{Yf ,Y0
f }.

Operator _F chooses the most preferred set of contracts for each firm. On the other hand,

^F chooses the least preferred set of contracts for each firm. Analogously, we define Y _W Y0

and Y ^W Y0:

Y _W Y0 =
w

[
max
⌫w

{Yw,Y0
w},

and

Y ^W Y0 =
w

[
min
⌫w

{Yw,Y0
w}.

By definition, all of these operators define a set of contracts but in general they do not

4Chen et al. (2014b) refer to the mechanisms they study as quantile-stable mechanisms.
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have to be stable matchings. We study this question in the following lemma.

Lemma 2. Suppose that contracts are substitutes and satisfy the law of aggregate demand for all

agents. Suppose also that contracts are strong substitutes for workers. Then, for any two stable

matchings Y and Y0, Y _W Y0 and Y ^W Y0 are stable matchings. Moreover, for each firm f ,

(Y ^W Y0) ⌫ f Y,Y0 and Y,Y0 ⌫ f (Y _W Y0).

Proof. Let x 2 Y _W Y0, so there exists w such that x 2 max
⌫w

{Yw,Y0
w}. We want to show that

x 2 Cw(Y [Y0). If x 2 Yw \Y0
w then the claim follows from the following observation that is

implied by Corollary 26 and Equation 38 in Fleiner (2003).

Observation 1. Suppose that contracts are substitutes and satisfy the law of aggregate demand for

all agents. If Y and Y0 are stable matchings, then CW(Y [Y0) and CF(Y [Y0) are stable matchings

such that

Y [Y0 = CF(Y [Y0) [ CW(Y [Y0) and Y \Y0 = CF(Y [Y0) \ CW(Y [Y0).

Let us thus suppose x 2 Yw and x 62 Y0
w. This implies that Yw ⌫w Y0

w.

Since Y is stable, we have x 2 Yw = Cw(Yw) = Cw(Yw [ {x}). Thus Yw ⌫w Y0
w and strong

substitutes imply x 2 Cw(Y0
w [ {x}). Let f be xF. If x 2 Cf (Y0

f [ {x}), then {x} would block

Y0, which contradicts the stability of Y0. Therefore, x 62 Cf (Y0
f [ {x}). Substitutability then

implies that x 62 Cf (Y0
f [Yf ) and x 62 CF(Y0 [Y). The observation highlighted above then

implies x 2 CW(Y [Y0). Hence Y _W Y0 ✓ CW(Y [Y0).

Since Y, Y0, and CW(Y0 [ Y) are stable matchings, the rural hospital theorem implies

|Yw0 | = |Y0
w0 | = |Cw0(Y [ Y0)| for every worker w0.5 By construction, for every worker w0,

|(Y _W Y0)w0 | = |Yw0 | = |Y0
w0 |, so |Y _W Y0| = |Y| = |Y0| = |CW(Y [ Y0)|. The inclusion

proven above allows us to conclude that Y _W Y0 = CW(Y [ Y0). Therefore, Y _W Y0 is a

stable matching.

Denote by c the indicator function on sets of contracts. By the observation highlighted

5 The rural hospitals theorem says that any agent signs the same number of contracts in any stable matching
when contracts are substitutes and satisfy the law of aggregate demand; in the setting of our lemma it was
proved by Fleiner (2003).
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above, c(Y) + c(Y0) = c(CF(Y [ Y0)) + c(CW(Y [ Y0)) and, by definition, c(Y _W Y0) +

c(Y ^W Y0) = c(Y) + c(Y0). We thus get c(Y _W Y0) + c(Y ^W Y0) = c(CF(Y [ Y0)) +

c(CW(Y [ Y0)). Above we have shown that Y _W Y0 = CW(Y [ Y0), so c(Y _W Y0) =

c(CW(Y [Y0)). Therefore, c(Y ^W Y0) = c(CF(Y [Y0)) and thus Y ^W Y0 = CF(Y [Y0), so

Y ^W Y0 is a stable matching.

The last claim of the lemma now follows similarly to the polarization of interest property

established by Echenique and Oviedo (2006) (Theorem 9.8); while they derive the polar-

ization of interests for many-to-many matching markets without contracts, an analogous

argument works in the setting with contracts we study.

Next we impose that contracts are strong substitutes for all agents to show that _F = ^W

and _W = ^F.

Lemma 3. Suppose that contracts are strong substitutes and satisfy the law of aggregate demand for

all agents. Then for any two stable matchings Y and Y0, Y _F Y0 = Y ^W Y0, Y ^F Y0 = Y _W Y0.

Moreover, Y _F Y0 and Y ^F Y0 are stable matchings.

Proof. This result follows directly from Lemma 2 above. In the proof of Lemma 2, we

have shown that Y _W Y0 and Y ^W Y0 are stable matchings, Y _W Y0 = CW(Y [ Y0), and

Y ^W Y0 = CF(Y [ Y0), relying on the assumption that contracts are strong substitutes for

workers. Symmetrically, since contracts are strong substitutes for firms, Y _F Y0 and Y ^F Y0

are stable matchings, where Y _F Y0 = CF(Y [ Y0), and Y ^F Y0 = CW(Y [ Y0). Therefore,

Y _W Y0 = Y ^F Y0 and Y ^W Y0 = Y _F Y0.

From here, the proofs of Theorems 5 and 6 parallel the proofs of Theorem 5.5 in Fleiner

(2002), Theorem 3.2 in Klaus and Klijn (2006), and Theorem 1 in Schwarz and Yenmez (2011).

They may be found in a previous draft.
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