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Abstract

This dissertation comprises three chapters in the fields of development and behavioral

economics.

Chapter 1 uses a field experiment to study the effect of social media on voters in a

large election in Tamil Nadu, India. I randomly invited study participants to join chat

groups organized by political parties on WhatsApp, India’s most-used social media platform.

Unlike Facebook and Twitter, WhatsApp groups are relatively small, and users’ feeds are

neither curated by algorithms nor moderated by the platform. I find that joining a group

increases political knowledge, improving participants’ ability to distinguish true from false

news. Moreover, the groups have an effect on political preferences, pushing participants

toward the party affiliated with the WhatsApp group they joined. This effect is driven by

moderates who were indifferent between parties at the baseline. To disentangle the effect of

direct party messaging from the effect of messaging between individual users, I designed

a second treatment arm that exposed participants to the posts of party officials but not

the posts and replies of other group members. This reveals that the horizontal exchange

between individuals is key: the treatment effects of party messaging alone are smaller

than those of the full groups. I provide evidence on possible mechanisms underlying this

difference. Participants assigned to the full groups both receive more messages and pay

more attention to the messages they receive.

Chapter 2, co-authored with Michael Kremer, Xinyue Lin, and Gautam Rao, studies

the endowment effect and collateralized loans. Collateral requirements play an important

role in credit markets. This chapter shows that the endowment effect—the phenomenon
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where owing a good increases one’s valuation of it—inhibits demand for loans which use a

borrower’s existing assets as collateral. Using a field experiment in Kenya, we show that

borrowers instead strongly prefer loans collateralized using the new durable assets being

financed by the loans themselves. They are willing to pay 9% per month higher interest

for such Same-Asset Collateralized Loans (SACLs) despite the endowed and new assets

being randomized, and thus similarly valued before ownership. Our findings imply that

assets which are difficult to use as collateral—which cannot be financed by SACLs—will

be invested in less, even if the borrower has other collateral. We argue that borrowers’

preference for SACLs is driven by naivete: they initially perceive that they have little to lose

when offered a SACL, but subsequently come to develop an attachment to the new asset,

resulting in high repayment effort. Consistent with this, borrowers underestimate their

future attachment to an asset before owning it, and SACLs do not have higher default rates

despite having higher demand. We derive the conditions under which offering consumers

SACLs increases or conversely decreases borrower welfare.

Chapter 3 is about time preference, news utility, and information avoidance. Take up of

testing for chronic conditions, such as HIV and diabetes, is often low, with serious health

consequences. I develop a model that describes why people might choose to put off learning

information, even if the information is free and useful. If people are loss averse over news

about their future welfare, the prospect of bad news will outweigh the prospect of good

news in situations of uncertainty. This, when combined with present bias, may lead to

information avoidance, even if the information would allow the decision maker to increase

their welfare in the long run. As an example, I show how these preferences might influence

decisions about medical testing and depress take-up rates of testing. People may put off

getting tested due to the immediate psychological costs of learning their test results. I

present results of survey experiments with hypothetical choices in Nairobi, Kenya and

Chennai, India. Testing decisions are consistent with this model in the context of diabetes

testing in Chennai but not HIV testing in Nairobi.
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Chapter 1

The Effect of Social Media on Voters:

Experimental Evidence from an Indian

Election

1.1 Introduction

Mobile phone ownership has exploded in emerging economies. This technology has eased

information frictions in contexts ranging from price dispersion across markets (Jensen, 2007)

to public health knowledge during the pandemic (Banerjee et al., 2020). Recently, social

media has become a forum for political conversations and a tool for political parties and

politicians to reach voters. Such uses of social media may expand the information available

to voters in developing democracies, where information constraints can limit citizens’ ability

to enforce good governance (Pande, 2011). Yet information shared on social media can be

incorrect or selected. Social media favors short-form communication and may be uniquely

suited to spread oversimplified or misleading narratives (Guriev et al., 2021). The effects of

social media on voter knowledge, preferences, and behavior are therefore unclear.

This paper addresses two main research questions. First, how does political parties’ use

of social media affect voters in a developing country setting? Second, does the effect of
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social media depend on interpersonal engagement between users? A defining feature of

social media is that users engage in horizontal communication with each other. Traditional

media involves vertical communication, where information comes from a common source

with limited interaction. By contrast, social media involves elements of both vertical and

horizontal communication (Zhuravskaya et al., 2020). Across platforms, political parties and

politicians use social media to broadcast mass messages. But individual users can also post

and reply. Is social media just a tool for parties and politicians to reach more voters? Or

does the interpersonal engagement between users drive social media’s effects?

To answer these questions, I conducted a field experiment in India on WhatsApp.

WhatsApp is a messaging application and India’s largest social media network. With

over half a billion Indian users, it is a common medium for political conversations. Such

conversations often occur in groups of up to 256 people (WhatsApp’s cap). Political parties

have taken advantage of this technology to reach voters. In advance of elections, parties

create thousands of localized WhatsApp groups wherein members can share political

content. Group administrators also push curated campaign posts to the groups. Recent

estimates suggest that one in six WhatsApp users in India have participated in a political

group on the platform (Kumar and Kumar, 2018). Political parties use WhatsApp groups to

campaign in many of the world’s largest democracies, including Indonesia, Brazil, Mexico,

and the Philippines (Garimella and Eckles, 2020).

I studied WhatsApp groups created in the context of statewide elections in Tamil Nadu,

India. These were large elections for the state Legislative Assembly, with 46 million citizens

casting their vote in April 2021. Both of the two leading parties created political WhatsApp

groups organized at the constituency level.1 I identified 25 constituencies around Chennai

where both parties posted public invitation links for interested people to join their groups.

Groups contained 94 members on average before my intervention.

In the experiment, I randomly offered participants links to join one of these WhatsApp

1Seats in the legislature are assigned at the constituency level. Tamil Nadu has 234 constituencies. Con-
stituencies represent more than 100,000 voters, and each party created many WhatsApp groups per constituency.
Thus, it is unlikely that group members knew each other outside of the group.
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groups. To isolate the effect of interpersonal engagement between users, I designed a second

treatment arm. This treatment exposed participants to the vertical messaging from the

parties but not the horizontal messaging from other group members. For each original party-

organized WhatsApp group, I created a new corresponding group. However, the group

settings prevented members themselves from posting. Instead, I created an automation

program that identified the posts from party administrators in the original groups and

then forwarded these messages to the new groups. In this way, the new groups exposed

participants to the exact party messaging they would have seen in the original groups, but

not the posts and replies of other members.

I randomized participants to the full WhatsApp groups, party-content-only groups,

or a control group. I recruited a sample of 3,056 WhatsApp users using Facebook ads

targeted at the study constituencies during the month before the election. The ads redirected

participants to a brief online baseline survey. At the end of the survey, participants saw a link

to a WhatsApp group for one of the two leading parties. The party was randomly assigned,

and the group corresponded to the participant’s stated constituency. Of participants who

reached the invitation link, 49% clicked to join the group offered. Upon clicking the link,

participants were randomly assigned to a treatment condition: full group, party-content-only

group, or control. Those assigned to a full or party-content-only group were automatically

redirected to that group in WhatsApp. Those assigned to the control were instead redirected

to the final page of the survey. This randomization allows me to estimate unbiased treatment

effects for those individuals who decided to click the link for the randomly assigned party.

Approximately four weeks later, shortly after the election, I conducted an endline survey. Of

experimental participants, 83% completed the endline, and attrition was balanced across the

three treatment arms.

My first result is that political WhatsApp groups increase knowledge about political

news. Participants in full groups were better able to distinguish true from false news. This

result is striking considering concerns about political misinformation on WhatsApp in

India and on social media more generally. I measured knowledge using an endline quiz.
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Participants viewed a list of nine news headlines and responded with how confident they

were that the stories were true or false. Each participant saw three types of headlines: three

that were true, taken from the news; three that were rumors circulating online, debunked

by prominent fact-checkers; and three that were false but not circulating online, written by

research assistants in Chennai. The nine headlines were drawn at random from a longer list

and appeared in random order. Scores on the quiz increased by 0.17 standard deviations

(SE 0.07) in the full groups relative to the control. This increase came mainly from treated

participants’ confidence in true headlines about the assigned party, which increased by 0.48

standard deviations (SE 0.18) relative to the control. Belief in rumors and false headlines

decreased, but point estimates are small and not significantly different from zero.

My second result is that the full groups have a significant average effect on political

preferences, pushing participants toward the assigned party. This effect comes mainly

from participants who identified as moderate at the baseline. I measured preferences by

indexing participants’ ratings of the two main parties and their leaders. The relative rating

of the assigned party increased by 0.20 standard deviations (SE 0.08) for participants in the

middle quintile of the baseline preference distribution. Treatment effects at other points of

the distribution have small point estimates that are not significant at conventional levels.

Importantly, I can rule out any meaningful backlash effects among participants assigned

to the group of a party they did not like at the baseline. I also do not find any effect on

affective polarization—negative feelings toward members or supporters of the opposing

party—using standard survey measures of partisan animus (Iyengar and Krupenkin, 2018;

Levy, 2021).

My third result is that horizontal communication between group members is key to

the groups’ treatment effects. Across all main outcomes, the treatment effects of party

messaging alone are consistently smaller and less significant than those of the full groups.

Party messaging alone has no significant effect on knowledge or political preferences. Using

an index of these main outcomes, I show that the difference between the aggregate effects of

the full groups and party messaging alone is statistically significant. This difference suggests
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that the defining feature of social media—horizontal communication between peers—is

precisely what makes social media groups influential in this context.

I find that exposure to horizontal communication increases engagement in the WhatsApp

groups. Detailed administrative data from WhatsApp highlight two mechanisms that

distinguish the full groups from the party-content-only groups: message volume and

attention. These data allow me to observe all posts that participants were exposed to and

how quickly posts were viewed (using WhatsApp’s “seen by” feature). The full groups had

substantially higher volume, receiving on average 113 posts per day, of which only seven

came from party officials. However, using (nonrandom) heterogeneity between groups,

I find no significant differences in treatment effects by message volume (party or total)

in the full groups. Ex ante, the relationship between message volume and attention is

unclear: more messages could increase engagement but could also induce fatigue, leading

participants to mute or leave a group. The administrative WhatsApp data show that the

former effect dominates. Despite the higher volume of messages, full-group participants

were more likely to view a message they received than party-content-only participants.

Consistent with this, participants in the full groups reported spending 16 minutes more on

WhatsApp each day than participants in the party-content-only condition or the control.

These results demonstrate that the horizontal communication in WhatsApp groups increases

user engagement.

There are other possible explanations for the divergent treatment effects of the full group

and party-content-only conditions. People may draw different inferences from a message

depending on its sender—party or individual—or they may be drawn in by the opportunity

to post to the full groups themselves. One limitation to this study is that it does not provide

exogenous variation in all the possible mechanisms that differentiate the two main treatment

conditions, nor would it be practical to do so. These potential mechanisms are not mutually

exclusive, and there could be interactions between them. Understanding the foundations of

how people’s preferences and beliefs update in response to social media interactions is an

important avenue for future research.
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Taken together, the results of this paper constitute encouraging evidence on the role

of social media in developing democracies. Political groups on WhatsApp improved voter

knowledge, making participants better able to distinguish true from false news. While the

groups pushed members’ preferences toward the assigned party, heterogeneity analysis

suggests that the groups’ content was more tailored to moderates than extremists, and

affective polarization did not increase. Considering widespread concern about the effects of

social media on the democratic process, these results paint a more optimistic picture. Future

research on other types of social media groups and political environments will help assess

the generalizability of these findings.

This paper contributes to the development economics literature on voter information.

This literature largely focuses on information shared from a common source through mass

media. By contrast, information shared between peers on social media may be of lower

quality, making learning more difficult. Existing research finds that information disseminated

by mass media can empower voters to hold politicians accountable and make decisions

that more closely align with their preferences (Ferraz and Finan, 2008; Da Silveira and

De Mello, 2011; Banerjee et al., 2020). Experiments have identified interventions to increase

voter knowledge, such as SMS messages (Aker et al., 2017; George et al., 2020; Marx et al.,

2021), politician report cards (Banerjee et al., 2011), and film (Ravallion et al., 2015). One

result from this literature is that information campaigns with an interactive component may

be particularly effective, as in the town hall meetings studied by Fujiwara and Wantchekon

(2013) or the debates studied by Bidwell et al. (2020). This study is unique because its design

separates the effects of one-way messaging from party to voter and two-way messaging

between voters. I show that social media can be a valuable source of political information,

and it may be more engaging than vertical communication alone.

This paper also contributes to growing experimental literature on the political effects

of social media. This literature focuses mainly on the United States and platforms such as

Facebook and Twitter (Levy, 2021; Bursztyn et al., 2021; Allcott et al., 2020; Jiménez-Durán,

2021). My study contributes to the literature by providing new evidence on a large class
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of social media platforms: messaging applications. Messaging applications differ from

other social media platforms in that no algorithm dictates which posts receive the most

attention. All posts appear in reverse-chronological order, and the groups are relatively

nonhierarchical. Social media algorithms that instead account for message engagement may

disproportionately feature surprising, provocative, or inflammatory content. This is less

of a concern on messaging applications like WhatsApp, where algorithms do not govern

message order. Conversely, WhatsApp’s content is effectively unregulated and unmoderated

by the platform due to its end-to-end encryption. WhatsApp does not fact-check or censor

messages in any way, possibly making misinformation even easier to spread.

Most relevant from this literature is Allcott et al. (2020), where the authors pay Facebook

users to deactivate their accounts in the month before the midterm elections in the U.S.

They find that leaving Facebook decreases news knowledge and political polarization. This

is directionally consistent with my results on the impact of WhatsApp on knowledge and

political preferences. Other experiments study the impact of specific features of Facebook,

such as news pages users can follow (Levy, 2021) or an “I Voted” button (Bond et al., 2012),

finding impacts on affective polarization and voting behavior, respectively. My research

design builds on this research by isolating the feature of social media that differentiates

it from traditional media: the ability of individual users to communicate with each other.

This paper also contributes to this literature by measuring the effect of social media in

under-studied contexts. There is limited research on the impact of social media on voters in

developing democracies, where social media use is increasing rapidly. This paper aims to

contribute to our understanding of how social media affects voters across varied contexts.

1.2 Context

The use of WhatsApp in political campaigns is not unique to Tamil Nadu, where this study

took place. In this section, I describe WhatsApp’s role in elections around the world and

characterize the WhatsApp groups created for Tamil Nadu’s 2021 elections.
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1.2.1 WhatsApp Elections

WhatsApp is incredibly popular in emerging economies. WhatsApp is India’s most-used

social media platform, with an estimated 530 million users (Bharadwaj, 2021). Many credit

this popularity to WhatsApp’s accessibility. Relative to SMS, WhatsApp is inexpensive. The

application is free and requires minimal data. It can be used on all smartphones, the costs

of which have fallen in the past decade. Providers in locations where WhatsApp is popular

offer budget smartphones and data plans with internet access exclusive to WhatsApp

use. WhatsApp is also accessible to people with limited literacy and digital literacy. The

application is easy to use and does not strictly require reading or typing skills. People who

cannot read or type send and receive voice recordings, photos, and videos on WhatsApp.

Consequently, WhatsApp users are drawn from across the education and age distribution.

This makes WhatsApp a powerful tool for political campaigns. In India, the national rul-

ing party, the Bharatiya Janata Party (BJP), pioneered the use of WhatsApp in campaigning.

They developed a vast network of WhatsApp groups, with tens of thousands of “IT cell”

volunteers tasked with pushing content to the groups (Murgia et al., 2019). This was central

to the party’s strategy, with the BJP’s social media head declaring the 2019 general election a

“WhatsApp election,” a term echoed in the national and international press (Perrigo, 2019).

Based on the BJP’s success on social media, other parties have adopted a similar strategy.

The use of WhatsApp in political campaigns has spread around the world, particularly in

developing democracies, giving parties access to voters who are otherwise difficult to reach

(Renno, 2019).

1.2.2 Tamil Nadu 2021 Election

I conducted the study in the month before Tamil Nadu’s 2021 Legislative Assembly election.

Tamil Nadu is India’s sixth-largest state, with 63 million registered voters, and the Legislative

Assembly is the state’s governing body. At stake in this election were 234 constituency seats

in the assembly and the state’s Chief Minister. The election was a contest between Tamil

Nadu’s two leading regional parties: the incumbent All India Anna Dravida Munnetra
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Kazhagam (AIADMK) and the challenging Dravida Munnetra Kazhagam (DMK). These

parties have traded control of the state legislature since 1967. Most other parties contesting

seats formed alliances with either the AIADMK or the DMK. This study focuses on these two

leading parties. The AIADMK is characterized as right-leaning, allying with the Bharatiya

Janata Party (BJP) in national politics, and the DMK leans more to the left, allying with

the Indian National Congress. The 2021 election was consequential because it was the first

election after both parties’ longtime leaders died in 2016 and 2018, so the election represented

a new era of Tamil politics. The voter turnout rate of 73% indicates the perceived importance

of this election.

1.2.3 The WhatsApp Groups

The AIADMK and DMK created thousands of WhatsApp groups leading up to the 2021

elections. Both parties organized their groups at the constituency level, with multiple

groups per constituency. The parties recruited people to these groups using hyperlinks that

WhatsApp users could click to view and join a group. These links were also shared on social

media and the parties’ websites. Several months before the election, research assistants

in Chennai and I searched social media and identified 25 constituencies in the Chennai

area where links for groups organized by both major parties were publicly available. These

groups existed independent of the study, created by party organizers. The groups in the

study represent a small subsample of all groups created by political parties to campaign in

this election.2

WhatsApp groups work similarly to other group messaging services, where all members

of a group receive all posts to the group as they come in. Unlike social media platforms that

rely on algorithms to feature content, WhatsApp group messages appear in the order they

2Technological and team constraints prevented us from identifying and including all groups created by
the parties. The parties often relied on sharing group links through WhatsApp networks rather than more
public social media platforms like Facebook and Twitter. Additionally, the AIADMK sometimes shared links by
constituency using location services, limiting our team’s ability to collect invitation links outside the Chennai
area. However, the groups I observed that were not included in the study are not noticeably different from
those included in the study. The groups used in the study are also similar to political groups organized by other
parties in other states of India.
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are posted, with new messages added to the bottom of the group thread. There are no “like”

buttons as on Facebook and Twitter.3 WhatsApp puts a cap on group size at 256 members.

The groups in the study were large, with 94 members on average prior to the intervention.

Of these members, a handful in each group were party volunteers designated as the group’s

administrators, and the rest were members of the general public who opted in through an

invitation link. Group members were not likely to know each other outside of the groups.

The groups’ content settings allowed all members to post freely. The party administra-

tors did not moderate this (horizontal) communication between group members.4 Group

members posted various content, including images (memes, political cartoons, infographics),

written messages, and external links to articles or videos. Party administrators engaged in

the groups using (vertical) communication from the central party. Party administrators often

coordinated this communication across groups, posting a common message to all groups

simultaneously. The administrators did not typically engage beyond these posts, even if

group members replied. Party posts were generally professionally made images and videos

with accompanying text. This content was similar to campaign advertising on traditional

media.

The combination of interpersonal messaging between group members and direct mes-

saging from the parties is a fundamental feature of the groups. In the economics literature

on social media, this mix of horizontal and vertical communication distinguishes social

media from traditional media (Zhuravskaya et al., 2020). The parties used the groups as a

form of mass communication, pushing content to group members vertically, similar to their

newspaper, radio, and television advertising, with little to no interaction. Group members

could post content themselves and see the posts and replies of others, communicating

horizontally. Other platforms such as Facebook and Twitter similarly combine horizontal

3WhatsApp users can reply to messages and sometimes reply with emojis to react to a post. Unlike Facebook
and Twitter, these reactions are not aggregated, appearing as individual posts.

4Individual users sometimes self-moderated the groups, discouraging other members from posting irrelevant
or counter-attitudinal messages. In practice, these types of messages were rare, limited to occasional spam
advertisements.
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and vertical communication as means for political engagement. Does social media primarily

function as a new mass media tool, or do the interactions between individuals drive social

media’s effects? I describe how I parsed the effects of these features in the following section.

1.3 Research Design

Using the WhatsApp group links, I conducted a randomized experiment to study the effects

of the groups on their members. This section describes the experimental design.

1.3.1 Treatment Arms

To measure the effect of the groups on their members, I randomized participants to join a

political WhatsApp group or to a control group. Section 1.3.2 describes the randomization

process in detail.

To separate the effect of vertical communication by the political parties from horizontal

communication by group members, I created a second treatment arm. This arm exposed par-

ticipants to the party messaging they would have observed in the WhatsApp group for their

constituency (vertical communication), but not the posts of other general group members

(horizontal communication). To do this, I created a new WhatsApp group corresponding to

each party-organized group. In the new group, the content settings prevented participants

themselves from posting. Instead, they could simply observe the group administrator’s

posts, which were the posts of party officials in the corresponding “full” group. I developed

an automated web driver program in Python that identified the posts coming from party

organizers and forwarded those messages to the new group as they came in. Crucially, the

automation did not forward any other messages. Participants in this “party-content-only”

condition were exposed to the exact vertical communication by the parties that they would

have observed in the full group without seeing the horizontal communication between other

group members.

This yields three distinct treatment conditions: (1) a “full-group” condition, (2) a “party-

content-only” condition, and (3) a control.
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1.3.2 Randomization

Participants were recruited into the study via Facebook, as described in Section 1.3.4. They

first completed a brief, self-administered survey on Qualtrics to measure baseline political

preferences and demographic variables. Next, they were provided with a link to join a

WhatsApp group for their constituency for a randomly assigned political party (AIADMK

or DMK).5 Participants did not receive an incentive to join the group. Instead, as in daily

life, they could freely choose to sign up or not.6

The obvious challenge posed by the above design—and shared by many field, espe-

cially online field experiments—is imperfect treatment compliance. While participants are

provided links to join randomly assigned groups, they select whether to comply with the

invitation. Effects of the treatment on the treated (TOT) can be recovered by instrumenting

for group membership with treatment assignment. However, low compliance can dramati-

cally decrease statistical power in such a design: the required sample size for an experiment

increases inversely to the square of the compliance rate. Moreover, differential attrition

between those who choose to join the assigned group and those who decline poses a serious

threat to such a design.

Therefore, I designed the experiment to randomize treatment assignment among compliers.

To do this, I exploited the survey technology, which allowed me to randomize conditional

on clicking the group invitation link that was displayed. In effect, this screened out “never-

takers” prior to randomization. First, participants were shown an invitation link to a

randomly assigned party’s group (corresponding to their constituency). Then, participants

who clicked the link were randomly redirected either to join the full group in WhatsApp,

to join the party-content-only group in WhatsApp, or to the control condition without any

5Due to imperfect targeting of recruitment ads and nonresponse to the location question in the survey, some
participants did not report voting in one of the 25 study constituencies. Each constituency is part of a larger
voting district, and participants outside of a study constituency were randomly assigned to a study constituency
within their district. Participants who reported voting in a district outside of the study area or who did not
specify their district were randomly assigned to one of two groups organized at the state level.

6WhatsApp users typically come across an invitation link in isolation, often when shared on social media,
and make a decision about joining that specific group.
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group, in which case they were simply redirected to the last page of the survey. This second

randomization, conditional on clicking, is what identifies the treatment effect of the groups.

All participants were informed prior to clicking that they may be assigned to no group, so

the control condition did not come as a surprise or involve any deception.7

Participants were assigned to a full group, a party-content-only group, or the control

with equal probability. This randomization allows me to identify the causal effect of joining

the different types of groups for the kinds of people who choose to join such a political

WhatsApp group. Arguably, this is precisely the relevant population for such a causal

inference exercise. Figure 1.1 provides a visual overview of the randomization process.

Figure 1.1: Experimental Design

Of all participants, 49%, clicked the link to join the randomly assigned group—a high

join rate for an online experiment. As expected, participants were more likely to click the link

to join a group if they preferred the party organizing the group. Figure 1.2 is a binned scatter

plot with a linear regression fit, plotting join rates against a baseline political preference

index. I define preference in terms of the randomly assigned party, with more positive

7In principle, control participants could track down the sign-up links and sign up themselves. This would
bias treatment effects toward zero. However, I observe the membership lists of all groups in the study and find
that it is rare for control-group participants to join a treatment WhatsApp group.
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numbers representing a greater relative baseline preference for that party. The index is

normalized with a mean of zero and a standard deviation of one. The figure shows a positive,

approximately linear relationship between relative preference for a party and the likelihood

of clicking to join that party’s group. Approximately 75% of participants who most like

the assigned party click to join, while approximately 25% of participants who least like the

assigned party click to join. The 49% of baseline participants who clicked their assigned link

make up the experimental sample. Only the experimental sample received invitations to

the endline survey; those who did not click a link to join a group are “never-takers” who

cannot contribute to the identification of treatment effects for the group they were assigned.

Figure 1.2: Group Take-Up by Baseline Political Preference
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Note: Figure 1.2 plots WhatsApp group join rates against baseline political preferences. Baseline preference
is defined in terms of the affiliation of the WhatsApp group offered, with more positive numbers indicating
a stronger support of that party relative to the opposing party. This variable is an index of support for the
two main parties and their leaders. The figure shows a binned scatter plot as well as a linear regression fit.
Participants who like the party assigned to them are more likely to accept an invitation to its WhatsApp group:
a one standard deviation increase in relative preference of the assigned party increases the likelihood of joining
their group by 15.2 percentage points, on average. Those who clicked join were randomized to a group or the
control and constitute the experimental sample. Thus, this figure characterizes the baseline preferences of the
group of experimental participants represented in the average treatment effects I estimate.

Because I randomized conditional on clicking a link to join a group, the average treatment
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effects that I estimate have the same local average treatment effect (LATE) interpretation as

the treatment on the treated (TOT) effects that I would have estimated had I randomized

without first conditioning on clicking.8 The average treatment effects I estimate are averages

for the groups of compliers who were willing to click a link. As Figure 1.2 shows, the

compliers who click disproportionately prefer the party they are assigned at baseline. It is

important to keep this in mind when interpreting the average treatment effects presented in

the results that follow. To better understand these average effects, I also present heterogeneity

throughout the analysis, separately estimating treatment effects by baseline preferences (the

horizontal axis in Figure 1.2).

1.3.3 Data

Participants completed a baseline survey approximately three weeks before the election

and an endline survey between the election and when the results were announced. Endline

outcomes were registered in the American Economic Association’s RCT Registry (AEARCTR-

0007371).

Knowledge. To measure political knowledge, I administered a quiz at the endline. Each

participant saw a series of news headlines and responded with their perceived likelihood

that the headline was true using a five-point Likert scale. Some headlines were true, some

were rumors circulating online and debunked by fact-checking websites, and some were

false, written by research assistants in Chennai. Each participant saw one story of each type

(true, rumor, and false) about each of the main state-level parties and the national ruling

party,9 for a total of nine stories per participant. Participants knew that some stories would

be true and some would be false but did not know the exact breakdown, and stories were

8It is also possible to back out the ITT that would have resulted by randomizing invitation links without first
conditioning on compliance. Because never-takers would not have experienced any treatment effects, backing
out an ITT is simply a matter of scaling my average treatment effects by the compliance rate of 0.49.

9The national ruling party, the Bharatiya Janata Party (BJP), only contested several seats in the 2021 Tamil
Nadu Legislative Assembly election. However, they played a central role in the election, and whether or not
certain parties and politicians favored the BJP was a widely discussed point of contention. The BJP is known for
being active on social media.
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chosen randomly from a list and presented in random order. To minimize the risk associated

with exposing participants to untrue headlines, participants learned which stories were

true and false immediately after completing the quiz. The primary outcome in this analysis

is a score that sums a participant’s confidence level in the true stories and subtracts their

confidence level in the false stories and rumors.

Political Preferences. I measure political preferences at the baseline and endline using

a series of Likert scale questions. I then group the questions and create z-score indices

following Anderson (2008). This method first normalizes each input variable and then

assigns weights using the inverse of their covariance matrix. The main index I use to

measure political preferences takes four variables as inputs: seven-point Likert scale ratings

of the two main parties and their leaders.10 To measure preferences over policy issues, I

created an index of questions about the two main parties’ performance on salient policy

issues, such as the high-profile farmer protests, education policy, employment and the

economy, and the coronavirus response. I also elicited affective polarization—negative

feelings toward members or supporters of the opposing party—using standard survey

questions (Levy, 2021) and aggregated them into an index. All these questions appeared in

the baseline and endline surveys. In the endline, I also measured self-reported voting.11 In

the analysis, I define these outcomes in terms of the randomly assigned party, with more

positive values indicating stronger support for that party. All index variables have a mean

of zero and a standard deviation of one, so treatment effects are measured in standard

deviations.

Media Use. To detect “echo effects”—wherein social media exposure changes consumption

of traditional media (Levy and Razin, 2019)—I collected a series of outcomes about media use.

This included baseline and endline questions about time spent on and trust in traditional and

10Both parties focused their campaigns on these leaders, who were also their candidates for Chief Minister,
the state’s executive.

11To verify voting, I asked participants to upload a photo of their left index finger, which is marked with
indelible ink when they vote. Nonetheless, the party a participant voted for is entirely self-reported.

16



social media. Participants also completed an endline module where they made choices about

what news to consume and share. They saw three short video news clips headlines, truthfully

attributed to a left-leaning, right-leaning, and centrist television station. The partisan clips

each featured interviews with a politician from each respective party, projecting confidence

about the election result. The centrist clip was a story about election turnout. Participants

had a choice of which video to watch. The videos were embedded in the survey, and

the duration viewed was recorded. After watching the video, participants had the option

to share the video using a pre-filled WhatsApp message, and shares were recorded by

redirecting the video through a unique link for each participant. This provides measures

of observed behavior to supplement the self-reported survey questions. Outcomes from

this module include which video was selected, the duration watched, and the number of

observed shares.

WhatsApp Activity. WhatsApp allows all group members to view and export all posts

to groups, including detailed information on precise times users join and leave groups. I

match these data to study participants using the phone numbers they report. This allows

me to observe the full extent of a participant’s treatment, including whether they joined the

assigned group, how long they stayed in the group, what kinds of posts they were exposed

to, and how frequently they themselves posted. Observing the content of all posts allows

me to explore mechanisms that distinguish individual and party messaging in Section 1.5.

Additionally, WhatsApp’s “seen by” feature permits measuring how quickly (if at all) a

participant viewed a message posted to a group. I posted trivial messages to each group at

three points throughout the study to observe how quickly a participant viewed the post.12

This provides three precise audits of attention for each participant in the two treatment

conditions.

12These audit messages were “good morning” or “good evening” images, which are common in these
WhatsApp groups but have no material content.
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1.3.4 Sample Recruitment and Timeline

Using Facebook ads, I recruited a sample of 3,056 adults living in Tamil Nadu in the month

leading up to the election. The ads were geographically targeted and restricted to adults

18 years of age or older. The ads invited viewers to participate in a survey about current

events. The ads did not mention politics, to avoid recruiting a sample selected on interest in

politics. I used a variety of images in the ads, allowing Facebook to optimize image selection.

Participants were told that if they completed the assigned surveys, they would have a chance

to win a raffle for an iPhone, but there were no other direct benefits to participating. I

screened out respondents who were not WhatsApp users or not adults, which were the only

requirements to participate. I targeted the ads geographically at 25 constituencies around

Chennai where I had links to party-organized WhatsApp groups at the constituency level

for both leading parties.

Participants who clicked the ad were directed to a Qualtrics survey where they read

a brief study description and consented to participate. Then, participants completed a

self-administered baseline survey that took approximately 15 minutes. The randomization

and intervention happened at the end of this survey. Of all participants, 96% completed

the survey on a mobile phone, making the transition between Facebook, Qualtrics, and

WhatsApp smooth and limited to a single device.13 Of the 3,056 baseline participants, 1,491

(49%) clicked to join the WhatsApp group assigned to them and were randomized to one of

the three treatment conditions. These 1,491 participants constitute the experimental sample.

The endline survey took place 26 days after the baseline, on average. Participants received

an email invitation to participate in the endline on Qualtrics the day after the election. I

followed up with participants by WhatsApp, email, and retargeted Facebook ads until the

election results were announced four weeks later. Eventually, participants who did not

complete a self-administered endline were called by a surveyor who attempted to administer

the survey by phone. Of all endline surveys, 28% were conducted by phone, and the rest

13WhatsApp is available as a desktop application and can be accessed through a web browser, so those who
took the survey on a personal computer could also potentially participate seamlessly without switching to their
phones.
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were self-administered. In total, 83% of participants in the experiment responded to the

endline survey. For an online field experiment, this attrition rate is exceptionally low.

1.4 Experimental Results

The following analysis focuses on the 1,491 participants who reached the end of the baseline

survey, accepted a group invitation link, and were assigned to a treatment condition. Table

1.1 shows that endline completion rates and baseline observables are balanced across

treatment groups. It also characterizes the experimental sample. The sample is drawn from

a wide distribution of ages, with a mean age of 41. Control-group participants are slightly

younger than full-group participants. The sample is also highly educated. This is in part a

feature of Tamil Nadu, which has a tertiary enrollment rate of over 50%, the highest among

large Indian states (AISHE, 2020). Only 7% of the sample identify as female. The gender gap

in social media use in developing countries is well documented and is especially large in

South Asia (Fatehkia et al., 2018). Participants spend a large amount of time on WhatsApp,

reporting over three hours of daily use on average. They also are more likely to say that

they mistrust rather than trust information they see on WhatsApp. Other than age, there

are no statistically significant differences between groups for any of these variables. Joint

F-tests are not significant.

Throughout this section, I regress endline outcomes on treatment indicators for the full-

group and party-content-only conditions. All regressions shown include a constant, district

fixed effects, and baseline measures of the outcome variable where available. I present

standard errors in parentheses and randomization-inference p-values in brackets (Young,

2019). All tables also include randomization inference p-values from a test of equality of the

two treatment effect coefficients.

1.4.1 Knowledge

Much of the public discourse on the role of social media in politics focuses on its potential

to foment inaccurate beliefs. Alternatively, a more optimistic hypothesis is that social media

19



Table 1.1: Treatment Balance

(1) (2) (3) T-test

Control Full Group
Party

content only P-value
Variable Mean/SE Mean/SE Mean/SE (1)-(2) (1)-(3) (2)-(3)
Endline completion .848

(.0157)
.812

(.0176)
.836

(.017)
.124 .587 .334

Age 40.3
(.571)

41.8
(.602)

41.1
(.582)

.0672* .375 .343

Education 12.7
(.044)

12.7
(.0443)

12.7
(.0393)

.855 .846 .699

Female .0742
(.0128)

.0657
(.0122)

.0686
(.013)

.633 .761 .871

Surveyed in Tamil .931
(.0111)

.921
(.0121)

.922
(.0123)

.555 .595 .959

Daily WA Hours 3.33
(.117)

3.19
(.114)

3.28
(.125)

.41 .798 .59

Trust Info on WA -.241
(.0564)

-.208
(.0567)

-.246
(.0583)

.677 .95 .637

Pol. Preference .341
(.0431)

.276
(.0429)

.304
(.0441)

.28 .545 .644

Policy Issues .248
(.0437)

.284
(.0456)

.255
(.0451)

.567 .914 .647

Partisan Affect .274
(.0452)

.265
(.0446)

.259
(.0434)

.878 .812 .933

Pol. Involvement 1.59
(.0357)

1.58
(.0353)

1.57
(.0367)

.916 .679 .755

F-test of joint significance (F-stat) 1.53 .351 .641
F-test, number of observations 787 750 747
Note: The value displayed for t-tests are p-values. The value displayed for F-tests are the
F-statistics. ***, **, and * indicate significance at the 1, 5, and 10 percent critical level.

could increase political knowledge among a broader public as internet access increases.

To evaluate these alternatives, I measured participants’ knowledge of political events at

the endline. Each participant saw a series of news headlines and responded by assessing the

likelihood that the headline was true using a five-point Likert scale. Three of the headlines
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were true, taken from stories in major newspapers during the study period. Three were

rumors that circulated widely online and had been identified and debunked by fact-checking

websites. Three were false and created by research assistants in Chennai. The inclusion of

these false stories allows me to measure whether treated participants are more (or less)

able to evaluate fake stories that they have no chance of having seen (in contrast to the

effect of possible fake-news exposure in the groups). All three types of headlines primarily

concerned parties’ or politicians’ statements about policy positions: this included central

campaign promises reported from the parties’ manifestos and statements political leaders

made about widely discussed political issues. The primary outcome in this analysis is a

score that sums the confidence level in all true stories and subtracts the confidence level in

false stories and rumors.

Column 1 of Table 1.2 regresses this score on the treatment indicators. The full groups

significantly improve members’ ability to distinguish true from false news stories. Total

scores increase by 0.82 points (or 0.18 standard deviations) on average due to the full groups.

The point estimate on the party-content-only treatment is not statistically significant at

conventional levels. The randomization inference p-value comparing the two treatment

effects (p=0.085) allows me to reject their equality. Columns 2, 3, and 4 of Table 1.2 separately

estimate treatment effects on confidence in true, rumored, and false news stories, respectively.

In columns 3 and 4, I flip the sign of the outcome so positive coefficients correspond to an

increase in knowledge (a decrease in confidence in rumors and false headlines). This shows

that most of the improvement in knowledge in column 1 comes from increased confidence

in true headlines. Notably, belief in rumors also decreases, but the decrease is marginally

significant. I further decompose these results by party in Table 1.3, separating stories by

whether they pertain to the assigned party, the other party contesting the election, or the

BJP. This reveals that most of the increase in ability to identify true news stories comes from

stories about the assigned party. The point estimate of the treatment effects on beliefs in true

stories about the other party is also positive but smaller and not significant at conventional

levels. The groups also significantly reduce belief in rumors about the BJP. This is consistent
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with the campaigns’ character and the groups’ content, which highlighted BJP affiliation

and positions as a major cleavage.14

Table 1.2: Treatment Effects: Knowledge

Total Score By Story Type
(1) (2) (3) (4)

True Rumor False
Full group 0.816 0.490 0.259 0.063

(0.325)** (0.218)** (0.188) (0.177)
[0.003]*** [0.007]*** [0.114] [0.659]

Party content 0.331 0.327 -0.163 0.163
only (0.325) (0.225) (0.194) (0.170)

[0.254] [0.090]* [0.337] [0.288]
β1 = β2 p-value 0.085* 0.392 0.010** 0.501
Control mean 1.91 0.69 0.75 0.47
Observations 1,119 1,119 1,120 1,120

Notes: Table 1.2 presents treatment effects on knowledge, measured by a news headline quiz. The independent
variables displayed are indicators for the two treatment conditions. The outcome in column 1 is the raw
score on this quiz. Columns 2-4 decompose this treatment effect by type of message, with positive coefficients
representing greater knowledge. All regressions include a constant and district fixed effects. Standard errors
are in parentheses, and randomization-inference p-values are in brackets. The β1 = β2 p-values shown are
randomization inference p-values from a test of the hypothesis that the effect of the two treatment conditions is
equal.

1.4.2 Political Preferences

Table 1.4 shows results of regressions of political preference outcomes on indicators of the

two treatment conditions. The outcomes in the first four columns are indices calculated

using the inverse variance-covariance of their component variables as weights, following An-

derson (2008). The variance-covariance weights are estimated from the full baseline sample,

including participants who did not click the randomly assigned link. I use these weights to

construct baseline and endline index values. All component variables are measured using

14The BJP is widely unpopular in Tamil Nadu, as baseline survey responses show. In the election, the DMK
tried to emphasize the AIADMK’s national alliance with the BJP, which the AIADMK, in turn, tried to downplay.
The BJP’s policy stances were widely discussed in this election, despite their limited presence in the Assembly.
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Table 1.3: Treatment Effects: Knowledge, by Party

Assigned Party Other Party BJP
(1) (2) (3) (4) (5) (6) (7) (8) (9)

True Rumor False True Rumor False True Rumor False
β1: Full 0.30*** 0.05 -0.01 0.15 -0.03 0.05 0.06 0.28** 0.02
group (0.11) (0.10) (0.10) (0.12) (0.10) (0.10) (0.11) (0.11) (0.09)

β2: Party 0.17 -0.10 0.01 0.19 -0.11 0.06 0.05 0.13 0.09
content only (0.11) (0.10) (0.10) (0.12) (0.10) (0.10) (0.11) (0.11) (0.09)

Note: Table 1.3 further decomposes the treatment effects on voter knowledge by both the type of message (true,
rumor, or false) and the party the message pertains to. This reveals that the increase in knowledge is driven by
an increased belief in true stories about the assigned party and a decrease in belief in rumors about the BJP, the
national ruling party.

five-point Likert scales. The outcome index in the first column uses questions about the two

main parties and their leaders as inputs (the same index as in Figure 1.2). The index in the

second column uses agree/disagree statements about divisive policy issues as inputs. The

partisan affect index in column 3 comes from questions about affective polarization that are

standard in the literature (Iyengar and Krupenkin, 2018). The outcome in column 4 is an

indicator of whether the participant voted for the party whose group they joined. This was

self-reported. To further verify voting status, I asked participants to upload a photo of their

left index finger, which is marked with indelible ink when they vote.

The first coefficient in the first column of Table 1.4 shows that joining a WhatsApp

group had a statistically significant impact on political preferences. On average, the full

WhatsApp groups pushed their members’ ideology 0.07 standard deviations in favor of

the party affiliated with the group. In contrast, the parties’ campaign messaging alone

had no significant impact on persuasion. The difference between the treatment effects of

the full groups and party-content-only groups is marginally insignificant at conventional

levels. I find no statistically significant treatment effects on the other measures of political

preferences and attitudes. Column 2 shows treatment effects on an index of policy issues
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Table 1.4: Treatment Effects: Political Preferences

Inverse Covariance Indices
(1) (2) (3) (4)

Political
Preference

Policy
Issues

Partisan
Affect

Voted for
Assigned Party

β1: Full group 0.072 0.052 -0.007 0.024
(0.039)* (0.046) (0.059) (0.036)
[0.029]** [0.206] [0.889] [0.440]

β2: Party 0.021 0.001 0.050 0.006
content only (0.039) (0.048) (0.058) (0.036)

[0.535] [0.988] [0.317] [0.845]
β1 = β2 p-value 0.136 0.198 0.251 0.582
Control mean 0.34 0.31 0.24 0.52
Observations 1,150 1,154 1,137 1,135

Notes: Table 1.4 presents treatment effects on indices of political preferences. The independent variables
displayed are indicators for the two treatment conditions. All outcome indices are constructed following
Anderson (2008) from Likert scale variables. The index in column 1 takes ratings of the two main parties and
their leaders as inputs. The index in column 2 combines a series of agree/disagree questions about policy issues
emphasized in the election. The index in column 3 takes common measures of affective polarization as inputs.
The output in column 4 is an indicator of self-reported voting for the assigned party. All regressions include
a constant, the baseline value of the outcome (except for voting), and district fixed effects. Standard errors
are in parentheses, and randomization-inference p-values are in brackets. The β1 = β2 p-values shown are
randomization inference p-values from a test of the hypothesis that the effect of the two treatment conditions is
equal.

that were highly discussed leading up to the election.15 Point estimates of the effect of the

full groups go in the expected direction, with treated individuals being pushed toward

the policy stance of the assigned party. But the estimate is smaller than the estimate from

column 1 and not statistically significant at standard levels. The estimated effect of the

party-content-only treatment is smaller and also not significant. Column 3 shows treatment

effects on political affect, using survey measures common in the literature.16 Here, there

are no statistically significant treatment effects of either intervention. This is notable, as

15The list of issues includes education policy, stance on farmer protests, corruption, economic policy, COVID-
19 response, cyclone response, and issues of Tamil identity and language.

16This includes five-point Likert scale agree/disagree statements, including "I think [party] followers have
good ideas" and "I have a hard time seeing things from [party] members’ point of view."
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previous experimental work on social media persuasion finds treatment effects on political

affect but not opinions or beliefs (Levy, 2021).

Finally, column 4 shows treatment effects on stated voting behavior. The outcome is an

indicator taking the value one if the participant reports having voted for the group randomly

assigned at baseline and zero otherwise. Members of the full groups and party-content-only

groups are 2.4 and 0.6 percentage points more likely to report voting for the randomly

assigned party, respectively, but these estimates are not significant at conventional levels.

Given the difficulty of influencing voting behavior and the small expected treatment effects,

the study was not powered to detect treatment effects on voting.

Heterogeneity

Analyzing treatment effect heterogeneity is especially useful in this setting. In interpreting

the average effects on political preferences, it is useful to know whether the groups influence

baseline moderates or partisans more. Furthermore, there may be non-monotonic effects, in

that group membership could generate backlash among participants who join the group

of a party they oppose, pushing them further from that party. It is worth emphasizing

that the average treatment effects discussed above are averages across my experimental

sample, which by construction is the population of baseline participants willing to join

a WhatsApp group for the party randomly assigned to them. As Figure 1.2 shows, this

includes participants who strongly liked and strongly disliked the party assigned to them.

To understand treatment effects across this distribution, I separately estimate treatment

effects by baseline preferences.

To begin, I define five quintiles of the full baseline political preference distribution. I then

sort participants into these quintiles based on their preferences for the party whose group

they were randomly assigned. Participants in the first quintile are those whose preference

for party assigned to them was at or below the twentieth percentile of the entire baseline

distribution—those who like their assigned party the least. Participants in the fifth quintile

are those whose baseline preference for party assigned to them was at or above the eightieth
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Figure 1.3: Treatment Effect Heterogeneity: Baseline Ideology

Note: Figure 1.3 shows treatment effect heterogeneity for the political preference outcomes in Table 1.4, plotted
by baseline political preference. I separately estimate treatment effects by quintile of the baseline political
preference distribution, defining quintiles in terms of the assigned party, with greater values indicating a
stronger baseline preference for that party. Bars represent 95% confidence intervals.

percentile of the entire baseline distribution—those who liked their assigned party the most.

Defining the quintiles using the full baseline distribution (rather than the distribution of

participants who joined a group) ensures that participants in the middle quintile are at the

middle of the full distribution of preferences: moderates indifferent between the parties at

the baseline. One drawback of this is that relatively few participants joined a group for a

party they disliked, so there are fewer experimental participants in the lower quintiles, and

the estimates for these quintiles are less precise.

Figure 1.3 separately plots treatment effects on political preferences for each quintile.
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Panel A plots treatment effects on the parties and leaders index by quintile of the baseline

distribution. Panel B plots treatment effects on the political issues index, disaggregated by

the same quintiles. Panels A and B both show that treatment effects on these outcomes

are largely positive across the baseline distribution of preferences. Even participants in

the lowest quintile, who disliked the party whose group they joined at the baseline, were

pushed in the direction of that party. I cannot reject the hypothesis of null effects in these

bottom quintiles but can rule out backlash effects of 0.2 standard deviations or more (in

the direction of the opposing party) at the 95% level.17 The second result from these panels

is that persuasion is largely driven by participants at the middle of the baseline political

preference distribution. These participants were relatively indifferent between the two

parties at the baseline. Treatment effects for participants who more strongly favor the party

assigned to them are smaller and less significant.18 As with the average treatment effects,

there are larger treatment effects among moderates assigned to the full, social groups than

the party-content-only condition.

Panel C of Figure 1.3 shows larger point estimates on affective polarization at the bottom

and middle of the baseline distribution (those who disagreed with the assigned group

or were indifferent), but the estimates are imprecise. Panel D shows that the groups—

particularly the full groups—move participants in the middle three quintiles toward voting

for the assigned party, though only the fourth quintile’s point estimate is significant at con-

ventional levels. These point estimates—between 8 and 17 percentage points—are incredibly

high for an outcome such as voting behavior, though the confidence intervals are wide.

17A standard deviation of 0.2 is approximately the magnitude of treatment effects on this outcome for
baseline moderates.

18While few participants are at a true corner at the baseline (with the highest index value possible), that the
index comes from Likert scale questions may mean that those at the extremes have less scope for moving along
the index.
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1.4.3 Media Use

Next, I analyze treatment effects on media use. Column 1 of Table 1.5 shows that the full

groups increase time spent on WhatsApp by an average of 16.5 minutes per day (SE 9.3).

The point estimate on time use for the party-content-only condition is also positive but

smaller and less significant, though I cannot reject the hypothesis that the coefficients on

the two treatment indicators are equal. Columns 2 and 3 show that the treatment effects on

self-reported trust in news on WhatsApp and the number of political messages forwarded

are small and not significant at conventional levels.

Table 1.5: Treatment Effects: Social Media Use

Self-Reported Observed Choices
(1) (2) (3) (4) (5) (6)

Daily
Mins

on WA

Trust
News

on WA

Fwds
Last 2
Weeks

Chose
Partisan

News

Duration
News

Watched

Shared
News
Link

β1: Full group 16.5 0.003 2.66 -0.002 -0.124 -0.027
(9.28)* (0.084) (2.46) (0.035) (1.528) (0.038)
[0.050]* [0.960] [0.254] [0.944] [0.999] [0.410]

β2: Party 8.69 0.055 2.50 -0.025 11.6 -0.026
content only (9.59) (0.085) (2.49) (0.035) (9.95) (0.038)

[0.293] [0.461] [0.260] [0.436] [0.033]** [0.416]
β1 = β2 p-value 0.311 0.469 0.934 0.437 0.025** 0.982
Control mean 177 -0.49 22.2 0.23 6.64 0.31
Observations 1,151 1,121 1,156 848 878 866

Notes: Table 1.5 presents treatment effects on social media use. The independent variables displayed are
indicators for the two treatment conditions. Columns 1-3 have self-reported outcomes, and columns 4-6 have
outcomes that come from observed choice in a module where participants made a choice of news to watch and
share on social media. All regressions include a constant, the baseline value of the outcome (except for the
revealed preference module, which was only conducted at the endline), and district fixed effects. Standard errors
are in parentheses, and randomization-inference p-values are in brackets. The β1 = β2 p-values shown are
randomization inference p-values from a test of the hypothesis that the effect of the two treatment conditions is
equal.

Participants also completed an endline module where they made choices about what

news to consume and share. They were presented with three short video news clip headlines,
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attributed to a left-leaning, right-leaning, and centrist television station. Column 4 shows

that treated participants were no more likely than the control to choose the news station

corresponding to the group assigned to them. Column 5 shows that the duration of news

watched (measured in seconds) was not significantly different between the full-group

condition and the control. Members of the party-content-only groups watched 11.6 seconds

more of partisan news relative to the control. Column 6 shows that the treatment also

had a null effect on the likelihood of sharing the viewed link on WhatsApp. The number

of observations in columns 4 through 6 is smaller because participants who took the

endline survey by phone call did not complete this module, which involved viewing videos

embedded in the survey platform. These results do not suggest any “echo effects” of the

groups on their members’ self-reported or observed media use.

1.5 Mechanisms

These experimental results suggest that the horizontal messaging between group members

is crucial to the groups’ effects, as party messaging alone has consistently smaller and less

significant effects than the full groups. But what drives this difference? To understand how

the two treatments differ, I use administrative WhatsApp data. Full chat histories exported

from the study groups allow me to use all group activity as data. I combine this with data

from audit messages I posted to the groups, allowing me to measure participants’ attention

using WhatsApp’s “seen by” feature. I use these data to understand the mechanisms behind

the differential effects of the two treatment conditions.

Several possible mechanisms that distinguish the full-group condition from the party-

content-only condition. First, the full groups receive a substantially higher volume of

messages (sent by individuals, as both groups have identical party messages). The relation-

ship between message volume and treatment effects is theoretically ambiguous. More group

activity could result in greater engagement, and the mere repetition of information could

increase impacts. But message volume could also crowd out attention. People inundated

with messages in a WhatsApp group may be more likely to stop checking, mute, or even
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leave the group. The relationship between message volume and treatment effects may not

be monotonic: more messages may initially increase treatment effects but decrease them

after a certain point by crowding out attention. The administrative data from WhatsApp

allow me to directly observe both message volume and attention.

Other mechanisms might also cause the full groups to have larger effects than the party-

content-only groups. The content and sentiment of messages in the two kinds of groups

may differ in important ways. Being able to post oneself may be an important feature of

the full WhatsApp groups since active participation might drive the effects. People may

also make different inferences about a message depending on its source. Messages from

individuals may also influence perceptions of norms, which can, in turn, impact preferences.

There may be interactions between these mechanisms, which are not mutually exclusive.

The experiment was not designed to generate exogenous variation in all these mechanisms.

In this section, I focus on the two mechanisms where my data can provide clear insights into

how the treatment conditions differ: volume and attention. I also briefly discuss alternative

mechanisms and how they might be identified in future experimental work.

1.5.1 Volume

To study the role of message volume, I analyze treatment effect heterogeneity by WhatsApp

groups. I rely on the natural variation in the number of individual and party messages sent

to the WhatsApp groups during the study period. I find that full groups receiving more

party or total messages do not have larger treatment effects. However, there is suggestive

evidence that in the party-content-only condition, participants who received more messages

(from the party) were more strongly persuaded. This is consistent with decreasing returns

to message volume, where additional messages increase persuasion at the low end of the

support (as in the party-content-only condition) but eventually taper off once participants

receive a large volume of messages (as in the full-group condition).

First, I focus on the volume of messages coming specifically from party administrators. I

create an indicator that identifies groups that had an above-median number of messages
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from party administrators during the study period.19 I add this indicator to the main

regressions and interact it with the two treatment indicators. The coefficients on these

interaction terms represent the additional treatment effect in groups with an above-median

number of party messages (compared to groups with a below-median number of party

messages).

The first coefficient in panels A and B of Figure 1.4 shows the relationship between

party-message volume and treatment effects in the full groups. These coefficients are not

significantly different from zero, meaning that full groups receiving an above-median

number of party messages do not have significantly larger treatment effects on knowledge

or preferences. The second coefficient in panels A and B shows this same interaction,

but for party-content-only groups. Panel A shows that there is no significant relationship

between message volume and knowledge treatment effects in the party-content-only groups.

However, the positive coefficient in panel B shows that party-content-only groups receiving

more messages have higher average treatment effects on political preferences. This difference

is marginally insignificant (p=0.11).

Next, I focus on the total volume of messages sent to the WhatsApp groups, summing

the number of messages sent to each group from individuals and party administrators

over the study period. Because party-content-only groups did not receive messages from

individuals, I only show treatment effect heterogeneity by total message volume for the

full groups. Again, I create an indicator for being assigned a group with above-median

volume, this time using the total volume of messages. The rightmost coefficients in Figure

1.4 correspond to the interaction between this total volume indicator and the full-group

treatment variable. These coefficients are not significantly different from zero, meaning that

full groups with above-median total volume do not have greater treatment effects.

Taken together, these results show that greater message volume does not typically

correspond to greater treatment effects. One exception to this may be the less active party-

19In the party-content-only groups, this is also the total number of messages to the group, as no messages
were shared from individuals. I also assign the indicator to the control groups; in which case, it represents the
volume of party messages in the group the participant would have been invited to.
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Figure 1.4: Treatment Effect Heterogeneity: Message Volume

 
 

 
 

 

Note: Figure 1.4 shows treatment effect heterogeneity by group volume. Panel 1 regressions use the knowledge
outcome from column 1 of Table 1.2 as the dependent variable, and panel 2 regressions use the preference
outcome from column 1 of Table 1.4 as the dependent variable. The coefficients plotted correspond to the
interactions term between the treatment indicators and an indicator for being in a group with above-median
number of messages. This shows how much greater treatment effects are in groups with above-median message
volume. I define the message volume above-median cutoff three ways: in terms of the total number of messages,
the number of individual messages, and the number of party messages.

content-only groups, where groups with more messages have greater treatment effects on

political preferences. This is consistent with diminishing returns to message volume, where
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additional messaging is persuasive only when the initial messaging volume is low.

1.5.2 Attention

To compare attention to full and party-content-only groups, I rely on a series of attention

audits. WhatsApp’s “seen by” feature allows anyone who posts to a group to check which

group members visited the group and saw their message. To exploit this feature, I posted to

the groups at three points during the study. A goal of these audit messages was to engage

in a naturalistic way, not disrupting the group’s discourse, while also not contributing any

political content. Most of group members’ posts related to politics and the election, with

one notable exception: group members often posted images saying “good morning” or

“good evening” to each other. These messages are common in WhatsApp groups across

India.20 This allowed me to post to each group at three points during the study and observe

participants’ attention to my messages without changing the nature of the intervention in

a meaningful way. I recorded the phone numbers that had seen the messages within 48

hours of their posting and matched them to the phone numbers participants provided in

the baseline.

Figure 1.5 uses these audits to compare attention in the full and party-content-only

groups. The means plotted are the mean fraction of audits that participants in each treatment

condition viewed within 48 hours. This shows that for a given message, participants in

the full groups paid more attention than in the party-content-only groups. Importantly,

this is unconditional on having stayed in the group to actually receive the audit message.

Full-group members were more likely to view a message posted to their assigned group,

despite receiving more messages and leaving their groups earlier, on average. This suggests

that even though the volume of messages might be off-putting to some full-group members,

causing them to leave, those who stayed in the full groups ended up checking it more as

a result of the individual messages, such that overall attention in the full groups is higher

20These messages have been so common that the Wall Street Journal reports they have posed major data
storage constraints for many Indian smartphone users. Prime Minister Modi reportedly sends “good morning”
messages and has admonished lawmakers for not responding to these messages. (Purnell, 2018)
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than in the party-content-only groups.

Figure 1.5: Attention by Group Type
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Full group Party content only
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Note: Figure 1.5 compares attention in the full groups and party-content-only groups. Attention is measured
using a series of audit messages, posted to the groups three times during the study, and WhatsApp’s “seen by”
feature. The outcome is the fraction of audit messages viewed within 48 hours. The p-value shown is from a
test of the difference between the groups, including controls.

1.5.3 Additional Mechanisms

In addition to volume and attention, other mechanisms may distinguish the full-group

and party-content-only conditions. The posts of parties and individuals may have different

content. For example, peers sometimes fact-check each other’s posts, which experimental

research has shown can reduce belief in misinformation (Badrinathan et al., 2020). Par-

ticipants’ ability to post themselves to the full groups may be an important factor that

increases engagement. One in four participants assigned to a full group posted to the group

at some point during the study, demonstrating the attractiveness of this feature. People

may also make different inferences about a message depending on its source. On the one

hand, parties may be more credible sources of information than unknown individuals.

On the other hand, messages from individuals may be perceived as more authentic or
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less obviously partisan than messages from a political party. Messages from individuals

may also influence perceptions of norms and the beliefs of others (second-order beliefs).

Bursztyn et al. (2020) show that perceived norms can impact stated political preferences and

choices. These mechanisms are not mutually exclusive and may interact. In the context of

this experiment, it would not have been practical or naturalistic to exogenously vary these

mechanisms individually. However, it would be possible in future lab or field experiments to

vary some of these features of social media communication in isolation, such as knowledge

about a message’s source or the ability to respond, to measure how they influence belief

and preference updating. Better understanding the determinants of people’s responsiveness

to social media messaging is a policy-relevant topic that merits further research.

1.6 Conclusion

Social media is increasingly a source of political information for voters in developing

countries. In this paper, I show that political groups on the messaging platform WhatsApp

increase voter knowledge, improving users’ ability to distinguish true from false news. This

is striking, given the public concern about political misinformation, especially on WhatsApp

in India. One caveat to consider when interpreting these study results is the context. Party-

organized WhatsApp groups are common around the world and an important object of

study. However, there are other ways that political information is shared on WhatsApp,

such as political groups organized by individuals, nonpolitical groups, and individual chats.

Misinformation may be more pervasive in these contexts than in groups created by party

officials. Nonetheless, the present study demonstrates that focusing only on the drawbacks

of political engagement on social media may be misguided. Understanding whether the

findings of this study generalize to settings with lower information quality is an important

topic of future research.

This paper also shows that groups organized by political groups on WhatsApp can influ-

ence people’s stated political preferences. Notably, this result comes primarily from baseline

moderates being pushed toward the party whose group they join. Rather than galvanizing
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the base of supporters, the content in the group persuaded moderates. Considering concerns

about social media fomenting extremism, this result is also encouraging. Although group

membership pushed moderates away from the middle, participants at either extreme of the

baseline preference distribution were largely unmoved. Importantly, there was no significant

increase in affective polarization. This is in contrast to evidence on the effects of Facebook in

the United States, where affective polarization is the primary outcome impacted by political

information (Levy, 2021).

This paper provides new evidence on a class of platforms that are understudied in

the literature on social media and politics: messaging applications. These applications,

particularly WhatsApp, are especially popular in developing countries. WhatsApp has

several fundamental features that distinguish it from platforms like Facebook and Twitter.

First, no algorithm governs the order in which users see posts. If people are more likely to

engage with surprising or inflammatory posts, an algorithm could be more likely to feature

such content in user feeds. On WhatsApp, this is of less concern. WhatsApp communication

may also operate on a smaller scale. Group size is limited to 256 people, such that the number

of people WhatsApp users can interact with is typically much smaller than Facebook or

Twitter. Furthermore, WhatsApp messages are end-to-end encrypted, which may influence

how users communicate on the platform.

Understanding whether these features play a pivotal role in the platforms’ respective

treatment effects is a topic for future research—and it has implications for the debate

on social media regulation. For example, removing Facebook’s algorithm and replacing

it with a reverse-chronological feed—like on WhatsApp—is a proposal that has been

discussed in response to recent whistleblower claims (Zorthian, 2021). Facebook recently

introduced an option where users can choose to turn off algorithmic ranking in favor of a

reverse-chronological feed (Sethuraman, 2021). In India, the Central Government has asked

WhatsApp to break its end-to-end encryption, allowing government officials to view and

regulate content, which WhatsApp has challenged in court (Menn, 2021). Changing any of

these features is likely to impact how people communicate and the content they are exposed
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to. However, it is difficult to predict the result of such changes without understanding what

motivates people to communicate on social media and how they draw inferences from the

communication they see. Further research on these topics would help inform policy debates.
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Chapter 2

The Endowment Effect and

Collateralized Loans1

2.1 Introduction

Some loans are collateralized using the same durable assets whose purchase is financed by

the loans themselves. Home loans, car loans and lease-to-own contracts are examples of

such Same-Asset Collateralized Loans (SACLs). Such loans may be particularly helpful for

borrowers who do not possess other assets to provide as collateral. Other loans involve the

borrower pledging some other, already-owned asset as collateral. Providing land or jewelry

as collateral, common in poor countries, and home-equity loans or pawn-shop loans in rich

countries, are examples of such Other-Asset Collateralized Loans (OACLs). Such OACLs

may be the only option to finance goods which cannot themselves serve as collateral. In

this paper, we study how two psychological mechanisms—the effect and naivete regarding

it—affect borrowers’ demand for SACLs and OACLs, with implications for real investments

and for borrower welfare.

The endowment effect is the phenomenon—well-studied in the lab—where owning a

good increases one’s valuation of that good, and reduces one’s willingness to lose it.2 We

1Co-authored with Michael Kremer, Xinyue Lin, and Gautam Rao.

2The endowment effect is often considered an example of loss aversion. However, numerous alternative
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hypothesize that borrowers subject to the endowment effect will dislike placing assets they

already own at risk of loss by pledging them as collateral. They may be more willing to

take up loans collateralized instead by the new asset being financed, to which they may not

(yet) be ‘attached’. If they subsequently do come to develop an endowment effect over the

new asset, repayment incentives may still remain high while paying off the loan.3 Thus, if

borrowers under-estimate their own endowment effect, SACLs can allow lenders to achieve

higher demand than OACLs (since borrowers ex-ante perceive that they will have little to

lose) without lower repayment effort (since borrowers will come to perceive a sense of loss

in case of default).4

We designed a field experiment (n=701) with borrowers in Kenya to test how the

endowment effect—and naivete about it—interacts with collateral requirements of loans,

while holding constant the myriad of other reasons—such as information asymmetries and

ownership of pledgeable assets—that might affect demand for SACLs and OACLs. We

began by endowing participants with a randomly selected durable asset as compensation for

their participation and then, one week later, offered them a loan to finance the purchase of a

different randomly selected asset. We varied whether the loan offer was a SACL which used

the asset being financed as collateral, or an OACL which required the randomly endowed

asset to be pledged as collateral. The assets used in the experiment were chosen from a list

of common household and agricultural durable goods, with market prices of around 15

days of per capita daily income, and loan repayment terms of two months.

Borrowers have a substantial preference for loans that use the item being purchased

as collateral rather than the already-owned item. The average willingness to pay for a

new item is 13.3% (s.e. 2.1%; p=0) higher—equivalent to an 8.8 percentage point higher

monthly interest rate—when it is financed using a SACL rather than an OACL. This is

psychological models also generate an endowment effect, such as motivated taste change (Beggan, 1992),
attachment (Carmon et al., 2003), attention to different aspects of the transaction (Carmon and Ariely, 2000), and
salience (Bordalo et al., 2012). We do not distinguish between these underlying models, and instead focus on an
implication of the endowment effect for collateralized loans.

3Note that this would require developing an endowment effect before paying off the loan, and thus before
fully owning the new item. Some research suggests that physically possessing a good is enough to increase
one’s valuation of it and generate an endowment effect (Reb and Connolly, 2007).

4In the language of reference dependence, the question is how quickly the reference point updates to include
the new financed asset, and whether borrowers are naive and under-predict this adjustment.
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despite borrowers valuing the financed goods and the collateral identically on average

across the two types of loans, as ensured by the randomization and verified using baseline

measures of valuation for each item. We find that realized default rates across OACLs and

SACLs are nearly identical, consistent with the possibility that borrowers come to develop

a similar endowment effect—and therefore repayment incentives—over the financed and

already-owned assets.

We also directly measured whether borrowers are naive about (i.e. underestimate)

the endowment effect. First, we elicited borrowers’ predictions about their future take-

up decisions for SACLs and OACLs before we endowed them with any item. We find

that borrowers over-estimate their future willingness to pay for an OACL before owning

the endowed asset by 13.9% (p=0.003), while correctly predicting on average their future

demand for a SACL (p=0.85). Second, we elicited willingness to accept (WTA) to sell the

endowed item after a week of ownership and compared this to predictions made prior

to ownership, following Loewenstein and Adler (1995).5 We find evidence of a strong

endowment effect over the randomly endowed item, with WTA about four times higher

than WTP.6 Participants’ predicted WTA lies roughly halfway between their initial WTP

and their eventual WTA for the item and is significantly different from both (p=0 for each).

Both sets of results—for loans as well as for WTA—indicate that borrowers have a strong

endowment effect, but are partially naive about it: they under-estimate it before owning the

item. We randomize incentives for accurate predictions; naivete about the endowment effect

does not diminish with incentives.

All our findings can be explained by a combination of the endowment effect and

naivete about it. However, a number of alternative explanations are worth considering.

First, participants may have learned about the value of the endowed good over the week of

ownership. We used common durable goods that are familiar to participants, and allowed

5Naivete about the endowment effect has been documented by Loewenstein and Adler (1995) and Van Boven
et al. (2003), and has been considered an illustrative example of projection bias (Loewenstein et al., 2003).

6At face value, this gap between WTA and WTP is within the range found in the literature, for instance
among the less-experienced traders studied in List (2003). However, our estimate of WTA is an under-estimate,
since a substantial share of of participants are top-coded as they refused to sell the endowed good at all the
prices we offered. Among those who are not top-coded WTA is still 2.2 times as high as WTP. This is discussed
in more detail in Section 3.2.
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participants to examine them before making any decisions. Yet 96 percent of participants

displayed WTA > WTP, and participants anticipated having a higher WTA than WTP. This

is difficult to reconcile under learning with unbiased priors, where valuations would be

expected to increase for some while decreasing for others, and risk-neutral individuals

should predict future valuation equal to current valuation.7 The preference for SACLs

over OACLs was similar across all four endowed goods, and among those who previously

already owned items similar to the endowed good. It seems implausible that rational

learning causes nearly all participants to systematically update positively, unrelated to their

past experience with such goods, and similarly across all four goods despite differences

in their technological complexity.8 We also discuss other alternatives in Section 3, such as

hedging motives, complementary investments or fixed costs related to the endowed good,

or simply confusion regarding the experimental protocol. We argue that none of these can

reconcile our full set of results.

To map these results to behavioral parameters and to better understand welfare implica-

tions, we estimate a structural model of loan take-up decisions. In our model, borrowers

experience an endowment effect over goods they possess due to loss aversion relative to

status-quo reference points.9 Borrowers may also be naive, i.e. under-estimate how their

reference point changes over time. Specifically, they act as if their future reference points are

a convex combination of their current reference point and their true future reference point,

similar to the projection bias model of Loewenstein et al. (2003). We designed the experiment

with this model in mind, and the treatments provide transparent identification of the pa-

rameters. We estimate levels of loss aversion (λ = 4.6) (s.e. 0.3) that are within the range of

recent field estimates but higher than lab estimates. We estimate a sophistication parameter

7Risk-averse participants with unbiased priors could have WTA > WTP on average if the uncertainty resolves
over the week of ownership. However, many individuals would need to end up with WTA < WTP to justify the
large average gap between WTP and WTA, which does not occur. In addition, it would have to be the case that
participants substantially under-estimate the resolution of uncertainty over a week.

8It could be that ownership of an asset itself affects attention and learning, as in Hartzmark et al. (2021).
Positively biased learning could be a plausible alternative micro-foundation for the endowment effect in our
experiment.

9While this is a classic theory for the endowment effect, the loss-aversion parameter, λ, in our model
could be reinterpreted under alternative models as a measure of the strength of the endowment effect due to
psychological factors such as emotional capital, attachment or attention.
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α = 0.5 (s.e. 0.03), indicating that borrowers underestimate their future endowment effect by

half.

The welfare implications of SACLs relative to OACLs are ambiguous, and depend on

both psychological and market / institutional factors. We develop a life-cycle consumption

model with income risk and endogenous loan take-up and repayment decisions to clarify the

conditions under which offering borrowers SACLs—holding interest rates and prices fixed—

increases welfare. Taking up SACLs may expose borrowers to stronger-than-anticipated

painful losses in the case of defaults, and borrowers may under-save in advance and go to

greater lengths than they initially anticipated to avoid default. The naivete that makes SACLs

attractive can thus make their take-up higher than optimal. But there are also countervailing

reasons why take-up of collateralized loans—and particularly OACLs—may instead be too

low. Many low-income borrowers may desire loans but simply not possess assets suitable

to be pledged as collateral, a problem which SACLs solve. Even if borrowers have suitable

assets, their take-up of OACLs may be too low for a reason related to the naivete we

document in this paper. Specifically, just as borrowers under-estimate how attached they

will come to be to a new item, they may also under-estimate how quickly they will get over

losing an owned item.10 If these factors cause take-up of OACLs to be too low relative to

the optimum, then SACLs could enhance welfare by increasing take-up of finance.

Our findings have implications for real investments. If the characteristics of a good make

it difficult to use as collateral under local institutions, there may be less investment in that

good. For example, suppose that land is good collateral, but that farm equipment is difficult

to repossess. In the absence of the endowment effect, borrowers would simply finance

their purchase of farm equipment by providing land as collateral. With the endowment

effect, such a loan would be less attractive, and potential borrowers may not invest in

farm equipment. This psychological mechanism is likely to interact with local institutions.

The greater the cost of repossessing various new goods—due to legal restrictions, weaker

contract enforcement, or lower costs to borrowers of hiding collateral—the more a lender

is likely to insist on a few safe forms of collateral such as cash deposits or land. This may

10In the language of reference dependence, reference points may adjust quickly such that the loss of a durable
asset ceases to ‘hurt’ after a short while, but borrowers may not anticipate this, thus over-reacting ex ante when
faced with the possibility of the loss.
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explain why SACLs are rare in our study context of Kenya. A paucity of owned assets that

can serve as collateral, and an endowment effect over them, in turn explains why take-up of

the OACLs that are offered is low relative to SACLs (Jack et al., 2022).

This paper contributes to the finance literature on the role of collateral, an important

element of many lending arrangements. Collateral can decrease lender risk and help

overcome contracting problems related to asymmetric information (Bester, 1985; Chan

and Thakor, 1987). The literature has focused on the features of assets that determine

their suitability as collateral and, in turn, a borrower’s debt capacity. This includes the

transferability of ownership (Hart and Moore, 1994), redeployability (Williamson, 1988;

Benmelech et al., 2005; Benmelech and Bergman, 2008), asset tangibility (Rampini and

Viswanathan, 2013) and the difference between personal and business collateral (Voordeckers

and Steijvers, 2006). To this literature, we add previously unconsidered psychological factors

which might affect demand for, and repayment of, collateralized credit. Our paper provides

one explanation for why collateralizing using the same asset being financed is so common,

at least in developed economies where repossession of a wide range of assets is relatively

feasible. It may also provide an explanation for the puzzlingly low demand for home-equity

loans and reverse mortgages (Davidoff, 2015).

The second contribution of this paper is to provide new explanations and evidence on

an important question in development economics. Evidence from multiple settings suggests

that farmers, small-scale entrepreneurs, and households in developing countries sometimes

leave high expected-return investments unexploited, a phenomenon which has been dubbed

the Euler Equation Puzzle (Banerjee and Duflo, 2007; Banerjee et al., 2011; Kremer et al., 2019).

In theory, provision of credit should allow these investments to be made, but uptake of

credit is often low (Banerjee et al., 2015; Jack et al., 2022). Our findings suggest that the

endowment effect may partially explain this in the case of the collateralized credit often

available in developing countries. More generally, investments which place owned assets at

risk of loss may be perceived as much less attractive than standard models would imply.

A final contribution is to the behavioral economics literature on the endowment effect.11

11Existing literature, going back to Knetsch (1989) and Kahneman et al. (1990), establishes the endowment
effect in the lab. Ericson and Fuster (2014) describe it as “one of the most robust findings in the psychology of
decision making”.
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While the endowment effect is considered a foundational result of behavioral economics, we

have relatively little evidence on its importance in markets and in the field. In their review

of the literature, Ericson and Fuster (2014) conclude, “Although this is difficult to do, it

would be very desirable to get more evidence from field settings with goods or entitlements

of substantial value. Relatedly, more research is needed in the field that examines how

decisions in important domains such as ... savings/investment ... are affected by changes in

ownership.” This paper provides such evidence. In doing so, we build on List (2003, 2004,

2011), a series of papers which show that the endowment effect in trading goods reduces

with market experience, but is prominently found in inexperienced traders and consumers.

Anagol et al. (2018) also study the endowment effect in the field, showing that IPO lottery

winners are more likely to later hold the endowed stock than losers, because winners ask for

more than what losers are willing to pay. Closer to our context, Fehr et al. (2019) conduct an

experiment in the field in Zambia allowing farmers to exchange household items, finding

a large endowment effect that decreases in the presence of seasonal scarcity and other

resource constraints. We identify a new application of the endowment effect—and naivete

about it—to an important economic context.

Numerous open questions along these lines remain. First, our study considers relatively

small loans (worth fifteen days of income) and is somewhat artificial, with the owned asset

being randomly assigned. Jack et al. (2022) shows using a field experiment that offering

SACLs to finance large water tanks in the same setting led to much higher take-up than loans

guaranteed with cash deposits. While that study did not separate the endowment-effect

mechanism from liquidity constraints, it shows that SACLs can increase take-up in a more

natural setting with higher stakes. Second, more evidence is needed to determine whether

the mechanism we identify in this paper is restricted to relatively naive borrowers such as

consumers or the owner-operated businesses we consider, or also applies to managers or to

larger or more-frequent borrowers. Third, while we do not detect heterogeneity in treatment

effects across the four endowed items we consider, heterogeneity across individuals and

assets in the strength of the endowment effect could be important. For instance, it seems

plausible that people feel much more strongly attached to assets such as land or jewelry,

in which wealth is often tied up in developing countries, than to business equipment. This
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could make SACLs even more important to provide. Fourth, this paper does not directly

establish that borrowers do indeed come to develop an endowment effect over the new

financed asset, as suggested by the similar repayment rates we observe across the SACL and

OACL. This could explain, for example, why borrowers often do not default on mortgages

even when they have a strategic motive to do so (Ganong and Noel, 2020).

The rest of the paper proceeds as follows. Section 2.2 describes the setting and lays out

the experimental design. Section 2.3 presents our main reduced form results. In Section 2.4

we develop a theoretical model of loan take-up decisions. Section 2.5 presents structural

estimates of the model’s key parameters. Section 2.6 discuss the welfare implications of

SACLs. Section 2.7 concludes.

2.2 Setting and Experimental Design

Our study took place in Kenya’s Nyandarua and Laikipia counties, in the former Central

Province. We partnered with one of several local savings and credit cooperative associations

(SACCOs), the Nyala Vision SACCO. SACCOs are common financial institutions in Kenya;

approximately five percent of Kenyans are members of a SACCO. The Nyala Vision SACCO

has five branches and provides deposit accounts and loans. It primarily serves dairy farmers,

and is associated with a dairy cooperative to which members can sell milk. The cooperative

makes payments through the SACCO, and borrowers can have loan payments directly

deducted from their milk revenues if they wish. The SACCO offers loans for a variety of

purposes, including farm equipment, school fees, and emergency loans. Our partnership

with the SACCO is crucial for the research design. The borrowers we work with have

a valued relationship with the SACCO. This makes it possible for the SACCO to offer

collateralized loans, with a high degree of confidence in being able to repossess collateral in

case of borrower default.

We recruited 701 participants from the SACCO’s list of members. Our sample has a

mean age of 51, and is approximately balanced on gender (Table 2.1). The average subject

has 9.8 years of education and the mean household income in the month prior was KES

23,900 (USD 236). 62% of participants report dairy farming as their main source of income.

Most participants are smallholder farmers: participants reported that on average they had
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1.8 cows producing milk at the time they were surveyed.

Table 2.1: Sample Description

Mean
Standard

deviations
25th

percentile
75th

percentile
Age 51.0 12.6 42.0 60.0
Female respondent 0.5 0.5 0.0 1.0
Years of education 9.8 3.6 8.0 13.0
Number of HH members 4.2 1.8 3.0 5.0
Income last month (thousand KES) 23.9 18.7 10.0 33.0
Liquid household savings (thousand KES) 15.9 12.3 3.0 31.0
Outstanding loans (thousand KES) 13.4 13.1 1.0 31.0
Share primary income: dairy 0.6 0.5 0.0 1.0
Share primary income: farming land 0.2 0.4 0.0 0.0
Number of cows producing milk 1.8 1.1 1.0 2.0

Notes: Table 2.1 presents summary statistics for variables collected at the baseline. The first column shows the
mean value of each variable. The second column shows the standard deviation. The third and fourth columns
show the 25th percentile and the 75th percentile, respectively. The sample size is 701 individuals.

2.2.1 Identification Challenge

The key identification challenge is to offer loans that are identical but for one feature:

whether their collateral is already owned by the borrower, and therefore a part of their

endowment. To illustrate this challenge, suppose borrowers were randomly offered one

of two loans to purchase a new asset: one loan that required the borrower to provide any

existing asset as collateral (an OACL), and another loan that used the new asset itself

as collateral (a SACL). Borrowers might prefer the SACL for many reasons. Perhaps the

borrowers simply lack any assets to provide as collateral. Or perhaps the assets they could

use as collateral are more valuable than the new asset, irrespective of an endowment effect.

These confounds make it difficult to attribute a preference for SACLs to the endowment

effect.

To overcome this challenge, we first endowed participants with a durable household or

farm asset. One week later, once the asset was likely to have entered participants’ reference

point, we elicited each subject’s willingness to pay for new assets using an OACL and a

SACL. The OACL uses the initially endowed item as collateral, while the SACL uses the
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new item being purchased as collateral. By endowing each subject with the initial item for

free, we overcome the challenge that borrowers with limited assets may not be able to take

up an OACL. By randomly assigning which items serve as the endowed item and new items

we ensure that the new items and items for sale have the same expected value in both loans.

In this way, any difference in willingness to pay between OACL and SACL can be attributed

to an endowment effect over their collateral.

Another goal of the experiment was to identify whether borrowers are naive about the

endowment effect, such that they fail to anticipate how unwilling they will be to lose an

item once they possess it. This could explain borrowers being more willing to accept a

SACL, but later exerting similar repayment effort to an OACL. Ideally, we would want to

directly measure the predicted and actual endowment effect over the new item financed

by the SACL while it was still being paid off. However, we would only be able to observe

this for those who did take up a SACL, which would be a selected sub-sample with high

WTP for SACLs. Instead, we measured beliefs about the endowed item before participants

received it. Specifically, we elicited predicted willingness to later take up an OACL using

the endowed good as collateral, as well as predicted WTA to directly sell the endowed good.

In both cases, we compared this to actual willingness to take a loan or sell the endowed

good a week later. For comparison, we also measured predicted future willingness to take a

SACL for a new item, with that item itself as collateral.

2.2.2 Experimental Protocol

Figure 2.1 illustrates the experimental design. We invited members of the SACCO to

participate in two sessions scheduled one week apart. 701 individuals participated in the

study, unintentionally exceeding the pre-registered sample size by one.

Items used. Our experiment used four common household and agricultural items: a

metal milk can, a cow sprayer, a set of cooking pots and a large thermos. Each of these

items costs about KES 3,000 (USD 30), and was available in local markets. These particular

items were identified based on pilot surveys as being durable, familiar and frequently used

goods which were expensive enough that participants might require a loan to finance their

purchase, and which the SACCO could repossess in case of default.

47



Session 1. During the participant’s first visit to the loan office, we elicited baseline

valuations of the different items, asked them to make predictions about their future choices,

and endowed the participant with one randomly selected item.

Baseline valuations. We began by eliciting participants’ willingness to pay for each item

outright using a Becker-DeGroot-Marschak (BDM) multiple price list approach, implemented

with a very low probability (Becker et al., 1964). The purpose of this exercise was to (i)

provide ex-ante valuations of the items, which were used to stratify the randomization

and as control variables, and (ii) to introduce the BDM procedure which was also used in

the loan offers that followed.12 For each subject, we identified the three items that were

the closest in valuation to each other. We then randomized—without yet revealing to the

participant—which of these three items would be the endowed item, the item financed

using an OACL, and the item financed using a SACL. This randomization ensured that, in

expectation, the ex-ante valuation of the endowed item was the same as that of the items

financed using the SACL and OACL respectively.

Predictions. We next elicited two sets of predictions from participants. First, we asked

them to predict their future WTA to sell the soon-to-be-endowed item a week later, were

they to receive it today. Second, we asked them to predict their future WTP for the two other

items if they were offered with financing via a SACL or an OACL respectively. The OACL

was required to be collateralized with the soon-to-be-endowed item. We will later compare

these predictions to the actual WTA and loan WTP measured the following week.

We elicited the predicted WTA for the endowed item for all participants. Only a randomly

selected one-third of participants were asked to make the loan take-up predictions.13 We

randomized half of all participants to receive small payments of up to KES 50 (USD 0.50) for

correct predictions. We offered these payments to increase participants’ incentives to think

seriously about the predictions, but kept incentives small to avoid distorting later behavior.

12Note that we offered participants a collateral-free loan if they wanted one while eliciting the WTP. However,
unlike in the collateralized loan take-up decisions which are our key outcome, this loan was not described
in detail. It is possible that some participants missed this statement, and their elicited WTP may therefore be
depressed due to liquidity constraints.

13We limited participation in these predictions out of concern that making predictions would induce
anchoring of participants’ actual loan take-up decisions to their previous take-up predictions. In practice, we
find no evidence of differences in the eventual loan WTP of those who made or did not make loan predictions.
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As it turns out, we find no evidence that the prediction incentives influenced participants’

predictions or their later behaviors.14

Endowed item. At the end of the first session, we gave participants the randomly selected

endowed item to take home with them. This was framed as their compensation for par-

ticipation, and they were informed that the endowed item was now theirs to do with as

they pleased. However, they knew that they would have the opportunity to purchase an

additional item the following week, with financing, and that the OACL would require them

to pledge the endowed item as collateral. They also knew that they might have the chance

to sell back the endowed item a week later.

Session 2. Participants returned to the study site to complete a second session after a

delay of approximately one week. We used a one-week delay to give sufficient time for the

endowed item to enter into participants’ reference points and to minimize attrition and

scheduling conflicts. 95% of participants completed the second session within two days

of the one-week target. Only 1% failed to return for the second session, leading to a final

sample size of 691 individuals.

WTA. First, we elicited participants’ WTA to sell back the endowed item to us. As in

our other elicitations, we used a multiple-price list approach. We implemented participants’

choices using a BDM procedure with a low probability.15

Loan WTP. Next, we elicited participants’ WTP for a new item with an associated

loan contract. To increase power, instead of offering only one item and loan type to each

participant, we elicited WTP for two separate items and associated loan contracts from each

participant, and then randomly implemented one of the two offers. For each participant,

one of the items was randomly assigned to be financed using the endowed item as collateral

(an OACL), while the other item would be financed using itself as collateral (a SACL).16 The

14See Appendix Table 4.1.

15Either the WTA procedure (with low probability) or the loan take-up (with high probability) were randomly
selected at the end of the session to be implemented. This ensures that participants had no reason to shade their
WTA choices due to a concern that selling the endowed item would eliminate their ability to take up an OACL.

16An alternative design would have been to elicit WTP using an OACL and a SACL for the same new
financed item. In theory, this would provide a sharp within-person test of preferences for SACLs over OACLs.
In practice, we were concerned about anchoring effects, which might drive the borrower to repeat the same
WTP for the second loan-type they were offered. We therefore chose to offer the loans for different items.
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Figure 2.1: Flowchart of the Experimental Design

Notes: Figure 2.1 illustrates the experimental design. The order of different questions is randomized within
sessions including baseline WTP elicitation, loan take-up prediction, and actual loan take-up decision. Only a
randomly selected one third of subjects made loan take-up predictions.

offers were presented in a randomized order, with some participants presented with the

SACL offer first and others the OACL. Participants knew that only one of the two offers

would be randomly selected to be implemented, and therefore each choice was independent.

The loans were to be repaid in two monthly installments with one percent monthly interest.

We measured willingness to pay for each item with its associated loan, rather than

take-up at a fixed price, to increase power. Again, we used a Becker-DeGroot-Marschak

price list to elicit willingness to pay for each item. Participants had to correctly answer
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comprehension questions about the terms of the loan and its collateral before proceeding

to willingness to pay questions. At this point, participants were very familiar with the

procedure, typically passed all comprehension checks, and provided a single crossing point

to identify their WTP using the multiple price list. Alongside each price we displayed what

the monthly installment payment would be for that price. After participants completed the

price lists, the computer randomly selected one of the loans, and then randomly selected

the price for that loan. If the subject had agreed to that price for that loan, they entered into

a loan contract at the drawn price and went home with the new item. In case of default,

the lender repossessed the collateral (in practice, the participant themselves returned the

collateral to the lender in case of default). Participants were informed of this entire procedure

in advance, and no participant reneged on their WTP choices.

Survey. The experiment concluded with a brief questionnaire measuring perceived prob-

ability of loan default, demographic information and information about farming practices.

2.3 Reduced-Form Results

Baseline valuations and balance checks

Appendix Table 4.2 presents the baseline valuations from the initial BDM exercise for each

of the four items used in the survey.17 Participants exhibit substantial heterogeneity in their

demand for each item, but the average WTP for the milk can, cow sprayer and cooking pots

is comparable, with the thermos valued less on average. For all items, mean WTP was well

below the market price, which was approximately KES 3,000 for each of the items.

More importantly, we use these baseline valuations to verify that the randomization

was successful. Appendix Table 4.3 shows that, as intended, the different loan types were

balanced in terms of the baseline valuations of the financed items and the collateral. By

chance, the thermos was slightly more likely to be offered for financing by a SACL and the

cooking pots were correspondingly slightly less likely. While the baseline values are the

relevant variables in our theory, these slight imbalances in the specific items financed by the

17Due to delays in procurement from the supplier, some participants completed the experiment without
either the milk can or the cooking pot. This does not jeopardize our identification strategy.
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different loans can be controlled for using item fixed effects.

2.3.1 Demand for Loans

A direct test of our hypothesis is to simply compare willingness to pay for items using a

SACL versus an OACL. Figure 2.2 plots the raw means of willingness to pay for the two

loan types, pooling across all the items. Participants are willing to pay KES 1,348 on average

when an item is financed using a SACL, compared to KES 1,195 on average when financed

with an OACL. A t-test for the difference of KES 153 is statistically significant at the 0.0001

level.

Figure 2.2: Demand for SACL vs. OACL
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Notes: Figure 2.2 presents the raw means (bars) and 95% confidence intervals (capped lines) of willingness to
pay for new items financed by SACLs and OACLs, pooling across all the individuals and items. The p-value is
calculated from a permutation test.

This result is robust to controlling for ex-ante differences in how participants valued the

new items being financed by the loans and the associated collateral. Our main, pre-specified

regression specification is as follows:

∆Loani = β0 + β1∆New Itemi + β2∆Collaterali + ε i (2.1)

Here, deltas represent differences between the SACL and OACL for individual i. On the
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left-hand side is the difference between individual i’s WTP for the two different randomly

assigned items using a SACL versus an OACL respectively. For any given individual, this

difference may differ substantially from zero depending on how much they value the

particular items assigned to be financed using the SACL or the OACL. However, on average

we would expect this difference to be zero if SACLs and OACLs are valued equally. On

the right-hand side we include a constant, the difference between i’s baseline valuations of

the new items financed using a SACL and an OACL (∆New Itemi), the difference between

i’s baseline valuations of the collateral items for the SACL and the OACL (∆Collaterali),

and an individual-specific error term. The coefficient of interest is thus the constant, which

represents the average difference between individuals’ willingness to pay for a SACL and

an OACL, controlling for differences in their baseline valuation of the new items as well as

the collateral items for the two loans.

Table 2.2 reports the estimates. In Column (1), the constant implies that borrowers

are willing to pay KES 159 (s.e. 25) more on average for SACLs rather than OACLs. This

represents a 13.3% increase in WTP over the mean WTP of KES 1195 for OACLs, and is

equivalent to paying an 8.8% higher monthly interest rate in order to be able to collateralize

using the item they are purchasing. As expected, β1 > 0 and β2 < 0: participants are willing

to pay more the more they value the new asset being financed and the less they value the

collateral being placed at risk of loss. In Column (2), as a robustness check, we include fixed

effects for each type of endowed item, and find very similar results.

In Table 2.3, we instead report alternative (not pre-specified) regressions where each

observation is the WTP for a particular loan offer, the key treatment variable is an indicator

for SACL, and standard errors are clustered at the individual level. The results are very

similar, and robust to including new-item fixed effects, fixed effects for pairs of new and

endowed items, and individual fixed effects. To illustrate, this means that comparing SACLs

versus OACLs among people who all received (say) a milk can as the endowed item and are

offered a cow-sprayer as the new financed item or vice versa still reveals a preference for

SACLs over OACLs. The table also reports no statistically significant order effects between

the first and second loan each individual is asked about.
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Table 2.2: Pre-Specified Regression Results

WTP: SACL loan minus OACL loan
(1) (2)

Constant 158.7∗∗∗ 139.0∗∗∗

(treatment effect) (25.26) (48.16)

New Item baseline 0.517∗∗∗ 0.520∗∗∗

valuation: SACL minus OACL (0.0595) (0.0601)

Collateral baseline -0.0823∗ -0.0884
valuation: SACL minus OACL (0.0471) (0.0570)
Endowed Item fixed effect X
Average WTP for OACL 1195.2 1195.2
Equivalent monthly interest rate premium 8.8% 7.8%
Permute p-value for Constant 0.0000 0.0030
R2 0.180 0.181
N 691 691

Notes: Column (1) of Table 2.2 reports estimates from the main, pre-specified regression. The dependent variable
is the individual-level difference between willingness to pay for using a SACL versus an OACL. Note that the
SACL and OACL finance different (randomly assigned) new items. The right-hand-side variables include a
constant, the difference between baseline valuations of the new items financed using a SACL versus an OACL,
and the difference between baseline valuations of the collateral for the SACL and the OACL. The coefficient of
interest is the constant. The standard p-value and the p-value calculated from a permutation test both indicate
that the constant is statistically significant at the 0.01 level. We also report what this treatment effect (measured
in Kenyan shillings) corresponds to in terms of a monthly interest rate premium. Column (2) of Table 2.2 adds
fixed effects for the endowed item to the regression specification of Column (1).
Standard errors in parentheses. ∗ p < 0.10, ∗∗ p < 0.05, ∗∗∗ p < 0.01

2.3.2 Naivete About the Endowment Effect

Naivete: Loan predictions. The first way we measure naivete is by asking a randomly selected

one-third of participants to predict their future demand for loans before they receive the

endowed item. Figure 2.3 plots the predictions and compares them to the actual loan WTP a

week later. On average, participants in the first session correctly predict their willingness to

pay for the SACL in the second session (1343 KES vs. 1329 KES, p=0.85). This is consistent

with our theory—because the SACL does not involve the endowed item at all, there is no

obvious reason that participants’ evaluations of this loan would change during the week

between sessions. In contrast, participants substantially overestimate their future WTP for

an OACL by 8.8% (1300 KES vs. 1116 KES, p=0.003). This finding is consistent with naivete
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Table 2.3: Alternative (Non-Pre-Specified) Regression Results

WTP for two types of loans
(1) (2) (3) (4) (5) (6)

I(SACL) 157.6∗∗∗ 157.5∗∗∗ 157.5∗∗∗ 165.7∗∗∗ 161.0∗∗∗ 169.7∗∗∗

(treatment effect) (25.07) (35.58) (25.10) (25.24) (25.09) (35.12)

New Item valuation 0.526∗∗∗ 0.520∗∗∗ 0.510∗∗∗ 0.491∗∗∗ 0.519∗∗∗ 0.404∗∗∗

(0.0531) (0.0847) (0.0553) (0.0577) (0.0542) (0.0888)

Collateral valuation -0.0357 -0.0835 -0.0227 -0.0193 -0.0349 -0.0802
(0.0501) (0.0665) (0.0502) (0.0511) (0.0500) (0.0643)

Asked First 27.33 27.16 26.93 29.80 26.77 29.03
(25.19) (35.74) (25.25) (24.59) (25.08) (34.43)

Individual FEs X X
Endowed item FEs X
New item FEs X
Item-pair FEs X X
Permute p-value I(SACL) 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000
R2 0.174 0.841 0.176 0.181 0.177 0.851
N 1382 1382 1382 1382 1382 1382

Notes: Table 2.3 reports an alternative specification of our main regression, estimated at the individual-
loan level. The regression specification is Loanij = β0 + β1I(SACL)j + β2New item valuationij +
β3Collateral valuationij + β4Asked firstij + (Controls) + εij. The dependent variable is individual i’s will-
ingness to pay for loan j. I(SACL) is an indicator, equal to one if loan j is a SACL and zero if it is an
OACL. New item valuationij is individual i’s baseline valuation of the new item financed by loan j, and
Collateral valuationij is individual i’s baseline valuation of loan j’s collateral. Asked firstij is equal to one if
individual i was asked about his or her willingness to pay for loan j first and zero otherwise. Column (1)
includes no fixed effects. Columns (2)-(5), respectively, include fixed effects for individual respondents, each
endowed item, each new item, and each possible pair of new items and endowed items (6 pairs in total).
Column (6) includes individual and item-pair fixed effects. Standard errors are clustered at the individual level.
Standard errors in parentheses. ∗ p < 0.10, ∗∗ p < 0.05, ∗∗∗ p < 0.01

about the endowment effect: participants underestimate how attached they will get to the

endowed item, and thus how unwilling they will be to promise it as collateral in an OACL.

The point estimates suggest some sophistication, with the mean predicted OACL WTP being

lower than the predicted SACL WTP (1300 KES vs. 1343 KES), but this difference is not

statistically significant (p=0.35). Elicited beliefs were similar with and without incentives of

50 KES for accurate predictions, suggesting that the questions were taken seriously even

without the incentives (Table 4.1).
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Figure 2.3: Predictions of Loan Take-up
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Notes: Figure 2.3 shows the predicted and actual willingness to pay using SACLs and OACLs for the one third
of subjects who were randomly selected to completed these predictions, pooling across items. Bars show the raw
means and capped lines show the 95% confidence intervals. The p-values are calculated from permutation tests.

Naivete: Underestimating WTA. We additionally measure naivete by asking all participants

to predict their future WTA for the endowed good. We compare their predictions to actual

WTA and baseline WTP. Figure 2.4 panel (a) plots these three quantities for the full sample.

Mean willingness to accept is much higher than willingness to pay—KES 5,508 vs. KES 1,205

(USD 55 vs. USD 12, p=0.000)—implying a strong endowment effect. Predicted WTA lies

between actual WTP and WTA, at KES 3,825 (USD 38), and is significantly different from

both (p=0.000). This implies that participants are partially naive about the endowment effect,

understanding that they will become attached to the endowed item over the course of a

week but not recognizing the full strength of their attachment. Altogether, the two measures

of naivete—predictions about WTA and loan take-up—both imply substantial naivete about

the endowment effect, as in Loewenstein and Adler (1995) and Van Boven et al. (2003).

While our primary interest lies in comparing the demand for SACLs and OACLs, it is

worth discussing the strength of the endowment effect implied by the WTA and WTP. The

median ratio of WTA to WTP in our sample is 4.7. The mean at the individual level is even

higher, at 6.5. In fact, this is likely an underestimate: our WTA data are top coded, as 62%
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Figure 2.4: Baseline WTP, WTA and Predictions

Full Sample
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Notes: Figure 2.4 compares initial WTP for the endowed item, WTA for the endowed item after one week of
ownership, and predicted future WTA for the item prior to its endowment. Bars show the raw means and
capped lines show the 95% confidence intervals. Figure 2.4 shows the results from the full sample. Figure 2.4
shows the results from the subsample of individuals whose WTA and predicted WTA are not top coded. The
p-values are calculated from permutation tests.

of respondents said they would not accept any price on our price list (which went up to

KES 8000) and declined to state a higher amount that they would (hypothetically) accept in
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exchange for the item.18 Panel (b) instead restricts attention to participants whose choices

were not top-coded. Even for this sub-sample, we find a substantial endowment effect, with

a ratio of WTA to WTP of 2.2, and again find that participants under-predict the strength

of their endowment effect.19 Appendix Figure 4.1 shows scatter plots of WTP, WTA, and

predicted WTA. It shows that 96 percent of individuals have WTA>WTP, 81 percent predict

that their WTA will be larger than their WTP, and most under-predict WTA.

Is such a large difference between WTA and WTP plausibly explained by the endowment

effect? In the classic lab experiments on the endowment effect, WTA typically ranges from

2-3 times larger than WTP (e.g. Kahneman et al. 1990, Knetsch and Sinden 1984, Coursey et

al. 1987). We observe a stronger endowment effect in our full sample, more in line with the

ratio of 5.5 found among the less-experienced traders in a sports-card market in List (2003).

Our findings are therefore broadly in the range found in the literature, but on the higher

side. We discuss potential confounds below.

2.3.3 Caveats, Confounds and Alternative Mechanisms

We have argued that the endowment effect causes borrowers to be willing to pay more

for a SACL than an OACL. By the ‘endowment effect’ we refer to various psychological

mechanisms though which ownership directly affects one’s valuation of and willingness

to lose an item. This most prominently includes loss aversion, but could also incorporate

motivated taste-change (Beggan, 1992), attachment (Carmon et al., 2003), attention to different

aspects of the transaction (Carmon and Ariely, 2000), or salience (Bordalo et al., 2012), all

of which have been proposed as alternative psychological foundations for the endowment

effect. Below, we instead consider alternative, standard explanations for why borrowers

prefer SACLs over OACLs in our experiment while mispredicting their own future choices.

18We code them as having a WTA equal to the maximum price on the list.

19Table 2.4 shows that that sub-sample whose WTA was not top-coded still displayed a substantial and
statistically significant preference for SACLs over OACLs.
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Learning and uncertainty. One plausible confound is that participants may have been

uncertain about the value (e.g. the quality or usefulness) of the endowed good at first,

and had a chance to learn over the course of the week. This seems unlikely to explain all

our findings. First, we identified and used common durable goods that were familiar to

participants, and asked them to carefully examine the items before making any decisions.

By design, we thus tried to reduce the scope for learning or surprises. Second, under

rational beliefs and learning, one would expect some people to update positively and

others to update negatively from experience. Instead, 96 percent of participants displayed

WTA > WTP, which is difficult to reconcile under rational learning.20 Third, participants

themselves predicted having a substantially higher WTA in the future than their current

WTP. It is difficult to explain why people would predict systematic positive updating over

time regarding the inherent quality of each item. Some sophistication about loss aversion or

the endowment effect more broadly appears more plausible.21 Fourth, Appendix Figure 4.2

reports that we find similar degrees of preference for SACLs over OACLs across all four

endowed goods, despite differences in technological complexity and therefore the likely

scope for learning. Fifth, many participants already owned one or more of the endowed

goods, or had owned them in the past, but had some use for an additional unit. We find a

similar preference for SACLs among such participants, who would presumably have lower

uncertainty and scope for learning (Table 2.4 Column 2).

We cannot rule out that learning plays some role in our findings. However, it seems

implausible that learning causes nearly all participants to update positively, unrelated to

their past experience with such goods, and similarly across all four goods despite differences

in their complexity. One possibility is that people in our context generally systematically

under-estimate the utility of goods before they own them. If so, we would argue that this

comprises an alternative psychological foundation for the endowment effect.

20It could be that ownership of an asset itself affects attention and learning, as in Hartzmark et al. (2021).
Biased learning and thus over-valuation of owned goods could be a plausible alternative mechanism for the
endowment effect in our experiment.

21Participants may correctly anticipate resolution of uncertainty over the week, and thus risk averse partici-
pants may anticipate higher WTA than WTP on average. But rationalizing such a large gap with WTA about 4
times higher than WTP would require large baseline uncertainty under reasonable risk preferences, which in
turn is hard to square with over 95 percent of participants having WTA greater than WTP. High uncertainty
should imply a substantial share of borrowers end up with negative learning shocks.
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Fixed costs and complementary investments. Another potential confound is a fixed cost

associated with taking home and using the endowed good. Once such a cost has been

sunk, borrowers will place greater value on holding on to the item. With this confound

in mind, we chose items that should have little to no fixed costs associated with them.

Importantly, by the time there is a chance for borrowers to default on the loan and have the

collateral repossessed, one would expect any such fixed costs to also be sunk for the new

asset financed using the loan. Therefore, this should not drive a difference in preference

for SACLs and OACLs. A similar explanation applies to a possibility that people may have

invested in goods complementary to the endowed item over the week.

Hedging. One reason to prefer SACLs, only relevant if there is greater uncertainty about

the new financed item than the endowed item, is that if the new item turns out to be defective,

a borrower would prefer to default and give up the new item rather than the endowed item.

We used durable items, so do not believe there was much scope for participants to believe

the items might break, but we cannot entirely rule this out. However, this mechanism does

not explain the misprediction of future WTA and OACL take-up. And note that there is also

a force in the opposite direction: if the endowed good breaks, a borrower would prefer to

default on an OACL and return the worthless endowed good.

Another way in which uncertainty and hedging motives could affect demand is if bor-

rowers perceive a correlation between financial shocks (which affect the ease of repayment)

and the returns to using the new item. For instance, in case a cow falls sick, farmers face a

negative transitory income shock, and milk cans also become less useful. Once again, this

argument should apply equally to both the new item and the endowed good, so it is not

clear this would generate a preference for SACLs per se. Moreoever, since the items we use

are durable goods, short-run fluctuations should not matter very much.

Complementarity or substitutability of items. Whether the endowed item and the new

financed item are complements or substitutes should also not bias our results. If the new

item financed by the loan is a complement to the endowed item, borrowers’ valuation of

both items will increase symmetrically, which will not result in a gap in OACL and SACL

valuation. A similar argument applies to the case when the items are substitutes. Empirically,

controlling for fixed effects for pairs of endowed and new items does not change our results,
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as shown in Table 2.3 Columns (5) and (6).

Social norms against selling gifts. Recall that 62% of participants were unwilling to sell back

the endowed item to us at the prices we offered. We asked qualitative debriefing questions

to investigate why. One concern was that the item may have been seen as a gift from the

researchers or the SACCO, and participants might have thought it inappropriate to sell a

gift. We had emphasized that the endowed item was compensation for participation, and

clearly specified that selling the item was fine and entirely their choice. Reassuringly, in

debriefing questions, only 5% of those who refused to sell mentioned regarding the item as a

gift or expressing that it would be rude to sell the item. A vast majority of participants (88%)

instead explained their unwillingness to forfeit the item by describing the “importance" or

“value" of the item to them. About 21% directly cited an “attachment” they had developed

or an unwillingness to sell any item that was “already at home” or “already being used” as

a reason not to sell the item back to us in the WTA exercise.22 Of course, even if participants

had been hesitant to directly sell the endowed item, they may have been comfortable using

it as collateral.

Already-sold endowed items. Another possibility we probed was whether participants had

already sold or bartered the item in between the first and the second session, and thus were

simply unable to sell it or provide it as collateral. This turns out to be very uncommon.

Resale markets for these items appear to be thin or non-existent. And participants knew

that they had the opportunity to use the endowed item as collateral, giving them incentives

to hold on to the item. Only one person reported having bartered the item during the week

between sessions.

Intra-household frictions. We also consider whether a preference for SACLs could be driven

by intra-household frictions. For example, some items are more likely to be used by the

borrower or instead by their spouse, given local gender norms. One could imagine that

borrowers are more or less willing to pledge an asset used by their spouse. In Column (8) of

Table 2.4, we add a control variable indicating whether the endowed item is more likely to

be used by the respondent or their spouse. Our point estimate suggests that participants

22About 12% also cited a preference for illiquid assets in explaining their decision not to sell, for example by
expressing fears of squandering the cash from selling the asset. Of course, this does not apply to promising the
item as collateral.
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have a stronger preference for SACLs when they are likely to be using the endowed item

themselves. This difference is not statistically significant, and a preference for SACLs over

OACLs is seen in either case.

Confusion. Finally, it is unlikely that the result in Table 2.2 is driven by confusion about

the experiment or the loans. Detailed comprehension checks showed that participants had

an excellent grasp of the loans and the price elicitation method. Participants were required

to correctly explain the terms of two loans back to the enumerator before stating their

willingness to pay. Moreover, in Column (6) of Table 2.4, we show that the preference for

SACLs over OACLs does not differ by education level.

2.4 Model

In this section, we present a simple model of borrowers’ loan take-up decisions under the

endowment effect and naivete. We model the endowment effect as being due to loss-aversion

relative to reference points. We assume status-quo reference points: goods possessed by the

borrower at the beginning of a period are in their reference point.23 Naivete is modeled as

an agent underestimating how their reference point will update over time when they come

to possess (or lose) a good. We designed our experiment around this model, with a view to

structurally estimating its key parameters.

2.4.1 Set-up

Utility function. Agents have the utility function Ut = U(ct|rt) + wt, where ct is consumption

of the goods used in the experiment, rt is the reference point to which this consumption is

compared, and wt is all other consumption (which is the numeraire good). U(ct|rt) captures

reference-dependent preferences, for which we adopt the formulation of Kőszegi and Rabin

(2006). Specifically, Ut = U(ct|rt) = m(ct) + n(ct|rt): agents earn classical consumption

utility m(ct) from consuming the good, and also might feel a sense of gain or loss relative to

23Rational expectations-based reference points à la Kőszegi and Rabin (2006) can also generate higher take-up
of SACLs compared to OACLs. However, given their assumption of rational expectations, they cannot explain
the mispredictions that we observe in the data. A model of reference points with non-rational expectations is
likely to be able to explain the main results, at least qualitatively.
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the reference point, n(ct|rt). As in Kőszegi and Rabin (2006), we assume that consumption

utility is additively separable across dimensions m(ct) ≡ ∑K
k=1 m(ctk) ≡ ∑K

k=1 ctkVk, k ∈

{E, S, O}24 where ctk = 1 if agents own item k, zero otherwise. The gain-loss component

of utility is tied directly to consumption utility and is also additively separable across

dimensions: n(ct|rt) ≡ ∑K
k=1 µ(m(ctk)−m(rtk)), where µ has the properties of the Kahneman-

Tversky (1979) value function. For simplicity, we follow Kőszegi and Rabin (2006) and

assume µ to be a piece-wise linear function. Because all of our results are driven by the sense

of loss, to make the model’s predictions easier to interpret, we make a further simplification

by suppressing the sense of gain, so that µ(x) = 0 if x ≥ 0 and µ(x) = λx if x < 0.25 The

parameter λ > 0 represents the additional weight the agent places on losses relative to gains

(and consumption utility). The agent seeks to maximize her total expected (undiscounted)

utility across the current period and future periods.

Timing and reference points. We consider status-quo reference points (Kahneman and

Tversky, 1979; Kahneman et al., 1990). Our simplified model has three periods. The agent’s

reference point changes between each period as ownership of the endowed item and the

loaned item changes. An agent’s initial reference point in period zero, before they are

endowed with any item, is r0 = (0, 0). Here, the first element indicates whether the agent

owns the endowed item and the second element indicates whether the agent owns the item

offered using a loan. After being endowed, her reference point becomes r1 = (1, 0) in period

1. If she takes up a loan, then the reference point will be r2 = (1, 1) in period 2. Figure 2.5

below presents the timeline of the model.

When she is making the loan take-up decision, the agent may not fully anticipate that the

new asset will enter her reference point fully once purchased. She may project her present

preferences, including her present reference point, onto her future state. Let Ûτ
t denote self

t’s prediction of her future self τ’s utility (t ∈ {0, 1}, τ > t). Following Loewenstein et

al. (2003), we incorporate projection bias into our model by assuming the utility function

24E denotes the endowed item, S the new item offered using a SACL, and O the new item offered using an
OACL.

25Suppressing the sense of gain is essentially redefining the consumption utility. In Appendix 4.2.1, we
establish a mapping between parameters in our model with parameters in a standard Kőszegi and Rabin (2006)
model.
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Figure 2.5: Timeline of the Model

Ûτ
t = (1 − α)U(cτ|rt) + αU(cτ|rτ) + wτ. With this formulation, α parameterizes the agent’s

degree of projection bias. If α = 1, the person has no projection bias, predicting perfectly

how her reference point will adjust when she acquires a new asset. In our setting, it can be

shown that Ûτ
t = U(cτ|(1 − α)rt + αrτ) + wτ,26 so that an agent who suffers from projection

bias expects her reference point to be rτ
t = (1 − α)rt + αrτ, which is a convex combination

of her current reference point (rt) and her actual future reference point (rτ). This allows us

to represent the agent’s preferences using the simplified expression Ûτ
t = U(cτ|rτ

t ) + wτ.

26To verify this, we only need to check whether this holds when rt ̸= rτ . The conclusion is obvious when the
reference point does not change. We also need to assume that m(ctk) = ctkVk holds even when ctk ∈ (0, 1). Then
it can be shown that when rt = 0, rτ = 1, cτ = 0, U(0|α) = (1 − α)U(0|0) + αU(0|1); when rt = 0, rτ = 1, cτ = 1,
U(1|α) = (1 − α)U(1|0) + αU(1|1). Similar results hold when rt = 1, rτ = 0. Note that this expression is not
universally true, but in our case, this equation holds because goods are discrete and ct and rt only take values
of 0 and 1.
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The agent faces a probability of defaulting on the SACL and OACL of dS and dO, respec-

tively. These parameters represent the individual’s true ex-ante probability of default of each

type of loan. However, at the stage of making loan take-up decisions, what matters is not

the true default probability but rather the agent’s beliefs about their probability of defaulting

about, which we denote by d̂S for the SACL and d̂O for the OACL. These parameters can

differ in value from dS and dO, as borrowers may underestimate or overestimate their

likelihood of defaulting.For now, we leave the perceived default probability as exogenous

(say, determined entirely by income shocks), and assume that d̂S = d̂O = d̂. In Appendix

4.4, we instead derive a life-cycle consumption model with income risk and endogeneous

default with OACLs and SACLs.

2.4.2 The Model’s Predictions

The model allows us to derive expressions for each of the valuations and predictions we

elicited in the experiment. Detailed derivations are included in Appendix 4.2.

WTP for four items. We elicited the baseline willingness to pay for each item. This gives

us the initial valuations for each of the endowed item, the SACL new item, and the OACL

new item:

WTPitem
k = Vk − c, k ∈ {E, S, O} (2.2)

We add the parameter c ≥ 0 to account for the possibility that participants face liquidity

constraints or are not yet familiar with the BDM procedure and therefore understate their

valuation of the items.

Actual and predicted WTA for the endowed item. We elicited the actual willingness to

accept in period 1, when the endowed goods had fully entered the reference point. At this

point, the agent’s valuation of the item includes their consumption value and the amount

they would pay to avoid losses from losing the item, so that her willingness to accept is:

WTA = (1 + λ)VE (2.3)

We also elicit participants’ predicted WTA at period 0, before they are endowed with

the item. This predicted WTA will depend on the agent’s perceived reference point, which
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under projection bias is r1
0 = (1 − α) · 0 + α · 1 = α.27 So the agent’s predicted WTA prior to

being endowed with the item is:

ŴTA = (1 + αλ)VE (2.4)

Combining these two expressions, we write the difference between predicted and actual

WTA as WTA − ŴTA = (1 − α)λVE. This shows that if the agent is loss averse (λ > 0) and

subject to projection bias (α < 1), she will underpredict her future WTA for the endowed

item.

Demand for SACL and OACL. A borrower who takes up a SACL will own both the

endowed item and the new item if they repay the loan, but if they default, the new item

is repossessed. In contrast, under OACLs, if borrowers fail to repay the loan, the endowed

item is repossessed instead.

Borrowers who suffer from projection bias underestimate their future attachment to the

new item, and therefore under-value the sense of loss upon losing the new item, which

drives up their demand for SACLs. When a borrower considers taking up such a loan, their

perceived equivalent reference point is r2
1 = (1 − α)(1, 0) + α(1, 1) = (1, α). A greater α

implies that the borrower is more aware that the new item will enter their reference point.

A borrower’s expected utility from taking up a loan is the sum of the expected utility if

they do not default and if they do default, weighted by their perceived probability of each

scenario. If the agent does not take up a loan, she still keeps the endowed item but does

not receive a new item. As the loan price increases, taking up loans becomes less attractive.

When the price reaches the agent’s willingness to pay, the utility from loan take-up is equal

to the reservation utility, and she is indifferent between taking the loan and not.

Using the utility function described in Section 2.4.1, we can derive expressions for the

agent’s WTP for each loan in terms of the model’s parameters:

WTPS = − d̂
1 − d̂

(1 + αλ)VS︸ ︷︷ ︸
Utility penalty from losing collateral (new item)

+
1

1 − d̂
VS︸ ︷︷ ︸

Utility gain from getting new item

(2.5)

27For simplicity, we assume the predicted utility is equal to the decision utility that agents maximize if they
are asked to commit to their predictions. We also assume that people are naive about their projection bias.
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WTPO = − d̂
1 − d̂

(1 + λ)VE︸ ︷︷ ︸
Utility penalty from losing collateral (endowed item)

+
1

1 − d̂
VO︸ ︷︷ ︸

Utility gain from getting new item

(2.6)

Here, we can see the agent’s willingness to pay for a SACL (i) is independent of VE, the

value placed on the endowed item; (ii) increases in VS, the value placed on the new item

financed by the SACL28; (iii) decreases in λ, loss aversion; and (iv) decreases in α, the extent

to which the agent understands how her reference point will update. The willingness to pay

for an OACL (i) decreases in VE, the value placed on the endowed goods; (ii) increases in VO,

the value placed on the new item financed by the OACL; (iii) decreases in λ, loss aversion;

and (iv) decreases in α, the extent to which the agent understands how her reference point

will update (i.e. increases with projection bias).

The difference between willingness to pay for SACL and OACL, which is our primary

object of interest, is due to the different utility penalties in the case of default. The agent

prefers SACL to OACL because she believes it will feel less painful to lose the new item

being purchased, which has not fully entered her reference point. Suppose, for simplicity,

that her initial valuation of all three items is the same (VE = VO = VS = V). In this case, it is

easy to see that WTPS − WTPO = d̂
1−d̂

(1 − α)λV > 0, meaning the agent will pay more for

an item when she can finance it using a SACL rather than an OACL. This preference for

SACL compared to OACL (i) increases in λ, loss aversion; (ii) decreases in α (increases in

projection bias); and (iii) increases in d̂, perceived default rates.

(Mis)prediction of Future Demand for SACL and OACL. As described in Section

2.3.2, we elicited participants’ predictions of their future willingness to take up loans at

period 0, before they were given the endowed item to take home with them. As before,

we model predicted utility as equal to decision utility and assume that the agent is naive

about her projection bias. From the standpoint of period 0, the agent’s perceived equivalent

reference point is r2
0 = (1 − α)(0, 0) + α(1, 1) = (α, α) if she takes up either of the loans, and

is r2
0 = (1 − α)(0, 0) + α(1, 0) = (α, 0) if not. As previously, we can solve for the predicted

SACL and OACL WTP by setting the expected utility from the loans equal to the agent’s

28This holds when λ and α are within reasonable ranges. If either parameter is relatively big, willingness to
pay for a SACL may decrease in VS.
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reservation utility and solving for the price, which gives:

ŴTPS = − d̂
1 − d̂

(1 + αλ)VS +
1

1 − d̂
VS (2.7)

ŴTPO = − d̂
1 − d̂

(1 + αλ)VE +
1

1 − d̂
VO (2.8)

If the items are all valued equally (VE = VO = VS), these two terms are equivalent:

ŴTPS = ŴTPO. That is, as long as the items for sale using the loans are of equal value to

the agent, then she predicts that she will be willing to pay the same amount using each loan.

At period 0, the has not been endowed with any item, so she underestimates her future

attachment to both items equally. This makes the period-0 self indifferent between a SACL

and an OACL.

Comparing an agent’s predicted loan WTP with their actual WTP for that loan, we have

ŴTPS − WTPS = 0, ŴTPO − WTPO = d̂
1−d̂

(1 − α)λVE > 0. Agents who are loss averse and

projection biased will correctly predict their willingness to take up a SACL because the

new item does not fully enter their reference point until after the loan take-up decision,

so that their reference point is the same at the time of the prediction and the take-up

decision. However, the agent will overpredict their willingness to pay for an OACL, because

the period-0 self underestimates period-1 self’s attachment to the endowed item. This is

consistent with the reduced form results on projection bias presented in Section 4.

2.5 Structural Estimation

Our experimental design allows us to estimate structural parameters for loss aversion,

projection bias, and the valuation of each item. This gives us estimates of behavioral

parameters that have been the focus of research in laboratory settings. Our estimates are

unusual in that they come from decisions participants made about actual financial products

offered by a lender in a real-world setting.

2.5.1 Classical Minimum-Distance Estimation

We use classical minimum-distance estimation, where we identify a set of moments in the

data and then find the parameter values that minimize the distance between the moments
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predicted by the model and the empirical moments. The optimization problem we solve is:

min
θ

(m̂ − m(θ))′W(m̂ − m(θ))

where θ = (α, λ, d̂, µV , σV) is the vector of parameters we estimate in the benchmark case.

As in the model in Section 5, α characterizes the agent’s level of projection bias; λ is the loss

aversion coefficient; d̂ is the perceived default rate; and the auxiliary parameters µV and σV

are the mean and standard deviation of item valuations, respectively, assumed to be drawn

from a lognormal distribution.29 m̂ is a vector of empirical moments from the data, m(θ) is

a vector of model-predicted moments, and W is a weighting matrix. In the benchmark case,

the estimation moments include the means and standard deviations of the willingness to

pay for SACL and OACL, the means of predicted willingness to pay for SACL and OACL,

the mean of WTA, and the mean of ŴTA. We exclude means and standard deviations of

the observed baseline WTP for each item to eliminate concerns that the measurement of

the baseline WTP may be biased due to liquidity constraints or trust issues. We vary the

moments we use and the parameters we estimate as robustness checks. Our choice of the

weighting matrix is the inverse of the diagonal of the variance-covariance matrix of the

moments. In Appendix Table 4.4, as a robustness check, we present structural estimation

results with the identity weighting matrix.

2.5.2 Identification and Results

To make our estimation process transparent, it is important to understand which moments

identify which parameters. Here, we describe the intuition behind how each of the parame-

ters of interest are identified, and present expressions for each in terms of the moments of

our data.

Projection bias. The projection bias parameter, α, is identified from the difference between

participants’ willingness to accept for the endowed item after one week of ownership and

their predicted willingness to accept prior to ownership. Because participants do not own

the item at the baseline, they undervalue their future attachment to the it due to projection

29Due to randomization, we can assume that the average valuations for three items are the same.
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bias.30 A caveat is that we are only able to measure projection bias over the endowed goods,

which borrowers own at the time of our second session. We cannot identify projection bias

from the new items because participants do not own these items until after our second (and

final) study session, and participants’ reference points over these items should therefore not

be expected to change during the study.

Loss aversion. Loss aversion is identified by the difference between WTA and WTP for

the endowed item. Estimating loss aversion using the wedge between WTA and WTP is

standard in the empirical literature (e.g. Kahneman et al. 1990).31

Perceived default rates. Mispredicting future reference points drives a wedge between

WTP for SACL and OACL, but only in the case of default. In the most extreme case, if

a borrower thinks that there is no chance of default, a loan’s collateral will be irrelevant,

and even the most loss averse or projection biased borrowers will be indifferent between

SACL and OACL. Conversely, a higher perceived likelihood of default makes the loan’s

collateral more relevant and drives a wedge between SACL and OACL WTP for loss averse,

projection biased borrowers. In this way, the percieved default rate can be identified from

the difference in WTP between SACL and OACL, combined with the difference between

WTA and predicted WTA for the endowed item.32

30We use the model from Section 5 to solve for the projection bias parameter in terms of the moments observed
in our data to find that α = (ŴTA − VE)/(WTA − VE). If three items are valued equally (VE = VO = VS = V),
α is also identified as α = (V − WTPS)/(V − WTPO). One can also identify α without knowing the baseline
valuation of the items, α = (ŴTA − WTPS)/(WTA − WTPO).

31In terms of the empirical moments, the loss aversion parameter, can be expressed as λ = WTA/VE − 1.
If three items have the same valuation (VE = VO = VS = V), λ can also be expressed as λ = (1/d̂ − 1)(1 −
WTPO/V). We can also identify λ without knowing V, as λ = (WTA−WTPO)(WTA− ŴTA)/(WTPS ·WTA−
WTPO · ŴTA).

32In terms of the moments observed in the data, the default rate can be expressed as d̂/(1 − d̂) = (WTPS −
WTPO)/(WTA − ŴTA), given that three items are valued equally.

71



Ta
bl

e
2.

5:
St

ru
ct

ur
al

Es
tim

at
io

n
R

es
ul

ts

(1
)

(2
)

(3
)

(4
)

(5
)

(6
)

Be
nc

hm
ar

k
In

cl
ud

e
Ba

se
lin

e
W

TP
N

ot
us

in
g

lo
an

pr
ed

ic
ti

on
Su

bs
am

pl
e

N
ot

to
pc

od
ed

Fi
xe

d
d

=
10

%
no

W
TA

Fi
xe

d
d

=
10

%
no

Ŵ
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Table 2.5 displays the estimation results under different conditions. In addition to

reporting parameters we directly estimate, we also report implied parameters (loss aversion

λ and projection bias α) in the standard KR model and the implied mean and standard

deviation of the item valuation. Column (1) displays the results of the benchmark case.

People have projection bias over the endowment effect: they under-value their future

attachment to the item they currently do not own by about 50%. λ equals to 2.8 (implied

KR λ = 4.6), indicating strong aversion to losses. The perceived default probability estimate

is 5.5%. In Column (2), we include means and standard deviations of baseline WTP and

estimate an additional parameter, the liquidity cost c in the baseline WTP. We can see

that main parameter estimates do not change much. In Column (3), we exclude the loan

prediction moments and find that the results do not change substantially. In Column (4),

we restrict the sample to people who are not topcoded in either WTA or ŴTA and find a

significantly lower loss aversion λ for this subsample. In Columns (5) and (6), we fix the

perceived default rate to 10%, which is equal to the mean of participants’ self-reported

default rates, and exclude WTA (Column (5)) or ŴTA (Column (6)) to see how topcoding

affects our results.33 The estimated loss aversion parameters are lower in these two columns

than the benchmark case.

Our estimated loss aversion (λ = 4.6, s.e.0.3) is higher than that typically found in

laboratory experiments (e.g., 3.4 in Sprenger, 2015; 3 to 4 in Gächter et al., 2021; 3 in

Abdellaoui et al., 2007; 2.6 in Pennings and Smidts, 2003; 2.4 in Booij et al., 2010), but within

the range of recent field estimates. For example, in the job search setting, DellaVigna et al.

(2017, 2020) find that the loss aversion parameter of job seekers is in the range of 2.7 to 4.5.

Andersen et al. (2021) model sellers’ listing decisions in the housing market and their λ

estimate is around 1.5. The loss aversion level of cab drivers when they are making labor

supply decisions is estimated to fall in the range of 1.2 to 5 (Thakral and Tô, 2021; Crawford

and Meng, 2011). Engström et al. (2015) find that when filing tax returns, tax payers’ loss

aversion level ranges from 3 to 5, depending on their gender.34

33For the model to be identified, when we exclude one of WTA and ŴTA, we need to fix the default rate.
The model can not be identified if we exclude WTA and ŴTA at the same time.

34Note that we have transformed original λ estimates in the literature whenever necessary, so that they
are comparable to our estimate. Specifically, Thakral and To (2017) and Crawford and Meng (2011) estimate
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To test the goodness of fit and to show the significant roles loss aversion and projection

bias play in the theory, we compute the theory-implied moments using parameter estimates

of the full model (the benchmark case), the model without loss aversion (λ fixed at 0), and

the model without projection bias (α fixed at 1). We compare the moments under these

conditions with their empirical counterparts. Figure 2.6 visualizes the results. The full model

fits the empirical data well; the other two models do not.

An important caveat of our structural estimation is that we are unable to perform

heterogeneity analysis because WTA and ŴTA are top-coded for a significant share of

participants.

2.6 Discussion of Borrower Welfare and Policy Implications

The previous sections established that borrowers prefer SACLs to OACLs due to the

endowment effect. We now turn to discussing the welfare implications of offering SACLs to

consumers who either (i) currently have access only to OACLs (assuming they possess some

collateralizable asset), or (ii) have no access to credit (e.g., because they do not possess any

collateralizable assets). Our goal is not to reach definitive conclusions about welfare in our

specific experiment, but instead to illustrate the underlying issues. We focus on borrower

welfare, assuming lenders charge the same for SACLs and OACLs.35 We work through the

full lifecycle model for welfare analysis in Appendix 4.4 and discuss the insights from that

analysis here.

We begin by discussing welfare under our benchmark model, as set out in Section 2.4.

In this model, default was exogeneous, as would be case if income shocks were extreme.

We also assumed that borrowers develop an endowment effect over the new financed item

before paying it off—just as they did with the randomly-endowed item, and consistent

loss aversion and weight of gain-loss utility jointly, so we impose the same weight on consumption utility
and gain-loss utility and report the corresponding λ estimates. Gächter et al. (2010), Abdellaoui et al. (2007),
Pennings and Smidts (2003), Booij and van de Kuilen (2006), Engström et al. (2015) assumes people only have
gain-loss utility. A loss aversion of λ in their models translates into a loss aversion of about 2λ − 1 in our model,
keeping the ratio between utility from losses and equivalent gains constant. Anderson et al. (2020) estimate η
and λ separately, but their η estimate is close to 1, so we report their original λ estimate here. DellaVigna et al.
(2017, 2020) set η to be 1, so their original estimates and ours are directly comparable.

35This would be the case in a competitive credit market, if SACLs and OACLs have the same default rates.
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Figure 2.6: Goodness of Fit under Alternative Model Specifications
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Notes: Figure 2.6 compares the empirical moments with theoretically predicted moments calculated from
parameters that are estimated using three different models: the full model, the model with λ fixed at 0 (no
endowment effect), and the model with α fixed at 1 (full sophistication).

with the similar repayment rates under SACLs and OACLs. Introducing SACLs in this

environment reduces borrower welfare compared to offering OACLs (Case 1 in Appendix 4.4).

The intuition is straightforward: borrowers prefer SACLs to OACLs under this model only

because they underestimate their future endowment effect. Borrowers who would accept

an OACL would weakly prefer a SACL because they incorrectly anticipate less pain from

default, but ex-post will incur the same sense of loss as if they had used an OACL. Their

welfare is unaffected by the introduction of SACLs. However, some borrowers (with lower

values V of the new asset, more naivete, or higher loss-aversion) would decline an OACL

but accept a SACL, and then face greater-than-anticipated loss utility upon defaulting on the

loan. Assuming that the social planner values experienced utility—including the disutility
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from losing an item due to the endowment effect—such borrowers have sub-optimally high

take-up of SACLs and suffer welfare losses. If, instead, OACLs are unavailable (for instance,

because borrowers do not have appropriate collateralizable assets), SACLs reduce welfare

only if borrowers are sufficiently naive and loss averse; otherwise, SACLs increase welfare,

because they make it possible for customers to borrow.

The benchmark model assumed that borrowers experience loss utility −λV from losing

an asset with baseline value V. Here, V can be thought of as the discounted stream of utility

from using the durable item. Implicitly, the benchmark model assumed that borrowers

feel a sense of loss in each period after they lose the collateral. Introspection suggests that

this is an overly pessimistic assumption. Our experiment showed that reference points do

adjust—people become attached to new assets within a week. It is plausible—although

not established by our experiment—that they will similarly come to adjust to the loss of

the collateral.36 In Appendix 4.4, we therefore extend the benchmark model by allowing

experienced loss utility to be scaled by a parameter γ ∈ [0, 1]. This represents the ‘persistence’

of the reference point upon loss of a durable good.37

Incorporating this assumption changes our welfare analysis by capturing the intuition

that take-up of OACLs may be sub-optimally low due to the endowment effect. A borrower

who is naive about how their reference point adjusts will underestimate the extent to which

they will “get over” the loss of endowed collateral, and will thus undervalue OACLs relative

to their actual experienced utility.38 Now, offering SACLs can actually increase welfare

relative to OACLs. This is a case of “two wrongs making a right”: borrowers underestimate

how attached they will get to the new financed asset, which counteracts their tendency to

later overestimate how bad they will feel to lose the asset upon default. Case 2 in Appendix

4.4 works through this logic. Introducing SACLs leaves the welfare of borrowers who would

36As the singer Grace Carter notes, “It don’t hurt like it used to.”

37As we demonstrate in Appendix 4.4, in a model with multiple consumption periods, this parameter can
be micro-founded as the speed with which the reference point updates upon losing an asset. If γ = 0, the
reference point adjusts instantly and no loss is experienced. If γ = 1, a sense of loss is experienced in every
period subsequent to the loss, and we return to the benchmark model.

38This provides a rationale for why a policy-maker may not want to respect loss aversion over durable goods
in welfare calculations. People may act as if they are highly loss averse, but ex-post may not feel the sense of
loss for as long as they anticipated.
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have taken up an OACL unchanged but it affects the welfare of new borrowers who would

only take up SACLs. The sign of the welfare effect depends upon the speed of adjustment of

reference points in case of default. If reference points adjust slowly enough, SACLs reduce

welfare compared to OACLs, just as in the benchmark model. If instead reference points

adjust quickly enough, SACLs increase welfare.39

Finally, in Case 3 in Appendix 4.4, we consider a full-fledged lifecycle consumption

model with OACLs and SACLs, where consumers face income risk and make endogeneous

loan repayment decisions. In this model, overestimating the duration of loss leads to an

additional distortion in the case of OACLs: borrowers default less than they optimally

should. Since they overestimate how bad it will feel to lose the collateral, they save up more

in advance and give up more consumption than is justified by their experienced utility.

Their repayment plan is time consistent, but does not involve ‘enough’ default. This force

is weakened in the case of SACLs, as above, since borrowers fail to anticipate fully how

attached they will get to the new item. Even with SACLs, borrowers will sometimes—when

income shocks are moderately negative—repay more than they anticipated at the time

of loan take-up, since they become more attached to the new asset than they anticipated.

Further, they would have failed to save enough for this state, and their time-inconsistent

repayment induces substantial welfare losses.

Unlike Cases 1 and 2, in this environment, introducing SACLs changes the welfare

of both new borrowers and of borrowers who would have taken up an OACL. Working

through this case, we show that when γ is relatively small (reference points adjust quickly)

or when income shocks are extreme (and therefore repayment under SACLs is as anticipated

by borrowers), SACLs increase welfare compared to OACLs. Borrowers who would have

taken up an OACL prefer a SACL, and ex-post are better off since they do not over-repay as

much as with the OACL.40 Some borrowers who would not take an OACL will take a SACL

and will be better off than they would without a loan. In contrast, if γ is relatively large

39Specifically, if γ < α, SACLs increase welfare. Otherwise, SACLs will increase the welfare of additional
borrowers whose valuation is relatively high and decrease the welfare of additional borrowers whose valuation
is relatively low.

40Specifically, they will save less as they anticipate defaulting in bad states of the world, and will stick with
this plan.
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(reference points adjust slowly) or when income shocks are moderate (such that borrowers

may repay more than anticipated under SACLs), welfare is reduced under SACLs compared

to OACLs.

To summarize, in our model, while consumers prefer SACLs over OACLs due to the

endowment effect and naivete, the welfare consequences of SACLs are ambiguous. How

quickly reference points adjust upon losing an asset plays a crucial role. If this adjustment is

fast—as was the case when we endowed subjects with the randomly assigned assets—then

SACLs are more likely to increase welfare relative to OACLs. However, it is important for

policymakers to be aware of the potential for SACLs to reduce borrower welfare, since

consumers’ preference for SACLs is driven by a misprediction about their own future

preferences.

2.7 Conclusion

In this paper, we provided experimental evidence that the endowment effect drives down

demand for loans collateralized using a borrower’s existing assets. Instead, borrowers prefer

loans collateralized by the same asset being financed, since they are not (yet) attached to the

collateral. Once a borrower acquires the asset, however, they may come to be attached to it

and work hard to repay the loan. Same-asset collateralized loans may thus increase demand

for loans while still controlling moral hazard. This might partly explain their ubiquity—in

rich countries—even when borrowers own other assets.

Same-asset collateralized loans have the potential to increase real investment. They

extend financing to individuals who need credit but do not possess collateral. But even

when borrowers do possess existing assets which might serve as collateral, our results

suggest they will dislike placing them at risk of loss. Thus, assets which require financing

but which cannot themselves serve as collateral are less likely to be invested in, even when

borrowers have other collateral.

This argument points to an important interaction between the psychology we study—

which may be universal—and local market institutions. Lenders in developing economies

often face barriers to repossession. In such environments, lenders might insist on a limited set

of assets as collateral, such as land, jewelry, or cash deposits. This limits the scope for SACLs.
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The endowment effect might thus drive down investment more in contexts with high barriers

to repossession. More generally, the endowment effect could help explain the failure to take

up high expected return, risky investments as documented in the development economics

literature (Kremer et al. 2019). Potential investors may hesitate to take up investments that

place their existing assets at risk, even if they have a high expected return.

While SACLs have substantial potential to increase demand for credit and subsequent

investment, their welfare effects are ambiguous. On the one hand, they may improve

welfare by making credit available to those, especially the poor, who cannot accumulate

assets to provide as collateral. Take-up of loans collateralized using existing assets may be

sub-optimally low—even from the borrower’s private perspective—since borrowers may

underestimate how quickly their reference point will adjust and they will ‘get over’ losing

the collateral. In this case, the naivete which boosts demand for SACLs may be a blessing,

as it causes borrowers to foresee less of an endowment effect. However, it is important for

policymakers to be aware that SACLs may in some cases reduce welfare. Specifically, they

may expose borrowers to a higher-than-anticipated sense of loss and might induce them to

take excessively costly actions to repay loans when hit with negative income shocks.

Numerous open questions remain to be addressed in future work. We study relatively

small loans, although Jack et al (2022) find SACLs are also effective for much larger loans. It

also remains to be conclusively established that borrowers do come to develop an endowment

effect over the new financed asset while paying it off. While repayment rates are similar

between SACLs and OACLs in our experiment, it will be important to evaluate default rates

over a larger portfolio of loans where borrowers experience more realizations of income

risk. Finally, institutional and technological innovations that make SACLs easier to offer for

a wider variety of goods in developing countries—beyond our context of a trusted lender

with a strong relationship with borrowers—are another priority for research.
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Chapter 3

Time Preference, News Utility, and

Information Avoidance

3.1 Introduction

People often avoid information, even when it is (seemingly) useful and free (see Golman

et al. (2017) for a review article with examples from empirical research). Recent theoretical

work in psychology and economics posits that people’s beliefs and information may directly

enter into their utility function, beyond their instrumental value. For example, decision

makers may experience anticipatory utility from their expectations about the future and

will therefore seek positive information about the future and avoid negative information in

order to maintain a sense of optimism (Brunnermeier and Parker, 2005). They may also seek

or avoid information in attempt to overcome self-control problems and maintain motivation

(Bénabou and Tirole, 2002) .

In this paper, I study whether the psychological costs associated with revealing uncer-

tainty lead people to habitually put doing so, leading to information avoidance. I extend

the work of Kőszegi and Rabin (2009) to generate a model where information avoidance

arises when loss aversion over news about future welfare is combined with time-inconsistent

preferences (present bias). This model generates predictions that fit with common intuitions

about how people evaluate new information in expectation. To study these predictions,

I present pilot evidence from surveys about HIV testing in Nairobi, Kenya and diabetes
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testing in Chennai, India.

The model of this paper builds upon Kőszegi and Rabin’s work on expectations-based

reference-dependent preferences (Kőszegi and Rabin, 2006, 2007, 2009). Kőszegi and Rabin

(2009) propose that people experience a sense of gain or loss when they update their beliefs

about future consumption. That is, when people update their priors about the probability

of a positive or negative event in the future, they experience loss aversion relative to a

reference point: their previous priors. This updating then changes their reference point, so

that gain-loss utility over future news is experienced relative to their updated priors.

One key element of this model is that this “prospective" gain-loss utility is discounted

based on the distance between the news about an event and the realization of the event.

That is, if I learn today that I will experience a decrease in consumption tomorrow, the sense

of loss I will feel today is larger than the sense of loss I will feel if I learn today that I will

experience an equivalent decrease in consumption one year from now. This has important

implications for people’s preferences over the timing of news. Kőszegi and Rabin’s model

implies that if given the option, people will prefer to receive new sooner rather than later.

They will also prefer to receive bits of information all at once rather than spread across

time, so as to minimize the marginal disutility associated with bad news (which, due to loss

aversion, hurts more than good news).

This result is in some ways intuitive, and in others surprising. It is natural to think that

news about imminent consumption may be felt more strongly than news about consumption

in the distant future, and this idea is consistent with traditional models of time discounting

of utility more generally. However, a large body of research on present bias shows that

people have time-inconsistent preferences, discounting future periods an additional amount

relative to the immediate present. Kőszegi and Rabin note that their model assumes time-

consistent preferences, noting that it is “likely that incorporating a time-inconsistent taste

for immediate gratification would substantially change some of our results, but we have not

explored how" (Kőszegi and Rabin, 2009).

In this paper, I will develop a theory that extends Kőszegi and Rabin’s 2009 model to

show how present bias changes their predictions about people’s preferences over news. The

motivating intuition is that if the fear of negative news outweighs the pleasure of positive
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news due to loss aversion, people who are present-biased may want to put off learning news,

even if it means the news hurts more when it is realized in the future. This contradicts the

model of Kőszegi and Rabin (2009), where people choose to learn news as early as possible.

In attempt to elucidate the theory, I will frame my model in the context of a real-world

example: people’s decision of whether to undergo blood testing for a medical condition. As

medical testing costs decrease and healthcare access improves in many parts of the world,

increasing attention is being focused on the psychological barriers to testing for conditions

such as HIV and diabetes, which have serious costs if undiagnosed and untreated. Medical

testing decisions fit well into the Kőszegi and Rabin framework. Prior to testing, people hold

beliefs about their probability of testing positive for a condition. Testing positive or negative

provides information about future utility. In addition to changing expectations about future

utility, this news likely influences contemporaneous utility. Relative to the possibility of

testing positive for a life-altering condition, a negative test may induce a sense of gain (the

relief of a negative result). Conversely, relative the prospect of testing negative, a positive

test will likely induce a sense of loss (the stress of a positive result). If losses loom larger

than gains, people who are present biased may habitually put off learning their status, even

if it has health implications in the future.

While there are many potential barriers to medical testing for conditions such as HIV

and diabetes, I will restrict my focus to modeling the role that news utility plays in testing

decisions. I present evidence using hypothetical choices over testing, with random variation

in timing of the components, to shed light on time preferences over HIV testing and diabetes

testing. I find evidence of substantial present bias over diabetes test results in urban Chennai,

India, but evidence of future bias (or a present bias and a preference for testing) over HIV

testing in Nairobi, Kenya.

3.2 Modeling News Utility

As in Kőszegi and Rabin’s 2009 paper (henceforth KR 2009), I build a model of preferences in

discrete time, where a decision maker lives T periods and seeks in each period to maximize

their utility. In each period, they realize a level of consumption that I will call ct, which is a

vector including all possible dimensions of their consumption.
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As a first step, I will lay out the main features of the KR 2009 model. This will provide a

foundation for the new model I develop. These models are built around a utility function ut,

which represents the decision maker’s contemporaneous welfare in period t. This utility

will include two components. The first is the decision maker’s consumption utility, which,

following KR 2009, I denote m(ct). This represents utility as it is conceived of in the

standard neoclassical (reference-independent) sense. The decision maker also experiences

a sense of gain or loss when they update their beliefs about their future consumption

utility. Again following KR 2009, I denote the decision maker’s beliefs in time t about their

future consumption in period as Ft,τ. Then, N(Ft,τ|Ft−1,τ) will denote the gain-loss utility

the decision maker experiences when they update their beliefs, comparing their new beliefs

(Ft,τ) to the reference point of their beliefs in the previous period (Ft−1,τ). This sense of gain

and loss will be derived from what KR 2009 describe as an “ordered comparison" of new

beliefs to previous beliefs. That is, the decision maker will evaluate the worst quantile of

outcomes they expect under their new beliefs to the worst quantile outcomes they expected

under their previous beliefs, and the second-worst quantile of outcomes under their new

beliefs to the second-worst quantile under their previous beliefs, and so on. 1

This can be expressed in terms of utility as:

N(Ft,τ|Ft−1,τ) =
∫ 1

0
µ

(
m
(

cFt,τ (p)
)
− m

(
cFt−1,τ (p)

))
dp (3.1)

where the decision maker evaluates a sense of gain or loss by comparing the consumption

utility of their new expected consumption level to the consumption utility of their previous

expected consumption level (weighted by the probability of each outcome and summed over

all possible outcomes). µ(.) is what Kőszegi and Rabin (2006, 2007, 2009) term the “universal

gain-loss utility function," which is assumed to satisfy the properties of reference dependent

preferences first formulated in Kahneman and Tversky’s prospect theory, such as a kink in

the slope at zero with a greater slope in losses than in gains (loss aversion), convexity in

losses, and concavity in gains (Kahneman and Tversky, 1979). Figure 3.1 shows the standard

value function from prospect theory, which µ(.) can be thought to represent.

1See KR 2009 for a fuller argument in favor of this formulation of gain-loss utility from news, and for
examples.
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Figure 3.1: Prospect Theory Value Function: µ(.)

KR 2009 posit that the decision maker will feel less strong of a sense of gain or loss

when they learn about news about their welfare at periods far in the future, relative to

news about their welfare in periods that are sooner. Therefore, they introduce a term γt,τ

that parameterizes how much news about time τ matters to someone in period t. Because

news matters less to people when it is about events further in the future, they assume

γt,τ ≥ γt−1,τ ≥ γt−2,τ...

Putting this all together, the decision maker’s utility in time t is:

ut = m(ct) +
T

∑
τ=t

γt,τ N(Ft,τ|Ft−1,τ), (3.2)

where the first term represents the direct consumption utility at time t, and the second

term represents the gain-loss utility they experience in time t from any news about future

utility. Note that this still allows for loss aversion over contemporaneous gains and losses,

as modeled previously by Kőszegi and Rabin (2006, 2007) and in work on loss aversion by

other authors. If someone is surprised by their level of consumption in time t, they will

experience a contemporaneous sense of gain or loss. But if the decision maker receives a

gain or loss that was previously expected, they will not experience loss aversion because

their reference point was their expectations and therefore the expected gain or loss does not

constitute a deviation from their reference point.

One subtle feature of this model is that it implies that people will always (weakly) prefer
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to resolve uncertainty sooner rather than later. This follows from two distinct assumptions.

The first is that people are loss averse: relative to the decision maker’s reference point

of their previous expectations, negative news outweighs positive news. This implies that

when a decision maker considers resolving uncertainty about their future, they anticipate a

reduction in welfare: the prospect of revealing negative news and feeling disappointment

always outweighs the prospect of revealing positive news and feeling relief. KR 2009 show

that this is true no matter the probability distribution of positive or negative outcomes. Even

if a positive outcome is far more likely than a negative outcome, ex ante, news is expected to

harm welfare. While the negative outcome is unlikely, the very fact that it is unlikely means

that if it occurs it will elicit an even greater sense of loss. The second assumption is that news

utility is felt less strongly as it relates to events farther in the future (γt,τ ≥ γt−1,τ ≥ γt−2,τ...).

Because in expectation news is always welfare reducing, second assumption this means

that the decision maker will always prefer to learn news as soon as possible, as resolving

uncertainty sooner weakens the expectation of loss that comes from the news.

This prediction is one of the main results of KR 2009. In the section that follows, I will

show that allowing the decision maker to have time-inconsistent preferences changes this

result. If people are present biased, they may habitually put off learning news, avoiding

information to avoid the sense of loss it may induce.

3.3 Incorporating Present Bias

From the standpoint of period t, the decision maker will seek to maximize their utility

in the current and all future periods. Because time preference is not the focus of their

paper, KR 2009 assume that the period t decision maker values the current and all future

periods equally, so that their objective function is simply the sum of their current and future

contemporaneous utilities:

Ut =
T

∑
τ=t

uτ

=
T

∑
τ=t

[
m(cτ) +

T

∑
i=τ

γτ,iN(Fτ,i|Fτ−1,i)
] (3.3)

I expand upon KR 2009 by incorporating time discounting into this model. Specifically, I
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adopt a beta-delta model of quasi-hyperbolic discounting, modeled as in David Laibson’s

canonical 1997 paper. In this model, in addition to discounting utility t periods in the

future by δt, the decision maker will exhibit an additional level of short-term impatience,

discounting all periods except for the immediate present by an additional discount term β.

This gives me the following expected utility function:

Ut = ut + β
T

∑
τ=t+1

δτ−tuτ

= m(ct) +
T

∑
j=t

γt,jN(Ft,j|Ft−1,j) + β
T

∑
τ=t+1

δτ−t
[
m(cτ) +

T

∑
i=τ

γτ,iN(Fτ,i|Fτ−1,i)
]
.

(3.4)

The contemporaneous utility portion of this function (period t consumption and news

utility) is identical to that of KR 2009. In the second part of the function, the decision

maker cares about their expected future consumption and prospective gain-loss utility

from future news, subject to quasi-hyperbolic discounting. If the gain-loss function N(.) is

specified as in KR 2009, the result that (unresolved) news utility is always welfare reducing

in expectation still holds. Whenever there is uncertainty, the prospect of the worst possible

outcome overshadows the prospect of the best possible outcome. However, it may no longer

be the case that the decision maker’s best action is to elect to learn the news as soon as

possible. Although news matters less when it is farther in the future (due to γ in the model),

there is now a countervailing force — time discounting — that pushes people in the opposite

direction. They know that news will be felt more strongly in the future, yet they also care

less about their welfare in the future, both due to present bias and standard discounting.

To focus on the role that present bias plays in determining people’s preferences over

news, I momentarily abstract from standard discounting, assuming δ = 1. This not only sim-

plifies the model but is also consistent with the recent literature on present bias. O’Donoghue

and Rabin (2015) argue that any non-negligible short-term discounting can be reasonably

attributed to present bias, since even a small amount of short-term discounting neces-

sarily implies unreasonable long-term discount rates. This argument also has empirical

support: Augenblick et al. (2015) present experimental evidence that on average, people’s

present bias parameter β is substantially lower than one, but their weekly discount rate δ is

indistinguishable from one.
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If δ = 1, then utility function written above implies that the choice of when to optimally

learn a piece of news about the future can be reduced to two options: learn today or learn

tomorrow. When the decision maker considers the option of revealing the news in any

future period beyond the immediate present, their time preferences are determined strictly

by γ, because all future periods are discounted equally by the present bias parameter β.

Because news about the more distant future is felt less strongly (γt,τ ≥ γt−1,τ ≥ γt−2,τ...),

and because in expectation news is welfare reducing, then if the decision maker decides to

learn the news in the future, they will maximize their expected welfare by only postponing

the news by one period to period t + 1.

Therefore, the decision maker’s optimization problem can be reduced to a choice between

two options: either postpone the news by one period or learn the news immediately. Which

choice they will select depends on the amount they discount news across time relative to the

strength of their present bias. In terms of the model, if a present-biased decision maker at

time t can resolve uncertainty about their welfare in time τ, they will only choose to do so if

β ≥ γt,τ

γt+1,τ
. (3.5)

This is the case when the amount the decision maker cares about the future relative to the

present is greater than or equal to the amount they care today about news regarding period

τ relative to how much they will care tomorrow about news regarding period τ. Otherwise,

if equation (3.5) does not hold, they will prefer to put off learning the news by one period

to t + 1.

As O’Donoghue and Rabin (1999) point out, the extent to which present bias matters

may depend on whether individuals are aware of their present bias (sophistication). This is

also the true here. If the decision maker is completely unaware of their present bias, they

will consider whether to reveal news each period based only on whether they prefer to learn

immediately or delay learning by one period. In each period t, if β < γt,τ
γt+1,τ

, the decision

maker will put the news off. This may lead to habitual procrastination, either until time τ is

reached and the uncertainty is resolved by default, or until the decision maker reaches a

period where equation (3.5) holds and therefore elects to realize the uncertainty. However,

if the decision maker is sophisticated and aware of their own self-control problems, they
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will approach the decision slightly differently. As in O’Donoghue and Rabin (1999), the

sophisticate considers their decisions recursively, first considering how they will choose

far in the future and then working backwards towards the present. If the decision maker

is aware that putting off learning news in one period will lead to putting off news in

subsequent periods, they may realize that ultimately, they are better off just learning the

news immediately if they cannot commit to postponing this action by only one period.

3.4 An Example: Medical Testing

To elucidate important features of the model and highlight a real world setting where it may

be important, I apply the model to medical testing decisions. Low take-up of medical tests

has been documented across a variety of settings, with serious costs. Increasing take-up of

testing for conditions such as HIV and diabetes is a major policy goal.

In many ways medical testing is a natural setting for studying present bias and news

utility. A medical test can be thought of in the KR 2009 framework as a signal that updates

the decision maker’s information about their future welfare. In expectation, a medical test

can be represented as a lottery, where there is some perceived probability of revealing that

the person is positive and some perceived probability of revealing they are negative. Medical

testing is also a setting where present bias is likely to be important. For many medical tests,

the biggest benefits of getting tested relate to the long-term outcomes that come from being

able to take actions based on the tests results. In contrasts, the costs of testing are largely

borne at the time the test is realized. If people are present biased, these up-front costs could

have outsize impact on people’s testing decisions. In particular, if learning the test’s result

is stressful, people may habitually put off getting tested, even if knowing their status is in

their long-run interest. Some existing research gives credence to this hypothesis — people

often cite fear of the result as a substantial barrier to getting tested for conditions such as

HIV (Sullivan et al., 2004) .

I apply a simplified version of the utility function described in equation (3.4) above to

model medical testing decisions. For the sake of parsimony, suppose a decision maker’s life

can be divided into three distinct periods: t0 is the immediate present, t1 is the short-term

future, and t2 is the long-term future. In period t0 the decision maker considers whether
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they prefer to get tested in the immediate present t0 or postpone getting tested to t1. The

decision maker can also decide not to get tested at all. Getting tested has an immediate

consumption utility cost of C, which includes any financial costs or other costs that affect

utility, such as the inconvenience of having to travel to a clinic or the hedonic experience of

getting tested itself. C can be thought of as the total net costs and benefits of undergoing

testing; to highlight the role that present bias might play in testing decisions, I assume that

the up-front costs of testing outweigh the up-front benefits so that on net, C reduces welfare.

This is the relevant scenario in which present bias is likely to be important.

Getting tested allows the decision maker to decide whether or not to get treated, which

influences the long-term health outcomes realized in period t2. I call the long-run value of

being negative Ω, the long-run value of being positive and treated ΦT, and the long-run

value of being positive and untreated ΦU . These can be thought of as net present values

of the welfare under these health outcomes over the course of a lifetime. By assumption,

Ω > ΦT > ΦU . That is, the decision maker prefers to be negative and if they are positive,

they prefer to be treated. I assume that the decision maker will get treatment if they get

tested but cannot access treatment if they do not have a positive test result, so that for

someone who is positive, testing is deterministic of treatment.

News Utility from Testing

In addition to the up-front costs C of getting tested, the decision maker experiences news

utility when the test result is revealed. I model this as described in Section 2 above. To make

the model tractable, I assume linear utility in losses and gains. I also assume losses are

weighted λ times more than gains, and news utility is valued proportionally to consumption

utility by a factor of η. This allows me to simplify the universal gain-loss function µ(x) from

equation (3.1) to be written as

µ(x) =


ηx if x ≥ 0

ηλx if x < 0.
(3.6)

Suppose the decision maker perceives a probability p of being positive. If the test result

reveals that they are negative, they will evaluate this information relative to their reference
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point, which is their previous beliefs about their future. With a probability p, they believed

they would be positive and, because they have gotten tested, this would give them welfare

ΦT in the long run. With a probability 1 − p, they believed they would be negative and have

a long-run welfare of Ω. Therefore, the news utility associated from revealing a negative

test result can be expressed as:

pη (Ω − ΦT)︸ ︷︷ ︸
>0

+(1 − p)η (Ω − Ω)︸ ︷︷ ︸
=0

. (3.7)

The first term shows that relative to the p probability that the decision maker thought they

were positive, the news of a negative test result induces a sense of gain. The second term

shows that relative to the 1 − p probability they perceived of being negative, the negative

test result is experienced as neither a gain nor a loss. The net result is that a negative test

result induces a sense of gain relative to the decision maker’s previous expectations, which

included a possibility of being positive.

If the decision maker gets tested and the result is positive, they again evaluate this news

relative to the reference point of their previous expectations, which were that they were

positive with probability p and negative with probability 1 − p. In this case, the news utility

they experience is:

pη (ΦT − ΦT)︸ ︷︷ ︸
=0

+(1 − p)ηλ (ΦT − Ω)︸ ︷︷ ︸
<0

. (3.8)

The decision maker previously thought that they had a probability p of being positive, so

relative to this prospect, actually testing positive does not induce a sense of gain or loss.

This is represented in the first term, where the positive test result is partly in accordance

with the decision maker’s previous expectations. However, the decision maker also thought

that there was a 1 − p probability they were negative; relative to this, a positive test result

is experienced as a loss. This is represented in the second term. Importantly, because the

decision maker is loss averse, this term is multiplied by an additional factor of λ, whereas

the gain in equation (3.7) is not.

Prior to actually learning the test result, what does the decision maker expect they

will experience in news utility? They perceive a 1 − p probability of testing negative and

experiencing a partial sense of gain from the news relative to their current expectations, and
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a p probability if testing positive and experiencing a partial sense of loss from the news

relative to their current expectations. Combining equations (3.7) and (3.8) with the perceived

probability of each outcome, the decision maker ex-ante expects the test to give a news

utility of:

Unews =

Gain from testing negative︷ ︸︸ ︷
(1 − p)

[
pη(Ω − ΦT)

]
︸ ︷︷ ︸

equation (7)

+

Loss from testing positive︷ ︸︸ ︷
p
[
(1 − p)ηλ(ΦT − Ω)

]
︸ ︷︷ ︸

equation (8)

= p(1 − p)η(λ − 1)︸ ︷︷ ︸
≥0

(ΦT − Ω)︸ ︷︷ ︸
<0

.

(3.9)

Because p ∈ [0, 1], and because η > 0 and λ > 1 (meaning the decision maker is loss averse),

the first portion of this expression is (weakly) positive. Because ΦT < Ω (being positive and

treated is worse than being negative), the second portion of this expectation is negative.

Therefore, in expectation, the prospect of testing positive and experiencing a loss always

outweighs the prospect of testing negative and experiencing a gain, no matter the perceived

probability of testing positive or negative. While this may be surprising, it is consistent with

how people often describe their feelings about learning their status. Even people who think

it is very unlikely that they are positive often feel a sense of dread before their test result

is revealed. One could imagine that someone who strongly expected a negative test result

would be excited about getting tested because they thought there was a high chance of

testing negative and experiencing a sense of relief, or gain. Yet this is not consistent with

how people generally approach testing. The model’s prediction that fear of a positive result

will universally outweigh the relief of a negative result is actually quite intuitive.

In addition to the result that news utility from testing is always expected to be welfare

reducing, there are several other predictions that can be taken from equation (3.9). Notably,

the quantity p(1 − p) is maximized when p = 0.5, and it is zero when p ∈ {0, 1}. That

is, news utility matters most when the decision maker is most unsure about their status

(p = 0.5), and it does not matter at all when the decision maker feels completely certain

about their status (p = 0 or p = 1). News utility is also more important when the decision

maker is more loss averse (when λ increases). As loss aversion increases, the prospect of

a positive test result weighs even more heavily on the decision maker, and information

aversion increases. Furthermore, news utility depends on how the decision maker perceives
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their life if they test positive relative to if they test negative (the difference between ΦT and

Ω). For example, if the decision maker is overly pessimistic about the treatability of the

condition, then ΦT will be low, and they will be more information averse.

Preferences Over Timing

Now, I consider how news utility influences the decision maker’s preferences over the

timing of testing. Returning to the three-period framework described above, I model how

the decision maker will evaluate testing in the immediate present, period t0, relative to

the option of postponing testing by one period to t1. I also consider a policy-relevant case

where the decision maker can elect to get tested in period t0, but postpone revelation of

the result until period t1. While some medical testing is offered in the form of rapid tests,

with the result delivered as quickly as 15 minutes, some providers offer traditional tests,

where the result is not ready for one or two weeks. For some conditions, such as HIV, rapid

and traditional testing is available. Healthcare providers have largely transitioned to rapid

testing under the assumption that it is more convenient and more desirable. However, if

an individual is information averse due to present bias and news utility, they may actually

prefer testing where they can postpone the result to the near future.

A present biased individual will discount periods t1 and t2 by β, but will not discount

the immediate present t0. So, a decision maker considering a rapid test in the immediate

present will evaluate the expected utility from testing as:

Ut0 = C + γp(1 − p)(λ − 1)(ΦT − Ω)︸ ︷︷ ︸
Immediate costs and news

+β [p(ΦT − ΦU)]︸ ︷︷ ︸
Future benefits

(3.10)

The long-term benefit of getting tested is the difference in welfare between when the decision

maker is positive and treated and untreated, multiplied by the perceived probability of

being positive. Because this benefit is realized in the future, it is discounted by the present

bias parameter β. In the case of rapid testing, the costs of getting tested and the expected

disutility from news are both borne are borne immediately, so they are not discounted by

β. Therefore, due to present bias, the costs of testing and information aversion are given

disproportionate weight relative to the benefits of testing. The decision maker might instead

consider the option of getting tested in the future, in period t1. From the standpoint of
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period t0, the expected utility of a rapid test in period t1 is:

U′
t0
= β [C + γp(1 − p)(λ − 1)(ΦT − Ω) + p(ΦT − ΦU)]︸ ︷︷ ︸

Future costs, news, and benefits

. (3.11)

Now, the costs and benefits of testing are equally discounted, as both occur in the future. If

getting tested is costly and the decision maker is information averse, then as long as β < 1,

the inequality Ut0 < U′
t0

will hold. That is, if the decision maker is present biased, they will

prefer to get tested in the future to testing in the present.

One problem this implies is that people may desire to get tested soon, but consistently

refuse to get tested today. This suggests that a commitment mechanism may be welfare-

improving, whereby the decision maker can elect to “tie their hands" and make it harder

for their future selves to reject testing, such as by putting money on the line. However, one

problem with commitment mechanisms is that they require sophistication. If an individual is

not aware of their self-control problems, they will have no reason to take-up a commitment

mechanism. In this case, non-rapid testing may be particularly useful. If people are very

information averse, so that the news utility associated with testing is the primary barrier

that induces present bias, an individual may be unwilling to undergo rapid testing but be

willing to take a non-rapid test. In this case, they evaluate the utility from testing in period

t0 and receiving the result in period t1 as

U′′
t0
= C︸︷︷︸

Immediate
costs

+β [γp(1 − p)(λ − 1)(ΦT − Ω) + p(ΦT − ΦU)]︸ ︷︷ ︸
Future news and benefits

(3.12)

Here, we see that if the individual is present biased and information averse, it must be the

case that Ut0 < U′′
t0

. The individual will prefer non-rapid testing to rapid testing. However, in

this case, a commitment mechanism may not be necessary: by electing to undergo non-rapid

testing, the decision maker has in effect committed to getting tested, while still not having

to face the stress of learning their status immediately. Spreading the costs of testing across

time in this way may reduce the impact of present bias.
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3.5 Empirical Evidence

To shed light on time preferences over news, I conducted two separate data collection

exercises involving hypothetical choices. In January 2019, I surveyed 229 adults at the Busara

Center laboratory in Nairobi, Kenya. In February and March 2020, I surveyed 45 adults at

the Behavioral Development Lab in Chennai, India.

3.5.1 HIV Testing in Nairobi, Kenya

The Busara Center subject pool draws from people living in Kibera, an urban slum in

Nairobi with a population of roughly one million. Table 3.1 shows summary statistics from

this sample.

Table 3.1: Nairobi Survey: Sample Description

mean sd min p50 max
Age 30.54 7.8 19 29 62
Education 11.09 3.9 0 12 22
HHold Size 4.07 2.1 1 4 14
Married 0.51 0.5 0 1 1

As part of this survey I asked a variety of questions about sexual health knowledge and

behavior. Table 3.2 includes summary statistics from some of these questions.

Table 3.2: Health Summary Statistics

mean sd min p50 max
Knows status 0.94 0.2 0 1 1
Knows where to get tested 0.95 0.2 0 1 1
Ever tested 0.97 0.2 0 1 1
Tested last (months) 6.14 10.5 1 3 96
Got results 1.00 0.1 0 1 1
Got positive result 0.09 0.3 0 0 1
Perceived probability of being positive 12.48 29.7 0 0 100
Used a condom last time 0.35 0.5 0 0 1
Always uses a condom 0.20 0.4 0 0 1
Sexual partners in the last year 1.15 0.7 0 1 5
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Nearly all respondents say they know their HIV status and know of a place where they

can get tested for free. Very few respondents have never been tested. The median time since

last getting tested is 3 months, and 9 percent of respondents report having tested positive.

35% of people report having used a condom the last time they had sex, and 20% say they

always use a condom. Most respondents have had no more than one sexual partner in the

last year.

Before asking any questions about health status or behavior, I elicited people’s prefer-

ences over forms of HIV testing with varying timing of the test’s components. I took three

approaches with three distinct samples of people and all testing decisions were hypothetical.

First, I asked people to consider three options: taking a rapid test today, taking a rapid

test exactly one week in the future, and taking a non rapid test today with the results

delivered exactly one week in the future. I asked them which, if any, of these options they

would accept if offered (they could say yes to multiple options). Figure 3.2 shows that the

immediate rapid test was far more popular than the other two options.

Figure 3.2: HIV Test Timing, Joint

Which of these testing options would you accept?

Next, I offered the options in isolation, randomly assigning which one of the three

options a respondent was asked about. Figure 3.3 shows the main result of this.
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Figure 3.3: HIV Test Timing, Isolation

If offered this testing option right now, and this option only, would you accept it?

Finally, I attempted to measure time-inconsistent preferences by asking people to choose

whether they would rather get tested using a rapid test on a certain date or a date one

week later than that. For a randomly selected half, the choice was between rapid test today

or one week from today (present vs. future). The other half of respondents were asked to

choose between testing in one week or two weeks (future vs. future). Figure 3.4 shows that

more people put off testing until the later date in the future vs. future condition than in

the present vs. future condition. If anything, this suggests time inconsistent preferences

where people are present biased in favor of getting tested. When people have the option of

getting tested immediately, some may exhibit an even higher level of impatience than when

allocating testing over two future periods.

This apparent time inconsistency seems to be driven by men, and may be slightly

stronger among older individuals (Figure 3.5).

One important caveat is that the risk of HIV in this context is relatively low. Estimates

from Kibera are that 10-15% of adults are HIV positive, and nationally just under 5% of

adults in Kenya are HIV positive. Figure 3.6 shows that most respondents in my sample

think that the probability they are positive is very low. New utility models posit that
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Figure 3.4: HIV Test Time Inconsistency

When do you prefer to get tested?

information aversion is highest when people feel a greater level of uncertainty (Kőszegi and

Rabin, 2009). Figure 3.6 shows people’s beliefs about their own probability of being HIV

positive.

This starkly contrasts people’s beliefs about others’ HIV status. I asked people to imagine

100 randomly selected people from their local community as well as all of Kenya, and asked

them to guess how many would be HIV positive. Figure 3.7 shows that responses varied

widely. The median response was 50 for both questions.

3.5.2 Diabetes Testing in Chennai, India

The Behavioral Development Lab subject pool draws from people living or working in

George Town, an urban neighborhood of Chennai, in Tamil Nadu, India. Diabetes is a

growing concern in many low and middle income countries, including India. In India,

the adult incidence of diabetes is currently 9%, causing more than one million deaths

annually. While recent and ongoing research focuses on improving diabetes management

and treatment compliance (Aggarwal et al., 2020), diagnosing diabetes remains the greatest

hurdle in the cascade of care in India. In the National Family Health Survey, 87% of

97



Figure 3.5: Heterogeneity: HIV Test Time Inconsistency

When do you prefer to get tested?
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Figure 3.6: Beliefs About Own HIV Status

Figure 3.7: Beliefs About Others’ HIV Status

people diagnosed with diabetes report seeking treatment, while only 41% of people with

blood sugar above the diabetes cutoff have been diagnosed. Early identification of diabetes

is important and challenging, as early-stage diabetes has limited symptoms. Beginning

treatment after symptoms present is often too late, and can result in glaucoma, lower limb

amputation, diabetic coma, or stroke.

Chennai is particularly suited to studying diabetes testing because Tamil Nadu has
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historically had one of the highest rates of diabetes prevalence of all Indian states, and

diabetes rates are generally higher in urban areas, including Chennai. Despite increased

awareness, rates of undiagnosed diabetes are higher in urban Tamil Nadu than they are

nationally. This occurs even though diabetes testing care is relatively accessible in Chennai,

suggesting demand-side barriers to testing.

To focus on people at elevated risk of diabetes, I restricted my sample to adults age 45

and older. Table 3.3 describes this sample.

Table 3.3: Chennai Survey: Sample Description

Median Mean SD Min Max
Age 55 56.0 11.9 40 90
Female 1 0.60 0.50 0 1
Years schooling 6 5.6 4.1 0 14
Knows of diabetes 1 1.0 0.0 1 1
Has tested 1 0.78 0.42 0 1
Times tested 2 6.1 14.5 0 72
Last test (months) 12 16 27 0 120
Diabetic 0 0.07 0.3 0 1

In set of hypothetical questions, I asked people to imagine they participated in a study

that took place over the next three days. They would need to come to the study office each

day and would have the option to do a diabetes test, which involves a finger prick and gives

results immediately. They would have the choice of doing the diabetes test on one of two

days.

The choice they faced of when to do the diabetes test was randomized to be either:

1. Today vs. tomorrow

2. Tomorrow vs. the following day.

On the non-diabetes testing day, they would also do a finger prick, which would be used

to test their blood type. Qualitatively, people expressed willingness to do the blood type test

but were not particularly interested in the result. The timing choice seemed to be about the

diabetes test results. The responses did not vary notably between those who already knew

their blood type and those who did not.
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Figure 3.8 shows that more people put off the diabetes testing for the later day when

the earlier day was the immediate present. This goes in the direction of present bias over

diabetes test results.

Figure 3.8: Diabetes Test Time Inconsistency

Few people had actually been diagnosed as diabetic. Figure 3.9 shows that most had

been tested at some point, though a large fraction had not been tested in recent memory or

ever. Doctors recommend testing at least annually in this context.

Figure 3.10 shows that most people thought it was very unlikely that they had diabetes.

This includes many people who had never been tested or had not been tested in years.

This could suggest motivated beliefs, but it could also be accurate, or a simple information

constraint.

I also asked people: “Imagine 10 people like you, with a similar level of health and the

same diet and exercise habits as you. Out of those 10 people, how many do you think would

have diabetes?" This suggests people perceive sizable diabetes risk in their community.

Figure 3.11 shows their responses.
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Figure 3.9: Months Since Last Diabetes Test

Figure 3.10: Beliefs About Own Diabetes Risk

3.6 Conclusion

In this paper, I present a model of information aversion where people experience loss

aversion when they update their expectations about their future welfare, as in Kőszegi

and Rabin (2009). If people are also present biased, as modeled through the framework of

Laibson (1997), they may prefer to put off the resolution of uncertainty about their future
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Figure 3.11: Beliefs About Others’ Diabetes Risk

welfare. These preferences may have important implications about how people make choices

regarding news. This form of information could lead people to continually put off getting

tested for medical conditions such as HIV or diabetes, even if doing so has sever long-term

health consequences.

This model has important differences from other models of information avoidance, both

in a descriptive as well as a normative sense. For example, the model suggests that people

may want to receive news soon, but continually refuse news in the immediate present. This

contradicts what models of anticipatory utility and rationally biased beliefs predict. People

who hold biased beliefs to maintain optimism about the future may find it optimal to delay

learning news. But they will not consistently express a desire to learn the news in the

immediate future; more often they will want to receive the news farther in the future to

maintain their optimism as long as possible. This is normatively different from the model I

presented. If people are happier by maintaining overly optimistic beliefs for long periods of

time, there is a strong case to be made that they should be allowed to do so. However, if they

reject information in order to put off news by one period due to present bias, then it may be

the case that learning the news is actually in the decision maker’s long-term interests. In

these cases, intervention may be warranted to help the decision maker act in accordance

with their long-term, rather than short-term, interests.
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Empirical evidence is consistent with this model in the case of diabetes testing in

Chennai, India, but not HIV testing in Nairobi, Kenya. In Chennai, people are much more

likely to choose diabetes testing earlier rather than later when choosing between two future

periods, and more likely to put off testing when faced with the prospect of immediate

testing. In Nairobi, the opposite is true, and people are impatient over HIV testing on

average, consistent with either a model of future bias or test results being a temptation good.

Some important contextual details may explain this difference. The HIV rate in Nairobi

is lower than the diabetes rate in Chennai, consistent with a lower risk of testing positive.

Additionally, there has been a large policy push toward HIV testing in Kenya, so that

subjects report testing regularly, even if their HIV risk is very low. This is not the case with

diabetes testing in Chennai. In this way, the expected news costs of HIV testing may be

lower than for diabetes in these contexts. Interestingly, in both contexts, people report a very

low perceived self risk, yet overestimate the prevalence among a general population. This

suggests that motivated beliefs may be at play. Future research, eliciting choices over actual

testing, will provide further evidence on these questions.
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4.1 Supplementary Figures and Tables

Figure 4.1: Baseline WTP, WTA and Predictions: Heterogeneity

WTA and Baseline WTP

Notes: Figure 4.1 displays scatter plots for subjects whose price list in the BDM procedure ranges from 0 to
8000 Kenya Shillings. The size of each circle is proportional to the number of participants who have the value
indicated by the center of the circle. Darker blue circles represent individuals whose WTA or predicted WTA is
top coded, while lighter red circles represent individuals whose valuations are not top coded. The fitted line is
derived from a linear regression of the y-axis variable on the x-axis variable for the non-top coded subsample.
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Figure 4.2: Demand for SACL vs. OACL by Endowed Item

Notes: Figure 4.2 presents the means (bars) and 95% confidence intervals (capped lines) of the gaps between
willingness to pay for new items financed by SACLs and those by OACLs, by endowed item. The mean
difference in valuation is approximately constant across all four items.
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Figure 4.3: Loan Take-up Prediction Heterogeneity

Notes: Figure 4.3 shows the heterogeneity in the willingness to pay predictions for two types of loans. The size
of each circle is proportional to the number of participants who have the value indicated by the center of the
circle. The left panel presents results for OACLs, and the right panel presents results for SACLs. Circles to
the left of the 45 degree line represent people who under predicted their WTP for the loan; circles to the right
represent people who over predicted their WTP.
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Figure 4.4: Sensitivity of Structural Parameter Estimates to Empirical Moments

Notes: The plots show the absolute value of the sensitivity of different parameters with respect to the vector of
estimation moments in the benchmark case, with the signs of the sensitivities in parentheses. The magnitude of
the plotted values can be interpreted as the sensitivity of the estimated parameters to beliefs about the amount
of misspecification of each moment (Andrews et al., 2017).
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Table 4.1: Predictions

Panel A: Prediction incentives No incentive
Incentive
(KES 50)

t-test
p-values

Predicted WTA for endowed item 3829 3821 0.97
(153.0) (160.9)

N 353 348

Predicted SACL WTP 1271 1424 0.14
(75.5) (70.4)

Predicted OACL WTP 1336 1260 0.46
(75.8) (68.1)

N 117 105

Panel B: Prediction anchoring
No loan

predictions
Loan

predictions
t-test

p-values
SACL WTP 1356 1329 0.69

(39.7) (52.1)
OACL WTP 1231 1116 0.09*

(38.2) (52.5)
N 479 222

Notes: Panel A of table 4.1 compares predictions of WTA and loan take-up when incentives for prediction
accuracy are offered verses when they are not offered. T-tests show that there are no significant differences
between incentivized and non-incentivized predictions. Panel B compares loan willingness to pay when subjects
made predictions versus when they did not, to show whether anchoring to predicted valuations impacted
subjects’ decision making. T-tests show no significant difference for the SACL, and a small and marginally
significant difference for the OACL. Standard errors of the means are shown in parentheses. * p < 0.10, **
p < 0.05, *** p < 0.01
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Table 4.2: Baseline Valuations

Number of Obs. Mean Standard Deviation Min Max
WTP: Milk Can 523 1177.9 642.8 200 3600
WTP: Cow Sprayer 701 1439.4 625.8 0 3600
WTP: Cooking Pot 606 1358.6 784.1 200 3600
WTP: Thermos 701 798.8 534.0 0 3600

Notes: Table 4.2 shows summary statistics about the baseline valuations from the initial BDM exercise for
each of the four items used in the experiment. Due to delays in procurement from the supplier, some subjects
completed the experiment without either the milk can or the cooking pot. Therefore the number of milk cans
and cooking pots used in the experiment is less than the total sample size. For all items, mean valuations were
below the market price, which was approximately 2,500 Kenya Shillings for each of the items.

Table 4.3: Balance Check

Means (standard errors) t-test p-values
Variable Endowed item SACL OACL 1=2 1=3 2=3

(1) (2) (3) (4) (5) (6)
Baseline WTP (KES) 1204.815

(25.123)
1207.454
(26.713)

1213.302
(24.725)

0.943 0.810 0.872

Share cow sprayer 0.304 0.268 0.295 0.140 0.727 0.260

Share milk can 0.223 0.225 0.213 0.898 0.651 0.561

Share cooking pot 0.243 0.243 0.284 1.000 0.079* 0.079*

Share thermos 0.231 0.264 0.208 0.155 0.302 0.014**

N 701 701 701

Notes: Columns 1-3 of table 4.3 show the mean baseline valuations of the randomly assigned endowed item,
SACL new item, and OACL new item, as well as shares of the different goods that serve as each. Standard
errors are shown in parentheses for the mean baseline valuation and are omitted for the shares, which are
binary variables. Columns 4-6 show p-values from pairwise t-tests for the items. * p < 0.10, ** p < 0.05, ***
p < 0.01
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4.2 Derivation of the Main Theoretical Results

This appendix presents a detailed derivation of the main theoretical results in Section 2.4.

WTP for four items. When participants’ state their baseline willingness to pay for the

items in period 0, their reference points do not yet include those items. If they choose to

purchase the item, their utility is U(1|0) + w − (x + c), where x is the price of the item and

c is the potential liquidity cost incurred to purchase the item. If they choose not to purchase

the item, their utility is U(0|0) + w. Equating the two expressions gives us participants’

willingness to pay for the item. U(1|0) + w − (x + c) = U(0|0) + w ⇒ WTPitem
i = Vi − c.

Actual and predicted WTA for the endowed item. Participants state their actual willing-

ness to accept in period 1, after the endowed item has fully entered their reference point. If

they choose to sell the item, their utility is U(0|1) + w + x. If they choose to keep the item,

their utility is U(1|1) + w. Equating the two expressions gives the lowest price at which

they are willing to sell the item: their willingness to accept. U(0|1) + w + x = U(1|1) + w ⇒

WTA = (1 + λ)VE.

We also elicit participants’ predicted WTA at period 0, before they are endowed with the

item. This predicted WTA depends on the participant’s perceived reference point, which

under projection bias is r1
0 = (1 − α) · 0 + α · 1 = α. If they believe that their future self will

sell the item, their perceived utility is U(0|α) + w + x. If they believe their future self will

keep the item, their perceived utility is U(1|α) + w. Equating the two expressions gives us

the lowest price at which they predict that their future self would be willing to sell the item.

U(0|α) + w + x = U(1|α) + w ⇒ ŴTA = (1 + αλ)VE. Here, we assume the predicted utility

is equal to the decision utility that the agent maximizes if they are asked to commit to their

predictions. We also assume that the agent is naive about their projection bias.

Demand for SACL and OACL. When a borrower considers taking up a loan, their

perceived equivalent reference point is r2
1 = (1 − α)(1, 0) + α(1, 1) = (1, α). A borrower’s

expected utility from taking up a SACL is then (1 − d̂)
(

U(1, 1|1, α)− x
)
+ d̂U(1, 0|1, α) + w.

Similarly, the borrower’s expected utility from taking up an OACL is (1 − d̂)
(

U(1, 1|1, α)−

x
)
+ d̂U(0, 1|1, α) + w. If the agent does not take up a loan, they still keep the endowed

item but does not receive a new item, and their utility is simply U(1, 0|1, 0) + w. As the

loan price increases, taking up loans becomes less attractive. When the price reaches the
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borrower’s willingness to pay, their utility from loan take-up is equal to their reservation

utility, and they are indifferent between taking the loan or not:

(1 − d̂)
(

U(1, 1|1, α)− WTPS

)
+ d̂U(1, 0|1, α) + w = U(1, 0|1, 0) + w

(1 − d̂)
(

U(1, 1|1, α)− WTPO

)
+ d̂U(0, 1|1, α) + w = U(1, 0|1, 0) + w

Solving these equations yields expressions for WTPS and WTPO.

WTPS = − d̂
1 − d̂

(1 + αλ)VS +
1

1 − d̂
VS WTPO = − d̂

1 − d̂
(1 + λ)VE +

1

1 − d̂
VO

(Mis)prediction of Future Demand for SACL and OACL. We elicit participants’ pre-

dictions of their future willingness to take up loans at period 0, before they are given

the endowed item to take home with them. As before, we assume that the predicted

utility is equal to the decision utility and that the agent is naive about their projection

bias. From the standpoint of period 0, the agent’s perceived equivalent reference point is

r2
0 = (1− α)(0, 0)+ α(1, 1) = (α, α) if they take up either of the loans, and r2

0 = (1− α)(0, 0)+

α(1, 0) = (α, 0) if not. Then, the agent’s predicted expected utility from taking up a SACL

is (1 − d̂)
(

U(1, 1|α, α)− x
)
+ d̂U(1, 0|α, α). Similarly, the period-0 agent predicts that the

expected utility from taking-up an OACL will be (1 − d̂)
(

U(1, 1|α, α)− x
)
+ d̂U(0, 1|α, α).

If they do not take up a loan, they predict that their utility will be U(1, 0|α, 0). As before, we

can solve for the predicted SACL and OACL WTP by setting the expected utility from the

loans equal to the agent’s reservation utility and solving for the price, which gives:

ŴTPS = − d̂
1 − d̂

(1 + αλ)VS +
1

1 − d̂
VS ŴTPO = − d̂

1 − d̂
(1 + αλ)VE +

1

1 − d̂
VO

4.2.1 A Mapping of Parameters

It is clear that all of our predictions are driven by the sense of loss. Assuming no sense of

gain does not change our predictions and substantially simplifies the model. This section

explains how to build a mapping between parameters in our model to those in the standard

Kőszegi and Rabin (2006) model that allows for sense of gain.

If the endowed item, the new item offered using a SACL, and the new item offered using

an OACL are valued equally, then the standard Kőszegi and Rabin (2006) model would
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have the following predictions:1

• Baseline willingness to pay for items: WTP = (1 + ηs(1 − αs))Vs2

• Willingness to accept: WTA = (1 + ηsλs)Vs

• Predicted willingness to accept: ŴTA = (1 + ηs(αsλs + 1 − αs))Vs

• Demand for SACL and OACL:

WTPS = − d̂s

1 − d̂s
(1 + ηs(αsλs + 1 − αs))Vs︸ ︷︷ ︸

Utility penalty from losing collateral

+
1

1 − d̂s
(1 + ηs(1 − αs))Vs︸ ︷︷ ︸

Utility gain from getting new item

WTPO = − d̂s

1 − d̂s
(1 + ηsλs)Vs︸ ︷︷ ︸

Utility penalty from losing collateral

+
1

1 − d̂s
(1 + ηs(1 − αs))Vs︸ ︷︷ ︸

Utility gain from getting new item

Note that in our model, willingness to pay for SACL and OACL can be re-written as the

linear combinations of baseline WTP and WTA or predicted WTA:

• WTPS = − d̂
1−d̂

ŴTA + 1
1−d̂

WTP

• WTPO = − d̂
1−d̂

WTA + 1
1−d̂

WTP.

Similarly, in the standard model, WTPS and WTPO can also be re-written in this way:

• WTPS = − d̂s

1−d̂s ŴTA + 1
1−d̂s WTP

• WTPO = − d̂s

1−d̂s WTA + 1
1−d̂s WTP

Thus, we only need to match WTP, WTA, and ŴTA, setting d̂ = d̂s. The mapping

between these two sets of parameters is as follows:

• V = (1 + ηs(1 − αs))Vs

• α = αsλs

λs−(1−αs)

1Without loss of generality, we ignore the liquidity cost in the baseline WTPs in the following proofs.

2To distinguish parameters in two models, we add the superscript s to parameters in the standard model.
The new parameter ηs is the weight of the gain-loss utility compared to the consumption utility.
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• λ = ηsλs−ηs(1−αs)
1+ηs(1−αs)

ηs = 1 λs−(1−αs)
1+(1−αs)

• d̂ = d̂s
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4.3 Sensitivity Analysis

To explicitly identify which features of the data drive each parameter estimate, we use the

method proposed by Andrews, Gentzkow, and Shapiro (2017) to test the sensitivity of the

parameters and show how alternative empirical moments would change the parameter esti-

mates. Moreover, this method allows us to evaluate whether we are over or underestimating

the parameters by treating the censored values as if they were truly equal to 3600 or 8000

Ksh.

Suppose θ̂ is the minimum distance estimator and θ0 is the true value. Define ĝ(θ) =

m̂ − m(θ). Given an alternative a, Andrews, Gentzkow, and Shapiro (2017) assume that
√

nĝ(θ0) converges in distribution to a random variable g̃(a). They show that
√

n(θ̂ − θ0)

then converges in distribution to a random variable θ̃(a) and θ̂ has first-order asymptotic

bias: E(θ̃(a)) = ΛE(g̃(a)). The matrix Λ = (M′WM)−1M′W is a sensitivity matrix, where

M is the matrix of partial derivatives of m(θ) evaluated at θ0.

Following Andrews, Gentzkow, and Shapiro (2017), we consider a perturbed model under

which m̂ = m̃ + µη where η is a vector of constants, µ ∈ [0, 1] is a local perturbation such

that µ = 0 indicates the original assumption and µ = 1 indicates an alternative assumption,

and the distribution of m̃ does not depend on µ. Under certain local perturbations µ, the

first-order asymptotic bias is then E(θ̃) = Λη.

We estimate Λ using estimates of M and W. Figure 4.4 panel A plots the column of the

estimated Λ corresponding to projection bias α. This shows several intuitive relationships: a

higher willingness to pay for a SACL or higher loan predictions would lead to estimates

of more projection bias (i.e., a lower α). Similarly, as the predicted WTA gets closer to

the actual WTA, the estimated α becomes larger (i.e., less projection bias). If the censored

values of WTA and ŴTA are in fact much higher, it is unclear whether we are over or

underestimating α, because a higher WTA lowers the estimated α while a higher ŴTA

drives up the estimated α.

Figure 4.4 panel B plots the column of the estimated Λ corresponding to loss aversion

λ. Higher willingness to pay for the OACL would lead to estimates of more loss aversion

(i.e., larger λ), while higher willingness to pay for the SACL or higher loan predictions

would lower the estimated λ. As the WTA gets higher, the estimated λ becomes larger.
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The sensitivity analysis shows that it is unclear whether we are over or underestimating λ

by treating the top-coded WTA and ŴTA as if they were truly equal to 3600 or 8000 Ksh,

because a higher WTA drives up the estimated λ while a higher ŴTA lowers the estimated

λ. Figure 4.4 panel C plots the column of the estimated Λ corresponding to the perceived

default rate d̂.
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4.4 Extended Model with Welfare Analysis

This section provides a generalization and extension of the baseline model in Section 4.

We derive a lifecycle consumption model with income risk where a borrower has access to

SACLs and OACLs. We model both the loan take-up decision and the subsequent decisions

to repay or default on the loan. We use this model to guide the discussion of welfare

consequences and policy implications described in Section 6.

Setup. Individuals live for an infinite number of periods. Their income Ỹt in each period is

stochastic with c.d.f. F(y). The utility in period t is given by m(ct) + u(lt|rt), where ct is the

consumption of all goods other than the loan item, lt is the consumption of the loan item,

and rt is the reference point (either perceived or actual). The utility function of all other

consumption, m(.), is not reference dependent and satisfies m′ > 0, m′′ < 0. The utility

function of the loan item is reference dependent, as in the simple model in Section 2.4. Loss

aversion is parameterized by λ, which represents the additional weight placed on losses

relative to gains. Projection bias about the reference point is parameterized by α which,

represents the degree to which agents anticipate changes in their reference point. Further,

we introduce a parameter γ, which describes the ‘persistence’ of agents’ sense of loss, as

described in Section 6.

Value functions. First, we consider individuals’ optimal consumption decision when no loans

are available, as characterized by the following Bellman equation

V(At) = max
ct

m(ct) + δEV(At+1)

At+1 = R(At − ct) + Ỹt+1

where At is the asset level in period t, δ is the discount factor, and R is the rate of return on

savings. Borrowers’ initial wealth, A1, is determined exogenously.
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4.4.1 Loan Take-up Stage t=1

When loan contracts are available, borrowers decide whether they want to take up the

loan in period 1 and whether they will repay the loan (or default) in period 2. Borrowers

use backward induction: when they decide whether to take up a loan, they predict their

repayment behavior in period 2 and make period 1 take-up decisions based on their

prediction. Therefore, the expected decision utility from taking up a loan can be written as

V1T(A1) = max
c1

m(c1) + δE[max{V̂2R(A2), V̂2D(A2)}]

A2 = R(A1 − c1) + Ỹ2

where V̂2R(A2) is the perceived expected utility if they repay in period 2, which can be

written as3

V̂2R(A2) = V(A2 − x) + V

with x representing the level of repayment and V representing the present value of the

utility stream derived from the the loan item.4 If borrowers default in period 2, the x they

have paid toward the loan is returned to them, but they lose their collateral. Their perceived

expected utility V̂2D(A2) is given by:

V̂2D(A2) =


V(A2)− αλV, if SACL

V(A2)− λV, if OACL

If borrowers default, they will experience a sense of loss. The magnitude of the utility loss

depends on how loss averse the borrower is (λ) and the loan type. In the case of SACLs,

borrowers do not own the collateral (which is the item being purchased) at the time of the

take-up decision, and they believe that it will only partially enter their reference point, so

they predict a lower level of utility loss if they default. In the case of OACLs, the collateral

3The reason V̂2R(A2) can be written this way is that the utility from the loan item enters linearly and does
not change borrowers’ policy function.

4V = ∑∞
j=0 δju(v|αv) = ∑∞

j=0 δjv.
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is the existing asset, which is already fully in the reference point.5 We assume that the

borrowers value the existing asset and the loan item equally.6

Having established this framework, we can show that the perceived utility from taking

up a SACL is higher than that of an OACL, such that borrowers will always prefer SACL to

OACL.

Proposition 1 (Preference for SACL over OACL)

Suppose SACLs and OACLs have the same price. In this case, a borrower will have a higher

decision utility from taking up a SACL than an OACL.

V̂2D(A2) of a SACL is higher than that of an OACL for any given values of A2 and V. By

the property of the maximum operator, V1T of SACL will also be higher.

4.4.2 Loan Repayment Stage t=2

Having described borrowers’ loan take-up decisions, we now turn our attention to borrowers’

repayment decisions in period 2. To understand the welfare consequences of the loans, we

need to characterize these repayment decisions and derive borrowers’ predicted and actual

default probability. Proposition 2 states that borrowers overestimate their propensity to

repay a SACL, but accurately estimate their propensity to repay an OACL.

Proposition 2 (Repayment Decisions)

(i) In the loan take-up period (period 1), borrowers believe that they would repay a SACL if the

income realized in the loan-repayment period Y2 is greater than some threshold ŷs and that they

would repay an OACL if Y2 is greater than some lesser threshold ŷo.

(ii) In the loan repayment period, a borrower actually repays a SACL if Y2 is greater than ys and

repays an OACL if Y2 is greater than yo.

And we have yo = ŷo < ys < ŷs.

5The utility loss in the case of SACLs is derived in the following way: −αλV = ∑∞
j=0 δju(0|αv) =

−∑∞
j=0 δjαλv. And the utility loss in the case of OACL is derived in the following way: −λV = ∑∞

j=0 δju(0|v) =
−∑∞

j=0 δjλv.

6By randomization, this is true in expectation in our experiment.
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Borrowers, when they take up OACLs, act as if their α = 1 in the loan take-up period. So in

the proofs below, we can compare SACLs and OACLs by computing comparative statics

with respect to α and treating OACLs like a special case where α = 1 in the loan take-up

period.

In the loan take-up period, borrowers think they would repay if V̂2R(A2) > V̂2D(A2)

or V(A2) − V(A2 − x) < (1 + αλ)V. Define V(A2) − V(A2 − x) = H(A2(c1, Y2)). We

have ∂H/∂Y2 = V ′(A2) − V ′(A2 − x) < 0. Therefore, there exists some y(c1, α) such

that when Y2 > y(c1, α), V(A2) − V(A2 − x) < (1 + αλ)V holds and individuals repay;

and y satisfies H(A2(c1, y)) = (1 + αλ)V. Also because ∂H/∂c1 > 0, we have ∂y/∂c1 =

R > 0. And it is obvious that ∂y/∂α < 0. In addition, the optimal consumption c∗1

will depend on α, so to figure out the total effect of α on y, we need to know the in-

direct effect of α on y through optimal consumption choice c∗1 . Define G(c1, α) = m(c1) +

δE[max{V̂2R(A2), V̂2D(A2)}], so that c∗1 = argmax G(c1, α). G(c1, α) can be re-written as

G(c1, α) = m(c1) + δ
∫ y(c1,α)

0 V̂2D(A2) f (z)dz + δ
∫ Ȳ

y(c1,α) V̂2R(A2) f (z)dz. It can be shown that

∂G1
∂α = −δλVF(y(c1, α)). Therefore, ∂c∗1

∂α ∝ ∂2G
∂c1∂α ∝ −F′ ∂y

∂c1
< 0. Therefore dy/dα < 0.

As discussed above, because borrowers act as if their α = 1 when they take up OACLs,

we have ŷs = y(c∗1(α), α) and ŷo = y(c∗1(1), 1). And because dy/dα < 0, we have ŷs > ŷo.

In the loan repayment period, a borrower would repay if V2R(A2) > V2D(A2), or

V(A2)− V(A2 − x) < (1 + λ)V. Similar to the derivation above, we have ys = y(c∗1(α), 1)

and yo = y(c∗1(1), 1). When borrowers are in the repayment period, the asset level A2 is

treated as given and is determined by their consumption choice in the take-up period,

but the sense of loss (governed by α) from defaulting may or may not be the same as the

prediction in the past. We have shown that ∂y/∂α < 0, so ys < ŷs. And yo is obviously equal

to ŷo. In addition, ys > yo because ∂y/∂c1 > 0 while ∂c∗1/∂α < 0.

4.4.3 Welfare

We now compare borrowers’ anticipated repayment decision at the time of their period

1 take-up decisions to their actual repayment decisions in period 2. A SACL borrower’s
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repayment decision is time inconsistent in that the actual default rate is lower than the

perceived default rate. A borrower is more likely to repay if she takes up an OACL than if

she takes up a SACL.

For a SACL borrower, time inconsistency in repayment decisions (induced by projection

bias) generates a wedge between the borrower’s decision utility and the experienced utility.

Another important psychological force that could generate such a wedge for both SACL

and OACL borrowers is the discrepancy between predicted and experienced duration of loss

utility. We allow the experienced loss utility to be scaled down by a parameter γ ∈ [0, 1],

which represents how slowly borrowers’ reference points adjust after a loss. The experienced

utility if borrowers default in period 2 then becomes

V2D(A2) = V(A2)− γλV

Importantly, decision utility determines whether a borrower takes up a loan, while

experienced utility determines whether she ultimately benefits from the loan (assuming that

it is the experienced utility that matters for the welfare). For OACLs, decision utility and

experienced utility are the same, because the collateral item is already in the borrower’s

reference point in period 1. But for SACLs, there may be a discrepancy between decision

utility and experienced utility. This discrepancy means that borrowers who take up a loan

are not necessarily those who would benefit from it, and vice versa. Some borrowers may

take up loans that are ultimately bad for their welfare, while others may forego loans that

would ultimately be good for their welfare.

When borrowers’ decision utility is below their experienced utility, loan take-up is

sub-optimally low. Borrowers who take up the loan will on average be positively surprised

in the repayment period. For these borrowers, default, and loss of the asset, is less painful

than anticipated. And some borrowers who do not take up the loan miss a good opportunity

because they are too pessimistic about the pain of losing the item in the case of default.

Conversely, when the decision utility is above experienced utility, the loan take-up is

sub-optimally high. Borrowers who take up the loan will on average be negatively surprised,
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having not anticipated that the new item they purchased would enter their reference point,

making default more painful than expected. These borrowers would have been better off

had they not taken up the loan.

In the propositions below, we discuss the relationship between decision utility and

experienced utility in detail.

Proposition 3 (Experienced Utility vs Decision Utility: SACLs)

For a SACL borrower,

(1) If the income shock is good (Ỹ2 > ŷs), she follows her original plan of repaying and her

experienced utility is the same as her decision utility.

(2) If the income shock is moderate (ys < Ỹ2 < ŷs), she repays, though her original plan at the

take-up stage was to default in this case. Her experienced utility is lower than her decision

utility.

(3) If the income shock is bad (Ỹ2 < ys), she follows her original plan of defaulting and her

experienced utility is lower than her decision utility if α < γ and is higher if α > γ.

In sum, the expected experienced utility tends to be lower than the expected decision utility, such

that loan take-up can be interpreted as bad for welfare, when the income shocks are more likely to be

moderate or when the γ is relatively large relative to α.

The expected welfare or experienced utility upon taking up a SACL is

WS = m(c∗1(α))

+ δ
∫ ys

0
(V(A2)− γλV) f (z)dz

+ δ
∫ Ȳ

ys

(V(A2 − x) + V) f (z)dz

A2 = R(A1 − c∗1(α)) + Ỹ2
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And the decision utility upon taking up a SACL is

V1T = m(c∗1(α))

+ δ
∫ ŷs

0
(V(A2)− αλV) f (z)dz

+ δ
∫ Ȳ

ŷs

(V(A2 − x) + V) f (z)dz

A2 = R(A1 − c∗1(α)) + Ỹ2

Therefore, the difference between the two can be written as

WS − V1T = δ
∫ ys

0
(α − γ)λV f (z)dz

+ δ
∫ ŷs

ys

(V(A2 − x) + V − V(A2) + αλV) f (z)dz

A2 = R(A1 − c∗1(α)) + Ỹ2

It is obvious that (1) holds. For (2), notice that, by definition, ŷs satisfies V(A2 − x) +V =

V(A2)− αλV, and when Ỹ2 < ŷs, V(A2 − x) + V < V(A2)− αλV. Therefore the second

term is always negative due to projection bias. For (3), note that the first term is positive

when α > γ and negative otherwise.

Proposition 4 (Experienced Utility vs Decision Utility: OACLs)

For an OACL borrower,

(1) If the income shock is good (Ỹ2 > yo), she would follow her original plan of repaying and her

experienced utility is the same as her decision utility.

(2) If the income shock is bad (Ỹ2 < yo), she would follow her original plan of defaulting and her

experienced utility is higher than her decision utility.

In sum, the expected experienced utility is always above the expected decision utility.

Similar to the proof for SACLs, the difference between the experienced utility and decision
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utility of OACLs can be written as

WO − V1T = δ
∫ yo

0
(1 − γ)λV f (z)dz

A2 = R(A1 − c∗1(1)) + Ỹ2

It is obvious that (1) and (2) hold and WO − V1T > 0

Based on proposition 4, the expected experienced utility from an OACL is always going

to be above the expected decision utility. Therefore, in an environment where the only type

of loan available is OACLs, borrowers who take up an OACL will always benefit from

doing so. However, some people who do not take up OACLs could benefit from doing so:

borrowers with decision utility below their outside option but experienced utility above it

would be better off taking up an OACL, but they choose not to do so.

Because of people’s preferences for SACLs over OACLs (as shown in proposition 1),

introducing SACLs to an environment where only OACLs are available has two effects. First,

borrowers who would have taken up an OACL now switch to a SACL. Second, there is a

group of new borrowers who would not have taken up an OACL but are willing to take up

a SACL.

For these new borrowers, although their decision utility is certainly above their outside

option, if their experienced utility is below their decision utility,7 introducing SACLs makes

them worse off — especially if they are close to being indifferent between a SACL and their

outside option. For the existing borrowers who switch from an OACL to a SACL, their

welfare change is characterized in the following proposition.

Proposition 5 For a given borrower who is willing to take up both loans, her welfare upon taking

up a SACL may be higher or lower than the welfare upon taking up an OACL, depending on γ and

the distribution of income shocks.

[(1)]If γ is relatively small, then the borrower tends to be overly willing to repay if she takes

up an OACL, so a SACL improves her welfare by lowering the repayment probability. If the

7Conditions under which this holds are spelled out in proposition 3.
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income shocks are likely to be moderate, then the borrower is worse off if she takes up a SACL

than if she takes up an OACL, because she would repay the SACL even though her original

plan was to default in the case of a moderate income shock.

To compare the welfare of these two loans, note that, again, OACLs can be treated as a

special case where α = 1. So we can compare the welfare by looking at the sign of the

derivative of WS w.r.t α.

Taking a derivative of WS w.r.t α gives

dWS/dα = m′ · c∗
′

1 (1)

− δV(A2(ys)− x) f (ys)
dys

dα
(2)

+ δ
∫ Ȳ

ys

V ′(A2 − x)(−R)c∗
′

1 f (z)dz (3)

+ δV(A2(ys)) f (ys)
dys

dα
(4)

+ δ
∫ ys

0
V ′(A2)(−R)c∗

′
1 f (z)dz (5)

− δ(1 + γλ)V f (ys)
dys

dα
(6)

= δ f (ys)
dys

dα
(1 − γ)λV︸ ︷︷ ︸
<0

+ δRc∗
′

1

∫ ŷs

ys

[V ′(A2)− V ′(A2 − x)] f (z)dz︸ ︷︷ ︸
>0

(7)

The first term in line (7) is the sum of lines (2), (4), (6) and uses the fact that ys satisfies

V
(

R(A1 − c∗1(α))+ ys

)
−V

(
R(A1 − c∗1(α))+ ys − x

)
= (1+λ)V. The second term in line (7)

is the sum of lines (1), (3), (5) and uses two facts: (i) c∗1 satisfies the FOC of the maximization of

V1T; and (ii) ŷs satisfies V
(

R(A1 − c∗1(α)) + ŷs

)
− V

(
R(A1 − c∗1(α)) + ŷs − x

)
= (1 + αλ)V.

The first term in line (7) shows that SACLs can be welfare-improving by lowering

the higher-than-optimal repayment probability. The second term in line (7) captures the

negative effect of SACLs on welfare: naivete about the future endowment effect leads to

time inconsistency in terms of repayment choice, which reduces welfare.

Discussion of Special Cases The model also nests several interesting special cases. Below

we discuss welfare implications of introducing SACLs into an environment that only has

OACLs in these special cases.
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Case 1 (γ = 1 and exogenous default rates) The model with exogenous default rates can

be reinterpreted as one that allowed only two extreme values for the borrower’s income

realization: Y and Ȳ, with Y ≪ yo and Ȳ ≫ ŷs. Regardless of the loan type, borrowers

default if their income shocks are bad and repay otherwise. The default probability is

d ≡ Pr(Ỹ = Y). The expected decision utility from taking up a SACL can be written as

V1T(A1) = max
c1

m(c1) + δ(1 − d)
(
V(A2 − x) + V

)
+ δd

(
V(A2)− αλV

)
A2 = R(A1 − c1) + Ỹ2

A similar expression holds for OACL with α = 1.

Because utility from the loan item enters linearly, the optimal consumption will not

depend on α. Therefore, using a similar proof as in proposition 5, we can show that the

experienced utility from a SACL is equal to that from an OACL when γ = 1. Also, according

to proposition 4, the decision utility from taking up an OACL is equal to the experienced

utility. Taken together, the welfare of existing borrowers will not change after they switch

from an OACL to a SACL, but new borrowers are worse off because their experienced utility,

which is equal to their decision utility from taking up an OACL, is worse than their outside

option.

Case 2 (γ < 1 and exogenous default rates) As in Case 1, the experienced utility of

SACLs is the same as that of OACLs, so the welfare of existing borrowers will remain the

same. But when γ < 1, the experienced utility of OACLs will be higher than the OACL

decision utility, leaving room for potential welfare gains for new borrowers.

Specifically, if γ < α, the experienced utility will be higher than the decision utility of

SACLs, according to proposition 3. New borrowers are better off.

If γ > α, the experienced utility will be lower than the decision utility of SACLs. New

borrowers can be better or worse off depending on whether the experienced utility is above

or below their outside option.

Case 3 (γ < 1 and endogenous default rates) This case is the general model discussed

above. We summarize the conclusions here.
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If γ is relatively small or income shocks are extreme, SACLs tend to be welfare improving.

Existing borrowers gain from switching to SACLs because the benefit of switching (lowering

sub-optimally high repayment rate) outweighs the cost (time inconsistency in repayment).

New borrowers are also likely to benefit from SACLs because their experienced utility tends

to be higher than their decision utility. The opposite holds if γ is relatively large or income

shocks are moderate.

4.4.4 γ and the Multi-Consumption-Period Model

In this section, we show that γ can be mapped to parameters in a multi-consumption-period

model that captures how quickly actual reference points update. In the main model, we

assume there is only one consumption period in which all consumption of durable assets

occurs. This consumption period begins immediately after the repayment period ends.8

In the multi-consumption-period model, we allow consumption of durable assets to

take multiple periods, and model a flow of per-period consumption v rather than the

present-discounted value V used in the main model. The first consumption period also

starts immediately after the end of the repayment period. The parameter δ discounts the

utility gained from consumption in future periods.

We assume that if an agent loses an item (either because she defaults or she sells the

item), the item remains in her reference points for T periods during which she feels a sense

of loss, but the agent (mis)believes that she would feel a sense of loss for T̂ periods. One

extreme case is that the agent thinks she will feel a sense of loss for the rest of her life

(T̂ = ∞), which is what the main model implicitly assumes.

In the multiple-consumption-period model, it can be shown that:

• Baseline willingness to pay for items is WTP = 1
1−δ v

• Willingness to accept is WTA = 1
1−δ v + 1−δT̂

1−δ λmv9

8For simplicity, we assume that consumption in the repayment period can be neglected.

9We add the superscript m to parameters in the multi-consumption-period model whenever needed to
distinguish the parameters in the two models.
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• Predicted willingness to accept is ŴTA = 1
1−δ v + 1−δT̂

1−δ λmαmv

• Demand for SACL / OACL is WTPS = − d̂m

1−d̂m (
1

1−δ +
1−δT̂

1−δ λmαm)v+ 1
1−d̂m

1
1−δ v, WTPO =

− d̂m

1−d̂m (
1

1−δ +
1−δT̂

1−δ λm)v + 1
1−d̂m

1
1−δ v

• For a borrower with a per-period valuation of v for all items, the welfare upon taking

up a loan is W = (1 − d)( v
1−δ − x) + d(− 1−δT

1−δ λm)v.

We can then establish a mapping between parameters in the two models based on the

implicit assumption made in the main model that T̂ = ∞. It can be shown that γ = 1 − δT.10

That is, γ in the main model captures how quickly the actual reference points update in a

full model where consumption of durable goods spans multiple periods.

10The mapping of other parameters: λ = (1 − δT̂)λm = λm; V = v
1−δ ; α = αm, d̂ = d̂m.
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