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Abstract

This document outlines the methods employed from conception

to implementation and testing of a hardware-based digital audio

processing system. The eight-month project was divided into

phases of problem definition, system design, implementation via

register-transfer level (RTL) code, and finally measurement and

analysis of the design. The system was designed with live

performance applications in mind and aims to achieve technical

specifications that enforce high reconfigurability and signal

quality, minimal latency, and low utilization of hardware

resources. These technical specifications define a

high-performance, low-cost system that acts as a

proof-of-concept system that, with further development, has the

potential to outperform the state-of-the-art with regard to both

adaptability and pricing without sacrificing latency or signal

quality.
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1 Problem Definition

1.1 Motivation and Purpose

Live music performance environments require that audio e!ects (FX) be processed with

latency so low as to be imperceptible to the human ear. Currently, artists face a signifi-

cant tradeo! between processing performance and creative expression due to limitations

in available technologies.

Musicians typically choose between two current digital signal processing (DSP) solutions.

Digital audio workstations (DAWs) running on CPUs o!er extensive creative options,

but can introduce audible latency that degrades performance quality [1]. This latency

becomes more severe as the number of simultaneous e!ects and running background

applications increases. There is an additional element of unreliability introduced when

processing is performed on a CPU, as software bugs, background processes, and even

scheduled computer operations can shut down the application that is processing the

audio stream, leaving the audio signal chain broken. Low-latency and high reliability

are thus necessary components for a satisfactory audio processing solution, pointing to

a dedicated hardware implementation of audio processing e!ects.

Alternatively, performers may use an array of analog and digital e!ects pedals, which

provide reliable performance at low latencies, but place practical constraints on the range

of e!ects available due to their size and cost, mid-range e!ects pedals most often cost

over $100 for one unit, which means one parameterized e!ect at a high fixed cost (figure

1, prices found on amazon.com). Musicians often carry steel e!ects boards with ten or

more of these e!ects pedals strapped to them. These boards come with an additional

cost, and often weigh more than 40 lbs after e!ects pedals have been attached, with each

individual pedal requiring its own source of power.
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Figure 1: Pedal board with each e!ects pedal’s cost

Current audio processing solutions provide either an inadequate degree of reconfigurabil-

ity or an unnecessarily high cost-per-e!ect, inhibiting performers’ capacity for creative

expression.

An ideal audio processing solution must avoid forcing performers to sacrifice either la-

tency or expressive range. This requires a processing platform that combines the exten-

sive configurability of software with the minimal processing delay of dedicated hardware.

Field-programmable gate arrays (FPGAs) o!er a compelling solution to this problem as

an optimal middle ground between the two most popular modern approaches. Field-

programmable gate arrays are digital circuits that act as a massive network of pro-

grammable logic blocks and interconnects. An engineer can describe the structure and

behavior of a digital circuit using a specialized type of software known as a hardware

description language (HDL) and can then assign the inputs and outputs of the described

circuit to the physical inputs and output pins of the FPGA development board. Software

tools are used to synthesize a netlist for the described digital circuit and then run highly

sophisticated place & route algorithms. The result is the described circuit actualized

on the FPGA’s programmable logic blocks in mere minutes. This speed of build and

reconfigurability lend themselves handily to the rapid prototyping of circuits and imple-

mentation of many di!erent digital applications, all while maintaining the low-latency

of direct hardware instantiation.
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Application-specific integrated circuits (ASICs) were considered as an alternative due to

their even lower latency and more highly specialized nature. However, FPGAs were ulti-

mately selected for two primary reasons. First, FPGAs allow for rapid configuration and

testing, with designs implemented in minutes rather than the months required for ASIC

production. Second, the reconfigurability of FPGAs enables the incremental develop-

ment of many di!erent e!ects on the same hardware, making them ideal for prototyping

complex audio processing systems [4].

By leveraging FPGA technology, this project aims to develop a highly reconfigurable

digital audio processing system that o!ers minimal latency alongside support for an

extensive range of possible e!ects. This approach directly addresses the fundamental

tradeo! that has constrained performers, potentially outperforming current solutions

in both adaptability and timing without the prohibitive costs associated with custom

hardware development.

1.2 System in which the Solution Resides

The solution to this problem (the e!ects processing hardware) is an application for live

performance, and thus resides in an intermediate position between the performer and

the speakers that bring their sound to the audience. The source of the sound (e.g. guitar

strings, human voice) is translated into an analog signal by some electrical sensing device

(e.g. magnetic pickups, microphone). This analog signal is then sampled by an analog-

to-digital converter (ADC) so that the discrete representation of the audio can be routed

to the e!ects processor that has been instantiated on the FPGA’s programmable fabric.

This processor sends the processed digital signal to an output digital-to-analog converter

(DAC), which is then routed to a speaker or other output device, driving the processed

sound into the environment venue. This high-level signal path takes the analog sound

source all the way to the audience as described in figure 2.
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Figure 2: Block diagram of the high-level signal path

1.3 End-User

The end-user of this solution is the professional or amateur musician, who will be able

to toggle audio e!ects on and o! based on the demands of the music that they are

performing. Keeping this in mind, user-friendliness and ease of operability will remain a

focal point of the design process. In the final implementation of the circuit, simple push

buttons are used to adjust parameters and apply e!ects.

1.4 Stakeholders

The stakeholders a!ected by this solution include the performers, recording engineers and

producers, music audiences, music electronics companies, individual audio hardware and

software engineers, educators teaching DSP curricula, and hobbyists/students studying

digital signal processing hardware and software. The influences enacted by each of these

parties on each other are indicated by the direction of the arrows in figure 3.

1.5 Existing Solutions

Antelope Audio is a company based out of Santa Monica, CA that specializes in the de-

sign of audio performance and recording equipment, audio interfaces, and other analog

and digital devices relevant to music production. In their product lineup is the Synergy

Core [5], a tool developed on FPGA for real time e!ects processing. They use extensive

testing and measurement processes to replicate rare and expensive analog equipment

extremely closely on using FPGAs with the goal of making “elite” audio e!ects more

accessible to performers and producers. The Antelope Orion Studio is a $3,000 audio
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Figure 3: Stakeholder Map

processing solution that near-perfectly emulates famous historical analog audio hardware

setups. Like the Orion Studio, many of Antelope Audio’s e!ects processing solutions aim

to provide an extremely accurate approximation of famous (and often very expensive)

analog e!ects pedals. The use of FPGAs to simulate the complex behavior of ana-

log components demands highly involved digital designs to achieve emulation. Such a

fine-grained level of approximation is highly resource-intensive, both in the contexts of

engineering and hardware costs, and contributes to the high price of antelope audio’s

e!ects processors. By focusing on the implementation of DSP algorithms to implement

audio e!ects rather than analog emulation, the design and hardware resource costs of an

audio processing device can be greatly reduced.

Other academic projects similar in nature to this have been completed in the past.

At California Polytechnic State University in 2019, Carson Robles [6] implemented a

similar FPGA guitar e!ects pedal, which included five parameterized e!ects. In his

project, Carson Robles designed a custom PCB to interface with the FPGA e!ects

processor. This PCB featured an array of potentiometers and an analog multiplexer
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that allowed for a di!erent e!ective Voltage to be delivered to each audio FX module

on the FPGA. This enables finer-grained control over the e!ects implemented, providing

the user with the ability to mix the levels of each processed signal, ”dialing in” a tone of

their own. Dean Cannon, Tianyang Fang, and Jafar Saniie (researchers at the University

of Chicago) published an article on the implementation of a delay e!ect using FPGAs [7].

The documentation of their project features the development of a simple graphical user

interface (GUI) for interfacing with the board to adjust the delay parameters, as well as

a detailed table detaling the resource utilization of the module. Their research project

revealed that delay processing demands more of the FPGA’s on board block RAM than

any other resource. Memory optimization tactics, like data compression before storage

(trading speed for memory e”ciency), state minimization, or memory sharing between

modules. No considerations were made for commercial production within this project,

thus design and hardware costs were not discussed in the documentation. Ciprian Dragoi,

Cristian Anghel, Cristian Stanciu, and Constantin Paleologu from the University of

Bucharest have also collaborated on a multi-e!ect FPGA [8] audio processing application.

In this processor implementation. The design of DSP algorithms was accelerated with

signal processing tools in MATLAB. These algorithms were then translated into RTL for

synthesis on the FPGA, which allowed for a more e”cient design process. This RTL was

analyzed using tools built into the Xilinx design suite to determine on-board resource

usage Each of these projects will provide guidance and inspiration to draw on for the

initial implementation.

Each of these projects contain at least one element that was implemented or considered

in the final design, and their approaches to e!ects design will be considered. The actual

processor implementation of these will be completed independently using electric design

automation (EDA) tools in the Xilinx Vivado suite, possibly integrating MATLAB for

RTL code generation.
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2 Design Decisions

2.1 Behavioral Technical Specifications

Four technical specifications, described in table 1, outline the desired behavior of the

audio processor system. These specifications were informed by biomechanical research,

industry standard performance, and project scope in order to accurately describe the

optimal expected performance of the solution.

Symbol Specification Justification Desired Value

LAT Latency Max must be imperceptible to humans LAT < 5 ms

SNR Signal-Noise Ratio Signal quality must be high-fidelity SNR > 70dB

SDG Signal Degradation Degradation must be market-competitive SDG < 7dB

NFX Number of E!ects Must show potential for multi-FX designs NFX > 4

Table 1: Behavioral Specifications

Justification of Behavioral Specifications

LAT - Signal delay through the audio processor’s critical path should be comfortably

within the minimum delay perceptible to the human ear (12-15 milliseconds) [9]. If the

delay between a signal entering and exiting the processor were to approach 15 millisec-

onds, then the processor would not be suitable for a live performance environment.

SNR - The signal exiting the system must be high-fidelity, and any changes that are

made to the signal should exclusively be introduced by the processing hardware as the

output of the DSP algorithm that has been implemented. Any noise entering the signal

that is not intended in the RTL design must be strictly minimized and removed anywhere

possible. The selection of 70dB was based upon the SNR ratings for common consumer

audio devices like speakers and guitar pedals [], which very consistently fall short of the

90-110 dB range specs required for ultra-high fidelity professional audio interfaces.
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SDG - The performance of the audio processor itself should be emphasized, not just

the output that it produces. The relationship between the SNR of the signals at the

input and output of the FPGA must be examined in order to determine just how much

noise is introduced by the processor’s electrical hardware. Though there are not many

well documented sources detailing the SDG of di!erent audio procesising solutions, 7 dB

degradation was selected to emphasize that for an input signal that exceeds the desired

output SNR by 10%, the FPGA should be able to achieve that desired SNR.

NFX - The number of on-board e!ects included in the final implementation should re-

flect the FPGA’s ability to support a wide range of custom hardware, and to perform

parallelized computations e”ciently. Thus multiple e!ects must be able to be processed

simultaneously, and the addition of more e!ects in the signal chain should not endanger

the ability of the design to meet other technical specifications. Four e!ects were set as

the technical specification for this project given the time constraint and level of expertise

of the single engineer completing the design.

Measurement of Behavioral Specifications

LAT - The latency incurred by the audio e!ects processor can be measured by probing

the PMOD’s input ADC and output DAC and viewing the di!erence in time between

the input and output waveforms on an oscilloscope. The input waveform is sent into

the FPGA from an Agilent 33220A Function Generator, and the output is the sampled,

processed, and reconverted FPGA output, which is separated from the input wave on

the scope by the latency of the system.

SNR - The signal-noise ratio of each signal can be measured by first sending a test
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signal of known shape and frequency into the system. The RMS amplitude of this sig-

nal and its harmonics can be measured on an oscilloscope, and then compared with the

RMS amplitude measured on the same scope, this time masking out the fundamental

and harmonics correlated with the test wave. Taking the logarithmic ratio of these two

quantities, and then multiplying by 20 will yield the SNR of the system given the test

signal, given by SNR = 20 log10(
Asignal

Anoise
), where Asignal is the RMS amplitude of the fun-

damental and harmonics, and Anoise is the RMS amplitude of everything else.

SDG - In order to measure the signal degradation of the system, the SNR of the input

and output waves can both be measured. The di!erence between the two is the degra-

dation of the signal from input to output, providing a diagnostic for how much noise is

introduced by the audio processor itself.

NFX - The number of functional e!ects will simply be counted once the design has

been completed. Using the percentage of on-board resources used in the initial design,

an estimate will be made of the maximum number of audio e!ects that can fit on one

Zynq7000 FPGA.

2.2 Platform-Specific Technical Specifications

Once a specific FPGA model was selected, additional technical specifications pertaining

to the utilization of on-board resources were added. The most relevant constructs avail-

able on the Zynq7000 for the task of digital audio processing are lookup tables, block

RAM, and DSP blocks. The technical specifications surrounding these resources were

set such that for the four achieved e!ects (see NFX), the design will use only 20% of the

FPGA’s resources available. This distribution of resources for each e!ect would suggest

up to 20 audio e!ects could be supported by the board at once, which is more than the
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typical number used by one live performer during their set.

Symbol Specification Justification Desired Value

LUT Lookup Tables Max % of logic elements LUT → 20% capacity

BRM Block RAM Max % of on board memory BRM → 50% capacity

DSP DSP Blocks Max % of DSP processing elements DSP → 20% capacity

Table 2: Platform-Specific Specifications

Justification of Platform-Specific Specifications

LUT - On each FPGA there exist a certain number of dedicated lookup tables (LUTs)

that implement basic digital logic primitives. In order to ensure design e”ciency, the

number of these base combinatorial elements that are used in the design should be mini-

mized. This specification also allows space for additional 16 e!ect instances to be added

to the same board at a later date.

BRM - Dedicated block RAM on the FPGA can be used rather extensively for audio

e!ects that require memory of previous sound data, or that implement some form of

feedback (delay, reverb). These e!ects are resource intensive, and thus justify a large

dedicated amount of block RAM. Sound bu!ering to meet e!ects timing requirements

will require dedicated memory as well. Previous implementations [10] have been shown

to demand a high percentage of on-board memory resources.

DSP - DSP blocks are on-board resources specifically designed to e”ciently compute

multiply-accumulate and other complex operations very e”ciently. These computations

are especially critical in more complex DSP hardware applications, and will be used

appropriately in the implementation of audio e!ects processing. Multi-e!ect processors

like the subject of this project tend to run with up to 15% DSP utilization. Thus an

e”cient design should use an upper bound of 15% of the on-board DSP blocks, again
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facilitating the future addition of new audio e!ects on the same board.

Measurement of Platform-Specific Specifications

LUT - Vivado’s built in synthesis tools provide logs after the place and route process on

an FPGA. These tools provide information about the number of LUTs used in the design,

which can then be divided by the total number of LUTs on the chip in the datasheet for

the FPGA that is being used (within the scope of this project, the Zynq7000)

BRM - These same logs provide information about the number of BRAMs used in the

design, which can then be divided by the total number of BRAMs on the chip in the

datasheet for the Zynq7000

DSP - Vivado’s built in synthesis logs also provide information about the number of

DSPs used in the design, which can then be divided by the total number of DSPs on the

chip in the Zynq7000 datasheet

Though not a quantifiable technical specification, the sound produced by the audio pro-

cessor must be evaluated subjectively in order to verify that the e!ects applied match

their expectations for that musical e!ect (ideally roughly 25 musicians will evaluate the

board). The finished product will therefore be presented to musicians with knowledge of

basic principles of audio production and e!ects utilization. These musicians will be asked

to identify the e!ects that are applied to an incoming guitar signal by listening to the

system’s output. A success rate in identification of 90% or higher will indicate that the

e!ect has been correctly implemented from a musical standpoint.
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Figure 4: System Diagram

2.3 System Diagram

At a high-level, the audio processor system (figure 4) can be broken into three key

components: signal generation, conversion, processing, and driving. first the analog

signal enters the PMOD I2S2, whose sample rate is being clocked by the FPGA. The

analog signal is then sampled by the PMOD and passed into the FPGA. Having been

converted to a digital representation, the sound ”frames” will then be processed by the

RTL signal processing modules before being sent to the PMOD DAC for reconversion.

Finally the output signal is used to drive an output device to create audible music.

The audio processor has a master clock (the FPGA system clock) that runs at 100 MHz,

and is powered by a 12V DC supply. This clock frequency will need to be divided down

such that complete audio samples enter the system at a rate of 44.1 kHz, so as to pass

the Nyquist rate for the humanly audible frequency spectrum. This can be done via

the programming of another on-board resource, phased locked-loops. These specialized

oscillator components are designed to generate extremely precise clock signals at a desired

frequency from an output clock at a completely di!erent frequency, and can be used to
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achieve the desired audio sampling rate.

2.4 Consideration of Multiple Design Approaches

Hardware Platform

Two design approaches were considered at the top level early on: application specific

integrated circuits (ASICs) and FPGAs. Either of these two technologies have the poten-

tial to be viable platforms on which the audio processor design would live. The primary

benefits of ASICs are lower cost at large-scale production, and lower latency due to

highly optimized signal routing and hand-crafted physical layouts. With latency being

the most critical technical specification to the success of the design, this advantage is

the most significant held by an ASIC-focused design, rather than a design for FPGA.

FPGAs also boast very low latency, enough to still pass the technical specifications for

the implementation. The added benefit of rapid reconfigurability and fast design changes

resulted in the selection of FPGAs over ASICs for the audio processor design. A design

actualized on an FPGA makes more sense from an engineering perspective due to the

massive di!erence in prototyping cost and time.

Figure 5: Zedboard Zynq7000
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Design Methodology

The Xilinx ISE Design Suite is the most commonly used for FPGA-based projects. It

hosts many tools for simulation, synthesis, build, and evaluation of FPGA designs. Many

of these tools allow for one design to be achieved through various approaches. The design

of the audio processor can be completed either by leveraging the intellectual property

(IP) blocks available in the Xilinx ISE, by using high-level synthesis (HLS) to compile

hardware from high level descriptions, or at the register-transfer level (RTL). While

creating circuit designs in the Vivado GUI with the IP block integrator o!ers the greatest

ease of implementation, it o!ers the lowest degree of control over the implementation.

HLS o!ers slightly more control over individual implementation decisions than the IP

block interface, but not as much room for control and optimization as handwritten RTL.

Both as an engineering exercise (to ensure a high enough degree of challenge for ES100),

and for the purpose of writing maximally optimized hardware descriptions, the majority

of the design was implemented in RTL. The IP block integrator was used very sparingly

for the generation of the clocking signals that synchronize the design.

Audio Codec Selection

For conversion between analog and digital signals, two primary options were available

for interfacing with the programmable logic fabric of the Zynq7000 FPGA. The first

is the on-board ADAU1761, a 24-bit audio codec that interfaces directly with the arm

processor on the Zedboard Zynq7000. The spatial locality of this audio codec contributes

to a speedup over the alternative, but interfacing the programmable logic of the Zynq7000

FPGA with the onboard arm core poses an additional integration challenge. The second

option, the PMOD I2S2 (figure 6), is a peripheral audio codec (also 24-bit), that operates

with the I2S (inter-integrated circuit sound) communications protocol. This module can

be plugged into any of the 8-pin PMOD peripheral slots on the Zedboard, and integrated

into the digital design without the need for an interface with a CPU core. For this reason,
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and due to the fact that the added latency is not significant enough to endanger technical

specifications for the project (adding microseconds will not approach a 5 millisecond

limit), the PMOD I2S2 was selected as the codec to be used in the initial design.

Figure 6: PMOD I2S2

Quantitative Evaluation and Justification of Design Approaches

The implementation of an FPGA-based audio e!ects processor requires careful quanti-

tative analysis of design tradeo!s such that the design meets all technical specifications.

Two critical design decisions significantly impact the system’s performance: audio codec

selection and the implementation approach (RTL vs HLS) for the digital signal processing

modules.

Audio Codec Interface Analysis

The selection between the PMOD I2S2 peripheral codec and the onboard ADAU1761

codec represents a fundamental architectural decision in the audio signal chain. This

choice directly impacts several technical specifications, most critically LAT (maximum

tolerable latency) and SNR (signal-to-noise ratio). The total signal path latency through

the codec can be modeled as:

Ttotal = Tconversion + Tinterface + Tprocessing + Toutput (1)

where Tconversion represents the ADC/DAC conversion time at the selected 48kHz sam-

pling rate, Tinterface encompasses protocol and communication overhead, Tprocessing ac-
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counts for on-chip processing delays, and Toutput represents output bu!ering and syn-

chronization delays.

A comprehensive evaluation of both codecs was conducted using a Pugh matrix, making

considerations for key performance metrics and e!ects on the process of implementation:

Table 3: Audio Codec Selection Analysis

Criterion Weight PMOD I2S2 ADAU1761 Justification

Integration
Complexity

0.30 +1 -1 PMOD interfaces directly
with programmable logic,
ADAU1761 requires com-
plex ARM core integration

Signal Path La-
tency

0.30 +1 -1 Direct PL connection mini-
mizes interface latency com-
pared to ARM core routing

Resource Uti-
lization

0.20 +1 0 PMOD requires minimal
FPGA resources while
ADAU1761 needs addi-
tional interface logic

Signal Quality 0.20 -1 +1 ADAU1761’s integrated
design provides marginally
better noise performance

Weighted Total: +0.60 -0.40

DSP Implementation Methodology

The implementation of digital signal processing algorithms presents another critical de-

sign decision. The choice between Register Transfer Level (RTL) design and High-Level

Synthesis (HLS) impacts ease of implementation, resource utilization, and system per-

formance. One such resource is block RAM, which is used in e!ects like delay and

reverb. For a simple delay implementation, the fundamental memory requirements can

be expressed as:
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E!ect Bu!er Size = fs ↑ Tdelay ↑Wsample (2)

where fs is the sampling frequency (48kHz), Tdelay is the maximum delay time, and

Wsample is the sample width in bits.

Other resource usage, such as that of DSP blocks and lookup tables (LUTs), are also

critical considerations, and are used in almost every digital e!ect instantiation.

To balance the pros and cons of RTL and HLS implementations, a quantitative compar-

ison was conducted via Pugh matrix:

Table 4: DSP Implementation Approach Analysis

Criterion Weight RTL HLS Justification

Resource E”-
ciency

0.30 +1 -1 RTL enables precise control
over hardware resource allo-
cation

Development
Time

0.25 0 +1 HLS significantly reduces
initial development and ver-
ification time

Performance
Optimization

0.20 +1 -1 RTL allows cycle-accurate
optimization and timing
control

Code Maintain-
ability

0.15 -1 +1 HLS code is more readable
and easier to modify

Design Reusabil-
ity

0.10 0 +1 HLS facilitates easier port-
ing to di!erent hardware

Weighted Total: +0.30 +0.00

The quantitative analysis presented in these sections demonstrates that while certain

design choices present clear advantages (such as PMOD I2S2 for codec interface), others

(such as RTL vs HLS implementation) require careful balancing of competing factors.
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These analyses directly informed the design decisions, ensuring that the implementation

would meet the technical specifications outlined in section 4 while maintaining practical

feasibility for the target FPGA platform.

Distortion Algorithm Selection

In order to implement the distortion e!ect, the first necessary step was the selection of

a DSP algorithm that would be implemented in hardware. Similar auditory e!ects can

result from various processing algorithms, and finding an optimal DSP algorithm for

deployment on the FPGA greatly impacts both the feasibility and the e”ciency of the

resulting module.

Two primary options were considered for the distortion algorithm that was implemented.

First, hard clipping, which amplifies the signal via multiplication by a gain constant. This

amplified digital signal is next compared to a predetermined threshold, and if it exceeds

the threshold in magnitude, then the amplified wave is cut down to the threshold value.

This algorithm can be expressed via equation 3.

y[n] =






threshold, x[n] > threshold

↓threshold, x[n] < ↓threshold

x[n], otherwise

(3)

The second form of distortion algorithm is implementation via wave-shaping algorithm.

This method enables finer grained control of the distortion’s sound (beyond gain and clip-

ping threshold, greater frequency control). There are many common methods for wave

shaping distortion, each of which involve the use of a di!erent polynomial or trigono-

metric function for the generation of an output signal, which becomes more distorted as

the amplitude of the input signal increases. Waveshaping algorithms can be expressed

in multiple ways.

19



1. Soft clipping via hyperbolic tangent - By making the sound signal the input to a

tan function, multiplied by a gain parameter a, the output signal becomes similar

to the input for small magnitudes, and is rounded down to around 1.0 ↔ a for large

signals. This results into a more dynamically sensitive clipping than regular, hard

clipping.

y[n] = tanh(ax[n]) (4)

2. Cubic Distortion - Distortion is achieved by cubing the input signal, dividing it

by three, and subtracting this newly found value from the original signal. This

results in small signals being largely una!ected, and large amplitudes being reduced

greatly, sometimes even flipping signs, or ”folding over.” This results in a much

harsher distortion sound than tangent wave shaping, introducing odd harmonics

into the output signal.

y[n] = x[n]↓ x[n]3

3
(5)

3. Distortion via multiplication with an approximated polynomial - Using a custom

built polynomial with gain parameters as the coe”cient to each term, a highly

specific distortion e!ect, with a parametrically specified mix of input, even, and

odd harmonics resulting at the output. This wave shaping algorithm can also be

implemented as a linear filter, and o!ers a wide range of distorted sounds at the

expense of much more intensive computation.

y[n] =
N∑

k=0

ak(x[n])
k (6)

The pros and cons of each form of distortion were weighed against each other quanti-

tatively using a Pugh decision matrix, where the most important decision criteria were

determined to be resource usage, complexity of implementation, and latency. These fac-

tors served to determine both which distortion would be optimal for the scope of this
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project and which e!ect would be the most e”cient in synthesis on FPGA. Ultimately

clip distortion was selected as the algorithm to be implemented for this project, but

even much more computationally intensive implementations can be designed to run on

an FPGA, with virtually any form of wave shaping being feasible given enough time and

digital design expertise. Though both methods for implementing a distortion algorithm

have their benefits, the scope of this project lends itself more readily towards clipping,

primarily for reasons of resource utilization and ease of implementation.

Table 5: Distortion Algorithm Comparison

Criterion Weight Clip Wave Shaping Justification

Resource Usage 0.30 +1 -1 Clip distortion requires
minimal logic resources
(comparators only), while
wave shaping needs multi-
pliers and memory

Implementation
Complexity

0.25 +1 -1 Clip implementation is
straightforward with sim-
ple threshold comparison
logic, wave shaping requires
complex polynomial calcu-
lations

Latency 0.20 +1 -1 Clip achieves single-cycle
latency, wave shaping re-
quires multiple cycles for
polynomial evaluation

Sound Quality
Control

0.15 -1 +1 Wave shaping o!ers more
flexible control over the dis-
tortion characteristics

Numerical Sta-
bility

0.10 +1 -1 Clip has inherent output
bounds, wave shaping prone
to overflow and precision is-
sues

Weighted Total: +0.65 -0.65
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Low-pass Filter Selection

When it came to the selection of a method for implementing a DSP low-pass filtering

algorithm, two options were the most desirable: finite impulse response (FIR) filtering

and an infinite impulse response (IIR) filtering approach. Just as was the case with

distortion, each of the two have benefits and drawbacks related to resource e”ciency,

complexity of implementation, etc.

Both FIR and IIR filters are implemented similarly, with the key distinction that IIR

filters rely not only on previous inputs, but previous outputs as well when generating

the current term.

FIR filters can be viewed as a moving window average, where the last N terms are

summed to generate the current output. Each previous term is multiplied by a selected

coe”cient. The input-coe”cient pairs are called the ”taps” of the filter. Coe”cient

values a!ect the aggression of the filtering algorithm, and the number of taps determine

the filter roll-o! after the cuto! frequency. The cuto! frequency of an FIR filter can be

determined by calculating ideal filter coe”cients using equation 4:

b[n] =
sin(2ωfcn)

ωn
(7)

Where fc = fcutoff
fsampling

is the normalized cuto! frequency, n is the coe”cient index, and

the coe”cient b[0] is handled as a special case: b[0] = 2fc.

IIR filters are implemented very similarly to FIRs, but they incorporate a feedback loop

that consists of previous outputs multiplied with coe”cients. These recursive values are

also summed during the generation of the current term. The addition of this feedback

loop often results in peaks at certain frequencies, which can add an ”analog” feel to

the filter’s sound, due to added resonance. One key issue of IIR filters is that they also
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pose potential feedback issues, and fail to maintain linear phase when applied to a signal.

The benefits and drawbacks posed by each of the two filtering strategies were compared

using a Pugh matrix, and as a result, the finite impulse response filter was selected for

implementation and synthesis on the FPGA.

Table 6: Low-Pass Algorithm Selection

Criterion Weight FIR IIR Justification

Resource E”-
ciency

0.30 -1 +1 IIR requires fewer coe”-
cients and multipliers for
similar frequency response

Phase Response 0.25 +1 -1 FIR provides linear phase,
IIR has nonlinear phase re-
sponse

Stability 0.20 +1 -1 FIR is inherently stable, IIR
can become unstable due to
feedback

Implementation
Complexity

0.15 +1 -1 FIR is straightforward to
implement, IIR requires
careful consideration of
feedback paths

Filter Sharpness 0.10 -1 +1 IIR achieves sharper cuto!s
with fewer coe”cients

Weighted Total: +0.15 -0.15
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3 Build Documentation

3.1 Repository Structure Overview

The majority of the design work associated with this project was done in HDL and code

files. A Github repository was used as the iterative and comprehensive workspace within

which the implementation lived. The structure of the project repository was divided into

six key directories.

./
Constraints/
Documents/
IP/
LICENSE
README.md
RTL/
Scripts/
Simulation/

• Constraints: Pin assignments matching signals in the RTL to real pins on the

FPGA

• Simulation: Testbench files and simulation results used to verify RTL circuits

before synthesis

• IPs: Intellectual property cores that implement common functions

• RTL: Register Transfer Level design files (circuit description code)

• Documents: Project specifications, design documents, and generated reports

• Scripts: Automation scripts for synthesis, build, and simulation, of the design

3.2 Top-Level Integration

The top-level module defines the highest level of abstraction in an FPGA design, con-

necting each individual digital circuit (module) at the interface level. The top module
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connects each e!ects processing and I2S interfacing module by their respective inputs

and outputs, and follows the signal path illustrated in figure 7. The signal path is sim-

plified for the sake of clarity, in which each net in the diagram is representative of an

interface between two modules, including data signals transmit following IEEE stan-

dard 1685-2009, which describes ARM’s Adavanced Microcontroller Bus Archutecture

(AMBA). This standard includes the Advanced eXtensible Interface (AXI) which is used

to ensure properly synchronized intermodule signal transmission.

Figure 7: Signal Flow through Top Module

3.3 I2S Processing Module

The audio pass-through module was named axis i2s2 (AXI stream being the inter-module

handshaking protocol for sending sound data between digital e!ects blocks and i2S2 be-

ing the inter-integrated circuit sound protocol that defines the format in which data are

to be transmitted from one module to another. The audio pass-through module was,

like every other SystemVerilog module in this project, split into two key components:

an interface definition, which describes the I/O signals of the circuits, and the following

internal logic, which operates on the input signals to produce outputs. The I/O to the

I2S2 audio pass-through module are described in further detail in table 7.

The PMOD I2S2’s on board ADC (Cirrus Logic CS5343) samples the input analog wave-

form at 44.1 kHz, storing each sample in a bu!er awaiting bit-by-bit transmission over a

serial bus. This transmission is triggered by a signal sent from the FPGA to the PMOD
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Signal Type Description
axis clk Input Main clock (22.591MHz)
axis resetn Input Active-low reset
tx axis s data[31:0] Input Receives I2S frame from FX units for DAC
tx axis s valid Input Indicates valid transmit data
tx axis s ready Output Module ready to accept data
tx axis s last Input Marks last word in transmit frame
rx axis m data[31:0] Output Downstream I2S frame transmission
rx axis m valid Output Indicates valid receive data
rx axis m ready Input Downstream ready to accept data
rx axis m last Output Marks last word in receive frame
tx mclk Output TX master clock
tx lrck Output TX left/right clock
tx sclk Output TX serial clock
tx sdout Output TX serial data out
rx mclk Output RX master clock
rx lrck Output RX left/right clock
rx sclk Output RX serial clock
rx sdin Input RX serial data in

Table 7: I2S2 Module Interface Signals

to request a single bit. In order to synchronize the system, a specialized RTL module for

the handling of I2S protocol must be designed to receive these single-bit transmissions

from the PMOD ADC and reconstruct I2S audio data frames for downstream transmis-

sion and processing by the audio e!ects circuits.

In order to achieve such protocol handling. A number of subsystem clocks must be

derived from the FPGA’s 100 MHz master clock. These clocks will act operate a syn-

chronized transceiver that communicates with the PMOD ADC/DAC at the at the bit

level, and that communicates with the e!ects processor’s non-interfacing modules at the

I2S frame level, where an I2S frame is the concatenation of audio data bits that repre-

sents the sampled amplitude of the input analog signal at a resolution of 24 bits.

This synchronization and communication is implemented using a series of clock dividers

and shift registers dividing the FPGA’s master clock into clocks with the desired frequen-

26



cies for inter-circuit communications. The FPGA system clock (100MHz) is directed to

the input of the Xilinx IP block for phase-locked loop (PLL) programming. This PLL

helps to divide the FPGA clock into a subsystem master clock that operates at 22.591

kHz. Further frequency division was left to clock dividers instantiated in RTL to avoid

lock instability that can be introduced when the ratio between the input and output to

the clocking wizard (Xilinx’s PLL management IP) grows too large.

According to the specification for the I2S protocol, two other signal management clocks

are derived from the subsystem master clock. The subsystem master is further divided

with a 3-bit shift register to achieve a serial data clock that runs at 2.82 MHz. This

serial data clock is used to interface with the PMOD I2S2, assigning the value of the

rx din signal to that of the received bit.

As these bits are sampled, they enter shift registers used to create the 32-bit I2S frames,

which consist of 24 bits of audio data (resulting in a dynamic range of 144 dB) and 8 bits

of zero padding, which are also specified by the I2S protocol spec, and are often used for

metadata storage.

A second internal clock is used to toggle between left and right stereo channels, this

time dividing the 2.82 MHz subsystem master clock by 64 using an 8-bit shift register.

The resulting left-right toggle frequency is 44.1 kHz, and thus at every positive left-right

clock edge, the I2S handling module is marked to concatenate the 24-bit right-channel

audio sample with the 8 bits of zero-padding and await the incoming AXI ready signal

from the downstream module to signal that a successful transmission can occur. The

I2S module then transmits the audio frame downstream to be processed.

The reception of audio frames from the FPGA’s processing fabric, and the serialization of
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the data and transmission to the PMOD DAC are implemented in a very similar fashion,

bu!ering parallel inputs and transmitting individual bits to achieve serialization rather

than parallelization.

To summarize, one of the module’s two primary functions is to parallelize the serial in-

put data stream from the PMOD into I2S sound frames, so that each sound frame can

be transmit to next module in the FPGA fabric via AXI handshaking and operated on

accordingly. The other primary function is to receive a parallelized, processed I2S sound

frame from the last module in the audio e!ects path on the AXI bus, re-serializing it for

output to the PMOD DAC.

The synthesized I2S handling module is illustrated in figure 8, having been automatically

generated by Xilinx Vivado’s schematic tools.

Figure 8: Synthesized I2S handling module (schematic view)

A 1 kHz sine wave can be seen passing through the audio processing system via I2S

protocol handling, as demonstrated by the scoped waveforms at the input (yellow) and

output (blue) of the PMOD ADC/DAC in figure 9. The phase relationship between the
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input and output can be attributed to the propagation delay of the input signal through

the circuit to the output (this includes all RTL modules in the signal path, whether or

not they are active).

Figure 9: Synthesized I2S handling module (scope view)

3.4 Noise Gate Module

The noise gate module is directly downstream from the I2S handling module. Its purpose

is to mitigate unwanted noise that can enter the performance environment through ac-

cidental channels (e.g. electromagnetic interference on guitar pickups, or feedback from

a microphone). Though it is not a particularly expressive audio e!ect, the noise gate is

a necessary and practical one, especially as e!ects like distortion and reverb are added

to the signal chain, increasing the potential for feedback and audible EMI noise in the

performance environment.

The interface defining the inputs and outputs of the noise gate module is described in
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Figure 10: Synthesized noise gate (scope view)

table 8. The noise gate takes input sound frames and compares them to a set threshold

(usually intended to be very low), if the sound frame has an amplitude value lower than

that threshold, then the noise gate passes on a zero-frame to the next module. This en-

sures that quiet sounds, very consistently EMI and non musical noise, like the vibrations

in strings caused by the guitar swinging and bumping against the body of the musician,

are atenuated completely.

The input and output associated with the noise gate (with its threshold set high) are

depicted in figure 10, and the schematic generated by the Xilinx synthesis tool is attached

in figure 11.

3.5 Low-Pass Module

The low-pass module accepts the output from the noise gate module module on its input

data bus. Its I/O interface is described in table 9.

As discussed in section 7.4, the low-pass filtering technique used is a simple FIR filter
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Figure 11: Synthesized noise gate module (schematic view)
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Signal Type Description
clk Input System clock
resetn Input Active-low reset
gate enable Input Enable signal for noise gate e!ect
threshold level[1:0] Input Sets the gate threshold level
s axis data[31:0] Input Input data stream (24-bit channels with 8-

bit padding)
s axis valid Input Indicates valid input data
s axis ready Output Module ready to accept data
s axis last Input Marks end of input frame
m axis data[31:0] Output Gated output data
m axis valid Output Indicates valid output data
m axis ready Input Downstream ready to accept data
m axis last Output Marks end of output frame

Table 8: Noise Gate Module Interface Signals

Signal Type Description
clk Input Module clock
resetn Input Active-low reset
filter enable Input Enable signal for filter operation
s axis data[31:0] Input Parallel input (8-bits padding, 24-bits data)
s axis valid Input Indicates valid input data
s axis ready Output Module ready to accept data
s axis last Input Marks end of input frame
m axis data[31:0] Output Filtered output data
m axis valid Output Indicates valid output data
m axis ready Input Downstream module ready to accept data
m axis last Output Marks end of output frame

Table 9: Low-Pass Module Interface Signals

implemented via a sliding window. In RTL this is implemented by leveraging the size

of the sliding window (given as a power of 2) to determine the cuto! frequency of the

filter, where a larger window size corresponds to a lower cuto! frequency. The sliding

window method instantiates a specific form of FIR low-pass filter in which all filter tap

coe”cients are equivalent.

The inputs to the module are stored in a circular bu!er. This bu!er acts as a sliding

window across the audio wave, where the sum of all sound frames within the window
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is tracked. This sum is then divided by the bu!er size by using a right shift operation

(the bu!er size being a power of two allows for greatly increased e”ciency in division,

as division operations are massively more computationally expensive than shifts). This

average output of the sliding window is then averaged once more against the previous

output of the sliding window (for further smoothing and ultimately better high-frequency

attenuation).

The key implementation detail to note is that the I2S protocol encodes waveform ampli-

tude in the 32-bit sample, and that the frequency with which samples change amplitude

determines the frequency of the digital audio wave. When a moving window is applied

to average these amplitudes (with some amplitudes being negative and some being pos-

itive), more frequent oscillations within the window will result in a smaller average, due

to summing an increasingly even number of negative and positive samples.

One can imagine a sine wave that is perfectly attenuated by the low-pass filter as having a

frequency such that one full period will occupy the window. The output of the window’s

summing mechanism will then always be 0, and the I2S output will register no audio,

or full attenuation. The filtered audio signal is finally passed to the distortion module,

again following AXI protocol.

The waveform passed through by the synthesized circuit was measured in the lab using

an oscilloscope and 1 kHz sine wave, with the bu!er depth set to 64 bits, corresponding

roughly to a 689 Hz cuto! frequency. The probed input and attenuated output waveforms

are displayed in figure 12, and the synthesized schematic for the circuit is shown in figure

13.
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Figure 12: Synthesized low-pass filter (oscilloscope view)

Figure 13: Synthesized low-pass filter (schematic view)

3.6 Distortion Module

The distortion module’s I/O interface is described in table 10.

After receiving its input on the AXI data bus coming from the low-pass filter, the dis-

tortion module enters a state in which the frame’s amplitude value is checked against a

threshold, very similarly to the noise gate. If the signal amplitude has an absolute value

greater than that of the threshold, then it is truncated to the threshold value and sent

to the downstream module.
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Signal Type Description
clk Input System clock
resetn Input Active-low reset
distortion enable Input Enable signal for distortion e!ect
s axis data[31:0] Input Input data stream (24-bit L/R channels)
s axis valid Input Indicates valid input data
s axis ready Output Module ready to accept data
s axis last Input Marks end of input frame
m axis data[31:0] Output Distorted output data
m axis valid Output Indicates valid output data
m axis ready Input Downstream ready to accept data
m axis last Output Marks end of output frame

Table 10: Distortion Module Interface Signals

Figure 14: Distortion testbench simulation

This design was verified in simulation and synthesis, demonstrating correct functional

behavior and real-world application. The simulated testbench for the distortion module

is depicted in figure 14.

One could imagine an input sine wave for which 0.5 ↔ A is equal to the threshold value

(where A is the total amplitude of the sine wave). The resulting signal seen on the

output of the distortion module will look like the same sine wave, except it will have

been flattened, or clipped, once the signal reaches half the original amplitude A.
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Figure 15: Synthesized distortion (scope view)

The result of this operation on the signal is the introduction of high frequency compo-

nents at the sharp non-nonlinearities of the clipped input wave. These upper frequency

harmonics give the produces sound signal an overdrive, harsh, and bright sound. The

scoped output for the distortion can be seen in figure 15.

3.7 Ring Modulator

Next in the signal chain is the ring modulator, which takes an input waveform and mul-

tiplies it with another waveform of specified frequency and shape. The output wave is

characterized by a Lo-fi, ”ringing” sound that adds shine and a little bit of dissonance

to the music being played.

A triangle carrier wave was selected for implementation, and was generated in the ring

modulator module by instantiating a finite state machine whose most significant bit in-

dicates whether or not to increment or decrement the amplitude value, upon hitting a

maximum or minimum amplitude, the system enters the opposite states and continues to
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oscillate. The amplitude of this wave at every frame is multiplied with the input frame

before sending the processed frame downstream. The interface to the ring modulator

module is available in table 11.

Signal Type Description
clk Input System clock
resetn Input Active-low reset
ringmod enable Input Enable signal for ring modulation e!ect
ringmod freq[1:0] Input Controls the modulation frequency (00:

150Hz, 01: 300Hz, 10: 600Hz, 11: 1200Hz)
s axis data[31:0] Input Input data stream (8-bit header, 24-bit au-

dio data)
s axis valid Input Indicates valid input data
s axis ready Output Module ready to accept data
s axis last Input Marks end of input frame
m axis data[31:0] Output Modulated output data
m axis valid Output Indicates valid output data
m axis ready Input Downstream ready to accept data
m axis last Output Marks end of output frame

Table 11: Ring Modulator Interface Signals

The ring modulator is the first of the e!ects over the course of this project to include mul-

tiplications that can not be abstracted away to shift operations. In order to circumvent

the otherwise necessary power and latency costs associated with multiplier implementa-

tions, an on-board DSP block was used to perform the processing with low-latency on

optimized hardware.

In addition to concerns about latency and energy consumption due to the complexity of

operation in hardware comes the possibility of multiplication overflow. This hazard, if

left unmitigated, would cause constant noise and clipping as soon as the e!ect is active.

In order to avoid these complications, the module has a pre-processing stage in which the

input and carrier wave are both reduced to 50% of their original amplitude, achieved by

a rightward arithmetic shift by half of the audio frames data width (12 bits in the case
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of I2S audio data). Only after this initial reduction stage are the two values multiplied

together using the DSP block as representing the product of two binary numbers requires

an output signal with bit width equal to the sum of the bit widths of the two operand

signals.

The build tools that synthesize circuits on the FPGA can infer where to instantiate DSP

blocks, given that the constraints written by the programmer allow them to do so. in

figure 16 a ring modulated test signal is shown, and in figure 17 shows a schematic view

of the circuit focusing on the DSP block inferred by Vivado’s synthesis tool.

Figure 16: Synthesized ring modulator (scope view)
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Figure 17: Enter Caption

3.8 Volume Controller

The final module in the FPGA audio processor’s signal chain is the volume controller,

which forgoes the use of a DSP multiplication block coarse-grained control via bit shift-

ing. The final amplitude of each sound frame is modified based on the positions of

FPGA switches 1 and 2, providing four di!erent volume levels based on the binary value

represented by the two switches. The value asserted by the two switches determines the

number of arithmetic right shifts that are used on the audio data, and thus the available

audio volume levels are 0dB, -6dB, -12dB, and -18dB which correspond to division by

one, two, four, and eight.

Figure 18 shows an RTL simulation of the volume controller, tested against an approx-

imated sine wave using a simple lookup table and counter. Signal attenuation can be

clearly observed between the input and output waveforms. This simulation demonstrates

not only waveform processing correctness, but also correct handling of AXI protocol for

transmission and reception of data across RTL modules.
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Figure 18: Volume controller simulation

3.9 Scripting

The FPGA build process involves several steps, and industry scripting tools (Bash, Tcl)

are often used to automate the process, saving hours of time in the process of proto-

typing. In addition, Tcl scripting allows users to organize RTL projects as they see fit,

routing metadata files generated during synthesis and implementation to clearly desig-

nated files, and maintaining a clearly defined directory tree.

Three Tcl files are linked via a single Bash script in the ”Scripts” directory. after cloning

the directory to any device, opening a Bash compatible shell and running the ”./build.sh”

command will create a Xilinx project and automatically populate it with the correct RTL

sources, IP blocks, and constraints, running synthesis and implementation so that the

user just needs to generate the bitstream and upload it to the board. For each time that

the project is loaded, this decreases the necessary time from minutes to seconds.

3.10 Constraints:

Purpose

Constraints files (su”xed with .xdc) are used to specify the electrical pins on a given

board that correspond to signals defined in RTL files. Additionally, they can be used to
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specify clocking pins and the frequency at which they run, along with other timing and

area characteristics critical to digital circuit design flow, like setup and hold time, path

input/output delays, area and power constraints, and thermal and resource usage limits.

Implementation

In the file named ”FPGA Audio Processor/Constraints/constraints.xdc”, the physical

pins on the FPGA that interface with the PMOD I2S2 are defined, as well as the physical

pin through which the clock signal travels, and the reset pin. The pins on the Zedboard

Zynq7000 and their corresponding RTL signals are described in table 12.

Signal Zedboard Pin Purpose
clk 100mhz Y9 Main system clock
reset T18 Reset button
sw[0] F22 Volume control bit 0
sw[1] G22 Volume control bit 1
sw[2] H22 Filter enable
sw[3] F21 Distortion enable
sw[4] G21 Ring modulator enable
sw[5] G20 Ring modulator frequency bit 0
sw[6] H20 Ring modulator frequency bit 1
sw[7] K22 Noise gate enable
tx mclk Y11 DAC master clock
tx lrck AA11 DAC L/R clock
tx sclk Y10 DAC serial clock
tx sdout AA9 DAC data out
rx mclk AB11 ADC master clock
rx lrck AB10 ADC L/R clock
rx sclk AB9 ADC serial clock
rx sdin AA8 ADC data in

Table 12: ZedBoard Pin Assignments for Audio Processor

Each of these pin constraints is defined in constraints.xdc, and align with the pin names

listed in the schematic and datasheet for the Zedboard Zynq7000. The ADC/DAC pins

correspond to the PMOD jumper JA on the Zedboard. It is important to note that

changing these constraints to match up with another FPGA’s datasheet should allow

the design to be ported across multiple di!erent hardware platforms.

41



4 Testing Methodology

The three technical specifications that required laboratory verification are latency, signal

degradation, and signal-to-noise ratio. All other technical specifications can be verified

using integrated software tools in the Xilinx design suite or are simple enough to not

require scientific evaluation.

4.1 Tools

The tools and equipment necessary for testing the implementation are:

1. Zynq7000 FPGA (Zedboard)

2. PMOD I2S2

3. 3.5mm compatible audio source

4. Agilent 33220A Function generator

5. BNC to alligator clips (2)

6. Digilent TBS2000B Digital oscilloscope

7. Oscilloscope probes (2)

8. Xilinx synthesis tools for area, power, and timing measurement

4.2 Latency Testing Methodology

In order to verify that the design meets the technical specification for latency, and that

its maximum latency is well below the humanly perceptible 12 milliseconds, and input-

to-output pulse wave test was employed.
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Using the function generator, a sine wave was sent to the input of the system (the PMOD

ADC), which was also probed with an oscilloscope. The reconverted signal at the DAC

output of the PMOD was also probed.

In order to avoid phase ambiguity, i.e. to ensure that an output peak corresponds to the

most recent input peak, a low frequency pulse was used. Knowing that the latency of

the system is well below the very noticeable one second, a pulse at 1 Hz was generated

(figure 19). This pulse was set to a 1.8 Volts, determined to be the system’s maximum

input before clipping.

PyVisa was used to automate the measurement of latency between the pulses by connect-

ing to each channel probe and first measuring the maximum amplitude of the input and

output waveforms, and then for subsequent pulses, triggering when the corresponding

waves reached 50% of that maximum amplitude. This ensured that the measurement

was consistent across both pulses, and yielded a more accurate picture of system latency

than a less specific measurement method that leaves room for one pulse to be measured

at its rising edge, and for the other to be triggered at the falling edge.

The Python script automating these measurements then recorded the di!erence in time

between the two detected 50% marks at the rising edge of the signals, which was the

e!ective latency of the system under the specified e!ects configuration.

This measurement was run for 100 trials for each individual e!ect, and then 100 trials

with all e!ects active at once in order to get a picture of both the individual latency

incurred by each e!ect, as well as the maximum latency of the system. The use of a

high volume of measurements was intended to mitigate any potential outliers as much

as possible, which may have been caused by some physical disturbance in the room or
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human error (bumping into the lab bench, etc.).

After each trial, the timing information for each wave was recorder in a CSV file for the

purposes of statistical analysis and computation after the test was complete.

Figure 19: 1 Hz pulse measurement on digital oscilloscope

4.3 Signal Quality Testing Methodology

Measurement of output SNR and signal degradation from the input to the output of the

FPGA were also automated using a python script using the PyVisa library.

The basic functionality of the script is to first connect to the scope and hold for the

user to turn on the function generator, asking for the name of the directory that will be

created to store the results of the test, as well as the frequency of the sine wave being

used as a test signal.
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A sine wave at the system’s maximum non-clipping Voltage was used as the test wave

in order to ensure that the signal frequency and harmonics are easy to isolate from the

noise in the system. This separation of the two is meant to yield more accurate SNR

measurements.

The scope then acquires the waveform data from the input and output channels, and

computes the fast-Fourier transform of the signal using a function in the numpy li-

brary. At the fundamental and upper harmonics calculated based o! of the user input,

a Blackman-Harris window is applied to reduce spectral leakage, which a!ords more ac-

curate SNR measurements considering the measurement trial begins and ends with the

test signal already applied.

The RMS Voltage of the total signal is then calculated at the input and the output, and

then after masking out the fundamental and upper harmonics, the RMS Voltage of the

noise floor with the signal applied is then measured.

Now that the necessary components for calculating SNR have been acquired, the com-

putation begins with the calculation of the raw SNR based on measured data according

to the equation 8.

SNRmeasured = 10 log10

(
Psignal

Pnoise

)
= 20 log10

(
VRMSsignal

VRMSnoise

)
dB (8)

This results in the SNR of the of the total system, which again is calculated at the input

and the output of the FPGA.

Once these SNR values have been acquired, the signal degradation of the FPGA audio

processor can be calculated simply as the di!erence in SNR between the input and the

output (equation 9).
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SDG = SNRinput ↓ SNRoutput (9)

This SNR test is run for 50 trials, again to mitigate any potential outliers caused by

unpredicted electrical noise in the lab, whether from nearby students’ own work, noise

spikes in the function generator, or any other potential skewing noise. The SNR mea-

surements were taken with no e!ects modules active, as industry standard for analog

and digital audio devices is to report the clean signal (bypass mode) SNR at the output

of the device, considering that many e!ects, like distortion, intentionally decrease the

SNR of the output for expressive purposes.

5 Conclusion

5.1 Analysis of Performance vs Behavioral Specifications

Latency

The statistical analysis of the 600 total latency measurement trials are displayed in table

13.

Configuration Mean (µs) Std Dev (µs) Min (µs) Max (µs)

all e!ects 747.29 26.45 667.54 839.28

lowpass 754.32 12.82 714.91 784.21

ring modulator 542.88 3.80 534.11 551.31

bypass 518.15 1.69 514.97 521.97

noise gate 510.05 2.39 504.25 514.86

distortion 509.06 8.82 452.52 522.32

Table 13: Latency Measurements Across Di!erent Audio E!ects

With the maximum latency achieved by the system well under one millisecond, the tech-

nical specification of 5 milliseconds (already a conservative threshold for audible latency

46



by a factor of two) was achieved with certain room for the addition of many more e!ects.

The low-pass module achieves the highest latency of the individual e!ects, which is to

be expected based on the delay introduced by the sliding window, which must first fill

with audio samples before meaningful averages can be observed at the output. The ring

modulator also demonstrates high average latency for a single module, due to its strict

multiplication requirement. One point of note is that the audio signal flows through

all modules whether they are active or not, hence the very similar latencies among the

bypass, distortion, and noise gate modules, which rely on lower-latency signal processing

techniques than the other two modules.

There are also some counterintuitive results which, given more time, could have been

tested further. For instance the mean latency across all e!ects applied is greater than that

of the low-pass filter alone. The mean latency for distortion is also lower than that of the

bypass latency. The additional processing latency of other e!ects should make for higher

latency. Two possible intuitions arise from this confound. First could simply be error in

the testing setup, but more likely is that the high frequency components introduced by

the ring modulator and distortion modules achieve the 50% Voltage at which the scope

triggers its measurement early. This falls in lime with the testing setup described in

section 4.2, and would explain the latency measurements that are counterintuitive when

compared between modules.

5.2 Signal Quality

The statistics associated with the initial SNR and SDG tests are displayed in table 14.
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Measurement Value (dB)

Mean Input SNR 72.01

Std Dev Input SNR 0.28

Mean Output SNR 67.55

Std Dev Output SNR 0.32

Mean SDG -4.46

Std Dev SDG 0.44

Table 14: Signal Quality Measurements

The standard deviation for SNR across all trials remained low, and the signal degradation

proved to be within the desired technical specification for the project. The performance

of the FPGA audio processing system as measured against the desired technical specifi-

cations is summarized in table 15.

Param Description Achieved Spec Status

LAT Latency (imperceptible to humans) 0.808 ms < 5 ms ↭

SNR Signal-to-Noise Ratio (high-fidelity) 67.6 dB > 70 dB ↗

SDG Signal Degradation (market-competitive) 4.5 dB < 7 dB ↭

NFX Number of E!ects (multi-FX potential) 4 ↘ 4 ↭

Table 15: Performance Specifications and Achieved Values

From this it can be observed that all technical specifications with the exception of SNR

were initially met. The most likely culprit for failure to achieve the desired SNR would

be the SNR of the input wave coming from the function generator, as the measured input

SNR only barely beat the technical specification, and the low SDG of the FPGA audio

processor only missed the technical specification by a couple of dB.
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5.3 Signal Treating

In order to attempt to meet the SNR technical specification, an attempt was made at

treating the signal external to the FPGA. The noise introduced by the Agilent 33220A

was observed not to increase proportionally with the peak to peak Voltage of the gener-

ated waveform. Thus if the input waveform were to be generated with a Voltage higher

than the maximum input Voltage to the FPGA (1.8 Vpp), then the SNR of the input

wave would also increase. In addition, since the end application is audio, any noise at

higher frequencies than 20 kHz could be filtered out from the input wave.

If this higher Voltage input wave could be attenuated to below the maximum FPGA

input Voltage, then the signal and noise should all maintain their proportion, and the

higher SNR of the higher Voltage input could be maintained at the output of the pro-

cessor.

This idea was tested via the construction of a simple series Voltage divider and Sallen-

Key low-pass filter at the input stage (figure 20), attenuating and filtering the now 9 Vpp

sine wave that would be used for testing SNR such that it might be received without

clipping at the input to the audio processor. The signal was then restored to its orignal

Voltage at the output with a non-inverting op-amp before being measured.
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Figure 20: Input signal attenuation stage

The primary concern with this method is the introduction of additional thermal noise

via resistive elements, as well as additional op-amp noise that may outweigh the benefits

from the increased Voltage. The 50 trials were repeated to find the the results described

in table 16.

Measurement Value (dB)

Mean Output SNR 73.60

Std Dev Output SNR 0.33

Table 16: Signal-to-Noise Ratio (With Input Attenuation Stage)

This solution was able to achieve the desired SNR measurement, fulfilling the final be-

havioral technical specification.

5.4 Analysis of Platform-Specific Specifications

Using the built in synthesis tools in Xilinx’s Vivado design suite, the resource utilization

of the FPGA audio processor can be automatically tracked. The amount of LUTs,

BRAM, and DSP blocs used was divided by the number of each resource included on

the Zynq7000 to obtain the percentage utilization displayed in table 17.
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Resource Description Target Used Status

LUT Lookup Tables → 20% 1.3% ↭
BRM Block RAM → 50% 0% ↭
DSP DSP Blocks → 20% 0.45% ↭

Table 17: Resource Utilization Specifications and Achieved Values

As is made clear by the utilization reports, the Zedboard Zynq7000 has more than enough

resources to support many times the number of e!ects implemented in this project, which

bodes well for the platforms ability to e!ectively provide adequate expressive range to

performers.

5.5 Budget Analysis

Based on the utilization specifications, the $589.00 Zedboard boasts a much higher num-

ber of resources than is likely necessary to implement most typical audio e!ects. This

suggests that much lower resource FPGAs could very likely achieve the same processing

result, further reducing the cost-per-e!ect correlated with an FPGA based audio pro-

cessor. For instance, the Basys 3 Artix-7 board is an FPGA development board that

costs $165 on Digilents site, and uses less than half of the DSP resources o!ered on the

Zedboard (90 DSP slices as opposed to the Zedboard’s 220). The results of the measure-

ment and testing performed on the FPGA audio processor system are thus very positive,

passing each technical specificationas the result of continual iterations.
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6 Future Work

6.1 Incomplete E!ects

In the original plan for this build, a memory-based e!ect was intended to be included

(figure 21). Either a reverb or delay, the e!ect would instantiate a slice of block RAM or a

FIFO bu!er, and would pass a duplicate of each incoming sound frame through the bu!er

to be added to the output of the module FrameFrequency↔BufferDepth seconds later.

The delay would also have been parameterized (via on-board switches) to add feedback

stages. With each increased switch level (possibly apportioning two switches on the

FPGA to the delay e!ect), the number of repetitions of a given sound would increase,

imitating a greater echo or a larger performance venue. With each delayed sample would

come a reduction in volume by two times, achieved through simple arithmetic shift in

order to minimize latency and keep the early design simple. DSP blocks could have been

used later for finer-grained parameterization.

Significant di”culties arose that kept this module out of the final build, some of which

had to do with di”culties with getting Vivado’s synthesis tools to infer block RAM,

and issues related to compounding feedback were never resolved. The result was a very

quickly out of control signal that would explode into a static sound very quickly.
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Figure 21: Block diagram for delay module

6.2 Increased Parameterization

One of the reach goals for this project following the successful implementation and anal-

ysis of audio e!ects was the fine-grained parameterization of the on-board FX modules.

This would have incurred a slight additional cost, as the switches provided on the Zed-

board hardly provide a desired level of tonal control when it comes to the perceived

”strength” of each applied e!ect. The Zedboard does, however, have five total PMOD

ports, and Digilent’s PMOD ENC rotary encoder (figure 22) could easily be used to add

an extra four knobs and switches to the system.
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Figure 22: PMOD ENC

As it now stands, values that characterize the sound of the FPGA’s e!ects are hard-

coded into registers in the corresponding RTL module (with the exception of the ring

modulator, which uses switches 5 and 6 on the board to set carrier wave frequency).

These parameters, such as the clipping threshold for the distortion module, or the win-

dow size for the low-pass filter (which is inversely proportional with the filter’s cuto!

frequency), could be assigned to the values set by the rotary encoder, and turning the

physical knob on the FPGA could very easily alter the more subtle characteristics of the

e!ects processing modules, providing the end user with finer-grained control over their

sound.

Additionally, the integration of the PMOD ENC could have been scaled to support many

more four e!ects. For instance, the switches across the four rotary encoders could be

used as the input to an e!ects selection module, using clever multiplexing to set all four

knobs to control di!erent aspects of the same e!ect, giving up to 16 di!erent e!ects a

set of four manipulable parameters to work with.
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6.3 User Interface

With the end user in mind, the current flow for programming the FPGA audio e!ects

processor is needlessly complicated and bulky. The average musician will have no desire

to design, verify, and synthesize their own e!ects modules, but will want easy access

to prebuilt modules produced by engineers and circuit enthusiasts. The end application

would ideally not live on a development board, but rather in a plastic or metal packaging

with a micro-USB port for programming the FPGA.

With su”cient time and web development skills, a user friendly front-end for program-

ming the audio e!ects processor could be designed, featuring a drag-and-drop interface

that allows the user to select the name or logo that describes a particular e!ects module

and connect it to their desired signal path in any order or configuration that they want.

Completing their e!ects chain and pressing a single button to synthesize, place, route,

and program the hardware all from their desktop.

Considerations of course should be made for this backend and the computational load

that it would need to endure to run so many synthesis and place and route routines

simultaneously, but there are web-based applications that allow for the remote program-

ming of FPGA with much more resource intensive designs, so this GUI could very likely

be completed.

6.4 Higher Signal-Noise Ratio

Though the technical specification for SNR was met by the end of the project lifetime,

the FPGA audio processor was being compared to mid-tier commercial products, and

still lags behind high-end audio processing solutions by a significant margin. This is

not to say that the FPGA audio processor would be commercially viable with respect
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to SNR, but rather that there is room for improvement sin terms of output signal quality.

It is likely that increasing the SNR of the equipment used to generate the test signals

for the system would have resulted in a much higher SNR value at the output, but due

to the high cost of specialized, low-noise audio hardware testing equipment, the testing

and measurement of the FPGA audio processor was performed with what was available

on hand.

It is also possible that more advanced signal treating techniques could have been used

to boost the value of the input SNR with equipment in the lab, but as the idea to treat

the signal at this stage was had rather late in the testing process, there wasn’t much

that could be done with regards to more complex or niche solutions. Given more time,

increasing the spread between the desired and achieved SNR values would have certainly

been a primary focus of additional work.

6.5 Higher Design Complexity

Finally, for every basic DSP algorithm there is to model an audio e!ect, there are many

more complex ways to model the same type of e!ect with a di!erent texture or better

performance. For instance implementing a more complex distortion algorithm could al-

ter the audible characteristics of the e!ect.

Some examples of extra design work that would have yielded interesting results are au-

dio smoothing for the noise gate, improving its performance around zero crossings and

yielding an e!ect with better performance in semi-silent environments.

Implementations such as an FIR flow-pass filter would have also proven an interesting

challenge, taking the first design beyond the special case of equal filter tap coe”cients
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(this specific FIR is what a sliding window filter achieves).

A final example would be multiple carrier waves for the ring modulator module. This

could add potential for extra consonance or dissonance in the overtones as selected by

the user.

Having learned about these digital signal processing algorithms and their implementa-

tions in hardware, I am excited to continue working on the project for my own fulfillment,

and to watch it grow in complexity and quality as I grow more advanced as an FPGA

engineer.

6.6 Signal Treatment Examination

All of the analog signal treatment at the input stage to the FPGA audio processor was

designed and implemented in the final week of the project’s lifetime, and thus was a little

rushed. Having more time to verify the methods used and to think about the e!ects of

the added stage, as well as the characterization of the noise added and detracted, would

have been rewarding and worthwhile, and would have likely made for a stronger solution

to the original failure to meet the SNR technical specification.
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7 Appendices

A Standards Referenced

Listed in this section are the relevant standards considered and followed during the

phases of build and test:

• IEEE 1800 (SystemVerilog) defines the language and structures employed in im-

plementing the digital circuits synthesized on FPGA for this project.

• IEEE 1647 (Tcl for EDA applications) describes the scripting tools used to auto-

mate the FPGA build process during the course of this project.

• IEEE 1685-2009 (ARM’s Advanced Microcontroller Bus Architecture (AMBA)

specification) outlines the AXI-based intermodule communication, and is followed

in this project.

• IEEE 1241-2010 (Standard for Terminology and Test Methods for Analog-to-Digital

Converters) provides guidelines for the measurement methodologies used in eval-

uating the performance of the audio signal chain in this project. The methods

contained in this standard that were used in the project pertain to SNR measure-

ment, and were not used specifically for the evaluation of ADCs/DACs.

• AES17-2015 (AES standard method for digital audio engineering - Measurement of

digital audio equipment) establishes the measurement techniques and performance

metrics for evaluating digital audio systems, which were applied in characterizing

the audio processing modules developed in this project.

B Required Laboratory Training

Due to the very limited physicality of this project, the only laboratory training required is

for the use of the EE lab in SEC 1.111 (for oscilloscopes to make measurements according
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to the tech specifications). All other lab work will be done in the computing lab in the

SEC, which requires no training to use. (General Laboratory Safety (EHS) training was

completed on April 10, 2024).

C Final Budget

Table 18: Project Budget

Item Source Price Obtained

Zedboard Zynq7000 FPGA Digilent $589.00 Yes

Digilent PMOD I2S2 Digilent B $24.99 Yes

Xilinx Vivado Design Suite Xilinx $0.00 Yes

Scarlett 2i2 Audio Interface FocusRite $0.00 Yes

Generic Audio Output Owned $0.00 Yes

Total – $613.99 Yes

D Previous Work

Prior to the beginning of this project’s timeline (When ES100 began its 2024-2025 term),

no previous design work had been done on this project. In order to familiarize myself

with DSP on FPGAs, I intended to complete a self-guided project for extra-credit in

ES156, but was unable to begin work on the project past the phase of reading a little

bit of general DSP content. The project was going to be the implementation of a simple

FIR low-pass filter in SystemVerilog, and to verify the filter in simulation. A low-pass

filter (as well as a high-pass) will likely end up being implemented as one of multiple

e!ects on the FPGA based audio processor for ES100.

This project is di!erent from that considered in ES156 as it includes many more e!ects

and synthesis on real-world hardware as opposed to simulation. The ES156 projected

would have accounted for less than 5% of the hardware design that I anticipate creating
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in ES100, if it had ever gotten written.

E Preliminary Project Timeline

Table 19: Project Milestones

Week Phase Preliminary Milestones

1 Define Decide on e!ects list and user interaction with the board

2 Define Define interconnect methods for instrument-to-FPGA signal

3 Design Design bypass mode on FPGA, integrating PMOD, ADC/DAC

4 Verify Verify bypass mode, simulate and pass guitar/vocal signals

5 Design Design e!ect #1 (delay?)

6 Verify Verify e!ect #1 using physical and simulation tests

7 Design Design e!ect #2 (overdrive?)

8 Verify Verify e!ect #2 (using SystemVerilog or UVM)

9 Design Design e!ect #3 and #4 (filtering or reverb)

10 Verify Verify e!ects #3 and #4

11 Measure Measure latency of signal through each e!ect/bypass mode

12 Measure Adjust signal gain and latency based on measurements

13 Compile Compile results, complete write-up, prepare for demonstration

14 Test Come up with testing methodology and turn in CP2

15 Test Begin taking latency measurements

16 Test Finish latency measurements and perform statistical analysis

17 Test Reach out to peers about participating in FX recognition testing

18 Test Begin taking SNR measurements

19 Test Finish SNR measurements and statistical analysis

20 Test Finish documenting testing process and verify tech specs
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F Project Repository

The project is stored in the following repository, with all simulations, RTL, and scripts,

and consists of the same directory structure described in section 3.1: https://github.

com/r-mitchell-s/FPGA Audio Processor/tree/main
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BOM (Bill of Materials) Unit Cost $ Unit # of Units
Zedboard Zynq7000 FPGA Development Board $589.00 1 pack 1

PMOD I2S2 Peripheral Audio Codec 24.99 1 pack 1

Please do your best to fill in the following 
details on your budget

Total $ Exact or estimated?
Total Development cost: everything that 
was spent on your project including 

613.99 Exact
What is the minimum cost to make one 
prototype of your project ($0 is an option)?

613.99 Exact
Total cost of items purchased through the 
Active Learning Labs (ALL), if any

613.99 Exact
Total cost covered by the Harvard 
Research  Lab(s) you are affiliated with, if 

0 Exact
Total cost of items purchase personally, if 
any

0 Exact
Total cost covered by a non-Harvard lab  
and/or company, if any

0 Exact

Please list below all material used in ALL  
that were not  accounted for in your 1 Digilent TBS2000B Oscilloscope
2 Oscilloscope Probes
1 Agilent 33220A Function Generator
1 Function generator cable
1 Power Supply
1 Breadboard



Total $ Exact or estimated?
$589.00 Exact
24.99 Exact

If you had to use CNS space and equipment please answer 
the following quesitons:Why did your project require the use of CNS facilites?

 Roughly much Ɵme did you spend using CNS faciliƟes? [specify hours or days]
What equipment did you need to use?
Who did you interact with at CNS and how?
If you are affiliated with a research lab that arranged for 
your use of CNS facilities, please specify which lab (and If you didn't work through a research lab directly, did the 
Active Learning Lab sponsor/arrange your use of CNS What could we have done better to make your CNS 
experience more productive?


