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Abstract

Our current road traffic infrastructure is aging and obsolete. The majority of

our transportation network was designed during the earliest days of the automobile.

During the last century, we have witnessed tremendous population growth that is

far outpacing the ability of our aging infrastructure to meet our increasing logistical

needs. The purpose of the thesis is to provide an intelligent road framework that is

highly adaptive, and designed specifically to handle automated vehicles. The focus

of this work is to investigate effective intersection switching strategies; to provide the

ability to provide the shortest path between two points in a dynamically changing

environment; and to provide parking management and inter-vehicle communication.
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Chapter 1: Introduction

Since the 19th century, traffic lights have been the main method employed to

grant access and control the flow of traffic (Tachet et al., 2016). The vast majority of

our transportation infrastructure has been designed and built during the infancy of

our automotive history. During the last century, we have seen enormous population

growth and population distribution shifts, unparalleled technological advances; all of

which have made our aging infrastructure unable to cope with our modern logistical

complexities. To leverage advances in automated technologies, such as automated

vehicles and adaptive intersection technology, we must invest in updating our current

transportation systems. We must devise new intelligent systems that can efficiently

control traffic in a controlled, safe and sustainable manner.

1.1. Background Information

The idea of the driverless car is not new, in fact, it began during the first half

of the twentieth century. To combat the rising death toll during the onset of mass

automobile adoption, visionaries were devising “magic cars” to improve automotive

safety by limiting human error (Lafrance, 2016).

Recent initiatives by the United States Government, such as the DARPA

Grand Challenge, has sparked tremendous interest in facilitating the development

of viable autonomous technology (Markoff, 2010).
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Google’s self-driving project was based on the work of the Stanford Artificial

Intelligence Laboratory team who won the 2005 DARPA Grand Challenge (Markoff,

2010).

The level in which the potential viability of production ready autonomous

vehicles is rapidly increasing. In 2015, five US states have allowed the testing of

fully autonomous vehicles on public roads (Ramsey, 2015a). As of July 2017, Audi,

with its A8 model, has been able to market a USDOT level 3 autonomous driving

vehicle capable of self-driving at speeds up to 60 km/h (McAleer, 2017). Tesla Inc.

is committed to provide full self-driving vehicles. According to (Tesla Inc., 2019), all

new Tesla cars are equipped with advanced hardware capable of providing Autopilot

features, such as speed assist, auto-steering, auto-park and the ability to summon a

vehicle from a garage or parking spot.

According to a study conducted by Morgan Stanley (Zhang, 2014), autonomous

cars will save the US economy a total of $1.3 trillion dollars per year. According to

the study, in 2009, there was a total of 2.24 million injuries and 32,885 deaths, 90%

of which were attributed to human error. The same study provided evidence that

individual time lost to congestion is 38 hours a year; and by avoiding congestion, fuel

costs will be reduced by 19 gallons a year per commuter.

According to a report from McKinsey & Co., widespread embrace of self-

driving vehicles could eliminate 90% of all auto accidents in the U.S., prevent up to

$190 billion in damages and health costs annually and save thousands of lives (Ram-

sey, 2015b).
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1.2. The Automated Road System

We introduce the Automated Road System (ARS), a road system designed

specifically for automated vehicles. The focus of the system it to provide a mechanism

that allows for inter-vehicle communication and coordination; to provide efficient

intersection switching; provides the ability to dynamically select the shortest path

between two points; and, provides efficient parking management.

In summary, the contributions of the ARS system project are as follows: In

Chapter 3, we present the system requirements, design and architecture of the ARS

system project. In Chapter 4, we present the adjustable model and vehicle variables

that are used by the ARS system. In Chapter 5, we describe the Network Model Ser-

vice. This description includes a discussion on the methodology used to construct the

model, and the various shortest path algorithms implementations. In Chapter 6, we

describe the Network Management Service. This description includes a discussion on

the service’s queuing strategy, the various implemented intersection switching strate-

gies and the available intersection controller commands. In Chapter 7, we describe

the Vehicle Management Service. This description includes discussions on the core

vehicle components, how the service determines vehicle motion physics, the various

vehicle commands, and how vehicles communicate with each other and the available

intersection controllers. In Chapter 8, we provide an evaluation of the ARS and the

impact of the adjustable variables. A final chapter is presented, where we summarize

our findings and provide a discussion on future work.
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Chapter 2: Prior Work

The idea of creating a framework that can efficiently control the flow of traf-

fic is not new, in fact, it has been investigated since the dawn of the automobile.

Throughout the 20th century extensive work has been conducted to automate various

modes of transportation, such as subway trains, cars, and airplanes. The Victoria

Line of the London Underground, constructed in the 1960s, was the first automated

train line in the world (Transport of London, 2011). It is necessary to investigate

work conducted using different transportation methods, as they share the same cen-

tral theme; efficiently coordinate the flow of traffic to minimize the average wait-time

for all participating vehicles.

There has been extensive work conducted in creating dynamic signal control

systems, examples include research projects in Toronto, Pittsburgh and California.

These studies are investigating and developing efficient methodologies to create road

systems that are aware of present road conditions and can dynamically control traffic

flows.

An integrative approach in researching both autonomous and dynamic traffic

management strategies, irrespective of underlying technologies, was conducted. These

studies share commonalities that will prove useful in learning from past initiatives

in creating a relevant traffic framework designed to handle the needs of today and

adaptable for tomorrow.

4



Prior works that will be discussed below are adaptive intersections, smart

cities, autonomous subways, distributed networks, novel approaches to automated air

control.

2.1. Distributed Networks

As an engineer at the RAND Corporation during the Cold War, Paul Baran

was determined to create a reliable command and control infrastructure that could

withstand the disruptions caused by nuclear war. Baran wrote two seminal papers

that heavily influenced the construction of our current Internet network (Baran, 1960,

1962). These papers were instrumental in formulating a reliable decentralized network

that has become the basis of our current Internet system.

Baran envisioned building a reliable system through a distributed and highly

decentralized network composed of individually unreliable components. Providing

redundant pathways is the central basis of reliability. If one path is destroyed, or

unavailable, information can easily be rerouted through another redundant pathway.

Baran devised a “hot potato” routing procedure where each node stores the

received message block, determines the shortest route to the desired destination and

forwards the message on to the next node. Each node is responsible for forwarding to

the next node, unlike existing methods at the time where the entire message path was

predetermined during message origination. This is the origin of dynamic forwarding

which is at the heart of modern distributed systems.

Distributed computer networks can be considered analogous to our current

road networks. The considerations and methodology used to attempt to dynamically

route vehicles over a road system are extremely similar to those found in computer

networks. Computer network literature should be an invaluable asset in building and

evaluating assessing road traffic algorithms.
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2.2. Integrated Network of Adaptive Trafc Signal Controllers

Work has been conducted in Toronto, Canada using adaptive signal control

that has shown tremendous potential in alleviating traffic congestion (El-Tantawy

et al., 2013). A team of researchers at the University of Toronto have successfully

reduced traffic congestion by using a network of adaptive signal controls using multi-

agent reinforcement learning and game theory. The goal of their research was to

create a network of intersections that communicate with each other. Their solution

was to develop a decentralized system where each agent learns to control their local

intersection using reinforcement learning and game theory. By optimally coordinating

switching operations at multiple intersections simultaneously, (El-Tantawy et al.,

2013) has been successful in reducing the average intersection delay by 39%, with a

savings of travel-time of 26%, along the busiest routes in downtown Toronto.

2.3. Scalable Urban Traffic Control (SURTRAC)

SURTRAC is a real-time adaptive traffic signal control system developed

by researchers at Carnegie Mellon University and piloted in Pittsburgh, Pennsyl-

vania (SURTRAC, 2014).

By combining theory from artificial intelligence and traffic theory, SURTRAC

is able to optimize traffic flow in intersections that have numerous competing traffic

flows. SURTRAC is a scalable, decentralized system where each intersection is re-

sponsible for their management of their traffic flow and communicates relevant traffic

flow data. This inter-intersection communication is vital in creating a system that

can effectively respond to real-time traffic conditions.

SURTRAC utilizes a schedule driven intersection approach, where each inter-

section is viewed as “machine scheduling problem”.

6



Each traffic flow is aggregated into a series of queues and scheduled appropri-

ately. The derived schedule is used to as a decision to extend or switch priority to

alternate lanes.

Based on the results of the pilot project, the performance of SURTRAC was

very promising. According to (SURTRAC, 2014), the project was able to record a

26% reduction in travel time, a 41% reduction in vehicle idling time and 31% fewer

stops were documented. The data also suggests that the environmental impact of

SURTRAC are enormous, vehicle emissions were reduced by 21%.

2.4. AERIS Eco-Traffic Signal Timing

Research has been conducted using a 6-mile stretch of the El Camino Real in

Northern California by the Department of Transportation (ITS Joint Program Office,

2014). The stretch used during the study comprises of 27 intersections. Their research

goal was to device eco-friendly signaling strategies to minimize associated overall fuel

consumption and emissions. The application operates in real-time by collecting up-

to-date traffic and environmental data to serve the current traffic demands while

reducing any environmental impact.

According to (ITS Joint Program Office, 2014), some of the conclusions derived

from the study include: (1) there is up to 5 percent improvement in fuel consumption

and environmental measures at full connected vehicle penetration, with a 1 to 4

percent improvement at partial connected vehicle penetration in a fully coordinated

network; (2) optimizing for the environment resulted in a 5 percent fuel consumption

reduction, whereas optimizing for mobility resulted in 2 percent reductions in fuel

consumption; (3) driving a typical vehicle 8,000 miles per year on arterials equates to

$70 of savings per year per vehicle; (4) SUV (lower MPG) savings are $110 per year

per driver. (5) a fleet operator with 150 vehicles would save $16,500 per year.
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2.5. Smart Cities

Research has been conducted to effectively gather, centralize and integrate

both data and analytics with the goal of enhancing the effectiveness of operating and

managing city infrastructure. The ultimate goal of a smart city is to increase the

quality of life of its residents.

According to (ITS Joint Program Office, 2014), the United States Department

of Transportation (USDOT) and its Intelligent Transportation Systems Joint Program

Office (ITS JPO) is committed to advancing the Smart City concept. Investing in

building the smart city is congruent with the vision of the USDOT of improving

mobility, connectivity, responsiveness, and concern for the environment and social

equity. Recently, the USDOT held a challenge which invited mid-size cities to submit

proposals for up to $40 million in support. The winner of the challenge was Columbus,

Ohio (ITS Joint Program Office, 2014).

Private companies are also interested in cooperating with cities in advancing

smart city integration. Recently, Amsterdam has finalized a deal with a major tech-

nology company to share gathered traffic data in exchange for algorithms that can

alleviate traffic congestion (Fitzgerald, 2016).

According to (ITS Joint Program Office, 2014) benefits of smart cities include:

improved safety; enhanced mobility; enhanced ladders of opportunity; and, climate

change/environmental mitigation.

2.6. Autonomous Cars

Tremendous research has been conducted with the goal of realizing fully au-

tonomous vehicles.
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By fully utilizing integrated sensors and complex algorithms it is the goal that

vehicles can effectively plan routes, navigate safely through traffic, manage speeds

and assist with parking.

Table 2.1 lists the degree of automation levels as described by the US Depart-

ment of Transportation; level zero requires the maximum amount of driver awareness

as opposed to level 4 which requires the least amount of driver input. The SAE, an in-

ternational organization devoted to connecting and educating mobility professionals,

also developed a similar standard titled J3016 used to classify the different degrees

of vehicle automation (SAE International, 2019).

Table 2.2 lists the various types of sensors and components being researched

with the goal of creating fully functional autonomous vehicles.

2.7. Autonomous Trains

Research into autonomous trains have been ongoing since the mid-20th century.

There have been examples of autonomous publicly available trains since the 1960s.

Interesting research from Japan (Asuka et al., 2011) has been conducted to

enable trains to correctly predict their breaking patterns in the hopes of increasing

passenger comfort and decreasing energy consumption.

Current practice is for a centralized system to predict arrival time and traveling

speed. Delays can cause the train to accelerate and the associated will cause an

increase to passenger discomfort.

Should a train control its traveling speed and arrival time in accordance with

current environment and allowable delays, a train can ultimately choose the right

breaking pattern that will significantly reduce passenger discomfort.
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Levels Name Description
0 No Automation The driver is in complete and sole con-

trol of the primary vehicle controls
brake, steering, throttle, and motive
power at all times.

1 Function-specific Automation Automation at this level involves one
or more specific control functions.

2 Combined Function Automation This level involves automation of at
least two primary control functions de-
signed to work in unison to relieve the
driver of control of those functions.

3 Limited Self-Driving Automation Vehicles at this level of automation en-
able the driver to cede full control of all
safety-critical functions under certain
traffic or environmental conditions, and
while driving in those conditions, rely
heavily on the vehicle to monitor for
changes requiring transition back to
driver control. The driver is expected
to be available for occasional control,
but with sufficiently comfortable tran-
sition time.

4 Full Self-Driving Automation The vehicle is designed to perform
all safety-critical driving functions and
monitor roadway conditions for an en-
tire trip. Such a design anticipates that
the driver will provide destination or
navigation input, but is not expected
to be available for control at any time
during the trip. This includes both oc-
cupied and unoccupied vehicles.

Table 2.1: The various levels of car automation. (Source: U.S. Department of Trans-
portation)
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Name Description
Lidar Light detection and ranging (Lidar) sensors

measure distance (50-100 meters) between
the vehicle and nearby objects by emitting
pulses of light from multiple rotating laser
beams at a rate of more than one mil-
lion measurements per second creating a 3D
model of the space surrounding the vehicle
accurate to approximately one centimeter.

Radar Radio detection and ranging (Radar) sen-
sors measure distance (60-200 meters) be-
tween the vehicle and nearby objects located
in front and back of the vehicle using direc-
tional wave radio signals.

Ultrasonic Ultrasonic sensors measure short distances
(0-5 meters) between the sides or rear of a
vehicle and nearby objects.

Cameras Cameras with streaming picture processing
technology can gauge distances between the
vehicle and other vehicles, read signs, and
detect pedestrians.

Navigation In-vehicle navigation systems can use GPS,
sensor enhanced maps, and positional infor-
mation from ground-based radio beacons to
support navigation under a variety of condi-
tions.

Computing hardware and software Powerful computers and advanced algo-
rithms can manage automated features using
redundant control logic. User interfaces can
support smooth transitions between different
levels of automated control.

Mechanical controllers and actuators Automated control of brakes, throttle, steer-
ing, gear selection, and secondary controls
(i.e., turn signals, hazard lights, headlights,
door locks, ignition, and horn) will incorpo-
rate redundancy for safe operation and use
reliable power supplies.

Wireless communications Dedicated Short Range Communications
(DSRC) along with mobile communication
networks, can support a wide variety of Con-
nected Vehicles (CV) and Autonomous Vehi-
cles (AV) applications.

Table 2.2: Sensors used in automated vehicles (Source: U.S. Department of Trans-
portation) 11



2.8. Air Traffic Control Using Virtual Stationary Automata

Air traffic has significantly increased over the years. The increase in passengers

and flights has created a significant strain in our aging air traffic control network.

According to (Brown, 2007), the most significant reason for this capacity problem is

the fact that the current infrastructure is still heavily reliant on the manual tasks

performed by human air traffic controllers. Creating an adaptable system that is

decentralized, scalable and highly automated is key to meet the demands for the

coming years.

A solution proposed by (Brown, 2007),“is to create an air traffic system that

is highly reliant on use of distributed algorithms, more specifically a wireless ad hoc

network to implement a number of Virtual Stationary Automata at specific locations

in space. An aircraft can be used to simulate these virtual machines reliably.”

According to (Brown, 2007), the advantages of his approach are: the comput-

ing and communications hardware are already installed on the aircraft; no expensive

new infrastructure needs to be deployed for the system to work; and the system can

be deployed in locations where it is either too costly or simply impossible to install

static infrastructure.

A disadvantage however is that many safety considerations must be accounted

for by the lack of a static infrastructure.

2.9. Time Dependent Shortest Path

The algorithm proposed by (Ziliaskopoulos & Mahmassani, 1993) is designed

to dynamically compute an optimal time dependent shortest path relating to intelli-

gent transportation systems.
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2.10. Shortest Path Algorithm for Dynamic Transportation Network

According to (Huang et al., 2007), this algorithm seeks to find the optimal

shortest path by using an incremental search approach with novel heuristics based on

the Lifelong Planning A* algorithm.

2.11. Cooperative Vehicle Intersection Control Algorithm

Researchers at the University of Virginia describe their Cooperative Vehicle

Intersection Control (CVIC) system that enables the effective control and manage-

ment of autonomous vehicle traffic operating within an intersection (Lee & Park,

2011). The algorithm was devised to allow a vehicle to safely and efficiently navigate

an intersection without the risk of collision. This is achieved through the careful

elimination of potential overlapping trajectories from approaching vehicles. The re-

search team have designed an addition algorithm that addresses the possibility where

vehicular trajectory overlap is unavoidable.

According to (Lee & Park, 2011), the CVIC algorithm has demonstrated sig-

nicant reduction in both stop delay and total travel time 99% and 33% reductions

respectively. Additionally, the authors conclude that the CVIC algorithm reduced

fuel consumption by 44%.

2.12. Intersections Using Slot-Based System

Researchers at the Senseable City Lab at MIT describe in (Tachet et al., 2016)

a promising new approach in intersection management using a Slot based Intersection

(SI) framework. According to (Tachet et al., 2016), research has shown that a transi-

tion to SI framework can potentially result in the doubling capacity and significantly

reducing delays.
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2.13. Summary

There have been very interesting and promising research conducted in the

area of traffic management, much of which are not entirely related to road traffic. In-

vestigating traffic research conducted in related domains such as computer network,

aviation and rail should be considered essential. The problems faced by these differ-

ent areas are very similar, as such, an inter-disciplinary and synergistic approach to

problem solving is crucial to solve complex issues such as traffic congestion.
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Chapter 3: System Design & Architecture

3.1. Introduction

The main design goal of the Automated Road System (ARS) is to develop a

simulated automated road traffic system within an urban environment.

3.2. System Requirements

The ARS is tasked to solve four important problems, ranked in order of pri-

ority, affecting current road traffic systems:

(1) Collision free travel: the ARS is tasked to provide an environment where

automated cars flow through the system collision free.

(2) Dynamic shortest path: the ARS is tasked to find the shortest path between

two points. The followed path can be dynamically modified mid-journey should

current road conditions change.

(3) Efficient intersection management: the ARS is tasked with the efficient

coordination of traffic via safe intersection switching.

(4) Parking Management the ARS is tasked to handle parking management.
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Figure 3.1: Automated Road System component diagram.

3.3. Architectural Requirements

The ARS should consists of four separate and independent micro-services: (1)

the Network Model Service; (2) the Network Management Service; (3) the Vehicle

Management Service; (4) the Entitlement Service.

It is important that each service define a service interface that should be used

to provide data to other requesting service. The usage of interfaces allows for greater

adaptability as implementation changes are contained within the service. As the

contract of communication does not change with the utilized implementation, users

do not have to modify their processes after each implementation change.

Please see Figure 3.1 to view a visual representation of the relationship between

services.
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3.4. System Architecture

3.4.1 Network Model Service

The purpose of the Network Model Service (NMS) is to provide an infrastruc-

ture that can actively manage the network map, and all contained entities consisting

of street segments, intersections and parking spots found throughout the covered net-

work. The system should provide powerful query capabilities to assist operations

managed by the Network Management Service. Most importantly, the NMS com-

putes all the calculations necessary to provide the dynamic shortest path between

two points.

The use case diagram featured in Figure 3.2 describes the high-level use cases

that should be supported by the NMS.

3.4.2 Network Management Service

The Network Management Service (NMaS) is responsible for managing the

network, the street segment and intersection entities, and all appropriate routing

functionalities. The service automatically manages how vehicles enter and leave each

street segment, determines the various intersection switching strategies and parking

management. The NMaS provides an API for interacting with all other services.

The service maintains the state of all street segments and intersections. The

service should maintain logs of all vehicle/intersection communication events.

The use case diagram featured in Figure 3.3 describes the high-level use cases

that should be supported by the NMaS.
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Figure 3.2: Network Model Service use case diagram.
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Figure 3.3: Network Management Service use case diagram.

3.4.3 Vehicle Management Service

The Vehicle Management Service (VMS) is responsible for providing an infras-

tructure that can manage all available vehicles. The service should provide powerful

query capabilities that can respond to general questions about the state of particular

vehicles.

The service should maintain the state of all vehicles and associated trips, such

as current speed, current coordinates, desired destination, etc.

The service manages the communication link between two adjacent vehicles.

This communication link is vital for the ARS system as communicating vehicles con-

tinuously share their speed and coordinates with each other to avoid collision. Con-

sequently, the VMS coordinates the flow of vehicle traffic on all street segments.
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Figure 3.4: Vehicle Management Service use case diagram.

The service also initiates the communication between a vehicle and each per-

tinent intersection controller. The current trip navigator state determines the type

of communication between vehicles and intersection controllers.

The use case diagram featured in Figure 3.4 highlights the high-level use cases

that should be supported by the VMS.

3.4.4 Entitlement Service

The purpose of the Entitlement Service is to authenticate and control access

to all available ARS services.

20



All public service API calls use an authentication token provided by the En-

titlement Services to validate that the associated user exists and has the required

permission to invoke called method.

3.4.5 Data Persistence Strategy

Services must operate independently, the choice of data persistence should be

handled individually by each service.

The usefulness of data should be closely examined when determining the stor-

age medium of persisted data. The strategy adopted by all service is one where data

with a long-term utility is persisted and data with a short-term utility is stored in

memory.

A database utilizing the Structured Query Language (SQL) will be imple-

mented throughout the project. SQL was chosen for its ease of use and powerful

query abilities.

3.5. Implementation

3.5.1 Network Model Service

The Network Model Service (NMS) is composed of five main five class group-

ings: (1) the interface and implementation used to provide the available methods

utilized by other services; (2) the query engine interface and implementation used

by the service to store and query data; (3) the available road map entities; (4) the

entities used to derive the time-based cost of traveling a specific street segment; (5)

the entities used by the various shortest path algorithms to derive the shortest path.

The class diagram included as Figure 3.5, describes the various class interac-

tions within the NMS.
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All communication to the NMS is controlled via an interface that follows the

façade pattern. All outside users of the service utilize the NMSApiInterface.

The query engine is the component used by the service to handle all query

and storage functionalities. It follows an interface strategy to enable various working

implementations. In the current implementation, the query engine is layered over a

database connection administered by Hibernate, an object-relational mapping (ORM)

tool for Java (Hibernate, 2018).

Road map entities are simulated objects that relate to specific features on a

road map. The available road map entities are: the district, the street segment, the

intersection, and the parking spot entities.

A district is a city subdivision that encompasses a collection of street seg-

ments and intersections. An intersection is the space encompassing the common

point between two roads. Each intersection possesses an intersection controller that

is administered by the NMaS. A street segment is a segment along a road between

two intersections. Parking spots constitute locations on the side of a street segments

used to park vehicles. Trips are calculated using both an origin and destination park-

ing spot. However, trips originating or finishing outside the implemented map use

identifiable street segments instead.

The determination of shortest path between two points is of major importance

to the NMS. An important criteria that should be used to determine the effectiveness

of the NMS is its ability to consistently select the optimal path between two points.

The following shortest path algorithms have been implemented: Dijkstra’s

algorithm, the Bellman–Ford algorithm, the A* algorithm, the Lifelong Planning A*

algorithm, and the Improved Heuristic Lifelong Planning A* algorithm.
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3.5.2 Network Management Service

The Network Management Service (NMaS) has four main class groupings

based on functionality: (1) the interface and implementation used to provide the

available methods utilized by other services; (2) the query engine interface and im-

plementation used by the service to store and query data; (3) the classes associated

with the intersection controllers and segment managers; (4) all associated classes

related to the various implementing intersection switching strategies.

The class diagram included as Figure 3.6 describes the various class interac-

tions within the Network Management Service.

All communication to the NMaS is controlled via an interface that follows the

façade pattern. All outside users of the service utilize the NMaSApiInterface.

A query engine is also used by the NMaS to query entities within the service.

The current implementation of the services stores all entities utilized in memory, since

all collected data has a short-term utility.

The intersection controllers control the flow of vehicles by controlling the access

in each intersection. Each intersection controller utilizes the observer pattern in

conjunction with the command pattern.

As each vehicle reach a state requiring intersection access, they submit con-

troller commands for authorization. These commands are processed according to the

switching strategy in place.

The available controller commands encapsulate all actions necessary to park,

start and switch a vehicle from one street segment to another. Segment managers

are used to coordinate how vehicles enter a street segment. Vehicles can either enter

a street segment from a parking spot or are switched from an adjacent intersecting

street segment.
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Switching strategies are an integral part of the NMaS, as they control the flow

of traffic within intersections. A criteria to measure the success of the ARS should

be based on the ability of the system to minimize the wait time vehicles spend at an

intersection.

The following intersection switching algorithms have been implemented: the

First Come First Serve (FCFS) switching algorithm; the Round Robin switching

algorithm; and the Improved First Come First Serve (IFCFS) switching algorithm.

3.5.3 Vehicle Management Service

The Vehicle Management Service (VMS) consists of three main class groupings:

(1) the interface and implementation used to provide the available methods utilized

by other services; (2) the associated classes used to implement the different vehicle

components; (3) the various classes used to implement vehicle commands.

All communication to the VMS is controlled via an interface that follows the

façade pattern. All outside users of the service utilize the VMSApiInterface.

The class diagram included as Figure 3.7, describes the various class interac-

tions within the VMS.

Each vehicle consists of the following components: a engine; a transmission;

and a trip navigator.

The purpose of an engine is to convert gasoline into motion. This motion

provides the vehicle with the ability to move. For the purpose of the simulation,

an engine controls the rate at which vehicles accelerate. The state of the engine

determines the on/off state of the vehicle. To control the various states of the engine

and isolate the actions that are possible in each state, the state pattern is used.

A transmission regulates the type of possible motion given a particular trans-

mission state.
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Should a vehicles transmission be in the drive state, a vehicle can move forward.

Should the reverse state be set, a vehicle can only move backwards. To control the

various transmission states, a transmission utilizes the state pattern.

The trip navigator is a central piece of the ARS system. The synchronization

of actions and communication between vehicles and intersection controllers is what

allows vehicles to move autonomously within a city environment. All inter-dependent

events that are triggered between vehicles and intersection controllers are primarily

caused by state changes in the trip navigator. The state pattern is utilized to control

the current state of a trip navigator.

To coordinate communication between vehicles and controllers the observer

pattern is utilized in conjunction with the command pattern. All vehicle state changes

are communicated to the observing intersection controller via the use of a command.

Each command contains all the actions that should be performed. Vehicle state

changes are also communicated to observing vehicles. This allows vehicles to contin-

ually broadcast their telemetry to adjacent vehicles to avoid opportunities of collision.

Vehicle commands are used by a separate entity to control the actions of a

particular vehicle. The command pattern is utilized to encapsulate all the information

needed for a vehicle to perform the appropriate action. This encapsulation enables

the controlling entity to avoid knowing the underlying implementation details of a

vehicle. Various vehicle commands, include: notify, start, stop, straight, turn left and

right commands.
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3.5.4 Technology

The ARS system was developed using the Java programming language (Java,

2018). Due to the limited time that was devoted to complete the system, it was

determined that a familiar language would be chosen.

During the planning phase of the project, it was decided to use a dependency

manager. Dependency managers handle and coordinate the integration of external

libraries into the ecosystem of the project. Maven was chosen (Apache Maven, 2015),

since it can build and deploy projects with ease.

GitHub was used for version control and as the primary means of backing up

the project offsite (GitHub, 2019).

Docker was used to control the various software dependencies of the project

(Docker, 2017). Docker works by running applications using containers. Containers

encapsulate all the necessary dependencies required to run a specific program. As an

example, should MySQL be required, a developer can easily load a prebuilt MySQL

Docker container and start using the database instantaneously. A project that is

contained within Docker containers can be easily deployed to multiple machines with

ease. Another benefit of Docker is the ability to replace or upgrade software with

ease. As an example, should a developer wish to separately test the performance of

MySQL, MariaDB or PostgreSQL separately, the developer simply needs to swap the

specific database container.

Logging was used to keep a record of events used primarily for during debug-

ging. Log4j was utilized as it is very simple to use (Apache Log4j, 2016). Indexing

logs can help speed the search process, as searching log files can be time consuming.

To ease the searching process Elasticsearch was used to store and query each log

entry.

29



Utilizing a combination of Logstash, Filebeat, Elasticsearch and Kibana, we

can easily parse, store and query log entries very efficiently (Elasticsearch, 2018;

Kibana, 2018; Logstash, 2018; Filebeat, 2018).

To store data utilized by the model, MariaDB was employed (MariaDB, 2018).

It was decided to utilize RocksDB as the data storage engine to leverage the efficiencies

of an LSM tree (O’Neil et al., 1996).

A SQL database was chosen because of the simplicity and robustness of the

query language. It was decided to utilize an ORM tool to simplify the mapping

process between the data provided by the database and convert it to Java objects

utilized by the ARS. Hibernate was chosen, for its easy integration and to leverage

its simple yet powerful annotation system (Hibernate, 2018). Hibernate also allows

for the effective management of resources through the use of a connection pool that

limits the number of connections to the database.

In order to efficiently manage the resources utilized by the ARS system, it was

determined to restrict the number of threads used by the system. To efficiently utilize

system resources, a thread pool was used to limit the number of threads.

Spring Boot was utilized as the framework to provide the front-end capabilities

used to display all active vehicles (Spring Boot, 2018).
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Chapter 4: Adjustable Variables

The ARS provides the ability to adjust important model and vehicle level

variables.

4.1. Model Variables

Six model level variables have been isolated that control specific aspects of

the model. The variables are: (1) spaceFactor; (2) bufferMin; (3) bufferMax; (4)

stopBuffer; (5) shortestPathCalculationInterval; (6) errorRate.

The spaceFactor variable is the factor that controls the minimum following

distance used by vehicles to avoid collisions. The spaceFactor default value is set

to 2 seconds. The bufferMin variable is the minimum distance required for a stop

command to be issued to a vehicle that is located immediately behind a vehicle that

is attempting to enqueue from a parking spot. The bufferMin default value is set

to 25 meters. The bufferMax variable is the maximum buffer length required to

issue a stop command to a vehicle immediately behind a vehicle that is attempting

to enqueue from a parking spot. The bufferMax default value is set to 50 meters.

Refer to Section 6.1 for more information regarding both the bufferMin and buffer-

Max variables. The stopBuffer variable is the buffer that accounts for the distance

between the middle of the intersection and the location where a vehicle should stop.

The default value of the stopBuffer is set to 5 meters.
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The shortestPathCalculationInterval variable defines the interval, in min-

utes, between each shortest path re-calculations. The shortestPathCalculation-

Interval default value is set to 5 minutes. The errorRate variable represents the

acceptable percentage of variation needed before modification to the cost of each street

segment is made affecting the shortest path algorithms. The errorRate default value

is set to 25%.

4.2. Vehicle Variables

Five vehicle variables have been isolated that control specific aspects of a

running vehicle. The variables are: (1) maxSpeed; (2) acceleration; (3) deceleration;

(4) length; (5) interval.

The maxSpeed variable controls the maximum speed of the vehicle. It is

measured in meters per second. In the model the speed of all vehicles are set to

27.78 meters per second. The acceleration variable controls the acceleration rate of

the vehicle. The deceleration variable controls the deceleration rate of the vehicle.

Both acceleration and deceleration are measured in meters per second squared. In

the model it is assumed all vehicles possess the same acceleration rate as the 2019

Hyundai Tucson of 2 meters per second squared (Consumer Reports, 2019). It is

assumed all vehicles decelerate at the rate of 4 meters per second squared (National

Association of City Transportation Officials, 2006). The length variable controls the

length of a vehicle. In the model it is assumed all vehicles have a length of 4.5 meters,

similar to the length of the 2019 Hyundai Tucson (Edmonds, 2019). The interval

variable is the interval time, in seconds, between recalculating the distance traveled

by a vehicle. The default value of the interval is 0.10 seconds.
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4.3. Adjusting the Variables

The ARS system provides two methods in which the variables can be adjusted:

(1) the variables can be passed as arguments when invoking the sytem’s main function;

(2) two configuration JSON files can be utilized to store the values of both the model

and vehicle variables. Listing 4.1 and Listing 4.2 describe the JSON format required

for both model and vehicle variables respectively. Listing 4.3 and Listing 4.4 describe

the methods used to read the model and vehicle variables passed from the model’s

main method, respectively.

{

"spaceFactor": 2,

"bufferMin": 25,

"bufferMax": 50,

"stopBuffer": 5,

"shortestPathCalculationInterval": 5,

"errorRate": 0.25

}

Listing 4.1: JSON model variables configuration example.

{

"maxSpeed": 27.78,

"acceleration": 2,

"deceleration": -4,

"length": 4.5,

"interval": 0.7

}

Listing 4.2: JSON vehicle variables configuration example.

33



public static ModelParameters modelParameterConverter(String [] args) {

return new ModelParameters(

Double.parseDouble(args[0]),

Integer.parseInt(args[1]),

Integer.parseInt(args[2]),

Integer.parseInt(args[3]),

Integer.parseInt(args[4]),

Double.parseDouble(args[5])

);

}

Listing 4.3: Function used to capture model variables passed from model’s main
method.

public static VehicleParameters vehicleParameterConverter(String [] args) {

return new VehicleParameters(

Double.parseDouble(args[6]),

Double.parseDouble(args[7]),

Double.parseDouble(args[8]),

Double.parseDouble(args[9]),

Double.parseDouble(args[10])

);

}

Listing 4.4: Function used to capture vehicle variables passed from the model’s main
method.
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Chapter 5: Network Model Service

5.1. Building the Model

The district of Park-Extension, located on the island of Montreal, was used as

the road network model during development of the ARS.

The district was chosen for four main reasons: (1) the familiarity of the district;

(2) the majority of roads in the district are self-contained within the its boundaries;

(3) two important roads in Montreal with large traffic flow cross the district; (4) the

density and traffic flow of the district is sufficiently high to examine the impact and

effectiveness of the ARS system to combat city traffic congestion.

To build the model, a list of the available intersections, street segments and

parking spots available in Park-Extension was needed. The required data was gath-

ered from various sources including: Google Maps (Google Maps, 2019), Google Street

View (Google Street View, 2019), and Overpass Turbo (Overpass Turbo, 2019). Over-

pass Turbo is a web-based data filtering tool for OpenStreetMap (OpenStreetMap,

2019).

Figure 5.1 provides an overview of Park-Extension as seen on Google Maps.

A diagram of the generated model of Park-Extension is available using Figure 5.2.
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Figure 5.1: Map of the district of Park-Extension. (Source: Google Maps)

5.1.1 Intersection

Generating accurate intersections should be considered essential in building

an accurate simulated map of Park-Extension. All utilized entities of the NMS, such

as street segments and parking spots, use derived data obtained from intersections.

In addition, the VMS uses the distance between two intersections to determine a

vehicle’s exact location.

A list of all generated intersections is available in Appendix A.

5.1.2 Street Segment

To generate the various streets segments necessary to build the model, all

edges that cross each previously generated intersection where identified manually

using Google Maps (Google Maps, 2019).
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Figure 5.2: Diagram of available intersections and direction of each street segment.
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To create a functional street segment for the purposes of the service the follow-

ing data should be obtained: each segment’s associated street name; the segment’s

originating intersection id; the segment’s destination intersection id; the cost of the

street segment in meters, the segment’s speed limit in kilometers per hour; determine

if the street has a one-way or two-way directional flow; the segment’s cardinal flow

e.g., East-West or North-South; and, finally, the segment’s lane count.

Street name, originating and destination intersection id were generated by the

information gathered from OpenStreetMap (OpenStreetMap, 2019). The segments

speed limit, verification of bi-directionality, cardinal flow and lane count were easily

observed by visiting Google Street View (Google Street View, 2019).

For the purposes of this model, a lane is defined as a segment division following

the same direction. If a street is divided by direction, both divisions are counted as

separate segments. Each segment has one directional flow.

The length of the segment, in meters, was derived by examining the coordinates

of both origin and destination intersections. Therefore, the boundary of a street

segment is between two intersections. Please see Listing 5.1 to view the function used

to determine the length of each segment. The function is based on the Haversine

formula (Veness, 2019), and is described using Equation 5.1. Figure 5.3 provides a

visual illustration of the boundary of a street segment.

A list of all generated street segments is available in Appendix B.
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Figure 5.3: Boundary of a street segment.

a = sin2(
∆φ

2
) + cosφ1 × cosφ2 × sin2(

∆λ

2
)

c = 2× atan2(
√
a,
√

(1− a))

d = R× c
where φ = latitude

λ = longitude

∆φ = difference in latitude

∆λ = difference in longitude

R = Earth’s radius

d = distance between two points

(5.1)

public static double getDistance(

double lat1, double lon1,

double lat2, double lon2) {

double f1 = Math.toRadians(lat1);

double f2 = Math.toRadians(lat2);

double df = Math.toRadians(lat2 - lat1);

double dl = Math.toRadians(lon2 - lon1);

double a =

Math.sin(df/2) * Math.sin(df/2) +

Math.cos(f1) * Math.cos(f2) * Math.sin(dl/2) * Math.sin(dl/2);

double c = 2 * Math.atan2(Math.sqrt(a),Math.sqrt(1-a));

return R * c;

}

Listing 5.1: An implementation of the Haversine formula used to measure the distance
(in meters) between two points.
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5.1.3 Parking Spot

Two important questions were posed in order to build a model that implements

parking spots as realistically as possible: (1) what determines the availability of

parking spots on any given street segment? (2) how many parking spots should be

included for any location given availability? Google Map (Google Maps, 2019) and

Street View (Google Street View, 2019) were utilized to observe each street segment

that possesses parking spots.

Knowing the length of a street segment, and standardizing the length of a

parking spot to 5.5 meters, allows us to easily determine the number of parking spots

that should be included per street segment.

The following data was gathered to generate each parking spot: the parking

spot’s associated street segment id; the parking spot’s originating intersection id;

the parking spot’s destination intersection id; the parking spot’s length; the parking

spot’s marker; and, finally, the parking spot’s coordinates. For a visual description

of the various parking spot variables please see Figure 5.4

The marker is the location in meters on the particular street segment where

the midpoint of the area occupied by the parking spot.

It was determined that each parking spot measures 5.5 meters. In the model,

each implemented vehicle measures 4.5 meters. One meter is added to the length of

the parking spot to enable vehicle maneuverability during parking sequences.

The coordinate of the parking spot is derived by using the coordinates of

both origin and destination intersections, and the length of the street segment. The

function described in Listing 5.2 was used to generate parking spot coordinates. The

implementation is based on Equation 5.2 from (Veness, 2019).
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Figure 5.4: Visual description of the parking spot variables.

The fraction needed by the formula is generated by taking the midpoint of the parking

spot and determining its location along the length of the street segment divided by

the total length of the street segment. As an example, should the midpoint location

of a parking spot be at the 200 meters marker of a street segment measuring 325.2

meters. The resulting fraction should be equal to 61.50%.
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a =
sin((1− f)× δ)

sin δ

b =
sin(f × δ)

sin δ
x = a× cosφ1 × cosλ1 + b× cosφ2 × cosλ2

y = a× cosφ1 × sinλ1 + b× cosφ2 × sinλ2

z = a× sinφ1 + b× sinφ2

φi = atan2(z,
√
x2 + y2)

λi = atan2(y, x),

where f = fraction along great circle route

δ = the angular distance d/R between the two points

φi = intermediate latitude point

λi = intermediate longitude point

(5.2)

public static Coordinate getIntermediatePoint(

double lat1,double lon1,

double lat2,double lon2,

double distance,double fraction)

throws InvalidCoordinateException {

double d = distance / R;

double f1 = Math.toRadians(lat1);

double f2 = Math.toRadians(lat2);

double l1 = Math.toRadians(lon1);

double l2 = Math.toRadians(lon2);

double a = Math.sin((1 - fraction) * d) / Math.sin(d);

double b = Math.sin(fraction * d) / Math.sin(d);

double x = a * Math.cos(f1) * Math.cos(l1) + b * Math.cos(f2) * Math.cos(l2);

double y = a * Math.cos(f1) * Math.sin(l1) + b * Math.cos(f2) * Math.sin(l2);

double z = a * Math.sin(f1) + b * Math.sin(f2);

double lat3 = Math.toDegrees(Math.atan2(z, Math.sqrt(x*x + y*y)));

double lon3 = (Math.toDegrees(Math.atan2(y, x)) + 540) % 360 - 180;

return new Coordinate(lat3,lon3);

}

Listing 5.2: Function used to return the intermediate point between two points.
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5.2. Determining the Optimal Path

Two methods were considered in determining the path the vehicle should follow

during its journey.

The first considered option was to determine the full path the vehicle should

take prior to starting the journey. This method avoids the necessity to re-calculate

the shortest path mid-journey. However, this method does not allow the flexibility to

dynamically adjust course mid-journey to adapt to changing road conditions.

The second considered option was to provide a switching mechanism similar

to the “hot-potato” distributed routing developed by Paul Baran (Baran, 1962). The

model service keeps a record of the shortest path between each intersection.

Each intersection is responsible to forward the vehicle to the next connecting

intersection along that determined shortest path. An intersection can easily forward

the vehicle to a different intersection, should the shortest path change mid-journey.

The second option was chosen as it provides the necessary dynamism required.

An effort should be made to find balance between the expected benefit of providing

the optimal path and minimizing the operation costs of continually recalculating the

shortest path.

5.2.1 Dynamic Shortest Path

A central component of the ARS system is the ability to dynamically determine

the quickest path to a destination. As the state of the network traffic is constantly

fluctuating so should generated shortest paths. An optimal path selected moments

ago can be deemed non-optimal with the slightest environmental change. One of the

criteria that should be used to judge the effectiveness of the ARS should include how

it dynamically adapts to changing circumstances.
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Many algorithms have been developed over the years to determine the most

cost optimized path between two points. The following algorithms have been im-

plemented by the ARS system: Dijkstra’s algorithm; the Bellman-Ford algorithm;

the A* algorithm; the Lifelong Planning A* algorithm; and, the Improved Heuristic

Lifelong Planning A* algorithm.

It should be noted that the ARS system has been designed to easily incorporate

new algorithms. This flexibility allows the system to easily adapt as new algorithms

are integrated.

Dijkstra’s Algorithm. Dijkstra’s algorithm computes the shortest path between

an origin vertex and all other connected vertices on a non-negatively weighted directed

graph (Dijkstra, 1959).

The algorithm utilizes a priority queue that greedily selects the closest vertex

that has yet to be visited. After each iteration, the algorithm gradually refines the

cost as more vertices are visited.

By utilizing a priority queue, we can change the priority of a vertex by remov-

ing it from the priority queue and re-inserting it, which has time complexity of O(log

N), where N is the number of nodes on the priority queue. Changes will occur for

each vertex at most once for each connected vertex; therefore Dijkstra’s algorithm

has a time-complexity of O(E log V), where E is the number of edges and V is the

number of vertices.

Please see Listing 5.3 to view the utilized implementation of Dijkstra’s algo-

rithm.

Bellman-Ford. The Bellman-Ford algorithm provides an approach to determine

the shortest path between an origin vertex and all other connected vertices on a

weighted directed graph where weights may be negative. The algorithm was developed

independently by Richard Bellman (Bellman, 1958) and Lester Ford (Ford, 1956).
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The Bellman-Ford algorithm finds the shortest-path by iteratively visiting ev-

ery vertex and adjoining edges successively refining the estimated of cost of visiting

each vertex. Unlike Dijkstra’s algorithm, the algorithm does not utilize a priority

queue and greedily picks the nearest vertex, as it visits every vertex indiscriminately.

The time complexity of the Bellman-Ford algorithm is O(V * E), where V is the

number of vertices and E is the number of edges. As the outer loop iterates (V - 1)

times, each edge in the graph is visited. We can optimize the algorithm by stopping

the outer for loop from iterating if no adjustments to visited vertices are made in the

current iteration.

Please see Listing 5.4 to view the utilized implementation of the Bellman-Ford

algorithm.

A*. The A* algorithm is similar to Dijkstra’s shortest-path algorithm; how-

ever, it utilizes a heuristic function in addition to the cost utilized by Dijkstra’s

algorithm. The algorithm was developed by researchers at the Artificial Intelligence

Center of Stanford Research Institute (Hart et al., 1968).

The A* algorithm behaves almost identically to Dijkstra’s algorithm, except

for the added heuristic function. In order for a heuristic function to be admissible it

must never overestimate the cost to reach the desired node. A* only computes the

shortest path between two vertices, unlike Dijkstra’s algorithm, that computes all

paths leading from the desired origin vertex.

A* prunes paths that are deemed expensive by the heuristic function. A* will

continue to expand paths on a given route until the path becomes more expensive

than a previously visited path.

The time complexity of A* typically is exponential. The implementation of

the A* algorithm used by the NMS is provided at Listing 5.5.
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Lifelong Planning A*. The Lifelong Planning A* (LPA*) algorithm was de-

signed to find the shortest path between two points with dynamically changing edge

costs (Koenig & Likhachev, 2001).

The core of the algorithm consists of the reuse of the utilized search tree

for subsequent searches. This reusability enables the algorithm to provide faster

processing time for following searches by only changing the parts that have been

modified.

The need to discover more efficient shortest-path algorithms is important as

on-board vehicle navigational computers have limited computational power, as such,

current shortest-path algorithms may take a long time to complete.

The algorithm utilizes three estimates to determine the shortest path: (1) an

estimate named g; (2) a estimate named h; (3) an estimate named rhs.

The g estimate is the cost of the particular edge leading from one vertex to a

direct neighboring vertex. The h estimate is the heuristic variable and is equivalent to

the heuristic variable utilized by the A* algorithm. The rhs estimate is a look ahead

value based on the g estimate. If rhs does not equal to g, that path has become

inconsistent, the edge cost has changed and should be reevaluated.

The algorithm also utilizes a key value which is the minimum of the following

two values:

(i) The minimum value of the g or rhs estimates plus the h estimate.

(ii) The minimum of the g or rhs estimate

At initialization, the start vertex’s rhs is set to 0, the rhs and g values of all

other vertices is set to infinity.
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The algorithm maintains a priority queue, initially holding all non-visited ver-

tices. In later iterations, the priority queue holds only vertices that have been deter-

mined to be inconsistent and set for reevaluation.

The algorithm only expands vertices that have the lowest key in the priority

queue.

When evaluating nodes in the priority queue; if rhs is less than g, rhs is set

to g and the vertex is removed from the queue; if rhs is greater than g, g is set to

infinity. All successor nodes are also re-evaluated and placed in the priority queue as

necessary.

In implementing this algorithm, an implementation change was made, that in

effect, nullified all provided benefits over the A* algorithm. Since the shortest paths

are calculated and stored centrally, as opposed to individual vehicles as assumed by

the original authors of the algorithm, we cannot reuse the search tree for subsequent

searches. Thus, the implemented version of the algorithm should behave identically

to the A* algorithm

Please see Listing 5.6 to view the utilized implementation of the Lifelong Plan-

ning A* Algorithm.

Improved Heuristic Lifelong Planning A*. This algorithm was developed as an

improvement over the previously described LPA* algorithm (Huang et al., 2007).

The authors of the Improved Heuristic Lifelong Planning A* (IHLPA*) de-

scribe a new heuristic that will improve the efficiency in which LPA* determines the

shortest path between two points. According to (Huang et al., 2007), solely basing

the heuristic between two points is flawed, since the estimator always underestimates

the true network distance based on the theorem of triangle inequality.
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(Huang et al., 2007) proposes another heuristic to enhance the cost estimation

between two points, and is based on the observation that the shortest-path between

two points is the straight line separating them. Even though, in reality, such a line

does not exist, it is intuitive that the actually path is close to the virtual straight-line

path separating them.

In implementing the IHLPA* algorithm, changes were made in the manner the

different heuristics were derived; i.e., the distance between two points, and determin-

ing the distance between a point and the virtual straight line. These changes were

necessary as the authors utilize a Cartesian plane to plot their points and the ARS

uses the Geographic Coordinate System.

Equation 5.1, is employed to calculate the distance between two points, and

the cross-track distance formula (Veness, 2019), described using Equation 5.3, is used

to determine the distance between a point and a great-circle path. An implementation

of the cross-track distance formula is available at Listing 5.8.

dxt = asin(sin (δ13))× sin (θ13 − θ12)×R,
where δ13 = the angular distance from start point to third point

θ13 = the initial bearing from start point to third point

θ12 = the initial bearing from start point to end point

R = the earth’s radius

dxt = the cross track distance

(5.3)

θ = atan2(sin ∆λ× cosφ2, cosφ1 × sinφ2 − sinφ1 × cosφ2 × cos ∆λ),

where φ1, λ1 = start point

φ2, λ2 = end point

∆λ = the difference in longitude

θ = the initial bearing from start to end point
(5.4)
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public static double getCrossTrackDistance(

Coordinate point,Coordinate start,Coordinate goal) {

double d13 = getDistance(

start.getLatitude(),start.getLongitude(),

point.getLatitude(),point.getLongitude()

);

double t13 = getBearing(

start.getLatitude(),start.getLongitude(),

point.getLatitude(),point.getLongitude()

);

double t12 = getBearing(

start.getLatitude(),start.getLongitude(),

goal.getLatitude(),goal.getLongitude()

);

d13 = Math.toRadians(d13 / R);

t13 = Math.toRadians(t13);

t12 = Math.toRadians(t12);

return Math.asin(Math.sin(d13) * Math.sin(t13-t12)) * R;

}

Listing 5.8: Function used to calculate the cross-track distance between a point and
a segment.

public static double getBearing(

double lat1, double lon1, double lat2, double lon2) {

double f1 = Math.toRadians(lat1);

double f2 = Math.toRadians(lat2);

double dl = Math.toRadians(lon2 - lon1);

double y = Math.sin(dl) * Math.cos(f2);

double x =

Math.cos(f1) * Math.sin(f2) -

Math.sin(f1) * Math.cos(f2) * Math.cos(dl);

return (Math.toDegrees(Math.atan2(y,x)) + FULL_ROTATION) % FULL_ROTATION;

}

Listing 5.9: Function used to calculate the bearing between two points

Please see Listing 5.7 to view the utilized implementation of the Improved

Heuristic Lifelong Planning A* Algorithm.
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5.2.2 Cost Determination Strategy

The notion of cost in determining the shortest path between two points is very

important. All described shortest path algorithms utilize the same cost to progres-

sively determine the path from an origin to a destination. Many variables can be used

to measure cost, examples often include the distance between two points, the travel

time between two points, etc.

An effective cost function for a dynamically changing road environment must

take into account both the distance and the time it takes to traverse the path. Uti-

lizing only the distance is ineffective as it constantly remains static, however, it is

effective in determining how close an object is to the ultimate destination. Con-

versely, utilizing a time function to determine the cost between two alternative paths

in dynamic situations is effective, however, ineffective in determining how close an

object is to its ultimate destination.

The strategy that was chosen to determine the cost of a path between two

points is a function consisting of both the distance and time between two points.

Every path is measured in meters and has a maximum speed and a current

average speed. Increasing the cost of a path should the average speed be below the

maximum is a simple yet effective means of determining whether an edge should be

selected vs. a neighboring edge that is still operating at maximum speed.

Please see Listing 5.10 for the implemented cost algorithm that is used to

dynamically modify the cost of each edge.

ρ =
λ

Mµ
,

where λ = vehicle arrival rate

M = number of channels

µ = the service rate

ρ = system utilization rate

(5.5)
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public double getModifiedCost(int tempSpeedLimit) {

if(tempSpeedLimit < speedLimit) {

int diff = tempSpeedLimit - speedLimit;

double modifiedCost = cost * ( 1 + (-diff/ (double)speedLimit));

return Double.parseDouble(String.format("%.4f",modifiedCost));

}

return cost;

}

Listing 5.10: Function used to modify the cost of traveling on a street segment.

5.2.3 Calculation of Average Speed

In order to determine the modified cost used by the shortest path algorithms,

it is important to define how to calculate the average speed per street segment.

To calculate the modified average speed, it is important to gather the arrival

rate which is the count of vehicles entering the street segment, and the service rate

which is the number of seconds it takes a vehicle to cross the street segment, and the

total percentage a vehicle travelled along the street segment. The necessary data will

be gathered separately between each iteration of the shortest path calculations. By

default, the shortest path will be recalculated every 5 minutes.

Before we begin to calculate the average speed we must convert the service

rate and bring it to the same unit as the arrival rate. Listing 5.11 is used to adjust

the service rate appropriately.

Listing 5.12 is used to calculate the average speed. We must adjust the average

speed calculation to account for system idleness. To determine system idleness, we

must compute the system utilization rate. Listing 5.13 describes the function nec-

essary to determine the system utilization rate. The equation used to formulate the

system utilization implementation is available at Equation 5.5 (Stevenson, 2001). As

our model only has one lane per direction, the channel count is always set at 1.
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For our purposes the utilization rate can never exceed 100%. The idle rate is 1 minus

the derived utilization rate.

The final function used to determine the average speed of a street segment is

described in Listing 5.14. In order to calculate the modified average speed, we take

the idle rate multiplied by the street segment speed limit multiplied by the average

speed multiplied by the utilization rate.

public double serviceRate(

double pathInterval,

double serviceRateInSeconds) {

return Math.round((SECONDS_IN_MINUTE*pathInterval) / (serviceRate));

}

Listing 5.11: Function used to calculate the service rate per interval.

public double calculateAverageSpeed(

double cost,

double percentageTraveled,

double serviceRate) {

return Math.round(((cost * percentageTraveled) / serviceRate) * 3.6);

}

Listing 5.12: Function used to calculate average speed (kilometers per hour).

public static double systemUtilization(

double arrivalRate,

double serviceRate,

int channelCount) {

return Math.min(arrivalRate / (channelCount * serviceRate), 1);

}

Listing 5.13: Function used to calculate system utilization.

public static int modifiedAverageSpeed(

double idleRate,

double speedLimit,

double utilizationRate,

double averageSpeed) {

return (int)(Math.round(

(idleRate * speedLimit) +

(utilizationRate * averageSpeed)

)

);

}

Listing 5.14: Function used to calculate the modified average speed.
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public void calculate(

PriorityQueue<Vertex> pq,

Map<Integer,Vertex> vertexMap,

Map<Integer,List<Edge>> edgeByOriginMap,

int originId,

int destinationId) {

initializeVertices(pq, vertexMap, originId);

while(!pq.isEmpty()) {

Vertex vertex = pq.remove();

List<Edge> edgeList =

edgeByOriginMap.get(vertex.vertexId);

for(Edge edge : edgeList) {

Vertex destination = vertexMap.get(edge.destinationId);

double newTime = edge.cost + vertex.value;

double newCost = edge.data.getCost() + vertex.cost;

if(newTime < destination.value) {

destination.value = newTime;

destination.cost = newCost;

pq.decreasedKey(destination);

destination.parent = vertex;

}

}

}

}

private void initializeVertices(

PriorityQueue<Vertex> pq,

Map<Integer,Vertex> vertexMap) {

pq.clear();

for(Vertex temp : vertexMap.values()) {

temp.parent = null;

if(temp.vertexId == originId) {

temp.value = 0.0;

}

else {

temp.value = Double.POSITIVE_INFINITY;

}

temp.cost = 0;

pq.add(temp);

}

}

Listing 5.3: Dijkstra’s Algorithm.
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public void calculate(

PriorityQueue<Vertex> pq,

Map<Integer,Vertex> vertexMap,

Map<Integer,List<Edge>> edgeByOriginMap,

int originId, int destinationId) {

initializeVertices(pq,vertexMap);

List<Vertex> vertexList = new ArrayList<>(vertexMap.values());

for(int i = 0; i < vertexList.size() - 1; i++) {

for (Edge edge : edgeList) {

Vertex vertex = vertexMap.get(edge.originId);

Vertex destination = vertexMap.get(edge.destinationId);

double time = edge.cost + vertex.distance;

double cost = edge.data.getCost() + vertex.cost;

if (time < destination.distance) {

destination.distance = time;

destination.parent = vertex;

destination.cost = cost;

}

}

}

}

private void initializeVertices(

PriorityQueue<Vertex> pq,

Map<Integer,Vertex> vertexMap,

originId) {

pq.clear();

for(Vertex temp : vertexMap.values()) {

if(temp.vertexId == originId) {

temp.distance = 0.0;

}

else {

temp.distance = Double.POSITIVE_INFINITY;

}

temp.cost = 0;

}

}

Listing 5.4: The Bellman-Ford Algorithm.

54



public void calculate(

PriorityQueue<Vertex> pq,

Map<Integer,Vertex> vertexMap,

Map<Integer,List<Edge>> edgeByOriginMap,

int originId,

int destinationId) {

initializeVertices();

while(!pq.isEmpty()) {

Vertex vertex = pq.remove();

if(vertex.vertexId == destinationId) {

return;

}

for(Edge temp : edgeByOriginMap.get(vertex.vertexId)) {

Vertex destination = vertexMap.get(temp.destinationId);

double lat1 = vertex.coordinate.getLatitude();

double lon1 = vertex.coordinate.getLongitude();

double lat2 = destination.coordinate.getLatitude();

double lon2 = destination.coordinate.getLongitude();

double newTime =

temp.cost + vertex.value + MathLib.getDistance(lat1,lon1,lat2,lon2);

if(newTime < destination.value) {

destination.cost = temp.data.getCost() + vertex.cost;

destination.value = newTime;

destination.parent = vertex;

pq.add(destination);

}

}

}

}

Listing 5.5: The A* Algorithm.
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public void calculate(

Vertex goal,

PriorityQueue pq,

Map<Integer,Edge> edgeByOriginMap,

Map<Integer,Vertex> vertexMap) {

PriorityQueue pq = new PriorityQueue();

initialize();

while((!pq.isEmpty() && pq.peek().compareTo(goal) < 0) || goal.rhs != goal.g ) {

Vertex node = pq.remove();

if(node.g > node.rhs) {

node.g = node.rhs;

for(Edge temp : edgeByOriginMap.get(node.vertexId)) {

Vertex destination = vertexMap.get(temp.destinationId);

updateNode(destination);

}

} else {

node.g = Double.POSITIVE_INFINITY;

updateNode(node);

for(Edge temp : edgeByOriginMap.get(node.vertexId))

updateNode(vertexMap.get(temp.destinationId));

}

}

}

private void updateNode(

Vertex vertex,

PriorityQueue pq,

Map<Integer,Vertex> vertexMap,

Map<Integer,Edge> edgeByDestinationMap) {

if(vertex != vertexMap.get(originId)) {

for(Edge temp: edgeByDestinationMap.get(vertex.vertexId)) {

Vertex predecessor = vertexMap.get(temp.originId);

double original = vertex.rhs;

vertex.rhs = Math.min(vertex.rhs, predecessor.g + temp.cost);

if(original != vertex.rhs) {

vertex.parent = predecessor;

vertex.cost = temp.data.getCost() + predecessor.cost;

}

}

if(pq.contains(vertex)) {

pq.remove(vertex);

}

if(vertex.g != vertex.rhs) {

vertex.key = calculateKey(vertex);

pq.add(vertex);

}

}

}

Listing 5.6: Lifelong Planning A* Algorithm.
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public void calculate(

PriorityQueue pq,

Map<Integer,Vertex> vertexMap,

Map<Integer,Edge> edgeByDestinationMap,

int originId,

int destinationId) {

initialize();

Vertex source = vertexMap.get(destinationId);

Vertex goal = vertexMap.get(originId);

while(!pq.isEmpty()) {

Vertex u = pq.remove();

if(u==goal) {

return;

}

if(edgeByDestinationMap.get(u.vertexId) != null) {

for (Edge temp : edgeByDestinationMap.get(u.vertexId)) {

Vertex v = vertexMap.get(temp.originId);

double g = u.g + temp.cost;

double cost = temp.data.getCost() + u.cost;

v.h1 = MathLib.getDistance(

v.coordinate.getLatitude(), v.coordinate.getLongitude(),

goal.coordinate.getLatitude(), goal.coordinate.getLongitude()

);

v.h2 =

Math.abs(MathLib.getCrossTrackDistance(

v.coordinate, source.coordinate, goal.coordinate

));

v.f1 = g + v.h1;

v.f2 = g + v.h2;

if (v.g > g) {

v.parent = u;

v.g = g;

v.cost = cost;

v.f1 = v.g + v.h1;

if (pq.contains(v)) {

pq.remove(v);

}

pq.add(v);

}

}

}

}

}

Listing 5.7: Improved Heuristic Lifelong Planning A*.
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Chapter 6: Network Management Service

The role of the Network Management Service (NMaS) is to provide the in-

frastructure to create an intelligent road system. The NMaS has four primary re-

sponsibilities: (1) to manage how vehicles enter and exit each street segment; (2)

to manage the switching algorithms used to switch vehicles at each intersection; (3)

to manage parking within the model; (4) to receive and process all incoming vehicle

authorization requests.

6.1. Street Segment Queuing Strategies

A queue can be used as the data structure to maintain the order of incoming

and outgoing vehicles on a street segment. Vehicles enter the queue as they enter a

street segment, and leave the queue as they depart. However, how do we queue a

vehicle that can enter a street from an intermediate point, i.e. a parking spot? It

was decided to utilize a list. A list allows us the versatility to insert vehicles in any

location in the data structure.

Allowing the possibility for vehicles to enter a street segment from intermediate

points has significant safety concerns. How do you avoid a collision between a vehicle

entering the street segment and vehicles currently driving through?
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Two adjustable variables are used to determine if a potential collision opportu-

nity exists during street segment merging; bufferMin and bufferMax. For a visual

illustration of both bufferMin and bufferMax please see Figure 6.1.

The bufferMin variable is the minimum distance required for a stop command

to be issued to a vehicle that is located immediately behind a vehicle ready to exit

a parking spot. As an example, should the bufferMin be set at 25 meters and a

vehicle behind is 20 meters a stop command will not be issued. The vehicle will wait

for the vehicle behind it to completely pass before reattempting to merge.

The bufferMax variable is the maximum distance required for a vehicle to

issue a stop command. As an example, should the bufferMax be set at 50 meters

and an incoming vehicle is 75 meters away, a stop command is not necessary. The

vehicle can safely merge.

The idea of stopping vehicles that would otherwise cause a collision is imple-

mented in order to reduce unnecessary wait times. Vehicles can always wait for all

incoming vehicles to pass before attempting the merging sequence. However, in large

traffic areas, vehicles might wait an unnecessarily long period before an opportunity

exists to merge into the street segment.

Five different merging cases have been isolated to determine how vehicles

should be queued on the list; they are: (1) when vehicles are switched from an inter-

section; (2) when vehicles arrive from an intermediate point, and the queue is empty;

(3) when vehicles arrive from an intermediate point, and all vehicles are ahead; (4)

when vehicles arrive from an intermediate point, and all vehicles are behind; (5) when

vehicles arrive from an intermediate point, and vehicles exist both ahead and behind.
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Figure 6.1: Visual description of the buffer variables used to exit a parking spot.

In the first case, the vehicle is placed at the tail end of the list, and registered

with the vehicle ahead of it to receive all incoming notification commands. In the

second case, the vehicle is placed at the end of the list. In the third case, similar to

the first case, the vehicle is placed at the end and registered with the vehicle ahead.

In the fourth case, the vehicle is placed at the head of the list, and the vehicle is

registered with the vehicle behind for notification purposes. In the fifth case, the

vehicle is placed at the appropriate position in the list; the enqueued vehicle becomes

the observer with the vehicle ahead, and becomes the observed with the vehicle behind

it.
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6.2. Intersection Switching Algorithms

The role of the switching algorithm is to efficiently grant vehicles access to

the intersection. Focus should be made to provide a fair, efficient and collision free

switching strategy. The choice of switching algorithm is considered to be the heart of

any efficient traffic system. Current strategies utilizing traffic lights are not extremely

efficient in granting access to vehicles in a proactive manner. The primary method

in which a traffic light state change is triggered via a scheduled timer. These timers

can be adjusted to reflect the historically observed traffic patterns for a given date

and time. Intersections can also be synchronized with each other to produce a more

fluid ride. Since the timing mechanism is ultimately based on historical data, the

situation where a vehicle must wait its turn when no other vehicle is present cannot

be avoided.

In an automated environment, switching can be performed more efficiently, as

each intersection knows the location and direction of every incoming vehicle.

Since the intersection can control vehicles via automated commands, traffic

lights are no longer necessary. The key advantage of intersection-controlled vehicle

switching is that commands can be processed and delivered to vehicles within millisec-

onds. This extremely fast intersection-vehicle interaction allows for a more proactive

switching strategy that is based on current traffic patterns; as opposed to relying on

historical data.

6.2.1 First Come First Serve

A very simple and fair switching algorithm to consider during the implemen-

tation process of the ARS system is the First Come First Serve (FCFS) algorithm.

As the name implies, it provides access to incoming vehicles that have arrived first.
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Every intersection has two structures that are utilized by the algorithm: (1)

a lock that enforces that only one vehicle has access to the intersection in any given

time. Allowing one car access to the intersection is a safety restraint meant to avoid

the risk of collision; (2) a queue that holds all incoming intersection access requests.

As vehicles approach the intersection, they send an access request to the in-

tersection. As each request is accepted by the intersection, each successive request is

added at the end of the queue. This action ensures that each request is processed on

a first come first serve basis.

Requests are processed in the following manner: the lock is examined, and if

the lock be free, the request at the head of the queue is processed. An acknowledge-

ment is sent to the vehicle. If the lock is not be free, the request will remain on the

queue and will be reexamined during the next interval.

When vehicles receive the intersection acknowledgement the following steps

are performed: (1) the vehicle begins to traverse the intersection at a reduced speed.

It is the only vehicle making the approach, as it possesses the exclusive lock; (2) when

the vehicle arrives in the middle of the intersection, it releases the lock. Vehicles can

safely release the lock in the middle as the other car making the approach will only

arrive at the middle of the intersection when the vehicle is safely across.

The shortcoming of the present FCFS algorithm is that the exclusive lock is

placed on the entire intersection and not on each individual street segment. Vehicles

that are traveling in non-conflicting directions with the vehicle possessing the lock

are unnecessarily waiting.
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6.2.2 Round Robin

The main idea behind the Round Robin algorithm is simple, it allows vehicles

traveling in each of the available directions to have equal access to the intersection.

Each directional flow will have access to the intersection in equal time portions and

in a circular order. This algorithm behaves similarly to existing timed traffic light

algorithms. The algorithm utilizes the following directional flows: 1) vertical; 2)

horizontal. The vertical flow consists of both north-south and south-north flows, and

the horizontal flow consists of both east-west and west-east flows. It is important

to note that the directional flow are determined by the flow of the present street

segment, not by the possible turning action of the vehicle. This algorithm only allows

one vehicle access to the intersection at any given time similarly as the FCFS switching

algorithm.

Every intersection utilizes four structures that are used by the algorithm: (1)

an intersection lock; (2) a traffic semaphore; (3) a value holding the allowed access

time; (4) a queue. The intersection lock is used to enforce the rule that only one

vehicle has access to the intersection at any given time. The traffic semaphore is used

to hold the current directional flow that presently has access to the intersection. The

access time variable determines the amount of time each direction has access to the

intersection. A queue is used to hold all incoming intersection access requests. It is

important to note that the term semaphore as used by the switching algorithms is

strictly defined as a data structure utilized to control access on a common resource,

and not the specific semaphore concept as proposed by (Dijkstra, 1965).
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As a vehicle approaches the intersection, it will send an access request to the

intersection controller. As the request is accepted, the controller will compare the

desired direction of the vehicle with the traffic semaphore. Should the directions be

identical, the vehicle is given permission to proceed.

Requests are processed in the following order: in a circular loop, the intersec-

tion controller examines each request on the queue. Should the direction not match

with the semaphore, the authorization request is not processed. Should the directions

match, the intersection lock is examined; should the lock be free, the vehicle is given

authorization to proceed. The request is not processed should the lock be taken.

Vehicles that are given permission operate in the following manner: The vehicle

moves forward at a reduced speed; when it arrives at the center of the intersection,

it releases the lock and the vehicle is allowed to continue progress at a normal speed

on the desired street segment.

The shortcomings of this algorithm are identical to existing traffic light switch-

ing algorithms, as it relies exclusively on a predetermined timer. A vehicle must still

wait it’s turn even though it is the only vehicle at the intersection. If the timer is

not properly tuned, vehicles will undoubtedly wait for longer periods. This increased

waiting period will delay the time vehicles reach their final destination. Another

shortcoming of the algorithm is that only one vehicle is allowed access to the inter-

section at any given time.

6.2.3 Improved First Come First Serve

An improvement over the previously discussed First Come First Serve algo-

rithm was made using a traffic semaphore and a segment lock. Unlike the previously

discussed switching algorithms, this algorithm allows multiple vehicles to enter an

intersection.
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Figure 6.2: Collision type that are avoided using the segment lock.

The segment lock enforces the rule that only one vehicle can approach a street

segment at a time.

The traffic semaphore consists of three values: (1) the direction lock; (2) the

present count of vehicles holding the semaphore; (3) the sum of vehicles that held the

current direction lock iteration cycle.

A limit of five vehicles is placed on the number that could possess a locked

semaphore. A semaphore can be freed should the present count be set to zero before

five vehicles possessed it in total. This avoids situations where vehicles unnecessarily

wait for the total count to reach five should no vehicles be present to increase the

count.
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As a vehicle approaches the intersection the following checks are be made:

(1) a check is made to verify whether the destination segment lock is free; (2) if the

segment lock is free, a check is made to verify whether the vehicle’s destination lock

is free. If the destination lock is also free, the destination lock is set by the direction

of the current segment; (3) if the present count is set to zero, the direction of the

lock is changed by the vehicle’s current street segment direction; (4) should a conflict

not be present, the present count and total count are incremented and the vehicle is

free to cross the intersection; (5) at the point where a vehicle finished crossing the

intersection, it relinquishes the lock. At this moment the present count is decremented

by one. Should the present count equal to zero and the total count is set to five, the

direction lock is freed.

This algorithm makes a decent compromise between the fairness of FCFS and

allowing non-conflicting vehicle directions to pass; thus, avoiding unnecessary waits.

It also limits the possibility of starvation, by limiting the direction lock to five vehicles

travelling in a non-conflicting direction.

Figure 6.3 highlights all possible collision possibilities that are anticipated us-

ing the collision detection of the Improved First Come First Serve switching algorithm.

Figure 6.2 highlights the type of possibilities that are avoided using the pro-

vided lock. Since both vehicles wish to enter the street segment simultaneously. The

segment lock will force vehicles to wait until the lock is free, thus avoiding the possi-

bility of collision.
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(a) First collision opportunity. (b) Second collision opportunity.

(c) Third collision opportunity. (d) Fourth collision opportunity.

Figure 6.3: The four different collision opportunities managed by the Improved First
Come First Serve switching algorithm.
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6.3. Parking Management

Parking management is a key feature of the NMaS. According to (McCoy,

2017), motorists spend an average of 17 hours a year searching for spots on streets,

in lots, or in garages. An ideal road system would be one that can quickly direct a

vehicle to an available parking spot with the least amount of delay as possible.

The proposed management methodology utilized by the NMaS to handle park-

ing is as follows: (1) to create a valid trip; a valid origin and destination parking spot

must be provided; (2) when registering a trip, the destination parking spot is re-

served. Other vehicles cannot create a new trip using that particular destination

parking spot. During the conclusion of the trip, the vehicle occupies the destination

parking spot; (3) should the trip be canceled mid-journey, the destination parking

spot reservation is lifted. This action allows subsequent trip creations to reserve the

particular parking spot.

It is hoped that a graphical user interface feature is to be implemented in

the near future. A graphical interface would allow users to quickly view surrounding

parking spots in the vicinity of their desired destination; users can quickly select and

reserve a parking spot before starting their trip.

The action of reserving a destination parking spot and guaranteeing the avail-

ability of a parking spot upon arrival is powerful. A significant number of traffic

bottlenecks occurs upon arrival where vehicles are circling around their destination

point searching for free parking.
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6.4. Intersection Commands

Intersection commands are used by vehicles to receive authorization for access

to shared resources, i.e., intersection, street segment and parking spot access.

A description of each command is provided along with the sequence of actions

that are performed by the intersection controller.

6.4.1 Start Authorization

The Start Authorization command is used by vehicles to instruct their admin-

istering intersection controller their intention to start their trip.

The sequence of actions that occur during the life of a start authorization

command is as follows: As the command is received by the intersection controller

and executed, a call is made to acquireParkingAccess. The associated segment

manager will determine whether the vehicle can be securely queued. If it is determined

a vehicle cannot be securely queued, the command is not processed during the current

interval. If the vehicle is cleared by the segment manager a start command is created

using the vehicle command factory and executed.

The Start Authorization command sequence diagram can be viewed using

Figure 6.4.
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6.4.2 Park Command

The Park command is used by vehicles to instruct their administering inter-

section controller their interntion to park.

The sequence of actions that occur during the life of a park command is as

follows: as the command is received by the intersection controller and processed, a

call is made to dequeueVehicle on the Network Management Service API, which

will dequeue the vehicle from its current street segment. A subsequent call is made to

getParkingSpot on the Network Model Service. When the parking spot has been

received, a last call to setOccupyingVehicleId is made to set the id of the vehicle,

to simulate that the vehicle is currently occupying the parking spot in question.

The Park Command sequence diagram can be viewed using Figure 6.5.

6.4.3 Switch Command

The switch command is used by vehicles to inform their administering inter-

section controller they arrived at the intersection and wish to switch to the next street

segment.

The sequence of events that occur during the life of a switch command is as

follows: as the command is received by the intersection controller and executed, the

first operation is a call to either getNextIntersectionByParkingSpot or getNex-

tIntersectionBySegment is made to determine the next hop the vehicle must take

to reach its destination. If the trip leads to a destination outside the boundaries of the

current implemented map, a call to getNextIntersectionBySegment, otherwise a

call to getNextIntersectionByParkingSpot is made. As soon as the next hop is

determined, a call to acquireIntersectionAccess is made to acquire access to the

intersection.
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Should access not be provided the command is no longer processed during this

interval. Once access is given, a call to intersectionApproach is made to initiate

the intersection approach by changing the trip navigator state to activeIntersec-

tionTripState.

The Switch Command sequence diagram can be viewed using Figure 6.6.
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Chapter 7: Vehicle Management Service

The Vehicle Management Service (VMS) is responsible for providing an in-

frastructure that can manage all available vehicles.

In order to effectively manage vehicles, the service must simulate vehicle mo-

tion as realistically as possible and provide the necessary vehicle commands to allow

the NMaS to instruct individual vehicles.

To simulate vehicle motion, a simple vehicle model consisting of an engine and

transmission was developed. These models provide the VMS with enough accuracy

and consistency to simulate vehicle acceleration and deceleration.

A vehicle component called a trip navigator was developed that controls the

state of a vehicle trip. The state of a trip determines the type of commands a vehicle

can send to the NMaS.

7.1. Determining Vehicle Motion

Acceleration and deceleration are important concepts in the ARS model as

they both determine vehicle motion. It is important that vehicle motion physics

be modeled accurately. To do so, we must measure the velocity and the distance

travelled by a vehicle. Listing 7.1 provides the function used to measure the velocity

of a vehicle. The implementation is based on Equation 7.1 (Tuckey, 2005).
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vf = vi + at,

where vi = initial velocity

a = rate of acceleration

t = time interval

vf = final velocity

(7.1)

public static double velocity(

double currentSpeed,

double acceleration,

double interval) {

return currentSpeed + (acceleration * interval);

}

Listing 7.1: Function used to measure velocity.

A brief description of the utilized parameters used by Listing 7.1: The variable

currentSpeed is the current speed the vehicle is traveling in meters per second;

the variable acceleration is the acceleration rate in meters per second squared. A

negative acceleration denotes deceleration, in meters per second squared; the variable

interval is the time frame interval, in seconds, between each calculation.

For the purposes of constructing the ARS system simulation, the rate of ac-

celeration/deceleration is always assumed to be constant.

Listing 7.2 is used to measure the distance travelled by a moving vehicle during

one interval. The implementation is based on Equation 7.2 (Tuckey, 2005). Both

currentSpeed and interval retain the same description as in Listing 7.1. The

variable finalSpeed was derived using the formula for velocity.

d =
1

2
(vf + vi)× t,

where vf = final velocity

vi = initial velocity

t = time interval

d = distance travelled

(7.2)

76



public static double distanceTraveled(

double currentSpeed,

double finalSpeed,

double interval) {

return ((currentSpeed + finalSpeed) / 2) * interval;

}

Listing 7.2: Function used to measure determine the distance traveled.

In order to accurately determine the distance traveled, slight modifications

must be made to take into account the minimum and maximum speed of a vehicle.

The minimum speed is always zero and is used while the vehicle is decelerating.

Should the velocity return with a value greater than the maxSpeed of a vehicle, the

finalSpeed is set to the maxSpeed. Should the velocity return with a value less

than zero, the finalSpeed is set to zero.

Another modification should be made to retrieve the proper interval time

should a vehicle come to a complete stop prior to the next interval calculation. Oth-

erwise, the calculated distance will be overstated. The adjusted interval should be

equal to the absolute value of the currentSpeed divided by the deceleration rate.

The accuracy of the distance traveled on the current street segment is funda-

mental in determining the position of a vehicle.

7.2. Determining Vehicle Location

The ARS system utilizes two methods to determine the position of a vehicle,

at any given time: 1) location value which is based on the distance travelled along

the current street segment; 2) through the use of the vehicle current longitude and

latitude coordinates.

The first method is to determine the location of a vehicle by incrementing the

distance travelled along the vehicle’s current street segment should the vehicle be

driving forward, or by decrementing if the vehicle is driving in reverse.
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The distance travelled is determined using the function available at Listing 7.2.

Within the ARS system, all entities determine their proximity to each other utilizing

their current position along their respective street segment.

The second manner, which is used exclusively by the front-end rendering sys-

tem, is to determine a vehicle’s location by its current longitude and latitude coor-

dinates. In order to accurately derive the vehicle’s coordinates the distance travelled

along the current segment is used, along with the coordinates of the origin and des-

tination intersections. The getIntermediatePoint formula described in Listing 5.2

is used to calculate and return the appropriate coordinates of the vehicle along the

current street segment.

7.3. Autonomously Stop Vehicle at Intersection

A very important question to answer is how to autonomously and safely direct

a vehicle to a complete stop before entering the intersection. To do so, the model must

determine the exact location on the street segment the vehicle should be stopped and

measure the stopping distance of a vehicle.

The stopping distance is the distance required for a vehicle to come to a

complete stop using the vehicle’s current velocity. The implemented function used to

calculate the stopping distance can be found at Listing 7.3. The implementation is

based on Equation 7.3 (Tuckey, 2005). To determine the location at which a vehicle

must stop, we take the length of the street segment and subtract the value of the

stopBuffer. The stopBuffer variable is one of the defined configurable variables.

The default vaule of the stopBuffer is 5 meters. If a vehicle is at the point determined

by taking the stop location minus the stopping distance, the vehicle is commanded to

stop. A graphical illustration of the variables needed to determine the stop line can

be seen using Figure 7.1.
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Figure 7.1: Determining car stop location.

distance =
vi
d
× vi + 0

2
where vi = initial velocity

d = rate of deceleration

(7.3)

public static double stoppingDistance(

double velocity,

double deceleration) {

double elapsedTime = velocity / Math.abs(deceleration);

double averageVelocity = averageSpeed(velocity,ZERO);

return elapsedTime * averageVelocity;

}

Listing 7.3: Function used to measure the stopping distance of a vehicle.
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Figure 7.2: Engine state machine diagram.

7.4. Vehicle Components

7.4.1 Engine

The engine component regulates the vehicle’s rate of acceleration. The accel-

eration of a vehicle is dependent on the current state of the engine. Should the engine

be in the on state, a vehicle can accelerate. Should a vehicle be in the off state, a

vehicle can only decelerate until it is at a complete stop.

Figure 7.2 represents the engine state diagram highlighting the relationship

between the various states and triggers that govern the transition between states.

During initialization, the engine state is set to off. The only transition from an

on state is via a setEngineOff call that will turn the engine off. The only transition

from an off position is via a setEngineOn call that will turn the engine on.
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Figure 7.3: Transmission state machine diagram.

7.4.2 Transmission

The Transmission component regulates the type of motion that is available for

a vehicle given the current state of the transmission.

An automatic transmission implementation has four states, as follows: Park

Transmission State; Neutral Transmission State; Drive Transmission State; and fi-

nally, the Reverse Transmission State

Figure 7.3 represents the transmission state diagram highlighting the rela-

tionship between the various states, triggers and guards that govern the transition

between states.

During initialization, the transmission state is set to park. The following

transitions are available from the park state: a call to setDrive will transition to

the drive state; a call to setReverse will transition to the reverse state; a call to

setNeutral will transition to the neutral state.
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The following transitions are available from the drive state: A call to setNeu-

tral will transition to the neutral state only when the current speed of the vehicle is

zero; a call to setPark will transition to the park state only when the current speed

of the vehicle is zero; a call to setReverse will transition to the reverse state only

when the current speed of the vehicle is zero.

The following transitions are available from the neutral state: A call to set-

Drive will transition to the drive state; a call to setPark will transition to the park

state; a call to setReverse will transition to the reverse state.

The following transitions are available from the reverse state: a call to set-

Neutral will transition to the neutral state only when the current speed of the vehicle

is zero; a call to setDrive will transition to the drive state only when the current

speed of the vehicle is zero; a call to setPark will transition to the park state only

when the current speed of the vehicle is zero.

7.4.3 Trip Navigator

The trip navigator component determines the vehicle’s actions during a trip

from origin to destination. The trip navigator allows a vehicle to chose a destination,

it also guides the vehicle’s possible actions throughout the trip. Each trip navigator

state controls the available commands that are available between intersection con-

trollers and vehicles. The majority of interactions between the various services of the

ARS system are driven from events that originate from the trip navigator.

Utilizing the state pattern allows the trip navigator to control the behavior of

the component based on its current state.
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The trip navigator implementation consists of nine different states, as follows:

(1) The initial trip state; (2) the unregistered trip state; (3) the registered trip state;

(4) the awaiting active trip state; (5) the active segment trip state; (6) the active

waiting trip state; (7) the active intersection trip state; (8) the concluding trip state:

(9) the finished trip state.

The unregistered trip state indicates the state at which a trip was cre-

ated but has not been registered with the administering intersection controller. The

registered trip state indicates the state at which a trip has been registered with

its administering intersection controller and the destination parking spot has been

reserved. The awaiting active trip state indicates the state at which a vehicle is

awaiting authorization to start its journey. The active segment trip state indicates

the state at which a vehicle is driving along a street segment. The active waiting

trip state indicates the state at which a vehicle is stopped and waiting for autho-

rization to access the intersection. The active intersection trip state indicates

the state at which a vehicle is driving along the intersection. The concluding trip

state indicates the state at which a vehicle is driving along the destination street

segment. The finished trip state indicates the state at which a vehicle has arrived

at its destination.

The relationship between the various trip navigator states, the triggers and

guards that govern state transitions is highlighted in Figure 7.4.

During initialization, the trip state is set the initial trip state.

The following are the possible transitions of all trip states: (1) the only tran-

sition from the initial trip state is to the unregistered trip state with a call

to createTrip; (2) the only transition from the unregistered trip state is to the

registered trip state with a call to registerTrip; (3) The only transition from the

registered trip state is to the awaiting active trip state with a call to start.
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Figure 7.4: Trip navigator state machine diagram.
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During the transition a Start Authorization Controller Command is sent to the ad-

ministering intersection controller to begin the trip. The only transition from the

awaiting active trip state is to the active segment trip state with a call to

activateTrip; (4) the only transition from the active segment trip state is to

the active waiting trip state with a call to update when the vehicle arrived at

the intersection. During the transition a Switch Controller Command is sent to the

administering intersection to switch between street segments; (5) the only transition

from the active waiting trip state is to the active intersection trip state with

a call to intersectionApproach when the access is given to enter given intersec-

tion; two possible transitions exist from the active intersection trip state: (a) a

transition to the active segment trip state is made with a call to update when

the switch to a connecting non-destination street segment is made; (b) a transition

to the concluding trip state is made with a call to update when the switch to the

destination street segment is made; (6) the only transition from the concluding trip

state is to the finished trip state with a call to update and at that point the vehicle

has reached its destination parking spot. During the transition a Park Command is

sent to the administering intersection to park the vehicle.

7.5. Vehicle Commands

Vehicle commands are used to autonomously control the actions of vehicles.

Currently, only vehicles behind the controlled vehicle and the administering intersec-

tion controller can issue a vehicle command to a specific vehicle.

Five vehicle commands are currently available: the notify vehicle command;

the start vehicle command; the turn left vehicle command; the turn right vehicle

command; the straight vehicle command.
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Figure 7.5: Illustration of the notification command.

7.5.1 Notify Command

In order for the ARS system to effectively control traffic flow, vehicles need a

mechanism that allows for efficient communication between them. Vehicles need to

proactively determine whether their current trajectory will lead to a collision.

One way for a vehicle to determine the possibility of a collision course with

the vehicle ahead is for a vehicle to continually communicate its current location and

speed. Should a collision opportunity be detected, the vehicle will adjust its present

speed to avoid collision.
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Figure 7.6: Notify command sequence diagram.

For the purposes of the simulation, the observer design pattern is utilized

to simulate the broadcasting of current speed and location. Should the ARS be

implemented utilizing actual vehicles, low power transmitters can be used to broadcast

the necessary data to nearby vehicles.

The sequence of events that occur during the life of a notify command is

as follows: (1) a vehicle sends an observing vehicle a notify command, providing

its location and currentSpeed; (2) should the distance between the subject and

observing vehicles be less than the observing vehicles velocity multiplied by the

spaceFactor, a call to setCruisingSpeed is made on the observing vehicle to reduce

its speed to match the current speed of the subject. Both the spaceFactor and

currentSpeed are used to calculate the safe distance between two vehicles; (3) should

the subject’s currentSpeed be greater than the observer’s currentSpeed, a call to

setCruisingSpeed on the observing vehicle in order to synchronize their speed.
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Figure 7.7: Stop command sequence diagram.

7.5.2 Stop Command

The stop command is utilized to instruct a vehicle to stop. It is utilized by

the intersection controller to allow vehicle merging into street segments from parking

spots should incoming traffic be present.

The sequence of events that occur during the life of a stop command is as

follows: the command makes a call to setCruisingSpeed on the nearest vehicle.

The command will set the vehicle’s cruising speed to zero.
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7.5.3 Start Command

The start command is utilized by the ARS system to start a vehicle that is

about to begin its journey between two predetermined points. The start command

is called during a communication chain that originates from a vehicle that issued a

start authorization command to its administering intersection controller.

The sequence of events that occur during the life of a start command is as

follows: (1) the command tries to enqueue the vehicle to the current street segment

by making a call to enqueueVehicle on the NMaS. It is the responsibility of the

specific segment manager to queue the vehicle according to the queuing strategy

discussed in Section 6.1; (2) the command will make a call to the setEngineOn

function to the vehicle to turn on the vehicle’s engine by change the engine state to

EngineOn; (3) the command will make a call to the vehicle’s setDrive in order to

set the transmission state to drive; (3) the command will make a call to accelerate,

which will allow the vehicle to drive forward; (4) a call to activateTrip is made to

change the trip navigator state to the active segment trip state.

7.5.4 Turn Left Command

The turn left command is utilized to allow an intersection controller to instruct

a vehicle to turn left while connecting with the intersecting street segment.

The sequence of events that occur during the life of a turn left command is

as follows: (1) the first event that occurs during the life of the command is a call of

registerVehicle is made to the Network Management Service. This call will enable

the vehicle to register with the new administering intersection controller; (2) a call of

dequeueVehicle is made to the NMaS that will remove the vehicle from the exiting

street segment queue;
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Figure 7.9: Turn left command sequence diagram.

(3) a call to enqueueVehicle is made to the NMaS that will place the vehicle at the

tail end of the continuing street segment queue; (4) a call to setStreetSegment is

made on the vehicle to set the new street segment the vehicle is traveling on; (5) a call

to turnLeft is made to instruct the vehicle to turn left; (6) a call to setLocation is

made on the vehicle to set the distance travelled on the new street segment to zero.
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Figure 7.10: Turn right command sequence diagram.

7.5.5 Turn Right Command

The turn right command is utilized to allow an intersection controller to in-

struct a vehicle to turn right while connecting with the intersecting street segment.

The sequence of events that occur during the life of a turn right command is

as follows: (1) the first event that occurs during the life of the command is a call of

registerVehicle is made to the NMaS. This call will enable the vehicle to register

with the new administering intersection controller; (2) a call of dequeueVehicle is

made to the NMaS that will remove the vehicle from the exiting street segment queue;

(3) a call to enqueueVehicle is made to the NMaS that will place the vehicle at the

tail end of the continuing street segment queue; (4) a call to setStreetSegment is

made on the vehicle to set the new street segment the vehicle is traveling on;
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Figure 7.11: Straight command sequence diagram.

(5) a call to turnRight is made to instruct the vehicle to turn right; (6) a call to

setLocation is made on the vehicle to set the distance travelled on the new street

segment to zero.

7.5.6 Straight Command

The straight command is utilized to allow an intersection controller to instruct

a vehicle to continue on the same street when the vehicle is travelling through an

intersection.
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The sequence of events that occur during the life of a straight command is as

follows: (1) the first event that occurs during the life of the command is a call of

registerVehicle is made to the NMaS. This call will enable the vehicle to register

with the new administering intersection controller. This will allow both the vehicle

and intersection controller to communicate together using the observer pattern; (2) a

call of dequeueVehicle is made to the NMaS that will remove the vehicle from the

exiting street segment queue; (3) a call to enqueueVehicle is made to the NMaS

that will place the vehicle at the tail end of the continuing street segment queue; (4)

a call to setStreetSegment is made on the vehicle to set the new street segment

the vehicle is traveling on; (5) a call to continueStraight is made to instruct the

vehicle to continue straight; (6) a call to setLocation is made on the vehicle to set

the distance travelled on the new street segment to zero.
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Chapter 8: Evaluation

Various experiments were conducted to determine the effects of the utilized

adjustable variables and components have on the performance of the Automated Road

System.

All experiments were run on a machine with a 2.50 GHz Intel Core i5 processor,

32 GB 2133 MHz DDR4 random access memory, and a 1 TB HDD.

8.1. Effects of Shortest Path Algorithm

Experiments were made to determine the fastest shortest path algorithm. Each

experiment measured the time in milliseconds it took for each available shortest path

algorithm to find a shortest path to all the origin/destination intersection combina-

tions provided in the model. Each algorithm was tested fifty times.

The following five shortest path algorithms were tested: Dijkstra’s algorithm,

the Bellman-Ford algorithm, the A* algorithm, the Lifelong Planning A*, and the

Improved Lifelong Planning A*.

An optimization to the A*, Lifelong Planning A*, and Improved Lifelong Plan-

ning A* algorithms were made and tested. Since A* derived algorithms only find a

shortest path between two points, already calculated sub-paths would have to be

recalculated. As each sub-path in a calculated shortest path is the shortest path

between the origin and each contained point, an optimization can definitely be made.
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Figure 8.1: Shortest path experimentation results.

Calculating the shortest path between the furthest points first and storing all

sub-paths allows the system to avoid the necessity of re-calculating every point com-

bination. The Bellman-Ford optimization, as previously discussed in Section 5.2.1.2,

was also tested separately.

Figure 8.1 highlights the results of the experiments. Dijkstra’s Algorithm

performed slightly better than the optimized Bellman-Ford algorithm by 1.52 mil-

liseconds on average. The results of both the Lifelong Planning A* and the Improved

Heuristic Lifelong Planning A* were expected. The benefits of both algorithms were

not utilized, as the search tree is not reused but recalculated each time a shortest path

is calculated. The cost of calculating the extra variables made the algorithms perform

worse than the A*. The completion time was 180.84, 226.3 and 270.42 milliseconds for

the optimized A*, the optimized Lifelong Planning A*, and the optimized Improved

Lifelong Planning A* respectively. The optimized versions of the A* algorithms per-

formed significantly better, an improvement of 55%, 58% and 56% were observed for

the A*, Lifelong Planning A*, and Improved Lifelong Planning A* algorithms respec-

tively. The Bellman-Ford optimization performed 76% better than the non-optimized

version.
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As a result of the provided experiments, Dijkstra’s algorithm was chosen as

the default shortest path algorithm.

8.2. Effects of Interval and Space Factor

Experiments were conducted to determine the appropriate interval/space fac-

tor combination that would bring the occurrence of vehicular collisions to zero. The

interval is the time-frame interval, in seconds, between each distance travelled cal-

culation. The space factor is the safe distance in seconds that must be maintained

between two vehicles.

(a) Time interval of 1.1. (b) Space factor of 0.1.

(c) Space factor of 1.7. (d) Space factor of 2.0.

Figure 8.2: The effect between the space factor and time interval on the collision rate.

97



Figure 8.3: Effect of the space interval on total travel time.

The values of both interval and space factor were taken from the range between

0.1 and 2.0, inclusive, and incremented by 0.1 for each experiment. Twenty possible

values per variable exists, as such, 400 (20 x 20) experiments were conducted. A

maximum speed of 30 km/h was used during the experiments.

We will use Formula 8.1 to compare the experiment observations. The formula

is used to determine the interval rate necessary for a given space factor that would

prevent a collision. The worst-case scenario tested is when a vehicle is traveling at

the speed limit behind a vehicle that is completely stopped. The distance between

the two vehicles should, at the minimum, be the stopping distance needed to bring

the vehicle to a complete stop and the distance travelled during one complete time

interval.

The experiments indicate that the shorter the interval between each distance

travelled calculation a smaller space factor is needed to provide a safe distance. Fig-

ure 8.2c shows that when using a space factor of 1.7, a time interval of at most 0.8

should be used to eliminate the possibility of vehicle collisions. In comparison, a time

interval of 0.69 is needed when calculating for the worst case using Formula 8.1 with

a space factor of 1.7.
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Figure 8.2d shows that when using a space factor of 2.0, a time interval of at

most 1.2 should be used to eliminate vehicle collisions. In comparison, a time interval

of 0.96 is needed when calculating for the worst case using Formula 8.1 with a space

factor of 2.0.

timeInterval ≤ spaceFactor− stoppingDistance

vf
,

where vf = final velocity

(8.1)

A smaller interval provides the ARS model with better accuracy to measure

actual distance travelled. Accuracy provides vehicles the ability to be more responsive

in regulating current speed levels to avoid colliding with other vehicles. The higher

the interval, a larger distance between vehicles must be maintained to avoid collisions.

The experiments also indicate that a relationship exists between the total travel time

of a vehicle and the chosen space factor. The total travel time decreases as the

space factor decreases, and increases as the space factor increases. The behavior is

highlighted in Figure 8.3

8.3. Effects of Dynamic Path Availability

Experiments were conducted to test the effects of providing a dynamic path

availability has on the overall travel time.

To conduct the experiment a constant stream of 100 vehicles originating from

intersection 92 and with a destination of intersection 0 was used. Two variables

were isolated that would help fine tune the approach used to recalculate the shortest

path. The variables are the time interval between calculations and the acceptable

error rate used to modify the segment cost. During each experimentation, a different

interval time between calculations was used; 1, 5 and 10 minutes. Also, the following

acceptable error rates were used; 5%, 10%, 15%, 20%, 15% and 30%.
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Figure 8.4: Dynamic path experimentation results.

A video was uploaded on YouTube that illustrates a demonstration of one of

the conducted experiments (Kriadis, 2019).

The acceptable error rate is the rate at which a change in cost is acceptable,

and no modification will be made. Each re-calculation of the shortest path was per-

formed on a separate thread. A multi-threaded approach was used to avoid situations

where vehicles are blocked from continuing their journeys until the shortest-path re-

calculations finish.

Figure 8.4 highlights the results of the experiments. The experiment results

indicate a flaw in the cost determination strategy discussed in Section 5.2.2. Compar-

ing the average speed with the maximum speed of the street segment is unrealistic;

the two speeds will always vary, as the model forces every vehicle to make a complete

stop before switching street segments. The error rate is used to indirectly account for

the difference between the average and maximum speed.

The data highlights the relationship of the system utilization rate on the aver-

age completion time. The effect of the street segment capacity and the flawed speed

comparison explains why using an interval of 1 minute and an error rate of 5% yields

a high travel time.
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Figure 8.5: Vehicles traveling on original shortest path.

Figure 8.6: Vehicles changing path path due to dynamic shortest path changes.

The flawed speed comparison forced the shortest path to modify the cost even

though the visited street segments have excess capacity. Unnecessarily modifying the

shortest path caused the average travel time to increase.
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It is observed that by increasing the interval to 10 minutes, the model is able

to delay the unnecessary path modifications and maintain a low travel time up until

where error rate is at 25%. This is the point where capacity is reached and the

observed delays negatively impacted the average travel time.

To solve the problem caused by the flawed speed comparison, the system uti-

lization rate should be examined individually. In situations where capacity is ap-

proaching 100%, the segment cost should be increased allowing the system to reroute

vehicles as a result of shortest path recalculations. As the capacity of street segments

returns to normal, the cost should be set to the actual cost of the segment. Further

study will be necessary to determine how to define what is normal capacity and to

determine the appropriate interval in minutes.

Data were gathered from Google Maps to determine the average completion

time of an actual trip along the originally selected shortest path takes. Since the

model does not account for pedestrian traffic, a time period was selected with minimal

foot traffic. The average travel time for Wednesday March 6, 2019 at 2:00 AM was

selected (Google Inc., 2019). According to the data, the average travel time for a

similar traveled path can range between 7 and 9 minutes. Comparing the observed

average travel time of 5.71 minutes, when the interval is 5 minutes with and error rate

of 15% the ARS system can potentially reduce the average travel time by between

18.43% and 36.56%. Surprisingly, the highest recorded average travel of 5.77 minutes

displayed a reduction of travel time between 17.57% and 35.89%.
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Figure 8.7: Real world expected travel time. (Source: Google Maps)

8.4. Effects of Switching Algorithms

Experiments were conducted to determine the effects the switching algorithms

have on total vehicle trip completion time. The three provided algorithms were tested:

First Come First Serve, the Round Robin, and the Improved First Come First Serve

algorithms.

In order to test the effectiveness of the various algorithms, a two-way intersec-

tion was selected and 60 vehicles were placed on all four intersecting street segments.

Each car starts a trip on one side of the intersection and finishes on the other side.

The total travel time of each vehicle was recorded separately for each algorithm.
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Figure 8.8: Switching experimentation results.

As expected, the Improved First Come First Serve performed the best out of

the three with an average vehicle completion time of 1.08 minutes. In second, was

the original First Come First Serve with an average vehicle completion time of 1.39

minutes; and finally, the Round Robin switching algorithm had an average vehicle

completion time of 1.83 minutes. Figure 8.8 highlights the results of the experiments.
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Chapter 9: Summary and Conclusions

The Automated Road System project was designed to investigate four prob-

lems: (1) provide an environment where automated vehicles can travel collision-free;

(2) provide dynamic vehicle routing; (3) provide efficient intersection switching; (4)

provide efficient parking management.

It was demonstrated that by adjusting the space factor and interval variables

we could guarantee a collision-free environment for automated vehicles. As an exam-

ple, for a time interval of 1.1 minutes and speed of 30 km/h using a space factor of

1.7 and over results in zero collisions.

It was demonstrated that changing the shortest path calculation interval and

accounting for the system utilization rate has a positive effect on the average travel

time. A calculation interval of 5 minutes with an error rate of 15% provided favorable

results.

It was demonstrated that utilising the Improved FCFS switching algorithm

decreased the average travel time of participating vehicles by 41% compared to the

Round Robin switching algorithm.

The ARS system allows vehicles to reserve parking spots before embarking

on a trip. This simple action, can alleviate unnecessary road congestion caused by

searching for a free parking spot.
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9.1. Lessons Learned

The main lesson that I have learned during the course of preparing this thesis,

is to focus on tasks that can potentially add value to the project.

There was a focus on testing various shortest path algorithms, many imple-

mentations relied on assumptions that were not well suited to this particular project.

It was decided to calculate all shortest paths for all origin/destination combinations

centrally. However, two of the tested algorithms were designed to be calculated by

each vehicle. As such, all resulting benefits of the applicable algorithms were not

utilized.

Early on in the project, there was a focus to accurately simulate and mea-

sure vehicle motion. The accuracy of the ARS system is highly dependent on the

availability of proper vehicle behavior. In hindsight, there was much emphasis placed

in determining an accurate and variable acceleration rate based on the appropriate

gear. Due to the complexity of maintaining such accuracy, it was ultimately decided

to assume a constant acceleration and deceleration rate. The focus of the thesis is

to provide an avenue to efficiently coordinate automated traffic, not necessarily to

faithfully simulate vehicle motion physics.

One of the issues that I hoped to research in this thesis was the effects of

the priority queue on the overall performance of the shortest path algorithms. It

was my goal to implement the Fibonacci Heap and compare its performance against

the default java priority queue implementation. Considerable effort was placed to

implement the Fibonacci Heap (Fredman & Tarjan, 1987), however, the data structure

was too complicated and work had to be abandoned.
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In the majority of cases, the implemented Fibonacci Heap worked appropri-

ately. However, certain edge cases were detected that caused the implementation to

break. Isolating the edge cases posed a challenge, and work was abandoned. Sim-

ple and effective priority queues already exist. The default java priority queue was

ultimately utilized.

In summary, the important lessons of time management and prioritizing on

tasks that add value has been learned.

9.2. Limitations & Future Work

The primary limitation of the ARS system is that the effects of pedestrians on

the model have not been accounted for. As a result, further work must be conducted

to adjust the switching algorithms to account for pedestrians while granting vehicles

the right of way. Implementing on-board vehicle sensors should also be investigated.

The addition of sensors would allow vehicles to detect the presence of potential col-

lisions between the vehicle and pedestrians and other obstacles. Such measures will

undoubtedly allow vehicles to become better aware of their surroundings and improve

the safety of both vehicle passengers and pedestrians.

The current model does not support street segments consisting of more than

one lane per common direction. This assumption is unrealistic as the presence of

multiple lanes per street segment is extremely common. Roads with multiple lanes

support a higher capacity of vehicles. As a result, multiple lanes should be added to

the model, and changes to the intersection switching algorithms should be studied.

The Improved FCFS algorithm must be modified to include a lock for each lane, and

the possible collision opportunities will have to be re-examined.

Future work will have to be made to allow an accurate measure of the stop

buffer per street segment. Due to the lack of precise intersection data, an assumption
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was made that all street segments have a 5 meter distance from the stop line to the

center of the intersection.

Future work will have to be made to investigate the effects of removing the

requirement that every vehicle stop at each intersection approach. The reason for the

stop was to provide the time-buffer necessary for the required intersection controller

communication to occur to safely guide the vehicle to the next part of its journey.

Allowing the possibility for a vehicle to continue along an intersection without requir-

ing a complete stop can drastically improve total travel time. Instead of commencing

communication when approaching the end of the street segment, perhaps the com-

munication can begin the instant the vehicle is placed into the street segment by the

previous intersection controller.

As observed in Figure 5.2, the model was designed to operate in a simple grid

pattern environment. The model should incorporate different road configurations;

such as roundabouts and intersections with more than two crossing street segments.

Presently, vehicles cannot make a u-turn. Further work will have to be made

to allow vehicles the opportunity to safely make a u-turn without the risk of collision

with incoming vehicles.

Work should be allocated to simulate complex parking methods, such as par-

allel parking. At the moment, vehicles are simply placed into the parking spot.

Work should be planned to create the graphical user interface needed to en-

hance parking management, as mentioned in Section 6.3.
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Further work must be made to modify the cost determination strategy and

examine an alternative solution to the current method of evaluating the average speed

per segment against the maximum speed. As the evidence suggested, the effects of

the system utilization rate should be isolated.

Tests should be conducted to compare the effectiveness of the utilized database

system against other existing database solutions.

Due to time constraints and to priorities of tasks, work must be planned to

implement the Entitlement Service.

Investigations should be conducted to study the impact of providing more dis-

tricts and/or cities into the network model. Should we take the current approach and

simply add every new intersection in the model and determine the shortest path on

all available combination, or calculate the shortest paths for each district separately?

By accounting for all intersections that belong to multiple districts, we can simply

link shortest paths from multiple districts together.

9.3. Conclusion

We presented the Automated Road System, a simulated road system designed

to coordinate autonomous traffic within an urban environment. We were able solve

our initial design goals. We were successful in providing a system that can coordinate

traffic in a collision-free environment. We were able to demonstrate that the Improved

First Come First Serve switching algorithm is effective in switching vehicles between

street segments as fair, efficient and safe as possible. We achieved our objective

in creating a simple and effective parking management solution. We were able to

demonstrate the ARS system visually by producing a graphic rendering of vehicles in

motion.
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Appendix A: Intersection Data

Table A.1: Intersection Data

Id Name District Id Latitude Longitude

0 Cremazie & Querbes 1 45.53492 -73.6456

1 Cremazie & de l’Epee 1 45.53425 -73.646

2 Cremazie & Champagneur 1 45.53373 -73.6464

3 Cremazie & Bloomfield 1 45.53315 -73.6466

4 Cremazie & d’Outremont 1 45.53273 -73.6471

5 Cremazie & Wiseman 1 45.5322 -73.6474

6 Stuart & Wiseman 1 45.53192 -73.6464

7 Birham & Stuart 1 45.53133 -73.6463

8 Liege & de l’Acadie 1 45.52951 -73.644

9 Liege & Birnam 1 45.53003 -73.6437

10 Liege & Stuart 1 45.53046 -73.6435

11 Liege & Wiseman 1 45.53099 -73.6432

12 Liege & d’Outremont 1 45.53149 -73.6429

13 Liege & Champagneur 1 45.53209 -73.6425

14 Liege & Bloomfield 1 45.53262 -73.6422

15 Liege & de l’Epee 1 45.53316 -73.6419

16 Liege & Querbes 1 45.53377 -73.6416
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Id Name District Id Latitude Longitude

17 Liege & Durocher 1 45.53421 -73.6413

18 Liege & Querbes 1 45.53432 -73.642

19 d’Anvers & Durocher 1 45.5335 -73.6381

20 d’Anvers & Querbes 1 45.53291 -73.6384

21 d’Anvers & de l’Epee 1 45.53234 -73.6388

22 d’Anvers & Bloomfield 1 45.53174 -73.6391

23 d’Anvers & Champagneur 1 45.5312 -73.6394

24 d’Anvers & d’Outremont 1 45.53059 -73.6398

25 d’Anvers & Wiseman 1 45.53009 -73.6401

26 d’Anvers & Stuart 1 45.52959 -73.6403

27 d’Anvers & Birnam 1 45.52912 -73.6406

28 d’Anvers & de l’Acadie 1 45.52862 -73.6409

29 Jarry & de l’Acadie 1 45.52769 -73.6378

30 Jarry & Birnam 1 45.52821 -73.6375

31 Jarry & Stuart 1 45.52867 -73.6372

32 Jarry & Wiseman 1 45.52918 -73.6369

33 Jarry & d’Outremont 1 45.52976 -73.6366

34 Jarry & Champagneur 1 45.53029 -73.6363

35 Jarry & Bloomfield 1 45.53083 -73.636

36 Jarry & de l’Epee 1 45.53142 -73.6356

37 Jarry & Querbes 1 45.53196 -73.6353

38 Jarry & Durocher 1 45.53251 -73.6347

39 Ball & Durocher 1 45.53166 -73.6318

40 Ball & Querbes 1 45.53108 -73.6322

41 Ball & de l’Epee 1 45.53049 -73.6325
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Id Name District Id Latitude Longitude

42 Ball & Bloomfield 1 45.52994 -73.6329

43 Ball & Champagneur 1 45.5294 -73.6332

44 Ball & d’Outremont 1 45.52886 -73.6335

45 Ball & Wiseman 1 45.52829 -73.6338

46 Ball & Stuart 1 45.52778 -73.6341

47 Ball & Birnam 1 45.52731 -73.6344

48 Ball & de l’Acadie 1 45.52678 -73.6347

49 Saint Roch & de l’Acadie 1 45.52587 -73.6316

50 Saint Roch & Birnam 1 45.52639 -73.6313

51 Saint Roch & Stuart 1 45.52688 -73.631

52 Saint Roch & Wiseman 1 45.52738 -73.6307

53 Saint Roch & d’Outremont 1 45.52795 -73.6304

54 Saint Roch & Champagneur 1 45.52848 -73.63

55 Saint Roch & Bloomfield 1 45.52905 -73.6297

56 Saint Roch & de l’Epee 1 45.52956 -73.6294

57 Saint Roch & Querbes 1 45.53016 -73.6291

58 Saint Roch & Durocher 1 45.53075 -73.6287

59 Saint Roch & terrace Saint Roch 1 45.53145 -73.6283

60 Ogilvy & Hutchison 1 45.53021 -73.6246

61 Ogilvy & Durocher 1 45.52965 -73.6249

62 Ogilvy & Querbes 1 45.52906 -73.6253

63 Ogilvy & de l’Epee 1 45.52847 -73.6256

64 Ogilvy & Bloomfield 1 45.52792 -73.6259

65 Ogilvy & Champagneur 1 45.52739 -73.6263

66 Ogilvy & d’Outremont 1 45.52684 -73.6266
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Id Name District Id Latitude Longitude

67 Ogilvy & Wiseman 1 45.52629 -73.6269

68 Ogilvy & Stuart 1 45.52577 -73.6272

69 Ogilvy & Birnam 1 45.52532 -73.6275

70 Ogilvy & de l’Acadie 1 45.5248 -73.6278

71 Jean-Talon & de l’Acadie 1 45.52422 -73.6259

72 Jean-Talon & Birnam 1 45.52476 -73.6256

73 Jean-Talon & Stuart 1 45.52522 -73.6253

74 Jean-Talon & Wiseman 1 45.52575 -73.625

75 Jean-Talon & d’Outremont 1 45.52629 -73.6247

76 Jean-Talon & Champagneur 1 45.52683 -73.6244

77 Jean-Talon & Bloomfield 1 45.52736 -73.624

78 Jean-Talon & de l’Epee 1 45.52791 -73.6237

79 Jean-Talon & Querbes 1 45.5285 -73.6234

80 Jean-Talon & Durocher 1 45.52909 -73.623

81 Jean-Talon & Hutchison 1 45.52964 -73.6227

82 Beaumont & Hutchison 1 45.52843 -73.6186

83 Beaumont & Durocher 1 45.52793 -73.6191

84 Beaumont & Querbes 1 45.52739 -73.6196

85 Beaumont & de l’Epee 1 45.52683 -73.6201

86 Beaumont & Bloomfield 1 45.52634 -73.6205

87 Beaumont & Champagneur 1 45.52584 -73.621

88 Beaumont & d’Outremont 1 45.52535 -73.6215

89 Beaumont & Wiseman 1 45.52483 -73.6219

90 Beaumont & Stuart 1 45.52436 -73.6224

91 Beaumont & Birnam 1 45.52394 -73.6228
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Id Name District Id Latitude Longitude

92 Beaumont & de l’Acadie 1 45.52344 -73.6233

93 terrace Saint Roch 1 45.53098 -73.6268

94 Cremazie & de l’Acadie 1 45.53034 -73.647

95 Birham 1 45.53083 -73.6465

96 Cremazie 1 45.5316 -73.6477
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Appendix B: Segment Data

Table B.1: Street Segment Data

Id Name Origin Id Destination Id Cost Speed Limit

0 boulevard Cremazie 1 0 82.2074 50

1 boulevard Cremazie 2 1 63.4316 50

2 boulevard Cremazie 3 2 67.7461 50

3 boulevard Cremazie 4 3 60.1335 50

4 boulevard Cremazie 5 4 62.1219 50

5 avenue Wiseman 6 5 78.1952 30

6 avenue Stuart 6 7 66.4948 30

7 rue Birnam 9 95 239.0579 30

8 boulevard Cremazie 8 94 247.7687 50

9 rue de Liege 8 9 62.8068 30

10 rue de Liege 9 10 51.3786 30

11 rue de Liege 10 11 62.8067 30

12 rue de Liege 11 12 60.2623 30

13 rue de Liege 12 13 72 30

14 rue de Liege 13 14 63.8802 30

15 rue de Liege 15 16 72.8671 30

16 rue de Liege 16 17 52.1133 30
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Id Name Origin Id Destination Id Cost Speed Limit

17 rue Durocher 17 18 57.115 30

18 rue Querbes 18 16 71.269 40

19 rue Querbes 0 18 285.9318 40

20 rue Querbes 18 0 285.9318 40

21 rue de Liege 17 16 52.1133 30

22 rue de Liege 16 15 72.8671 30

23 rue de Liege 15 14 64.9249 30

24 rue de Liege 14 13 63.8802 30

25 rue de Liege 13 12 72 30

26 rue de Liege 12 11 60.2623 30

27 rue de Liege 11 10 62.8067 30

28 rue de Liege 10 9 51.3786 30

29 rue de Liege 9 8 62.8068 30

30 avenue de l’Epee 15 1 343.3554 30

31 avenue Bloomfield 2 14 346.3038 30

32 avenue Champagneur 13 3 342.2885 30

33 avenue d’Outremont 4 12 359.4593 30

34 boulevard de l’Acadie 8 28 259.9647 50

35 boulevard de l’Acadie 28 8 259.9647 50

36 avenue d’Anvers 28 27 60.144 30

37 avenue d’Anvers 27 26 56.5256 30

38 avenue d’Anvers 26 25 59.4085 30

39 avenue d’Anvers 25 24 61.0852 30

40 avenue d’Anvers 23 22 64.571 30

41 avenue d’Anvers 22 21 71.5134 30
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Id Name Origin Id Destination Id Cost Speed Limit

42 avenue d’Anvers 21 20 68.7921 30

43 avenue d’Anvers 20 19 70.4394 30

44 rue Durocher 19 17 263.0478 30

45 avenue d’Anvers 19 20 70.4394 30

46 avenue d’Anvers 20 21 68.7921 30

47 avenue d’Anvers 21 22 71.5134 30

48 avenue d’Anvers 22 23 64.571 30

49 avenue d’Anvers 23 24 72.9551 30

50 avenue d’Anvers 24 25 61.0852 30

51 avenue d’Anvers 25 26 59.4085 30

52 avenue d’Anvers 26 27 56.5256 30

53 avenue d’Anvers 27 28 60.144 30

54 rue Querbes 16 20 262.0058 40

55 rue Querbes 20 16 262.0058 40

56 avenue de l’Epee 21 15 261.7742 30

57 avenue Bloomfield 14 22 261.4191 30

58 avenue Champagneur 23 13 261.1975 30

59 avenue d’Outremont 12 24 260.9186 30

60 avenue Wiseman 25 11 260.6719 30

61 avenue Stuart 10 26 260.4651 30

62 rue Birnam 27 9 260.2296 30

63 boulevard de l’Acadie 28 29 260.5767 50

64 boulevard de l’Acadie 29 28 260.5767 50

65 rue Jarry 29 30 62.7 40

66 rue Jarry 30 31 55.9332 40
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Id Name Origin Id Destination Id Cost Speed Limit

67 rue Jarry 31 32 61.8617 40

68 rue Jarry 32 33 70.0141 40

69 rue Jarry 33 34 63.2773 40

70 rue Jarry 34 35 64.3479 40

71 rue Jarry 35 36 70.5137 40

72 rue Jarry 36 37 65.4831 40

73 rue Jarry 37 38 76.9838 40

74 rue Durocher 38 19 284.2566 30

75 rue Querbes 37 20 263.6432 40

76 rue Querbes 20 37 263.6432 40

77 avenue de l’Epee 36 21 263.7525 30

78 avenue Bloomfield 22 35 263.8425 30

79 avenue Champagneur 34 23 265.0089 30

80 avenue d’Outremont 24 33 264.7128 30

81 avenue Wiseman 32 25 264.199 30

82 avenue Stuart 26 31 262.9454 30

83 rue Birnam 30 27 261.7689 30

84 boulevard de l’Acadie 29 48 264.3527 50

85 boulevard de l’Acadie 48 29 264.3527 50

86 avenue Ball 48 47 63.4539 30

87 avenue Ball 47 46 56.0408 30

88 avenue Ball 46 45 60.9385 30

89 avenue Ball 45 44 68.8812 30

90 avenue Ball 44 43 65.2923 30

91 avenue Ball 43 42 65.2626 30
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Id Name Origin Id Destination Id Cost Speed Limit

92 avenue Ball 42 41 65.8952 30

93 avenue Ball 41 40 70.9254 30

94 avenue Ball 40 39 69.7191 30

95 rue Durocher 38 39 242.9847 30

96 avenue Ball 39 40 69.7191 30

97 avenue Ball 40 41 70.9254 30

98 avenue Ball 41 42 65.8952 30

99 avenue Ball 42 43 65.2626 30

100 avenue Ball 43 44 65.2923 30

101 avenue Ball 44 45 68.8812 30

102 avenue Ball 45 46 60.9385 30

103 avenue Ball 46 47 56.0408 30

104 avenue Ball 47 48 63.4539 30

105 rue Querbes 37 40 263.362 40

106 rue Querbes 40 37 263.362 40

107 avenue de l’Epee 41 36 262.9965 30

108 avenue Bloomfield 35 42 262.5207 30

109 avenue Champagneur 43 34 261.1326 30

110 avenue d’Outremont 33 44 261.2073 30

111 avenue Wiseman 45 32 261.3302 30

112 avenue Stuart 31 46 262.3889 30

113 rue Birnam 47 30 263.2801 30

114 boulevard de l’Acadie 48 49 264.0647 50

115 boulevard de l’Acadie 49 48 264.0647 50

116 rue Saint Roch 49 50 62.0125 30
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Id Name Origin Id Destination Id Cost Speed Limit

117 rue Saint Roch 50 51 58.8647 30

118 rue Saint Roch 51 52 60.3356 30

119 rue Saint Roch 52 53 67.7781 30

120 rue Saint Roch 53 54 63.8214 30

121 rue Saint Roch 54 55 69.2194 30

122 rue Saint Roch 55 56 60.9088 30

123 rue Saint Roch 56 57 71.5286 30

124 rue Saint Roch 57 58 71.3665 30

125 rue Saint Roch 58 59 83.6189 30

126 terrace Saint Roch 59 93 130.3031 30

127 terrace Saint Roch 93 59 130.3031 30

128 rue Saint Roch 59 58 83.6189 30

129 rue Saint Roch 58 57 71.3665 30

130 rue Saint Roch 57 56 71.5286 30

131 rue Saint Roch 56 55 60.9088 30

132 rue Saint Roch 55 54 69.2194 30

133 rue Saint Roch 54 53 63.8214 30

134 rue Saint Roch 53 52 67.7781 30

135 rue Saint Roch 52 51 60.3356 30

136 rue Saint Roch 51 50 58.8647 30

137 rue Saint Roch 50 49 62.0125 30

138 rue Durocher 39 58 263.5261 30

139 rue Querbes 57 40 263.6301 40

140 rue Querbes 40 57 263.6301 40

141 avenue de l’Epee 56 41 263.6355 30
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Id Name Origin Id Destination Id Cost Speed Limit

142 avenue Bloomfield 42 55 263.7549 30

143 avenue Champagneur 54 43 263.7935 30

144 avenue d’Outremont 44 53 263.854 30

145 avenue Wiseman 52 45 263.9055 30

146 avenue Stuart 46 51 263.9128 30

147 rue Birnam 50 47 264.0742 30

148 boulevard de l’Acadie 49 70 318.3632 50

149 boulevard de l’Acadie 70 49 318.3632 50

150 avenue Ogilvy 70 69 61.5717 30

151 avenue Ogilvy 69 68 55.2027 30

152 avenue Ogilvy 68 67 62.1746 30

153 avenue Ogilvy 67 66 66.3961 30

154 avenue Ogilvy 66 65 65.4252 30

155 avenue Ogilvy 65 64 64.5867 30

156 avenue Ogilvy 64 63 65.0869 30

157 avenue Ogilvy 63 62 71.7938 30

158 avenue Ogilvy 62 61 70.8228 30

159 avenue Ogilvy 61 60 66.9986 30

160 avenue Ogilvy 60 61 66.9986 30

161 avenue Ogilvy 61 62 70.8228 30

162 avenue Ogilvy 62 63 71.7938 30

163 avenue Ogilvy 63 64 65.0869 30

164 avenue Ogilvy 64 65 64.5867 30

165 avenue Ogilvy 65 66 65.4252 30

166 avenue Ogilvy 66 67 66.3961 30
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167 avenue Ogilvy 67 68 62.1746 30

168 avenue Ogilvy 68 69 55.2027 30

169 avenue Ogilvy 69 70 61.5717 30

170 rue Durocher 58 61 319.4748 30

171 rue Querbes 57 62 319.3377 40

172 rue Querbes 62 57 319.3377 40

173 avenue de l’Epee 63 56 319.2813 30

174 avenue Bloomfield 55 64 319.0966 30

175 avenue Champagneur 65 54 318.9308 30

176 avenue d’Outremont 53 66 318.8383 30

177 avenue Wiseman 67 52 318.6902 30

178 avenue Stuart 51 68 318.6125 30

179 rue Birnam 69 50 318.4552 30

180 boulevard de l’Acadie 70 71 161.0382 50

181 boulevard de l’Acadie 71 70 161.0382 50

182 rue Jean-Talon 71 72 65.5581 40

183 rue Jean-Talon 72 73 54.7322 40

184 rue Jean-Talon 73 74 63.3809 40

185 rue Jean-Talon 74 75 65.0873 40

186 rue Jean-Talon 75 76 64.9547 40

187 rue Jean-Talon 76 77 64.5868 40

188 rue Jean-Talon 77 78 66.1606 40

189 rue Jean-Talon 78 79 70.8527 40

190 rue Jean-Talon 79 80 71.0582 40

191 rue Jean-Talon 80 81 65.5573 40
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192 rue Jean-Talon 81 80 65.5573 40

193 rue Jean-Talon 80 79 71.0582 40

194 rue Jean-Talon 79 78 70.8527 40

195 rue Jean-Talon 78 77 66.1606 40

196 rue Jean-Talon 77 76 64.5868 40

197 rue Jean-Talon 76 75 64.9547 40

198 rue Jean-Talon 75 74 65.0873 40

199 rue Jean-Talon 74 73 63.3809 40

200 rue Jean-Talon 73 72 54.7322 40

201 rue Jean-Talon 72 71 65.5581 40

202 rue Hutchison 60 81 161.1462 30

203 rue Durocher 61 80 161.1305 30

204 rue Querbes 62 79 161.1458 40

205 rue Querbes 79 62 161.1458 40

206 avenue de l’Epee 78 63 161.0937 30

207 avenue Bloomfield 64 77 161.1198 30

208 avenue Champagneur 76 65 161.1211 30

209 avenue d’Outremont 66 75 161.0945 30

210 avenue Wiseman 74 67 161.0624 30

211 avenue Stuart 68 73 161.0544 30

212 rue Birnam 72 69 161.0294 30

213 boulevard de l’Acadie 71 92 219.9381 50

214 boulevard de l’Acadie 92 71 219.9381 50

215 avenue Beaumont 92 91 67.9438 30

216 avenue Beaumont 91 90 58.3022 30
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217 avenue Beaumont 90 89 62.109 30

218 avenue Beaumont 89 88 67.7737 30

219 avenue Beaumont 88 87 65.594 30

220 avenue Beaumont 87 86 66.3232 30

221 avenue Beaumont 86 85 64.8729 30

222 avenue Beaumont 85 84 73.8871 30

223 avenue Beaumont 84 83 71.487 30

224 avenue Beaumont 83 82 66.7718 30

225 rue Hutchison 81 82 346.2753 30

226 rue Durocher 83 80 334.0986 30

227 rue Querbes 79 84 321.0611 40

228 rue Querbes 84 79 321.0611 40

229 avenue de l’Epee 85 78 307.665 30

230 avenue Bloomfield 77 86 295.8897 30

231 avenue Champagneur 87 76 283.8541 30

232 avenue d’Outremont 75 88 271.8641 30

233 avenue Wiseman 89 74 259.6292 30

234 avenue Stuart 73 90 248.3009 30

235 rue Birnam 91 72 233.8641 30

236 avenue Stuart 7 10 240.4584 30

237 avenue Beaumont 82 83 66.7718 30

238 avenue Wiseman 11 6 276.4937 30

239 avenue d’Anvers 24 23 72.9551 30

240 rue Jarry 38 37 76.9838 40

241 rue Jarry 37 36 65.4831 40
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242 rue Jarry 36 35 70.5137 40

243 rue Jarry 35 34 64.3479 40

244 rue Jarry 34 33 63.2773 40

245 rue Jarry 33 32 70.0141 40

246 rue Jarry 32 31 61.8617 40

247 rue Jarry 31 30 55.9332 40

248 rue Jarry 30 29 62.7 40

249 avenue Beaumont 83 84 71.487 30

250 avenue Beaumont 84 85 73.8871 30

251 avenue Beaumont 85 86 64.8729 30

252 avenue Beaumont 86 87 66.3232 30

253 avenue Beaumont 87 88 65.594 30

254 avenue Beaumont 88 89 67.7737 30

255 avenue Beaumont 89 90 62.109 30

256 avenue Beaumont 90 91 58.3022 30

257 avenue Beaumont 91 92 67.9438 30

258 rue de Liege 14 15 64.9249 30

259 rue Birnam 95 7 58.7849 30

260 boulevard de l’Acadie 94 96 151.3082 50

261 boulevard Cremazie 96 5 71.6979 50
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Appendix C: Glossary

API An application programming interface, is a set of subroutine definitions, com-

munication protocols, and tools for building software. 17, 21

ARS The Automated Road System (ARS) is a road system that manages automated

traffic within an urban road network.. 3, 15, 16, 19, 20, 26, 28–31, 33, 35, 43,

44, 48, 61, 76–78, 82, 86, 87, 89

Docker Docker is a tool designed to make it easier to create, deploy, and run appli-

cations by using containers. 29

Elasticsearch Elasticsearch is an open-source, enterprise-grade search engine. 29

Filebeat Filebeat is a lightweight shipper for forwarding and centralizing log data.

30

GitHub GitHub is a web-based hosting service for version control using Git. 29

Hibernate is an object-relational mapping tool for the Java programming language.

23, 30

Java Java is a general-purpose object oriented computer-programming language. 23,

29, 30
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JSON JavaScript Object Notation. 33

Kibana Kibana is an open source data visualization plugin for Elasticsearch. 30

Log4j Log4j is a Java-based logging utility.. 29

Logstash Logstash is a tool for managing events and logs. 30

LSM tree A log-structured merge-tree is a data structure with performance charac-

teristics that make it attractive for providing indexed access to files with high

insert volume. 30

MariaDB MariaDB is an open-source relational database management system. 30

Maven Maven is a build automation tool used primarily for Java projects. 29

NMaS The Network Management Service (NMaS) is a service of the ARS that

controls intersection switching, manages how vehicles enter and leace street

segments, performs parking management, and processes all incoming vehicle

authorization requests. 17, 23, 25, 26, 58, 68, 75, 89, 91, 92, 94

NMS The Network Model Service (NMS) is a service of the ARS that manages all

mapped entities, and performs all shortest path calculations.. 17, 21, 23, 36, 45

ORM Object-relational mapping is a programming technique for converting data be-

tween incompatible type systems using object-oriented programming languages.

23, 30

RocksDB RocksDB is an embeddable persistent key-value store for fast storage. 30

Spring Boot Spring Boot is a framework, designed to simplify the bootstrapping

and development of a new Spring application. 30
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SQL SQL is a domain-specific language used in programming and designed for man-

aging data held in a relational database management system. 21, 30

VMS The Vehicle Management Service (VMS) is a service of the ARS that is re-

sponsible for managing all available vehicles.. 19, 20, 26, 36, 75
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