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Abstract

The inability to reliably share, reproduce, reuse and translate scientific data into
usable information has been a known issue in scientific communities for some time. The
National Institutes of Health (NIH) launched an initiative in 2013 known as Big Data to
Knowledge (BD2K) to address these issues in light of an ever growing collection of
biomedical data. The BD2K program funded efforts to build new tools that would
specifically address gaps translating large data sets into useable information. One of those
efforts was the Patient Information Commons - Standardized Unification of Research
Elements (PIC-SURE) API whose goals included creating a toolset for querying patient
level data across multiple disparate differential datasets through a single interface. But
managing access to the APIs that grant users the ability to request protected data remains
a top challenge.

The success of PIC-SURE API and other BD2K efforts has now evolved into the
Findable, Accessible, Interoperable, and Reusable (FAIR) Guiding Principles that outline
a future where data resources can become auto-discoverable by both humans and
machines. With the broad range of technical areas that the FAIR Guiding Principles
outline, there have been many projects dedicated to presenting solutions that focus on
improving biomedical data utilities. This project work aims to identify obstacles for API
accessibility and demonstrate through a reference implementation how accessibility can
be improved for a protected API. The proof of concept system leverages modern web

technologies, open source community driven standards, and widely accepted



communication protocols to present a system that reduces access barriers but still

maintains a high level of security needed for protected resources.



Dedication

Above all else this thesis is dedicated to my wife for her support throughout my

entire graduate career. For the 2" time.



Acknowledgments

Any large project that [ have ever completed is the direct result of an amazing
team of advisors and collaborators. This thesis is no exception. First, I need to
acknowledge the tireless work of my research director and colleague, Dr. Paul Avillach,
for his vision developing tools for biomedical informatics and specifically his guidance,
patience, and limitless list of tasks. I would also like to thank both Jason Stedman and
Gabor Korodi for starting the investigation into using the OpenAPI specification for
documenting APIs developed in the Avillach Lab at DBMI. Their examples provided
immeasurable insight into bootstrapping my own project. I’d also like to extend a special
thanks to both Bryan Larson and Nate Bessa for being willing beta testers for everything
that I’ve developed. And last but by no means least, a special acknowledgement to

Susanne Churchill for her encouragement, support and continued faith.



Table of Contents

AADSETACT ...t ettt et e b e e ab e et e et e bt e sabeeeeas 3
DIEAICATION ...ttt et e b e et b e ettt e bt e b e et enbeeeaneens v
ACKNOWIEAZIMENLS. ....cccuiiiiiiieeiieeeiie ettt e e et eesateeessbeeessaeeessaeeesneesnsaeenns vi
TabIE OF CONENLS ......eiiiiiiieiie ettt ettt ettt e e st e et e sateebee e vii
Chapter 1 INtroQUCTION .....c.vvieeiiieciiieeiee e et e e e et e e eaaeesseeesnnaee e 11
Biomedical Data, Growth, and Challenges.............cccecveeviieiriieenieeeieeeeee e 12

Data GrOWth......ociiiiiiiieie e 14

Data Sharing Challenges.........cceeeevieeiieeiiieeeiie ettt 14

Data APIS ... e 15

FAIR PIINCIPIES .ooouvvieeiiieeiee ettt ettt e e e e st e et e e s e e ennnee e 16
Chapter 2 Prior WOTK.......couiioiie ettt e s e e saae e 19
FAIR T0OIS and MELIICS ....eevuiiiuiiiiiiiiieiie ettt 19

APT MEtadata ........ooiuiiiiieiiieeee e 21
Authorization and AuthentiCation............ccovueriierieiiiinieeee e 22
Chapter 3 REQUITEIMENTS........cciiieeiiiieeiieeeiieeeieeeeieeeeieeesteeesteeesereeesaeeesaeeenseesseeessneenns 25
Chapter 4 SYStEM OVEIVIEW ......ccecuiieeiiiieiiiiieeiieeeeiieeeeiteeesteeessteeessreesssseesssseesssseessseeessseeenns 27
Chapter 5 Design and Technology ChoiCes.........ccveeriiieriiieeriieeiee e 31
OpenAPI, SmartAPI, Linked Data and YAML ........cccoeiiiiiiiiiiiieeeeeeeeee 31
Python, Django and Django Rest Framework ............cccooevieeiiieiiiiniiiiiiieeeees 32

OAuth 2.0, AuthO and JWTS.....cccociiiiiiiiiiiiiccccceeeee e 33



Javascript, Vue.js, and Single Page Applications..........ccccuveevvieerieeeeieeniieeeiieens 33

Chapter 6 Implementation.............cuieeiiieiiiiece et e e e e raeeeaaee e 34
Patient Record Database & APL.......cccccooiiiiiiiiiie e 34
Patient RECOrd CIENt APD ..vveeoviieeiiieeiiieeiee ettt re e et saeeesaee e 37
OPENAPT DOCUMENL.......ooiiiiiieiiieciieeciee ettt et e e e e e e eeeteeesaeeeenseeees 40

Chapter 7 Results and Evaluation ............cccuoeeiiiiiieiciieecee e 42

Chapter 8 Summary and ConclUSIONS...........ccciiiiiieeiiiie et 43

RETEIEIICES ..ot e e e e e e e e e ae e e e e e e e raaeeeeeeenenannnas 46









Chapter 1 Introduction

Working with large data sets has always faced a host of challenges around
handling, processing, and moving the data. Managing access controls that protect but also
allow approved users access of a data set remains one of the top challenges particularly
for biomedical data. But sharing biomedical data is paramount to successful innovations
from the combinatorial effects of working across multiple data sets. Consider genetic
sequencing of cancerous tissue collected at two different clinical sites. There are a
number of policy related issues that must be overcome before data can be shared e.g.
patient consent, internal review board approval, etc. in addition to the technical
challenges of sharing the data. But combining the data sets through shared access might
uncover patterns not normally found in either data set individually that lead to new
diagnoses and treatment plans. This thesis aims to focus on the technical challenges of
data sharing while leaving the policy challenges for others.

Access to data has increased through the development of public online data
repositories. Organizations like CERN have made Zenodo.org available to anyone who
registers but only provides S0GB of storage per data set. Other online repositories for
research data like Harvard Dataverse have a 2GB per file limit. These limits are not ideal
for projects with large data files. Individual files for genetic sequencing can typically be
greater than 100 GB each. Additionally many of these online data repositories lack clear
access controls that let data creators manage access through authorization
policies. Access to sensitive data is usually defined by a Data Use Agreement (DUA)

that specifies who can access the data and for what purposes. The DUA does not however
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necessarily define the implementation of those access controls and instead leaves that up
to the individuals responsible for sharing the data.

This thesis presents a workflow and associated implementation demonstration that
improves accessibility to a data set through an API by publishing authentication details as
a part of its SmartAPI properties. Chapter 1 presents challenges with handling large data
sets specifically with regard to managing access of biomedical data. It also introduces
the FAIR guiding principles as outlined by the NIH to address the growing challenges of
biomedical data. Chapter 2 presents some background work in this area with details the
PIC-SURE API and how that work aims to create a RESTful interface for published data
sets, and the SmartAPI specification, derived from the OpenAPI specification, that aims
to improve the FAIRness of published APIs. Authentication, authorization and the role
that identity providers play is also included since authentication relies on verifying
identity. Other previous work that has addressed improving FAIRness is discussed to
help illustrate the areas that still need development.

Chapter 3 presents the specific goals of this project and outlines the requirements
that the system design should address. Chapter 4 presents the overall system solution that
addresses the problem and requirements as presented in Chapter 3. Chapter 5 discusses
the technology choices that were made during implementation while Chapter 6 provides
specific details and a discussion of the demonstration implementation. Chapters 7 and 8
presents the results of the demonstration implementation and provides a summary and

conclusions of the work respectively.

Biomedical Data, Growth, and Challenges
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There is currently a lot of heterogeneity among data creators, data providers,
analysis efforts and overall translation of biomedical data to actionable
information. Some medical schools are updating the curriculum for medical students to
include some form of information technology training that directly addresses the

expected growth in this area (Rubanovich et al. 2018). When repeating, repurposing,

reproducing, or even just accessing previous work, there are usually a lot of manual
processes that are subject to user error, subjective interpretation, require manual effort, or
are time intensive tasks that lead to delay or failure for any number of

reasons. Researchers and the supporting community would benefit largely from
convergence of tools and guidelines that ease the burden of sharing data effectively. Data

reuse is often compromised by poor reproducibility (Mobley et al. 2013), poor

accessibility (Toga and Dinov 2015), or poor interoperability (Wilkinson et al. 2017) and

unfortunately this often means that improvements to patient outcomes are often delayed

or not used at all because they cannot be verified.

Accessibility of data is an active development area (Starr et al. 2015) that remains
crucial for translating research results into medically meaningful knowledge and
products. Many health-related research projects are increasingly creating, processing,
combining or generally using large data sets as a part of their protocol. Other studies
focus on collecting vast quantities of phenotypic data through clinical observations.
Linking clinical data to genetic expression data has the potential to help answer many
questions about disease development or identify treatment protocol for affected

individuals (Keen and Moore 2015).
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Data Growth
The rate of biomedical data growth continues to increase for many reasons while

genetic sequencing has been identified as one of the leading contributors (Stephens et al.

2015). The scale and diversity of biomedical data has led to many analysis that survey
new approaches and adoption of best practices from other fields that have also dealt with

large scale data growth (Martin-Sanchez and Verspoor 2018) but there is not one single

solution to meet all needs. In response to this problem of ever growing data, the FAIR
(Findable, Accessible, Interoperable and Reusable) Guiding Principles were developed

(Wilkinson et al. 2016). These principles are discussed in detail later in this chapter but

they represent an idealistic set of goals that are meant to help guide the development of
new infrastructure that supports operating on the continuously growing set of biomedical
data. The principles themselves do not offer any specific implementation guidance but
any solution that addresses one or more principles should be available for both existing

and new data.

Data Sharing Challenges

Sharing data is becoming easier with more publicly available cloud based tools
that are purpose built to host and share data. Data Sharing and Use Agreements (DSUA)
often precede any technological implementation and define the policies about how a data
set might be shared or the purposes under which data might be used. These policies
though are often devoid of any technology or implementation plans. Online repositories
for data such as Zenodo and DataDryad make it easy for researchers to publish and share

data but these both have limits on file size or data set size. They also often require users
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to download data to their own compute cluster for analysis which requires data loading
capabilities i.e. there is no operational connection to the data.

Data infrastructure projects provide tools for sharing and consuming data across
multiple users or groups and these groups are increasingly found to be users at multiple
different institutions. Projects like the GENESIS platform provide a cloud based
environment for users to share and perform genotype/phenotype analysis across

institutional boundaries (Gonzalez et al. 2015) but require that users upload data to the

hosted platform for inclusion in any analysis routines. The Matchmaker Exchange
(MME) program aims to create a federated network of connected databases that contain

both genotypic and phenotypic data (Philippakis et al. 2015). The goal of the MME

program is to enable rare disease gene discovery across the set of connected data sets.
However every participating data set provider must either implement the Matchmaker

Exchange API (Mme-Apis n.d.) or upload their data to one of the participating

organizations. The MME API is an additional technology layer that can be added to any
existing dataset and provides very specific functionality. But many data sets creators
have already implemented on their own or collaborated with developers to build an API
that enables very specific query related services beyond the patient level searching

exposed in the MME API.

Data APIs

A data asset is a collection of data that is made accessible through an API or other
service level application such as a database interface. Many of these APIs are only easily
located or accessible to small groups of individuals or organizations. There is a mix of

efforts in this area involving both internally developed APIs for specific data resources
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and generalized APIs that can by layered on top of another organizations data resource.
The purpose of creating an API and transforming a data set into a data asset makes it
more accessible to more users. Without the API, the entire data set would need to be
shared with some other means, either copying part or in full, to a new location. The data
is now queryable and becomes more functional. The API helps establish a contract about
the structure of the data on the other end and how it can be used. There are many benefits
to an API from a utility, monitoring and accessibility perspective. API calls can be
logged and audited so overall usage can be monitored. This helps determine the overall
load that the infrastructure then must support. APIs can also require authorization on a
granular level such as for each specific data request or for each object within a data
request. Particularly, Representational State Transfer (REST) APIs that use stateless
operations to request data are obvious choices and keep development simple since client

applications or downstream data processing pipelines can add appropriate context.

FAIR Principles
The National Institutes of Health introduced a set of principles in 2016 aimed at
data producers and publishers to promote good data management practices. These
principles revolved around making data Findable, Accessible, Interoperable, and
Reusable (FAIR) to support both knowledge discovery and innovation and hopefully
usher in an age where data is more accessible and automatically discoverable. The FAIR

Guiding Principles from the first formal publication (Wilkinson et al. 2016) are:

To be Findable:
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F1. (meta)data are assigned a globally unique and persistent identifier
F2. data are described with rich metadata (defined by R1 below)
F3. metadata clear and explicitly include the identifier of the data it describes

F4. (meta)data are registered or indexed in a searchable resource

To be Accessible:
Al. (meta)data are retrievable by their identifier using a standardized
communication protocol
Al.1. the protocol is open, free and universally implementable
A1.2. the protocol allows for an authentication and authorization procedure,
where necessary

A2. metadata are accessible, even when the data are no longer available

To be Interoperable:
I1. (meta)data use a formal, accessible, shared, and broadly applicable language
for knowledge representation
2. (meta)data use vocabularies that follow FAIR principles

I3. (meta)data include qualified references to other (meta)data

To be Reusable:
R1. meta(data) are richly described with a plurality of accurate and relevant
attributes

R1.1. (meta)data are released with a clear and accessible data usage license
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R1.2. (meta)data are associated with a detailed provenance

R1.3. (meta)data meet domain-relevant community standards

The principles themselves as outlined above do not begin to specify implementation
details for any resource. They are guidelines that strive to outline target definitions. But
beyond the goals of data collection and sharing, these guiding principles also seek to
improve an individual’s ability to access, search for and query within data sets of value
and generally make the data more valuable. Making data sets accessible to others is
helpful when the data set is known, but discovering data is another challenge. Searching
for data also requires that it be characterized with a known and agreed upon terminology.
Essentially there must be data available about the data.

A natural development from these guiding principles was the creation of several
tools to assess data resources against the itemized list of principles. Data sets were the
first and obvious target to measure FAIRness but developing assessments for an API
presented some challenges because of the specific language within the principles
themselves. These tools and assessments and their relevance to this thesis are discussed in

the next chapter.
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Chapter 2 Prior Work

This chapter introduces related prior work that help support the technical
developments described in later chapters. It begins with a review of the efforts to
develop technical solutions against the FAIR principles. These developments include
specific metrics, tools, assessments and utilities. A brief introduction to authentication
principles, protocols, tools and identity is presented as it relates to accessibility. And a
description of the OpenAPI standard is included as a method for improving accessibility

of data resources.

FAIR Tools and Metrics

The FAIR Guiding Principles identified gaps in sharing and reusing data in the
biomedical data space. Since their introduction in 2016, there have been many projects
that aimed to address the specific areas outlined by the principles. The following section
outlines the most relevant developments specifically on tools for measuring FAIRness
and metadata development. The obvious and most prominent area of impact that the
FAIR guidelines can affect are data collections, data repositories and data indexes.
Wilkinson et al. provided a few examples of existing data resources that already conform
to the FAIR Guiding Principles. The Dataverse (Crosas 2011) is an open source data
sharing application that allows users and institutions to host multiple data repositories for
access to others. The Dataverse makes use of a Digital Object Identifier (DOI) to make
the dataset “Findable”, has appropriate storage for metadata, licenses, terms, and other
complimentary files to make the dataset “Accessible” and “Reusable” and includes

indexing functions to allow for searching which also adds to the “Findable” and
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“Accessible” attributes. While not an API, this example demonstrates some of the
necessary features a resource should possess to make it FAIR.

There are several organizations that have established collections of metrics to
assess a data resource’s potential towards FAIR guidelines either specifically or in
principle e.g. the “FAIRness” of a data set or data resource. The (Re)usable Data Project
(https://reusabledata.org) is an organization that focuses specifically on the “use and
reuse of ... interconnected, derived, and reprocessed data”. They provide guidance, using
a criteria set, to evaluate how well a data resource’s license allows reuse and
redistribution. The FAIR Metrics Group (https://fairmetrics.org) has developed a
“framework for evaluating FAIRNESS” that includes a rubric for scoring against metrics
derived directly from the FAIR guidelines. FAIR TLC
(https://zenodo.org/record/203295#.WvUDcOIMvwUE) is group that has extended the
FAIR guidelines to include Traceable, Licensed and Connected (TLC) principles and
established a set of metrics to assess the value of a biomedical data repository. The GO
FAIR Initiative (https://www.dtls.nl/fair-data/go-fair/) is a group of European Union
member states working towards implementation of the European Open Science Cloud.
They provide a series of data evaluation tools, knowledge resources, events, projects and
initiatives for FAIR compliance. The FAIRsharing group (https://fairsharing.org)
provides searchable index of metadata standards for describing data, a catalogue of
available databases that are described using one or more metadata standards, and a
collection of policies on data preservation, management and sharing. Taken together
these organizations provide a valuable starting point for tools to evaluate how a data set

or data resource meets FAIR guidelines.
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As described earlier, a data set and an API that enables access to a data set are two
different resources. The API depends on the data set such that if the data does not exist
then the API is useless. The API provides a contract for how to access the data when it
has been implemented correctly. The groups described in the previous section focus
explicitly on help to make data sets more FAIR and they do not yet approach how to
make a data set API FAIR within the purview of the FAIR Guiding Principles. One tool

that has emerged however is FAIRshake (https://fairshake.cloud) which evaluates digital

objects against collections of metrics organized into rubrics. A digital object can either
be a data set or a tool such as an API. The metrics used to evaluate digital objects are
measured using queries against metadata that is provided by the digital object through
some publicly available linked data. This tool and its metrics are still early in its
development cycle so the metrics are simple queries to test only if the metadata exists e.g.
does the digital object publish information about its license, and does not do much more
than a superficial scan. It provides a good first step towards evaluating the FAIRness of

digital objects that are more than just data sets.

API Metadata
Indeed the metadata that is provided by a digital object is the key to assessing
how it addresses the guiding principles established through FAIR. To be clear, metadata
is data that provides details and other information about data, or in this case a digital

object. The OpenAPI initiative (“Home - OpenAPI Initiative” n.d.) is a self-described

consortium of industry experts that aim to create a vendor neutral description of API
metadata with the long term goal of simplifying connections between normally disparate

resources. The OpenAPI specification (OpenAdPl-Specification n.d.) is the main output of
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the organization’s work and defines a standard description for capturing metadata that
describe Representational State Transfer (REST) APIs.

An OpenAPI definition document publishes information about the capabilities of
a REST API service by describing the API with collections of structured data elements
and is usually published at a publicly available endpoint. These structured data elements
help define expectations and interfaces about how the API can be used and in the case of
an API that enables access to data, how to access data elements and the structure and
format of the data that can be returned. The OpenAPI specification allows for capturing
information that describes developer or administrator contact info, licensing properties,
server details, paths, parameters, operations, and responses among others. The
specification is meant as a guide for developers about how to structure data within a

definition document and only the openapi, info, and paths elements are required while all

others are optional. The OpenAPI specification also provides field definitions that allow
for descriptions of security schemes that can be used to protect API endpoints or an entire
API. This technology description and the efforts by the OpenAPI initiative will be key to
enabling more seamless accessibility by publishing authentication and authorization

scheme details.

Authorization and Authentication
Users who wish to gain access to a controlled resource need to be authorized
(approved for access) prior to operating on data within the resource. Publishing
information about how users can gain authorization to a data asset makes that resource
more accessible to new users. New client applications by third party approved users can

then leverage the data within a resource to create new information or
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knowledge. However managing access for proper authorization is not always easy. This
section provides an introduction to the concept of authorization, how authentication is
related and additionally introduces the concepts of identity, identity platform providers,
authorization flows, and tools available to facilitate these processes. It is intended as an
introduction to concepts presented later in the system design overview.

The most widely used and industry accepted protocol for authorization is OAuth

2.0 (“OAuth 2.0 — OAuth” n.d.). The OAuth 2.0 protocol is designed to enable specific

third party authorization flows for many types of applications that connect to the internet
(Hardt 2012). Authorization is important to understand because these flows will need to
be employed by the client applications seeking access to the controlled resource. There
are four authorization grant types enabled by the OAuth 2.0 protocol. These include the
Authorization Code Grant, the Implicit Grant, the Resource Owner Password Credentials
Grant and the Client Credentials Grant. It’s important to understand how each of these
flows work because different technology choices for client applications can use different
authorization grant types. This is illustrated in more detail in Chapter 5.

All authorization flows require that a user be authenticated first. Identity is closely
tied to authentication such that authentication validates a user is who they claim to be e.g.
the user has an identity that can be confirmed. Identity for web based applications can be
based on any combination of items such as name, date of birth, etc. but primarily email
serves as the best distinguisher because it is ubiquitous and generally associated with a
single user. Authentication flows typically rely on the user to enter a username (e.g.
email) and password combination to successfully authenticate with a system. There are

many Identity Service Providers available that offer to manage identity information for
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users and also provide services that connect to other federated enterprise identity
providers (e.g. institutional) or social identity providers (e.g. Google) such that users can
use their existing identities to authenticate with another connected resource. These
providers include offerings from Auth0, Okta, or OneLogin among others.

The main tool used for authorization is a token that represents the user and can
include other important pieces of information that are useful for validating requests to
access protected data. There are two types of tokens used with OAuth 2.0 flows. Identity
tokens are meant to authenticate a user with an application. Access tokens are designed
as a credential that can be used to access a protected resource such as an API. One of the
most widely used type of access tokens is the JSON web token (JWT) which was
formally defined by the Internet Engineering Task Force as a proposed standard for

securely sharing claims between two parties (Jones, Bradley, and Sakimura 2015). These

claims are representation of actions that are allowed by the party that presents the token.
The other major benefit of using JWTs include the inherent security by digitally signing
the token with a public/private key pair that guarantees that only the party who has access
to the private key is the one who created the token. The public key can then be
distributed to any application so that it can then properly validate a provided JWT. The
important point here is that the application must know the origin of the JWT and which

public key to be used to check the signature.
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Chapter 3 Requirements

Considering the breadth of work around making biomedical data more accessible,
it is imperative to focus development on an area of impact. Based on the literature
review and prior work, accessibility was identified as an area for improvement, with only
a few active areas of development. Particularly there were no obvious implementation
guidelines on improving accessibility of data by focusing on authorization or
authentication. A top level goal was then established to create a method that enables
sharing authorization mechanism details without exposing sensitive information. Normal
processes for gaining access to controlled APIs and data usually requires human
negotiation and detailed secure sharing of information and processes to enable
authorization of new client applications. This can be a complicated process that requires
detailed knowledge of the security mechanisms an API employs. Therefore the goal of
this work is to introduce a reference implementation for how to share

The following table lists the requirements that were identified for this work:

Index Requirement

1 Develop a system for sharing authorization properties without increasing

security risk landscape

2 System improvements must translate to existing data sets or APIs

3 Maintain access authorization with data set or API owner or some authorized

proxy

4 Leverage existing proven and widely used technology
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Table 1. System requirements
The OpenAPI specification provides fields that allow API providers to publish

security details using Security Scheme Objects (OpenAdPI-Specification n.d.). It also

directly supports most of the widely used and accepted security schemes including HTTP
authentication, API keys, OAuth2 common flows and OpenID Connect discovery. The
specification even allows for extensions to be added if detailed information is required
but not explicitly documented. The OpenAPI document solves both requirements #1 and
#2 by enabling the sharing of security mechanism details and allowing existing data sets
or APIs to leverage the solution. Creating an OpenAPI document that describes the
capabilities is a task that can be accomplished even after the API has been deployed to a
production environment and widely used. New APIs however could leverage
advancements built into new tools for automatically generating an OpenAPI document
such as the capabilities provided by FastAPI for automatically generating documentation

based on the API codebase (‘“FastAPI” n.d.).

The last two requirements are idealistic but generally address future adoption of
the concepts presented in this document. Requirement #3 is discussed in the overall
system design and implementation in chapters 4 and 6 respectively. The idea of keeping
access controls within the purview of the data or API owner is a natural extension of any
DSUA. Unless the DUSA specifically outlines processes by which other institutions or
organizations govern access, then the administrative control should remain with the
original data owner. Additionally, leveraging existing, widely used and technology
should be a requirement to enhance the probability that the overall system solution

presented here would be accepted and used by the biomedical data research community.
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Chapter 4 System Overview

There are several components to the demonstration system shown in figure 1
below. It is based on a theoretical project where patients have participated in a
biomedical data project that collected sensitive information which is now made available
through an API. Patient data is stored in a database and made accessible through a Patient
Record API. Access to the API is controlled by an institution that has established DSUA
whereby explicit terms are published for how the data can be accessed and used.
Administrators within the controlling institution review requests for access and add client
application details to the AuthO tenant if approved. Client applications can only access
the API once they have been approved to request access tokens. This overall system
addresses requirement #1 for sharing authorization properties without increasing the
security risk landscape.

Central to the overall system is the description of API capabilities that is captured
in the OpenAPI document. This document provides a detailed description of the paths
and methods used to access the data, an information object that provides metadata about
the API including the title and version number, and a security object that provides the
details about the authorization schemes used to access the protected parts of the
API. This is represented by the OpenAPl.yml component seen in Figure 1 below. As
shown in the diagram with the dotted lines, the document describes both the Patient
Record API and the AuthO tenant that manages access. It is consumed by any new client
application for details on how to access data. Using the OpenAPIl.yml document fulfills
requirement #2 for creating an improvement that translates to any existing and future

APIs.
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Figure 1. System design for accessing authorization properties of a controlled access

API

The OpenAPI specification provides fields for describing security mechanisms
that can be used throughout an API or even on individual endpoints. A client that would

like to access the API can consume this information from the OpenAPI.yml document
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and then use it to request authorization. The client must still be approved by an
administrator, as depicted by the “API Admin” in figure 1 above, and the client
application added to the AuthO tenant so that it can request access tokens that grant
access to the API. This allows individual data asset owners to maintain administrative
control of authorizing access to an API which means that an approval is still required by
an administrator to grant access for a new client application to connect with a data asset
APL

The Patient Record API is a simple API that returns information about patient
records. For this concept, patient records contain information that is relevant to patients
participating in the the data sharing project and includes only details such as a unique
identifier, record creation date, first and last names, and date of birth. The API provides
access to the records that are stored in the Patient Record Database shown at the bottom
of figure 1. The API is developed as a RESTful API such that all requests do not contain
any state information - that is left entirely to the client - and the API only delivers the
data that is requested based on proper authorization. Data is access using standard HTTP
protocol GET requests.

Data set owners can still maintain high levels of access granularity within the
dataset because individual data asset owners do not need to use any one particular
authorization paradigm - the only requirement for FAIR is that they have one established.
The OpenAPI specification allows for every endpoint of an API to provide details of the
authorization scheme. Further, API developers can continue to maintain authorization
controls within the API that only allow certain users access to certain objects. In this

concept, these details are not demonstrated but packages like django-guardian provide
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permissions to be established on a per object basis thus requiring that individual users be
authorized at multiple levels for access to data.

The AuthO tenant dispenses and validates access tokens that authorize data
requests to the Patient Record API. Clients direct users to authenticate with the Auth0
tenant that is described within the OpenAPI.yml document and an access_token is
returned if authentication is successful. That access token can then be used with a data
request to the Patient Record API. Middleware within the Patient Record API process
each data request including the accompanying access_token and validates the token with

the AuthO tenant. If validation is successful then data is returned to the client.
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Chapter 5 Design and Technology Choices

This section describes all of the technology that was used to develop the
prototype system for demonstrating improved accessibility. Technology choices were

largely based on familiarity with existing languages and frameworks.

OpenAPI, SmartAPI, Linked Data and YAML

The OpenAPI and SmartAPI document derivative were selected because they
represent the most prominent source of publishing API capabilities. Both efforts remain
in the open source community and driven by a committee that has members from large
technology corporations such as Microsoft and Google. The combination of capabilities,
open source, and technology industry influence makes a compelling argument. The
OpenAPI document is also attractive because it can be seamlessly added to any existing
API. Future API development can take advantage of tools that automatically generate
OpenAPI documentation based on code inspection.

Two other coordinating technologies for the OpenAPI documentation include its
use of Linked Data and its ability to be written using YAML. YAML is a much more
human friendly structured data format that still provides the data serialization capabilities
found in other structured data formats such as JSON. But its ability to be read by both
humans and machines makes it an attractive choice for this project. Linked Data is a
concept that allows values to be passed as links to other information creating a path for

sharing richer sets of data (“Linked Data | Linked Data - Connect Distributed Data across

the Web” n.d.). Linked data is useful within this project because it allows the metadata of
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the authorization scheme hosted by AuthO to be passed as a URL within the OpenAPI

document rather than passing all of the raw data.

Python, Django and Django Rest Framework

The Patient Record API and the supporting database was all created using a
combination of Python, Django and Django Rest Framework (DRF). Python was chosen
because of its familiarity and availability of packages. Of note, several languages and
frameworks such as Javascript, Java, Go, etc. are available and provide modern
technology, but for the purposes of producing a quick proof of concept, the combination
of Python and Django was the logical choice here.

Django is a python based framework for creating database driven web
applications. It includes and provides an Object Relational Mapping (ORM) system out
of the box for high level abstraction of the underlying database that allows application
developers to write Python code instead of using the database language. This abstraction
has the added benefit of supporting multiple types of databases which means that
changing the type of database only requires swapping in the correct middleware with no
changes to the functional code.

The Django Rest Framework is a python package that automates a lot of the
development normally needed for creating an API with Django. It provides middleware
to handle requests, responses, views and data serializers among others that automatically
adapt to the models that define a connected database. It also adds middleware extensions
that allow pluggable authorization of APIs with standard authorization flows and tools
like JSON web tokens (JWT). Support for JWTs is a nice addition since that is one of the

type of tokens used by AuthO.
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OAuth 2.0, AuthO and JWTs

Auth0 is an Identity Platform Provider that provides both authorization and
authentication services. AuthO manages the creation of tokens for both access and
identity that allows users access to controlled resources such as APIs. An API is
registered within AuthQ tenant as a application. Access to applications can then be
managed through the use of access tokens and optionally identity tokens that are
generated within the AuthO service. These access tokens are returned as a JWT which is a
industry standard method for representing authorization claims between two

parties  (Jones, Bradley, and Sakimura 2015).

Javascript, Vue.js, and Single Page Applications

Single Page Applications (SPA) are designed to be simple and technically less of
an infrastructure burden by only loading a single HTML document and then reloading
individual components as necessary. They are often used a User Interface (UI) to provide
users with a graphical method to access information from a remote data source. SPAs
also benefit from authorization flows that often require minimal storage of secrets. They
can be built quickly as a prototype interface and transition well into production systems
that provide users with the capabilities to connect with remote data resources accessible
through an API. An additional benefit is that AuthO also provides software development
kits for many popular languages including Javascript which can be imported directly into
an SPA and provides a lot of the necessary functionality for handling authorization and

authentication flows.
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Chapter 6 Implementation

This chapter outlines the implementation of the Patient Record database and main
API, the construction of an external client application and describes how the OpenAPI
document provides details that enable simpler workflow to gain access to the API using

the external client.

Patient Record Database & API
The Patient Record database and API in figure 1 from chapter 4 are both managed
within a Django project named fair-api. All code for this project is source controlled

using Git and Github and can be found at https://github.com/dtraviglia/fair-api. The

Django fair-api project has three additional applications in addition to the base
application called fairapi. The additional applications are authOlogin, which manages
authorization and authentication integration with AuthO.com, patientrecord, which
manages patient record data, and user, which manages user data. All data from all
applications is stored using a SQLite database to simplify the overall system setup since
new Django projects come preconfigured with that option on creation.

The users application manages the list of users who have access to the API and
associates users with groups of permissions classes. It uses the provided Django classes
for Users and Groups from the package django.contrib.auth.models. Methods to view
lists of users and groups are provided in the views.py of the users application. Models
and database tables are handled by the provided Django packages. The patientrecord
application manages data for patient records and defines its own models.py to have

columns for a unique patient identifier, date record created, patient first and last name,
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and date of birth. This table was purposefully kept as a simple data model because this is
only a proof of concept to demonstrate accessibility. Patient record data is exposed

through a single view PatientRecordViewSet that inherits from ModelViewSet provided

by the DRF. The DRF viewset provides basic GET and POST methods for a queryset of
model objects, in this case patient records. The endpoint URL for this view is managed in
the fairapi urls.py definition.

The authOlogin application provides the middleware to connect Auth0
authorization with the fairapi and other supporting applications. The authOlogin
application is based on the example provided by AuthO that shows how to create
authorization for an API using Django and the AuthO service (Aguiar n.d.). It leverages

the python package social-auth-app-django that implement the Authorization Code Flow

defined by OAuth 2.0 (Hardt 2012). This flow redirects users to a login prompt to
provide credentials for authentication. If authentication is successful an authorization
code is granted in the form of a JWT by the Auth0 tenant that is then used to identify the
user and request additional information about the users identity, permissions in the form

of scopes, etc. This entire process is handled by the social-auth-app-django package and

this project uses the default pipeline that creates new users if they do not already.

Higher granularity of authorization on per object basis can be implemented with a
custom user model but that is beyond the scope of this project. For this project, in this
case, user authorization for access to the API is granted for any user who has been
successfully authenticated. This is setup in the settings.py file by specifying that the only

permissions class for DRF is set to rest framework.permissions.isAuthenticated. Then

the authentication backend that is implemented by authOlogin application is then included
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in the list of authentication backends made available to the fairapi application through
settings.py. The key to enabling integration with Auth0 is specifying the domain of the
authentication tenant, the ID of the client application connection within the authorization

tenant, and the client secret that only this application knows. The social _auth app django

package then uses these settings coupled to securely request authorization from Auth0.
This internal application setup enables users to login and gain access to the API through a
web client and the provided web based UI from DRF but the goal is to make the API
more accessible by creating an easier path for external client authorization.

External access to the API is made possible using the Implicit Grant Flow which
is also provided by OAuth 2.0 and supported by Auth(O. This flow allows for client
applications like Single Page Applications (SPA) that do not have the ability to securely
store information such as a client secret. An SPA is built as a public client application
that requests data from an API on behalf of its users. An example where this might be
useful is when a clinical researcher needs access to multiple data sets (physiological
measurements such as weight, coded medical record items like diagnoses, or treatment
options like medications, etc.) that are each accessible through their own respective API.
An SPA can be used to integrate the data into a single view that provides a holistic
picture and enables deeper insight or acts as a data gateway to feed a more complicated
modelling system.

The Implicit Grant flow that allows users to authenticate with an SPA and gain
access to the Patient Record API is shown in figure 3 below. This figure is based on the
single page login flow provided by AuthO (AuthO n.d.). This flow allows users to

authenticate with the same AuthQ tenant that controls access to the the fairapi. The
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authentication process used in the Implicit Grant Flow returns a JWT to the client
application that contains a signed id_token and access token with explicit authorization
to access the fairapi. The details of how the Implicit Grant Flow are used by a client SPA

and contained in the OpenAPI document are provided in the following two sections

respectively.
Client Patient Record

Login y
—credennal request to /authorlze—)

(—Redwect user to AuthO login prompt—|

Submit credentlals for authentlcatlon—)'

: successful authentication
-(— returns id_token and/or
. access_token

Data request using accéss_token—)i

( Data response

Figure 3. Implicit authorization flow used by client application to gain access to Patient
Record API

Patient Record Client App
Authorization and authentication through AuthO using the implicit grant type is
available because Auth( supports the OAuth 2.0 protocol. For this project a client SPA
was created using the Vue.js Javascript Framework. All code for the client SPA is located

in the fairapi-ui folder within the fair-api Git repository. To access the data, a simple Ul
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was created that lets users access users, groups and patient records. Users must however
be authorized to access the data and the client SPA itself must be authorized to request
data on a user’s behalf from the fairapi.

Users must first login and authenticate with the SPA before access to the data can
be authorized. To connect the fairapi-ui application, or any client SPA to the fairapi, a
request must first be made to the fairapi administrator as shown in system diagram from
Chapter 4. This request is purposefully out of band from any automated systems to ensure
that any connected systems are properly vetted. The request needs to include the domain
name or URL of the client SPA so that it can be added to the CORS whitelist that is
managed by the fairapi. The ensures that only approved client applications are authorized
to access the protected API for patient records. The request for access to the API admin
should also include a callback URL so that users are properly redirected once
authenticated. A new AuthO client application is created by the API Admin and the client
ID is shared back with the SPA development team. The combination of the client ID and
the URL of the SPA ensures that authentication requests are properly authorized because
only those requests that originate from the provided origin URL will be allowed.

The fairapi-ui is a simple client SPA that allows users to login and request user
and patient record data. It leverages the Vue.js utility to quickly prototype an SPA with a
webpack that bundles a collection of Javascript packages to bootstrap a simple Vue.js
SPA. The auth0-js package, which is the official development kit provided by
Auth0.com, was installed to simplify development for adding authentication and
authorization with AuthO.com identity services. A new class called AuthService that is

based on the example from AuthO.com was created in the file AuthService.js to manage
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login and logout operations leveraging methods from the authO-js package. To properly
authenticate users, the AuthService class requires setting the domain of the AuthO.com
tenant, the Auth(O.com client application ID, the redirect URL, the audience which in this
case references the fairapi client that AuthO.com manages, the response type, and the
scope of permissions. All of these parameters except for the Auth0.com client
application ID and the redirect URL are available in the security components section of
the fairapi OpenAPI document. By unpacking these values and using the client ID shared
from the fairapi administrator, the fairapi-ui can be set to make requests for
access_tokens to be used with the fairapi. On successful authentication, this AuthService
class stores the id_token and access_token that is returned from the Auth(O.com tenant
into the user’s session.

The fairapi-ui SPA app allows users to login, logout, request user data, and
request patient record data. A limited number of functions were implemented to
highlight the focus on the integration of accessibility details provided by the fairapi
OpenAPI document. After navigating to the URL of the SPA, a user is presented with a
button to login. Clicking the login button invokes the login process from the AuthService
class described earlier. After successful authentication, the user is presented with three
new button options: logout, view patient records, and view users. Each of these buttons is
mapped to a corresponding method in the App.vue file located in the src folder of the
fairapi-ui application folder. These functions amend the header that is sent with the
request for data to include the access_token that is generated on successful
authentication. The access_token, in the form of a JWT, is then validated by the fairapi

application using the rest_framework jwt.authentication.JSONWebTokenAuthentication
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middleware package. If the token validates successfully then the requested data is

returned back to the user.

OpenAPI Document
The openapi.yaml file that describes the fairapi and supporting applications
including the security scheme details was created with a text editor according to the

OpenAPI specification (OpenAPl-Specification n.d.). The full details of the openapi.yaml

file are included in the fairapi repo in the templates directory. This document is then
publicly available at the /about/ endpoint and hosted by the fairapi application. This
ensures that the document is publicly available for any other client application to
consume. The key for enabling improved access to the Patient Record data through the
fairapi application is including a description of the security scheme in the document. The
OpenAPI specification uses the term security scheme to identify and describe
authentication and authorization schemes. It support multiple types of security scheme
descriptions for protecting an API using one or more of HTTP authentication, API keys,
OAuth 2.0 flows, or OpenID Connect Discovery.

This project uses the OAuth 2.0 Implicit Grant Flow and the details for the flow

were added as a securityScheme in the components section of the OpenAPI

document. Within the securityScheme details, the authorizationUrl is specified according

to a template provided by AuthO.com and includes the tenant, scope, audience, response
type, client_id, redirect url and nonce. All of the values except for client id and
redirect_url are included in the OpenAPI document. The redirect url is a URL that is
determined by the development team of the client application and specifies where users

should be sent following successful authentication and as such is not explicit within the
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OpenAPI document for the fairapi. To apply the security scheme appropriately according
to the OpenAPI specification, it needs to be listed by name within the security field
section and then listed as a security field element on any protected path detailed in the

paths section of the OpenAPI document.
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Chapter 7 Results and Evaluation

Both the fairapi API application and fairapi-ui client application performed as
expected. The fairapi successfully created an API that provided access to patient
record data and was protected by an authentication and authorization system. The
fairapi-ui client application was able to utilize security details from the fairapi
OpenAPI document and implement the correct OAuth flow to gain access to the
protected data. The overall system performed as expected and accessing the
OpenAPI document was straightforward since it was hosted on a publicly hosted
endpoint for the API. The key successful contribution for this work was the
identification and example utilizing the Security Scheme Object within the OpenAPI
document. Including the named security requirement object in the top level security
field and then providing details that include the type and flow within the fields of the
security scheme exposes details that are critical to gaining access through proper
authorization channels. Accessing the security scheme details was simple because
the entire OpenAPI document was available This project demonstrated a simplified
workflow of a real world scenario because a single individual acted as both the API
administrator and as the client application developer so implementation of the

implicit grant flow in the client application leveraged some institutional knowledge.
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Chapter 8 Summary and Conclusions

Overall the goal was to improve the accessibility of a biomedical data asset.
Accessibility, according to the FAIR guiding principles, includes provisions for
authentication but does not address implementation details or even suggestions. This
project demonstrates a process to share authentication properties through the OpenAPI
document specification. The hope is that the activation energy required for access to a
protected data asset is lowered by publishing authentication properties within the
OpenAPI document associated with a protected API.

This project is one of a number of possible implementation plans and specific
implementation details depend on the specific technology choices. Services such as
Auth0 have implementation designs that could change with other providers such as Okta
or AWS Cognito but a complete review of all technology implementation possibilities
was beyond the scope of this project. But this implementation does demonstrate a direct
mapping between existing technology, open source community driven standards such as
OpenAPI and protocols such as OAuth 2.0, particularly the overall protocol flow, for
gaining access to protected resources.

Future work should include reviews of developments in identity
federation. InCommon is an organization that operates the U.S. education and research
identity federation framework. They provides guidance on common trusted shared
management workflows for granting access to online resources but they were only
discovered close to completion of this thesis. They appear positioned to implement

workflow outlined in Chapter 4 though they have a fee schedule for sharing metadata.
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Other future work should also include implementation tests with real world
protected resources. As a part of the BD2K program, researchers from the Department of
Biomedical Informatics (DBMI) at Harvard University Medical School (HMS) developed

the open-source PIC-SURE API (“BD2K PIC-SURE RESTful API” n.d.) that enables

structured queries across multiple disparate data resources to support patient level data
retrieval from clinical, omic, and environmental datasets. Resources of varying types are
connected through an initial configuration by supplying information about their own data
model structure and associated functions. Because of this design, the API supports
existing resources without requiring any changes on the resource end. Users can then
query across resources through a single interface while the API translates the query and
passes it through to the appropriate resource. Results can be returned in a number of
different formats either directly to the user or fed back into multi step analysis routines.
The PIC-SURE RESTful API was developed to provide a single interface to
query multiple disparate resources at the patient level across clinical, omics and
environmental data sets. Researchers have demonstrated its utility to link disparate data
sets in multiple instances and generate new studies for conditions such as rheumatoid

arthritis (Liao et al. 2017), cancer (Patel et al. 2016), and cerebral aneurysms (Castro et

al. 2017).

There are some limitations to the PIC-SURE API. These are likely areas for
development to help improve the API’s overall compliance with FAIR metrics and FAIR
guidelines. The current version the API requires that each resource be manually
integrated into an instance of the API. According to the FAIR guidelines, one of the

longer term goals is to have machine discoverable resources. This is one area of
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improvement for the PIC-SURE API to grow. Another limitation is that each and every
data resource that is connected to the the API must use the same Identity Provider (IdP)
for authentication and authorization. This requirement either reduces the number of data
resources available for access or requires that a copy of the data resource be placed

behind the appropriate IdP.
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