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Abstract

Online platforms and marketplaces have revolutionized everyday commerce, breaking down many of
the physical and geographic barriers that previously prevented trade. Today, these onlinemarketplaces fa-
cilitate trillions of dollars of trade and have disrupted awide variety ofmarkets like retail commerce (Ama-
zon, eBay), transportation (Uber, Lyft), food delivery (Instacart, UberEats), and many others. However,
the growing power of these platforms also comes at a cost, with regulatory bodies taking an increasing
interest in the competitive practices of these platforms in the past years.
Motivated by the interest in these competitive practices, we study the incentives facing platformswhen

choosing how to match their users together – e.g., buyers and sellers on Amazon. We model the role of
an online platform disrupting a network of n unit-demand buyers andm unit-supply sellers. Each seller
can transact with a subset of the buyers whom she already knows outside of the platform, as well as with
any additional buyers to whom she is introduced ormatched by the platform. Given these constraints on
trade, we model prices and transactions as being induced by a competitive equilibrium. The platform’s
revenue is proportional to the total price of all trades between platform-introduced buyers and sellers. We
consider a revenue-maximizing platform and study the effect of the platform on social welfare (the sum
of transacting buyers’ values for the items they receive).
We show that even when the platform optimizes for revenue, the social welfare is at least an

O(log(min{n,m}))-approximation to the ideal welfare, giving non-trivial guarantees for social welfare
even in the presence of platform behavior. When the platform can significantly increase social welfare,
i.e. when the existing market is inefficient, we give a polynomial-time algorithm that guarantees a loga-
rithmic approximation of the optimal welfare as revenue, also attaining a logarithmic fraction of optimal
social welfare in the process. In general, we show that the platform’s revenue-maximization problem is
computationally intractable, but we provide structural results for revenue-optimal matchings and isolate
special cases in which the platform can efficiently compute them.
Finally, we prove significantly stronger bounds for revenue and social welfare in homogeneous-goods

markets, where each seller is selling an identical item. Weprove that revenuemaximization aligns perfectly
withwelfaremaximization in thesemarkets; any revenue-optimal platformmatching alsomaximizes over-
all social welfare. In inefficient homogeneous-goodsmarkets, we give a constant-factor poly-time approx-
imation algorithm for revenue that also maximizes social welfare.
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“But I’ve learned that intelligence alone doesn’t mean a damned thing.
Here in your university, intelligence, education, knowledge,

have all become great idols.

But I know now there’s one thing you’ve overlooked:
intelligence and education that hasn’t been tempered by human affection

isn’t worth a damn...”

“Don’t misunderstand me,” I said.
“Intelligence is one of the greatest human gifts.

But all too often a search for knowledge drives out the search for love...”

—Daniel Keyes, Flowers for Algernon
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1 Introduction

Online platforms, such as Amazon and Uber Eats, play an increasingly important role in today’s econ-
omy and in the life of everyday consumers. As discussed in Wang et al. [Wa+23], these platforms bring
together buyers and sellers, erase many of the physical and geographic barriers that previously prevented
trade, and generate value in the form of new transaction opportunities. The significance of these plat-
formswasmadeparticularly evident during theCovid-19pandemic; as entire populationswere putunder
lockdown, consumers flocked to these platforms, and Uber Eats saw a surge in both supply and demand
[RaSuYo20] while Amazon’s stock price nearly doubled betweenMarch 13th and late August of 2020 [Fi20].
While the brunt of the pandemic may have ceased, the growth of these platforms has continued; the
U.S. Census Bureau estimates that American consumers spent over $1.1 trillion on retail e-commerce
platforms in 2023 [Bu24].
Unfortunately, the growing market power of these platforms has also been associated with unwanted

strategic practices, often to the detriment of everyday users. In 2019, the European Union Commission
filed an antitrust lawsuit against Amazon, alleging that Amazon had directed buyers to third-party sellers
who paid them hefty delivery and storage fees, obscuring better deals available from other sellers [Ve22].
Specifically, the Commission opened an investigation into Amazon’s use of the Buy Box, a key feature
of Amazon’s website. When multiple sellers offer the same product, Amazon chooses a single seller to
feature on the product page via the Buy Box; when the customer purchases the item through the Buy
Box, they are transacting with this featured seller. As the consumer must intentionally navigate Ama-
zon’s website to view other sellers, the seller Amazon chooses to feature in the Buy Box heavily guides the
consumer’s final decision of which supplier to purchase from. In response to the Commission’s allega-
tions thatAmazonwas suppressing competition by selectively favoring certain sellers, Amazon ultimately
agreed to modify the Buy Box to ensure more equitable treatment for both consumers and suppliers.
As illustrated through the Amazon antitrust case, while platforms play a crucial role in disruptingmar-

kets and increasing overall well-being through newfound transaction opportunities, they are ultimately
self-interested economic agents who will prioritize maximizing their own profits over their users’ wel-
fare. Understanding the incentives that face these platforms and the ways in which these incentives affect
platform users is thus of great concern, not only to the platforms themselves, but also to the regulatory
entities overseeing these platforms. In this thesis, we focus in particular on the matching process facing
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1 Introduction

these platforms, asking how a platform like Amazon chooses to strategically match buyers and sellers in
order to maximize its own revenue.
For platforms like Amazon and eBay, while all items must ultimately be visible to the consumer, there

are many ways in which a consumer may be guided towards a particular product – via the presentation
of the results of search queries, particular product recommendations, or other features like Amazon’s
Buy Box. For other online platforms, like Instacart and Uber, this matching process is more explicit –
these platforms directly control which buyers (riders/shoppers) and sellers (drivers) can transact with
each other [Ub24; RaZh21]. When choosing how tomatch buyers and sellers, these platformsmust consider
a number of different factors – prioritizing high value transactions, ensuring transactions are feasible,
and accounting for the externalities induced by competition between sellers. In response to these com-
plex dynamics, our work presents a theoretical framework to study the platform’s revenue-maximization
problem and to account for the impact on social welfare from the platform’s strategic behavior.

§1.1 Results and Techniques
Towards understanding the incentives facing these platforms, we adapt a model from Eden, Ma, and

Parkes [EdMaPa23] to our setting. Specifically, we consider a bipartite trading network of buyers and sellers
that is mediated by an online platform. Each buyer has a possibly distinct valuation for each good, and
buyers are unit-demand, meaning they only care about the highest-value good among those they receive.
Sellers are unit-supply,meaning each seller a single copy of their good to sell. Each buyer can transactwith
a set of sellers whom she already knows, and in addition with any sellers that might be introduced to her
by the platform. Given these constraints on trade, prices and transactions are induced by a competitive
(Walrasian) equilibrium, a canonical steady-state concept in economics in which supply equals demand.
The platform can choose to introduce a (possibly distinct) set of sellers to each buyer, and its revenue is
proportional to the total prices of all trades between agents that it introduces.1 The platform thus seeks
to match buyers to sellers in a way that maximizes its revenue. We define the social welfare as the sum of
transacting buyers’ valuations for the items they receive,2 and the ideal welfare as the social welfare when
there are no transaction constraints – that is, all buyers can transact with all sellers.
We begin by studying the computational complexity of the platform’s revenue-maximization problem.

While we show that precisely maximizing revenue is generally intractable, we prove general structural
results that hold for all revenue-optimal matchings, allowing us to better understand platform behavior,
1For simplicity, we do not model this revenue as explicitly coming from the seller or from the buyer.
2We assume that sellers have no costs for trading.

3



1 Introduction

and we identify specific market settings in which the platform canmaximize revenue in polynomial time.
We then turn to analyzing the relationship between revenue optimization and social welfare, asking

how the users of these platforms are affected by the platform’s potentially harmful strategic behavior. We
lower bound the platform revenue based on the maximum gain the platform can bring to social welfare,
andweupper bound the loss inwelfare that results from the platform’s self-interest. Confrontedwith the
hardness of precise revenue maximization, we leverage these results to give polynomial-time algorithms
to guarantee approximately optimal revenue in markets when the role of the platform matters to social
welfare; i.e., where the platform can substantially increase welfare.
Finally, we conclude by giving tighter bounds for both revenue and social welfare in markets with

homogeneous goods, where each buyer values all sellers’ items equally, but at potentially different values for
different buyers. These markets may model a variety of different real-world settings; when a consumer
searches for a particular item onAmazon or eBay or when a rider requests a trip via Uber, they may value
the final product similarly, irrespective of the particular seller from whom they receive the good/service.
Our stronger results in these settings help provide better guarantees for user welfare as well as platform
revenue.

Hardness of the Platform’s Revenue-Maximization Problem. We begin in Chapter 3 by studying
the computational complexity ofmaximizing theplatform’s revenue; we refer to the revenue-maximization
problem as the platform problem. We assume that the market clears according tomaximum competitive
equilibrium prices3 (i.e., the prices in the seller-optimal competitive equilibrium). This reflects a setting
inwhich the platform has sufficientmarket power to set prices.4 Intuitively, the platformproblem is chal-
lenging, in that the platformmust simultaneously consider the prices of potential trades, their feasibility
in a competitive equilibrium, and the externalities they impose on the prices of other trades. In a market
with n buyers andm sellers, denote the set of sellers buyer bi originally knows byN(i), the size of this set
as buyer i’s degree, and let buyer i’s value for seller j’s item be denoted by vij . For the platform problem
(with input size poly(n,m)), we establish the following complexity results.

Theorem1 (InformalVersion ofTheorems 3.2 and 3.4). Theplatform’s revenue-maximizationproblem
is NP-hard, even when every buyer has degree at most two (|N(i)| ≤ 2 for all i), and values all desired
items equally (i.e., vij ∈ {0, vi}, for all j). If we relax the constraint on the buyers’ degrees, then the
problem is also APX-hard.
3It is well-known that such prices exist.
4If there are multiple competitive equilibria, we assume the platform can select the one with the highest revenue. Intuitively,
a platformmaximizing the minimum revenue among all competitive equilibria only faces greater challenges.
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1 Introduction

(1) Platform observes world graph. (2) Platform adds edges.

(3) Market clears according to a
competitive equilibrium.

(4) Platform takes fixed cut from
transactions that occur on platform.

Figure 1.1: A high-level overview of our model. The platform observes an existing world graph, along
with all buyer valuations, depicting already existing and potentially new transaction opportu-
nities. The platform then chooses to add a set of platform edges to the world graph, facilitat-
ing new transaction opportunities. Themarket clears according to a competitive equilibrium
with maximum competitive prices, and the platform takes a fixed cut of the revenue from the
transactions it helps facilitate – those along platform edges.
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1 Introduction

TheproofofTheorem1harnesses techniquespreviouslyused toprove thehardness of profit-maximizing
envy-free pricing. In particular, we reduce from a version of 3-SAT used in Chen and Deng [ChDe14] and
minimum-vertex cover inGuruswami et al. [Gu+05] to proveNP-hardness andAPX-hardness respectively.
Profit-maximizing envy-free pricing is a similar problem to our own in which one aims to find a set of
item prices and an allocation such that every buyer receives their favorite good and overall revenue is max-
imized. In contrast to the envy-free pricing literature, where there are no constraints on trade and unsold
items can command high prices, our setting exhibits two primary differences. First, buyers only have lim-
ited access to sellers, and this access is mediated by the platform. When there are no previously existing
transaction opportunities (no buyer knows any sellers), the platform can facilitate trades to achieve the
welfare-optimal matching, extracting the full social welfare as revenue. When buyers already know all
the sellers, the platform has no role to play, and its revenue is zero. In the intermediate case, where buy-
ers know some sellers, the existing trading possibilities with these sellers both constrain the platform’s
revenue per trade and introduce externalities on the prices of other trades that the platform facilitates.
Second, while competitive equilibrium prices are indeed envy-free, competitive equilibria additionally

require that unsold items have price 0. In our proofs of hardness, we overcome this by carefully designing
the set of sellers a buyer knows and introducing extra “dummy” buyers to transact with unsold items.

Tractable Special Cases of the PlatformProblem. Theorem1 shows hardness, evenwhen each buyer
has degree at most two and values all desired items equally. We show that these two requirements are not
simply artifacts of our proof; rather, these requirements correspond to the frontier of intractability. In
Chapter 4, we introduce twomarket settings at the boundary of the hardness result of Theorem 1 where
the revenue-optimal matching can be found in polynomial time. The first market setting tightens the
degree requirement to be at most 1 and additionally assumes goods are homogeneous (i.e., vij = vi for
all j). The second setting restricts the class of valuations tomarkets with homogeneous goods and buyers,
where all buyers value all items equally at some constant amount c > 0 (i.e., vij = 1 for all i, j). The
second setting places minor restrictions on the graph structure as well. These two cases demonstrate that
imposing even slightly more structure on the underlying network and/or the valuations are enough to
make the platform problem tractable.

Theorem 2 (Informal Version of Theorems 4.17 and 4.30). The platform’s revenue-maximization prob-
lem canbe solved in polynomial time (inn andm) in the following twomarkets: (i)Homogeneous-goods
markets with buyer degree at most 1; (ii) Markets with homogeneous goods and buyers, where all buyers
have valuation 1 for all sellers. Further, each buyer has degree at most 2, and there are sparse connections,
so that for any pair of sellers, at most one buyer knows them both.

6



1 Introduction

In the homogeneous-goods setting, we provide a structural characterization result that shows that the
revenue-optimal transactions introduced by the platform connect groups of buyers who know the same
seller into chains and cycles of bounded length. Ranking all buyer groups by the largest buyer value in each
group, we show that there exists an optimal strategy where buyer groups that form a cycle are adjacent in
rank. This characterization leads to a dynamic programming algorithm to pair buyer groups into chains
and cycles formaximum revenue. Inmarkets with homogeneous goods and buyers, we show that finding
the revenue-optimal matching reduces to finding the maximum set of buyers with non-positive surplus,
where given a set of vertices, is defined as the size of the neighborhood of the vertex set minus the size of
the set itself.5 We show that this set of buyers can be found in polynomial time for this special class of
markets.

Bounds between Revenue Optimization and Social Welfare. After studying the computational as-
pects of the platform problem, we shift our focus in Chapters 5 and 6 to understanding the relation-
ship between revenue optimization and welfare. On the one hand, when the platform has the potential
to increase social welfare substantially, we ask whether such improvements come with a corresponding
guarantee for the platform’s revenue. Conversely, we investigate the impact on social welfare when the
platform acts in its own self-interest andmaximizes its revenue. We provide theorems for both directions.
Let∆W be the largest possible increase in social welfare that can be facilitated by the platform.

Theorem 3 (Informal Version of Theorem 5.2). In general markets, if there exist transactions the plat-
form can add that increase social welfare by∆W , then the platform can add some subset of these trans-
actions to generateΩ(∆W/ log(min{n,m}) in revenue. Finding this subset can be done in polynomial
time, and furthermore this bound is tight: there exists a market where the platform can increase welfare
by∆W and optimal revenue isO(∆W/ log(min{n,m}).

Theorem 4 (Informal Version of Theorem 5.11). In any market, the social welfare is at least an
Ω(1/ log(min{n,m}))-fraction of the ideal welfare when the platformmaximizes its revenue.

Theorem 3 illustrates a method for the platform to translate the potential welfare increase it can facili-
tate into revenue for itself. In markets with a substantial welfare gap (∆W is large), this further suggests
a polynomial time approach to guarantee a logarithmic fraction of ideal welfare as revenue and, conse-
quently, a logarithmic approximation guarantee for optimal revenue. Combined with Theorem 1, this
result suggests that although the exact revenue maximization problem is hard in general markets, one

5In graph theory, surplus has close ties with matching theory [LoPl09].
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can nevertheless extract a substantial fraction of optimal revenue efficiently. From another perspective,
by giving a revenue guarantee in markets with large inefficiencies (i.e., large ∆W ), this theorem can be
seen as establishing a motivation for revenue-interested platforms to disrupt such markets, providing a
possible explanation for their tendency to target markets where they can add significant value. With an
eye toward markets where efficiency is most lacking and thus where regulation could most help improve
overall welfare, we are less interested in settingswhere∆W is small, evenwhen optimal revenue can signif-
icantly exceed∆W . Theorem 4 discusses the other side of the relationship between welfare and revenue:
for all markets, revenuemaximization comes with non-trivial welfare guarantees—namely, revenuemax-
imization cannot harm overall welfare beyond a logarithmic factor.

High Revenue and Social Welfare in Homogeneous-Goods Markets. We also explore the special
case of homogeneous-goods markets, where each buyer values all sellers’ items equally but at potentially
different values for different buyers, and ideal welfare is achieved when the buyers with the largest values
transact. We show in Chapter 6 that platform self-interest in this setting is perfectly aligned with welfare
maximization; i.e., the ideal welfare is attained when the platformmaximizes its own revenue. Addition-
ally, the platform can obtain revenue at least as large as the welfare gap ∆W in polynomial time. This
implies a poly-time procedure offering a constant-factor approximation for revenue when∆W is large.

Theorem 5 (Informal Version of Theorems 6.1 and 6.5). In homogeneous-goods markets, when there
exist transactions the platform can add that increasewelfare by∆W , there is a polynomial time algorithm
to guarantee platform revenue of ∆W . Furthermore, when the platform optimizes for revenue, social
welfare equals the ideal welfare.

The proof of Theorem 5 utilizes the structural notion of opportunity paths [KrMi00] to characterize the
competitive price of a trade. We show that the buyers with the highest values must trade in the revenue-
optimalmatching, implying that the revenue-optimalmatching attains the idealwelfare in homogeneous-
goods markets. We also show that the platform can match buyers to sellers according to the ideal welfare
matching while obtaining the full increase in welfare (∆W ) as revenue. Unlike in the general setting, this
construction does not restrict itself to a subset of these transactions, offering both optimal welfare and
significant revenue guarantees.
Overall, our work intertwines computational complexity results with economic findings for the plat-

form’s revenue-maximization problem. Despite the computational hurdles that present a barrier to exact
maximization in general settings, we develop ways to extract a substantial fraction of optimal revenue in
markets with a largewelfare gap in polynomial-time, andwe further show that social welfare is reasonably
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1 Introduction

well-aligned with revenuemaximization, providing welfare guarantees for the revenue-optimal matching
in fully general markets.

§1.2 Related Work
The platform’s matching problem. While there is a wide array of literature concerning online plat-
forms, two works share particularly similar models and research questions to our own, focusing on the
ways in which platforms match their users together. Motivated by ride-share platforms like Uber, Baner-
jee et al. [Ba+17] model a platform that controls the visibility between buyers and sellers of different types
in a bipartite market. They study how the platform mediates this visibility in order to maximize their
own revenue and overall welfare. In a similar setting but now with full visibility, Birge et al. [Bi+21] ask
how the platform optimally chooses to set fees.
Theprimary difference fromourwork is that buyers and sellers in these twomodels are assumed tohave

zero utility outside the platform; the platform controls the entiremarket, and no trade is possiblewithout
platform intervention.6 In contrast, we emphasize the existence of external trading opportunities, which
play a crucial role both in our modeling and the complexity of the problem. These outside options allow
us to model markets that exist prior to platform disruption, rather than focusing only on markets that
are initiated by the platform. Existing transaction opportunities also mediate the complexity of the plat-
form’s revenue maximization. Without them, the platform’s problem can solved in polynomial time in
our setting; as more existing transactions are added, the externalities they impose significantly complicate
the question. We remark that Banerjee et al. [Ba+17] and Birge et al. [Bi+21] are indeedmore general in other
aspects; notably, each node there does not represents a single buyer or seller but instead a continuum of
buyers or sellers, each represented by a particular demand or supply curve.
Another closely related work that does model these outside options is Eden,Ma, and Parkes [EdMaPa23],

who similarly model a platform that joins a market with existing trading opportunities. Their focus is
on the platform strategically setting the transaction fee, assuming that the platformmakes all buyers and
sellers visible to one another, whereas we analyze the platform’s matching strategy.

Connections to profit-maximizing envy-free pricing. For many of our computational complexity
results, we use similar methods to those used in the envy-free pricing literature [Gu+05; ChDe14]. There, the
goal is to find a revenue-maximizing set of prices (and a corresponding allocation) such that each agent

6In our model, this is equivalent to there being no world edges.
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The Platform Problem

Complexity Results Revenue and Welfare
Guarantees

Hardness of Revenue Maximization

NP-Hard when buyers have degree
at most  and valuations are of the

form .

APX-Hard even when buyers have
degree at most , relaxing constraint

on valuations.

Tractable Special Cases

Poly-time algorithm when buyers
have degree at most  and

valuations are of the form .

Poly-time algorithm in "sparse"
graphs when valuations are of the

form  for .

Guarantees in Markets with
Homogeneous Goods (

Poly-time constant factor
approximation algorithm for revenue

in inefficient markets.

Welfare in revenue-optimal matching
is optimal.

General Market Guarantees

Poly-time -
approximation algorithm for revenue

in inefficient markets.

Welfare in revenue-optimal matching
can be no smaller than a logarithmic

fraction of optimal welfare.

Figure 1.2: An overview of the results presented in this thesis. Chapter 3 explores the computational
hardness of the platform problem (top left). Chapter 4 provides tractable special cases of the
platformproblem, characterizing the frontier of tractability (bottom left). Chapter 5 explores
the revenue and welfare guarantees in general markets (top right). Chapter 6 gives stronger
guarantees in markets with homogeneous goods (bottom right).
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1 Introduction

receives theirmost desired good. While we draw on similar techniques, our problem is distinct in that the
platform does not directly set prices and is limited in its ability to influence the prices due to buyers and
sellers’ existing connections without the platform. This makes it challenging to translate approximation
algorithms from this literature to our setting.

Understanding the formation of economic trading networks. Our work also aligns with the stud-
ies into the formation of economic markets modeled by networks. These network-formation games aim
to understand how economic agents come together to form trading networks, creating new transaction
opportunities and facilitating trade. Kranton and Minehart [KrMi01; KrMi00] and Elliott [El15] examine a
unit-demand, unit-supply market where buyers and sellers strategically invest in costly opportunities to
trade and analyze the effect that this strategic behavior has on social welfare. Considering infinitely divis-
ible goods, Even-Dar, Kearns, and Suri [EvKeSu07] analyze all possible outcomes of the market structure
when agents invest in trading opportunities, andKakade et al. [Ka+04] examine a Fishermarket on a graph.
Like these studies, we build on the foundational research on competitive equilibria [KeCr82; GuSt99] and
model the strategic dynamics underlying the creation of new transaction opportunities. However, un-
like these works where market participants form trading links in a decentralized manner, we focus on a
centralized platform facilitating trades and maximizing revenue.

The broader role of economic platforms. More generally, our work relates to the larger literature
studying the diverse roles of platforms in economic markets. There have been a variety of works focused
on better understanding platformbehavior, modeling platforms as intermediaries stocking goods, setting
prices, and reselling to downstream market participants on a fixed network (e.g., [Bl+07; CoGaRe17; Ma18;
KoLe19]); as guiding search and discovery processes of different market segments (e.g., [Im+21; HuZh22; Ha-

JaYı18; Hu+23]); and as strategic entities that maximize revenue through pricing or matching tools [KeLiLu22;
Wa+23]. Our work differs crucially in the ways in which prices are set; in these works, all prices are directly
set by the platform whereas we assume that prices are beyond the platform’s control, instead induced by
market forces modeled by a competitive equilibrium.

11



2 Model and Preliminaries

We begin by introducing the model of online platforms that will be used for the remainder of our
work. We assume that the platform enters an existing market comprised of buyers and sellers, some of
whom may already know each other and can transact without platform assistance. The platform then
chooses to create new transaction opportunities between buyers and sellers. Markets clear according to a
competitive equilibrium, and the platform takes a fixed cut from all transactions that occur on platform.
Chapter 2.1 introduces the notion of competitive equilibria on a buyer-seller network, and Chapter 2.2
introduces the platform and formalizes the platform’s revenue-maximization problem. Chapter 2.3 gives
a characterization of transaction prices in homogeneous-goods markets, which we will rely on for many
of the proofs of our theorems in later chapters.

§2.1 Competitive Equilibria in Buyer-Seller Networks
FollowingEden,Ma, andParkes [EdMaPa23] andKranton andMinehart [KrMi00], wemodel a buyer-seller

network as a bipartite graphG = (B, S,E). Later, we will significantly deviate from these models by in-
troducing a centralized platform that directs trades between buyers and sellers. The network is composed
of a set of n unit-demand buyersB = {b1, . . . , bn} andm unit-supply sellers S = {s1, . . . , sm}. Each
buyer bi has a valuation vij ≥ 0 for seller sj ’s good. Unit-demand refers to the fact that each buyer only
cares about their favorite good among those that they receive (formalized through Definition 2.1) while
unit-supply means that sellers have only a single item to sell. The set of edges E represents the feasible
transaction opportunities available to buyers and sellers – that is, buyer bi and seller sj can transact if and
only if (bi, sj) ∈ E.

Definition 2.1 (Unit-Demand Buyers). Buyer bi has a unit-demand valuation if given a set of items
S ′ ⊆ S, her valuation for S ′ is given by

vi(S
′) = max

j∈S′
vij

That is, she only cares about the item she values most among those that she is allocated.

12



2 Model and Preliminaries

Given a graphG and valuation profile v, we assume that the market clears according to a competitive
equilibrium, defined by the tuple (x, p), where x ∈ {0, 1}n×m represents the allocation and p ∈ Rm

corresponds to the item prices (where p ≥ 0). Formally, xij = 1 if and only if buyer bi receives seller sj ’s
item, for which they pay price pj .

Definition 2.2 (CompetitiveEquilibriumonaBuyer-SellerNetwork).Given a graphG = (B, S,E)

and valuations v, a competitive equilibrium is defined by an allocation, price pair (x, p) satisfying:

• Transactions are feasible: xij = 0 for all (bi, sj) ̸∈ E.

• All items are allocated at most once:
∑

i xij ≤ 1 for 1 ≤ j ≤ m.

• Each buyer receives at most one good:
∑

j xij ≤ 1 for 1 ≤ i ≤ n.a

• Each buyer receives their favorite itemb:
∑

j xij · (vij − pj) ≥ max(0,maxj vij − pj).

• All unsold items have price zero:
∑

i xij = 0 =⇒ pj = 0.
aWhile unit-demand buyers could receive more than one good in aWalrasian equilibrium, it is WLOG to assume that
they receive only their favorite item in the bundle.

bNote that this includes the possibility that the buyer may wish to remain unallocated.

A competitive equilibrium, first introduced by Arrow and Debreu [ArDe54], models a steady state of
the market, in which all buyers and sellers act rationally and demand exactly equals supply. Let Eq(G, v)
denote the set of all competitive equilibria for a graph G and valuation profile v. Kelso and Crawford
[KeCr82] proved that this set is non-empty when buyers have unit-demand valuations, meaning that a
competitive equilibrium is guaranteed to exist in our markets.
Competitive equilibria are known to have a number of nice properties; for example, the First Welfare

Theorem states that any competitive equilibrium allocation xmaximizes social welfare. In other words,
any competitive allocation x corresponds to amaximumweightmatching on the graphG, where the edge
weights are given by valuations.

13
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Theorem 2.3 (First Welfare Theorem)
If (x, p) is a competitive equilibrium, then xmaximizes welfare, respecting the constraints on trans-
actions given by edges. Formally, ∑

i,j

xij · vij = W (G)

whereW (G) denotes the value of the maximumweight matching onG.

Proof. Let x⋆ be any welfare-maximizing allocation, respecting the feasibility constraints imposed by the
edges ofG. As each buyer must receive their favorite item in x by the definition of a competitive equilib-
rium, it follows that for all buyers i, we have that∑

j

xij · (vij − pj) ≥
∑
j

x⋆
ij · (vij − pj)

That is, theymust weakly prefer the item they receive under x to the item they receive under x⋆, given the
item prices p. Summing these inequalities across all buyers i, we get that∑

i,j

xij · (vij − pj) ≥
∑
i,j

x⋆
ij · (vij − pj)

Noting that pj > 0 =⇒
∑

i xij = 1 as all unsold items have price 0, it follows that∑
i,j

xij · pj ≥
∑
i,j

x⋆
ij · pj

yielding the final inequality: ∑
i,j

xij · vij ≥
∑
i,j

x⋆
ij · vij

As x⋆ is the welfare-optimal matching and x obtains weakly more welfare than x⋆, it follows that x is
welfare-optimal as well, concluding the proof.

For a market G = (B, S,E) with valuations v, we use W (G) := W (S,B, v, E) to denote the
social welfare of this market. This corresponds to the sum of buyer valuations for the goods they re-
ceive in any competitive equilibrium, or equivalently, the weight of the maximum weight matching
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b1 b2

s1 s2

1

2

1

2

Buyers

Sellers

Figure 2.1: An example market with two buyers and two sellers. The price vectors p = (1, 2) and p′ =
(2, 1) are competitive prices. One can verify that their join p ∨ p′ = (2, 2) and meet p ∨
p′ = (1, 1) are also form competitive equilibria, demonstrating the lattice structure of these
competitive prices.

on G. Letting CB,S denote the edges of the complete bipartite graph, the ideal welfare is denoted as
W ⋆(G) := W (B, S, v, CB,S). This represents the social welfare when all buyers and sellers can freely
transact. When it is clear from the context, we omitG and directly useW ⋆ to denote the ideal welfare.
While the First Welfare Theorem characterizes the set of allocations belonging to a competitive equi-

librium, it says nothing about the item prices. In general, there are many sets of prices that could form a
competitive equilibrium1, with these price vectors forming a lattice.

Theorem 2.4 (Competitive Prices Form a Lattice [GuSt99])

Consider two sets of competitive prices p and p′. Define the join p ∨ p′ and the meet p ∧ p′ by
taking the component-wise maximum and minimum, respectively, of the two price vectors. These
new sets of prices also form competitive equilibria.

1If a price vector p forms a competitive equilibrium with some welfare-maximizing allocation x, then one can show that it
forms a competitive equilibrium with any welfare-maximizing allocation. In this sense, welfare-maximizing allocations
and competitive price vectors can be freely swapped while still forming a competitive equilibrium.
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2 Model and Preliminaries

Example 2.5
Consider the example market presented in Figure 2.1. The unique maximum weight matching
matches b1 with s2 and b2 with s1, and this is also the unique competitive allocation by the First
Welfare Theorem.
One can verify that the price vectors p = (1, 2) and p′ = (2, 1) both form a competitive equi-

librium. The join of these two price vectors is given by p ∨ p′ = (2, 2), and the meet is given by
p ∧ p′ = (1, 1). It is easy to verify that these new price vectors are also competitive prices.

A natural corollary of Theorem 2.4 is that there exist minimum and maximum (component-wise)
competitive price vectors. Throughout this work, we use the maximum competitive prices, which have
a natural interpretation as a seller’s contribution to the social welfare.

Theorem 2.6 (Gul and Stacchetti [GuSt99])
Seller sj ’s maximum competitive price is:

pj = W (G)−W (G \ {sj})

whereG \ {sj} represents the graphG after removing seller sj and all incident edges.

Proof. Let p denote the maximum competitive price vector, and let qj = W (G)−W (G \ {sj}). Sup-
pose, for the sake of contradiction, that there exists a competitive equilibrium (x, p) with pj > qj . Let
µj =

pj+qj
2

. Now, consider adding a new buyer b⋆ to the graph G who values sj at µj and has value 0
for all other items. Suppose that b⋆ has a single edge connecting them to sj . Denote this new graph by
G′ = (B ∪ {b⋆}, S, E ∪ {(b⋆, sj)}).
As pj > µj , the original competitive equilibrium (x, p) forG remains a competitive equilibrium for

G′ – all the original buyers still receive their favorite good, and the new buyer b⋆ would prefer to receive
nothing over receiving an item from sj . By the First Welfare Theorem, it follows that x represents a
maximumweightmatching onG′ and thusW (G′) = W (G). However, if we considered the alternative
matching given bymatching the original buyers to itemsS \{sj} andmatching b⋆ to sj , wewould attain
welfare:

W (G \ {sj}) + µj > W (G \ {sj}) + qj = W (G)

which is a contradiction, showing that pj ≤ qj .
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Now, we will show that qj ≤ pj by showing that qj does indeed support a competitive equilibrium.
Consider the same construction ofG′ as above, but defineµj = qj . By the definition of qj , it follows that
there exists a maximumweightmatching x onG′ that only allocates items to the original buyers inB. As
any choice of maximum weight matching and set of competitive prices form a competitive equilibrium,
it follows that (x, p) forms a competitive equilibrium onG′. But in order for b⋆ to remain unallocated
in a competitive equilibrium, it must be the case that pj ≥ µj = qj , completing the proof.

Example 2.7 (Competitive Equilibrium withMaximumCompetitive Prices)

Consider the market G presented in Figure 2.2. One can verify that there is a unique maximum
weight matching given by {(b1, s2), (b2, s1), (b3, s3)} withW (G) = 8, and by the First Welfare
Theorem, this must also be the unique allocation in a competitive equilibrium. Using the formula
for the maximum competitive prices presented in Theorem 2.6, we have the following prices:

• p1 = W (G) − W (G \ {s1}) = 8 − 7 = 1, where the maximum weight matching after
removing s1 is given by {(b1, s2), (b2, s3)}.

• p2 = W (G) − W (G \ {s2}) = 8 − 4 = 4, where the maximum weight matching after
removing s2 is given by {(b2, s1), (b3, s3)}.

• p3 = W (G) − W (G \ {s3}) = 8 − 6 = 2, where the maximum weight matching after
removing s3 is given by {(b1, s2), (b2, s1)}.

Notice that buyer b2 only pays price 1 for s1’s item, despite valuing it at v21 = 2. This is because s1
faces competition from s3. If s1 were to charge a higher price than 1, then b2 would prefer to pur-
chase an item from s3 at price p3 = 2 instead, violating the conditions of a competitive equilibrium.

§2.2 Introducing the Platform
We now turn to modeling the platform’s role in our buyer-seller network. Let Gw = (B, S,Ew)

denote the world graphwithout the platform. The world edgesEw represent existing transaction oppor-
tunities between buyers and sellers; i.e., these buyers and sellers can already transact without the platform,
perhaps in-person or through some other non-platform related channels. The platform possesses full in-
formation about the world graph and the valuation profile v. It then chooses a set of platform edges Ep
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Figure 2.2: Given the above graph, the competitive equilibriumwithmaximum competitive prices has b1
transact with s2 at price p2 = 4, b2 transact with s1 at price p1 = 1, and b3 transact with s3
at price p3 = 2.

to add between buyers and sellers who are not connected by world edges (Ep ∩Ew = ∅). We refer to the
graph with the added platform edges as the platform graphGp = Gw ∪ Ep = (B, S,Ew ∪ Ep).
With these new edges in the platform graph, the market clears according to a competitive equilibrium

with maximum competitive prices, as defined in Chapter 2.1. The platform charges a fixed percentage,
which we assume to be exogenous, of the total price of all trades on the platform edges. We will use
Rev(Ep) to denote the sum of the prices associated with trades that complete on platform edgesEp and
Rev⋆ to denote the maximum possible revenue. In reality, the platform’s revenue is a fixed percentage of
this quantity. For simplicity, we refer to the sum of prices along transacting platform edges as platform
“revenue,” noting that maximizing the two quantities is equivalent.
To reflect the platform’smarket power, we assume it can break ties betweenmultiple equilibria, in addi-

tion to selecting for themaximum competitive prices. The goal of the platform is to add a set of platform
edges (and potentially break ties between competitive equilibria) to maximize its revenue. We formally
define the platform’s revenue-maximization problem, which we call the platform problem, below.

Definition 2.8 (The Platform Problem).Given a world graph Gw = (B, S,Ew) and valuation
profile v, the platform seeks to introduce a set of platform edges Ep that maximizes revenue. The
optimal revenue is given by

Rev⋆ = max
Ep

max
(x,p)∈Eq(Gp,v)

∑
(bi,sj)∈Ep

pj · xij.
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Figure 2.3: A market where adding all platform edges is arbitrarily bad for revenue. There are no world
edges. All nonzero valuations are indicated by dashed blue lines. Buyer bn has valuen for seller
sn, Buyer bi has value i for seller si and value i + 1 for seller i + 1 for i = 1, . . . , n − 1. All
other valuations are zero.

Example 2.9 (A Naive Platform Strategy)

To illustrate the complexity of the platform’s problem, consider the simple market in Figure 2.3.
There are no world edges, and buyers have valuations vnn = n, vii = i, vi,i+1 = i + 1 for i =

1, . . . n − 1, where vij is buyer bi’s valuation for seller sj ’s item. The naive strategy of adding all
possible platform edges performs very poorly, obtaining revenue n as every transaction occurs at a
price of pi = W (Gp) −W (Gp \ {si}) = 1. The revenue optimal matching would draw a single
platform edge connecting each bi to si, obtaining revenuen(n+1)/2. Here, we see that the platform
must strike a balance between facilitating as many transactions as possible and not adding too many
edges and creating unwanted competition, driving transaction prices down. Existing world edges
only further increase the complexity of the problem.

§2.3 Competitive Prices in Homogeneous-Goods Markets
Many of the results in this work will focus onmarkets with homogeneous goods, where buyers do not

distinguish between the different goods provided by different sellers.
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Definition 2.10 (Homogeneous-Goods Markets).Amarket with homogeneous goods is a market
inwhich a givenbuyer has the same valuation for all the sellers in themarket. That is, vij = vij′ = vi
for all j, j ′.

To facilitate our later proofs andmore easily identify competitive equilibrium prices in homogeneous-
goods markets, we borrow insights fromKranton andMinehart [KrMi00]. They introduce the concept of
opportunity paths, allowing them to delineate a buyer’s direct and indirect competitors and to calculate a
buyer’s forgone trading opportunity.

Definition 2.11 (Opportunity Path [KrMi00]). For a marketG = (B, S,E) and an allocation x, a
buyer bi is connected to another buyer bj through opportunity path

bi — s1 → b1 — s2 . . . . . . bj−1 — sj → bj

where undirected edges bp — sq means buyer bp can trade with seller sq through existing edges but
does not: (bp, sq) ∈ E, xpq = 0; and directed edges sq → bp means seller sq sells to buyer bp. That
is, xqp = 1.

Example 2.12 (Opportunity Paths)
As an example, consider the market in Figure 2.4. After adding the platform edges (blue), all buyers
transact along these platform edges. To take an example, buyer b4 has opportunity path

b4 — s3 → b3 — s2 → b1 — s1 → b2

alternating between non-transacting and transacting edges.

Just like alternating or augmenting paths in graph theory, an opportunity path alternates between
active edges where transactions occur, and inactive edges where transactions could take place but do not.
The ”opportunity” refers to a buyer’s outside trading options (the alternative sellers a buyer could transact
with) and uniquely determines the maximum competitive price of a transaction as follows.
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Figure 2.4: An example of a homogeneous-goods market. World edges are in black, and the optimal set
of platform edges is in blue. For such markets, Kranton and Minehart [KrMi00] characterized
the maximum competitive prices as a function of the opportunity paths of different buyers.

Theorem 2.13 (Opportunity Path Theorem [KrMi00])

For a maximum price competitive equilibrium (x, p) in a market G = (B, S,E) where xij = 1,
seller sj ’s price is equal to the lowest valuation of any buyer connected to bi through an opportunity
path. If bi is connected to a seller that does not sell through an opportunity path, sj has price 0.

Proof Sketch. To provide some intuition for the above result, suppose that buyer bi currently transacts
with seller sj . Note that if buyer bi is connected to bk via an opportunity path, then upon removing seller
sj from the graph G, there exists an alternate matching where the same set of buyers transacts, save for
buyer bk obtained by replacing the currently transacting edges with the currently non-transacting edges
on the opportunity path from bi to bk. As pj = W (G) − W (G \ {sj}), the price for seller sj ’s item
is simply the welfare lost by removing seller sj is simply equal to the lowest valuation buyer who we can
“replace” via an opportunity path. If bi is connected to a seller that does not transact via an opportunity
path, this implies that even upon removing seller sj , the same exact set of buyers can still be matched.
Thus,W (G \ {sj}) = W (G) =⇒ pj = 0.
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Example 2.14 (Competitive Prices through Opportunity Paths)
Returning to the market in Figure 2.4, buyer b4 has opportunity path

b4 — s3 → b3 — s2 → b1 — s1 → b2

and is connected to all buyers b1, b2, b3, b4 via an opportunity path. Of these buyers, b4 has the
lowest valuation, and thus b4 pays price v4 = 1 to purchase an item from s4. Similarly, buyer b1 has
opportunity path

b1 — s1 → b2

and pays price v2 = 9 to purchase an item from s2.
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II
The Complexity of the Platform Problem
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3 Hardness of the Platform Problem

In order to better understand the incentives facing these platforms, we study the platform’s revenue-
maximization problem. One natural question, then, is to ask whether we can efficiently find the plat-
form’s revenue-optimal strategy. We begin by showing that solving the platform problem is computa-
tionally intractable, even under relatively significant restrictions on both the underlying structure of the
world graph and the valuation structure of the buyers. In particular, we give a proof of NP-hardness in
Chapter 3.1 for more restricted classes of markets and a proof of APX-hardness in Chapter 3.2 for more
general markets.

§3.1 Maximizing Revenue is NP-Hard
Before proving that the platform problem is NP-hard, we begin by remarking that in the presence of

no world edges, maximizing the platform’s revenue is simple.

Example 3.1 (RevenueMaximization without World Edges)

Consider a world graphGw = (B, S,Ew) with no world edges – that is,Ew = ∅. LetM⋆ denote
the set of edges corresponding to the maximumweight matching on the complete graph. By adding
precisely these edges to form the platform graph Gp = (B, S,M ⋆), we claim that the platform
attains revenueW ⋆. Note that pj = W (Gp) − W (Gp \ {sj}), and since each seller has a single
incident edge inM⋆, pj is simply the weight of this edge. Summing over all sellers, the total platform
revenue is the sum of the weights of the edges inM⋆, which is preciselyW ⋆. As there are no world
edges, there are no externalities caused by competition between sellers, and each seller can charge the
buyer their full value for their item, with all transactions occurring on the platform.

However, asTheorem3.2will demonstrate, the externalities imposed byworld edges significantly com-
plicate the platformproblem. Evenwhenwe restrict each buyer to have atmost two incident world edges,
we show that the platform problem is already NP-hard.
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3 Hardness of the Platform Problem

Theorem 3.2
The decision version of the platform problem is NP-hard, even when buyers have degree at most
two and value all desired goods equally (vij ∈ {0, vi}).

Reduction from a Variant of 3-SAT Similar to the proof of hardness for profit-maximizing envy-
free pricing from Chen and Deng [ChDe14], Theorem 3.2 is the result of a reduction from a variant of 3-
SAT. Consider a modified version of 3-SAT, where each variable xi appears positively (xi) and negatively
(x̄i) an equal number of times. Given a 3-CNF φ, we add clauses di = (xi ∨ x̄i) for each variable xi.
Additionally, we pad φ with these clauses such that each variable xi appears exactly 2t times for some
t > 0. Denote this modified 3-CNF by φ′ = (c1 ∧ · · · ∧ ck). Note that φ is satisfiable if and only if φ′

is satisfiable. Let q be the number of unique variables in φ′, and letZ = q · k · t.
Given this 3-CNFφ′, we construct a corresponding instance of the platformproblemas follows. There

are k + 2(t− 1)q + (2tq − k) = (4t− 2)q buyers in total and an equal number of items. We describe
the construction below:

• For each variable xi, we add 2t items αi,j, τi,j for j ∈ {0, . . . , t − 1}. The αi,j represent the
positive instances of xi while the τi,j represent the negative instances. WLOG, let αi,0, τi,0 be the
items that correspond to clauses di = (xi ∨ x̄i).

• For each clause ci inφ′, we add a buyerUi that has valueZ for each item that represents the corre-
sponding literals in clause ci.

• For each variable xi, we add 2(t− 1) buyersAi,j, Ti,j , j ∈ {1, . . . , t − 1}. We also add 2(t− 1)

items γi,j, δi,j , j ∈ {1, . . . , t − 1}. Each buyerAi,j has value Z + 1 for αi,0, αi,j, γi,j , and each
buyer Ti,j has value Z + 1 for τi,0, τi,j, δi,j . For each of these buyers, we add world edges to the
αi,0, αi,j, τi,0, τi,j they have positive value for.

• Finally, we add 2tq − k dummy buyers who have valueH ≥ Z + 1 for all αi,j, τij .

All buyers have value 0 for all sellers not mentioned above, and no other world edges are present besides
those explicitly mentioned. Figure 3.1 shows an example of the construction of such a market from a
given 3-CNF. We prove that this is a valid reduction through Lemma 3.3.
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3 Hardness of the Platform Problem

Figure 3.1: An example of the reduction from an instance of 3-SAT (top) to an instance of the platform
problem (bottom). The constructed world edges are given in black (solid), and the revenue-
optimal platform edges are shown in blue (dashed). Each Ui is associated with the clause di-
rectly above in the diagram.
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Lemma 3.3
There is a valid assignment to the original CNF if and only if the optimal revenue for the platform
is at leastD := kZ + q(t− 1)(2Z + 1) +H(2tq − k).

Proof. Suppose that there is a valid assignment to theCNFφ′. Then it follows that there exists amatching
between buyersUi and itemsαi,j, τi,j such that no buyerUi is matched to an itemαi,j where xi is false or
an item τi,j when xi is true. Connect these matched buyers and items via platform edges. For each buyer
Ai,j, Ti,j , add platform edges to items γi,j and δi,j respectively. Finally, add platform edges between each
dummy item and a single unsold item such that all items are sold on platform.
Themaximumweight matching, and corresponding allocation, assigns buyersUi their corresponding

items via the platform edges. Each Ai,j gets item γi,j and each Ti,j gets item δi,j . Finally, the dummy
buyers are matched to the remaining (2tq − k) items that have not already been sold via platform edges.
We claim that the total revenue of this matching isD. Each buyerUi pays priceZ , resulting in revenue

kZ . All dummybuyers paypriceH , resulting in revenueH(2tq−k). Ifxi is true,αi,0 is sold to abuyerUi,
so buyerAi,j pays priceZ as it has anopportunity pathAi,j — αi,0 → Ui to this buyer. However, forTi,j ,
both τi,0 and τi,j are sold to dummy buyers – thus, Ti,j only has opportunity paths to buyers with weakly
higher values andmust payZ+1. Thus, for all j,Ai,j has priceZ and Ti,j has priceZ+1. The converse
holdswhenxi is False. In conclusion, fromeachAi,j andBi,j , we get revenue (t−1)Z+(t−1)(Z+1) =

(t− 1)(2Z + 1). Thus, in total we get revenue kZ + q(t− 1)(2Z + 1) +H(2tq − k) = D as desired.
Now, suppose that there exists a set of platform edges and a matching that generates revenue at least

D. Then it must be the case that each buyer Ui gets an item that they value as otherwise we could have
maximum revenue (k − 1)Z + 2q(t − 1)(Z + 1) + H(2tq − k) < D. For each Ui corresponding
to clause di = (xi ∨ x̄i), they must receive either αi,0 or τi,0. We construct our satisfying assignment as
follows:

• If Ui receives αi,0, set xi to True.

• If Ui receives τi,0, set xi to False.

It suffices to show that this is a satisfying assignment. To do this, we show that no buyer Uk receives an
item αi,j when xi is False or an item τi,j when xi is True.
Ifxi is True, eachAi,j has an opportunity path to buyerUi, sowe can get atmost revenueZ from them.

Similarly, if xi is False, each Ti,j has an opportunity path to buyer Ui, so we can get at most revenue Z
from them. Thus, the platform makes revenue at most Z from each buyerAi,j orBi,j that corresponds
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to the q true literal. For the q false literals, note that the platform has to get maximal revenueZ +1 from
the corresponding buyer becauseD−kZ−H(2tq−k)− q(t−1)Z = q(t−1)(Z+1). IfUk receives
an item corresponding to the false literal, then the buyer Ai,j or Ti,j that corresponds to the false literal
will have an opportunity path to thisUk, meaning they will only pay priceZ , contradicting the above. It
follows that our assignment is indeed a satisfying assignment as desired, concluding the proof.

§3.2 APX-Hardness in More General Markets
Theorem3.2 shows that evenwhen introducing a small number of existing interdependencies between

buyers and sellers through world edges, computing the revenue-optimal matching quickly becomes in-
tractable. By further relaxing the constraint on the degree of the buyers, we prove that the platform’s
problem is APX-hard. In other words, unless P = NP , the platform’s problem does not admit a
polynomial-time approximation scheme.

Theorem 3.4
The decision version of the platformproblem isAPX-hard, evenwhen buyers value all desired goods
equally (vij ∈ {0, vi}).

Reduction from Minimum Vertex Cover The APX-hardness proof is similar to that in Guruswami
et al. [Gu+05] for profit-maximizing envy-free pricing and reduces from a version of the minimum vertex
cover problem. Given a connected graph G = (V,E) where vertices have maximum degree K , the
minimum vertex cover is the minimum set of verticesQ ⊆ V such that each edge (u, v) ∈ E has at least
one endpoint in Q. Finding the minimum vertex cover is known to be APX-hard forK ≥ 3. Given a
graphG, we construct the following instance of the platform problem:

• For each vertex v ∈ V , we create a vertex buyer Bv and item Sv. We also create items αv,i for
i ∈ {1, . . . , deg(v)}.

• For each edge (u, v) ∈ E, we create an edge buyerB(u,v).

• Finally, we add |E| dummy buyersD1, . . . , D|E|.

• Each buyerBv has value 2 for items Sv, αv,·. Each buyerB(u,v) has value 1 for items αu,· and αv,·.
Each dummy buyerDi has valueH ≥ 2 for all α items.
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3 Hardness of the Platform Problem

Figure 3.2: An example of the reduction from an instance of minimum vertex cover (left) to an instance
of the platform problem (right). The constructed world edges are given in black (solid), and
the revenue-optimal platform edges are shown in blue (dashed).

• We add world edges fromBv to all αv,·.

We complete the reduction by showing the following.

Lemma 3.5
The optimal revenue is given by 2|V | + (H + 1)|E| − q where q is the size of the smallest vertex
cover.

Proof. Suppose there is a vertex coverQ of size q. We add platform edges fromBv to Sv for each v ∈ V .
Additionally, for eachB(u,v), if u ∈ Q, we add a platform edge to some αu,i. Otherwise – note that this
implies that v ∈ Q – we add a platform edge to αv,i. We do so such that each B(u,v) is matched via a
platform edge to a different item. Finally, we add a platform edge from eachDi to an α item that is not
incident to any already added platform edges. Thus, the platform edges act as a perfectmatching between
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buyers and items.
The platform then picks all the platform edges as themaxweightmatching and receives revenue 2|V |+

(H + 1)|E| − q. All dummy buyers pay full priceH and all edge buyersB(u,v) pays full price 1 because
they are not connected to any other buyers through an opportunity path. BuyersBv where v ∈ Q have
an opportunity path Bv — αv,i → Bv,u to some edge buyer B(u,v) and thus pay price 1. Buyers Bv

where v /∈ Q pay full price 2 because they are connected through opportunity path only to dummy
buyers. Thus, the total revenue from vertex buyers is q + 2(|V | − q) = 2|V | − q. Combined with the
revenue from the dummy buyers and edge buyers, this yields total revenue 2|V | + (H + 1)|E| − q, as
desired.
Now, we show that the optimal revenue is bounded above by 2|V | + (H + 1)|E| − q when the

minimum vertex cover has size q. By Lemma 4.1, if an edge buyerB(u,v) is matched, it must be matched
to some item αu,i or αv,i that it has positive value for. IfB(u,v) is not matched, Lemma 4.2 says all items
αu,i and αv,i are matched with vertex buyers Bu, Bv or some dummy buyers. No matter which buyers
αu,i andαv,i arematchedwith, the platformcan alwaysmatchBv toSv,Bu toSu, and the dummybuyers
to some otherα buyers because the number of buyers and sellers are equal. In doing so, the platform gain
revenue 1 from Bu,v, and loses at most revenue 1 from Bu or Bv. Thus, we can assume that there is a
revenue-optimal matching where all edge buyersB(u,v) are matched with the corresponding α seller.
As the minimum vertex cover is of size q, edge buyers are matched to some items αu,i with at least

q different vertices u. Thus, from each corresponding vertex buyer Bu, we can attain at most revenue 1
because they are connected through an opportunity path toB(u,v). It follows that themaximum revenue
we can achieve is given by 2|V |+ (H + 1)|E| − q, concluding the proof.

Theorem 3.4
The decision version of the platformproblem isAPX-hard, evenwhen buyers value all desired goods
equally (vij ∈ {0, vi}).

Proof. Aswehave assumed the graph thatwe reduce from is connected, |E| ≥ |V |−1. As each vertex has
maximumdegreeK , it follows that |E| ≤ |V |·K/2 and thus |E| = Θ(|V |). Additionally, because each
vertex has maximum degreeK , the minimum vertex cover must have size q at least |E|/K = Ω(|V |).
Let Rev⋆ be the optimal revenue and q⋆ be the size of the minimum vertex cover. By Lemma 3.5,

Rev⋆ = 2|V | + (H + 1)|E| − q⋆. It follows that a constant factor approximation for Rev⋆ translates
into a constant factor approximation for q⋆, yielding a PTAS reduction and concluding the proof of
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APX-hardness.

Differences from Envy-Free Pricing. While there are connections between the platform’s problem
and profit-maximizing envy-free pricing [Gu+05; BaBlMa08], positive results there are less easily portable to
our setting for two major reasons. First, the platform does not directly set prices; rather, prices are de-
termined as a function of the edges that the platform chooses to add. Second, envy-free pricing allows
unsold items to have high prices, effectively eliminating them from the market, and they do not affect
prices of other trades. In contrast, a competitive equilibrium requires that unsold items clear at price
zero, and unsold items can significantly affect the prices of items that are sold. We bypass this difference
in our proofs of hardness by adding dummy buyers so that all sellers transact. However, this presents a
major barrier when adapting approximation algorithms from the envy-free pricing literature. Since the
platform cannot directly set prices, to remove the effect of a seller sj on other trades, there needs to be a
buyer with high valuation for sj , but if no such buyer exists, then there is nothing the platform can do. In
contrast, in envy-free pricing, one could simply set pj to be high enough such that the item is irrelevant.
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While the previous chapter shows that the platform problem is hard in general, this chapter aims to
better understand the structure of platform-optimal matchings and to seek classes of markets for which
the platform problem is indeed tractable. In Section 4.1, we characterize properties that hold for the plat-
form’s optimal matching in general unit-supply, unit-demandmarkets, allowing us to better understand
the overall structure of the platform’s revenue-optimal strategy. In Sections 4.2 and 4.3, we present two
classes ofmarketswhere the platformproblemcanbe solved in polynomial time. Thesemarkets represent
slight restrictions of the settings that areNP-hard (Theorem3.2), showing that our proof ofNP-hardness
is in this sense “tight.”

§4.1 Structural Properties of Revenue-Optimal Matchings
In spite of the hardness of the platform problem, we are able to prove some structural properties that

hold for the platform’s optimal matching strategy more generally. Both lemmas below will play a role in
finding revenue-optimal matchings in special markets in Sections 4.2 and 4.3.
Firstly, we show that the platform has no incentive to add more than one edge incident to any one

buyer/seller. Thus, we can think of the platform as recommending a single transaction to a given buyer
or seller; any further recommendations are extraneous.

Lemma 4.1
In any general market, there exists a revenue-optimal matching that adds at most one edge to each
buyer and each seller. Furthermore, in this matching, all platform edges transact at positive prices in
the competitive equilibrium.

Proof. Let Et denote the set of edges where transactions take place in the competitive equilibrium. As-
sume that the platform adds two ormore edges to a buyer or seller inEp, or an edge that does not transact.
Since buyers are unit-supply and sellers are unit-demand, there exists an edge eij = (bi, sj) ∈ Ep such
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that eij /∈ Et. Removing eij does not change seller sj ’s price, because

W (Gp \ {eij}) = W (Gp)

W (Gp \ {sj, eij}) = W (Gp \ {sj})

However, removing eij weakly increases other sellers’ s′k prices, because

W (Gp \ {s′k, eij}) ≤ W (Gp \ {s′k})

Thus, the platform weakly prefers to drop all edges eij that are not transacting in the final competitive
equilibrium. The same argument applies for transactions with price zero.

Intuitively, any non-transacting edges that the platform adds only increase the level of competition
between different sellers. By removing these edges, sellers are able to charge higher prices, and in turn, the
platform’s revenue from the transactions it facilitates increases. When searching for the revenue-optimal
matching, the platform has no incentive to add platform edges that do not transact.
Next, we show that the platform has an incentive to make sure that as many buyers and sellers transact

as possible. This lends support to the hypothesis that the platform’s incentive to maximize revenue can
come hand-in-hand with social welfare maximization.

Lemma 4.2
In any general market, there exists a revenue-optimal matching where either all sellers sell, or all
buyers buy, or buyers and sellers who do not trade have value zero for each other.

Proof. We consider the case when there are weakly more buyers than sellers, though the opposite case
follows similarly. Take any equilibrium where a seller sj does not transact. As there are at least as many
buyers as sellers, theremust be a buyer biwho also does not transact. For the sake of contradiction, assume
that vij > 0. Note that there must not exist an edge connecting bi to sj , or else this would violate
the condition that the competitive equilibrium allocation is a maximum weight matching. Consider
connecting the two via a new platform edge eij = (bi, sj).
From this new transaction, we obtain revenue

W (Gp ∪ {eij})−W (Gp ∪ {eij} \ {sj}) = W (Gp ∪ {eij})−W (Gp) = vij > 0

which is strictly positive.
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Now, consider any other seller s′k, and letGp be the graph before adding edge eij . We have that

ps′k(Gp) = W (Gp)−W (Gp \ {s′k})
ps′k(Gp ∪ {eij}) = W (Gp) + vij −W (Gp ∪ {eij} \ {s′k})

Wewill show that ps′k(Gp ∪ {eij}) ≥ ps′k(Gp). It suffices to prove that

vij ≥ W (Gp ∪ {eij} \ {s′k})−W (Gp \ {s′k})

If the max weight matching inGp ∪ {eij} \ {s′k} does not use the new edge eij , then the right hand side
is equal to zero and we are done. Thus, suppose that eij is in the max weight matching. Then

W (Gp ∪ {eij} \ {s′k}) = W (Gp \ {bi, sj, s′k}) + vij ≤ W (Gp \ {s′k}) + vij

=⇒ W (Gp ∪ {eij} \ {s′k})−W (Gp \ {s′k}) ≤ vij

and this is precisely the inequality we want to prove. It follows that for any other seller s′k, their price
weakly increases, so by matching sj to bi, the platform’s revenue strictly increases.

Intuitively, if there were ever a buyer and seller who both did not transact and who had positive value
for each other, then the platform would strictly benefit from creating this new transaction. Strictly posi-
tive revenue is generated from this new transaction, and since this seller was originally unmatched, having
them transact only reduces competition among different sellers.

§4.2 Single World Seller, Homogeneous-Goods Markets
While the previous section characterizes the general structure of the revenue-optimal platformmatch-

ing, we now turn to characterizing the frontier of tractability of the platform problem. We begin by con-
sidering the class of homogeneous-goods markets (vij = vi), and in addition requiring that each buyer
has at most one incident world edge. We call these markets SWSH (single world seller, homogeneous-
goods) markets. SWSHmarkets represent a minor restriction of the setting that we proved was NP-hard
in Theorem 3.2, restricting themaximumbuyer degree to 1 (previously 2) and considering the next most
natural smaller class of valuations. In this section, we show that these additional restrictions are enough
to make the platform problem tractable.

34



4 Tractable Special Cases

§4.2.1 Understanding the Structure of SWSHMarkets
Webegin bynoting that the structure of SWSHmarkets allows us to nicely decompose theworld graph

into what we will call seller subgraphs, dangling buyers, and dangling sellers.

Definition 4.3 (Seller Subgraphs). In SWSH markets, take any seller sj who knows at least one
buyer via a world edge. The seller subgraph Sj is the collection of buyers and edges Sj := {sj} ∪
{bi|(bi, sj) ∈ Ew} ∪ {(bi, sj) ∈ Ew} adjacent to seller sj via world edges. We will use v(Sj) :=

max(bi,sj)∈Ew vi to denote the value of the largest buyer connected to sj via a world edge.

Note that there can be multiple buyers in a seller subgraph. All buyers and sellers are either part of a
seller subgraph or have no incident world edges. The buyers and sellers with no incident world edges are
termed dangling buyers and dangling sellers.

Definition 4.4 (Dangling Buyers and Sellers).We call a buyer/seller dangling if they have no inci-
dent world edges.

By definition, seller subgraphs contain only world edges and no platform edges. In the platform graph
Gp, platform edges connect seller subgraphs into cycles and chains. We define these structures and show
that they are closely related to the platform’s revenue.

Definition 4.5 (Cycles). For a SWSHmarketG = (B, S,E) and an allocation x, a cycle of k seller
subgraphs is defined by

S1 → S2 → S3 · · ·Sk → S1,

where Si → Sj means that in allocation x, seller si sells to a buyer bj ∈ Sj in seller subgraph Sj .

Definition 4.6 (Chains). For a SWSHmarketG = (B, S,E) and an allocation x, a chain of k seller
subgraphs is defined by

(s0) → S1 → S2 . . . Sk → (bk),

WhereSi → Sj means that in allocation x, seller si sells to a buyer bj ∈ Sj in seller subgraphSj . For
the starting subgraph S1, there can be a dangling seller s0 selling to a buyer in S1. For the terminal
subgraph Sk, sk either does not sell, sells to a buyer bk who is dangling, sells to a buyer in its own
subgraph (bk ∈ Sk), or belongs to a cycle that does not contain subgraphs S1, . . . Sk. Note that a
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chain must include a terminal subgraph.

We use the terms k-cycle and k-chain to denote cycles and chains consisting of k ≥ 1 seller subgraphs, or
of length k. We use 0-chain to denote a dangling seller s0 selling to a buyer in a chain or cycle. A 1-cycle
is a seller subgraph Si where the seller si transacts through world edges with a buyer bi ∈ Si. All sellers
in a cycle transact within the cycle, while one seller sk ∈ Sk in the terminal subgraph of a chain can sell
outside of the chain. This makes it possible for a chain to be attached to a cycle through sk.

b1 b2 b3 b4

s1 s2 s3 s4

10 9 3 1Values

Buyers

Sellers

Figure 4.1: An example of a SWSH market. World edges are depicted in black, and the optimal set of
platform edges is in blue. In revenue optimal matching, s1 sells to b2, s2 sells to b1, s3 sells to
b3 and s4 sells to b4.

Example 4.7
To illustrate the definitions, consider the examplemarket presented in Figure 4.1. The set of optimal
platform edges decomposes seller subgraphs into cycles and chains as follows:

s4 →︸ ︷︷ ︸
0-Chain

S3 →︸ ︷︷ ︸
1-Chain

S2 → S1 → S2︸ ︷︷ ︸
2-Cycle

The definitions above and the structure of SWSH markets directly yield the following proposition.
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Proposition 4.8
In SWSH markets, any set of transacting platform edges uniquely connects seller subgraphs into
chains and cycles.

Lemma 4.1 states that there exists a revenue optimal matching where all platform edges transact. By
Proposition4.8, theseplatformedgesuniquelydefine a set of cycles and chains. Thus, finding the revenue-
optimal matching is equivalent to finding the set of chains and cycles that yields the highest revenue for
the platform.
We begin by considering a market where the number of buyers n equals the number of sellersm, and

all buyers and sellers transact according to Lemma 4.2. In addition, from here forward, we will suppress
any mention of 0-chains and deal only with chains and cycles of positive length, leaving implicit the fact
that any buyer who does not transact with sellers as part of a cycle or a chainwill bematched to a dangling
seller1.

Example 4.9
Recall that Theorem 2.13 states that the price of a trade in a homogeneous-goods market is deter-
mined by the lowest buyer valuation on a buyer’s opportunity path. This is precisely what the cycle
and chain structure captures. Consider the 0-chain and the 1-chain in Example 4.7. Buyer b4’s op-
portunity path goes through the chain, reaching all buyers. As she has the lowest valuation on this
chain, she pays price 1. Buyer b3 also has the lowest valuation on her own opportunity path, so she
pays price 3. Similar logic applies to the cycle.
However, if b2 and b3 were to swap the sellers that they trade with, both b2 and b1 would have

v3 = 3 as the lowest valuation on their opportunity paths, and they would thus pay 3 instead of 9.
As one can design the set of cycles and chains to go through only the buyer with the largest valua-
tion in a given seller subgraph, these highest value buyers (i.e., v(Sj) for Sj) are crucial for revenue
maximization in SWSHmarkets.

§4.2.2 Characterizing the Optimal Solution in SWSHMarkets
Having defined some structural elements of SWSHmarkets, we are now ready to present our charac-

terization of the optimalmatching. Assume that there are ℓ ≤ m seller subgraphs in a SWSHmarket. We

1The precise matching between the remaining buyers and these dangling sellers does not affect platform revenue.
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first sort all seller subgraphs by their maximum buyer valuations: v(S1) ≥ v(S2) ≥ · · · ≥ v(Sℓ). This
induces a partial order over all seller subgraphs. We call a k-cycle contiguous if it is comprised of seller sub-
graphSi, Si+1, . . . Si+k−1 for some i – that is, no intermediate seller subgraph is skipped. We call a chain
contiguous if there exists an index i such that the chain is of the form Sℓ → Sℓ−1 → . . . → Si−1 → Si,
where the chain ends in terminal subgraph Si. Our algorithm to compute a revenue-optimal matching
relies on the following structural result.

Theorem 4.10
In any SWSHmarket, there exists a set of revenue-optimal platform edges that, through the largest
buyers in each seller subgraph, connects seller subgraphs into contiguous cycles of length at most 3,
and at most one contiguous chain.

We will prove Theorem 4.10 through a series of lemmas, beginning by bounding the length of a cycle
in the revenue-optimal matching.

Lemma 4.11
There exists an optimal set of transactions that can be decomposed into chains and/or cycles. Fur-
thermore, there exists an optimal solution where all such cycles are of length at most 3.

Proof. Suppose that we had a cycle of length at least 4. Then we could always split this cycle into smaller
cycles of length at most 3 (note that we can represent every integer larger than 3 as a sum ofmultiples of 2
and 3). Furthermore, these cycles can only result in weakly higher revenue among sellers included in the
original cycle as we are decreasing the number of opportunity paths for every buyer in the cycle. Finally,
any chain connected to the original cycle can now be attached to the same subgraph in this new split set
of cycles – again, there are fewer opportunity paths, so each seller in the chain also obtains weakly higher
revenue.
It follows that there always exists an optimal solution where all cycles have length at most 3.

We next make the following simple observation about the optimal configuration of such cycles and
chains.
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Remark 4.12 — The cycle on k subgraphs that yields optimal revenue connects the highest buyer
in each subgraph together. The optimal-revenue chain connects subgraphs from smallest to largest
in terms of their max-value bidder. The chain and cycle that yields optimal revenue is constructed
by attaching the optimal chain to the largest second-highest bidder in any subgraph in the optimal
cycle.

Having bounded the length of cycles, we now turn to understanding the structure of chains in the
optimal solution. Namely, we show that there always exists an optimal matching that contains at most a
single chain.

Lemma 4.13
There exists an optimal solution with at most a single chain. Additionally, this optimal solution can
still restrict the cycle length to at most 3.

Proof. Suppose we had two chains, each attached to a different cycle, or potentially attached to the same
cycle. We could always consolidate these two chains into a single chain and attach it to the cycle that yields
the largest minimum opportunity path – all sellers in the chain now receive weakly more revenue than
they were before. This is doable because each seller subgraph has at least one seller and one buyer to be
connected into a chain. Note that this does not affect the restriction on cycle length.

To conclude the discussion of the structure of chains in the optimal solution, we show that these chains
must be contiguous and moreover, chains “fill out” the rest of the subgraphs once started.

Lemma 4.14
If Si is part of a chain in the optimal solution, then Sj is also part of this chain, for j > i, provided
that Sj is not part of the cycle that the chain attaches to.

Proof. Suppose otherwise. Consider the optimal solution with at most one chain. SinceSj is not part of
a chain, it must be part of a cycle. As this solution is optimal, it must be the case that adding this whole
cycle to the chain decreases the overall revenue. That is, the minimum opportunity path in Sj ’s cycle is
larger than the minimum opportunity path in the cycle that Si’s chain is attached to.
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However, this implies that we could add Si to Sj ’s cycle, increasing the revenue generated from the
seller in Si without affecting the revenue from any of the sellers in Sj (as Si has a larger max-value buyer
than Sj), which is a contradiction.

Lemma 4.15
Suppose that there is a chain in the optimal solution that connects to a cycle C, and let Smin,C be
the smallest subgraph (in terms of maximum value) belonging to C. Then there exists an optimal
solution where no subgraph larger than Smin,C is part of the chain.

Proof. Suppose otherwise. If there are two or more such subgraphs, then we could always connect them
in a cycle, and their minimum opportunity path would be weakly larger than that obtained by placing
them in the chain. If there is a single such subgraph,we could add it toC –note that this does not affect the
minimum opportunity path of the chain or of the sellers in C and weakly increases the revenue obtained
from this subgraph. If at any point during this process, we obtain a cycle withmore than three subgraphs,
we can simply split it up into smaller cycles, preserving our desired property.

Note that Lemma4.14 implies that once a subgraph is part of a chain, all smaller subgraphs (in terms of
max bidder value) must also be part of this chain. Wemake one final observation regarding the structure
of the optimal solution – namely, all cycles in the optimal solution can be made to be contiguous.

Lemma 4.16
There exists an optimal solution where all cycles are contiguous.

Proof. Suppose we have an optimal solution satisfying all the above properties where at least one cycle is
non-contiguous. Let Sm be the smallest subgraph that belongs to a non-contiguous cycle (clearly Sm ̸=
S1).
Firstly, if Sm is a part of a three-cycle Sa − Sb − Sm. If a < b− 1, then we can connect Sb − Sm in a

two cycle. By Lemma 4.5,Sb−1 cannot be in the chain otherwiseSb andSm would be in the chain. Thus,
Sb−1 is in a cycle. We attach Sa to the cycle that Sb−1 is in. This weakly increases Sa’s revenue because
Sb−1 only connects to larger seller subgraphs.
Now we can focus on non-contiguous two-cycles Sa − Sm and three-cycles Sa − Sa+1 − Sm. Again,

by Lemma 4.5, Sm−1 cannot be a part of the chain otherwise Sm would have been in the chain as well.
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There are two cases. Suppose that the second highest bidder in Sm−1 has a weakly higher valuation than
the highest bidder in Sm. Consider the following alternative configuration. Connect Sm to Sm−1 as a
chain. (If a chain is already connected to Sm−1, add Sm to this chain.) Combine the two cycles that
Sm−1, Sm belonged to (save for Sm, works also if Sm−1 is in a 1-cycle.) Additionally, keep any existing
chains that were connected to any of the subgraphs involved in the two cycles.
Note that all subgraphs that were previously connected to Sm via a cycle now have weakly increased

revenue – the minimum opportunity path in the new cycle is now Sm−1 rather than Sm. All subgraphs
that were previously connected to Sm−1 have the same revenue; all such subgraphs still have Sm−1 as
their smallest opportunity path within the cycle. It is easy to verify that all chains also have weakly higher
revenue.
Now, consider the second casewhere the secondhighest buyer inSm−1 has a smaller valuation than the

highest bidder in Sm, or Sm−1 does not have a second world buyer. There are now a couple of possible
cases:

• Two or more subgraphs were previously connected to Sm, Sm−1. Connect Sm, Sm−1 in a two-
cycle. In this case, connect all the subgraphs that were previously connected toSm, Sm−1 together
into a single cycle. Note that we lose v(Sm−1)−v(Sm) in revenue from connectingSm andSm−1

together, but we gain at least v(Sm−2)− v(Sm) from the other subgraphs.

• Sm belonged to a 2-cycle and Sm−1 belonged to a 1-cycle. If the other subgraph in the Sm cycle
was Sm−2, then connect Sm−2, Sm−1 together and leave Sm as a 1-cycle. Note that we get weakly
more revenue fromSm−2 in this case, and a 1-cycle withSm is less costly than a 1-cycle withSm−1.

• Sm belonged to a 2-cycle and Sm−1 belonged to a 1-cycle. Connect Sm, Sm−1 in a two-cycle. If
the other subgraph in the Sm cycle was not Sm−2, connect the other subgraph in Sm’s cycle to the
cycle that Sm−2 is currently a part of. Note that we gain v(Sm) from connecting Sm and Sm−1

together, and at least v(Sm−2)− v(Sm) from the other subgraphs.

In all the above cases, we keep all existing chains as they are – they are weakly better off under this new
configuration because the second highest buyer inSm−1 is smaller than v(Sm). We continue this process
until there are no non-contiguous cycles, at each step weakly increasing our revenue. If at step t, the
smallest subgraph belonging to a non-contiguous cycle is Sm, then at step t+1, the process ensures that
the smallest possible subgraph belonging to a non-contiguous cycle is Sm−1, meaning that this process
must terminate.

41



4 Tractable Special Cases

Combining the above lemmas, we have proved Theorem 4.10, which we restate below for complete-
ness.

Theorem 4.10
In any SWSHmarket, there exists a set of revenue-optimal platform edges that, through the largest
buyers in each seller subgraph, connects seller subgraphs into contiguous cycles of length at most 3,
and at most one contiguous chain.

§4.2.3 A Poly-Time Algorithm for the Platform Problem in SWSHMarkets
Having established Theorem 4.10, we can now use dynamic programming to leverage this characteri-

zation result and efficiently search over the possible optimal configurations.

Theorem 4.17
For SWSH markets where n = m, there exists a poly-time algorithm to find the set of revenue-
optimal platform edges.

Proof. Fix a seller subgraph Sk as the terminal subgraph for the potential chain. Sk uniquely identifies a
contiguous chain, where all subgraphsSℓ with ℓ > k also belong to the chain. Note that there are ℓ ≤ m

such possible chains. Consider the induced graphG′ obtained by removing all the subgraphs in the chain
from the original graph.
Let DP[i] denote the maximum obtainable revenue from connecting the largest i subgraphs in G′

via cycles. Let Rev(Si,j) denote the maximum obtainable revenue from the contiguous cycle formed by
subgraphsSi, Si+1, . . . , Sj . When j = i, Rev(Si,i) = 0. As contiguous cycles have length atmost three,
DP[i] canbe calculated throughdynamicprogramming. Filling in thebase cases forDP [1], DP [2], DP [3],
we have the following recurrence for i = 4, ..., k − 1:

DP [i] = max(DP [i− 3] + Rev(Si−2,i), DP [i− 2] + Rev(Si−1,i), DP [i− 1] + Rev(Si,i))

Let R[k] be themaximumobtainable revenue from the potential chain that is identified bySk. Since this
chain is contiguous, R[k] can be calculated inO(n2) time, by comparing the revenue when connecting
the chain to all possible buyers in G′ through sk. It follows that the optimal revenue when there is a
contiguous chain identified bySk is given byDP [k− 1]+R[k]. Repeating this process for all ℓ possible
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chains, the optimal revenue is given by maxℓk=1 DP [k − 1] + R[k]. Finding the overall maximum takes
polynomial time.
Note the above procedure exhaustively searches all configurations of contiguous cycles of length at

most 3 and at most one contiguous chain. The procedure thus finds the revenue-optimal such configu-
ration. By Theorem 4.10, there exists an optimal solution that satisfies these properties.

While Theorem 4.17 gives a polynomial-time algorithm for the case in which n = m, we show that
the more general case reduces to this case by carefully discarding some buyers and sellers from the graph.

Theorem 4.18
There exists a poly-time algorithm to maximize platform revenue in general SWSHmarkets.

We prove the above theorem through two lemmas, addressing the cases where n > m and n < m

respectively.

Lemma 4.19
When n = |B| > |S| = m, sort buyers by their valuation, and denote the set of the m largest
buyers by Bm = {b1, b2, ..., bm}. Then perform the revenue-optimal matching on S,Bm while
ignoringB \Bm. This is revenue optimal.

Proof. By Lemma 4.2, there exists a revenue-optimal transaction where all sellers trade. Otherwise, all
sellers connecting to this non-trading seller through an opportunity path have a price of zero. By adding
an edge between this seller and a non-trading buyer (guaranteed to exist as n > m), other sellers’ prices
weakly increase.
Further, no buyer inB \ Bm trades. Suppose otherwise and take any configuration where a buyer in

B \ Bm trades. Let bmin be the smallest trading buyer, and let bmax be the largest non-trading buyer,
noting that v(bmin) < v(bmax). Suppose that bmin currently transacts with seller s.
As the market clears according to the maximum weight matching, it must be that s is not connected

to bmax – otherwise, matching them would yield a strictly higher welfare matching. Thus, we can add a
platform edge from s to bmax, ensuring that they transact in the newmatching. Note that bmin no longer
transacts as it was the minimum value transacting buyer, and thus the maximum welfare matching can
no longer include it.
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We claim that all sellers’ prices weakly increase. The only modified opportunity paths that previously
existed are those which previously went through bmin – as previously mentioned, there are no oppor-
tunity paths that terminate at a non-trading seller, so this was the minimum possible opportunity path.
Now, no opportunity paths terminate at bmin (as they no longer trade), meaning that the minimum op-
portunity path weakly increased (in the event of a tie with bmin).
We can continue this process until no buyers in B \ Bm trade. Buyers not trading will not be in

any opportunity path hence not affect the characterization results nor optimality of the procedure in
Theorem 4.17.

Lemma 4.20
When n = |B| < |S| = m, discardm−n of the sellers who do not have world edges, and perform
the revenue-optimal matching on the induced graph. This is revenue optimal.

Proof. By Lemma 4.2, note that there exists a revenue optimal matching in which all buyers transact.
Suppose that there is a seller swho has at least one adjacent world edge who does not transact. Consider
any buyer bwho is in seller s’s subgraph.
Clearly, buyer bmust transact with some seller s′ via a platform edge (as they do not transact with the

seller in their subgraph). Consider eliminating this platform edge (b, s′). No revenue is lost from b as
they had an opportunity path to s, who did not transact, so they paid price 0. Secondly, any sellers who
previously had opportunity paths to b also received price 0, so removing this edge does not decrease their
price either.
It follows that there exists a revenue optimal matching where all sellers with an adjacent platform edge

transact, which implies that we can eliminatem− n sellers with no adjacent world edges, as they would
not transact in this revenue optimal matching regardless.

Together, Lemmas 4.19 and 4.20 show that the platform problem in general SWSH markets can be
reduced to the case in which n = m. Combining this with Theorem 4.17 concludes the proof of Theo-
rem 4.18.

§4.3 Sparse Homogeneous-Goods-and-Buyers Markets
While Theorem 3.2 only explicitly states hardness for the case where buyers have degree at most two,

one can check that the reduction yields a world graph that satisfies an additional property: For any pair
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of sellers, at most one buyer knows them both.We call the world graphs that satisfy this additional property
“sparse graphs”. By considering these sparse graphswith buyers of degree atmost 2 but restricting the class
of valuations from vij ∈ {0, vi} to vij = c for some constant c > 0, we show that the platform problem
becomes tractable. That is, restricting only the structure of the valuations turns the platform problem
fromNP-hard topoly-time solvable. We call this setting the class of SHGB(SparseHomogeneous-Goods-
and-Buyers) markets. For the sake of simplicity, we will assume that vij = 1 for all i, j, but note that
revenue maximization is equivalent if vij = c for any c > 0.

§4.3.1 Characterizing the Revenue Obtainable from a Set of Buyers
We begin by showing that finding the optimal set of platform edges in SHGB markets reduces to a

graph-theoretic problem involving sets of buyers with non-positive surplus.

Definition 4.21 (Surplus). In a bipartite marketG = (B, S,Ew), consider a set of buyersBv. Let
N(Bv) be the set of all sellers who are adjacent to at least one buyer in Bv via a world edge. The
surplus ofBv is defined as |N(Bv)| − |Bv|a.
aFor a setBv , we use |Bv| to denote its cardinality.

A Hall violator is a set of buyers with negative surplus, so termed due to Hall’s marriage theorem, a
famous result in combinatorics that also provides a necessary and sufficient condition for the existence of
a perfect matching in a bipartite graph [Ha87].

Definition 4.22 (Hall violator).A set of buyersBv is a Hall violator if it has negative surplus – that
is, |Bv| > |N(Bv)|.

Lemma 4.23
In SHGBmarkets, there exists a set of platform edges generating revenue x if and only if there exists
a set of buyersBv of non-positive surplus such that

min{|Bv|, |S|} − |N(Bv)|+ kv = x,

where kv is the cardinality of themaximummatching betweenBv andN(Bv) using platform edges.
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We first prove the following lemma, which characterizes the revenue attainable from transactions be-
tween a given set of buyers and sellers.

Lemma 4.24
Given k buyers and sellers Bk = {b1, b2, ..., bk}, Sk = {s1, s2, ..., sk} where Bk and Sk have a
perfect matching through only platform edges, total revenue k can be attained if and only if Bk

belongs to a Hall violatorBvk for graphG−k = (S \ Sk ∪ B,E) of deficiency at least k.

Proof. Assume thatBk belongs to aHall violatorBvk for graphG−k = (S \Sk ∪B,E) of deficiency at
least k. SinceBvk has deficiency at least k, there exists a set of platform edges such that in the final max-
imum weight matching, Sk transacts withBk and all sellers inN(Bvk) transact with buyers inBvk. In
this case, all of the buyers inBk only have opportunity paths to those sellers inN(Bvk), who all transact,
so the platform obtains revenue 1 from all these buyers, yielding revenue k in total.
Now, suppose that total revenuek canbe attained fromBk andSk. LetG−k

P denote the corresponding
platform graph, with the set of sellersSk removed. LetBvk be the set of all buyers on an opportunity path
from any of the buyers inBk. Note that all the sellers inNG−k

P
(Bvk)must transact as otherwise at least

one buyer inBk would transact at price zero, thus yielding less than k revenue in total. Additionally, all
these sellers must transact with a buyer in Bvk as they are reachable via an opportunity path from Bk.
Furthermore, all the sellers in Bk transact with Sk. Thus, we have that |Bvk| ≥ |NG−k

P
(Bvk)| + k. By

Lemma 4.2, all platform edges transact, so it is also the case that |Bvk| ≥ |NG−k(Bvk)|+ k, concluding
the proof.

Lemma4.24 identifies the revenue attainable fromagiven set of buyers and sellers. Rather thanpicking
both the setsBk andSk, we show that we can directly characterize themaximum revenue attainable from
a set of buyers, without referring to a specific set of sellers with whom they must transact.
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Corollary 4.25
The platform can extract revenue k from a set of buyersBk if and only if there exists a buyer group
Bv whereBk ⊆ Bv that satisfies the following two conditions. LetE¬ be the complement edges of
the world graph, let kv ≤ k be the value of maximummatching for (Bk, N(Bv), E

¬).

1. Enough sellers to match withBk buyers |S| − |N(Bv)| ≥ k − kv

2. Bv has deficiency at least k − kv

Proof. To prove the if direction, match the kv sellers inN(Bv) through platform edges to kv buyers in
Bv. For the rest of the k − kv buyers, match them with arbitrary sellers outside ofN(Bv). Denote the
union of these two sets of sellers by Sk. ThenBv is a Hall violator for graphG−k = (S \ Sk ∩B,E) of
deficiency at least k. This satisfies Lemma 4.24.
Now, we prove the converse. Given a seller set Sk that sells toBk, letBv be the set of buyers reachable

through opportunity paths from Bk, unioned with Bk itself. Bv satisfies the first criterion: at most kv
buyers fromBk can be matched with sellers fromN(Bv), the rest of the sellers are from S \N(Bv). All
sellers inN(Bv) transact with a unique buyer inBv. If only k′ such sellers transact with k′ buyers inBk,
the rest of the k− k′ buyers must transact with sellers in S \N(Bv). Thus, |Bv| = |N(Bv)|+(k− k′)

andBv has deficiency k − k′. As k′ ≤ kv,Bv has deficiency weakly larger than k − kv in the platform
graph. This does not change in the original world graph.

Corollary 4.26
Given a buyer setBv with non-positive surplus inG, letE¬ be the complement edges of the world
graph, and let kv be the value of maximum matching for (Bv, N(Bv), E

¬). The platform can ex-
tract

k = kv +min{|Bv|, |S|} − |N(Bv)|

revenue from the buyers inBv, and this is themaximumpossible revenue achievable from the buyers
inBv.

Proof. Firstly, note that the stated revenue is weakly smaller than the number of buyers in Bv: k ≤
kv+|Bv|−|N(Bv)| ≤ |Bv| since kv ≤ |N(Bv)|. We pick the buyer setBk as follows: 1) Take kv buyers
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in the maximummatching in (Bv, N(Bv), E
¬), 2) Additionally, take min{|Bv|, |S|} − |N(Bv)| ≥ 0

buyers inBv besides the kv ones. We show thatBk satisfies the two conditions in Corollary 4.25.

k − kv = min{|Bv|, |S|} − |N(Bv)| = min{|Bv| −N(Bv), |S| −N(Bv)}

The first and second terms in the min correspond to the first and second conditions of Corollary 4.25
respectively. Additionally, a larger k will violate at least one of the conditions so k is the maximum attain-
able revenue.

Combining the above results, we restate and prove Lemma 4.23.

Lemma 4.23
In SHGBmarkets, there exists a set of platform edges generating revenue x if and only if there exists
a set of buyersBv of non-positive surplus such that

min{|Bv|, |S|} − |N(Bv)|+ kv = x,

where kv is the cardinality of themaximummatching betweenBv andN(Bv) using platform edges.

Proof. Suppose that the optimal revenue is k and the platform matches Sk toBk. Corollary 4.25 states
that there is a set Bk ⊆ Bv with non-positive surplus. Corollary 4.26 gives the max revenue from Bv.
As k is the optimal revenue in the entire graph, it is also the maximum revenue from Bv. Thus, k =

kv +min{|Bv|, |S|} − |N(Bv)|. If k ≥ x, then kv +min{|Bv|, |S|} − |N(Bv)| ≥ x. Conversely, if
for all buyer setsBv with non-positive surplus, kv +min{|Bv|, |S|} − |N(Bv)| < x, then the optimal
revenue is given by k < x.

For a set of buyers Bv with non-positive surplus, Lemma 4.23 minimizes the number of buyers that
connect to an unsold item through opportunity paths. Revenue kv is generated from buyers that trade
with sellers inN(Bv), and revenuemin{|Bv|, |S|}−|N(Bv)| is attained from the remaining buyerswho
do not transact with N(Bv). The platform’s revenue-maximization problem now becomes a question
of optimizing over these sets of buyeres with non-positive surplus.

§4.3.2 Simplifying the Platform Problem in SHGBMarkets
While Lemma 4.23 gives a formula for the revenue attainable from a given set of buyers Bv, the kv

and |N(Bv)| terms in the expression make this a challenging maximization problem. We show that this
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maximization can be significantly simplified by proving that except for a few cases that can be checked in
polynomial time, kv = |N(Bv)|, effectively reducing the platform problem in SHGBmarkets to finding
the maximum cardinality set of buyers with non-positive surplus.

Lemma 4.27
In SHGBmarkets, there exists a poly-time reduction from the platform problem to finding themax-
imum set of buyers with non-positive surplus.

To prove Lemma 4.27, we first show in sparse graph with buyer degree at most 2, any set of buyersBv

with non-positive surplus satisfies kv = |N(Bv)|, except for a small number of special cases.

Lemma 4.28
Consider any set of buyersBv with non-positive surplus in SHGB markets. If |Bv| ≥ 3 and there
are more than 2 degree-two buyers inBv, then kv = |N(Bv)|.

Proof. Construct the flow networkG¬
∞ from the complement graphG¬ = (Bv, N(Bv), E

¬) in such a
way that there are edges of capacity 1 from the source p to every vertex inN(Bv) and from every vertex in
Bv to the sink q, and of capacity+∞ from s to b for any (s, b) ∈ E¬. The size of themaximummatching
inG¬ equals to that of the max flow/min cut inG¬

∞. Let (P,Q) be a min cut andC ≤ |N(Bv)| be the
cut value. LetN(Bv) = Np∪Nq, Bv = Bp∪Bq, such thatNp, Bp ⊂ P,Nq, Bq ⊂ Q. Theminimum
cut is composed of edges going from p toNq and fromBp to q, as any edges betweenNq, Bp andNp, Bq

would make the size of the cut infinite.
We proceed by casework:

• Firstly, note that if anydegree-zerobuyer is inBq, then itmust be thatNp = ∅ as degree-zerobuyers
are adjacent to all sellers inN(Bv) in the complement graph. Thus,C ≥ |Nq| = |N(Bv)|.

• If |Bq| = 0, then we have thatC ≥ |Bv| ≥ |N(Bv)|.

• Suppose that |Bq| = 1. As all buyers have degree at most 2, it must be that |Np| ≤ 2. thus, we
have thatC ≥ |Nq|+ |Bp| ≥ (|N(Bv)| − 2) + (|Bv| − 1) ≥ |N(Bv)| since |Bv| ≥ 3.

• Suppose that |Bq| = 2. In any case, it must be that |Np| ≤ 1 since either we have a degree-one
buyer present inBq or twodegree-twobuyers (inwhich case they cannot share the same two sellers).
Thus,C = |Nq|+ |Bp| ≥ (|N(Bv)| − 1) + 1 = |N(Bv)|.
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Figure 4.2: An example of the constructed flow graph in the proof of Lemma 4.28.

• Suppose that |Bq| ≥ 3. If there are at least 3 degree-two buyers inBq, then since a pair of sellers
knows at most one common buyer, it follows that |Np| = 0. Thus, we have thatC ≥ |N(Bv)|.

Otherwise, theremust be at least onedegree-onebuyer inBq so |Np| ≤ 1. Additionally, at least one
degree-two buyermust be excluded fromBq. Thus, we have thatC = |Nq|+ |Bp| ≥ (|N(Bv)|−
1) + 1 = |N(Bv)|.

Thus, if |Bv| ≥ 3 and there are more than 2 degree-two buyers inBv, it follows that kv = |N(Bv)|,
concluding the proof.

We need one more lemma before proving Lemma 4.27. Lemma 4.29 shows that there exists an opti-
mal set of buyersBv, in the sense of Lemma 4.23, in which all buyers of degree zero and degree one are
included.
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Lemma 4.29
There exists a set of buyersBv maximizing

min(|Bv|, |S|)− |N(Bv)|+ kv

such that all buyers of degree zero and degree one are included inBv.

Proof. Clearly, any degree-zero buyers can only contribute positively to the above expression. Thus, all
buyers of degree zero are WLOG in the optimal setBv.
Turning to the case of buyers of degree one, consider any alternative set of buyers B′

v. There are two
cases for the change in the above expression when adding a buyer of degree one. Let sj be the seller
adjacent to this buyer. If sj ∈ N(B′

v), note that the above expression can only increase.
If sj ̸∈ N(B′

v), then there are again two cases. If |B′
v| < |S|, then the above expression can again

only increase – there is an increase of 1 from the first term and a decrease of 1 from the second term. If
|B′

v| ≥ |S|, then since sj ̸∈ N(B′
v), we claim that the kv term must strictly increase. Consider any

previous maximum matching between B′
v andN(B′

v). Take an arbitrary buyer b′ in B′
v (note that one

must exist since |B′
v| ≥ |S|) and match them to sj while matching the new buyer to the seller b′ was

matched to in the maximum matching (if one exists). This increases the cardinality of the maximum
matching by 1, so it follows that the value of above expression does not decrease. This concludes the
proof.

Given the above lemma, we now restate and prove Lemma 4.27.

Lemma 4.27
In SHGBmarkets, there exists a poly-time reduction from the platform problem to finding themax-
imum set of buyers with non-positive surplus.

Proof. Restricting our search to sets of buyersBv that satisfy the conditions of Lemma 4.28, we have that
kv = |N(Bv)|. This corresponds to a set ofBv such that |Bv| ≥ 3 and there aremore than 2 degree-two
buyers inBv. By Lemma 4.23, the revenue from this given set of buyersBv is given by

min(|Bv|, |S|)− |N(Bv)|+ kv = min(|Bv|, |S|)− |N(Bv)|+ |N(Bv)| = min(|Bv|, |S|)
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so maximizing the platform’s revenue over these sets is equivalent to finding the maximum cardinality
such set of buyers.
Now, consider the sets of buyersBv that do not satisfy the conditions of Lemma 4.28. These are sets

of buyers with non-positive surplusBv such that either |Bv| < 3 or there are nomore than 2 degree-two
buyers in Bv. Clearly, we can enumerate all Bv such that |Bv| < 3 and check the revenue attainable
from each of these sets. For thoseBv containing no more than 2 degree-two buyers inBv, Lemma 4.29
proves that it is WLOG to begin with all degree zero and degree one buyers inBv. Thus, we can simply
ennumerate over all O

((
n
2

))
= O(n2) choices of two degree-two buyers to add, checking the revenue

attainable from each of these sets. This brute force check takes polynomial time, concluding the proof.

§4.3.3 Solving the Platform Problem in SHGBMarkets
With this reduction in hand, we give a polynomial time algorithm to find the maximum set of buy-

ers with non-positive surplus. To do this, we rely on the graph structure of SHGB markets, identifying
the buyers and sellers in these markets with the edges and vertices of a general graph. Our problem then
translates to finding the set of edges in this graph whose induced subgraph contains no more than a cer-
tain number of vertices. We show that this is achievable in polynomial time by using standard graph
algorithms.

Theorem 4.30
There exists a poly-time algorithm to solve the platform problem in SHGBmarkets.

We begin with the following lemma, which will form the crux of our proof.

Lemma 4.31
Consider a world graph where all buyers are of degree two and for every pair of sellers, at most one
buyer knows them both. The maximum cardinality setBv of buyers with surplus at most k – that
is, |N(Bv)| − |Bv| ≤ k – can be identified in polynomial time.

Proof. Note that such world graphs are in direct correspondence with general graphsG = (V,E)where
each buyer corresponds to an edge and each seller corresponds to a vertex. Specifically, bi corresponds
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to an edge (si, sj) between the vertices representing sellers si, sj whom bi is connected to in the original
world graph.
Restated in these terms, finding the maximum cardinality set Bv of buyers with surplus at most k is

equivalent to finding the maximum cardinality set of edges Ẽ ⊆ E such that the induced subgraph ofG
corresponding to Ẽ has at most |Ẽ|+ k vertices.
We claim that Ẽ must correspond to a union of connected components of G. Suppose that Ẽ con-

tained only a subset of edges within a given connected componentC ofG. By adding all the edges inC ,
the number of vertices in the induced subgraph can increase by at most the number of additional edges,
not harming the surplus of the induced subgraph in the process. It follows that Ẽ must correspond to a
union of connected components ofG as desired.
Thus, our algorithm to find the maximum cardinality set of edges Ẽ ⊆ E such that the induced

subgraph ofG corresponding to Ẽ has at most |Ẽ|+ k vertices proceeds as follows:

• Find all the connected components of G. If a connected component is not a tree, it contributes
more edges than vertices, so we can add it toEcur.

• Having added all non-tree connected components, compute the difference between the number
of edges and number of vertices in the induced subgraph ofEcur. Call this difference ℓ.

• Take the k+ ℓ largest (in terms of the number of edges) connected components ofG that are trees
and add their edges toEcur. Return the final set as Ẽ.

We now prove the correctness of our algorithm below. Clearly, Ẽ must contain all connected compo-
nents of G that are not trees. Given this fact, the remaining edges in Ẽ must correspond to connected
components of G that are trees. Our algorithm takes precisely those trees with the largest number of
edges, completing the proof.

As a corollary of Lemma 4.31, we show that we can find the maximum cardinality set of buyers of
non-positive surplus, solving the platform problem in SHGBmarkets.

Theorem 4.30
There exists a poly-time algorithm to solve the platform problem in SHGBmarkets.

Proof. It suffices to show that we can find the maximum cardinality setBv of buyers of non-positive sur-
plus in polynomial time in SHGBmarkets, which together with Lemma 4.27 implies the desired result.
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All buyers of degree zero and degree one contribute atmost one to |N(Bv)|while contributing at least
one to |Bv|. Thus, they must all be included. Upon including all these buyers, consider the induced sub-
graph obtained by removing all sellers adjacent to a buyer of degree one or zero. This induced subgraph
may have more buyers of degree one or zero, which by the same argument as above, must be included in
Bv. We can repeat this process until we are left with a current set of buyersB′

v whichmust be included in
Bv as well as a graph in which all buyers are of degree two and for every pair of sellers, at most one buyer
knows them both.
Thus, our problem reduces to finding themaximumcardinality set of these buyerswith surplus atmost

|B′
v| − |N(B′

v)|. Lemma 4.31 shows that this is solvable in polynomial time, concluding the proof.
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Revenue andWelfare Guarantees
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Having established the hardness of the platform problem in the general case and shown some special
cases that can be solved in polynomial time, we now turn to analyzing the relationship between revenue
optimization and social welfare, which will allow us to provide both welfare and revenue guarantees in
general markets.
In Chapter 5.1, we provide a lower bound for revenue based on the potential welfare increase the

platform can generate. This shows that when the platform can effectively disrupt the market and im-
prove overall welfare, it can also generate a large amount of revenue for itself. Specifically, we show in
Chapter 5.2 that there is a polynomial time algorithm to extract a logarithmic approximation of the
ideal welfare as revenue in such markets. In Chapter 5.3, we study the other direction of this relation-
ship. We prove that in markets where the platform optimizes for revenue, social welfare is at least an
Ω(1/ log(min{n,m}))-fraction of the ideal welfare. These results explain the sense in which revenue
maximization can go hand-in-hand with welfare considerations in a platform economy.

§5.1 Converting Potential Welfare Increase to Revenue
There are two primary ways that the platform can make revenue. The first way is by “monopolizing”

the existing welfare of the world graph.

Example 5.1 (Monopolizing ExistingWelfare)

To illustrate this “monopolization,” consider the market presented in Figure 5.1 with two buyers
and a single seller. Buyer b1 has value 1 for the item and is connected to the seller via a world edge
while buyer b2 has value 1 + ϵ and has no incident world edges. In this case, the platform can add
a single platform edge from b2 to the seller. Now, buyer b2 transacts instead of buyer b1, and the
platform obtains revenue 1+ϵwhile providing only ϵ in addedwelfare. As ϵ → 0, the ratio between
the welfare added by the platform and the revenue taken by the platform goes to 0.

The second way is by facilitating new high-value transactions that were not possible without the as-
sistance of the platform. In these cases, the platform has the potential to add a substantial amount of
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b1 b2

s1

1 1 + ϵ

Buyers

Seller

Figure 5.1: An example of the platformmonopolizing existing welfare to generate revenue. By adding an
edge between b2 and s1, the platform only adds an addition ϵ to social welfare, but it generates
1 + ϵ in revenue for itself.

welfare to the world graph and claim some of the value for itself. Onemight wonder precisely howmuch
of this increase in welfare the platform is able to retain as revenue. Towards answering this question, we
give a polynomial-time process to convert the potential increase in welfare into revenue below.

Theorem 5.2
In a general market, suppose there exists a set of k platform edges that increase social welfare by
∆W = W (Gp) − W (Gw). Then one can find a subset of these edges that yields revenue at least
∆W/Hk in polynomial time, whereHk =

∑k
i=1 1/i is the kth harmonic number.

Proof. We prove this inductively. When k = 1, there is a single platform edge (b1, s1) that can be added
to increase welfare byW . As removing s1 is weakly worse than removing edge (b1, s1), the revenue/price
of this edge is given by

W (Gp)−W (Gp \ {s1}) ≥ W (Gp)−W (Gp \ {(b1, s1)}) = ∆W

Now, suppose that it holds for k = n − 1. Consider a set of k = n platform edges that adds welfare
W . If every edge yields revenue at least ∆W

n·Hn
, then it follows that we are guaranteed revenue at least

n · ∆W
n·Hn

= ∆W
Hn

and we are done. If not, then we can remove an edge (bi, sj) that yields revenue strictly
less than ∆W

n·Hn
. By removing this edge, we can only decrease the added welfare by at most

W (Gp)−W (Gp \ {(bi, sj)}) ≤ W (Gp)−W (Gp \ {sj}) = pj ≤
∆W

n ·Hn
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Thus, we are left with a set of n− 1 platform edges that adds welfare at least

∆W − ∆W

n ·Hn

=
nHn − 1

n ·Hn

·∆W =
Hn − 1

n

Hn

·∆W =
Hn−1

Hn

·∆W.

Applying our inductive hypothesis, we can guarantee revenue at least

1

Hn−1

· Hn−1

Hn

·∆W =
∆W

Hn

from some subset of these n− 1 platform edges, concluding the proof by induction.
The above proof argument yields the following simple greedy algorithm. Given a set of k platform

edges that increase social welfare by∆W , iteratively remove the edge that offers the least revenue to the
platform until left with a single edge. Keep track of the revenue at each step, and select the set of edges
that yields the highest revenue overall. The proof argument shows that this set will guarantee revenue at
least∆W/Hk, and this process takes polynomial time.

Remark 5.3— In order to achieve∆W/Hk as revenue, the platform adds a subset of all edges that
contribute to the ∆W welfare increase, not necessarily all of the edges. It is not the case that the
platform always wishes to add as much welfare as it possibly can; we will examine the relationship
between revenue optimization and welfare maximization in more detail in Chapter 5.3.

One may wonder whether the guarantees provided in Theorem 5.2 are optimal or if there exists a
more efficient conversion process that provides better revenue guarantees. Proposition 5.4 answers this
question in the affirmative, showing that the Hk conversion rate from the potential welfare increase to
revenue is tight.

Proposition 5.4
For all k, there exists aworld graphGw and a set of k edges addingwelfare∆W such that the optimal
platform revenue is precisely∆W/Hk.

Proof. For any k, Figure 5.2 presents such a market. World edges are solid in black and platform edges
are dashed in blue. There are buyersBk = {b1, b2, ..., bk}, dummy buyersBd

k = {bd1, bd2, ..., bdk}, sellers
Sk = {s1, s2, ..., sk} anddummy sellersSd

k = {sd1, sd2, ..., sdk}. All buyersBk andBd
k are fully connected

to sellers Sk through world edges. Dummy sellers Sd
k have no connections in the world graph. Buyer

58



5 Guarantees for General Markets

bd1 bd2 bdk b1 b2 bk

sd1 sd2 sdk s1 s2 sk

. . . . . .

. . . . . .

Buyers

Sellers

Figure 5.2: The market used in the proof of Proposition 5.4. BuyersBk = {b1, b2, ..., bk} and dummy
buyers Bd

k = {bd1, bd2, ..., bdk} are fully connected to sellers Sk = {s1, s2, ..., sk} through
world edges, denoted by solid black edges. Dummy sellers Sd

k = {sd1, sd2, ..., sdk} are not con-
nected to any buyers through world edges. Buyer bi ∈ Bk values all sellers inSk at 1/i. Buyer
bdi ∈ Bd

k values all sellers at 1. All other valuations are zero. The maximum welfare the plat-
form can add through platform edges is ∆W = Hk, indicated in dashed blue edges. The
optimal revenue is 1, obtained by adding any non-empty subset of the blue edges.

bi ∈ Bk values all sellers inSk at1/i. Buyer bdi ∈ Bd
k values all sellers at1. All other valuations are zero. By

adding platform edges to form a perfectmatching between the dummybuyers and the dummy sellers, the
platform can add welfare∆W =

∑k
i=1 1/i = Hk to the world graph. However, the platform’s optimal

revenue is bounded above by 1. The platform has no incentive to add platform edges toBk as they have
value 0 for all dummy sellers. Thus, the only thing the platform can do is match ℓ ∈ {1, . . . , k} dummy
buyers to the dummy sellers. If the platformmatches ℓ of the dummy buyers to the dummy sellers, each
transaction occurs at price 1/ℓ, and total revenue is ℓ · 1

ℓ
= 1. Thus, we have that the optimal revenue is

given by∆W/Hk = Hk/Hk = 1.

§5.2 Logarithmic Revenue Guarantees in Inefficient Markets
Theorem5.2 shows that the platformcan convert a potential increase inwelfare into revenue in polyno-

mial time. Can this be translated into an approximation algorithm for revenue maximization? Consider
theminimum set of platform edges such that ideal welfareW ⋆ is achieved in the resulting platform graph.
If we apply Theorem 5.2 to this set of platform edges, then we can lower bound the platform’s revenue
as a function of the maximum increase in welfare.
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Corollary 5.5
In a general market where the platform’s maximum contribution to welfare isW ⋆ −W (Gw), the
platform can obtain revenue W ⋆−W (Gw)

Hmin(n,m)
in polynomial time.

Proof. The minimum set of platform edges added to achieve ideal welfare W ⋆ must contain no more
than min(n,m) edges as each buyer/seller can be matched no more than once. Thus, this is a set of at
most min(n,m) edges adding welfareW ⋆ −W (Gw). Applying Theorem 5.2 completes the proof.

If the ideal welfareW ⋆ is large relative to the starting welfare in the world graphW (Gw), then this
implies that the platform can add a substantial amount of welfare. In this case, Corollary 5.5 implies
that the platform can also obtain a substantial amount of revenue. Theorem 5.6 makes this intuition
precise.

Theorem 5.6
In general markets whereW ⋆ − W (Gw) = Ω(W (Gw)), the platform can obtain W ⋆

O(log(min(n,m)))

in revenue. This implies anO(log(min(n,m))) polynomial time approximation algorithm for rev-
enue.

Proof. We have thatW ⋆ = (W ⋆ −W (Gw)) +W (Gw) = Θ(W ⋆ −W (Gw)). The rest of the proof
follows from Corollary 5.5 and the fact that Rev⋆ ≤ W ⋆.

Remark 5.7 — Theorem 5.6 does not just imply a logarithmic approximation to the optimal rev-
enue in inefficient markets. It shows a stronger result: the platform can efficiently obtain a logarith-
mic fraction of the optimal welfare as revenue in this class of markets.

Though Theorem 5.6 only provides a revenue guarantee for markets with large potential welfare im-
provements, these are the markets that we care about and the ones platforms typically aim to enter and
disrupt. This theorem can also be seen as a motivation why revenue-interested platforms tend to disrupt
markets with high inefficiencies. In markets that are already relatively efficient, optimal revenue can in-
deed bemuch larger than themaximumwelfare increase, as shown in Example 5.1, but sellers and buyers
may have few incentives to use the platform in the first place.
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Remark 5.8 — While we choose to provide revenue guarantees for inefficient markets as these set-
tings are most natural economically, one could also view Theorem 5.2 as providing a revenue guar-
antee parameterized by the number of added edges. If a small number of edges add a large amount
of welfare to the world graphGw, then Theorem 5.2 can also be used to provide strong guarantees
for revenue.

§5.3 Bounding the Welfare Loss from Revenue Maximization
Having shown how to lower bound revenue with ideal welfare, we now explore the converse relation-

ship: how much welfare is guaranteed under the revenue-optimal matching? In other words, we want
to understand the welfare loss, compared to the ideal welfare, due to the platform inefficiently matching
buyers and sellers in order to maximize its own revenue. To formalize this loss in welfare, we define the
price of revenue maximization, a similar concept to the price of anarchy [KoPa99].

Definition 5.9 (Price of Revenue Maximization (PRM)). For any market Gw = (B, S,Ew) and
valuationprofile v, letΠ⋆

p(Gw, v)denote the set of all revenue-optimal platform edge configurations.
Each elementE⋆

p ∈ Π⋆
p(Gw, v) is a configuration of revenue-optimal platform edges in marketGw.

The price of revenue maximization is the largest ratio of the ideal welfare to the welfare of revenue-
maximizing platform graph, across any market and valuation profile:

PRM = max
Gw,v,E⋆

p∈Π⋆
p(Gw,v)

W ⋆(Gw)

W (B, S,Ew ∪ E⋆
p)
.

The price of revenue maximization captures the worst-case ratio between the ideal welfare and the
welfare achieved under a revenue-optimal matching for the platform. To better understand the extent to
which the platform’s incentives can negatively affect social welfare, we present the following bounds on
the PRM for general markets.

Proposition 5.10
The price of revenue maximization is bounded below by 2.

Proof. Consider the two-seller, two-buyermarket in Figure 5.3. Thewelfare-optimalmatching adds edge
(b1, s2) for a totalwelfare of2 and revenueof1. The revenue-optimalmatching adds edges (b1, s1), (b2, s2)
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b1 b2

s1 s2

1 ϵ

11

Buyers

Sellers

Figure 5.3: A two-buyer, two-seller market in which the PRM approaches 2. The world edge is marked
as a black solid edge. Buyer values are annotated next to edges. The welfare-optimal platform
edge is in purple while the revenue-optimal set of platform edges is shown in blue.

for a total welfare and revenue of 1 + ϵ. This yields a ratio of 2
1+ϵ

→ 2 as ϵ → 0. Here, we again see
the two primary ways in which the platform can obtain revenue. In the revenue-optimal strategy, the
platform forgoes adding the socially optimal edge (b1, s2) in favor of “monopolizing” the revenue from
seller s1 by adding edge (b1, s1) instead. This allows it to facilitate another transaction, namely (b2, s2),
that would not be possibly under the welfare-optimal configuration.

While Proposition 5.10 demonstrates that the platform’s strategic behavior may come at the cost of
social welfare, the procedure of Theorem 5.2 allows us to bound this cost from above. Namely, the dif-
ference in ideal welfare and the welfare of revenue-optimal matching cannot exceed a logarithmic factor;
otherwise, we could convert this difference in welfare into strictly more revenue than we obtain from the
revenue-optimal matching.

Theorem 5.11
In general markets, the PRM is bounded above byHmin(n,m) + 1 = O(log(min(n,m))).

Proof. We show thatPRM ≤ Hmin(n,m)+1. Suppose otherwise and that there exists a marketGw that
satisfiesW ⋆ > (Hmin(n,m) + 1) · W (Gw ∪ E⋆

p), where E⋆
p is a set of revenue-optimal platform edges.
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Then, there would exist a set of k ≤ min(n,m) edgesE ′
P such that, by Theorem 5.2, we have

Rev(E ′
P ) ≥

W ⋆ −W (Gw)

Hk

≥
W ⋆ −W (Gw ∪ E⋆

p)

Hmin(n,m)

(Adding edges only increases welfare)

>
(Hmin(n,m) + 1)W (Gw ∪ E⋆

p)−W (Gw ∪ E⋆
p)

Hmin(n,m)

(Assumption)

= W (Gw ∪ E⋆
p)

≥ Rev(E⋆
p)

which is a contradiction asE⋆
p is revenue-optimal.
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6 Guarantees for Markets with
Homogeneous Goods

While the results of Chapter 5 offer guarantees on both welfare loss and approximately optimal rev-
enue, it is natural to consider if othermarketsmight admit even stronger guarantees. As seen in the proof
of Proposition 5.4, even when we turn to the case in which each buyer values all desired items equally
(vij ∈ {vi, 0}), the bound on welfare conversion into revenue is already tight. This motivates us to con-
sider the next most natural class of valuations (vij = vi). In this chapter, we develop very strong welfare
and revenue guarantees in these homogeneous-goods markets.
This class of valuations is not chosen solely for tractability; markets with homogeneous goodsmodel a

variety of different real-world settings. For example, when an online marketplace displays the results for
a particular search query, the consumer likely has similar valuations for the various results the platform
displays, closely mimicking the homogeneous goods assumption. Offering stronger guarantees in this
setting is thus of practical importance, in addition to being of theoretical interest.

§6.1 Converting AddedWelfare to Revenue without Loss
We first consider whether the platform can more efficiently convert the potential welfare increase in

homogeneous-goods markets into revenue. Theorem 6.1 shows that the platform can achieve this con-
version perfectly, without any loss.

Theorem 6.1
In homogeneous-goods markets, the platform can always extract revenue at leastW ⋆ −W (Gw) in
polynomial time.

Proof. As goods are homogeneous, the ideal welfare is obtained by always matching the buyers with the
top min(m,n) highest valuations. Fix some arbitrary maximum weight matchingM⋆ in the complete
graph, and letM be the maximumweight matching inGw. LetBold = {b̃1, . . . , b̃ℓ} represent the set of
buyers matched inM but unmatched inM⋆, and let Bnew = {b⋆1, . . . , b⋆k} represent the set of buyers
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that are matched inM⋆ but are unmatched inM . Weakly more buyers are matched inM⋆ than inM ;
otherwise the leftover sellers could alwaysmatch with the buyers inBold that they werematched to inM .
Thus, we have k ≥ ℓ. We show that the platform can add edges and extract full welfare as revenue from
each buyer inBnew, implying a lower bound of revenueW ⋆ −W (Gw).
Let v(min(n,m)) denote the min(n,m)-th largest valuation among all buyers. Since inM⋆ the largest

min(n,m) buyers transact, it must be the case that every buyer inBnew has valuationweakly greater than
v(min(n,m)) and every buyer inBold has valuation strictly less than v(min(n,m)). For each buyer b⋆i ∈ Bnew,
add a platform edge to the seller that b̃i transacted with inM , or to a seller who does not sell inM if
i > ℓ. Since k − ℓmore buyers transact inM⋆ compared toM , there are at least k − ℓ sellers who do
not sell inM . Denote the set of platform edges added asEp. Then all buyers inBnew still transact in the
maximummatching ofG∪Ep throughEp. We now prove every buyer b⋆i ∈ Bnew pays the full price v⋆i
by reasoning about the buyers’ opportunity paths.
Since b⋆i does not transact inM , there are no sellerswith strictly smaller values on anyof its opportunity

paths. Otherwise, transactions would change along the opportunity path and b⋆i would transacted inM .
As buyers inBold have valuation strictly less than vmin(n,m), they are not on b⋆i ’s opportunity path. Thus,
in the max weight matching of Gw ∪ Ep, where Bold no longer transacts, b⋆i remains the buyer with
smallest valuation on its own opportunity path and pays v⋆i .

We make two observations about the procedure in Theorem 6.1 to extractW ⋆ −W (Gw) in revenue.
First, the procedure also maximizes social welfare, providing good revenue guarantees in tandem with
optimal welfare. Second, to extract revenueW ⋆ −W (Gw), the platform needs to be careful in the way
it chooses to add platform edges. There are platform edges that increase total welfare byW ⋆ −W (Gw)

that do not yield the desired revenue.

Example 6.2
As an example, consider the market in Figure 6.1. While adding either the blue platform edges or
the purple platform edges adds welfareW ⋆ −W (G) = 3/2, only the blue platform edges generate
equivalent revenue 3/2, while the purple platform edges generate revenue 1. When forming themax-
imum weight matching, the platform needs to be careful to not introduce unwanted opportunity
paths, as illustrated in the proof of Theorem 6.1.

As in the case of general markets, Theorem 6.1 naturally leads to an approximation algorithm for opti-
malwelfare (andhence optimal revenue)when the platformhas away to add a large amount ofwelfare. In
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b1 b2 b3 b4

s1 s2 s3 s4

2 2 1 1/2Values

Buyers

Sellers

Figure 6.1: An example of the conversion process described in Theorem 6.1. Previously unmatched buy-
ers (b3, b4) are matched to available sellers via the blue platform edges to add welfare 3/2, gen-
erating optimal revenue 3/2 in the process. In contrast, while adding the purple edges also
adds welfare 3/2, it introduces opportunity paths between the platform-transacting buyers
b1, b2 and buyer b4, only generating revenue 1 for the platform.

these market settings, we can guarantee a constant-factor approximation to optimal revenue, improving
on the logarithmic guarantee given for general valuations.

Theorem 6.3
In homogeneous-goods markets whereW ⋆ − W (Gw) = Ω(W (Gw)), there exists a polynomial
time algorithm that yields a constant-factor approximation of the ideal welfare as revenue to the
platform. This implies a constant-factor approximation to the optimal revenue.

Proof. By Theorem 6.1, we can always guaranteeW ⋆ − W (Gw) in revenue in polynomial time. Since
W ⋆ −W (Gw) = Ω(W (Gw)), we have thatW ⋆ −W (Gw) = Ω(W ⋆). The final part of the theorem
follows from the fact that Rev⋆ ≤ W ⋆.

While we choose to focus on the case whereW ⋆ −W (G) is large, as we believe these are the markets
platforms are most likely to enter, we show that we can more generally extract a 1/min{n,m}-fraction
of the optimal revenue in polynomial time in any homogeneous-goods market. As the proof is lengthy
and rather technical, we defer it to Appendix A and provide a quick sketch below.
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Theorem 6.4
In homogeneous-goods markets, there exists a polynomial time algorithm that yields a min{n,m}-
approximation of the ideal revenue.

Proof Sketch. In order to guarantee a min{n,m}-approximation of the ideal revenue, we show that the
platform can efficiently maximize the revenue it obtains from a single transaction. As the platform can
facilitate at most min{n,m} transactions in total, this yields the desired approximation ratio. The proof
relies on similar techniques to the proofs of Chapter 4.3, relating the price of a given transaction to aHall
violator in the world graphGw.

§6.2 Revenue Maximization Implies Welfare Maximization
Aswith generalmarkets, wenow turn to bounding thewelfare loss incurred as a result of the platform’s

self-interest. Adopting the same approach as used in proving Theorem 5.11 for general markets, Theo-
rem6.1 implies that the price of revenuemaximization in homogeneous-goodsmarkets is bounded above
by 2. While this is already a strong result, we can in fact show that the price of revenue maximization in
homogeneous-goods markets is 1. That is, revenue maximization aligns exactly with welfare maximiza-
tion in homogeneous-goods markets, and all revenue-optimal matchings are also welfare-optimal.

Theorem 6.5
In homogeneous-goods markets, the price of revenue maximization equals 1.

Proof. Let B̃ represent the set of buyers with the top min(n,m) highest valuations – i.e. the buyers
who transact in the welfare-optimal matching. Suppose for the sake of contradiction that the revenue-
optimal matching is not welfare optimal and thus some buyer bi ∈ B̃ with vi ̸= 0 does not transact in
the revenue-optimal matching. All opportunity paths from bi must lead to buyers with weakly higher
values. If not, transactions can change along the opportunity path, resulting in a matching with strictly
larger weight. This contradicts with the first welfare theorem of competitive equilibrium.
If there is a non-transacting seller sj in the revenue-optimal matching, then adding the edge (bi, sj)

strictly increases revenue. All buyers with opportunity paths previously ending at sj paid a price zero as
seller sj did not transact; after the addition of this edge, they pay price vi > 0, leading to a strict increase
in revenue.
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If all sellers transact in the revenue-optimal matching, let bk be the transacting buyer with the smallest
valuation and suppose that they currently transact with seller sℓ. As the revenue-optimal matching is
assumed not to be welfare optimal, wemust have that vk < vi. By adding the edge (bi, sℓ), revenue again
strictly increases. All buyers with opportunity paths previously leading to sℓ must pay a weakly higher
price now, since vi > vk and all opportunity paths from bi lead to buyers with weakly higher values. In
addition, we obtain revenue vi from the edge (bi, sℓ) and lose revenue atmost vk < vi from the exclusion
of edge (bk, sℓ), in the event that this was a platform edge. Thus, this leads to a strict increase in revenue.
In either case, there exists a modification to the revenue-optimal matching that yields strictly higher

revenue, concluding the proof.
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7 Discussion

We have studied the incentives facing platforms when facilitating transactions between buyers and
sellers, modeled by a bipartite buyer-seller network in which the platform can choose to add new links,
introducing buyers to sellers. The general problem of maximizing platform revenue is computationally
hard, even under restrictive structural assumptions. By imposing additional structure, we give poly-time
algorithms for special classes of markets, establishing a frontier of tractability.
We also examine the relationship between social welfare and platform revenue, giving modest revenue

and welfare guarantees in general markets and significantly stronger guarantees in homogeneous-goods
markets. Our approximation algorithms for revenue guarantee significant welfare in the process, provid-
ing one potential avenue through which a platform can both approximately maximize its revenue while
also benefiting the users of the platform. Overall, our revenue and welfare results suggest that even in the
presence of strategic platform behavior, the negative consequences on social welfare are limited, provid-
ing some assurance for regulators concerned with the welfare of platform users. Furthermore, we conjec-
ture that our price of revenue-maximization results are quite loose, which would provide even stronger
guarantees on social welfare under optimal platform behavior. Strengthening these welfare guarantees
represents one of many interesting directions for future work.

Filling in theGaps. While the results in this thesis answermanyquestions about the platformproblem,
there are still many open questions that remain. With regards to computational complexity results, while
we roughly characterize the frontier of tractability for the platform problem, the results presented in this
thesis still fail to characterize the complexity of some intermediate classes of markets. For example, is it
possible to exactly maximize revenue in homogeneous-goods markets in polynomial time?
Beyond characterizing the complexity of precise revenue maximization, hardness of approximation

resultswould also beof interest. In theprofit-maximizing envy-free pricing literature, Briest [Br08] showed
that it is NP-hard to approximate the optimal revenue to within a factor of O(logϵ(n)), where n is the
number of buyers, in unit-demand markets. Given the success in translating hardness results from the
envy-free pricing literature to our setting, it is natural to ask whether these hardness of approximation
results might also be portable to the platform problem.1

1To the best of our knowledge, the existing reductions from the envy-free pricing literature proving hardness of approxima-
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With regards to the guarantees we present for revenue and welfare, there are a number of outstanding
questions. While we provide a logarithmic approximation to optimal revenue in inefficient markets, we
do not yet know whether this is close to optimal – in this vein, hardness of approximation results would
be welcome. Moreover, while more efficient markets may be of less economic interest, it is still an open
question whether similar, or perhaps weaker, revenue guarantees could be given in fully general market
settings.
Finally, the current gap between the lower and upper bounds for the effect of platform self interest on

welfare (the price of revenuemaximization or PRM) is still quite large: 2 vsHmin(n,m). We conjecture that
PRM = 2 in general markets, having found no worse examples despite extensive simulation. Without
a clearer understanding of the structure of revenue-optimal matchings, getting a tighter handle on the
PRM is difficult. Closing this gap has important consequences for the impact of platforms on social
welfare and might thus be of practical concern as well.

Extending the Model. Beyond filling in the gaps in our knowledge of our current version of the plat-
form problem, there are many interesting extensions to the model that are natural to consider. For one,
our model assumes a full information setting, with both valuations and world edges known to the plat-
form. In reality, platforms only have partial information. While it is extending our model directly to
a Bayesian setting is difficult, adapting our model to incorporate potential platform uncertainty about
buyer valuations and world edges may more accurately capture real-world markets. Similarly, we are in-
terested in extending our model to capture more complex buyers and sellers beyond the unit-supply and
unit-demand case – similar to those models presented in Banerjee et al. [Ba+17] and Birge et al. [Bi+21].
Perhaps most notably, our current model largely ignores the incentives facing the sellers using the plat-

form, ignoring the fact that the platform’s revenue comes from the sellers’ transaction prices and assum-
ing that sellers are locked in to the platform. In reality, sellers may choose to leave and transact with
buyers off the platform if the fees are too high, something considered in more depth by Eden, Ma, and
Parkes [EdMaPa23]. These incentives may fundamentally alter the ways in which the platform approaches
the matching problem. To take one example, if we considered only market outcomes that lied in the core
– that is, outcomes in which no coalition of buyers and sellers could leave the platform and yield a Pareto
improvement – then the platform could no longer monopolize existing world welfare, and its revenue
would be bounded above by the welfare it adds to the existing world graph. Modeling these incentives
and understanding which of our results still hold in this new setting, while potentially complex, is an
important open question.

tion fail to carry over to our setting, requiring an exponential number of dummy buyers to go through.
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A Proof of Theorem 6.4

Here, we provide the proof of the following theorem, giving a min{n,m} approximation algorithm
for revenue in general homogeneous-goods markets.

Theorem 6.4
In homogeneous-goods markets, there exists a polynomial time algorithm that yields a min{n,m}-
approximation of the ideal revenue.

In order to guarantee this approximation ratio, we consider a buyer-seller pair (bi, sj) and aim to find
themaximum possible revenue the platform could extract from the single transaction between these two
agents. Asking this samequestion for all possible pairs, we are guaranteed toobtain themaximumpossible
revenue the platform could attain from any single transaction. As there at most min{n,m} transactions
conducted via the platform, being able to achieve this maximum transaction in polynomial time would
prove Theorem 6.4.
We begin by noting that we can restrict our attention to transactions involving buyers among those

with the top min{n,m} highest valuations.

Lemma A.1
Up to ties, the buyer-seller pair (bi, sj) from which the platform can extract the maximum revenue
always involves a buyer among those with the top min{n,m} highest valuations. Additionally, the
maximum revenue is either zero or at least vmin{n,m}, where this is themin{n,m}th largest valuation.

Proof. The statement is trivial ifm ≥ n. Otherwise, if n > m, then either the topm buyers already
have all possible world edges, in which case we can extract 0 revenue from the market or there exists a
buyer among the topm buyers that is missing at least one world edge. In this case, we can add this as a
platform edge and match off the remaining topm− 1 buyers, guaranteeing us a revenue of at least v(m),
where this is the mth largest valuation. As we can extract at most vi from buyer bi, it follows that the
revenue-optimal pair (bi, sj)must include one of the topm buyers.
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We will show that the maximum price for a (bi, sj) pair is closely connected to the notion of Hall
violators, most notable for their use in matching theory [LoPl09].

Definition A.2 (Hall violator).A set Bv of buyers is a Hall violator if |Bv| > |N(Bv)|, where
N(Bv) is the set of sellers connected to any buyer inBv via a world edge.

Next, we state the relationship betweenHall violators and themaximumprice attainable from a buyer-
seller pair. Let B̃ denote the set of buyers who have one of the topmin{n,m} valuations. Let v(min{n,m})

denote the min{n,m}th largest valuation. By Lemma

Lemma A.3
Consider a buyer-seller pair (bi, sj), where bi ∈ B̃ is not connected to sj via a world edge. There
exists a set of platform edges the platform can add such that sj sells to bi at a positive price k ≥
v(min{n,m}) if and only if bi belongs to aHall violatorBvi ⊆ B̃ forG−j = (S \ {sj}∪ B̃, E)where
k ≤ minbi∈Bvi

vi.

Proof. Suppose there exists a set of platform edges such that bi transacts with sj at a positive price k ≥
v(min{n,m}). Consider the set of all buyers reachable via an alternating/opportunity path from bi. As
k > 0, this set of buyers Bvi forms a Hall violator in G−j ; otherwise, there would be an opportunity
path from bi to an unsold item. Additionally, sj transacts at price minb∈Bvi

v(b) by Theorem 2.13. Since
k ≥ v(min{n,m}),Bvi cannot contain any buyers outside of B̃.
Now, suppose we have some Hall violatorBvi ⊆ B̃ ofG−j that includes bi, where k ≤ minbi∈Bvi

vi.
We claim that the platform can add edgesEP and induce platform graphGP = (S ∪B,E ∪EP ) such
that in the max weight matching:

• Sellers inNGP
(Bvi) all transact.

• The sellers inNGP
(Bvi) only transact with the buyers inBvi \ bi.

• sj transacts with bi.

Consider the graphG−j . Aswehave aHall violatorBvi ⊆ B̃ of this graph, it follows that |NG−j(Bvi)| <
|Bvi| =⇒ |NG−j(Bvi)| ≤ |Bvi \ {bi}|. Note that any matching that perfectly matches the top
min{m,n} buyers to the top min{m,n} sellers is a maximumweight matching.
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Thus, we add the following set of platform edges: connect bi to sj , connect the largest |NG−j(Bvi)|
buyers inBvi \ {bi} toNG−j(Bvi), and connect any extra buyers in B̃ arbitrarily to the remaining sellers
not inNG−j(Bvi). We can then arbitrarily break ties in favor of themaxweightmatching thatmatches bi
with sj , that matchesNG−j(Bvi) with the buyers inBvi \ {bi}, and that matches the rest of the buyers
in B̃ arbitrarily to sellers such that everyone in B̃ transacts. Note that this matching does indeed match
the top |S| buyers to the top |S| sellers, so it must be a maximumweight matching.
By construction, since bi ∈ Bvi andNG(Bvi) only transacts with the largest buyers inBvi, it follows

that the minimum opportunity path must point to a buyer inBvi and the price is thus bounded below
by minbi∈Bvi

vi ≥ k.

As a subroutine that will be used in our final algorithm, we show that we can efficiently decide, given
a graph G, whether there exists a Hall violator containing a buyer b. To begin, we define the following
graph-theoretic problems.

DefinitionA.4 (vertexHall violator problem).Given a bipartite graphG = (B∪S,E) and a vertex
b ∈ B, is there a Hall violator that contains b?

Definition A.5 (max-difference Hall violator problem).Given a bipartite graphG = (B ∪ S,E)

and a positive integer k, is there a Hall violatorBv ⊂ B such that |Bv| − |NG(Bv)| ≥ k?

Lemma A.6
There is a polynomial time reduction from the vertex Hall violator problem to the max-difference
Hall violator problem.

Proof. We show that the vertex Hall violator problem can be reduced in polynomial time to the max-
difference Hall violator problem. Given an instance (G, b) of the vertex Hall violator problem, letG′ =

(B \ {b} ∪ S \ {NG(b)}, E) and k = |NG(b)|. Then, solve the max-difference Hall violator problem
on the instance (G′, k). If there is a yes-certificate Bv ⊆ B \ {b} for the max-difference Hall violator
problem, thenBv ∪ {b} is a Hall violator that includes b inG. This is because by the yes-certificate

|Bv| − |NG′(Bv)| ≥ k = |NG(b)|
|Bv ∪ {b}| − 1 ≥ |NG′(Bv)|+ |NG(b)| = |NG(Bv ∪ {b})|
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If (G′, k) is a no-instance of the max-difference Hall violator problem, then there does not exist a Hall
violator that contains b inG. Otherwise, ifBv ∪ {b}, b /∈ Bv were such a Hall violator, then

|Bv ∪ {b}| − 1 ≥ |NG(Bv ∪ {b})| = |NG′(Bv)|+ |NG(b)|
|Bv| − |NG′(Bv)| ≥ |NG(b)| = k

which contradicts with (G′, k) being a no-instance.

Finding the maximum-difference Hall violator is closely related to the notion of the deficiency of a
graph, defined below.

Definition A.7.Define the deficiency of a subset Bv as def(Bv) = max (|Bv| − |NG(Bv)|, 0).
Similarly, define the deficiency ofB as def(G;B) = maxBv⊆B def(Bv).

For bipartite graphs, we have the following well-known fact about the deficiency of a graphG.

Lemma A.8
Letm be the size of the maximum-matching onG. Then

def(G;B) = |B| −m

Moreover, one can find the subset of maximum deficiency in polynomial time.

Theorem A.9
There is a polynomial-time algorithm to find the max-difference Hall violator (or equivalently, the
subset ofB with maximum deficiency).

Proof. Note that finding the max-difference Hall violator is precisely equivalent to finding the subset of
maximum deficiency. Start with a maximum matching M on G, and let Bunmatched be the subset of
vertices in B that are not saturated byM . If Bunmatched = ∅ then Hall theorem says there are no Hall
violator. So we only consider Bunmatched ̸= ∅. Let Bmax be the set of all vertices that are reachable via
an alternating path fromBunmatched.

76



A Proof of Theorem 6.4

We claim that the setNG(Bmax) is fully saturated byM . Consider any s ∈ NG(Bmax). By construc-
tion, s is reachable from some unmatched vertex via an alternating path. If s were not saturated byM ,
this would represent an augmenting path, which is a contradiction sinceM is maximal.
Additionally, we have that every s ∈ NG(Bmax) is matched to a vertex in Bmax, again by construc-

tion ofBmax by the opportunity path. Thus, there is a bijection between matched vertices inBmax and
NG(Bmax), so by LemmaA.8, it follows that |Bmax|− |NG(Bmax)| = |Bunmatched| = def(G;B), and
Bmax is the max-difference Hall violator.

As a corollary of Lemma A.6 and Lemma A, we can solve the vertex Hall violator problem in polyno-
mial time.

Corollary A.10
The vertex Hall violator problem can be solved in polynomial time.

Proof. ByLemmaA.6, the vertexHall violator problem canbe reduced to themax-difference hall violator
problem, which can be solved in polynomial time using the algorithm described in Lemma A.

Finally, we have all the tools necessary to conclude the proof of Theorem 6.4. We restate the theorem,
along with the proof below.

Theorem A.11
In homogeneous-goods markets, given a buyer-seller pair (bi, sj) not connected via a world edge,
with bi ∈ B̃, we can find the set of platform edges that maximizes the revenue generated from this
pair in polynomial time.

Proof. By Lemma A.3, we simply need to find the Hall violator Bvi ⊆ B̃ containing bi of G−j =

(S \ {sj} ∪ B̃, E) that maximizes the minimum valuation among all buyers inBvi.
Note that sj sells to bi at one of |B̃| prices. To find the max revenue, we can simply check these candi-

date prices by iteratively checking if there is a Hall violatorBvi forG−j = (S \ {sj} ∪ B̃, E) such that
bi ∈ Bvi, removing the lowest-value bidders from the graph at each round.
That is, we look for a Hall violator containing bi, allowing all buyers in B̃ to be used. We repeat this

process, allowing all buyers except for b(m) to be used. Next, we allow all buyers except for b(m), b(m−1) to
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be used, continually removing the buyers with the smallest values until no suchHall violator exists. Note
that this will indeed find us the Hall violator that includes bi with optimal maximin value.
After finding the Hall violator with the optimal maximin value, the second statement of Lemma A.3

gives a way to construct platform edges to sell sj to bi at such price, concluding the proof.

Theorem 6.4
In homogeneous-goods markets, there exists a polynomial time algorithm that yields a min{n,m}-
approximation of the ideal revenue.

Proof. The revenue optimal platform matching has at most min{n,m} edges that transact. One of the
edges will generate more than 1

min{n,m} . By Theorem A.11, the platform can iterate through all buyer-
seller pairs (bi, sj) and check for themaximumrevenue attainable from this pair. The best pair guarantees
a 1
min{n,m} -fraction of the optimal revenue.
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