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Large Language Models
Abstract

Large language models (LLMs) are the technological revolution of

the decade, yet the mechanisms behind how they were developed or

how they work fundamentally are often misunderstood by the

public—and even debated among AI researchers and industry

leaders—despite their popularity. As a result, for many individuals,

these models have become unexplainable black boxes, which can lead

to misuse or over-reliance on LLMs as people fail to grasp how they

work or what their current limitations are. Due to a dramatic increase

in AI discussion over the last five years, there is also the problem of

information overload. There are many resources on AI from academic

papers, blogs, news articles, and more that cover many different topics

in a vast literature, but few unify these ideas into a coherent

framework that explains how modern LLMs are built and trained.

Many resources are also inaccessible and assume deep background

knowledge, or focus on narrow implementation-level and

mathematical details. This thesis is a structured, theoretical

introduction to large language models that aims to combine theory

with intuitive explanations and bridge the gap between understanding

AI and its usage.
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1
Introduction

In the Harry Potter prequel Fantastic Beasts and Where to Find
Them, Newt Scamander is a British wizard and “magizoologist” who
authors a book (of the same title as the movie) that documents
characteristics of magical creatures found in the wizarding world. The
title of our book is a wordplay based on the title of the movie, as
Large language models (LLMs) have become the fantastic beasts of
our world. Although most people have likely heard of the terms
“Large language model”, “artificial intelligence”, or “machine
learning” over the last 5 years, many people do not understand the
fundamentals behind these models and are unsure what exactly these
technologies are or how they function. As a result, LLMs are often
referred to as “black boxes”: people typically understand these models
as advanced chatbots that can answer a user’s questions or
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instructions, but have no knowledge of the internal mechanisms
behind these systems. Even among those who understand the
fundamentals of these models in the AI research community, there is
still disagreement on what makes these models so fantastic and
powerful.

We are in the middle of an AI revolution. Before 2020, you would
have found few people who had heard of a language model or machine
learning, and many people would think of AI in the context of killer
robot movies such as The Terminator or Age of Ultron. Now, it is
difficult for many to go through a day without seeing news regarding
AI or hearing about the concept from their family, friends, and
colleagues. ChatGPT, the bleeding-edge large language model that
most of the readers of this book have probably interacted with, has
grown from 1 million users in November 2022 to over 400 million users
as of February 2025. AI has become integrated into everyday life in
the same way search engines became prominent in the 90s and 2000s.
The term GPT has become so widely used that some use it as a
verb—as in “I am going to GPT my paper”—like Google (which itself
has been integrated with the LLM Gemini). Furthermore, a large
amount of money and resources has been committed to spur AI
innovation, especially in the private sector. In 2024, U.S. AI startups
raised $97 billion in total, capturing nearly 50% of all venture capital
funding. AI companies are also scaling quickly; for instance, top AI
research companies like OpenAI (valued at $157 billion) and
Anthropic (valued at $61 billion) were founded in 2015 and 2021,
respectively.

In casual discussions on these trending topics, concepts such as
machine learning, AI, Large language models, and even ChatGPT
have been referenced interchangeably. While these concepts do relate
to each other, there are technical differences between them that we
will clarify. AI is a field of research in computer science that studies
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the capability of computational systems to resemble human
intelligence and perform tasks such as learning, problem-solving, and
decision-making. Machine learning is a subfield of AI that focuses on
the development of statistical algorithms that learn patterns from
data to generalize to unseen data and perform tasks without explicit
instructions. Models such as ChatGPT are the systems that are built
from the concepts and findings in these fields.

In the first few chapters, we will cover the fundamentals of machine
learning and reinforcement learning, which offer a class of algorithms
and techniques that are used to build large-scale AI models. Then,
after building this foundational knowledge, we will focus on the theory
for building models in the language setting, and then discuss the
training and fine-tuning in LLMs. Ultimately, the book is structured
such that it resembles the learning process of a language model: we’ll
start by covering the basic building blocks for these models, and then
fine-tune this knowledge for a particular application of AI.

As a prerequisite, we will assume that readers have a working
knowledge of probability, statistics, and linear algebra at the level of
an introductory undergraduate course and that readers are familiar
with standard proof techniques.

The key concepts from this book can be summarized as follows:

1. Machine learning models are function representations. Models
represent functions (or mappings) that take some input x and
produce an output y. In situations where we would like to apply
ML, we will assume that there is some unknown function f that
represents the true relationship between x and y. The goal is to
find the closest estimate or approximation of f (which we call
the learning process).

2. Functions are represented as parameters. Functions can be
represented as a set of parameters θ (also known as weights).
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For instance, take the simple functions f(x) = mx+ b or
f(x) = ax2 + bx+ c. The coefficients m, b, a, and c are
parameters that determine the exact function we are
considering. Then, assuming that θ is the actual parameter that
represents the relationship between x and y, we aim to find an
adequate estimate.

3. Model training techniques can follow from human intuition. In
this book, we will see that many techniques for developing AI
will follow intuitively from principles of human behavior, and
not just from rigorous math and statistics.

4. AI is the combination of different methods. Machine learning
and reinforcement learning methods have been combined to
train better and more capable AI.

4



2
Machine Learning

In this chapter, we will cover the fundamentals of machine learning
(ML). Although the term machine learning has become nearly
synonymous with artificial intelligence in popular media, ML formally
refers to the study of algorithms that learn statistical patterns and
relationships from data to perform specific tasks such as prediction
and classification.

ML algorithms generally fall into two categories: supervised
learning and unsupervised learning. In supervised learning, we will
assume we are given a labeled dataset of pairs (x, y), and the goal is
to model a relationship between y and x. In unsupervised learning, we
aim to uncover a pattern or structure from an unlabeled dataset
consisting of data points x1, ..., xN .

The machine refers to the algorithm we construct to perform a
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task: some example applications include speech recognition, image
classification, and recommendation systems. As mentioned in Chapter
1, a major theme in this book is the concept of parameterization:
functions or models can be represented in terms of a set of parameters
that we call θ, which reflect the dynamics of the setting we are
interested in. When building machine learning models, the actual
parameter set θ for the optimal model is unknown. Learning
specifically refers to the process (typically solving an optimization
problem) of finding a suitable estimate for θ, θ̂, using the data that we
have.

2.1 Supervised Learning

Definition 2.1.1 (Supervised Learning). In the supervised learning
setting, we assume we have a dataset D consisting of N pairs
{(xi, yi)}Ni=1 where the xi are d-dimensional vectors called features or
predictors and the yi are labels or target variables from some label set
C. The data can be represented in matrix form as a pair (X,y) where
X ∈ RN×d (a N × d matrix) and y ∈ CN .

We assume the data D was sampled from some unknown joint
distribution of (X,Y ). The goal of supervised learning is to learn a
function f : Rd → C such that for an (x, y) drawn from the joint
distribution, we can predict y from f(x) with high probability

f(x) = argmax
y

ρ(y|x)

Note that f as defined here is unknown and is the true function
that captures the relationship between x and y. In practice, we wish
to construct the best possible approximation or estimate for f , that
we denote as f̂ .

In many settings, we will assume that the relationship between x
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and y is as follows:
y = f(x) + ϵ

where ϵ is a random variable representing noise, which captures the
idea that there is some imperfection in real-world data (e.g. due to
measurement imprecision, human errors, etc.) that obscures the
relationship between x and y.

Definition 2.1.2 (Regression). Regression is a supervised learning
problem where the labels y are continuous variables (C = R).

Definition 2.1.3 (Classification). Classification is a supervised
learning problem where the labels are K classes or categories
{1, ..., K}. The simplest of the classification problems is binary
classification where K = 2 (or the labels are taken to be 0 or 1).

Models

How do we choose f̂? The initial search space for f encompasses all
functions that take inputs from Rd → C. To narrow the search space,
we make some assumptions about the data by selecting a machine
learning model.

You have most likely heard of machine learning models such as
linear regression and neural networks. Fundamentally, these models
represent a function class F from which we hypothesize f comes from,
and we aim to choose the f̂ ∈ F that best approximates f .

Definition 2.1.4 (Parameters). In machine learning, we often
assume that f can be represented in terms of some set of parameters
θ. Then, finding f̂ is equivalent to finding the parameters θ̂ (also
known as weights) that best estimate θ.

Definition 2.1.5 (Parametric vs. Non-Parametric). A model is
called parametric if θ is finite. A model is non-parametric if θ is
infinite dimensional.
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After we choose a model or function class F , we then wish to
choose the best estimate f̂ from the class. This step in the machine
learning process is known as training or learning. To choose the best
model, we evaluate each candidate f̂ by a metric, the loss function.

Definition 2.1.6 (Loss Function). For a data point (x, y) and
function f̂ , a loss function ℓ : C × C → R evaluates how far off the
estimate f̂(x) is from y.

Given a training dataset of N samples {(xi, yi)}Ni=1, we define the
training loss (also known as empirical risk) as the average loss in the
training data

Ltrain(f̂) =
1

N

N∑
i=1

ℓ(f̂(xi), yi)

Then, intuitively, we can choose f̂ to be the function in F that
minimizes the training loss, which turns training into the following
optimization problem:

f̂ = argmin
f
L(f)

Or representing f in terms of θ, we find

θ̂ = argmin
θ
L(θ) = argmin

θ

1

N

N∑
i=1

ℓ(f̂θ(xi), yi)

If f is convex with respect to θ, then by first-order conditions, we
can find the θ such that

∇θL(θ) = 0

However, in practice, the solution to the equation above is not
tractable, so we instead use a numerical or iterative algorithm such as
gradient descent to approximate a solution.

With optimization problems, we can also have constraints to the
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objective. For example, if θ is a vector in Rd, rather than consider all
possible vectors in the domain, we may look to optimize over a
particular subset of candidate vectors where ||θ|| ≤ c (the norm of θ is
less than some chosen constant c).

Definition 2.1.7 (Gradient Descent). Gradient descent is an
iterative algorithm used to find a solution to the following
optimization problem:

x∗ = argmin
x

f(x)

where f is some differentiable function. Starting from some initial
guess x0, for T iterations, we perform the following update:

xt+1 = xt − ηt∇f(xt)

where ηt is known as the step size, or in the machine learning context,
the learning rate.

Gradient descent is one of many optimization methods. Some
popular alternatives include stochastic gradient descent and
Adaptive Moment Estimation (Adam).

Example 2.1.1 (Mean Absolute Error). The mean absolute error
(MAE) is the average absolute difference between the predicted and
actual values.

L(f̂) = 1

N

N∑
i=1

|yi − f̂(xi)|

Example 2.1.2 (Mean Squared Error). The mean squared error
(MSE) is the average of the squared differences between the predicted
and actual values.

L(f̂) = 1

N

N∑
i=1

(yi − f̂(xi))
2
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MSE is one of the most popular loss functions used in machine
learning problems. It is preferred over MAE as it makes the
optimization problem easier to solve analytically, since it is easier to
differentiate a squared function than an absolute value function,
which is not differentiable at zero.

Example 2.1.3 (Cross-Entropy Loss). Cross-Entropy loss is used
often for classification problems. It is defined such that the loss
decreases when the predicted probability approaches the true label.

L(f̂) = − 1

N

N∑
i=1

yi · log(f̂(xi))

Testing and Evaluation

After we train the model and find a θ̂ and f̂θ that minimizes training
loss, we then evaluate the performance of the trained model outside
the training dataset. So, we could then collect another dataset Dtest

by drawing additional samples from the joint distribution of (X,Y ),
and then compute the test loss.

Definition 2.1.8 (Test Loss). Test loss is defined identically to
training loss, but the loss is taken over the samples {(xi, yi)}Ntest

i=1 in
Dtest, which were not used to compute f̂ in training:

Ltest(f̂) =
1

Ntest

Ntest∑
i=1

ℓ(f̂(xi), yi)

When a model performs well on the training set, but performs
poorly on the test set, we call this phenomenon overfitting. The goal
of machine learning is to train models that perform well on the
training set and also generalize well on test sets that were not seen
during training.
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Remark 2.1.1 (Model Evaluation). Though we will not explicitly
cover other methods of model evaluation other than loss, there are
several other metrics used to evaluate machine learning models such
as accuracy, R2, AUC-ROC, F1-Score, etc.

Definition 2.1.9 (Bias-Variance Tradeoff). In statistics, for a
parameter θ, we say the bias of an estimator is mathematically
bias(θ̂) = E(θ̂)− θ. Suppose we collect multiple samples D1, ...,Dn

and for each dataset, we train a model with parameters θ̂1, ..., θ̂n on
each of the datasets, respectively. Ideally, we would like the estimate
θ̂ to be unbiased, bias(θ̂) = 0, so that θ̂ in expectation is equal to the
true parameter θ. Note that bias, in a statistical sense, does not relate
to societal or ethical bias, but rather if the estimate captures the true
relationship from the data.

In the machine learning context, the bias captures the error in the
assumptions we make when we select a machine learning model. All
ML models make assumptions about the distribution the sample
dataset D came from. If the assumptions about the data are wrong,
then we should expect the model to have high bias.

The variance is Var(θ̂), which indicates how much the estimates
vary across different training samples D1,D2, ...,Dn. If variance is high
for the estimate, then this means the model may not generalize to
other test sets (i.e. the model overfits to the particular training set).

The bias-variance tradeoff illustrates that when selecting a machine
learning model, there is a tradeoff between minimizing bias and
minimizing variance. For instance, more sophisticated models with a
large number of parameters (such as neural networks which we will
cover later in the chapter) tend to have low bias but at the same time
can be prone to having high variance and overfitting.

Suppose we have model f̂ . Its mean squared error (used to measure
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the model’s performance) is

MSE ≡ ED

[
(y − f̂(x))2

]
where (x, y) are random variables representing data that comes from
D. We then have the bias-variance decomposition, which states

ED

[(
y − f̂(x)

)2]
=
(
ED[f̂(x)]− f ∗(x)

)2
+ED

[(
f̂(x)− ED[f̂(x)]

)2]
+σ2

where the first term is the bias of f̂ squared, the second term is the
variance of f̂ , and the third term accounts for noise (known as
irreducible error).

Definition 2.1.10 (Train-Test Split). In the real world, collecting
new datasets can be difficult. So, given an initial dataset D, we
usually perform a train-test split, where we randomly partition the N

samples in D into two groups. We call the group used for training
Dtrain and the group used for testing Dtest. Typically, we will use most
of the original dataset for training (60-80%).

Definition 2.1.11 (Cross-Validation). Cross-Validation (CV) is a
technique used to assess how well a model generalizes to unseen data.

The common approach for CV is to perform K-fold
Cross-Validation:

1. Partition the dataset D into K subsets (or folds) D1, ...,DK .

2. Train the model f̂i on K − 1 of the datasets combined (leaving
the dataset Di out).

3. Evaluate f̂ on the dataset that was left out Di (e.g. find test
loss), which is called the validation set.

4. Repeat steps 2-3 for each fold.
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5. Average the validation performance across all K folds to
measure how well the model generalizes to different sets.

Definition 2.1.12 (Regularization). To overcome overfitting, it is a
common practice to add a penalty term to the loss function so that
the objective becomes

minθ
1

N

N∑
i=1

ℓ(fθ(xi), yi) + λR(θ) = min
θ
L(θ) + λR(θ)

where θ is a chosen parameter to control the weight of the
regularization term. R is a function of θ (that is usually chosen to be
an increasing function) that penalizes f̂θ as it becomes more complex.

Some common examples of regularization used include L2
regularization (which in the regression context is called Ridge
regression) where

R(θ) = ||θ||22 =
∑
j

θ2j

and L1 regularization (Lasso Regression) where

R(θ) = ||θ||1 =
∑
j

|θj|

Example 2.1.4 (Overfitting). Suppose that we have a training
dataset D = {((xi, yi)}Ni=1 where xi, yi ∈ R such that the data comes
from a distribution where

y = f(x) + ϵ

and f is some linear function and ϵ ∼ N (0, σ2).
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Figure 2.1.1: Data points generated from a linear function applied with
Gaussian noise.

From the training data, we decide to train two models, one linear f̂ℓ

and one high-order polynomial f̂p based on the observations from the
training samples. As shown in Figure 2.1.1, f̂p fits to the training
data points well, so Ltrain(f̂p) is close to 0. However, if we were to
draw another sample from the distribution to use as test data, f̂ℓ
would likely generalize better to this sample (have lower test loss), as
the true relationship between x and y is linear.

The key idea behind overfitting is that given a training sample, we
could increase the complexity of the model (e.g. go from linear to
quadratic or cubic, or use functions like sine, several compositions of
functions, or even piecewise) such that the trained model fits to the
training data perfectly. However, this leads to model misspecification,
where the function class that we hypothesize FH based on the
training data is not actually close to the true function class F that
captures the relationship of the data.

Example 2.1.5 (Feature Engineering and Scaling). When
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performing data processing before a model is trained on a dataset, it
is common practice to apply a transformation that scales the features
of a data point x ∈ Rd.

For instance, many ML methods might use some distance metric to
compare one data point x1 to another x2, which would result in the
model becoming biased toward features with larger scales. For
example, suppose you are training a classifier that partitions
individuals into different groups based on health, and two of the
features are resting heart rate and respiratory rate per minute. A
human heart rate typically falls between 60 and 100 beats per minute
while the respiratory rate falls between 12 and 18 breaths per minute.
As a result, if we leave these features unchanged, heart rate would
mathematically have a larger impact on the distance between two
points than the respiratory rate. As a result, the model could place
higher weight on heart rate than respiratory rate for the prediction,
which may not actually be true in practice.

An example approach is Normalization, where all the features are
constrained within a range (e.g. [0, 1] or [−1, 1]). Given a dataset
{(xi, yi)}Ni=1, for each data point xi, we scale each feature xij using
Min-Max scaling:

xij =
xij −minj′ xij′

maxj′ xij′ −minj′ xij′

Alternatively, if we represent the data in matrix form X ∈ RN×d, we
transform each column by subtracting it by a vector where all of its
entries are that column’s minimum value, and then scale the resulting
vector by the difference of the maximum column value and minimum
column value.

A second approach is to use Standardization and transform the
features such that the mean of each feature is 0 and the standard
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deviation is 1. For each column Xj in X,

Xj − µj

σj

where µj is a vector where the entries are the mean of the column and
σj is the standard deviation of the entries in the column.

Examples

Example 2.1.6 (Linear Regression). Suppose we are given a dataset
D = {(xi, yi)}Ni=1 where the xi ∈ Rd and yi ∈ R. In linear regression,
we assume that there exists a linear relationship between the target
variables y and the feature variables x, so we take the function class
F to be the set of functions linear in x. Precisely, we say

yi = f(xi) + ϵi

where f ∈ F and ϵi is a random variable to capture noise.
In the common form of linear regression, known as Gaussian linear

regression, we assume that ϵi is Normal with mean 0 and variance σ2
i .

Equivalently, by the location-scale properties of the Normal
distribution, this means we take the conditional distribution of Yi

given Xi = xi to be Normal with mean f(xi) and variance σ2
i .

We will represent f by a set of parameters θ = (θ0, ..., θd) where

fθ(xi) = θ0 + θ1xi1 + ...+ θdxid = θ⊤xi

where xi = [1 xi] ∈ Rd+1. Note that xi is equivalent to xi, but we add
1 as a feature to add a bias or intercept term.
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Then, suppose we use MSE as the loss function, so we find

θ̂ = argmin
θ
L(θ) = argmin

θ

1

N

N∑
i=1

(yi − fθ(xi))
2

We can then solve the above optimization problem by using an
optimization technique such as Gradient Descent. Linear regression
does have a closed solution, so we can solve for θ̂ directly.

To use more compact notation, we use linear algebra. Let y ∈ RN

be a vector containing the yi and X be a N × (d+ 1) matrix where
each row is xi. Then, we have

L(θ) = 1

N
||y −Xθ||2

The function above is convex (which can be proven using second-order
conditions or properties of convex functions). We can then use
first-order conditions (set the gradient to 0 and solve for θ̂ as the
minimum).

∇θL(θ) =
2

N
X⊤(y −Xθ)

X⊤y −X⊤Xθ̂ = 0

θ̂ = (X⊤X)−1X⊤y

Though in the standard form of linear regression introduced above,
we assume F only consists of linear functions, we can transform the
original features x to model more complex function relationships. To
do this, we can use basis functions defined as ϕ = (ϕ1, ..., ϕd), where
ϕj : R→ R. Then, we can define f as

fθ(ϕ(xi)) = θ⊤ϕ(xi)

For instance, assume xi ∈ R3 (so 2 features with an additional 1 for
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the bias term), and ϕ = (f1, f2, f3) where fi(x) = xi−1. Then F
consists of the functions of the form

fθ(xi) = θ0 + θ1xi1 + θ2x
2
i2

Example 2.1.7 (Logistic Regression). In this example, we’ll look at
the Logistic regression model for binary classification. Assume we
have a dataset D = {(xi, yi)}Ni=1 where xi ∈ Rd and yi ∈ {0, 1}. For
instance, the features for a binary classification problem could be the
dimensions of an object, and we could assign 1 for objects that are
mugs and 0 for those that are not mugs.

For classification problems, we are usually interested in not just
classifying a data point x as belonging to a certain class (0 or 1) but
also finding the probability that the data point belongs in the class.
We model this probability as

f(xi) = P (yi = 1|xi, θ) = σ(θ⊤xi)

where xi is as defined in Example 2.1.6 to include a bias term and σ is
the sigmoid function.

σ(x) =
1

1 + e−x

The sigmoid function is used to make sure the estimates are valid
probabilities, as the function is bounded between 0 and 1.

We then can use cross-entropy loss as the loss function

θ̂ = argmin
θ
− 1

N

N∑
i=1

[
yi log σ(θ

⊤xi) + (1− yi) log(1− σ(θ⊤xi))
]

Example 2.1.8 (K-Nearest Neighbors). Linear and Logistic
regression are parametric ML methods where we make explicit
assumptions about the data distribution that D was sampled from.
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K-Nearest Neighbors (KNN) is a non-parametric method where we do
not make as strong assumptions. KNN is a simple ML algorithm
where the key idea is that items that are close together in the feature
space should resemble each other, and thus have similar outputs.

Suppose again that we have a dataset D = {(xi, yi)}Ni=1 and suppose
we let d(a, b) refer to some distance metric between a and b (such as
Euclidean distance or Manhattan distance).

Then, for some arbitrary point x∗ ∈ Rd, consider the distance of x∗

to each point in the dataset as d(x∗, xi). Order these distances and
denote x(1), x(2), ..., x(k) as the K closest points to x∗.

Then for a regression problem, we define

f̂(x∗) =
1

K

K∑
i=1

y(i)

where y(i) is the corresponding target for x(i). In other words, in KNN
regression, the prediction f(x∗) is taken to be the average of the
target values of the k closest points that come from the training
dataset. We can define KNN for classification similarly, except we’ll
classify a point to a group based on majority voting, i.e. assign a
point to a group based on which group is represented the most among
the k closest points.

Note that in the basic case, we take a uniform average, but we can
modify the selection criteria to use a weighted average instead (e.g.
weight the closer points more than the furthest ones).

Remark 2.1.2. Notice that in Example 2.1.8 we did not include a
loss function explicitly, since unlike Linear and Logistic regression, we
do not need to use some sort of optimization technique like gradient
descent. However, when training a KNN model, we will still use some
loss function that represents our objective, as we can adjust
parameters such as the number of neighbors K, the number of
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training samples, and the distance metric. In effect, we still search for
a set of parameters and use a loss function to compare models.
However, rather than using an algorithm like gradient descent to find
suitable parameters, we instead may use trial-and-error, or a more
structured searching method such as grid search.

While KNN is quite simple and makes less strong assumptions
about the data, to make predictions, we must store the entire dataset
which could be computationally expensive. However, for methods like
Linear Regression, once we have found θ, we can make predictions
without looking at the training data.

2.2 Unsupervised Learning

Definition 2.2.1 (Unsupervised Learning). In unsupervised learning,
we assume the dataset D only consists of the feature variables
x1, ..., xN ∈ Rd and the labels are not provided. The goal of
unsupervised learning is to learn some pattern or structure from the
unlabeled dataset.

Definition 2.2.2 (K-Means Clustering). Clustering is the task of
grouping objects such that objects within the same group are more
similar to each other than objects from another group.

K-Means clustering is an example of a clustering algorithm that
partitions a dataset into K distinct, non-overlapping clusters or
groups. Given a dataset D = {x1, . . . , xN} where each xi ∈ Rd, the
goal is to assign each point to one of K clusters such that the
within-cluster sum of squares (WCSS) is minimized

min
C1,...,CK

K∑
k=1

∑
xi∈Ck

∥xi − µk∥2

where Ck is the set of points assigned to cluster k, and µk is the mean
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(centroid) of cluster Ck.
Then the algorithm proceeds as follows:

1. Initialize K cluster centroids µ1, . . . , µK arbitrarily (e.g.
randomly) where K is a chosen hyperparameter.

2. Assign each point xi to the nearest centroid:

ci ← argmin
k
∥xi − µk∥2

3. Recompute each centroid as the mean of its assigned points:

µk ←
1

|Ck|
∑
xi∈Ck

xi

4. Repeat steps 2–3 for some fixed number of iterations or until
the assignments stop changing.

Example 2.2.1 (Dimensionality Reduction). Dimensionality
reduction refers to a class of techniques used to transform data from a
high-dimensional space to a low-dimensional space.

In practice, we may have some dataset D = {x1, ..., xN} with
xj ∈ Rd where the dimensionality d of the feature variables is large,
making computation difficult. Furthermore, in practice, in an initial
dataset we collect, there could be features that are highly correlated,
which would make those features redundant in our analysis.

Thus, in dimensionality reduction, the goal is to learn some
function f̂ : Rd → Rl where l < d to compress the size of the dataset.
A common approach is Principal Component Analysis (PCA), which
combines and transforms correlated features to represent the data as a
set of uncorrelated principal components.

Though dimensionality reduction is an unsupervised learning
technique, it can be used in the supervised learning setting. For data
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{xi, yi}Nj=1 we can first perform dimensionality reduction and train a
function ĝ to compress the feature space, and then perform supervised
learning on the new dataset {ĝ(xi), yi}.

2.3 Neural Networks

Definition 2.3.1 (Neural Network). A neural network (NN) is a
computational model consisting of several units that are used to
represent complex function classes.

The neural network will consist of an input layer, one or more
hidden layers, and a final output layer.

To start off with a simple example, consider the illustration of a
neural network below:

Figure 2.3.1: Diagram of a neural network

The input x is a 2-dimensional vector consisting of the features x1

and x2. We have a single hidden layer consisting of 3 nodes (or
neurons), and then an output layer with a single node.
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In the hidden layer, each zj is taken to be

zj = σ1(bj + w1jx1 + w2jx2)

where the wij represent the weights for node j in the layer, b is a bias
term, and σ1 is an activation function that is applied to the linear
combination of the features. The arrows represent information flow
from one node to the other. If there is an arrow from some node xi to
zj, then zj will include some term wijxi in its calculation.

Then, for the output layer, we have

y = σ2(by + α1z1 + α2z2 + α3z3)

where the αj and by are weights for the single node in the output layer
and σ2 is the activation function for the layer.

The neural network then represents the function

f(x) = σ2(by +
3∑

j=1

αjσ1(bj + w1jx1 + w2jx2))

We can define the parameter vector θ = (b, by, w00, ..., w23, α1, ..., α3)

which we aim to estimate.
Generalizing, for a L-layer network and for each layer l excluding

the input layer, each neuron produces an output

a = σ(z)

where
z = b+

n∑
i=1

wjxj

with b as a bias term, x1, ..., xn as the inputs to the neuron, wj as the
weights associated with the neuron’s inputs, and σ as the activation
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function for the layer.

Definition 2.3.2 (Backpropagation). Backpropagation is an
algorithm used to efficiently compute the gradients of a loss function
with respect to the parameters of a neural network. Based on the
chain rule, we can use backpropagation in combination with an
optimization algorithm such as stochastic gradient descent to update
the weights of the model during training.

Given a neural network with parameters θ and a loss function L(θ)
computed on a dataset, backpropagation consists of two main phases:

1. Forward pass: Compute the outputs of the network layer by
layer and evaluate the loss function.

2. Backward pass: Starting from the output layer, recursively
apply the chain rule to compute the gradients ∂L

∂θ
for each

layer’s parameters.

For a formal specification of Backpropagation, read the 1986 paper
“Learning representations from backpropagating errors” which
introduced the algorithm. [59]

Example 2.3.1 (FeedForward Neural Network). FeedForward NNs
can be thought of as the most basic class of neural networks where
information flows in one direction from the input layer to the output
layer without loops or cycles. In the standard definition, we assume
that a node in one layer connects to all nodes in the next layer.
Figure 2.3.1 is an example of this type of neural network. A neural
network where many connections between neurons are removed is
referred to as sparse.

Definition 2.3.3 (Universal Approximation Theorem). A
feedforward neural network with a single hidden layer containing a
finite number of neurons can approximate any continuous function to
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arbitrary precision, given appropriate parameters and a non-constant,
bounded, and continuous activation function.

The theorem indicates that neural networks are powerful and
expressive models, which can be used to represent any class of
continuous functions F . These properties of neural networks make
neural networks the most popular class of machine learning models
used in settings that are hard to model, such as human speech and
language generation.

Figure 2.3.2: An autoencoder with input and output layer of size 8, 2 hidden
layers of size 6, and a latent space of size 2.

Example 2.3.2 (Autoencoder). An autoencoder is a type of neural
network used in unsupervised learning that consists of an encoder and
a decoder. The encoder transforms the input data into a
lower-dimensional latent representation (i.e. dimensionality
reduction). The decoder then takes inputs from the latent space and
transforms them back into the original input. Thus, the goal when
training an autoencoder is reconstruction. The loss function can then
be defined in terms of the reconstruction error, which represents the
difference between the original input and transformed input. Let f̂θ
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be the trained autoencoder. Then, we can model the objective as

L(θ) = 1

N

N∑
i=1

r(xi, f̂θ(xi))

where r is some metric to compare the reconstructed and original
input (e.g. if r is a function for the squared error, then L(θ) is the
MSE).

In Figure 2.3.2, we have an autoencoder consisting of 5 layers,
where the first 3 layers are the encoder, the middle layer is the latent
space, and the last 3 layers make up the decoder. In addition to f̂θ, we
can treat the encoder and decoder as separate models where the
encoder is a function f̂θe : Rd → Rl where l is the size of the latent
space, and the decoder is the function f̂θd : Rl → Rd. Then, θe are the
parameters of the autoencoder from the nodes in the first 3 layers,
and θd consist of the parameters from the last 3 layers.

You probably noticed that the architecture shown in Figure 2.3.2 is
symmetric. While many autoencoders are symmetric in practice,
there is no requirement for a symmetric design. We can also define
the hidden layers in the encoder and decoder to be non-symmetric.
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3
Reinforcement Learning

In the 1940s, American psychologist B.F. Skinner performed several
experiments in which he trained mice and pigeons to learn specific
behaviors through positive reinforcement. In one particular
experiment, he demonstrated how to teach a pigeon to perform a full
counterclockwise turn. The pigeon was situated in a box with a single
hole to receive food and a light bulb. The pigeon was pre-trained to
look for food in the hole on the flash of a light bulb and the
production of a particular sound, which Skinner could invoke on the
press of a button. Initially, if the pigeon made small turns in the
counterclockwise direction, then Skinner would prompt the pigeon to
look into the hole, which would contain food. However, if the pigeon
stood still or turned in the clockwise direction, then when prompted
to look into the hole, there would be no food provided. Furthermore,
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the pigeon had to continually show progress to receive positive
feedback in the form of food. If the pigeon had recently made a turn
counterclockwise, then it would need to make a larger turn to be
served with food again. After about a minute, the pigeon completed
the full counterclockwise turn.

This experiment illustrates the concept of reinforcement learning:
the pigeon learns a behavior through interacting with an environment
in which it receives a positive signal (food) if it performs an action
and its position is closer to the desired goal. If it performs an action
that deviates from the goal, then it receives no reward or negative
feedback.

Like pigeons, humans can also be reinforcement learners. For
instance, consider how we learn in school. We are given exams, and
then we receive scores as a signal, where a good score reinforces prior
behavior (e.g. time spent studying and studying strategies) and a bad
score suggests that we should take a different action (e.g. study longer
or prepare differently).

Reinforcement learning (RL), as defined in the machine learning
context, works similarly. In the RL setting, we will have some agent
(e.g. like the pigeon and humans mentioned above) that interacts
with an environment. We represent the agent’s position in the
environment through states, and from each state, the agent will take
an action and transition to another state. After taking each action,
they also receive some reward signal. The goal of RL is to train a
policy for the agent—an algorithm that specifies the actions the agent
should take in each state—to maximize the reward signal they collect
from the environment.
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Figure 3.0.1: A standard diagram of the RL setting. On time step t, the
agent is at state st and then performs an action at. The environment returns
a reward Rt to the agent and the next state st+1.

3.1 Markov Decision Processes

Definition 3.1.1 (Markov Chains). Let X0, X1, ... be a sequence of
random variables that take on values in a state space S. This
sequence is a Markov chain if it obeys the Markov property:

P (Xn+1 = j|Xn = i,Xn−1 = xn−1, . . . , X0 = x0) = P (Xn+1 = j|Xn = i)

for i, j, x0, . . . xn−1 ∈ S and n ≥ 0.
The probability P (Xn+1 = j|Xn = i) is called transition probability

from state i to j, and the matrix P where Pij = P (Xn+1 = j|Xn = i)

is the transition matrix of the chain.
In the book, unless otherwise stated, we will assume that Markov

Chains are time-homogeneous: the transition probabilities between
states remain the same regardless of when the transition occurs.

29



S1 S2

S3

0.7

0.4

0.61.0

Figure 3.1.1: A simple Markov chain with three states.

Example 3.1.1 (Markov Chain Example). Figure 3.1.1 is an
illustration of a Markov chain with S = {S1, S2, S3}. An edge from
node i to j indicates that for a one-step transition,

P (Xn = j|Xn−1 = i) = p

where p is the label of the edge. The transition matrix for this
Markov chain is

P =

 0 0.7 0.0

0.4 0 0.6

1.0 0 0


Definition 3.1.2 (Markov Decision Process). A Markov Decision
Process (MDP) is defined as a tuple (S,A, P, R, µ, γ) where

• S is the state space.

• A is the action space.

• P : S ×A → ∆(S) is the transition dynamics. Given a current
state s and an action a the agent takes, P specifies the
distribution for the next state s′ the agent reaches. Notice that
for an MDP, we assume the transition dynamics follow the
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Markov Property. That is, given the most recent action a and
state s, the transition to state s′ is conditionally independent
from all previous states and actions. We use P (s′|s, a) to refer
to the probability of reaching state s′ from taking action a at
state s.

• R : S ×A → R is the reward model. For a given state s and
action a, the agent receives a reward signal from the
environment.

• µ is the distribution over the initial state of the process.

• γ ∈ [0, 1] is a discount factor that is applied to the agent’s
rewards at each step in the process. Note that the discount
factor can be defined to be dependent on the time t as γt. The
discount factor is used to reflect an agent’s preference for
immediate rewards over future ones. It also allows for
mathematical convenience, as if γ < 1, the total reward the
agent collects remains bounded.

Sometimes an MDP is defined to have a time horizon H, such that
the process ends after H time steps. These MDPs are called
finite horizon MDPs. For finite horizon MDPs, we typically take
γ = 1, since the time horizon H already indicates the agent’s
preference for rewards they collect now rather than later.

MDPs without a time horizon are called infinite horizon MDPs. We
will assume that we are working in the infinite horizon case, unless
explicitly stated otherwise.

Definition 3.1.3 (Trajectory). A trajectory, denoted as τ , is a
sequence of states and actions:

τ = (s0, a0, s1, a1, ..., sT )
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Given τ , the total reward the agent collects from the trajectory is
defined as

R(τ) =
T∑
t=0

γtR(st, at)

Suppose the trajectory is infinite, so we have

R(τ) =
∞∑
t=0

γtR(st, at)

As mentioned above, choosing γ < 1 will bound the total reward if
the reward function R is bounded,

∞∑
t=0

γtR(st, at) ≤
∞∑
t=0

γtRmax

where Rmax represents the maximum possible reward. Then, using the
sum of a geometric series,

∞∑
t=0

γtR(st, at) ≤
Rmax

1− γ

Definition 3.1.4 (Policy). A policy π : S → ∆(A) is a mapping from
the state space to a distribution over actions that determines how the
agent chooses an action from a current state.

If for each state s, the policy chooses an action a with probability 1,
then the policy is called deterministic. Otherwise, the policy is called
stochastic.

We will use π(a|s) to denote the probability of taking the action a

from the state s for a policy π.

Example 3.1.2 (Sampling Trajectories). Given a policy π, we can
sample a trajectory τ from the MDP by:

1. Sample an initial state s0 from µ.
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2. From the current state st, sample an action at from π(st).

3. Using the state st and action at from step 2, sample the next
state st+1 based on the transition dynamics, st+1 ∼ P (·|st, at)

4. Repeat steps 2 and 3 to generate a trajectory
τ = (s0, a0, s1, a1, ..., sH).

Theorem 3.1.1 (Trajectory Likelihood). Suppose we have a
trajectory τ = (s0, a0, s1, a1, ..., sT ) generated from a policy π. Then,
the likelihood ρπ of the trajectory is

ρπ(τ) = µ(s0)π(a0|s0)P (s1|s0, a0) . . . π(aT−1|sT−1)P (sT |sT−1, aT−1)

Proof. We’ll prove this theorem by induction. Suppose we define τt to
denote a trajectory segment of τ ; that is, the trajectory from s0 until
state st. So, τT is equivalent to τ .

Consider when t = 1. Then, by the chain rule of probability

ρπ(τ1) = P (s0, a0, s1) = P (s1|s0, a0)P (s0, a0) = P (s1|s0, a0)π(a0|s0)µ(s0)

Now assume for k ∈ {1, ..., T − 1} the claim holds. We prove the
claim then holds for when t = T or equivalently the trajectory τ .
Then, by the chain rule of probability

ρ(τ) = P (s0, a0, ..., sT )P (aT−1|sT−1, ..., s0)P (s0, ..., sT−1) =

P (sT |sT−1, aT−1, ..., s0)P (aT−1|sT−1, ..., s0)ρ(τT−1)

Then by the Markov Property,

ρπ(τ) = P (sT |sT−1, aT−1)π(aT−1|sT−1)ρ(τT−1)
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By the induction hypothesis, we know ρ(τT−1). So,

ρπ(τ) =

µ(s0)π(a0|s0) . . . π(aT−2|sT−2)P (sT−1|sT−2, aT−2)π(aT−1|sT−1)P (sT |sT−1, aT−1) =

µ(s0)π(a0|s0)P (s1|s0, a0) . . . π(aT−1|sT−1)P (sT |sT−1, aT−1)

Definition 3.1.5 (Value Function). The value function is defined as
the expected reward from a trajectory starting in a given state s and
then following a policy π:

V π(s) = Eτ∼ρπ [R(τ)|s0 = s] = Eτ∼ρπ

[
∞∑
t=0

γtR(st, at)|s0 = s

]

Definition 3.1.6 (Q-function). The Q-function is defined as the
expected reward from a trajectory that started in a state s and then
took an action a:

Qπ(s, a) = Eτ∼ρπ [R(τ)|s0 = s, a0 = a] = Eτ∼ρπ

[
∞∑
t=0

γtR(st, at)|s0 = s, a0 = a

]

Notation 3.1.1. The value function is also often referred to as the
state value function while Q-function is referred to as the state-action
value function. We will use these terms interchangeably throughout
the book. The functions collectively (the value function, Q-function,
and advantage function which we will see later in this book) can also
be referenced plurally as the value functions.

Theorem 3.1.2 (Bellman Equations). The Bellman equations
specify conditions for the optimal value functions. For a deterministic
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policy π, we can write the value function and Q-function as:

V π(s) = R(s, π(s)) + γEs′∼P (·|s,a) [V (s′)]

Qπ(s, a) = R(s, a) + γEs′∼P (·|s,a) [V (s′)]

When the policy is stochastic, the value function becomes

V π(s) = Ea∼π(·|s)
[
R(s, a) + γEs′∼P (·|s,a) [V (s′)]

]
This implies

V π(s) = Qπ(s, π(s))

if π is a deterministic policy. If π is stochastic, then

V π(s) = Ea∼π(·|s) [Q
π(s, a)]

Then, the optimal value function V ∗ is the one that satisfies the
following condition:

V ∗(s) = max
a∈A

Q∗(s, a)

where Q∗ is the optimal Q-function

Q∗(s, a) = R(s, a) + γEs′∼P (·|s,a) [V
∗(s′)]

These equations are known as the Bellman Optimality equations.

Definition 3.1.7 (Optimal Policy). A policy is optimal if it
maximizes the expected cumulative reward from each state.

π∗ = argmax
π

V π(s), ∀s ∈ S
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Dynamic Programming

Dynamic programming refers to a class of optimization algorithms
that recursively breaks a problem into several subproblems, stores the
solutions to those subproblems, and then uses those solutions to solve
the original problem.

This section of the chapter covers dynamic programming algorithms
that can be used to solve MDPs by finding the optimal value function
and an optimal deterministic policy (if one exists).

Definition 3.1.8 (Value Iteration). Value iteration is a dynamic
programming algorithm that is used to solve for the optimal value
function V ∗ for a tabular MDP using the Bellman equations.

When S is finite, we can represent the value function as a
|S|-dimensional vector. The algorithm then proceeds as follows:

1. Initialize V0 to an arbitrary vector in R|S|

2. for each s ∈ S, perform the following update

Vt+1(s)← max
a∈A

R(s, a) + γEs′∼P (·|s,a) [Vt(s
′)]

3. Repeat step 2 for some fixed number of iterations T or until
||Vt+1(s)− Vt(s)||∞ ≤ δ for some chosen δ.

Definition 3.1.9 (Policy Evaluation). Given some policy π, policy
evaluation is an iterative algorithm to find the value function for the
policy, V π.

1. Assume we are given some policy π and initial V π
0

2. for each s ∈ S, perform the following update

V π
t+1(s)← R(s, π(s)) + γEs′∼P (·|s,a) [V

π
t (s

′)]
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3. Repeat step 2 for some fixed number of iterations T or until
||V π

t+1(s)− V π
t (s)||∞ ≤ δ for some chosen δ.

Definition 3.1.10 (Policy Iteration). Policy iteration is a dynamic
programming algorithm similar to Value Iteration that is used to find
a deterministic optimal policy for a tabular MDP.

When π is deterministic, and S is finite, like the value function, we
represent π as an |S|-dimensional vector. Then, we have the following
algorithm:

1. Initialize V π
0 to some vector in R|S| and π0 to be some vector in

A|S|.

2. Compute V π
t (s) using Policy Evaluation

3. Policy Improvement: for each s ∈ S, perform the following
update,

πt+1(s)← argmax
a∈A

Qπ
t (s, a)

4. Repeat steps 2 and 3 until π does not change.

Definition 3.1.11 (Q-learning). Q-learning is a dynamic
programming algorithm that can be used to find the optimal
Q-function in a tabular MDP. As the name suggests, we learn the
Q-function, which can then be used to find an optimal policy. The
algorithm is specified as follows:

1. Since S and A are finite, we represent Q as a |S| × |A| matrix.
Initialize Q to be some matrix in R|S|×|A|. Select some state st

and action at.

2. Execute the action at in the environment and observe the
reward R(st, at) and the next state st+1. Select the next action
at+1 using some exploration strategy.
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3. Perform the following update

Q(st, at)← Q(st, at)+α
[
R(st, at) + γmax

a′
Q(st+1, a

′)−Q(st, at)
]

where α is some chosen parameter for the algorithm.

4. Repeats steps 2-3 for some fixed number of iterations or some
chosen stopping condition.

Remark 3.1.1 (On-Policy vs Off-Policy). In RL, there is a
distinction made between on-policy (online) and off-policy (offline)
algorithms. In on-policy algorithms, we have a current policy, and we
only use data collected from the current policy for training. On the
other hand, off-policy algorithms use data from a different policy for
training and do not have the current policy interact with the
environment. Q-learning is an example of an off-policy algorithm, as
we sample states and actions independently from the current policy
based on the Q function. Later in this chapter, we will cover online
algorithms like DAgger.

Remark 3.1.2 (Model-Based vs Model-Free). We also distinguish
between model-free and model-based algorithms. Model-free methods
learn directly from interactions with the environment without a
defined model of the environment’s transition dynamics (such as
Q-learning) or reward model. Model-based methods (e.g. Value
Iteration and Policy Iteration) require that we have a model of the
transition dynamics and the reward model that we either specify
initially or estimate.

Example 3.1.3 (ϵ-greedy). ϵ-greedy is one example of an exploration
strategy that we can use for Q-learning. The strategy is simple: for
some ϵ ∈ [0, 1], with probability 1− ϵ, we choose the action with the
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highest Q value in the current state:

at = max
a∈A

Q(st, a)

Otherwise, we choose an action randomly from the action space.
When we choose the most greedy action, we refer to this as
exploitation of the environment, while choosing an action randomly is
referred to as exploration.

Remark 3.1.3 (Exploitation vs Exploration). There is an
explore-exploit tradeoff in RL, similar to the bias-variance tradeoff
discussed in Chapter 2. In the earlier time steps when we have less
information about the environment, exploiting risks choosing a
suboptimal arm over learning information about potentially better
arms. On the other hand, when we explore, we learn new information
about the environment instead of taking the opportunity to obtain
better immediate rewards.

3.2 Bandits

Suppose a company is running a multi-week ad campaign for their
product and each day, they have several choices for ads that they
would like to run. Before the campaign begins, the company does not
know how targeted users will react to each of the ads. To create an
effective campaign, they must balance exploring the impact of
different ads on their users and exploiting the best ads they have
gathered data for so far. Bandits are a class of RL problems
(sometimes called one-step RL) that can model examples like the ad
campaign where there are K actions or choices, but one state, and we
only receive a reward based on the action that is taken.

Definition 3.2.1 (Multi-Armed Bandit). In the multi-arm bandit
(MAB) problem, in each round, we suppose an agent has a choice to
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pull one of K arms and receive some reward rt from that arm. Each
arm has a corresponding reward distribution Rk (which we assume to
be unknown), and we denote µk = E(Rk) to be the mean of each
reward distribution. Let at ∈ {1, ..., K} be the index of the arm the
agent decides to pull on round t.

We say that the optimal with mean µ∗ is the arm that has the
highest mean:

µ∗ = max
k∈{1,...,K}

µk

In the MAB problem, we wish to find a strategy σ ∈ {1, ..., K}T

that maximizes the reward the agent collects in the T rounds, or
equivalently minimize the expected regret as defined below.

Definition 3.2.2 (Regret). Given T rounds in the MAB setting, the
regret is defined to be the difference between the total expected
reward from pulling the optimal arm and the reward collected from
following a strategy σ:

Regret = Tµ∗ −
T∑
t=1

rt

A strategy is a zero-regret strategy if the average regret per round
converges to 0 as the number of rounds approaches infinity

lim
T→∞

1

T
E[Regret]→ 0

A strategy achieves sublinear regret if E[Regret] = o(T ) and linear
regret if E[Regret] = O(T ).

Note that from the limit definition of o, E[Regret] = o(T ) implies

lim
T→∞

E[Regret]
T

→ 0

which is equivalent to the definition for a zero-regret strategy. Thus,
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all zero-regret strategies are also sublinear, and vice versa.

Example 3.2.1 (ϵ-first). For the first T rounds, ϵT time steps,
choose an arm uniformly at random (exploration). Let µ̂

(t)
k be the

sample mean of the rewards observed from arm k after the
exploration phase. Then, we have an exploitation phase where the
arm with the highest sample mean is always chosen.

Example 3.2.2 (ϵ-greedy). Let µ̂
(t)
k be the sample mean of the

rewards observed from arm k at time step t. With 1− ϵ, we choose
the arm with the highest sample mean (the greedy arm). Otherwise,
with probability ϵ, an arm is chosen uniformly at random.

Definition 3.2.3 (Contextual Bandits). As in the MAB setting, we
assume that we have K arms with reward distributions R1, ..., RK . In
each round t, we observe some context xt, that we can use to decide
the arm to pull at.

3.3 Imitation Learning

Definition 3.3.1 (Behavioral Cloning). Let π∗ be the policy from the
expert. Given expert demonstrations as trajectories τ1, τ2, ...

i.i.d∼ ρπ
∗ ,

we can split each trajectory into state-action pairs (st, at) where at is
the action the expert took from state st at time step t. We then
create a dataset D consisting of the N state-action pairs.

Given this dataset {(sj, aj)}Nj=1, we can then use supervised
learning with the action a as the target variable and the state s as the
features. Specifically, we parameterize the policy by some weight
vector θ, with the goal of minimizing the following objective:

L(θ) =
N∑
j=1

ℓ(πθ(sj), aj)
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where ℓ is a chosen loss function.
Behavioral cloning suffers from covariate shift, which is a

phenomenon in machine learning where the distribution of the input
features changes between training and testing data. The policy π

learned from BC is only trained on the states that the expert visited
in the given demonstrations. However, when we employ the policy in
a new environment, it may encounter states that the expert never
visited, and as a result, make mistakes that propagate and cause the
learned policy to deviate from that of the expert’s.

Definition 3.3.2 (DAgger). DAgger (Dataset Aggregation) is an
imitation learning algorithm that trains a deterministic policy. The
algorithm is defined as follows:

1. Initialize an empty dataset D and some arbitrary policy π̂0.
Denote the policy of the expert as π∗.

2. Let πt = βtπ
∗ + (1 - βt)π̂t be a weighted average of the expert’s

policy and the current trained policy on time step t. βt is a
decreasing coefficient with respect to t, so as we progress in the
algorithm, we will explore (use the trained policy) more than we
exploit (use the expert’s policy).

3. Sample trajectories of length H using πt. Denote the states we
visit from all the trajectories as s0, ..., sN .

4. Then let Dt = {si, π∗(s)}Ni=1 be the dataset of state-action pairs
where the states are those that we’re visited in step 3, and the
actions are the ones the expert would have taken if they visited
those states.

5. Add Dt to the dataset: D ← D ∪Dt

6. Then, like in BC, we use supervised learning to train a classifier
π̂t+1 on D.
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7. Repeat steps 2-6 for some T iterations.

8. We now have classifiers π̂0, ..., π̂T that were trained on each
iteration. We can then return the best classifier for our
objective.

DAgger seeks to resolve the covariate shift problem present in BC.
On each iteration, we have the learned policy explore the
environment. If the policy comes across states that the expert had not
visited in previous iterations, then we query the expert for the actions
they would have taken on those states, and then train the policy
based on those demonstrations.

While DAgger offers this improvement over BC, note that in
practice, it can be harder to implement. In many settings, we may
only have a limited number of demonstrations from an expert, and
collecting new trajectories may be difficult.

3.4 Inverse Reinforcement Learning

Inverse reinforcement learning (IRL) is a subfield of RL in which we
assume the reward function is not specified. In the real world,
specifying a closed form for the reward function can be hard. For
instance, consider settings where human values could be subjective or
complex. For instance, consider the treatment of a terminally ill
patient. Suppose you then train an agent to make decisions on
treatment with a reward function that is a function of extended years
of life. The agent may then follow a policy that successfully extends
the years that the patient lives, but at the same time leads to a severe
degradation of quality of life. There is a clear tradeoff here that may
be different for each human that is difficult to model through a
manual specification of the reward function.
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Definition 3.4.1 (IRL). Suppose we have an MDP without the
reward R specified, denoted as M\R. Suppose we are given some set
of expert demonstrations in the form of trajectories D = τ1, ..., τN .
Then, from these demonstrations, the goal of IRL is to learn a reward
model R that best explains these demonstrations. Then, with a
specified reward model, we can then aim to learn a policy π.
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4
Deep Reinforcement Learning

Deep reinforcement learning combines the reinforcement learning
ideas in Chapter 3 with deep learning, which is a subfield of machine
learning focused on the development of neural networks.

4.1 Fitted DP

In the dynamic programming algorithms that were introduced in
Chapter 3, we assumed that the MDPs were tabular, so the state and
action spaces were finite. In this section, we cover approaches that
can be used to solve MDPs where the state and action space of the
MDP could be continuous.

These algorithms are referred to as fitted dynamic programming
algorithms and combine DP with supervised learning.

45



Definition 4.1.1 (Fitted Q-Iteration). In the fitted DP methods, we
will parameterize the Q function using θ. Then, the Fitted
Q-Iteration (FQI) is as follows:

1. Suppose we have collected N trajectories. We can split these
trajectories into tuples {(si, ai, s′i)}Mi=1 where an action ai was
taken from state si to land in state s′i and M is the total
number of transitions.

2. Choose a machine learning model or equivalently hypothesize
Qθ comes from a function class F . Choose an arbitrary Q in
this function class as Qθ0 .

3. Generate the target labels yi from the data {(si, ai, s′i)}Mi=1 as

yi = R(si, ai) + γmaxa∈AQθ̂t
(s′i, a)

4. We then have a supervised learning problem, with the (si, ai)

pairs as the feature variables, and yi as the target. We then find

θ̂t+1 = argmin
θ

1

N

N∑
j=1

ℓ(yi, Qθ(si, ai))

5. Repeat these steps for some number of iterations.

Example 4.1.1 (DQN). Deep Q-learning is an iterative model-free
RL algorithm created in 2013 by DeepMind researchers that extends
Q-learning to continuous state and action spaces by using neural
networks.

The architecture used for the algorithm is referred to as a Deep-Q
Network (DQN) which consists of a neural network trained to
approximate the Q function and a replay buffer D to store
(st, at, st+1, r(st, at)) pairs we collect from the environment with the
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goal of minimizing the following loss function

L(θ) = Es,a∼ρ(·)
[
(y −Qθ(s, a))

2]
where

y = r + γmax
a′

Qθ∗(s
′, a′)

Then, starting from some network with parameter θ, the algorithm
is

1. Choose a state s0.

2. Select an action at using ϵ-greedy or another exploration
strategy.

3. Take action at in the environment, and then observe st+1 and
store (st, at, st+1, r(st, at)) in the replay buffer.

4. Sample a batch of tuples (sj, aj, sj+1, r(sj, aj)) from D.

5. Create the target values y where

yj =

rj if sj+1 is terminal

rj + γmaxaQθ(sj+1, a) otherwise

6. Perform a gradient descent step on (yj −Qθ(sj, aj))
2 to update

θ.

7. Repeat steps 2-6 for some number of iterations T .

4.2 Policy Gradient Methods

Policy gradient methods are a class of reinforcement algorithms in
which we aim to learn a policy directly without using the value
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function. For these methods, as we have done in supervised learning,
we suppose the policy can be represented by some set of parameters θ.

As in Chapter 3, the objective for these algorithms will be to
maximize the expected cumulative reward

J(θ) = Eτ∼ρπθ [R(τ)]

For the policy gradient methods below, we provide high-level
descriptions and focus on the advantages and disadvantages of each
method over fixating on niche technical details. Ultimately, we see
these methods will be essential to the Reinforcement Learning with
Human Feedback that we define in Chapter 6.

Theorem 4.2.1 (Policy Gradient Theorem). The Policy Gradient
Theorem states that the gradient of the expected cumulative reward
with respect to θ is

∇θJ(θ) = Eτ∼ρπθ

[
T∑
t=0

∇θ log πθ(at|st)R(τ)

]

Proof. By the definition of expectation,

J(θ) =
∑
τ

R(τ)ρπθ(τ)

We will assume that we can swap the gradient with the sum. To
prove this formally, we would need to apply theorems from real
analysis, which are out of scope for this book.

Then,
∇θJ(θ) =

∑
τ

R(τ)∇θρ
πθ(τ)
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Then, note that

∇θ log ρ
πθ(τ) =

∇θρ
πθ(τ)

ρπθ(τ)

so,
∇θρ

πθ(τ) = ρπθ(τ)∇θ log ρ
πθ(τ)

Substituting,

∇θJ(θ) =
∑
τ

R(τ)ρπθ(τ)∇θ log ρ
πθ(τ)

From Theorem 3.1.3,

ρπθ(τ) = µ(s0)
T∏
t=0

πθ(at|st)P (st+1|st, at)

Then,

log ρπθ(τ) = log µ(s0) +
T∑
t=0

log πθ(at|st) +
T∑
t=0

logP (st+1|st, at).

The first term and last term do not depend on θ, so they go away
when we take the gradient. Then,

∇θ log ρ
πθ(τ) =

T∑
t=0

∇θ log πθ(at|st)

Then,

∇θJ(θ) =
∑
τ

R(τ)
T∑
t=0

log πθ(at|st)ρπθ(τ)
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which by the definition of expectation gives us

∇θJ(θ) = Eτ∼ρπθ

[
T∑
t=0

∇θ log πθ(at|st)R(τ)

]

Definition 4.2.1 (REINFORCE). Using the Policy Gradient
Theorem, we can optimize the objective directly. The REINFORCE
algorithm works as follows:

1. Initialize θ as the policy parameter.

2. Sample a trajectory τ = (s0, a0, ..., sT ).

3. For each t ∈ T , calculate the return Rt =
∑T

k=t γ
k−tR(sk, ak).

Then, perform gradient ascent for some number of iterations
with the following update

θ ← θ + α∇θ log πθ(at|st) ·Rt

using some chosen learning rate α.

4. Repeat steps 2-3 for some number of episodes.

Definition 4.2.2 (Advantage Function). The advantage function for
a policy π specifies the improvement from taking action a in state s

over following the action selected from the π.

Aπ(s, a) = Qπ(s, a)− V π(s)

Definition 4.2.3 (Trust Region Policy Optimization). Trust Region
Policy Optimization (TRPO) incorporates a trust region constraint on
policy updates. The algorithm has these steps

1. Initialize θ as the policy parameter.
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2. Sample trajectories τ1, ..., τN from the current policy π0

3. Estimate the advantage function as Âπθ using some
approximation method.

4. Using optimization methods such as conjugate and line search,
we update θ by solving the following optimization problem

θ ← argmax
θ′

E(st,at)∼πθ

[
πθ′(at|st)
πθ(at|st)

Âπθ(st, at)

]
s.t DKL(πθ||πθ′) ≤ δ

5. Repeat steps 2-4 for some number of iterations

DKL is the Kullback–Leibler (KL) divergence, defined as

DKL(P ||Q) = Ex∼X

[
log

(
P (x)

Q(x)

)]
where P and Q are the density functions for two distributions. The
KL divergence measures the difference between two probability
distributions over some x. We add the constraint DKL(πθ||πθ′) ≤ δ to
the objective to ensure that the updated policy πθ′ does not diverge
too far from the previous policy πθ. Thus, we call this constraint a
trust region constraint, as it ensures the estimated parameters of the
model will remain within a defined region.

Why would we want a trust region? In practice, policy gradient
methods like TRPO are used to fine-tune models. So, the initial
parameters θ will represent some good baseline that we want to
improve, but also avoid changing θ so drastically such that we deviate
from that baseline.

Definition 4.2.4 (Proximal Policy Optimization). Proximal Policy
Optimization (PPO) simplifies policy optimization by using a clipped
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surrogate objective that avoids large policy updates, achieving a
balance between performance improvement and stability. The
algorithm proceeds as follows:

1. Initialize θ as the policy parameter.

2. Sample trajectories τ1, ..., τN from the current policy πθ.

3. Estimate the advantage function as Âπ using an approximation
method.

4. Update θ based on the following optimization problem:

max
θ′

E(st,at)∼πθ

[
min

(
rθ′(st, at)Â

π(st, at), clip (rθ′(st, at), 1− ϵ, 1 + ϵ) Âπ(st, at)
)]

rθ′(st, at) =
πθ′(at | st)
πθ(at | st)

is the probability ratio between the new and old policies, and ϵ

is a small hyperparameter used to control the trust region size.
clip(x, a, b) is a function that returns x ∈ [a, b], returns a if
x < a, and returns b if x > b.

5. Repeat steps 2-4 for some number of iterations.

Definition 4.2.5 (Actor-Critic methods). Actor-Critic methods are a
class of RL algorithms that combine policy-based methods (e.g.
policy gradient methods) with those from value-based methods (e.g.
Q-learning). The actor refers to the agent that learns a policy for
decision-making while the critic is the (estimated) value function used
to assess the actions the actor takes.

Actor-critic methods follow this template:

1. Initialize a policy πθ that the actor follows and parameters for
the value function of the critic ϕ to compute Vϕ, Qϕ or Aϕ.
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2. Sample trajectories from πθ and compute the returns from these
trajectories or the advantages using the advantage function.

3. Use a value-based method such as Q-learning to update the
parameters of the critic ϕ.

4. Using the learned value functions from the previous steps,
update θ using a policy gradient method such as PPO.

5. Repeat steps 2-4 for some number of iterations.

53



5
Large Language Models

In this chapter, we will cover the theory of large language models
(LLMs). The chapter is structured in chronological order based on the
development of these models, starting with building intuition behind
the simpler language models, and then progressively showing how
these evolved to the state-of-the-art models we see today.

A language model is a machine learning model for natural language
processing (NLP) tasks such as text summarization, sentiment
analysis, and question answering. These tasks can broadly be thought
of as text generation in which we provide a model with some text or
prompt and then the model generates a text response that ideally
reflects the instructions or content provided in the prompt. A key
concept of language modeling is that text generation can be reduced
to a prediction problem where given some sequence of words which we
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can treat as the prompt, the goal is to predict or create a probability
distribution for the next word in the sequence using the machine
learning techniques covered in Chapter 2. Then, with the ability to
predict the next word, we can extend the framework to predict entire
sequences and thus generate text. Equivalently, language can be
modeled as a sequential process of words w1, ..., wn, which also allows
us to apply the reinforcement learning techniques from Chapter 3 and
4.

While the concepts outlined in this chapter focus on the text
generation tasks, the LLMs of today have become multimodal and
support tasks such as image generation, image-to-text, text-to-speech,
and more. However, once we understand the core ideas in text
generation, these same principles can be applied to other modalities.

5.1 n-gram Model

Suppose we have a text corpus (a large text dataset) S that we can
break into words or tokens. The vocabulary V of S is the set of unique
tokens that can be found within S. We use the special tokens ⟨s⟩ and
⟨/s⟩ to mark the start and end of a sentence, respectively.

Let w1, ..., wℓ be some sequence of tokens. By the chain rule of
probability, we can say the probability of observing this sequence is

P (w1, ..., wℓ) =
ℓ∏

i=1

P (wi|w1, ..., wi−1)

where P (wi|w1, ..., wi−1) is the probability of token wi following the
sequence w1, ..., wi−1 (called the history). From the corpus, we can
estimate this probability as

P (wi|w1, ..., wi−1) =
F (w1, ..., wi)

F (w1, ..., wi−1)
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where F (w1, ..., wn) is the number of occurrences of the sequence
w1, ..., wn in the corpus. The above follows from the naive definition of
probability, as it represents the proportion of occurrences w1, ..., wi−1

in the corpus that are followed by wi.
Since language is vast, using the entire history in the real world is

impractical, as longer sequences are less likely to appear in the corpus.

Definition 5.1.1 (n-gram Language Model). In the n-gram language
model, we assume the probability of the next word wi following some
sequence of words w1, ..., wi−1 only depends on the most recent n− 1

words (the context) that precede it. In other words, we assume that
the distribution of the next word given the history follows the Markov
Property, as introduced in Chapter 2. So, we estimate the probability
of wi following w1, ..., wi−1 as

P (wi|w1, ..., wi−1) ≈ P (wi|wi−(n−1), ..., wi−1)

Then, we use the frequencies of the sequences that occur in the
corpus to calculate P (wi|wi−(n−1), ..., wi−1) as

P (wi|wi−(n−1), ..., wi−1) ≈
F (wi−(n−1), ..., wi)

F (wi−(n−1), ..., wi−1)

Note that when i < n, the context is filled with the start markers
for a sentence. For instance, in a 3-gram model,

P (w1|w0, w−1) = P (w1|⟨s⟩, ⟨s⟩)

From the assumption of the Markov property and using the
frequencies from the corpus, we can estimate P (w1, ..., wℓ) and
P (wn|w1, ..., wn−1), or equivalently sample sentences or words from
these distributions. Then, we can perform text generation tasks, as
given some prompt w1, ..., wn−1, we can then sample from
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P (wn, wn+1, ...|w1, ..., wn−1) to obtain text.
Of course, language is vast, so the n-gram model is limited, in the

sense that if the input contains a word or sequence that was not in the
training corpus or vocabulary, then the prediction probability would
be 0. In language models, we typically use the special token ⟨unk⟩ to
account for these words that are not contained in the vocabulary
which effectively assign non-zero probabilities to unseen words.

Remark 5.1.1. We focus on next-word prediction in this chapter,
but language models can be trained to perform a variety of other
prediction tasks using similar concepts as in next-word prediction. For
instance, suppose we want to train a model that fills in gaps within a
text. Then, we can make a slight modification to the procedure in
Definition 5.1.1 by instead changing the task to estimating the
probability of the word wi given a sequence of words
w1, ..., wi−1, wi+1, ..., wn.

Example 5.1.1 (Tokenization). In this chapter, we use words and
tokens interchangeably, but what exactly is a word? In NLP, the term
word is not to be understood in the general language sense (i.e. not
necessarily equivalent to a word in English), but as a collection of
characters. Analogously, a sentence will refer to a sequence of
words/tokens, but not necessarily a grammatical sentence in actual
language.

For instance, WordPiece is a tokenization algorithm that splits text
into individual characters and adds a special symbol to words to
denote if it was a part of a larger word. Then, it builds a vocabulary
of subword units. The idea behind this kind of tokenization is that
words can be broken into parts to add additional context. As an
example, consider how you might have understood the word subword
earlier in this paragraph. A human reader would likely understand
the word as consisting of sub and then word, and use both of these
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contexts to reason that it is a portion of a word.

5.2 Word Embeddings

In NLP, word embeddings are vector representations of words where
words that have similar meanings (i.e. similar contexts) will have
representations that are closer together in the vector space. We can
then use machine learning methods such as neural networks with
these embeddings as features to estimate the probability distributions
of a word given some context.

Example 5.2.1 (Simple Representations). Before we delve into some
common vector embeddings, we’ll first start by considering simpler
representations of words.

For a vocabulary V , the most basic representation would be to
represent each word by its index in the vocabulary. Then, if the
context of each word is of size k, the word could be represented as
vectors in Rk that contain the indices of each word in its context. We
could then collect a dataset {(xi, wi)}Ni=1 where for each time a word
wi appears in the dictionary, xi is the context problem. Then, we have
a supervised learning problem, where we train a classifier f̂θ(x) that
gives us the probability distribution P (wn|xn) as an estimate for
P (wn|w1, ..., wn−1).

The main issue with this approach is that when using indices, we
are implicitly assigning a numerical order to the words, which the
machine learning model could interpret as there being some ordinal
significance, even though how we index the words in the vocabulary
should not have an impact on the meaning of the context or word. It
is also common for machine learning models to give more weight to
high numbers due to size, which would result in the model being
biased towards words with higher indices.
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As an alternative approach to account for these issues involving
bias from size, we can use one-hot encoding, where each word is
represented as a R|V | vector v containing a single 1 at the index the
word is in the vocabulary (the one-hot encoding of a word at index i

is a vector v where vi = 1 and vj = 0 for all j ̸= i).
However, one-hot encoding still has several limitations. When the

vocabulary size |V | is large (which is ideal since the possible set of
words in language is massive), then these word representations are not
efficient to store and computation becomes hard. Also, note that
neither indexing nor one-hot encoding are word embeddings since
they do not capture semantic similarity between words. Notice that if
we use a metric such as Euclidean distance, for two one-hot encoded
vectors v1 and v2 representing different words in the vocabulary, the
distance between the two vectors would always be the same as the

√
2.

Example 5.2.2 (Word2Vec). Word2Vec [42] is a family of neural
network models used to create word embeddings.

We first look at the Continuous Bag of Words (CBOW) variant
for Word2Vec, which predicts a target word with surrounding words
given as context.
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Figure 5.2.1: The architecture for a CBOW model with a vocab size |V | = 8
and an embedding size |E| = 3. CBOW uses a Feed-Forward network with a
single hidden layer.

CBOW then proceeds as follows:

1. Choose k to be the context window size. The size of the context
is 2k where k words come before the target word and k words
come after it.

2. From the text corpus, consider all sequences
wi−k, ..., wi−1, wi, ..., wi+k where wi is the target word. We then
one-hot encode the context vectors as vi−k, ..., vi+k ∈ R|V |. We
then can either average or sum the vectors to produce the input
vector x ∈ R|V |, which we call a bag of words representation.

3. Now we have a dataset {(xi, wi)}Ni=1 that we can perform
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supervised learning on with the goal of training a classifier.
CBOW uses a feedforward neural network with a single hidden
layer of size |E|, an input layer of size |V |, and an output layer
that gives us a probability distribution with an activation
function such as the softmax function (to ensure probabilities
are between 0 and 1 and sum to 1).

Each word that appears in the vocabulary has a context with a bag of
words representation x ∈ R|V |. Then, since the hidden layer is of size
|E|, and each node has |V | weights, the weights of the hidden layer
can be represented as a R|V |×E matrix, which we call the embedding
matrix E. Each row i in E can then be taken to be an
|E|-dimensional word embedding of word wi in the vocabulary.

The ideas behind CBOW are very similar to those of the
autoencoder in Example 2.3.2. The embedding matrix is a
lower-dimensional representation of the input vectors used to
represent the context of each word. In this lower-dimensional space,
words that have similar context should have word embeddings that
are closer together like vectors in the latent space for an autoencoder.

The other common form of Word2Vec is Skip-gram, which inverts
the goal of CBOW: we train a model to estimate the probability of
another word appearing in its context.

Though Word2Vec offers an improvement over the simple
representations in Example 5.2.1, it produces static embeddings where
the representation of a word is fixed regardless of the context that it
appears. For instance, consider the two sentences: 1) The baseball
player swung the bat and 2) The bat flew out of the cave. The word
bat is used in each sentence, but they have very different meanings
that Word2Vec cannot model.

Example 5.2.3 (Contextual Embeddings). To address the
limitations of static embeddings, modern large language models use
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contextual embeddings, where the representation of each word depends
on the context in which it appears.

For example, BERT (Bidirectional Encoder Representations from
Transformers) [15] is an encoder-only model that uses a neural
network architecture called a transformer. BERT takes in a sequence
of text, which is first tokenized into subword units using WordPiece
tokenization. Each token is then represented by the sum of three
types of embeddings: token embeddings, which are learned
representations of the subword tokens; positional embeddings, which
encode the position of each token in the sequence; and segment
embeddings, which indicate whether a token belongs to the first or
second segment in tasks such as next sentence prediction.

These initial embeddings are then passed through multiple layers of
transformer encoders that use self-attention to create contextualized
representations of each token.1

5.3 Neural Language Model

Suppose we have an embedding matrix E ∈ R|V |×d that contains the
embeddings for all the words in the vocabulary. Like in the n-gram
model, given a sequence of words w1, ..., wn−1, we wish to find the
distribution defined by P (wn|w1, ..., wn−1). We again assume the
Markov Property holds; for a context size k, we estimate
P (wn|w1, ..., wn−1) with

P (wn|wn−k, ..., wn−1)

.
We can formulate this goal as a supervised learning problem. In the
1Attention is a mechanism used to determine the importance of an element in a

sequence relative to others in the sequence.
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text corpus S, consider each consecutive sequence of k + 1 words
w1, ..., wk+1. Suppose xj ∈ Rd is a vector embedding for the word wj.
Then, for this particular sequence, we can take the feature vector x to
be the concatenation of x1, ..., xk and the target variable y to be the
index i ∈ {1, ..., |V |} in the vocabulary that corresponds to a word
wk+1.

Finally, we train a neural network classifier to obtain weights θ̂ and
a predictor f̂θ that takes in a sequence of words and predicts the next
word.

Example 5.3.1 (Recurrent Neural Network). Recurrent neural
networks (RNNs) are a family of neural network models that are
widely used for processing sequential data. An RNN uses recurrent
connections (such as the self-loops on the hidden layer neurons in the
image below), which allow the output of a neuron at one time step to
be fed as input to the same neuron at a future time step. This
recurrence enables the network to retain information across time.
Specifically, RNNs maintain a hidden state, which stores information
about previous inputs in the sequence.

Intuitively, this makes RNNs well-suited for sequential data like
text, where the meaning of a word often depends on the words that
came before it. As a result, RNNs were a popular choice for early
neural language models.
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Figure 5.3.1: A rolled architecture for a simple Recurrent Neural Network.
The input nodes connect to a single recurrent hidden layer, which maintains
memory through self-loop connections.

5.4 Large Language Model

Large language models (LLMs) are a subclass of neural language
models that typically refer to language models trained on very huge
datasets and text corpora using the transformer architecture with a
large number of parameters. In essence, large LLMs are scaled
versions of neural language models where the model size and data size
are exponentially increased. LLMs are also the first models for which
fine-tuning for specific tasks and domains became prevalent.
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Figure 5.4.1: The standard architecture for a Transformer model with the
encoder shown on the left and a decoder shown on the right.[23]

Theorem 5.4.1 (Universal Approximation for Transformers). Let F
be the class of all continuous and permutation equivariant2

sequence-to-sequence functions of the form f : (Rd)n → (Rd)m over a
compact domain (i.e. the domain is bounded and closed) that takes in
a sequence of length n and outputs a sequence of length m. For ϵ > 0

2A function f where permuting (shuffling) the input causes the output to be
permuted in the same way. Let π be a permutation of x. Then, f(πx) = πf(x).
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and f ∈ F , there exists a transformer gθ such that d(f, gθ) ≤ ϵ where
d is some distance metric.

A proof is given in [75].
This theorem provides strong implications and justification for

using the Transformer model as the architecture for language models,
as text generation can be formulated in terms of sequential prediction.

Remark 5.4.1. We have used the term large several times in this
book, but just how large are these models? The following table shows
the training numbers for the early GPT models from OpenAI. As
LLMs have improved, the model and data size used for training has
consistently increased.

Model Parameters Training Data Size Context Window
GPT-1 117M 5 GB 512 tokens
GPT-2 1.5B 40 GB 1024 tokens
GPT-3 175B 570 GB 2048 tokens

Table 5.4.1: The number of parameters, training dataset size, and context
window size used for training for the early GPT models.

Training a language model on a large text corpus is known as
pretraining. In this step, models learn general-purpose linguistic
patterns, syntax, and world knowledge from raw text, which creates a
foundation model.

Neural language models offered a key improvement over the basic
n-gram models because they can be fine-tuned. With the n-gram we
needed to store the frequency of each word and the preceding context
which would be computationally challenging for a large vocabulary.
However, as emphasized several times in this book, machine learning
models such as neural networks represent functions, and these
functions are defined in terms of parameters or weights θ. Thus, for
these neural language models and LLMs, once we have performed
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training, we can just store the weights. Then, these weights can be
used as initial parameters to other methods and algorithms to be
further improved.

These pretrained models can then be fine-tuned on smaller datasets
or using human feedback (as we will cover in Chapter 6).

Definition 5.4.1 (Scaling Laws). A scaling law describes the
relationship between a neural network’s performance and when
parameters such as its weights, training dataset size, and compute
power are scaled up or down.

As LLMs have continued to show progress as the number of
parameters and the data size grow, several scaling laws have been
proposed to model the relationship.

Many scaling laws for LLMs are power laws, which are of the form

y = axk

where a is a constant and k is the power-law exponent that indicates
that as x scales by a factor of c, y scales by a factor of ck. For LLMs,
the quantify y is typically loss and k < 0 for a factor x, indicating
that as the training factors increase, loss decreases.

Example 5.4.1 (KM scaling law). In a 2020 paper [32], OpenAI
researchers proposed three scaling laws for neural language models
based on model size N , dataset size D, and an optimally allocated
compute budget Cmin. They derived the laws through experiments
fitting models with different number of model parameters, training
data sizes, and compute.

1. The first scaling law presented was for models with a limited
number of parameters that were trained until convergence for
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loss on large datasets:

L(N) =

(
Nc

N

)αN

where based on their experiments, αN ≈ 0.076 and
Nc ≈ 8.8× 103.

2. The second scaling law was for models trained with a limited
dataset with early stopping3:

L(D) =

(
Dc

D

)αD

where αD ≈ 0.095 and Dc ∼ 5.4× 103.

3. For the third scaling law, the researchers considered models that
were trained with a limited amount of compute, a large dataset,
an optimally-sized model, and a small batch size:

L(Cmin) =

(
Cmin

c

Cmin

)αC

where αC ≈ 0.050 and Cmin
c ≈ 3.1× 108. L is the cross-entropy

loss function and αN , αD and αC indicate the degree of
performance improvement (e.g. in the first scaling law, if N
doubles, then loss decreases by 2−αN ≈ 0.95. Nc, Dc and Cmin

c

are experimental parameters that depended on the tokenization
method and vocabulary size, but can be treated as constants
that have no fundamental meaning.

Example 5.4.2 (Chinchilla scaling law). In 2022, a team of
Deepmind researchers [24] proposed a scaling law based on the model

3Early stopping is a regularization method used to avoid overfitting in which
learning (using an iterative algorithm like gradient descent) will be stopped if the
model begins to overfit to the training set.
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set N and dataset size D:

L(N,D) = E +
A

Nα
+

B

Dβ

where E, A, and B are constants and α and β are the power law
exponents. The researchers considered this power law under multiple
approaches (which yielded different numbers for the coefficients), but
found α and β to be in the range 0.25− 0.35 across all the
approaches. Similar to the KM scaling law, this suggests that model
performance does improve (loss decreases) as the model and data size
scale upwards.

They also showed that under the budget constraint C ≈ 6ND that

Nopt(C) = G(
C

6
)a

Dopt(C) = G−1(
C

6
)b

where Nopt and Dopt are the optimal allocations of compute to model
size and data size, respectively; G = (αA

βB
)

1
α+β is a scaling coefficient;

a = β
α+β

; and b = α
α+β

. Across the experiments, a and b fell between
0.45− 0.55.

Since the values for a and b are similar, these laws suggest that
model and data size should be increased by the same factor to
improve model performance.

Remark 5.4.2. As discussed earlier, the key difference between large
language models and the previous neural language models (e.g.
RNNs) is scale. Since scaling has consistently appeared to work as a
way to improve LLMs, current strategies behind training the next
models have focused more on gaining access to more computation
power over say the architecture design of language models (which was
the main improvement from n-gram models to neural language
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models). Computation is also expensive. OpenAI CEO Sam Altman
estimated that the cost of training GPT-4 was over 100 million, and
this figure does not include the cost to maintain the model after it has
been trained. Scaling laws quantity how well model performance
scales with size and also provide a way to estimate and justify the
computation and cost needed to improve these models optimally
without wasting resources.

5.5 Fine Tuning

As mentioned before, after pretraining a base model, the pre-trained
LLM can be fine-tuned for particular domains.

Definition 5.5.1 (Supervised Fine-Tuning). Supervised fine-tuning
(SFT) refers to methods used to adapt a pre-trained LLM to specific
tasks. For SFT, rather than training on an unlabeled dataset (i.e. a
text corpus), we create a labeled dataset {(xi, yi)}Ni=1 where xi are
prompts and yi are the desired responses. Then, given fθ from the
base model, we can further refine the default parameters using the
labeled data.

A specific example of SFT is Instruction fine-tuning where the
model is trained to follow human instructions where the training data
consists of instructions as prompts and adequate responses as the
target variables.

Remark 5.5.1 (Reasoning). With SFT, we can define what it means
for an LLM to “reason”. To train a reasoning model, we can create a
dataset {(xi, yi)}Ni=1 where the xi are prompts and the yi are text that
are written in a stream of consciousness format relevant to answering
the prompt. Then, we can build a model that first performs the
reasoning task and outputs a chain of thought. This output can then
be combined with the initial prompt xi to give it additional content to
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answer the prompt.

Example 5.5.1 (Retrieval-Augmented Generation). To train an
LLM for a particular domain (e.g. a legal or medical agent), one
approach would be to perform unsupervised fine-tuning, in which the
pretrained model is then trained on smaller text corpora that are
tailored to the domain. However, these methods tend to not be as
effective as SFT. Models tend to assign more weight to observations
that occur more frequently, so if the domain-specific dataset is
considerably smaller than the pretraining dataset, unsupervised
fine-tuning will likely not have as much of an impact on the model. If
the unsupervised dataset is too big, then we risk overriding previous
behavior the LLM has learned (e.g. we would not want the model to
generally respond in legalese).

A more common approach is to use retrieval-augmented generation
(RAG) where we have the model retrieve and incorporate new
information when it is prompted. Suppose, in addition to the LLM,
we have a database that contains reference documents for the domain.
Then, when a user makes a query, a document retriever (which could
be another model trained for the specific task) could then be used to
find relevant documents and add (augmentation) these documents to
the prompt. Then, with the initial prompt and added documents, the
LLM would generate a response. The Perplexity.ai and ChatGPT
Search models are examples of RAG, as each uses an engine that
searches the web for relevant sources to feed as additional context to
the LLM.

In Chapter 6, we will go in depth into an alternative fine-tuning
technique: reinforcement learning with human feedback.
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5.6 Evaluation

In the last portion of this chapter, we cover key evaluation methods
for the performance of large language models.

Definition 5.6.1 (Perplexity). Perplexity is a common approach for
evaluating language models. It can be defined as the exponential of
the negative log-likelihood of the predicted words. Consider a
sequence w1, ..., wn that we use as a test set. Then,

Perplexity = exp

(
− 1

N

N∑
i=1

logP (wi | w1, . . . , wi−1)

)

A lower perplexity indicates that the model is better at predicting the
next word in the sequence.

Example 5.6.1 (Benchmarks). Benchmarks are standardized
datasets and tests that assess the performance and capabilities of a
large language model. For example, a popular benchmark dataset is
MMLU (Massive Multitask Language Understanding), which contains
about 16,000 multiple choice questions across 57 academic subjects
and is used to evaluate the knowledge and reasoning abilities of LLMs.

Benchmarks can be run as few-shot or zero-shot. For few-shot
benchmarks, an LLM is provided with a small number of examples
showing how to fulfill the task before being presented with a problem.
On the other hand, for zero-shot benchmarks, the LLM is given no
examples before receiving a prompt.

The LLMs then can be evaluated on a variety of metrics, such as
Perplexity, accuracy, precision, F1-score, etc. These metrics do not
need to be those used commonly in machine learning. LLM
performance has also been juxtaposed directly to human performance
by testing how well these models perform on standardized exams like
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English Benchmark Claude-3.5 GPT-4o DeepSeek V3

MMLU (Pass@1) 88.3 87.2 88.5
MMLU-Redux (EM) 88.9 88.0 89.1
MMLU-Pro (EM) 78.0 72.6 75.9
DROP (3-shot F1) 88.3 83.7 91.6
IF-Eval (Prompt Strict) 86.5 84.3 86.1
GPQA Diamond (Pass@1) 65.0 49.9 59.1
SimpleQA (Correct) 28.4 38.2 24.9
FRAMES (Acc.) 72.5 80.5 73.3
AlpacaEval2.0 (LC-winrate) 52.0 51.1 70.0
ArenaHard (GPT-4-1106) 85.2 80.4 85.5

Table 5.6.1: English language and literature benchmarks for Claude-3.5,
GPT-4o, and Deepseek V3, as presented in Deepseek’s paper introducing the
R1 model [14]

the SAT.

73



6
RLHF

Incorporating human input into the development of AI models is not
a novel concept. After all, these models are trained from datasets,
which very likely were created from human labelers. You have likely
also participated in the training of an AI system or machine learning
model. For instance, companies have used data from social media to
identify human preferences and trends. As a more specific example,
data from CAPTCHA is used to train AI visual systems such as those
used in self-driving cars.

However, unlike traditional methods, RLHF combines human
feedback with the RL paradigm and leverages the concept of
human-in-the-loop where humans take active part during the training
process via interaction with the model (as opposed to labeling a
dataset before the model is even created). We will see that humans in
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RLHF can act as a sort of critic or guide that helps AI models
identify the best responses. Ultimately, RLHF aims to align a model’s
behavior with human preferences and values.

Though we focus on the application of RLHF in language models,
RLHF has also been applied to training other AI models, primarily in
domains such as robotics and driving.

6.1 Preference-based MDPs

Unlike in reinforcement learning as introduced in Chapter 3, RLHF
does not assume that a reward signal exists. Instead, we assume that
there is an oracle, such as a human labeler, that provides information
about the state and actions of the agent that suggests something
about the reward.

To account for this change, we make a modification to Definition
3.1.2 (MDP) to suit the RLHF setting.

Definition 6.1.1 (Preference-based MDPs). A Preference-based
Markov Decision Process is a tuple (S,A,P , µ, γ,O) where S, A, P ,
µ, and γ are defined as they were in Definition 3.1.2, but includes an
oracle O in place of the reward model R.

Example 6.1.1 (Feedback Types). When collecting human feedback,
there is a tradeoff between information and efficiency. Data collection
for RLHF involves having humans complete several labeling tasks. If
the task is time intensive or intellectually challenging (or just boring),
the human is more prone to making mistakes and choosing an
incorrect label. At the same time, challenging tasks could also offer
more information than simpler ones.

The most common type of feedback used is comparison-based
feedback which can come in the form of rankings or a binary
comparison of two actions from the policy with the latter being used
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more often. This feedback type is popular since ranking (especially in
the case where there are just 2 objects) is an easy task that does not
require much effort from the labeler. However, while rankings are
simple, they do not provide information on the intensity of the
preference. For instance, we know that an individual prefers option A

over option B, but not how much they prefer one option over the
other.

Another example of a feedback type is scalar feedback, where the
human provides some score to an action. This feedback type requires
the human to put more cognitive effort into the labeling process, but
theoretically would allows us to not only extract the rankings of
actions, but also their intensities. However, scoring can be arbitrary
and inconsistent, and humans tend to be biased to the order in which
data is shown.

More examples include feedback that comes in the form of
demonstrations (like we saw with Imitation Learning in Chapter 3)
and corrections where a human tells a model what action they should
have taken if they made a mistake.

6.2 Reward Learning

Similar to the Inverse Reinforcement Learning approaches discussed
in Chapter 3, in the RLHF framework, we start by learning a reward
model based on preferences gathered from the human or oracle.

Suppose an annotator has labeled a dataset {(s, ag, ab)} where for a
given state s, ag is the action preferred over ab. We will also represent
the reward function by a set of parameters ϕ.

Example 6.2.1 (Bradley-Terry Model). The common approach to
train a reward function based on a preference dataset is based on the
Bradley-Terry model where we train a classifier based on the following
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probabilistic model:

P (ag ≻ ab|s) = σ(rϕ(s, ag)− rϕ(s, ab))

where σ is the sigmoid function

σ(x) =
ex

1 + ex

We then learn the reward model by optimizing the loss function for
binary logistic regression:

L(ϕ) = −Es,ag ,ab [log σ(rϕ(s, ag)− rϕ(s, ab))]

Now, assume we have learned a reward model r̂ϕ. We then have a
proxy reward that we can use to solve a standard RL problem.

6.3 RLHF

Now that we have a reward function that represents the human
preferences, we can reduce RLHF to the standard RL problem in
Chapter 5. We again represent the policy in terms of parameters θ.

We will assume that we have pretrained some model with the
parameters θref . The goal of RLHF is to better align the policy πθref

with the human preferences that we collected from the oracle. We can
formulate this objective as follows:

J(πθ) = Ea∼π(·|s),s∼ρπθ [rϕ(s, a)]− βDKL(πθ||πθref )

The objective indicates that we wish to maximize the reward model
representing human preferences, but we add a penalty if the aligned
model with parameter θ falls too far from the reference model. This
objective then can be optimized using a policy gradient method, such
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as REINFORCE and PPO.

Definition 6.3.1 (RLHF). The standard RLHF algorithm consists of
the following steps:

1. Let θ be the parameter we wish to train based on the proxy
reward rϕ. Initialize θ to be θref , the parameters of some
reference policy πθref from some pretrained model. Let D ⊆ S be
some dataset that contains states.

2. Initialize an empty dataset D′.

3. Sample some random states from D and corresponding actions
from πθ. For each (s, a) pair, calculate rϕ(s, a) and add
(s, a, rϕ(s, a)) to D′.

4. Update θ using a policy gradient method to optimize the
objective J(πθ).

5. Repeat steps 2-4 for some number of iterations.

Definition 6.3.2 (Best-of-n sampling). Best-of-n sampling is a
strategy used to generate the best response from multiple candidates.
Suppose we have a pretrained LLM that has a policy πθref and from a
preference dataset, we have learned a reward model rϕ. Then, in the
algorithm

1. The LLM generates n responses y1, ..., yn ∼ πref(·|x) given a
prompt x.

2. The best response according to the proxy reward rϕ

y∗ = argmax
y1,...,yn

rϕ(yi, x)

The algorithm is simple, but it offers several advantages. In the
ChatGPT models, a user is occasionally given two responses
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where they are asked to specify a preference between two
responses. Then, we can save these preferences to be used as a
dataset for learning a reward model to represent particular
individual’s preferences. Note that we could use this reward
model to perform RLHF to update the model’s parameters to
align with the individual’s goal and retrain the model.

However, best-of-n sampling allows us to align the model with
the human’s values without retraining as we can use responses
generated from the reference model in combination with the
proxy reward to determine a better response.

Best-of-n sampling is susceptible to reward hacking, which
occurs when a model optimizes an objective function without
achieving the goal the developers intended as rϕ may not be
representative of the true objective (especially when preference
data is limited). Furthermore, best-of-n sampling increases
inference-time compute1, making LLMs more costly to maintain
and worsening user experience due to a potential decline in
speed.

Thus, finding variations to best-of-n sampling that mitigate
these issues is an open area of research.

6.4 Large Language Model

Language generation can be formulated as an RL problem where we
take the states to be prompts x and the actions to be the responses y.
Then, the goal is to learn a policy π(y|x) that we can use to sample
responses from a given prompt x and the RLHF techniques from the
previous section apply directly.

1Inference-time compute is the amount of computational power that a model
requires to generate predictions on new data.
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Alternatively, though this formulation is less common, LLM
fine-tuning can also be presented as a Contextual Bandit (defined in
Chapter 3) where we are given some prompt x and human preferences
as context, and have K options for the responses y1, ..., yK . Then,
with this context, we can make inferences on the reward distributions
of the responses and ultimately select the best response.

For modern LLMs, the training process consists of 3 main steps:

1. Pretraining: Using a large text dataset, we train an advanced
neural network such as a Transformer with a large parameter
set θ.

2. Fine-Tuning: We then perform supervised fine tuning to tune
θ (or a subset of θ).

3. Alignment: Using the RLHF framework, we collect human
preference data, and then apply RL techniques to tune θ further.

6.5 Alternative Methods

Though RLHF is currently the most popular approach for model
alignment, there are alternative methods that have been proposed for
alignment.

Definition 6.5.1 (Direct Preference Optimization). In Direct
Preference Optimization (DPO), instead of learning a reward model
and then applying an RL technique, the algorithm directly optimizes
the policy based on the preferences dataset. The loss function is

LDPO(πθ; πref) = −E(x,yw,yl)∼D

[
log σ

(
β log

πθ(yw | x)
πref(yw | x)

− β log
πθ(yl | x)
πref(yl | x)

)]
where yw is the preferred response over yl. The DPO algorithm is

then
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1. Collect some preference dataset {(x(i), y
(i)
w , y

(i)
l )}Ni=1.

2. Compute πθ by minimizing LDPO.

Example 6.5.1 (Constitutional AI). Developed by Anthropic [5],
Constitutional AI is a framework in which AI models are aligned to
produce honest and harmless responses using feedback from other AI.
This framework falls under the field of study that has become known
as RLAIF (reinforcement learning from AI feedback), which naturally
extends the ideas in RLHF by taking the oracle to be another AI
model. The idea behind constitutional AI is that we can train a
model πθC on a constitution of rules and principles that a safe AI
system should follow (or perhaps have it reference the constitution
using RAG). Then, for the model πθ we wish to align, we can create a
preference dataset where πθC is used to compare responses. Then, we
can apply the same techniques as in RLHF: first beginning with
learning a proxy reward rϕ that ideally models the values from the
constitution, and then applying a reinforcement algorithm to fine-tune
θ.
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Appendix
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A.1 Notation

θ Model parameters or weights
θ̂ Estimated model parameters or weights
fθ A function f with parameters θ

f̂ An estimate or approximation of a function f
F A function class
∇ Gradient
D Data or Dataset
E Expectation
Ex∼ρ Expectation under distribution ρ
a ∼ π(·|s) a drawn from π (conditional on s)
Var(X) Variance of X
µ Mean or initial state distribution
σ Standard deviation or activation function
σ2 Variance
P (s′|s, a) Probability of transition to s′ given s and a
w Word or token
R Set of real numbers
Rn An n-dimensional Euclidean space
f : A→ B f maps values from the set A to set B
ρ Density function or distribution
C Label set
L Loss function
J Objective function
Q Q-function or state-action value function
V Value function or state value function
x1, ..., xn

i.i.d∼ ρ Independent and identically distributed samples drawn from ρ
π A policy
πθ A policy with parameters θ
V Vocabulary
S State space
A Action space
P Transition dynamics
γ Discount factor
O Oracle
πref The reference policy
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