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Abstract

In this paper we extend well-studied Bayesian Latent State Space Time Series models to be able to account

for discrete observation data using Pólya-Gamma Augmentation. In particular, we describe extensions of

Linear Dynamical Systems (Gaussian distributed latent state space with linear dynamics and observations)

and Hidden Markov Models (discrete state space with multinoulli transitions and linear observations) to

be able to account for observations with bernoulli and negative binomial distributions. We then describe

inference algorithms for these models, and evaluate both algorithmic performance on fitting synthetic data,

and model fit on hippocampal data. We find that the ability to fit a negative binomial distribution improves

on standard Poisson Observations, and that the Bayesian model provides a more accurate distribution over

possible observations than a standard Expectation Maximization based approach.
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Chapter 1

Introduction

Computational models of neuronal activity have been studied for a variety of goals and in a variety of

contexts since the early 1950s. State space models try to describe neural activity in terms of an unobserved

low dimensional latent state which evolves over time and represents a property of interest[16]. For instance,

a neural decoding algorithm for a neural prosthetic might try to understand motor neuron activity in terms

of a desired position for a cursor [16].

Attempting to model neuronal activity under different assumptions is an interesting activity for both

practical and scientific value. For instance, if a model which uses only spike counts predicts future activity

as well as a similarly flexible model which has access to voltage information then it would suggest that

the spike counts are, for that neural system, sufficient to understand the activity relative to that model’s

assumptions. In addition, state space models of neural activity are useful for attempts at neural decoding –

if researchers can examine the domain that a neural population encodes, then it is possible to check whether

or not a particular decoding scheme works by comparing the decoded information to the actual information

being encoded. However, this approach requires that researchers have access to what the neural population

is encoding. The approach in this paper is different – we train a model to describe neural activity, and then

check to see if the encoding corresponds to anything. By not making the decoding algorithm depend on

knowledge of the ground truth of what is being represented, our model becomes a much better exploratory

tool – allowing researchers to examine correspondences between a low-dimensional representation without

needing to know beforehand what the population encodes.

Additionally, using a state space model means that the model can pick up on encoding schemes based on

an ensemble of neurons rather than a single neuron. In particular, it is not limited to the hypothesis that

every neuron has a receptive field that makes it active or inactive – it can describe encodings based on an

aggregate of neurons. We test the model’s ability to recover low dimensional embeddings by running it on

data from a rat hippocampus, an area which is already known to encode physical position [4, 18].

Linear Dynamical Systems (LDS) and their more recent extension of Switching Linear Dynamical Systems
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(SLDS)[3, 15] explain observations in terms of noisy linear transformations of a linearly evolving Gaussian-

distributed latent state. They have many tractable algorithms for closed-form inference [3, 15]. This is

desirable because it leads to efficient inference for probability distributions over possible latent states, with

interpretable dynamics and observations. Importantly, the models can manipulated in a fully Bayesian

manner [15] which leads to clear methods for handling missing or unobserved data which is endemic in

neuronal datasets 1. In addition, it allows researchers to compute expectations which marginalize out

uncertainty, specify confidence in predictions, and allow for model comparison on the same footing. This

paper will emphasize the modularity and extensibility of Bayesian methods. The Bayesian interpretation of

the model also lends itself to adapting components from other probabilistic models into the same framework.

However, efficient inference in Linear Dynamics System models on which the subject of this paper is

based depends on the fact that the observations are noisy linear observations of Gaussian distributions with

Gaussian noise – since linear transformations of Gaussian distributions are themselves Gaussian distributions,

everything can still be computed in closed form. However, there are many useful observation models which do

not follow Gaussian distributions. For instance, spike counts are well studied in neuronal systems, and spike

detection is generally easier than attempting to measure voltage or extra-membrane potential. However, spike

counts are non-negative integers, and the Gaussian distribution is misspecified as a description. Standard

attempts to account for alternative observation distributions such as Poisson Linear Dynamical Systems rely

on bespoke algorithms fitted in a non-Bayesian manner [8], losing performance and compositionality. This

paper extends LDS models to be able to account for non-Gaussian observations from a variety of observation

distributions (Poisson, Negative Binomial) while integrating smoothly with normal LDS and SLDS inference

methods.

Organization

The remainder of this paper is divided into three parts – background, model, and discussion. The background

section discusses related work and explains the SLDS model from the ground up, building up a hierarchy of

models from linear regression. It then takes a turn to discuss Bayesian inference, modularity, and how the

different inference algorithms share a structure that allows one to broadly reuse code in implementing the

model. The model component goes into detail about how exactly the model works, and derives equations

to make explicit the quantities involved in the inference methods. In the discussion section we discuss

experiments comparing the performance different inference algorithms, and comparing the different models

to demonstrate the benefits of the structure in the model. After that, we discuss possible future extensions

to the model and possible research directions related to this paper.

1Many model microscopy techniques such as light-sheet microscopy[17] or two-photon microscopy involving observing a

small subset of the neurons at any particular time. However, an unobserved neuron still interacts with the other neurons in the

system, and so affects and is affected by them. Bayesian methods allow one to marginalize out over the uncertainty regarding

these interactions, and to easily account for not observing the neuron at a particular time step by simply not updating the

distribution based on observations of it
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Chapter 2

Background

This chapter is intended to serve as introductory material for the Pólya-Gamma Switching Linear Dynamical

System model which is the focus of this paper. Readers curious about the relationships between the different

models are encouraged to read the introduction for each model, while readers comfortable with Bayesian

Time Series Models are encouraged to skip to the sections on Pólya-Gamma Augmentation and Inference.

A recurring idea in this section is that similar assumptions about the factorization of the probabilities

underlying observations can be imagined in both a discrete and continuous context. The first two sections

of this chapter (Independent Latent Variable Models and Latent State Space Models) build up a hierarchy

of structures for the observations.

In addition, inference for these models will only be covered in select cases for the rest of this paper.

Instead, each model will have a generative story, and the inference algorithms described later will apply.

2.1 Independent Latent Variable Models

One basic method of machine learning is to try to explain high-dimensional data as noisy observations of a

lower dimensional space. These models are defined in terms of an observation space, a latent space, and a

regression between the two.

Observations xt Latent Variables zt Regression

Clustering vector ∈ RN one-hot* vector ∈ RD Linear Regression

Factor Analysis vector ∈ RN vector ∈ RD Linear Regression

*one-hot coding refers to encoding a discrete variable (i.e. zt ∈ C) in a |C|-dimensional vector, by having

one index i have the value 1, representing that that zt is element i of set C.
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2.1.1 Bayesian Linear Regression

While Linear Regression is not a Latent Variable Model, it is a necessary part of the background for explaining

them. Linear Regression learns a linear transformation from one vector space to another. In its most typical

uses, linear regression goes from a data space or feature space [2] to an observation space. In the context of

Latent Variable Models it will transform the latent space to the observed space.

ŷ = AX

Linear Regression tries to learn a linear transformation A between y and X such that the predicted

ŷ = AX+µ is fairly close to the true y. In normal linear regression, ”fairly close” means that A is chosen so

as to minimize the mean squared error 1
T

∑T
t=1(yt− ŷt)

2 between y and ŷ. However, one can add additional

structure to the problem.

For instance, the model could also have opinions about how far the true data is likely to be from

the prediction. Instead of giving a single point estimate ŷ for the prediction, the model could have a

distribution over possible values for the true data. Choosing a Gaussian distribution for the observations has

an interesting connection with the previous example – since the pdf of a Gaussian distribution is proportional

to exp
{

(yt − (Axt + µ))2
}

, the log probability of a given observation is (yt − (Axt + µ))2 times a factor

controlling the standard deviation of the Gaussian. This means that least squares linear regression can be

seen as trying to learn a linear transformation A, µ such that the distribution of the y − (AX + µ) has as

small a variance as possible.

y = AX + ε

y ∼ N (AX + µ, σ2I)

Finally, you can try to do ridge regression by adding a penalty based on the L2 norm of A to the mean

squared errors penalty. Since the pdf of a Gaussian distribution for each element of A is proportional to∏
exp

{
A2
td

}
, you can see the L2 norm penalty as reflecting a probability density for a prior over A[2].

Atd ∼ N (0, σ2
A)

p(A|y,X) =
p(y|A,X)p(A)

p(y)

∝ p(y|A,X)p(A)

log p(A|y,X) = log p(y|A,X) + log p(A)

= σ2 (y −AX)
2

+

T,D∑
t=1,d=1

σ2
AA2

td
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This Bayesian Linear Regression model gives us a distribution over y based on X that has uncertainty

both because of the noise of the observations (σ2), and because of uncertainty about the linear transforma-

tion that governs the relationship between X and y. One could marginalize out the distribution over A, to

arrive at a predictive distribution over y. One could also place a prior over σ and σA, and learn those via

Bayes Rule as well.

Generative Story for Bayesian Linear Regression Our observations y are generated by a noisy linear

transformation of X by A drawn from our prior.

Algorithm Generating observations for Bayesian Linear Regression

Generate the transformation

Generate a linear transformation matrix A from the prior

Generate a noise level σ from the prior

for each datum xt from X do

generate noise ε from N (0, σ2)

yt = Axt + ε

end for

2.1.2 Factor Analysis

Linear regression learns a linear transformation from data X to observations y. Factor Analysis extends

Linear Regression by finding both a regression and an embedding in an appropriate lower dimensional latent

space to act as X. We will call latent variables z and the observations x. The embedding serves as a low-

dimensional explanation of the observations x, and it is assumed that each latent variable zt is independent.

Model

Observations xtn with T pieces of data in RN

Latent Variables ztd with T pieces of data in RD

Observation Matrix C in RN×D

Noise Matrix S in RD×D

Regression N (xt|Czt,S) Linear Regression

Generative Story

Our observations y are generated by a noisy linear transformation of latent variables X by A with noise

S drawn from our prior1. The latent variables are themselves drawn from a prior over a low-dimensional

subspace. Principle Component Analysis has a degenerate uniform prior over transformations A[? ], and

has no opinions about the density of the latent variables in the latent space.

1A Gaussian distribution is an appropriate prior for A, and an inverse Wishart distribution is appropriate for S[10].
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Algorithm Generating observations for Factor Analysis

Generate the transformation

Generate a linear transformation matrix C from the prior

Generate a noise distribution S from the prior (or do this for each class)

for each datum t do

Generate the Latent Variable

generate zt from the prior over latent variables

Generate the Observations

generate noise ε from N (0, S)

xt = Czt + ε

end for

2.1.3 Clustering

Clustering can be seen as a degenerate Factor Analysis where the latent variables, instead of being continuous

and embedded in a low-dimensional latent space, are instead probability distributions over discrete one-hot

encoded class assignments. Even if there is a probability distribution means that any given latent space

embedding is continuous, the ”true” latent variables are independent and live entirely in one dimension or

another, with unit amplitude.

Model

Observations xtn with T pieces of data in RN

Latent Variables ztd with T pieces of one-hot coded data in RD

Observation Matrix C in RN×D

Noise Matrix S in RD×D

Regression N (xt|Czt,S) Linear Regression

Generative Story

Our observations y are generated by a noisy linear transformation of latent variables X by A drawn from

our prior. The latent variables are one-hot encodings of a fixed number of classes D.

2.2 Latent State Space Models

Latent State Space models are a type of Latent Variable Model which try to account for how the system

evolves over time. This is useful, because in many domains the observations are temporally ordered, and the

dynamics of the system’s changes are interesting or useful. Both Latent State Space Models and Independent

Latent Variable Models assume that the observations are noisy observations of a lower dimensional space, but

where Independent Latent Variable Models assume that each variable zt in the Latent Space is independent,

11



Algorithm Generating observations for Clustering

Generate the transformation

Generate a linear transformation matrix C from the prior

Generate a noise level S from the prior (or do this for each class)

for each datum t do

Generate the Latent Variable

generate zt from the prior over classes

Generate the Observations

generate noise ε from N (0, S)

xt = Azt + ε

end for

a Latent State Space Model imagines that there is an autoregression explaining how each state zt depends

on the previous state zt−1.

Observations xtn with T pieces of data in RN

Latent Variables ztd with T pieces of data in RD

Regression p(xt|zt) such that p defines a probability distribution

Autoregression q(zt|zt−1) such q defines a probability distribution

This additional structure makes inference more complicated, since now the latent variables are no longer

independent of each other. Since each zt depends on its predecessor, information about z1 informs the

distribution over zT , and information about zT informs the posterior over z1. This makes the application of

Bayes Rule more complicated, and so in this section inference for the latent states will be explicitly covered.

Observations xt Latent Variables zt Regression Autoregression

Hidden Markov Model vector ∈ RN one-hot vector ∈ RD Linear Regression Categorical*

Linear Dynamical System vector ∈ RN vector ∈ RD Linear Regression Linear Regression

* The Categorical distribution is a probability distribution by a vector of probabilities π, denoting that

class/category i has probability πi. A categorical autoregression would mean that the next probability

vector πt+1 depends on the previous probability vector πt and is equal to Aπt.

2.2.1 Hidden Markov Models

Hidden Markov Models are a well-studied bayesian time series model. They have a latent categorical true

state, with probabilistic observations of the state. Transition probabilities between states are defined by a

transition matrix A such that the category of each latent state depends on the previous latent state such

12



that the Markov property2 holds. This means that the latent variables now relate to each other, and can

be interpreted as the state of a system which evolves linearly over time, transitioning through the different

latent categories.

Example

For instance, one could imagine modelling a dining hall menu this way. Each meal has an unobserved theme,

and each theme influences the foods available for that meal. Sometimes a given dining hall is short of a

particular ingredient, and so the theme does not fully determine the menu. Students can never say for sure

what a theme is, but they can get an idea of what it might be based on what they have seen in the dining

halls, and what they think about what themes follow what other themes.

Generative Story

The Latent State trajectory z1:T is generated by sampling z0 from its prior over starting states. The

transition matrix A is drawn from its prior, then each zt until zT is drawn from the categorical distribution

with probabilities Azt−1. The linear transformation C and noise § are drawn from their priors. Then the

observations are generated by projecting z through that linear model and adding gaussian noise.

Algorithm Generating observations for Hidden Markov Models

Generate the dynamics matrix

Generate a state transition matrix A from the prior

Generate the latent space to observed space projection

Generate a linear transformation matrix C from the prior

Generate a noise level S from the prior (or do this for each class)

Generate the starting state z0 from the prior

for each datum t do

Generate the Latent State

generate zt from the categorical distribution with probabilities Azt−1

Generate the Observations

generate noise ε from N (0, S)

xt = Czt + ε

end for

2That is to say each encapsulates all information about the past states necessary for the future – zt+1 depends on zt, but

given zt it does not depend on zt−1.
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2.2.1.1 Inference: Forward Backward Algorithm

Relative to the generative algorithms presented so far, it is less clear how to apply Bayes Rule in this instance,

since each latent state now influences every later latent state, and no latent state ever gets observed.

Consider the case where there is an observation for yT that makes it overwhelmingly likely that zT is a

particular hidden state w. Imagine also that the hidden state w is incredibly difficult to reach, in the sense

that the probability of transitioning to it is very low. In this case, the fact that zT is that hidden state tells

us a lot about the trajectory of the hidden states, namely that it has to end in the hard-to-reach hidden

state w. This example showcases the challenge of the hidden state inference – the hidden state zt’s identity

depends not only on the previous states z1:t−1, but also the subsequent states zt+1:T .

There are two main types of hidden state inference for HMMs that this paper is interested in – filter-

ing and smoothing. Filtering computes the current hidden state based on all of the previous information

p(zt|x1:t), while smoothing computes the hidden state at a time step p(zt|x1:T ) based on all the data available

[13]. Inference for filtering is accomplished using the forward algorithm, and smoothing requires filtering,

and then propagating information from T back to 1 in the forwards-backwards algorithm.

Forward Algorithm: Computing p(zt|x1:t)

Given a distribution over for p(zt−1|xt−1) we can form a predictive distribution for p(zt = j|xt−1) by

marginalizing over the different possible states for zt−1.

p(zt = j|xt−1) =
∑
i

p(zt = j|zt−1 = i)p(zt−1 = i|xt−1)

Given this predictive distribution, p(zt|xt) is given by a straightforward application of Bayes’ Rule.

p(zt = j|x1:t) =
p(xt|zt = j)p(zt = j|x1:t−1)

p(xt)
=

p(xt|zt = j)p(zt = j|x1:t−1)∑T
t=1 p(xt|zt = j)p(zt = j|x1:t−1)

The p(xt|zt = j) is given by our observation model, and p(zt = j|x1:t−1) is the predictive distribution

over hidden states based on the previous time steps. Since we start with a distribution over z0, this procedure

works at t = 1, and can be extended forward all the way to t = T . Since the forwards algorithm gives a

distribution over the hidden state zt based on all of the data up to time t, the forwards algorithm gives us

our final distribution over zT – p(zT |x1:T ).

Forward Backward Algorithm: Computing p(zt|x1:T )

While the forward algorithm computes the probability of zt given the observations up to time t, for our

system we will want to condition on all the observations. Using our filtered distribution p(zt = j|x1:t) from

the forwards algorithm as a prior, we can condition on the rest of the observations xt+1:T by an application

of Bayes’ Rule.
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p(zt = j|x1:t,xt+1:T ) =
p(xt+1:T |zt = j,x1:t)p(zt = j|x1:t)

p(xt+1:t|x1:t)

=
p(xt+1:T |zt = j)p(zt = j|x1:t)∑D
j=1 p(xt+1:T |zt = j)p(zt = j|x1:t)

If we define the distribution p(zt = j|x1:t) from the forward algorithm as αt(j), and define p(xt+1:T |zt = j)

as βt(j), then it is clear that the target p(zt = j|x1:T ) is proportional to αt(j)βt(j). Defining p(zt = j|x1:T )

as γt(j) we can describe the forward-backward algorithm for hidden state inference in HMMs.

p(zt = j|x1:t,xt+1:T ) ∝ p(xt+1:T |zt = j)p(zt = j|x1:t)

γ(t) ∝ α(t)β(t)

Given the results αt from the forward algorithm, all that remains is to compute βt. Again, we can define

a recursive algorithm to compute it, but this time we will start from t = T , then work backwards to compute

βt at every other time step.

Base case: βT from the forward algorithm

Since the forward algorithm computes p(zt|x1:t), it directly computes p(zT |x1:T ) for the base case. That

means that αT (j) = γT (j) for all j, and thus that βT (j) must simply be 1 for all j.

Recursive case: βt−1 from βt

The hidden state zt−1 only influences future observations via its influence over zt. Since, by recursion,

we have already computed βt(i) = p(xt:T |zt = i), all we need to do is marginalize out the next hidden state

zt in order to predict the future observations.

βt−1(j) = p(xt:T |zt−1)

= p(xt−1|zt−1 = j)

D∑
i=1

p(zt = i|zt−1 = j)p(xt:T |zt = i)

= p(xt−1|zt−1 = j)

D∑
i=1

p(zt = i|zt−1 = j)βt(i)

After using the forward and backward algorithms to compute αt and βt, we simply multiply them to

produce γt, the posterior distribution over the hidden state zt conditioned on all the observations.

Recap
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The forward-backward algorithm computes the probability distribution over the hidden state zt at time

t. It does this by splitting the observations x1:T into two groups x1:t and xt+1:T , and encapsulating the

information that they give into two variables αt and βt, each of which can be computed recursively going

either forward or backward respectively. The final distribution is computed by taking the product γt = αtβt

and normalizing over the values of γt(j).

Target Symbol Base Case Recursive Case

p(zt = j|x1:t) αt α0 ∼ Categorical αt+1(j) ∝ p(xt+1|zt+1 = j)
∑D
j=1 p(zt+1 = j|zt = i)αt(i)

p(xt+1:T |zt = j) βt βT = 1D βt−1(j) ∝ p(xt−1|zt−1 = j)
∑D
i=1 p(zt = i|zt−1 = j)βt(i)

p(zt = j|x1:t,xt+1:T ) γt n/a γt(j) ∝ αt(j)βt(j)

Since a given state is one-hot coded, a probability distribution over states can be represented as a vector.

Since the transition probabilities are all categorical distributions for each given one-hot dimension, they can

be encoded as a matrix M, with each column representing the categorical distribution over the transitions

from a given state. In addition, since there are only D hidden states, for any observation model you can

construct a vector φxt such that the jth element of the vector is equal to p(xt|zt = j). If we define � to

represent element-wise multiplication, then the value of the expressions is equal to the following.

Target Symbol Base Case Recursive Case

p(zt = j|x1:t) αt α0 ∼ Categorical αt+1(j) ∝ φxt+1
�Mαt(i)

p(xt+1:T |zt = j) βt βT = 1D βt−1(j) ∝ φxt−1 �MTβt(i)

p(zt = j|x1:t,xt+1:T ) γt n/a γt(j) ∝ αt(j)βt(j)

2.2.2 Linear Dynamical Systems

Where Hidden Markov Models have discrete states with categorical transitions for each state, a Linear

Dynamical System (LDS) has continuous states with noisy linear transitions between them. In this way,

they can be seen as a continuous extension of HMMs. Since Gaussian distributions are closed under linear

and noisy linear3 transformations, one can compute many useful distributions related to an LDS in closed

form. A perhaps better name for the model is the Linear Gaussian State Space Model[15], as described in

Murphy. This emphasizes the fact that and LDS is a latent state space model with gaussian latent states

with linear dynamics.4

3Independent Gaussians are closed under linear transformation and addition, so adding independent Gaussian noise to the

linear transformation of a Gaussian distribution gives you another Gaussian.
4In this light, a better name for an HMM might be Categorical State Space Model, but in this text we will stick with the

more typical nomenclature
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Example

Imagine that you are an astronaut in a spaceship, and that you would like to go to Mars. Since there no air

resistance, given your current speed and position you can predict your future trajectory with great accuracy

using the linear transformations of Newtonian mechanics. However, there are few factors that slowly throw

off your calculations – small collisions, etc, and you need to adjust your estimate of your current state.

Unfortunately, Galileo was right, and you do not have direct access to your speed or velocity. However, you

have various sensor readings, and you know how your position could influence them. It seems reasonable

that you would be able to use your sensor observations and opinions about rocket dynamics to be able to

maintain an understanding of where you are. This is what Linear Dynamical Systems do.

Generative Story

The generative story of an LDS is very similar to that of HMMs.

The Latent State trajectory z1:T is generated by sampling z0 from its prior over starting states. The

transition matrix A and noise distribution Q are drawn from their priors, then each zt until zT is generated

form the distribution zt ∼ N (Azt−1,Q). The linear transformation C and noise § are drawn from their priors.

Then the observations xt are generated from the distribution N (Czt,S), the noisy linear transformation of

zt specified by C and S.

Algorithm Generating observations for Linear Dynamical Systems

Generate the dynamics matrix

Generate a noisy linear transformation A,Q from the prior

Generate the latent space to observed space projection

Generate a linear transformation C from the prior

Generate a noise level S from the prior (or do this for each class)

Generate the starting state z0 from the prior

for each time t do

Generate the Latent State

generate zt from the distribution N (Azt−1,Q)

Generate the Observations

generate noise ε from N (0, S)

xt = Czt + ε

end for
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2.2.2.1 Inference: Filtering and Smoothing

As expected, inference for LDSs follow the same basic form as for HMMs. However, instead of storing matri-

ces representing the probabilities of discrete states, the forward-backward algorithm for LDS5 manipulates

matrices describing Gaussian distributions over the latent states. To keep the previous notation, γt, αt,

and βt now describe probability density functions of Gaussian distributions representing some conditional

distribution of zt, rather than vectors.

Target Symbol Base Case Recursive Case

p(zt = j|x1:t) αt α0 ∼ Gaussian αt+1(z) ∝ p(xt+1|zt+1 = z)
∫
z′
p(zt+1 = z|zt = z′)αt(z

′)dz′

p(xt+1:T |zt = j) βt n/a βt−1(z) ∝ p(xt−1|zt−1 = z)
∫
z′
p(zt = z′|zt−1 = z)βt(z

′)dz′

p(zt = j|x1:t,xt+1:T ) γt n/a γt(z) ∝ αt(z)βt(z)

In the previous section, the values of these expressions were easy to construct, since the probability

distributions were all discrete. This meant that the probability distribution of states could be straightfor-

wardly represented as a vector with each element j denoting the probability of state j, and the distribution

after applying the dynamics is simply a matrix multiplication. Since the latent state distributions are now

Gaussian distributions, it will be possible to manipulate them in closed form, but the derivation will take

slightly more explanation.

2.2.2.2 Transformations of Gaussians

In order to compute the terms in the forward-backward algorithm for Linear Dynamical Systems there are

three mathematical operations on Gaussian distributions that need to be performed – linear transformation

of a normally distributed variable, addition of Gaussians, and conditioning Gaussians. The first two are nec-

essary for relating each latent state zt to its successor zt+1 or predecessor zt−1, and the last is for performing

the Bayesian update for the distribution over zt conditioned on the observation xt.

Linear transformations of Gaussians : Azt + ε

Since a Gaussian distribution depends only on its mean µ and variance Σ we can use the Linearity of

Expectation to manipulate the mean and variance of zt in order to derive the mean and variance of the noisy

linear transformation Azt + ε, where ε is normally distributed noise with a mean of 0 and variance of S.

5Forward backward for LDS is also known as Kalman smoothing, and the forward algorithm is also known as Kalman

filtering.
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zt ∼ N (µt,Σt)

ε ∼ N (0,S)

The linearity of expectation makes it clear that E [Azt] = AE [zt] = Aµt, and that the mean of a sum of

two normal distributions will be the sum of the means of the normal distributions. Similarly, Linearity of

Variance makes it clear that if two independent Gaussians are added, then their combined variance will just

be the sum of their independent variances. However, the derivation of the expression for the variance of a

linear transformation of a Gaussian is not quite as straightforward.

Var [zt] = E
[
ztz

T
t

]
− E [z] E [z]

T

Var [Azt] = E
[
(Azt)(Azt)

T
]
− E [Az] E [Az]

T

= AE
[
ztz

T
t

]
AT −AE [z] E [z]

T
AT

= A
(

E
[
ztz

T
t

]
− E [z] E [z]

T
)

AT

= AΣtA
T

This completes the identities needed to define the distribution for a noisy linear transformation of zt.

E [Azt + ε] = AE [zt] + E [ε] = Aµzt

Var [Azt + ε] = AΣztA
T + S

Azt + ε ∼ N (Aµzt ,AΣztA
T + S)

Multiplying Gaussians :

A basic operation for Gaussian densities in the forward backward algorithm and Bayes’ theorem is being

able to multiply two multivariate Gaussian distributions with the same value N (µ1,Σ1) and N (µ2,Σ2) with

µ1 and µ2 both in RN . In forward-backward we will need to multiply α and β, and in a Bayesian update

we need to multiply p(x|z) and p(z).

Consider a single multivariate Gaussian density.

fN (x|µ,Σ) = (2π)
n/2 ∣∣Σ−1∣∣n/2 exp

{
1

2
(x− µ)TΣ−1(x− µ)

}
= (2π)

n/2 ∣∣Σ−1∣∣n/2 exp

{
1

2

(
xTΣ−1x− 2µTΣ−1x + µTΣ−1µ

)}
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Note that within the expression x only appears in a single linear and quadratic term. To simplify the

equation we can introduce a function to summarize everything that does not depend on x.

A(µ,Σ) = ln
(

(2π)
n/2 ∣∣Σ−1∣∣n/2)+

1

2
µTΣµ

exp {A(µ, Sigma)} = (2π)
n/2 ∣∣Σ−1∣∣n/2 exp

{
1

2
µTΣµ

}
fN (x|µ,Σ) = (2π)

n/2 ∣∣Σ−1∣∣n/2 exp

{
1

2

(
xTΣ−1x− 2µTΣ−1x + µTΣ−1µ

)}
= exp

{
1

2

(
xTΣ−1x− 2µTΣ−1x

)
+A(µ,Σ)

}
With this more straightforward density, we will now consider the product of two multivariate Gaussian

densities. We can simplify the expression even further if we call the linear term h = µTΣ−1 and quadratic

term J = Σ−1, and reparameterize A accordingly. This is called the information form of a multivariate

Gaussian distribution.

exp

{
1

2

(
xTJx− 2hx

)
+A(h, J)

}

p(x|µ1,Σ1)p(x|µ2,Σ2) = fN (x|µ1,Σ1)fN (x|µ2,Σ2)

= exp

{
1

2

(
xTJ1x− 2h1x

)
+A(h1, J1)

}
∗ exp

{
1

2

(
xTJ2x− 2h2x

)
+A(h2, J2)

}
= exp

{
1

2

(
xT (J1 + J2) x− 2 (h1 + h2) x

)
+A(h1, J1) +A(h2, J2)

}
This shows that the multiplication of two information form multivariate Gaussian densities is propor-

tional to the multivariate Gaussian with the sum information form parameters. In the information form

representation multiplication of the distributions is proportional to the addition of the parameters. If all

we care about is proportionality, then this fact vastly simplifies the expressions for the forward-backward

algorithm for Linear Dynamical Systems.

Conditioning on Gaussian Observations : p(zt|xt)

Applying linear transformations allows us to construct a predictive distribution for zt+1|zt, A,Q. How-

ever, the forward algorithm still requires us to be able to perform a Bayesian update for p(zt|xt). With

the information form representation this will be proportional to the result from adding information form

parameters, however we still need to derive the information form of p(xt|zt,C,S) when xt is a noisy linear

transformation of zt.
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p(zt|xt) =
p(xt|zt)p(zt)

p(xt)

∝ p(xt|zt)p(zt)

∝ exp

{
1

2
(xt −Czt)

TS−1(xt −Czt)

}
exp

{
1

2
zTt Jztzt + hztzt

}
= exp

{
zTt CTS−1Czt − 2xtS

−1Czt + xTt S−1xt +
1

2
zTt Jztzt + hztzt

}
∝ exp

{
zTt
(
CTS−1C + Jzt

)
zt − 2

(
xtS

−1C + hzt
)
zt
}

Thus we find that the posterior distribution over p(zt|xt) is proportional to another Gaussian, and that

the information parameters that we need to add to the prior for zt in order to update on xt are CTS−1C

and xtS
−1A. This is convenient because it means that we can perform the Bayesian update by computing

the information terms for xt and adding them to the prior information terms for zt.

Application to Forward-Backward

With these expressions in hand, the Forward-Backward algorithm for Linear Dynamical Systems are much

clearer. Since each subsequent state is a noisy linear transformation of the previous state, each probability

density in the recursive expressions also describe a Gaussian distribution. This means that inference in an

LDS can be done in closed form.

We can use the equations for noisy linear transformations of the hidden states to turn to compute a

distribution over zt|A,Q while marginalizing over zt−1. We then use that distribution as a prior for a

Bayesian update based on the observation xt in order to compute a distribution for zt|xtA,Q,C,S (again,

marginalizing over zt−1). This completes the forward step for computing αt.
6

We can then compute the backwards step by noting that zt+1 is a noisy linear transformation of zt, and

performing Bayesian updates (in the information form) to computer βt. Then all we need to do is multiply

αt and βt as per the information form multiplication, and then we get a distribution over hidden states,

conditioned on x1:T ,A,Q,C and S.

2.2.3 Switching Linear Dynamical Systems

A Switching Linear Dynamical Systems are a model which adds more flexibility on top of a Linear Dynamical

System by varying the transition matrix A according to an additional HMM hidden state ξ such that each

state j has its own transition matrix Aj .

6Normally Kalman filtering is described in terms of a Kalman gain matrix, but when we change the observation model using

the information form will be easier. The two methods are equivalent.
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Example

Your Mars Mission has gone horribly wrong, and erupted into a power struggle between man and machine.

You and the ship’s computer are strangely evenly matched, and neither has established supremacy. You and

the computer vie for control of the ship, and alternate control with the computer. While you each control

the ship, it behaves like an LDS, but you switch between dynamics, observations, and goals.

Mission Control sends out a rescue ship, which receives a message claiming to be you. For some reason

they know that if you are currently in control, they can pull off a rescue and achieve all objectives. Based

on what they see of your ship, can they tell who is in charge right now?

Generative Story

The observations for a Switching Linear Dynamical System are generated by sampling an HMM transition

matrix to govern the switching states, then generating a noisy linear transition for the latent states, sampling

starting HMM and continuous states, then going through each time step and generating an HMM state,

picking the noisy linear transition based on the HMM state, making the transition to generate the next

continuous latent state, then generating an observation from a noisy linear transformation.

Algorithm Generating observations for Switching Linear Dynamical Systems

Generate the dynamics matrices

Generate the categorical transition matrix M from the prior*

for each HMM state j do

Generate a noisy linear transformation Aj ,Qj from the prior

end for

Generate the latent space to observed space projection

Generate a linear transformation C from the prior

Generate a noise level S from the prior

Generate the starting states z0 and ξ0 from the prior

for each time t do

Generate the Latent States

generate ξt from the categorical Mξt−1

generate zt from the distribution N (Aξtzt−1,Qξt)

Generate the Observations

generate noise ε from N (0, S)

xt = Czt + ε

end for

*the prior over categorical distributions is the Dirichlet distribution
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Inference

For the Switching Linear Dynamical System, inference becomes complex enough that it is worth talking

about Bayesian inference algorithms more generally. With certain ideas like Gibbs sampling in mind, it

becomes easy to turn a generative story into an inference algorithm, showing in more detail how to fit the

models from earlier.

2.2.4 Conclusion

2.3 Inference

Until this point, each model has been presented with an algorithm for generating observations from the

distribution, with the descriptions of inference only commenting on a few aspects of dealing with the model.

In the discussion of Linear Dynamical Systems, we explored the idea of being able to both generate data

from a noisy linear transformation, and reversing the process to update variables based on noisy linear

observations. This section will explore methods for turning generative stories into inference algorithms more

generally. In doing so, we will demonstrate how Bayesian statistics provides many useful tools for composing

and performing inference on models made up of conditional probability distributions.

2.3.1 Metropolis Hastings algorithm and Markov Chain Monte Carlo

2.3.1.1 Markov Chain Monte Carlo

p(θ|x) =
p(x|θ)p(θ)
p(x)

=
p(x|θ)p(θ)∫

θ
p(x|θ)p(θ)dθ

The central strength of Bayesian statistics is being able to update a distribution over parameters θ based

on knowledge of probabilistically related observations x. The posterior probability p(θ|x) are proportional to

the probability of the observations given the parameters p(x|θ) times the prior probability of the parameters

p(θ). The central challenge of Bayesian statistics is being able to normalize the probability distribution and

compute p(x), which requires integrating over every possible value of the parameters θ. Proportionality is

easy, normalization is hard.

Sampling

A very general method of dealing with an analytically intractable integral is to try to sample values that allow

you to compute the integral. In the particular case when the integral of interest is an expectation Eθ[f(θ)]

and it is is possible to sample θ distributed according to the probability density p(θ), this is straightforward.

Simply sample a group of N θs, then compute 1
N

∑N
i=1 f(θ). Since the expectation reweights the probability

distribution over θ, and because the samples approximate the distribution over θ, it makes sense that

reweighting the samples would perform the expectation.
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Constructing Samplers

Even in less favorable conditions it is often possible to approximate a probability distribution with a sampler.

In the previous section we assumed that it was possible to generate independent identically distributed

samples for θ. Can this condition be weakened?

Consider a stochastic transition operator T which takes you from some parameters θ to θ′ with some

valid probability distribution7 pT (θ → θ′). Assume we start off with a probability distribution π(θ′). In this

case, we could construct a new probability distribution over θ′, π′(θ′) =
∫
φ
pT (θ → θ′)π(θ)dθ. Since each

transition preserves the probability measure, the resulting transformation sums to 1, meaning that the new

distribution is also valid.

If the new distribution is equal to the old distribution, then π is the stationary distribution of T . This

condition can be defined as the following.

∀θ′ : π(θ′) =

∫
θ

pT (θ → θ′)π(θ)dθ

We can use the fact that pT (θ → θ′) is a valid probability distribution to construct a criterion that would

create a transition operator T with the stationary distribution of π.

∫
θ

pT (θ′ → θ) dθ = 1

π(θ′) =

∫
θ

pT (θ → θ′)π(θ)dθ

π(θ′)

∫
θ

pT (θ′ → θ) dθ =

∫
θ

pT (θ → θ′)π(θ)dθ∫
θ

pT (θ′ → θ)π(θ′)dθ =

∫
θ

pT (θ → θ′)π(θ)dθ

pT (θ′ → θ)π(θ′) = pT (θ → θ′)π(θ)

The condition pT (θ′ → θ)π(θ′) = pT (θ → θ′)π(θ) is called detailed balance, and guarantees that T has

the fixed distribution π, and that after enough time repeated application of T will result in samples from

the distribution π.

This technique of sampling from a distribution by repeatedly applying a transition operator with the

fixed point of that distribution is called Markov Chain Monte Carlo since it uses a markov chain (since

T depends only on the current θ) to perform Monte Carlo (approximating an integral by sampling). It is

very popular in Bayesian statistics because it lets you turn point estimated of probability (such as p(θ) or

p(D|θ)p(θ)) into full distributions (such as p(θ|D)). This ability means that Bayesian methods can be used

in general – not just in special cases where the posterior can be computed in closed form.

7
∫
θ pT (θ → θ′) dθ′ needs to equal 1, so that the measure of the distribution is preserved.
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2.3.1.2 Metropolis Hastings Algorithm

What if there is not a way to sample from a desired T directly? In that case, you can use another sampler

to construct a T that satisfies detailed balance, and be able to use MCMC.

The Metropolis-Hastings Algorithm is one of the earliest strategies of constructing such a distribution.

Basically, rather than trying to sample θ′ weighted by probability pT (θ → θ′) directly, Metropolis Hastings

splits pT (θ → θ′) into two probabilities, psample(θ
′|θ) and paccept(θ

′|θ) for a sampling step and an accepting

step. The sampling probability psample(θ
′|θ) is governed by whatever distribution is being sampled from,

while the accepting probability is chosen such that psample(θ
′|θ)paccept(θ′|θ) = pT (θ → θ′). Then, choose an

acceptance probability such that you have the desired target distribution.

pT (θ′ → θ)π(θ′) = pT (θ → θ′)π(θ)

psample(θ|θ′)paccept(θ|θ′)π(θ′) = psample(θ
′|θ)paccept(θ′|θ)π(θ)

paccept(θ|θ′)psample(θ|θ′)π(θ′) = paccept(θ
′|θ)psample(θ

′|θ)π(θ)

psample(θ|θ′)π(θ′)

psample(θ′|θ)π(θ)
=
paccept(θ

′|θ)
paccept(θ|θ′)

Then we just need to contrive acceptance probabilities such that this holds. A simple one is simply to

set paccept(θ
′|θ) equal to min

(
1,
psample(θ|θ′)π(θ′)

psample(θ′|θ)π(θ)

)
. If, in the previous derivation, paccept(θ|θ′) is 1 then

paccept(θ|θ′) will be left hand side. If paccept(θ
′|θ) is 1, then paccept(θ|θ′) will be the reciprocal of the left

hand side, as desired.

2.3.2 Gibbs Sampling

In the context of Bayesian inference, Metropolis Hastings can be greatly simplified.

Simplification 1: Update one dimension at a time

Since Metropolis Hastings only considers the relative probabilities of two parameter settings, the transitions

can be greatly simplified by only updating one variable at a time. Rather than creating a transition operator

that maps from any possible θ in the parameter space to every other θ′, the transition operator can consider

one dimension of θ by setting the transition probability of any alternative θ′ which differ in more than one

dimension to 0.

In order to mix over the entire parameter space, the Gibbs sampler can simply cycle through updating

each dimension of θ. This will satisfy both detailed balance, and as long as every θ′ is reachable from every

other θ′, it can mix over the entire space. This simplification is called Gibbs Sampling
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Simplification 2: Sample from conditional

In the special case of trying to perform Bayesian inference for the target distribution of p(θ|D) Gibbs Sampling

can be further improved by setting the proposal distribution for a given dimension to be proportional to the

conditional distribution pT (θ′d|D, θ−d), where θ′d represents the dimension d of the parameter space that is

being updated in the Gibbs sampler, and θ−d represents the values of θ for every other dimension of the

parameter space.

π(θ) = p(θ|D)

=
p(D|θ)p(θ)
p(D)

=
p(D, θ)

p(D)

=
p(D, θd, θ−d)

p(D)
=
p(θd|D, θ−d)p(D, θ−d)

p(D)

= p(θd|D, θ−d)
p(D, θ−d)

p(D)

pT (θ′ → θ)π(θ′) = pT (θ → θ′)π(θ)

p(θd|D, θ′−d)π(θ′) = p(θ′d|D, θ−d)π(θ)

p(θd|D, θ′−d)π(θ′) = p(θ′d|D, θ−d)π(θ)

p(θd|D, θ−d)p(θ′d|D, θ′−d)
p(D, θ′−d)

p(D)
= p(θ′d|D, θ−d)p(θd|D, θ−d)

p(D, θ−d)

p(D)

p(θd|D, θ−d)p(θ′d|D, θ−d)∗
p(D, θ−d)

∗

p(D)
= p(θ′d|D, θ−d)p(θd|D, θ−d)

p(D, θ−d)

p(D)

p(θd|D, θ−d)p(θ′d|D, θ−d) = p(θ′d|D, θ−d)p(θd|D, θ−d)

∴ sampling from the conditional distribution p(θ′d|D, θ−d) satisfies detailed balance

* substitution of θ′−d for θ−d since θ and θ′ differ only at d

This transition operator has two major advantages which make Bayesian inference more efficient, and

guarantees the possibility of inference.

• Since the conditional distribution satisfies detailed balance on its own, the sampler does not need a

rejection probability, and can accept all proposals.

• As long as the model has a generative story, Gibbs Sampling can be used. This lets one turn a

generative story into an inference procedure.

Generative Story → Inference Algorithm Being able to turn a generative distribution into an inference

algorithm has a few distinct advantages.
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Depending on the model, it is often the case that θd is screened off from the majority of the variables in

the model. That is to say that it is likely that, conditioned on a relatively small set of dimensions of θ, every

other dimension is irrelevant to the conditional distribution of θd. This simplifies the calculations necessary

for sampling from θd.

In addition, it also makes writing the code for inference much easier – it is normally straightforward

to write generative code, and being able to re-use it for inference makes updating the model much easier.

In the models discussed so far, good libraries for linear transformation and sampling from Gaussians and

Categoricals are widely available in almost every language used for Machine Learning.

The biggest advantage however is that it means that, in many cases, as long as the model can be described

as a generative model within a Bayesian framework, one can rest assured that inference will be possible, even

if Gibbs Sampling may be impractical or non-performant. This lets researchers test out how well a model

works with their data before committing further time to developing efficient inference.

Simplification 3: Blocked Gibbs Sampling

There are a few special case modifications that can improve on conditional Gibbs Sampling even further. If

there are specialized algorithms (for instance, for linear regression or the forwards-backwards algorithm) for

computing the conditional distribution of a group of variables, then rather than updating a single dimension

of θ, the sampler can update all of the relevant dimensions at once in a block.

For instance, in a an LDS model, rather than sampling each dimension of A,Q,C,S and z at once, one can

sample z|A,Q,C,S,x using the forward-backward algorithm, C,S|z,x using Bayesian Linear Regression,

and A,Q|z using Bayesian Linear Regression. By treating every level of the model separately it makes the

code much more modular. This is the motivation of explaining each algorithm as containing a hidden state

distribution, regression, and autoregression.

A similar idea to Blocked Gibbs Sampling is Collapsed Gibbs Sampling, where one updates only the

variables of interest while marginalizing out the the uncertainty over other parameters. This potentially

leads to faster inference since one only samples the variables of interest, and rather than trying to mix over

unconsidered latent variables, simply marginalized them out in closed form. However, this example will take

somewhat more background to motivate, and is applicable in fewer cases.

2.3.3 Variational Bayes Expectation Maximization

2.3.3.1 Expectation Maximization

One reason why Gibbs Sampling works and is fairly straightforward is that, given complete knowledge of all

the variables, computing the distribution over any particular variable tends to much easier than computing

the distribution over some particular variables while marginalizing out the rest. Gibbs Sampling deals with

this by using knowledge of point values of θ to construct a sampler that samples from the full posterior
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distribution of θ in order to perform marginalization, but there are other approaches.

In particular, for latent variable models it is often the case that if one knew the latent variables z the

rest of the model would be easy to figure out, but that marginalizing out z is likely to be difficult.

Taking the case that z = θ{d}
8, Expectation maximization alternates between an Expectation step

which we compute the expected sufficient statistics of the distribution that p(θ{d}|D) depends on, and a

maximization step which maximizes θ with respect to those sufficient statistics.

In particular, for LDS, we do the following.

Algorithm Expectation Maximization for LDS

Generate the initial θ

Sample θ from the prior

for each iteration i do

Expectation Step

Compute distribution over z (= θ{d}) given A,Q,C,S (= θ{d}C ) and x (= D) and the prior

Define the expected log likelihood of x, z|A,Q,C,S by marginalizing out z

Maximization Step

Maximize A,Q,C,S (= θ{d}C ) with respect to the expected log likelihood to create new estimate of

the parameters θi

end for

Each iteration increases the log likelihood of the observed data x[14], and thus increases the posterior of

the data.

2.3.3.2 The Exponential Family and Conjugate Distributions

It turns out that you can use many of the ideas from Expectation Maximization while getting out of needing

to perform a maximization step which, if performed using most numerical methods, will be quite costly. Is

there a way of getting a better log likelihood without performing a maximization? It turns out that with

certain computational prerequisites, it is possible to perform an expected Bayesian Update.

The Exponential Family

Earlier it was demonstrated that a Gaussian density could be expressed in an information form which

made computing bayesian updates and density multiplications easier. This representation can apply to

any probability distribution in what is known as the exponential family, which consists of any probability

distribution with a density of the following form...

p(x|θ) = h(x) exp {η(θ) · T (x)−A(θ)}
8Where {d} refers to the indices of θ which refer to z
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The Exponential Family has some very interesting and desirable properties9, however the main one that

we are interested in is the fact that it makes inference much easier.

Natural Sufficient Statistics

In the Gaussian case we showed that the information form representation of the distribution turns mul-

tiplication into addition. This fact can be explained by the fact that Gaussian distributions are in the

exponential family. If T (x) is chosen so that η(θ) = θ, we say that the distribution is written in the natural

form.[5]

p(x|θ) = h(x) exp
{
θTT (x)−A(θ)

}
Representing our distribution this way is helpful because it makes multiplication much easier. If we were

to observe N data points xi, then the new density would be as follows.

p(x1:N |θ) =

(
N∏
i=1

h(xi)

)
exp

{
θT

(
N∑
i=1

T (xi)

)
−NA(θ)

}
Since x1:N only interacts with θ through T , T (xi) are called the natural sufficient statistics. Note also

that the natural sufficient statistics for the whole data are just the sum of the natural sufficient statistics for

each data point.

Conjugate Distributions

Earlier on we demonstrated that for noisy linear observations of Gaussians, Bayesian updates and multi-

plication were both transformed into addition. This makes sense, because Bayesian updating is based on a

multiplication. Like in the LDS example we can set a prior over the parameters of a probability density10.

That prior itself has parameters, and to make the naming easier we will refer to them as hyperparameters.1112

When changing our uncertainty about the parameters of a distribution of, we can find a representation of

our hyperparameters that works well with the natural parametrization of our observation distribution. Since

our prior over θ will also be in the exponential family, we need to pick a representation such that T (θ) = θ

such that the sufficient statistics of the parameters for the update of the hyperparameters will just be the

9For instance, exponential family members can be constructed as the maximum entropy distribution satisfying a finite

number of constraints. Additionally, the exponential family covers every probability distribution with a finite number of

sufficient statistics which summarize the data. For more discussion see Murphy Chapter 9.2.5.
10In LDS we have a prior over zt|t−1 which controls the distribution N (Azt|t−1,S) over xt.
11To emphasize the connection with forward backward the LDS section was written saying that xt is a noisy linear observation

of zt, while in this section we would call Czt|t−1 a parameter, and µt|t−1 a hyperparameter. Both are true.
12Adding more meta and having hyperhyperparameters would not really help, since if the values of the hyperparameters

are not interesting, then a typical Bayesian treatment would try to marginalize them out. But if the hyperparameters are

going to be marginalized out, then the hyperhyperparameters just control a distribution over parameters, which makes them

hyperparameters.

29



parameters. The following steps are again based on Murphy Chapter 9.2.5[9]. The natural conjugate prior

would be the following, splitting up the effects of the mean and the size.

p(θ|ν0, τ0) ∝ exp
{
ν0θ

T τ0 − ν0A(η)
}

With this conjugate distribution in hand, we can now derive the Bayesian update.

p(x1:N |θ) = h(x) exp

{
θT

(
N∑
i=1

T (xi)

)
−A(θ)

}

∝ exp

{
θT

(
N∑
i=1

T (xi)

)
−NA(θ)

}
p(θ|ν0, τ0) ∝ exp

{
ν0η

T τ0 − ν0A(η)
}

p(θ|x1:N ) ∝ p(x1:N |θ)p(θ|ν0, τ0)

∝ exp

{
θT

(
N∑
i=1

T (xi)

)
−NA(θ)

}
exp

{
ν0θ

T τ0 − ν0A(θ)
}

= exp

{
θT

(
ν0τ0 +

N∑
i=1

T (xi)

)
− (ν0 +N)A(θ)

}

If we separate out the mean of T (xi) from the number of data points, then we simplify further.

exp
{
θT
(
ν0τ0 +NT (xi)

)
− (ν0 +N)A(θ)

}
As desired, this is the same form as our conjugate distribution, and in fact is equal to p(θ|ν0+N,

ν0τ0 +NT (xi)

ν0 +N
).

This has a few interesting implications. One is that the information form of x for the hyperparameter update

is the same as the natural parameters of the conjugate distribution. For this reason, the natural hyperpa-

rameters are often called pseudodata – since the observations get transformed into the same form and added

to the hyperparameters. This also means that the Bayesian update for distribution over the parameters θ is

just a weighted linear combination of the prior hyperparameters and the information form of the data!

2.3.3.3 Variational Bayes Expectation Maximization

With all of this in place, Variational Bayes Expectation Maximization is much easier to explain. Where

Expectation Maximization tries to get a point estimate of the parameters of the model, Variational Bayes

works with a distribution owe can maintain get a distribution over parameters of the model.

Now that conditioning and multiplication are just addition, rather than sampling your posterior, you

can compute a lower bound of the expected log conditional posterior in a straightforward manner. When

combined with Exponential Family representations of the distribution, this makes a rather elegant inference

procedure where, rather than using gradients to perform maximization, one can compute the expected
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updates in closed from – simply computing the expected log conditional probability directly, and ”jumping”

directly to high conditional probability parameter settings.

Where expectation maximization involves finding a distribution over z|x, θi−1 in order to compute the

expected log likelihood conditioned on alternative parameters θi and maximize Ep(z,x|θi)
[
z|x, θi−1

]
with re-

spect to θi for an improved point estimate of the parameters θ. Variational Bayes Expectation Maximization

is very similar, but does not treat the latent variables z and parameters θ differently. First it computes a

distribution over z by marginalizing out the uncertainty over θ, then it updates its distribution over θ by

updating the distribution based on the expected sufficient statistics of z. In the case that prior distribution

over θ is conjugate to an exponential family conditional distribution over z|θ, this can be done by passing

around expected sufficient statistics and updating. This is a variational method because it assumes that

distributions over θ and z can be updated separately, rather than jointly.

Following the exposition of Beal, Ghahramani 2003[1] we have the following, with the last step as per

Jensen’s inequality.

ln (p (x)) = ln

∫
z

∫
θ

p(x, z, θ)dθdz

= ln

∫
z

∫
θ

q(z, θ)
p(x, z, θ)

q(z, θ)
dθdz

≥
∫
z

∫
θ

q(z, θ) ln
p(x, z, θ)

q(z, θ)
dθdz

Using variational inference to split q(z, θ) into the product of two probability densities qz(z) and qθ(θ)

the bound is maximized by the following...

qt+1
z (z) ∝ exp

{∫
θ

ln p(x, z|θ)qtθ(θ)dθ
}

= exp
{

E [ln p(x, z|θ)]θ∼qtθ(θ)
}

qt+1
θ (θ) ∝ p(θ) exp

{∫
z

ln p(x, z|θ)qt+1
z (z)dz

}
= p(θ) exp

{
E [ln p(x, z|θ)]z∼qt+1

z (z)

}

As per Beal et. al 2003. If the model is constructed such that p(x|z) and p(z|θ) are exponential distri-

butions, and such that the prior for θ is conjugate to the full observation model, then the expressions can

be simplified further. The logarithm of an exponential family distribution in the natural parameterization

is (up to a constant) simply the parameters times the sufficient statistics. In the first equation we take

the expectation over qtθ(θ) and so the sufficient statistics factor out, and we pass the expected parameters

θ. In the second equation we take the expectation over qt+1
z (z) and so the parameters factor out, and we

pass the expected sufficient statistics to perform a Bayesian update of the conjugate distribution for the

hyperparameters.
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2.4 Pólya-Gamma Augmentation

Any customer can have a car

painted any colour that he wants

so long as it is black.

Henry Ford

As discussed in the introduction, these models let you compute many useful quantities to perform inference

in closed form. The (S)LDS models let you use any distribution you want – as long as it is Gaussian. However,

other observation models may make more sense for a given data set. In our case, we use spike count data

with a support in the non-negative integers.

2.4.1 Data Augmentation for Inference

Data augmentation is a strategy which is sometimes used to give a model more flexibility. In a Bayesian

context it works by augmenting the observations with additional variables that have the property when you

marginalize out the uncertainty over them, you obtain in the desired distribution. Augmentation variables

are partially defined by the purpose for which they are added – latent variables change the probability

distribution over the observations, however in most cases we are interested in their values, rather than

wanting to marginalize over them. In contrast we are not interested in the value of the augmented variables,

only their ability to help inference for variables that we do care about.

An augmentation variable ω is appropriate if the following is true for some target distribution p(x|z).

∫
ω

p(x|ω, z)p(ω|z)dz = p(x|z)

Note that since this involves marginalizing out the uncertainty of a variable, Bayesian methods are suitable

– for instance a Gibbs sampler can sample ω|x, z in addition to x|ω, z and z|x, ω. Data augmentation in this

case only makes sense if it is, for some reason, easier to sample ω|x, z, x|ω, z and z|x, ω than it is to sample

x|z and z|x.

2.4.2 Pólya-Gamma Augmentation

In Pólya-Gamma Augmentation we add augmentation variables ω that are distributed according to a Pólya-

Gamma distribution which is constructed such that the following identity holds[6], where κ(x) = a(x) −

b(x)/2.

c(x)

(
eψ
)a(x)

(1 + eψ)
b(x)

= 2−beκ(x)ψc(x)

∫ ∞
0

e−ωψ
2/2p(ω)dω

This means that, as long as the observation model has a probability density of the form

(
eψ
)a

(1 + eψ)
b
,

the augmentation variable ω can be added so that ψ|ω, κ is Gaussian, ω|κ is Pólya-Gamma , and x|ω, ψ
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follows the desired distribution. In particular ψ|ω, κ ∼ N (κω, 1/ω) according to the information form of the

Gaussian distribution exp {hψ} exp {ψωψ}.

This property will allow us to extend the previously discussed models and inference algorithms to be able

to account for new observation models, since now we can introduce an intermediary variable Ψ which has

a Gaussian distribution and can be used as the base for the observations, and provide Gaussian distributed

information to the SLDS models. That is to say, we can pretend that Ψ is the observations for the SLDS

models, while basing our actual observations on it.

2.4.3 Appropriate Distributions

There are a few particular distributions that we are interested in for the purposes of our experiments. We

focus on the Negative Binomial distribution, Bernoulli distribution, and Poisson distribution.

2.4.3.1 Negative Binomial

The negative binomial distribution has the probability mass function(
k + r − 1

k

)
(1− p)r pk

If k is the observed spike count x, and p = σ(ψ) =
eψ

1 + eψ
, then the probability mass is equal to the

following.

p(x|ψ, r) =

(
x + r − 1

x

)(
1− eψ

1 + eψ

)r (
eψ

1 + eψ

)x

=
Γ(x + r)

x!Γ(r)

(
1

1 + eψ

)r (
eψ

1 + eψ

)x

=
Γ(x + r)

x!Γ(r)

(
eψ
)x

(1 + eψ)
x+1

= c(x)

(
eψ
)a(x)

(1 + eψ)
b(x)

and thus we find that c(x) =
Γ(x + r)

x!Γ(r)
, a(x) = x, and b(x) = x + r.

Comparison with the Poisson distribution

The mean is
pr

1− p
and the variance is

pr

(1− p)2
. Note how this now lets one vary the mean and variance

separately by changing p and r. The variance will always be more than the mean, but they are no longer

constrained to be the same.

If you want them to be the same, then you would want their ratio 1/(1−p) to be as close to 1 as possible,

by setting p = ε and r = µ/ε you can always have a mean roughly equal to µ with the same variance. This

also allows us to simulate a Poisson distribution simply by setting r to a very high value, and forcing it to

learn a p that produces appropriate spike counts.
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2.4.3.2 Bernoulli

The bernoulli distribution has a support of {0, 1} and a probability mass function of

px(1− p)1−x

Following similar logic as above, we find that c(x) = 1, a(x) = x, b(x) = 1.

2.5 Prior Work

While there are other attempts to use latent state space models for neural spike count data, there is one

which is by far the most similar to our approach, with major algorithmic differences leading to different

emphases in the model.

2.5.1 Poisson LDS

A very similar model to ours is the Poisson LDS model introduced by Macke et. al, which is also based on

an LDS with observations distributed according to a probability distribution appropriate for count data [8].

This model had a Poisson observation model and is fit with Expectation Maximization.

z1 ∼ N (z0,Q0)

zt+1 ∼ N (Azt + ,Q0)

xt ∼ Poisson(Czt + d + Dst)

With D controlling a refractory factor which transforms a the previous St representing (for instance)the

previous spike counts xt−1.

Macke et. al tested PLDS on multi-electrode motor neuron recordings of an active monkey, and found

performance increases over comparable generalized linear models[8]. This performance suggests that the

general structure of our model ((S)LDS + a count observation model) is a promising direction for modeling.

The main differences between our approaches is that we use data augmentation to make Gibbs sampling

and VBEM tractable for inference, and can fit a wider variety of observation models. In particular, we can

use a Negative Binomial distribution which allows one to vary the mean and variance separately. Since there

is no reason to expect them to be the same (as is dictated by the Poisson distribution), we expect that it

will allow for better empirical fits to the data. However, we do not include refractory effects.

2.6 Models and Inference Recap

By this point we have covered a lot of background, but there are a few main ideas which will be revisited

throughout the rest of the paper.
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The general arc of this section was to show how different models explain data in terms of low dimensional

subspaces. That is it to say, Latent Variable Models models assume that there is a low dimensional repre-

sentation which explains the observations, and each observation is some noisy observation of the underlying

state at that time. Latent State Space Models take it a step further, and attempt to explain the relationships

between the low dimensional representations.

We then reviewed Bayesian Inference algorithms for the models, and found that there were algorithms

which allowed each part of the model to be updated independently, allowing for modular inference algorithms

to be straightforwardly constructed.

However, we faced the challenge that evaluating most of the algorithms in closed form relied on assum-

ing Gaussian distributions and linear transformations. In some circumstances that is not applicable, and

instead we have count data. However Pólya-Gamma Augmentation allows us to use appropriate observation

distributions, which would let us model neural spike count data.

2.7 Position Representation in the Hippocampus

2.7.1 Desiderata for Latent State Space Models

One goal of Latent State Space modelling is to construct a low dimensional representation of the data,

in our case neural activity. Whether or not a low dimensional representation is good is a somewhat ill-

defined question. A model’s score is well-defined, but a model’s score simply asserts that a particular set

of assumptions about statistical independence allows one to achieve good predictive likelihoods without

venturing too far from the prior.

One way of saying that a particular representation is helpful would be if it corresponded to something

useful about the world. For instance in neural decoding contexts scientists use knowledge about what a

region of neurons encodes in order to build systems capable of transforming neural activity back into the

object being represented.

In our case we decided to test the model’s applicability by running it on hippocampal data, which is known

to encode position[4, 18]. If, without access to information about position during training, the algorithm

is able to recover a latent space which corresponds to position, then this would show that the model can

discover a good latent state representation.

2.7.2 Position Representation

The mammalian hippocampus contains several types of cells for representing position. Most of the position

representing cells have one or more active regions, in which the neuron is active and firing more as it gets

closer to a particular physical location [4]. Grid cells are a population where the active region is arranged in

a triangular lattice, while position cells correspond to a fixed position.
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It is worth noting that our model is not set up to necessarily represent neural activity in the same way,

since each observation dimension is simply a linear function of the latent state space.
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Chapter 3

Methods

3.1 Model

Our approach for integrating SLDS models with arbitrary observation distributions is to add a deterministic

latent activation Ψ such that ψtn controls the average firing rate of observation dimension n at time t. In our

model the observations X are completely independent given Ψ, forcing correlations between observations to

be explain in terms of latent states Z and the observation matrix C.

3.1.1 Model

The model explains neuron spike counts via the following equations.
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Key

Z : latent states in RD×T

X : N × T matrix of observed spike counts

Ψ : latent activations in RN×T

ωtn : auxiliary variable for neuron n at time t

A,Q : Autoregression between latent states

C : Transformation between latent states and activations

r : dispersion parameter for NB observations

Priors

A,Q ∼MNIW (µA, λ,H, ν)

C ∼ N (µC ,ΣC)

Dynamics

p(zt|A, zt−1) ∼ N (Azt−1, Q)

Ψ = Czt

p(xt|r,Ψ) ∼ NB(r, σ(Ψ))

Augmentation

p(ωtn|xtn, r, ψtn) ∼ PG (xtn + r, ψtn)

With NB, PG, MNIW standing for Negative Binomial, Polya Gamma, and Matrix Normal Inverse

Wishart distributions, respectively.

3.1.2 Where is the randomness?

In this model, Ψ is deterministic based on Z and C. However, the actual spike counts X are drawn from

a Negative Binomial distribution based on Ψ, and so there is variation in how the count given a particular

latent state space.

3.2 Inference

3.2.1 Gibbs Sampling

Gibbs Sampling is a Markov Chain Monte Carlo algorithm in which one samples from a joint posterior

distribution by sampling from the variables in the distribution in turn[11] . Since we have described a

generative model above, Gibbs sampling is easy to explain – just sample from the conditional distributions

in turn.

Gibbs Sampling Algorithm

Sample A, Q and C from the prior

Sample Z conditioned on A, µ0,Σ0

for N times do

Resample the Latent Features:

resample Ψ conditioned on Z,C,X
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resample {ωtn} conditioned on Ψ,X

resample Z conditioned on A,C, µ0,Σ0,Ψ using Kalman smoother

Resample the Model Parameters

resample A,Q conditioned on Z

resample C conditioned on Z, {ωtn}

end for

3.2.2 Variational Bayes Expectation Maximization

Variational Bayes shares a similar structure with Gibbs sampling, but works with distributions rather than

point estimates. They will share most of the same calculations for computing posterior distributions, but

where the Gibbs sampler will sample from a point estimate, Variational Bayes Expectation Maximization

will compute a Bayesian update based on the expected sufficient statistics.

Algorithm

The basic scheme is to update the latent states z1:T ,Σ1:T based on everything else, then update ωtn based

on everything else, then update the lds parameters A,Q,C. This is more or less the same structure as

the Gibbs Sampler and EM, but instead of resampling based on a single value, you perform the expected

bayesian update.

for N times do

Update the Latent Features:

update Ψ conditioned on Z,C,X

update {ωtn} conditioned on Ψ,X

update Z conditioned on A,C, µ0,Σ0,Ψ using Kalman smoother

Update the Model Parameters

update A,Q conditioned on Z

update C conditioned on Z, {ωtn}

end for

3.2.3 The distribution of Ψ|ω, x1:T

Based on the fact that the Polya-gamma augmentation allows us to say that if we have a joint distribution

which follows

p(x, ψ) = p(ψ)c(x)

(
eψ
)a

(1 + eψ)b

then by conditioning on a Polya-gamma random variable ω ∼ PG(b, 0) we induce the following conditional

distribution...[6]
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p(ψ|x, ω) ∝ p(ψ)eκ(x)ψe−ωψ
2/2, κ(x) = a(x)− b(x)/2

Looking at the conditional distribution, we see that the explicit exponential terms describe the density

of a Gaussian distribution with natural parameters J = ω and h = κ(x). If p(ψ) is also Gaussian, then this

allows us to easily compute the conditional distribution p(ψ|x, ω) as hψ = hψ0
+ κ(x) and Jψ = Jψ0

+ ω,

where ψ0 describes the parameters for the prior distribution over ψ.

Since p(xtn|ψtn) ∼ NB(r, σ(ψtn)) =
(
ttn+r−1

r

) (eψtn)xtn

(1 + eψtn)xtn+r
, and since

(
ttn+r−1

r

)
does not depend on ψ,

we see that our negative binomial observation model satisfies the conditions of Polya Gamma Augmentation

with a = xtn and b = xtn + r.

3.2.4 Updates for Dynamics A, Q

The update of A and Q is based only on the distribution over z1:T , and is simply a bayesian linear regression

as explained previously.

3.2.5 Updates for Observations C

Using Bayes Rule, we can find the natural parameters of the distribution of Cn in order to figure out our

update for Cn.

p(Cn|ψtn, zt) = p(Cn)p(ψtn|Cn, zt)

In order to make the likelihood term tractable, we condition the observations and auxiliary variables, rather

than ψtn. This lets us deal with the fact that ψtn = Cnzt, and we get our information about ψtn from our

observations and auxiliary variables.

p(Cn|ψtn, zt, ωtn,xtn) = N (µCn ,ΣCn)ΠT
t=0N (Cnzt|µψtn , σ2

ψtn)

To keep things simple, our distribution over the row Cn is a Guassian independent of every other row.

This would reflect the assumption that, given the latent state, the spike counts of a particular neuron are

independent of all others.

p(Cn|ψtn, zt) ∝ exp

{
−1

2
(Cn − µCn) Σ−1CN (Cn − µCn)

T
+

T∑
t=0

(Cnzt − ψtn)ωtn (Cnzt − ψtn)
T

}
= exp

{
CnΣ−1Cnµ

T
Cn

}
exp

{
−CTn Σ−1CnCn

}
ΠT
t=0 exp {Cnztωtnψtn} exp

{
−CTn ztωtnzTt CTn

}
= exp

{
Cnh

T
Cn

}
exp

{
−CTn JCnCn

}
ΠT
t=0 exp {Cnzthψtn} exp

{
−CTn ztωtnzTt CTn

}
= exp

Cn
(
hCn +

T∑
t=0

zthψtn

)T exp

{
−CTn

(
JCn +

T∑
t=0

ztωtnz
T
t

)
Cn

}
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By examining the linear and quadratic terms, we see that the updates for the natural parameters for the

gaussian distribution over Cn are as follows...

h′Cn = z0:Tκ
T
0:T,n

J ′Cn =

T∑
t=1

ztωtnz
T
t =

T∑
t=1

ωtnztz
T
t

Since the update is a linear function of ωtn, that means that we can compute the expected update based

on Ω with just the expected value of Ω. Similarly, since the update for h is linear in z, we can just use the

expectation of z, µz. The update for J is a linear function of ztz
T
t , so we use the variance-covariance matrix

of zt to get the expected update of J ,
∑T
t=1 ωtnΣzt . This raises two questions – what are the distributions

over ψtn and ωtn?

This lets us write down our expected updates as...

〈
h′Cn

〉
z0:T

= µz0:T
κT0:T,n

〈
J ′Cn

〉
z0:T

=

T∑
t=1

ωtn
〈
ztz

T
t

〉
zt

=

T∑
t=1

ωtn
(
Σzt + µztµ

T
zt

)
With brackets denoting expectation. Note: in the code we add a column containing only ones to µZ (and

a corresponding covariance of 0 between that column and the rest in ΣµZ ), so that we can use this easier

update, rather than trying to account for a bias in our expression.

The code for the update is in the PGEmissions object, under variational update and its associated

functions.

3.2.6 Updates for Augmention Variables Ω

Since Ω is an auxiliary variable that we only add to order make inference easier work, we only need to keep

track of the information that other parts use. Since Ω is only used by C and Ψ, and since those only need

the expectations of Ω.

Following the Zhang et. al[19], we have the following expression for E[ωtn]...

E[ωtn|xtn] = (xtn + r)

〈
tanh(ψtn/2)

2ψtn

〉
ψtn

The first term is constant (and equal to b(xtn)), but the second is unfortunately intractable, and must

be evaluated using Monte Carlo integration, sampling over ψtn and evaluating the term.

This means that our Variational Bayes updates are only approximate, and that a final version of this

project will need to use SVI, albeit with fairly large step sizes. One could imagine alternatively sampling

over a range of µψtn , σ2
ψtn

and then caching the values until the error is sufficiently small.
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3.2.7 Updates for Latent State Trace z1:T ,Σ1:T

Given A,Q and an up-to-date Ψ which includes information from the observations, we can use a Kalman

Smoother to update the estimates of the latent states.

In particular, the activations Ψ are equivalent to observations from a normal LDS. To demonstrate this,

consider a single Kalman Filter step, following the notation in Murphy [15].

p(zt|xt,x1:t−1,A,Q,C, ωt) ∝ p(xt, ωt|zt,C)p(zt|x1:t−1,A,Q)

In the filter, we already know p(zt|x1:t−1,A,Q) = N (µt|t−1,Σt|t−1) from the prediction step, but we still

need to update from the observations.

Finding p(xt, ωt|zt,C)

p(xt, ωt|zt,C) = p(zt,C|xt, ωt)p(xt, ωt)

Note, however, that the first term is the same term for the update of C. In both cases we use our

gaussian conditional distribution of ψtn|ωtn,xtn in order to get a posterior over a variable contributing to

psi. Omitting a repeat of the derivation, we have...

p(zt,C|xt, ωt) = ΠN
n=1N

(
Cnzt|

κtn
ωtn

,
1

ωtn

)
〈
h′zt
〉
Cn

= µCκ
T
0:T

〈
J ′zt
〉
z0:T

=

N∑
n=1

ωtn
〈
CnCT

n

〉
Cn

=

N∑
n=1

ωtn
(
ΣCn + µCnµ

T
Cn

)
Note that these are just the information terms from the observations in our model – they replace the

information terms from the observations in a normal Kalman smoother.
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Chapter 4

Discussion and Experiments

4.1 VBEM vs. Gibbs Sampling

4.1.1 Experimental Setup

To test the Variational Bayes Algorithm separately from the model, we synthesized data with T = 1000, N =

4, D = 2 from the generative model to ensure that the model is appropriate for the underlying data. We

then randomly selected 33% of the data to hold out by setting the expected psi’s natural parameters at that

point to 0. Since information form multiplication is just addition of the natural parameters, setting them to

zero destroys the information that they would provide. Since most of the computations are expressed up to

proportionality, we did not have other terms in the equation that would be affected by this modification.

4.1.2 Results

Our first comparison is just between the Gibbs sampler and VBEM to check that VBEM works as expected.

We found that it takes longer to reach high log likelihoods than Gibbs sampling, and reaches slightly higher

log likelihoods. However, it appears to be fairly bad at marginalizing out its uncertainty over unobserved

variables, and the held out log likelihoods are much worse than the Gibbs sampler, suggesting that having

uncertainty in both the hidden states and observations spreads out the latent state trajectory by quite a bit.
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4.2 Empirical Results

In this section we discuss the application of the model to hippocampal data. The first experiment tests the

applicability of the model to hippocampal data, then further experiments elaborate on the strengths and

weaknesses of the model. The final experiment tests a linear regression between the hidden states of the

model and the rat’s position, finding that the latent states are a useful representation of the neural state.

4.2.1 Experimental Setup

In order to test the model, we ran it on 47 electrode rat hippocampal data from the Wilson lab at MIT,

holding out half of the data at randomly selected cells of the observation matrix X. We tested a variety

of models using Gibbs sampling to compare against PLDS-EM. In order to compare PLDS-EM on an even

footing with the Gibbs sampled models we sampled from the Laplace Approximated Gaussian distribution

over Ψ in order to get samples from the distribution implicit in the EM algorithm. These graphs are of the

log likelihood of the held out data.

4.2.2 Results

In these graphs the zero point is the performance of a static Poisson distribution, so that there is

a common point of comparison. We found that the best models had 4 latent states, that the Negative

Binomial observation model improved over the Poisson observation model, and the NB-LDS model with

Gibbs sampling outperformed LDS. Interestingly, Factor Analysis does worse than a static Poisson in all

but the lowest dimensions, suggesting that the dynamics of the state are necessary for making the higher

dimensional latent states useful. However, it is still unclear what about the model provides the predictive

capabilities. To test this, we then ran further experiments to show under what conditions the algorithm

preforms well.
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4.2.2.1 Prediction

Our first test was to check if the learned dynamics are useful for predicting the future. We did this by holding

out the last third of the data, and training on the remainder. Surprisingly, everything tested performed worse

than NB-FA, as well as the static firing rate. This suggests that the dynamics learned by the model are

not useful for predicting future data. It is easy to see why this might be the case – for any non unitary

transition matrix A the later states will become arbitrarily far from the population mean firing rate. NB-FA

lacks transitions and so avoids this problem, but does not leverage information from earlier observations in

constructing its predictive distribution.

P-LDS seems more stable in this domain, likely because the maximum likelihood point estimate for the

dynamics are less chaotic than sampling over different dynamics distributions which are not constrained to

be unitary.

Seeing the success of P-LDS we ran NB-LDS fit with VBEM. We found that it did not get as bad as

Gibbs-fitted NB-LDS but it shared a similar problem in that, because it marginalizes over the uncertainty of

A and each latent state, the later latent states have very low precision. In order to test the appropriateness

of its modelling capacities, we used the mean Ψ for computing the heldout log likelihood.
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4.2.2.2 Timeskip Reconstruction

In order to test if the dynamics are useful, we then removed every third time bin from the observations,

to see if the dynamics models were useful for interpolating between known observations. This experiment

found that the dynamics were useful for using the idea that, given the neighboring latent states, a missing

middle state ought not be too far away.

Assuming that the models are representing distance, this makes sense. If there were a good dynamics

model then that would imply that the hippocampal activity is useful for predicting future position, and

could tell you where the rat will go in the future. However, we do know that the rat cannot teleport, and

so knowing where the rat is at one position tells us quite a bit about where it could be in the future. As a

result, we find that the LDS model does better than Factor Analysis for interpolation, but not for predicting

position many time steps into the future.
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4.2.3 Position Prediction

We also learned a linear regression from the rat’s true position to the latent state of a 4-dimensional

NB-LDS model, and found that the true position tended to be inside the confidence intervals of the learned

mapping. This suggests that the latent states of the model pick up on the known underlying low dimensional

explanation of the hippocampus neural activity.

4.3 Future Directions

4.3.1 Encoder/Autoencoder models

One idea that I find exciting is to extend the software package to more explicitly consider the regres-

sion/autoregression structure, so that rather than being constraind in the modeling choice, one can flexibly

impose this factorization of the activation matrix on the observations, while using domain-specific regressions.

4.3.2 Correlated Activity

Our model assumes that each dimension of Ψ is independent of every other dimension conditioned on z. How-

ever, we could imagine adding correlations to the observations to try to represent functional connectivity.[7]

4.3.3 More realistic representations

Our model assumed that the neural activity was a linear function of the latent state, however we know that

hippocampal place cells have receptive fields in which they are active with some probability[4]. This seems

similar to a radial basis function activation [12]. If a radial basis function were used to construct Ψ from Z
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rather than a noisy linear transformation then this could define a new observation model which is more in

line with current science.

4.3.4 Finding abstract embeddings

Some authors suggest that the hippocampus encodes task-dependent metaphorical position for the purposes

of keeping track of sequences and context-dependent task relevant cues [18]. It would be interesting to apply

this model to other domains to try to see if it could recover low dimensional non spatial task embeddings.

Experimental design would be challenging for this, since the model could just learn sequence mappings

without it necessarily implying that the latent dimension encodes anything other than a sequence.
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