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Abstract

This thesis explores the analytics behind fourth-down decision-making in football, with the goal

of building a data-driven framework that can recommend the best option—go for it, kick, or

punt—based on game context. While debates about fourth-down strategy have grown in recent

years, most conversations lack a structured model that links outcome probabilities, expected field

position, and long-term value into a single decision-making pipeline. This project takes on that

challenge, building out a modular system of predictive models designed to work together to simu-

late and evaluate real fourth-down scenarios.

Two modeling pipelines were developed: one based on generalized linear models, and another

using XGBoost. Each approach included multiple components: success probability classifiers, ex-

pected yard line regressors, expected points calculators, and a decision bot that combines outputs

to recommend the optimal play. The generalized linear models provided a solid baseline, partic-

ularly in structured scenarios like field goal predictions. The XGBoost models, however, showed

stronger performance in complex or nonlinear situations, thanks to more tailored feature engineer-

ing and specialized model design, especially the use of separate expected points calculators for

first-and-10 versus fourth down.

Results showed that many of the bots’ decisions aligned with standard coaching logic, while

others revealed opportunities for more aggressive or unconventional play-calling. Still, both mod-

eling pipelines struggled with extreme edge cases, highlighting the need for future models to better
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capture sharp drop-offs and rare outcomes. This thesis closes by outlining a roadmap toward re-

inforcement learning as a more dynamic solution—one capable of reasoning across entire drives,

adapting to context, and optimizing for long-run reward.

By connecting predictive modeling with real-world strategy, this work offers both a proof of

concept and a foundation for future systems that aim to bring more clarity, consistency, and context

to in-game decision-making.
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1 Introduction

In recent years, the field of sports analytics has skyrocketed with the implementation of statistics

and computer science helping sports teams make scouting choices, player evaluations, and in-game

coaching decisions. One particular decision that has benefited from such improved analysis is the

“4th down decision” in American football, a perfect example of economics, computer science, and

statistics culminating into a single risk-reward decision.

1.1 The 4th Down Decision

In American football, each team attempts to drive the ball down the 100-yard field with the ultimate

goal of getting a touchdown. Each drive is segmented into multiple series of drives, starting with a

1st and 10. With each series of drives, the offensive team attempts to achieve 10 yards in 3 downs.

If the team is unsuccessful in converting a series of drives in their first three downs, then the team is

left with the 4th down decision. In a 4th down decision, the team must decide one of three options:

go for it, punt it, or kick a field goal. If the team elects to go for it, they will attempt to reach a

first down in a single play. On one hand, if they are successful, they can maintain possession of the

ball and continue driving towards a touchdown. On the other hand, if they are unsuccessful, they

not only lose possession of the ball, but must give the opposing team the ball at the spot that the

play ends on. In this instance, they have taken on a large amount of risk, as reaching the first down

is often difficult and the opposing team may receive much stronger field position than if the team

had elected to punt the ball. In the instance of a decision to kick the field goal, the same amount

of risk is taken on, but the task is much easier. Oftentimes, making a field goal is a routine task

for NFL kickers, making this a lower risk option, though in the instance of a missed field goal, the

opposing team would receive the ball where the attempted kick’s play took place. If they can make

the field goal, they receive 3 points, fewer than the 6 points of a touchdown, with the potential for

a 7th point if the kicker can make a subsequent kick. In this sense, kicking a field goal provides a

much more moderate risk-reward tradeoff than either going for it or punting. Lastly, punting is the
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lowest risk decision to take on. In this case, the team admits defeat on the drive and accepts not

receiving any points. In return for giving up on the drive, the team will get to punt the ball deeper

down the field, allowing the opposing team a chance to return the punt and receive the ball where

their returner ultimately stops. Here, the opposing team receives a worse position for their offense

to work from, but again, the team that attempted the punt would not have any potential to score

points as a result of their tradeoff. In all, each 4th down decision choice offers a different level of

risk-reward, with going for it being the highest risk expense at the highest potential reward benefit,

kicking a field goal providing a lower amount of risk with a lesser reward, and punting offering

nearly no risk for no reward in terms of points.

1.2 The Historical Context

Making the ideal decision has proven difficult throughout the history of the game. Historically,

the “go for it” option has been considered to be a very risky decision that few teams elected to

take unless it was an obvious decision that was required to have a chance at winning the game,

for instance going for it when down by 10 in the 4th quarter with 4 minutes remaining. In David

Romer’s “Do Firms Maximize? Evidence from Professional Football”, Romer evaluates how risk

aversion results in many coaches opting for field goals and punts historically, despite statistical

models stating that going for it is optimal (Romer, 2006). Though in recent years there has been a

shift towards trusting the models more, and opting to go for it, coaches have nonetheless maintained

a very conservative approach to the decision. According to Palmquist, Elmore, and Williams

(2021), despite increasing recognition in recent years that going for it on fourth down can often be

optimal, many coaches continue to opt for more conservative plays. This is largely attributed to

what is called “loss aversion”, a term coined by Daniel Kahneman and Amos Tversky to describe

the tendency of human beings to want to avoid a loss more than they want to attain a commensurate

gain (Kahneman & Tversky, 1979). Further, it is known that coaches face criticism for calling

unconventional plays even when they are called when they are statistically the optimal decisions.
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1.3 This Thesis

In this thesis, I attempt to tackle (no pun intended) some core questions surrounding the fourth

down decision in football. At the center of this work is a machine learning model built to evaluate

whether teams should go for it, kick a field goal, or punt in various game situations. Along the

way, I explore the challenges that come with designing a model that balances statistical rigor, real-

world football logic, and the chaos that defines in-game decision-making. I also discuss what these

challenges reveal about the limits of current modeling approaches and outline a few ideas for what

more advanced models could look like in the future.

This thesis proceeds as follows. Section 2 provides an overview of related work, including

prior attempts to model fourth-down decisions and broader efforts in football analytics. Section 3

introduces the dataset I use and describes the data cleaning and wrangling required to get it into

usable shape. Section 4 outlines my modeling methodology, including the pipeline architecture

and modeling choices. Sections 5 and 6 present the results from each model type—generalized

linear models and XGBoost—along with a performance comparison and deeper discussion of the

decision bot’s outputs. Lastly, in Sections 7 and 8, the thesis ends with a concluding discussion of

findings, limitations, and directions for future work.

1.4 Our Contributions

Through the work done in this thesis, we now have an open-source fourth-down bot that offers

insight into both the power and the limitations of statistical modeling in football decision-making.

The bot provides a practical tool for simulating fourth-down scenarios and helps illuminate when

and why certain modeling techniques fall short. More importantly, the process of building this tool

surfaces deeper lessons about how to design decision systems that need to balance prediction with

strategy.

This bot is not the final word on fourth down decisions, but it does serve as a useful step-

ping stone. It highlights the tradeoffs between model complexity and interpretability, shows where

different approaches break down, and offers a framework for thinking about what an ideal fourth-
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down model might look like. While developing that model will require more expertise than I

currently have, this thesis helps lay the groundwork—both through the code and the analysis—for

future improvements. In short, this work contributes a functional decision tool, a deeper under-

standing of modeling tradeoffs, and a path forward for building even smarter fourth-down bots.

2 Literature Review

Before defining and evaluating my own work done in this thesis, we can first take a look at prior

relevant research, both in the field of sports analytics and outside. The fourth down decision is not

just a football problem—it is a decision-making problem. As such, attempts to solve it naturally

bring together concepts and research in economics, psychology, statistics, and machine learning.

In this section, I walk through some of the key ideas that shaped how I approached the project:

from expected value theory and behavioral biases, to the way football strategy has evolved over

time, to how modern models like XGBoost have taken sports analytics to another level. The goal

here is not to cover everything ever written on the topic, but to lay out the ideas and research that

helped frame my thinking and highlight what this thesis is building on—and what it is trying to

add.

2.1 The Economics of Decision-Making: Expected Value and Utility Theory

The foundation of most football analytics—and really, most strategic choices under uncertainty—stems

from decision theory in economics. The most basic idea is that agents should choose the action

that maximizes their expected utility, a concept that is been around since the early days of classi-

cal economics (von Neumann, Morgenstern, & Rubinstein, 1944). In its simplest form, expected

value models ask us to assign payoffs and probabilities to every possible outcome and pick the

option with the highest average result. For a fourth down decision, that means computing the

payoff of going for it (e.g., getting a first down, scoring a touchdown) and weighing that against

the probabilities of failure and the resulting consequences (e.g., giving the other team good field
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position).

While elegant in theory, this model assumes that humans behave as rational utility maximizers.

However, in reality—and especially in sports—decisions often deviate from that ideal. Kahneman

and Tversky (1979) offered a powerful alternative with prospect theory, showing that people tend

to be loss averse: they feel the pain of losing more than the joy of gaining. This helps explain

why coaches often punt or kick even when the math says to go for it. From a utility-maximizing

perspective, they might be making the wrong choice. But from a behavioral perspective, they

may be avoiding the perceived worst-case scenario: the public humiliation that comes with an

aggressive call gone wrong (Urschel & Zhuang, 2011).

Another economic insight that applies here is the role of evolution and learning under uncer-

tainty. Alchian (1950) argued that in complex environments, agents don’t always optimize—they

adapt (Alchian, 1950). In that sense, coaches may be more like firms in uncertain markets: stick-

ing to strategies that historically “work well enough” and slowly updating their heuristics as new

evidence (and social norms) evolve. While expected value remains the core framework for this

thesis, it is important to recognize that utility—and decision-making under risk—is as much about

psychology and incentives as it is about math.

2.2 The Fourth Down Decision: Context, History, and Conservatism

If there’s one decision in football that perfectly captures the tension between analytics and tradition,

it is the fourth-down call. For years, punting was the default move—even on 4th-and-short near

midfield—because that is just how it was always done. The risks of going for it felt too big, the

rewards too uncertain, and the costs of failure (both on the scoreboard and in the press room) too

harsh. The idea that these decisions were too conservative was not just a hunch—it was backed by

data.

David Romer’s (2006) landmark paper posed a provocative question: Do NFL teams actually

maximize expected value? His analysis, rooted in standard economic models of decision-making,

found that teams punted far more often than they should. Using drive-level data, he showed that
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in many situations—especially near midfield—going for it yielded higher expected points than

punting or kicking. But despite this, coaches routinely opted for the safer play. In other words, the

status quo was not optimal; it was just comfortable (Romer, 2006).

Palmquist, Elmore, and Williams (2021) extended Romer’s analysis to assess changes over

time. They observed some progress, with teams exhibiting slightly more aggressive fourth-down

strategies. However, overall coaching decisions remained predominantly risk-averse. The authors

attributed this conservatism to behavioral factors such as loss aversion and concerns over job se-

curity. Coaches may fear the repercussions of a failed aggressive call, leading to public criticism,

even when statistical models support such decisions (Palmquist et al., 2021). As Urschel and

Zhuang (2011) point out, the perceived regret from a failed aggressive decision often outweighs

the regret from a failed conservative one (Urschel & Zhuang, 2011).

This context helps frame the need for better tools—not just to model the decision accurately,

but to communicate it clearly. If models are going to influence coaching decisions, they have to

overcome decades of ingrained behavior and the very real fear of being wrong in public.

2.3 The New York Times 4th Down Bot and Public Perception of Analytics

One of the biggest moments for football analytics in the public eye did not come from an academic

paper or a team’s internal research—it came from a newspaper. The New York Times launched

its Fourth Down Bot in 2013, a simple online tool that analyzed each NFL fourth down and gave

a recommendation based on win probability (Bot Team, 2014). Unlike most sports coverage, it

did not rely on intuition or gut feeling. It relied on numbers. In doing so, it told fans—and

coaches—when the “safe” choice was not the smart one (Burke, 2009).

The Bot used historical data to estimate the chances of winning based on the outcome of a

fourth-down decision. For instance, it would calculate how win probability changed if a team

punted versus went for it, and then recommend whichever option maximized that probability. This

approach was intuitive for readers but also highly influential, because it provided a public-facing

analytical tool that people could follow in real-time (Causey, Katz, & Quealy, 2015). Suddenly,
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analytics was not just for front offices—it was in the conversation during games.

However, the NYT Bot also highlighted the challenges of public perception. Coaches who

defied it were often mocked on Twitter, while those who followed it and failed faced backlash.

The Bot made analytics feel more objective, but it also made every decision seem black and white,

even though football rarely is. While its reliance on win probability made sense for general fans,

it sometimes under-emphasized field context or game flow—something this thesis tries to address

by modeling expected points instead.

Still, the Fourth Down Bot changed the game. It made analytics accessible, sparked debate,

and forced coaches to consider that the “smart play” might not align with the conventional one. As

Burke (2019) later noted, teams like the New England Patriots helped shift fourth-down thinking

through bold choices, but tools like the Bot helped legitimize those choices in the public eye.

2.4 Linear and Generalized Linear Models in Sports Analytics: Strengths,

Weaknesses, and Interpretability

Before the rise of tree-based models and neural nets, sports analytics leaned heavily on parametric

linear and generalized linear models. Partly, this reliance was since these models were easy to use.

Even more important was the fact that they were easy to understand. Linear and logistic regression

have long been the go-to tools for analysts trying to make sense of player performance, game

strategy, and, yes, fourth down decisions. In fact, even in this thesis, linear models and generalized

linear models serve as important baselines. They might not always be the most accurate, but they

offer a level of interpretability that is hard to beat.

In a generalized linear model, each predictor gets a weight, and the sum of those weighted

predictors gives you the output (directly, in the case of linear regression, and on the logit scale in

the case of logistic regression). That simplicity is powerful because it lets you directly trace the

influence of each variable. For example, we can see exactly how much field position or wind speed

changes the probability of a successful kick—or how the distance to a first down affects the odds of

a conversion (Romer, 2006). That kind of transparency is critical when you are trying to convince
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someone—like a coach or commentator—that a model’s output makes sense.

That said, the simplicity comes with tradeoffs. Generalized linear models assume linear rela-

tionships and additive effects (on the logit scale for logistic regression), which can be a poor fit in

football, where, for example, complex interactions between variables matter. A 4th and 1 is very

different from a 4th and 10, but not just because of the number—it is about the kind of play you can

run, how the defense lines up, and how much time is left. These complexities are hard to capture

in a strictly linear framework. Thus, even though logistic regression helps with binary outcomes,

it still shares the same limitations in modeling nonlinear patterns.

That said, generalized linear models still have a place. They are fast, interpretable, and often

“good enough” for establishing baselines or diagnosing model behavior. In this thesis, they serve

as useful points of comparison, especially before we dive into more flexible models like XGBoost

that are better suited to handling the full chaos of football decision-making.

2.5 XGBoost and Machine Learning in Football Analytics

As football decisions get more complicated and the data get richer, we need models that can actu-

ally handle that complexity. Enter XGBoost. Short for “Extreme Gradient Boosting,” XGBoost is

a machine learning algorithm that is especially good at capturing nonlinear relationships, handling

weird edge cases, and squeezing every last drop of performance out of structured data. For a setting

like football, where field position, game time, weather, and play type all interact in complicated

ways, XGBoost is a great fit (Chen & Guestrin, 2016).

Unlike generalized linear models, which fit a single equation to the entire dataset, XGBoost

builds an ensemble of decision trees, each one focused on correcting the errors of the previous

ones. This allows it to home in on tricky cases, like the difference between going for it on 4th-and-

2 at midfield versus deep in your own territory. In football, those context shifts matter a lot—and

XGBoost can model them without needing to hand-code every possible interaction.

In this thesis, XGBoost is used across multiple modeling tasks, from predicting the success

probability of a play to estimating the expected points after different outcomes. It consistently out-
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performs the generalized linear models, especially in edge cases and rare scenarios. The tradeoff is

interpretability: it is harder to explain exactly why XGBoost made a certain prediction. But given

the goal of our endeavor is truly prediction accuracy - that is, building a top-performing fourth

down bot - accepting that tradeoff is appropriate. Performance matters more than simplicity when

it comes to making good decisions under pressure.

That said, even XGBoost has its limits. It still requires careful tuning, high-quality features,

and a thoughtful approach to evaluation. Even so, for a problem like ours, where interactions are

messy and effects are nonlinear, it is one of the best tools we have.

2.6 How Football Has Changed: Aggression, Risk, and Style of Play Over

Time

One of the biggest reasons we can not just treat football data from 2005 the same as data from

today is that the game itself has changed dramatically. Teams pass more, run less, and take more

risks than they used to. Fourth down aggression, in particular, has become way more common

over the last decade. What used to be seen as “risky” is now often standard practice, especially for

teams that buy into analytics (Burke, 2019).

Part of this shift comes from rule changes that favor offense: quarterbacks are more protected,

defenses get penalized more easily, and passing games have exploded. That means the expected

payoff from going for it on 4th down has gone up—more teams can reliably gain 2 or 3 yards when

they need to, especially with mobile quarterbacks or high-powered passing schemes. At the same

time, punting the ball away does not feel like the insurance policy it once was. Opposing offenses

are just too good to bank on a defensive stop.

Beyond that, coaching culture has evolved. Ten years ago, going for it on your own 40-yard line

was a fireable offense. Now, it is a topic on Monday Night Countdown. The analytics movement,

popularized by teams like the Philadelphia Eagles and Baltimore Ravens, has shifted the window

of what is considered an acceptable risk. As Yam and Lopez (2018) pointed out, there is still some

conservatism, but the overall trend is toward more aggressive playcalling—even if the full buy-in
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is not there yet (Yam & Lopez, 2018).

From a modeling standpoint, all of this matters. If we include older data, we risk underestimat-

ing how successful fourth-down plays can be in the modern NFL. That is why this thesis uses only

the past decade of data—to make sure the models reflect today’s game, not a version of football

that no longer exists.

2.7 Why Models Alone Are Not Enough: Behavioral Biases and Coach In-

centives

Even if a model perfectly calculates the expected value of every fourth-down decision, there is still

one big problem: humans have to actually follow it. And in the NFL, that is not always a given.

Coaches are people—people with jobs on the line, fan bases to answer to, and a deep aversion to

looking dumb on national TV. Therefore, even when the math says “go for it,” the decision is not

purely analytical. It also involves a degree of emotion, politics, and even reputation.

Behavioral economics helps explain why. As a reminder from our previous discussion, we

know that Kahneman and Tversky’s (1979) prospect theory introduced the idea that people are loss

averse—they feel losses more intensely than equivalent gains (Kahneman & Tversky, 1979). In

football terms, this means that the pain of a failed 4th down conversion outweighs the satisfaction

of a successful one, even if the numbers say the success is worth the risk. Palmquist, Elmore,

and Williams (2021) affirm this in their study of coaching tendencies, showing that coaches often

choose the option that minimizes the chance of criticism, not the one that maximizes expected

value (Palmquist et al., 2021).

However, the decision stems beyond basic psychology and begins to involve incentives. A

coach who makes a conservative call and loses still fits the script of “playing it safe”. But a coach

who follows the analytics and fails might face outrage, job insecurity, or media backlash. The

safer move is not always the better move, but it is often the more defensible one. As a result,

coaches tend to follow what has historically been accepted, even when the data tells a different

story (Stahle, 2025).
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That is why building better models is not enough. We also need to think about how to present

them, how to build trust in them, and how to align them with the incentives that decision-makers

actually face. Otherwise, even the smartest bot won’t change anything on the field.

2.8 Reinforcement Learning and Future Directions for Decision Bots

While this thesis sticks to supervised learning techniques—like XGBoost—for modeling fourth

down decisions, it is worth considering where this work could go next. One obvious direction

is reinforcement learning (RL). Unlike supervised models that learn from labeled outcomes, RL

models learn by interacting with an environment and figuring out what actions lead to long-term

rewards. That setup makes a lot of sense for football, where every play affects not just the current

drive but the rest of the game (Sutton & Barto, 2018).

In an RL framework, the model could learn policies: general rules for when to go for it, punt,

or kick based on a broader set of game states. It would not just try to maximize expected points

on a single play—it would try to maximize win probability over the whole game. That is a much

more ambitious goal, and it introduces a lot of complexity. You’d need to simulate full games,

incorporate opponent behavior, and think carefully about what counts as a “reward”. Still, the

potential is huge.

Some early work in this space has shown promise, especially in sports like basketball or video

games where state transitions are more consistent (Truong et al., 2023). Unfortunately, football

poses some serious challenges: the state space is huge, actions are limited, and the data are noisy.

Plus, even with perfect simulations, translating an RL policy into something a coach would actually

use is a whole separate issue.

That is why this thesis did not go down the RL route—it is powerful, but it also adds a layer

of abstraction and complexity that would’ve made it tough to finish in scope. Still, it is an exciting

future direction. A next-gen 4th down bot that uses reinforcement learning could, in theory, find

even better decision rules than what is possible with supervised models alone. It is just a question

of when the tools—and the teams—are ready to embrace it.
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3 Data

3.1 Initial Structure and Data Sources

The data used throughout this thesis consist of detailed play-by-play (pbp) records for every NFL

game from the 2001 through the 2023 seasons, retrieved from nfl-data-py (nfl-data-py: python li-

brary for interacting with NFL data sourced from nflfastR, n.d.). Each season’s data was originally

stored in a separate CSV file and included thousands of rows—one for each play—with hundreds

of columns describing everything from the down and distance to weather conditions, player names,

and play results. Despite having access to over 20 years of data, all model training was limited to

only the most recent 10 seasons. This decision reflects the significant evolution in playing styles,

rules, and coaching strategies over time, which we detail further in the limitations subsection.

However, we retained the full dataset to help explore long-term patterns and assist with broader

context understanding during the exploratory phase.

3.2 Data Wrangling Process

The initial wrangling step involved merging all season-level data into a single master dataset. From

there, we performed rigorous cleaning. Plays without a valid play description or missing critical

fields (such as the play type or yardline) were excluded, as were certain edge-case plays like

penalties that nullified attempts or plays immediately following a turnover with irregular context.

Team names were standardized, and we normalized yardline values so that every play consistently

reflected the offense’s distance to the end zone, independent of field direction.

Weather data—including temperature, humidity, and wind speed—were also cleaned to en-

sure numeric consistency, especially where older games recorded these variables in inconsistent

formats. We additionally added a derived score-time interaction variable to capture the offensive-

versus-defensive context within the same game, although the logic and rationale for this variable

are discussed in greater detail in the methodology section.

To enable more targeted modeling, we also grouped plays into five distinct modeling datasets,
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each tailored to a specific predictive task related to the fourth down decision.

3.3 Construction of Modeling Datasets

To help provide an overview of the process for constructing the go-for-it, kicking, and punting

datasets for the past decade, we can refer to Figure 1 which provides a general overview of how

we went from our starting dataset, prior to the initial wrangling described above, to our eventual 3

core datasets.
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Figure 1: Overview of the Data Wrangling Process to Generate Past Decade Go-For-It, Punting,

and Kicking Datasets
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3.3.1 Go-For-It Dataset

To build the go-for-it dataset, we filtered all plays to extract instances where teams attempted

a fourth-down conversion. We labeled these plays as either successes or failures depending on

whether the offense achieved a first down. We also collected contextual features likely to impact

conversion success: the number of yards to gain, the offense’s current yardline, the time left in the

game, total points scored thus far by the offense, and weather conditions such as wind speed and

temperature. These variables collectively captured both strategic and environmental considerations

affecting fourth-down outcomes.

3.3.2 Kicking Dataset

The kicking dataset was composed by filtering all field goal attempt plays. For each of these,

we recorded whether the kick was successful or not, and assembled predictors that influence field

goal success: the distance of the kick, environmental variables (temperature, wind speed), the time

remaining in the game, and whether the game was part of the regular or postseason. The inclusion

of score differential was also considered as a proxy for pressure or game importance. Together,

these features offered a robust picture of the conditions surrounding a field goal attempt.

3.3.3 Punting Dataset

The punting dataset required us to classify each punt as either successful or blocked. However,

because blocked punts are extremely rare, we ultimately treated them as such and assigned a default

success status to most punts for modeling purposes. In the baseline version, we still attempted to

model blocked punt probabilities using the available data, but later iterations simply assumed no

block occurred and modeled the expected result of a successful punt. For each punt, we recorded

the initial line of scrimmage and predicted the opponent’s expected starting position based on field

conditions and weather parameters.

21



3.3.4 1st Down Expected Points Dataset

This dataset was created by filtering all plays that began with a 1st-and-10 situation. These plays

were used to estimate how many points a team is expected to score from a given field position with

fresh possession of the ball. In addition to yardline, we recorded other contextual variables such as

score differential, elapsed game time, timeouts remaining, and temperature. This dataset was par-

ticularly important because every 4th down decision ultimately results in a new 1st down—either

by the offense if they succeed or by the opponent if they fail. Modeling expected points from these

starting positions was central to calculating the expected points gained or lost from any 4th down

decision.

3.3.5 4th Down Expected Points Dataset

In parallel to the 1st down dataset, we also created a 4th down expected points dataset, composed

solely of 4th down plays. This dataset allowed us to estimate the pre-play expected points in a

given 4th down situation. This was crucial for computing expected points added by comparing

what the team stands to gain with what they are currently expected to achieve before making the

decision. It involved many of the same features as the 1st down dataset, but was filtered for 4th

down plays with appropriate contextual variables.

3.4 Exploratory Data Analysis

Before modeling began, I took time to explore the past decade of data in order to visually get a

better sense of the structure and behavior. This kind of exploratory data analysis (EDA) was helpful

not just for spotting trends, but also for identifying what issues and difficulties might arise as the

models attempt to model these trends. A few clear insights emerged that helped guide the rest of

the work, especially around how rare certain play outcomes are and how heavily certain play types

cluster around just a few common situations.
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Figure 2: Conversion success rate by yards to go, grouped in bins of size 2 from 0–50 yards.
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Figure 3: Conversion success rate by yards to go, grouped in bins of size 2 from 1–15 yards.

Fourth down success rates drop sharply as yards-to-go increases. In the broader 0–50 yard

view in Figure 2, we can see the steepest decline happens in the first ten yards. Success rates fall

from just under 60% for short-yardage attempts to below 20% by the time you reach ten yards to

go. Beyond that, the curve flattens, but only because conversion attempts become so rare. The few

successes at extreme distances (like 30+ yards) are almost certainly Hail Mary-style plays that are

not truly representative of typical go-for-it decisions. As such, it is much more representative to

look at a more realistic range of values, such as 1 to 15 yards to go, leading to our formulation of

the distribution found in Figure 3.

Zooming in on the first 15 yards (the more relevant slice for modeling) confirms that the

sharpest drop-off occurs in the 1–5 yard range. From there, the success rate levels out in the

30–35% range before continuing its decline. These figures helped shape the decision to include

yards-to-go as a central feature in probability modeling. They also reminded me that while extreme
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fourth-down attempts make for good highlight reels, they are statistical noise from a modeling per-

spective.

Figure 4: Distribution of yards to go on fourth down conversion attempts.

That intuition is backed up by the distribution of conversion attempts by yards-to-go seen in

Figure 4. As expected, the vast majority occur when the offense needs fewer than five yards. The

distribution drops off fast after that, with very few attempts past the 10-yard mark. This distribution

is not just a curiosity — it speaks to how conservative NFL coaches continue to be on fourth down.

From a modeling standpoint, that means we are training on data with a long tail and a dense core.

That kind of imbalance introduces real challenges for prediction, especially when trying to make

sense of those rare long-yardage attempts.
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Figure 5: Distribution of field goal kick distances.

The distribution of kick distances seen in Figure 5 reveals its own quirks. While we see a

relatively wide spread across the 20–60 yard range, there is a massive spike around the 33-yard

mark, which corresponds to extra point attempts under the current NFL rule. That peak is so

pronounced it almost breaks the chart. Aside from that, the distribution is fairly even, with a slight

lean toward attempts in the 40s. This gave me confidence that our kicking model would have plenty

of mid-range data to learn from, but also flagged the need to be cautious when interpreting results

at the extremes.
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Figure 6: Distribution of punt distances.

Punt distances tell a different story. The distribution seen in Figure 6 is more bell-shaped,

peaking around 45 yards and tapering off symmetrically on either side. Most punts cluster between

35 and 55 yards, which is in line with what you would expect from modern NFL punters. Unlike

conversion attempts or kicks, punts follow a much tighter playbook — teams punt from roughly

the same field positions and aim for roughly the same outcomes. That consistency is part of why I

ended up treating punt outcomes more simply in the models that followed. There just is not much

variation to chase.

In sum, this quick visual exploration confirmed a lot of common-sense football wisdom: short

yardage is king when going for it, field goal data is skewed by extra points, and punts live in their

own boring, predictable world. But it also helped me identify the right guardrails for modeling.

Instead of pretending all yardages are equally important or all kicks equally likely, I let the data

dictate where the focus should be — mostly in that short-yardage trench where games are often

27



won or lost.

3.5 Limitations and Constraints

Several limitations are inherent in modeling using NFL play-by-play data. One major constraint is

that football has changed significantly over the past two decades. Not only have rules shifted—favoring

offense, increasing protection of quarterbacks, and penalizing defensive contact more strictly—but

playing styles have evolved as well. Teams now pass more often, adopt more aggressive play-

calling, and are generally more open to analytics-based decision-making than they were in the

early 2000s.

Due to these changes, we chose to limit model training to the most recent 10 seasons. This

window better reflects the current style of play and minimizes distortions introduced by outdated

strategies. Even within this recent decade, however, there remains some degree of inconsistency

across seasons due to coaching trends and roster differences.

Another potential limitation worth flagging is a form of selection bias in the underlying data.

Teams that go for it more often on fourth down may already be better suited to succeed in those

moments—either because they have a high-powered offense, a mobile quarterback, or a coaching

staff that understands how to maximize edge plays. That means the data we use to estimate go-

for-it success rates might be inflated by the fact that it is already the more confident, capable teams

choosing to take those risks. Likewise, extremely far kick attempts would likely only be attempted

if the team felt that their kicker had an elite capability to make such a difficult field goal. In a

perfect world, we would be able to fully disentangle team quality from decision quality, but in

practice, those two things are tightly linked. Future versions of this model could explore ways

to account for that, whether by controlling for team strength more directly or by examining how

success rates shift across different coaching styles or roster constructions.

Other challenges include the scarcity of certain rare events (such as blocked kicks, defensive

touchdowns, or fake punts), which can make it difficult to model those outcomes with statisti-

cal confidence. We also acknowledge that weather data, especially in older games, may not be
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perfectly accurate or complete.

Despite these challenges, the breadth and depth of NFL play-by-play data make it an extremely

rich resource for decision modeling. With careful wrangling and thoughtful design of modeling

datasets, we were able to construct five distinct and meaningful views of the game, each one

tailored to help illuminate a different part of the fourth down decision problem.

4 Methodology

To create an insightful 4th down bot, we must first start with an approach to deciding the best of

the three 4th down options. To do this, I offer a simple approach, similar to that found in the New

York Times approach, but with one key difference: the use of expected points over win probability.

The approach consists of looking at the expected points added from each potential decision made.

The expected points from a situation would be how many points a team is expected to score at the

end of the drive. For instance, if a team is 1 yard away from a touchdown, depending on other

factors like what down it is, we can say they would have an expected points fairly close to 7. A

team between field goal range and a touchdown may have an expected points between 3 and 7.

Essentially, the idea is to guess how many points the team is expected to get at the end of the drive,

given their field conditions and position in the game.

For each of the three decision options, we can calculate the expected points added from the

decision by looking at the expected points added or lost in each instance of failure or success.

To clarify this, let us demonstrate an example of how we might calculate the expected points

added from going for it. First, we can partition the possible outcomes into two: success or

failure. Thus, using the Law of Total Expectation we can say that the expected points added

from going for it (E[GFI]) is equivalent to the expected points added from a successful con-

version (E[GFI|Success]) times the probability of the conversion P (Success), plus the ex-

pected points added of going for it given a failed 4th down attempt (E[GFI|Failure]) times

the probability of failing the 4th down conversion attempt (P (Failure)). Thus we are left with
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E[GFI] = E[GFI|Sucess]∗P (Success)+E[GFI|Failure]∗P (Failure). Computing each of

these terms will involve their own methodologies that we will discuss, but we can essentially take

the maximum of the expected points added from going for it, punting, and kicking a field goal,

with each of the three following the same Law of Total Expectation approach demonstrated above.

To better understand this approach, let us first discuss why we choose to look at expected points

over win probability.

4.1 Why Expected Points over Win Probability

In many 4th down bots, including the most infamous New York Times one, win probability is used

rather than expected points. Though this may be a better approach to deciding the best game-

time decision, the bots created in this thesis are meant to manage and help decide on much more

ambiguous situations, rather than clearer ones, and are used to help understand where current

model limitations apply and how we can improve future modeling of this decision. With this goal

in mind, expected points becomes a more objective measure of the best decision, as it will not

be so heavily biased by factors like score and time remaining, but will instead more heavily look

at the best decision given a field position and a team’s demonstrated offensive strength versus

defensive strength. This approach allows us to theoretically pose questions to the models based

on field positions and demonstrated match skill differences, rather than attempting to make the

best decision, which can many times be obvious. To help clarify my point, let us take a late-game

decision. Suppose it is 4th and 10 with 1 minute left in the game and the team with possession of

the ball is currently down by 7. The obvious decision from any coach is going to be to go for it.

Thus, we do not require a statistical bot in this instance to best understand that going for it is the

key here. Instead these statistical bots should be relied on in less clear predicaments, such as the

start of a game. In such events, going for it on 4th down may be undervalued by win probabilities,

as there are not as many instances of these earlier in the game, so the expected points model could

help us better theoretically answer these questions and dive into where statistical models can be

improved in more difficult situations. Ultimately, a hybrid model of the two could potentially yield
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the best results for the future, but given the win probability approach’s emphasis on game situation

more than field position, the expected points model allows us to better understand the shortcomings

of statistical approaches given field context, rather than over-emphasizing the score differential and

time remaining in a game. Put shortly, while win probability is the scoreboard, expected points is

the field—it tells us where we are, what is at stake, and what we stand to gain or lose right now.

4.2 Success and Failure Probabilities

To generate the success and failure probabilities, we require machine learning approaches that can

take our data from the past 10 years to estimate the probability of a success or failure in each

instance. As such, we create 3 models to achieve these probabilities.

First, for the kicking model we can use the data from the past decade and subset it for all

field goal kicking plays, before then using that to predict the probability of a kick given a set of

predictors. In the baseline generalized linear model approach, these predictors included distance

to a touchdown, time left in the game, and weather (temperature, humidity, and wind speed). In

the XGBoost approach, the same predictors were utilized, with the addition of a postseason binary

indicator of whether or not the game was a playoff game, as well as the score differential during the

kick. The theory behind this approach is that we can quantify 3 influences on a kick’s probability

of going in. One, the field position, so how far we need to actually kick the ball. Two, the weather

conditions, so how windy it is and how conducive the weather is for a successful kick. Three,

the mental state of the kicker, so how much pressure is on the kicker during this play. Thus, by

using these predictors we can create a probability of success for a kicking play, and thus can also

generate a probability of failure by simply taking 1 minus that probability of success.

Next, for the punting model, we can first recognize that blocked punts are an incredibly rare

and largely random event in American football. In other words, there is not much variation on

whether or not a punt will be blocked, and given that they are so rare, any variations would not be

substantially necessary to the model. At first, our baseline linear regression model did attempt to

quantify this probability of a punt being blocked. However, given that a guess of “not blocked”
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every time is a nearly perfect algorithm, I later decided to simply assume that all punts are not

blocked in the XGBoost model. In other words, we can create the probability of a punt success,

with success being defined as not blocked, as a constant 1, making the probability of a punt failure,

or a punt block, 0 for the purposes of this thesis.

Lastly, for the go for it model, we can predict the probability of a successful 4th down conver-

sion by using subsetted data that takes every 4th down play over the past decade and feeds these

results with predictors to a machine learning model. To do this, we first want to determine what

predictors would impact the chances of a successful 4th down conversion. In the initial baseline

logistic model, I decided to put the distance to the touchdown, the yards to go for a first down,

the amount of time remaining in the game, the amount of points the team has scored so far, and

weather conditions like temperature, humidity, and wind speed. Through these predictors, we are

able to determine the difficulty of the task of converting, like the yards to a first down and distance

to a touchdown, the game conditions, like temperature and time remaining, and lastly the offense’s

success thus far in the game against this defense, through the amount of points they have already

scored.

To further improve this, we included an interaction term of the time left in the game and the

points scored thus far, which would be a measure of offensive versus defensive strength using the

metrics that have already been demonstrated on that game thus far. To show that this approach is

more effective than simply having the score and time independently, we can imagine two scenarios.

In the first, the team has scored 0 points, but the game has only been going on for 1 minute. We

would not want to make any claims about how good the offense is doing against the defense on

this particular matchup, as there has not been enough of a trial period for us to fully understand

that. However, imagine someone scored 0 points and there is 1 minute left in the game. Thus far in

the game, the offense has not been able to do well against the defense. As such, the interpretation

of a score of 0 changes drastically based on the time that has elapsed in the game, so including

the interaction term is useful. This approach is made particularly effective as it does not bias

itself with previous season data, and allows there to be a measure of offensive versus defensive
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abilities for that game. This allows us not to have to think about how these teams have performed

before and how their team have changed since then. For instance, if the team has players who are

injured or if they are simply having a bad game, this metric would allow us to understand that.

Furthermore, the metric allows us to generate better probabilities that are specific to this game

and these team matchups on a particular day, which makes the late game probabilities much more

specific and accurate. One downside to this approach is that it does not account for the offensive

team’s defensive influence on the score. For instance, imagine a game in which the defense gets

an interception and returns it for a touchdown. In this case, the team would now have scored 6

or 7 points, depending on the result of the extra point attempt, but it would not be indicative of

the matchup between that team’s offense against their opponent’s defense. Likewise, even if the

defense does not directly score, a strong defense will impact the starting position of the offense, as

they can influence where the offense gets the ball both through forcing turnovers and by putting the

opposing team in a poor punting position. Even so, defensive scores are a fairly uncommon event

in football, and ultimately, this defensive influence would likely not impact the offensive versus

defensive metric of points scored over time elapsed in the game. Not to mention, strong defensive

play could inspire stronger offensive play from a psychological perspective, ultimately making the

metric still a strong predictor of the offensive versus defensive matchup for that partial game, in

general.

To make this approach even simpler, we introduced a new predictor in the XGBoost model that

would be a measure of the points scored over time elapsed in the game. To do so, we decided

to take the points scored thus far by that team in the game and divide them by the time that has

elapsed in the game. However, it is also important to recognize that scores over time are not linear,

as there are more points scored later in the game as urgency increases. As such, we actually use

the log of the time remaining in the denominator. Thus, we reach a formula of Points Scored
log(Time Elapsed) to be a

measure of offensive versus defensive matchup. With this predictor, we then created our XGBoost

probability model for the go for it scenario.

To create the XGBoost model, we utilized the same predictors as the logistic regression model,
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but instead of using the interaction term, we utilized the score-time interaction term described

above. Furthermore, we removed humidity as a predictor, as we ultimately deemed it to be a

non-influential predictor in the model, and far less influential than temperature and wind speed for

determining the influence on player performance through weather. With these in place, we then

were able to train our XGBoost model.

Before we dive into the details behind these training methods and our hyperparameter selection

process, we first want to explain the expected points added models, which, when used in conjunc-

tion with the probability models, give us the ability to perform our maximization of expected points

added.

4.3 Expected Points Models

Unlike the probability models where we could imply create 3 models and use the 1−p = q property

to generate the probability of a failure, our expected points models require 6 different models, as

the relationship of expected points on success and expected points on failure cannot be so linearly

defined. Thus, we required 2 models in each scenario, one in the instance of a success and one in

the instance of failure.

Starting with the kicking expected points model, we wanted to define how many points a team

would be expected to get if their kick was a success and if their kick was a failure. In the success

case, we have a straightforward situation. Since the kick was good, we know that the resulting

points added are simply 3. Thus, the expected points from the kick being successful can actually

be reduced to a constant, 3.

In the instance of failure, a missed field goal would then require us to determine the expected

position that the opposing team would receive the ball at. Then, given that position, we can use

an expected points calculator to determine how many points the opposing team is expected to get

from that position. Once we have that, we can then say that the expected points given a failed

field goal attempt would be the negation of the expected points the opposing team would receive

from the expected field position that the team gives the ball up in. Fortunately, for the situation of
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missing a field goal, this is again a simple process. When a team misses a field goal, the defensive

team gets the ball at the yardline from which the team ran the attempted field goal play. Thus, in

the general case, we can simply say the expected position of the opposing team after a missed field

goal would be the spot from which the field goal play was attempted.

There are two important considerations to this approach. The first is a blocked field goal

that is returned for a touchdown, and the second is a blocked field goal that is not returned for a

touchdown. In each of these cases, the assumption that the opposing team would simply get the

ball where the team attempted the kick would fail. However, this assumption is not unreasonable,

since blocking a field goal is an extremely rare event in football, and returning one for a touchdown

is even more rare. As such, we can utilize this assumption to create a general case, as there is also

no way of determining the chances of a field goal being blocked. Of course, we could create

a model to determine this, but doing so would provide little to no benefit, as we could like see

that it is mostly team dependent and not game dependent, since game conditions would likely not

be a strong predictor of a blocked field goal, though historically, certain teams or players would

be more exceptional at successfully blocking a field goal. Even so, those exceptional players

would not be doing so at a high probability, so even in this instance, the assumption is not heavily

undermined. Thus, we can reasonably assume that the expected points lost from a missed field

goal are the negated expected points that the opposing team has at the spot of the missed field goal.

Passing this situation to an expected points calculator, from which there are many potential options

available, would allow us to generate a result. However, I decided that since my expected points

calculator should be specific to 4th downs and 1st downs, since after every 4th down is a 1st down,

I decided to create my own, which I will discuss more in the next section of this chapter.

Before continuing on, we can use the concept of a reduction in computer science to say that

determining the expected points from a failure or successful play, what we can call the expected

points problem, can be reduced to the problem of determining the expected field position fol-

lowing the play, in either case of success or failure. To define this reduction explicitly, let us

first define an oracle called Calc, which can take a field position and any other necessary game
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parameters and determine the expected points from that situation. As such, we can say that

the expected points problem can be reduced to Calc(Expected Position After Play) in the case

of the team maintaining possession, or in the case of the team giving up possession of the ball

−Calc(Expected Position After Play). Using this reduction, we can recognize that our only re-

sponsibility from a model is to determine the expected position after the play. In the kicking

instance, this framework was not necessary, as the points added in success and the field position in

failure were straightforward and constant in both instances. However, in the punting and going for

it instance, we need our models to attempt to determine the expected field position after the play,

in an instance of success and of failure for each scenario.

To continue, we need to generate the expected points on a punting success and punting failure,

which, by our reduction, is equivalent to determining the expected field position. For our logistic

probability model, we did create a punting failure model, and thus there was a matching linear

regression model for determining the expected field position after a blocked punt. In other words,

the approach must guess where the opposing team will take the ball over in the event that a punt

is blocked. To create this model, we simply subsetted the data for all plays in which a punt was

blocked. Then, since our goal was to predict where the opponent would start with the ball, we ran

a linear regression model on the predictor of the starting line of the punt. Since the assumption is

that blocked punts are random, it follows that we can say that the opponent’s starting position after

a blocked punt is only dependent on where the punt was attempted. Similarly, in the success case,

we subset the data for instances of a successful punt (unblocked), and then attempt to predict the

opponent’s starting position solely from the starting position of the punt. Though factors like the

specific player could help predict the position, doing so would be difficult, as you would want to

analyze the punter’s recent history, which would not be available for all players or could be skewed

based on the timeframe of a season. However, future models that would look to improve this would

benefit from attempting to quantify punter abilities, while also taking into account things like injury

history, age, and creating a weight system to determine their abilities. Even then, there are many

non-linear complications, such as the punter’s ability from various parts of the field. For instance,

36



perhaps a punter is great at pinning the opponent in their own 20 when they punt from 50 yards

away, but is not as effective from 40 yards away. Regardless, this would be a useful addition to

improving these types of models. For the linear regression model, we simply use the yardline of

the punting play and attempt to find the expected position afterwards, passing this expected field

position to our calculator oracle and negating the result to achieve the expected points result.

The XGBoost model for punting introduced two changes. One, to improve the predictive ability

of the opponent’s starting position, we also wanted to look at the weather conditions in the game.

For instance, in a particularly windy game, punting may be exceptionally more difficult, and as

such, we introduced temperature and wind speed as two important predictors of punting. The

second change was that for the XGBoost model, we assume a punt will not be blocked in the

general case, and treat blocked punts as random events, and thus, there is no need to create a

punting failure model. Thus, the only job of the XGBoost model was to take the yardline that the

punt play started from, the wind, and the temperature to predict the opponent’s starting position.

Using our calculator oracle, we can then take the negated result of this expected field position’s

calculation, to then establish the expected points of this instance.

Moving on to the go for it situation, we once again must generate two models, one for the

expected field position in the instance of a failed conversion, and one for the expected field position

in the instance of a successful conversion. In the failed conversion scenario, we essentially want

to generate an expected position given that the first down goal was not achieved. Thus, we want

to predict the expected yards gained or lost on the play when the 4th down conversion is not

successful. To do this, we first subset the data for plays in which a 4th down conversion was

attempted, but failed. Then, for our baseline generalized linear model, we attempt to use a linear

regression to predict the opponent’s position after the failed conversion. Doing so, we utilize the

predictors of the yardline that the play took place at, the yards left to go for a first down, the time

remaining in the game, and the points the offense has scored thus far. Similar to the probability

model, we utilized the time elapsed in the game in conjunction with the offense’s points scored as a

measure of the offensive versus defensive matchup. For the baseline model, this came in the form
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of the interaction term between the two predictors. The yardline of the play is a clear predictor as it

sets the line from which the ball is hiked, and the yards to go will give insight into how aggressive

the play will be. For instance, a 4th and 10 yards to go will likely result in an aggressive play call,

whereas a 4th and 1 will likely result in a less aggressive, short-yardage play call. Unfortunately,

this baseline generalized linear model will not perfectly manage the non-linear relationship in the

distance to a 1st down and the yards gained in a failed attempt, but we leave that for the XGBoost

model to accurately predict. With this expected position, we can now take the negated output of

our calculator oracle to have the expected points from this failed 4th down conversion attempt.

In the event of a successful attempt, we take the same approach as above, but instead of using

the subsetted failed conversions, we use the subsetted successful conversions. Using the same

predictors for our linear baseline model, we perform the same operations, though now instead

of taking the negated result of the calculator oracle, we take the positive result, since the team

maintains possession in this instance.

To improve these two models using XGBoost, we can enhance our predictor selection and

use our feature engineering of a score-time interaction defined above to create a more accurate

prediction of expected position in each of these instances. To improve the predictor selection,

we use the same predictors as before, but now include wind speed and temperature as measures

of important weather conditions, and include the score-time interaction as a measure of offensive

ability against the defensive for that particular game. Similar to above, we use the subsetted data

of failed attempts for the failed attempts model and the successful attempts data for the successful

attempts model. In obtaining these more accurate predictions, we can now use the calculator oracle

to determine a more accurate picture of the expected points lost and gained in each scenario, with

the negation of the result used in the failed case, since the ball is turned over to the opposing team,

and the positive result in the successful case, since team possession persists.

With these models, we now have the ability to generate expected points, though now we want

to account for two further details. The first is the expected points calculator oracle, which we

will discuss next, and the second is the expected points added calculation, which we will discuss
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following the calculator oracle. With each of these, we will reach the ability to run a fourth-down

model bot that chooses the argument, in this case the play call, that maximizes the expected points

added from running a particular play call.

4.4 Expected Points Calculator Oracle

As established above, with an expected points calculator oracle, we can utilize a reduction from

the expected points of a play to the expected position after that play is run. However, determining

which expected points calculator to use is essential. There are many potential expected points

calculators out there to choose from, but the primary issue I took with any of them is that they

were not specialized for the use for which I need them to be. For instance, nearly every single

expected points calculator out there will use the down of the play, with the idea being that you can

get the expected points of a situation given where the ball is placed on the field, and the current

down and distance the offensive team is facing. However, the problem with this approach is that

it works more generally, whereas for my purposes, I require the calculator to solely handle 1st

and 10 situations. Since in all cases, we are looking at the expected points of the position after

the play, we know that after the play, for either team, it is always a first down. Thus, I wanted a

calculator that would allow us to specifically look only at 1st and 10 positions from different parts

of the field, and in conjunction with any other helpful game context parameters, could output the

expected points that the team would receive from that field situation. To do this, I again had an

initial baseline generalized linear model, before creating an improved XGBoost model.

To train this expected points calculator, we needed to rethink how we approached the data.

Since we’re only ever looking at the outcome of a play once a team either retains or loses possession

(which, in all three options—go for it, kick, or punt—leads to a 1st down for someone), it made

sense to limit our analysis to just 1st and 10 plays. So instead of including every down and distance

scenario, we filtered the data for all 1st and 10 plays and looked at what happened after each one,

specifically, the drive result. By doing this, we could connect a given field position and game

context (like time remaining or score differential) to the expected number of points that the team
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would score. This gave us a more consistent and focused dataset to train our model, and allowed

our calculator to output expected points based on the actual game conditions that would follow a

4th down decision. In essence, this approach gives us a clean, replicable way to plug in the results

of any 4th down decision and get a realistic estimate of what those points are worth. Though we

implemented this approach in the XGBoost calculator, we took the traditional generalized approach

in the generalized linear models approach.

For the baseline generalized linear model, we decided to attempt to predict the points earned

at the end of the drive using the predictors of the yard line the ball is at, the yards to go for a

first down, the points scored by the team thus far, the time remaining in the game, and the time

remaining in the half. Alongside these, we also include the interaction term of the points scored

and the time elapsed in the game, again as a measure of the offense versus the defense matchup, as

we have done in all the generalized linear model approaches above. With these predictors, we can

then attempt to predict the number of points a team would score on a drive, which provides us the

calculator oracle we are interested in. Unlike previous models, we introduced the time remaining

in the half as a predictor, as though this does correlate with the time remaining in the game, it

allows us to analyze urgency for first half situations. For instance, if a team has 1 minute left in

the half, they are likely to play much more aggressively, which may increase their expected points

from that situation. In this initial linear approach, I did not implement the use of a specialized

expected points model for each of the 4th and 1st down situations, allowing it to be a general and

not specialized expected points calculator.

For the XGBoost model, we used relatively the same predictors, but enhanced them with the use

of our score-time interaction formulaic predictor discussed above, and included the timeouts that

each team has remaining, as well as the score differential. The score differential is a huge predictor

to add, as it would then become a measure of how urgent the team will be playing. For instance, if

a team is up by 40 points, they are going to play extremely risk-averse and attempt to simply run

the game out. Whereas a team that is down by 40 points would be playing extremely aggressively,

and would have a much more extreme outcome to their drive (either 0 or 7 likely, since they would

40



not settle for field goals at this point in most cases). The addition of the timeouts helps add to this

urgency slightly, as it assists in late-game predictions and end-of-half predictions, where we want

to account for how timeouts could affect their ability to score. For instance, if a team only has 30

seconds left in the half, but has 3 timeouts, they have a much stronger chance of scoring points than

a team would potentially have with no timeouts and 30 seconds remaining. With these predictors

used, we are able to get a more accurate prediction on the XGBoost model that will allow us to

provide the expected points given a game field situation with context, which would then solve the

oracle and make our reduction above feasible for implementation. As discussed above, we also

implemented two forms of the model, one that assumes a 1st and 10, and the other that assumes a

4th down and takes the yards to go as a parameter.

The last piece to making our bot fully usable, is the use of expected points added rather than

absolute expected points, which we will discuss next.

4.5 Expected Points vs Expected Points Added

Expected points measures the number of points a team is statistically expected to score from a par-

ticular field position given current game conditions. In our approach, the EP calculator is trained

solely on 1st and 10 plays and estimates drive outcomes by considering factors such as field po-

sition, time remaining, and score differential. This absolute measure provides us with an idea of

what a team’s drive might yield in terms of points at the end of their possession. However, while

the expected points metric is useful on its own, it cannot be used for decision making directly,

as we want to capture the relative value of a decision compared to the current situation. In other

words, expected points is an absolute metric, but we want to use a relative metric in comparing the

three choices, so that we can provide the best decision relative to the others.

To create this relative metric, we can calculate an expected points added metric. Rather than

being an absolute metric of the score, the expected points added metric would quantify the change

in expected points from making the play call. In this way, the differential metric of expected points

added becomes useful in capturing the incremental loss or gain of a decision, giving the relative

41



metric required to decide between going for it, kicking, or punting in our bot model. Calculating

the expected points added from the expected points is fairly straightforward given the models that

we have already developed above. To perform the calculation, we simply take the expected points

models from above and predict the drive outcome of each potential play decision. Then, using

our expected points calculator, we can use the 4th down expected points of the position. However,

notice that our expected points calculator only addresses the 1st and 10 situation. Thus, we create a

new pre-play expected points calculator that uses the exact same process as the 1st down approach,

but instead takes the distance to a first down as a parameter and involves data of all 4th down

plays and their resulting points. Thus, by using this second calculator we can calculate a pre-play

expected points and compare it against the post-play expected points, which then gives us our

differential metric. Finally, we simply take the maximum of the three options, which selects the

play that minimizes the expected points lost or maximizes the expected points gained, and return

that as the optimal decision.

4.6 Generalized Linear Models Overview

Throughout the above sections, I have mentioned the use of both linear and logistic regression

models as baseline approaches, but have not yet explained how these models actually work or how

they fit into the scope of this thesis. In this section, I want to briefly break down how each model

operates and why they were useful as starting points for solving different parts of the 4th down

decision problem.

Starting with linear regression, the basic idea is to take a set of input variables, like yardline,

score, time remaining, etc.,and use a linear combination of the predictors to formulate a result

that best predicts a continuous outcome. In our case, that outcome might be something like drive

points or expected field position. For example, in our expected points calculator, we used linear

regression to predict the number of points a team would go on to score at the end of a drive, given

the yardline, time left, and a few other features. The model essentially assigns weights to each of

those predictors, and then outputs a single number—our prediction—based on the weighted sum
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of those inputs. This approach is especially useful when we’re trying to understand relationships

between variables, and gives us a nice baseline to compare against more complex models.

Logistic regression works similarly, but instead of predicting a continuous number, it predicts

the probability of a binary outcome. So instead of predicting how many points a team will score,

we might predict whether or not a team will successfully convert a 4th down. In that case, the

model still takes in variables like distance to go, field position, score, and so on, but instead of

drawing a straight line through the data, it fits an S-shaped curve using the logistic function. That

curve maps the linear combination of inputs to a value between 0 and 1, which we interpret as the

probability of success. This made logistic regression a good fit for modeling success probabilities

in the go-for-it and kick scenarios. While it is not as flexible as some more advanced models like

XGBoost, it offers interpretability and is quick to train, making it a good baseline to understand

how different features influence the probability of a successful play.

Ultimately, the purpose of using these linear and logistic regression models was not to claim

they are the best possible models for each task, but to serve as foundational tools that allow us to

benchmark performance and validate our approach. They also offer insight into which variables

seem to matter most in shaping outcomes, before we bring in more powerful models that are harder

to interpret but usually more accurate.

4.7 XGBoost Model Overview

Though the baseline models were made using linear methods, the final versions of these models

were created using XGBoost. This approach not only allowed me to handle the non-linearities that

arise across different 4th down scenarios, but also provided the flexibility to train high-performance

models without requiring an immense amount of feature engineering. In this section, I want to

dive into what XGBoost is, why it was the model of choice, and how I went about tuning it for my

particular use cases.

At its core, XGBoost is a gradient boosting framework, which means it works by sequentially

building a series of decision trees where each tree tries to correct the errors of the previous one.
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In contrast to random forests, which build multiple independent trees and aggregate their results,

gradient boosting builds trees in a dependent, additive fashion. Each new tree is trained to predict

the residuals of the model so far, rather than the final output itself. This allows the model to focus

more directly on the difficult examples that the prior trees were getting wrong.

Each decision tree in XGBoost is built using greedy splitting, where the model attempts to

minimize a loss function that measures how far the current predictions are from the actual out-

comes. For classification models, this might be log loss, and for regression models, mean squared

error. One key strength of XGBoost is that it uses both the gradient and the second-order derivative

(called the Hessian) of the loss function, allowing it to optimize more precisely and efficiently.

With all this flexibility comes several hyperparameters that must be tuned to get the best results.

Hyperparameters in XGBoost determine how the model is structured, how aggressively it learns,

and how it prevents overfitting. These hyperparameters play a huge role in determining model

performance, and each model I created in this thesis required some level of tuning to find the right

combination.

Some of the key hyperparameters I worked with included:

• Max Tree Depth: The maximum number of splits each tree can make from root to leaf.

Deeper trees can capture more complex interactions between features, but they also increase

the risk of overfitting. I experimented with values ranging from 3 to 8 to balance expressive-

ness with generalization.

• Learning Rate: Also known as eta, this controls how much each individual tree impacts

the overall prediction. Smaller values slow down learning, allowing the model to converge

more gradually and avoid overshooting optimal solutions. I tested values such as 0.01, 0.05,

and 0.1, with smaller rates generally requiring more boosting rounds.

• Number of Trees: The total number of boosting rounds or trees in the ensemble. This works

hand-in-hand with the learning rate—more trees are typically needed when the learning rate

is lower. I used early stopping during training to automatically select the number of trees
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that yielded the best validation performance.

• Row Subsample Rate and Feature Subsample Rate: These control the fraction of training

examples and features, respectively, that are randomly selected for building each tree. By

introducing stochasticity into the training process, they help prevent overfitting and improve

model robustness. I experimented with values like 0.7 and 0.8 for both.

• Minimum Loss Reduction (Gamma): A regularization parameter that determines the min-

imum gain in loss reduction required to make an additional split in the tree. Higher values

make the model more conservative by avoiding small, potentially noisy splits. Setting this

appropriately can help smooth the decision boundary and reduce overfitting.

To tune the XGBoost models, I used a combination of grid search and Bayesian optimization,

taking the best results from both to settle on the final hyperparameters. Grid search is simple but

thorough—it runs every possible combination of parameters across a defined grid. I started with

this to get a general sense of what ranges looked promising. But since grid search gets expensive

fast, especially as the number of parameters grows, I also used Bayesian optimization to tighten

the search. Bayesian optimization takes a smarter approach: it models the objective function

we’re trying to minimize (like log loss or mean squared error) and uses that model to pick the

next best hyperparameter set to try. In practice, I would run grid search first to explore the space,

then contrast against the strongest performance of Bayesian optimization to home in on the best

combinations. I treated the two approaches as complementary—one wide and exhaustive, the other

focused and adaptive—and ultimately chose the best-performing set from either method for each

model. I also used early stopping during training to prevent overfitting and to cut off runs that

weren’t improving. This setup helped strike a balance between thoroughness, speed, and overall

performance.

The parameters I was tuning across these searches included several that are central to how

XGBoost behaves. Feature Subsample Rate controls the proportion of features sampled for each

tree, which helps with regularization. Minimum Loss Reduction (Gamma) sets the minimum loss
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reduction required to make a further partition on a leaf node, effectively discouraging overly com-

plex trees. Learning Rate scales the contribution of each new tree to the overall model, making the

learning process more stable and incremental. Max Tree Depth limits how deep each individual

tree can grow, controlling overfitting. Number of Trees is the number of trees to build in total,

and Row Subsample Rate is the fraction of rows sampled for each tree, which again introduces

randomness to help avoid overfitting. Tuning these well is what lets XGBoost strike a balance be-

tween model complexity and generalization, and using both grid search and Bayesian optimization

lets me push performance without burning too much compute.

Cross-validation with 5 folds was used across all models to ensure robustness and reduce the

risk of model performance depending too heavily on a specific random train-test split. The eval-

uation metric varied by task. For regression models, I used mean squared error (MSE), and for

classification models, I used log loss or accuracy depending on the class balance in the data.

In the end, XGBoost gave me the ability to model complex interactions and nonlinearities that

generalized linear models could not handle. Especially in tasks like estimating expected field posi-

tion or scoring probability, XGBoost was able to find subtle patterns that would have been missed

in a linear formulation. Using tree-based structures with built-in regularization and automatic fea-

ture selection helped make each model more accurate, reliable, and better suited to the inherent

complexity of football decision-making.

4.8 Generalized Linear Models vs XGBoost

While both generalized linear models and XGBoost approaches serve their purpose and can be

useful in different settings, it is important to take a moment to directly compare the two, especially

in terms of how they performed on our data and what tradeoffs exist when choosing between them.

Starting with the generalized linear models, their biggest strength is interpretability. It is easy

to see exactly how each variable impacts the prediction, which is incredibly helpful when trying

to understand the logic behind a model’s decision. For example, in the baseline logistic regression

model for go-for-it probability, we could directly observe how the chance of conversion dropped
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as distance to the first down increased or how the probability was higher when teams had scored

more points earlier in the game. Generalized linear models are also relatively quick to train and

easy to regularize, which helps reduce overfitting when the number of features is small or when the

relationships are fairly linear. However, the tradeoff is that they can’t handle complex, nonlinear

relationships very well. A linear regression model won’t automatically capture the diminishing

returns of scoring late in the half or the fact that certain weather conditions might only impact

performance under very specific circumstances.

Where generalized linear models fall short in these non-linear relationships, XGBoost thrives.

By building an ensemble of decision trees that each focus on correcting the mistakes of the last,

XGBoost can handle complex patterns and variable interactions without requiring you to specify

them manually. This is particularly important in football scenarios, where field position, score

differential, and time remaining interact in complicated ways. The XGBoost models consistently

outperformed the generalized linear models across nearly every metric I tracked, including mean

squared error for regression tasks and accuracy/log loss for classification tasks. They also better

handled outliers and unusual game situations that would have skewed or confused a generalized

linear model. That said, the tradeoff for this performance is reduced interpretability and longer

training times. You can no longer point to a specific coefficient and say exactly what effect it has,

and tuning the hyperparameters requires more effort and care.

In summary, while the generalized linear models helped form the baseline for understanding

key relationships and building intuition, the XGBoost models provided the robustness and accuracy

needed to build a truly competitive 4th down decision-making bot. Both approaches played a role,

but for capturing the full complexity of football strategy and game context, the tree-based method

clearly offered a step forward.

47



5 Model Evaluation

Evaluating our models involves more than simply reporting a single performance metric. It re-

quires a careful examination of multiple evaluation criteria that reflect both the predictive accuracy

and the reliability of our models. In this section, I detail the metrics used for the classification

and regression tasks, discuss their respective advantages and limitations, and explore the broader

challenges in assessing the overall performance of our fourth-down decision bot.

5.1 Evaluation Metrics for Classification

For the classification tasks, such as predicting the probability of a successful fourth down con-

version or a successful field goal attempt, we primarily relied on accuracy, the Area Under the

Receiver Operating Characteristic Curve (AUC), and log loss.

Accuracy is a straightforward metric that measures the percentage of correct predictions. Its

simplicity is a strength when classes are balanced; however, in the context of our models, where

certain outcomes (e.g., successful conversions) are much rarer than others, accuracy can be mis-

leading. A high accuracy may mask poor performance on the minority class, thereby providing an

overly optimistic view of the model’s performance.

AUC overcomes some of these limitations by summarizing the model’s ability to discriminate

between classes across all possible threshold values. A higher AUC indicates that the model is

better at ranking positive instances above negative ones. This is particularly useful in scenarios

where the decision boundary is not clear-cut. Although AUC provides a more robust measure of

model discrimination, it does not directly translate to probability calibration, which is crucial for

decision-making.

Log loss (or cross-entropy loss) evaluates the confidence of the predictions by penalizing over-

confident incorrect predictions more harshly than less certain ones. In our models, log loss was es-

pecially important as it ensured that the output probabilities were well-calibrated. A well-calibrated

model is essential when these probabilities are used to compute expected points and inform critical
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game-time decisions. However, log loss can be sensitive to outliers and may not be as intuitive to

interpret as accuracy or AUC.

Overall, the combination of these three metrics allowed us to capture different facets of our

classification models’ performance. Accuracy provided a simple baseline, AUC offered a threshold-

independent measure of ranking quality, and log loss ensured the reliability of our probability

estimates.

5.2 Evaluation Metrics for Regression

In our regression tasks, where the goal is to predict continuous outcomes such as expected field

position or drive points, the primary metric used was Mean Squared Error.

Mean Squared Error measures the average of the squared differences between the predicted and

actual values. The use of MSE is advantageous because it penalizes larger errors more significantly,

making it particularly sensitive to outliers. In the context of football, a small error in predicting

field position can translate into a significant difference in expected points, so minimizing MSE is

critical. However, MSE’s sensitivity to extreme values can be a double-edged sword; unusual plays

or outlier scenarios can disproportionately affect the metric.

In addition to MSE, we also explored calibration curves and sensitivity analyses as secondary

diagnostics to assess model performance. Calibration curves help ensure that our regression out-

puts—when converted to expected points—align well with the actual distribution of scoring out-

comes. Sensitivity analysis provided insights into how model predictions vary with changes in key

predictors such as field position, time remaining, and score differential.

5.3 Overall Bot Accuracy and Decision-Making Challenges

While the evaluation of individual models is relatively straightforward using the metrics described

above, assessing the overall accuracy of our fourth-down decision bot is inherently challenging. In

practice, football is a complex, dynamic environment where even the optimal decision may vary

from game to game due to context, human judgment, and randomness. There is no single “correct”
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decision in many fourth-down scenarios. Instead, our goal is to minimize the expected points lost

or maximize the expected points gained relative to the current situation.

One key difficulty lies in the fact that the output of our bot is a decision recommendation rather

than a continuous or binary prediction. The bot aggregates the outputs of multiple models—each

with its own uncertainty—to recommend the play that maximizes expected points added. How-

ever, since expected points added is a differential measure (i.e., the change in expected points from

before to after a play), its accuracy depends on both the accuracy of the baseline expected points

calculator and the predictions of the subsequent models. Any miscalibration or bias in these com-

ponents can compound, leading to recommendations that might not truly reflect the best choice.

Furthermore, when evaluating the overall decision-making performance, we must contend with

the fact that a model’s recommendation is ultimately probabilistic. Even if one decision option

has a slightly higher expected points added, the inherent randomness in the game means that it

might not always lead to a positive outcome. This uncertainty makes it difficult to define a single,

absolute measure of “accuracy” for the bot as a whole. Instead, we rely on retrospective analyses

and simulation studies to assess whether the recommended decisions would, on average, yield

better outcomes over a large number of plays.

5.4 Defending Our Choice of Metrics

Given the challenges outlined above, the combination of metrics used in this study provides a

robust framework for evaluating our models. For classification tasks, accuracy, AUC, and log

loss offer complementary views on performance—balancing simplicity, discrimination power, and

probability calibration. For regression tasks, MSE serves as a sensitive and interpretable measure

of prediction error, while additional diagnostics like calibration curves ensure that our predictions

are reliable.

In summary, while no single metric can capture every aspect of model performance, the se-

lected evaluation criteria in this thesis allow for a comprehensive assessment of both the individual

models and the overall decision-making bot. This multi-metric approach is essential when dealing
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with the complex, high-stakes decisions inherent in NFL fourth down scenarios.

6 Results

In this section, we walk through the performance of our two modeling pipelines—one based on

linear regression and logistic classification, and the other based on XGBoost. Each model type was

used to build four key components: probability models for each play type, expected points models

for play outcomes, expected value calculators for decision-making, and final decision bots. The

goal here is not just to report the accuracy or error of each model, but to evaluate how well the entire

pipeline works when pieced together into a decision-making tool. We’re especially interested in

whether the bot’s output is sensible given the context, and whether it produces recommendations

that align with conventional football logic.

We begin by detailing the results from the generalized linear models, followed by the XGBoost

models. Then, we step back and compare the two approaches, using that comparison to surface

broader takeaways about model performance, strengths and weaknesses, and areas for future im-

provement.

6.1 Generalized Linear Models Results

This section walks through the performance of each component of the generalized linear modeling

framework. The goal here was not to build a perfect predictive model, but to establish a solid

baseline using relatively simple techniques. Each model — whether focused on probability of suc-

cess, expected yard line, or expected points — was trained using a straightforward linear approach,

making it easy to interpret the results and identify where the approach succeeded and where it fell

short.

The following subsections evaluate the generalized linear models across four dimensions: how

well they predicted success probabilities for each decision type, how accurately they estimated

expected field position, how they calculated expected points, and how all of these pieces came
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together in the bot’s decision-making. While these models provided a helpful first pass at the

problem, their limitations in flexibility and nuance are visible throughout the section.

6.1.1 Probability Models Results

The generalized linear models used to estimate the probability of success for each fourth down

option — going for it, kicking, and punting — produced a wide range of results. Some models

performed noticeably better than others, which is not too surprising given how different these

decisions are in terms of structure and context.

Accuracy 0.6290
AUC 0.6769
Log Loss 0.6127

Table 1: Performance Metrics for the Go-For-It Logistic Model

As shown in Table 1, the logistic model achieved an accuracy of 62.9%, with an AUC of 0.677

and a log loss of 0.613, indicating moderate predictive performance for go-for-it decisions. This

suggests that while the model was making more correct predictions than not, it had trouble ranking

outcomes cleanly. That result makes sense. Go-for-it attempts are usually the most complex of

the three, influenced by a mix of game flow, momentum, and subtle contextual variables that are

hard to quantify. A generalized linear model is limited in its ability to handle those nuances, which

is prevalent in the metrics. The log loss for this model was 0.613, indicating that the predicted

probabilities often weren’t particularly confident or well-calibrated — a reflection of how chaotic

and varied go-for-it scenarios can be. Even when the model guessed correctly, it was not always

sure.

Accuracy 0.9021
AUC 0.7546
Log Loss 0.2791

Table 2: Performance Metrics for the Kicking Logistic Model

As shown in Table 2, the logistic model for kicking achieved strong results, with an accuracy
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of 90.2% and an AUC of 0.755. This level of performance is expected, given that field goal

outcomes are generally more predictable than go-for-it attempts. Field goal attempts tend to follow

more structured patterns, with success determined mostly by kick distance and a few situational

variables. In these more predictable cases, the generalized linear model had a clearer path to

separating likely makes from likely misses, and it handled that job fairly well. That is reflected in

the log loss as well, which came in at 0.279 — much lower than the go-for-it model. The model

was not just making the right calls, it was also assigning probabilities that aligned closely with

actual outcomes, showing strong calibration.

Accuracy 0.9944
AUC 0.6790
Log Loss 0.0336

Table 3: Performance Metrics for the Punting Logistic Model

As shown in Table 3, the punting logistic model achieved an accuracy of 99.4%. However,

this result is somewhat misleading, as the extremely high accuracy is largely due to class im-

balance—blocked punts are so rare that a model predicting “not blocked” every time would still

appear highly accurate. The AUC of 0.679 shows that the model had some ability to sort punts

by risk, but it was not enough to make a meaningful difference. The log loss here was just 0.034

— practically zero — which again just reflects how infrequent punt failures are. When there is

that little variation in outcomes, even a basic model can look incredibly confident and calibrated.

This is exactly why punting success was treated as a constant probability in later modeling. The

underlying event just does not happen often enough for modeling it to provide much added value.

Taken together, the generalized linear models provided a solid baseline. They worked best

when the outcome being predicted followed a relatively consistent structure, and less so when out-

comes depended heavily on context. These limitations were expected, but they were still important

to see play out before moving on to the next stage of modeling.
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6.1.2 Expected Points Models Results

As described in the methodology section, these models are built on the reduced expected points

framework and are focused on predicting the final yard line — that is, the field position at the end

of the play — under different outcome scenarios. These expected yard lines are then mapped to

expected points, which makes this modeling step essential to the full decision framework. Because

successful field goals and extra points almost always result in the same field position (a kickoff

from the 35-yard line), we treat those outcomes as constants. For that reason, there are no expected

points models for kicking.

Model Mean Squared Error
Go For It Success 9.6025
Go For It Failure 71.3554
Punting Success 110.4605
Punting Failure 0.0000

Table 4: Expected Points Linear Models Metrics

From Table 4, we see the go-for-it failure model had a mean squared error of 9.60, which

is relatively low considering the target is yard line position. This result suggests the model was

able to fairly accurately estimate the location where the opposing team would take over after a

failed fourth down. Since the failure yard line is usually pretty close to the line of scrimmage, the

relationships here are simpler and more linear, which probably helped the model’s performance.

From Table 4, we see the success model for go-for-it attempts performed much worse, with a

mean squared error of 71.36. This is a big jump and reflects how hard it is to predict the yard line

where a fourth-down conversion ends. In many cases, a successful conversion is just the start of

a much longer play — a running back breaking free, a short pass turning into a deep gain, or a

quarterback scramble extending the play well beyond the sticks. These kinds of plays introduce a

lot of variance that a generalized linear model is not really equipped to handle, especially when it

cannot capture interactions between variables like down, distance, and defensive personnel.

In Table 4, we see for punts, the failure model showed a mean squared error of 0.0. That is not
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a typo — the model had perfect accuracy on the test set. But this is more a reflection of the data

than of the model. Blocked punts are incredibly rare, so the model did not have much to predict

beyond repeating the same value, which led to a perfect score by coincidence more than model

skill.

Lastly, in Table 4 we see the punt success model had the highest error of the group, with a mean

squared error of 110.46. This is not surprising. Punt outcomes are highly variable, depending on

hang time, bounce, return yardage, fair catches, and out-of-bounds kicks. Many of these outcomes

are influenced by random bounces or special teams decisions that a model like this cannot account

for. In other words, there is just too much noise in successful punt outcomes for a generalized

linear model to perform well.

Across all four models, the general trend was clear: the simpler and more constrained the

outcome, the better the generalized linear model performed. Once more variables came into play

— or once outcomes started to rely on game flow or individual moments — the model struggled

to keep up. This does not necessarily mean the outputs are useless, but it does mean that these

expected point estimates come with varying levels of confidence depending on the type of play

being modeled.

6.1.3 Expected Points Calculator Results

As noted earlier in the Methodologies section, the plan was to develop two separate calculator

models — one focused on typical first-and-ten situations and one specifically trained on fourth-

down plays — to better capture the different contexts in which teams make decisions. However,

that split was only implemented in the XGBoost version of the calculator. The generalized linear

model version used here is more general. It takes down and distance as input, but it was trained on

the full set of plays rather than a filtered subset. As a result, the model reflects broad patterns in

expected points rather than being tailored to the unique circumstances of fourth downs.

In Table 5, we can see that, despite its generality, the generalized linear model performed

reasonably well, with a mean squared error of 7.06 on the test set. That suggests it was able to
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Model Mean Squared Error
Linear Expected Points Calculator 7.0607

Table 5: Performance Metrics for the Linear Expected Points Calculator Model

approximate the expected points curve across most of the field. While it does not capture the

difference between a four-yard gain on first-and-ten versus fourth-and-five, it still provides useful

estimates that can be used for high-level comparisons.

Its simplicity also made it easy to incorporate into the decision bot that comes later. Although

a more targeted model might have improved accuracy in specific cases, this version served well as

a baseline tool for estimating outcomes across a wide range of scenarios.

6.1.4 Bot Results

The decision bot pulls together all the individual model outputs — probability of success, ex-

pected yard line, and overall expected points — to simulate decision-making on real fourth-down

situations. It evaluates the expected point differential for each option and chooses the one that

maximizes value. Below are a few sample outputs from the bot using the generalized linear mod-

els.

Variable Value
Down 4th
Distance to 1st 4 yds
Distance to TD 11 yds
Game Arizona vs. Buffalo
Date January 2024

Table 6: Game Situation #1 (gets passed to bot)

Decision Choice EP After Decision EP Before Play EPA
Go For It -3.197 3.347 -6.544
Kick 3.000 3.347 -0.347
Punt -0.067 3.347 -3.413

Table 7: Bot Computations #1

In the first example, we see from Table 29 the bot is evaluating a 4th and 4 situation from
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Optimal EPA Optimal Choice
-0.347 Kick

Table 8: Bot Decision #1

Variable Value
Down 4th
Distance to 1st N/A
Distance to TD 19 yds
Game Arizona vs. Buffalo
Date January 2024

Table 9: Game Situation #2 (gets passed to bot)

Decision Choice EP After Decision EP Before Play EPA
Go For It -3.016 2.856 -5.872
Kick 3.000 2.856 0.144
Punt -0.883 2.856 -3.739

Table 10: Bot Computations #2

Optimal EPA Optimal Choice
0.144 Kick

Table 11: Bot Decision #2

Variable Value
Down 4th
Distance to 1st 14 yds
Distance to TD 74 yds
Game Arizona vs. Buffalo
Date January 2024

Table 12: Game Situation #3 (gets passed to bot)

Decision Choice EP After Decision EP Before Play EPA
Go For It -1.504 1.506 -3.010
Kick -3.036 1.506 -4.542
Punt -3.036 1.506 -4.542

Table 13: Bot Computations #3

Optimal EPA Optimal Choice
-3.010 Go For It

Table 14: Bot Decision #3
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the opponent’s 11-yard line. Looking at the decision in Table 8, we see the bot selects a field

goal attempt, even though the expected point change is slightly negative at -0.347. This is an

interesting call. While it might seem odd to recommend a play with a negative expected value

change, the alternatives were worse — punting had an expected value of -0.067, and going for it

came in at -3.197, as we can see in Table 7. In context, the recommendation to kick is actually

quite conventional. Coaches routinely kick field goals in this range, and while the absolute EP

change is negative, it still represents the least damaging option. From a feasibility standpoint, it is

clearly a reasonable and defensible decision.

The second decision is even more straightforward. In Table 9, we face the bot against a 4th

and 19 from the 19-yard line. The ultimate decision seen in Table 11 has the bot again opting to

kick, this time with a positive expected point gain of 0.144. Going for it would result in a huge

EP drop, and punting is similarly inefficient, as seen in Table 10. This is the most conventional of

the three decisions shown — few coaches would ever consider anything other than a field goal in

this situation. Here, the model aligns well with established decision-making norms and seems to

reflect reality appropriately.

The third scenario is where things get more interesting. With a game situation depicted on

Table 33, the team is facing a 4th and 14 from their own 26-yard line. As seen from Table 14,

the bot chooses to go for it, and though the EP change is still negative at -3.010, the alternatives

are even worse as seen through Table 13. Both punting and kicking are estimated to result in a

loss of over 4.5 points. The fact that the bot chooses to go for it is unconventional, to say the

least — almost no coach would attempt a 4th and 14 from that part of the field. But the bot is

following the math. If we trust the models, this outcome implies that the likely field position after

a punt or missed kick puts the defense in a worse position than the offense would be after a failed

conversion. That result raises some doubts about the quality of the model inputs — in particular,

the kicking and punting expected points appear heavily penalized in this case. The feasibility of

this being the “right” move is questionable, and this example highlights one of the risks of using

imperfect inputs in a rigid optimization framework. A small error in one model can dramatically
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shift the output, especially in edge cases.

In general, the bot decisions based on the generalized linear models tend to align with con-

ventional wisdom in straightforward situations. However, in edge cases or in plays with less data

support, it can make some surprising calls. Whether those are visionary or simply the result of error

is difficult to say without better calibration. This reinforces the idea that any automated decision

tool is only as good as the models feeding it.

6.1.5 Generalized Linear Models Conclusion

While the generalized linear models provided a useful baseline, their limitations became clear as

soon as things got more complex. They handled structured and consistent situations reasonably

well, especially when it came to kicking probabilities and straightforward expected points cal-

culations, but they struggled when context, game flow, or nonlinearity played a larger role. The

go-for-it models in particular exposed how hard it is to model football decisions without capturing

richer patterns in the data.

Still, this first round of modeling helped establish the foundational logic behind the decision

bot. It showed how different types of models could be connected to simulate actual fourth-down

choices, and it highlighted the kinds of situations where better modeling might lead to better rec-

ommendations. The next section takes a step further by applying more flexible machine learning

techniques to improve on each of these pieces.

6.2 XGBoost Model Results

The following section presents the results from the XGBoost-based models. These models were

designed to be more flexible and specialized than their linear counterparts, with tailored architec-

tures and features depending on the task. As discussed earlier in the Methodologies section, we

opted to build out a more granular structure for the XGBoost models, including distinct expected

points calculators for 1st-and-10 versus 4th-down situations, a design choice aimed at capturing

differences in team behavior and field positioning based on down and distance. In addition, the
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expected points models here rely on a custom reduction of the field to predict post-play location

and corresponding expected value, a method used across go-for-it, punt, and all relevant situations.

Kicking outcomes were again treated as constants, given their standardized nature and the fact that

real-world field goals tend to follow predictable distance-based patterns.

The sections that follow mirror the earlier generalized linear model structure. We start with

the probability models and evaluate how well the XGBoost classifiers predicted the success of

each play type. Then, we examine the expected points model’s performance across various out-

comes, and finally, we test the bot’s decision-making behavior in real drive scenarios using the

full pipeline. As before, results are interpreted with an eye toward both statistical quality and

real-world football logic.

6.2.1 Probability Models Results

Unlike the generalized linear models, which included probability models for punting, kicking, and

going for it, the XGBoost framework assumes that punts are always successful. This was a delib-

erate modeling choice, based on the extremely low rate of blocked punts in the dataset. Attempting

to model such a rare event directly did not add value, and the constant approximation proved to be

more stable. As a result, only the go-for-it and kicking options have dedicated XGBoost probability

models.

Metric Value
Grid Search AUC 0.7029
Bayesian Optimization AUC 0.7022
Best Model Grid Search
Test AUC 0.6933
Test Accuracy 0.6552
Test Log Loss 0.6106

Table 15: Performance Metrics for the Go-For-It XGBoost Model

The go-for-it model was trained using a thorough process that began with grid search, exploring

729 different hyperparameter combinations across 5-fold cross-validation, with model metrics de-

tailed in Table 15. The best grid search model achieved an AUC of 0.7029. A follow-up Bayesian
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optimization yielded a very similar AUC of 0.7022, and since the grid search model slightly out-

performed it, it was selected as the final version. On the held-out test set, the final model achieved

an AUC of 0.6933, an accuracy of 65.5%, and a log loss of 0.6106. The log loss value, which

penalizes confident wrong predictions, supports the idea that this model was calibrated fairly well

even if it did not achieve overwhelming separation power. The combination of moderate AUC

and reasonably low log loss reflects the messy nature of go-for-it attempts — they are hard to

model cleanly, but the model was still able to assign probability estimates that weren’t egregiously

overconfident or off the mark.

The best-performing model used the hyperparameters shown in Table 16. These settings reflect

a fairly conservative model that avoids overfitting by keeping tree depth shallow, limiting column

subsampling, and applying moderate regularization through Minimum Loss Reduction (Gamma).

This balance allowed the model to generalize decently without chasing noise, which is particularly

important given the relatively low number of fourth-down attempts compared to other play types.

Hyperparameter Value
Feature Subsample Rate 0.5
Minimum Loss Reduction 5
Learning Rate 0.1
Max Tree Depth 3
Number of Trees 100
Row Subsample Rate 0.8

Table 16: Best Performing Model Hyperparameters for Go-For-It XGBoost Model

Metric Value
Grid Search AUC 0.7693
Bayesian Optimization AUC 0.7692
Best Model Grid Search
Test AUC 0.7553
Test Accuracy 0.9002
Test Log Loss 0.2840

Table 17: Performance Metrics for the Kicking XGBoost Model

The kicking model followed the same pipeline. Grid search once again tested 729 combinations

with 5-fold cross-validation, with the resulting model metrics displayed through Table 17. The best
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model from grid search achieved an AUC of 0.7693, which also ended up outperforming the model

found via Bayesian optimization. On the test set, the final model reached an AUC of 0.7553, an

accuracy of 90.0%, and a log loss of 0.2840. This very low log loss is particularly encouraging —

it means the model was not only accurate but also confident in the right places. It rarely predicted

high probabilities for misses or low probabilities for makes, which is the exact behavior we want

from a probability model in a high-stakes setting like field goals.

The selected hyperparameters for the kicking model are shown in Table 18. The slightly higher

Feature Subsample Rate and absence of regularization (Minimum Loss Reduction = 0) suggest that

the model benefited from seeing more of the feature space and did not require additional constraints

to avoid overfitting. This makes sense given the size of the kicking dataset and the relatively low

noise in kick outcomes.

Hyperparameter Value
Feature Subsample Rate 0.8
Minimum Loss Reduction 0
Learning Rate 0.1
Max Tree Depth 3
Number of Trees 100
Row Subsample Rate 0.8

Table 18: Best Performing Model Hyperparameters for Kicking XGBoost Model

Altogether, these results show that the XGBoost models offered marginal but consistent im-

provements over the linear versions, particularly in more complex situations like go-for-it attempts.

By contrast, the gains in kicking were minimal, which aligns with the limited upside in modeling

already predictable events. The choice to treat punts as deterministic further stabilized the sys-

tem and reflects a modeling philosophy that prioritizes reliability over completeness when the data

supports it.

6.2.2 Expected Points Models Results

These XGBoost models are built on the same core logic introduced in the generalized linear model

section: to estimate the expected yard line following a play in order to ultimately calculate the
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resulting expected points. As discussed in the Methodology section, we used a reduced form

— rather than trying to model the full sequence of plays after a decision, these models aim to

approximate the expected position of the ball immediately after a play ends. That yard line estimate

is then passed into the expected points calculator.

Since the output of a kick is largely fixed — a field goal either adds 3 points or does not —

we do not train a kicking expected yard line model. We simply treat the result of a successful kick

as a constant. The same is true for a missed kick, where the opponent takes over at the line of

scrimmage. This simplifies things and removes the need for an additional model that would not be

learning much.

Metric Value
Grid Search MSE 8.1368
Bayesian Optimization MSE 8.1405
Best Model Grid Search
Test MSE 9.7295

Table 19: Performance Metrics for the Go-For-It Failure XGBoost Model

Hyperparameter Value
Feature Subsample Rate 1.0
Minimum Loss Reduction 5
Learning Rate 0.05
Max Tree Depth 3
Number of Trees 500
Row Subsample Rate 1.0

Table 20: Best Performing Model Hyperparameters for Go-For-It Failure XGBoost Model

Starting with the go-for-it failure model, the best version was selected after a full grid search

and Bayesian optimization, with the resulting model metrics depicted in Table 19. The grid search

returned the top model with a training mean squared error (MSE) of 8.1368, which narrowly beat

the Bayesian best of 8.1405. On the test set, the final model landed at an MSE of 9.7295. This

is a modest but respectable result for this type of regression problem — failed fourth downs have

a wide range of outcomes depending on field position and score differential. The model’s hyper-

parameters, displayed in Table 20, leaned toward high coverage: a low learning rate of 0.05, full

63



column sampling (Feature Subsample Rate = 1.0), and a higher number of estimators (500 trees),

suggesting a model that was trying to capture a nuanced distribution while avoiding overfitting.

Metric Value
Grid Search MSE 67.4484
Bayesian Optimization MSE 67.8962
Best Model Grid Search
Test MSE 72.3599

Table 21: Performance Metrics for the Go-For-It Success XGBoost Model

Hyperparameter Value
Feature Subsample Rate 1.0
Minimum Loss Reduction 5
Learning Rate 0.01
Max Tree Depth 3
Number of Trees 500
Row Subsample Rate 0.8

Table 22: Best Performing Model Hyperparameters for Go-For-It Success XGBoost Model

The success-side model followed the same procedure, with its corresponding metrics found in

Table 21. Grid search produced a best training MSE of 67.4484, again outperforming the Bayesian

alternative. Test MSE came in at 72.3599 — relatively high compared to the failure case, but

this is expected. When a fourth-down conversion succeeds, it often leads to an entirely new set of

offensive possibilities, which makes it harder to estimate the resulting field position with precision.

The variance is real and difficult to handle. The hyperparameters here, found in Table 22, match

the general shape of the failure model, with a very low learning rate (0.01) and the same max

depth and number of estimators, indicating an effort to carefully capture the complex trajectories

of successful plays.

Metric Value
Grid Search MSE 101.2148
Bayesian Optimization MSE 101.5163
Best Model Grid Search
Test MSE 97.0315

Table 23: Performance Metrics for Punt XGBoost Model
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Hyperparameter Value
Feature Subsample Rate 1.0
Minimum Loss Reduction 0
Learning Rate 0.01
Max Tree Depth 3
Number of Trees 500
Row Subsample Rate 0.5

Table 24: Best Performing Model Hyperparameters for Punt XGBoost Model

Lastly, the punt model was trained using the same structure, with metrics pertaining to the

model being found in Table 23. Here, the best grid search model posted a training MSE of

101.2148, which held up through testing as well, where the final MSE landed at 97.0315. Punts

introduce high variance due to return length, penalties, and outliers like touchbacks, which makes

them inherently tough to pin down. Still, this model outperformed the linear version, which

clocked in at a test MSE of 110.4605. The improvement reflects XGBoost’s strength in handling

irregular data patterns and long tails, which are common in punting scenarios. The selected hy-

perparameters, depicted in Table 24, reflect this tradeoff: a conservative learning rate of 0.01 and

shallow trees (max depth 3) encouraged generalization, while a large number of boosting rounds

(500) allowed the model to gradually refine its predictions.

Altogether, the XGBoost expected points models brought better flexibility and a bit more sharp-

ness to each outcome type. While the variance in success cases remains high — and likely always

will — the models here proved more responsive to the messiness of real game data, making them

a stronger fit for downstream decision-making.

6.2.3 Expected Points Calculator Results

Unlike the generalized linear model, which used a general expected points calculator trained across

all play types and down distances, the XGBoost version introduced specialization. Here, we im-

plemented two separate expected points calculators — one trained exclusively on 1st and 10 situ-

ations, and another focused solely on 4th downs. This division was designed to give the bot more

tailored and context-specific estimates, based on the idea that expected outcomes vary significantly
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by down and distance.

Metric Value
Grid Search MSE 6.8318
Bayesian Optimization MSE 6.8344
Best Model Grid Search
Test MSE 6.7629

Table 25: Performance Metrics for XGBoost 1st Down Calculator

Hyperparameter Value
Feature Subsample Rate 0.8
Minimum Loss Reduction 0
Learning Rate 0.05
Max Tree Depth 5
Number of Trees 500
Row Subsample Rate 1.0

Table 26: Best Performing Model Hyperparameters for XGBoost 1st Down Calculator

The 1st down calculator performed quite well, as can be seen through the metrics detailed in

Table 25. After a thorough 729-option grid search and follow-up Bayesian optimization, the best

model was selected with a training MSE of 6.8318. The model held up during testing, finishing

with a test MSE of 6.7629. These values show that the model remained consistent across training

and validation, and the error level is pretty reasonable for what is essentially a regression over

future scoring potential. The hyperparameters, found in Table 26, show a slightly wider tree (Max

Tree Depth = 5) than the earlier probability models, along with a relatively low learning rate (0.05)

and full sample use (Row Subsample Rate = 1.0). This combination points to a model that was

confident in the volume and predictability of its training data and willing to learn in slightly more

detail than other models.

Metric Value
Grid Search MSE 1.3740
Bayesian Optimization MSE 1.3762
Best Model Grid Search
Test MSE 1.3647

Table 27: Performance Metrics for XGBoost 4th Down Calculator
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Hyperparameter Value
Feature Subsample Rate 1.0
Minimum Loss Reduction 0
Learning Rate 0.01
Max Tree Depth 5
Number of Trees 500
Row Subsample Rate 0.5

Table 28: Best Performing Model Hyperparameters for XGBoost 4th Down Calculator

The 4th down calculator achieved even sharper results, with its corresponding metrics seen

in Table 27. Grid search gave a training MSE of 1.3740, which Bayesian optimization basically

matched. On the test set, the final MSE landed at 1.3647 — an impressively low error, espe-

cially considering the added complexity and variability of 4th down decision-making. That strong

performance reflects how cleanly structured these plays tend to be in terms of input features and

eventual outcomes. The model’s hyperparameter configuration, found in Table 28 mirrors the 1st

down calculator in some ways (same Max Tree Depth and Number of Trees), but its learning rate

is dropped down to 0.01 and Row Subsample Rate is cut in half to 0.5 — likely helping the model

maintain control over more volatile data.

Altogether, these two specialized calculators show the real strength of the XGBoost pipeline.

By splitting the problem into distinct zones — high-frequency standard plays versus high-impact

decision moments — the system gains precision where it matters most. These are the models that

sit at the core of the bot’s expected points logic, and they provide the clearest example yet of how

tailoring the approach to the situation can pay off.

6.2.4 Bot Results

In this section, we look at how the XGBoost-powered bot uses the full suite of probability and ex-

pected point models to make real-world recommendations. As a reminder, these recommendations

draw directly from the specialized calculators introduced earlier — including the dual expected

points models for 1st and 10 and for 4th downs — and thus differ in architecture from the general-

ized linear model bot, which relied on a single general-purpose expected points model. Below are
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three example plays and their associated bot decisions:

Decision Choice Prob. Success Prob. Failure EP Success EP Failure EP Starting EP EPA
Go For It 0.3306 0.6694 3.3233 -1.0407 0.4019 0.2495 0.1524
Kick 0.9512 0.0488 3 -1.0407 2.8027 0.2495 2.5532
Punt 1.0 – -3.6564 – -3.6564 0.2495 -3.9060

Table 29: Bot Computation for Game Situation #1

Optimal EPA Optimal Choice
2.5532 Kick

Table 30: Bot Decision for Game Situation #1

Decision Choice Prob. Success Prob. Failure EP Success EP Failure EP Starting EP EPA
Go For It 0.0746 0.9254 2.6450 -1.3565 -1.0578 0.0333 -1.0911
Kick 0.8859 0.1141 3 -1.3610 2.5023 0.0333 2.4691
Punt 1.0 – -3.6943 – -3.6564 0.0333 -3.7275

Table 31: Bot Computation for Game Situation #2

Optimal EPA Optimal Choice
2.4691 Kick

Table 32: Bot Decision for Game Situation #2

Decision Choice Prob. Success Prob. Failure EP Success EP Failure EP Starting EP EPA
Go For It 0.0718 0.9282 0.8593 -3.1631 -2.8743 0.0010 -2.8753
Kick 0.2422 0.7578 3 -3.1631 -1.6706 0.0010 -1.6716
Punt 1.0 – -2.9817 – -2.9817 0.0010 -2.9827

Table 33: Bot Computation for Game Situation #3

Optimal EPA Optimal Choice
-1.6716 Kick

Table 34: Bot Decision for Game Situation #3

In all three examples, the bot recommends kicking the field goal — a stark contrast to the generalized

linear model bot, which chose to go for it on 4th and 14 in a similar drive situation. Let us walk through

what the XGBoost bot saw that shaped its decisions.
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In the first drive (3rd quarter, 4th and 4 from the 11-yard line game situation found in Table 6), we see

through the results in Table 29 the go-for-it path has a modest success probability of 33%, with an expected

point value of around 3.32 on a success and –1.04 on failure. This leads to a net expected value of 0.40 for

going for it. On the other hand, the field goal has a much higher success rate of 95% and a net expected

point estimate of nearly 2.80. The punt, while technically included, is the weakest option by far, with a net

EP just under –3.66. So, kicking wins comfortably, as seen in Table 8. This decision is highly conventional

— most coaches would kick here — and also fairly easy to defend analytically. The expected point math

lines up cleanly with traditional strategy.

The second drive (4th quarter, 4th and 19 from the 19 game situation found in Table 9) is a no-brainer.

From the results seen in Table 31, the go-for-it probability drops to 7.4%, and even though a success would

yield a solid 2.64 expected points, the overwhelming failure probability makes the net EP just –1.06. Kicking

again offers a 2.50 EP edge, and the punt remains undesirable. The fact that the go-for-it probabilities drop

so sharply here is a direct reflection of the model’s increased understanding of game context — namely, how

much harder it is to convert 4th and long, even with good field position. Again, the decision to kick seen in

Table 11 is very conventional and widely expected. The XGBoost bot is playing this straight.

The final example is perhaps the most revealing. From 4th and 14 on their own 26-yard line game

situation found in Table 12, the generalized linear model bot previously recommended going for it — an

aggressive, unconventional move driven by its broader and less specific expected points estimates. Here,

though, the XGBoost bot sees things differently. From Table 33, the success rate on a 4th and 14 is pegged at

just 7.1%, with a much more punitive expected point cost on failure (–3.16). The combined net EP is –2.87.

Compare that to the net EP of –1.67 for kicking a field goal (which, granted, is shown as highly unlikely

given the kicker’s success probability of 24%) or punting (which was likely removed from consideration due

to incomplete EP modeling in this frame). Still, as we can see through Table 14, the bot opts to kick, likely

weighing the slightly better EP math of that over punting or gambling on a low-probability conversion. This

shows a more nuanced, context-sensitive decision framework. It is still an unusual choice, but one grounded

in tighter control of the input assumptions.

One of the biggest contrasts between this and the linear bot is the level of conservatism. While the

generalized linear model bot was much more willing to endorse aggressive 4th down tries, the XGBoost bot

demonstrates more caution, particularly in long-yardage or deep-field positions. That is not necessarily a
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flaw — it is likely a consequence of the XGBoost model’s improved contextual awareness, including more

precise treatment of down, distance, and field location.

What is worth noting, though, is that while the XGBoost bot generally aligns more with conventional

coaching behavior, it also shows restraint in spots where the math might still favor going for it, especially

if external factors (like clock, momentum, or risk tolerance) were at play. This could mean that while the

model’s outputs are grounded in stronger predictive logic, they may also require human interpretation to

turn into an optimal strategy.

6.2.5 XGBoost Models Conclusion

Overall, the XGBoost models showed strong and consistent performance across most tasks. Accuracy and

AUC scores for the probability models were on par with or better than the linear versions, particularly in

the go-for-it and kicking scenarios. In the expected points tasks, the 4th-down calculator stood out with a

notably low MSE, likely due to the benefit of training on a more focused slice of plays. While the punt

model continued to struggle with high variance, as expected given the chaotic nature of punt returns, the

XGBoost versions still managed to outperform their linear equivalents in this space. Most notably, the

XGBoost decision bot produced choices that were both logically sound and better aligned with typical

football reasoning, avoiding some of the weirder outputs we saw earlier. The ability of these models to

integrate more detailed play context—especially down-and-distance info—seems to have paid off. Still,

as we will see in the next section, there are clear trade-offs between simplicity and specialization when

comparing model types head-to-head.

6.3 Overall Takeaways

Looking across both modeling approaches, a few clear patterns emerge. First, the XGBoost models generally

performed better than the generalized linear models, both in terms of prediction metrics and in the quality of

the decisions they produced. The probability models saw modest but consistent gains in AUC and accuracy

when using XGBoost, particularly in the kicking and go-for-it situations. The expected points models also

benefitted from the added flexibility of tree-based methods, especially in capturing non-linearities tied to

field position, game state, and team tendencies. Most notably, the specialized 4th-down calculator in the
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XGBoost framework achieved the lowest MSE across all models, validating the decision to train separate

models for distinct play contexts.

On the flip side, the generalized linear models, while simpler and more interpretable, had a harder time

adapting to edge cases or unusual situations. Their decision bots occasionally made puzzling calls—sometimes

suggesting go-for-it plays with obviously poor EP outcomes—likely due to their inability to model more

complex interactions between variables. In contrast, the XGBoost bot offered cleaner, more intuitive

choices, especially when given access to detailed situational features and specialized EP calculators.

One consistent challenge across both approaches was modeling punts. This makes sense: punt returns

are notoriously noisy, with outcomes depending on a wide mix of field position, returner skill, blocking, and

even luck. Even the best-performing XGBoost punt model still carried high error, and neither method cap-

tured these dynamics particularly well. This points to a future improvement area—potentially incorporating

more granular tracking data or play-level context to better estimate the impact of a punt.

Another big takeaway is that feature design matters. The XGBoost models were not just stronger be-

cause they were more complex—they were also better tailored to the task. Training separate calculators

for 4th downs and early downs, incorporating outcome-specific predictors, and focusing each model on a

single job proved to be more effective than asking one general-purpose model to do everything. This kind of

modular structure is promising for future work and points to how domain knowledge and data science can

work hand in hand.

In short, while both approaches added value, the XGBoost models showed clearer potential for produc-

ing intelligent, context-aware decisions. Their success does not necessarily mean generalized linear models

are obsolete—especially in cases where interpretability or speed matters—but it does highlight the pay-

off that comes from targeted feature design and letting models specialize in the task they are solving. We

will return to some of these themes in the Discussion section, where we will reflect more on the broader

implications and limitations of this modeling pipeline.

7 Discussion

In this section, we take a step back from the raw numbers and technical evaluations to interpret what our

models really mean for football decision-making and future research. We begin by synthesizing the perfor-
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mance and behaviors of both the linear and XGBoost models, highlighting where they align with real-world

coaching logic and where they diverge. After, we will analyze the inherent limitations and challenges of our

approach, ranging from data constraints and modeling scope to computational hurdles and the difficulties

in capturing extreme scenarios. We then connect these findings to their practical implications on the field,

exploring how analytics might be integrated into the decision-making process in a way that respects both the

numbers and the nuances of the game. Finally, we outline promising future research directions, including

a potential roadmap for a reinforcement learning framework that could build on our current work. This

discussion is intended not only to reflect on what was achieved but also to provide a critical lens through

which to view the next steps in developing more intelligent, context-aware football decision tools.

7.1 Interpretation of Results

The results from both modeling pipelines make it clear that fourth-down decision-making is highly context-

dependent and that predictive models — when carefully constructed — can offer useful guidance for nav-

igating that complexity. While neither the linear nor XGBoost models were perfect, they each revealed

consistent patterns in the data and often arrived at decisions that aligned with reasonable football logic.

The generalized linear models functioned well as a baseline. In more structured settings, like predicting

field goal success or estimating outcomes for failed go-for-it attempts, they held up decently. But once

the outputs required more nuance — especially for successful conversions or the unpredictability of punt

returns — the generalized linear models began to show their limits. Simplicity made them easy to train and

interpret, but also less capable of picking up on nonlinear dynamics and interactions across game context,

score, and field position.

The XGBoost models stepped in to handle that complexity better. Across nearly every task, they de-

livered stronger performance, with noticeable improvements in probability estimates and expected points

modeling. The specialized calculators — one for 1st-and-10 and one for 4th down — gave the decision bot

more flexibility, and the final recommendations it produced were more stable and better aligned with typical

coaching instincts. Where the generalized linear model bot sometimes made decisions that were flatly con-

fusing or implausible, the XGBoost version tended to operate within a much more believable and coherent

decision space.

Still, both modeling pipelines shared one critical shortcoming: they sometimes failed to capture sharp
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drop-offs in outcome probabilities, especially in edge cases. A clear example of this was the overestimation

of success on field goals beyond 70 yards. The XGBoost model assigned success probabilities close to 25%

in these cases — a level that does not reflect real-world likelihood. These kinds of errors arise from the

model trying to generalize smoothly through sparse regions of the data, which is what tree-based models are

designed to do. But football does not always behave smoothly. Outcomes like ultra-long field goals, desper-

ation fourth downs with seconds left, or intentional safeties in late-game scenarios introduce breakpoints in

logic that the model does not inherently learn on its own.

This points to an important insight: data-driven models are powerful, but they often need structural

help when it comes to rare but strategically significant situations. In the future, models like these might

benefit from additional logic layers or constraints — for example, hard-coded overrides to force a go-for-

it decision when time is nearly expired and the team is trailing, or suppression of implausible field goal

attempts beyond a certain distance threshold. Without those adjustments, models risk producing analytically

sound but contextually misguided recommendations in edge cases.

Even so, the general trend across all the results is encouraging. Both pipelines were able to replicate a

good deal of real-world logic, and the improvements offered by the XGBoost models — especially when it

came to incorporating specialized structures and context-specific predictors — showed the value of treating

each part of the decision problem on its own terms. While some gaps remain, particularly in extreme scenar-

ios, the core framework of estimating outcome likelihoods, modeling expected yard lines, and comparing

expected points held up well across a wide variety of situations.

7.2 Limitations and Challenges

While the models built in this project were able to generate meaningful insights and reasonably strong

performance, there are still several limitations that shape how these results should be interpreted. Some of

those limitations stem from the scope of the project, others from the available data, and others still from the

realities of working with limited time and technical resources.

First, there are clear constraints in terms of modeling scope. This project focused exclusively on fourth

down decisions, and within that, only considered three core options: go for it, kick, or punt. Other situational

factors — like fake punts, delay of game penalties to create more punting space, or unusual special teams

strategies — were not considered. Additionally, while we modeled expected field position as a proxy for
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future outcomes, we did not attempt to simulate entire drives or model subsequent play calls. This means

the bot’s understanding of future value is necessarily truncated, and its decisions are based on simplified

downstream assumptions. Expanding the scope to cover more of the game would likely require a far more

complex simulation-based framework.

Second, there are limits related to domain expertise. While the modeling decisions in this thesis were

grounded in football logic and tested against real game scenarios, there is no substitute for the kind of

expertise that comes from years of playing or coaching the game. Certain subtleties — like momentum

shifts, play-calling tendencies, or team-specific special-teams behavior — are hard to capture with data

alone, and it is possible that some recommendations, while analytically sound, would not pass the “smell

test” for someone with deep in-game experience. That does not mean the models are wrong, but it does

highlight the value of pairing statistical reasoning with football intuition in future work.

The quality and granularity of the data also placed important limits on what was possible. The dataset

used included play-by-play records, drive outcomes, and positional data, but it lacked deeper tracking in-

puts, such as player movement, blocking assignments, or real-time personnel groupings. These variables

could have added another layer of insight, especially when modeling punt returns or long yardage go-for-it

attempts. Similarly, because of class imbalance, rare outcomes like blocked punts or missed extra points

were difficult to model, and in some cases had to be approximated with constants or dropped entirely.

Finally, there were computational challenges, particularly with model tuning and optimization. While

XGBoost is relatively efficient for tree-based learning, running full grid searches and Bayesian optimizations

across multiple models was time-intensive and sometimes required compromises in the breadth of parameter

space explored. With more computing power and time, it is possible that some models — especially the

expected points regressors — could be fine-tuned further, or expanded to incorporate more complex logic.

Similarly, more robust cross-validation frameworks or ensemble techniques could improve stability, but

were not feasible within the current setup.

Altogether, these limitations don’t invalidate the results, but they do offer perspective on what the models

are doing and, just as importantly, what they are not. This work was never intended to be a definitive

play-calling engine, but rather a structured attempt to model decision-making using the tools available.

Understanding where that structure holds — and where it starts to fray — is key to thinking critically about

next steps.
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7.3 Implications for Football Decision-Making

One of the clearest takeaways from this project is that it is possible to build models that mimic — and in

some cases improve upon — conventional football logic. Both the linear and XGBoost pipelines regularly

produced decisions that lined up with what coaches actually do on the field, and in moments where they

diverged, there was often a compelling reason. In that sense, these models do not just simulate football

decisions — they offer a way of stress-testing them.

That said, using analytics in real-time decision-making is not as simple as handing a coach a probability

table. Coaches operate under pressure, and their decisions are shaped by far more than just expected points.

Crowd reaction, team morale, media scrutiny, and job security all factor in — and many of those influences

push coaches to be risk-averse. Even when the numbers say go, the safe play still often wins out. For a

decision-making tool to be taken seriously in that environment, it has to be more than technically correct. It

has to be interpretable, trustworthy, and adaptable to context.

That is one place where a system like this could be genuinely useful. Because the models are modular

and transparent, they can be used not just to make decisions, but to explain them. If a coach wants to

know why the model recommends going for it, they can see the underlying assumptions — the predicted

conversion rate, the field position swing, and the expected scoring value. Over time, that kind of transparency

builds credibility. Even if the coach does not always follow the model, they can use it to calibrate their gut

instincts or challenge their assumptions about game flow.

Another potential use case is post-game review. Much like how teams already use film to break down

past plays, they could use this kind of model to audit decision quality after the fact. Did we punt too early?

Was that long field goal really our best option? Having a structured way to answer those questions could

support both strategic learning and long-term planning.

Still, there is a fine line between support and prescription. This project does not argue that coaches

should follow the bot blindly. Football is still a human game, and some of the best decisions are made

on feel. But when the margins are tight — and they often are on fourth down — having an extra layer of

structured reasoning could be the difference between a smart gamble and a wasted possession. If nothing

else, these models show that there is more logic behind aggressive decision-making than many fans or

broadcasters tend to assume.
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7.4 Future Research Directions

If the models developed in this thesis revealed anything, it is that no single architecture can fully capture

the complexity of football decision-making. The generalized linear models, while interpretable, lacked

flexibility. The XGBoost models, while more accurate, still struggled in rare or chaotic situations and

occasionally failed to understand game context without help. But taken together, these results point toward

a broader insight: better models are likely possible, but only if they are allowed to think like decision-makers

rather than just predictors.

A natural next step would be to explore reinforcement learning (RL) approaches. Unlike the models in

this thesis, which relied on supervised learning to predict isolated outcomes, RL systems can be trained to

make sequential decisions based on long-term rewards. In the context of football, this means an agent could

learn to not just evaluate a single fourth down in isolation, but to weigh the downstream consequences of

that decision over the rest of the drive, quarter, or game. Over time, the agent would not just learn whether

to go for it — it would learn when and why going for it sets up a higher long-run chance of winning, even if

the immediate expected points are lower.

Building an RL framework would come with significant challenges. One of the biggest is defining the

environment. For RL to work, the agent needs to understand what state it is in (e.g., down, distance, score,

field position, time left, opponent strength), what actions are available (go, kick, punt), and what reward it

receives (scoring, turnover, win probability). That means building a much more complete representation of

the game than what was used in this project. It also means having enough data — or a simulated environment

— for the agent to learn from.

Still, many of the pieces are already in place. The expected points calculators in this thesis could be

retooled as components of an RL reward function. The probability models already help define the transition

probabilities from one state to another. What is missing is the ability to string those transitions together and

evaluate them in terms of cumulative impact, rather than static expected value. That is what RL is designed

to do.

Another promising idea would be to incorporate opponent modeling. In this thesis, the bot’s recommen-

dations are made in a vacuum — assuming the opponent behaves normally. But in real games, decisions

are interdependent. A more advanced RL agent could learn to adapt to opponent tendencies, perhaps even

simulating how its own decisions influence what comes next. This sort of adaptive strategy is already being
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explored in competitive gaming and financial trading, and football presents a similarly rich environment for

strategic interplay.

None of this would be easy. It would require more data, more compute, and more careful engineering

than anything done here. But the path forward is clear. What this thesis has shown is that a model can learn

the logic of fourth-down decisions, especially when it is modular, structured, and situation-aware. What

remains is to build a system that can reason not just about the next play, but about the drive, the quarter, the

game — and eventually, the win.

8 Conclusion

This thesis set out to answer a deceptively simple question: what should a team do on fourth down? In

pursuing that question, it became clear just how much complexity lives beneath it. From estimating the

probability of success, to predicting where the ball will end up after a play, to calculating expected value and

weighing tradeoffs across options—every piece of the decision involves uncertainty, context, and judgment.

Though as the models here have shown, it is possible to bring structure to that process, and even modest

models can start to replicate the logic that governs real football decisions.

The generalized linear models offered a strong baseline. They handled straightforward predictions well

and served as a testbed for the larger decision-making pipeline. The XGBoost models pushed things further,

introducing more specialized logic and delivering more stable, context-aware outputs. Together, they formed

the backbone of a system capable of not just evaluating plays, but making recommendations that track with

both analytics and on-field strategy.

Still, the work here is just a start. There are moments where the models break down—overestimating

long field goals, missing the sharp edges of late-game logic, or treating extreme scenarios too gently. And

there are entire layers of the game that fall outside the scope of this project: player fatigue, weather, coaching

preferences, locker room dynamics. No model will ever capture it all. But what this thesis shows is that we

can get closer—not by chasing one perfect formula, but by building modular systems that learn, adapt, and

improve with more data and better structure.

If anything, the takeaway from this project is that fourth-down decisions don’t have to live in the realm

of guesswork or convention. They can be examined, modeled, and reasoned through. And in doing that
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work, we can build tools that not only simulate the decision-making process, but help elevate it—one play

at a time.
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