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ABSTRACT

Energy-Based Models (EBMs) offer a flexible framework for modeling probability dis-
tributions through an energy function, avoiding the need for explicit density functions.
Using toy distributions such as Gaussian Mixture Models (GMMs). This thesis examines
variations of Langevin Dynamics as a method for sampling and training EBMs, providing
concrete implementations. We present the theoretical foundations and practical implemen-
tations of key EBM training algorithms, including Unadjusted Langevin Algorithm (ULA),
Metropolis-Adjusted Langevin Algorithm (MALA), and adapting the Jarzynski Equality
for sampling and training. Results demonstrate the benefits and limitations of these meth-
ods, highlighting how while the Jarzynski Equality offers a time-dependent perspective that
accelerates the discovery of distribution modes, it introduces practical challenges, such as
difficulty of implementation and instability during training. Future work involves refining
the Jarzynski-based training procedure, exploring alternative loss functions like Fischer Di-
vergence, and extending the compositional capabilities of EBMs for tasks in robotics and

reinforcement learning.
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Introduction

THE WIDESPREAD ADOPTION OF LARGE LANGUAGE MoODELS (LLMSs) has marked a
transformative moment in how humans interact with technology, redefining the bound-
aries of artificial intelligence and machine learning. Powered by advances in deep learning

research, an arms race over compute resources like GPUs and vast datasets, the transformer-



based paradigm (Vaswani et al. **) has shifted from handling narrow programmatic tasks

to versatile models that excel in areas like language understanding, image recognition and
generation, and strategic decision-making. However, due to the vast data demands and
how compute intensive these models are, researchers are turning to other approaches to bet-
ter understand the underlying distribution of the data models are attempting to learn, in
particular unsupervised learning approaches (Lake et al. **). Herein lies one of the funda-
mental challenges facing the machine learning research community today: does there exist a
computationally efficient paradigm to model (i.e. sample) the distribution of training data?
Answering the question provides a foundation for training the next generation of models

in a more efficient and intelligent fashion.

Probabilistic generative frameworks are broadly defined as the field of machine learning
models designed for understanding and generating data in a principled way; unlike clas-
sical supervised models that which focus on learning a mapping from inputs to outputs,
generative frameworks aim to model the entire underlying probability distribution of data.
The thinking behind learning an innate distribution is that these models can extrapolate
beyond the observed dataset, making them particularly applicable to tasks like generating
realistic simulations and data generation, filling out or detecting in missing information
(i.e. anomaly discovery / detection), or discovering latent structure in complex datasets (i.c.

density estimation / sampling). More formally, we desire a function M : X' — x such that



asimple distribution g(x’) (which we choose) can be used to learn the intractable target

distribution to be p(x) by way of

where /) is the Jacobian of ¢ (John et al. *°).

To solve this challenge, Energy-Based Models (EBMs) have emerged as a powerful tool
for modeling complex probability distributions. EBMs define a probability distribution im-
plicitly through an energy function £, : R? — [0, o0] where § € © the model parameters.

Furthermore, the probability density satisfies

Po(x) o< exp(—E5(x)).

Unlike explicit generative models that require a normalized probability distribution, EBMs
sidestep direct normalization, making them particularly suitable for handling high-dimensional
data distributions, with recent developments demonstrating their ability to be composed to
improve state of the art stable diffusion models (Du et al. *°).

However, the flexibility of EBMs leads to computational challenges, particularly in sam-



pling and normalization due to the intractability of the partition function

_ ep(=Eix)

Zy = /Rd exp(—Ey(x)) dx 2a()

Direct computation of the partition function, which is required to normalize the distri-
bution, is typically intractable for high-dimensional datasets (Carbone et al. *). The way
to overcome this intractability is to employ efficient sampling techniques to approximate
the target distribution. Among these techniques, Langevin Dynamics is popular due to its
grounding in statistical physics and ability to efficiently explore complex energy landscapes
(Naqvi®s).

Furthermore, a key benefit in leveraging Langevin Dynamics for sampling is the myriad
of ways in which the framework can be modified to achieve various goals. Most notibly,
the Metropolis-adjusted Langevin Algorithm (Robert **) allows for sampling with a desig-
nated acceptance probability, guaranteeing theoretical convergence and ensuring stability
properties in the sampling process. Other perspectives include the Jarzynski Equality based
on non-equilibrium statistical mechanics principles, in which a separate energy scheme to
track accumulated energy along the sampling process can be used to more efficiently find
dense areas of the target distribution (Carbone et al. *). Tangential sampling methods in-
clude attempts to combine Annealed Importance Sampling with the Jarzynski Equality

applied to distributions with arbitrary energy landscapes, drawing connections to the field



of optimal transport theory (Albergo & Vanden-Eijnden ).

This thesis will investigate the application of these techniques to improve sampling in
EBMs, laying the theoretical groundwork as well as demonstrating their effectiveness in
sampling from a range of toy distributions. Following this, Energy-Based Models (EBMs)
training will be guided by various sampling methods, and key results will be replicated with
comparisons of the tradeofts between the different sampling methods and their effect on
training. Ultimately, steps for pushing the frontier of EBM model training are discussed,

with a review of potential applications to policy-setting in robotics.

0.1 OUR CONTRIBUTIONS

An implementation of a toy EBM is written and tested against several variations of Langevin
Dynamics-based sampling methods. In addition, we implemented an experimental testbed
using Gaussian Mixture Models (GMM:s) for evaluating our Energy-Based Models. In the
following pages, we present:

* An overview of improvements from the literature to basic Langevin Dynamics sam-

pling methods using key results like the Jarzynski Equality

* Various implementations of Langevin Dynamics sampling methods that accurately

and efficiently sample from our testbed distribution

* Results demonstrating that Gaussian mixture distributions of various modes can be

learned efficiently using Energy-Based Models



The rest of the thesis is structured as follows: chapter 1 will handle some preliminaries
such as the basic theory and historical context around which EBMs were developed, chap-
ter 2 will explore the theoretical underpinnings of sampling methods, chapter 3 will review
training procedures and results from our implementations, and chapter 4 will finish with

concluding remarks and proposals for future work.



Modeling is my number one priority—one hundred

percent.

Kendall Jenner

Preliminaries

THE RECENT POPULARITY of Energy-Based Models (EBMs) is largely due to the flexibility
with which these models can be used to learn high-dimensional complex data; in particular,
recent developments show that because EBMs are captured simply by an energy function

mapping a data space to scalar values, they can be composed and used in conjunction with



each other to accomplish a broader range of tasks (Du et al. *°). This chapter will conduct
a thorough review of the basic theory and historical context around which EBMs were de-
veloped. We will first review the building blocks necessary for presenting a theoretical view
of EBMs, before moving on to an investigation into recent breakthroughs in EBM model

design.

1.1 BIRD’S-EYE VIEW OF PROBABILISTIC GENERATIVE MODELS

There are typically two main classes of these generative frameworks: explicit density mod-
els, which directly estimate the probability distribution p(x), and implicit density models,
which focus on generating samples without explicitly defining probabilities. In the explicit
case, we desire to learn a new distribution py(x) with & being the model parameters, such
that it best approximates the true distribution. One common way to measure “best approx-
imates” is maximum likelihood estimation (MLE), where we make a simplying assumption
that we have independent and identically distributed (i.i.d.) training data from the true

distribution {x,}%, ~ p(x), we model the likelihood that this data occurred with

po(x) = HPﬁ(xz')-



The training algorithm then seeks to maximize likelihood of the observed data by comput-

ing the log-likelihood

N
1
£(6) = 35 D _logpsl),
i=1

and the optimization problem becomes finding the optimal model parameters such that
§* = argmaxy L£(6). To give a basic taste of model design, we show two simple example

constructions:

* Gaussian Distribution: Straightforward model defined formally as

i) = ——emp (-2,

where § = (u, o) are the mean and standard deviation and the training loop itera-

tively adjusts their values.

* Autoregressive Models: A class of models, pioneered by WaveNet (Aaron etal. '),
where the generative model takes advantage of the structural insight that future val-

ues depend on past values. This is modeled as

N
pﬁ(x) = Hp&(xi ’ X1, X2, - - 7xz'—1)7
=1

where future samples x; are conditioned on past samples x1, x5, . . ., x;—; and training

proceeds in much the same way.
An extension of learning the probability distribution p(x) is with latent variables, where

additional featuresz = {z;}Y, are introduced to model hidden relationships. As such, we

define the following distributions:

* Prior: py(z;)



¢ Likelihood: pg(xz~ | z;)

* Marginal Likelihood: ps(x) = [T, [ psl(x: | 2:)pe(z,) dz:

with a similar end goal being to find the optimal model parameters such that g =
arg maxy p(x). Again, we show two example constructions:

* Gaussian Mixture Models (GMMs): A straightforward application by way of (Reynolds*7)

N

po(x) = Z 7N (x| 7 %),

=1

where we define each latent variable as a Gaussian z; ~ N (g, Z;), and mixture

weights 7; inherent to the model parameters &.

* Variational Autoencoders (VAEs): A more complex example is courtesy of (Kingma
& Welling *") that exposes cases (in their account a simple neural network without a
nonlinear hidden layer) where ps(x) o< [ ps(x; | 2:)ps(2:) dz; is intractable. By Bayes,

we know

_ pa(x | 2)ps(2)
polz | x)

but the posterior ps(z | x) is also intractable. To address this, the authors introduce

Po(x)

Y

a new known distribution g, (z | x) with new set of model parameters ¢ (in this case
a Gaussian) to approximate the posterior, and train both g,(z | x) (the decoder) and

ps(x | z) (the encoder) against each other using an appropriate loss function.

Yet, while explicit density models are indeed powerful in their capabilities, we veer away
from them because of the large number of examples from the training data required to
learn the distribution. In contrast to this are implicit density models which are the focus of
this thesis. While the lines blur in many newer models that make use of techniques from
both worlds, implicit generative models generate samples for a target data distribution

I0



x ~ pusinglearned mapping function G : z — x,wherez ~ p¢ and pg is a known
distribution such as a Gaussian. There are various ways to learn such a mapping function
G, the most famous of which is Generative Adversarial Networks (GANSs) introduced by
(Goodfellow et al. "5). In that work, the authors use a game-theoretic objective to jointly

train a discriminator D, (x) according to

mﬁin m:X EXNP[IOgD;D(X)] + Ezwpc [log(l - D§D<G(Z)))]a

with samples directly obtained by transforming latent variables through x = Gy(z).

1.2 THEORETICAL GROUNDWORK

To motivate EBMs, a similar idea is followed in the sense that we want to train the model
by measuring a “distance” to the target distribution while also separating model samples
which are considered "negative” and samples from the true distribution which are consid-
ered "positive” (Bengio ®). Unlike GANS, this approach does not require that we train a
discriminator network and we have a much more lightweight setup. Formally, we define
an energy function £ : R? — [0, 0c] with § € © the learned model parameters of our

parameter space such that the corresponding Boltzmann-Gibbs PDF follows as

plx) = @z — [ espl-Es)

I1



where pg(x) is what we use to generate samples from the target distribution p(x). The func-
tion Zy is an analog from statistical physics known as the partition function, which has the
function of normalizing the probabilities such that they sum to 1. Moreover, because we
have py(x) o< exp(—Ej(x)), this setup assigns lower values to more probable configura-
tions of the data. Another note is that in general, even if an analytical form of Ej is known,
the partition function Zj is intractable (Carbone ), unless we use a Monte-Carlo sampling
method to approximate it as

—Ej(x")
Zy= Ex’Nq |:€—:| )

q(x')
where g is a known distribution we choose to sample over.

Now that we have a basic notion of EBM theory, we need to develop a notion of the
distance between two distributions such that we can guide the training process. Formally,
given two continuous probability distributions p; and p,, we define the following measures:

* Entropy (on a single distribution p):
H(p) = = [ ) 10gp(s) d

* Cross-Entropy:
H(pr,p2) = —/ pi(x) logpa(x) dx
Rd

* Kullback-Leibler (KL)** Divergence:

D) = [ s (2175) a

I2



Furthermore, it can be easily shown (by manipulating logarithms) that

H(pr, p2) = H(p2) + Dis(pa|pr)-

If we take p, = pand p; = py, then we can optimize the model parameters as

¢ = argmin H(p, p;) = argmin H(p) + Dz (pl|ps) = argmin Dz (p[ps),

where the arg mingee H(p) is dropped because it is inherent to the true distribution and is

unaffected by what we choose as model parameters. Note in the case of an EBM, we have

H(p, ps) = logZs + /de(x)Eg(x) dx

by rearranging terms of the KL divergence. This is a measure of distance we can work
with—Dby running an MLE algorithm on the KL divergence, we can minimize the cross-

entropy (Kullback & Leibler **) using the fact that

V@ lOng = — /lpg(X>V§E§(X) dX,
Rl

13



implying that

VeH(p, ps) = /

de(X)VgEg(X) dx — deg(X)VgEg(X) dx

= Exp[VoEs(x)] — Exep,[VoEs(x)].

Computing E,.,[V4Ej(x)] on the true distribution is simple because we can take it directly
from training data. However, if we model £j using a neural network, it becomes challeng-
ing to compute the second expectation value, which necessitates sophisticated sampling
methods. In a nutshell, if we employ the contrastive divergence objective (Hinton **) by
defining x* ~ p the "positive” samples from the true distribution and x~ ~ py as "nega-
tive” samples generated via sampling methods like Langevin dynamics, we can minimize a
loss defined by:

L(8) = Bxrrop[Es(x™)] — By, [Eo(x7)],

As a preface to the following chapter, samples are obtained iteratively via a stochastic pro-
cess of exploring the energy landscape using methods like Langevin dynamics following
X1 = X, — eV Eo(x,) + \/2_577 ,where 7, ~ N (0,7) is a Gaussian with / the identity

matrix in the shape of the data and ¢ is some tuned step size.

14



1.3 HistoricAL CONTEXT

With the theoretical underpinnings established, understanding the historical context of
energy-based models will provide deeper motivations into how such models came about
and frame the modern related work. As alluded to above, the concept of energy functions
originates from statistical mechanics, where the Boltzmann distribution describes the equi-

librium distribution of a physical system in terms of its energy:

o) o (12,

where E(x) is the energy of state x, £ is the Boltzmann constant, and 7'is the temperature.
The machine learning analogs came with the earliest EBMs in the 1980s with the intro-
duction of neural networks like the Hopfield network and Boltzmann machine. The Hop-
field network was originally invented to model associative memory in human psychology,
whereby relationships between unrelated items are learned and membered. The seminal
work was a basic feedforward neural network where each node had a firing or idle state rep-

resented as s;, weights between nodes 7 and  represented as w

a firing threshold for each

0>

state ¢, and an overall energy function

1
E= 5 Z ; w; iSisj — Z Oss:,

;

IS



which the authors used to present an optimization based solution to the traveling salesman
problem (Hopfield 7). Following this, the Restricted Boltzmann machine took a similar
approach with feedforward neural networks, except with an added condition of explicitly
partitioning nodes into v visible units and » hidden units and a bias for every state b(s).

It follows that the corresponding energy function is defined withv = {o,}2¥, andh =

{h:}, as the output of the neural network:

E(v,h) = — ((b(v))"v + (b(h))"h + v/'Wh) .

This was one of the first instances where the probability of a state was modeled as P(x) =
M with Z the partition function. A similar algorithm via a stochastic for minimizing

the energy was introduced in Ackley et al. *, forming the basis for the modern day sampling

approaches to learning energy functions.

1.4 RELATED WORK AND RELEVANCE

The resurgence of EBMs in recent years is tied to advancements in optimization-based tech-
niques, hardware acceleration, and the ability to handle high-dimensional data. Recent
work on EBMs has extended their capabilities to diverse tasks, including

* Image generation: Du & Mordatch'* demonstrate that EBMs are able to learn a
probeabilistic energy landscape for pixel configurations, training a ResNet-128 to

complete tasks such as image reconstruction and inpainting.

16



* Reinforcement learning: Gkanatsios et al. > show that EBMs are able to handle com-
plex computer vision tasks such as scene reconstruction, where energy functions are
used to learn objects in training data, and subsequent scenes are reconstructed by
recomposing these learned energy functions. Many researchers are further reevaluat-
ing whether EBMSs can indeed be used to model policy functions in reinforcement

learning tasks (Singh et al.*?).

* Enhancing other models: Du et al. '° use EBMs in conjuction with diffusion mod-
els, while Gladstone et al. '# propose an energy-based transformer block as a founda-

tional improvement to model architecture.

In particular, the ability of EBMs to bridge discriminative and generative tasks makes
them a foundational framework in probabilistic modeling. This is made explicit in Du
etal. '°, as the authors propose a method in which EBMs can be used to sample from in-
termediate distributions in the reverse denoising process, allowing for guided composi-
tion of two diffusion processes. More formally, a diffusion process works by attempting
to model a distribution p(x) by introducing latent variables at various timesteps {x,}.,
such that p(xg, ..., x7) = pxo)p(x1 | x0) - p(xr | x7—1) with each distribution
P | %—1) = N(x;\/1—B,%-1,81) forsome 8, € (0,1] with the goal of learning
the distribution p(x,_; | x;) for each timestep z. To model this process, we introduce a

distribution ps defined by

po(wer | %) = N (%1 g1, 2), f1B)])

where fis a continuous differentiable function, p, is a neural network we define, and 7is the

17



identity matrix. Once g, is properly captured through training, sampling for each timestep
(downtor = 0)isdoneviax,_; ~ ps(x—1 | x,). Deploying EBMs in this scenario al-
lows us to efficiently learn the noise injected at every step of the denoising process because
to a rough approximation we can treat y, as an energy function and train it as such using
sampling techniques, providing fine grained control over the diffusion output.

Along another avenue, it is hypothesized according to Du et al. *° that what currently
limits the performance of EBMs may not necessarily be the underlying model choice, but
instead the sampling methods used in conjunction with the training loop. One potential
approach is changing the notion of distance used to train the EBM, using the Fischer diver-

gence (Fischer & Igel '*) defined as

Dr(pr||p2) = Exp [V logpi(x) — Vi log pa (x)]]?] -

Such is the technique known as score matching, which is based on the concept that if func-
tions f{x) and g(x) have the same analytical first-order derivative, then f{x) = g(x + const)
and we instead try and learn the gradient V,p(x). Following the results of Hyvirinen **,

under certain conditions, we have

Dr(pl|ps) = Exvyp

1 aEg(X) > azEg(X)
ZZ( o, ) + D2 + const,

1

18



which leads to efficiency in the sampling process, because we no longer care of the energy
function itself and simply need the gradients which are tractable. Following training in
this fashion allows us to obtain score-based generative models that are lightweight and can
perform tasks like image generation similar to diffusion models using only the ”score” or
gradient of the EBM, upon which a variety of work has been done to introduce noise for
higher sample quality (Song et al. >°).

A final avenue of work is advancing the sampling procedures themselves. Such results
include Annealed Importance Sampling (Neal **) which allows for more predictable ex-
ploration of different modes of the data through a simulated annealing algorithm, the
Jarzynski Equality in tandem with Langevin Dynamics to solve the issue of slow mixing
times (Carbone et al. *), along with a bevy of modifications other to Langevin Dynamics
such as the Metropolis-Hastings algorithm for sampling from high-dimensional data via the
generation of a histogram data structure (Robert**). Much of this will be explored in the

following chapters.

19



By a small sample, we may judge of the whole piece

Miguel de Cervantes

Sampling Methods

IN SEEING ENOUGH EXAMPLES, one can be fairly confident that they have an improved
understanding of the underlying task. But what does it take to actually say we have a mas-
terful understanding? Indeed, the sampling methods covered in this chapter are concerned

precisely with how to extract data points from a probabilistic distribution. Moreover, we

20



will investigate methods to better estimate the density of distributions based on stochastic

processes that refine those samples.

2.1 METROPOLIS HASTINGS

The classical field of algorithms used for sampling from a given distribution is known as
Markov Chain Monte Carlo (MCMC). The general idea is to design a Markov chain such
that the chain’s stationary distribution captures the probabilities of the target distribution;
one can imagine that with more epochs, the stationary distribution will better and better
approximate the target distribution. Consider some states s, s € S the state space and
transition matrix 77 : S X S — [0,1). By the definition of a stationary distribution
7S — [0,1), weknow that ) _c7(5)T(s,s") = p(s'). A further detailed balance con-
dition contrains this to ensure convergence, specified by 7(s) 7(s/,s) = #(s')T(s,s'). The
meat of the MCMC algorithm involves picking a function f that outputs a state s, at the
n-th timestep (our sample), defining a time average M,, = % > fls:), and using that to

achieve

lim M, (f) = =(f).

n—00

The Metropolis Hastings algorithm is a method for constructing this chain, in which we

?

only know a distribution p = £

where p is the true distribution and Z is some intractable

partition function (as in previous chapter). Furthermore, define ¢(s,4; | s,) to be a transi-

21



tion function that we choose to propose future states. It follows that the algorithm defines

a corresponding acceptance probability (i.e. on rejection set s, = s,,) as

a(5,,5,+1) = min 9Gn1 | 1) Plousr) — min q($n+1 | 52) plsns1)
e (q(J” [ $041) P(s) ’1> (4(5:1 | $p1) P(s) 71> 7

with the intractable constant nicely canceling (Albergo & Vanden-Eijnden *). Furthermore,

the transition matrix can now be modeled as

q(5n+l |5n) X “(5na5n+1> D Sutl F Sn s
T(Sna-fn—‘rl) -

1— fq(5n+1|5n) X “(5n>5n+1) dspp1 a1 = S,

by caseworking on whether the next state is updated or kept. It is also easy to verify with
some algebra that the above transition matrix satisfies the detailed balance condition. To

sum up, the procedure is:

Algorithm 1 Metropolis Hastings Algorithm

X < 50
t< 0
forn =1,2,...do
Generate proposal ¥’ ~ g(x' | x)
Compute acceptance probability 2(x, x')
Choose r € [0,1)
if » < a(x,«') then
x <+«
end if
t—t+1
end for

22



2.2 LANGEVIN DYNAMICS

In the field of statistical physics, sampling methods were deployed heavily to model the be-
havior of particles in mediums such as a fluids. To motivate Langevin dynamics, we first
introduce the concept of Brownian motion or a Wiener process (Szabados*"), which mod-
els the random motion of each particle as a random walk along a number line (i.e. a Markov
chain). In particular, the following properties are satisfied:

* W(o)=o,

* Fori € [0, n], we have W(t;1,) — W(t;) ~ N(0,t:41 — £,),

* Each of the variables W(#:11) — W(#;) are independent of each other.

Furthermore, we make the assumption that /#is a continuous function and we can also
show that () ~ N(0,¢) for any arbitrary timestep # > 0. Now let’s extend this to a
particle that starts at any arbitrary position x(0). Assuming that there are no external forces
acting on it (looking only at Brownian motion), we have that x(¢) = x(0) + W{¢), and
taking the derivative allows us to write dx(£) = dW(¢). In the reality beyond our very basic
model, the condition for Brownian motion with no drift forces is dx(z) = \/2ed W(t) with
an added constant factor accounting for the effect of diffusion.

Now let’s add the complicating factor of placing our particle in a potential energy field £
(i.e. consider the effect of external forces). Results from Naqvi*’ tell us that given mass z,

coefhicient attributable to friction y, the particle (with forces from friction, potential £, and
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brownian motion, respectively) follows

w0 g (we)) + vz

40
dt

Typically, the friction force renders the inertia of the particle negligible (Naqvi**), implying

that md;’;&) ~ 0and
V2 1 V2
ax(1) = —-VE,(x(2)) + v2edWie) — dx(t) = ——VE(x(¢))dt + —gdW(t).
dt y y dt Y 14

This statement is essentially equivalent to disregarding constants

X1 = X, — eV Ep(x,) + \/Z%

where 7, ~ N(0, 1) a Gaussian with [ the identity matrix because Brownian motion dic-
tates that W(t,41)— W(¢;) ~ N (0, t;41—2), which in the limit implies d W (¢) ~ N (0, dt).
The potential energy field defined above is exactly the energy function upon which EBMs
are based, and hence we have a theory-backed vehicle for "walking” (i.e. sampling) along any

continuous probability distribution guided by an energy function.
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2.2.1 UNADJUSTED LANGEVIN ALGORITHM

Following the Langevin identity above, we now show how taking iterative steps allow us
to draw samples across a distribution. The Unadjusted Langevin Algorithm (ULA) simply

iterates on the identity above as follows:

Algorithm 2 Unadjusted Langevin Algorithm (ULA)

Choose step size dt, epochs N, energy function £
X 4 Xo
forn =1,2,...Ndo
grad < V_ E(x)
Sample d Wt ~ N(0,1)
X< x—grad-dt+ 2 -dt-dWt
end for

To verify in our experimental setup that this algorithm works, we first take a truth distri-
bution p(x) = SN mN (x | t,» Z;), a Gaussian Mixture Model (GMM) with arbitrary
number of cateogories and randomly initialized weights. To ”walk” along this distribution,
we need first the energy function and then its gradient. We define the energy as the negative

log likelihood, such that

E(x) = —logp(x) loan’l (x| @, %) (2.1)

=— logz 7, exp <—%(x — )= (x— [ui)> + const. (2.2)

=1
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Then the appropriate gradient is

V) =Y s
xL\X) = — &)
prl) DALl
where E,(x) = mexp (—3(x — #,)"S;"(x — p,)) denotes the energy exponential at-

tributable to category 7. Using standard python libraries, we can easily sample from the
GMM, with the resulting sample in Figure 2.1 and despite how intractable the gradient

may look, it can be implemented in about a dozen lines of code. The corresponding pro-

-4 -2 0 2 4

Figure 2.1: 20,000 samples drawn directly from the truth distribution.

gression and results of the ULA are shown in Figure 2.2.

We started by initializing a vector x to be uniform noise in 2 dimensions. Then we ex-
perimented with a step size of 0.01 and found this to be unable to sample both modes of
the distribution on a sample space of [—4, 4] X [—4, 4]. To resolve this, we increased the

step size to 0.25 and 50 Langevin steps and found that this was able to properly sample the
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Figure 2.2: Samples from ULA improve over time. The leftmost figure shows the starting noise of 20,000 data points and
the rightmost shows the final result after walking each of the data points 50 timesteps. The intermediate images show the
20,000 samples at steps 5 and 10, respectively.

Figure 2.3: The path’s trajectory exhibits behavior of the stochastic differential equation outlined previously. Idea for

plotting the trajectory is courtesy of Ansari 5

distribution; furthermore, we found, and it makes intuitive sense, that if a smaller step size
is used, a higher mixing time (i.e. number of epochs) is needed. Changing the means and
covariances ¢, %; of the GMM also led to needing a greater step size, which makes sense
because the exploration space is larger (i.e. need to walk further). Figure 2.3 illustrates what
a Langevin walk over the GMM looks like in practice. The discussion of step size further
points to potential for developing a metric as to what the optimal step size should be for a
distribution over a given range; experimentally, we found that around 3% of the range was

enough for reasonable results.
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2.2.2 METROPOLIS-ADJUSTED LANGEVIN ALGORITHM

Although the naive ULA is able to efficiently sample the GMMs, the literature points to
cases where Langevin gets stuck in local modes, particularly if the step size is small and the
walk is unable to escape a high probability "well” (Carbone et al.*). Another downside
is that there is no convergence condition: it'd be possible to run the iterations infinitely
without knowing if the sample is getting better. The idea behind Metropolis-Adjusted
Langevin Algorithm (MALA) is to combine the Markov chain convergence properties of
the Metropolis-Hastings algorithm above with the guided walking of Langevin dynamics.
We do so by adding an additional condition of the acceptance probability at each sample
step.

Hence, we will need to choose the appropriate transition proposal kernel ¢(x, | x,_1) to
define the acceptance probability. We can rearrange the Langevin iteration condition to get

that

1

9, = —= (X1 — %, + eV E(x,)) ~ N(0,]) = x4 ~ N (x, — eV, E(x,), 2¢)
V2e

with some rearranging. But this precisely provides the transition kernel we need (Ansari’):

X401 — X, + eV E(x,)|)?
s |50 = s | 3= 0 ). 20) o o~ [t =2 L TEIIE,

2.8



Figure 2.4: As in the case of ULA, samples from MALA improve over time. The leftmost figure shows the starting noise of
20,000 data points and the rightmost shows the final result after walking each of the data points 100 timesteps. The
intermediate images show the 20,000 samples at steps 5 and 10, respectively.

where the constant is irrelevant because it is cancelled out in the definition of acceptance

probability. The full algorithm is as follows:

Algorithm 3 Metropolis-Adjusted Langevin Algorithm (MALA)

Choose step size dt, epochs N, energy function £
X < X
forn =1,2,...Ndo
grad < V. E(x)
Sample d Wt ~ N(0,1)
¥ —x—grad-dt+~2-dt-dWr
pratio <— E [%]
qratio <— g(X.41 | X;), 9(%; | Xe11)

Choose r € [0,1)
if » > min (pratio - qratio, 1) then
x4
end if
end for

Repeating the same procedure as above produces a similar sampling progression shown
in Figure 2.4. Looking at the images, we see that the trajectory of the particles takes more

of a "circular” shape, with the final distribution cleanly capturing the modes of the original
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Figure 2.5: The path’s trajectory still exhibits behavior of the stochastic differential equation outlined previously, but it is
much less noisy due to the acceptance criteria.

GMM distribution. We needed double the number of Langevin steps to get satisfactory
results, which makes sense because the acceptance criteria will naturally constrain particle
walks. Furthermore, the algorithm is clear cut about reducing the representation of the
space between the two modes, which suggests that while the algorithm may be useful in
clearly distinguishing where modes lie, it may not sample well in spaces where the distribu-
tion is not as dense. Hence, while MALA may have theoretical convergence, it may not be

as computationally practical on some distributions compared to ULA.
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We're either getting better or we're getting worse.

David Goggins

Training Procedures and Results

THE VALIDITY OF THE APPROACH LIES IN ITS RESULTS. Thus, this chapter presents the
experiments and outcomes of our EBM implementation.. While the previous chapter dis-
played how one might sample a known distribution efficiently, this chapter will feature

learning the distribution purely based off of training data. We show our successful attempts
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to train an EBM on a Gaussian Mixture Model with multiple modes, and improve the

learned distribution with the Jarzynski Equality.

3.1 LEARNING WITH CONTRASTIVE DIVERGENCE

As discussed in the Preliminaries chapter, we can follow the Contrastive Divergence algo-

16

rithm from Hinton *® to train an EBM, using a loss function

L(0) = Bt pEs(x )] — By, [Es(x7)].

Here, we follow the same experimental setup as the sampling procedures in the previous
chapter, taking positive samples x ™ from our known GMM distribution (though for the
sake of the algorithm, whether or not we know the true distribution is irrelevant). On each
iteration of the training loop, we will draw a batch of size /N positive samples from the true
distribution. Then we sample a batch of /N points of random noise from the uniform dis-
tribution to initialize our negative sample. We will run ULA on the random noise, with
the energy function Ej representing our neural network this time (instead of the true distri-
bution as in the previous chapter). These negative samples will essentially be drawn from
the distribution py o exp(—Ej). Our loss measure will then be the mean of the difference
between the N pairs of positive and negative samples.

In our implementation of the EBM, we also introduce the use of a Replay Buffer fol-
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lowing Du & Mordatch *. At the beginning of every epoch, the replay buffer is sampled;
with 95% chance it will return a previous sample stored in the buffer (unless empty), and
5% chance it will return uniform random noise (Du & Mordatch '*). At the end of every
epoch, the final negative batched sample is added to the buffer to be used in future epochs.
We explicitly chose to run a training algorithm with 100 epochs, and as such we restricted
the size of the buffer to 25, with elements from oldest epoch evicted first. The intuition
behind using the replay buffer is to ensure that the mixing time of samples is reached; by
saving the state of certain negative samples, we have some chance of not having to “re-walk”
the distribution, instead starting from a previously saved point. With this, the explicit algo-

rithm (Du & Mordatch ") is as follows:

Algorithm 4 Contrastive Divergence

Choose step size dt, epochs N, langevin steps K energy function £
X X
rbuffer «+ ()
forn =1,2,...Ndo
x" ~ p(x)
x~ ~ rbuffer
fork=1,2,...Kdo
Sample AWt ~ N(0,1)
X < x — V.Eyx)-dt+ 2 -dt-dWr
end for
£(6) = By [Eo(xh)] — By pEofx )]
6 < 0 — V,L(6) via the Adam optimizer
rbuffer < rbuffer U {x}

end for

Our training scheduler followed an exponential decay learning rate schedule, starting at

33



Figure 3.1: In order from left to right, top to bottom, the sampled distributions at epochs 1, 30, 40, 50, and 75. The final
figure shows that the EBM learns the true distribution well, with the two modes becoming more and more defined with
every 10 epochs.

arate of 0.02 and decreasing by a factor of 0.8 every 10 epochs. Indeed, the learning rate in
this training loop was especially important, and we designed it specifically so that the EBM
can to cover large ground in the early epochs in order to discover the various modes in the
distribution. The optimization schedule followed the standard Adam optimizer. We ran
each so Langevin steps for 75 epochs, with the results in Figure 3.1.

The loss curve in Figure 3.2 is quite bumpy, with large oscillations between negative and
positive in the early epochs before the two modes are clearly defined. Towards later epochs,
the curve is also quite jagged, demonstrating the lack of convergence guarantees inherent to
ULA. A potential direction for improvement could be experimenting with L2 normaliza-
tion of the loss via the weight decay term of Adam, as this technique provides more stable

training results (Du & Mordatch '").
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Loss Curve Over Training Epochs
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Figure 3.2: Loss Curve of EBM trained through ULA: The loss curve begins negative as the negative samples have large
energy values, followed by a period where the model learns the positive samples. The final period is a gradual descent to 0
as the negative samples begin to well approximate the positive ones.

We also show results for the training algorithm on a GMM with a larger range and many
more modes, see Figure 3.3 for the true distribution. In this case, our training algorithm
required a much larger learning rate similar to how the sampling procedures also needed

a larger step size when the range increased. Furthermore, the modes of the distribution re-

Figure 3.3: 20,000 samples drawn directly from the truth distribution of a more complex GMM plotted on a 2D histogram.

quired more epochs to find, with this round of training increasing to 100 epochs. If we ex-

amine 3.4, we see that in the early epochs that the model struggles to differentiate between
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Figure 3.4: In order from left to right, top to bottom, the sampled distributions at epochs 1, 30, 40, 50, and 75. The final
figure shows that the EBM learns the true distribution well, with the two modes becoming more and more defined with
every 10 epochs.

the modes, many of which may overlap with one another. This alludes to how with more

complex distributions, the “mixing time” can be very computationally expensive. The loss

Loss Curve Over Training Epochs

— Loss

Loss

Epoch

Figure 3.5: The loss curve follows a similar pattern as the previous, albeit more unstable due to more modes in the
underlying distribution.

curve we observed was more or less the same, with a few more fluctuations likely due to the
refinement of individual modes in later epochs. Furthermore, while the final energy model
is able to capture the general area of the distribution, closer inspection reveals that certain
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modes that are situated close to one another are more ”blurry” than others, indicating that
sampling is imprecise. Testing the training loop on this more complex distribution exposes

the limitations of training EBMs under a basic ULA sampling scheme.

3.2 ADDING JARZYNSKI

In this final section, we take a different perspective: so far our analysis of EBM training has
focused on static cases, we now turn to a time-dependent analysis. In particular, previous
sampling methods like Metropolis Hastings only focused on estimating static configura-
tions, here we will examine the Jarzynski Equality, which will give us a more complete pic-
ture by looking at both the time and energy required to "walk” between two states of the
distribution. Indeed, augmenting Langevin dynamics with the Jarzynski Equality promises
to solve the problem of slow mixing times by allowing certain samples to be resampled in
the hopes of discovering another mode.

The origins of this work come from literature in non-equilibrium statistical mechanics,
specifically in relating the free energy required for transitioning between two states of a
physical system (Jarzynski'?). We first consider measuring the energy difference between
two states. Given some continuous energy function defined according to the model pa-
rameters at each time step &, Ej,, that maps as input the state of the system to a scalar value

and two arbitrary states x, x’, we desire to measure the energy difference between these two
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states, Ey, (x") — Ej,(x). To do so, we can use a Taylor expansion of x" around x, such that
1
Ep(X') = Ep(x) + E(X/ — x)VEy,(x) + higher order terms.

. . .. 2 . .
According to Jarzynski ', an additional term £ [V Ej,(x)|” accounting for the cumulative
kinetic energy of all the particles in the system is more significant than the higher order
terms. Hence, we can define a function that measures the energy difference between two

states in the state space S, at each time step as , : S; X S; — Rsuch that
1 £
a,(x,x') = Eg(x) + E(X/ — x) VB (x) + y |VXE5[(X)|2.

With this measure, we can augment the walking process by defining an additional mea-
sure 4, that keeps track of the cumulative energy or work” done in the walking process.
We assume that the energy atz = 01is 0. To get to the next timestep, the conservation of
energy rule from physics is followed. We take the current energy, add the energy difference
from the state transition at time #, and subtract the energy lost had the opposite transiton

happened as follows:

At+1 =A,+ “r(xza Xt+1) — %t (Xt+17 Xr)-
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Using this property in addition to the original Langevin iteration rule is exactly the Jarzyn-

ski Equality:

X1 =% — eV Eg(x,) + \/Z% where 5, ~ N(0,1),

Avr = A+ (%0, %e41) — @r1(X1,X,), and 4y = 0.
One subtle difference in the Jarzynski Equality paradigm is that x, no longer refers to a sin-
gle sample, but should instead be thought of as a set of N walkers. We will have X;, refer to
the positive samples drawn at timestep z. The central idea of the algorithm is that walkers
should be periodically resampled depending on the concentration of walkers relative to the
probability of their current values. Furthermore, in order to train the EBM according to
this property, we need to define a measure of entropy, from which we can derive the loss.

The theoretical loss function for the Jarzynski Equality can be written as

]EXtNPé’, [VXzEgz (Xl‘) eAt]

b= = Fpay —  Bure[VaFaln)] (3.1)
N n

_ i VX;VEMXm) exp(des) 1 > Vs (X.), (3.2)
Zz‘:l exp<At7[) " J=1

where p is the true distribution, 7 is the size of our training data, V} ; refers to the -th ele-
ment of vector V; at timestep ¢, and for which the derivation is omitted here for simplicity
(see Appendix A.2 of Carbone et al.*). Intuitively, this expression is conveying that the

loss function should be dependent on the relative probabilities corresponding to the accu-
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mulated energies of each walker (and so walkers with disproportionately small probability
weight should be resampled).

To motivate the idea of resampling, we point to the weight degeneracy problem with the
MCMC algorithms in general. This problem refers to the condition where a small number
of walkers dominate the probability distribution, leaving the rest of the walkers redundant
and unable to contribute. To solve this, Carbone et al.® propose a metric known as the

effective sample size (ESS) defined by

If the ESS, falls below a selected threshold, then pick a walker to resample according to the
weighted probability distributions. The selected walker 7 has its energy accumulator reset
with 4, ; = 0, and the weighted probability of the all accumulators is renormalized. Putting
the pieces together, we have Algorithm s.

In our implementation, we kept the hyperparameters mostly the same as the training
loop presented earlier in the chapter. The threshold we used for resampling was 0.5 or
dropping below half the number of walkers. The difference was that we chose N to be 100
instead of the 20000 data points that were used in the EBM training algorithm with ULA.

This means that the training process of the Jarzynski procedure executed extremely efhi-
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Algorithm s Contrastive Divergence with Jarzynski Equality

Choose epochs 7, langevin steps K, number of walkers N
{AO,Z‘}ﬁ\il —0
forn=1,2,...Tdo

Sample X; ~ p

. ees N exp(4)

Compute weighted probabilities {wp; },*, = m
Compute loss £(6) defined above
6 < 6 — V¢L(6) via the Adam optimizer
fork=1,2,...Kdo

X1 X, — eV Ep(x,) + \/Z%

Ay — Ay + (X, Xp1) — 21 (X1, %)
end for
Compute ESS,
if thenESS; < 0.5N

Sample 7 ~ wp

A; <0

th < Zgl . % Zf\il CXp(Am-)
end if

end for
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Figure 3.6: In order from left to right, top to bottom, the sampled distributions at epochs 1, 2, 3, 6, and 15 for the EBM
trained with the Jarzynski Equality. The second-to-last figure shows that the EBM learns the true distribution well, with
the two modes becoming more and more defined with every 10 epochs.

ciently, with results in Figure 3.6.
However, with benefits comes tradeofts. As seen in Figure 3.6, the training was extremely
efficient in discovering modes with the additional information about energy of states; im-

pressively, within 5 epochs the general shape of the distribution was learned. However,
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Figure 3.7: The loss curve for the Jarzynski Equality becomes progressively more negative as epochs pass, indicating that
the algorithm is unstable in its current implementation.

the loss curve in Figure 3.7 shows that the loss function is progressively getting more nega-
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tive, indicating that the algorithm is unstable in its current implementation. Indeed, in the
last figure on epoch 15, we already see that the distribution is beginning to collapse to one
mode, showing how difficult it is to train according to this approach. Hence, it makes sense
that a future iteration of this experiment would have better tuned the learning rate and
stored normalization constants Zj, in order for convergence to be more likely and results

more stable.
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Conclusion

In this thesis, the feasibility of training Energy-Based Models using variations of Langevin
Dynamics was demonstrated on toy distributions such as a Gaussian Mixture Model. Through
the use of extensive theory from statistical mechanics, paradigms such as Metropolis-Hastings
and the Jarzynski Equality were evaluated as both improvements to the training process as

well as their sampling capabilities. Our results concurred with much of the literature that
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while theoretical guarantees of convergence provided by Metropolis-Hastings are useful

in some applications, taking a time-dependent perspective with the Jarzynski Equality pro-
vides a smarter and much more efficient framework for learning the various modes of com-
plex probability distributions, as well as a more complete picture of the sampling process.
Yet while the Jarzynski Equality is perhaps the most effective method for training, imple-
menting it in practice proves a more complicated and error-prone path.

There are many ways in which the work presented can be extended, most noteably first
by tuning the results of the Contrastive Divergence with Jarzynski Equality algorithm. An-
other potential path is investigating better metrics for the step size in Langevin Dynamics;
while it is not hard to vary this in a program, a theoretical approach or automated heuris-
tic would be useful in confirming the sampling procedure’s stability. A final note on the
current training process could be varying the loss function of choice; while contrastive di-
vergence was the pick of this thesis, experimentation with the Fischer Divergence metric
(Fischer & Igel **) could also be useful. A follow-on approach would be that explored in
Kumar et al.**, where an additional generator network is trained prior or jointly to speed
up the training of the EBM of interest.

Following this, a natural extension is to reproduce the results of Du et al. '°, in which
two trained EBMs can be functionally composed to learn new distributions. This lends

itself well to robotics and reinforcement learning, as it is straightforward to imagine using
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EBM:s to model individual tasks, and then composing them to create models with capabili-
ties in a range of tasks. An additional component on this front, particularly in the context
of reinforcement learning, is designing the policy function by which EBMs select which
tasks are performed (i.e. which energy functions should be more represented at any given
time). Indeed, Gkanatsios et al. > makes strides in translating language into actionable
compositional tasks that can be well performed by an EBM. A bold future step would be
providing an EBM-based answer to the robotic policy learning using diffusion models pi-
oneered in Chi et al.” by following the training procedure discussed in this thesis on the

Push-T dataset robotic manipulation benchmark.
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