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Content-Based Approach

ABSTRACT

We introduce the Question-Driven Theory of AI-Assisted Decision-Making, a content-based model of reasoning
to explain human-algorithm interaction in high-stakes risk assessment contexts. According to the content-based
theory of reasoning proposed by Koralus et al., human reason is driven by the goal of reducing the complexity
of our questions as directly as possible, as opposed to alternative reasoning models that focus on maximizing
expected utility by considering all possible alternatives. By emphasizing the role of the question-answering mech-
anism in human reasoning, this theory allows us to bring a new perspective to theoretically model and thereby
understand the dynamics of human-algorithm interaction. According to our theory, Al-assisted decision-making
can be understood in two phrases, the Question-Raising phrase and the Question-Answering phase. First, the
algorithm prediction guides the decision-maker to raise an actionable question, while adding dependencies of
concepts into their mental model representation. Then, the decision-maker reaches a decision by settling the
question with their mental model representation. We propose the design of and conduct a behavioral experiment
to test the applicability of a content-based theory on Al-assisted decision-making. We show that the presentation
of an algorithm’s risk assessment predictions, such as logically equivalent information with either positive or neg-
ative probabilities, can influence the type of questions decision-makers pose and, subsequently, the decisions they
make. We propose a framework to computationally model this procedure, as well as normative directions for de-
signing Al assistance that prompt the right kind questions to ensure rational decision-making procedure and fair
results.
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Introduction

PREDICTIVE TASKS FACILITATED BY Al ALGORITHMS are increasingly common due to advances in machine
learning and the emphasis on data-driven decision-making. Some applications of Al that support decision-
making, such as the use of GPT (Generative Pre-trained Transformer) models for answering everyday queries and
the use of recommendation algorithms for content personalization, involve relatively low-stakes scenarios. How-
ever, others play crucial roles in high-stakes social decisions, such as where Al assists in evaluating risks within
judicial domains to determine whether an individual should be released pre-trial. Since high-stakes decisions
increasingly rely on Al assistance, the importance of understanding the intersection between human decision-
making and Al support becomes critical. This is especially true given that existing data, while limited, points to

potential biases and unfairness with Al-assisted decision-making [2, 3, 4]. Understanding the underlying mecha-



nisms of this intersection is important in ensuring rational and just decision results.

While research on algorithmic bias has increasingly acknowledged the presence of bias in algorithmic out-
comes stemming from both data and algorithmic processes, less attention has been paid to the systematic biases
that may arise from the layer of algorithm predictions being used to assist human decision-making. Until re-
cently, literature in this field has predominantly assumed that Al assistance to human judgment is inherently neu-
tral and can cause no negative consequences. This perspective, however, does not reflect the reality. Studies have
revealed biases with Al-assisted decision-making, such as group harms, challenging the notion of their neutrality
[2,5,6,7, 4]

Although empirical studies have begun to reflect the impact of Al systems in real-world scenarios, these stud-
ies are often limited by their methodologies and the variability in what they measure. Moreover, the theoretical
models, which typically presume decision-makers to be rational Bayesian reasoners, do not accurately capture
the complexities of real-world decision-making. This thesis addresses the need for a more nuanced understanding
of the interaction between algorithms and human judgment in high-stakes government decisions, considering
the human cognitive effects as a part of the reasoning model we propose. We believe that this is a crucial first step
toward establishing a model of human-algorithm interaction that is both more granular and realistic than tradi-
tional Bayesian models.

In exploring Al-assisted decision-making, our primary focus is on the foundational aspects of human reason-
ing. This inquiry traces its roots back to the philosophical frameworks established by thinkers such as Aristotle
(350 B.C.E.)[8], with his logical system of syllogisms, and extends through the development of mathematical ra-
tionality by Hume (1739)[9], to Leibniz’s proposition of inherent logical structures within the mind (1684)[10],
and Kant’s perspective on the pivotal role of human reasoning and mental models in shaping our experiences
(1781)[11]. These historical insights lay the groundwork for the contemporary study of reasoning, which now
spans disciplines including philosophy, psychology, and computer science. Central to this discussion is the con-
cept of mental models — internal representations that individuals construct to simulate and understand the ex-
ternal world (1983)[12]. This concept, which originated from the philosophical dialogues on reasoning, serves as
a crucial framework for understanding how humans process information and make decisions.

Recent work in the field of rationality has deepened our understanding of human decision-making, partic-
ularly through the content-based approach. The content-based theory of reasoning posits that our cognitive

efforts are geared towards addressing questions, moving beyond mere commitment to formal systems like logic



or probability theory. The theory suggests that mental models are not necessarily complete representations of the
world but are sufficient for making decisions and drawing conclusions; reasoning involves transitions between
different states or views, which are guided by the structure of the contents themselves, rather than on the ma-
nipulation of probabilities [13]. This granular approach allows for reasoning that is both finite and manageable,
acknowledging that our cognitive states are shaped by the limitations of human cognition, thus making it unre-
alistic to consider that alternatives are all mutually exclusive and collectively exhaustive like in classic set theory.
This approach is comprehensive, generalizing to all aspects of reasoning, from factual questions to practical deci-
sions, and from systematic successes to failures like base-rate neglect [14]. Much of the supporting evidence for
this theory, as highlighted by Koralus et al. in their proposal of the Erotetic Theory of Reasoning [14], originates
from psychology experiments involving logical puzzles. This paper proposes extending the application of this
theory to the nuanced realities of social judgment and decision-making under uncertainty.

This thesis aims to bridge the discussion of the two areas: decision-making under the influence of Al algo-
rithms, and the century-long discussion of reasoning. Opacity of algorithmic rules leads to a need to reason un-
der uncertainty. This is largely because of the “black box” nature of many Al algorithms, making it difficult to
understand how these algorithms make decisions.

Although decision-making with algorithms inherently introduces some level of opacity — analogous to the
use of calculators for complex mathematical operations — the type of opacity introduced by Al algorithms
presents a distinct form of uncertainty. Unlike the algorithms performed by calculators, which execute well-
defined tasks within known operational limits, Al algorithms navigate through vast datasets using complex and
often self-modifying rules. This capability allows them to learn and diverge from their initial programming. This
lack of transparency, or “epistemic opacity,” [15] means that users and stakeholders cannot easily be informed of
the basis on which Al predictions are generated. Despite some rules becoming more interpretable, the capacity
for algorithms to evolve and change ensures that the inherent opacity of algorithms, leading to decision-making
under uncertainty, will remain.

Al-assisted decision-making represents a form of reasoning under uncertainty, prompting us to evaluate the
applicability of existing theories of human reasoning. As Al assistance takes over the role of experts as surrogate
experts, how is our understanding of human decision-making changing? Is reasoning under Al influence steering
us towards a direction of equity and fairness? As we see results of harm in the form of group-based disparity, we

propose that a reevaluation of decision-making at the individual level is crucial. This approach might enable us to



identify and address the root causes of such disparities.

In the field of Human-Computer Interaction, this paper explores the concept of “algorithm-in-the-loop,” a
term coined for employing Al assistance into an individual’s decision-making or studying how such an algorith-
mic input influences a human’s decision [2]. We focus on the judicial case due to its nature of reasoning under
uncertainty on ambiguous, high-stakes social judgements. In the realm of criminal justice, tools such as COM-
PAS (Correctional Offender Management Profiling for Alternative Sanctions) are used to assess recidivism risk
and inform decisions on bail, sentencing, and parole. Studies have highlighted how algorithms can perpetuate
biases in decision-making. The COMPAS system is a tool used by courts in the United States to assess the like-
lihood of a defendant becoming a recidivist, meaning committing a crime again after their release. The analysis
of COMPAS data, particularly from 2013-2014, has been central to discussions about the role of AI and algo-
rithms in the justice system, especially regarding bias and fairness. Some of the analysis shows a disproportionate
classification of risk among racial groups and higher false positive rates for black defendants, for example [16].

More generally, unpacking the workflow is important in understanding how Al can be incorporated into
decision-making in the setting we are interested in. In the judicial settings, particularly regarding pretrial deten-
tion decisions, the integration of Al and algorithms with traditional legal processes can be understood as follows.
Initially, when a case is registered, relevant data about the defendant, including their criminal history and the
charges against them, is fed into a risk assessment tool. This tool calculates a risk score, based on factors like age,
criminal history, and charge severity, to generate a recommendation for the judge on pretrial detention. Before
the pretrial hearing, the judge reviews this algorithmic recommendation, which then informs their preparation
for the final decision made during the pretrial hearing [17].

Despite being presented in numerical values, algorithm predictions are interpreted through language, intro-
ducing an interpretative layer between the algorithm’s output and its presentation to decision-makers. We believe
that this interpretive layer fundamentally affects how decision-makers integrate algorithmic advice into their
reasoning processes. Recognizing its significance, there’s a need for theoretical exploration to understand how
decision-makers navigate algorithmic predictions, considering not just their trust in the Al input but also how
the framing of these outputs in language changes their decision-making process.

Therefore, we are motivated to introduce a computational inference procedure that can explain how decision
patterns under Al influence are achieved. We aim to bridge the literature of reasoning with the literature of Al-

assisted decision-making by applying a comprehensive theory of reasoning to this



We aim to understand the dynamic between algorithm predictions and our cognitive processes, proposing
an explanation rooted in a question-answering mechanism of the mind. Through this exploration of reason-
ing, we eventually hope to inspire some principles behind the design of Al assistance. If it is true that Al-assisted
decision-making follows a question-answering mechanism, how can we design Al assistance that capitalizes on
our ability to question and engage with presented information, thus enabling the rational mind to guide high-

stakes decisions towards more fair and analytical outcomes?

1.1 RELEVANT LITERATURE

Our research is grounded in the content-based theory of reasoning, drawing from a body of literature on ratio-
nality and human cognition. At the heart of our approach is the question-answering mechanism, positing that
the essence of reasoning lies in the formulation of questions and the resolution to reaching their subsequent an-
swers. These questions are understood not merely in terms of natural language but as representational content,
the information or meaning that a mental model contains about the world or a specific situation [13][12]. This
approach is considered to be an unified and comprehensive theory explaining human reasoning and decision-
making capabilities, termed the Erotetic Theory of Reasoning. It provides insights into various well-documented
reasoning errors and framing effects, illustrating how the same cognitive processes responsible for these mistakes
also lead to first-order validity and probabilistic coherence in reasoning rational decision-making [13]. Further-
more, the second area of literature my thesis touch heavily on is the field of human-algorithm systems. Research
spanning computer science, law, and economics has examined Al-assisted decision making, especially predictive

risk modeling in critical contexts.

1.1.1 EXPERIMENTAL

Although experiments are highly variable in their designs, most have been done in behavioral studies through re-
cruiting workers via platforms such as Amazon Mechanical Turk and randomized control trials, as experimenting
with professionals proves to be difficult.

Green and Chen’s experiment found that algorithmic risk assessments can significantly alter human decision-
making processes, leading to outcomes such as increased racial disparities in pretrial detention and reduced gov-

ernment aid in loan decisions. Main results included that participants became more sensitive to perceived risks



when presented with algorithmic assessments and tended to make decisions that exacerbated racial disparities as
well [2].

Fogliato et al. conducted vignette experiments to analyze the effects of algorithmic advice on judicial decisions.
The participants are randomly assigned to one of four conditions: no advice, advice based on a risk score, advice
based on a risk score and a confidence interval, or advice based on a risk score and an explanation. The results
shed light on the complexity of how risk assessment instruments inform human decision-making, such as the
trend that participants often predicted re-arrest even when they believed the likelihood was below 50% [18].

Grimon and Mills (2022) conducted a randomized controlled trial to study the effects of algorithmic risk
scores on decision-making in Child Protective Services *. Noti and Chen’s paper discusses a new Al system de-
sign for providing advice to human decision-makers only when the Al prediction gives a better accuracy than the
human prediction, presenting a large-scale experiment showing that this approach significantly enhances human
decisions compared to constant, non-interactive advising methods [1].

A promising step that is similar to my approach is Bucinca et al.’s work on incorporating the Dual-Process
Theory into designs of Al assistance, positing that humans have two types of cognitive processes: System 1 (fast,
heuristic) and System 2 (slow, analytical)1. The paper suggests that people often rely on System 1, leading to

overreliance on Al suggestions [3].

1.1.2 THEORETICAL

The theoretical landscape of Al-assisted decision-making is rich with models that treat human reasoners as Bayesian
agents. These models typically assume that individuals are rational decision-makers who update their beliefs
upon receiving algorithmic input, integrating this new data with their existing knowledge to make informed
choices.

For instance, Donahue et al. explore rules for merging human expertise with algorithmic advice, emphasizing
the need for complementarity and fairness. This approach is built upon the foundational works of Bansal et al.
and Vodrahalli et al., who suggest mechanisms for choosing between human and algorithmic predictions based
on accuracy and loss thresholds [19][20] [21].

For the sake of demonstration to show the Bayesian assumptions, Bansal et al.’s work can be summarized as

suggesting a combining rule where the human selects the prediction with lower loss (either the algorithm or the
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unaided human) with some probability p;, and the opposite prediction with probability 1 — p;. The author shows
how this rule can be written as a weighting function w,(a, ») that depends on the loss rates of the algorithm and
the unaided human. Vodrahalli et al.’s work suggests a two-stage combining rule where the human first decides
whether to consider the algorithmic prediction at all, based on a threshold e. If the algorithmic loss is lower than
the human loss by at least ¢, the human considers it. Otherwise, the human ignores it. Then, the human incor-
porates the algorithmic prediction with some probability p;(5 — ) that depends on the gap between the human
and algorithmic loss. The author shows how this rule can also be written as a weighting function wj,(a, b) that
depends on the loss rates of the algorithm and the unaided human. These models assume decision-makers have
full knowledge of the algorithm’s reliability and their own judgment accuracy.

However, the Bayesian framework often conceptualizes the input from Al and the decision-maker’s prior
beliefs as distinct numerical values. In contrast, our Question-Driven Theory delves deeper into how the Al in-
put interacts with these priors. This interaction is not merely numerical; instead, the Al input influences the
decision-making process on a semantic level, as decision-makers rarely form their priors in a vacuum that’s unaf-
fected by Al suggestions.

Considering Bayesian reasoning as a broader abstraction of how decision-makers process Al advice, our theory
represents a nuanced, granular explanation of this process. A key distinction of our theoretical approach from
the Bayesian model is our assumption that human reasoning involves an interplay of semantic understanding
and questioning. Our model suggests that decision-makers do not simply integrate Al input based on numerical
probabilities. Instead, they engage with this input in a way that considers its semantic content and implications,
questioning and evaluating the information beyond its surface value. This interaction explores the importance of
understanding Al advice not just as data to be probabilistically assessed but as information that can semantically
influence and transform pre-existing beliefs and decision-making processes.

Finally, connecting the idea of reasoning to the process of question-answering, the literature on multi-hop
reasoning highlights the significance of designing questions that necessitate complex, strategic thought processes,
thereby avoiding reasoning shortcuts and ensuring the integrity of multi-hop reasoning tasks [22]. The relevance
of multi-hop reasoning to the question-answering mechanism of reasoning lies in its emphasis on navigating
through multiple layers of information to reach a conclusion. The application of multi-hop reasoning strategies
emphasizes the importance of context and the relational understanding of information, aligning closely with

our theoretical model’s focus on semantic understanding. Incorporating insights from the field of multi-hop



reasoning in the area of Natural Language Processing (NLP) into our decision-making framework allows us to

adopt formalisms that effectively structure decision-making as a question-driven process.

1.2 BACKGROUND AND DEFINITIONS

This section defines some key concepts we use through the thesis: Questions, Equilibrium, and Information
Asymmetry. First, we provide some basic definitions.

An Atom represents the most basic unit of information within the mental model. Atoms are elemental pieces
of information that convey specific, discrete facts or attributes about the subject in question. For instance, demo-
graphic characteristics such as age or gender, specific legal charges, or risk assessment scores are considered Atoms.
These are indivisible within the context of the model, serving as the building blocks upon which more complex
structures (Views) are formed. Atoms possess types that categorize them according to their nature and relevance
to the decision-making context, and they may exhibit dependencies that link them to other Atoms or Views.

A View is a higher-order construct that aggregates related Atoms into a collection. Views represent significant
aspects of the decision-making context, organizing Atoms into structured groups that reflect a decision-maker’s
mental representation of the information. For example, demographic characteristics, legal charges, and risk assess-
ments can each form distinct Views within a decision-maker’s mental model, categorizing information to facili-
tate analysis and reasoning. Each View is defined by its type and hold Atoms that contribute to an understanding
of that particular aspect of the decision context. Views can have dependencies with each other as well.

A piece of information has Affordance for prompting an action of making a decision or prompting subques-
tions, drawing from the concept of affordance as originally introduced by psychologist James Gibson [23]. We
call a question actionable if it affords or prompts a decision based on the algorithm’s prediction. In Gibson’s
view, affordances are properties of objects that ofter possibilities for action to an individual. Applying this to the
domain of information processing and decision-making, an affordance can be seen as the potential a piece of in-
formation has to lead an individual towards a particular action — whether making a decision directly or engaging
in further inquiry by prompting sub-questions.

Not all information is equal in its capacity to invoke action or question. This leads us to introduce the concept
of Question-Raising Potential, suggesting that certain pieces of information inherently possess a greater ability
to elicit questions, particularly when a decision-making task is ambiguous or the decisional task at hand remains

open-ended. Algorithmic predictions, in our framework, are attributed a high question-raising potential, distin-



guishing them from mere neutral pieces of information that a judge might consider.

Dependency relations are the building blocks that structure the interconnectedness of concepts within our
mental model. These relations articulate how individual Atoms and collective Views relate to each other. Within
a View, dependency relations map the web of associations between Atoms. Between different Views, dependen-
cies structure the hierarchical and lateral connections that align different aspects of the decision context. These
relations can be categorized into causal, associational, and logical dependencies, among others.

For a sketch of the formalism for these ideas, please see the Appendix.

For the sake of demonstration, here is an example of how a vignette can be represented in a decision-maker’s

mental model. We will go more in depth into the representation in Chapter Four.

The defendant is an African-American male aged s7. They have been charged with: Possession of Co-
caine. This crime is classified as a felony. They have been convicted of 2 prior crimes. They have 0 juvenile
felony charges and 0 juvenile misdemeanor charges on their record. The COMPAS risk score for this
defendant is 2: Low-Risk.

Demographic Characteristics (type: View)
e African-American (type: Atom)
* Male (type: Atom)
¢ Age: 57 (type: Atom)
Legal Charges (type: View)
* Charge: Possession of Cocaine (type: Atom)

— Classification: Felony (Dependency: Classification Function links “Possession of Cocaine”
with “Felony”)

— Prior Convictions: 2 (type: Atom, Dependency: Indicates history of legal issues, potentially
influencing risk assessment)

— Juvenile Felony Charges: 0 (type: Atom)
— Juvenile Misdemeanor Charges: 0 (type: Atom)

COMPAS Risk Assessment (type: View)

* Score: Low Risk: 2 (type: Atom, Dependency: Reflects an algorithmic assessment that could
depend on demographic characteristics and legal charges, as well as potentially undisclosed factors
within the COMPAS algorithm)



1.2.1  QUESTIONS

The proposition that question-raising is central to human reasoning does not mean that natural language is cen-
tral to human reasoning, but instead a representational content is [14]. Koralus refers to the core of reasoning as
an issue, an inquiry, and calls his theory the erotetic (adj. pertaining to questioning) theory. In our thesis, we will
consistently refer to this mechanism as question-raising, and the content-based representation as the kind of form
of information that interacts with our reasoning mind.

We can demonstrate the presence of question in reasoning via a logical puzzle, raising the question of “What
if anything follows?”[24] The kind of question we can raise can be inferencing through premises and reaching a
conclusion. Given a logical puzzle where the first premise P; being “There is at least an ace and a queen, or else
at least a king and a ten”, and the second premise P, being “There is a king”, the question we raise is “What if
anything follows?”, leading us to a conclusion that “There is a ten (and a king)” [83% of respondents from psy-
chology experiment]. The inference “There is a ten (and a king)” from the premises given is illusory because it
mistakenly assumes that one element from a conditional option (“There is a king”) requires the presence of all
elements from that option, including “a ten.” This leap in logic overlooks that the initial condition, presented as
an “or” statement, does not require both sets of cards to be present, only at least one of them. In this example, P,
acts as an affordance to asking the question “What if anything follows?”

For another example of question-raising in reasoning, consider the question “Did Aristotle use a laptop?”
[22] The implicit questions associated with this question, or the inference steps required in the reasoning process
to answer this question, involve decomposing it into simpler sub-questions. Step One is to determine the time
period when Aristotle lived, with implicit sub-question being “During which historical period did Aristotle live?”
Step Two is to determine the historical period when laptops were invented, with implicit sub-question being
“When were laptops first invented?” Step Three is to compare the two time periods to conclude whether it was
possible for Aristotle to use a laptop, with implicit sub-question being “Can the two have shared the same time
period?”

When we discuss the complexity of a question, we refer to the effort required to settle the question. In the
case of “Did Aristotle use a laptop?”, the complexity is illustrated through three inference steps. However, it’s
crucial to understand that the number of hops or inference steps we have are variable since individual mental

models and prior knowledge influence the perceived complexity of a question. For the purpose of illustrating
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our theory, we believe that there are inherently more complex questions that demand a higher level of effort to
answer due to the multiple inference steps involved. Literature on multi-hop reasoning differentiates the question
about Aristotle from simpler questions, such as ”Was Barack Obama born in the United States?” The latter can
typically be answered more easily, as multi-hop reasoning mechanisms quantify the complexity based on whether
the required information for the answer — in this case, Barack Obama’s birthplace — can be found within a
single text fragment on Wikipedia [22]. Our approach quantifies the complexity of questions in terms of the

need to access and synthesize information through multiple, independent Views to settle a question.

1.2.2 EQUILIBRIUM

Individual form a decision when they reach a point of equilibrium through their question-answering process.
One way of interpreting the equilibrium is as a state where raising more questions using certain Views will no
longer make a difference, that a question gets settled when an inference is in a state of balance with respect to a
specific topic of inquiry [13]. In other words, it is a state where additional questions, with respect to the current
mental model, cease to change the answer to the question. Koralus et al. introduce the concept of a Restricted
Erotetic Equilibrium [13]. It states that rational inferences need not always adhere to the rigorous standards set
by classical logic. Our understanding of equilibrium to reach a decision in this thesis is rooted in this fundamen-
tal notion. It acknowledges the types of questions raised and the steps in resolving these questions to reach a
decision. This allows us to be cognizant of the constrained resources of time and the mind and that we do not

always strive for an exhaustive equilibrium where we have asked all possible questions.

1.2.3 INFORMATION ASYMMETRY

We define Information Asymmetry as the phenomenon where the presentation of logically equivalent informa-
tion — such as the positive and negative framing of an algorithm’s prediction — leads to unequal decision out-
comes. For instance, consider an algorithm predicting the likelihood of rain. When framed positively (“There is a
70% chance of rain”), individuals might perceive this differently than when the information is negatively framed
(“There is a 30% chance it will not rain”), even though logically, the statements convey identical information.
Due to the mathematical equivalence, any inferences made with these two claims that result in different decision

will be considered an information asymmetry in this thesis.
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1.3 OUTLINE

In this thesis, we explore a novel approach to human reasoning within the context of Al-assisted decision-making.
This work is grounded in the theory that a question-answering and a content-based reasoning model can enhance
our understanding of Al in human decision-making in high-stakes contexts. The core of the thesis is divided into
the following sections.

The essence of this research lies in applying such a reasoning model to Al-assisted decision-making for the ju-
dicial context. Chapter Two will detail the reasoning model, explore its philosophical underpinnings, and discuss
its relevance to understanding and modeling human decision-making processes. The discussion will argue for the
model’s importance in theoretical developments within the field.

Chapter Three outlines the experimental study designed to empirically test the proposed reasoning mech-
anism. The experiment investigates how the framing of risk assessment predictions by algorithms shapes the
questions decision-makers pose and, ultimately, the decisions they reach. This section outlines the experiment’s
design and methodology, presenting the experiment conducted and its findings.

Data is drawn from the conducted experiment, as well as studies by Noti & Chen, Green & Chen (2011), and
Vaccaro [1][2][25]. Given the challenge of accessing detailed vignettes from these experiments and the applicabil-
ity of these vignettes to testing our Question-Based Theory, the thesis is only able to perform an exploratory data
analysis as proxies to understanding the procedure of Al-assisted decision-making.

The modeling aspect of the thesis proposes the components that can help us develop a computational frame-
work aimed at simulating the reasoning process proposed by the Question-Based Theory. While the primary
goal is not to evaluate the model’s performance due to the limitations in the size and variability of the available
datasets, it seeks to be a first step in simulating a human decision-making behaviors in this context.

In the Conclusion chapter, the thesis discusses implications for the design of human-algorithm systems that
prompt users with the right questions. In understanding what the natural human cognitive framework is, we
hope to design Al assistance that can prompt inquisitive reasoning that capitalizes on the capabilities of human

reasoning to produce outcomes that are neutral and well-informed.
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In order to understand bird flight, we have to understand
aerodynamics; only then do the structure of feathers and

the different shapes of birds’ wings make sense.

David Marr, 1982

Theory

This chapter introduces the Question-Driven Theory of AI-Assisted Decision-Making, a novel framework for un-
derstanding how humans integrate Al input into their decision-making processes, particularly in high-stakes
contexts.

The Question-Driven Theory of Al-Assisted Decision-Making: Al-assisted decision-making can be understood in
two phrases, the Question-Raising phrase and the Question-Answering phase. First, the algorithm prediction guides
the decision-maker to raise an actionable question, while adding dependencies into their mental model representa-
tion. Then, the decision-maker reaches a decision by reducing the complexity of the question with their mental model
representation and reaching an equilibrium.

The essence of this theory is the premise that human reasoning is inherently question-driven. In contexts

where Al aids decision-making, the AI’s role acts as more than a piece of evidence to update the decision-maker’s
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prior. Realistically, the AI assistance is often provided before the decision-maker forms a prior. Therefore, the
Question-Driven Theory proposes that the algorithm prediction prompts questioning before any personal judg-
ment is made, and our reasoning procedures will capture how these pieces of information are combined into a
content representation.

This chapter first outlines the significance of developing a dedicated theory for Al-assisted decision-making,
addressing the gaps in Bayesian assumptions for cognitive reasoning. Secondly, the chapter lays out the core com-
ponents of the proposed theory, demonstrating its applicability for Al-assisted decision-making for high-stakes
contexts.

To conceptualize Al-assisted decision-making, we aim to put it within a computational framework, inspired
by cognitive scientist David Marr’s methodology [26]. Marr’s three levels of analysis offer a comprehensive
framework for understanding complex systems, especially in computational and cognitive sciences, and has laid
the groundwork in the field since its proposal in 1982 [27]. Although Marr’s conception of levelism has been
criticized over the years, it still provides a helpful approach for viewing the study of Al-assisted decision-making

as a cognitive and computational system. Marr’s three levels of analysis can be summarized as follow:

* Theoretical (Computational) Level: This level addresses the system’s goals and logic, defining the abstract
computational theory. In my thesis, this is the theory that human reasoning has a question-answering

mechanism to complete the task of decision-making under Al assistance.

¢ Algorithmic Level: Here, the focus shifts to the processes and representations the system employs, de-
tailing the algorithms that transform inputs into outputs. In my thesis, this is the design of the modeling
work in Chapter Four and the algorithm pseudo-code proposed in the Appendix, where I propose ways of
computationally outputting the decisions people produce in Al-assisted decision using the framework of

question-answering mechanism.

* Implementation Level: The final level delves into the physical realization of the system, analogous to a
computer’s hardware or the human brain, which enables the execution of the algorithms. In my thesis,
this level focuses on real-world decision-making instances, acknowledging the inherent unpredictability of

human judgments.

In Chapter One, we referenced a few theoretical models from the current literature. Our approach difters

in two primary ways. Firstly, our theory adopts a top-down approach influenced by Marr’s framework, which
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prioritizes understanding a system’s computational theory (Level One) before its representation and algorithms
(Level Two), before considering its physical implementation (Level Three) [26]. An alternative to the top-down
approach to understanding the system that drives Al-assisted decision-making is the iterative way of experiment-
ing different designs of Al assistance and examining which ones give the best results in accuracy and fairness [1]
[3]. Secondly, our theory uses a granular, question-focused approach of understanding human-algorithm in-
teractions, with an alternative being the Bayesian reasoning model. These comparative analyses highlight the

contribution of our content-based reasoning model.

2.1 A Tor-DowN APPROACH

Marr’s three levels of analysis advocates for a foundational role of theory in guiding research and implementing
computational system. It provides an epistemological approach through which we structure this thesis work with
— by applying a principled theoretical model that captures human reasoning with Al assistance.

Studies like those by Bucinca et al. recognizes that Al-assisted decision-making involves humans’ cognitive ten-
dency to rely on System 1 (fast, heuristic) processing rather than System 2 (slow, analytical) processing [3] [28].
Their work uses cognitive dual-process theory to understand Al-assisted decision-making, introducing cognitive
forcing functions as interventions to prompt users to engage more with System 2 thinking when interacting with
Al explanations in order to reduce over-reliance on Al [3]. While their empirical approach, which iteratively tests
Al assistance designs for bias minimization and performance maximization, aligns with the recognition of cog-
nitive systems shaping decisions, it primarily adopts a bottom-up and heuristic methodology. In contrast, our
top-down approach suggests that the design of Al assistance should be directly informed by a comprehensive
understanding of the computational theory level. This approach does not merely aim to enhance performance
metrics, although minimizing loss function, such as that conducted on the COMPAS data, should become a
natural byproduct.

Marr claims that one can never understand a problem from the purely mechanical perspective: “In order to
understand bird flight, we have to understand aerodynamics; only then do the structure of feathers and the dif-
ferent shapes of birds’ wings make sense” [26]. By this analogy, Marr argues that Level One gives meaning to and
places constraints over to the algorithmic level and the implementation level. Although we can do research in
Level Three without the higher levels, an absence in such work can lead to findings that are less meaningful and

productive. Thus, while experiment is central to my thesis, the core attachment is to the theory. This philosophy
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underpins my thesis outline, with Chapter Two (Theory) representing Level One, Chapter Four (Modeling) as

Level Two, and Chapter Three (Experiment) and the Appendix as Level Three.

2.2 A QUESTION-DRIVEN APPROACH

The literature on human-algorithm interaction often assumes that decision-makers are rational Bayesian rea-
soners, suggesting that they update their beliefs and make decisions based on prior beliefs and the likelihood of
new evidence. This model assumes a level of computational and cognitive sophistication that may not always be
reflective of real-world practical human decision-making. By treating the decision-maker as a rational one, the
literature assumes that they know the accuracy of the algorithm and of their own judgement and can objectively
make a decision about whether or not to incorporate the Al advice. More realistically, the Al input influences the
decision-making process on a granular and semantic level, as decision-makers rarely form their priors in a vacuum

that’s unaffected by Al predictions.

2.2.1 BAYESIAN

We begin by outlining a Bayesian model for AI-Assisted Decision-Making in pretrial scenarios *. This model
serves as a comparison to highlight the differences when using semantic models for our Question-Driven Theory.
The Bayesian model incorporates the dynamics of inherent biases and the trust placed by decision-makers in Al-
generated risk assessments, represented numerically. The model starts with the representation of a defendant’s
profile as a task description vector 7, which includes factors such as past criminal record and the current charges.
The true risk of re-offending by the defendant is denoted by v;. The decision-maker, characterized by their biases
(b) and ethical beliefs, forms an initial belief about the risk, 6, which is modeled as normally distributed around
v + b with variance o3, that is, § ~ N(v; + b, 73).

Upon receiving the Al advice s, which is a prediction of risk v, normally distributed with variance o2, the
decision-maker updates their belief. This updated belief, Foose takes into consideration the officer’s prior be-
lief, the AT advice, and a trust parameter ¢, reflecting the weight the decision-maker gives to the AI advice. The

model for the updated belief is given by:

“Unpublished work by Jeft Jiang and Carina Peng, 2024.
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The variance of this updated belief, Ufmsp which reflects the confidence in the updated belief after considering

the Al advice, is:
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Trust £ evolves based on the difterence between Al advice and the decision-maker’s biased prior belief, adjusted
by a factor , representing the bias amplification:
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Finally, the decision to detain or release the defendant involves a non-linear relationship between the updated
risk belief and the decision outcome. This relationship is captured by a sigmoid function, reflecting the probabil-
ity of detention, pdecision» as @ function of the difference between the updated mean risk belief and a predefined

threshold:

1
¢ ([upOSt —threshold)

DPdecision =
1+

2.2.2  QUESTION-DRIVEN THEORY

Considering Bayesian reasoning as a broader abstraction of how decision-makers process Al advice, our theory
represents the possibility for a more nuanced, granular explanation of the function that produces each of the
parameters in our Bayesian model. This perspective doesn’t imply a conflict between a content-based theory of
reasoning and Bayesian probability. Rather, it proposes that a content-based reasoning model can encompass
probabilistic reasoning. The semantic content-based theory emphasizes a form of reasoning not predicated on
evaluating all possible outcomes but focuses on representing information in our mind and proceeding through
them.

Humans deviate from pure Bayesian reasoning. To provide some intuition of people going through their rea-

soning procedure and content differently by being asked a different question, consider Shafir, Simonson, and
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Tversky (1993)’s experiment suggest that people’s reasoning procedure can vary depending on how the question

is presented. The experiment was modified in 2024, showing similar results [29].

Choosing versus rejecting Shafir (2004) presented two groups of subjects with the following vignette:

“Imagine that you serve on the jury of an only-child sole-custody case following a relatively
messy divorce. The facts of the case are complicated by ambiguous economic, social, and
emotional considerations, and you decide to base your decision entirely on the following
few observations.”

For half of the participants, this vignette was followed by the question, “To which parent would you
award sole custody of the child?” For the other half, it was followed by the question, “Which parent
would you deny sole custody of the child?” In both cases, the question was followed by the following
information:

Parent A: average income, average health, needs to travel occasionally, not very strict about
household rules, reasonable rapport with the child, goes out for a drink or two with friends
occasionally.

Parent B: above-average income, very close relationship with the child, extremely active
social life, lots of work-related travel, minor health problems.

Given the “award” question, Parent B was the majority choice (67% of the decisions out of 281 cases) for
being awarded custody, and given the “deny” question, Parent B was also the majority choice (52% of the
decisions) for being denied custody.

The study presented participants with a complex decision-making scenario, involving two parents with dis-
tinct profiles, and asked them to either award custody to one parent or deny it to the other. Despite the compara-
tive presentation of the parents’ attributes—where Parent B had both positive (closer relationship with the child,
higher income) and negative characteristics (more work-related travel, minor health issues)—participants favored
Parent B both for being awarded and denied custody, depending on the framing of the question.

This outcome can be understood through the lens of the accentuation effect, where the decision-making pro-
cess is influenced by the emphasis on different attributes. When asked to choose a parent to award custody, par-
ticipants likely accentuated the positive differences of Parent B’s profile (close relationship with the child, higher
income) over Parent A’s average qualities. Conversely, when the task was framed as denying custody, the same
differences were accentuated but evaluated in a manner that highlighted Parent B’s drawbacks, such as potential
instability from travel and health concerns, making Parent B the more natural choice for denial as well [29].

While the accentuation effect captured here is often recognized as a cognitive flaw in the psychology, the
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Question-Driven Theory reinterprets it as a fundamental aspect of reasoning [13]. Since reasoning is about an-
swering the question at hand as directly as possible, recognizing the accentuation effect highlights the importance
of formulating questions with the needed complexity so that we extract information from our mental models
with the necessary depth of analytical reasoning.

Some might argue that Al-assisted decision-making in the high-stakes context should be held to the rigorous
standards of epistemological reasoning, corresponding to the Bayesian approach. However, research shows that
humans are subject to predictable and systematic failures of judgment even in cases that seem straightforward and
not subject to serious time pressure [13]. Further, such failure in judgement is prevalent in people from all kinds
of intellectual and educational backgrounds — experiments with reasoning problems presented to laypersons
and professional statisticians alike have yielded results that show a fundamental failure of arriving at classically
correct conclusions.

Al assistance, it seems, emphasizes the practical aspects of epistemology, and guides our decisions more than
we might realize any piece of neutral information would. The problem setup in Al-assisted decision-making is
analogous to a decision-maker being presented with a scenario offering two distinct choices. Often, decision-
making, even when stakes are high, end up being whether-or-not decisions or two-alternative decisions [24].
These decisions are best understood as instances of reason-based choice, a phenomenon where people choose
an option based on the reasons that they can generate or consider for it. Reason-based choice is different from
expected utility theory, which assumes that people choose an option based on the probability and value of its
outcomes [30].

We show that a content-based model of reasoning is capable of encompassing reasoning through probabilities
via the example of explaining the anchoring effect, where participants provided lower risk scores when exposed to

lower algorithmic scores and vice versa.

THE PROBABILITY QUESTION

Vaccaro present a case study on the COMPAS risk assessment, exploring its role in human decision-making [25].
The study examines how algorithmic risk scores from COMPAS influence human predictions of recidivism and
whether people recognize the algorithm’s impact on their decisions. Results indicate that COMPAS scores act as
cognitive anchors, affecting participants’ risk assessments.

Our theory maintains that the mental model of a decision-maker primarily comprises a set of actionable al-
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ternatives, even when facing a question of probability such as “What do you evaluate as the probability of re-
cidivism for the defendant?” Nevertheless, we can show how a Bayesian framework aligns with our theory: the
question-answering mechanism involves establishing dependency relations among Atoms and Views, which pro-
vides a numerical anchor to the question at hand.

In the Question-Driven Theory, the idea of Question-Raising Potential allows us to explain that a question
asking for a specific probability is one of low complexity, since it corresponds directly to the probability oftered
by the Al prediction. Since the Al prediction serves as a substitute expert providing a decision for reference, this
gives the most direct piece of evidence.

For instance, the formalization of a COMPAS risk assessment score of 60% for recidivism as

{Recidivate, type : Probability Question } ¢ Recidivate

integrates the algorithmic prediction into the decision-maker’s mental model, corresponding to a Bayesian
prior. When decision-makers update their judgments based on this information, asking the question of “What
if anything follows?”, matching elements that intersect in the current mental model (0.6 Recidivate) and the
decision base ({Recidivate, type : Probability Question}). This process of combining numerical values aligns
with the Bayesian approach, as detailed in the Appendix through a methodology that includes expanding sets of
information and filtering to match individual data points, reaching a decision. This update operation parallels
the Bayesian concept of updating prior beliefs with new evidence to form a posterior.

To further explore the inclination towards Bayesian reasoning when presented with probabilities, we have de-
signed an experimental design for Chapter Three, Question One. This experiment will evaluate whether framing
questions with implicit or explicit probabilistic elements encourages a more Bayesian-like approach to decision-

making.

2.2.3 QUESTION-RAISING AND QUESTION-ANSWERING

The underlying mechanism of question and answering is central to our understanding, often boiling down to
seeking answers to the implicit questions raised by premises, even if these premises are not explicitly phrased as
questions [14]. This approach suggests that reasoning involves navigating through implicit questions prompted

by the information presented to us. To illustrate, consider a premise stating, “Either John and Bill are in the gar-
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den, or Mary is.” This naturally leads one to question which of these possibilities is true, such as the question of
“What if anything follows?”

Upon encountering a subsequent premise, “John is in the garden,” it is interpreted as a response to the initial
question within the given context. The decision-maker then deduces that the first option is correct: both John
and Bill are in the garden. This conclusion is an example of an illusory inference, as the conclusion unjustifiably
extends beyond what the premises logically support, mistaking partial information (where John is) for full con-
firmation of one of the presented options. This emphasizes the important role of linguistic interpretation in
reasoning processes.

To expand on this intuition, we can look at multi-hop reasoning in natural language processing, we can say
that questions and answers are pivotal to human reasoning because they drive the process of connecting disparate
pieces of information. In multi-hop reasoning, for instance, answering a complex question often requires linking
together several intermediate pieces of information or ‘hops.” Each hop represents a step in the reasoning process,
akin to answering a sub-question that leads to the final answer. This iterative process of question-answering is
fundamental to how we navigate and make sense of the world, reflecting our innate desire to seck resolutions to
the issues we encounter.

Expanding upon this intuition, the concept of multi-hop reasoning within natural language processing il-
lustrates the significance of questions and answers in human reasoning. This process involves linking disparate
pieces of information through a series of steps or ’hops,” with each hop acting as a response to a sub-question that
gradually leads to the resolution of a complex question. This method underscores the iterative nature of human

cognition, reflecting our drive to resolve questions and make sense of the world around us.

ASKING DIFFERENT QUESTIONS LEADS TO DIFFERENT DECISIONS

The study by Green & Chen explored the impact of algorithmic risk assessments on human decision-making in
high-stakes government contexts [2]. The researchers conducted an online experiment with 2,140 participants
who simulated decision-making in pretrial detention and loan approval settings. Participants were divided into
groups that either received algorithmic risk assessment advice or did not. They were then asked to make decisions
or predictions about subjects based on provided profiles.

Figure A on the left shows the experiment result on the pretrial detention setting, where the introduction of

risk assessments influenced participants’ sensitivity to risk [2]. Specifically, it led to a decrease in the likelihood of
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Figure 2.1: Experiment results from Green & Chen with the Question-Driven Theory interpretation.

detaining defendants perceived as low-risk, while increasing detention for those perceived as high-risk.

This observation can be explained with the Question-Driven Theory, which proposes that participants en-
counter a pivotal midpoint in algorithm predictions that prompts a shift in kind of question they raise. For
lower risk scores, the predominant question becomes whether to “Release the defendant”. Conversely, higher
risk scores raise a “Detain” oriented question: “Should I detain the defendant?” According to our theory, similar
to the Award versus Deny questions received in the study conducted by Shafir et al., decision-makers highlight
either the enriched or impoverished attributes about the defendant from their mental model [29].

Figure B on the right shows the experiment result on the loan applications setting: The risk assessment consis-
tently increased the likelihood of loan application rejections across all levels of perceived risk, indicating an overall
increase in risk aversion. According to the Question-Driven Theory, any risk score provided by the algorithm
solicits the “Risk” oriented question: “Will this applicant default on the loan?”, leading to an increased rejection
rate when one seeks the information in their mental model that is in line with the idea of “risk™.

These findings are supported by participant testimonies of our own experiment. When prompted with “How
did you incorporate the algorithm prediction in your decision-making process?”, respondents indicated a ten-
dency to categorize the numerical predictions as thresholds marking an actionable decision: either a positive or

negative decision towards the outcome of the defendant. For instance, one participant remarked that “50% is too
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low to assume a positive result”, and another said “50% or lower as I see it is not positive, however 51% or above
swings the vote positive.”

The difference between the pretrial detention and loan application scenarios, as shown in Green and Chen’s
work, suggest that the threshold at which difterent questions arise varies across contexts. This finding implies a
future direction for further empirical investigation to identify these thresholds. In line with our theory, we hy-
pothesize that there exists a context-dependent threshold within algorithmic predictions that drives the binary
actionable question, which in turn, decisively impacts the decision-making outcome. To experimentally test this,
we could design an experiment following the designs in Chapter Three, and investigate whether people raise dif-

ferent questions past a certain threshold in the pretrial detention setting and the loan application setting.

PROMPTING QUESTION AT THE R1GHT TIME ENHANCES ANALYTICAL REASONING

Noti & Chen conducted an experiment with 1,096 participants and a total of 54,800 predictions to evaluate
how different Al advising designs changed the performance of the human’s decision [1]. The results show that
a responsive advising approach that interacts with humans in a two-sided manner, advising only when needed,
shows significant improvement in human decision-making over non-interactive, constant advising methods.

The complexity of the entire question-raising and question-answering mechanism can be measured by the
effort the decision-maker puts in the process in reaching a decision. We propose using the time taken to make a
decision as a measure of the complexity of the process. In looking at different treatment groups, those without
offered any Al advice took the longest, suggesting that the baseline cognitive decision-making process required
the most effort.

We conduct an analysis of time by calculating the difference in timestamps, which marks the duration until
a decision is reached, across the different treatment groups. We observe that those in the treatment group with
learned advising gave the highest accuracy but not necessarily the most effort. The Question-Driven Theory,
while not directly addressing accuracy, focuses on the cognitive processes underlying decision-making. According
to our theory, the observed variance in decision accuracy under different advising policies can be attributed to
the Al assistance’s capability to prompt the decision-maker to raise questions at optimal moments in line with
their mental model. While more empirical work is needed, our theory suggests that the highest performance
does not necessarily mean the decisions that took the most effort, but rather those decisions that were formed

via prompted questions at the right time with respect to one’s mental model. ”The right time” in the context of
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an individual’s mental model is subjective, but the goal of an Al assistance is to minimize cognitive biases such as
the accentuation effect elaborated on earlier in the chapter and to encourage a shift towards more analytical and

critical thinking in reaching a final decision.

Average Timestamp Difference by Treatment

o

Average Timestamp Difference (seconds)
) ~ IS o

Treatment

Figure 2.2: Timestamp differential analysis of treatment groups from Noti & Chen [1]
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Figure 2.3: Timestamp differential analysis of treatment groups from Green & Chen [2]

To explore the time difference in Green & Chen’s study, we group the algorithm’s risk scores from the extreme
ends of o to 50 down to the more ambiguous middle range of 20 to 30. We observe that the variance in times-
tamps is higher within the middle ranges than at the extremes, suggesting that at the extremes of algorithm risk
scores, the algorithm potentially facilitates more direct questioning and addressing of questions.

Understanding and testing the Question-Driven Theory of Al-Assisted Decision-Making can bring us im-

portant insights: rational decision-making does not necessitate exhaustive analysis of all available information.
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Rationality is achieved when the decision-maker’s questions, such as those regarding risk, find answers within the
presented information in the mental model. Since rational decision-makers aim to resolve question complexity as
directly as possible, it is up to the design of the Al assistance to help prompt the relevant questions, the questions

with the necessary depth of complexity to bring out our analytical reasoning capabilities.
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Experiment

Despite the insights from existing experiments in the literature, the available data lacks the granularity necessary
to evaluate the applicability of the Question-Driven Theory. To bridge this gap, we design and conduct an ex-
periment aimed at exploring how the presentations of an algorithm’s predictions impacts the nature of questions
raised by decision-makers and, subsequently, influences their final decisions. Our experiment focuses on the im-
pact of positive versus negative framing in the presentation of algorithmic predictions, but the Question-Driven
Theory can be tested beyond these parameters, allowing for a more comprehensive exploration of the ways in
which various presentation formats of algorithm predictions can influence Al-assisted decision-making.

To test our theory, we propose two key hypotheses. The first hypothesis claims that the presentation style in
which a risk assessment algorithm’s output is presented prompts the decision-maker to raise a different question.

The second hypothesis suggests that the decision ultimately reached by a decision-maker is influenced by the
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specific question they raise.

We test the first hypothesis by varying the framing of the algorithm prediction presented and examining
whether this changes the type of question decision-makers raised. To examine the second hypothesis, we observe
whether there exists an asymmetry, which we defined in Chapter One as the discrepancy in decision outcomes
given two logically equivalent premises, across different treatment groups. This approach aims to determine
whether the question the decision-maker aims to address guides them in highlighting different information from

the current set of facts.

3.1  EXPERIMENTAL DESIGN

3.1.1 PARTICIPANTS AND TREATMENT GROUPS

Participants are individuals who are in the position to make decisions influenced by Al risk assessments. Given
the challenge of accessing professionals, we aim to identify individuals who have a basic understanding of ma-
chine learning algorithms and the criminal justice system from recruitment platforms. Our recruitment platform
of choice is Prolific — a reputable service known for sourcing participants for behavioral experiments. Eligible
participants are those who have at least an undergraduate degree, ensuring a pool with a basic comprehension of
our experiment’s subject matter, alongside a balanced demographic representation.

Our experiment includes two primary treatment groups across six distinct scenarios, with participants being
randomly assigned to one of the two groups for each scenario. The experiment tests the impact of the algorithm
prediction on decision-making when presented with logically equivalent information with either positive or neg-
ative probeabilities.

In addition to exploring the effects of different framing of logically equivalent predictions, our experiment
seeks to examine whether the specificity of the algorithm’s prediction presentation — direct versus indirect —
impacts the decision-making effort and result. To this end, we introduce two supplementary treatment groups to

be compared with Group A and Group B, respectively:

* Treatment Group A (Positive Framing): Participants assigned to this group will examine a profile com-
plemented by an algorithmic prediction highlighting the likelihood of a positive outcome. In the judicial

scenario, this indicates the likelihood of not recidivating. In the sole-custody scenario, this indicates the
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likelihood of having a positive impact on the child. In the hiring scenario, this indicates the likelihood of

meeting team expectations.

— Treatment Group A (Variant 1) (Positive Framing, Specific Presentation): This group will en-
counter a more narrowly focused presentation of the algorithm’s prediction on positive outcomes,

breaking down into probabilities associated with specific aspects.

* Treatment Group B (Negative Framing): Participants assigned to this group will examine a profile com-
plemented by an algorithmic prediction highlighting the likelihood of a negative outcome. In the judicial
scenario, this indicates the likelihood of recidivism. In the sole-custody scenario, this indicates the like-
lihood of having a negative impact on the child. In the hiring scenario, this indicates the likelihood of

failing to meet team expectations.

— Treatment Group B (Variant 1) (Negative Framing, Specific Presentation): This group will en-
counter a more narrowly focused presentation of the algorithm’s prediction on negative outcomes,

breaking down into probabilities associated with specific aspects.

3.1.2  MATERIALS AND SAMPLE QUESTIONS

We design an experiment that involves six tasks total, three hypothetical scenarios and three scenarios from real
data, pertaining to crimes committed in the United States between 2013 and 2014. Participants are given the
information that the study is about Al-assisted decision-making for high-stakes judicial context and that they

are being asked about "decision-making criteria under uncertainty, and to subsequently make a decision.” For

the selection of vignettes, given that our thesis is centered around high-stakes judicial decisions, we adapt well-
established psychological experiments on ambiguous social judgments to fit within an algorithmic risk assessment
framework. Additionally, we incorporate data from the COMPAS dataset, which includes ground truth data,

to provide a more grounded and realistic context for our experiment. Here are some of the vignettes that we

designed for testing our hypothesis:

SoLE-CUsTODY PROBLEM

The first case presented follows the Sole-Custody Problem [30][29], the full vignette can be found in Section

2.2.2 in Chapter 2. We offer four presentations of the algorithm prediction according to our four treatment
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groups.

Treatment Group A: “The algorithm predicts that Parent A has a 30% and Parent B has a 70% likelihood
of positively impacting the child’s life.”

Treatment Group B: “The algorithm predicts that Parent A has a 30% and Parent B has a 70% likelihood
of negatively impacting the child’s life.”

Treatment Group A (Variant 1):

Parenting Aspect Parent A Parent B
Financial stability 60% 90%
Emotional connection 50% 90%
Time investment 90% 40%

Treatment Group B (Variant 1):

Parenting Aspect Parent A Parent B
Financial insecurity 40% 10%
Failure to establish emotional support 50% 10%
Inadequate time investment 10% 60%

JOB CANDIDATE PROBLEM

The vignettes from Shafir, Simonson, and Tversky’s original study created the famous Award/Deny question,
but the rest of the questions presented were less applicable to the social judgement context we are interested in, as
they range from choice of vacation to lottery. Therefore, we design the Job Candidate Problem to closely mimick
the Sole-Custody Problem.

While the vignettes from the original study by Shafir, Simonson, and Tversky [30] introduced the Award/-
Deny question that set an important paradigm for understanding decision-making, the rest of their questions,
including choices from vacation destinations to lottery options, did not apply to the social judgment contexts
relevant to our research. To align more closely with our interest in the high-stakes social judgment context, we

design the Job Candidate Problem to replicate the Sole-Custody Problem.
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Hiring versus Rejecting Imagine you are responsible for hiring a new employee for a critical position
at your company. The right choice is crucial, and you have narrowed it down to two candidates, A and
B, each with their unique set of strengths and weaknesses. The decision is complicated by their distinct
combinations of positive and negative attributes.

“Imagine you are in charge of hiring for a crucial position within your company. The deci-
sion between the two candidates comes down to not just their skills, but their potential fit
and impact on the team. You decide to base your decision on the following profiles.”

Candidate profiles:

Candidate A: Exhibits consistent performance, has a solid but not outstanding skill set,
maintains a balanced work-life approach, has stayed at the previous company for a long
period, and is known for reliability.

Candidate B: Shows exceptional skill in key areas, has a highly competitive track record, is
extremely ambitious, has a history of short tenures at companies, and is prone to overcom-
mitment.

COMPAS

We randomly chose profiles from the 2013-2014 COMPAS dataset with both extreme ends of the risk predic-

tions, as well as a more ambiguous score: risk score 1 (Low Risk), 1o (High Risk), and 5 (Mid Risk).

COMPAS The defendant is an African-American male aged 29. They have been charged with: Driving
License Suspended. This crime is classified as a misdemeanor. They have been convicted of 2 prior crimes.
They have o juvenile felony charges and o juvenile misdemeanor charges on their record.

3.1.3 PROCEDURE

Participants will be randomly assigned to one of the two treatment groups and be presented with the vignettes
and their algorithm predictions. Participants are then asked to respond to two questions. The first question aims
to discern the type of decision-making questions participants are naturally inclined to raise, by asking: ”What
question does the current pool of information prompt you towards? In other words, which question enables you
to navigate through the provided information—the scenario and the profiles—more efficiently?” Based on the
choice of the question, the participant is then prompted to answer that question.

Additionally, we measure the time taken by participants to raise a question and to reach a decision, such as
First Click, the duration in seconds from the page load to the first interaction, Last Click, the time in seconds

from the page load to the final interaction before selecting the “Next” button, and Page Submit, the total time in
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seconds from the page load to the selection of the “Next” button. These measures help us understand the relative

complexity of each question in terms of reaching an answer.

3.2 RESULTS

3.2.1 DEMOGRAPHICS

To establish a foundation for comparison between the two treatment groups in our experiment, we first highlight
the demographic parallels, assuring that the differences observed in outcomes can be attributed to the treatment
effects rather than demographic differences.

In the first survey form, the participant demographics were recorded to ensure a comprehensive understanding
of the population under study. The educational background of the participants was what we targeted: a majority
holding the highest degree above an undergraduate degree: an undergraduate degree (58.21%), followed by those
with a graduate degree (31.34%), a doctorate (2.99%). The age distribution among the 67 participants showcased
a mean age of 37.23, with the mode and median ages being 32.0 and 33.0, respectively. The gender distribution
was nearly balanced, with females representing 47.76% and males 44.78% of the participants. Ethnically, the co-
hort was predominantly White (68.66%), with Asian (11.94%), Black (4.48%), Other (4.48%), and Mixed (2.99%)
backgrounds also represented. The majority of participants resided in the United Kingdom (79.10%), with a sig-
nificant minority from the United States (13.43%).

In the second survey form, participants’ demographics were similarly diverse in educational backgrounds,
with most holding an undergraduate degree (69.35%), and the rest distributed among graduate degrees (22.58%),
doctorates (6.45%). The group, comprising participants with a mean age of 41.11, showed a mode and median
age of 44 and 43 years, respectively, skewing slightly older than the first group. The gender distribution was
balanced, with 50.00% male and 48.39% female participants. Ethnically, this cohort was predominantly White
(79.03%), with Asian (9.68%), Other (4.84%), and Black (4.84%) backgrounds making up the rest. The majority,
74.19%, were based in the United Kingdom, with 24.19% from the United States, and 1.61% from from Canada

and Switzerland.
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3.2.2  RESULT 1: INFLUENCE OF FRAMING ON QUESTION RAISING

Our empirical findings show that the way algorithmic predictions are framed consistently influences the types of
questions participants tend to raise. In scenarios with positive presentation, there was a notable increase in de-
cisions favoring positive outcomes. For example, the award rates for custody or decisions to release a defendant
were higher under algorithm prediction of probabilities of positive outcomes compared to their negative counter-
parts. Conversely, negative predictions led to a higher rate for decisions aligned with negative outcomes, such as
higher rates of detention or custody denial.

This variation highlights the cognitive process involved in raising questions, where the presentation of the al-
gorithm prediction steers the direction of inquiry, consistent with our theory. For instance, in both the general
and specific presentations in the Sole-Custody Problem, the difference in presentation led to a marked change in
positive outcomes — 14.71 and 37.2 percentage points, respectively. Similarly, in the Job Candidate Problem,
positive framing resulted in an 89% hiring rate, a contrast to the 69% rate observed under negative framing, indi-
cating a 20% difference in favor of positive outcomes. For the COMPAS vignettes, the proportion of participants
inclined to ask release-oriented questions increased significantly from negative to positive framing — 62% to 77%
in the Low Risk scenario and from 28% to 44% in the High Risk scenario. Conversely, the tendency to raise neg-
ative or denial-oriented questions decreased when the presentation shifted from negative to positive framing,
turther supporting our theory on the cognitive process of question-raising and its dependency on the framing of
algorithmic predictions.

This evidence is further supported by participants’ reflections on the free-form question, “How did you incor-
porate the algorithm prediction in your decision-making process?” Many associated the numeric value provided
by the prediction with an actionable decision, often citing a 50% threshold as a pivot. One participant expressed
that “50% is too low to assume a positive result”, and another said “50% or lower as I see it is not positive, how-
ever 51% or above swings the vote positive.” Viewing the algorithm prediction as a premise within the Question-
Driven Theory illustrates how understanding premises often involves unpacking the questions they raise, even if
not explicitly stated as questions. For instance, a premise such as, “Either John and Bill are in the garden, or Mary
is,” prompts one to ask which of the two possibilities is true [13]. Similarly, an algorithm prediction, “The defen-
dant has a 30% likelihood of recidivating,” introduces a binary possibility — recidivation or not — which then

guides the question-answering procedure.
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3.2.3 RESULT 2: ASYMMETRY IN DECISION RESULTS

We observed a notable asymmetry in decision results within our study when presenting logically equivalent or
complementary decisional options to participants. Theoretically, one would expect an equivalence in decisions
made under complementary scenarios: a positive decision to “Should I release the defendant?” resulting in a
“Yes” (Decision group 1) with a negative decision to “Should I detain the defendant” resulting in a “No” (Deci-
sion group 2). There is also a logical equivalence between a negative decision to “Should I release the defendant?”
resulting in a “No” (Decision group 3) with a positive decision to “Should I detain the defendant” resulting in a
”“es” (Decision group 4). Therefore, we would expect that both within a treatment group as well as overall, the
percentage of rates that support Decision Group 1 should be similar to that of Decision Group 2, and similarly
for Decision Groups 3 and 4.

However, our findings reject this null hypothesis, showing that the percentage for Decision group 1 is consis-
tently larger than Decision group 2, and the percentage for Decision group 3 is consistently larger than Decision
group 4. This pattern suggests that when individuals are posed with a question such as “Should I release the de-
fendant?”, they actively seek out information that supports the possibility of release, and vice versa for the detain
question.

This asymmetry is found within the same treatment groups, indicating that despite identical information and
algorithmic prediction presentation, the mere act of raising a different question results in different final deci-
sions. Moreover, this discrepancy extends to the overall percentage comparison across decision groups, again with
Decision group 1 being favored over Decision group 2, and Decision group 3 over Decision group 4. This obser-
vation aligns with the accentuation effect, wherein the nature of the questions asked leads individuals to seek out
specific information — either highlighting or downplaying certain elements — to justify their decision [29].

These findings resonate with the principles of the Question-Driven Theory, which proposes that reasoning
fundamentally revolves around addressing the topic of interest of the posed question. This leads to a differential
emphasis on certain Atoms within our Views — when faced with a deny question, for example, we are inclined
to explore and iterate through the Views in our mental model that help answer the question at hand and ignore
those that are in support of release. In Chapter Four, we will delve deeper into how our theory explain these re-

sults.
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3.2.4 RESULT 3: EFFORT AND TIME ANALYSIS

The effort required to raise questions, as quantified by time measurements, reveals that certain presentations of
an algorithm prediction necessitate more cognitive processing. For example, algorithm predictions specified with
positive framing, particularly those outlining the probabilities with specific parenting attributes, required more
time for participants to raise questions than more generalized, direct predictions. This distinction suggests that
the specificity and complexity of information directly impact the cognitive load and, consequently, the effort in
question formulation.

Evidence comes from contrasting the outcomes of Treatment A and Treatment B (pilot study of 20 partici-
pants each) with general algorithm breakdown with those of Treatment A (Variant 1) and Treatment B (Variant
1) being presented with specific probability breakdowns in the Sole-Custody Problem. The evidence being the
analysis of Page Submit times and Click Counts. For instances of unspecified algorithmic predictions, the Page
Submit time averaged at approximately 51.09 seconds, in contrast to the 76.71 seconds observed for specified
predictions under a positive framing. Click Counts escalated from an average of 4.7 in the unspecified context
to 7.4 in the specified context. Similarly, for those being presented with negative framing, those who received the
general prediction averaged about 39.82 seconds from when the page was opened to submitted, while the specific
one averaged about 76.57 seconds, nearly a two-fold increase in time. This comparative analysis highlights that
participants in the general group arrived at their question raising more quickly than those in the latter.

However, interestingly, once these questions are raised, the duration required to reach an answer remains
consistent. This finding is important in showing the effect of direct algorithmic predictions in expediting the pre-
liminary stage of decision-making, but suggests that much of the answering mechanism period that follows might

remain the same.
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Imagine that you serve on the jury of an only-child sole-custody case following a relatively
messy divorce. The facts of the case are complicated by ambiguous economic, social, and
emotional considerations, and you decide to base your decision entirely on the following
few observations.

Parent A:

Average income

Average health

Needs to travel occasionally

Not very strict about household rules

Goes out for a drink or two with friends occasionally

Parent B:

Above-average income

Very close relationship with the child
Extremely active social life

Lots of work-related travel

Minor health problems

The algorithm assesses each parent in the three key dimensions, providing a percentage
likelihood of each parent's ability to fulfill the child's needs in these areas:

Finangial stability
- Parent A: 60%

- Parent B: 90%

Emotional connection
- Parent A: 50%
- Parent 0%

Time investment
- Parent A: 90%
arent 0%

What question does the information serve as reasons towards?

In other words, which question helps you deal with the current the scenario and the
profiles more quickly?

© Who to award sole-custody to?

© who to deny sole-custody to?

Timing

These page timer metrics will not be displayed to the recipient.

First Click 28.68 seconds
Last Click 28.68 seconds
Page Submit 0 seconds
Click Count 1 clicks

Figure 3.1: Example of vignette presented to participants in
Treatment Group A (Variant 1)
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Who to award sole-custody to?

© Parent A
© Parent B

For your reference:

Parent A:

Average income

Average health

Needs to travel occasionally

Not very strict about household rules

Goes out for a drink or two with friends occasionally

Parent B:

Above-average income

Very close relationship with the child
Extremely active social life

Lots of work-related travel

Minor health problems

The algorithm assesses each parent in the thres key dimensions, providing a percentage
likelihood of each parent's ability to fulfill the child's needs in these areas:

Financial stability
- Parent 0%
- Parent B: 90%

Emotional connection
- Parent A: 50%
- Parent B: 90%

Time investment
- Parent A: 30%
- Parent B: 40%

Timing

These page timer metrics will not be displayed to the recipient.

First Click 3.484 seconds
Last Click 16.482 seconds
Page Submit 0 seconds
Click Count 4 clicks

Figure 3.2: Example of vignette presented to participants in
Treatment Group A (Variant 1), after a question had been
raised
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Modeling

Up until now, we have demonstrated how our theory applies within the realm of Al-assisted decision-making,
supported by experimental results that validate our approach. Chapter Two delved into the philosophical un-
derpinnings of the Question-Driven Theory, advocating for a mental model representation of cognition. In this
chapter, we take these foundational theories to the algorithmic level, using a computational model to shed light
on the experimental findings. Consistent with the framework established in Chapter Two, we navigate through
Marr’s three computational levels, with a concentrated focus on the second level — the algorithmic dimension
of Al-Assisted Decision-Making. The elements of the third level, the hardware and implementation level, are in-
cluded in the Appendix for the sake of demonstration. The mapping from Marr’s Level One, the theory level, to
Level Two, the algorithm level, is a one to many mapping. The same is true for is the mapping from Level Two

to Level Three, the implementation level, meaning that there can be other ways of formalising the theory on an
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implementation level. Here, we present one approach. The core of how we explain the reasoning procedure on
the algorithm level will be two parts, the question-raising part and the question-answering part.
We aim to capture the idea that parsing the vignette and the algorithm prediction translates them into a content-

based representation akin to a finite mental model with dependencies. For instance, considering the vignette:

The defendant is an African-American male aged 57. They have been charged with: Possession of Co-
caine. This crime is classified as a felony. They have been convicted of 2 prior crimes. They have 0 juvenile
felony charges and 0 juvenile misdemeanor charges on their record. The COMPAS risk score for this
defendant is 2: Low-Risk.

Within our framework, the formulation of questions is conceptualized as a binary choice set, encompassing
both a proposed action and its direct negation. For instance, the decision to "Release” an individual is an element
in the Question set, and is paired with the element for consideration to "Not Release”. While we hold both ele-
ments in our Decision set, we will capture in our algorithm that we seck evidence to validate the main decision as
shown by patterns of cognitive processing, giving more weight towards the main decision. From a data structure
perspective of our mental model, we still hold both alternatives.

The following structure illustrates the intuition behind how a decision-maker might represent this informa-
tion within their mental model according to the Question-Driven Theory. In line with the cognitive science liter-
ature, we will call each of the three components Views, and each element of the View Azoms [13]. Three possible

views of a defendant’s profile are formed to show how the mind lays out its mental model:

39



Demographic Characteristics (type: View)
¢ African-American (type: Atom)
* Male (type: Atom)
* Age: 57 (type: Atom)
Legal Charges (type: View)
* Charge: Possession of Cocaine (type: Atom)

— Classification: Felony (Dependency: Classification Function links "Possession of Cocaine”
with ”Felony”)

— Prior Convictions: 2 (type: Atom, Dependency: Indicates history of legal issues, potentially
influencing risk assessment)

— Juvenile Felony Charges: 0 (type: Atom)
— Juvenile Misdemeanor Charges: 0 (type: Atom)

COMPAS Risk Assessment (type: View)

* Score: Low Risk: 2 (type: Atom, Dependency: Reflects an algorithmic assessment that could

depend on demographic characteristics and legal charges, as well as potentially undisclosed factors
within the COMPAS algorithm)

Each of these three components could have dependencies with the existing pool of information the decision-
maker holds and have dependencies with each other. Therefore, this vignette gets translated into a layered de-
pendency structure. The information used to making these decisions can be represented as a set, which gives us a
structured format for computational processing.

To computationally achieve this representation, translating natural language into first-order logic (FOL)
emerges as a sensible choice due to its proven capacity for encapsulating complex and structured information in a
manner that is both precise and interpretable. FOL has long been recognized for its utility in representing entities
and their relationships within a domain, allowing for the expression of facts, rules, and queries in a formalized
manner. This makes FOL a natural choice of intermediate step for processing natural language. The subsequent
translation into a semantic model is underpinned by its ability to represent the meanings of sentences in a struc-
tured and interpretable form [31]. Semantic models, particularly those influenced by the principles of cognitive
semantics, offer a framework for understanding how concepts and relationships are processed and organized in
the human mind [32]. Recent advancements in computational linguistics have leveraged semantic models to bet-

ter capture the nuances of human language, enabling more sophisticated interpretations of text by Al systems
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[33]. Recent studies have explored the effectiveness of leveraging neural network architectures for translating nat-
ural language into semantic representations, demonstrating promising results in capturing the nuanced meanings

of text within specific domains [34][35].

4.1 PHASE ONE: QUESTION-RAISING

4.1.1  Basic QUESTION-RAISING viA SEMANTIC DEPENDENCIES

According to the Question-Driven Theory for AI-Assisted Decision-Making, the process by which decision-
makers determine the appropriate course of action regarding a defendant upon receiving an Al input starts by
raising a question. While the Al input helps the defendant raise a question, it also helps form relevant depen-
dency relations in one’s mental model. Subsequently, the decision-maker uses these newly established dependen-
cies from Al input raised during the question-raising phase, along with their existing views, to arrive at a decision.
This section outlines the intuition of an algorithm designed to illustrate the first phase of this decision-making
process, and the pseudo-code can be found in the Appendix.

The algorithm starts by parsing the provided information into FOL tokens, a step that translates complex, un-
structured data into a formal language accessible to computational processing. Following this, the FOL tokens
are further translated into a semantic representation that includes dependencies. This representation is impor-
tant for understanding the relationships and hierarchies within the information that mirrors a decision-maker’s
mental model. In instances where the decision-making task is explicitly defined, such as “What is the probabil-
ity of the defendant recidivating?”, the task is formulated as a question, giving a clear actionable objective for
the decision-making process. In cases where no explicit decision task is present, the algorithm takes over the role
of raising the question. The AI uses its prediction to generate a relevant question, guiding the decision-making
process even in the absence of explicit prompt.

The methodology behind question-raising hinges on the ADs risk assessment: a low risk score raises a question
geared towards positive outcomes, such as “whether or not to release,” while a high risk score raises a question
leaning towards negative outcomes, like “whether or not to detain.” In situations with risk scores that fall within
the median range, the decision-making process often means considering both positive and negative outcomes,
potentially explaining the observed higher variance and the presence of outliers of high average timestamp in

reaching a decision within this middle range. The association of a low risk score with “release” and a high risk
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score with “detain” stems from the dependencies that bridge the representational contents of low risk and release.
These dependencies can be implemented through semantic similarity, with methods such as using vector spaces
or graph representation to map the relationships between words, allowing us to analyze the distance and paths be-
tween concepts as a way to capture underlying connections in a manner that mimics the cognitive processing of
decision-makers. We focus on the scenarios where the task is not explicit, thus the algorithm prediction prompts

a question. As the question is being raised, dependency relations are added to the existing map of Views.

ILLUSTRATIVE EXAMPLE: ALGORITHM PREDICTIONS AND QUESTION FraMING

We can use the Question-Raising mechanism to explain the Result 1 from our experiment: the presentation of
algorithm prediction influences prompting different question-raising. I will show that when given an algorithm
prediction that is positively framed, decision-makers tend to raise a question that is semantically aligned with the
algorithm prediction, which is the Award question.

We demonstrate the application of the question-raising algorithm to select the most relevant question sentence
based on semantic similarity. We present two examples as tested in the experiment to illustrate the process.

The first example we consider is the general presentation of the Shafir 2024 study. Consider a scenario in-
spired by the Sole-Custody Problem [29], where an algorithm offers predictions about the potential impact of
two parents, A and B, on their child’s life. The given algorithm prediction (s;) articulates that “The algorithm
predicts that Parent A has a 30% and Parent B has a 70% likelihood of positively impacting the child’s life.” In
response to this scenario, decision-makers are faced with two actionable questions: 55: “Who to award?” and s3:
“Who to deny?”

To determine the question most aligned with the given scenario, we calculate the semantic similarity between
s1 and each potential question, using an implementation of taking pre-trained word embeddings on semantic
word relationships to model the semantic space and measuring the cosine similarity between these sentence vec-
tors. We choose this method because of the capacity for pre-trained word embeddings to capture the rich mean-
ings and associations between words as they arise in real-world contexts. Having operated on large amounts of
text data, embeddings learn to place words with similar meanings close to each other in a multidimensional space,
reflecting the nuanced semantic relationships.

The core assumption is that while language may not capture the full scope of cognitive processes, it acts as an

effective stand-in for the representational content of an individual’s mental model. Although individuals’ mental
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models differ in how they structure the dependencies of concepts, a language-based approach offers a method
to generalize across diverse cultural contexts, as language reflects common patterns of thought and conceptual
associations [36].

The results reveal a score of 7, = 0.046 for the comparison (s1,5,) and 73 = —0.008 for (51, 53), indicating a
closer semantic relationship between the scenario and the question of “Who to award?” The selection process ap-
plies the arg max function, arg max;,cs f(s1, 5;), where S represents the set of potential questions, s; is the scenario
at hand, and f calculates semantic similarity. Here, the selected question is 55, “Who to award?”, as it yields the
highest semantic similarity score.

The second example we consider is the specific presentation of the Shafir 2024 study, where an algorithm as-
sesses the potential impact of two parents, A and B, on their child’s life across three key dimensions: financial
stability, emotional connection, and time investment. The given algorithm prediction (s;) states: “The algorithm
assesses each parent in three key dimensions, providing a percentage likelihood of each parent’s ability to fulfill
the child’s needs in these areas: Financial stability Parent A: 60% Parent B: 90%, Emotional connection Parent A:
50% Parent B: 90%, Time investment Parent A: 90% Parent B: 40%.” In light of this detailed scenario, decision-
makers are presented with the same two actionable questions: 5,: “Who to award?” and s3: “Who to deny?”

To identify the question most congruent with the given scenario, we calculate the semantic similarity between
s1 and each potential question. The computation yields the following semantic similarity scores: For the compar-
ison (s1,52), the score is 7, = 0.057. For the comparison (s1,53), the score is 73 = —0.081. These results indicate
a closer semantic relationship between the scenario and the question of “Who to award?” compared to “Who to
deny?”

The question selection process involves calculating arg max;,es f(s1, 5;), where the question “Who to award?”
(s2) is again chosen as it has the highest semantic similarity score.

By choosing a question based on its semantic similarity with the vignette, we arrive at the question “Who to
award?” for both examples, consistent with the experiment results. We use the Sole-Custody Problem from our
experiment, where for those being presented with a positively framed algorithm prediction, the majority of the
participants asked the question of “Who to award?” 90.91% for Treatment A and 97.67% for Treatment A (Vari-
ant 1). Further, there’s a marked difference in the award and denial rates when comparing positive and nega-
tive treatments. The “General” scenario shows a 14.71 percentage point increase in award rates under positive

framing compared to negative framing, whereas the “Specific” scenario presents an even larger gap, with a 37.2
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percentage point increase. This contrast also shows the impact of framing on decision outcomes. Formalism is

shown in Appendix.

4.1.2  QUESTION-RAISING WITH INFERENCE HoPs

We will now expand on the basic Question-Raising mechanism to capture the observation that when algorithm
prediction is framed in a more indirect way, the decision-maker takes more effort to raise a question (Result 3).
Intuitively, we want to incorporate the idea of counting inference steps needed in reaching a question. We coin
a concept called HopCount, which is a numerical value representing the number of inference steps required to
formulate a question based on the given Algorithm Prediction. This serves as a proxy for the effort or complexity
involved in the question-raising process. A lower HopCount suggests a more straightforward, direct question-
raising process, while a higher HopCount indicates a more complex, multi-step reasoning process. We can under-

stand the complexity of an algorithm prediction by the sub-questions it might raise.

ILLUSTRATIVE EXAMPLE FOR EXPERIMENT RESULT 3

The following is an example run-through to explain time difference due to different inference steps.

Consider the first example of a direct algorithm prediction, where we have input being “The algorithm pre-
dicts that Parent A has a 30% and Parent B has a 70% likelihood of positively impacting the child’s life.”

The algorithm parses this input, determining a HopCount of 1 because the Azom "positive impact” serves as a
direct support to the set of potential decisional questions “Award” or “Deny”.

Now;, consider the second example of an indirect algorithm prediction, where we have an input of “The algo-
rithm assesses each parent in the three key dimensions, providing a percentage likelihood of each parent’s ability
to fulfill the child’s needs in these areas: Financial stability Parent A: 60% Parent B: 90%, Emotional connection
Parent A: 50% Parent B: 90%, Time investment Parent A: 90% Parent B: 40%.”

Intuitively, the decision-maker identifies four HopCounts based on the different attributes from the vignette:
How does financial stability as a parenting attribute affect the decisional task? (1) How does emotional connec-
tion as a parenting attribute affect the decisional task? (2) How does time investment as a parenting attribute
affect the decisional task? (3) Finally, integrating the sub-questions, what decision would I make? (4)

To incorporate multi-hop reasoning into our current algorithm of question-raising, we use a method to eval-

uate and count the inference steps or “hops” needed to process the complexity of given inputs, such as focusing
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on how each dimension or attribute (e.g., financial stability, emotional connection, time investment) contributes
to the final decisional task. This approach can quantify the complexity of an input by determining the number of
additional questions (sub-questions) raised during the reasoning process, with each sub-question representing a
hop in the multi-hop reasoning chain.

While the extended time could be attributed to conflicting reasons related to the parenting attributes, this also
underscores the essence of multi-hop reasoning: the task of making sense of potential conflicts and understand
how each sub-component relates with others and with the actionable decision. This process goes beyond simply
responding to a straightforward algorithm prediction. It pushes for a more analytical engagement with the men-
tal model, ensuring that sub-components are considered in the broader context of overall actionable decision.

Using time as a proxy for the effort of decision-making, the Prolific experiment data shows that some presen-
tation of algorithm prediction takes more effort for one to raise a question. Those that were being presented with
the more direct framing took approximately §1.09 to raise a question, while those presented with Treatment C
(positive framing, with justification of specific parenting attributes) took 76.71 seconds.

The algorithm and the derivation can be found in the Appendix.

Through the Question-Raising procedure, the decision-maker has raised an actionable question and, while
doing that, added relevant dependencies between Views and Aroms into the existing mental model. Now, the
Question-Answering procedure involves a reduction of the question’s complexity by focusing on the most rele-

vant information and dependencies.

4.2 PHASE Two: QUESTION-ANSWERING

This algorithm is inspired by Koralus et al., building on top of the concepts:
I will discuss two ways of implementing this algorithm in accordance to Marr’s Level Three, with two design

choices to capture the idea of using dependency parsing to address a question.

4.2.1  TyrPE THEORY MODEL

In cognitive science literature, set theory can be used in modeling mental states and cognitive operations for for-
malizing theories on reasoning [12]. It offers a precise language to capture the structure and connectivity among

the individual elements, using sets to represent concepts and categories, and using set operations to model cog-
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nitive processes. Types are applied to set theory to avoid paradoxes, adding a layer of abstraction that categorizes
elements of sets into different types, allowing for more structured and precise definitions and operations. This
increases the expressiveness and safety of computational systems.

One choice of implementation for the content-based representation is set-theoretic notations as inspired by
Koralus et al. [37], added with elements of Type Theory. Within my thesis, while we draw upon these founda-
tional set-theoretic concepts from Koralus et al., we maintain flexibility regarding their specific formalism that
includes technical details to explain logical puzzles and results from psychological experiments.

Sets are distinguished by their elements, which is crucial for the precision required in propositional reason-
ing. This is consistent with how we like to demonstrate how information is represented in the human mind —
composed of sets of atomic states. Adopting set theory gives us the expressive power to operations to manipu-
late information precisely in the mind. For instance, sets allow us to capture information in the granularity of
individual pieces of information. This then allows us to attach dependencies onto the states. State is an element
in the set. For example, the factual information that “The defendant is a 30-year-old male.” will be translated to
D = {30, m}, expressing the atomic states of age and gender.

Several properties of sets are helpful to our model. First, let’s discuss azomicity, which we might also term
singularity. In set theory, atomicity refers to the property that elements are indivisible within the context of the
given analysis. For example, consider the statement “The defendant is a 30-year-old male,” represented by the set
D = {30, m}. The set containing D, denoted as {{30, 7} }, is not atomic because it consists of elements (30, )
that can be further identified individually. However, the confusion arises in the interpretation of atomicity with
respect to sets and elements. Atomicity traditionally applies to elements within a set, indicating that elements
themselves are not further decomposable in the context of the set theory being applied.

Moreover, when considering a set S = {4, 4, b, ¢, a}, set theory inherently applies the principle of uniqueness,
simplifying Sto S = {a, b, c} by eliminating duplicate elements. This principle ensures each element is unique
and that repeated information is represented once, contributing to a clear definition of each view by its unique
set of atomic elements. It’s important to note that the uniqueness principle does not diminish the importance of
repeated information but rather abstracts it for analytical purposes. We can extend the model’s expressive capa-
bility to convey the prevalence or intensity of each element, allowing for a representation of repeated information
within a given context.

Set theory equips us with operations for constructing Views of information that intreraction. First, we can
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model the expansion and interactions of Views. Let’s consider Views represented by sets P = {4, 6} and Q =
{x,y}. The Cartesian product P x Q yields a set of ordered pairs {(«, x), (4, y), (&, x), (6, 7) }, giving all conceiv-
able combinations of Atoms from Pand Q. This mechanism matches how different states, represented by these
Atoms within the Views, can interact. It provides an approach to lay out all potential outcomes or scenarios.

Next, we can model the filtering for matching elements. Set theory further aids in concentrating on infor-
mation pertinent to specific inquiries via filtering operations. Suppose we have two Views P = {, b, ¢} and
Q = {x,a, b}, and we wish to filter elements to identify Atoms common to both Pand Q. We can define a fil-
tering condition to isolate these matching elements, resultinginaset R = {x € PN Q}, thereby R = {4, b}.
This operation exemplifies our ability to isolate subsets of information — or in this case, specific Atoms — that
are relevant to addressing a particular question or topic. Such an approach resonates with the notion of the ’topic
of inquiry’ as proposed by Koralus et al. [13].

Our work on formally defining dependencies is in the Appendix, but we abstract away from building a com-
plete semantic model in this thesis via set-theoretic notions. Those who are interested can reference Koralus et
al.’s work on a formal system for reasoning, which can be adopted for the incorporation of dynamics with Al

input.

4.2.2  SEMANTIC TEXTUAL SIMILARITY MODEL

The second approach of relating dependencies of different concepts in one’s mental model is semantic similarity
with Natural Language Processing (NLP) techniques.

One of the foundational mathematical models used for calculating semantic similarity is based on vector space
modeling. In this approach, text elements are transformed into vectors in a high-dimensional space, where the
distance or angle between vectors serves as an indicator of semantic similarity. Algorithms like Word2Vec [38]
and GloVe [39]are instrumental in generating dense vector representations (embeddings) of words based on their
context within large corpora. The underlying assumption is that words appearing in similar contexts possess
similar meanings. Another significant advancement in semantic similarity assessment came with the introduction
of contextual embeddings by models like BERT [40]. Unlike its predecessors, BERT generates embeddings that
are context-dependent, meaning the representation of a word changes based on its use in a sentence.

Just as set theory models relationships between elements and sets to reflect dependencies and associations, se-

mantic similarity models use vector spaces to map the relationships between words and concepts. This mapping
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enables the identification of semantic networks where the distance between vectors reflects the closeness of con-
cepts, and the process of filtering these semantic networks to focus on relevant relationships mirrors set-theoretic
operations like intersection and union, which isolate specific Atoms based on the specific topic of inquiry. All of
this makes NLP models a promising direction as we abstract away from developing a full-on semantic model.

Since the essence of our reasoning process involves using the available information to address a given question,
we can use NLP to simulate the human tendency to associate ideas via manipulating language. Our approach
centers on the association between word tokens currently available and the specific question being raised. Given
the constraints of our data set, which is limited and exhibits variability, it falls outside of the scope of the thesis to
identify an optimal model. However, the primary contribution of this work is to propose a viable computational
method for modeling the Question-Raising and the Question-Answering procedures, in alignment with the
theoretical concepts of dependencies.

The effectiveness of word association similarity as a method lies in its alignment with the theories of accentu-
ation and compatibility[29]. In decision-making, individuals tend to prioritize information that supports their
view, often overlooking contradictory evidence. This behavior underscores the relevance of semantic similarity
in evaluating the relatedness of concepts, without the exhaustive comparison against all potential alternatives. A
fundamental aspect of this approach is the computation of semantic similarity, where we calculate normalized
similarity scores between the tokens extracted from the input text and a set of reference tokens that correspond
to various levels of risk. In this context, SpaCy, an open-source NLP library, becomes helpful for analyzing the
semantic aspects of text. By using SpaCy’s ability to compute cosine similarity between the vector representations
of these tokens, we can achieve an analysis of the textual data. This process enables an assessment of a defendant’s
risk profile based on the semantic evaluation of text describing their background and prior actions, with regards
to the question at hand. The code can be found in the Appendix.

This methodology is not without limitations. The effectiveness of pre-trained language models often decreases
when encountering rare or highly specialized terms. To counteract this, it is helpful to employ domain-specific
language models, especially those developed with the judicial system as context. In addition, to improve both the
precision of our semantic similarity evaluations, we incorporate models based on BERT (Bidirectional Encoder
Representations from Transformers) that are designed for Semantic Textual Similarity. Using the Transformer
architecture, these models are able to identify subtle semantic relationships within a text that are not captured by

the SpaCy model.
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In practice, this approach enables us to construct a decision-making framework where the input X — with
details about the defendant — forms the foundation for deriving Y, the question at hand.

Our method processes the COMPAS risk scores dataset from Vaccaro’s work, aiming to predict the decision-
making tendency by mimicking how a decision-maker would raise a question and address that question. The
method based on the linguistic similarity between the vignette descriptions and a set of predefined reference pos-
sible topics of inquiry come from association with different risk levels (low, medium, and high). It uses the spaCy
library and subsequently BERT model to tokenize and understand the semantic similarity between words in the
dataset and the reference words. In addition, the script uses respondent’s confidence and trust in the algorithm to
adjust the final decision-making score.

The code is in the Appendix for processing the COMPAS dataset to demonstrate the implementation for
content-based representation and dependencies. In the Appendix, we go through the Question-Raising and
the Question-Answering mechanisms of our theory and run through some examples supported by experiment

results.
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Conclusion

In this thesis, we have proposed the application of a novel way to theoretically model Al-assisted decision-making,
from the philosophical underpinnings to the implementation level. We have introduced a conceptual framework
for understanding how humans engage with Al in high-stakes scenarios, proposing that decision-makers reach
decisions by raising questions and addressing the questions as directly as possible. We proposed a design and
conducted a behavioral experiment to test our hypothesis, and showed some results that are consistent with our
theory. Additionally, we discussed preliminary steps towards formalizing a computational model to capture our
theoretical commitments. While this thesis presents foundational work, it opens several promising directions for
future research.

On the experimental front, there are several ways to tangibly build on top of our current design and results.

Firstly, we can use our experimental design to assess additional COMPAS profiles and other datasets available

50



with ground truth data. Such an approach not only would further our understanding but would also facilitate a
comparative analysis of decision-making dynamics across different contexts. More importantly, it would allow us
to examine how the mechanism of question-raising impacts the accuracy and performance of decision outcomes.

Secondly, to delve deeper into the mechanisms underpinning question raising, a more nuanced and subtler ex-
perimental design could be insightful. Instead of asking participants to explicitly identify the question that they
raise, we could present a set of questions — each a logical counterpart to another, such as “Was the defendant
away from the scene?” and “Was the defendant’s DNA found at the scene?” — and asking participants to select
those that would assist in their decision. “If you are allowed to ask one follow-up question, which one would help
you make your decision?” This method seeks to uncover the subconscious question-raising mechanism that is
guiding decision-making, and introduces a method to detect asymmetries in the question-raising procedure. This
strategy aims to capture the underlying biases or tendencies in question selection, contributing to our under-
standing of how individuals navigate information to reach a conclusion.

Additionally, exploring simulated decision-making using advanced LLM models like GPT-4 presents an inter-
esting prospect. Given GPT’s ability to increasingly mirror human decision-making patterns with each iteration
of the model from GPT-3, to GPT-3.5, to GPT-4 [41], an analysis comparing its outcomes with those of hu-
man participants could yield insights on the similarities and differences in Al-generated and human-generated
decision-making processes.

Since our theory posits that humans navigate decisions in high-stakes interactions with Al by generating and
directly addressing questions, we uncover an important normative inquiry: based on our theory and our findings,
how can we enhance Al assistance to promote better decision-making procedure?

Our research indicates that the nature of questions prompted by Al can significantly influence decision out-
comes. Our evidence suggests that deconstructing algorithm predictions into specific, uncharged components
rather than presenting them in a directly framed manner leads to decisions that diverge from the results from
typical cognitive shortcuts associated with decision-making. Although breaking a risk score into discrete com-
ponents may present challenges, our results indicate this design as an ideal design goal. Presenting the algorithm
prediction in a way that leans towards Bayesian reasoning, especially through the detailed probabilistic interpreta-
tion of specific attributes, suggests a path towards encouraging more analytical decision-making procedures.

Furthermore, a fundamental assumption of our study focuses on the binary nature of actionable questions

with Al-assisted decision-making. How can we change Al systems to prompt inquiries beyond simple yes/no
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dichotomies? Empirical evidence about high-stakes decision-making in the business world, as noted by Nutt
(1993) and Gemiinden and Hauschild (1985) [42] [43], highlights the limitations and higher failure rates as-
sociated with binary decision-making. These studies emphasize the value of presenting multiple alternatives to
enhance decision-making efficacy, which can be a promising direction for future considerations.

Finally, our investigation into into Al-assisted decision-making with a content-based theory of reasoning,
while primarily focused on the judicial context, lays the groundwork for applications across other areas. In the
financial sector, the deployment of algorithms for evaluating loan applications represents another high-stakes
judgment domain that is accompanied by fairness and equity concerns. The risk of these algorithms disadvantag-
ing certain groups highlights the need for integrating our question-answering theory of reasoning.

On a daily basis, although less high-stakes, the emergence of Large Language Models (LLMs) in supporting
question-answering systems marks a transformative shift in how we seek and process information. This change
encourages us to consider the applicability of our theoretical framework in understanding AI’s interaction with
human search queries. By embracing a question-driven reasoning strategy, we can propose LLM tools to be tai-
lored to provide answers that not only match the specific context of queries, but also enrich the human capacity

for reasoning through questioning.
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Appendix

A.1 Basic DEFINITIONS

* Atom: An Atom represents the most basic unit of information within the mental model. Atoms are el-
emental pieces of information that convey specific, discrete facts or attributes about the subject in ques-
tion. For instance, demographic characteristics such as age or gender, specific legal charges, or risk assess-
ment scores are considered Atoms. These are indivisible within the context of the model, serving as the
building blocks upon which more complex structures (Views) are formed. Atoms possess types that cate-
gorize them according to their nature and relevance to the decision-making context, and they may exhibit

dependencies that link them to other Atoms or Views.

* View: A View is a higher-order construct that aggregates related Atoms into a collection. Views represent
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significant aspects of the decision-making context, organizing Atoms into structured groups that reflect
a decision-maker’s mental representation of the information. For example, demographic characteristics,
legal charges, and risk assessments can each form distinct Views within a decision-maker’s mental model,
categorizing information to facilitate analysis and reasoning. Each View is defined by its type and hold
Atoms that contribute to an understanding of that particular aspect of the decision context. Views can

have dependencies with each other as well.

A.2 DEPENDENCIES

Let’sdefineaset 4 = {a1,42,...,a,} representing Atoms, where each atom ; corresponds to a basic unit of
information within the mental model.

Defineaset V' = {v1,02, ..., 0, } representing Views, where each view v; is a collection of Atoms that aggre-
gates related information into a coherent group.

A dependency relation D can be represented as a mapping function that connects Atoms within a View, be-
tween Atoms and Views, and among Views themselves, such as based on their semantic, causal, functional, or

logical relationships:

DAtAXA%R
Dyy: A X VyV— R

Dy :VxV—1R

Here, D assigns a real number that quantifies the strength or type of dependency (semantic, causal, logical,

functional, etc.) between the elements it connects.

A.3  AIl-AssisTED DECISION-MAKING PROCEDURE

Algorithm 1 shows the pseudocode for the overall procedure for Al-Assisted Decision-Making. Initially, the
input text is parsed into FOL tokens, which serve as the foundational building blocks for extracting dependencies

and semantic representations. Upon establishing a base information set, the algorithm determines whether a
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decision-making task is present. If so, it frames this task as a question; otherwise, it generates a question based on
the Algorithm Prediction. While formulating the question of interest, the algorithm updates the information set
with dependencies identified. The updated information set then undergoes a reasoning process, wherein logical
deductions and dependency associations are drawn to arrive at a decision. The final step involves combining these

deductions into an answer, concluding the decision-making process.

Algorithm 1 Al-Assisted Decision-Making Process

procedure PROCEsSSDECISION(z7put)
ParseIntoFOLTokens(input) — FOLTokens
Translate ToFOLAndExtractDependencies(FOL Tokens) — (Dependencies, SemanticRepresentation,)
InitializeInformationSet() — InformationSet
if there is a decision task then
DecisionTaskAsQuestion() — Question
else
PredictionAsQuestion() — Question
end if
AddDependencies TolnformationSet(/nformationSet, Dependencies) —
UpdatedInformationSet
ReasoningProcedure( UpdatedInformationSet, Question) — Answer
return Answer
end procedure

A.4 QUESTION-RAISING MECHANISM

A.4.1  DEFINITION

We define the foundational elements as follows:

¢ Algorithm Prediction (AP): The algorithm prediction, the input that provides the basis for question

generation.
* Question (Q): Potential questions that can be formulated from the AP.

* Semantic Similarity Score (SS): A numerical value quantifying the semantic similarity between the AP

and Q, capturing the dependency relations between Views and Atoms within each View.
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A.4.2 ALGORITHM

The Question-Driven Theory of Al-Assisted Decision-Making uses these elements to select the most semantically
relevant question in response to a given algorithm prediction. We start with all given information, S, to put in our

mental model for further semantic processing.

1. Define Sets and Types: Let S = {s1,52, .. .,5,} be the set containing one AP and multiple potential Qs.

Types T= {AP,Q,,...,Q,} correspond to each sentence in S.

2. Calculate Semantic Similarity: For each s; in S, where 7 # 1and the type is Q, calculate the semantic
similarity score between 51 and 5;. The function performs dependency parsing on s; to identify key compo-

nents relevant for determining semantic similarity to potential Qs.

3. Determine Question to Raise: Select the question ¢* with the highest semantic similarity score, formally

represented as:

g" = arg max fs1,5:), wheres; is of type Q.
5i€

Algorithm 2 Basic Question-Raising Procedure

Require: AP (Algorithm Prediction), Qs (Set of Questions)
Ensure: 4" (Most Relevant Question)

i {AP}UQs — S > Combine AP and Qs into set S

2 AP’} U{’Q X (sizeof Qs)} = T > Define types for AP and Qs

32 0 — R > Initialize set for semantic similarity scores

4: for Qin Qsdo

5 CalculateSemanticSimilarity (4P, Q) — »

6: RU{r} =R > Add semantic similarity score to R

7. end for

8: SelectQWithMaxScore(Qs, R) — g* > Select Q with the highest score in R return g*
Functions

* CalculateSemanticSimilarity(4P, Q): A function that computes the semantic similarity score between

the algorithm prediction (A4 P) and a question (Q).

* SelectQWithMaxScore(Qs, R): A function that selects the question from Qs that corresponds to the

highest score in R.
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A.4.3 DEPENDENCIES IN QUESTION-RAISING

Considering the algorithmic process, let 4P represent the Algorithm Prediction, andlet Q = {41,42, ..., 4%}
represent a set of potential Questions derived from A4P.
The semantic similarity score SS between 4P and a question ¢; € Q is a function of the dependency relations

among the Atoms and Views that constitute 4P and g;:

SS(AP, g;) :ﬂD(aﬂp, aq,-) , D(aﬂp, vql'), D(vﬂp, vq,-))

where 4,y and v, are the Atoms and Views involved in 4P, and 4, and v, are the Atoms and Views involved
in g;. The function f combines the dependency relations to calculate the semantic similarity score, which influ-
ences the selection of the most relevant question based on its alignment with the AP.

The question-raising mechanism selects the question g™ with the highest semantic similarity score to AP, for-

malized as:
* = arg max SS(AP, g;
q gq,' <o (4P, ;)

A.4.4 ExXAMPLE

We run through the algorithm to show the experiment results for modified Shafir experiment (Q1), demonstrat-
ing the process of determining the most relevant question based on semantic similarity scores.

SHAFIR 2024, GENERAL

Given the algorithm prediction ap:

”The algorithm predicts that Parent A has a 30% and Parent B has a 70% likelihood of positively

impacting the child’s life.”
We have two potential actionable questions:
* g1: "Who to award?”

* g2: "Who to deny?”
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Semantic Similarity Calculation:

* For (ap, q1), the score is ss; = 0.046.

* For (ap, g2), the score is ss, = —0.008.

Question Selection: Applying the algorithm, the question ”Who to award?” is selected as g* due to it yielding

the highest semantic similarity score.

SHAFIR 2024, SPECIFIC

Given the algorithm prediction ap:

”The algorithm assesses each parent in three key dimensions, providing a percentage likelihood
of each parent’s ability to fulfill the child’s needs in these areas: Financial stability Parent A: 60%,
Parent B: 90%; Emotional connection Parent A: 50%, Parent B: 90%; Time investment Parent A:
90%, Parent B: 40%.”
We examine the same set of potential questions as in the general case, with the semantic similarity scores being

recalculated due to the detailed context provided:

* For g1, ”Who to award?” the score is ss; = 0.057.

* For g2, "Who to deny?” the score is 55 = —0.081.

Question Selection: Following the algorithm, ”Who to award?” is again selected as 4*, demonstrating its
higher relevance through the semantic similarity score.

In both scenarios, “Who to award?” is selected as ™.

A.4.5 QUEsTION-RaIsING POTENTIAL (QRP)

The Question-Raising Procedure with QRP builds on the basic Question-Raising procedure and integrates the
concept of Question-Raising Potential (QRP) alongside semantic similarity to identify the most relevant ques-
tion (¢*) in context to an algorithm’s prediction (AP). QRP uses both the semantic closeness between AP and
potential questions (Qs) and the HopCount—a measure of inferential distance or complexity needed to concep-
tually link the AP with a question.

Before processing the potential questions (Qs), the algorithm initializes two components:
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* The HopCount variable, which quantifies the complexity of reaching a particular question from the given

Algorithm Prediction (AP).

* A ComplexityMap, a data structure used to map each potential question to its respective HopCount,

thereby keeping track of the inferred complexity for all questions considered.

As the algorithm evaluates the semantic similarity between the AP and each potential question, it concur-

rently calculates the HopCount for each question by assessing the AP’s complexity in relation to that question.

This is achieved through the abstracted function CalculateHopCount(AP, Q), which analyses the AP’s content to

determine the number of inference steps required. This function embodies the multi-hop reasoning process by

quantifying the logical steps needed to formulate each question from the AP.

Algorithm 3 Question-Raising Procedure with QRP

Require: AP (Algorithm Prediction), Qs (Set of Questions)
Ensure: 4* (Most Relevant Question), HopCount

i {AP} U Qs — S > Combine AP and Qs into set S
2 AP’} U{Q X (sizeof Q5)} = T > Define types for AP and Qs
3: 0 = R > Initialize set for semantic similarity scores
4: HopCount — 0 > Initialize HopCount
s: ComplexityMap — {} > Initialize complexity map for each Q
6: for Qin Qsdo
7: CalculateSemanticSimilarity (AP, Q) — »
8: RU{r} =R > Add semantic similarity score to R
9: ComplexityMap|Q] — CalculateHopCount(A4P, Q) > Map Q to its HopCount
ro: end for
1: ¢* — SelectQWithMaxScore(Qs, R) > Select Q with the highest score in R

I2:

FinalHopCount — ComplexityMaplg*] > Retrieve HopCount for ¢* return g*, FinalHopCount

A.4.6 EXAMPLE

DirecT IMPACT PREDICTION

Input: “The algorithm predicts that Parent A has a 30% and Parent B has a 70% likelihood of positively impact-

ing the child’s life.”

Procedure

1. Parse the Input
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2. Construct Graph G: Nodes include D (decision: “Who to award?”) and X; (impact prediction). An edge

R(D, X,) represents the direct relationship from the impact prediction to the decision.

3. Calculate QRP: Direct connection from prediction to decision, yielding QRP(D) = w; - R(D, X),

adding one to HopCount.

Output Question: “Who to award?” HopCount: 1

MULTI-DIMENSIONAL IMPACT PREDICTION

Input: “The algorithm assesses each parent in three key dimensions, providing a percentage likelihood of each
parent’s ability to fulfill the child’s needs in these areas: Financial stability Parent A: 60% Parent B: 90%, Emo-

tional connection Parent A: 50% Parent B: 90%, Time investment Parent A: 90% Parent B: 40%”

1. Parse the Input: Deconstruction into three key dimensions as attributes (4;) affecting the decision.

2. Construct Graph G: Nodes are D (decision: “Who to award?”) and attributes 4y, 4, and 43. Edges in-

clude R(D, 4;), R(D, 4,), and R(D, A3), counting each as a Hop.

3. Identify Sub-questions and Calculate HopCount: Each attribute leads to sub-questions, increasing the

HopCount to 4, reflecting both direct implications and the integrated reasoning process.
4 Calculate QRP: QRP(D) = 3">_, w; - R(D, 4;), considering each attribute’s complexity.

Output Question: “Who to award?” HopCount: 4

A.s QUESTION-ANSWERING MECHANISM

Algorithm 4 answers the question raised from the Question-Raising procedure via reducing the complexity of
the semantically parsed atoms the current mental model (information set (S)). The counting methodology is
associated with the proposed Type Theory model while the semantic similarity approach is associated with the
NLP model. The counting method assesses the presence of dependencies related to the AP and its negation
within S, opting for the option with greater support. The semantic similarity method compares the semantic

relationship between the AP (or its negation) and the information set S.
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Algorithm 4 Question-Answering Algorithm

1: Input:
2: AP (Algorithm Prediction): A specific action of interest
3: S (Information): A set of atoms parsed into a semantic representation
4 EvaluationMethod: The method to use for evaluation (“counting” or “semantic_similarity”)
s: procedure EVALUATEAP(AP, S, EvaluationMethod)
6: {4P, “not” & AP} — QuestionSet > Raise question from Question-Raising mechanism
7 “no” — decision
8: if EvaluationMethod is “counting” then
9: COUNTINGDEPENDENCIES(AP, §) — result > Evaluate set-theoretic dependencies
10: if result(AP) > result(“not” & AP) then
I “yes” — decision
12: end if
13: else if EvaluationMethod is “semantic_similarity” then
14: CALCULATESEMANTICSIMILARITY(AP, S) — score > Evaluate dependency based on
semantic closeness
Is: if score(AP) > score(“not” & AP) then
16: “yes” — decision
17: end if
18: end if
19: return decision

20: end procedure
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A.s.1  CODE FOR IMPLEMENTING QUESTION-ANSWERING MECHANISM

In Figure A. 1 and Figure A. 2, the code processes the COMPAS risk scores dataset from Vaccaro’s work, aiming
to predict the decision-making tendency by mimicking how a decision-maker would raise a question and address
that question. The method based on the linguistic similarity between the case descriptions and a set of predefined
reference words associated with different risk levels (low, medium, and high). It utilizes spaCy, a NLP library,

to tokenize and understand the semantic similarity between words in the dataset and the reference words. In
addition, the script uses respondent’s confidence and trust in the algorithm to adjust the final decision-making
score. We choose spaCy as an inital model because of its capabilities for NLP tasks such as tokenization, entity
recognition, dependency listings, and similarity comparisons.

In Figure A. 3 and A. 4, we extend beyond spaCy and use the BERT (Bidirectional Encoder Representations
from Transformers) Semantic Textual Similarity model. Models such as the "all-MiniLM-L6-v2” from Sentence
Transformers enhances the ability to compute semantic similarities between pieces of text. Unlike traditional sim-
ilarity metrics that might only compare word occurrences or syntactic patterns, BERT models understand the
context and meaning behind words in sentences. This allows for a more nuanced and accurate assessment of how
closely the content of a defendant’s case description aligns with the question being asked (reference words) based
on their semantic content rather than a more surface-level textual characteristics. The BERT model’s ability to
capture the nuances of language means it can differentiate between contexts where similar words are used in dif-
ferent meanings. This approach is more grounded in the semantic understanding of text and resembles more of

the human mind.
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import pandas as pd
import re
import spacy

nlp = spacy. load("en_core_web_lg")

# Define reference words for different risk categories, with mid risk level (due to increased ambiguity) raising more questions
# which translates to a higher computational load

reference_words_low_risk = ["release", "reform", "correct", "improve"]
reference_words_mid_risk = ["release", “reform", "correct", "improve", “detain", "recidivate", "relapse", "reoffend"]
reference_words_high_risk = ["detain", "recidivate", "relapse", "reoffend"]

# Create spaCy tokens for each reference word to use for similarity calculations
reference_tokens_low_risk = {word: nlp(word)[@] for word in reference_words_low_risk}
reference_tokens_mid_risk = {word: nlp(word) [@] for word in reference_words_mid_risk}
reference_tokens_high_risk = {word: nlp(word) [0] for word in reference_words_high_risk}

# Function to extract algorithmic risk score from text using regex
def extract_algRisk(text):
if not isinstance(text, str):
return 0
match = re.search(r"The COMPAS risk score for this defendant is (\d+):", text)
return int(match.group(1)) if match else 0

# Function to calculate the similarity between text and reference tokens
def calculate_similarity(text, model, ref_tokens):
if not isinstance(text, str):
return 0
doc = model(text)
total_similarities = []
for ref_token in ref_tokens:
similarities = [ref_token.similarity(token) for token in doc if not token.is_stop and not token.is_punct]
if similarities: # Avoid division by zero
avg_similarity = sum(similarities) / len(similarities)
total_similarities.append(avg_similarity)
return sum(total_similarities) / len(total_similarities) if total_similarities else 0

Figure A.1: spaCy implementation

# Load dataset, COMPAS dataset from Vaccaro's experiment
df = pd.read_csv('data/compas.csv')

# Map response options to numerical values for analysis
response_mapping = {
“Strongly agree": 1, "Agree"
“Neither agree nor disagree": 0.5, “Somewhat disagree": 0.4,
“Disagree": 0.2, "Strongly disagree": @

0.8, "Somewhat agree": 0.6,

}
df['confidence'] = df['Q17'].map(response_mapping).fillna(0)
df['trust_algo'] = df['Q19'].map(response_mapping).fillna(0)

# Identify columns to process based on their suffix
columns_to_process = [col for col in df.columns if col.endswith('_1')]

# Process each column, calculate similarities, and adjust values based on confidence and trust in the algorithm
for col in columns_to_process:
algRisk = extract_algRisk(df[col] [@])

if algRisk < 4:

ref_tokens = list(reference_tokens_low_risk.values())
elif algRisk > 6:

ref_tokens = list(reference_tokens_high_risk.values())
else:

ref_tokens = list(reference_tokens_mid_risk.values())

# Calculate normalized similarity for the column
df['normalized_similarity_' + coll = df[coll.apply(lambda text: calculate_similarity(text, nlp, ref_tokens))

# Calculate the final value considering confidence and trust in the algorithm
df['final_value_' + coll = df['confidence'] * df['normalized_similarity_' + coll + df['trust_algo']l * algRisk

for col in df.columns:
if col.endswith('_1'):

df[col]l = pd.to_numeric(dflcoll, errors='coerce').fillna(@)

df.to_csv(output/pred_algrisk.csv', index=False)

Figure A.2: spaCy implementation continued
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import pandas as pd

import re

from sentence_transformers import SentenceTransformer, util
import torch

model = SentenceTransformer("all-MinilM-L6-v2")

# The set of words resemble the question being raised, such as "Should I release the defendant?"

# The synonyms controls for the over-reliance on a particular word, but focuses on the representational content being inquired
reference_words_low_risk =
reference_words_mid_risk =
reference_words_high_risk = ["detain", "

eform' orrect

) , "improve", "detain", “recidivate", "relapse", "reoffend"]
recidivate", "relapse", "reoffend"]

# Function to extract the algorithmic risk score from text
def extract_algRisk(text):
if not isinstance(text, str):
return @
match = re.search(r"The COMPAS risk score for this defendant is (\d+):", text)
return int(match.group(1)) if match else @

# Function to compute BERT-based semantic similarity between sentences

def bert_similarity(sentence, reference_texts):
reference_sentences = [word for word in reference_texts] # Convert reference words to sentences
sentence_embedding = model.encode( [sentencel, convert_to_tensor=True) # Compute sentence embedding
reference_embeddings = model.encode(reference_sentences, convert_to_tensor=True) # Compute reference embeddings
cosine_scores = util.cos_sim(sentence_embedding, reference_embeddings) # Compute cosine similarities
return torch.mean(cosine_scores).item() # Return the average similarity score

Figure A.3: BERT implementation

# Load dataset from Vaccaro's work
df = pd.read_csv('data/compas.csv')

# Map response options to numerical values for analysis
response_mapping = {
“Strongly agree": 1, "Agree”
“Neither agree nor disagree"

0.8, "Somewhat agree": 0.6,
0.5, "Somewhat disagree": 0.4,

“Disagree": 0.2, "Strongly disagree": @
df['confidence'] = df['Q17'].map(response_mapping).fillna(@) # Map confidence responses
df['trust_algo'] = df['Q19'].map(response_mapping).fillna(@) # Map trust in algorithm responses

columns_to_process = [col for col in df.columns if col.endswith('_1')]

# Process each column for semantic similarity and adjust final values
for col in columns_to_process:
algRisk = extract_algRisk(df[coll[0])
if algRisk < 4:
reference_texts = reference_words_low_risk
elif algRisk > 6:
reference_texts = reference_words_high_risk
else:
reference_texts = reference_words_mid_risk

# Apply the BERT-based similarity function
df['normalized_similarity_' + coll = df[coll.apply(lambda text: bert_similarity(str(text), reference_texts))
# Calculate the final value
df['final_value_' + col] = df['normalized_similarity_' + col]l + df['trust_algo'] * algRisk
for col in df.columns:
if col.endswith('_1'):
df[col]l = pd.to_numeric(dfl[coll, errors='coerce').fillna(@)

df.to_csv('output/output_model_bert.csv', index=False)

Figure A.4: BERT implementation continued
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