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Geometric Methods for Quantitative Analysis of
Romance Languages

ABSTRACT

Previous work has introduced various quantitative methods to
investigate the historical and/or phonetic interrelation of languages
and their speakers. Additionally, environments such as hyperbolic
space have been found (both theoretically and empirically) to be
conducive to representing hierarchically-structured datasets, such as
phylogenetic cell data. This thesis tests the suitability of hyperbolic
space for representing pronunciation data from several Romance
languages, a linguistic family that apparently developed per a
hierarchical structure — i.e., one where modern languages are
interrelated via tree-like descent from common ancestors. The thesis
involves Python implementations of a.) a pipeline that transforms
audio files into workable mathematical objects and b.) baseline
methods for the aggregation and analysis of this speech data with
respect to language-wise covariance structures. We then outline a
framework for analyzing the speech data in a hyperbolic setting,
whose performance we compare to that of the baseline methods on
the tasks of a.) language space reconstruction and b.) interspeaker
interpolation. We find that with proper hyperparameter tuning, the

Poincaré disk model of hyperbolic geometry is indeed capable of

il



Thesis advisor: Prof. Melanie Weber Patrick McDonald

representing the language space and speaker interrelations apparent in
our Romance language dataset, suggesting that the hyperbolic setting
could be a promising quantitative framework for future linguistic

analysis.
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Introduction

Prior work has applied various quantitative methods to characterize
the phonetic qualities of languages, especially (though not exclusively)
with respect to their historical development. Shiers et al. apply
Gaussian tree constraints to assess whether Romance language
pronunciation data may be represented via tree models, a quantitative
elaboration on the idea of linguistic evolution unfolding per a tree-like
pattern [20]. Bouchard-Coté et al. propose a probabilistic system of
modeling languages’ phonetic change through time, allowing for the
automatic reconstruction of “protolanguages,” or older languages that
more recent languages have in common as an ancestor [6]. Pigoli et al.
propose a framework for a.) representing pronunciations of words
across several Romance languages as mathematical objects and b.)

quantifying their variation, whether by building language-wise



covariance structures, rendering how a speaker might sound talking in
another language, or by defining interpolations between different
speakers’ pronunciations of the same word [16].

Other work suggests that hyperbolic space is especially apt for
representing tree-like data [19]. In light of this observation, further
research has applied hyperbolic space to the representation of
hierarchically-structured data. Klimovskaia et al. apply this geometry
to data describing cell lineages [12]. Chami et al. apply it to
knowledge graphs, which represent concepts and their logical
interrelation(s) — a setting often involving hierarchies among nodes
[8]. Nickel and Kiela evaluate the performance of hyperbolic
embeddings on several tasks involving hierarchically-structured data,
including taxonomy representation and lexical entailment [14].

Additionally, language data may be profitably understood in terms
of two linguistic “spaces.” One — the language space — represents
languages themselves as points, such that the distance associated with
the space reflects the similarity (or lack thereof) between two points
(i.e., languages). The other — the speaker space — represents speakers
of languages as points, where their distances reflect the (dis)similarity
among the points/speakers.

In light of the above, this project seeks to apply hyperbolic
geometry to the analysis of Romance language pronunciation data.
While the Romance languages appear historically related by (and are
often represented as) a tree-like structure (see Figure 6.1.1), their
gradual development with respect to one another cannot literally be
understood as a discrete tree — that is, there is no discernible point in
time at which, say, Spanish broke off from Portuguese (J. Jasanoff,
personal communication, February 14, 2024). The project thus
identifies hyperbolic space as a promising setting for analyzing
Romance language data. While this geometry could behave in a

tree-like manner by preserving any “hierarchical structure” [12] in our



dataset, its ability to “model continuous trajectories” [12] among
points nonetheless promotes an understanding of language
development as a continuous process.

In particular, this project assesses the suitability of hyperbolic
geometry for representing Romance language pronunciation data by
testing its performance on two tasks: language space reconstruction
(see Chapter 6.1.1) and interspeaker interpolation (see Chapter 6.1.2).
The hyperbolic methods are compared to baseline methods derived
from Pigoli et al.’s “The statistical analysis of acoustic phonetic data”
[16]. For both tasks, this baseline allows for the hyperbolic methods
to be compared to a simple but powerful quantification of linguistic
variation, but also allows for the first task in particular to be assessed
with respect to intuitive proxies for language space quality (e.g., the
languages’ geographic and developmental distances).

This thesis makes several contributions concerning the analysis of
Romance language pronunciation data and the application of
geometric methods thereto. It includes a pipeline written in Python
that cleans and standardizes pronunciation data as sound files before
transforming those files into spectrograms. It also involves a Python
implementation of geometric methods for analyzing this data from
Pigoli et al., which are centered around language-wise covariance
structures [16]. Most importantly, it devises methods for analyzing
this pronunciation data using hyperbolic geometry. By applying
existing methods from Klimovskaia et al. [12] as well as introducing
new techniques, this thesis relates both the languages and speakers
represented in the dataset via the readily-visualizable setting of the
Poincaré disk (see Chapter 3.2). Finally, it provides a comparative
analysis of these hyperbolic methods with respect to those proposed
by Pigoli et al. [16].



1.1 THESIS STRUCTURE

This thesis will begin with a discussion of the speech data to be
analyzed, followed by an overview of key mathematical concepts used
in the analysis. It will then describe the implementation of the
preprocessing pipeline, which converts the audio files in our dataset to
spectrograms. The next section describes the aggregation of the
spectrogram data, which is useful for later analysis. The remainder of
the thesis evaluates two geometric settings for representing the
pronunciation data: a covariance-based setting involving methods
from Pigoli et al.’s “The statistical analysis of acoustic phonetic data”
[16], and the hyperbolic setting which this thesis proposes.

The thesis will evaluate the two settings by comparing their
performance on two representation tasks. One — language space
reconstruction (see Chapter 6.1.1) — effectively tests how well each
geometric setting preserves the relationships in the dataset between
languages (i.e., the “macro” structure of the data). The other —
interspeaker interpolation (see Chapter 6.1.2) — effectively tests how
well each geometric setting preserves the relationships in the dataset
between speakers (i.e., the “micro” structure of the data). The thesis
details how each geometric setting addresses the two representation
tasks and compares their performance.

The codebase for the thesis can be found at
https://github.com/pwmecdonald /geometric_ methods.


https://github.com/pwmcdonald/geometric_methods

Data

Poincaré
embedding

Figure 2.0.1: A flowchart showing how the pronunciation data is represented
throughout the thesis's preprocessing and analysis. The boxes represent data
types, and the arrows represent the steps converting one data type into an-
other.

This dataset — generously provided by Prof. John Coleman of the
University of Oxford — consists of French, Italian, Brazilian

Portuguese, Lusitanian Portuguese, American Spanish, and Iberian



Spanish speakers pronouncing words for the digits one through ten in
their respective languages. It contains 272 recordings, each of which
consists of a single word being pronounced by one of 30 speakers.
While we do not have permission to use or share the original data, we
do have permission to freely use and share the transformed .wav files
which Prof. Coleman provided.

The recordings were gathered from the internet, and there are not
necessarily equal numbers of recordings per language, per digit being
pronounced, or per sex of the speaker. This said, our analysis treats
speakers of both Brazilian and Lusitanian Portuguese as speakers of
one language due to a relative lack of Portuguese recordings, while the
American and Iberian Spanish speakers remain separate groups.
These choices are consistent with those described in the data that
Coleman provided.

Duplicate recordings existed in the original data, and file naming
conventions were inconsistent. One speaker in the original dataset
pronounced each word twice per recording (each time with different
inflection), and a handful of other recordings in the dataset were
deemed either incomplete or too noisy to be included in our analysis.
Leading and trailing silences were not necessarily deleted from the
recordings provided. These inconsistencies were handled by 1.) only
passing one recording per word/speaker pair into the pipeline and
standardizing their naming conventions via data_cleaning.py, 2.)
only passing one pronunciation to the pipeline in the case of the
speaker who said each word twice per recording, and 3.)
hand-compiling a Python dictionary of “silence thresholds” that
would allow our pipeline to programmatically trim silence off of the
beginnings and ends of recordings wherever appropriate. Otherwise,
recordings were simply excluded from the pipeline if deemed

low-quality.



Mathematical Background

3.1 PROCRUSTES DISTANCE

We begin by introducing the following notation [15, 16]:

C7 and Cy are covariance operators,

L, and L, are matrices such that C; = LILIT, Cy = L2L2T,

|| - ||%s represents the Hilbert-Schmidt norm (i.e.,
|| M][fig = trace(M ' M)),

o are the singular values of LJ Ly,

d is such that Cy, € R¥4 and

Stief(d, d) is the set of unitary d x d matrices.



Pigoli et al. define the Procrustes distance dp as a distance between

covariance operators [15, 16]:

Definition 3.1.1 (Procrustes Distance)

dp(Cy,C5)? =  inf L, — LyR|?
P( 15 2) ReSltgf(d,d)H 1 2 HHS

= [|Lills + [ Lallfs =2 ) on
k

L; and Ly are determined via Cholesky decompositions [2] of C} and
Cs respectively, where C and Cy are ensured to be positive definite
beforehand by adding some small, positive constant to each of their
diagonal entries. Our codebase implements both of the above
definitions of the Procrustes Distance; the first is possible via the
Pymanopt library [21], which allows us to minimize the distance over

the space of unitary operators [3] in R?*? [16].

3.2 HYPERBOLIC SPACE AND POINCARE DISK EMBED-
DINGS

Hyperbolic space is essentially a “continuous analog to trees” [12] that
“enable[s| low-distortion embeddings of hierarchical structures” [12]
which exist in a dataset. That is, as Sarkar shows, hyperbolic space
(particularly the Poincaré disk model thereof, as explained below) is
capable of embedding tree structures with “arbitrarily low distortion”
[10], making it an opportune environment for representing trees with
minimal loss of information [19], especially compared to Euclidean
space [7].

A Poincaré disk is a representation of two-dimensional hyperbolic

space embedded in the open unit ball of R? centered about the origin



Figure 3.2.1: The Poincaré disk model of hyperbolic space. The arcs repre-
sent lines in hyperbolic space [22].



Poincare embeddings for digit 1; k=5, kernel_sigma=100
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Figure 3.2.2: Example Poincaré embeddings for pronunciations of the digit
“1" across all languages in the data set.

10



[12]. This thesis uses the classical Poincaré model of hyperbolic space;
the distance metric is thus expressed as follows using notation from
Klimovskaia et al., where y; and y; are embedding coordinates that lie
in this open ball [12]:

Definition 3.2.1 (Poincaré Distance)

dp, (yi,y;) = arcosh (1+2- ly: = v31l3 )
(1 =Tl 13) (1 = ll;113)
Lines in a Poincaré disk are a.) arcs of circles “that are orthogonal to
the disk surface” [10] and b.) diameters of the disk [10] (see Figure
3.2.1). In their project’s codebase, Klimovskaia et al. also define a
process for interpolating along the geodesic (i.e., the shortest path)

between two points t and V in a Poincaré disk [12] (see Algorithm 3).

3.2.1 KLIMOVSKAIA ET AL.: A PRIOR APPLICATION OF POINCARE
DiSKS TO ANALYZING HIERARCHICAL DATA

Much literature already exists concerning the application of Poincaré
disks to representation learning tasks [10, 12, 14]. This thesis models
its hyperbolic analysis of the Romance language dataset after
“Poincaré maps for analyzing complex hierarchies in single-cell data”
[12] in particular. The following theoretical step-through of
Klimovskaia et al.’s pipeline will be supplemented with the details of
our own implementation wherever appropriate.

We’ll first note that Klimovskaia et al. deal not with linguistic data
but with data tracing the lineages of cells through their development
[12]. The paper notes that “hyperbolic geometry enables the
embedding of complex hierarchical data in only two dimensions while
preserving the pairwise distances between points in the hierarchy,”
which makes it an opportune setting to analyze the hierarchical

lineages of cells [12]. Assuming that the Romance languages in our

11



dataset have developed hierarchically with respect to one another — as
suggested in visuals like Figure 6.1.1 — we propose that the hyperbolic
setting of Poincaré disks could be translated from its cell data
application in Klimovskaia et al. to our perhaps similarly-structured
linguistic data.

At a high level, Klimovskaia et al. embed their data in a Poincaré
disk by 1.) structuring it as a k-nearest-neighbor graph (KNNG), then
2.) given the relationships among points in this ANNG, calculating
embeddings for each data point in a Poincaré disk such that these
relationships are preserved [12]. Our embeddings focus on one digit at
a time — that is, say, all pronunciations of the word for “7” across all
languages in our dataset. So, we begin by taking all N spectrograms
cross-linguistically for a given digit and flattening them into vectors
r; € R i€ 1,...,N, where t,w refer to the dimensions of each
spectrogram array (see Chapter 5). Future iterations of our approach
may investigate a.) whether this dimensionality is so high as to muddy
results, and b.) if so, how one might project these spectrograms into a
lower-dimensional setting prior to the following steps.

Then, as defined by Klimovskaia et al., we construct our symmetric
k-nearest-neighbor graph G = (V, E, w), defined as follows [12]:

o V = {v;}, is the set of vertices, each of which is represented
programmatically with its corresponding spectrogram vector z;,
a language and speaker label, its k nearest neighbors, and the

(symmetric) edges connecting v; to other nodes,

o E = {v; ~v;} is the set of edges, where v; ~ v; is constructed if
and only if v; is one of v;’s k nearest neighbors and v; is one of

v;’s k nearest neighbors, and

 weights w(i, j) for each symmetric edge v; ~ v; defined as

follows:

12



]2
o exp (—%) if v, ~v; € E,
w(i,j) =

0 otherwise

where ¢ = 100 in our current implementation. (This value is

subject to potential tuning.)

Any pairs of disconnected graph components induced via the above
process are then connected by constructing the shortest possible edge
between them [12]. We identify disconnected components by
implementing breadth-first search over the graph and calling it until
all disconnected components are identified. Once we construct the
graph G, we're free to define a matrix P that captures the Random
Forest Accessibility index of G. In short, an entry p;; of this matrix
“corresponds to the probability that a spanning forest of GG includes a
tree rooted at [node| ¢ which also includes [node] j (i.e., where j is
accessible from 7)” [12]. To do so, we define the following quantities

per Klimovskaia et al.’s approach [12]:
o A;; =w(i,j) is G’s adjacency matrix,
o Dy =3 w(i,j)is G’s degree matrix,

e LL=D — Ais G’s Laplacian, and

I is the identity matrix that is the same shape as the Laplacian,

so that P = (I + L)

Klimovskaia et al. then embed the entries of P in a Poincaré disk
to arrive at the hyperbolic embeddings for the dataset [12]. From this
point onward, our code leverages Klimovskaia et al.’s implementation,

which itself uses the PyTorch library to implement Riemannian

13



stochastic gradient descent over the Poincaré embeddings subject to a

KL Divergence loss function (Klimovskaia et al.’s GitHub repository

can be found at

https://github.com /facebookresearch /PoincareMaps /tree /main) [12].
The paper defines a similarity matrix ) among the embeddings,

where the similarity between embeddings for vertex ¢ and vertex j is

defined as follows with hyperparameter vy [12]:

b P ) /)
Y > e XD (=dn (Y yx) /)

It then arrives at embeddings by using Riemannian stochastic

gradient descent to minimize the KL divergence between the RFA

matrix P and the similarity matrix Q [12]:

ZKL(HHQi) + K L(Qi|| )

14
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Preprocessing Pipeline

The goal of this pipeline is to convert the .wav files in our cleaned
dataset to time-aligned and smoothed spectrograms for eventual
analysis. For a given sound file, the spectrogram is a
three-dimensional surface representing the intensity of different
frequencies in the recording from its start to its finish, as seen in
Figure 5.0.1.

The first step in our pipeline is the construction of a raw
spectrogram for each of the sound files in our dataset. To do this, we
first convert a .wav file into a waveform, as represented in Figure
4.0.1. This is a time series representation of the sound in the file — a
one-dimensional array of values quantifying the sound. We then

reduce the noise in the recording via the noisereduce library [17, 18],
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Figure 4.0.1: The waveform representing French speaker 1's pronunciation
of the French word for “one” (i.e., “un”). The time axis here has yet to be
standardized.

trim any leading and/or trailing silence using a manually-tuned
dictionary of “silence thresholds” for each sound file, and standardize
the time scale over which our waveform is defined from 0 to 1 [16].
We then define a two-dimensional array Z with length and width
corresponding to the number of time and frequency measurements we
wish to represent on these respective axes; by default, our
spectrograms feature 101 measurements along the time axis and 81
measurements along the frequency axis, which are approximately the
dimensions that Pigoli et al. use [16]. At each time-frequency pair
(t,w) so represented in this array, we define the local Fourier
transform [9] X (¢,w) as presented in Pigoli et al., where sa represents
our waveform signal array, i = v/—1, and (1) = e~2(7/0:09%?* [15].

X(t,w) = /00 sa[r] - (T —t) - e dr

—00

While defined as infinite, the integral above is only programmatically
approximated over the relevant time interval.

Then, we define the point on the spectrogram as

16



(t,w, W(t,w)) € R3 where W(t,w) itself is defined as [16]:
W (t,w) =10 logy, (|X(t,w)]2)

For each (t,w) pair, we set Z[t,w] = W (t,w) so that Z contains the
spectrogram. We then store each of these arrays in its own table in
raw_spectrogram.db.

Having stored a raw spectrogram for each sound file, our pipeline
then calculates and stores a pairwise time warping function for each
pair of spectrograms. These warping functions are necessary along the
time axis since the speed with which a given word is pronounced is
not relevant to our analysis; the warping functions eliminate this sort
of variation within the data for the pronunciation of a given digit [16].
This said, a pairwise warping function that takes as input two
spectrograms S (t,w) and Sy (t,w) will align these two spectrograms
with respect to one another via the following process: 1.) fix a
frequency at which the spectrograms are defined and 2.) let the
fixed-frequency values on each spectrogram surface vary with time so
as to produce a two-dimensional time-vs.-dB intensity curve for each
spectrogram at this frequency. Then, we 3.) calculate the warping
function that time aligns these two curves to one another via the
fdasrsf library [23] and 4.) store it in the proper frequency column
of the proper table in pairwise_warping function.db. Repeating
this process at each frequency interval yields a sequence of functions
which, taken together, warp the two spectrograms with respect to one
another. That is, a warping function as stored in the database is
actually a sequence of functions (each of which is essentially just a
vector), where one function is stored per frequency interval at which
the spectrogram is defined.

Once we've defined all of the pairwise warping functions, we

calculate the global inverse warping function for each spectrogram

17



and apply the functions accordingly. Recalling that a warping
function can simply be expressed as a vector for our purposes, the
global inverse warping function for a given speaker/digit pair is
defined as the average over all pairwise warping functions that involve
the given speaker pronouncing the given digit [16]. For instance, the
global inverse warping function for French speaker 1 pronouncing the
word for 4 (i.e., FRO1_4) would be the average over the pairwise
warping functions FRO1_FRO2_4, FRO1_SA03_4, FRO1_ITO01 4, and so
on. (Pigoli et al. provides a formalization of this average [16].) Once
each global inverse warping function is calculated, we store it in its
proper table in global_inverse_warping function.db and apply it
to the appropriate raw spectrogram via the fdasrsf library [23],
resulting in a time-aligned spectrogram [16]. This time-aligned
spectrogram is then stored in time_aligned_spectrogram.db.
Finally, the time aligned spectrograms must be smoothed. To
accomplish this, we again consider fixed-frequency “slices” of the
spectrogram, fitting a fixed-degree polynomial to each slice via
NumPy’s polyfit function and storing the resulting vector in the
proper table and frequency column in
time_aligned_smoothed_spectrogram.db. This attempt to smooth
the spectrograms is based on the idea that reassembling smoothed
spectrogram “slices” should yield a whole spectrogram which is itself
smoothed. Further research into our smoothing mechanism may
consist of 1.) tuning the degree of the polynomial fit via NumPy’s
polyfit function and 2.) identification and application of
surface-smoothing mechanisms which smooth the surface as a whole
instead of “slice-by-slice” smoothing, especially if the “slice-by-slice”

method is found to be unsatisfactory in some way.

18



Agegregation of Data

Our first steps following preprocessing were to aggregate our data as
was done in Pigoli et al., where the spectrogram surface resulting

from speaker k of language L saying digit ¢ is [16]:
Definition 5.0.1 (Spectrogram)
Sh(t,w)

These spectrograms live in R, where ¢t = 101 and w = 81 as stated
in Chapter 4. These are not to be confused with the ¢t and w values in
parentheses when denoting spectrograms, which are present to
emphasize how the spectrogram itself is an array with one value

stored per (f,w) pair.
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Intensity (dB) Intensity (dB)

Intensity (dB)

Figure 5.0.1: The raw (a), time-aligned (b), and smoothed and time-aligned
(c) spectrograms for French speaker 1's pronunciation of the word for “one” —

that is, “un.” (d) is the mean spectrogram for all French speakers’ pronunci-

ations of “un”; from (c) and (d) we can calculate the residual (e) spectrogram
for French speaker 1's “un" pronunciation.

20



The mean spectrogram for digit ¢ in language L is defined as [16]:

Definition 5.0.2 (Mean Spectrogram)
1 &
Sk(t,w)=—Y Sk(t,w
() = 50 3 sh.)

where ny, is the number of speakers in language L. See part (d) of
Figure 5.0.1.

The residual spectrogram for speaker k of language L saying digit ¢
is [16]:

Definition 5.0.3 (Residual Spectrogram)
RiLlc(t>w) = Ssz(t’w) - S'ZL(t,w)

See part (e) of Figure 5.0.1.

Covariance Covariance

=109.15

(b)

Figure 5.0.2: The time (a) and frequency (b) covariance structures charac-
terizing the French speech in our dataset.
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We define the sample marginal time covariance for a language L as
[16]:

Definition 5.0.4 (Marginal Time Covariance)

1

o (tita) = P

nL Wmaz
Z/ RE(t1,w) - R (fa, w) do
j=1"0

and the sample marginal frequency covariance for a language L as [16]:

Definition 5.0.5 (Marginal Frequency Covariance)

N
ek = Lt w) - RE(t, wy)dt
i (wr,ws) — Zl/o Ry (t,w1) - Ry (t,wo)

where n, represents the number of spectrograms in language L (i.e.,
we're not distinguishing between speakers and words for the purposes
of defining our covariance structures). This said, our final estimators

for the covariance structures ¢ and ¢& are as follows [16]:

Definition 5.0.6 (Time Covariance Estimator)
L et
tr(ct)

Definition 5.0.7 (Frequency Covariance Estimator)

N
e = —
tr(ck)

See Figure 5.0.2.
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Analysis

6.1 OVERVIEW OF OBJECTIVES

Our analysis will compare two approaches to representing our
Romance language dataset: one uses per-language time and frequency
covariance structures [16], and the other is our proposed technique,
which uses Poincaré disks. The former will serve as a baseline in the
assessment of the latter (see Chapter 6.3 for why the covariance-based
methods serve as the baseline). The approaches will be applied to the
tasks of language space reconstruction and interspeaker interpolation,
each of which are described in more detail below. While the first task
deals with high-level representation of the entire dataset, the second
task involves more granular representations of the individual “points”

(i.e., speakers) that constitute the dataset and how they are related.

23



As such, the two tasks complement one another in scale, gauging both
the “macro” and “micro” representational capabilities of each

approach.

6.1.1 LANGUAGE SPACE RECONSTRUCTION

Each of the two techniques being tested is capable of representing a
language as a point in some space. The task of language space
reconstruction (whose name I attribute to my advisor) thus seeks to
assess how a given technique represents these “language points” and
their similarities to one another. One (coarse) example of a language
space is Figure 6.1.1: each language corresponds to a node on the
Romance language family tree, where the distance between two
languages is the number of edges between their respective nodes. In
this sense, the “distance metric” associated with the language space in
Figure 6.1.1 may capture the languages’ (rough) developmental
proximities to one another — that is, their (dis)similarity. One must
emphasize here that identifying ground truth as to the languages’
“developmental distances” in time is impossible (J. Jasanoff, personal
communication, February 14, 2024). Thus, Figure 6.1.1 must only be
understood as a rough proxy to this effect that builds intuition for the
notion of a language space. Similarly, one might compare the
geographic distances between where the languages originated — and /or
trade routes relating these locales — to arrive at some qualitative
notion of “language distance” (J. Jasanoff, personal communication,
February 14, 2024).

The assessment (see Chapter 7.1) will consist of two parts. It will
first check whether the covariance-based (i.e., baseline) technique
produces a language space that corresponds to the rough intuition
captured in geographic separation and rough “developmental

distance” of languages. Provided that the baseline method behaves
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intuitively, the hyperbolic technique will be tested as to whether it
produces results comparable to the covariance-based (i.e., baseline)

technique.

Distances on Tree (by number of edges)

d(IT,FR) =5
d(IT,PO)=5
d(IT, SP)=5
d(FR, PO) =4
d(FR, SP)=4
d(PO, SP)=2

i

Figure 6.1.1: A family tree visualizing the historical development of Romance
languages, annotated to show languages’ distances from one another [4].

6.1.2 INTERSPEAKER INTERPOLATION

The two techniques for representing the Romance language data can
also interpret speakers as points in some space and interpolate
between them. While the covariance-based technique interpolates
between the spectrograms corresponding to two different speakers’
pronunciations of a given digit, the hyperbolic method interpolates
between the embeddings of these spectrograms in the Poincaré disk.
This means that the two techniques’ interpolations are not directly
comparable, and that one set of interpolations must be represented in
the same space as the other to establish a valid comparison.

To do so, we embed the covariance-based interpolations between

two speakers in a Poincaré disk. Given that a Poincaré disk embeds
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the spectrograms for all speakers in the dataset saying a given digit,
the covariance-based interpolated spectrograms are embedded
alongside the rest of the data as if they were also speakers of the given
digit. Having done so, the hyperbolic interpolations are then assessed
for their correspondence to the covariance-based interpolations. This
correspondence (or lack thereof) will indicate how well the hyperbolic

environment captures the interrelation between two speakers.

6.2 QUALITY METRICS

6.2.1 Qrocar. AND Qgropar, SCORES (LEE AND VERLEYSEN)

We use the Qiocal and Qgionar scores developed by Lee and Verleysen
[13] to evaluate the quality of the Poincaré embeddings in our
experiments. The Qocal and Qglobal scores range from 0 to 1, where
greater scores correspond to more accurate representation by the
embedding of the dataset’s respective local and global structures —

i.e., “the preservation of small and large neighborhoods” [13].

6.2.2 INTERPSCORE

Let n be the number of interpolated points between two points u and
V in the Poincaré disk (excluding these endpoints themselves from the
count). These interpolations are characterized by a vector of
covariance-based interpolations Po = (pi,, ..., Pn.) and a vector of
hyperbolic interpolations Py = (piy, ..., Pny), Where each p; . ., can
be reasoned about within the same Poincaré disk and the
interpolations can thus be compared element-wise. The following
measures the correspondence between a hyperbolic interpolation and

its covariance-based baseline:
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Definition 6.2.1 (InterpScore)

S0 dy (Peli), Pyli])?
dy (4, v)

InterpScore (4, V) = —

For a given pair of covariance-based and hyperbolic interpolations, the
InterpScore could take on any value in the range (—o0,0), where a
higher score in this range corresponds to better correspondence
between the two interpolations. The InterpScore selects for
interpolations with minimal total distance between pairs of
interpolated points (i.e., minimal distance between the nth points in
Pc and Py respectively). This measure will aid in Chapter 7.2’s
analysis, which defines groups of good, bad, and average interpolation

pairs.

6.3 PicoLl ET AL.: A COVARIANCE-BASED APPROACH

Below are descriptions of the covariance-based methods for language
space reconstruction and interspeaker interpolation that will be
studied as a baseline with respect to the proposed hyperbolic
methods. These methods serve as a baseline because unlike the
hyperbolic methods — which learn representations of spectrograms
from the structure of the dataset — they reason directly about
spectrograms and covariance structures themselves. Frequency
covariance structures have already been found to broadly characterize
their respective languages [5, 15, 16], and Pigoli et al. [16] supply a
geodesic which interrelates spectrograms with respect to time and
frequency covariance structures (see Chapter 6.3.2). In other words,
there already exists evidence for the efficacy of covariance-based
language spaces and interpolations on this data, making it a suitable
baseline for evaluating hyperbolic geometry’s performance on each of
the two tasks.
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6.3.1 LANGUAGE SPACE RECONSTRUCTION

Pigoli et al. note that “the covariance structure between the
intensities at different frequencies [for a given language]... can be
considered as a summary of what a language ‘sounds like’ ” [16]. One
may thus consider the frequency covariance structures (Definition
5.0.5) as individual points that broadly characterize the “sound” of
their respective languages [5, 15, 16]. The covariance structures’
relative distances to one another —i.e., the Procrustes distance
between each (Definition 3.1.1) — should then reflect the
corresponding languages’ relative proximities. So, we construct a
covariance-based language space where points x;, x;,... are
language-wise frequency covariance structures, and the distance
between these points dp (.,.) is the Procrustes distance between the

language-wise covariance structures.

6.3.2 INTERSPEAKER INTERPOLATION

In addition to the terms defined in Chapter 5, Pigoli et al. define the
following for purposes of interspeaker interpolation (D. Pigoli,

personal communication, February 9, 2024):

U{t,w}a s 7‘/{11;,1,0} = SVD (CL{Z)’}[Q})

Puwy = U} Vi

. L\ N L\
Yitwy = (O{t,w}> +w (O{t,w}) - (O{t,w}> Pri.wy

—1 —1
Z{Ll,LQ} — ((Ct{Ll,LQ})l/Z) Rz{kLhLQ} ((C{ELI,LZ})l/Q)

so that the interpolation at x € [0, 1] is defined as follows, where k;

and k5 represent the two speakers between whom we're interpolating

(D. Pigoli, personal communication, February 9, 2024):
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Definition 6.3.1 (Covariance-Based Interspeaker Interpolation)

Shzi (@) = () (0= 2) 29+ wzh) ) (VYD) 4+ (1= 2) SP + 2SF)

ikl *)Z'kz

. L1—>L2
We emphasize here that S;;} 757

R™*«_ Note that Pigoli et al. do not define this interpolation method

explicitly in “The statistical analysis of acoustic phonetic data” [16].

(z) for any =z is itself a spectrogram in

Instead, the method was reconstructed from the implementation of
interspeaker interpolations in the paper’s corresponding codebase,
generously provided to us by Dr. Davide Pigoli himself. The code was
further prepared with generative Al for use in our pipeline; see the

Use of Generative Al section for more details.

6.4 POINCARE Disks: OUR APPROACH

6.4.1 LANGUAGE SPACE RECONSTRUCTION

The following algorithm constructs a language space from digit-wise
Poincaré disks. First define w; for i € {1,...,10} as the Poincaré disks
for the digits 1 through 10; that is, the disks containing embeddings
for all pronunciations of a given digit across all languages in the
dataset. Define cF as the hyperbolic centroid of points in language L
in disk w;, and w; as the disk containing only the hyperbolic centroids
¢k for each language. Likewise, w (6) is the disk resulting from
rotating all points in w; by 0 radians [1]. Then define the function fj
to return the amount by which disk w} should be rotated to minimize
the sum of the squared Poincare distances between its and w;’s like
language centroids (i.e., between each disk’s French centroid, each

disk’s Ttalian centroid, etc.), recalling that dj, is the distance metric
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associated with the Poincaré disk (see Definition 3.2.1):

0€[0,2m)

fo (wé,w}) = arg min {Z d;, (ciL, CJL (9))2}
L

This minimization of the distance between hyperbolic centroids ¢

and CJL over a Poincaré disk is enabled by the Pymanopt library [21].
For each of the Poincaré disks w;, define ¢; as the average

hyperbolic distance between the origin and the disk’s language

centroids, where n is the number of languages in the dataset:
f= >, (0.)
(2 n - V)

Define C' as the list of disks w; for ¢ € {1,...,10}, sorted in descending
order of ¢;. We initialize a as the first element of C, then remove this
first element of C' from C' itself; a is defined as the Poincaré disk
which will eventually contain the embeddings for the centroids of all

digits across all languages. The algorithm then proceeds as follows:

Algorithm 1 PoincaréLanguageSpace

while C' is not empty do

w; < first element of C'

0; < fo(a,wy)

a <+ aUw,(6;)

recalculate a’s centroids to reflect the addition of wj (6;)
end while
return a

6.4.2 INTERSPEAKER INTERPOLATION

Interspeaker interpolation in the hyperbolic setting is relatively

simple. Since such interpolation takes place between two speakers’
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pronunciations of the same digit in their respective languages, any
two points between which we interpolate will be embedded in the
same Poincaré disk. Thus, finding hyperbolic interspeaker
interpolations is equivalent to interpolating along the hyperbolic
geodesic between the two speakers’ respective embeddings in the
relevant disk; we do so with the Poincaré disk interpolation code in
Klimovskaia et al.’s GitHub repository [12] (see Algorithm 3).
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Results

7.1 LANGUAGE SPACE RECONSTRUCTION

As is visible in Figure 7.1.1, the covariance-based language space
aligns roughly with the geographic distances between each language’s
area of origin. For example, the shortest interlanguage distances in
this space tend to be between Iberian languages (Portuguese and the
two varieties of Spanish), which corresponds to Spain’s proximity to
Portugal and vice versa. This is not always the case, however: the
distance between Portuguese and French, for instance, is less than the
distance between Portuguese and Iberian Spanish, which is not
intuitive. Additionally, American Spanish is closer to French and

Portuguese than it is to Iberian Spanish, which is odd since they're
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Figure 7.1.1: Procrustes distances between each language's covariance opera-
tors and those of other languages in the dataset.
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variations of the same language. Even so, other broad patterns make
sense geographically, such as Italian’s being uniformly the furthest
from other languages, perhaps owing to its geographic separation from
France, Portugal, and Spain by the Mediterranean Sea and the Alps.

The covariance-based language space also roughly aligns with the
language space of the Romance family tree in Figure 6.1.1. Both of
these spaces represent Italian as uniformly the furthest language from
all others. Similarly, each space represents French as closer to the
Iberian languages than it is to Italian. The language space in Figure
6.1.1 also represents the Iberian languages as being the closest of all.
Indeed, the two closest languages in the covariance-based language
space are Portuguese and (American) Spanish, though the proximity
of French to the Iberian languages in the covariance-based setting
makes the correspondence between these two language spaces inexact.

That some correspondence thus exists between the covariance-based
language space and 1.) actual geographic distances and 2.) a language
space based on the languages’ rough developmental history is perhaps
unsurprising provided the discussion of frequency covariance
structures’ efficacy in Chapter 6.3. Given this correspondence, the
hyperbolic language space will be directly compared to the
covariance-based language space. This allows us to assess not only
whether the hyperbolic language space conforms to our geographic
and historical intuition for what a Romance language space ought to
look like, but also the extent to which it mirrors a
quantitatively-defined language space that simply encodes a basic
(albeit seemingly powerful) proxy for “linguistic distance” in the
distance between frequency covariance structures.

Careful tuning of k& (see Chapter 3.2.1) produces language spaces

that correspond to our geographic and developmental intuition for
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Aligned embeddings; k=6
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Figure 7.1.2: Poincaré language space visualization for &k = 6. The larger,
translucent circles represent the hyperbolic centroids of language clusters.
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“Romance language space” as well as mirror the qualities of the
covariance-based language space (e.g., k = 6, depicted in Figures 7.1.2
and 7.1.3). With the exception of Iberian Spanish being somewhat
further from French than Italian, the relative distances in the k =6
space broadly conform to — and even improve upon — the
covariance-based language space by corresponding quite closely to the
intuitive language spaces that reference developmental history and
geography. The closest two languages are American and Iberian
Spanish, the Iberian languages are mostly closer to French than
Italian, and Italian is (minus the Iberian Spanish exception) the
furthest from any given language. For other values of k, the language
space shows subpar correspondence to geographic distances,
developmental distances, and/or the covariance-based language space.
In the & = 9 case (depicted in Figures B.0.1 and B.0.2), for instance,
all three Iberian languages are closer to Italian than French — a serious
departure from the intuitive (i.e., geographic and developmental) and
covariance-based language spaces described previously.

Thus — even with relatively few, potentially noisy data points and a
simple aggregation method (see Algorithm 1) — the hyperbolic
methods can render successful, directly visualizable language spaces.
While this thesis does not test the visualization capacity of other
dimensionality reduction methods, the ability for Poincaré
embeddings to directly visualize language space (and interspeaker
interpolation) is an improvement on the covariance-based methods.
And though even subpar hyperbolic language spaces may contain
promising elements (see the clustering together of Iberian languages in
Figure B.0.1), it remains to be seen whether there is some increased
amount of data, more advanced aggregation mechanism, &k value, or
combination thereof that yields consistently high-quality hyperbolic

language spaces.
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7.2 INTERSPEAKER INTERPOLATION

Distribution of interpolation scores
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Figure 7.2.1: The distribution of interpolation scores across 200 random tri-
als.

This experiment generates 200 random interpolations between
speakers to be analyzed. For each of the digits one through ten, 20
random pairs of speakers from distinct languages are chosen (i.e., no
pair will contain two speakers from the same language). For each
random pair, covariance-based interpolations are generated between
the speakers using the technique described in Chapter 6.3.2. Since

these covariance-based interpolations are themselves spectrograms
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Figure 7.2.2: A selection of high-scoring (Group A) interpolations.
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Poincare embeddings for digit 4; k=7 Poincare embeddings for digit 10; k=7
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representing a pronunciation “in between” the two speakers’
pronunciations of the digit in question, we can embed the
interpolations in the same Poincaré disk as all other pronunciations of
this digit in the dataset, where each disk is constructed with k£ = 7.
We then mark these embedded covariance interpolations such that we
can easily compare them to the hyperbolic geodesic between the two
speakers in the Poincaré disk. (The points along this hyperbolic
geodesic are not actual embeddings, but rather points superimposed
on the disk for the sake of visual comparison.)

Some exploration and cleaning is in order before evaluating the
interpolation data. Figure 7.2.1 represents the raw score distribution
across all 200 random interpolations. As expressed in Chapter 6.1.2,
greater scores represent covariance-based/hyperbolic interpolation
pairs that correspond more closely to one another. After trimming the
outliers off of this data such that only interpolations scored between
-4 and 0 are included, the mean and standard deviation of the scores
is -1.103 and 0.824 respectively, indicating that the distribution skews
heavily toward higher (i.e., better) scores. Outliers along the tail of
the distribution were excluded because this analysis eventually
assesses the characteristics of the lowest-scoring interpolations.
Including such outliers that are inconsistent with the rest of the score
distribution would increase the variance of the scores — and thus,
perhaps, the characteristics — of the interpolations in this low-scoring
group, potentially making it more difficult to generalize the
characteristics of low-scoring interpolations. Additionally, the disks’
Qlocal and Qgiobar SCOTEs (see Section 6.2.1) averaged 0.563 and 0.785
respectively, with respective standard deviations of 0.063 and 0.050.

As objects for further analysis, three subgroups of these
interpolations are created using the scoring mechanism devised in
Section 6.1.2: 1.) Group A, where each interpolation scores higher
than -0.3 (18 disks; see Figure 7.2.2), 2.) Group C, where each
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interpolation scores lower than -2.4 (18 disks; see Figure 7.2.3), and
3.) Group B, where each interpolation scores between -1.25 and -0.95
— i.e., around the mean (19 disks; see Figure 7.2.4). (While a selection
of each is presented here, the remaining interpolations are viewable
via the thesis’s GitHub repository.) The remainder of this chapter is a
qualitative evaluation of these three interpolation groups, where the
covariance-based interpolation in each disk serves as a baseline. That
is, we’ll be assessing whether a hyperbolic geodesic between two
pronunciations can model the path of interpolated spectrograms
generated with respect to languages’ covariance structures. Such
correspondence between the hyperbolic and covariance-based
interpolations would suggest hyperbolic space is suitable for
representing this dataset, since the Poincaré disk would be preserving
the shortest path explicitly derived in the space of spectrograms.

Generally speaking, the hyperbolic interpolations in Group A trace
approximately the same path in the disk as the embedded
covariance-based interpolations. This correspondence suggests that
even with a relatively small and potentially noisy Romance language
dataset, the relationships between speakers can be modeled quite
accurately with hyperbolic methods. Notably, the Group A
interpolations do not involve any Italian speakers. While this could be
a fluke, it may instead be related to the relatively large distance seen
across multiple language spaces between Italian and other languages
— this is speculative, however.

The Group C interpolations score the worst, but many of them
diverge from their counterparts in the same way: while a hyperbolic
interpolation might form an arc that opens outward toward the
boundary of the disk, the covariance-based interpolation arc would
open inward toward the center of the disk (hereafter called
“bubbling”). What results is a pair of interpolations which are closer

together near their endpoints than they are in the middle, as if one
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were a rough reflection of the other about the axis running through
the endpoints. While the precise cause of bubbling is unclear, one
might speculate that it relates to a quirk of the kNN graph underlying
the embeddings. For instance, an embedded covariance-based
interpolation might otherwise lie closer to the hyperbolic interpolation
if not for a mass of points that is a.) near the hyperbolic geodesic and
b.) dissimilar to the covariance-based interpolation. These
covariance-based interpolations would thus be collectively repelled
outward from the mass of dissimilar points, particularly those in the
middle of the interpolation which are least similar to either of the
interpolation’s endpoints, thereby creating the bubbling effect. Again,
this hypothesis is speculative.

Representing the average interpolations in our random trial, Group
B sees a mix of the phenomena described above. While some (perhaps
milder) bubbling does occur, other examples exist in Group B in
which the hyperbolic geodesic traces the covariance-based

interpolations quite closely.
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Conclusion

This thesis contributes on several levels to the preparation and
analysis of Romance language pronunciation data. It consists of
Python code for the standardized preprocessing of the sound files,
their rendering as spectrograms, and their storage. It also contributes
a Python implementation of preexisting analysis from Pigoli et al.
[16], which itself serves as a baseline for the thesis’s proposed
hyperbolic methods. Our primary contribution is a method which
analyzes the pronunciation data in a hyperbolic setting, investigating
the possibility that the Romances languages’ hierarchical structure is
conducive to representation via Poincaré disks. The experiments
demonstrate that with appropriate hyperparameter tuning, the
hyperbolic methods can adequately represent the pronunciation data

in the context of both language and speaker spaces. That is, the best
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hyperbolic language space rivals — and, in some senses, even improves
upon — the baseline determined via the covariance-based methods, as
well as corresponds to intuitive proxies for language space such as
geographic and developmental distance. As for speaker space, the
hyperbolic setting is capable of accurately modeling the interpolations
between two speakers as compared to the embedded covariance-based
interpolations used as a baseline. While interpolation quality does
vary (see Figure 7.2.1), the distribution skews toward stronger
interpolation scores.

Limitations exist to the efficacy of these methods and the
experiments used to evaluate them. For one, the dataset (consisting of
272 recordings from 30 distinct speakers) is relatively small. As such,
the extent to which aggregations over this data (e.g., covariance
structures) can characterize entire languages is perhaps limited.
Similarly, aggregating over a relatively small number of distinct
speakers per language increases the potential for speaker-specific
idiosyncrasies to unduly influence the characterization of an entire
language. Also, though the recordings were filtered both manually
and programmatically for audio quality, noisy recordings could blur
aspects of the analysis. What’s more, the Poincaré disk aggregation
mechanism used for hyperbolic language space reconstruction (see
Algorithm 1) — while functional — could very well be improved (as will
be discussed below).

Several pathways for further research on this topic exist, whether to
address the above limitations or otherwise. First, one might devise
further experiments that target the language reconstruction
capabilities (see Bouchard-Cété et al. [6]) of the hyperbolic setting.
This is because a.) the space is known to represent
hierarchically-structured data well and therefore could be fruitfully
applied to linguistic “family tree” reconstruction, and b.) the

experiments in this thesis do not target this capacity explicitly. Also,
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the quality metrics proposed by Lee and Verleysen (see Chapter 6.2.1)
could be used to inform an optimal choice of hyperparameters in
producing hyperbolic language spaces and environments for
interspeaker interpolation — e.g., k and ¢ in the construction of kNN
graphs (see Chapter 3.2.1) — as opposed to simply judging optimality
by inspection [13]. Other hyperparameters subject to potential tuning
in the future include the degree of the polyfit function referenced in
Chapter 4, just as the smoothing mechanism described in this chapter
may be improved. What’s more, Poincaré disks could be compared to
other dimensionality reduction techniques like principal components
analysis on the task of representing the Romance language data.
Testing other techniques compared to the covariance-based approach
derived from Pigoli et al. could aid in distinguishing hyperbolic space
as a uniquely suitable environment for this data — or, if no difference
in performance is identified, put this hypothesized distinction to rest.
Other dimensionality reduction techniques could even be applied to
the spectrogram data prior to structuring it as a kNN graph for
representation via Poincaré disks. Future efforts may also attempt
multiple interspeaker interpolations per disk and/or replace direct
embedding of spectrograms with some other technique. For instance,
a feature vector of some sort may be constructed for each spectrogram
which is then embedded in the disk; depending on the vectors’
construction, this technique may capture relevant linguistic features
for each pronunciation while abstracting away digit differences,
potentially allowing for all pronunciations to be embedded directly in
the same disk and obviating the need for an aggregation mechanism.
Should the need remain for an aggregation mechanism over Poincaré
disks, though, one might investigate how the current mechanism
(Algorithm 1) could be improved and what effects the improvement
has on language space representation. In particular, Algorithm 1

rotates one Poincaré disk at a time such that the loss between it and
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an “accumulator disk” a is minimized, then absorbs this rotated disk
into the accumulator. One approach might rotate all 10 Poincaré
disks at once with respect to one another such that the pairwise
distances between each language’s 10 centroids is minimized.
Additionally, deeper research into factors like historical trade routes
could further substantiate the geographic intuition for Romance
language space. And of course, incorporating more recordings with
minimal noise in future iterations of this research could address the
above concerns regarding dataset size and quality.

Importantly, the methods discussed in this thesis are not solely
applicable to Romance languages — or human language more
generally, for that matter. As such, another avenue for future research
concerning these methods could be their application to animal
communication, particularly species whose vocalizations are subject to
geographic variation. While, for instance, call similarity and
geographic proximity are apparently uncorrelated among killer whale
populations [11], language space construction and interpolation
between “speakers” may nonetheless be interesting in this context.
For instance, multiple language spaces through time characterizing
subpopulations of the same species could illustrate the acoustic
repercussions of ecological and/or behavioral shifts that different

subpopulations experience.

48



Hyperbolic Interpolation Algorithm

(Klimovskaia et al.)

Generative Al was used to produce the pseudocode below — see the

Use of Generative Al section for more details.

Algorithm 2 GeodesicParameters

function GEODESICPARAMETERS(u, v)
nu < u[0)? + u[1]?

1:
2
3 nv + v[0]* + v[1]?

4: a u[l] xnv—v[l] xnutu[l]—v[1]
)

6

T

u[0] X v[1]—u[1] X v[0]
v[0] x nu—u[0] xnv+v[0]—u[0]

b <= ko[t —ai]xo[0]

: return a,b
end function

49



Algorithm 3 Poincarélnterpolation
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41:

function POINCARELINSPACE(u, v, n__points)

if sum(u2?) == 0 then > If u is (0,0)

« < linearly spaced values from u[0] to v[0] with n_ points
Initialize interpolated as array of size [n_ points, 2]
interpolated]:, 0] < x

if v[0] # 0 then

k < v[1]/v]0]
interpolated|:, 1] < k X interpolated|:, 0]
else
interpolated|:, 1] <— linearly spaced values from 0 to v[1] with n_ points
end if
else if sum(v?) == 0 then > If v is (0,0)

z + linearly spaced values from u[0] to v[0] with n_ points
Initialize interpolated as array of size [n_points, 2]
interpolated|:, 0] < z

if u[0] # 0 then

k < u[1]/u[0]
interpolated|:, 1] < k X interpolated|:, 0]
else
interpolated|:, 1] < linearly spaced values from 0 to u[l] with n_ points
end if
else > General case
(a, b) + GeodesicParameters(u, v) > See Algorithm 2

« < linearly spaced values from u[0] to v[0] with n_ points
Initialize interpolated as array of size [n_ points, 2]
interpolated|:, 0] < x
P4 a2/4+b2/4— 1
y1 < —b/2+ /T — (z + a/2)?
y2 < —b/2 — /T — (z + a/2)?
if max(x2 + y%) > 1 then
interpolated]:, 1] < y2
else if max(z? + y3) > 1 then
interpolated]:, 1] < y1
else if (mean(y1) < max(u[l],v[1])) and (mean(y1) > min(u[l],v[1])) then
interpolated]:, 1] < y1
else
interpolated|:, 1] + y2
end if
end if
return interpolated
end function
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Aligned embeddings; k=9
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Figure B.0.1: Poincaré language space visualization for & = 9. The larger,
translucent circles represent the hyperbolic centroids of language clusters.
This language space is suboptimal.
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These values correspond to a suboptimal language space.
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USE OF GENERATIVE Al

ChatGPT-3.5 saw two applications in the process of researching and
writing this thesis. In one case, the model translated a script written
in R (D. Pigoli, personal communication, February 9, 2024) into one
written in Python. With some minor tuning, the resulting Python
script was included in our analysis to generate covariance-based
interpolations as a baseline for hyperbolic interpolations.
Additionally, ChatGPT-3.5 was used to translate the hyperbolic
interpolation algorithm implemented by Klimovskaia et al. [12] from
Python into pseudocode rendered via BETEX, which is included in
Appendix A. T include this statement not only for the sake of
transparency vis-a-vis generative Al model outputs in our work, but
also because the model performed remarkably well on each task of
translating between programming languages. We found this capacity
to be very helpful, and reference it here in case it would be useful to

anyone reading this thesis.
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