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Abstract

The cloud is an integral part of our society, the basis and actuation of our world. Cloud network

evolves rapidly to provide better performance and more diverse functionalities for applications run-

ning in the cloud. Traditional software-implemented network functions and team assignments can

no longer drive the evolution, heterogeneity becomes the new enabler. Cloud network introduces

new domain-specific accelerators to improve network functions’ performance and assigns finer-

grained teams to design more, optimized network functions. However, heterogeneity brings over-

whelming information to the developers and reduces their productivity, especially in the developing

and troubleshooting phase: developers need expertise in every hardware and careful optimizations

to develop network functions with decent performance, they also need to understand other teams’

domain knowledge to send incidents to the correct team and resolve incidents in time.

We design and develop four high-level programs to replace the heterogeneity with uniform, sim-

ple, and flexible high-level abstractions. Developers directly interact with the abstractions and no

longer need to deal with the heterogeneity in hardware and teams. The program encodes the het-

erogeneity and uses efficient algorithms to bridge the gap between the high-level abstraction and

low-level details.
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For distributed programmable switch programming, we designed Lyra, which provides one-big-

pipeline programming interface and compiles high-level programs into low-level, runnable programs

for each programmable switch in the network. Lyra designs one language synthesizer and resource

model for each target and uses the SMT solver to propose a solution that fits within the resource

constraint and guarantees the program’s correctness.

We designed Vela for programming network functions on a programmable NIC accelerated host.

Vela introduces a target-specific performance model to estimate the processing throughput of a

code snippet installed on the programmable NIC and an efficient heuristic algorithm to search for a

program allocation plan that achieves the best overall performance.

We further extended the compiler to edge gateways settings where the programmable switch and

CPU co-exist in a single box to support edge applications and built Sirius. Sirius enriches the Lyra

language and allows the developers to define different function chains that different business traffics

visit. Sirius can summarize the chains into a monolithic program and synthesize proper traffic classi-

fiers to guarantee traffic isolation. Then, Sirius divides the synthesized program between switch and

CPU and inserts proper recirculations to maximize the overall throughput.

For troubleshooting, we identified routing incidents to the right team is crucial: the time-to-

diagnose can increase by 10x due to misroutings. So we designed Scouts, per-team gate-keepers

that route relevant incidents to their own team and route-away unrelated ones. Each Scout is main-

tained by each team and uses machine learning algorithms to make the binary judgment based on

the team’s domain knowledge and incident content.

Lyra, Sirius, and Scouts are developed in production cloud networks to improve developers’ pro-

iv
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ductivity. More specifically, Lyra and Sirius are deployed in Alibaba Cloud to compile gateway pro-

grams, optimize resource usage, and enrich error information provided by vendor compilers. Scouts

is deployed inMicrosoft Azure’s incident management system and serves as the gate-keeper for the

Physical Networking team. For incidents that might be related, the Scout provides its prediction

result and the reason.
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1
Introduction

The cloud is an integral part of our society: from searching for a cafe, to chatting with friends, to an-

alyzing large amounts of data for business insights, cloud offers accurate information, interconnects

people, and provides reliable computation resources. Cloud has been deployed in every walk of life

and ushered in revolutions. Applications such as big-data analytics, machine learning, database,

cloud storage, and cloud gaming have made a dramatic impact on how we work, live, and entertain
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ourselves.

In return, such integration also forces the cloud to evolve continuously. Applications running in

the cloud process large amounts of data in increasingly distributed settings and run complex queries

with strong performance and reliability requirements. These applications drive the network to

evolve in two dimensions: performance and functionality. On the one hand, the network is forced

to deliver large volumes of traffic with higher throughput, lower latency, and higher reliability. On

the other hand, it needs to provide more diverse functionalities to support more applications. The

cloud network not only routes traffic to interconnect all the servers in the cloud, but also provides

diverse functions such as security, monitoring, virtualization, quality of service, load balancing, etc.

These functions themselves are also evolving to provide higher performance and more sophisticated

features.

Since Moore’s law cannot carry us any further, heterogeneity is the next key evolution enabler.

Over the years, cloud network becomes more heterogeneous to achieve both performance and effi-

ciency. For example, cloud introduces domain-specific accelerators (DSAs) for popular tasks, e.g.,

GPU/TPU97 for machine learning, programmable switch and NIC for network12 and storage20.

Also, on the management side, teams’ scope is becoming finer gained so that they can focus on spe-

cific applications for further optimizations.

The heterogeneity poses great pressure on developers. Developers design, develop, deploy, and

maintain each and every component in the cloud network. The heterogeneity complicates each

step, reduces developer’s productivity, and slows down the pace of evolution. More specifically, we

are interested in two aspects: development atop heterogeneous DSAs for network application and
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troubleshooting incidents in the cloud network across finer-grained team assignments. In the follow-

up sections, we explain the heterogeneity and how it reduces developer’s productivity in each aspect

and our solutions to overcome its side-effect.

1.1 Programming on Heterogeneous Hardware for

Network Applications

Network applications (such as firewall, load balancer, monitor, etc.) are fundamental and necessary

components in the cloud network. These network applications examine the traffic going in and out

of the cloud and guarantee the packets are delivered to their destinations correctly, safely, and with

high performance.

Traditionally, the network applications are implemented in software on the CPU. Since the net-

work bandwidth of each server has rapidly increased from 10Gbps to 400Gbps, CPUs, as we are

approaching to the end of Moore’s Law, are struggling to keep up. For example, Azure68 deploys

Generic Flow Tables (GFT) on the server to enforce policy and filtering on arriving packets. On

a VMwith 32Gbps bandwidth, a CPU-implemented version costs around 8 CPU cores to check

TCP connections at full bandwidth. Considering the bandwidth growth in the near future, DSAs

are starting to show their benefit.

Depending on their locations in the cloud network, DSAs for network applications fall into two

categories: (1) programmable switches (e.g. Intel Tofino14, Broadcom Trident-42) which sit in the
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network and provide with tens of Tbps switching capability in total and (2) programmable Network

Interface Cards (SmartNICs) (e.g. Netronome Agilio22, Pensando26) which connect the server to

the network and have 10 100 Gbps bandwidth. Their different performance expectations motivate

different architectures.

Programmable switches, due to their high switching capacity, usually choose a pipelined architec-

ture. Packets flow in one direction from the first stage to the last one. Each stage of the pipeline can

only perform few, paralleled, and restricted instructions (e.g. plus, minus, bit operations). Resources

(such as memory, ALUs) are limited within one stage and can rarely be shared between stages. They

usually have a all-or-nothing performance character: the switch can provide full switching capability

as long as the program can compile and be loaded into the switch.

SmartNICs, on the other hand, have looser performance requirements and allow more diverse de-

signs. There are roughly three architectures: (1) switch-like ASIC with pipelined architecture, such

as Pensando26, (2) multi-core architecture (e.g. Netronome22, BlueField24), which process packets

via a multi-core SoC such as ARM or RISC-based custom cores, (3) FPGA-based architecture, such

as Xilinx Alveo11. Compared with programmable switches, SmartNICs are more flexible and capa-

ble. For example, string operations are supported by many SmartNICs but hard to implement on

the programmable switch. However, SmartNIC cannot provide any performance guarantee, the

latter two architectures’ performance is affected by both the program running atop and the traffic

goes through the SmartNIC.

DSAs provide higher performance, more stability, and better isolation. Many research efforts126,145,95

have also shown that DSAs can offer overwhelming performance improvement over software-only
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implementations, such as network sequencer, load balancer, gateway programs, QoS services, key-

value store, consensus protocols, etc. The efficiency improvements of the DSAs can no longer

be ignored and major cloud companies are starting to deploy such DSAs in their own cloud net-

work12,20,68.

1.1.1 Heterogeneous Hardware is Hard to Program

Programming on heterogeneous hardware is challenging. Compared with server CPUs that are

dominated by x86 architecture, DSAs are fundamentally different from each other. The differences

come in three dimensions and they pose great challenges to developers.

Different languages. Different DSAs use different languages. For example, Tofino switch from In-

tel supports P4 language, Trident-4 switch from Broadcom uses NPL language, Netronome Agilio

SmartNIC supports both P4 andMicro-C language. These languages have different grammar and

even different programming models. P4 language, as an example, uses match-action table as the ba-

sic element. NPL, on the other hand, is similar to the C language but still introduces new grammar

such as parser_node, logical_table, etc. This means if a developer wants to offload one program to

both the Tofino and Trident-4 switch, she has to write the same program in two different languages.

Different architectures. The architecture also makes a huge difference. Because DSAs use hard-

ware rather than software to accelerate the computation, their programming interface is exposed as

an extension. For example, Tofino switches support atomic operations on registers, weighted ran-

dom early detection. Neither of them is described in the official P4 language specification. Also, dif-
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ferent architectures may require different programming paradigms. Alveo FPGANIC supports pro-

gramming via C/C++, but forces a pipeline paradigm: all the components run concurrently. This is

fundamentally different from the C language and procedure-oriented paradigm used by Netronome

SmartNIC. As a result, the developer has to understand each and every detail to program different

DSAs, even in the same language.

Different resources. Finally, DSA requires careful resource planning. One element in a DSA pro-

gram is often mapped to hardware resources in the DSA directly. For example, in Tofino switch, an

SRAMmemory region is dedicated to, at most, one lookup table; it can never be shared. This means

hardware resources limit the complexity of programs running atop. Naturally, DSAs with more re-

sources can fit larger programs. Compiler rejects programs that overuse hardware resources, which

forces the developer to understand the hardware details and plan resource usage carefully to fully

utilize the DSA.

To summarize, compared with programming CPU via high-level languages such as C, program-

ming heterogeneous hardware is still at an early stage. DSAs are powerful, efficient, and stable, but

require tremendous expertise to fully exploit their potential.
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1.2 Troubleshooting across Hetrogeogeneous Teams in

Cloud Network

As the network functions evolve, more manpower is involved to develop new features and optimize

their performance. When a function is sophisticated enough, developing and maintaining the func-

tion itself requires domain knowledge that other functions do not share. This domain knowledge

builds up the team boundary and splits the original team apart. For example, for security network

functions, Deep Packet Inspection (DPI) and Distributed Denial of Service (DDoS) Attack are dis-

tinct enough and usually maintained by two separate teams. When DSAs are involved, software and

hardware implementation of the same network function can belong to separate teams since they

require different domain knowledge. For the same GFT example, its software implementation re-

quires more x86 architecture optimization experience, while the hardware implementation requires

more FPGA expertise. Microsoft Azure has tens of teams and sub-teams dedicated to network func-

tions. This number will increase as the evolution continues.

1.2.1 Heterogeneous teams slow down troubleshooting

At the scale of a cloud network, incidents are common. Incidents constitute unintended behaviors

that can potentially impact service availability and performance, and hence negatively impact the

customers. Every incident needs to be mitigated as quickly as possible, even if it has a limited impact

— prolonged investigations waste developers’ effort and reduce resilience to future failures.
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Solving the incident is important, yet finding the right team to solve it is even more crucial. When

incidents are mis-routed, i.e. sent to the wrong team, their time-to-diagnosis can increase by 10x.

But incident routing problem is challenging because cloud network is a complex distributed system

that is maintained by many teams together. From users outside the cloud to the applications run-

ning inside cloud, the connection might cross multiple network functions, such as firewalls, load

balancers, routing, or QoS. Any of the network functions may be responsible for connectivity is-

sues. Furthermore, one team’s service might be built atop another team; thus, when the latter team

experiences issues, the former team’s service is also affected, which adds more fuel to the fire.

Heterogeneous teams further complicate the incident routing problem. Because finer-grained

team assignment in cloud network is motivated by the evolution of network functions, which builds

up the team boundary, it creates more domain knowledge inside the team and in turn reduces the

familiarity of other teams.

This trend lures the developers to play the blame game: things worked fine before and nothing

has changed, so there must be something wrong with the other teams. Ultimately, the developers

do not have sufficient domain knowledge to make the correct judgment. Thus, incidents are mis-

routed and troubleshooting is delayed.

As we have seen, both in developing and troubleshooting, heterogeneity brings overwhelming

information to developers and reduces their productivity. When developers implement a design, the

heterogeneity in hardware forces them to understand the language, architecture, and resources of

each DSA to fully utilize its capability. As for troubleshooting, the heterogeneity in teams requires

developers to understand other teams’ domain knowledge to route incidents to the right team and
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resolve incidents in time. It is believed that there is a 10x opportunity in further improving the devel-

oper productivity to accelerate the cloud network’s evolution.

1.3 High Level Programs for Heterogeneous Cloud

Networks

Our solution to the above challenge is to replace heterogeneity with programs. The programs offer

uniform, high-level abstractions to the developers and handle the complexity underneath automat-

ically. Developers directly interact with abstraction and no longer need to worry about the hetero-

geneity at the low level. This approach reduces the information that developers handle, cuts off the

impact of heterogeneity, and increases the developer’s productivity.

1.3.1 Key Components

Three components are required in order to build such a high-level program.

Simple but declarative high-level abstraction. The abstraction directly interacts with the develop-

ers and is also the only one. It should provide all the necessary information and keep it minimum.

For programming, we need a high-level domain-specific language (DSL). The DSL should be ex-

pressive and provide the necessary instructions for the developers to describe the behavior of the

network functions. On the other hand, it should be simple and intuitive to hide hardware-specific

details from the developers. For example, the DSL should be event-driven since each arrived packet
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is an event, it also provides a grammar for describing headers in the packets, but it should remove the

restrictions such as a variable can only be changed once in an action in the P4 language. In terms of

troubleshooting, developers only care about whether another team is responsible for the incident,

but high-level abstraction answers this exact question and hides all the team’s domain knowledge.

Accurate low-level representation. The high-level abstraction should encode the low-level hetero-

geneity accurately. Since different elements, i.e. DSAs and teams can be different fundamentally,

the abstraction should model each element separately. For each DSA, the abstraction encodes its

programming language’s grammar, architecture, resource, and performance. For each team, the ab-

straction records the domain knowledge, such as the monitoring data used for diagnosing and the

devices the team is in charge of.

Efficient bridging algorithm. Finally, the program should design algorithms to bridge the gap

between the simple, uniform interface and heterogeneous low-level elements. On the programming

side, the algorithm sits in the compiler that compiles the high-level program into low-level target-

specific programs. The compiler guarantees the output programs are correct, compilable, and meet

the performance target if one exists. It should also be efficient since the search space is huge. As for

the troubleshooting, the bridging algorithm summarizes the team’s domain knowledge and judges

whether one team is responsible for the incident.
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1.3.2 High Level Language and Compiler for Heterogeneous

Programmable Cloud Networks

There are three programming targets, programmable switches, SmartNICs, and CPU. They have

diverse languages, resources, and performance characters. We chose three common setups (switch-

switch, SmartNIC-CPU, and switch-CPU), proposed languages to provide uniform programming

interfaces, and designed three compilers to find feasible and performant program allocation plans

and generate runnable programs on each target.

Lyra70: High Level Programming Language and Compiler for Heterogeneous Programmable

Switches. Lyra targets heterogeneous programmable switches setting in the cloud network. Lyra

offers an event-based one-big-pipeline high-level abstraction that allows the developers to use simple

statements to express the network functions efficiently. For each programmable switch, Lyra builds

one language synthesizer, encodes its resource constraint, and introduces algorithms to reduce re-

source usage. Lyra leverages the SMT solver to find a viable solution and compiles the high-level

program down to low-level, switch-specific programs while guaranteeing its correctness.

Vela: High Level Compiler for Host-side Network Functions. When we shift to the SmartNIC-

CPU setup, flexibility and performance character are the new challenges. In Vela, we added more

flexible instructions and a more modular abstraction atop the Lyra language. Since the SmartNIC’s

performance is not guaranteed, Vela takes Netronome SmartNIC as an example, studies its architec-

ture, and builds an accurate performance model. As for the compiling algorithm, Vela employs an
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efficient heuristic-based approach to find a partition plan in seconds.

Sirius: Arranging and Packing Diverse Network Function Chains into P4-Capable Edge Gate-

ways. On the edge cloud, companies such as Alibaba deploy programmable switch accelerated gate-

ways to support a large number of network functions for diverse businesses. In this switch-CPU

environment, network function arrangement is the new challenge. Different business traffics visit

different sets of network functions, but the programmable switch only accepts one program. To

meet hardware constraints, the developers have to merge multiple network function chains into a

single chain by reusing overlapping network functions, and then squeeze the resulting merged single

chain into the programmable ASIC. We, therefore, built a system, Sirius, that automatically synthe-

sizes network function arrangement plans based on the throughput requirement and the network

function chains to be offloaded as specified by the developers. Sirius adds the traffic-specific pipeline

atop Lyra language and introduces an efficient arranging algorithm to compose different function

chains into one. Furthermore, Sirius applies a partitioning algorithm to assign appropriate code

snippets to the CPU to maximize the overall throughput of the gateway.

1.3.3 High Level Incident Triage System for Heterogeneous Teams

The accumulated team’s domain knowledge builds up boundary between teams and slows down

incident triage in cloud networks. To remove such boundary, we built a high-level per-team Scout

that summarizes the team’s own character and provide an uniform binary interface for other teams

to accelerate the diagnose process.
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Scouts: Improve the Diagnosis Process Through Domain-customized Incident Routing Inci-

dent routing is critical for maintaining service level objectives in the cloud: the time-to-mitigation

can increase by 10x due to mis-routings. Properly routing incidents is challenging because of the

heterogeneous team assignments and their dependencies. It is hard for any one team or developer to

fully learn the complexity and route incident to the correct team. We propose a different approach

using per-team Scouts. Rather than building a single, monolithic predictor that sits atop all the

teams, we argue a piecewise solution based on a collection of per-team Scout is more useful. Each

teams’ Scout acts as its gate-keeper— it routes relevant incidents to the team and routes-away unre-

lated ones. It encodes each team’s domain knowledge through the team’s scope and monitoring data

and uses machine learning algorithms to make the binary judgment. Our PhyNet Scout alone—

currently deployed in production— reduces the time-to-mitigation of 65% of mis-routed incidents

in our dataset.
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2
Lyra: A Cross-Platform Language and

Compiler for Data Plane Programming on

Heterogeneous ASICs
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Programmable data plane has been moving towards deployments in data centers as mainstream

vendors of switching ASICs enable programmability in their newly launched products, such as

Broadcom’s Trident-4, Intel/Barefoot’s Tofino, and Cisco’s Silicon One. However, current data

plane programs are written in low-level, chip-specific languages (e.g., P4 and NPL) and thus tightly

coupled to the chip-specific architecture. As a result, it is arduous and error-prone to develop, main-

tain, and composite data plane programs in production networks. We built Lyra, a cross-platform,

high-level language & compiler system that aids the programmers in programming data planes effi-

ciently. Lyra offers a one-big-pipeline abstraction that allows programmers to use simple statements

to express their intent, without laboriously taking care of the details in hardware; Lyra also proposes

a set of synthesis and optimization techniques to automatically compile this “big-pipeline” program

into multiple pieces of runnable chip-specific code that can be launched directly on the individual

programmable switches of the target network. Furthermore, evaluation results show Lyra uses up to

87.5% fewer resources and up to 78% fewer lines of code than human-written programs.

2.1 Introduction

“C language lets you get close to the machine, without getting tied up in the machine.”

—Dr. Brian Kernighan

Programmable network devices have gained significant traction in the networking community, as

a result of their powerful capability allowing network programmers to customize the algorithms di-
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rectly in the data plane and thus operate packets at the line rate. People have shown the tremendous

benefits brought by the flexibility of programmable network devices148, e.g., load balancing100,39,122,

network monitoring4,130,81, consistency algorithms112,94, in-network caching95 and congestion

control114. Currently, a growing number of programmable switching ASICs (application-specific

integrated circuits) are being commercialized by mainstream chip vendors. For example, Broadcom

launched Trident-4 and Jericho-2 which are programmable by NPL2, whereas Intel/Barefoot’s

Tofino14 and Cisco’s Silicon One7 support P4 programming51.

Despite the bloom of programmable network devices and programming languages, the founda-

tion of network programming on data plane is still at an early stage—network programmers are still

using chip-specific languages and manually take care of numerous details with hardware features,

hardware capacities, and network environments when developing data plane algorithms, compara-

bly similar to the era when software engineers use assembly languages to write software on CPUs

(central processing units). As a result, the manageability of data plane programs is still unready for

large scale deployments and operations.

Specifically, there are three major problems faced by network programmers nowadays with chip-

specific languages.

Portability. First of all, current data plane programs have poor portability because they are tightly

coupled with specific ASICmodels from specific vendors. For instance, even for the same vendor,

a program running on Barefoot Tofino 32Q does not necessarily run automatically on Tofino 64Q

due to the varying numbers of march-action units and different memory resources; not to mention
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the migration from Barefoot Tofino to Broadcom Trident-4 which has totally different pipeline

design and chip-specific language. Therefore, network programmers are required to be not only pro-

ficient in all the languages involved, but also knowledgeable about the various pipeline architectures

and resource constraints of the different programmable ASICs.

Extensibility. Second, low-level languages focus on programming individual ASICs, while there

are data plane programs that require to execute on multiple ASICs in a distributed way. For exam-

ple, INT (in-band network telemetry)4 has different roles for ingress, transit, and egress switches;

middle-boxes, e.g., load balancer (LB)122, can also collectively use table resources in multiple switches

for accommodating large-scale workloads. However, nowadays, network programmers have to indi-

vidually program each switch’s data plane with its own low-level chip language because a high-level,

network-wide abstraction for the data plane programming does not currently exist yet.

Composition. Last but not least, a practical deployment of programmable data plane must have

multiple programs enabled. For instance, a data center network might want both INT, LB, and

scheduler co-existed in the data plane. One particular combination of programs can lead to a com-

plete restructure of each individual program and their deployment arrangements because of the con-

siderations on the details of switch capability, network topology, and so forth. The whole process is

arduous and error-prone.

We believe the fundamental reason for the above problems in the state-of-the-art data plane pro-

gramming is the lack of a high-level language. In this paper, we present Lyra—a language & com-

piler system for programmable data center networks (DCNs)—that facilitates data plane programs
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to achieve portability, extensibility, and composition simultaneously.* Lyra language offers a one-

big-pipeline abstraction to network programmers, and the latter can flexibly express the logic of their

programs in a chip-neutral and target-agnostic way; Lyra compiler compiles the Lyra program into

multiple pieces of runnable chip-specific code that can be launched directly on the programmable

switches of the target network, eliminating the need for engineer proficiency in any chip-specific

architectures and languages involved.

Lyra language. Different from the existing high-level abstractions on control plane programming

that focuses on packet forwarding43,69,125,120,41, Lyra’s goal is to provide a high-level abstraction

for data plane programming to express packet processing logics, such as packet header write and

arithmetic operations.

Lyra language offers a one-big-pipeline programming abstraction that is simple and expressive

for directly describing how packets with different characters will be processed along a chain of algo-

rithms. Each algorithm is a tree-like procedure that defines the packet processing logics with if-else

statements and simple read, write and arithmetic operations to packets. With this language, network

programmers can directly express packet process procedures without worrying about how the un-

derneath switches realize the logics, e.g., using multiple tables to implement an if-else statement or

using one table to implement multiple if-else statements.

Lyra language also offers a critical ability to specify an algorithm scope that explicitly defines the

scope of candidate switches an algorithm to be deployed into. For example, network programmers

*We focus on programmable DCNs in this work, but we believe Lyra is easily extendable to more scenar-
ios such as programmable WANs.
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may wish to deploy a stateful load balancer merely on ToR (top-of-rack) switches. This feature pro-

vides an essential ability for programmers to guide the final compilation and deployments with high-

level intents.

Lyra compiler. The core task of the Lyra compiler is to combine the high-level Lyra program, algo-

rithm scopes, network topology, and the low-level details of ASICs to generate correct and runnable

chip-specific code in the target network.

Different from prior works169,43,96 that focus on resource allocations with integer linear program-

ming (ILP), Lyra faces more complex scenarios due to conditional feature constraints, which cannot

be encoded with ILP, under the heterogeneity of ASICs. For instance, if the address resolution pro-

tocol learning function is deployed on an NPL/Trident-4 switch, we only need one table for lookup,

but the P4/Tofino switch requires more than two tables.

The key methodology of the Lyra compiler is to encode all logics and constraints into an SMT

(satisfiability modulo theories) problem and use an SMT solver to find the best implementation and

deployment strategy of a given Lyra program in the target network. Lyra takes three steps to achieve

this goal. First, Lyra translates the Lyra program into a context-aware intermediate representation

(or context-aware IR), with important context information such as instruction dependency and

deployment constraints. Second, Lyra synthesizes conditional language-specific implementations

for each algorithm based on its context-aware IR. Lyra puts the synthesized conditional language-

specific implementations into the corresponding switches, and uses a logical formula to restrict that

there will be only one implementation exist of each algorithm in the final solution. We design effec-
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Figure 2.1: Motivating example. The network programmers deploy INT across the entire network, and stateful load
balancer on Agg 3, Agg 4, ToR 3 and ToR 4.

tive algorithms to solve the major challenge at this step, which is the generation of language-specific

tables and their actions based on the dependencies of statements written in Lyra language (§2.5.2

and §2.5.3). Finally, Lyra constructs an SMT formula that encodes all resource and placement con-

straints to decide the chip-specific implementation and placement of all algorithms simultaneously.

If an algorithm cannot be placed into a single switch due to a lack of enough resources, Lyra can

split it into smaller ones and put them into multiple switches. The major challenge here is to under-

stand the resource allocation behaviors of different ASICs and encode them into the SMT formula

(§2.5.4-§2.6.1).

Evaluation. We have built Lyra and evaluated its effectiveness on a variety of real-world programs.

Lyra not only generated runnable real-world programs (in both P4 and NPL), but also used up to

87.5% fewer hardware resources and up to 78% fewer lines of code than human-written programs.

2.2 Overview

As the major switch vendors, e.g., Broadcom, Cisco, Intel/Barefoot, etc., embrace programmable

data plane with their new mainstream ASIC products for DCNs, the revolution towards pro-
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grammable DCNs has already started.

However, despite that programmability on data plane offers programmers tremendous opportu-

nities to customize network features or offload computations to networks, one crucial requirement

to deploy and operate a programmable DCN is how to maintain the manageability at least on the

same level as current DCNs. Without meeting this need, the adoption of programmable DCN

would significantly slow down or even never happen in the worst case.

As one of the largest global service providers, Alibaba is already focusing on the challenge to de-

velop, maintain, and composite data plane programs in realistic DCNs with heterogeneous ASICs.

In fact, DCNs are always heterogeneous in switch vendors and ASIC types for two reasons. First,

network operators need to prevent the “vendor lock-in” problem146? , so they intentionally use

different vendors in their networks and require the equipment from these vendors to be replaced

transparently to their management plane and applications. Second, different ASICs have distinctive

trade-offs among programmability, throughput, buffer size, and cost, due to the physical limitations

in chip manufacture. Different layers of DCNs, therefore, adopt different types of ASICs. For ex-

ample, ToR switches may use high-programmability ASICs (e.g., Barefoot Tofino and Broadcom

Trident-4) for near-server computation offloading, while core switches employ high-throughput but

less programmable ASICs, e.g., Broadcom Tomahawk.

2.2.1 Motivation

Similar to control plane software, data plane programs also need to be continuously upgraded for

bugs fixing or introductions of new features; Different data plane programs still have to co-exist
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inside one DCN, and each program should be added or deleted as well. Nonetheless, the current

practice of data plane programming with chip-specific languages can hardly achieve the above re-

quirements, especially under the heterogeneity of ASICs. Concretely, there are critical problems

resulting from low-level programming languages, as we will explain with a simplified but realistic

example.

Figure 2.1 shows an example for a programmable DCN that has five types of ASICs (ToR and

Agg layers are fully programmable) and two data plane programs.

(i) INT4: INT was originally proposed to collect and report network state by inserting the criti-

cal metadata in the packet header. As shown in Figure 2.1(b), given a packet p, each programmable

switch k on the path inserts a metadata to p’s header by computing egk(p)−ingk(p), where ingk(p) and

egk(p) denote the ingress time stamp and egress time stamp of p on k, respectively. In particular, INT

contains three algorithms: ingress INT, transit INT, and egress INT. Ingress INT identifies the

packets of interest, and inserts a probe header and the metadata (see ToRi in Figure 2.1(b)). Transit

INT only inserts the metadata. Egress INT inserts the metadata, and mirrors the received packet for

post analyzing. In our example, network programmers are required to deploy ingress and egress INT

on ToR switches, and deploy transit INT on aggregation switches.

(ii) Stateful L4 load balancer (LB)122: The L4 LBmaps the packets destined to a service with a

virtual IP (or VIP), to a set of servers holding the service with multiple destination IPs (or DIPs). In

Figure 2.1 example, network programmers are required to deploy the LB in the scope {Agg 3, Agg 4,

ToR 3, and ToR 4} to balance the traffic from core switches to servers S5-S8. A stateful L4 LB has

two tables, VIPTable and ConnTable, as shown in Figure 2.1(c). For a given connection’s packet

22



action enable_int() {
enable_int = 1;

}

table check_src_ip {
reads {ipv4.src_ip:exact;}
actions {enable_int;}
size: 1024;

}

table check_dst_ip {
reads {ipv4.dst_ip:exact;}
actions {enable_int;}
size: 1024;

}

control int {
apply(check_src_ip);
apply(check_dst_ip);

} // P4

logical_table check_ip {
table_type:hash;
min_size:1024;
max_size:1024;
keys { bit[32] ip; }
key_construct() {

if(_LOOKUP0)
ip = ipv4.src_ip;

if(_LOOKUP1)
ip = ipv4.dst_ip;

}
fields_assign() {

enable_int = 1;
}

}

program int {
check_ip.lookup(0);
check_ip.lookup(1);

} // NPL

Figure 2.2: Flow filter: P4 V.S. NPL.

c, if c’s VIP hits one of the items in ConnTable, c is directly forwarded to the corresponding DIP;

otherwise, the LB identifies the DIP pool based on c’s VIP in the VIPTable, and installs this ⟨VIP,

DIP⟩ pair to ConnTable. For example, in Figure 2.1(c), all the subsequent packets of the connection

matching ⟨1.1.1.1:1234, 2.0.0.1:80, TCP⟩ in ConnTable get forwarded to 10.0.0.2:20.

If network programmers develop, deploy and maintain the above two data plane programs with

P4 (on Tofino and Silicon One) and NPL (on Trident-4), three problems stem from the complexity

in both the languages and ASIC architecture.

Problem 1: Portability. It is hard to migrate a low-level program from one ASIC to another. In

Figure 2.1, initially, the network programmers develop ingress and egress INT programs in P4 on

ToR switches. Despite that all ToR switches support P4, network programmers have to develop

INT programs for each ASIC because Tofino-032Q, Tofino-064Q, and Silicon One have quite dif-
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Figure 2.3: Lyra workflow overview.

ferent pipeline architectures and resource constraints. For example, Tofino-064Q and Tofino-032Q

have 12 and 24 match-action units (MAUs)15 and different memory sizes respectively, causing

Tofino-032Q’s INT program in P4 that uses 18MAUs compiles unsuccessfully on Tofino-064Q,

let alone on Cisco’s Silicon One; so, per model tuning is a must. Even worse, in the aggregation layer,

the programmers rewrite the programs in NPL, because P4 and NPL have different language fea-

tures and ASIC architectures. For example, Figure 2.2 shows the clear difference between the two

languages in implementing the flow filter function of INT—P4 has to use two tables for matching

both source and destination IPs, while NPL uses one table with two lookups.

Problem 2: Extensibility. Low-level languages focus on how to program individual ASICs, but a

program is usually required to run on top of multiple ASICs in a distributed setting. In Figure 2.1

example, the programmers now need to deploy the stateful LB program on Agg 3, Agg 4, ToR 3,

and ToR 4. At the beginning, they only need to write an NPL program implementing ConnTable,
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Tc, and VIPTable, Tv, on both Agg 3 and Agg 4. As the number of traffic connections increases,

the programmers expand the size of Tc by modifying the NPL program. However, the newNPL

program compiles unsuccessfully because the total size of Tv and the expanded ConnTable T′
c ex-

ceeds the resource constraints of Trident-4 ASIC. The programmers, therefore, decide to move the

VIPTable from Agg 3 and Agg 4 to ToR 3 and ToR 4 by writing another P4 program for Tv. It

takes many hours for the programmers to make sure: (1) the P4 program compiles well on Silicon

One ASICs, and (2) ConnTable and VIPTable can work together across switches. As the number

of connections continues to grow, the programmers expand T′
c again to get a bigger ConnTable,

T′′
c , making T′′

c no longer fit in a Trident-4 ASIC. In this tough case, the programmers have to care-

fully split T′′
c into T′′

c1 and T′′
c2, and make sure T′′

c1 and T′′
c2 + Tv compilable on the corresponding

ASICs, while coordinating correctly. Obviously, the programmers spend a lot of effort and time in

the above depressing process.

Problem 3: Composition. It is non-trivial to make multiple low-level programs co-exist well in a

DCN. For example, in Figure 2.1, any particular combination of INT and LB programs may result

in a complete restructure of each program and its deployment arrangements. For example, once

the programmers move too many entries of ConnTable to the ToR switches, the programmay not

compile successfully because of not only VIPTable but also ingress and egress INT programs. As the

number of deployed programs increases, it would be much harder to find a “fittable” deployment.

Summary. The problems of portability, extensibility, and composition fundamentally undermine

the manageability of programmable DCNs, since network programmers will get trapped into end-
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less program reconstructions and numerous hardware details in daily operations. The root cause of

this dilemma is the direct use of low-level, chip-specific programming languages, since a high-level,

cross-platform, network-wide programming language is missing at present. This is our fundamental

motivation to build Lyra.

2.2.2 Overview of Lyra Program &Workflow

Lyra enables programmers to efficiently program data plane. For example, the network program-

mers can write a Lyra program shown in Figure 2.4 for the case in Figure 2.1. By taking in this pro-

gram, Lyra compiler generates eight pieces of chip-specific code that compile successfully on Agg 1-4

and ToR 1-4, while meeting the functional correctness specified by the input Lyra program.

Lyra’s workflow. Figure 4.4 presents Lyra’s workflow. First, Lyra takes as input: (1) a high-level

Lyra program, (2) an algorithm scope describing each algorithm’s placement, and (3) DCN topol-

ogy and configurations. Then, Lyra’s front-end generates a context-aware intermediate represen-

tation (or context-aware IR), with important information such as instruction dependency and de-

ployment constraints. Finally, Lyra’s back-end uses the context-aware IR to synthesize conditional

implementations for different languages (e.g., P4 and NPL), and encodes various constraints in the

form of SMT formula. We solve the formula to get a solution that can be translated into multiple

pieces of chip-specific code.

We present the details of Lyra language, Lyra’s front-end, and Lyra’s back-end, in §2.3, §2.4 and

§2.5, respectively.
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1 >HEADER:
2 header_type int_probe_hdr_t { // Define header type
3 bit[8] hop_count;
4 ...
5 }
6 packet in_pkt { fields { ... } }
7

8 >PIPELINES:
9 pipeline[INT]{int_in -> int_transit -> int_out};
10 pipeline[LB]{loadbalancer};
11

12 algorithm loadbalancer { // Define load balancer
13 load_balancing();
14 }
15 algorithm int_in { // Ingress INT
16 global bit[32][1024] packet_counter; // global variable
17 int_filtering();
18 if (int_enable) {
19 add_int_probe_header();
20 add_int_md_hdr();
21 }
22 }
23 algorithm int_transit { ... } // Transit INT
24 algorithm int_out { ... } // Engress INT
25

26 >FUNCTIONS:
27 func add_int_md_hdr() {
28 extern dict<bit[8] msg_type, bit[30] switch_id>[128]

↪→ add_int_md_hdr_filter;
29 if (int_probe_hdr.msg_type in add_int_md_hdr_filter) {
30 add_header(int_md_hdr);
31 int_md.queue_len = get_queue_len();
32 int_info(int_info);
33 ...
34 }
35 }
36 func load_balancing() {
37 extern dict<bit[32] hash,bit[32] ip>[1024] conn_table;
38 extern dict<bit[32] vip,bit[8] group>[1024] vip_table;
39 hash = crc32_hash(ipv4.srcAddr, ipv4.dstAddr, ipv4.protocol,

↪→ tcp.srcPort, tcp.dstPort);
40 if (hash in conn_table) {
41 ipv4.dstAddr = conn_table[hash];
42 }
43 ...
44 }
45 ...

Figure 2.4: Lyra program for our motivating example.
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2.3 Lyra Language

Lyra introduces a high-level abstraction for the network programmers to express their algorithms

without the hassle of low-level details. Figure 2.6 shows the grammar.

  

/* P4_14 Program */
action a_get_tmp() { 
  subtract(tmp, smac, dmac);
}
action a_com_zero() { 
  // do something
}
table get_tmp { 
  actions { a_get_tmp; }
}
table com_zero { 
  reads {tmp: exact}
  actions { a_com_zero; }
}
control com_smac_dmac {
  apply(get_tmp);
  apply(com_zero);
} 

/* P4_14 Program */
action a_get_v16_1() { 
  shift_left(v16, v8_a, 8);}
action a_get_v16_2() {
  bit_or(v16, v16, v8_b); }
table get_v16_1 { 
  reads {src_ip: exact}
  actions { a_get_v16_1; }
  size: 10;}
table get_v16_2 {
  actions { a_get_v16_2; }}
control get_v16 {
  apply(get_v16_1){
    hit { apply(get_v16_2);}}
}

/* Lyra Program */
if (smac == dmac){
    // do something
}

/* Lyra Program */
extern list<bit[32]ip>[10] get_v16_1;
if(src_ip in get_v16_1){
  v16 = (v8_a << 8 | v8_b);}

Comparison between ipv4.sip
and ipv4.dip

Bitwise left shift and
inclusive OR

(a) (b)

/* P4_16 Program */
control com_smac_dmac(){
  if(smac[31:0] == dmac[31:0]){
    if(smac[47:32]==dmac[47:32])
    {

// do something
    }
  }
}

/* P4_16 Program */
control get_v16() {
  action a_get_v16_1() {
    v16 = v8_a << 8;}
  table get_v16_1 {
    key = {src_ip: exact;}
    actions = {a_get_v16_1;}
    size: 10;}
  apply {
    if(get_v16_1.apply().hit){
      v16 = v16 | v8_b;} }
}

Figure 2.5: Lyra program V.S. P4, chip‐specific program.
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2.3.1 Why Lyra is High-Level?

Compared with current chip-specific languages (e.g., P4 and NPL), Lyra’s abstraction is easier to use

for the following two reasons. First, Lyra programming only relies on simple semantics (e.g., if-else)

to express packet processing logic rather than “mandatory” built-in data structures such as tables

and registers in P4 and NPL. In other words, using Lyra, the programmer does not need to take into

account howmany tables they need to create, what functions should be put in which tables, or how

to assign registers to different stateful variables. Second, Lyra is an architecture-independent lan-

guage, which allows the programmer to program without considering chip-specific resource limita-

tion (e.g., howmany bits each stage can support) or architecture constraints (e.g., howmany shared

register between stages and can the same stages be accessed multiple times or just once). In some

sense, the relationship between Lyra and chip-specific languages can be compared to the relationship

between C language and processor-specific assembly languages.

Figure 2.5 shows two examples to illustrate the difference between Lyra and P4. In Figure 2.5(a),

the programmer wants to check whether the source MAC address, smac, is equal to the destina-

tionMAC address, dmac. While P4 language itself does not limit the maximum bit width in such a

comparison, some of programmable ASICs, say ASIC-X, cannot support the comparison of longer-

than-44-bit variables.† In P414, the programmer has to address this restriction by creating two ad-

ditional tables: one for subtract(tmp, smac, dmac) and another one for checking tmp is zero

or not; in P416, the programmer needs to reduce the original 48-bit variable comparison to two 32-

†We use examples from real ASICs, but omit the ASIC names.
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bit variable comparisons; on the contrary, the programmer can use Lyra to directly write if(smac

== dmac) rather than handling the above low-level details in person, and then Lyra compiler can

automatically generate P4 code according to the underlying ASICs’ restrictions. In Figure 2.5(b),

the programmer implements a set of simple bitwise operations by introducing multiple actions and

tables in both P414 and P416 for assignment, bitwise left shift and bitwise inclusive OR, due to the

sequential read-write dependency of ASIC-X. Using Lyra, on the other hand, the programmer only

needs to write: v16 = (v8_a << 8 | v8_b).

The above examples are similar to the memory allocation situations in C and assembly languages.

If using assembly languages (e.g., ARM and x86), we pay attention not only to the low-level instruc-

tions (e.g., MOV and PUSH), but also to the usage of register and memory; on the contrary, we can

use higher-level C language to express memory allocation by just writing a malloc.

2.3.2 Lyra’s Programmable Model

Lyra introduces a new programming model named one big pipeline, or OBP. This programming

model treats each data plane program involving multiple algorithms as a single pipeline covering

these algorithms. OBP aims to avoid low-level details such as table-oriented grammar (like P4). In

Figure 2.1, INT is an OBP consisting of three algorithms: ingress INT, transit INT, and egress INT,

and stateful L4 LB is another OBP. We can implement these two OBPs in a Lyra program thatmust

consist of three parts: (1) pipeline specification, and (2) function, and (3) header definition.

Pipelines & algorithm definition (Line 8 in Figure 2.4). The OBP allows the programmers to

treat what they want to deploy as a single pipeline that contains one or more algorithms. We use
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prog ::= declaration* Lyra program
declaration ::= header Header type

| bigPipe One big pipeline
| alg Algorithm
| func Function
| ...

cmd ::= if | func | ... Commands
str ::= string String
header ::= header_type str {hBody} Header type
hBody ::= fields {hFields} Header body
hFields ::= type str Header field
... ...
bigPipe ::= pipeline [str] {bpB} ; One big pipeline
bpB ::= str ( -> str )* A list of algorithms
alg ::= algorithm str {pBody} Network algorithm
pBody ::= cmd* Functions
func ::= func str(para ){funBody} Define a function
para ::= type str ( , type str )* Parameters
funBody ::= item* Table items

| cmd* Commands
item ::= extern tableType External variables
... ...

Figure 2.6: Lyra language grammar.

pipeline to define an OBP, and use algorithm to specify each algorithm in the OBP. In our

motivating example, as an OBP, INT has three algorithms: (1) int_in (defined in Lines 16-22 in

Figure 2.4), (2) int_transit (Line 23), and (3) int_out (Line 24), corresponding to ingress, tran-

sit, and egress INT, respectively. On the other hand, the stateful LB is another OBP which only has

one algorithm, defined in Lines 13-15 in Figure 2.4. In Lyra, we recursively specify all the algorithms

in an OBP. In Figure 2.4 example, we define these two OBPs in Lines 9-10, respectively. Using the

OBP abstraction, the programmers only need to focus on what algorithms should be involved in an

OBP.

Function definition. An algorithm (e.g., int_in) may contain multiple functions. In Lyra, the def-

inition of each function is similar to the C language. In Figure 2.4, Lines 36-43 define the only func-
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tion for the LB algorithm. Lyra also offers many predefined library-function calls that commonly ex-

ist in the state-of-the-art chip-specific languages. For example, both NPL and P4 have functions that

extract the queue length, so that Lyra offers a predefined library-function call get_queue_len(),

as shown in Line 31 in Figure 2.4.

Header definition. The programmers should specify the packet header and parser for each de-

ployed algorithm. This part is similar to the header and parser definitions in P4. In Lyra, we use

header_type and parser_node to define the header type and parser, respectively.

2.3.3 Specifying Algorithm Scope

Lyra allows the programmers to specify the fine-grained scope for each algorithm in a given pipeline.

The algorithm scope is designed for extensibility and composition. Note that specifying such a

scope should be the main job of network operators rather than programmers, so that Lyra allows ei-

ther programmers or operators (or both) to define each algorithm’s scope. Due to different business

needs and deployments, we should use the scope to “tailor” the underlying data plane in a specific

way for each of DCNs.

The algorithm scope can be specified as:

algorithm_name: [ region | deploy | direct ]

Region. For an algorithm A, we use region to specify a set of switches for A’s potential placement,

e.g., all ToR switches or a single switch Agg 3.

Deploy. The programmers may want to deploy the copies of A on multiple switches. In Figure 2.1
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int_in: [ ToR* | PER-SW | - ]
int_transit: [ Agg* | PER-SW | - ]
int_out: [ ToR* | PER-SW | - ]
loadbalancer:
[ ToR3,ToR4,Agg3,Agg4 | MULTI-SW | (Agg3,Agg4->ToR3,ToR4) ]

Figure 2.7: An example for algorithm scope example.

example, the copies of int_in are deployed on the four ToR switches, respectively. On the other

hand, the programmers may use multiple switches to realize one single algorithm. For example,

loadbalancer in Figure 2.1 is deployed on four switches. The programmers can distinguish the

above two cases by specifying deploy field in the algorithm scope specification. The value of the

deploy field is either PER-SW orMULTI-SW. PER-SWmeans copying the algorithm on each of

the specified switches, andMULTI-SWmeans realizing the algorithm across the specified switches.

In Figure 2.7, we use PER-SW for INT’s three algorithms. ToR* and Agg* denote all ToR and Agg

switches.

Direct. When an algorithm is deployed on a set of switches, we need to specify the direction of the

packet flow via the direct field. As shown in Figure 2.7, because the algorithm loadbalancer

specifies MULTI-SW, we should define the packet flow direction via direct; thus, direct is

(Agg3, Agg4->ToR3, ToR4), which means the load balancer algorithm needs to handle the

packet flow entering Agg 3 and Agg 4 and leaving from ToR 3 and ToR 4. This information is criti-

cal for the compiler because it restricts the possible paths the packet could take, so that the compiler

can decide where to deploy the program. For example, in Figure 2.7, a packet traverses the load bal-

ancer could never take a path from ToR 4 to Agg 4.
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2.3.4 Variables in Lyra Programs

Lyra defines three types of variables: internal variable, global variable, and external variable.

Internal variable. The internal variable is straightforward. It is created when a packet comes in the

pipeline and destroyed when the packet leaves. Internal variable is fixed-width and single-element.

For example, bit[8] in Line 3 in Figure 2.4 is an internal variable.

Global variable. The global variable provides an index-based array interface. Different from inter-

nal variables, global variables keep the information across packets. They are created when the Lyra

program is burnt into the programmable switching ASIC, and last until the switch is down or the

program is replaced by another. For example, global bit[32][1024] pkt_counter in Line 11

in Figure 2.4 defines a global variable, pkt_counter, which has 1024 elements, and each element is

32 bit wide. The global variable supports read and write on the data plane.

External variable. The external variable exposes an “table interface” bridging the data plane and

control plane. To define an external variable, we need to define its type, input type, output type, and

element number, such as extern list<bit[32] ip>[1024] known_ip. The external variable

also allows the value (both input and output) to be a tuple:

extern dict<<bit[32] src,bit[32] dst>,bit[8] p>[1024] route

We discuss how to translate the external variables into the tables exposed to the control plane in

§2.6.4.
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2.4 Lyra’s Front-End

The front-end of Lyra takes in a Lyra program and outputs a context-aware intermediate represen-

tation (or context-aware IR). Lyra’s front-end, as shown in Figure 4.4, has three key modules: (1)

given a Lyra programP , checker checks the syntax and semantics ofP (§2.4.1); (2) Preprocessor

enriches and optimizesP to generate an IR (§2.4.2); and (3)Code analyzer (§2.4.3) analyzes IR’s

context information (e.g., instruction dependency and deployment constraints) to form a context-

aware IR for post synthesizing.

2.4.1 Checker

Similar to any compiler, Lyra uses a checker for the syntax and semantic correctness checking. Sup-

pose a Lyra program,P , is input. We checkP with grammar defined in §2.3.

2.4.2 Preprocessor

The preprocessor translatesP (e.g., Figure 2.8(a)) into an IR (e.g., Figure 2.8(c)). IR is crucial for

post synthesizing, because high-level Lyra programP hides too many details, which makes it hard

to directly synthesize chip-specific code fromP . In this section, we use Figure 2.8 to illustrate how

preprocessor generates the IR.

Step 1: Function inlining. We iterate all the algorithms in the Lyra program. In each algorithm, we

inline all the functions with their function bodies. For example, we expand int_info(int_info)

(Line 10 in Figure 2.8(a)) with its body (Line 2-4 in Figure 2.8(a)), obtaining Line 5-7 shown in
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Figure 2.8(b).

1:    func int_info (bit[32] info) {
2:        info = 0;  
3:        info = (ig_ts - eg_ts) & 0x0fffffff;
4:        info = info & (sw_id << 28);
5:    }

6:    algorithm int_in {
7:        ... 
8:        if (int_enable) {
9:            bit[32] int_info;
10:          int_info(int_info);
11:              ...       
12:       }
13:       ...
14:   }

1:    algorithm int_in {
2:        ...
3:        v1 = int_enable ? ig_ts - eg_ts;
4:        int_info1 = int_enable ? v1 & 0x0fffffff;
5:        v2 = int_enable ? sw_id << 28;
6:        int_info2 = int_enable ? int_info1 & v2;
7:        ... 
8:    }    

(a) Lyra Program (c) Intermediate Representation

1:    algorithm int_in {
2:        ...
3:        if (int_enable) {
4:            bit[32] int_info;
5:            int_info = 0;
6:            int_info = (ig_ts - eg_ts) & 0x0fffffff; 
7:            int_info = int_info & (sw_id << 28);  
8:                …

(b) Expanding int_info function

Figure 2.8: Example. (a) is a Lyra program, (b) is the result of function expansion, and (c) is the generated IR.

Step 2: Branch removal. A Lyra programmay contain conditional statements, e.g., Lines 8-12 in

Figure 2.8(a), which complicate dependency analysis147. We, therefore, convert each if-else con-

dition into a predicate, and then apply this predicate to all the instructions in the condition body.

For example, the if condition int_enable, in Line 3 in Figure 2.8(b), is converted into a predicate,

int_enable ? ..., and is applied to all instructions in this condition body, thus getting Lines 3-6

in Figure 2.8(c). Once all the branches are removed, the body of the algorithm becomes a straight-

line code block.

Step 3: Single operator tuning. We expand the instructions that have more than one operator. For

example, Line 6 in Figure 2.8(b) is flattened into Lines 3 and 4 in Figure 2.8(c).

Step 4: Static single assignment (SSA) form conversion. SSA assigns each variable a version field.

When the variable is assigned to a new value, the version increases accordingly. SSA guarantees
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no versioned variable is assigned twice and removes the Write-After-Read andWrite-After-Write

dependencies. After this step, only Read-After-Write dependency remains. The int_info1 and

int_info2 (i.e., Lines 4 and 6 in Figure 2.8(c)), for example, are assigned to different versions.

Step 5: Variable type inference. The width of program variables is inferred based on 3 rules: (1)

function call, such as crc32_hash returns a 32-bit variable; (2) operation, and operation generates

a 1-bit variable; and (3) variable lookup, the input/output type of the table are defined explicitly.

For example, in Figure 2.8(c), the v1 is inferred as a 32-bit variable as the ig_ts and eg_ts are 32

bits.

2.4.3 Code Analyzer

So far, the preprocessor has translated a Lyra programP to an IR. Nevertheless, this IR is a plain-

text IR, which lacks context information (e.g., instruction dependency, and deployment constraints)

for chip code synthesizing (§2.5). We, therefore, build a code analyzer to add “context” to the IR.

Instruction dependency generation. We first analyze the dependencies among IR instructions to

generate an instruction dependency graph. This is important, because it would determine the execu-

tion order and placement of these instructions in the chip-specific code synthesizing. For example, if

instruction b relies on another instruction a, b should be placed in the stage behind a’s stage; if there

is no dependency between a and b, we can parallelize their executions in different ALUs even in the

same stage.

Since IR has been a straight-line code with only read-after-write dependency, it is straightforward

to build an IR instruction dependency graph, where each node represents an IR instruction, and a
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directed edge from node a to node bmeans the instruction b reads one or more variables written by

instruction a. For example in Figure 2.8(c), there are three dependencies: (1) Line 3→ Line 4; (2)

Line 4→ Line 6; and (3) Line 5→ Line 6.

Deployment constraints generation. Given the network topology information and algorithm

scope specification, as shown in Figure 4.4, we can generate the following data: (1) target network

topology with the algorithm-scope tags, such as the Agg 4 in Figure 2.1 is tagged with algorithms

int_transit and loadbalancer; and (2) potential flow paths in each scope, such as in the Load Bal-

ancer scope there are four possible flow paths: Agg3 → ToR3, Agg3 → ToR4, Agg4 → ToR3, and

Agg4→ ToR4.

2.5 Lyra’s Back-End

By taking in the context-aware IR, Lyra’s back-end synthesizes chip-specific code. Specifically, this

section first models our problem (§2.5.1). Then, we describe how to synthesize conditional imple-

mentations for P4 (§2.5.2) and NPL (§2.5.3). Next, we use the public RMT architecture52,96 as an

example to illustrate how to encode chip-specific constraints for the portability (§2.5.4). We further

present how to encode deployment constraints for the composition (§2.6.1) and resource extensi-

bility (§2.6.2). We put all the above encoded constraints in the set of conditional placement con-

straints, and call an SMT solver to solve the formulas, obtaining a solution which can be translated

into chip-specific code (§2.6.3). Finally, we present the control plane interfaces exposed by Lyra in

§2.6.4.
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2.5.1 ProblemModeling

A Lyra program contains a list of algorithms G. For an algorithm a ∈ G, it has a specified algo-

rithm scope, Sa, e.g., Figure 2.7, which represents a group of switches. §2.4 describes how does the

front-end transform a to a collection of IR instructions, defined as Ia. We use Ia(j) to denote the jth

IR instruction in Ia. We define fs(Ia(j)) as a boolean function, which indicates whether the IR in-

struction Ia(j) should be deployed on the switch s ∈ Sa. The goal of this section is to find a feasible

combination of fs that meets the constraints in the target network. Note that an IR instruction can

be deployed on multiple switches, as long as the correctness of the program holds.

2.5.2 Conditional P4 Synthesis

This section synthesizes conditional P4 implementation based on the context-aware IR. Intuitively,

conditional P4 synthesis aims to map the instructions in IR representation to tables in P4 by analyz-

ing the dependencies among those IR instructions.

Before describing the details of the synthesis algorithm, we need to define several important ter-

minologies.

• Potentially deployed IR.We defineRs as a set containing all IR instructions potentially deployed

on switch s. We learnRs because we know the scope of the algorithm any IR instruction belongs

to.

• Predicate blocks. A predicate block is a set containing IR instructions, where (1) IR instructions

have the same predicate, and (2) IR instructions have no dependency. For example, in Figure 2.8(c),
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Line 4 and Line 5 should be put in the same predicate block because (1) they have the same pred-

icate int_enable? and (2) they have no dependency. Based on the above definition, in Fig-

ure 2.8(c), we have three predicate blocks: {Line 3}, {Line 4, Line 5}, and {Line 6}. Predicate

blocks are important because they are used to determine tables and the match-action in those

tables.

• Relationships between predicate blocks. There are three types of relationships between predicate

blocks Ba and Bb: (1) Predicate block dependency: A predicate block Ba depends on another block

Bb if there is an instruction in Bb that writes the predicate of Ba. Because each predicate is written

only once, each predicate block has only one predicate block it depends on. In this case, Ba and

Bb would be mapped to two P4 tables. (2)Mutually exclusive: Ba and Bb are located in different

branches of if-else or different cases in the switch statement (e.g., the NetCache program segment

in §2.8.1). In this case, Ba and Bb should formulate the same P4 table. (3)No-correlation: If there

is no dependency or mutually exclusive between Ba and Bb, then we say Ba and Bb have no correla-

tion. In this case, it is highly possible that Ba and Bb would formulate two P4 tables.

In Figure 2.8(c) example, three predicate blocks {Line 3}, {Line 4, Line 5}, and {Line 6} formu-

late three P4 tables. More specifically, in the first table (generated by {Line 3}), the match and action

should correspond to int_enable and ig_ts-eg_ts, respectively. Similarly, {Line 4, Line 5} gen-

erate the second P4 table with actions v1 & 0xffffffff and sw_id << 28. The third P4 table is

generated by predicate block {Line 6}, and has actions int_info1 & v2.

Synthesis algorithm. Algorithm 1 presents the details of the synthesis. Given the algorithm a’s
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Algorithm 1:Conditional P4 implementation synthesis.
Input: Ia: Context-aware IR for algorithm a.
Output: L: The potential table group for all P4 switches.
Output: I: The instructions identifyL.

1 foreach P4 switch s ∈ Sa do
2 Rs ← Extract(Ia)
3 PBs ← predict_block_gen(Rs)
4 PBTrees ← dependency_tree(PBs)
5 foreach node pbj ∈ PBTrees by bottom-up do
6 if pbj is mutually exclusive with predicate block pbk then
7 pbj ← merge(pbj, pbk)

8 append pbj to pbj.parent.ChildPBList

9 foreach node pbj ∈ PBTrees by top-down do
10 foreachm ∈ pbj.ChildPBList do
11 if m.predicate.reads(pbj.extern_output) then
12 pbj.add_action(m)

13 else
14 Ls.append(m)
15 Is.append(m.table_condition)

16 returnL and I

scope, for each P4 switch s, we extractRs (Line 2 in Algorithm 1). Because we have learned the de-

pendencies between IR instructions from the front-end (§2.4.3), we groupRs into many predicate

blocks, PBs (Line 3 in Algorithm 1). With predicate blocks in hand, we build a dependency tree,

PBTrees, for PBs based on the above-defined predicate block dependency.

We traverse PBTrees bottom-up. For each traversed predicate block pbj, we check if it is mutually

exclusive with other predicate blocks (say pbk). If not, we append pbi to its parent node’s table list;

if yes, we merge pbi and pbk, and append the merged result to their parent node’s children predicate

block list.

Finally, we traverse PBTrees top-down to compute whether the one predicate block should be
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compiled into a new P4 table or merge with the existing P4 tables. For each traversed predicate

block pbj, we scan its child predicate block list. For each predicate blockm in the ChildPBList, we

check ifm’s predicate is only reading pbj’s table output. If so, we translatem into its parent predi-

cate block pbj’s action am, and the read variable is translated into action am’s parameters (Line 12

in Algorithm 1). Otherwise, we create a new table form, append it to the table listLs, and add the

instructions inm into instruction identify list Is. In principle,Ls contains tables that are potentially

deployed on switch s, andLs is used to encode resource constraints (§2.5.4). Is contains all instruc-

tions that decide whether each predicate block inLs would eventually be a table, so that we use Is to

encode table validity constraint below.

Table constraints encoding. The set I is one of the most important parts for the set of conditional

placement constraints, so that we encode P4 table constraints based on I . We first encode the va-

lidity of each table. Because each instruction is conditionally deployed on switch s, we encode the

validity as:
∨

i∈I fs(i). Based on I , we can also encode (1) the dependency between two predicate

blocks, (2) the match field width constraints, (3) the number of actions, and (4) the number of en-

tries. The above-encoded constraints are put in the set of conditional placement constraints.

2.5.3 Conditional NPL Synthesis

Network programming language (NPL) is a data-plane programming language used by Broadcom6.

It has been used to program Broadcom’s ASICs, such as Trident-4 and Jerrico-22. Given the fact

that Broadcom’s switching ASICs account for the largest market share, we believe NPL would be-

come increasingly more common. Similar to P4, a typical NPL program contains at least five ele-
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ments: (1) header and parser, (2) logical table, (3) logical register, (4) functions, and (5) logical bus.

Compared NPL with P4, NPL is more similar to C++ language. The logical table and function in

NPL are, in principle, similar to virtual function and function instance in C++. This feature en-

ables Lyra to compile the IR into the conditional NPL implementation easier than P4.

NPL synthesis takes the same inputs as P4 synthesis in §2.5.2. We briefly describe the synthesis

approach as follows:

Packet header and function synthesis. Because the grammar of packet header and function in our

IR is similar to NPL, synthesizing packet header and function is straightforward.

Logical bus usage synthesis. The logical bus in NPL handles local variables; thus, we collect all

local variables inRs (defined earlier), getting Vs. We define IBus as a set that contains instructions

reading or writing any element in Vs. Whether i ∈ IBus should be deployed on switch s can be

encoded as
∨

i∈IBus fs(i).

Logical table synthesis. NPL has a unique feature that allows multiple lookups on the same logi-

cal table; thus, we traverse all the instructions inRs, and merge the instructions that read the same

external variables into one logical table. All the logical tables for s are put inLs.

Logical register. NPL only supports name-based indexing, e.g., register_r.field_a, so that we trans-

late the global variables that have only one element into logical tables. For other global variables, i.e.,

arrays containing more than one element, we distribute them across target switches.

43



2.5.4 Encoding Chip-Specific Constraints

We have presented how to synthesize the conditional implementation for two representative lan-

guages. We now describe how to encode chip-specific constraints. Chip-specific constraints en-

coding is the key effort for the portability. We choose reconfigurable match tables (RMT) archi-

tecture52,96 as an example to show how do we encode constraints for ASICs. Lyra can also encode

other ASICs’ constraints, e.g., Tofino and Trident-4.

RMT architecture. RMT is a reconfigurable pipeline-based architecture for switching ASICs. The

RMT architecture has an ingress and an egress pipeline. Each pipeline consists of a parser, multi-

ple match-action stages, and a deparser. Each match-action stage has several SRAM and TCAM

memory blocks, and several action units.

2.6 Resource Constraint Encoding

In this section, we detail more about how to encode the resource constraints in the Reconfigurable

Match Tables (RMT) architecture53. For other ASIC architectures, e.g., Trident-4 and Silicon One,

the constraint encoding principle is the same.

Preliminary. Before detailing each type of resource encoding, we first describe important prelimi-

naries for the post usage.

Predicate block. Because RMT supports P496, we first analyze the whole Lyra program and syn-

thesize the P4 program with methods introduced in §2.5.2.
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The synthesizing algorithm returns a list of predicate blocksLs and the dependency relationship

between the predicate blocks. As we stated earlier, each predicate block is potentially deployed as a

table in the data plane: if any of the instructions i that belongs to the predicate block B is deployed

in the switch s, then the predicate block should be in the switch. So we encode the validityVB of a

predicate block B on switch s as:

VB =
∨
i∈IB

fs(i) (2.1)

where IB denotes the instructions in predicate block B.

Header usage. We say a header is unused if no instruction deployed in the switch reads or writes

the fields in the header. The header usage affects the resource occupation, thus we want to remove

unused headers as much as possible. Similar to the predicate block validity computation, the usage

of one header h on switch s is encoded as:

uh =
∨
i∈Ih

fs(i) (2.2)

where Ih denotes the instructions that read or writes header h. If a header is unused, it does not nec-

essarily mean the header takes no resource in the switch, because we also need to take into account

the header dependency (see below).

Header validity. In the configurable parser, RMT doesn’t provide any mechanism to skip header

bytes. Thus we assume the packet is parsed from the starting bit until the last valid header. This

means if a TCP header is parsed, then all the headers before the TCP header (IPv4/IPv6, Ethernet)
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are also parsed. So we need to compute the header dependency relationship based on the parser

definition. For two headers hi and hj, we say hi depends on hj if in the parser graph hj sits on one of

the paths from the root to hi. For example, the TCP header depends on the Ethernet header, but

does not depend on the UDP header. Here, hi depends on hj means if hi is parsed, then hj must also

be parsed.

So the validity of a headerVh (whether the header should be parsed) is encoded as:

Vh = uh ∨
∨

hi∈D(h)

uhi (2.3)

whereD(h) denotes all the headers that depends on header h.

Variable validity. Because there is no dependency relationship between variables in the Lyra pro-

gram, the variable’s validity can be computed via the header usage computation method. The valid-

ity of the internal, global and external variable is denoted asVi,Vg, andVe respectively.

Parser. In RMT, the parser is implemented as a state machine. Each state in the state machine rep-

resents a parser node in the program and the transition in the state machine maps to the transition

of the parser nodes. In the hardware, the state machine data is stored in a TCAM and a RAM ta-

ble. Each entry in the TCAM table matches 32 bits of incoming data and 8 bits of parser state. The

RAM table stores the next parser state and where the parsed data is stored. When a packet comes

in, the parser checks both the packet header content and its own state to decide the action such as

consume howmany bits and jump to which next state.

The complexity of the header directly affects the number of entries in the parser’s TCAM table.
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In a nutshell, the more headers or the more transitions between the parser nodes, the more entries in

the TCAM table. For each header h, Lyra can compute the entries required to parse the header. For

example, the TCP header requires an entry that matches the ethernet.ether_type field. Because one

table entry emay be required by multiple headers, whether it should be in the TCAM is decided by

all related header’s validity. The above entry is required by both TCP header and UDP header, so as

long as one header is valid, the entry should be deployed in the TCAM. As a result, the deployment

of an entryDe is encoded as:

De =
∨
h∈Se

Vh (2.4)

where Se denotes the set of headers that requires entry e to be deployed in the TCAM. And we can

compute the total number of entries in the TCAM table by summing allDe up:

Nparser =
∑
e

De (2.5)

In RMT53, the maximum number of entries is 256, soNparser ≤ 256. In reality, Lyra can skip this

encoding when it figures out that the header is not complex enough that even all headers are valid,

the encoded entries cannot overflow the TCAM table.

Packet header vector. Packet header vector (PHV) acts as the bus that transmitting the data be-

tween the physical stages. It takes the data generated by the parser and contains the fields used for

matching and actions’ output. The basic component of PHV is called word. In RMT, there are 64,
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96, 64 words with 8, 16, and 32-bit width respectively. In total, the width of the PHV is 4Kb.

How the fields are stored in the PHV is also interesting. Multiple units of small words can be

combined together to act as a larger word. For example, to host a 48b source MAC address, RMT

can use either six 8-bit words, three 16-bit words, one 32-bit word, and one 16-bit word, and so on.

Given a field fwith length lf, we can calculate all packing strategies Cf by dynamic programming.

Each strategy c is a three-element tuple c = (c0, c1, c2) that represents the number of words used

to hold the field. Because only one strategy is valid, we introduce a Boolean variable Bc,f for each

strategy and add the constraint that only one of the Boolean variables can be true:

∑
c∈Cf

(1 · Bc,f) = 1 (2.6)

So take the 8-bit word as an example, the total PHV usage can be encoded as:

N8b =
∑
f∈F

∑
c∈Cf

c[0] · Bc,f · Vf

 (2.7)

whereF denotes all the fields including header fields and internal variables,Vf denotes the validity

of the field f. If field f is an internal variable, thenVf = Vi, if it is a header field, then the validity

equals the validity of header h,Vf = Vh. Similarly, we can encode the usage of 16 and 32-bit words.

The total usage should not exceed what is available in the RMT architecture.

Memory block. All the table entries, action parameters, and stateful objects take memory space. In

RMT, the memory is counted in block: each stage has 106 SRAM blocks of 1K entries with 80b
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width, 16 TCAM blocks of 2K entries with 40b width.

To improve memory allocation efficiency, RMT introduces an architectural trick called word-

packing. The packing allows multiple table entries packed together horizontally. For example, for

a 48-bit MAC address, one 80-bit-wide entry in the SRAM block can only fit one entry, if we pack

two memory blocks together and form a 160-bit wide, 1K entry packing unit, each entry can fit

three 48-bit MAC addresses.

RMT does not mention the maximum block packing capability; thus, Lyra assumes it can pack as

many blocks as possible. Suppose a table requires w bits match width and h entries, while each mem-

ory block is wm wide and has hm entries, the minimum number of memory blocks can be computed

as:

Nmemory = ⌈
⌈ h
hm ⌉ · w
wm

⌉ (2.8)

Without word-packing, the number of memory blocks is:

Nmemory = ⌈
h
hm
⌉ · ⌈ w

wm
⌉ (2.9)

For the assignment overhead, such as action parameters and registers, Lyra uses the method intro-

duced in Jose et al.96 to compensate for the overhead. As shown in RMT architecture53,96, if a table

requires more blocks than a stage is able to provide, it could expand to multiple stages to meet the

requirement. The memory block constraint is encoded along with the table constraint introduced

below.
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Stateful operations. RMT does not explain how to implement a stateful operation except the

counters and meters. So Lyra uses the solution introduced in Domino147 called atom. In a nutshell,

an atom is a collection of hardware circuits that able to perform comparison, arithmetic operations,

read and write in a single clock cycle. There are many types of atoms introduced in Domino147,

Lyra uses the most powerful one called Pairs.

In a Lyra program, the global variable is the only component that is stateful. When compiling to

an RMT switch, Lyra uses the algorithm introduced in Domino147 to check if the algorithm can

fit into the atom. If not, then all the related instructions cannot be deployed in this switch, Lyra

has to find other switches to deploy them. If so, replace all related instructions with an atom call.

Note that this computation is done before the preparation step because it affects predicate block

computations.

Table and pipeline. Table is the core component of the RMT architecture and implements the

logic of the data plane program. The RMT requires that if one table Ta reads the output of another

table Tb, Ta must be deployed in a stage after Tb. On the other side, RMT has only 32 stages in the

ingress and egress pipeline, and according to Jose et al.96, RMT only allows 8 tables per stage. So we

have to deploy the tables wisely.

As we stated earlier, each synthesized predicate block is a table if it is deployed in the switch. Thus

the tables’ dependency relationship is already encoded in the predicate block’s dependency graph.

For each predicate block, based on the content and each instruction’s validity, we can compute the

properties of the predicate block, such as the total number of entries EB, the widthWB.
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The table and pipeline constraint can be encoded with the following steps: Firstly, because each

table could be deployed across many stages, for each predicate block Bi, Lyra creates two integers

ξBi,start and ξBi,end indicating the start and end stage of the predicate block. If ξBi,start = ξBi,end, the

predicate block is only deployed in one stage.

Secondly, let S denotes the number of stages in RMT, for each predicate block Bi, Lyra creates S

integers, each integer EBi,s denotes the total number of entries Bi deploys on stage s. So we have the

following constraints:

∑
s<ξBi,start

EBi,s = 0,
∑

s>ξBi,end

EBi,s = 0,
∑

ξBi,start≤s≤ξBi,end

EBi,s ≥ EBi (2.10)

where EBi denotes the total number of entries in Bi.

Thirdly, we encode the dependency relationship between the tables, if predicate block Bi depends

on Bj, then we have:

VBi ∧ VBj ⇒ SBi,f > SBj,l (2.11)

Finally, Lyra encodes the memory constraint. For each stage s, there areMmemory blocks, so we

have:

∑
Bi∈B
⌈
⌈EBi,shm ⌉ ·WBi

wm
⌉ ∗ VBi ≤M (2.12)

Other constraints. Besides the above constraints mentioned in the RMT architecture, Lyra can
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encode other constraints using similar techniques. Such as total number of atoms per stage, number

of atoms per table, number of actions per stage, power consumption limitation, etc.

All the encoded constraints are put in the set of conditional placement constraints.

2.6.1 Encoding Deployment Constraints

Besides the constraints related to the conditional implementation and different switching ASICs,

we also need to encode constraints like scope, flow path, and instruction dependencies. This section

describes how to encode these constraints, which is important for the composition. Note that the

constraints in this section cannot be encoded by integer linear programming (ILP), since ILP cannot

encode “if-else” and dependency.

Encoding topology constraints. As shown in §2.4.3, topology constraints in context-aware IR

contain two parts: algorithm scope and flow paths in the specified scope.

Scope constraints. For each IR instruction in Ia, it can only be deployed in the specified scope:∨
I∈Ia,s/∈Sa

fs(I) = False.

Flow path constraints. For each possible flow path pwithin the scope, an instruction Imust be

deployed on only one of switches, s, on each path.
∑

I∈Ia,s∈p If (fs(I), 1, 0) = 1

Encoding instruction dependencies. We now encode the instruction dependencies in the context-

aware IR. If an instruction I′ is deployed on one switch s on the path p, then (1) for each instruction

I the instruction I′ depends on, I cannot be deployed on the switches behind s; (2) for another in-

struction I′′ depended by I, I cannot be deployed on switches in front of s. Thus, we have:
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I′ depends on I⇒
∨

s′∈prev(s, p),I′∈succ(I)

fs′(I′) = False

I depends on I′′ ⇒
∨

s′′∈next(s, p),I′′∈pred(I)

fs′′(I′′) = False
(2.13)

where prev(s, p)means all the switches in front of s on the path p, next(s, p) represents all the switches

behind s, pred(I) denotes all the predecessor instructions in the instruction dependency graph, and

succ(I)means all the successor instructions.

Encoding external variable constraints. An external variable can be split and deployed on mul-

tiple switches due to the memory constraint. Each external variable e should co-exist with all the

instructions that read e. Also on each possible path p in the scope, there are no duplicated or miss-

ing elements of e. Let Ee denotes the total size of e, Es denotes the number of elements deployed on

switch s, Ie denotes all the instructions that read e, thus we have:

∑
s∈p
Es = Ee,

∧
s∈p

If (
∨
i∈Ie

fs(i), Es > 0, Es = 0) (2.14)

Encoding global variable constraints. The global variable is special, because its value is maintained

over the entire data plane, and any packet on different paths should be able to read and write this

shared information. We encode a constraint that all the write operations and read operations that

occurred earlier than the last write operation with respect to the global variable must co-exist on the
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same switch.

Program

P414 Lyra

LoC /
Logic LoC Tables Actions Registers

Lyra LoC / 
Logic LoC

Synthesized P414 Synthesized NPL

Lyra
Compile 

Time Tables Actions Registers

Lyra
Compile 

Time Tables Registers

Longest
Code 
Path

Ingress INT 308/99 9 8 0 207/62 0.987s 8 7 0 0.78s 4 0 9

Transit INT 275/66 6 6 0 193/46 0.914s 5 5 0 0.72s 2 0 4

Egress INT 282/73 7 7 0 197/47 0.897s 6 6 0 0.73s 2 0 4

Speedlight 453/351 21 23 6 194/97 1.352s 16 20 6 0.95s 9 6 18

NetCache 1137/937 96 96 40 372/153 1.909s 12 14 40 1.17s 3 40 20

NetChain 319/211 16 16 2 177/73 1.530s 13 16 2 0.85s 6 2 18

NetPaxos 241/140 6 11 5 150/69 1.158s 6 11 5 0.84s 3 5 4

flowlet_switching 195/130 8 7 2 113/43 0.91s 8 7 2 0.70s 4 2 12

simple_router 101/66 4 4 0 72/31 0.852s 4 4 0 0.67s 3 0 10

switch 4924/3876 131 363 0 4151/2563 33.6s 131 363 0 19.4s 125 0 53

Figure 2.9: Experimental results conducted on a workstation with Intel Core i7 3.7GHz 6‐core CPU and 16GiB RAM.

2.6.2 Encoding Resource Extensibility

To support extensibility, Lyra is able to handle the algorithm even though it is distributed across

multiple switches, e.g., splitting ConnTable on ToRs and Aggs in Figure 2.1. Because other con-

straints such as the instruction dependencies and global variable constraints are already encoded, the

data can only flow from upstream to downstream (e.g., from Agg to ToR in a DCN). It is impos-

sible that the upstream switch (e.g., Agg) requires a result generated by downstream switches (e.g.,

ToR); thus, in order to encode the resource extensibility, we only consider what is the information

downstream switches require from the upstream and pass this information through.

Specifically, in a Lyra program, there are two types of information required by the downstream:

value in the local variable and the result of a predicate. Lyra passes this information via pushing it

in the packet header, enabling the downstream switches to get it from the parser. We call such in-

formation as extensible resources. These resources “bridge” the upstream and downstream switches,

and keep their “correlations”. For example in Figure 2.1 LB program, suppose the ConnTable and

VIPTable are deployed on the Agg and ToR switches respectively. Given the fact that the VIPTable
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Algorithm 2: Extensible resource encoding.
Input: Ia: Context-aware IR for algorithm a, target switch s.
Output: L: The variables in the resource and the existence condition.

1 S ← DownStreamSwitches(s);
2 foreach local variable v ∈ Ia do
3 Iw ←WriteInstruction(v)
4 Ir ← ReadInstructions(v)
5 foreach switch sd ∈ S do
6 Vw.append(fsd(Iw))
7 foreach read instruction Ir ∈ Ir do
8 Fr.append(fsd(Ir))
9 Vr.append(

∨
Fr)

10 L[v] = (
∨
Vw)⊕ (

∨
Vr)

11 returnL

needs the ConnTable’s table hit/miss information, Lyra needs to ask the Agg switch to pack that in-

formation in the packet header, so that the ToR switch can apply or skip the VIPTable based on the

result. Similarly, if the ConnTable is split across two switches, then Lyra adds the first ConnTable’s

entry hit/miss information to the header.

The extensible resource encoding algorithm is shown in Algorithm 2. Because the program could

be split at any position, the content in the extensible resources is also dynamic. In a nutshell, the

extensible resource contains all the local variables that are not written but read by the downstream

switches. Lyra checks each local variable and collects the instruction that writes or reads the variable.

After the SSA form conversion (step 4 in §2.4.2), there should be only one write instruction Fw and

a list of read instructionsFr. Next, we can calculate whether the variable is read Vr or written Vw

by the downstream via the deployment boolean function. Finally, we can compute the existence

condition by comparing whether two flags Vr and Vw are different.
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2.6.3 Translator

With a set of conditional placement constraints, i.e., the constraints encoded in §2.5.2-§2.6.2, we

call an SMT solver to solve them, obtaining a solution that presents a concrete placement plan for

tables, instructions, and variables. We equip the back-end with different chip language (e.g., P4 and

NPL) templates; thus, we can easily translate the solved plan into multiple pieces of chip-specific

code. The current Lyra prototype supports P414, P416 and NPL generation.

2.6.4 Control Plane Interfaces

Lyra does not synthesize the control plane programs/functions such as installing flow table entries

and configuration policies. Instead, Lyra allows the programmers to explicitly specify the tables as

external variables (defined in §2.3.4) in Lyra program without worrying about how these tables are

allocated or distributed. In other words, the connection between the control plane and data plane

supported by Lyra is abstracted to the variables in OBP representation, so programmers only need to

fill in the control plane tables, but do not need to know exactly how each table is mapped to target

devices.

For example, Lines 36-43 in Figure 2.4, Lyra defines two control plane variables, extern dict

<bit[32] hash, bit[32] real_ip> [1024] conn_table and extern dict<bit[32]

vip, bit[8] group> [1024] vip_table via the keyword extern (also explained in §2.3.4).

After this, Lyra compiler compiles the program into multiple pieces of chip code for distributing

across the underlying switches. Thus, the programmers do not need to focus on the details such
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as hardware and resource constraints of these tables across the target switches. Lyra can also gener-

ate a set of “empty” control-plane programs for each table. For example, Lyra also generates “empty”

Python functions (e.g., conn_table_entry_ set(key, value) and conn_table_entry_get(key))

for the programmers to easily add the code manipulating table entries. In other words, Lyra gener-

ates P4 or NPL tables according to what the Lyra program specifies, and these tables play a role as

the “interfaces” between control plane code and the synthesized data plane code.

2.7 Optimization

We further propose a collection of optimization techniques to improve the efficiency and resource

usage, such as reducing the number of generated P4 tables and optimizing the results via diverse

metrics.

Reducing the number of P4 tables. In one of the P4 features, the metadata in packet header can

be set by set_metadata(dst_v, src_v) during the packet header parsing; thus, in the condi-

tional implementation synthesis (§2.5.2), we traverse each extracted predicate block to identify

the set_metadata. For each set_metadata, we backtrack the dependency of its dst_v to check

whether the dst_vwas read in somewhere. If not, we move this set_metadata to the parser body,

preventing the set_metadata from being enveloped as a table. In other words, we do the best to

reduce the chance of set_metadata generating tables. This optimization can yield a 50% reduction

to the number of generated tables in our P4 INT program.

Optimizing the results via diverse metrics. Lyra further offers the network programmers with
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options that allow them to specify a requirement for optimizing the generated chip code. Such a

requirement could be maximizing the usage of a certain switch or compacting the Lyra program

to minimize the number of programmed switches in each scope. To achieve this optimization, we

implement the constraints specific to each option. For example, we can minimize the number of

switches hosting the generated tables by minimizing
∑

I∈Ia,s∈p If (fs(I), 1, 0). For another example,

we can maximize the number of tables on a specified switch, by assigning a much bigger weight for

that specified switch and minimizing the final result.

2.8 Evaluation

We have built Lyra with 7,000 lines of Python code. Lyra relies on Z361 for SMT solving. Lyra com-

piler can compile P414 and P416 for Tofino, and NPL for Trident-4.

Our evaluation aims to answer whether Lyra can successfully offer portability (§2.8.1), extensibil-

ity (§2.8.2), and composition (§2.8.3). The target network for our evaluation is a fat-tree data-center

testbed consisting of eight servers and ten programmable switches: four ToR switches (Tofino), four

Agg switches (Trident-4), and two Core switches (Tofino). All compilations were conducted on a

desktop with Intel Core i7 3.7GHz 6-core CPU and 16GiB RAM.

2.8.1 Portability

To evaluate the portability, we wrote Lyra programs for the state-of-the-art network algorithms (e.g.,

NetCache95, and NetChain94 and INT4), and then evaluated whether these Lyra programs can

generate P4 and NPL code runnable on Tofino and Trident-4. The Tofino constraint is encoded
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according to the RMT architecture.

Figure 2.9 shows the comparison between our compiled chip-specific code with the manually-

written P414 code. We evaluated Lyra in two aspects. (1) Lines of Codes: in Figure 2.9, LoC is the

total LoC and Logic LoC is the code ignoring the header and parser because this is a better metric

to show the labor on writing a program. (2) Resource usage: for P4, we compare the total number

of tables, actions, and registers used. For NPL, we show the number of logical tables and logical

registers, and the length of the longest code path. All our generated code can compile on the corre-

sponding ASICs.

First, as shown in Figure 2.9, Lyra can dramatically reduce the total line of codes to implement a

program. It, for example, takes only 22% of LoC to implement the logic component of NetCache95.

This shows Lyra language can describe the programmore concisely.

Second, by comparing with programs written by researchers and engineers (e.g., NetCache,

Speedlight, and INT), Lyra can reduce the total number of tables and actions. This means we can

reduce the resource occupation in the switch. For example, we observed that manually-written

NetCache and SpeedLight programs have more tables than the Lyra-generated ones, because the

manually-written version kept many independent tables for modularity, but Lyra merged these inde-

pendent tables into a single table.

if (nc_hdr.op == NC_READ_REQUEST) {

apply (check_cache_valid);

} else if (nc_hdr.op == NC_UPDATE_REPLY)

apply (set_cache_valid);
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In the above code in the NetCache program, check_cache_valid and set_cache_valid have

no match field and only one action. Lyra merged the tables with match field nc_hdr.op. Note that

NetCache is the only program for which Lyra can save 87.5% hardware resources. For the rest of the

programs, e.g., Speedlight and INT, Lyra can save 10% – 23% resources. For the programs posted on

the p4c8 project, e.g., switch.p4, Lyra generates an equal P4 code.

In our experience, whether the manually-written ASIC code (e.g., P4 or NPL) is optimal or not

totally depends on the expertise and knowledge of the programmers. If the program is simple or the

programmer is knowledgeable enough, it is highly possible the written code is optimal, i.e., no more

resource saved by Lyra. If the program is already optimized, Lyra can perform the same. However, in

order to write an optimized code, even the most knowledgable programmer may need to spend tons

of time and effort; on the contrary, Lyra can reduce these efforts and burdens, so that the program-

mer only needs to focus on implementing the logic itself.

2.8.2 Extensibility

To evaluate the extensibility, we conducted a real-world case study similar to LB example in §2.2.1.

Initially, we set the size of both ConnTable and VIPTable to one million entries, so that these two

tables can be put in the same aggregation switch. Both Tofino and Trident-4 ASICs can hold about

three million entries at most. After we increased the size of ConnTable to 2.5 million and 4 million

entries, respectively, Lyra can intelligently generate the response solutions. For example, if we set

ConnTable’s size to 4 million entries, Lyra generates an NPL-version ConnTable program with 2.5

million entries on each aggregation switch, and a P4-version ConnTable and VIPTable programs
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holding 1.5 and 1 million entries, respectively, on each ToR switch. Lyra also generates a function

that passes the entry hit information between switches to lookup the ConnTable on ToRs, if the

ConnTable on aggregation switches misses. This ensures the generated distributed programs work

correctly. Compared with manually-written programs, Lyra compiles the programs for the above

two updates less than 10 seconds, which only needed the programmer to change the size of the exter-

nal variable ConnTable in the Lyra program; on the contrary, our well-trained programmer needed

about 1.5 days to write these programs manually.

Scalability. In general, the complexity of Lyra is related to the size of the topology, the length, and

resources used by the Lyra program. To evaluate the scalability, we deployed NetCache and stateful

LB on a pod of a simulated fat tree DCN. For the LB, we set all the switches in the pod as the scope,

which means they serve together as a single LB. For NetCache, we deployed it in two modes, one in

PER-SWmode, which means each switch has its own copy of the program; one in MULTI-SWmode,

which is the same as the LB. We evaluated two ASICs: Tofino with the P4 and Trident-4 with the

NPL, and changed the topology size by varying k = 4 to k = 32, where k is the number of ports

per switch and also equals to the total number of switches deployed. Figure 2.10 shows the result.

As the topology size increases, we observe that both the MULTI-SW algorithms compilation time

increases, but Lyra is still able to find a solution in less than 100 seconds, even in the largest topology.

For PER-SWmode NetCache, the compilation time stays the same, because all the switches have

the same program and Lyra can generate the program for each switch in parallel. By comparing two

MULTI-SWmode algorithms, we see that the complexity of language and ASICmatters a lot: Lyra
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generates NPL/Trident-4 programs 2× faster than P4/Tofino programs, as NPL synthesizing needs

no predicate block construction process and has shorter SMT formulas due to language complexity.
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Figure 2.10: The scalability for extensibility.

2.8.3 Composition

To evaluate composition, we attempted to deploy multiple algorithms into our testbed by chang-

ing the scope from eight switches to only one switch. For the scope, smaller is more challenging,

since it evaluates whether Lyra can handle resource constraints in the code composition. First, we

wrote a Lyra program including a classifier, firewall, gateway, LB, and scheduler, which is similar to

Dejavu167. Then, we compiled the Lyra program by gradually changing the scope from the entire

network to a single switch. For either case (the entire network and single switch), Lyra spent less

than five seconds to generate P414 program that successfully compiles on the Tofino ASIC. We also

asked the programmers to manually write a program for this goal manually. It took them about two

days (10000×more time than using Lyra) to compress these programs into a single ASIC.

Lyra independently generates chip-specific code for each algorithm. For example, all the gener-

ated variables and tables for algorithm firewall are assigned the same prefix-name firewall. Thus,

there is no shared program-level resource between generated code.

62



2.9 Discussion

This section discusses Lyra’s implementation details and limitations.

Does the synthesized code always compile? It is possible that the synthesized chip code unsuccess-

fully compiles on the target ASICs, if some of the constraints are missing from the Lyra compiler.

For example, egress timestamp must be collected in the egress pipeline; otherwise, the synthesized

P4 code cannot compile on Tofino ASIC or is meaningless. In Lyra, we manually check and encode

ASIC’s resource constraints based on the ASIC specifications provided by the chip vendors. By far,

while we are not aware of any “constraint missing” cases, we cannot exclude such a possibility. Thus,

we offer an encoding template for the programmers to encode the missed constraints as a plug-in

patch for Lyra.

Recirculation. P4 supports recirculation and resubmission, which allows the packet to go through

the pipeline one more time. In Lyra, the programmers need to explicitly define the recirculation, as

there is no switch concept in Lyra. Instead, Lyra uses the recirculation as an optimization method to

pack a longer program into one switch.

Copy-to-cpu. Both P4 and NPL support sending a copy of the current packet to the switch’s CPU

but in different ways. Lyra provides a uniformed API called copy_to_cpu() to enable such a

function. This API is translated into the corresponding APIs in different languages. Similar to the

control plane interface, the programmer only needs to focus on what to do with the copied packet,

rather than taking care of which switch the packet is copied at.
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Multi-pipeline support. Programmable ASICs use multiple identical pipelines to increase the

throughput. For example, the Tofino 64Qmodel has 4 pipelines. The program deployed on each

pipeline thus is typically the same. Lyra allows the programmer to individually specify each pipeline

via our OBP abstraction. Furthermore, switches, e.g., RMT, split one above-mentioned pipeline

into two: ingress pipeline and egress pipeline. Different from the pipeline mentioned above, these

two pipelines have different capabilities: the programmer can only designate the egress port at the

ingress pipeline because the egress pipeline is directly connected to the physical port and cannot

re-direct the packet; all the queuing information (e.g., queue length and queuing time) must be

gathered in the egress pipeline as the queuing buffer sits between the ingress and egress pipeline.

Lyra models the two pipelines as two individual switches and connects them via a link. Next, Lyra

adds constraints that the pipeline exclusive statements cannot be deployed in the other pipeline. The

SMT solver then allocates the statements.

Synthesizing incremental changes. Since Lyra relies on an SMT solver to generate a feasible allo-

cation solution, a potential challenge is an incremental change in the Lyra programmay result in

a significantly different allocation plan. This may cause difficulty in debugging or upgrading the

network in practice. Currently, if the changes are small (e.g., few lines of code), our programmers

manually modify the chip code, because such modifications may not violate resource constraints; if

the changes are significant, we directly re-run Lyra to generate the chip code from scratch.

Unifying different ASIC libraries. Given that programmable ASICs from different vendors of-

fer different chip-specific libraries, in Lyra compiler, we hard-code a collection of mapping func-
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tions that convert chip-specific libraries into common IR representation. In our experience, we

met two types of mapping. First, libraries from different ASICs offer the same functions but with

different APIs. For example, in P4, a CRC hash calculation is realized through a combination of

field_list, field_list_calculation, and modify_field_with_hash_based_offset;

while in NPL, the CRC hash calculation is implemented as a special function call. For this type,

Lyra compiler provides a predefined library-function, called crc_hash(), which hard-codes the

CRC hash calculation APIs in different programmable ASICs.

The second type is: some of the chip-specific libraries only exist on their own ASICs. For ex-

ample, ASIC Amay support range matching tables, ASIC Bmay only provide TCAMmatching

tables. In this case, Lyra also hard-codes mapping functions to unify the chip-specific features across

different ASICs, such as converting the range matching rules (for ASIC A) into multiple TCAM

matching rules (for ASIC B). For multi-switch case, Lyra would also search a solution across the

ASICs defined in the given scope. If there is no mapping function and cannot find an alternative

ASIC, Lyra compiler would report a compilation error.

The expressiveness of Lyra model. Lyra’s constraint solving is built on the SMT solver; thus, our

synthesis capability heavily relies on the expressiveness of SMT solver. Although our experience

observed that many constraints are hard to encode, we have not seen any of resource constraints

that cannot be encoded into SMTmodel yet. By far, while we are not aware of cases that can not be

encoded by Lyra, we cannot exclude such possibility.
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2.10 Related Work

Abstractions for forwarding packets. Software-defined networking (SDN) allows the network

operators to specify the packet forwarding policy via network-wide abstractions such as SNAP43,

NetKAT120,41, Magellan169, NetCore124, and Frenetic69. In terms of the programming model,

SNAP’s one-big-switch (OBS) abstraction43 is the most relevant to Lyra; however, the OBS model

cannot explicitly specify the fine-grained scope, e.g., a specific set of switches. P4Runtime25 offers

control plane-level APIs for P4 programs, rather than a compiler generating ASIC code. In general,

the state-of-the-art programming models in SDN aim to generate the forwarding rules, which have

different goals from Lyra.

Programmable ASIC compilers. The state-of-the-art efforts in programmable ASIC compilers

focus on compilation for individual devices. μP4150 also targets portability and composition prob-

lems; different from Lyra, however, μP4 only supports P4-family programming, and does not tar-

get data plane programming across multiple switches. Jose et al.96 compiles P4 programs to ar-

chitectures such as the RMT and FlexPipe. Domino147 builds upon the Banzai machine model

that supports stateful packet processing, supporting a much wider class of data plane algorithms.

Chipmunk71,72 leverages slicing, a domain-specific synthesis technique, to optimize Domino in

compilation time and resource usage. Different from the state of the arts, Lyra offers a new, chip

detail-orthogonal language, generates chip-specific code (like NPL and P4), and supports data plane

programming across multiple switches.
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P4 synthesis for programmable NICs. Programmable NICs (e.g., Netcope21, Netronome22 , and

Pensando26) support P4. Compared with Lyra, there are two differences. First, Lyra takes as input

an OBP program and generates chip-specific programs for different ASIC architectures. The P4

compilers for programmable NICs take as input P4 programs and generate binary code. Second,

Lyra can generate code across a distributed setting consisting of multiple programmable switches,

but P4 NICs do not target such a goal. We believe Lyra is potentially extendable to programmable

NICs, but this requires non-trivial extensions such as newNIC-function synthesis algorithm and

NIC-specific constraints encoding.

P4 Virtualization. P4 virtualization (e.g., Hyper483, HyperV173, HyperVDP174, and P4Visor179)

offers a general-purpose P4 program that can be dynamically configured to adopt behaviors equiva-

lent to other P4 programs. Different from Lyra, P4 virtualization aims to mimic the target P4 pro-

gram’s behavior by configuring table entries for the underlying “hypervisor” program (e.g., hp4.p4

in Hyper483), rather than generating chip-specific code like Lyra.

2.11 Conclusion

Lyra is the first compiler that allows the network programmers to program data plane while achiev-

ing portability, extensibility, and composition. Lyra offers a one big pipeline programming model

for the programmers to conveniently express their data plane algorithms, and then generates chip-

specific code across multi-vendor switches. Our evaluation results show that Lyra not only generates

runnable real-world programs (in both P4 and NPL), but also uses fewer hardware resources than
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human-written programs.
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3
Vela: Host-Side Uniform Programming

Platform for Network Processing
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With the growing performance requirements on networked applications, there is a new trend

of offloading applications to SmartNICs. However, today, programmers have to take the tedious

efforts to understand the instruction sets of SmartNICs and optimize their performance manually.

Moreover, they have to either manually partition the application between the NIC and the host for

the best performance or rely on heuristics such as offloading as much as they can without consider-

ing the overhead of splitting states and flows. We propose Vela, an uniform programming platform

that enables automatic partitioning of programs to the NIC and hosts for high performance. Our

evaluation shows that Vela for Netronome SmartNIC can achieve high accuracy in performance

prediction and propose partitioning plans with significant CPU savings.

3.1 Introduction

Data center applications have growing performance requirements on high throughput and low

latency. To meet the requirements at the end of the Moore’s law era, developers start to offload many

functions to SmartNICs. In the past decade, many SoC SmartNICs emerge on the market such as

Mellanox BlueField24, LiquidIOII35, Innova-231, and Netronome SmartNIC22. Many research

works have shown the performance gains of offloading a variety of applications to these SmartNICs

such as AccelTCP126, Metron99, and DeepMatch91. The efficient architecture also reduces the total

cost of ownership (TCO).

Despite the growth in both industry and academia, programming on SmartNICs remains te-

dious. Programmers have to understand the numerous hardware features and resulting performance
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implications of the SmartNIC, and carefully partition the applications between the SmartNIC and

the host for high performance. Specifically, there are two key challenges:

Programming on constrained architeture. Developing on SmartNICs is non-trivial due to the

more efficient but constrained architectures SmartNICs employ for high performance packet pro-

cessing. Programmers have to adapt to new programming languages (e.g., Micro-C, P4), limited

capability (e.g., whether it supports timers, dataplane rule insertion), and programming models (e.g.,

ARM cores, match-action tables).

Moreover, programmers should be familiar with the SmartNIC’s performance character to

achieve the expected offloading performance. For example, maintaining objects at ARM cores’ lo-

cal memory is crucial for performance on BlueField SmartNIC157, while for Netronome SmartNIC,

accessing shared state causes locking overhead102. Without knowing such details, programmers can

apply their heuristics on optimizing CPU programs, leading to suboptimal performance.

Partitioning between the NIC and the host. We need to partition an application between the

NIC and the host to best use NIC capabilities and resources to optimize application packet pro-

cessing throughput*. Today, most NIC offloading systems take two heuristic approaches: (1) Par-

tition the program between the NIC and host to minimize the total instructions executed on the

host175,152,135. (2) Duplicate the program at the NIC and the host, and minimize the number of

flows that go to the host115. However, these approaches does not systematically consider the perfor-

mance characteristics of SmartNICs and the complicated relationship between partition plans and

*We pay less attention to latency since removing PCIe from the datapath is already a major latency im-
provement
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the achieved throughput. Instead, we need a compiler that automatically considers the joint impact

of all the factors.

Furthermore, all the factors form a enormous search space: each instruction can either be de-

ployed on the CPU or the SmartNICs, each element in the memory array can sit in different tiers

of SmartNIC’s memory hierarchy. Considering the complexity of SmartNICs’ performance model,

there is no simple heuristics to solve the problem. As a result, an efficient searching algorithm is a

must.

Here, we propose Vela, an uniform programming platform and compiler for network applica-

tions atop of SmartNIC-accelerated host. Vela identifies that states (i.e., memory and related instruc-

tions) and flows (i.e., streams of packets with the same identifiers) are the two key knobs for deciding

the SmartNIC’s throughput and the performance of the partition plan. Given a high-level program

and traffic information, the compiler extracts the state and flow relationship and proposes partition-

ing plans. The performance model then checks whether the plan meets the throughput specification.

The compiler’s searching algorithm explores the huge state-flow allocation search space efficiently

and minimizes the iteration between the compiler and performance model.

State-centric intermediate representation. Vela designs static analysis that groups instructions

by their execution frequency, sets aside infrequently executed code snippets, extracts states by an-

alyzing the correlation between instructions and memory, analyzes the mappings between flows

and elements in each state. They provide necessary information to the allocation algorithm and the

performance model.
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Performance model. Memory operations incur high overheads on SoC-based SmartNICs. States

and flows decide the intensity and pattern of memory operations. Vela takes a deep dive into the

Netronome Agilio SmartNIC, a typical and popular mutli-core SoC SmartNIC, and builds an

accurate performance model that estimates the maximum processing throughput of a program. The

performance model focuses on memory and lock, the two crucial factors for multi-core SoC-based

SmartNICs. Vela leverages the Roofline model and hardware architecture to characterize single

and hybrid memory operations’ performance and used a spin-lock model to quantify the impact of

locks.

Allocation algorithm. Vela introduces an allocation algorithm that partitions the program at state,

flow, and computation level. It achieves a good balance between the partitioning granularity (a

coarser-grained one would miss better partition plans) and the search space (a finer-grained one

causes the search space too large to explore). Vela applies several efficient heuristics to quickly navi-

gate the huge search space and find an allocation plan that meets the throughput specification.

We have built Vela and evaluated its effectiveness on a variety of real-world packet processing

programs. Vela’s performance model for Netronome SmartNIC can achieve high accuracy in perfor-

mance prediction. Vela compiler can adapt to diverse applications, different traffic and performance

specifications, and propose partitioning plans with significant CPU savings.
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Figure 3.1: An example application with an HTTP counter and a layer‐4 load balancer for non‐HTTP traffic which
periodically reports DIP load to the logger.

3.2 Motivation

Recent work110,91,109 has shown that many host applications, such as firewalls, IDSes, OVSes and

networked applications such as memcached servers, distributed key-value stores, gain significant

performance boost from offloading part of their functions to SmartNICs. However, unlike the

flexible and performant CPU with abundant resources, SmartNICs usually have simpler architec-

tures, constrained instruction sets, lower clock frequency, and limited resources. It is challenging for

the programmers to fully exploit the SmartNIC’s capability and carefully partition the application

between CPU and SmartNIC to maximize the performance. Therefore, our goal is to build an ex-

tensible programming platform that provides a uniform programming interface and automatically

partitions the functions, states, and traffic across SmartNICs and hosts to best optimize application

performance.

Figure 3.1 shows an example of a host network processing application. On the host, we run an
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HTTP server (which handles dport=80 traffic) and a layer-4 load balancer (which handles the rest of

traffic). We first classify packets based on its destination port: the HTTP traffic is sent to the HTTP

server and the rest is sent to the load balancer. A count-min sketch sits before the HTTP server to

count packets sent from each sender. The layer 4 load balancer37,65 maps a virtual IP address (VIP)

to a direct IP address (DIP) using three components: a ConnTable, a Load Counter, and aMini-

mum Load Selector. For the first packet of a connection c, it does not have an entry in the ConnTable

and goes to theMinimum Load Selector to pick the DIP with the lowest load. In addition to send-

ing the packet to the selected DIP, we also insert a new <SIP, DIP> mapping into the ConnTable

based on c’s source IP address (SIP). The followup packets of cmatch the installed entry in the Con-

nTable. We identify the DIP for the packets, update the load for the DIP in the Load Counter, and

update theMinimum Load accordingly.

If the network programmers want to accelerate the above network application on a server through

a SmartNIC, two challenges stem from the complexity in both the SmartNIC and partition across

NIC and CPU.

3.2.1 Programming on SmartNIC

Different from CPUs that are generic and flexible, SmartNICs are specially designed for fast packet

processing. Programmers face two major issues when developing programs on the SmartNIC:

Constrained architecture. It is hard for the programmers to adapt to the SmartNIC’s new devel-

opment environment. SmartNIC adopts more efficient architecture with constrained language
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and instruction sets. For example, Netronome SmartNIC employs RISC-based cores and supports

Micro-C (an extended subset of C-89) and P4 language, Pensando DSC uses a pipeline architec-

ture that can be programmed by P4. Not all operations are supported by the constrained language.

For example, it is hard to manipulate strings or create a timer on a pipelined architecture via P4 lan-

guage. Furthermore, the languages often expose lower level APIs for fine-grained control and better

performance. Netronome SmartNIC contains five tiers of memory andMicro-C language allows

programmers to allocate memory on a specific tier. Last but not the least, SmartNIC has limited

resources, such as number of instructions, pipeline stages, memory size, etc. As a result, developers

have to fully understand the capability of the SmartNIC, learn new language, and tailor the acceler-

ated application to develop on the SmartNIC.

Performance optimization. A compilable and runnable SmartNIC program does not necessarily

deliver the expected performance. Programmers still have to fine-tune the program to achieve line

rate or specific packet processing throughput. This requires the programmer to quantify the perfor-

mance of each component in the SmartNIC and understand how different components collaborate

together and impact the overall performance. For example, Netronome SmartNICs use shared mem-

ory and lack flow-core affinity126 (i.e., packets are assigned to cores randomly). This means we need

locks when packets on multiple cores access the same state. Therefore, programmers need to mini-

mize the locking overhead (e.g., in126). Figure 3.1 has two states that need lock protection: the Load

Counter and theMinimum Load Selector.

Vela’s goal. It is non-trivial to develop a SmartNIC program that is runnable and delivers expected
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performance. Therefore, Vela should study the SmartNIC’s architecture and build an accurate per-

formance model that (1) judges whether a program is runnable and (2) estimates the program’s

performance.

3.2.2 Partitioning across SmartNICs and hosts

Another challenge is how to partition the application across SmartNIC and CPUwhen SmartNIC

itself cannot handle the entire application. A good partition plan should satisfy the performance

requirement while minimizing CPU usage. To achieve this goal, Vela needs to consider three factors

— state, flow, and computation— in partition decisions.

State partition. Host network applications are largely stateful with many per packet, per flow, and

global states. For example, in the load balancer, the Load Counter maintains a counter for each DIP,

while theMinimum Loadmaintains the state for each VIP. Stateful operations are atomic: the

computation result from the former packet should be ready before the latter packet arrives. Thus,

instructions related to a state cannot be parallelized, pipelined, or split across the SmartNIC and

CPU. It is worth noting that each element in a state array is treated as individual state as long as no

two elements share data with each other, such as each element in the Load Counter.

The partition algorithm should decide whether to allocate each state at SmartNICs or hosts. For

example, in the load balancer, if we deploy the entire ConnTable andMinimum Load Selector on

the host and others on Netronome SmartNIC with 40 Gbps bandwidth, we have to send 80 Gbps

traffic to the CPU, which exceeds the 63 Gbps PCIe Gen3x8 bandwidth limit. If we place states at
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the SmartNIC, the SmartNICmay have a hierarchy of memory. The performance also depends on

which memory to store the states. A slower but larger memory can accommodate more states but

pays the price of a lower read/write performance.

Flow partition. Different traffic may access different states. For example, in the load balancer, a new

connection only needs to read theMinimum Load state array, while existing connections access

all three components, different flows with different destination IP also visit different elements in

theMinimum Load state array. Therefore, we need to identify the right set of flows to offload. We

can route the first packet of each flow to the host and keep remaining packets at the SmartNIC, or

offload elephant flows of the traffic (along with the states they visit) onto the SmartNIC and keep

the mice flows on the CPU. Different choices lead to different performance, we need to explore all of

them.

Computation partition. Each application may contain different branches of computation with

different frequencies. In general, we want to offload frequent computations to SmartNICs to best

leverage SmartNIC resources for high performance. For example, we can offload the ConnTable

hit path to the SmartNIC and leave the miss path and update operations at the host since it is only

triggered once per source IP.

Vela’s goal. Our partition decision should be based on the joint effect of the above three factors on

performance. In essence, we need a compiler that can automatically identify the state, traffic, and

computation patterns in applications and seek for the best partition that meets the performance

requirements while minimizing the CPU utilization given the resource and function constraints at
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Figure 3.2: Vela’s architecture and workflow overview.

different SmartNICs.

3.3 Overview

Figure 4.4 presents the workflow of Vela. Vela includes two components: the Vela compiler and

performance model.

The Vela compiler takes as input: (1) a high-level Vela program, (2) a specification specifying the

target performance, and (3) a traffic configuration that offers traffic distribution or sample trace,

Then, Vela compiler’s frontend—consisting of preprocessor, instruction dependency analysis, con-

trol flow analysis, state block analysis, and state indexing analysis—generates a state-centric inter-

mediate representation (or state-centric IR), which encodes the state, flows, and the relationship

between them. Finally, Vela compiler’s back-end introduces a compiling algorithm that efficiently
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explores different state-flow allocation plans and queries the performance model for a compiling so-

lution. This solution can then be translated into NIC-specific programs for the target NICs and if

necessary, a host program in C++ language.

Vela’s performance model is built upon the observation that memory operations incurs high

overheads on the Soc-based SmartNICs. Vela took Netronome Agilio SmartNIC, a popular and

representative SoC SmartNIC, as an example, and built a performance model. The performance

model builds several models to characterize the behavior of memory and locks. By taking a state-

flow allocation plan, the model can translate it into memory and lock operations and judges whether

the plan meets the performance target.

We present the detailed designs of Vela compiler’s front-end, back-end, and the performance

model in §3.4, §3.5, and §3.6 respectively.

3.4 Vela’s Compiler Front-End

Vela language introduces a high-level abstraction for the programmers to express their applications

without the hassle of low-level details. The grammar is listed in Figure 3.3.

At high level, Vela employs an event-based programming model: programmers describe how

each input is processed and where the generated output is sent. Figure 3.4 shows the Vela program

for our motivating example in §3.2. The Vela language frees the programmer from worrying about

architecture-specific features, such as locks, memory hierarchy, pipelining, and atomic engines. Vela

compiler takes care of such details automatically and generates program on the SmartNIC.
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prog ::= declaration* Vela program
declaration ::= header Header type

| packet Packet
| pipe Processing pipeline
| module Modules
| func Function
| ...

header ::= header_type str {item*} Header type
packet ::= packet str {item*} Packet Declaration
item ::= str str ; Header & packet fields
... ...
pipe ::= pipeline [str] {chain*} Processing pipeline
module ::= module str (para){mBody} Module Definition
mBody ::= (vDecl | chain)∗ Module body
chain ::= str ( -> str )* ; Module & func. chain
... ...
func ::= func str(para){funBody} Define a function
funBody ::= (vDecl | cmd)∗ Function body
... ...
para ::= type str ( , type str )* Parameters
cmd ::= if | func | return | ... Commands
vDecl ::= table tableType str Table

| register regType str Register
| localType str Local variable

... ...

Figure 3.3: Vela language grammar.
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1 //HEADER
2 header_type ethernet_t { ... }
3 packet pkt { ... }
4 parser_node ingress { ... }
5

6 //PROGRAM & MODULES
7 pipeline[lb_proxy]{
8 IFACE -> classifier;
9 classifier.http -> tcp -> sketch -> CPU;
10 classifier.non_http -> lb.pkt_out -> OFACE;
11 lb.report -> CPU;
12 }
13

14 module classifier(pkt pkt_in, pkt http, pkt non_http) {
15 pkt_in -> classify() -> [http, non_http];
16 }
17 module sketch(string str_in, pkt req_out) {
18 str_in -> count_min_sketch() -> req_out;
19 }
20 module lb(pkt pkt_in, pkt pkt_out, string report) {
21 timer watchdog = timer(1000, "loop");
22 register bit[32][4096] dip_cntr;
23 pkt_in -> load_balance(dip_cntr) -> pkt_out;
24 watchdog -> digest_gen(dip_cntr) -> report;
25 }
26

27 //FUNCTIONS
28 func classify() {
29 if (tcp.valid && tcp.dst_port == 80)
30 return (True, False);
31 else
32 return (False, True);
33 }
34 func load_balancer(register bit[32][4096] dip_cntr) {
35 ...
36 }
37 ...

Figure 3.4: Vela program for our motivating example.
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3.4.1 Vela’s Grammar

AVela program consists of the following parts: (1) pipeline &module specification, (2) header and

parser, and (3) function.

Pipeline & module definition. In a Vela program, the programmer defines the deployed program

as a single pipeline (specified by pipeline) consisting of one or more modules. In the pipeline

section, programmer defines included modules and the connections between modules. In our moti-

vating example, there are three modules: classifier, http_parser and lb in pipeline lb_proxy.

As shown in Figure 3.4, we use -> to specify the connections between modules. Modules can also

connect to interfaces such as IFACE (i.e., the ingress of the host) at Line 8.

A module defines an independent component in the whole program: it can only exchange infor-

mation with other modules via input/output channel. Vela allows two types of I/O data: packet

and bytestream. Packet refers to a normal packet transmitted in the network, while the bytestream

refers to a variable length string. A module can only have one input but is allowed to have multiple

outputs. Input and output could be different data types.

Header and parser definition. If a module processes packets, it needs to specify the format of the

packet via the header_type and parser_nodemodule. The grammar is similar to the header and

parser definition in P4 language8.

Function definition. Amodule may contain multiple functions. Vela function definition is similar

to C language. In Figure 3.4, Line 28 and 34 define the function classify and load_balancer,

respectively. A function implements the main processing logic, such as arithmetic operations, table
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lookups, state queries, and pre-defined library function calls. Functions use the return statement to

direct the packets when there are multiple output ports connected. For example, at Line 30 and 32,

the classify function sends the input packet to one of the output ports defined at Line 15.

State. State is introduced to store information across inputs. The state provides an index-based

array interfaces and expects frequent read and write operations. Line 22 in Figure 3.4 declares a state

with 4096 elements via the register keyword.

Lookup Table. The lookup table provides a key-value interface that maps each key to its value.

Line 4 in Figure 3.4 shows an example. Such mapping could be implemented via a hash table. The

difference is that such declaration give compiler a hint to deploy it on special hardware accelerators,

such as EMFC in Netronome. The cost of the accelerated implementation is the update is more

costly or directly not supported by the SmartNIC and losing atomicity.

By taking input a Vela programP , the first step of Vela compiler is to construct a state-centric

intermediate representation (or state-centric IR) based onP . The state-centric IR generation aims

at extracting important materials (including instruction dependencies, state blocks, and control flow

blocks) that are used to facilitate the compiling algorithm of Vela’s backend (see Figure 4.4).

Specifically, constructing a state-centric IR needs the following phases: (1) the preprocessor en-

riches and optimizesP (§3.4.2); (2) instruction dependency analysis generates the dependency

graph (§3.4.3); (1) control flow analysis sets aside the instructions that are being infrequently ex-

ecuted (§3.4.4); (2) state block analysis groups the instructions that are related to state update

(§3.4.5); (3) state indexing analysis finds the statements and variables that participates in the in-
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1:    func load_balancer(register bit[32][4096] DipCntr) 
2:    {    
3:        register bit[32][4] MinDip, MinLoad;
4:        table dict<bit[32] ip, bit[32] vip>[1024] ConnTbl;
5:
6:        bit[2] vip = ipv4.dst_ip & 0x03;
7:        if (ipv4.src_ip in ConnTbl) {
8:            ipv4.dst_ip = ConnTbl[ipv4.src_ip];
9:
10:           DipCntr[ipv4.dst_ip] += 1;
11:
12:           if (DipCntr[ipv4.dst_ip] < MinLoad[vip]) {
13:               MinLoad[vip] = DipCntr[ipv4.dst_ip];
14:               MinDip[vip] = ipv4.dst_ip;
15:           }
16:           else if (ipv4.dst_ip == MinDip[vip]) {
17:               MinLoad[vip] = DipCntr[ipv4.dst_ip];
18:           }
19:       }
20:      else {
21:          ConnTbl.insert(ipv4.src_ip, MinDip[vip]);
22:      }
23:  }

CB 4

CB 3

CB 2
CB 1

SB 2 

SB 1

Figure 3.5: The Vela program of the load balancer middlebox, CB ‐ Control Block, SB ‐ State Block.

dexing of each state (§3.4.6).

Example. This section uses the load balancer example shown in Figure 3.1 to illustrate how

Vela generates the IR. Figure 3.5 details a load balancer’s Vela program. When a packet arrives, a

ConnTable checks whether the packet has already been assigned to a server. If so, the load balancer

modifies the destination IP of the incoming packet (Line 8) and then updates the corresponding

statistics (Line 10); otherwise, the load balancer assigns the connection with a new server in the pool

that has the lowest traffic load and inserts the mapping into the ConnTable (Line 21). The statis-

tics block counts the total number of packets sent to each server and maintains the server with the

lowest load (Line 12).
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3.4.2 Preprocessor

The preprocessor applies the common compiler front-end techniques to process the input program.

It includes following steps: (1)Checker checks the syntax and semantics correctness. (2) Function

inlining replaces each function call site with its body. (3) Branch removal converts each if-else con-

dition into a predicate and applies the predicate to all the instructions in the condition body. (4)

Single operator expansion expands the instructions with more than one operator into multiple in-

structions with only one operator each. (5) Static single assignment form conversion enriches the

variables with a version field. When the variable is assigned to a new value, the version increases ac-

cordingly. It guarantees that no versioned variable is assigned twice. (6)Variable type inference in-

fers the width of each variable. The preprocessor returns,L, a list of instructions with no branching,

only one operator for each line of program, and versioned variables. Each variable has its finalized bit

width.

3.4.3 Instruction Dependency Analysis

The instruction dependency analysis extracts the dependency among instructions fromL, produc-

ing a graph. Only Read-After-Write dependency remains after single operator expansion. For any

two instructions a and b, we say a depends on b if a reads a variable that bwrites to, and we add a

directed edge from a to b. For example, in Figure 3.5, Line 13, 14, and 17 all depend on Line 10.Vela

compiler backend would use this graph to determine the execution order and performance of the de-

ployed instructions on the NIC. Furthermore, state block analysis (§3.4.5) is also built atop of this

86



graph.

3.4.4 Control Flow Analysis

Control Flow Analysis (CFA) identifies control blocks and tags the control blocks that should be-

long to the slow path, i.e., executing only once per-flow or multiple flows on CPU. Because they

execute infrequently and have neglectable impact on the performance, they are hence set aside from

later processing and considered last in the backend algorithm.

The CFA first groups the instructions into control blocks according to their if-condition. For

example, Line 8 and Line 10 in Figure 3.5 belong to the same control block, CB1 in Figure 3.5, be-

cause they have the same if-condition ipv4.src_ip in ConnTbl; on the contrary, Line 21 be-

longs to another block with condition ipv4.src_ip not in ConnTbl. It is easy to see that the

instructions in the same block execute at the same frequency. Figure 3.5 shows four control flow

blocks CB1-4.

Then, the CFA tags the control blocks that belong to the slow path, called infrequently-accessed

control blocks, by analyzing the relationship between the condition and instructions inside the

block: it finds the the control blocks that contain statements that negate the condition of the con-

trol block and no other control block that restores the condition. For example, the block

ipv4.src_ip not in ConnTbl only executes once for each source IP address. Because the in-

struction ConnTbl.insert(ipv4.src_ip, MinDip[vip]) inserts an entry in the ConnTbl and

when the follow-up packets from the same source IP arrives, the condition is always false. Thus CB4
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in Figure 3.5 is an infrequently-accessed control block which should be moved to slow path.

The CFA finally removes all the infrequently-accessed control blocks fromL and the instruction

dependency graph. We delay the placement of these infrequently-accessed control blocks until other

instructions are assigned by the backend.

3.4.5 State Block Analysis

State is one of the key factors that affect the performance of the deployed program. The state block

is introduced based on the observation that the state-related instructions should be deployed along

with the state. A state block is a list of instructions that are related to state update. For example, Line

10 of Figure 3.5 updates state DipCntr. State block analysis (SBA) identifies the state blocks in the

program and generates the dependency between them, offering this information to the backend

compiling algorithm.

The intuition behind extracting the state block is that the performance difference of operations

atop of different compute units is neglectable compared with data transmission latency. Agilio FPC

running at 1.2GHz needs 0.833ns to finish one simple operation, a 4GHz CPU needs 0.25ns, while

the PCIe data transfer latency is at least 900ns. This means if we place the state on Agilio SmartNIC

and the update operation on CPU, we need at least 1543 such operations to compensate the PCIe

transfer latency. Thus, co-locating the state and its updating logic is the better choice in most cases.

The SBA works as follows: for each state (i.e., register variable), we first identify the instructions

that write and read this state, e.g., in Figure 3.5, instruction DipCntr[ipv4.dst_ip] += 1 both
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reads and writes the state DipCntr. Then, given the updated instruction dependency graph, SBA

adds an edge from each write instruction to each read instruction †. Finally, Vela generates the

strongly connected components (SCCs) of the new dependency graph and each SCC is a state block.

As shown in Figure 3.5, Line 10 itself is a state block SB1.

Multiple states may depend on each other and together they form a merged state block. In Fig-

ure 3.5, state MinDip’s write instruction at Line 14 executes when the if-condition at Line 12 holds,

which reads state MinLoad; state MinLoad’s write instruction at Line 17 reads state MinDip at

Line 16; thus, the two states depend on each other. In this case, the two states form a merged state

block, i.e., SB2 in Figure 3.5, and they should be deployed on the same compute unit.

3.4.6 State Indexing Analysis

State Indexing Analysis (SIA) answers the question: which input accesses which element in each

state? SIA figures out the variables that decide this relationship and later the backend can calcu-

late the state update frequency based on the traffic configuration. For example in Figure 3.5, state

MinLoad is accessed by variable vip, which is essentially the value of ipv4.dst_ip & 0x03. Thus,

its access frequency is decided by the header value ipv4.dst_ip and the constant value 0x03

jointly. Later, if the table maps all the flows to one vip or all the flows have the same destination

IP, the performance specification is high since all the input packets update the same element in

MinLoad. On the other hand, it is less demanding if the table and the traffic spread the inputs evenly

†We can safely ignore the states with only write instructions or read instructions since these instructions
do not require serialization.
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across all the elements of the state.

SIA finds the related variables by backtracing on the instruction dependency graph. Starting

from the variable that indexes the state (e.g., vip for state MinLoad), we replace the variable with the

instruction that creates the value (Line 6 in Figure 3.5), and collect the variables that the instruction

reads (ipv4.dst_ip and 0x03). Then, we continue this loop until all variables are either tables,

states or values in the input. All the visited instructions and the final variable set decide the update

frequency of a state.

3.5 Vela’s Compiler Back-End

By taking into the state-centric IR, Vela’s back-end synthesizes a NIC and host program allocation

plan that specifies the deployment location of instructions, while meeting the input performance

specification. This section first models our problem (§3.5.1). Then, we detail how the compiling

algorithm leverages materials from state-centric IR and performance model to generate a program

allocation plan (§3.5.2). The performance model is later detailed in §3.6.

3.5.1 ProblemModeling

Formally, we model our problem as: Given a Vela program, Vela first follows the steps in §3.4 to

generate the state-centric IR and collect the stateless instructions, state blocks, and slow-path control

blocks into I. We use Ij to denote the jth item in I. The traffic information provides a list of flows T ,

each flow t ∈ T has its own header identifier th and throughput tv. We define f(Ij, th) as a Boolean
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function, which indicates whether for flow t should execute Ij on the CPU. The goal of this section

is to find a feasible f that meets the performance specificationP and resource constraints of the

SmartNIC that minimize CPU load
∑

(tv · f(Ij, th)).

3.5.2 Compiling Algorithm

The heart of our compiling algorithm is an allocation approach that aims to find a NIC and host

allocation plan according to performance predication and resource constraints, while meeting the

input performance specification. In this section, we first describe a basic version of our algorithm

based on three insights, and then present three optimization approaches to make the algorithm

more efficient.

Insight 1: Flow aggregation. We observe that multiple flows may access the same element of a

state. For example, in the load balancer, all the flows with the same VIP access the same element of

state MinDip; thus, we consider those flows accessing the same state element as an aggregated flow.

We use the result from SIA (i.e., state indexing analysis in §3.4.6) to obtain this mapping and aggre-

gate the flows. The set of aggregated flows for state si is denoted as Tsi , with each aggregated flow

denoted as th,si with volume tv,si . Sometimes, we may not be able to get the clear mapping because

the programmer deliberately uses hash collisions to reduce memory footprint, such as count-min

sketch. In this case, Vela treats the entire state as one single, non-partitionable state and all traffic is

aggregated into one aggregated flow. This flow aggregation insight significantly simplifies the num-

ber of flows our algorithm needs to take into account.
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Algorithm 3: State Block allocation algorithm.
Input: State blocks S , aggregated flows Ts for each state s ∈ S .
Input: Performance targetP .
Output: F : The allocation plan.

1 Obest ← 0
2 M← SortedStateAllocationMappings(S)
3 Vmax ← {s : GetMaximumThroughput(s), s ∈ S}
4 foreach Sm ∈M do
5 Om ← OffloadUpperBound(Sm)
6 if Om < Obest then continue
7 Tm ← sort({<ts, s>}, key = ts,v/ls), s ∈ Sm, ts ∈ Ts
8 foreach (ts, s) ∈ Tm do
9 if ts,v < Vmax[s] then continue

10 Fm.append((ts, s))
11 if Performance(Fm) <P then break
12 (F ,Obest)← Update(CPULoad(Fm))

13 returnF

Insight 2: Parallelization. Another interesting insight is that SmartNICs are built to parallel. For

two elements in the same state si1 and si2, if the SmartNIC is able to process both aggregated flow

th,si1 , th,si2 separately, then it can process both of them together, as long as no other resource limit is

violated. This allows us to allocate each element separately in parallel.

Insight 3: Prioritization. Vela first allocates the classes that affect performance the most, i.e., state

blocks. Because stateless instructions are easy to parallel and pipeline, slow-path control blocks (ex-

tracted in §3.4.4) are triggered infrequently, so they have minor impact on the performance. Thus,

insight 3 tells us that our algorithm only needs to take into account state blocks extracted in §3.4.5.

Algorithm. Based on the above three insights, our problem is simplified as: Given a list of state

blocks S (Insight 3), the aggregated flows Ts (insight 1), and the performance targetP , find an allo-

cation plan f(s, ts,h) that minimizes ns ·
∑

(ts,v · f(s, ts,h)) while satisfying the hardware resource
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constraints, where s ∈ S, (ts,h, ts,v) ∈ T∫ and ns denotes the total instructions in the state block of s.

Due to the complex relationship between an offloaded program and its performance, there is

no better way to solve the program efficiently but a brute force searching. Algorithm 3 shows the

pseudo code for our algorithm. Specifically, Vela iterates all possible allocations for each state block

element s ∈ Sm and aggregated flows ts ∈ Ts (Line 4 and 8). Then, for each allocation, we check

whether this allocation meets the performance target by querying the performance model (Line 11)

and record the CPU load (Line 12). Finally, we choose the allocation plan that minimizes
∑

(ts,v ·

f(s, ts,h)).

Optimizations. The above basic version approach however is still slow because of the complexity:

the number of total allocation choices grow exponentially. Let l be number of aggregated flows

regarding state S , Netronome SmartNIC has two tiers of shared memory, so 3 choices in total (2

memory + 1 CPU) results in 3l different allocation choices. Furthermore, in each allocation plan,

we still need to consider different aggregated flow combinations. It is impractical to enumerate and

evaluate each of them. Vela introduces the following optimizations to improve the efficiency.

Optimization 1: Filtering (Line 5-6 in Algorithm 3). Each allocation plan has an offloading upper

bound. For example, SB1 in Figure 3.5 has 1 instruction and SB 2 has 3 instructions. So offloading

SB1 alone can at most offload 25% of the computation, SB2 can offload 75%. If one previous of-

floading plan can 80% of the total computation, we can skip the above two allocations. In general,

Vela starts the search from offloading everything possible and records the best offloading percent-

age (Line 2). Once the best offloading percentage is updated, we skip the plans that cannot perform
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better.

Optimization 2: Local traffic ordering (Line 7-9 in Algorithm 3). Instead of considering all pos-

sible aggregated flow combinations, Vela prioritizes the traffic with higher volume. Specifically, for

each state block offloaded to the SmartNIC, we first sort the aggregated flows based on its volume

(as recorded in the traffic configuration). Next, we compute the highest throughput the SmartNIC

can support and ignore the aggregated flows that have a higher volume. Finally, starting from the

traffic with the highest volume, Vela adds each traffic to the offloaded set until one resource limit is

hit. The intuition behind this is that if the total volume is the same, one larger aggregated flow takes

less resource than multiple smaller aggregated flows. This reduces the total number of combinations

of the traffic related to one item fromO(k!) toO(k), where k is number of aggregated flows.

Optimization 3: Global traffic ordering (Line 7-9 in Algorithm 3). Whenm states are offloaded,

we still need to consider km total traffic combinations, which is still a large number because of k. To

further accelerate the search, we can extend the local traffic ordering idea: because of the elephant-

mice flow distribution, the elephant flows usually belong to the largest aggregated flows. One dif-

ference is we sort the aggregated flows based on the division of aggregate flow size and state element

size. We give higher weight to the state with smaller element size because it is more resource efficient.

This further reduces the complexity fromO(km) toO(km).

Allocating the rest of materials. After the above steps, we have found a state allocation plan that

meets the resource constraint and minimizes the state block elements in CPU. The next step is to

allocate the rest IR components: stateless instructions and slow-path control blocks.
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For the stateless instructions and slow-path control block, because they have marginal impact on

the performance of the program, Vela uses an offload-as-much-as-possible approach: offload to the

SmartNIC as long as they are supported. For example, the CB4 in Figure 3.5 is a slow-path control

block and it contains a table insertion instruction. For Netronome, we keep it in the CPU because it

does not support data plane table insertion.

3.6 Performance Model

Given a program P that runs on the SmartNIC, its performance model estimates the maximum

processing capability. An accurate performance model allows Vela to find the optimal offloading

plan without hurting the overall throughput of the host. To achieve this, one should fully under-

stand the architecture of the SmartNIC and how it processes each input packet. In this work, we use

Netronome Agilio SmartNIC, which is widely used by both industry32 and academia126,145,139,91,

as a target to build an accurate performance model.

In Agilio SmartNIC, the packet processing occurs at the Flow Processing Cores (FPCs). In this

section, we first explain how Agilio FPCs process packets (§ 3.6.1). Next, we run a series of pro-

filings to demonstrate the performance character of the FPC-local operations (§ 3.6.2). Then, we

introduce the Roofline model that fits the performance curves of each memory operation (§ 3.6.3)

and how Vela computes the performance when hybrid memory operations exist (§ 3.6.4). After

that, we show how to adjust when locks exist(§ 3.6.5). Finally, we present, how Vela summarizes the

above models together to estimate the performance of a given program P (§ 3.6.6).
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Memory Scope Size Latency (cycles)
InstructionMemory (IM) Core 8K N/A

Local Memory (LM) Core 4KB 1-3
Cluster Local Scratch (CLS) Island1 64KB 20-50

Cluster Target Memory (CTM) Island 256KB 50-100
Internal Memory (IMEM) Global 4MB 150-250
External Memory (EMEM) Global 2GB 150-500

1 In Agilio, FPCs are grouped into islands. Each island has 12 FPCs.

Table 3.1: FPC memory hierarchy.

3.6.1 FPCs’ Architecture & Processing Flow

FPC is a 32-bit RISC core with up to 8 thread contexts, at most one thread is executing at a time.

FPC uses a run-to-completion architecture, rather than a pipeline architecture used by programmable

switching ASICs. Each FPC thread executes the compiled instructions sequentially and accepts the

next packet after finish processing the current one. FPC’s architecture is shown in Figure 3.6.

FPC memory hierarchy. Shown in Table 3.1, FPC interacts with instruction memory and five tiers
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of data memories, each has its own scope, size, and access latency.

Specifically, since IMEM and EMEM are globally available, we use them to store variables shared

by all FPCs, such as locks, counters, and global states. FPCs rely onMemory Engines (MEs) to per-

form read and write operations. There are two types of MEs, bulk ME and atomic ME. IMEM and

EMEM have their ownMEs and do not overlap.

FPC programming language. FPC supports both P4 andMicro-C languages. An FPC program

is similar to a typical P4 program. Programmers can use P4 language to define header, parser, and

match fields of the tables. As for actions, programmers usually use Micro-C language for better

flexibility.

FPC processing flow. Shown in Figure 3.6, when a packet arrives at the ingress, an FPC thread

executes following steps:

• Parse packet header stored in CTM, extract header fields.

• Look up Exact Match Flow Cache (EMFC) that sits in EMEM and stores all visited flows.

• If the packet belongs to a new flow, FPC executes the entire program, i.e., lookup tables and exe-

cutes the matched actions. At the same time, FPC records the matched entry in each table (value

of matched fields, action id and corresponding parameters) and pushes them into the EMFC.

• If the packet header fields are found in the EMFC, FPC skips all table lookups and only executes

recorded actions.

• Push packet into the egress and processes a next packet.
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Figure 3.7: Throughput on different memory type, operation, mode, and
transfer size.
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3.6.2 FPC-local Instructions Profiling

We run a series of profilings to quantify the performance characters of FPC-local instructions.

Across all profilings, we injected the smallest-sized packets (no smaller than 64 bytes) and recorded

the maximum packet processing throughput that Agilio can process with no packet drop.

Profiling Baseline. In the baseline, FPCs only forwards the packet from ingress to egress. Here, we

measure a total throughput of 31.91Mpps. This shows the best possible throughput and the result

is bottlenecked by other components in Agilio.

Header Parsing. Packet headers are stored in FPC’s CTM. Header parsing is the first step of the

packet processing. FPC receives the pointer to the packet header, executes the parsing state machine,

and records each header field’s offset in the LM. The parsing procedure is performed locally in each

FPC. The result is shown in Figure 3.9 and Figure 3.10. We can see that the forwarding performance

is unaffected until FPC parses more than 8 headers.

Table Lookup & Action. The table entries are stored in the EMEM. FPC applies DCFL155 algo-

rithm to lookup tables. DCFL is a decomposed searching algorithm that searches each field of a

table separately and aggregates search results together to return the final match result. In FPC, the
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per-field searching is accelerated by a lookup engine. But because of the high EMEM access latency,

DCFL algorithm still performs poorly. FPC spends most of the processing cycles in tables’ actions.

In the actions, FPC performs diverse operations, e.g., arithmetic/bit operations, read/write different

memories, acquire locks, etc..

Shown in Table 3.3, we can see the performance drops quickly as number of tables increase from

1 to 4. When the number of tables are fixed to 1, the number of matched fields also impacts the

performance, which is due to the DCFL algorithm Agilio adopts.

Exact Match Flow Cache. To accelerate the table lookup process, FPC employs a special data

structure called Exact Match Flow Cache (EMFC)10. EMFC is an exact match hash table stored

in the EMEM. Its match field is the concatenation of all tables in the program. EMFC’s key is com-

posed during packet header parsing step. When a packet from a new flow arrives, EMFC caches

the matched entries of all tables and corresponding actions along with the parameters. Later when

subsequent packets arrive, FPC can skip all table lookups and only execute the actions recorded in

EMFC. EMFC has a size limit of 2 million.

By comparing the result before and after EMFC is enabled in Table 3.3, we can see that the

EMFC can greatly accelerate the packet processing. And the performance is not affected by num-

ber of tables nor the number of fields.

Arithemetic Operation. Shown in Figure 3.11, arithmetic operations can be performed pretty

quickly, we only see major performance drop after executing 200 such operations.
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Processing Step / Operation Impact Factors Profile Result

Header Parsing
Number of headers Figure 3.9
Header length Figure 3.10

Table Lookup1
Number of matched fields

Table 3.3Width of matched fields
Number of tables

Exact Match Flow Cache Width of EMFC key
Arithmetic Operation Number of operations Figure 3.11

1 We disabled EMFC in this microbenchmark.

Table 3.2: Impact factors of FPC operations and profiling result
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Figure 3.11: CPU usage under different
throughput targets.

Table # Field # Disable EMFC
Tput (Mpps)

Enable EMFC
Tput (Mpps)

1 1 25.43 31.43
1 2 15.54 31.37
2 1 16.64 29.91
1 4 5.62 31.30
4 1 9.48 29.20
2 2 10.89 29.95

Table 3.3: Throughput under table lookup and EMFC
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3.6.3 Shared Memory & Roofline Model

In Agilio, shared memory’s operations, i.e., IMEM and EMEM operations, dominate packet pro-

cessing time. Thus, modeling the shared memory operations’ performance is crucial to the perfor-

mance model. Here, we take a step closer and study how the performance is affected by different

factors.

IMEM and EMEM operations are executed by the MEs. MEs support two operations (read and

write) through two modes (atomic and bulk) at different data transfer sizes (varies from 4 to 128

bytes). Different memory operations have diverse performance. Figure 3.7 shows Agilio’s through-

put when each packet issues 15 memory requests with different factors.

Besides the above factors, the overall memory operations’ performance is affected by two more

factors. (1) Memory operation pattern, MEs can parallelize the requests they are spread out and

results in a higher overall throughput. In this model, the pattern is quantified by memory size and

assumed the elements are randomly and uniformly accessed. We take this factor into account in

§ 3.6.4. (2) Memory operation intensity i.e., number of memory operations per packet. A higher

memory operation intensity can hit other bottlenecks such as memory bandwidth, ME processing

speed and results in a lower overall throughput. In summary, there are six different factors can affect

the memory operations’ performance: memory type t, memory operation o, operation modem, data

transfer size s, memory array size n, and operation intensity i.

Roofline model. In a nutshell, the Roofline model163 focuses on the relationship between overall

attainable memory operation throughputM and operation intensity i. When the intensity is low,
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the attainable throughput scales linearly, when the intensity is high, throughput is bottlenecked by

the peak memory bandwidth or the execution frequency of MEs. We observed similar patterns in

Agilio across all memory operation factor combinations. Figure 3.8 shows several such curves, the

x-axis is the number of memory operations per packet and y-axis is the total attainable memory oper-

ation throughput. Our goal is to model the relationship betweenM and i under factors t, o,m, s, n

and compute packet throughput via M
i .

To fit the roofline curve accurately, we built the following model rather than the piecewise func-

tion adopted by the original Roofline model. Let Δtm be the memory operation latency, Δt0 be the

constant time spent in other steps such as parsing, flow cache matching, etc., TM be the maximum

throughput the memory (t, o,m, s) with length n can support. Then, the attainable memory opera-

tion throughput at intensity i is:

Mt,o,m,s,n(i) =
TM · Δtm · i
Δt0 + Δtm · i

(3.1)

Considering the queuing overhead, a penalty item e−
b
i is applied to each memory operation, so

we have:

Mt,o,m,s,n(i) =
TM · limi→∞ e−

b
i · Δtm · i

Δt0 + Δtm · e−
b
i · i

=
TM · i

a+ e−
b
i · i

(3.2)

where a denotes Δt0
Δtm . We chose the exponential penalty item because we expect the penalty grows
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more slowly as the intensity i goes up. As a result, we can use three parameters TM, a, b to compute

the overall attainable memory operation throughput when other 6 factors are given.

3.6.4 Hybrid Memory Operations

One programmay execute multiple memory operations with different factors. Different memory

operations may interfere with each other and complicates the performance prediction. For example,

Figure 3.12 shows the processing throughput of two individual memory operations and when they

are combined in the same program. We can see there are different slowdown patterns. The slow-

down is decided by the FPCs’ memory architecture since different memory operations traverse dif-

ferent components. The impact is quantified by whether the traversal paths overlap with each other

and whether the overlap component is the bottleneck. We first study how two memory operations

affect each other, and then introduce how to model the performance of hybrid memory operations.

Two different memory operations. Vela considers two relationships between the two operations:

share the same bottleneck or not. Let i1, i2 and andM1(i),M2(i) be the intensity and roofline

model of the two memory operations respectively.

• When two operations share same bottleneck, the hybrid roofline model is the weighted harmonic
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Memory Factors Relationship
Same memory type &mode Share memory engine
IMEM, different mode Do not share
EMEM, different mode Share memory bandwidth
Different memory types Do not share

Table 3.4: Memory operations with different factors and their bottleneck sharing relationship.

mean of the two:

Mh(i) =
i1 + i2

i1
M1(i) +

i2
M2(i)

(3.3)

Then we can compute the throughput viaMh(i1 + i2). We average the model not the value be-

cause we have to consider the queuing effect of the bottleneck.

• When two operations share no bottleneck, then the memory operation is bottlenecked by the

slower one, which means the throughput is:

Mh(i1 + i2) = min(M1(i1), M2(i2)) (3.4)

Following the above finding, we ran pairwise profiling of all possible t, o,mmemory factors and

examine the performance drop when two operations are executed together. The results are summa-

rized in Table 3.4.

Many different memory operations. Following Table 3.4, given a program with multiple memory

operations, Vela applies following steps:

• Group operations with same memory type and operation mode, calculate the weighted harmonic
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mean.

• Compute the minimum value of operations on IMEM.

• Get the weighted harmonic mean of operations on EMEM.

• Return the minimum throughput of all grouped operations.

Note that Vela uses this method to estimate skewed memory operations, i.e., when the operation

pattern p is non-uniform.

3.6.5 Lock

Locks are commonly used to protect the critical sections in Agilio’s programs since Agilio Smart-

NIC lacks flow-core affinity and multiple FPCs can access the same memory at the same time.

Locks force the FPCs to execute sequentially and have a great impact on Agilio’s packet processing

throughput.

Performance of a single flow with lock. One program can contain multiple critical sections. Fig-

ure 3.13 illustrates the timeline that two FPC threads process two packets acquiring two locks for

two critical sections. When FPC2 fail to grab the lock, it spins until it acquires the lock. We can see

that FPC2’s processing is delayed because of the spinning. The critical section forces all FPCs to

execute sequentially, so the overall processing throughput cannot exceed the throughput of each

critical section Clocki . Also, the throughput is bounded by the non-lock version of the program, this

is reached when the critical section is short or the non-critical section is long. As a result, the overall

maximum throughput of a single flow is:
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Lsingle = min
(
min
i

(Clocki) , Mlockfree

)
(3.5)

To compute Clock, Vela treats the critical section as a small, lock-free program without per-packet

steps, i.e., parsing and EMFC lookup. Then, it can count the number of arithmetic and memory

operations and use Equation 3.3 and 3.4 depending on the memory hierarchy, let the result beMlock.

Finally, since lock forces the execution to be single-threaded, we need to divideMlock with total num-

ber of threads available.

Clock = Mlock/NFPC/Nthread (3.6)

whereNFPC andNthread denotes number of FPCs in Agilio and number of threads in each FPC

respectively.

Performance of multiple flows with locks. When multiple flows access different set of locks, they

do not interfere with each other and the overall throughput can be added up. If there are enough

flows and each flow does not reach Lsingle, then there is no contention between flows and the per-

formance is bounded by the lock-free version of the program, i.e., lock acquisitions are treated as

normal memory reads/writes. Figure 3.14 shows the processing throughput under different num-

ber of flows with and without locks. The peak processing throughput for one flow Lsingle is 0.45

Mpps, and the lock-free version reaches 23.33Mpps. We gradually increased the number of flows

with equal volume and record the processing throughput. We can see the processing throughput
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grows linearly, which aligns with our model.

3.6.6 Summarization

To summarize, given a program P that runs on Agilio SmartNIC and traffic F if lock is present, Vela

estimates its maximum performance by the following steps:

• Split program P into locks {PL} and lock-free PLf sections.

• Estimate the performance of PLf and each PL respectively via methods introduced in § 3.6.4,

§ 3.6.3, and § 3.6.2.

• Check Equation 3.6 and 3.5 and decide Lsingle for program P.

• Estimate the lock-free version of P’s performance Tfree.

• Check each flow f in traffic F, if any flow’s volumeVf is greater than Lsingle, report packet drop.

Otherwise, report min(
∑

f∈F Vf,Tfree).

3.7 Evaluation

In this section, we present a comprehensive evaluation to demonstrate the capability of the Vela

compiler and the accuracy of Agilio performance model under different settings.
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3.7.1 Prototype and Experiment Setup

We have built Vela prototype with over 10k lines of C++ and Python code. Vela can generate P4 and

Micro-C programs for Netronome SmartNICs.

Environment. Our host setting has an Intel Xeon E5-2630 v3 8-Core 2.4GHz CPU and 16GB

memory with a 40Gbps Netronome Agilio CX SmartNIC. The PCIe interface is Gen 3.0 x8. We

use DPDK16 as our host-side processing platform and Pktgen34 as the traffic generator. We ran

the compiler on a workstation with Intel Core-i7 3.7Ghz 6-core CPU. All compilations can be per-

formed within 30s.

Traffic. We used Facebook public social network trace140 (the Trace) as our traffic dataset. The

Trace was sampled in the Facebook datacenter at 3000:1 sampling ratio. Its flow size distribution is

shown in Figure 3.16.

3.7.2 Vela Compiler

Our compiler evaluation answers the following questions: whether Vela language can express a di-

verse set of applications; on a real-world application, how Vela handles the change of input. We then

demonstrate how different resource factors affect the offloading result; and how the heuristics accel-

erate the search algorithm.

108



Program LoC

40Gbps 15Mpps, 80 Bytes
CPU+NIC CPU Only CPU+NIC CPU Only

Load balancer 95 0 1 0 4

Count-min sketch 91 0 4 0 15

SYN flood detection 94 0 1 0 2

MazuNAT 95 0 2 0 4

Memcached router 110 0 1 0 2

Statistics collector 67 1 1 1 1

Figure 3.15: Experiment results conducted on a workstation with Intel Core i7 3.7GHz 6‐core CPU and 32GiB RAM

Language Expressiveness

Wewrote Vela programs for three sets of applications that represents features commonly used in the

host applications.

Packet processing applications. This set includes count-min sketch, SYN flood detection, and

MazuNAT30. They have different states: count-min sketch maps input traffic randomly to the

sketch, SYN flood detection maintains per flow counter, andMazuNAT keeps a global state for port

number.

String processing. We use one application: Memcached router to evaluate the string operations

capability. EachMemcached requests are sent in individual packets and the Memcached router for-

wards the request to a specific host if the key starts with character ‘a’.

Timer. As for the timer, we chose the statistics collector, which is similar to the Load Counter in

Figure 3.1. Every second the collector reports the values of a memory to CPU.

We evaluated two traffic settings. (1) Bandwidth: we injected the Trace at 40Gbps speed at origi-
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Figure 3.18: DPVS CPU usage under different traffic settings.

nal packet size. (2) Packet throughput: to evaluate the SmartNIC’s maximum processing capability,

we replaced the packets with 80B small packets and injected at 15Mpps. We compare the total num-

ber of CPUs dedicated to the application before and after offloading to the SmartNIC on both

traffic settings. The experiment result is shown in Figure 3.15.

We can see that Vela language is flexible and expressive to encode the programs within hundreds

of Lines of Code. For packet and string processing applications, Vela can offload the entire program

onto the SmartNIC under both traffic settings and save up to 15 CPU cores. This shows the power

of the SmartNIC and the necessity of a compiler like Vela to accelerate the developing process. As
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for the timer, because it is hard for the Netronome SmartNIC to implement timers, Vela chose to

keep the timers in the CPU. This shows that Vela compiler can adapt to the capability of the Smart-

NIC and choose the correct set of functions to offload.

Real-world Application

To evaluate Vela’s end-to-end performance, we chose a real-world, DPDK-based application DPVS29

and studied how different traffic patterns and performance specifications can affect the partitioning

result.

DPVS is an open-source high-performance Layer-4 load balancer developed by iQiYi. DPVS sits

between the client and backend servers. It has two main functions: (1) Load balancing (LB), when

the first from a client arrives at the DPVS, DPVS selects one of the backend servers and records the

mapping between the flow and the server. When later packets arrive, DPVS modifies the destination

IP according to the mapping. (2) Source NAT (SNAT), when the backend server replies the client’s

request, DPVS modifies the source IP to the LB’s virtual IP. So from the client side, the packet is

sent from the LB rather than a specific backend server.

Different traffic patterns. Wemanually selected 1k to 50k flows in the Trace and created two set-

tings: original traffic at 40Gbps and small, 80 byte small packets targeting 15Mpps forwarding

throughput. We tested two directions separately and the result is shwon in Figure 3.18. For the

bandwidth experiment, we can see that as the number of flows increase, CPU-ony DPVS struggles

to catch up, because more flows require a larger memory, which increases the cache miss rate and

slows down the performance. However, Netronome does not have this issue and can safely offload
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Figure 3.19: Offloading ratio of L4 LB under different factors on the Netronome SmartNIC

the entire program. For the throughput experiment, at low flow number, because each flow has a

larger volume, the Netronome SmartNIC struggles to catch up, leaving a major job at the CPU. The

CPU, on the other hand, performs better at low flow number since it has a lower cache miss rate.

CPU-only cannot even handle the entire 15Mpps traffic when there are 500k flows, the achievable

throughput is marked in Figure 3.18b.

Different performance specifications. In this experiment, we fixed the number of flows to 10k

and manually changed the throughput specification from 3Mpps to 20Mpps and studied how Vela

changes the partitioning plan. Figure 3.17 shows the result. We can see from the figure that DPVS

scales linearly as the traffic grows. Vela’s performance model judges Netronome can handle 15Mpps

traffic and the compiler starts to acquire CPU cores when the target is higher than 15Mpps. But

across all experiments, Vela can save around 6 CPU cores.

Sensitivity Analysis

In this section, we studied how different factors (i.e., memory size, traffic distribution, and state

block complexity) affect Vela’s plan on the L4 load balancer in Figure 3.1. We used the offloading

112



Heuristics Total # of plans
Original O((128616!)2)

Aggregated flow O((4096!)2)
Filter O(4096!)

Local Order O(4096× 4)
Global Order O(4096+ 4)

Table 3.5: Total number of possible plans after each heuristics

ratio, i.e., the percentage of computation (traffic size * number of instructions) offloaded as our

metric.

Memory size. In this experiment, we set the EMEM size to 0 KB and changed the IMEM size from

0 to 20KB. Figure 3.19a shows the result. We evaluated three settings: (1) offload SB1 only and force

SB2 in the CPU, (2) offload SB2 only and (3) offload both state blocks. By comparing across differ-

ent curves, we observe that when memory is available, Vela first offloaded SB2. Because SB2 is more

complex and has less elements, which means SB2’s aggregated flows have higher volume. We can also

see that when offloading SB1, Vela is able to prioritize the highest load aggregated flows and gain

more offload ratio when the memory is low.

Traffic distribution. Wemanually inject a flow with only 64 byte packets and increased its vol-

ume and kept a total volume of 40 Gbps to avoid overloading. From the performance model, we

know that the highest throughput SmartNIC can support is 18Mpps, which is 23% of the 40 Gbps

bandwidth. In Figure 3.19b, before the 64-byte flow takes more than 20% of the total volume, Vela

offloaded all traffic. When its volume is higher than 20%, because Netronome cannot handle such

high volume, Vela chose to move it to CPU. As the flow continues to grow, it reduced other flow’s
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Figure 3.21: CDF of memory operations prediction errors

volume and the offload ratio continues to decrease. This shows when the total volume is the same,

different traffic distribution would result in completely different offloading ratio.

State block complexity. The complexity of state block is also another important factor. In this

experiment, we manually increased the complexity of SB2 by adding memory accesses up to 400

times. Figure 3.19c shows the result. As the complexity of SB2 increases, more traffic is too costly

for Netronome to keep line rate performance so the offload ratio is decreased.

Optimization Speedup

Table 3.5 listed the total number of possible allocations plans after different heuristics of the L4

load balancer example under the Facebook sample trace. We can see that each heuristic dramatically

decreased the search space of the previous one, especially the local and global ordering reduces the

complexity from factorial to linear. Combining all heuristics together, Vela can propose an alloca-

tion plan in less than a minute.
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3.7.3 Performance Model Accuracy

Here we evaluate the accuracy of the Netornome performance model. We mainly evaluate it via

conducting random experiments. We ran two sets of random experiments: application and memory.

For the application, we randomly chose the above-mentioned applications, randomly generating

traffic (i.e. flow number, flow size, packet size), and compare the difference between the predicted

performance and the measured throughput. To measure the peak throughput, we then fixed the

packet size to 80 bytes and perform the same evaluation. The result is shown in Figure 3.20. We can

see that both experiments reach an average accuracy of more than 97.6%.

As for memory, we ran two sets of random experiments: single and multiple memory operations.

For the former one, we randomly chose the 6 factors and compare the error. For the latter one, we

add another layer of randomness by randomly combining multiple memory operations together.

The result is shown in Figure 3.21. As for the single memory operation, the average error is merely

0.77%. While for multiple memory operations, the average error increases to 7.87%. After further

checking, we found that the error mostly come from the EMEM, which shows there is still improve-

ment space in the bottleneck modeling formula.

As for the lock, because a single lock’s peak performance is usually around 0.5 Mpps, which is

low and can be easily affected by variation of the traffic generator. We instead chose to evaluate the

accuracy of predicting the performance of multiple locks. We analyzed the count-min sketch appli-

cation’s result from the application random experiments and calculated a overall accuracy of more

than 95%.
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3.8 Discussion and Limitation

Traffic. Vela highly relies on the traffic information.(i.e., traffic configuration) to propose the allo-

cation plan. The accuracy of the traffic directly affects the performance of the algorithm. However,

the provided trace may not be representative or the real time traffic may fluctuate49. Completely

relying on the traffic can overflow the SmartNIC and hurt the performance. To avoid such cases,

programmer can create a “safe boundary” such as increasing the traffic volume by 5% .

Necessity of a high-accuracy performance model. Performance model is an indivisible part of

Vela. It is challenging to justify a partitioning plan without conducing the performance model.

Because the allocation algorithm works at state-flow pair granularity, more states and more flows

require a more accurate model to propose a good partitioning plan.

Optimization goal. Vela currently finds an allocation plan that minimizes the total number of in-

struction on CPU. This may not directly reflect the real load on the CPU because the performance

of a program on CPU is affected by many factors121. Predicting the performance of a program on

CPU have been a challenging problem. This metric is simple but effective to for Vela to propose a

good allocation plan.

On the other hand, there can many other optimization goals, such as maximizing the total num-

ber of instructions (which is what Gallium175 does), maximizing the load on the SmartNIC, mini-

mizing the power consumption, etc.. Though Vela’s algorithm is closely related to its goal, the princi-

ples and optimization techniques can easily ported to other goals.
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Multi-SmartNIC setting. Vela can be easily extended for a multi-SmartNIC host setting: the pro-

grammer needs to specify the topology of all compute units, the model and PCIe bandwidth of the

SmartNICs. In Algorithm 3,M is larger because each state block can be deployed to more loca-

tions, we need to carefully estimate the resource usage, especially the PCIe bandwidth at Line 11.

The complexity increases so new optimization methods might be required.

Machine learning. Applications like Clara139 leverages machine learning techniques to model the

latency of a SmartNIC program. Vela can adopt ML to further increase the accuracy of the per-

formance model. However, since the SmartNIC’s performance is closely related to the traffic, it is

challenging to adopt such method and build an end-to-end performance model.

3.9 Related Work

Partitioning across NICs and hosts. Gallium175 offloads part of the program to Tofino pro-

grammable switch. It uses an offload-as-much-as-possible strategy and only considers the instruc-

tions supported by the Tofino switch, fails to consider the performance model of the SmartNICs

and the traffic & state partition factors. FlightPlan152 deploys a P4 program across switch, FPGA,

and CPU. It relies on programmers to split and profile each code block’s performance on each plat-

form. iPipe115 deploys the same program on both the SmartNIC and CPU and schedule packets

via a runtime system. This solution do not split the program and assumes that all instructions can

be supported by the SmartNIC, which ignores the SmartNICs’ diverse instruction sets. Floem135

compiles pre-partitioned program onto SmartNICs and CPU, it has no optimization goal.
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Offloading to specific NICs. There have been many NIC offloading solutions for specific Smart-

NICs (e.g., FPGA111,137,54,159? ,126,110,91,107,66, Netronome102, ConnectX6136). However, they lack

a generic language and compiler that automatically partitions the program.

High level language & compiler for programmable switch. Works such as Lyra70, uP4151 pro-

vides a high level programming interface for programmable switches. Because SmartNICs is slower

and more flexible, those solutions focus on fitting the program into the switch, fail to consider per-

formance factors and no longer suitable for the new problem.

Performance modeling and prediction. There are a variety of performance prediction tools for

GPU88,89, FPGA160, etc. Clara139 predicts the latency of programs on Netronome SmartNIC. Vela

specifically focuses modeling the throughput of the NF’s on SoC-based SmartNIC.

Automatic performance tuning. TVM58 is an optimization compiler for machine learning ap-

plications. It automatically optimizes programs running on machine learning accelerators such

as GPU and TPU. It uses both static optimization approaches such as layout transformation and

runtime profilings to optimize the latency and throughput of anMLmodel. Vela adopts both

approaches to maximize the performance on the host. But the detailed algorithms are different:

GPU/TPU optimization focus more on how to reshape the program to fully utilize the hardware’s

capability, such as the tensor cores in the TPU.While for SmartNICs, Vela has no such option and

can only decide where to allocate each state and flow.
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3.10 Conclusion

This paper has presented Vela, an uniform host-side programming platform that allows the pro-

grammer to offload network applications to Soc-based SmartNICs automatically. Our evaluation

result shows that Vela can adapt to a variety of applications, predict the offloaded program at high

accuracy, and propose partitioning plans with significant CPU savings.
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4
Sirius: Arranging and Packing Diverse

Network Function Chains into P4-Capable

Edge Gateways
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In order to achieve Tbps packet processing speeds for diverse range of businesses, cloud compa-

nies such as Alibaba has offloaded a large number of network functions onto the programmable

devices within our edge clouds. To meet hardware constraints, our programmers have to merge

multiple network function chains into a single chain by reusing overlapping network functions,

and then squeeze the resulting merged single chain into the programmable ASIC. We call the above

process network function arrangement. Our programmers find this process troublesome for the fol-

lowing reasons. First, since each network function chain processes a packet in a sequential order, the

merged single chain may inevitably contain many processing loops due to the different processing

sequence of network functions, thus reducing throughput. And manual optimization attempts to

remove processing loops often fail to meet throughput specification. Second, the resulting merged

single chain often still does not comply with the programmable ASIC hardware constraints, and

programmers have to manually partition the single chain between the programmable ASIC and the

CPU for the best balance between compilability and throughput. These problems lead to signifi-

cant workloads and delays in the deployment and update of our edge clouds. We, therefore, decided

to build a system, Sirius, that automatically synthesizes network function arrangement plans based

on the throughput requirement and the network function chains to be offloaded as specified by our

programmers. In this paper, we share our design of Sirius, how we addressed the technical challenges

in the building of Sirius, and our experience with Sirius in Alibaba ’s edge clouds after one year of

use. So far, Sirius has automated network function arrangement inO(100) gateways, and has effec-

tively decreased our programmers’ workload by three orders of magnitude from weeks to minutes.
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Figure 4.1: Alibaba’s edge cloud deployment example.

4.1 Introduction

Alibaba operates hundreds of edge clouds to deliver fast services (e.g., game and video) to global end

users. To maintain reasonable costs, each of these small-scale edge clouds contains a primary gateway

and a backup, a few switches, and tens of light-weight servers that have tight space constraints and

CPU compute limitations. As services today constantly evolve in size, it has become increasingly

difficult for these resource-limited edge clouds to handle the ever-growing traffic and CPU overhead.

This prompted us to look into solutions to conserve CPU resources for better performance.

Recent advances in programmable switching ASICs had enabled us to offload network functions

(e.g., load balancer and scheduler) from edge cloud servers to the programmable ASICs, reducing

usage of the constrained server CPU resources and significantly improving the performance of our

edge clouds. As shown in Figure 4.1, we have equipped a gateway with a programmable switching

ASIC156, and offloaded a group of network functions onto the gateway. Between the servers and

the gateway there are a small number of commercial non-programmable switches responsible for
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forwarding packets to the corresponding servers.

While our edge services have significantly benefited from the utilization of programmable ASICs,

given the ever-growing diverse business traffic and limited ASIC hardware resources, we face yet

another tough challenge. We need to arrange all of the offloaded network functions onto a single pro-

grammable ASIC while meeting the specified throughput requirement. More specifically, our pro-

grammers have to merge multiple network function chains for processing different business traffics

into a merged single chain (called ξ), and then carefully squeeze the merged single chain ξ into the

programmable ASIC. Merging is done by reusing overlapping network functions, since directly of-

floading the multiple network function chains onto the single ASIC results in compilation errors

due to the limited hardware resource. We call this “merge and squeeze” process network function

arrangement.

Our programmers find the manual network function arrangement process troublesome for the

following two reasons. First, since each network function chain processes a packet in a sequential

order, the merged single chain ξmay inevitably contain many processing loops due to the different

processing sequence of network functions. Suppose two network function chains for business traf-

fic A and B are checker→VxLAN→ acl→ switch and checker→ acl→VxLAN→ scheduler,

respectively, where→ denotes the execution sequence. The merged single chain ξ is: checker→

VxLAN⇄ acl→ switch→ scheduler, where VxLAN⇄ acl formulates a processing loop. Since the

programmable ASIC runs network functions in a sequential order, we introduce the recirculation

feature (a commonly used P416 feature for processing a pipeline multiple times)33 to “remove” these

processing loops, ensuring that packets from different business traffics can be processed in the cor-
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rect order. We call the above “loop removal by recirculation” as pipelining.* In the above example,

after the pipelining process, the packets from traffic B are processed as: checker→ (skip) VxLAN

→ acl→ (skip) switch→ (skip) scheduler→ internal loop (i.e., recirculation)→ (skip) checker→

VxLAN→ (skip) acl→ (skip) switch→ scheduler. However, recirculations sacrifice the through-

put of packet processing. One recirculation is equivalent to a packet passing through two switches.

If our specified throughput requirements for both traffic A and B are 0.7 Tbps, each of traffic A and

B can only tolerate one recirculation, because a single ASIC pipeline’s original throughput is 1.6

Tbps (i.e., 1.6 * 1/2= 0.8> 0.7). Therefore, finding a plan for pipelining the merged network func-

tion chain with the optimal number of recirculations is our goal; however, in the production, this is

tedious and error-prone for our programmers due to the complexity and scale of network function

chains.

Second, even if we can find one or several pipelining plan candidates with satisfied number of re-

circulations, these candidates may still not comply with the programmable ASIC constraints; thus

our programmers have to manually move some components of the single chain (e.g., a number of

tables or even entire network function) to the gateway’s CPU in order to meet the hardware con-

straints. However, given the CPU can only process packets at Gbps speeds, such a partitioning may

affect the single chain’s throughput. Thus, it is difficult to partition the single chain between the

programmable ASIC and the CPU for the best balance between compilability and throughput.

State of the art. To the best of our knowledge, no prior compiler work149? ,87,86,113,165,71,72,147,152,175,167,149,103,67

*Removing loops via duplicating the overlapping network functions is impractical, since the hardware
resources are not enough.
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Figure 4.2: Network functions for three types of business traffics and the programmable ASIC architecture, NIC and
CPU in our gateway. Pipeline 0 + 1 and Pipeline 2 + 3 are two logical pipelines, respectively.

targeted the above-mentioned network function arrangement problem. For example, recent com-

piler efforts, e.g., Lyra in Chapter 2, and P4All87,86, mainly focused on generating optimized data

plane programs compilable to programmable ASICs, rather than pipelining the merged network

function chain or partitioning code between the CPU and the programmable ASIC. Gallium175

and FlightPlan152 are closed to our partitioning problem; however, Gallium does not aim to model

the recirculation which are widely used in our case, and FlightPlan relies on explicitly specifying

code block for disaggregation which may not hold in our scenario.

Our system: Sirius. In this paper, we present Sirius, a system for automating network function ar-

rangement process in Alibaba’s edge clouds. Specifically, Sirius takes (1) high-level network function

description in terms of both functionality and execution sequence (with Lyra ? ), and (2) specified

throughput requirements, as inputs.

Then, Sirius automatically searches a set of pipelining plan candidates with satisfied number of

recirculations. Given the diversity of our services, unfortunately, overlapping network functions

acrossO(10) types of business traffics are tangled with various packet processing paths, resulting
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in complex function chain logical relations within a single merged network function chain. As a

result, this phase faces the following two challenges. (1) We need to construct a flow distribution

table to deliver the traffics to their corresponding network function sub-chains in the merged chain;

however, such a table (forO(10) types of traffics) needs much more memory than the entire pro-

grammable ASIC offers. We propose an approach squeezing the table into the ASIC by aggressively

compressing its resource usage (§4.4.1). (2) The merged chain in our production contains hundreds

of processing loops; thus, searching pipelining plans with satisfied throughput is non-trivial. To this

end, for each execution sequence (i.e.,→) between two network functions, we create a set contain-

ing all the processing loops that are affected once this execution sequence is reversed, successfully

reducing our goal to the solving of set cover40. By constructing an algorithm, we efficiently find

multiple pipelining candidates meeting the specified throughput requirements (§4.4.2 and §4.4.3).

Next, we call for an approach to check whether any of the pipelining plan candidates can comply

with the hardware constraints, while meeting the throughput requirement, if we move a number of

tables or some of network functions to the CPU. A straightforward partitioning way is to encode

each candidate by enumerating all possible partitioning cases and call an SMT solver to output a sat-

isfied results. However, in our production, this results in the state explosion in the SMT solving. We

thus propose a novel logical stagemodel to simplify the recirculation encoding, and an efficient algo-

rithm to quickly navigate the huge space searching, finding the optimal partitioning result meeting

the throughput and with the minimal CPU usage (§4.5).

Finally, with the partitioning result, Sirius calls a set of our internal tools (e.g., Lyra ? ) to auto-

matically generate programs (including P4 programs and C++ programs), directly running on the
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gateways in our edge clouds.

We have been using Sirius in production for one year, and it has automatically arranged network

functions ofO(100) gateways in our global edge clouds. Sirius has effectively decreased our network

function arrangement workload by three orders of magnitude (fromO(week) toO(min)). In §4.6,

we share our experience in using Sirius, representative cases solved by Sirius, and lessons we learned.

We also evaluate Sirius’s performance in §4.7.

4.2 Background and Motivation

This section presents our background and motivation.

4.2.1 Background

Alibaba edge cloud deliver diverse services (e.g., IoT computation, game, and streaming) to global

end users. Within an edge cloud, each server employed the virtual private cloud (or VPC) tech-

nique166 to offer logical resource isolation between multiple services and tenants. Each of our

edge clouds employed gateways (with programmable ASICs) to handle and controlO(10) types

of business traffics such as balancing e-payment load, translating network addresses for stream-

ing, and forwarding traffic between VMs within a single edge cloud. Each business traffic can be

looked as a network function chain that would be offloaded onto the programmable ASIC by our

programmer. Figure 4.2(a) shows three network function chain examples for different traffics: (1)

IOT-VPC-VPC forwards IoT traffic between VMs in a single edge cloud, (2) VIDEO-SNAT-OUT

denotes translating IP addresses of packets outgoing from an edge cloud for a video service, and (3)
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STREAMING-SNAT-IN translates IP addresses of packets from clients of a streaming service.

The programmable ASIC in the gateways has four physical pipelines, each containing 12 stages

in ingress and egress respectively. All programmable ASICs used in our edge cloud are from Ven-

dor A (we omit the vendor name for confidential reason). To extend the hardware space, the pro-

grammable ASIC allows us to combine two pipelines (e.g., pipeline 0 + pipeline 1 or pipeline 2 +

pipeline 3) into a bigger pipeline (as shown in Figure 4.2(b)). In our edge clouds, we use pipeline 0 +

pipeline 1 as the primary and pipeline 2 + pipeline 3 as the backup; thus, the P4 programs offloaded

onto pipeline 0 + pipeline 1 are the same as the programs onto pipeline 2 + pipeline 3. All our pro-

grammable ASIC usages follow the above case. As shown in Figure 4.2(b), the programmable ASIC

connects the non-programmable NICs via multiple 100G Ethernet cables. Alibaba does not employ

SmartNIC in our edge clouds. These NICs connect CPUs with the PCIe.

4.2.2 Motivation

We nowmotivate the network function arrangement problem using Figure 4.3. Due to limited hard-

ware resources, directly offloading multiple network function chains (e.g., the three network func-

tion chains shown in Figure 4.2(a)) onto the programmable ASIC results in compilation errors. Our

O(10) network function chains need 8×more memory and 20×more stages than the resources

the current programmable ASICs can provide. Our programmers thus have to merge these net-

work function chains into a single network function chain ξ, and make sure ξ compile. Figure 4.3(a)

shows an example for merging IOT-VPC-VPC, VIDEO-SNAT-OUT, and STREAMING-SNAT-

IN within a single ASIC pipeline by reusing overlapping network functions. At the same time, each
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network function sub-chain in this merged chain ξ should meet our specified throughput require-

ments; otherwise, the SLAs of edge clouds are violated. A typical throughput requirement could be

“the packet processing throughput of business traffics VIDEO-SNAT-OUT and STREAMING-

SNAT-IN should be higher than 0.8 Tbps” and “IOT-VPC-VPC’s throughput should be 1.6

Tbps”. Givenm network function chains, the resulting merged chain ξ is unique.

Problem 1: Pipelining process. After merging multiple network function chains into a single

chain, We need to first construct a flow distribution table to deliver the traffics to their correspond-

ing network function sub-chains in the merged chain; however, it is difficult for our programmers

to sequeez such a flow distribution table (forO(10) types of traffics) into the programmable ASIC,

since the table needs much more memory than the entire programmable ASIC offers. Then, even

though we create a table complying with the hardware constraints, the merged chain may contain

a number of processing loops. As shown in Figure 4.3(a), the merged chain has two processing

loops. Since the programmable ASIC processes packets in a sequential order, our programmers

employ the recirculation to remove these processing loops. We call such a process as pipelining. Fig-

ure 4.3(b) shows one pipelining plan: our programmers use two recirculations to remove execution

sequences acl→ session and session→VxLAN, respectively. The explanations in the rectangle

in Figure 4.3(b) detail the packet processing orderings in this pipelining result. Unfortunately, re-

circulations sacrifice the chain’s throughput. One recirculation is equivalent to a packet passing

through two switches. Since the STREAMING-SNAT-IN sub-chain introduces two recirculations,

its throughput decreases into 1/3 of the original throughput (1.6 Tbps * 1/3 = 0.53 Tbps), violating
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the throughput requirement (i.e., 0.8 Tbps).† After many-hour frustrating trial and error, our pro-

grammers eventually find a reasonable pipelining plan, shown in Figure 4.3(c), which only contains

at most one recirculation for each business traffic. The explanations in the rectangle in Figure 4.3(c)

detail the packet processing orderings in this pipelining plan. Specifically, there is only one recircu-

lation in VIDEO-SNAT-OUT and STREAMING-SNAT-IN respectively. IOT-VPC-VPC has no

recirculation. One recirculation can only decrease the throughput into 1/2 of the original through-

put (i.e., 1.6 Tbps * 1/2 = 0.8 Tbps), thus meeting the specified throughput. A pipelining result is

a single chain without processing loops, since we have employed one or more recirculations in-

stead of these loops to ensure packet processing in sequential orders. In our production, merg-

ingO(10) types of traffics results in a single chain with hundreds of processing loops (as shown in

Figure 4.11a); thus, pipelining this merged chain while meeting the specified throughput of each

sub-chain is challenging.

Problem 2: Partitioning network functions. While we get pipelining plans with the reasonable

number of recirculations, e.g., Figure 4.3(c), our programmers find they do not compile on the

resource-constrained programmable ASIC. Thus, our programmers fall in frustrating “trial and

error” compile-debug cycles again to seek a partitioning between the programmable ASIC and the

CPU for the best balance between compilability and throughput. In this example, finally, the pro-

grammers move two tables, session_lookup and rewrite_by_proto, in session.p4 to the

CPU. Since session_lookup is used for the session table lookup, and rewrite_by_protomod-

†For each network function chain, inserting n recirculation in the chain can reduce its performance into
T/(n+ 1), where T is the programmable ASIC’s single-pipeline throughput (1.6 Tbps in our scenario).
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(c) A pipelining plan meeting the throughput requirement
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IOT-VPC-VPC: checker → VxLAN → (skip) session → (skip) acl → switch

VIDEO-SNAT-OUT: checker → VxLAN → session → acl → switch

STREAMING-SNAT-IN: checker → (skip) VxLAN → (skip) session → acl →
(skip) switch → recirculation → (skip) checker → (skip) VxLAN → session →
(skip) acl → (skip) switch → recirculation → (skip) checker → VxLAN → (skip)
session → (skip) acl → switch 

IOT-VPC-VPC: checker → VxLAN → (skip) session → (skip) acl → switch

VIDEO-SNAT-OUT: checker → VxLAN → (skip) acl → session → (skip) switch
→ recirculation → (skip) checker → (skip) VxLAN → acl → (skip) session →
switch

STREAMING-SNAT-IN: checker → (skip) VxLAN → acl → session → (skip)
switch → recirculation → (skip) checker → VxLAN → (skip) acl → (skip)
session → switch 

Figure 4.3: Examples for a merged chain and two pipelining plans for this single chain.

131



ifies packets based on different protocol types, moving them from the programmable ASIC does

not affect the throughput. Our programmers re-implement these two tables in C++, addressing the

entire network function arrangement problem.

Summary. We started building edge clouds for our business since 2017. At the beginning, our pro-

grammers can manually handle the network function arrangement. As the complexity of business

growing, the human cost and workload significantly increased (e.g., multiple weeks or even a month

for an arrangement plan); thus, we decided to build a system automating the network function ar-

rangement, releasing our programmers from the frustrating situation.

4.3 Sirius Overview

Figure 4.4 presents Sirius’s architecture. Sirius offers our programmers a set of high-level interfaces

to automatically address the network function arrangement problem. The interfaces include: (1) a

Lyra program that specifies all the individual network functions and how these network functions

are chained for diverse business traffics, (2) a traffic separation DB, which is an Alibaba’s internal DB

system used to specify the match-action information for identifying different traffics (as shown in

Figure 4.5), (3) edge cloud topology and configuration, and (4) throughput requirements, which

specify the throughput needs of different business traffics.

Sirius follows three phases. In the first phase, Sirius leverages the input traffic separation DB to

generate a flow distribution table that helps each business traffic find its corresponding network

function chain. Constructing a flow distribution table while fitting the ASIC is non-trivial since the
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NF Chain1

NF Chain2

NF Chain3

(2) Traffic separation DB
(3) Topology and Config
(4) Throughput Requirement

(1) Lyra Program

Sirius

Finding Pipelining Plan Candidates (§4)

Partitioning Plan

… ..
.

Partitioning (§5)
CPU

ASIC

Pipelining Plan
Candidates

Internal Tools 
(e.g., Lyra)

P4 Programs

C++ Programs

Constructing Flow
Distribution Table (§4.1)

Generating Pipelining
Plans (§4.2-4.3)

Figure 4.4: Sirius’s system architecture overview.

table is memory-intensive. We squeeze the table in the ASIC by proposing an algorithm to minimize

its memory usage (§4.4.1). Still in the first phase, Sirius introduces another algorithm to efficiently

find multiple pipelining plan candidates with satisfied number of recirculations (§4.4.2 and §4.4.3).

In the second phase, modeling the programmable ASIC, the CPU and the recirculations presents

a challenge. We propose a logical stage encoding model and an algorithm to generate the best parti-

tioning between the programmable ASIC and the CPU (§4.5).

Finally, with the partitioning plan, Sirius calls a set of our internal tools (e.g., Lyra ? ) to automat-

ically generate programs (including P4 programs and C++ programs), directly running on the gate-

ways in our edge clouds.

Technical contributions. Approaches detailed in §4.4 and §4.5 are our main technical contribu-

tions.
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Separation
Rules

Match Actions Size

Rule1 src_ip = Internal IP {IOT-VPC-VPC, VIDEO-SNAT-OUT} 100

Rule2 src_ip = Public IP {STREAMING-SNAT-IN} 10

Rule3 dst_ip = Internal IP {IOT-VPC-VPC, STREAMING-SNAT-IN} 100

Rule4 dst_ip = Public IP {VIDEO-SNAT-OUT} 10

Figure 4.5: The traffic separation DB for our example traffics.

4.4 Finding Pipelining Candidates

Sirius’s first phase is to generate satisfied pipelining candidates. (1) SinceO(10) types of business

traffics are merged, we need to construct a flow distribution table to ensure different traffics are well

isolated and can be processed in the correct network function sub-chains in the merged chain. Con-

structing such a table is trivial, but constructing this table with the minimal resource usage is chal-

lenging; otherwise, the table does not comply with the hardware constraints. Thus, we first address

this challenge in §4.4.1. (2) With the flow distribution table, we aim to generate satisfied pipelining

candidates, which is a non-trivial problem due to the complexity of network functions in our pro-

duction. §4.4.2 models our goal as the set cover problem, easing our task. (3) We finally generate the

pipelining plans by solving the set cover problem in §4.4.3, and choose the candidates meeting our

throughput requirements.
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4.4.1 Constructing Flow Distribution Tables with Minimal

Resources

A flow distribution table is responsible for inserting a metadata, as a tag, into the incoming pack-

ets, forwarding them to the corresponding chain of network functions to process. As a result, the

flow distribution table needs to have a way to distinguish different types of traffics. The field in the

packet header can be used as the “unique ID” to identify diverse traffics. The fields include: source

IP address, destination IP address, the validity of some field, and the size of some field in the packet

header. For example in Figure 4.5, three types of traffics can be distinguished based on source and

destination IPs in their packet headers. In Alibaba, we have an internal DB system, named traffic

separation DB, to maintain all the above information (i.e., mapping from the fields to diverse traf-

fics). Figure 4.5 shows an example for the traffic separation DB which is also one of the inputs of

Sirius.

Each field has its own resource usage: different fields hold different sizes of memory space. For

example, internal IP address holds 10×more memory space than public IP address (see Figure 4.5),

and validity field (1 bit) needs much less memory than TCP destination port range (16 bits * 5000

entries). The resource usages of different fields are also maintained in the traffic separation DB (see

Figure 4.5).

Due to the limited hardware resources in the programmable ASIC, our experience shows that

a flow distribution table forO(10) types of business traffics is difficult to be squeezed into the pro-
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grammable ASIC. As a result, creating a flow distribution table is trivial by itself; however, it is diffi-

cult to make the table complying with the ASIC’s hardware constraints. Our goal is to synthesize a

flow distribution table with the minimal hardware (memory) resource usage.

Our baseline algorithm. Our flow distribution table synthesis algorithm needs two inputs: (1) the

traffic separation DB specifying the fields distinguishing diverse traffics and the memory usage of

unique packet-header fields, and (2) the mapping between network function and business traffic

(defined when the business is launched). The algorithm’s output is a flow distribution table (will be

formulated to multiple P4 tables by Lyra) specifying unique metadata for each of business traffics

with the minimal memory usage.

Algorithm intuition. Our intuition is to iteratively intersect separation rules—each separation

rule is an item in the traffic separation DB (see Figure 4.5)—to correlate each type of traffics with

a combination of multiple separation rules, until each traffic has an unique combination (as the

unique metadata). We detail this baseline algorithm below.

Step 1: At the beginning, we have a vector X. Each of X’s elements is a set. Initially, X contains

only one element, which is a set containing all business traffics. In Figure 4.5 example, X = { {IOT-

VPC-VPC, VIDEO-SNAT-OUT, STREAMING-SNAT-IN} } at the beginning.

Step 2: We launch a round for each separation rule item, ri, in the traffic separation DB,R. In

the round for ri, we traverse each rk ∈ R(k ≥ i). For each traversed rk, we run the following

computations: for each xj ∈ X, tmp = xj ∩ actionrk and tmp2 = xj − tmp, where actionrk means

the action set of separation rule ri. For example, the action set of Rule 1 in Figure 4.5 is {IOT-VPC-
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VPC, VIDEO-SNAT-OUT}. If any of tmp and tmp2 can contribute one or more new element

that does not exist in the current X, then we remove all elements from X, put tmp and tmp2 in X,

and record rk in a set called S; otherwise, we drop rk and continue to check rk+1. For example in the

round for Rule 1, when Rule 1 is traversed (note that rk ∈ R(k ≥ i)), we have tmp = {IOT-VPC-

VPC, VIDEO-SNAT-OUT} and tmp2 = {STREAMING-SNAT-IN}. Because {IOT-VPC-VPC,

VIDEO-SNAT-OUT} and tmp2 = {STREAMING-SNAT-IN} do not exist in the current X,

we remove all elements from X, put tmp and tmp2 in X, and record Rule 1 in S. Until the size of

each element in X becomes one, all the elements in S (i.e., a set of separation rules) formulate a flow

distribution table.

Step 3: Still in the round for ri, we enumerate all possible combinations of {rk, rk+1, ...rn}, where

k ≥ i and n = |R|, to get all the candidate flow distribution tables (like what we did in Step 2). This

is because in a ri round, there might be multiple candidate flow distribution tables, For example in

Figure 4.5, in the Rule 1’s round, we have two candidates: {Rule 1, Rule 3} and {Rule 1, Rule 4}.

We introduce a pruning approach to reduce the space of searching the result with the minimal

sizes. We rank all the combinations based on their sizes. A combination’s size is the summation of

sizes of the separation rules in this combination. We iterate each combination in this ranked list.

Once a candidate flow distribution table is found, we stop this round and enter the next round,

because this candidate flow distribution table’s size must be the smallest in the current round.

Step 4: After the round for ri, we enter the round for ri+1, reset X to contain only one element

which is the universal set consisting of all business traffics. We remove all elements from S for the

round ri+1. We repeat the processing in Step 2 and Step 3, getting new candidate flow distribution
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Rule j  X S Memory

{{IOT-VPC-VPC, VIDEO-SNAT-OUT, STREAMING-SNAT-IN}}

Rule 1 {{IOT-VPC-VPC, VIDEO-SNAT-OUT}, {STREAMING-SNAT-IN}} Rule 1

Rule 2 {{IOT-VPC-VPC, VIDEO-SNAT-OUT}, {STREAMING-SNAT-IN}} Rule 1

Rule 3 {{IOT-VPC-VPC}, {VIDEO-SNAT-OUT}, {STREAMING-SNAT-IN}} Rule 1
Rule 3

200

Rule 4 {{IOT-VPC-VPC}, {VIDEO-SNAT-OUT}, {STREAMING-SNAT-IN}} Rule 1
Rule 4

110

Round for Rule 1

Figure 4.6: Example: the result for the Rule 1 round.

tables when the round for ri+1 finishes.

Step 5: When we finish the round for the last separation rule in the traffic separation DBR, we

have all candidate flow distribution tables. We select the flow distribution table with the minimal

memory usage. The memory usage of a distribution table is the summation of the sizes of all the

separation rules for this flow distribution table. The size of each rule can be found in the traffic

separation DB.

Example. For the business traffics shown in Figure 4.5, we use Figure 4.6 to illustrate how does our

algorithm synthesize the candidate flow distribution table in the round for Rule 1. In this round,

without our pruning in Step 3, we obtain two flow distribution tables: {Rule 1,Rule 3}with 200

memory usage and {Rule 1,Rule 4}with 110 memory usage. We choose {Rule 1,Rule 4}. With

the pruning, we directly obtain {Rule 1,Rule 4}. Note that the flow distribution table with the

minimal memory usage in the example shown in Figure 4.5 is {Rule 2,Rule 4} (generated in the

round for Rule 2), whose memory usage is only 20.

Optimization. While the above baseline algorithm can synthesize a flow distribution table with the

minimal memory usage, this baseline algorithm needs tens of minutes in the worst case. We propose

multiple optimizations to reduce the searching space of this algorithm, significantly improving the
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efficiency of our synthesis process (within 10 minutes in our production).

The baseline algorithm we propose to construct a flow distribution table with the minimal re-

source usage; however, this baseline algorithm needs tens of minutes in the worst case. In our ex-

perience, it may spend 20-50 minutes sometimes. We therefore propose multiple optimizations to

reduce the searching space of this algorithm, significantly improving the efficiency of our synthesis

process.

Optimization 1: Simplifying the traffic separation DB via dominating rules. In our baseline

algorithm, the searching space is too large, because we need to iterate rounds for all separation rules

and in each separation-rule round. We found extracting dominating separation rule can significantly

reduce our search space. Rule i is a dominating separation rule with respect to Rule j, if we can get

Rule j’s action set by arbitrary logical operations (including ∩, ∪, ¬ and universal set) on Rule i’s ac-

tion set, and Rule i’s memory size is small than Rule j’s memory size. In Figure 4.5 example, Rule 2

dominates Rule 1, since we can get Rule 1’s action set, {IOT-VPC-VPC, VIDEO-SNAT-OUT},

by logical operations on Rule 2’s action set, {STREAMING-SNAT-IN}—U ∩ {¬ STREAMING-

SNAT-IN} = {IOT-VPC-VPC, VIDEO-SNAT-OUT}, whereU is the universal set {IOT-VPC-

VPC, VIDEO-SNAT-OUT, STREAMING-SNAT-IN} in Figure 4.5 example. And Rule 2’s size

(i.e., 10) is smaller than Rule 1’s size (i.e., 100).

Our optimization, therefore, searches all dominating rules in the traffic separation DB,R. Then,

we can obtain a new traffic separation DBR′ that only contains dominating rules. Finally, we run

the baseline algorithm based onR′. Such an optimization can significantly improve our algorithm’s
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efficiency becauseR′ is much smaller thanR.

Optimization 2: Simplifying rules with the conditions. We first define a terminology condition

information, Inf(i). Inf(i) means that for a network function, nf(i), which traffics this network func-

tion belongs to. For example in Figure 4.2(a), since session.p4 belong to two business traffics

VIDEO-SNAT-OUT and STREAMING-SNAT-IN, the condition information for session.p4

is {VIDEO-SNAT-OUT, STREAMING-SNAT-IN}. However, such condition information could

be encoded in many different ways, resulting in different memory resource usages. For example,

the condition {VIDEO-SNAT-OUT, STREAMING-SNAT-IN} encoded by ALL ∩ {¬ IOT-

VPC-VPC}, or by {STREAMING-SNAT-IN} ∪ {VIDEO-SNAT-OUT}, or by {STREAMING-

SNAT-IN, VIDEO-SNAT-OUT}, each may map to different rules in the traffic separation DB,

resulting in the flow distribution tables with quite different memory usages.

With the defined condition information, we compute the intersection between all condition

information at the beginning of generating the flow distribution table. Suppose we have two con-

ditions (A,B) and (A,B,C), where A, B, and C represent different traffics. The intersection result

is (A,B) and (C). This removes redundant information in the conditions. Then, we use these sim-

plified condition information to instead of separation rules in the process of generating the flow

distribution tables. Such an optimization reduces the table generating overhead.

4.4.2 Modeling Pipelining Process

After constructing the flow distribution table, Sirius needs to find a set of pipelining plans with satis-

fied number of recirculations, and output them as the candidates. However, due to the complexity
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A

// All existing processing loops
L = { [B, C, B], [B, C, D, B] }

// Key-Value Table  V 
Key Value

B → C { [B,C,B] ,
[B,C,D,B] }

C → B { [B,C,B] }

D → B { [B,C,D,B] }

A → C { }

… ... … ...(a) An example merged network
function chain (b) Vector and Key-Value Table

B

C D

Figure 4.7: An example for our insight and modeling.

and size of network function chains in our production, directly searching the satisfied candidates

is time-consuming. Our solution insight is: Reversing an execution sequence (defined in §4.1)

between two network functions may make a number of existing processing loops disappear.

We use Figure 4.7(a) to explain this insight. In Figure 4.7(a), there are four network functions

A-D, and each directed edge represents an execution sequence between two network functions, such

as B → C. There are two processing loops, B ⇄ C and B → C → D → B, in this example. If we

reverse the execution sequence B → C, the two processing loops disappear. ReversingD → B only

makes one processing loop B → C → D → B disappear. Of course, reversing A → C does not

affect any of existing processing loops—we only focus on the existing processing loops rather than

introducing new processing loops.

This insight tells us that we can leverage the recirculation feature (a commonly used P4 feature

for processing a packet multiple times) to “reverse” an execution sequence, removing processing

loops. At the same time, we should use recirculations as little as possible. Our goal, therefore, is

to remove all processing loops with the minimal number of recirculations, making the network
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function chain become a directed acyclic graph.

Driven by the above insight, we propose an approach to generate a vector L responsible for

recording all processing loops and a key-value tableV. Figure 4.7(b) presents an example for L and

V. InV, each key (say ki) represents an execution sequence, and the corresponding value records all

the processing loops that disappear once ki is reversed. Such an approach successfully reduces our

pipelining goal to the solving of set cover40, i.e. finding the set of execution sequencesK, the union

of the processing loops they remove
∪

k∈K V[k]is a super set of L.

4.4.3 Generating Pipelining Candidates

There are multiple pipelining candidates for the same merged single chain. For example, both {B →

C} and {C → B,D → B} are both valid solutions for Figure 4.7(a). However, it is hard to tell

which one is better without going through the partitioning phase. Thus, Sirius applies two basic

requirements: (1) the pipelining candidate should be valid and meet the throughput requirement

of each business traffic, and (2) the pipelining candidate should beminimal, i.e. for any solutionK,

removing any item inK is not a valid solution.

The set covering problem is NP-hard40. Sirius introduces a dynamic programming approach to

explore the search space and applies heuristics based on the provided specifications. The algorithm

works as follows:

• (1) Remove the keys with empty value from the key-value tableV, sort the keys based on the num-

ber of elements in the mapped values in the descending order.

• (2) In the rankedV, we traverse each key ki and add it toK, which denotes the execution se-
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quence ki is reversed.

• (2.1) Then (still for ki), we iterate each network function chain and compute the expected

throughput based on the currentK. When a chain contains n keys inK, the chain’s through-

put is reduced to T/(n + 1), where T is the throughput of the switch. If the expected through-

put is violated, remove key ki fromK, and jump to (3).

• (2.2) To avoid some of the reversed execution sequences unwittingly form loops again, we

check whether some of keys inK form a loop, such as B → C and C → B in Figure 4.7. If

the above case happens, remove ki fromK.

• (3) Select key ki+1 from the remaining elements in the rankedV, continue step (2) until the values

ofK covers L, thenK is a solution (i.e., a pipelining candidate). Continue the iteration until all

solutions are found.

4.5 Partitioning

Given a set of pipelining plan candidates with satisfied number of recirculations (from §4.4), we

now need to fit them into the programmable ASIC. Based on our one-year experience, none of them

can comply with the hardware constraints of the programmable ASIC due to the limited ASIC

resources. Sirius thus proposes a partitioning approach to seek whether any of pipelining candidates

can comply with the hardware constraints, while meeting the throughput requirement, if we move

a number of tables or entire network function to the CPU. The state of the art system, TEA103,

partitions code between the programmable ASIC and the DRAM of servers. We did not apply this
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architecture since it does not fit our edge cloud scenarios.

Similar to Lyra ? and Cetus113, our partitioning approach leverages the SMT solver to search

a satisfied result; however, our scenario needs to take into account many different factors such as

recirculation feature and the CPU. As a result, directly applying an SMT solver-based approach

cannot address our partitioning problem.

In this section, we first present (i) the new challenges introduced by the CPU and (ii) our novel

logical stage encoding approach (§4.5.1). Then, we propose an iterative searching algorithm to find

the best partitioning plan that minimizes the load in CPU (§4.5.2).

4.5.1 Partitioning Encoding

Moving some tables or the entire network function to the CPUmay add additional recirculation

to the input network function chain, because a packet needs to first leave the programmable ASIC,

then enter the CPU, and finally enter the programmable ASIC again in a recirculation. If a parti-

tioning plan is not well chosen, the throughput of the entire network function chain may include

additional recirculations (introduced by the CPU), thus violating the throughput requirement. We

use Figure 4.8 to illustrate this case.

Suppose a programmable ASIC can only hold four network functions in Figure 4.3(a), and we

have a pipelining result as shown in Figure 4.3(c). Because the entire network function chain shown

in Figure 4.3(c) cannot be put in the programmable ASIC, we need to move a network function

to the CPU. Figure 4.8(a) shows a partitioning result that moves the switch.p4 on the CPU. In

such a partitioning plan, unfortunately, IOT-VPC-VPC, VIDEO-SNAT-OUT and STREAMING-
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checker.p4 VxLAN.p4 session.p4acl.p4

switch.p4 CPU

Programmable ASIC

checker.p4 VxLAN.p4

session.p4

acl.p4 switch.p4

CPU

IOT-VPC-VPC: 
checker → VxLAN → (Recirculation) → switch

VIDEO-SNAT-OUT: 
checker → VxLAN → session → (Recirculation) → acl → (Recirculation) → switch

STREAMING-SNAT-IN: 
checker → acl → session → (Recirculation) → VxLAN → (Recirculation) → switch

IOT-VPC-VPC: 
checker → VxLAN → switch

VIDEO-SNAT-OUT: 
checker → VxLAN → (Recirculation) → session → acl → switch

STREAMING-SNAT-IN: 
checker → acl → (Recirculation) → session → VxLAN → switch

Programmable ASIC

(a)

(b)

Figure 4.8: Recirculation situations resulting from two different partitioning plans.

SNAT-IN have one, two and two recirculations, respectively. Namely, this partitioning additionally

adds a recirculation to each of these three chains. The throughput is significantly decreased. Fig-

ure 4.8(b) shows a better partitioning plan that moves session.p4 on the CPU. In this case, all

three network function chains achieve the desired throughput without any additionally-added recir-

culation by the CPU.

Encoding. Encoding the recirculation is not straightforward. We propose a concept called logi-
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cal stage. Compared with the physical stage where the table (in P4) is really deployed, the logical

stage appends additional stages to the physical stages according to the number of recirculations. Fig-

ure 4.9 presents the difference between physical stages and logical stages. As shown in Figure 4.9,

Sirius treats the CPU as a new stage sits at the end of the pipeline with no resource constraint. For

a logical stage, Sirius duplicatesm ingress and egress pipelines, wherem is the number of recircu-

lations. As shown in Figure 4.9, we insert the (logical) CPU between different combinations of

ingress and egress pipelines. Note that the partitioning phase aims to check whether some tables or

entire network functions should be moved to the CPU; thus, the unit we focus on is a table rather

than a network function. Using logical stages, we encode a merged chain with multiple recircula-

tions as encoding a chain without recirculation. Specifically, the encoding works as follows:

• Let k be the total number of stages in the ASIC, build a model with k + 1 stages, the k + 1th is

CPU.

• For each candidate pi proposed by the pipelining phase, compute the number of recirculations rc

of each chain c based on the number of edges reversed.

• For each table t, let spt denotes its physical stage, and we have 0 <= spt <= t.

• For each table tc in chain c, let sct be its logical stage. Add the relationship between its logical and

physical stage: ITE(sct < k+ 1, spt == sct, ITE(sct < 2k+ 2, spt == sct − k− 1, ...)), where ITE

means If-Then-Else in the SMTmodel.

• For each table tc in chain c, its logical stage sct can be deployed between stage 0 and (rc+ 1) · (k+ 1).

• For each chain c, if table t depends on table t′, then we have sct > sct′ .
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12 stages

Ingress

CPU

Egress

Physical Stages:

Logical Stages
(with 1 recirculation)

Logical Stages
(with m recirculations) … ...

m - 1

12 stages

Ingress Egress Ingress Egress

12 stages12 stages CPU12 stages 12 stages 12 stages

Ingress Egress Ingress Egress

12 stages CPU12 stages 12 stages 12 stages

Ingress Egress

CPU 12 stages 12 stages

Figure 4.9: Physical stages and their logical stages.

So far, we have an encoded formula Γ, which denotes the relationship between a table’s logical

and physical stage and the dependency between tables. Next, we apply the method introduced

in Lyra ? and Cetus113 to encode other resources, such as SRAM, and TCAM, based on the ta-

bles’ physical stages. Let the encoded formula be Λ. Then the end-to-end encoded formula is Ϝ =

Γ&&Λ.

4.5.2 Finding the Partitioning Result

With the above encoded formula Ϝ, we can call an SMT solver to search a partitioning result with

the optimal goal: minimizing the CPU usage without violating the provided ordering between

network functions. Specifically this goal means (1) minimizing number of tables assigned to the

CPU, and (2) when two plans assign the same number of tables, choosing the one with lower traffic

volume.

However, the SMT solver is good at solving the existence problem, i.e., whether there exists a

solution complying with the constraints, rather than solving the optimization problem. To find the

best partitioning plan, Sirius builds an iterative searching algorithm that limits the number of tables

allowed on the CPU and gradually increases the constraints gradually until the SMT solver finds a
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feasible plan.

Iterative searching. The iterative searching reduces an optimization problem into a series of exis-

tence problems, which the SMT solver is good at. Atop of the existing formula Ϝ, for each table t,

Sirius introduces one 0-1 variable it that denotes whether the table should be deployed on the CPU,

which can be encoded as: ITE(spt == k + 1, it == 1, it == 0). Then the summation of all

such variables I =
∑

t it means the total number of tables assigned to the CPU. Then, Sirius limits

the summation I == m starting fromm == 0, and checks whether there exists a partitioning

plan Partm. If not, this means it is not possible to find a solution when assignsm tables to the CPU,

then Sirius increasesm by 1 and calls the solver again. If Partm exists, then record it as a candidate.

In case there exists multiple solutions, we remove Partm from the solution set by negating it atop of

the encoded formula E, and checks whether E&&¬Partm is solvable. We continue the above process

until all candidates underm is found. Among all the pipelining candidates that assignm tables to

the CPU, Sirius selects the result with the minimal CPU usage.

4.6 Experience

This section shares the deployment experience of Sirius (§4.6.1), real cases with Sirius (§4.6.2), and

our lessons (§4.6.3).

4.6.1 Deployment Experience

Alibaba cloud started to deploy the edge clouds since 2017. As the number of business traffic and

offloaded functions grew, it became increasingly difficult to manually arrange network functions
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(a) The performance of gateway in the edge cloud A.

(b) The performance of gateway in the edge cloud B.

Figure 4.10: One‐week performance of two edge clouds (for streaming service) where the network functions are
arranged by Sirius.

in our edge clouds. We therefore started building Sirius since 2020. So far, Sirius has been used for

one year. the network functions arranged by Sirius have been used to carryO(10) types of business

traffics, including streaming, games, IoT devices and e-payments. With Sirius’s assistance, we have

builtO(100) gateways for edge-cloud services,O(100)CDN nodes, and nearly 100 nodes for secu-

rity in the past one year. In particular, the above services provide stable and smooth performance in

Alibaba’s important sales promotion events, especially on Double Eleven Shopping Festival 202128,

whose highest peak traffic was higher than 10 Tbps in total.

Performance of gateways arranged by Sirius. An important metric for evaluating the effective-

ness of Sirius is the throughput. Namely, whether the throughput of network functions arranged
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by Sirius meets our expectation. Figure 4.10 randomly selected two gateways where we used Sirius

to automatically arrange network functions. These two gateways have been deployed in two edge

clouds, respectively, and are used to carry the streaming service. The throughput requirements for

all the traffics on these two gateways are 500 Gbps. Figure 4.10 shows the performance of the gate-

ways within one week. We can observe that the peak traffic within one week was 300-400 Gbps, and

the network functions arranged by Sirius can handle the traffic in very stable performance.

Development workload saved by Sirius. In terms of development efficiency, we combined Sir-

ius with Lyra to directly generate the compilable P4 programs that meet our specified throughput

requirement. For the CPU-side code, our programmers have internal scripts to automatically gen-

erate C++ code. Before using Sirius, our gateway engineering team (more than twenty persons)

spent more than two weeks on analyzing and discussing a network function arrangement plan, and

it further took more than two weeks for adaptation and resource optimization after the initial net-

work function arrangement version. On the contrary, using Sirius, our programmers only need to

write simple, high-level Lyra programs and specify the throughput requirement. Sirius generates the

expected results in an efficient and automatic way (within a few minutes). In the past year, Sirius

decreased our programmers’ workload by three orders of magnitude (fromO(week) toO(min)).

4.6.2 Real Cases Addressed by Sirius

We now describe three representative cases to show the practicality of Sirius in real world.

Merging and arranging network function chains for O(10) business traffics. We now present

a real network function arrangement process produced by Sirius in Figure 4.11. In one of our edge

150



(a)MergingO(10) network function chains results in a single
chain containing 127 processing loops. We only color three of

processing loops in this figure.

(b) A pipelining plan output by Sirius. There are only two
recirculations in this result.

(c) The chain after the partitioning (this figure shows the part
offloaded onto the programmable ASIC).

Figure 4.11: A real network function arrangement in our production. We arranged network function chains forO(10)
types of traffics into a single gateway. Each back node in the above figures represents a snippet of P4 code containing

around ten tables. Each→ denotes the execution sequence.
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clouds, there areO(10) network function chains (each for one sub-business traffic) needed to be

offloaded onto the single programmable gateway in this edge cloud. These business traffics contain

Alibaba’s mainstream services including game and streaming. TheseO(10) network function chains

are merged into a single chain shown in Figure 4.11a. This single chain contained 127 processing

loops. Figure 4.11a only colors three of these loops.

Figure 4.11b shows a pipelining result output by Sirius. This pipelining result only contains two

recirculations in three sub-chains. Our specified throughput for all business traffics are 0.5 Tbps,

so this candidate well meets the specification. More importantly, our programmers spent one week

on creating a flow distribution table for forwarding different business traffics to the corresponding

network functions. This manually-written table occupied 15.7% of SRAMmemory and 38.1% of

TCAMmemory of the entire data plane program. With Sirius, we got this flow distribution table

within few minutes and the table only used 11.5% SRAMmemory and 42% of TCAMmemory of

the manually-written one.

Figure 4.11c shows a partitioning result generated by Sirius. Some of programs in Figure 4.11b

have been moved the CPU. Each node in the graph shown in Figure 4.11 represents a snippet of

code—containing around 10 match-action tables if it is implemented in P4, and each arrow denotes

the execution sequence. The entire network function arrangement process, with Sirius, was

finished within 10 minutes.

Safely and easily network function updating. Another benefit Sirius offers is to ease our network

function updating across edge clouds. Different edge clouds serve for different business; thus, the
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table snat_session {
key = {
#ifdef IPv4

hdr.ipv4.src_ip: lpm;
#endif
#ifdef IPv6

hdr.ipv6.src_ip: lpm;
#endif
...
}
size = SNAT_SESSION_NUM;

actions = {
#ifdef IPv4

snat_ipv4_rewrite;
#endif
#ifdef IPv6

snat_ipv6_rewrite;
#ifdef VXLAN

snat_vxlan_rewrite;
#endif
#endif

}}

Figure 4.12: Example code snippet using macro extensively.

data plane programs running on different edge clouds are diverse. However, before Sirius was de-

ployed, our programmers used to update network functions across edge clouds via macros in P4.

On different gateways, our programmers turned on different macros and the compiler can remove

the rest of code. The macro solution is, nevertheless, hard to maintain and error-prone, because the

P4 programs end up withO(10) different macros andO(100) copies of them spread across different

files. Figure 4.12 shows a real table definition, in our edge cloud, which adds many macros to change

its key and actions based on the actual needs. We can observe that multiple macros are chained and

nested together. A failure event occurred two years ago in one of our edge clouds was caused by

incorrectly updating macros, since our programmers made a mistake when they updated a nested

macros. Sirius solves this problem. For different gateways, the programmers only need to specify

network function chains in Lyra and provide the correct traffic separation DB, freeing them from

the “tangled” macros.

Real partitioning case. Without Sirius, even though our programmers generate a pipelining with

the satisfied number of recirculations, it is very hard to squeeze this single chain into the programmable

ASIC due to the limited hardware resources. Thus, our programmers used to reduce the size of
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Figure 4.13: Various metrics under different number of business traffics. (a) Number of tables in the merged network
function chain. (b) Memory cost and execution time of constructed flow distribution tables. (c) Number of flow
distribution tables. (d) Number of loops in the merged chain. (e) Time to encode and solve the SMT formula.

some tables in some network function that they thought would experience low volume for a while

to ensure the tailored chain comply with the hardware constraints. After a while, when the traffic

volume goes back up, they moved them back and shrinked some tables in another network function.

The above situations occurred on almost every one gateway before Sirius was built. In a recent case,

our programmers spent two weeks on squeezing a single chain (with Source NAT, destination NAT

and load balancer network functions) into the programmable ASIC. They tried to reduce the size

of the routing tables but still failed to compile the entire chain. Sirius helped them to automatically

generate a partitioning result that guided them to move the source_NAT_session_table to the

CPU, efficiently solving this problem. Moving source_NAT_session_table to the CPU does

not affect our throughput, since for that edge instance, the source NAT traffic volume is low while

the session table sits in a critical position in the network function chain. Assigning it to the CPU

not only frees up a lot of memory resources but also significantly shorten the length of the table

dependency chain113, which creates more headroom and makes the program easier to compile.
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4.6.3 Lessons and Discussions

We now share our lessons in using Sirius in our edge clouds, and also discuss limitations of Sirius

and open questions.

Can any of pipelining candidates directly comply with the hardware constraints? Our one-

year experience shows that none of the pipelining plan candidates can directly comply with the

programmable ASIC’s constraints. In other words, the partitioning between the programmable

ASIC and the CPU is a must for the network function arrangement in Alibaba’s edge clouds. This

situation results from (1) the programmable ASIC’s hardware resources are limited, and (2) our

production programs are large-scale.

Can a pipelining plan with more processing loops produce a better partitioning result? This

may happen. We selected pipelining plan candidates that meet the specified throughput, and then

partitioned these candidates. In other words, the pipelining plans violating the specification are in-

eligible to join the partitioning phase, because they cannot be better than the pipelining candidates

meeting the specification, no matter how to partition them. However, for the pipelining candidates,

a candidate with more processing loops might be partitioned to a result with less CPU usage than

another candidate with less processing loops.

Duplicating the overlapping network functions to remove processing loops is impractical. We

now use the recirculation to remove processing loops. Another option is to duplicate the overlap-

ping network functions to remove the loops. While such a solution in principle works and does

not sacrifice the throughput, it is impractical due to the limited hardware resource. Since a network
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function needs about 5-10 stages, additional 5-10 stages for one processing loop is too expensive to

the precious hardware resources.

Gateways in edge clouds v.s. gateways in data center networks. Alibaba has equipped gateways

with the programmable ASICs in both edge clouds and data center networks. Compared with data

center case, deploying programmable data planes in the edge clouds is much more challenging.

First, each gateway in a data center network needs to hold only one network function unlike the

edge cloud where a gateway needs to hold a large number of network functions. This is because

there areO(100) gateways in a data center network in our global network and multiple network

functions can be horizontally distributed across these gateways without squeezing all of them into

a single gateway134. On the contrary, each edge cloud only contains two gateways (for redundancy)

since edge clouds are typically deployed in the rented cheap, small-size machine rooms close to end

users. Each gateway in our edge clouds need to holdO(100) network functions, and squeezing so

many network functions into a programmable ASIC is very hard due to limited hardware resources.

Second, network functions in the edge clouds are logically more complex. In the edge clouds, the

gateways process packets fromO(10) types of business traffics in diverse operations such as inserting

diverse metadata (e.g., INTmetadata) into the packet headers, changing values (e.g., DSCP values)

in the packet header, and checking the packet state of interest. On the contrary, gateways in the data

centers just forward packets to the corresponding switches. We typically developed the P4 program

for the gateway in the data center network by just tailoring switch.p4.

Partitioning across switching ASIC, smartNIC and CPU.Offloading network functions to
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smartNIC, in principle, can address the shortage of programmable ASIC hardware resource while

keeping the throughput in some sense. We are now working on building a partitioning approach

to distribute the code across ASIC, smartNIC and CPU/GPU in order to balance the trade-off be-

tween performance and cost. While FlightPlan152 has presented a good effort towards this direction,

making such a systemmore practical to our context is still an open question.

4.7 Evaluation

Our evaluation mainly focuses on presenting the scalability of each component in Sirius. We chose

9 different business traffics and added them one by one into the Lyra program and recorded the time

of execution and other metrics we were interested in. All experiments were performed on a server

with 2.5GHz CPU and 768GiB RAM.

Figure 4.13(a) shows the program scale. There are two observations. Firstly, different business

traffics had many tables in common. Because the number of tables only doubled when we added 8

more business traffics. Secondly, the difference between different business traffics is similar, as the

number of tables grow gradually as the traffic number increases.

Flow distribution table construction. We recorded the SRAM and TCAM usage under different

number of network functions and the time Sirius took to solve the problem. Figure 4.13(b) shows

the result. Both types of memory increased as the number of traffics increased, which showed the

overhead of distributing flows to different network functions. Also, the time it took to compute

the minimal flow distribution table increased dramatically as the number increased. This is because
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Sirius had to try more combinations to find the optimal result. When there are 9 business traffics,

Sirius took 371 seconds to construct the distribution tables. We also recorded the number of tables

constructed in in Figure 4.13(c). We observed that even though the memory increased, the number

of tables did not always increase. This is because Sirius chose multiple rules that shared the same

match field, so that they could share the same table.

Pipelining. In the pipelining process, the algorithm Sirius used to solve the set covering problem is

efficient enough to finish all experiments within a second. So we mainly present the number of pro-

cessing loops in the network function chain as more business traffics added. Figure 4.13(d) shows

the result. The number of processing loops increases quickly as the business traffics became more

complicated, which also demonstrates the programmers’ workload before Sirius is deployed. pro-

grammers had to plan carefully to make sure each business traffic visits functions in its desired order.

We also noticed that when adding the 6th and 7th business traffic, the number of loops stayed the

same. This is because those business traffics are similar and they shared the same code snippet that

was in the loop.

Partitioning. In the partitioning phase, we mainly evaluated the time for Sirius to encode the SMT

formula and for the SMT solver to solve it. The result is shown in Figure 4.13(e). Both the encoding

and solving time increase as the number of business traffics increases. We can see that the encod-

ing time grows faster than linear, because the encoding is built atop of the network function chain,

whose complexity grows faster than linear as the business traffic added in. Solving the formula is

faster than encoding it. This is because Sirius leverages the constraint encoding optimizations pro-
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posed by Cetus113. Overall, the partitioning finishes within minutes.

4.8 Related Work

Partitioning hardware code to CPU.Closed to Sirius’s partitioning goal, Gallium175 automati-

cally translates a part of software-version middlebox program into a P4 program running on a pro-

grammable ASIC. Gallium does not support recirculation modeling, and mainly targeted a spe-

cific switch-CPU architecture. In addition, Sirius’s partitioning goal is also different from Gallium.

FlightPlan152 deployed P4 program across switch, FPGA, and CPU to benefit bandwidth and het-

erogeneity. FlightPlan relies on programmers to explicitly split the program and profile each code

block’s performance on each platform. We cannot apply FlightPlan, since the above requirements

do not hold in our scenario. Some of the prior work targeted partitioning between the SmartNIC

and the CPU such as iPipe115, Clara129 and Floem135. These efforts are quite different from Sirius’s

focused goal and assumptions.

Compiler for programmable data planes. The state-of-the-art compiler systems for P4147? ,87,86,150,67

aim to optimize resource usage in programmable ASICs or simplify programmers’ tasks on express-

ing their coding intent. For example, P4All87,86 optimizes the resource usage by leveraging reusable

data structures. P4visor179,180 optimizes resources by merging redundant code fragments (e.g.,

header parser and tables). μP4150 and P4Weaver67 propose P4 modular programming to write P4

code from scratch or in an incremental way.

159



4.9 Conclusion

This paper has shared our design of Sirius, and our experience with Sirius in Alibaba’s edge clouds

after one year of use. Sirius is the first system capable of automating network function arrangement

problem. Compared with manual solution on the network function arrangement problem, Sirius

effectively decreased our workload for deploying and updating our edge clouds by three orders of

magnitude from weeks to minutes.
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5
Scouts: Improving the Diagnosis Process

Through Domain-customized Incident

Routing
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5.1 Introduction

For cloud providers, incident routing— taking an issue that is too complex for automated tech-

niques and assigning it to a team of engineers — is a critical bottleneck to maintaining availability

and service-level objectives. When incidents aremis-routed (sent to the wrong team), their time-to-

diagnosis can increase by 10×56.

A handful of well-known teams that underpin other services tend to bear the brunt of this effect.

The physical networking team in our large cloud, for instance, is a recipient in 1 in every 10 mis-

routed incidents (see §5.3). In comparison, the hundreds of other possible teams typically receive 1

in 100 to 1 in 1000. These findings are common across the industry (see Section 5.3.3).

Incident routing remains challenging because modern DC applications are large, complex, and

distributed systems that rely on many sub-systems and components. Applications’ connections

to users, for example, might cross the DC network and multiple ISPs, traversing firewalls and load

balancers along the way. Any of these components may be responsible for connectivity issues. The

internal architectures and the relationships between these components may change over time. In

the end, we find that the traditional method of relying on humans and human-created rules to route

incidents is inefficient, time-consuming, and error-prone.

Instead, we seek a tool that can automatically analyze these complex relationships and route inci-

dents to the team that is most likely responsible; we note that machine learning (ML) is a potential

match for this classification task. In principle, a single, well-trainedMLmodel could process the
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massive amount of data available from operators’ monitoring systems—too vast and diverse for

humans—to arrive at an informed prediction. Similar techniques have found success in more lim-

ited contexts (e.g., specific problems and/or applications)45,176,57,62,36. Unfortunately, we quickly

found operationalizing this monolithic MLmodel comes with fundamental technical and practical

challenges:

A constantly changing set of incidents, components, and monitoring data: As the root causes of inci-

dents are addressed and components evolve over time, both the inputs and the outputs of the model

are constantly in flux. When incidents change, we are often left without enough training data and

when components change, we potentially need to retrain across the entire fleet.

Curse of dimensionality: Amonolithic incident router needs to include monitoring data from all

teams. This large resulting feature vector leads to “the curse of dimensionality”1. The typical solu-

tion of increasing the number of training examples in proportion to the number of features is not

possible in a domain where examples (incidents) are already relatively rare events.

Uneven instrumentation: A subset of teams will always have gaps in monitoring, either because the

team has introduced new components and analytics have not caught up, or because measuring is

just hard, e.g., in active measurements where accuracy and overhead are in direct contention79.

Limited visibility into every team: For the same reasons that it is difficult for teams to have expertise

in all surrounding components, it is difficult for us to understand the appropriate feature sets from

each and every team.

Rather than building a single, monolithic predictor, we argue a piecewise solution based on a
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collection of (strategically assigned) per-team predictors, a.k.a. Scouts, is more useful. Scouts are

low-overhead, low-latency, and high-accuracy tools that predict, for a given team, whether the team

should be involved. They are built by the team to which they apply and are amenable to partial de-

ployment. Scouts address the above challenges: they only need to adapt to changes to their team and

its components (instead of all changes), they operate over a more limited feature set (no longer suffer

the curse of dimensionality), they limit the need for understanding the internals of every team (they

only need to encode information about the team they are designed for and its local dependencies),

and only require local instrumentation. Scouts can utilize a hybrid of supervised and unsupervised

models to account for changes to incidents (see §5.5) and can provide explanations as to why they

decided the team is (not) responsible. Operators can be strategic about which Scouts they need: they

can build Scouts for teams (such as our physical networking team) that are inordinately affected by

mis-routings. Given a set of Scouts, operators can incrementally compose them, either through a

global routing system or through the existing manual process.

We designed, implemented, and deployed a Scout for the physical networking team of a large

cloud.* We focus on this team as, from our study of our cloud and other operators, we find the net-

work— and specifically the physical network— suffers inordinately frommis-routing (see §5.3).

This team exhibits all of the challenges of Scout construction: diverse, dirty datasets; complex depen-

dencies inside and outside the provider; many reliant services; and frequent changes. As the team

evolves, the framework we developed adapts automatically and without expert intervention through

*To demonstrate the overall benefit of Scouts, we run trace-driven simulations of broader deployments
(Section 5.8.6).
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the use of meta-learning techniques106.

These same techniques can be used to develop new “starter” Scouts as well. However, even for

teams that do not build a Scout, e.g., if instrumentation is difficult or dependencies are hard to

disentangle, they still benefit from Scouts: their incidents spend less time at other teams, and they

receive fewer mis-routed incidents belonging to Scout-enabled teams. In fact, we show even a single,

strategically deployed Scout can lead to substantial benefit.

Our Scout has precision/recall≥ 98%, and it can reduce over 60% of the investigation time of

many incidents. Our contributions are:

1) An investigation of incident routing based on our analysis of our production cloud. As the data

we use is of a sensitive nature, we limit our discussion to those incidents which impacted the physical

networking team (arguably the most interesting for this conference), but the scope of the study was

much broader. We augment our results with analysis of public incident reports19,13 and a survey of

other operators (Section 5.3.3).

2) The introduction of the concept of a distributed incident routing system based on Scouts. We

show the improvements such a system can bring through trace-driven simulations (Section 5.8.6).

3) The design of a Scout for Microsoft Azure’s physical networking team accompanied by a frame-

work to enable its evolution as the team’s monitoring systems, incidents, and responsibilities change.

4) A thorough evaluation of the deployed PhyNet Scout and analysis of incidents in our cloud from

the past year and a discussion of the challenges the Scout encountered in practice.

This paper is the first to propose a decomposed solution to the incident routing problem. We
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take the first step in demonstrating such a solution can be effective by building a Scout for the

PhyNet team of Microsoft Azure. This team was one of the teams most heavily impacted by the

incident routing problem. As such, it was a good first candidate to demonstrate the benefits Scouts

can provide; we leave the detailed design of other teams’ Scouts for future work.

5.2 Background: Incident Routing

Incidents constitute unintended behavior that can potentially impact service availability and per-

formance. Incidents are reported by customers, automated watchdogs, or discovered and reported

manually by operators.

Incident routing is the process through which operators decide which team should investigate

an incident. In this context, we use team to broadly refer to both internal teams in the cloud and

external organizations such as ISPs. Today, operators use run-books, past-experience, and a natural

language processing (NLP)-based recommendation system (see §5.8), to route incidents. Specifically,

incidents are created and routed using a few methods:

1) By automated watchdogs that run inside the DC and monitor the health of its different compo-

nents. When a watchdog uncovers a problem it follows a built-in set of rules to determine where it

should send the incident.

2) As Customer Reported Incidents (CRIs) which go directly to a 24 × 7 support team that uses

past experience and a number of specialized tools to determine where to send the incident. If the

cause is an external problem, the team contacts the organization responsible. If it is internal, it is

166



sent to the relevant team where it is acknowledged by the on-call engineer.

It is important for every incident to be mitigated as quickly as possible, even if it does not result

in SLO violations—prolonged investigations reduce the resilience of the DC to future failures78,38:

any time saved from better incident routing is valuable.

Routing incidents can be excruciatingly difficult as modern DC applications are large and com-

plex distributed systems that rely on many other components. This is true even for incidents gener-

ated by automated watchdogs as they often observe the symptom—which can be far-reaching: a

VM’s frequent rebooting can be an indication of a storage problem or a networking issue45,176.

5.3 Incidents in the Wild

To understand the impact of incident routing and why incidents are sometimesmis-routed, we in-

vestigate incidents in a large cloud. In particular, we examine, in depth, the internal logs of incidents

involving the physical networking team (PhyNet) of a large cloud. These logs cover nine months

and include records of the teams the incident was routed through, the time spent in each team, and

logs from the resolution process. We have normalized the absolute investigation times to protect

company sensitive data, however, the reader can refer to the public incident reports of19,13 as a lower

bound (at the time of this writing, the maximum investigation time in these reports was 25 hours).
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Figure 5.1: (a) Fraction of PhyNet incidents (per‐day) created by its monitors, by those of other teams, and by customers.
(b) Fraction of incidents of each type that are mis‐routed.

5.3.1 What is the Cost of Incident Routing?

As the core networking team, the physical networking team’s (PhyNet’s) purview is every switch and

router in the DC. They are on the critical path of most distributed systems and the analysis of their

incidents serves as an interesting case study of mis-routings.

Most PhyNet incidents are discovered by its own monitoring systems and are routed correctly

to PhyNet (Figure 5.1). But some of the incidents PhyNet investigates are created by other teams’

monitoring systems or customers. Of the incidents that pass through PhyNet, PhyNet eventually

resolves a fraction, while others are subsequently routed to other teams. In the former case, if the

incident went through other teams, their time will have been wasted in proving their innocence. In

the latter, the same is true of PhyNet’s resources. This also delays resolution of the incident. 58% of

incidents passing through PhyNet fall into one of these categories. We find perfect (100%) accuracy

in incident routing can reduce time to mitigation of low severity incidents by 32%, medium sever-
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ity ones by 47.4%, and high severity ones by 0.15% (all teams are involved in resolving the highest

severity incidents to avoid customer impact).

Across teams and incidents, better incident routing could eliminate an average of 97.6 hours of

investigations per day—exceeding 302 hours on∼10% of days.

The incidents resolved by PhyNet are investigated by 1.6 teams on average, and up to 11 teams

in the worst case. Mis-routed incidents take longer to resolve (Figure 5.2): on average, they took

10× longer to resolve compared to incidents that were sent directly to the responsible team. For

20% of them, time-to-mitigation could have been reduced by more than half by sending it directly

to PhyNet (Figure 5.3). These incidents are likely a biased sample: mis-routing may indicate the

incident is intrinsically harder to resolve; but our investigation into the reasons behind mis-routing

indicates that many hops are spurious and can be avoided (see §5.3.2).

PhyNet is often one of the first suspects and among the first teams to which incidents are sent.

As a result, daily statistics show that, in the median, in 35% of incidents where PhyNet was engaged,

the incident was caused by a problem elsewhere (Figure 5.4).

5.3.2 Why Do Multiple Teams Get Involved?

We study why incident routing is difficult by analyzing, in depth, 200 rerouted incidents. To our

knowledge, this is the first case study focusing on the reasons behind cloud incident routing prob-

lems.

When an incident comes in, it is common to send it to the team where the issue was first detected.
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Figure 5.2: Time to diagnosis of incidents going through a single vs going through multiple teams. The numbers are
normalized by the maximum investigation time in the dataset.

For example, if a customer is unable to connect to a database, the database team is typically alerted

first. When operators find the database is functioning correctly (e.g. CPU, disk, and query execu-

tion times seem healthy and there are no changes in login times), they involve other teams. Com-

mon reasons for involving other teams are:

Engineers from different teams bring a wide range of domain knowledge to determine cul-

pability. Often, the involvement of multiple teams is due to a lack of domain-knowledge in a par-

ticular area. In our example, the database expert may not have the networking expertise to detect

an ongoing network failure or its cause. Team-level dependencies are deep, subtle, and can be hard

to reason about— exacerbating the problem. In our database example, a connectivity issue may

spur engineers to check if the physical network, DNS, software load balancers, or virtual switches

are at fault before looking at other possible (and less-likely) causes. The most common cause of mis-

routing is when a team’s component is one of the dependencies of the impacted system and thus a

legitimate suspect, but not the cause. In 122 out of 200 incidents, there was at least one such team
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that was unnecessarily engaged.

Counter-intuitively, when no teams are responsible, more teams get involved. A fundamental

challenge in incident routing is engineers’ lack of visibility into other ISPs and customer systems,

which may be experiencing ongoing DDoS attacks, BGP hijacks, or bugs/misconfigurations. CRIs

are especially prone to starting with missing information as these issues can be varied in nature and

hard to debug remotely. In such cases, it is sometimes faster to rule out teams within the cloud first

rather than to wait or blame others. Ironically, this ends up involving more teams.

One example from the dataset is where a customer was unable to mount a file-share. Suspects

included storage, switches and links in the network, the load balancer, or the provider’s firewalls,

among others. After ruling out all these components, operators found the customer had mis-configured

their on-premises firewall. Customer misconfigurations or a workload beyond the customer VM’s

capacity was responsible for this and 27 other incidents in our dataset; the PhyNet team was engaged

in the investigation of each.

Concurrent incidents and updates are hard to isolate. DC issues are often a result of manage-

ment operations that create unintended side effects78,38. Out of the 200 incidents we studied, 52

were caused by upgrades. These updates are not limited to those made by the provider as they typ-

ically partner with hardware vendors that have their own upgrade cycles. It can be difficult to sep-

arate the effects of these concurrent incidents and updates. Sometimes, the same issue may spawn

multiple incidents — one for the component at fault and one for each dependent service. All of

these teams investigate the incident in parallel until the cause is discovered. This was the case in 20

171



Fraction of time misrouted PhyNet 
incidents spend in other teams

0 20  40   60 80 100
0.0

0.2

0.4

0.6

0.8

1.0

CD
F

Figure 5.3: Investigation time we can reduce (%).

of the 200 incidents. In other cases, an incident may be mis-attributed to an open problem even

though it is a separate incident. The team responsible for the existing problem will need to show

that the new incident is un-related.

5.3.3 Measurement Validation

To validate our findings in §5.3, we looked at 182 publicly disclosed incidents from two clouds19,13.

These incident reports only include issues that led to significant customer impact, and they only

provide a partial log of the mitigation process, but they still provide some useful insights. We found

that in 35 of the 182 incidentsmultiple components were discussed as either being impacted or

involved in the incident: each of these components may have been involved in the investigation even

though their components were not directly responsible. In 6 such incidents, operators explicitly

acknowledge the involvement of multiple entities, and in at least one (Nov. 11, 2018), a neighboring

ISP was responsible. In practice, the set of involved entities is much higher than the reports indicate.
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In any case, when problems occur, their impact can often be observed across the DC; many teams

are potential suspects †.

# of Teams 1–10 10–20 20–100 100–1000 >1000
Respondents 14 1 8 1 1

# of Users <1k 1k–10k 10k–100k 100k–1m >1m
Respondents 4 5 11 3 4

Table 5.1: Characteristics of the networks operated by our survey respondents.

Survey of network operators. Direct surveys of practicing network operators re-affirm the above

results. In total, 27 operators responded to our survey; Table 5.1 shows some of the characteristics

of the respondents. 9 of them were ISP operators, another 10 self-identified as an enterprise, 5 were

DC operators, 1 managed a content delivery network, one a nationwide security provider, and one

classified their network as falling in all these categories. Many of the respondents reported a small

number of teams in their organization (1–10), but one reported upwards of 1,000 teams. The net-

works operated by respondents served a wide array of user base sizes, with some handling less than

1,000 users, and 4 handling over a million.

When asked howmuch these operators thought incident routing impacts their organization, on

a scale of 1–5 with 5 as the highest, 23 selected a score≥3, out of which 17 selected a score≥4. 17

marked the significance of this problem as≥4. 17 of the 27 operators answered that their network

was incorrectly blamed for over 60% of incidents across their systems. We also asked the converse:

“When an incident occurs, how often other components (not the network) are initially blamed even

though the incident was caused by a networking issue?” 20 operators said that other teams were
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implicated less than 20% of the time.

Operators listed the reasons why incident routing hard was hard for them: (1) Operators find it

difficult to identify the boundary of each team’s responsibilities especially in larger organizations;

(2) Tickets don’t contain the information necessary to enable effective incident routing; (3) Oper-

ators lack the ability to understand the entire complex system to direct incident to the right team;

(4) Operators need access to monitoring data, both historical and real-time, to demonstrate that

networking is not the issue— this data is often not available especially when problems occur inter-

mittently.

Lastly, 14 out of the 27 operators said that for typical investigations, more than 3 teams are in-

volved when incidents occur; 19 said this number was≥ 2.

We note the absolute numbers are subject to significant bias from the respondents, but qualita-

tively, they demonstrate the effect of improper routing on the lives of operators.

5.3.4 Design Goals

Our findings motivate a set of design goals:

Finding the right team precedes finding the root cause. One approach to routing incidents is to

try to automatically find the root cause. Sadly, these types of approaches are fundamentally tied to

the semantics of specific applications176,45,47 and are difficult to scale to today’s DCs and the diverse

applications they run.

When an incident is created, it is an implicit acknowledgment that automation has failed to mit-

†The work of 78 provides an in-depth study of these incidents in Google cloud.
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igate it. We find, as others have done176,45,47,56: human intervention is often necessary and incident

routing is an important first step in the investigation process.

Incident routing should be automatic and robust. There are too many incidents, too much va-

riety in the incidents, too many teams, and too much monitoring data for a human to consistently

make accurate decisions—operator anecdotes motivate the need for assistance. This assistance can-

not be limited to classifying known problems as systems continuously change, new problems arise,

and old problems are patched. It must also be able to react to changing norms: different clusters

have different baseline latencies or device temperatures. These values may also change over time.

The system should not be monolithic. Any system that directly examines all monitoring data

across the provider is impractical. Part of the reason for this is technical. The volume of monitoring

data would cause significant scalability, performance, and operational challenges — even if we could

gather this data, the high-dimensional nature of the data makes it hard to reason about (see §5.1).

Another part is human: no one team can expect to know the ins and outs of other teams’ monitor-

ing data and components.

Teams should provide expertise on data, but not routing decisions. Operators rely on a wide

range of monitoring data. Our PhyNet team uses tools such as active probing, tomography, packet

captures, and system logs, among others. An incident routing system should be able to utilize all

such data and to reason about which is useful for a given incident. Given the diversity of teams, even

if we have access to their monitoring data, domain expertise is needed to parse and understand it.

However, once parsed, the system can do the rest of the heavy lifting so teams need not be experts in
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incident routing, only in the relevant data. A corollary of this point is the system should be able to

explain why certain routing decisions were made.

The system should be robust to partial and uneven deployment. We found a number of fun-

damental challenges in building an optimal incident router. Some issues are the fault of external

organizations to which an internal system will have little visibility. Internally, incident routing in-

frastructure will inevitably be uneven— some teams may be new or have new components to which

analytics have not caught up, other systems’ incidents are just plain hard to route.

5.4 Design Overview

Our solution centers around the concept of a “Scout”: a per-teamML-assisted gate-keeper that takes

as input the monitoring data of a team, and answers the question: “is this team responsible for this

incident?” The answer comes with an independent confidence score (measuring the reliability of the
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prediction) as well as an explanation for it. Fundamentally, Scouts are based on our operators’ expe-

rience that team-specific solutions are much easier to build and maintain compared to application-

specific ones45,176. Scouts are team-centric, automated, and continually re-trained.

Decomposing incident routing. Our key design choice is the decomposition of incident routing

into a per-team problem. Not only does this make the problem tractable, but it also makes incre-

mental progress possible and insulates teams from having to worry about the system as a whole.

There are tradeoffs to this design, but we find them acceptable in return for tractability (see §5.10).

We do not expect every team (or even a majority of them) to build Scouts. Rather, we expect that,

for teams that are disproportionately affected by incident mis-routings, there is a substantial incen-

tive to constructing a Scout as they can automatically turn away incidents that are not the team’s

responsibility (saving operator effort) and acquire incidents that are (speeding up time to mitiga-

tion). Teams are also incentivized to keep them up-to-date and accurate in order to maintain a high

confidence score. An interesting result of our work is: even a single well-made and well-positioned

Scout can improve the system as a whole (see §5.8).

We can compose Scouts in various ways, from integrating them into the existing, largely manual,

incident routing process to designing a new Scout Master (see § 5.6). We focus on the challenges of

designing a Scout; we leave a detailed exploration of Scout Master design to future work.

Automating the process. To facilitate the maintenance (and often construction) of Scouts by non-

ML-experts, our design includes a Scout framework to automate this task. The Scout framework

allows teams to provide a simple configuration file that provides guidance on their monitoring data
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—whether measurements are time-series or a log of events; whether different pieces of data refer to

different statistics of a common component; or if certain data/components should be ignored. The

framework then automatically trains, re-trains, and evaluates models to achieve the desired output.

The team can improve upon the Scout by tweaking the input features, by adding additional models,

or by adding specific decision rules.

In many ways, our framework mirrors a recent push toward AutoML106,132. Sadly, existing Au-

toML techniques are poorly suited to incident routing because: (1) their sensitivity to the format of

input data makes them difficult to use82; (2) they deal poorly with behavior that is slightly different

from that found in the training set; (3) they are a black box, making it hard for operators to reason

about why they receive an incident; and (4) in return for automation, they typically explore a huge

search space and have a high training cost. By building a framework specialized for incident routing,

we create a better solution. Such a framework is critical for deploying anML-based Scout in produc-

tion as it helps (e.g., PhyNet) operators (not familiar with ML) maintain the Scout over time and to

incorporate new monitoring data or remove old ones.

5.5 The SCOUT Framework

Figure 5.5 shows the architecture of our framework. It takes as input a configuration file (provided

by operators), the incident description, and pulls the relevantmonitoring data the team (and its

local dependencies) collects and produces a Scout (e.g., for PhyNet). We next describe each compo-

nent.
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Figure 5.5: The anatomy of a Scout.

5.5.1 Monitoring Specifications

Scouts rely on monitoring data to decide where to route incidents: they must (1) decide which mon-

itoring data is relevant to the incident (lest we contribute to the curse of dimensionality) and (2)

pre-process that data before it is used. Both steps are difficult to handle automatically. First, the

framework starts with the incident description and all of the operator’s monitoring data (from all

DCs) as input and has no other information with which to narrow its search. Second, the frame-

work must be able to process arbitrary new datasets with minimal context. Teams can annotate both

the incident text and the monitoring data to help:

Extracting components from the incident itself. Scouts cannot investigate all components (DC

sub-systems such as VMs, switches, and servers): (1) it would result in a high-dimensional feature-set

(2) it can lead to too many false positives — due to concurrent and unrelated incidents (see §5.3). To

solve this problem, Scouts extract relevant components from the incident description. Operators
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enable this by specifying how to detect such components in the incident description (dependent

components can be extracted by using the operator’s logical/physical topology abstractions123).

Operators typically use machine-generated names for these components and can specify how they

can be extracted from the incident using regular expressions:

Configuration

let VM = <regex>;

let server = <regex>;

let switch = <regex>;

let cluster = <regex>;

let DC = <regex>;

Example incident

(made up)

VM X.c10.dc3 in cluster c10.dc3 is

experiencing problem connecting to

storage cluster c4.dc1

Tagging monitoring data with additional metadata. Scouts also need to pull the relevant moni-

toring data and decide how to pre-process it. Operators can assist in this process as well (this infor-

mation may already be part of the DC’s topology abstraction). First, the location of each piece of

monitoring data so the Scout can access it. Second, the component associations of the data, e.g., to

which cluster and/or switch it refers. Third— to assist pre-processing— a data type and optional

class tag. For example:

MONITORING dataset_1 = CREATE_MONITORING(resource_locator,

{cluster=Y,server=Z},

TIME_SERIES, CPU_UTIL);

The data type can be one of TIME_SERIES or EVENT. Time-series variables are anything mea-
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sured at a regular interval, e.g., utilization, temperature, etc. Events are data points that occur irregu-

larly, e.g., alerts and syslog error messages. All monitoring data can be transformed into one of these

two basic types, and Scouts use a different feature engineering strategy for each (see §5.5.2). Note,

operators may apply additional pre-processing to the monitoring data; for example, filtering out

those syslogs they consider to be noise.

The class tag is optional (our PhyNet Scout only has two data-sets with this tag), but enables the

automatic combination of “related” data sets — it ensures we can do feature engineering properly

and do not combine apples and oranges (see §5.5.2).

Operators provide this information through configuration files (Figure 5.5). To modify the

Scout, operators can modify the configuration file, e.g., by adding/removing references to monitor-

ing data or changing the regular expressions the Scout uses to extract components from the incident

text.

5.5.2 Feature Construction and Prediction

A Scout needs to examine each incident and decide if its team is responsible (maybe based on past

incidents). ML is particularly well suited to such tasks (see §5.1).

We first need to decide whether to use supervised or unsupervised learning. Supervised models

are known to be more accurate (Table §5.3). But supervised models had trouble classifying: (a) in-

frequent and (b) new incidents — there is not enough representative training data to learn from108‡.

Thus, we opted for a hybrid solution that uses supervised learning to classify most incidents but falls

‡This is consistent with the high accuracy of these models as such incidents are rare.
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back to an unsupervised model for new and rare incidents. We use a separate MLmodel to learn

which category an incident falls into (the model selector). The underlying components are:

Random forests (RFs)

We use Random forests (RFs)133 as our supervised learning model. RFs can learn the complex re-

lationships between incidents, the monitoring data the teams collect, and whether the team is re-

sponsible. RFs are a natural first choice45,164,48,60: they are resilient to over-fitting and offer explain-

ability.

Explain-ability is often a crucial feature for the successful deployment of a system such as ours

(see §5.8). We use133 to provide explanations to the team when incidents are routed to them.

Our RF takes as input a set of aggregated statistics for each type of component. For instance,

in the component specification presented in §5.5.1, the five component types would result in five

distinct sets of features.

Per-component features. We next construct features for each type of relevant component— up

to five types in our example. Per-component features incorporate EVENT and TIME_SERIES data

related to the components during the interval [t− T, t], where t is the timestamp of the incident and

T is a fixed look-back time. Each data set is pre-processed as follows:

Events/alerts: We count the events per type of alert and per component, e.g., the number of Syslogs

(per type of Syslog).

Time-series: We normalize them and calculate the: mean, standard deviation, min, max, and 1st, 10th,

25th, 50th, 75th, 90th, and 99th percentiles during [t − T, t] to capture any changes that indicate a
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failure.

Merging features from multiple components. Many components contain a variable amount of

related monitoring data that need to be combined to ensure a fixed-length feature-set. This is be-

cause: (1) differences in hardware/instrumentation (e.g. two serverswith different generations of

CPU, one with 16 cores and one with 32, where data is collected for each core), or (2) the inclusion

of sub-components, e.g., many switches in a single cluster. In the first case, user ‘class’ tags specify

the data to combine (which we normalize first). In the second, the component tags provide that in-

formation: e.g., all data with the same ‘resource_locator’ and ‘cluster’ tag is combined. We ensure a

consistent feature set size by computing statistics over all the data as a whole. Our intuition is these

features capture the overall distribution and hence, the impact of the failure. For example, if a switch

in a cluster is unhealthy, the data from the switch would move the upper (or lower) percentiles.

We compute statistics for all applicable component types: for cluster c10.dc3 in our example, we

would compute a set of cluster and DC features. If we do not find a component in any of the team’s

monitoring data, we remove its features. For example, PhyNet is not responsible for monitoring the

health of VMs (other teams are) and so the PhyNet Scout does not have VM features.

In our example, the features include a set of server and switch features — corresponding to the

statistics computed over data sets that relate to servers and switches — set to 0; statistics computed

over each data set related to the two clusters: c10.dc3 and c4.dc1; and similarly, dc features over

data from dc3 and dc1.

We add a feature for the number of components of each type. This, for example, can help the
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RF CPD+ NLP

Precision 97.2% 93.1% 96.5%
Recall 97.6% 94.0% 91.3%
F1-score 0.97 0.94 0.94

Table 5.2: F1‐Score, precision, recall of each model as well as the existing NLP solution §5.8.

model identify whether a change in the 99th percentile of a switch-related time series is significant

(it may be noise if all the data is from one switch but significant if the data is aggregated across 100

switches).

Modified Change Point Detection (CPD+)

To choose an unsupervised model we use the following insight: when a team’s components are re-

sponsible for an incident there is often an accompanying shift in the data from those components,

moving from one stationary distribution to another.

CPD+ is an extension of change point detection (CPD)119, an algorithm that detects when a

time series goes from one stationary distribution to another. CPD is not, by itself, sufficient: (a)

CPD only applies to time-series data and cannot operate over events; (b) CPD tends to have high

false-positives—changes in distribution due to non-failure events are common. The problem in

(b) is exacerbated when the incident implicates an entire cluster and not a small set of devices: the

algorithm can make a mistake on each device.

We use simple heuristics to solve these problems§. Our intuition is while we do not have enough

§Anomaly detection algorithms (as opposed to CPD) e.g., OneClassSVM161 had lower accuracy (Ta-
ble 5.2): 86% precision and 98% recall.
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data to learn whether the team is responsible, we do have enough to learn what combination of

change-points point to failures: when we have to investigate the full cluster, we “learn” (using a new

RF) whether change-points (and events) are due to failures. The input is the average number of

change-points (or events) per component type and monitoring data in the cluster.

When the incident implicates a handful of devices, we take a conservative approach and report

the incident as the team’s responsibility if any error or change-point is detected—these are them-

selves explanations of why the incident was routed to the team.

5.5.3 The Model Selector

Given an incident, the model selector maintains high accuracy by carefully deciding between the RF

and CPD+ algorithms. The model selector has to:

Decide if the incident is “in-scope”. Operators know of incidents (and components) that can be

explicitly excluded from their team’s responsibilities. Hence, they can specify incidents, compo-

nents, and keywords that are ‘out-of-scope’. Although optional, this can reduce false positives. One

example is an application that does not run on a particular class of servers; any incident involving

those servers is unrelated. If PhyNet has passed the responsibility of a soon-to-be decommissioned

switch over to another team, that switch is also out-of-scope. Example EXCLUDE commands are:

EXCLUDE switch = <regex>; or

EXCLUDE TITLE = <regex>; or

EXCLUDE BODY = <regex>;
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After applying exclusion rules, the model selector extracts components from the incident de-

scription. This step is critical to avoid using the team’s entire suite of monitoring data as input

(see §5.5.1). If the model selector cannot detect such a component, the incident is marked as too

broad in scope for either the RF or CPD+: it is likely to be mis-classified—we revert to the provider’s

existing incident routing process.

Decide between RF, CPD+. We prefer to use the RF as our main classifier because it is the most

accurate (Table 5.2) and the most explainable — the CPD+ algorithm is only triggered on rare inci-

dents where the RF is expected to make mistakes.

We use meta-learning158 to find “new” or rare incidents: we use another MLmodel (an RF

which is trained over “meta-features”). Our meta-features are based on the method proposed in

138: we identify important words in the incident and their frequency. This model is continuously

re-trained so the model selector can adapt its decisions to keep up with any changes to the team or its

incidents.

Important note: The RF and the CPD+ algorithms used in our framework can be replaced by

other supervised and unsupervised models respectively. Similarly, the RF model used in the model

selector can be replaced by other models (see §5.8). We chose these models for our production

system due to their explain-ability (the RF), low overhead (CPD+), and high accuracy (both the

RFs §5.8). Operators can choose to replace any of these models depending on their needs. We show

an evaluation of other models in §5.8.

Thus, the end-to-end pipeline operates as follows: when a new incident is created, the PhyNet
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Data set Description

Ping statistics79 Data from a monitoring system that periodically records
latency between pairs of servers in the DC.

Link-level drop statistics Data from a diagnosis system that identifies links dropping
packets154.

Switch-level drop statistics Data from a diagnosis system that identifies switches drop-
ping packets154.

Canaries Data from “canary” VMs which run on every rack in the
DC and test reachability to the Internet on commonly used
(reserved) ports. These VMs are also routinely used to test
new software deployments3.

Device reboots Records of when a VM, host, or a switch is rebooted.
Link loss status Data from counters that indicate the packet loss rate on a

switch port.
Packet corruption rate (FCS) Data from a system that periodically checks the loss rate (due

to corruption) on a link and reports an error if it is above an
operator specified threshold.

SNMP55 and Syslogs73 Data from standard network monitoring systems.
PFC counters Periodic counts of priority flow control (PFC) messages sent

by RDMA-enabled switches.
Interface counters Number of packets dropped on a switch interface.
Temperature The temperature of each component (e.g., ASIC) of the

switch or server.
CPU usage The CPU-usage on the device.

Table 5.3: Data sets used in PhyNet Scout.

Scout first extracts the relevant components based on the configuration file. If it cannot identify any

specific components, incident routing falls back to the legacy system. Otherwise, it constructs the

model selector’s feature vector from the incident text, and the model selector decides whether to use

the RF or the CPD+ algorithm. Finally, the Scout will construct the feature vector for the chosen

model, run the algorithm, and report the classification results to the user.
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5.6 SCOUTMASTER Design

Coordinating the Scouts is a “Scout Master” which represents a global incident routing process that

queries all available Scouts in parallel to route incidents. This process can be the operators existing,

manual, process (where Scout’s act as recommendation systems) or a more sophisticated incident

routing algorithm. For example, a strawman where: if only one Scout returns a “yes” answer with

high confidence (1), sends the incident to the team that owns the Scout; when multiple Scouts re-

turn a positive answer (2), if one team’s component depends on the other, sends the incident to the

latter, if not sends it to the team whose Scout had the most confidence; and if none of the Scouts re-

turn a positive answer (3), falls back to the existing, non-Scout-based, incident routing system. More

sophisticated algorithms can predict the team “most likely” to be responsible (the MLE estimate128)

for an incident given the historic accuracy of each Scout and its output confidence score. The de-

sign of an optimal Scout Master is beyond the scope of this work, but we show an evaluation of the

strawman in Section 5.8.6.

5.7 Implementation

We have deployed a Scout for the physical network (PhyNet) team of Microsoft Azure. Azure’s pro-

ductionML system, Resource Central59, manages the lifecycle of our models (the RF, CPD+, and

the Model selector) and serves predictions from them. Resource Central consists of an offline (train-

ing) and an online (serving) component. The offline component trains the models using Spark172.
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It is also responsible for model re-training. The trained models are then put in a highly available stor-

age system and served to the online component. This component provides a REST interface and

is activated once an incident is created in the provider’s incident management system: the incident

manager makes calls to the online component, which runs the desired models and returns a predic-

tion. If any of the features are unavailable — e.g., if one of the monitoring systems we rely on also

failed when the incident occurred—Resource Central uses the mean of that feature in the training

set for online predictions. We will evaluate such failure scenarios in §5.8.

We have implemented a prototype of the Scout framework in Python. The configuration file of

PhyNet’s Scout describes three types of components: server, switch, and cluster and twelve types of

monitoring data (listed in Table 5.3).

Each call to the Scout (consisting of pulling the relevant monitoring data, constructing features,

and running the inference) takes 1.79 ± 0.85 minutes — negligible compared to the time operators

spend investigating incidents (those not resolved automatically).

Overall, the online pipeline and offline pipeline consist of 4124 and 5000 lines of code respec-

tively. To facilitate what-if analysis, we do not take action based on the output of the Scout but

rather observe what would have happened if it was used for routing decisions.

5.8 Evaluation

Data: We use 9 months of incidents fromMicrosoft Azure. Each data point describes an incident

as, (xi, yi), where xi is a feature vector and yi is a label: 0 if PhyNet resolved the incident and 1 oth-
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erwise. We use a look-back time (T) of two hours (unless noted otherwise) to construct xi. We also

have a log of how each incident was handled by operators in the absence of our system (see §5.3).

We remove all incidents that were automatically resolved and further focus on incidents where we

can extract at least one component. As mentioned in §5.5.3, both of these types of incidents use the

legacy incident routing infrastructure. Note that excluding incidents without a component means

that the distribution of incidents used in our evaluations is slightly different from that of §5.3.
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Figure 5.6: Distribution of overhead‐in to PhyNet based on our legacy incident routing solution.

Training and test sets: We randomly split the data into a training and a test set. To avoid class im-

balance92 (most-incidents are not PhyNet’s responsibility), we only use 35% of the non-PhyNet

incidents in the training set (the rest are in the test set). We split and use half the PhyNet incidents

for training. We also show results for time-based splits in §5.8.3.

Accuracy Metrics: We use several such metrics:

Precision: The trustworthiness of the Scout’s output. A precision of 90% implies the Scout is correct

90% of the time when it says PhyNet is responsible.
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Recall: The portion of PhyNet incidents the Scout finds. A recall of 90% implies the Scout can iden-

tify 90% of the incidents for which PhyNet was responsible.

F1-score77: The harmonic mean of the algorithm’s precision and recall — for measuring overall

accuracy.

Metrics comparing Scouts to the baseline: We also define metrics that show the benefits of the

Scout over the existing baseline. We first describe this baseline in more detail and then define these

metrics:

Baseline: We use the operator’s existing incident routing process — incident routing without Scout’s

involvement— as our baseline. Our discussion in section §5.3 describe the incident routing prob-

lem with these mechanisms in place: operators use run-books, past-experience, and a natural language

processing (NLP)-based recommendation system.

The NLP-based system is a multi-class classifier that only takes the incident description as input.

It constructs features from the incident description using the approach of76. The classifier produces

a ranked list (along with categorical — high, medium, and low— confidence scores) as a recommen-

dation to the operator. This system has high precision but low recall (Table 5.2). This is, in part, due

to suffering from the challenges described in §5.1. In addition, (a) the text of the incident often de-

scribes the symptoms observed but does not reflect the actual state of the network’s components; (b)

the text of the incident is often noisy— it contains logs of conversation which often lead the ML

model astray.

Our metrics compare Scouts to the current state of incident routing (with the above mechanisms
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in place):

Gain: the benefit (in investigation time) the Scout offers. This is measured as gain-in— time saved

by routing incidents directly to the team when it is responsible; and gain-out— time saved by rout-

ing incidents away from the team when it is not responsible. We measure these times as a fraction of

the total investigation time.

Overhead: the amount of time wasted due to the Scout’s mistakes. We again break overhead into

overhead-out— the overhead of sending incidents out to other teams by mistake; and overhead-in

— the overhead of sending incidents to the team itself by mistake. Sadly, we do not have ground

truth to measure overhead directly. To estimate overhead-in, we first build the distribution of the

overhead of mis-routings to PhyNet using the baseline (Figure 5.6). We then, using standard prob-

ability theory and assuming incidents are independent and identically distributed, calculate the

distribution of our system’s overhead. We cannot estimate overhead-out: the multitude of teams

the incident can be sent to and the differences in their investigation times make any approximation

unrealistic. We present error-out instead: the fraction of incidents mistakenly sent to other teams.

5.8.1 Benefit of the PhyNet Scout

Our Scout’s precision is 97.5%, and recall 97.7% leading to an F-1 score of 0.98. In contrast, to-

day, the precision of the provider’s incident routing system is 87.2%, with a recall of 91.9% and a

resulting F-1 score of 0.89.

The PhyNet Scout significantly reduces the investigation time of mis-routed incidents with little
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Figure 5.7: Gain/overhead for mis‐routed incidents: (a) gain/overhead in (b) gain/error out.

additional overhead (Figure 5.7). It closely mimics a perfect gate-keeper: in the median, the gap

between our Scout and one with 100% accuracy is less than 5%.

For those incidents that were already correctly routed (no opportunity for gain) our Scout cor-

rectly classifies 98.9% (no overhead). Even at the 99.5th percentile of the overhead distribution the

Scout’s overhead remains below 7.5%: much lower than the gain in the case of mis-routed incidents.

This overhead is an upper bound on what we expect to see in practice: we use mis-routed incidents

(typically harder to diagnose compared to these correctly routed incidents) to approximate over-

head.
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Figure 5.8: Comparing decider algorithms with: (a) 10 day and (b) 60 day retraining intervals.
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5.8.2 Analysis of (Mis-)Predictions

The Scout can correctly classify many, previously mis-routed, incidents. For example, in one in-

stance, VMs in a cluster were crashing because they could not connect to storage. The incident was

first sent to the storage team— it was created by their watchdogs. Storage engineers guessed the

issue was caused by a networking problem and sent the incident to PhyNet, which found a configu-

ration change on the ToR switch that caused it to reboot and interrupt connectivity. The incident

implicated the 2 servers hosting the VMs and the cluster. Using the number of ToR reboots and

ping statistics from the cluster, the RF predicted it was a PhyNet incident. Here, the RF also assisted

in the diagnosis by pointing directly to the root cause. But like anyML system, the Scout also made

a few mistakes. We next study their cause:

Why does the Scout have false negatives? False negatives happen when (in order of frequency):

The incident is transient. These incidents are typically created by alerting systems: when a particular

metric crosses a threshold, an incident is created to alert operators to a potential issue. Sometimes

the cause is a temporary spike and operators monitor the implicated components (to ensure cus-

tomers are not impacted) and then close the incident. These incidents are difficult for the Scout to

classify correctly as the monitoring data will show healthy PhyNet components.

None of the monitoring data captures the incident’s symptoms: For example, in one instance, an op-

erator created an incident to track fixes to incorrect DHCP configurations on a ToR. None of the

monitoring data used by our Scout captured DHCP problems and the Scout made an error.

The problem is due to an implicit component. We observe cases where data that could explain an in-
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Figure 5.9: The framework can adapt to deprecated monitoring systems.

cident is available, but it was of a component not mentioned in the incident (which was also not

found as a dependency of mentioned components).

There are too many components in the incident. In a few instances, although the incident was caused

by a PhyNet problem, there were too many clusters impacted: the incident mentioned too many

components. This diluted the (set of statistics §5.5) features and resulted in a mis-prediction. Such

incidents are an inherent limitation of our framework (see§5.10), however, we found such incidents

to be rare.

Why does the Scout have false positives? Sometimes, the Scout may route incidents incorrectly to

PhyNet. Such cases are rare but occur because of:

Simultaneous incidents. In one instance, our software load balancer experienced a problem in a clus-

ter which was also experiencing a PhyNet problem. The incident only implicated a cluster — no in-

dividual switch or server was implicated— and the Scout mistakenly routed the incident to PhyNet.

Such mistakes happen only if the incident: (a) overlaps (in time) with a PhyNet incident; (b) and
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shares the same set (or a subset) of components with the PhyNet incident. Such cases are rare but

are a limitation of our framework. The Scout Master could potentially resolve this, but only if the

other teams have also built their own Scout.

5.8.3 Adapting to Changes

We next evaluate our Scout framework:
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Figure 5.10: Adapting over time by re‐training: (a) the size of the training set keeps growing. (b) the size of the training
set is fixed (60 days).

Adapting to deprecated monitoring systems. The Scout framework should automatically adapt

to changes in the available monitoring data— operators should not have to design a new Scout

from scratch each time. Changes can happen in one of two ways: old monitoring systems may be

deprecated or new ones deployed. Due to limited space, we evaluate the more harmful of the two:

when old systems are deprecated and the Scout has less information to work with. We randomly se-

lect nmonitoring systems and remove all features related to them from the training set (Figure 5.9).

The framework can automatically adapt and its F-1 score drops only by 1% even after 30% of the
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monitoring systems are removed (n = 5). To show the worst-case, we next remove the most influ-

ential monitoring systems (based on feature importance) first. The drop in F-1 score is more signifi-

cant but remains below 8% after 30% of the monitoring systems are removed. This indicates many

monitors can pickup PhyNet related symptoms which, combined with re-training, helps recover

from removing a small number of them.
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Figure 5.11: The Scout’s gain and overhead for mis‐routed incidents created by other teams’ watchdogs: (a) gain and
overhead in (b) gain and error out.

Adapting to changes in incidents over-time. CPD+ can classify new incidents (the RF model has

low accuracy in such cases). Over time, the framework re-adapts itself so that it can classify such in-

cidents more accurately through retraining. We show this under different re-training frequencies in

(Figure 5.10). We show two different scenarios: (a) when the training set continues to grow as new

incidents are added— all of the incident history is kept for training and (b) where we keep only the

past 60 days of incidents for training. We see the model can adapt and maintain an F-1 score higher

than 0.9 if it uses a 10-day retraining interval (Figure 5.10-a). We also see that in October-November

a new type of incident kept recurring which the model initially consistently mis-classified. More

frequent retraining allowed the Scout to quickly learn how to classify this new type of incident and
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recover its high accuracy. However, less frequently trained Scout’s continued to suffer.
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Figure 5.12: (a) gain‐in, (b) gain‐out, (c) overhead‐in, and (d) error‐out for CRIs as more teams investigate.

5.8.4 Benefits for Different Incident Classes

We next show how Scouts help different types of mis-routed incidents. We split incidents into

three types based on how they were created: customer reported, PhyNet monitor (those created by

PhyNet’s monitoring systems), and non-PhyNet monitor incidents (those created by other teams’

watchdogs):

PhyNet monitor incidents: Unsurprisingly, most of these incidents were correctly routed to PhyNet

— our system classifies all such incidents correctly as well. But there is a small subset of these inci-

dents which should go to other teams and so our system can provide substantial gain-out for these

incidents. Specifically, 0.19% of incidents in our test set (of mis-routed incidents) were those gen-

erated by a PhyNet monitor that were not caused by a PhyNet-related root-cause. The gain-out for

these incidents was as high as 94%.

Non-PhyNet monitor incidents: often go to other teams. But a number of those incidents are caused

by PhyNet-related problems and our Scout provides significant gain-in in those cases (Figure 5.11-

a): for over 50% of incidents, the Scout saves more than 30% of their investigation times. The Scout
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also provides gain-out for a small fraction of these incidents (5%); the majority of which do not go

through PhyNet at all. The gain-out in such cases tends to be large: ≥ 44%. Our overhead for these

incidents is minimal: ≤ 4% of incidents have overhead-in lower than 7%; error-out is 3.06%.

Customer-reported incidents (CRIs). CRIs are less common than monitor generated incidents (§5.3)

but are also among the hardest incidents to classify both for human operators, the NLP system

(§5.3), rule-based systems, and even Scouts: customers often do not include necessary information

when opening support tickets (incidents) and the first few teams these incidents go through do the

work needed to discover and append this information to the incident description. Luckily, Scouts

are not one-shot systems— they can be applied to the incident again before each transfer: opera-

tors would always use the most recent prediction. We ran an experiment where we waited until the

investigation of the first n teams was over before triggering the Scout. We see the Scout’s gain-in

(Figure 5.12-a) increases after the first few teams investigate.

But there is a trade-off as n increases: the Scout has more information as more teams investigate,

but has less room to improve things as we get closer to when the incident was sent to the responsible

team. Gain out exhibits a similar trend (Figure 5.12-b): it decreases as the time we wait to trigger the

Scout over-takes the gain. Overhead numbers (Figure 5.12-c,d) indicate it is best to wait for at least

two teams to investigate a CRI before triggering a Scout for the best trade-off.

5.8.5 A Detailed Case Study
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Wewill next discuss two incidents in more detail. These incidents were routed incorrectly by oper-

ators to the wrong team thus wasting valuable time and effort. The PhyNet Scout, however, is able

to correctly classify and route these incidents. These incidents help demonstrate how the Scout can

help operators in practice.

A virtual disk failure. In this example, the database team experienced multiple, simultaneous, vir-

tual disk failures that spanned across multiple servers. The database team’s monitoring systems de-

tected and reported the incident immediately. Automated systems tried to resolve the problem but

were unsuccessful. A database operator was then alerted to manually investigate the cause of the

problem. In the end, a network issue was responsible for this failure: a ToR switch had failed in that

cluster which caused the connections to all servers connected to it to also fail. The incident is eventu-

ally sent to the PhyNet team. With the Scout the time and effort of the database operator could have

been saved and the incident could have directly been routed to the PhyNet team.

This is a typical example of how a Scout can help operators: team A’s failure caused a problem

that was detected by team B’s watchdogs. When team B’s automated systems fail to resolve the prob-

lem, engineers from that team are alerted to figure out where to route the incident. If team B’s auto-

mated systems had queried team A’s Scout, team B’s operators need not have gotten involved.

Virtual IP availability drop. Our network support team received an incident reporting connectiv-

ity problems to a particular virtual IP. The potential teams responsible for these incidents were the

software load balancing team (SLB) that owns the mapping between this virtual IP and the physical

IPs that serve it, the host networking team, and the PhyNet team.
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The support team first identified that the SLB team had deployed an update in the same cluster

the incident had occurred. Therefore, they suspected that the SLB component may have caused

the incident. The incident was passed on to the SLB team where an operator investigated and con-

cluded the SLB nodes were healthy. The incident was then routed to the host networking team,

but their service too was healthy. Next, the incident was sent to the PhyNet team where operators

quickly identified the problem: a ToR switch had reloaded and this had triggered a known bug that

caused the availability drop.

If the support team had first queried all available Scouts, the PhyNet Scout would have identified

the cause as being due to a PhyNet issue (our PhyNet Scout classified this incident correctly). This

would have significantly reduced the investigation time for this incident.

The choice of supervised learning model. We use RFs for supervised learning as they are explain-

able. We also experimented with other choices in order to understand the tradeoff of explain-ability

vs accuracy (Table §5.4).

Evaluating the Model Selector. We could use unsupervised models such as OneClassSVM, boost-

ing (e.g., Adaboost), or reinforcement learning instead of our bag of words based RF (bag of words)

in the model selector. We evaluate these choices here (we defer reinforcement learning to future

work as it requires careful selection of the reward).

With frequent (every 10 days) retraining all model’s are comparable (Figure §5.8-a). With a lower

retraining frequency (every 60 days) the difference between these models becomes apparent (Fig-

ure 5.8-b). OneClassSVM (with an aggressive kernel) is better in such cases as it switches to using
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CPD+more often. Choosing the right kernel is critical for OneClassSVM. A conservative kernel

(Polynomial) which would favor classifying most incidents as “old” cannot adapt to the longer re-

training interval while an aggressive kernel (radias basis kernel) will choose to classify many samples

as “new” and uses CPD+ in those cases.

Given the cheap cost of re-training, we recommend frequent retraining no matter which model is

used. Due to its explainability, we opted for the RF in deployment.

Understanding what makes the Scout work. We next investigate in more detail how the Scout is

able to achieve its high accuracy.

The differences across classes: We first look at how “separable” the two classes (PhyNet’s responsibil-

ity vs not PhyNet’s responsibility) are. Specifically, we look at the Euclidean distance (computed

over the feature vectors) between incidents that are PhyNet’s responsibility; between incidents that

are not PhyNet’s responsibility, and the cross distance between incidents in these two classes. Even

though the distribution of each class is not separable individually, we see a clear separation in the

cross distance (Figure 5.13). We compute the same metric for the features of each component type

(Figure 5.14): the results seem to indicate server-related features should not havemuch predictive

power. However, a more detailed deflation study (Table 5.5) shows these features still marginally

contribute to the overall accuracy of the Scout. We also see some components have more contribu-

tion toward recall (e.g., Server features) while others contribute to precision (e.g., switch features).

Feature analysis: To further evaluate the impact of the features for each component type we: (a)

remove the corresponding features; and (b) use only the corresponding features (Table 5.5). We
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Figure 5.13: The Euclidean distance (computed over feature vectors) between: (a) incidents that are PhyNet’s
responsibility; (b) incidents that are not PhyNet’s responsibility; and (c) the cross distance between incidents in (a) and

(b).

see although server-related features have the least contribution to overall accuracy all components

contribute to the overall high F-1 Score.

Other teams can also build Scouts. We have not yet built Scouts for other teams because it would

require accumulating enough data for training (see §5.9) —we are working with our teams to in-

crease the retention period for their monitoring data to do so. But in this section we will demon-

strate how other teams can build Scouts by reporting the accuracy of a rule-based system built by

our Storage team. This system is used to automatically analyze incidents generated by our monitor-

ing systems (those of storage itself and those belonging to other teams), check the monitoring data

the storage team collects, and determine whether a storage engineer should be involved in the investi-

gations (the system does not trigger on CRIs). We find it has precision: 76.15% and recall of 99.5%.

Our storage teammanages a large and complex distributed system and has dependency on many

networking teams: e.g., our software load balancing team and PhyNet. Our evaluation indicates it

is possible to build an accurate storage Scout through more sophisticated (possibly ML based) tech-

niques — given the relatively high accuracy the rule-based system already achieves.
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Algorithm F1-score

KNN5 0.95
Neural Network (1 layer)23 0.93
Adaboost9 0.96
Gaussian Naive Bayes17 0.73
Quadratic Discriminant Analysis27 0.9

Table 5.4: Comparing RFs to other ML models.

(c)(a) (b)

Figure 5.14: The Euclidean distance (computed over feature vectors) using (a) just the server features, (b) just the switch
features, and (c) just the cluster features.

Features used Precision Recall F1 Score

Server Only 59.5 % 97.2 % 0.73
Switch Only 97.1% 93.1% 0.95
Cluster Only 93.4% 95.7% 0.94
Without Cluster 97.4% 94.5% 0.95
Without Switches 87.5% 94.0% 0.90
Without Server 97.3% 94.7% 0.96
all 97.5% 97.7% 0.98

Table 5.5: Deflation Study: investigating the utility of each component type’s features.
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5.8.6 Evaluating the Scout Master

When evaluating the Scout Master we find:
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Figure 5.15: The amount of investigation time we can reduce for mis‐routed incidents by adding more Scouts.
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Figure 5.16: The lower bounds on gain when adding Scouts with imperfect accuracy. By strategically assigning Scouts to
teams that are impacted more heavily by mis‐routing we can achieve much higher gains.

The gains can be significant even if only a handful of teams deployed Scouts: We first assume

teams can build Scouts with 100% accuracy—we will relax this assumption in the next set of ex-

periments. Once again, we only focus on mis-routed incidents. We simulate the impact of n teams

having Scouts (where we experiment with all possible assignments of Scouts to teams) and using the

actual incidents logs from a large cloud provider evaluate their benefit: even if only a small number
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of teams were to adopt Scouts the gains could be significant—with only a single Scout we can re-

duce the investigation time of 20% of incidents and with 6 we can reduce the investigation time of

over 40% (Figure 5.15). With enough Scouts — or by better assignment of Scouts to teams— gains

can be as high as 80% (Figure 5.15).

Even Scouts with imperfect accuracy are beneficial. We next simulate Scouts of imperfect accu-

racy. To do so, we assign an accuracy P to each Scout which we pick uniformly at random from the

interval (α, α + 5%): each time a Scout is used, with probability P it will correctly identify whether

its team is responsible. If the Scout is correct, we assign it a confidence C chosen uniformly, at ran-

dom in the interval (0.8 − β, 0.8) and if it is incorrect we assign it a confidence from the interval

(0.5, 0.5 + β). Again, we look at all possible Scout assignments and use actual incident reports

from a large cloud to evaluate the benefit of these Scouts. As the impact of mis-routing ismuch

less pronounced for some teams compared to others (compare the gains presented here for a single

Scout with those of the PhyNet Scout), our results represent a lower-bound on the actual benefits of

Scouts. Despite this, even with three Scouts, the Scout Master can reduce investigation time by up

to 80% (Figure 5.16).

5.9 Lessons From Deployment

Our Scout is currently running in production as a suggestion mechanism. Operators’ feedback since

deployment has been instructive in a number of ways:

Scouts should not make “easy” mistakes. Although our Scout has high accuracy and classifies
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many (mis-routed) incidents correctly, as with anyML predictor, it sometimes makes mistakes. A

few of these mistakes happened on incidents where the cause was known to the operator, either

because the incident itself clearly pointed to the cause (e.g., for those incidents created by PhyNet

watchdogs) or due to context the operator had about why the incident happened (e.g., they knew of

a particular code change that was the cause). When the Scout mis-classified such incidents we found

operators questioned its benefit and were more reluctant to rely on it (despite its high accuracy). As

most incidents created by PhyNet’s monitoring systems fell into this category, we decided to not

pass those incidents through the Scout at all — after all, the benefit of PhyNet Scout for PhyNet

monitor-generated incidents was minimal to begin with.

Explanations are crucial. In earlier versions of the Scout we only reported the decision along with

the confidence. Operators had a hard time accepting the output because of the lack of explanation.

We thus augmented incidents with an explanation: we listed all the components found in the in-

cident and the monitoring data the Scout used. For those incidents which the Scout classified as

being PhyNet’s responsibility, we used the method of133 to describe which features pointed to the

problem being caused by PhyNet.

Some features help ML but confuse operators. One of our features is the number of components

of each type (§5.5). Operators find it confusing when these features are part of the explanation for a

decision because they are not part of their routine investigation process: the model finds them useful

but operators do not.

Operators do not have time to read the fine-print. We carefully studied the Scout, its mistakes,
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and its confidence scores before deploying it in production. We included these findings as part of the

recommendation to the operators. For example, an incident classified as not being PhyNet’s respon-

sibility would come with the following recommendation: “The PhyNet Scout investigated [list

of components] and suggests this is not a PhyNet incident. Its confidence is [confidence]. We

recommend not using this output if confidence is below 0.8. Attention: known false negatives oc-

cur for transient issues, when an incident is created after the problem has already been resolved, and

if the incident is too broad in scope.” However, we found operators did not read this fine-print and

complained of mistakes when confidence was around 0.5 or when transient incidents occurred.

Adding new features can be slow. The first step in building any supervised model is to create a

data set for training. To enable this, early on (9 months in advance), we extended the retention pe-

riod of PhyNet’s monitoring data. To add new data sets we often have to wait until there is enough

(either because we had to extend the retention period, or because the system is new) before we can

add it to the feature-set.

Down-weighting old incidents. Over time, many of the incidents become “old” or obsolete, as the

systems they pertain to evolve or are deprecated. Therefore, in our deployed Scout we down-weight

incidents in proportion to how long ago they occurred.

Learning from past mistakes. To further improve the Scout, in our production deployment we

also found it useful to increase the weight of incidents that were mis-classified in the past in future

re-training of the model.

Not all incidents have the right label. Our incident management system records the team owning
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the incident when the root cause was discovered and the incident was resolved. We use this field

to label the incidents for evaluating our system. Our analysis of the mistakes our systemmade in

production showed that in some cases this label can be incorrect: the team that closed the incident

is not the team that found the root cause. This is often because operators do not officially transfer

the incident (in which case the label is left unchanged). Such mislabeling can cause problems for

the Scout over time as many of these incidents were mistakenly marked as mis-classifications and

up-weighted for future training: the model would emphasize learning the wrong label in the future.

This problem can be mitigated by de-noising techniques and by analysis of the incident text (the text

of the incident often does reveal the correct label).

Concept drift. While the use of the CPD+ algorithm helps the Scout be somewhat resilient to new

incidents. Concept drift problems do rarely occur in practice: during the last two years, there were

a few weeks (despite frequent retraining) where the accuracy of the Scout dropped down to 50%.

This is a known problem in the machine learning community and we are working on exploring

known solutions for addressing such problems.

5.10 Discussion

Scouts can significantly reduce investigation times (see §5.3,§5.8). However, like any other system, it

is important to know when not to rely on them:

Scouts route incidents, they do not trigger them. “Given the high accuracy of Scouts, can they

also periodically check team health?” Sadly, no: (1) incidents provide valuable information that
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enables routing—without them the accuracy of the Scout drops significantly; (2) the overhead of

running such a solution periodically would be unacceptable because the Scout would periodically

have to process all the monitoring data the team collects for each and every device.

“Specific” incidents are easier to classify. Scouts identify which components to investigate from

the incident and limit the scope of their investigations to those components. Incidents that are too

broad in Scope are harder to classify because of feature dilution. Such cases tend to be high priority

incidents — all teams have to get involved (see §5.3).

Simultaneous incidents with over-lapping components are harder to classify. If two incidents

implicate the same set of components and one is caused by the Scout’s team, the Scout may struggle

to differentiate them (see §5.8). This is a very specific and relatively rare subset of the broader issue

of concurrent incidents.

Operators can improve the starter Scout the framework creates. Our framework creates a starter

Scouts. Operators can improve this Scout by adding rules they have learned to work well in practice.

Similarly, operators familiar with ML and statistics can add more specialized features to this starter

Scout to improve its accuracy. For teams whose components have complex dependencies with other

teams’ components, the accuracy of the Scout created by the framework may not be high enough—

in such cases the teammay be better off building their own.

The framework is only as good as the data input. Like all ML-based solutions, our framework

suffers from the “garbage-in-garbage out principle”104: if none of the input data is predictive of the

team’s culpability or if it is too noisy, the framework will not produce an accurate Scout. Operators
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use the same data to diagnose incidents when the team is responsible: this should be unlikely.

Some teams may not have data for training. GDPR18 imposes constraints on what data oper-

ators can collect and store which impacts their ability to use ML46 —operators may need to use

non-ML-based techniques for certain teams.

Not all teams should build a Scout. Not all teams experience mis-routing in the same degree.

Teams with few dependencies, for example, do not experience mis-routing as often as a team such

as PhyNet, which is a dependency for almost all network-dependant services. Similarly, teams where

problems are less ambiguous are also less prone to mis-routing, e.g., DNS issues tend to be routed

directly to the DNS team. This is also another reason that we built a team-by-team solution: it helps

prioritize teams who contribute most to the mis-routing problem.

The framework requires correct annotations. We do not support any automatic validation of

annotations. This is a subject of future work.

Potential drawbacks of the team-by-team approach. There are two potential drawbacks to our

Scout design. The first drawback is Scout Master cannot route an incident when all the Scouts re-

turns “no.” This may be due to false negatives, or because the team responsible for the incident has

not yet built a Scout. The second drawback is some teams have complex dependencies, it may not

be possible to carve out a clear boundary and build completely isolated Scouts for those teams. For

example, if team A and team B depend on each other, they may need to cooperate when building

their Scouts and use signals from each other’s monitoring systems. We believe the pros outweigh the

cons.
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The side-effect of aggregating sub-components. In order to maintain a fixed size feature vector (as

necessitated by our ML components) the Scout framework aggregates monitoring data from compo-

nents of the same type and computes a set of statistics over the resulting data set. In some cases, this

may dilute the impact of a problem with an individual device which can result in mis-classifications.

We observe, however, that the Scout accuracy is high irrespective of this design choice.

Alternative design. In the design of our Scout framework, we had to find a solution to the fact that

each incident can implicate an unknown number of components (we do not know this number

in advance). Our solution uses aggregate statistics across components with the same type to create

a fixed-sized feature vector at all times. However, two other designs are possible: (a) one can con-

sider all devices in the data center for each incident— this results in an enormous feature-vector and

would result in lower accuracy due to the curse of dimensionality; (b) one can build a separate classi-

fier per type of component and check the health of each device independently — this was infeasible

in our case as we did not have a data set with labels for each device (many incidents did not contain

the name of the device which was identified as the root cause).

5.11 Related Work

Mitigation tools84,117,141,44,63,64,153,181,85,98,105,116,118,127,131,162,177,178,168,144,101,75. Many auto-

mated diagnosis tools have been built over the years84,117,141,44,63,64,153,181,85,98,105,116,118,127,131,162,177,178,168,144,101,75.

These works aim at finding a single root cause. But, there are some incidents where they fail (packet

captures from inside the network may be necessary170). Incidents are an indication that existing di-
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agnosis systems have failed to automatically mitigate the problem. Many diagnosis systems require a

human expert to interpret their findings170: the support teams do not have the necessary expertise.

There are many instances where the network is not responsible for the problem – these systems are

too heavy-weight for solving incident routing.

Application-specific incident routers47,74,45,176,171. Because they are heavily tied to the applica-

tion semantics, these works fail at fully solving the incident routing problem: they cannot operate

at DC-scale because operators would have to run (and configure) an instance of these solutions per

each application-type. Also,171,45,176 all focus on identifying whether the network, the host, or the

remote service is responsible. Cloud providers have multiple engineering groups in each category

(e.g., our cloud has 100 teams in networking) and the broader problem remains unsolved.

Work in software engineering42,93,142,90,80 The work42,93. try to find the right engineer to fix a

bug during software development and use either NLP-based text analysis or statistical-based ticket

transition graphs. Other work:142,90 analyzes the source code. None can be applied to the incident

routing problem where bugs are not always confined to the source code but can be due to conges-

tion, high CPU utilization, or customer mistakes.

Measurement studies on network incidents56,78,76,138,143,50. The work56 describes the extent of

incident mis-routings in the cloud, while our work focuses on the reasons why they happen. Other

studies characterize the different types of problems observed in today’s clouds. These works provide

useful insights that help build better Scouts.
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5.12 Conclusion

We investigate incident routing in the cloud and propose a distributed, Scout-based solution. Scouts

are team-specialized gate-keepers. We show that even a single Scout can significantly reduce investi-

gation times.
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6
Conclusion

6.1 The Overall Picture

Cloud network becomes more heterogeneous to support its continuous evolvement. Heterogeneity

at the hardware and team level introduces overwhelming information to the developers and reduces

their productivity, especially in the developing and troubleshooting phase. We designed programs
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that provide simple, uniform high level abstraction. Developers only interact with the abstractions

and the programs handle the heterogeneity automatically.

Developing heterogeneous hardware is challenging because developers have to take care of nu-

merous details such as programming language, architecture, and resources. When a program is dis-

tributed across multiple devices, the problem is even more challenging. We design Lyra, Vela, and

Sirius high level compilers for heterogeneous programmable switches, programmable NIC acceler-

ated host, and edge gateways with programmable switch and CPU coexist respectively. Developers

can use simple statements to express their intent without laboriously taking care of details in the

heterogeneous hardware and optimizing the performance.

Time is a crucial metric when troubleshooting incidents. More heterogeneous team assign-

ment builds up team boundaries and increases the chance of mis-routing, which increases time-

to-mitigation by 10x. We design Scouts, team-specialized gate-keepers that route relevant incidents

to the team and route-away unrelated ones. Developers can direct query other teams’ Scouts rather

than learning their domain knowledge.

6.2 Real-world Impact

Alibaba Cloud has already deployed Lyra and Sirius to compile gateway programs on Tofino switches.

Lyra can optimize the resource usage of the input program so that one programmable switch can

host more functionalities. Also, since Lyra encodes the hardware resource constraint, Lyra can en-

rich the error information provided by the vendor’s compiler and help developers quickly fix the
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buggy program. Sirius offers a modular interface for multiple teams to collaborate together and

provides insights for partitioning deployed program between programmable switch and CPU.

The Scout of PhyNet team is deployed in Azure as a plugin of the incident system. When a net-

work incident happens, the PhyNet Scout can provide suggestions on whether the incident should

be sent to the PhyNet team and the reason.

6.3 Concluding Remarks

The historical drivers for cloud networks exponential growth have stalled, but the demand keeps

growing exponentially. We need to revisit each and every design choice we made during the past

decade and design new hardware, protocols, and applications to sustain the growth. Heterogeneity

is a promising direction to maximize the efficiency of each component. But this poses great pressure

to the developers in the cloud networks. Developing easy-to-use and powerful tools for develop-

ers can maximize their productivity, which is another key enabler of cloud networks’ exponential

growth.

For future work, we aim at summarizing the three works for heterogeneous programmable cloud

networks and build a uniform and performant language & compiler programming platform. We

also hope to expand the scope, build more tools to assist developers in other phases of the lifecycle.
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