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Abstract  

Abstract: Global health actors must allocate limited resources. For instance, non-

governmental organizations must decide which public health interventions to prioritize, research 

funders must decide what grants to make, and governments must decide what health care to 

provide to their citizens. These decisions have ethical implications. For example, a decision to 

prioritize cancer research over dengue research predictably affects which, how much, and how 

different populations will benefit from research. Making matters more complex, global health 

actors face uncertainty when setting priorities: they may be unsure about the relevant empirical 

facts (e.g., what health benefits an intervention will yield), as well as the relevant moral 

principles (e.g., whether to maximize health benefits or prioritize more disadvantaged groups).  

In my dissertation, I focus on three kinds of uncertainty global health actors face in 

setting priorities: uncertainty about the efficacy of different policies and interventions, 

uncertainty about the future, and uncertainty about what one, morally, ought to do. In the first 

chapter, I argue that ethicists have tended to sidestep issues related to uncertainty when offering 

guidance about priority setting, and that this has limited the applicability of their guidance. In the 

second chapter, I assess when and whether global health actors should prioritize interventions for 

which there are more reliable cost-effectiveness estimates. In the third chapter, I consider how 

far into the future research funders should look—and how they should account for changing 

disease burden—when setting priorities. In the fourth chapter, I consider whether moral 

uncertainty necessitates a turn towards procedural—rather than substantive—justice in setting 

priorities. In the final chapter, I identify common themes across the dissertation, consider 

limitations, assess how future projects might build on this work, and conclude. 
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Body of text 

Chapter 1: Introduction 
 

On September 1st, 2020, as I Zoomed into my first epidemiology class of this PhD, the 

US government announced that it would not join the COVID-19 Vaccine Global Access Facility 

(COVAX), a program that aimed to ensure that (hopefully forthcoming) COVID vaccines would 

be equitably distributed.1 Although this decision was reversed when President Biden was 

inaugurated months later, the US and other wealthy countries failed to deliver promised 

vaccines; indeed, although affluent nations had billions of excess vaccine doses in 2021, they 

repeatedly delivered fewer than 20% of the vaccines they had promised to deliver by a given 

date.2  

The failure to successfully reallocate COVID vaccines led to striking disparities in 

COVID vaccination rates across the world, with some high-income countries vaccinating 90% of 

adults by the end of 2021, while in some low-income countries, vaccination rates hovered around 

2%.3 It is estimated that the inequitable allocation of COVID vaccines caused more than one 

million deaths in 2021, mostly in low- and middle-income countries.4 Nearly half of COVID 

deaths in low-income countries might have been averted had COVAX met its relatively modest 

goal of having 20% of adults in these countries vaccinated by the end of 2021. 

I highlight this example to make two points: first, decisions about the allocation of health 

resources matter tremendously; second, we have not figured out how to reliably allocate 

resources well. While COVID represented an unprecedented challenge, and one where we might 

have reasonably expected to err in allocating resources, we cannot readily cite this as an excuse, 

because we fail at allocating resources even in the best of times. Every day in the US, we cure 

cancers that once constituted death sentences, perform thousands of precise operations with one-

ton surgical robots, and use machine learning to guide our clinical decision-making.5,6,7 And yet, 
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we cannot reliably get antibiotics into the hands of pregnant patients with urinary tract infections, 

leading to preventable deaths, steadily rising maternal mortality rates, and growing racial 

disparities.8,9 

At first pass, these resource allocation problems do not seem ripe for ethical analysis. 

Global disparities in COVID vaccination rates and American disparities in access to health care 

are clearly bad. Ethicists have condemned misallocations of health resources in the strongest 

possible terms.10,11 What else is there to say?  

One might reasonably conclude that remaining problems pertaining to the allocation of 

health resources are best left to empiricists, who are well-positioned to address the technical and 

logistical challenges associated with getting lifesaving resources into the right hands. However, I 

suggest that ethicists have a critical role to play in addressing these allocation challenges and 

preventing future ones.  

Specifically, our ongoing failure to allocate resources ethically—in so many scenarios, 

across so many contexts—suggests that these challenges cannot simply be chalked up to the poor 

functioning of any specific hospital, or health care system, or policy. Nor can they be attributed 

wholly to a lack of political will, since these problems arise in vastly different political contexts. 

Rather, the pervasiveness of these failures suggests that the norms ethicists agree on—that your 

likelihood of getting a COVID vaccine should not be fifty times higher in one place than another; 

that patients in the wealthiest country on earth should be able to access timely and affordable 

basic health care—have not successfully crossed the divide from theory to practice. Why is this? 

I suspect that many ethicists have steered too far clear of the messy empirical realities 

policymakers and practitioners face in doing their work. We have too often proposed intractable 

and impractical “solutions,” and made the perfect the enemy of the good. We have defended 
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proposals on the basis of normative theorizing, while often neglecting how such proposals were 

likely to play out in the real world. 

Two examples illustrate this point. First, we have at times recommended that 

overstretched, under-resourced health care systems allocate resources using theoretically elegant 

procedures, whilst ignoring the financial costs and logistical burdens necessarily attached to such 

processes, and the biases and stigmas liable to color the outcomes they produce.12 Second, 

defenders of using substantive criteria to allocate health resources are not off the hook, either. 

While health economists have continued to develop increasingly complex and nuanced 

approaches for measuring the costs, health benefits, economic benefits, and distributive effects of 

health interventions, health actors too rarely use even basic cost-effectiveness analysis (CEA) to 

prospectively and appropriately set health priorities.13 I suspect ethicists deserve some blame 

here: we have devoted far more words to criticizing cost-effectiveness analysis than to defending 

its use, which has likely made policymakers squeamish, even though using rudimentary CEA to 

set priorities is clearly better than not setting priorities at all. 

In this dissertation, I focus specifically on ethical issues that arise amidst uncertainty. 

Ethicists writing about resource allocation have tended to treat uncertainty in two main ways: 

either they have ignored it, or they have expressed an unwillingness to engage with it directly, 

instead proposing that under empirical uncertainty, policymakers use their judgment, while under 

moral uncertainty, we retreat from efforts to identify substantively just policies and instead 

pursue democratic solutions.  

But much of the existing ethical analysis on uncertainty in setting priorities fails to make 

good use of the fact that we are increasingly able to estimate and quantify the potential benefits 

of various interventions (and the uncertainty associated with those estimates). New data sources, 
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analytic tools (including advances in modeling, forecasting, and machine learning), and 

philosophical progress have cleared the way—and rendered it increasingly important—for us to 

more directly confront the ethical challenges posed by uncertainty. 

In my dissertation, I use philosophical methods to characterize, analyze, and make 

recommendations about ethical issues in global health priority setting. Above all, I aim to cast 

light on these questions in normatively rigorous but actionable ways, and in so doing, generate 

guidance that is useful to policymakers and other global health actors. I focus on three main 

kinds of uncertainty that policymakers face in setting priorities: uncertainty about the efficacy of 

various policies and interventions, uncertainty about the future, and uncertainty about what one, 

morally, ought to do. 

 

Overarching research question: How should health actors identify substantively just 

allocations of health resources under conditions of moral and empirical uncertainty? 

 

Each chapter investigates a specific context in which empirical or moral uncertainty makes it 

more difficult to identify substantively just allocations of health resources. Specifically, I aim to 

answer the following three questions. 

 

1) When should global health actors prioritize more uncertain interventions? 

New tools and data render it possible to account for an expanding list of considerations when 

setting priorities. For instance, global health actors increasingly aim to predict what benefits 

might be associated with different health interventions by using economic evaluations, including 

cost-effectiveness analysis. However, such predictions are necessarily tenuous: it is hard to know 



 

  5 

whether health interventions will work, and if they do, how well. Moreover, although 

policymakers are increasingly able to quantify the uncertainty associated with cost-effectiveness 

estimates, it is not clear what organizations ought to do with this information. For instance, 

should they aim to prioritize more certain interventions, prioritize less certain interventions, or 

exclude uncertainty from their priority setting calculus? In Chapter 2, I make recommendations 

about how global health actors should account for uncertainty in setting priorities. 

 

2)  When organizations that fund health research set priorities, should they account 

for the changing health needs of future populations, and if so, how? 

The research we fund today will improve the health of people who will live tomorrow. However, 

the size, nature, and distribution of the health benefits that flow out of research are contingent 

upon how research priorities are set. Advances in our ability to assess current and forecast future 

disease burden make it increasingly possible to evaluate both the near- and longer-term benefits 

of health interventions. This generates questions about how forward-looking our health systems, 

and in particular, organizations that fund health research, ought to be. For instance, the decision 

to invest in mRNA vaccine technology during the 1980s and 1990s likely saved millions of lives 

during the COVID pandemic, but in other ways, health systems were profoundly underprepared 

for the pandemic. This pattern suggests a failure to systematically account for the health needs of 

future populations. In Chapter 3, I consider how far out research funders should look in setting 

research priorities, and how they should account for shifting disease burden when allocating 

limited research resources. 
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3) Does moral uncertainty force us to pursue procedural, rather than substantive, 

justice when allocating health resources?  

Ethicists writing about priority setting have suggested we need to pursue procedural justice in 

cases where important values conflict, because moral disagreement leaves us with no obvious 

answer as to how we should allocate health resources. For example, in cases where we do not 

know whether to prioritize equity or efficiency, some ethicists have suggested we should instead 

make these decisions using a fair, democratic process. However, it is not clear that fair processes 

constitute a solution to the moral disagreement we face in setting priorities, since reasonable 

people disagree about what makes a process fair. In Chapter 4, I leverage novel tools from the 

moral uncertainty literature in an attempt to salvage the concept of substantive justice. 

Specifically, I suggest that we can reach substantive verdicts in some cases where moral 

principles conflict by aiming to maximize expected choiceworthiness (MEC). I suggest that in 

other cases, where MEC does not provide obvious verdicts, it can help us determine how we 

should design decision making processes that aim to achieve substantive justice.  
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Chapter 2: When should global health actors prioritize more 

uncertain interventions? 
 

 

 

Abstract: Global health actors can use economic evaluations, including cost-effectiveness 

analysis, to estimate the impact of different interventions they might fund. However, it is 

difficult to produce reliable cost-effectiveness estimates, meaning organizations must often 

choose between funding interventions for which reliable predictions of efficacy exist and those 

for which they do not. In practice, many organizations appear to be risk-averse, favoring more 

certain interventions simply because they are more certain. I argue that this is not justifiable. 

While prioritizing projects backed by greater evidence may often produce greater health benefits, 

a general tendency to prefer more certain interventions will cause global health actors to 

overlook opportunities to aid less well-studied populations, support promising but complex 

interventions, address the upstream causes of illness, and conduct the most important impact 

evaluations. I argue that global health actors should instead adopt nuanced attitudes towards 

uncertainty and be willing to fund highly uncertain interventions in some cases. I further describe 

the considerations they should take into account in rendering these judgments. 
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I. Introduction 

Global health actors use economic evaluations to set priorities.14 Specifically, 

organizations often rely on cost-effectiveness analysis (CEA), a method of predicting how much 

disease burden can be prevented at a given cost, to evaluate the potential impact of different 

interventions and prioritize more cost-effective ones.15 However, it is difficult to produce reliable 

cost-effectiveness estimates, meaning organizations must often choose between funding 

interventions for which reliable estimates of cost and effectiveness exist and those for which they 

do not.16 The less studied, more long-term, or more complex an intervention is, the harder it is to 

reliably predict how well it will work. 

In practice, many global health actors favor more certain interventions even when cost-

effectiveness estimates fall within a similar range.17 An intervention is more uncertain when 

decision-makers can less reliably predict the mean (expected) costs and effects of providing that 

intervention to a particular population of patients. In CEA terms, our definition includes three 

kinds of uncertainty: first, parameter uncertainty, the uncertainty in estimating the parameter of 

interest (e.g., effect size of an intervention as measured in randomized controlled trials); second, 

heterogeneity, the variability between patients linked to attributes of those patients (e.g., distinct 

population subgroups or socioeconomic groups); and third, structural uncertainty, the 

assumptions inherent to the decision model (e.g., whether costs will increase linearly as an 

intervention is scaled).18  

Global health actors’ tendency to prefer more certain interventions raises an important 

question: when is it justifiable for organizations to prioritize interventions that are known to be 

cost-effective over those that may be similarly cost-effective but for which cost-effectiveness 
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estimates are less certain? Here, I consider what attitudes these actors should adopt towards 

uncertainty.  

I argue that global health actors can often maximize efficiency by prioritizing more 

certain interventions, but that systematically doing so may cause them to forgo health gains and 

compound health inequities. Given this, global health actors should adopt nuanced attitudes 

towards uncertainty, prioritizing more certain interventions in some circumstances and less 

certain ones in others. I describe the considerations these actors should take into account in 

rendering these judgments.  

 

II. Background 

Organizations like the World Bank and the Bill & Melinda Gates Foundation have 

directed billions of dollars towards global health projects.19,20 In an attempt to have as much 

impact as possible with limited funds, global health actors—organizations that work 

transnationally with the primary goal of improving health—have also invested heavily in 

measuring disease burden and estimating the potential impact of different health interventions.21  

Using these data, some organizations generate cost-effectiveness estimates for different types of 

interventions. Such estimates are relevant to prioritization decisions, although many 

organizations do not yet use them for prospective decision-making. Other approaches (e.g., 

benefit-cost analysis) are also used to set priorities. The issues I highlight here would apply to 

most other economic evaluation approaches, but I focus on CEA because it is more commonly 

used. 

When cost-effectiveness estimates are used, organizations generally aim to prioritize 

more cost-effective interventions. But some cost-effectiveness estimates are more certain than 
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others. For instance, it can be relatively straightforward to estimate the cost-effectiveness of 

trachoma control measures: one would estimate the prevalence of trachoma, the rate at which 

trachoma causes blindness, how well interventions preventing trachoma-induced blindness work, 

and the costs of these interventions. CEAs show that some interventions are orders of magnitude 

more cost-effective than others: if an organization wanted to prevent disability associated with 

blindness, it could do so more efficiently by treating trachoma than by training guide dogs, as 

hundreds of cases of trachoma might be treated for the cost of training one guide dog.22 CEAs 

have thus allowed global health actors to prioritize interventions that are highly cost-effective, 

potentially saving millions of lives and improving many more.23 However, it remains challenging 

to reliably predict the cost-effectiveness of many interventions, meaning some cost-effectiveness 

estimates are far more certain than others. There are several reasons for this (table 1). 

 
Uncertainty due to Example Implications of minimizing uncertainty 

Complexity Intervention to increase the 

number of doctors in LMICs  

Complex interventions deprioritized 

Generalizability Sex education program   Less generalizable interventions deprioritized; 

interventions in new settings deprioritized 

Imperfect data Experimental intervention to 

prevent malaria 

Novel or less well-studied interventions 

deprioritized 

Unpredictability Pandemic preparedness 

intervention 

Future-oriented interventions deprioritized 

Table 1: Sources of uncertainty in the evaluation of global health interventions. 
 

First, cost-effectiveness estimates for more complex interventions (e.g., interventions 

targeting structural causes of disease) are more uncertain. While limited access to healthcare in 

many low- and middle-income countries (LMICs) undermines health, it can be challenging to 

evaluate interventions targeting the social determinants of health or strengthening health 

systems.24 For instance, assessing the cost-effectiveness of programs aimed at increasing the 
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number of physicians in LMICs requires estimating many parameters, each of which can be 

challenging to infer. Large numbers of physicians trained in LMICs emigrate elsewhere, but their 

reasons for migrating vary, rendering it difficult to predict the effects of a given intervention on 

emigration rates.25 It has additionally proven challenging to quantify the effects of physician 

emigration on population health and evaluate how policies (e.g., raising physicians’ salaries) 

affect migration. Although such evaluations are critical, they are data-intensive to conduct. 

Consequently, CEAs of more complex interventions tend to be less certain.26 

Second, some interventions are less generalizable than others, leading to less reliable 

cost-effectiveness estimates when implementing or scaling up programs in new settings. 

Although differences across populations and settings will increase the uncertainty of all 

interventions being implemented in new contexts, it is easier to predict how well some will 

translate to new settings. A global health actor planning to distribute long-lasting insecticidal 

nets (LLINs) in a new community may adjust its cost-effectiveness estimates by comparing 

differences in malaria incidence and distribution costs between the original and new setting. Yet, 

such simple adjustments are more difficult for other interventions. Sex education might work 

well in one context, but not in a context where it is viewed as culturally inappropriate, and it is 

harder to adjust estimates based on local attitudes towards sex education. Thus, evidence for 

some interventions will support implementing them in new settings, while evidence for others 

will be highly context-specific. 

Third, it is difficult to assess the cost-effectiveness of less well-studied interventions. A 

cost-effectiveness estimate is only as reliable as the data upon which it is based, but data may be 

absent or unreliable because an intervention is novel, or because limited research on that 

intervention has been conducted. Amanda Askell illustrates this point by considering the 
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decision of whether to fund a novel intervention to reduce the prevalence of mosquitoes that 

transmit malaria.27 The novel intervention could outperform well-studied interventions (e.g., 

LLINs), or prove ineffective. In Askell’s example, both the novel intervention and LLINs have 

the same point estimate of cost-effectiveness (around $3,000 per life saved). However, the novel 

intervention has a wider confidence interval: it could be far more cost-effective, or a complete 

failure. In general, the less studied an intervention is, the less reliable estimates of its cost-

effectiveness will be. 

Finally, it is hard to reliably estimate the cost-effectiveness of more future-oriented 

interventions. For instance, cost-effectiveness estimates of pandemic preparedness interventions 

depend on unknown features of future pandemics, such as a pathogen’s transmissibility and 

virulence.28 Even during a pandemic, it is challenging to estimate these parameters, and 

predictions about future pandemics are necessarily more speculative. Thus, the further in the 

future an intervention is to be used, the more uncertain estimates of its cost-effectiveness will be. 

Many approaches have been developed to quantify the uncertainty of cost-effectiveness 

estimates. Most commonly, global health actors rely on sensitivity analyses to determine how 

robust an estimate is to alternate input values and parameters.5 For instance, in assessing the 

cost-effectiveness of an antiretroviral treatment (ART) program for patients with HIV, an 

organization might wish to know its impact under different medication adherence rates. 

Sensitivity analyses would allow that organization to assess the likely cost-effectiveness of the 

program if patients took their medications 10, 50, or 90% of the time. If the estimated cost-

effectiveness shifted substantially based on alternate plausible adherence rates, the program 

would be more sensitive, and hence less certain. If an organization happened to know that 

adherence rates for a given population tended to be between 40 and 60%, this would make the 
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cost-effectiveness model less sensitive, leading to more reliable estimates. When undertaking 

CEAs, sensitivity analyses are often conducted; however, it is not clear how global health actors 

ought to take this information into account. 

 

III. Ethical objectives in global health priority setting 

Crucially, a global health actor’s ability to quantify uncertainty does not tell an actor 

what to do with this information, just as calculating a cost-effectiveness estimate does not answer 

the question of why cost-effectiveness matters, or when organizations ought to deviate from 

simply funding the most cost-effective interventions. Determining what global health actors’ 

attitudes towards uncertainty should be requires first clarifying the ethical objectives that should 

guide priority setting. These goals should influence global health actors’ attitudes towards 

uncertainty: when prioritizing more certain interventions helps achieve these goals, organizations 

should prioritize them; when it does not, they should not.  

Two fundamental principles should drive global health actors’ decisions: they should 

prioritize interventions to the extent those interventions are efficient and to the extent they are 

equitable. Specifically, organizations should aim to maximize expected health gains and benefit 

more disadvantaged groups, including those who are sicker or more marginalized. Because these 

principles are widely accepted as important for priority setting, I will not defend them at length. I 

will also table discussion of the appropriate trade-offs between them. While other ethical 

considerations—like reciprocity and solidarity—may at times be relevant, I focus on efficiency 

and equity because there are especially strong links between uncertainty and the realization of 

these principles.29,30,31  
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Several points are worth clarifying. I do not rely on any specific conception of 

disadvantage or what it means to maximize health benefits. For instance, some global health 

actors may choose to maximize lives saved while others may choose to minimize disability-

adjusted life years (DALYs). Because CEA is often used to quantify only an intervention’s direct 

costs and health impacts, for simplicity (without the loss of generalizability), I focus here on the 

health benefits, rather than the broader social and economic benefits, these interventions yield. A 

global health actor prioritizing the most cost-effective interventions would be aiming to 

maximize efficiency. Although some other economic evaluation tools account for distributional 

effects, they are not as widely used.32 As a result, global health actors who use CEAs but want to 

reduce inequities would separately consider the disadvantage of potential beneficiaries.  

Although global health actors should prioritize more efficient and equitable interventions, 

they are subject to several constraints. First, they should respond to the preferences of the 

populations they aim to support. Some populations may be more tolerant of uncertainty in 

general or in certain circumstances (e.g., because they trust a given organization). When 

possible, organizations should assess and respect local attitudes towards uncertainty. Second, 

outside organizations should minimize interference with local decision-making structures, as 

legitimate government ministries or other stakeholders may be better positioned to make certain 

decisions.  

Finally, global health actors should generally adhere to their mandates. The Malaria 

Consortium’s mission is “to improve lives in Africa and Asia through sustainable, evidence-

based programmes that combat targeted diseases and promote child and maternal health.”33 This 

mission constrains the Malaria Consortium’s actions in that it requires the organization to focus 

on populations in Africa and Asia. Even if the Malaria Consortium could identify a more 
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efficient program in South America, funding such a program would be at odds with its mission. 

If these cases occur regularly, leading highly valuable projects to go unfunded, global health 

actors should consider revising their mandates. However, organizations cannot change their 

missions overnight, as doing so would require taking appropriate legal steps, informing donors, 

developing new partnerships, and so on. Thus, I treat global health actors’ mandates as fixed, and 

assume organizations should adhere to them when making prioritization decisions.  

In some cases, an organization’s mandate may require it to adopt a given stance towards 

uncertainty. Evidence Action’s mission statement is “to be a world leader in scaling evidence-

based and cost-effective programs to reduce the burden of poverty.”34 Evidence Action should 

thus fund programs for which cost-effectiveness data already exists and is compelling enough to 

warrant scaling, since Evidence Action’s mission statement is not to figure out which programs 

are worth scaling in the first place. By contrast, PATH’s mission statement—"to advance health 

equity through innovation and partnerships”—allows it to tolerate greater uncertainty.35 The 

organization aspires to promote innovation, and so should aim to identify novel—and thus less 

certain—interventions.  

 In the remainder of the chapter, I consider what attitudes towards uncertainty would 

allow global health actors to more reliably identify efficient and equitable interventions.  

 

IV. Uncertainty and efficiency  

In many, but not all, cases, prioritizing more certain interventions can produce greater 

health benefits. Global health actors should thus adopt nuanced attitudes towards uncertainty 

depending on the specific features of a prioritization decision (table 2). 
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Are skeptical prior beliefs warranted? 

Holden Karnofsky—a co-founder of GiveWell, an organization that searches for 

“charities that save or improve lives the most per dollar”—has advocated for prioritizing more 

certain interventions, writing: “we generally prefer to give where we have strong evidence that 

donations can do a lot of good rather than where we have weak evidence that donations can do 

far more good.”36,37 This is partly because CEAs should not be taken at face value: when 

GiveWell undertook a detailed investigation of a CEA produced by the DCP2 project, it found 

that the cost-effectiveness of deworming was greatly over-estimated.38 Fact checking of this sort 

rarely occurs, but inaccuracies this significant for relatively straightforward CEAs should make 

us question the reliability of CEAs for interventions that are harder to assess and verify. 

Organizations should thus gauge the expected value of an intervention by combining two 

pieces of information: an estimate of its cost-effectiveness and an organization’s prior belief 

about how well it will work. Because cost-effectiveness estimates for some interventions are less 

reliable, organizations need to weight prior beliefs more heavily when attempting to predict the 

true value of more uncertain interventions. (While CEAs theoretically could incorporate 

Bayesian adjustments for prior beliefs, in practice, they rarely do.24) 

Karnofsky argues that global health actors should generally be skeptical about novel 

interventions, as most new interventions will not be among the most cost-effective. Interventions 

that appear highly cost-effective but are backed by little data are likely less cost-effective than a 

CEA would suggest. If cost-effectiveness estimates are often inaccurate, and if global health 

actors ought to hold skeptical prior beliefs about interventions’ effectiveness, then prioritizing 

more certain interventions when cost-effectiveness estimates are similar will tend to maximize 

health benefits. 
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Notably, Karnofsky’s argument for supporting interventions with more certain cost-

effectiveness estimates hinges on an empirical claim: that skeptical prior beliefs are warranted. 

But this claim does not apply equally in all spheres: in some arenas, uncertain interventions more 

reliably prove effective, and more optimistic priors may be indicated. For instance, new vaccines 

are ten times more likely than new cancer drugs to progress from Phase I trials to approval.39 At 

a minimum, this means that differing degrees of skepticism are warranted, depending on the 

intervention under consideration. For some disease areas or intervention types, cost-effectiveness 

estimates for uncertain interventions should likely not be tempered by skeptical prior beliefs. It 

may be challenging for global health actors to determine when skepticism is warranted, yet they 

can attempt to do so by, for instance, considering how similar interventions within a given arena 

have performed. Because global health actors often focus on specific diseases (e.g., malaria) or 

intervention types (e.g., immunizations), and repeatedly partner with the same organizations, 

they may be well-positioned to make these assessments. 

Assuming global health actors can identify these patterns, and do so reliably, actors in 

arenas where uncertain interventions have performed just as well as more certain ones have no 

reason to prioritize more certain interventions. Indeed, in these spheres, organizations might 

forgo expected health benefits by favoring more certain interventions. 

 

Will valuable information be gained? 

 Askell acknowledges the merit of Karnofsky’s argument, writing “a skeptical prior about 

interventions will cause us to have a lower estimate of the effectiveness of an intervention that 

lacks evidential support.”14 However, putting aside this instrumental justification for supporting 
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more certain interventions, Askell suggests that “all else being equal, we should expect to derive 

more value from investing in interventions for which we have less evidential support.”  

When the expected values of two interventions are comparable, Askell argues there is no 

reason to prefer the more certain one, as across many interventions, the predicted value of an 

intervention will tend to approach the true value of that intervention. As a result, choosing 

interventions with the greatest expected value will, over time, maximize cost-effectiveness. 

When donors place prima facie value on certainty, they sacrifice health gains they might 

otherwise reap.  

Askell further argues that if two interventions are expected to have similar value, we 

should favor the more uncertain one because “the information value we gain from investing in an 

intervention with less evidential support is generally greater because our estimates of the value of 

investing in these interventions are generally of higher variance… and of lower resilience.” In 

theory, because we presently know less about uncertain interventions, we stand to gain more 

information from funding them. Askell therefore concludes that when interventions have 

comparable expected value, organizations should prioritize those with less evidential support.  

Askell’s argument is theoretically compelling. However, two pieces of information must 

be combined to produce formal expected value estimates: cost-effectiveness estimates and prior 

beliefs. Instead, organizations typically do not produce expected value estimates, instead relying 

on cost-effectiveness estimates. And cost-effectiveness estimates based on little data may often 

be biased upwards relative to an intervention’s true effects.  

In practice, choosing the interventions with the most promising cost-effectiveness 

estimates (without accounting for prior beliefs) would be unlikely to maximize the value across 

all interventions; it would simply favor more uncertain ones, many of which might ultimately 
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prove less cost-effective than known interventions. Moreover, even if a global health actor 

successfully reconciled cost-effectiveness estimates with prior beliefs, a policy of choosing 

interventions with the most promising expected value estimates would, in practice, be a policy of 

favoring more certain interventions. After all, if we accept that skeptical priors should be 

employed, the cost-effectiveness estimate for an uncertain intervention must be better than that 

for a more certain intervention to produce a comparable expected value estimate. 

Furthermore, while global health actors theoretically stand to learn more about 

interventions they presently know less about, in practice, there may be a causal relationship 

between present uncertainty and the amount of information that would be gained from funding 

an intervention. For instance, if a cost-effectiveness estimate for an intervention is highly 

uncertain because it is extremely difficult to study or because its benefits would only be realized 

far in the future, global health actors may gain little information from funding it. In these cases, 

global health actors may learn less from funding uncertain interventions. While it is valuable to 

gain information that could guide future investments, and global health actors stand to learn 

more about interventions they presently know less about, it is not clear that funding more 

uncertain interventions would systematically lead to greater information gains in practice.  

Notably, uncertainty is not static, and cost-effectiveness estimates for many interventions 

may become more certain over time. When the major drivers of uncertainty in a cost-

effectiveness estimate are known, organizations can accelerate this process by conducting 

research to reduce such key uncertainties.40 When research is likely to lead to important new 

information about an intervention, global health actors should consider funding it, as this may 

help them make more prudent investments—leading to greater health gains—over the long term.  
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Is this kind of intervention inherently uncertain? 

 

Some interventions are uncertain because they have not been studied sufficiently. When 

an intervention could be rigorously evaluated but has not been, global health actors may 

reasonably deprioritize it until more data is collected. By contrast, global health actors should not 

deprioritize entire classes of interventions—including more complex, future-oriented, and less 

generalizable ones—because these interventions are inherently hard to assess, and 

correspondingly more uncertain. A bias towards certainty can lead funders to favor simple 

interventions that are backed by substantial data, and thus reliable cost-effectiveness estimates, 

over uncertain but potentially transformative ones. Although it is often reasonable to prioritize 

more certain interventions, organizations should not deprioritize more cost-effective 

interventions or overlook interventions for which cost-effectiveness estimates cannot reliably be 

generated simply because it is difficult to assess their benefits. For instance, global health actors 

should not avoid funding advocacy work, public health education, or innovative research simply 

because it is hard to estimate their cost-effectiveness. Rather, CEA may not be the right tool for 

comparing the most uncertain classes of interventions. In these cases, global health actors might 

consider using less granular approaches to make comparisons, rather than deprioritize 

interventions for which cost-effectiveness estimates seem unreliable or do not exist. For instance, 

Open Philanthropy, which makes large grants to global health organizations each year, selects 

focus areas using the Importance-Neglectedness-Tractability (ITN) framework.41 A problem is 

more important when it affects more people, it is worse for each person it affects, and addressing 

it could provide substantial benefits; a problem is more neglected when it receives little attention 

relative to its importance; and a problem is more tractable when there are “clear ways in which a 
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funder could contribute to progress.”42 The ITN framework can serve as a substitute for CEA 

when cost-effectiveness estimates are not available or would be very difficult to generate.43  

 

Will it be possible to change course? 

When it would be easy to withdraw funding for an intervention in light of new 

information, global health actors should tolerate greater uncertainty. For instance, an 

organization providing ART to HIV patients cannot withdraw funding without putting 

beneficiaries at risk. In other cases, it may be politically infeasible to withdraw support. Prior to 

supporting irreversible interventions, global health actors should be highly confident that they 

are cost-effective. Funding an intervention that turns out not to be cost-effective is a bigger 

mistake when this decision cannot be revised.  

 

V. Uncertainty and equity  

Global health actors’ attitudes towards uncertainty can also mitigate or compound 

inequities, depending on the type of uncertainty involved (table 2). Uncertainty due to limited 

data or a lack of research on specific populations (or inability to generalize research results to 

those populations) can be linked to inequities. Organizations can thus compound inequities by 

minimizing these types of uncertainty. 

Historically, most research funds have been directed towards studying diseases that 

predominantly affect more advantaged populations (the “10-90 gap”).44 As a result, we know far 

more about some diseases than others. For instance, in the United States, research funders devote 

ten times as much funding per patient with cystic fibrosis, a disease that primarily affects white 

patients, than sickle cell disease, which disproportionately affects Black patients.45 Likely 
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because of this disparity, more articles on cystic fibrosis have been published and more 

treatments for it approved. Insufficient funding into neglected diseases may cause global health 

actors to underestimate the scope of certain problems or lack tools for mitigating them. 

In addition, even when research is funded, disadvantaged populations often have poor 

access to clinical trials and other research opportunities. In the US, far more clinical trials of 

novel pharmaceuticals are funded by private companies than by the federal government.46 

Companies not only devote relatively few resources to researching drugs that could benefit poor 

populations—who may be unable to afford the drugs these trials yield—but also towards 

recruiting underserved populations to the studies they do fund.47,48 One result of this is that 

participants in clinical trials of new drugs are overwhelmingly white, despite evidence that non-

white populations are often as interested in research but face greater barriers to participating.49,50 

In recent trials of aducanumab, a drug for Alzheimer’s disease, less than 1% of 

participants identified as Black, while more than three quarters identified as white, despite the 

fact that older Black adults are more than twice as likely as older white adults to have 

Alzheimer’s disease.51,52 When populations are underrepresented in research, this can lead to 

greater uncertainty about the benefits new treatments will provide to members of those 

populations. Because cost-effectiveness estimates of new drugs are based on trial data, they will 

tend to be more reliable for the groups that were well-represented in those trials.53 Recent 

research also suggests that physicians may be less willing to prescribe novel treatments to 

patients from groups underrepresented in clinical trials.54 For instance, people who are non-

white, low-income, homeless, live in rural areas, and have disabilities are underrepresented in 

research.55,56 This phenomenon can lead to outsize uncertainty about the benefits promising 

interventions could provide to disadvantaged populations. A paucity of data on underserved 



 

  23 

populations means interventions aimed at improving their health may tend to be more uncertain. 

If research output is a major determinant of the reliability of cost-effectiveness estimates, 

allowing global health priorities to closely track research priorities may cause global health 

actors to inadvertently favor more advantaged populations.57 

Admittedly, uncertainty in cost-effectiveness estimates is often not linked to a dearth of 

funding for diseases affecting disadvantaged groups. For instance, challenges associated with 

estimating the cost-effectiveness of future-oriented interventions, like pandemic preparedness 

measures, have less to do with research funding disparities and more to do with difficulties 

inherent to predicting the future. Given this, it would be a mistake to use uncertainty as a 

heuristic by which to identify interventions that will reduce inequities. Global health actors 

should instead strive to identify the likely beneficiaries of the programs they plan to fund and 

determine which will aid more disadvantaged groups. Interventions that benefit more 

disadvantaged populations may often be more uncertain, in which case global health actors 

should tolerate higher levels of uncertainty than they might otherwise.  

Finally, the equity implications of minimizing uncertainty due to complexity are unclear. 

On the one hand, disadvantaged groups have worse access to basic interventions, like 

immunizations. Expanding such access could thus improve the health of worse-off populations. 

On the other hand, populations often experience poor health because of broader injustices, 

including economic inequalities, discriminatory laws, and so on, which are often complex and 

entrenched. If global health actors opt not to fund interventions addressing the upstream causes 

of poor health because such interventions are uncertain, they may do less than they could to 

mitigate inequities. It would be a mistake for global health actors not to address such injustices 
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simply because they cannot reliably estimate, for instance, the cost-effectiveness of lobbying for 

cigarette labels that convey the risks of smoking. 

 
Questions global health 

actors should ask when 

considering 

uncertainty 

Example application 

Are skeptical prior beliefs 

about an intervention 

warranted? 

If a partner organization has a good track record of training community health 

workers for chronic diseases, and could additionally train them to combat mental 

illnesses, uncertainty about the efficacy of the latter intervention should be 

tempered by high confidence in the organization responsible for implementing it. 

Will information be gained 

that will help guide future 

investments? 

When deciding whether to prioritize healthcare vouchers versus unconditional 

cash transfers, more research having been done on the latter provides an additional 

reason to prioritize the former, assuming research will be conducted that will 

resolve key uncertainties. 

Is a given kind of 

intervention inherently 

uncertain? 

When deciding whether to prioritize lobbying for a policy requiring schools to 

serve healthy meals or instead distributing healthy meals to families, global health 

actors should not deprioritize the former intervention simply because it is hard to 

predict the effects of advocating for policy changes.  

Does funding an 

intervention commit a 

global health actor to 

supporting that 

intervention over the long 

term? 

 

When deciding whether to prioritize a tuberculosis treatment versus a tuberculosis 

education program, the fact that the former would need to be supported 

indefinitely to avoid causing harm means it should be held to a higher standard of 

evidence. 

Will minimizing 

uncertainty compound 

inequities? 

Low-resource settings often have weaker health information systems. This can 

cause estimates of disease burden to be more uncertain, making it difficult to 

predict the impacts of health interventions. Global health actors should not avoid 

working in settings with weak health information systems simply because the 

benefits of interventions in these settings may be more uncertain. 

 

Table 2: Criteria for determining whether to prioritize more or less uncertain interventions. 

 

VI. Conclusions 

Global health actors should not prioritize more certain interventions simply because they 

are more certain, as this may cause them to overlook opportunities to aid less well-studied 

populations, address the structural causes of illness, conduct valuable impact evaluations, and 

identify promising new interventions. Instead, global health actors should strive to generate 

greater health benefits and support more disadvantaged populations, and these goals should 
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determine their attitudes towards uncertainty in each case. To this end, global health actors 

should tolerate more uncertainty when skeptical prior beliefs about an intervention are not 

warranted, when implementing an intervention will generate information that may guide future 

investments, when a given kind of intervention is inherently uncertain, and when a decision is 

revisable. In addition, global health actors striving to reduce inequities may often need to tolerate 

greater uncertainty, given the lack of research on many disadvantaged populations. Global health 

actors’ attitudes towards uncertainty should thus be informed by the specific features of a 

prioritization decision and the nature of the uncertainty underlying the construction of a cost-

effectiveness estimate. 
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Chapter 3: Accounting for future populations in health research 

 

 
Abstract: 

The research we fund today will improve the health of people who will live tomorrow. However, 

the decisions we make about which research projects to prioritize will influence which people 

benefit, how much they benefit, and how they benefit. Setting research priorities well thus 

requires anticipating and accounting for the health needs of future populations. Making matters 

even more difficult, while health policymakers in other domains often rely on cost-effectiveness 

analysis to allocate limited health resources, such approaches cannot readily be used in the case 

of health research, because it is difficult to predict the benefits research projects will yield. 

Instead, many research funders aim to allocate research resources in accordance with disease 

burden. In this chapter, I defend research funders’ practice of setting priorities in accordance 

with disease burden, but argue that funders should aim to align research funding with future—

rather than present—disease burden, and describe how they should do so. 
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I) Introduction 

Long before a single person ever developed COVID-19, three researchers at the National 

Institutes of Health (NIH) made a prescient observation: “A critical component of effective 

pandemic preparedness is biomedical research.”58 Since the 1980s, the NIH had been investing 

in basic research that would pave the way for the development of an mRNA vaccine platform.59 

Early on, many scientists were skeptical that this research would ever amount to much: mRNA 

was challenging to work with and animal immune systems were adept at recognizing and 

destroying foreign mRNA.60 Despite lingering questions about the viability of mRNA vaccines 

(and a general wariness of pharmaceutical companies to get involved), in the wake of the 2002-

2004 SARS outbreak, the NIH began funding mRNA vaccine development in earnest.61 These 

investments led to breakthroughs in mRNA vaccine technology and, by 2017, a promising 

mRNA vaccine against Zika virus.62 All told, between the beginning of the 21th century and the 

COVID pandemic, the NIH spent $17 billion developing vaccines for potentially pandemic 

pathogens.63 When COVID struck in 2019, the foundation set by this research allowed scientists 

to develop a candidate vaccine against SARS-CoV-2 in months, rather than years, saving 

millions of lives.64,65  

In retrospect, the NIH’s decision to invest in developing mRNA vaccines appears to have 

been not only reasonable, but heroic. But in the 1980s, what justified funding an obscure piece of 

technology that would only prove useful forty years later, and—as many scientists believed at 

the time—might never have amounted to anything? Indeed, during the very years the NIH was 

investing in long-shot mRNA vaccines, millions of people were living with and dying from lung 

cancer, AIDS, and heart disease each year. Had the NIH used the dollars it was investing in basic 
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mRNA vaccine research to instead fund more applied research into these other conditions, 

people with those diseases might have been cured. 

I argue here that the NIH was right to fund research that would only save lives half a 

century later. Specifically, I argue that organizations that fund health research should make 

future-oriented research investments, even when doing so requires prioritizing projects that will 

generate fewer health benefits for existing people, as will often be the case. In part II, I provide 

background. In parts III and IV, I argue that research is more socially valuable when it produces 

greater health benefits, and that research funders should fund more socially valuable research. In 

part V, I argue that research funders can maximize the expected health benefits of research by 

aligning research funding with estimates of future disease burden. In parts VI and VII, I consider 

different strategies funders might use to fairly prioritize future-oriented research. In part VIII, I 

assess whether the approach I recommend risks compounding health inequities. In parts IX and 

X, I discuss limitations of this project and conclude. 

  

II) Background 

Research, by its very nature, is future oriented. The distribution of research funding often 

predates the discoveries this funding will yield by years, and these discoveries often do not 

improve health for decades.66 Given the long timelines upon which research yields benefits, I 

assume that research funders care about (and ought to care about) improving future health. I will 

not address the issue of how much funding should be devoted towards research, versus other, 

more short-term social goods, like health care; rather, I take as given that funders do—and will 

continue to—spend hundreds of billions of dollars annually on research.  
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In allocating limited research resources, then, funders necessarily make decisions about 

whose future health matters. For instance, prioritizing sudden infant death syndrome research 

will benefit children who will be born in the future, prioritizing breast cancer research will 

benefit women who will be alive years to decades from now, and prioritizing research on the 

health problems associated with living in space could benefit people born in 2100.67 Research 

can thus affect the lives of people who presently exist and people who do not yet exist. Research 

can also affect the number of people who will be born (e.g., by generating novel treatments for 

infertility) or their identity (e.g., by enabling parents to screen embryos for a broader range of 

conditions).  

I assume for now that it is not more morally important to conduct research aimed at 

preventing a future illness just because someone lives at a particular time. I thus do not draw 

distinctions between the health needs of existing people, people who are likely to exist, and 

people who are merely possible, nor do I view research funders as having intrinsically stronger 

duties to the former. Funders do not appear to draw these distinctions either: they aim to improve 

health and prevent suffering, but seem less concerned with ensuring these benefits flow to people 

who are alive right now. This is evidenced by the fact that both research funders and individual 

donors pour money into basic research on lethal pediatric conditions, even though much of this 

research is unlikely to save the lives of children who currently exist.i,68  

 

III) Health gains and the social value of research  

 
i The onus is thus on those who think personal identity should influence research priorities to defend this view, 

which, among other things, would imply funders ought to deprioritize basic research (since it will yield benefits 

further in the future), research on pediatric conditions (since such research will primarily benefit people who have 

not yet been born), and research on populations with shorter life expectancies, including the global poor (since these 

populations are less likely to live long enough to reap the benefits). 
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All else equal, research funders should prioritize health research that is more socially 

valuable, or research that will produce greater expected benefits. These benefits typically 

manifest in the form of improved population health, but research can produce mother kinds of 

benefits, too: for instance, scientific knowledge can facilitate economic development.69 However, 

because most of the benefits of health research will be tied to health gains, either directly (i.e., 

via the development of new therapies) or indirectly (i.e., by reducing burden on caregivers), for 

simplicity, I consider health research to be more socially valuable when it produces greater 

aggregate health gains.70,71 To put this simply: if two research projects have similar chances of 

succeeding, but one will generate greater health benefits if it succeeds, that project is more 

socially valuable. Similarly, if two projects will yield comparable health benefits if they succeed, 

but one is far more likely to succeed, that project is more socially valuable.ii  

Importantly, the aggregate health gains principle is not as utilitarian as it initially appears, 

in that it will tend to favor funding research for populations that are badly off, including poorer 

and sicker ones. This is because we can address health inequities by prioritizing the health needs 

of sicker populations with lower life expectancies, which are the same populations that have the 

most potential health to gain. To see this, consider how difficult it would be to avert many 

DALYs by developing a cure to a disease that only affects nonagenarians. The health benefits 

produced by this research would be a function of the number of people cured, and the resultant 

gains in their expected length and quality of life. But the first two quantities are small: there are 

not very many nonagenarians and curing them of one disease will not substantially increase their 

life expectancy. By contrast, the health benefits associated with preventing and curing diseases 

that affect young people can be immense. In 1991, fewer than half of girls born in Bangladesh 

 
ii “Succeed” does not necessarily mean “yields positive results.” A successful project is one that is completed within 

the specified time frame and for which accurate results are shared.  
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could expect to live to age 65; today, 80 percent can.72 Much of this increase in life expectancy is 

attributable to infant- and child-mortality rates in Bangladesh falling by more than 70 percent 

over the past thirty years, in large part due to the development and distribution of novel 

vaccines.73,74 The research that led to these vaccines produced substantial aggregate health gains, 

but also greatly reduced health inequities: the gap in life expectancy between women in 

Bangladesh and the U.S. narrowed from 26 years in 1991 to five years in 2021.75 Similarly, 

curing diseases that are very disabling will improve health more than curing milder ones, 

meaning the aggregate health gains principle is liable to prioritize sicker populations for 

additional research resources, since their potential to benefit is greater. 

 

IV) Funders have a duty to prioritize more socially valuable research 

The health research enterprise is made up of a diverse coalition of funders, including 

governmental organizations, like the NIH, non-profit organizations, like the Howard Hughes 

Medical Institute, for-profit companies, like Pfizer, and multilateral organizations, like the 

European Commission. These funders collectively spend hundreds of billions of dollars on 

health research each year.76 Different funders support different kinds of research, have unique 

priority setting processes, and have distinct ethical obligations, meaning most funders should 

consider factors aside from social value in deciding what research to prioritize. However, all 

funders have at least some obligation to support more socially valuable research as a matter of 

justice and beneficence.77 Thus, although funders should not necessarily prioritize the same kinds 

of research projects, they should all aim to fund research liable to generate greater health benefits 

while acting in accordance with their mandates. 
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 An example illustrates this point. The American Cancer Society (ACS) cannot fund just 

any research; it must fund cancer research, given its mission is: “to improve the lives of people 

with cancer and their families through advocacy, research, and patient support, to ensure 

everyone has an opportunity to prevent, detect, treat, and survive cancer.”78 ACS has some 

obligation to adhere to its mandate, both because failing to do so could jeopardize the long-term 

viability of the organization and because donors contribute money on the assumption that ACS 

will fund cancer research; donors could reasonably complain if ACS began funding 

astrophysicists rather than oncologists. But within its mandate, ACS has substantial discretion. 

Many kinds of research projects could improve the lives of people with cancer. ACS could 

reasonably fund basic research on mechanisms of apoptosis, ovarian cancer clinical trials, 

qualitative research on how clinicians discuss prognosis, or epidemiological studies on the 

benefits of cancer screening. To the extent that ACS can prioritize projects that are more socially 

valuable, it should. The organization thus has an obligation to try to identify and support projects 

that will tend to save more lives and avert more illness. In short, ACS—and other research 

funders—should act in accordance with the aggregate health gains principle while adhering to 

their mandates. 

 

V) Disease burden and the benefits of health research 

One shortcoming of the aggregate health gains principle is that it provides no guarantee 

that different kinds of health research will be funded. For instance, if it turned out that research 

funders could maximize health benefits by funding cancer research over neurodegenerative 

disease research, then populations with neurodegenerative diseases would have no prospect of 

benefitting from research. But health research resources—like health care resources—are social 
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resources that everyone has some claim to. Just as it would be unfair for a health care system to 

only treat cancer, it would be unfair for the health research enterprise to only fund cancer 

research. Thus, rather than simply prioritizing the research projects expected to generate the 

greatest aggregate health gains, research resources should be allocated in proportion to the size 

of health problems, such that more money is spent researching diseases that are more serious or 

affect more people.iii  

This standard was first proposed by the Council on Health Research for Development 

(COHRED). In 1990, the COHRED dubbed the 10/90 gap—or the fact that 90 percent of 

research resources were being used to investigate the health needs of the most advantaged tenth 

of the global population—“the central problem in health research.”79 Nine years later, the Global 

Forum for Health Research emphasized the importance of investing in research with “the 

greatest potential to reduce the burden of disease among poor populations in developing 

countries.” To assess this, the committee recommended making regular comparisons between 

“the magnitude of health problems and the amount of money invested in finding solutions to 

these problems,” noting that “the current 10/90 Disequilibrium will then be monitored, and any 

reductions in the gap will be used as one indicator of better decision-making and priority setting 

in health.”80 

Funders, in turn, have monitored the relationship between research funding and disease 

burden. For instance, the NIH published a report assessing the correlation between 2017 research 

funding and the 2017 burden of disease, both domestically and globally, in terms of DALYs and 

 
iii This is not a trivial challenge, as certain kinds of health research cannot easily be linked to any specific health 

conditions or their associated disease burden. For instance, basic research aimed at understanding lamin A proteins 

may most directly benefit people with progeria, a condition that affects only 400 people worldwide. But this 

research may also provide insight into thousands of other, related conditions involving dysfunction of the neural 

envelope, meaning such research may benefit a much larger population. Nonetheless, researchers typically do 

identify specific diseases their research targets when they submit grant applications, suggesting it is generally 

possible—if challenging—to link research objectives to specific disease areas (Pierson and Millum, 2022). 
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mortality. The report states that “Understanding the alignment of NIH funding to disease burden 

is one of many important considerations for setting research funding priorities at NIH.”81 

Similarly, in grant applications and papers, researchers routinely make claims about which 

diseases are overfunded or underfunded based on correlations between research funding and 

current disease burden.82,83,84,85 

It makes sense for funders to align research funding with disease burden for two reasons. 

First, doing so will tend to produce greater health benefits, contingent on the scientific 

opportunities available in a given area.17 Disease burden, which can be readily assessed, can thus 

serve as a rough proxy for the aggregate health gains research will yield, which is often much 

harder to assess. For this reason, all else equal, more serious or more prevalent illnesses warrant 

more research resources.  

Second, aligning research funding with disease burden is fair. Because research 

resources—unlike other kinds of health resources—cannot be doled out directly to patients, 

prioritizing research on conditions that cause more morbidity and mortality represents a 

principled way of accounting for the fact that every person has some claim to research resources, 

but people with more serious health conditions have a greater claim to research resources than 

people with less serious conditions.  

But although the correlation between current disease burden and research funding is 

frequently assessed, this is not the right benchmark. Rather, research funders should 

systematically consider future disease burden in setting research priorities. Joseph Millum has 

suggested funders ought to look into the future because there is a lag between when research is 

funded and when research generates benefits. He writes: 

If a funder decides now that it will start to support the development of new antibiotics, 

there will be a substantial time lag between when it issues its first grants and when any 
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resulting product is ready to go into clinical trials, a further lag before any successful new 

medication has marketing approval, and a further lag before the medication’s use diffuses 

through health care systems so that clinicians start to prescribe it to patients who can 

benefit.  

 

While the drug development process can take decades, the benefits of other research may diffuse 

even more slowly. Indeed, research that results in things aside from new medications—for 

instance, knowledge that could inform clinical guidelines or public health measures—is often 

less well publicized, meaning clinicians, patients, and regulators may not know to push for 

indicated changes.86 Thus, the burden attributable to a particular disease when a project begins is 

only relevant insofar as this burden predicts future disease burden. If what we care about is the 

health benefits research will provide, then what matters is how many patients will benefit when a 

drug, practice change, or new guideline emerges (and until it goes out of use).  

That funders should account for future disease burden in setting research priorities is 

likely an intuitive point that does not warrant considerable defense. However, it is difficult to 

determine precisely how funders should account for future disease burden. To answer this harder 

question, is worth delving into the three major downsides of improperly accounting for future 

disease burden when setting priorities. 

First, considering only present disease burden will lead research funders to underfund 

research into growing health problems. Health needs shift in predictable ways, and the health 

benefits that flow from health research are closely tied to these shifts. The number of people with 

Alzheimer’s disease will grow immensely over the coming decades as risk factors linked to 

dementia become more prevalent and people live longer lives. If research funders prioritized 

research aimed at developing a novel treatment for Alzheimer’s disease and estimated that doing 

so would take 17 years, they would be right to rely on estimates of disease burden in 2040 rather 

than estimates of disease burden today. However, they would still be underfunding Alzheimer’s 
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disease research. The funder would have correctly accounted for the fact that the number of 

patients with Alzheimer’s disease is projected to double between now and 2040 (from 57 million 

to 116 million). But the 153 million patients who will have Alzheimer’s disease in 2050 are 

likely to also benefit from research investments today, either directly from the drug itself, or 

from the research that flows out of prior discoveries.87 The aggregate health benefits of 

developing better treatments for dementia are thus likely to be severely understated if we 

consider only present disease burden, or even disease burden at the time when research first 

yields benefits. 

Second, failing to align research funding with future disease burden will lead research 

funders to overfund research into diseases that are becoming less prevalent or more treatable. A 

growing share of young adults in the United States are receiving vaccines against human 

papillomavirus, the virus linked to most cases of cervical cancer.88,89 As a result, the cervical 

cancer disease burden in the United States has diminished among young people, and this trend 

will likely continue.90 This is in contrast to other cancers—like uterine cancer—that receive less 

funding than cervical cancer relative to current disease burden and are becoming more 

prevalent.91,92 Funders should not stop supporting cervical cancer research: indeed, research is 

still needed to identify ways to further bolster vaccine uptake and to improve treatments for 

people living with cervical cancer. But it would be a mistake for funders to simply disregard 

shifting disease burden in setting priorities, as the benefits of cervical cancer research will flow 

to a diminishing number of people over time, while the benefits of uterine cancer research will 

flow to an increasing number.  

Finally, considering only present health needs can also lead to the underfunding of 

research into rare, catastrophic events. For instance, when the NIH compared research funding to 



 

  37 

disease burden in 2017, COVID-19 and other emerging infectious diseases were not included in 

the analysis, as COVID-19 did not yet exist. But only three years later, COVID was the fourth 

leading cause of death in the United States.93 Fortunately, the NIH’s research funding was not 

perfectly correlated with disease burden at the time, as evidenced by the fact that the NIH was 

funding beneficial research into pandemic prevention. But in general, if research funders 

consider only current disease burden in setting research priorities, they will fail to systematically 

and adequately account for the benefits associated with mitigating or preventing the devastating 

consequences of pandemics and other rare but serious health threats. Instead, funders should use 

projections of future pandemic risk—i.e., the annual risk of a pandemic multiplied by the likely 

health consequences of a pandemic—to ensure adequate research resources are devoted to 

research aimed at preventing and mitigating the effects of future pandemics. 

Of course, it would have been challenging to predict far ahead of time that a coronavirus 

pandemic would occur in 2020, or to precisely estimate the disease burden associated with this. 

But it is possible to predict trajectories of disease risk, enabling funders to anticipate the likely 

burden of a disease over a given period. Indeed, prior to the COVID pandemic, experts had been 

sounding the alarm about rising pandemic risk for decades.94 In 2017, researchers estimated that 

the risk of an influenza pandemic that would kill six million people was one percent per year and 

warned of the risk of pandemics caused by other pathogens, such as novel coronaviruses.95 Based 

on this analysis, in expectation, the annual mortality associated with an influenza pandemic—

60,000 per year—was approximately the same as the annual mortality due to melanoma.96 

 

VI) How should funders account for future disease burden? 
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Millum suggests that “On the plausible assumption that health research is valuable 

because of its beneficial effects on health, funders should be taking account of the disease burden 

at the time when those effects are realized.”97 This proposal has intuitive appeal, but there are 

two possible ways to consider disease burden at the time research produces benefits, and each 

introduces challenges.  

First, funders could allocate funding towards a specific research area, solicit grant 

applications, predict when the proposed projects would start to produce health benefits, account 

for disease burden at those (presumably varying) timepoints, and prioritize projects on this basis. 

But if a funder has already decided to target a grant towards a particular research area—say, 

developing malaria vaccines—this would greatly diminish the role disease burden would play in 

driving funding decisions, as burden would only be considered when malaria vaccine projects 

were compared to each other, not when malaria research was compared to other kinds of 

research. This approach would thus provide no guarantee that funding was distributed fairly, as it 

would not ensure that all populations benefit from research or that sicker ones benefit more. It 

also seems odd to make decisions this granular on the basis of estimates of future disease burden, 

rather than on the scientific merit of a given proposal.    

The second way funders could interpret Millum’s proposal is that, rather than attempting 

to predict when specific projects will produce benefits and prioritize research accordingly, 

funders could use historical data to estimate the general timeline upon which research projects 

are likely to improve health. They could then allocate funding in proportion to disease burden at 

that time. This approach seems more viable, but faces a significant downside: namely, it treats 

the historical allocation of research resources—for instance, the balance of basic research to 

implementation science research—as the normatively correct one. But while the optimal 
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distribution of research with differing timelines is undertheorized, historical misallocations of 

research resources in other domains (e.g., across disease areas or populations) should make us 

wary of treating historical precedent as our North Star. Moreover, this approach does not account 

for a disease’s trajectory: if two diseases are estimated to cause similar morbidity in 2040, but we 

can predict that one disease will become more prevalent and the other less so by 2050 due to 

changes in age structure, we should account for these trajectories in setting research priorities, 

not simply the estimated disease burden at some future time point.iv 

To summarize, the recommendation that funders account for disease burden at the time 

when the health benefits of research will be realized faces major challenges, regardless of how it 

is interpreted. If it is interpreted literally—as in, funders estimate when a specific project will 

produce benefits—and then consider disease burden at that time, disease burden seems to play 

little role in the allocation decision. Conversely, if the recommendation is interpreted more 

abstractly—as in, funders estimate the timeline on which research generally produces benefits—

and then consider disease burden at that time, this presupposes an answer to the question of how 

much basic versus applied research funders should fund, and fails to account for future 

projections of a disease’s burden. 

I suggest an alternate approach: funders should first identify the relevant future disease 

burden and then allocate funding to specific research projects in accordance with this. This 

approach presents its own challenge, most notably: if we cannot simply consider disease burden 

at the time when projects will yield benefits, which disease burden ought we to consider? I 

 
iv One challenge inherent to any proposal aiming to tie research funding to future estimates of disease burden is that 

the allocation of research resources today will affect future disease burden. However, this approach is still superior 

to using estimates of present disease burden to set research priorities, which leads to predictable and avoidable error 

(because changes in disease burden will not primarily result from differential research funding, versus, e.g., changes 

in the age structure of populations, improved access to health care, and economic development). 
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suggest that funders should consider disease burden over the period when research could 

plausibly start to yield benefits until indefinitely into the future.  

In extreme cases, research can generate benefits quickly: less than a year elapsed from 

when the US government distributed billions of dollars to accelerate COVID vaccine 

development to when the first vaccines were approved. However, a study assessing the lag 

between discoveries and practice and policy changes in the UK found that lags ranged from 18 to 

54 years. On the low end, the authors found that eighteen years elapsed between the publication 

of a trial investigating an intervention aimed at treating patients with early signs of schizophrenia 

and the issuance of clinical guidelines by the National Institute for Health and Care Excellence 

(NICE). On the high end, multiple studies demonstrated that smoking cigarettes caused lung 

cancer in the 1940s, but an EU directive prohibiting tobacco advertising was not passed until 54 

years later.98 Of course, the health benefits of research are often subtle and diffuse. For instance, 

rates of smoking in the US began falling in the 1970s, likely in response to evidence illuminating 

the health risks of smoking, suggesting that the benefits of research on the harms of tobacco 

began to accrue two decades after the risks of smoking became incontrovertible.99 This research 

will also continue to produce benefits into the foreseeable future for this same reason, as the 

knowledge that smoking causes heart and lung disease will likely suppress smoking rates 

indefinitely.  

Collectively, this evidence suggests that funders ought to consider disease burden no 

sooner than a year from the point at which they distribute funding, and indefinitely into the 

future after that point. Funders should aggregate estimates of disease burden across time and 
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allocate funding roughly in proportion to the fraction of disease burden attributable to each 

condition.v   

 

VII) Discounting 

If funders rely on disease burden estimates made at multiple time points (e.g., 2040 and 

2100), they will need to determine the relative weights to assign to each set of estimates. This 

raises another important question: should funders care equally about estimates of disease burden 

in 2040 and 2100, or should they prioritize one set of estimates over the other? There are two 

reasons for funders to discount estimates of future disease burden such that, all else equal, a 

given disease burden in the near future will garner more research dollars than the same disease 

burden further in the future.vi  

First, as Millum notes, estimates of disease burden further in the future are inherently less 

reliable. Even if we accept that averting 10,000 DALYs in the year 2100 matters just as much as 

averting 10,000 DALYs in 2025, it is much harder to know what diseases will be associated with 

those DALYs. It is even more challenging to predict what actions we should take to avert them. 

To put this in concrete terms, it would make more sense to invest in research aimed at preventing 

a pandemic that could occur in 2025 than one that could occur in 2100, simply because we are 

better positioned to identify what research will successfully mitigate the effects of the closer one. 

For instance, because we can predict what pathogens are likely to be involved in the nearer-term 

 
v There should not be a perfect correlation between research funding and disease burden, as there may be good 

reasons to prioritize certain conditions at certain times (e.g., during a pandemic). An analysis of the optimal 

correlation between funding and disease burden is beyond the scope of this chapter, but this correlation should be 

high (e.g., above 0.7).  
vi Notably, there are multiple approaches one might take to discounting. For instance, there are arguments for 

including uncertainty in models of future disease burden, rather than discount rates. I table these more technical 

questions for now, noting only that funders need to rely on the methods used in existing models of disease burden, 

assuming they will not generate their own.   
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pandemic, we can develop vaccines against these pathogens that have a reasonably good chance 

of working. By contrast, vaccines targeting potentially pandemic pathogens far in the future are 

less likely to work.  

In general, because the more future-oriented an intervention is, the more uncertain it is to 

provide meaningful benefits, both philosophers and economists consider it rational to discount 

the benefits associated with these interventions when setting priorities. This epistemic 

discounting occurs due to empirical uncertainty about the future, rather than to any moral claims 

about our obligations to or the rights of future populations. In short, the further into the future 

research will yield benefits, the less we can predict the value of those benefits, and the less value 

we should ascribe to them. To offer a stark example: researching a solution to climate change 

that will only begin to work in 100 years will only benefit humans if humans have not gone 

extinct by then. But because we cannot know this for certain, we should ascribe more value to 

researching nearer-term solutions.  

Notably, epistemic discounting is distinct from pure time preference discounting, which 

is more controversial. Pure time preference discounting refers to the devaluation of future 

benefits simply because those benefits occur in the future. In other words, if we could fund either 

of two research projects that would be certain to save 100 lives, but one of those projects would 

save 100 lives next year, and the other would save 100 lives in twenty years, a funder that 

endorsed a positive rate of pure time preference would favor the first project, while a funder that 

endorsed a zero rate of pure time preference would be agnostic between the two.  

Economists have tended to favor using positive rates of pure time preference discounting, 

while philosophers have tended to disagree.100 Many economists argue that a social value 

function that ascribes more value to nearer term-benefits reflects individuals’ tendency to do the 
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same, meaning utility (or in this case, aggregate health) can be maximized by placing a higher 

premium on health attained sooner rather than later.vii By contrast, philosophers have argued that, 

as Hilary Greaves puts it, “Accepting a zero rate of pure time preference merely amounts to 

treating utility as equally valuable, regardless of when, where or to whom it occurs.”101 In the 

case of research funding, there are also other arguments for using a zero rate of pure time 

preference. For one, the health gains produced by shorter- and longer-term research accrue to 

different people, so it would be odd to discount benefits farther in the future just because 

individuals discount future benefits within their own lives. In addition, unlike a given unit of 

money, which diminishes in value as the economy grows, there is little reason to think that a 

given improvement in health will be worth any less in the future than it is now.  

The second reason funders should discount future disease burden is that doing so places a 

premium on research that yields benefits in the nearer term: assuming the health benefits of 

research propagate into the future, it is better for research to improve health soon. In addition, 

because discoveries lay the foundation for further discoveries, discoveries can accelerate other 

research (and the health benefits associated with that research). Applying a discount rate to 

health burdens further in the future in setting research priorities is an indirect—and decidedly 

imperfect—way of placing a higher premium on discoveries made sooner. 

There are still many further questions about what discount rate to use. Even small 

differences in discount rates could have substantial implications for research funding. For 

instance, at a one percent discount rate, a DALY averted in 2050 would count about 77 percent 

as much as one averted today; at a three percent discount rate, a DALY averted in 2050 would 

count only 46 percent as much. Thus, the selection of discount rate may greatly influence 

 
vii Prior to 2010, DALYs were discounted in Global Burden of Disease studies for this reason.   
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research priorities. If we assume that discount rates should be applied because benefits now are 

worth more than benefits later and because estimates of future disease burden are more 

uncertain—and not because future people matter less—determining the appropriate discount rate 

is largely an empirical question, contingent upon how uncertain future disease estimates are and 

the extent to which scientific discoveries beget further breakthroughs. 

 

VIII)  Addressing an objection 

One might worry that considering future disease burden would lead funders to direct 

resources away from disadvantaged populations because the global disease burden is changing.  

Non-communicable diseases (NCDs), which have historically disproportionately affected the 

wealthier populations that live long enough to get them, represent a growing share of disease 

burden around the world. And the burden of NCDs is expected to grow over the coming decades, 

while the communicable disease burden will continue to decline.102 As a result, accounting for 

the health needs of future populations could lead funders to direct relatively more resources 

toward diseases that, at present, primarily affect advantaged populations and fewer resources 

towards the neglected diseases that affect disadvantaged ones. However, there are three reasons 

to think that considering future disease burden would not compound inequities in research 

funding.  

First, it is a mistake to assume that populations in LMICs will benefit more from 

infectious disease research than from NCD research. Today, most deaths from NCDs occur in 

LMICs, and most deaths in LMICs are due to NCDs.103,104 Clearly, disadvantaged populations 

stand to benefit from NCD research. To remedy inequities in research funding, then, funders 

should push NCD researchers to explore the specific health needs of disadvantaged populations. 
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This could mean developing more affordable medications for diabetes, identifying cytological 

differences between lung disease linked to air pollution versus smoking, figuring out how to 

make cancer screening more accessible, evaluating the efficacy of tobacco and sugar taxes, 

including more underrepresented patients in clinical trials, and so on. Funding NCD research 

responsive to the needs of underserved populations would both increase the health benefits of 

research and redress inequities in research funding.  

Second, the disease burden is shifting more rapidly in LMICs than it is anywhere else in 

the world. Because disease burden will shift far more in low-income countries than in high-

income ones over the next fifty years, whether funders account for the present or future health 

needs of more advantaged patients is unlikely to greatly shift research priorities in high-income 

countries.105 But correctly accounting for the health needs of more disadvantaged populations 

will shift research priorities in ways that are likely to benefit these populations. 

Finally, the rapid shift from communicable to chronic diseases in LMICs will have 

substantial social and economic effects. For instance, as people live longer with chronic illnesses, 

caregiving demands on working adults will increase. Developing more effective treatments for 

chronic diseases will correspondingly offset caregiving needs, enable people to retire later, and 

reduce health care expenditures. Research that accounts for and mitigates the effects of the 

shifting global disease burden is thus liable to generate substantial social and economic benefits, 

many of which will flow to more disadvantaged populations. 

 

IX) Limitations and future directions 

I have not addressed several important questions about how funders should account for 

future disease burden. First, I have not discussed whether funders ought to account for political 
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boundaries in setting priorities. For instance, the NIH currently considers both US and 

international disease burden, but other government research funders prioritize diseases that affect 

local populations.29 There are strong arguments that research funders ought to consider global—

rather than domestic—disease burden in setting research priorities. After all, diseases do not 

respect national borders: as the COVID pandemic demonstrated, the health of people across the 

world is inextricably entwined. Moreover, some countries spend less than $20 per capita on 

health care per year; these countries can hardly afford to research the diseases that affect their 

populations, meaning they may need to rely on other countries to.106 Finally, funders can 

maximize the health benefits of research by considering global disease burden.107 However, even 

if one thinks government funders should only invest in research aimed at benefitting their 

citizens, this does not undermine the case for aligning research funding with future disease 

burden. 

Second, funders can only consider estimates of future disease burden when such 

estimates exist. Presently, there are estimates of disease burden for many diseases until 2050, and 

for a few diseases until 2100.26,108,109,110,111 For some diseases, projections of future burden go 

only until 2040, raising questions about whether funders ought to help produce further estimates. 

Fortunately, employees at organizations that fund health research often have expertise in specific 

disease areas and may be well-positioned to assess the accuracy of disease projections or to 

supplement these analyses with their own estimates. 

Third, considering future populations when setting research priorities calls into question 

the ideal of relying on procedural approaches to allocate health resources. Because stakeholders 

often do not agree on the principles that should underlie priority setting decisions, many ethicists 

have argued for using deliberative processes, involving representative stakeholders, to set health 
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priorities. However, future populations cannot participate directly in setting priorities because 

future people do not exist. In addition, indirectly representing the interests of future people poses 

problems, as modern representatives may tend to be biased towards present interventions. Given 

that fair processes derive their legitimacy from their representativeness, if these processes 

necessarily fail to represent future populations, this calls into question whether they should be a 

gold standard for setting research priorities. At a minimum, considering the needs of future 

people should lead scholars researching priority setting to develop new tools for representing 

future populations’ interests. 

 

X) Conclusion  

Hundreds of billions of dollars are spent each year on health research.112 This research is 

more socially valuable when it causes people to live longer, healthier lives. All organizations that 

fund health research have an obligation to support more socially valuable research, and can more 

effectively fulfill this obligation by accounting for the health needs of future populations. To this 

end, funders should distribute research resources in accordance with future, rather than present, 

disease burden. 
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Chapter 4: Moral uncertainty and procedural justice in health care 

priority setting 

 

 

 

 

Abstract: Health actors increasingly aim to set priorities through fair, deliberative, and 

participatory processes, rather than by using substantive principles (e.g., cost-effectiveness). The 

primary justification for this practice is that we disagree on the moral principles that ought to 

guide allocation decisions. Correspondingly, some claim that we should aspire to make decisions 

in ways that are fair, rather than aspire to make fair decisions. I argue that this conclusion is 

misguided, and that we can use tools from the moral uncertainty literature to make substantively 

just decisions, even when we face moral uncertainty. Specifically, I suggest that maximizing 

expected choiceworthiness (MEC) constitutes an independent criterion for assessing whether 

decisions are substantively just. When MEC does not yield obvious verdicts, I argue that we can 

nonetheless use MEC to create decision making processes aimed at making substantively—

rather than procedurally—just decisions.  
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I. Introduction  

Organizations that provide health care (“health actors”) must limit access to this care. These 

allocation decisions have ethical implications, and force decision makers to navigate moral 

conflicts. Even when decision makers know the relevant empirical facts about an allocation 

decision—including how many patients will benefit from a service, which patients will benefit, 

how much each patient will benefit, how much care costs, and so on—these facts often fail to 

provide a clear answer about how to set priorities. For instance, when limiting access to care, 

should organizations aim to provide services to more disadvantaged patients or to patients who 

stand to benefit the most? Should they give everyone a fair shot at accessing care, even if this 

means the benefits of care will be smaller? Should they prioritize providing services to those 

who bear no responsibility for their illnesses over those who plausibly do? It is often not clear 

what, morally, these actors ought to do.  

Nonetheless, health actors must make allocation decisions. Given ambiguity about what 

would constitute substantively just decisions (i.e., just final allocations of health resources), some 

ethicists have endorsed instead making procedurally just ones (i.e., decisions made via the use of 

“fair processes”).viii This is the argument put forward by Sofia Gruskin and Norman Daniels in 

their straightforwardly titled article, “Process is the Point.”113 

Health actors have found this line of reasoning persuasive. Rather than relying entirely on 

substantive principles—e.g., an intervention’s cost-effectiveness or its distributive effects—to 

allocate health resources, many ministries of health, non-governmental organizations, and private 

 
viii I will use the term “fair processes” to refer to the kinds of processes most ethicists who endorse this conclusion 

consider fair. Such processes are typically deliberative, democratic ones that involve stakeholder engagement (i.e., 

the direct participation of non-experts in priority setting decisions).  
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and public hospitals now aim to use fair processes to make priority setting decisions.114 To date, 

such decisions have potentially affected more than a billion people worldwide.115,116 

In this chapter, I argue that the process is not the point; rather, health actors should aspire 

to make substantively just decisions. The processes they use to set priorities should be a means 

by which they achieve this end: these actors should pursue procedural justice only if doing so 

more reliably produces allocations in compliance with substantive justice. I argue that we face 

meaningful tradeoffs in the pursuit of substantive and procedural justice, and that by prioritizing 

the latter, we risk forgoing the former, which is more important. 

This chapter will proceed as follows. In parts II and III, I provide background and 

describe the kinds of priority setting dilemmas with which I am concerned. In part IV, I review 

the concepts of moral disagreement, moral uncertainty, and incommensurability. In part V, I 

summarize the main arguments for relying on fair processes to make priority setting decisions 

and review the components of fair processes that many contend are prerequisite to the realization 

of procedural justice. In part VI, I suggest that we face both moral uncertainty and 

incommensurability in devising fair processes; thus, the fact that we are uncertain about what 

would constitute a substantively just allocation of health resources cannot justify a turn towards 

procedural justice, since we are also uncertain about what makes a process fair. In part VII, I 

argue that worse still, there is good reason to think that the procedural elements seen as intrinsic 

to procedural justice are often not conducive to the realization of substantively just allocations of 

health resources. I argue, too, that to the extent substantive and procedural justice conflict, we 

should prioritize the former, not the latter. In parts VIII and IX, I suggest that we can use tools 

from the moral uncertainty literature to gain greater insight into what substantively just 
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allocations of health resources might look like and how we ought to structure decision-making 

processes given moral uncertainty. In parts X and XI, I address two objections and conclude.  

  

II. Background 

The United States is the most affluent country in the world, and although it devotes 18 percent of 

its Gross Domestic Product (GDP)—$4.3 trillion per year—to health care, it cannot meet many 

of its citizens’ health needs.117 Americans regularly forgo medications because they cannot 

afford them, wait months to see medical specialists, and find that routine medical care is not 

covered by their insurance.118 These issues arise, in part, because the US health care system is 

poorly structured. But countries like Australia, Norway, and the Netherlands, which have well-

functioning health care systems, face similar challenges.119 These problems are even more 

pronounced in countries with fewer resources, and have grown more acute as populations have 

aged, chronic illnesses have become more prevalent, and the cost of care has risen.  

Many high-income countries have responded to rising health care needs and costs by 

simply spending more. In OECD countries, real per capita health expenditures have risen every 

year since 2006, and health care costs as a share of GDP have doubled in many places.120 The 

relentless growth in health spending has forced governments to reduce spending in other 

important areas, including education and transportation; in New Jersey, one government official 

lamented: “We’re talking about 300 teachers being laid off to be able to afford our health care 

bill.” 121,122,123 Thus, while increasing spending may serve as a temporizing measure in some 

places, it has adverse consequences and does not constitute a sustainable solution. Moreover, 

many low- and middle-income countries (LMICs) cannot afford to simply spend more on health 
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care. As a result, around the world, countries limit access to care.ix For instance, patients may be 

asked to buy their own medications, pay out-of-pocket for care, wait months for procedures, or 

forgo certain services altogether.124,125 

 Health actors are thus increasingly faced with decisions about how to allocate the 

services they provide.x Questions about the appropriate allocation of health resources are moral 

questions because they influence which people live, suffer, or die. If an insurer will not cover a 

hepatitis treatment, patients who cannot afford that treatment may not recover. If an insurer will 

fund hepatitis treatment for some patients but not others, patients who receive treatment are 

likely to live longer, healthier lives. Moreover, access to necessary treatments is not just 

constrained by money. Many patients who need organ transplants will die on transplant waiting 

lists.126 During the COVID pandemic, hospitals were forced to allocate ventilators, 

extracorporeal membrane oxygenation (ECMO) machines, antibody treatments, coronavirus 

vaccines, hospital beds, operating rooms, specialist appointments, and other health resources that 

were limited by supply, rather than by cost.127 

 

III. Moral conflicts in health care priority setting 

Decisions about the allocation of health resources are difficult because there are often 

compelling—but conflicting—moral reasons to prioritize different patient populations. In this 

chapter, I consider the following kinds of cases: 

A health actor must provide Service A or Service B. The organization is unable to 

provide both services due to either financial constraints or limited availability of the resource 

 
ix Both public and private funders can limit care by refusing to cover certain services, requiring patients to shoulder 

some of the costs, or by implementing long wait times. The specific mechanisms organizations use to limit care are 

beyond the scope of this chapter but also have ethical implications. 
x Throughout, I will use the terms “ration care”, “allocate care”, and “set priorities” interchangeably.  
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itself, nor can it partly provide both services. A Service may refer either to a given type of 

medical care (e.g., one or another hepatitis treatments) or medical care for a given subset of 

patients (e.g., a given hepatitis treatment for people who acquired hepatitis through blood 

transfusions but not via injection drug use). I thus consider situations in which an organization 

must provide care to one set of patients or another, either because the two groups of patients have 

different illnesses and would benefit from different treatments, or because the two groups have 

the same illness, but treatment can only be provided to some.xi  

Suppose, too, that there are compelling moral reasons to provide either service; perhaps 

the patients who need Service A are more socially disadvantaged, younger, and more likely to 

benefit, but those who need Service B are sicker and unambiguously bear no responsibility for 

their condition. If a health actor does not know whether or how much to consider these factors, it 

will not know which service to prioritize.  

In these kinds of cases, moral challenges tend to arise on two main fronts: people 

disagree about which moral considerations are relevant—for instance, utility, priority, 

reciprocity, or fairness—and how much weight each consideration ought to be given.  

First, not all people think the same considerations are relevant. This tension was 

exemplified by discussions about whether a person’s coronavirus vaccination status should 

influence their receipt of limited coronavirus treatments. One ethicist tweeted: “Ethicist here, 

reporting that denying care to the unvaccinated is not ‘complicated’ or ‘nuanced’—it’s just 

 
xi I assume here that organizations should allocate health resources in morally permissible ways, and have sufficient 

time, power, and resources to implement morally permissible options, given these constraints. I also assume that if a 

given organization does not provide access to a service, patients who would use that service will not have access to 

it at all. Of course, in the real world, prioritization decisions are messier: decision makers’ choices are constrained, 

organizations may not aim to make choices that are morally permissible (e.g., because they aim to maximize 

profits), patients may be able to find care elsewhere, organizations may be able to partly provide services (e.g., by 

subsidizing them), and so on. I suspect that clarifying how health actors ought to act in more straightforward cases 

will help decision makers at these organizations figure out how they should act in more complex ones.  
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obscene, morally wrong, we shouldn't do it, full stop.”128 To which another ethicist replied: 

“Whatever answer one reaches, I disagree that ‘it’s not hard’, or that [arguments] like this are 

‘obscene’.” The latter ethicist proceeded to write an op-ed in the Washington Post arguing that 

“At a moment when COVID-19 hospitalizations are high and treatments for the disease scarce… 

people who have refused coronavirus vaccines should [not be allowed] to compete for treatments 

with people who are immunocompromised.”129 Clearly, people disagree—often vehemently—

about whether it is ethically permissible to consider an individual’s past decisions when 

determining their access to medical resources. Whether other moral principles warrant 

consideration may also be controversial. 

Second, and more frequently, people disagree on the extent to which different 

considerations should drive prioritization decisions. In Just Health, Daniels highlights the 

following example: 

“Imagine two extreme positions. At one extreme is the view that we should give priority 

to treating the worst-off patients. One might think that the fair equality of opportunity 

principle, or other views that give priority to those with the worst opportunity, would lead 

us to this extreme position. At the other extreme is the view that we should give priority 

to whatever treatment produces the greatest net health benefit (or greatest net health 

benefit per dollar spent), regardless of which patients we treat… In practice, most people 

reject both extreme positions… Once we abandon either extreme position, we are in an 

area where general principles give no guidance.”130 

 

Daniels rightly suggests that even when there is consensus on the basic principles that ought to 

guide allocation decisions, people may disagree about the relative importance of different 

principles. When multiple conflicting considerations are relevant to an allocation decision, 

tradeoffs must be made between them. 

 

IV. Moral disagreement, moral uncertainty, and incommensurability  
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In the health care priority setting literature, the kinds of cases just described have 

typically been discussed in terms of moral disagreement. The idea is that reasonable people often 

disagree about what actions we should take when moral principles recommend different courses 

of action; for instance, one person might prioritize Service A in the above case, while another 

might prioritize Service B.  

However, the types of moral conflicts health actors encounter when allocating health 

resources can also be described in terms of moral uncertainty. A decision maker is morally 

uncertain when she is not certain what she all-things-considered morally ought to do.131 The 

types of priority setting challenges I have described can incite disagreement within or between 

health actors and the public, but they can also lead to uncertainty on the part of those tasked with 

making these decisions.  

Moral uncertainty and moral disagreement are closely related phenomena. Jacob Barrett 

and Andreas Schmidt note: “Given the many plausible moral views available to us, and their 

many capable and eager champions, it is difficult to know how to proceed. We must reckon both 

with the fact of our own uncertainty about morality, and with the fact that others inevitably reach 

different conclusions than we do.”132 In short, when we face moral dilemmas, we often must 

contend with both moral uncertainty (the fact that we ourselves do not know what to do) and 

moral disagreement (the fact that others may disagree with us).  

Some proceduralists writing in this vein have suggested that we face a bigger problem 

than just moral disagreement or moral uncertainty: namely, they suggest values can be 

incommensurable. Ruth Chang states that “two items are incommensurable just in case they 

cannot be put on the same scale of units of value, that is, there is no cardinal unit of measure that 

can represent the value of both items.”133 Martijn Boot argues that: “A mean and a balance 
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between conflicting incommensurable values do not exist. This means that a principled 

compromise is impossible in the sense of a trade-off or balance based on rational comparisons 

and rational assignments of relative weights.”134 On this view, there might be no sense in which 

prioritizing Service A or Service B is “better” or “worse.” Thus, for some proceduralists, it is not 

merely that people disagree on or are uncertain about the principles that should guide priority 

setting decisions, but rather that there is no substantive answer to the question of what we 

morally ought to do in at least some cases where relevant principles conflict. 

The issue with which I am concerned is what health actors ought to do when moral 

principles that seem plausibly relevant to an allocation decision recommend different courses of 

action. For simplicity, I will generally refer to these cases as ones where health actors face moral 

uncertainty (except in cases where others use different terminology), because my aim is to 

determine what health actors all-things-considered morally ought to do under these 

circumstances.xii 

 

V. Priority setting and fair processes 

In light of the moral conflicts inherent to many priority setting decisions, some ethicists have 

endorsed using fair processes to make them. Daniels and Sabin, the originators of this idea, 

write: “the outcomes of fair procedures should count as fair when we cannot agree on principles 

for resolving the disputes.” This view has proven influential: it has both spawned a large 

literature and shaped priority setting practices around the world.135,136,137 Bærøe and Baltussen, 

 
xii Notably, Daniels sometimes shifts between the terms “moral disagreement” and “moral uncertainty” in discussing 

these issues. For instance, he writes: “The weight given reasons in each setting is a reasonable reflection of other 

moral disagreements and moral uncertainty – the very uncertainty about what counts as a just outcome that compels 

us to adopt a procedural approach to fair outcomes.” His seemingly interchangeable use of these terms suggests I am 

not unfairly disadvantaging Daniels’ position by discussing these issues in terms of moral uncertainty. 
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citing Daniels and Sabin, observe that: “we should avoid making claims on the truth of principles 

of justice to determine limit setting in health care, and rather we should look for conditions that 

support a fair decision-making procedure.”138 Rand et al similarly justify a turn to procedural 

solutions on these grounds, writing: “Because people can reasonably disagree about the way in 

which health care resources should be allocated and so whether particular treatments should be 

funded, a process which enables all parties to have a fair hearing for their cause is one plausible 

system for helping to ensure that justice is done.”139 Nir Eyal critiques this argument, but 

characterizes it eloquently as The Move: 

“The Move: Especially when the best compromise between distributive principles in 

health is rationally underdetermined, a democratic deliberative process is needed. In such 

a process, a broad array of stakeholders will be given reasons for that particular 

compromise that are compatible with the comprehensive worldviews of all. Stakeholders’ 

own views may also be solicited and potentially discussed, and their consent may be 

sought. That deliberative process matters because it enables a determinate decision, and 

because it secures legitimacy: patients whom the distributive compromise selected 

happens not to grant important and potentially life-saving health resources could thereby 

still be treated with respect.”140 

 

Notably, while many proceduralists believe we should aspire to procedural justice in making 

priority setting decisions, they do not reject the concept of substantive justice writ large: rather, 

most believe we can narrow the decision space to allocation schemes that are substantively just, 

but that to choose among the remaining options, we must instead rely on fair processes. They 

suggest that fair processes have the advantage of both: (1) rendering verdicts where we otherwise 

would have none and (2) lending legitimacy to the resultant decisions.  

  The distinction between procedural and substantive justice is worth clarifying here. In 

certain situations, we know, or can figure out, what the just outcome would be (i.e., what would 

be substantively just). A very clear example of this kind of situation is one in which one person 

needs a health resource—say, a kidney—while another does not. In this case, we know that the 
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just outcome is to give the kidney to the person who needs it, and we can achieve substantive 

justice in this sort of case, independent of any process we use. However, when relevant moral 

principles conflict, substantive justice may be rationally underdetermined: there may either be no 

truth of the matter about what constitutes a just outcome (as some ethicists concerned with 

indeterminacy have claimed), or there may be some truth of the matter, but we cannot devise a 

procedure that reliably reaches the right conclusion.xiii  

John Rawls describes cases of pure procedural justice as those “when there is no 

independent criterion for the right result.”141 For instance: flipping a coin to determine which 

player gets to serve first in a tennis match constitutes a case of pure procedural justice, because 

there is no substantive truth about who ought to serve first, independent of the results of this coin 

toss.142 By contrast, cases of imperfect procedural justice are characterized by the fact that “while 

there is an independent criterion for the correct outcome, there is no feasible procedure which is 

sure to lead to it.”143 Rawls provides the example of a criminal trial: although there is some truth 

of the matter about whether a defendant is innocent or guilty, and we view verdicts that reach the 

wrong conclusions about innocence or guilt as unjust ones, the best we can do is design 

procedures that most reliably reach the substantively right results. 

Daniels and some other proceduralists writing in this vein seem to suggest that when we 

face moral uncertainty in setting priorities, we find ourselves in the first kind of case. 

Specifically, Daniels writes: “The fair process I seek will turn out to be pure as long as we have 

no consensus on fine-grained distributive principles,” and notes elsewhere that “the general 

principles of justice for health… are simply too general and too indeterminate to resolve many 

 
xiii A third possibility is that there is an independent criterion for what constitutes a just outcome, and we can devise 

a procedure that reliably produces this outcome (perfect procedural justice). Cases of perfect procedural justice are 

rare in the real world, so I will set them aside here. 
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reasonable disputes about how to allocate resources fairly to meet health needs, and we lack a 

consensus on more fine-grained principles.”xiv,144,145 Thus, for Daniels, there is no single 

independent criterion for the right result, because “No principle enjoys our endorsement 

independently of the fair procedure we are employing.”  

By contrast, I will suggest that we should view priority setting exercises as more akin to 

criminal trials, because there is an independent criterion we can use to assess the justice or 

injustice of any given priority setting decision. My contention is thus that we should evaluate 

priority setting processes based on how reliably they produce just allocations, and how badly 

they miss when they fail to do so. Notably, my contention leaves open the possibility that 

Daniels’ (or any other proceduralist’s) proposed process may be the right one.  

 

What makes a process fair? 

There has been considerable debate about what makes a process fair, and how we can 

ensure real-world processes meet whatever standards are established. My aim in this chapter is 

not to reject any specific formulation of a fair process, but rather argue that we have erred in 

concluding that the best we can do under conditions of moral uncertainty is to make decisions 

that are procedurally, rather than substantively, just. Nonetheless, it is worth spelling out more 

explicitly the criteria that proceduralists believe fair processes need to satisfy, as well as how 

such processes tend to play out, so we can more concretely grasp the object of this criticism. 

 
xiv Daniels acknowledges others may disagree, writing: “it will be imperfect at best for anyone who insists that some 

particular principle tells us what the just outcome should be.” Annette Rid, by contrast, suggests that Daniels’ 

proposed process is neither an example of perfect or imperfect procedural justice. Because Daniels does propose “an 

independent, but indeterminate, criterion of justice that is consistent with more than one possible outcome”—while 

recommending a fair process for choosing between them—Rid instead classifies Daniels’ proposal as a case of 

constrained pure procedural justice.xiv 
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There are several fair processes that have been proposed for setting health care priorities; 

however, among the most influential of these is the process developed by Daniels, 

Accountability for Reasonableness (A4R).146 In A4R, decisions and their rationales must be 

made public; the rationales underlying decisions must be reasonable; the resulting decisions must 

be revisable; and there must be some mechanism for ensuring the other three conditions are 

satisfied. Three specific aspects of Daniels’ process are worth highlighting, in part because many 

proceduralists also endorse them. 

First, Daniels does not claim that substantive justice does not matter. Daniels thinks that 

allocation schemes must be based on reasonable rationales, or those that appeal to “evidence, 

reasons, and principles that are accepted as relevant by (‘fair minded’) people who are disposed 

to finding mutually justifiable terms of cooperation.” In other words, just because Daniels 

believes we should aspire to procedural justice, this does not mean that anything goes; certain 

procedural elements must be satisfied, and one such element is the requirement that decisions be 

made on grounds that reasonable people agree are relevant. The “relevant reasons” condition 

seems to rule out making decisions based on justifications that are flagrantly biased or 

discriminatory, although it is often not clear how or where to draw these lines. For instance, 

Daniels suggests that “reasons that rest on matters of religious faith” fall on the “unreasonable” 

side of the reasonable-unreasonable dichotomy, while discriminating against overweight people 

falls on the “reasonable” side, noting that: “Reasonable people will most likely disagree both 

about assigning responsibility… We may all agree that Billy chose the fries over the fruit and in 

that sense is responsible for what he ate, but little else follows about what we continue to owe 

Billy if he gets fat and sick.” 
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Second, to ensure that decisions are made on the basis of reasons and principles 

reasonable people see as relevant, Daniels recommends involving stakeholders in decision 

making processes: 

“This kind of trade-off in planning must reflect deliberation about values. It is not simply 

a matter for experts but for all stakeholders affected by the decision – people with 

HIV/AIDS in the various communities, clinicians who must treat them or turn them 

away, planners whose facilities are affected by the decisions, and communities whose 

children are being orphaned and whose survivors are driven deeper into poverty. All are 

affected by the priorities that are set.”147 

 

Specifically, Daniels notes that “stakeholder participation… would increase the likelihood that a 

broader range of relevant reasons and rationales will be aired in the decision-making process.”148 

Thus, a fair process is conceived of as one in which real people actually decide on the principles 

that are relevant, rather than one in which the principles are theoretically justifiable to reasonable 

people. While Daniels appears to primarily justify the inclusion of stakeholders on instrumental 

grounds, others suggest that inclusion is intrinsically valuable in priority setting, lending 

legitimacy to the resultant decisions.149 For instance, Bruni et al note that “Because the public 

funds and uses the health care system, citizens are the most important stakeholders of the health 

care system. Thus, legitimacy and fairness demand that they be at the priority-setting table.” 

McCoy et al justify a practice of engaging a broader coalition of stakeholders on several 

grounds, including that “public engagement can increase the likelihood that health plans will be 

tailored to the needs of health care recipients.”150  

 Finally, for many proceduralists, deliberation is also a critical component of priority 

setting processes. For instance, Daniels notes that “In moral disagreements, we want people to 

bring reasons to bear in an effort to persuade each other… A dispute that is resolved by 

democratic procedures after careful deliberation about the various reasons put forward on both 

sides has in its favor the fact that even losers will know that their beliefs about what is right were 
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taken seriously by others.”151 Daniels also suggests that “a fair deliberative process can reduce 

disagreements,” although there is some empirical evidence that deliberation can have the 

opposite effect.152 Similarly, Baltussen et al suggest that deliberation ensures that participants in 

a priority setting process are given the opportunity “to identify, reflect and learn about the 

meaning and importance of relevant social values.”153 

In recent years, health actors have increasingly appealed to procedural justice in setting 

priorities, and have aimed to use processes that satisfy the above criteria. Some governments 

have opted to use decision procedures that resemble A4R, but many have used alternate 

processes that nonetheless involve stakeholder engagement and deliberation.154 For instance, in 

2013, the Colombian Ministry of Health “undertook a systematic review to identify criteria, from 

which a shortlist was selected by relevant stakeholders… Weights were obtained from a survey 

of 200 people from the Colombian general population.”155 The Ministry of Health then assessed 

how well each intervention would perform on the chosen criteria, multiplied these scores by the 

weights assigned to each, and funded the highest-ranking interventions. In Spain, an analogous 

priority setting process asked 26 stakeholders—including patients, pharmacists, physicians, 

economists, and policymakers—to deliberate about and then assign weights to different ethical 

criteria.156  

The proliferation of efforts to use fair processes to make priority setting decisions reflects 

broad support for this enterprise, but the heterogeneity of these efforts suggests there may be 

considerable uncertainty about what such a process should entail. 

 

VI. Moral uncertainty and incommensurability in procedural justice 
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Proceduralists have suggested that moral uncertainty and incommensurability necessitate a turn 

to procedural justice, but I will suggest that this conclusion is misguided. I begin by arguing that 

the moral uncertainty associated with designing an allocation procedure is just as significant as 

the moral uncertainty associated with simply allocating the resource itself.xv Following Eyal, I 

suggest too that concerns about incommensurability also arise when designing fair processes, 

just as they do when identifying substantively just allocations. Given this, the fact that an 

allocation decision involves moral uncertainty or value incommensurability cannot be an 

argument for relying on a fair process to make that decision.  

 

Moral uncertainty in designing fair processes 

Relying on a procedural approach introduces three important kinds of moral uncertainty: 

uncertainty about who should be involved in a fair process, uncertainty about the decision 

procedure a fair process should employ, and uncertainty about the role a fair process is meant to 

play in resolving disagreement. Indeed, health actors stand to face just as much moral uncertainty 

in designing a fair process as they do in simply making an allocation decision.   

 First, and most importantly, it is not clear who should be involved in making priority 

setting decisions. When involving the public in priority setting processes, governments have 

tended to define “the public” differently, with some aiming to involve citizens, patients or 

service users, or representatives of organized groups.157 Similarly, defining “stakeholders” as 

“individuals or groups involved in or affected by health- and health care-related decisions, 

programs, or policies,”158 requires making substantive commitments about who will be affected 

by an allocation decision before that decision is made. For instance, the UK’s Joint Committee 

 
xv A related point is made independently by Nir Eyal in a forthcoming paper, and was suggested to us both by 

Robert Steel. 
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on Vaccination and Immunisation (JCVI) was tasked with prioritizing populations for COVID 

vaccination.159 The JCVI included 16 members, each of whom lives in the UK. But it is not 

obvious why the JCVI should have only prioritized UK-based populations for access to COVID 

vaccines, as opposed to, for instance, high-risk populations outside the UK, short-term visitors to 

the UK, UK citizens living internationally, or residents of former UK colonies. Moreover, even if 

one thinks it is appropriate for the British government to prioritize vaccinating UK residents (for 

moral or practical reasons), people living outside the UK are affected by the UK’s vaccination 

policies, rendering them stakeholders. Given this, why should they have been excluded from 

participating in the priority setting process? Even if we concede that stakeholders outside the UK 

are generally less affected by vaccine prioritization decisions than stakeholders within the UK, 

we must still determine how to develop processes where stakeholders are represented in a 

balanced or proportional way. Moreover, limiting participation to only those residing in a given 

nation will predictably affect the outcomes of the prioritization decisions that are made, skewing 

them towards more nationalist allocations (i.e., ones that favor co-nationals). The policymakers 

who opted to place 16 UK residents on the JCVI might have anticipated that doing so would 

increase the committee’s likelihood of prioritizing UK residents. It is not clear why these 

policymakers would be licensed to predictably tip the scales towards certain decisions, but not 

make those decisions outright. And although many would contend that excluding the rest of the 

world from consideration in allocating scarce vaccines was unjust, by relying on a so-called fair 

process, decision makers insulated this decision under a veneer of procedural legitimacy.160 

 The challenge of who to include in priority setting processes is a version of the 

democratic boundary problem, wherein we do not know who has the right to participate in 

collective decisions.161 Clearly, it would be a mistake to abandon democratic processes writ large 
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because we struggle to define the boundaries of the demos. However, this is because there are 

many arguments for using democratic processes to make other kinds of decisions. Those who 

argue that moral disagreement justifies a turn to procedural solutions face a bigger challenge: 

namely, if there is significant, unresolved moral disagreement about who ought to be involved in 

democratic priority setting procedures, then moral disagreement about the principles that ought 

to be used can no longer serve as an argument in favor of procedural solutions. 

 Second, there is disagreement about the decision procedure that should be used in a fair 

process. Daniels and Sabin propose one approach, A4R, but even scholars who support the use of 

A4R disagree on the appropriate scope of A4R.162 More generally, governments have relied on a 

variety of public engagement processes in setting priorities: one review found that 405 

techniques have been employed, with methods ranging from citizen juries, to opinion polls and 

surveys, to focus groups, to town meetings with voting, among others.163 The diversity of the 

procedures that are used suggests that disagreement does not just occur at the margins; rather, 

health actors have fundamentally different views on the correct mechanism by which to involve 

members of the public in prioritization processes. Indeed, there may be as much disagreement 

about the appropriate process to use as there is about the correct weighting of principles, since 

ethicists tend to favor considering only a few—rather than hundreds—of principles.164 

 Finally, people disagree on the appropriate role of a fair process in resolving moral 

uncertainty. For instance, some have suggested that the appropriate role of a fair process is to 

select among allocation schemes that have already been deemed substantively just, while others 

contend that fair processes are meant to do more than this.165 Whichever line one takes here 

seems to create problems. If one thinks that we should only use fair processes to select among 

allocation schemes that have already been deemed substantively just, as MacDougall et al have 
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suggested, this forces us to determine which allocations are just or unjust before the fair process 

commences. It is not clear what principles would enable policymakers to draw fine lines between 

barely unjust and barely just allocations, as concerns about incommensurability presumably 

apply here, too. It is also not clear what would license policymakers to limit the scope of options 

to only those they consider substantively just, but why it would be illegitimate for them to take a 

single step further (i.e., by eliminating an option they view as likely unjust). Presumably, the 

tools they would use to eliminate obviously unjust schemes—evidence and reason—would not 

go from providing definitive answers about what options should be on the table to offering no 

guidance at all about how to rule out additional options. Conversely, if one thinks we should not 

use fair processes to rule out potentially unjust allocations, this seems to leave open the 

possibility that the use of a fair process will produce substantively unjust allocations of health 

resources. 

One final point is worth making: I have argued that the moral uncertainty health actors 

face in deciding how to structure fair processes is as significant as the uncertainty they face in 

simply making allocation decisions. But importantly, this uncertainty is additive, so not only do 

procedural approaches not solve the original problem—how to make decisions when important 

moral principles recommend different actions—they compound it. While fair processes provide a 

tool by which to make decisions, they do not help the people involved in those processes make 

them.xvi The invocation of a fair process simply kicks the can down the road. 

 

 
xvi My husband recently served on a jury, and at the end of the trial, he asked the judge “did we make the right 

decision?” to which she replied, “any decision twelve people can agree on is the right one.” Needless to say, he 

found this response neither instructive nor reassuring. I suspect that people involved in a priority setting process 

would not find Daniels’ suggestion that “the outcomes of fair procedures should count as fair” particularly 

instructive or reassuring, either. 
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Incommensurability in designing fair processes 

 Proceduralists have suggested that not only do we face uncertainty in allocating health 

resources, but additionally we face a deeper problem: incommensurability means there is no truth 

of the matter about how we should balance competing values; this, too, they suggest justifies a 

turn to procedural approaches. But if one thinks incommensurability poses problems for 

determining substantively just allocations of resources, it will similarly pose problems when 

determining when a process is fair. For instance, Eyal suggests that “should conflicts arise 

between the key elements of [A4R], or between two components of a single element, the 

deliberative democratic aspect could be a source of incommensurability… That possibility 

means that deliberative democracy might exacerbate underdeterminacy.” Because proceduralists 

have not proposed a single, independent criterion for assessing whether a process is the right one, 

the different components of a fair process can conflict, just as different principles can when 

assessing a fair outcome. Two examples illustrate this point.  

 First, there are conflicts between the values of inclusion and deliberation. As discussed, 

these are values that proceduralists widely agree are relevant to procedural justice.xvii 

Deliberation and inclusion are in tension with one another because the more involved a process 

is, the less inclusive it can be. There are practical reasons for this: while we could theoretically 

have tens of thousands of people vote on their preferred principles for allocating resources, it 

would be virtually impossible to have tens of thousands of people deliberate about these 

principles. More worryingly, making processes deliberative not only forces us to include fewer 

people; it is also liable to make participants less representative. When the burdens associated 

with participating in democratic processes are more significant, people who already face 

 
xvii I am using the term “inclusion” as a rough proxy for “stakeholder engagement” here. Daniels does the same, 

noting that “the involvement of stakeholders must also be inclusive.” 
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significant burdens are less likely to participate.166 The processes Daniels and other 

proceduralists envision stakeholders engaging in—prolonged deliberation about complex, 

technical issues—is much harder than, say, voting. This kind of process is likely to exclude 

certain people: for instance, people who cannot afford to take time off work to participate in a 

lengthy deliberative process or who would have to travel long distances to attend a meeting. 

We can take steps to mitigate the tension between inclusion and deliberation: perhaps 

deliberative meetings could be held remotely, enabling a broader coalition of stakeholders to 

participate online. But—as anyone who taught a seminar during the COVID pandemic knows—

an online discussion is liable to be of lower quality than an in-person one. Thus, there are 

tradeoffs between two values that many proceduralists believe are intrinsically important to 

priority setting processes. No particular weighing of these conflicting values is clearly better or 

worse. If we face incommensurability in assessing fair outcomes, we will face 

incommensurability in assessing whether processes are fair, too.  

Second, there are conflicts between ensuring processes are fair and making processes 

efficient. Implementing a fair priority setting process is time- and resource-intensive. It is not 

clear how we ought to weigh, for instance, the value of promoting public awareness in priority 

setting against the value of completing a priority setting process in two months, rather than three. 

In every health system in the world, health actors routinely make tradeoffs between making 

priority setting processes more procedurally intensive and making them more efficient. 

Physicians do not allocate their time across patients using a deliberative, democratic process, as 

doing so would be time-consuming and inefficient; rather, physicians are entitled to some 

discretion in making these decisions. Similarly, we do not ask public health bureaucrats to 

engage the populace when making the kinds of rote decisions they make every day (about what 
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data to collect and analyze, how to balance competing responsibilities, and so on). Even though 

such decisions influence the allocation of health resources, proceduralists seem to recognize that 

priority setting processes must rise to a certain level of significance—perhaps they must affect 

more people or affect people in more significant ways—to justify making these decisions using 

resource-intensive processes.  

Implicit in the fact that proceduralists do not think fair processes are warranted at every 

turn, in every setting, is the recognition that there are tradeoffs associated with implementing the 

procedural elements many proceduralists endorse: sometimes we should prioritize ensuring that 

all procedural elements are thoroughly satisfied, and other times we should prioritize efficiency. 

In short, procedural rigor is not the only consideration we care about, but once we acknowledge 

this, it is not clear there is a cardinal unit of measure that can represent the value of ensuring a 

process is fair and ensuring it is efficient. 

 

VII. Conflicts between substantive and procedural justice 

I have argued that the solution proposed by proceduralists is not much of a solution, because it 

does not tell health actors how they morally all-things-considered ought to make priority setting 

decisions when values conflict. Instead, proceduralists have inadvertently exacerbated the 

problem by introducing further moral uncertainty—health actors would face moral uncertainty in 

designing a process, and participants in that process would still face moral uncertainty in making 

allocation decisions. I will now suggest that the pursuit of procedural justice threatens to 

introduce a further problem: namely, it threatens to derail our pursuit of substantive justice.  

As stated, my goal is not to advocate for any particular kind of process, but instead for 

the general proposition that we should aspire to substantive—rather than procedural—justice in 
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setting priorities. This proposal leaves open the possibility that any given process (including 

A4R) could be the right one, so long as it reliably produces substantively just outcomes. Of 

course, proceduralists contend that part of the problem is that we do not know exactly what 

would constitute a substantively just allocation of resources, since people may weigh different 

values differently. That said, proceduralists acknowledge that some allocations of health 

resources are unjust. My contention is as follows: in our pursuit of the procedural elements that 

many proceduralists consider intrinsic to procedural justice—e.g., stakeholder engagement and 

deliberation—we risk stumbling upon allocations that are outside of the window of those that are 

plausibly just (e.g., by forgoing efficiency and equity without achieving commensurate benefits). 

Another way of putting this point is that we should incorporate procedural elements—like 

stakeholder engagement and deliberation—only to the extent that doing so facilitates the 

realization of substantively just allocations of health resources. But it is not at all clear that the 

procedural elements proceduralists endorse consistently have good effects in terms of realizing 

justice. I will introduce empirical evidence suggesting that fair processes have a dubious track 

record, and will then suggest that there are fundamental, structural reasons to expect that “fair 

processes” will systematically lead to unjust allocations of health resources. 

 

Fair processes have a dubious track record 

Because many priority setting processes occur in contexts with severely constrained health 

budgets—hence the need for priority setting in the first place—there are tradeoffs associated 

with ensuring priority setting processes run smoothly and achieving other, important health 

system goals. In Tanzania, the government spends just $39 per capita on health expenses each 

year.167 (At Brigham and Women’s hospital in Boston, a simple urine pregnancy test costs twice 
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this.)168 One paper describing the use of A4R in Tanzania includes a concrete example of such 

tradeoffs: “A delay in funding disbursements delayed part of the implementation process. With 

time, and as circumstances dictated, the plan to monitor and evaluate service domains such as 

malaria, HIV/AIDS, emergency obstetric care and generalised care were dropped, and the focus 

remained merely on monitoring the priority-setting process and management changes within the 

[Council Health Management Team] and at the district hospital.”169 In short, investing limited 

resources in a priority setting process places us in “the red”—we have used resources that we 

might otherwise have used to provide health care to instead make decisions about how to allocate 

resources. The processes we use must provide commensurate benefits (e.g., a tendency to 

prioritize more cost-effective care, or broader public acceptance of health priorities) to justify 

these costs.  

 Worryingly, there is limited evidence that widely used priority setting processes 

systematically achieve these kinds of benefits, in part because they cannot reliably be 

implemented well, especially in LMICs. One review found that: “In evaluating A4R in Kenya, 

Tanzania and Zambia researchers even found that it could not be implemented according to its 

four key conditions. They and others in [high-income countries] found A4R to be conceptually 

abstract, difficult to implement and susceptible to contextual limitations.”170 Specifically, the 

authors of the Tanzania study also note that “limited local autonomy, low level of public 

awareness, unreliable and untimely funding, inadequate accountability mechanisms, and limited 

local resources were the major contextual factors that hampered the full implementation.” In a 

separate study in Uganda—which has a constitution mandating public participation in 

policymaking, as well as political structures designed to facilitate this—researchers similarly 

found that it was difficult to achieve meaningful public engagement in priority setting, due to “a 
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lack of both individual and community empowerment, poverty, a lack of interest, and a lack of 

mobilization, as well as a failure to effectively implement policies mandating public participation 

in health-sector planning and priority setting.”171 Finally, the authors of the review note that “We 

found three comprehensive [priority setting processes] which acknowledge the role of context 

(political, social, financial, cultural etc.), and which have been put forward as candidates to guide 

priority-setting in a wide range of settings, including LMICs... While two are in regular use, it is 

evident from the following summaries that none provides a process yet able to be recommended 

at any level in LMICs.”xviii  

 This is a devastating result, because it means that the priority setting processes that have 

been developed with a central goal of achieving procedural justice may work least well in 

contexts where priority setting decisions matter the most. But it is also not a surprising result: 

health systems are diverse, complex, and have resources that vary by orders of magnitudes. A 

priority setting process that works well in one place is unlikely to work well everywhere. Daniels 

aims to characterize the “general conditions [a priority setting] process must meet if it is to yield 

outcomes that are perceived as fair and legitimate,” but these conditions will either have to be so 

general that a process based on them would work anywhere—in which case we will be left 

without a clear standard for assessing the procedural fairness of such a process—or specific 

enough to evaluate whether procedural justice has been satisfied—in which case, the resulting 

process will likely not work well everywhere.   

A conclusion one might reasonably draw is that in trying to solve one ethical dilemma, 

proceduralists have inadvertently created another, more serious one, namely: priority setting 

 
xviii This is an especially striking finding because we can expect that publication bias might affect evaluation of these 

processes—A4R, Multiple-Criteria Decision Analysis (MCDA), and program budgeting and marginal analysis 

(PBMA)—in ways that are favorable to them, given that people who helped develop these processes are often 

involved in evaluating them.  
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processes developed with the goal of achieving procedural justice have failed to provide 

meaningful health—or other—benefits to populations that badly need them. 

 

Procedural problems are not easily addressed 

One problem with fair processes is that we have not invested sufficient resources into 

implementing them well. Correspondingly, studies documenting the ongoing challenges we face 

in effectively implementing priority setting processes typically also call for more time, energy, 

and resources to be invested into improving these processes. But there are two reasons to think 

that investing substantial resources into fair processes—a tall order in and of itself—will not 

solve the problem, in that doing so will not lead to these processes suddenly producing more 

substantively just allocations of health resources. One of these reasons pertains to efficiency, and 

the other pertains to equity, and both challenges arise in well-resourced health care systems. 

 First, engaging stakeholders in setting priorities is liable to skew decisions towards less 

cost-effective care. As discussed, proceduralists almost universally recommend engaging 

stakeholders in priority setting processes to ensure that people who are affected by decisions 

have a say in them.xix However, certain kinds of health care have readymade advocates, while 

other kinds do not. Expensive treatments that specific people know they will need—for instance, 

because they have a known genetic condition—are liable to have powerful advocates; by 

contrast, treatments that people cannot anticipate they will need, or that provide small benefits to 

many people, have fewer natural advocates. Unfortunately, some of the most cost-effective 

 
xix Although I do not mean to take aim at any specific kind of process, a significant part of what makes a fair process 

a process is that it engages more people more deeply—one could hardly call doctors’ internal resource allocation 

decisions “priority setting processes.” Thus, my criticism of stakeholder engagement is a more general criticism of 

efforts to pursue procedural justice in priority setting. 
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health interventions—preventative screenings, routine vaccinations, off-label drugs—fall into 

this latter category.  

In the United States, legislation was recently passed to enable Medicare to negotiate drug 

prices with pharmaceutical companies, a measure that is expected to save half a trillion dollars 

over the next ten years, and that has been universally lauded by health policy scholars.172 

However, perhaps surprisingly, some of the people who have historically been wary of this 

policy are patients taking expensive drugs and the patient advocacy groups that represent 

them.173 For instance, one patient with cystic fibrosis expressed reluctance that a state medical 

board was considering negotiating the price of Trikafta, a drug that costs $200,000 per year, due 

to concerns that this could chill future drug development. “It just puts Trikafta as a whole at 

risk… It would start here, but it could create a ripple effect.”174 While the patients who are on 

Trikafta may or may not benefit from the government negotiating the drug’s price, a lot of other 

people stand to lose if the government does not, because their co-pays may increase or they may 

lose access to services they need as the state strives to balance its budget and control rising 

health care costs.  

Critically, these other people do not know they stand to lose, and thus are less likely to 

participate in priority setting processes, or engage as deeply if they do. Stakeholder engagement 

is thus inherently asymmetric: because many stakeholders may not realize they are stakeholders, 

there is at best a weak relationship—and more likely an inverse relationship—between what care 

most warrants advocacy, and what care has natural advocates.  

Even more worryingly, recent evidence suggests that patient advocacy groups—a reliable 

source of patients for priority setting processes—have close ties to industry, receiving millions of 

dollars each year from companies that stand to benefit from governments allocating resources 
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less judiciously.175 In the US, three-quarters of patient advocacy organizations have board 

members, senior staff, or executives with ties to the pharmaceutical or medical device 

industries.176 Thus, while involving patients directly in priority setting processes seems like it 

would lead to priorities that better align with the public’s values, in practice, there is reason to 

suspect that doing so would instead bias priority setting processes in favor of small, powerful 

patient groups and the private companies that back them.177 Meanwhile, there are no equivalently 

powerful lobbies for public health interventions—in the US, all major public health 

organizations combined spend less money on lobbying in a typical year than the Cystic Fibrosis 

Foundation does alone. Thus, the kinds of cost-effective, equity promoting public health 

interventions that should be no-brainers for a health system allocating limited resources are more 

likely to end up on the chopping block when priorities are set in accordance with certain 

procedural, rather than substantive, criteria.  

Second, as discussed, the way decision making processes are structured predictably 

influences the decisions they yield. It is no surprise that a process that included only UK 

residents would generate an allocation that benefitted UK residents. The problem is that it is 

virtually impossible to structure a priority setting process such that a representative sample of the 

public can meaningfully participate. This means that decisions will often be biased in favor of 

the more advantaged people who are both able to be in the room and advocate effectively for 

their positions, and biased against people who—through no fault of their own—cannot attend or 

meaningfully participate.  

Unfortunately, the procedural elements many have claimed are intrinsic components of 

procedural justice are liable to produce allocations that compound health inequities. This 

challenge cannot be solved by simply throwing resources at the problem (e.g., by compensating 
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participants, providing free transportation to the priority setting process, and so on), in part 

because medical conditions—the very things stakeholders are meant to be deliberating about—

pose fundamental barriers to participation by causing cognitive and physical impairments. At 

baseline, people with disabilities or low self-reported health are significantly less likely to 

vote.178,179 Although these disparities can be mitigated somewhat by decreasing barriers to 

participation, the more involved a priority setting process is, the harder it will be for the 1.6 

billion people with significant disabilities to participate.180 Thus, the stakeholders who are most 

badly off, and most likely to be affected by the decisions that are made, will often be least able to 

participate in making them.  

Health actors could stand to learn lessons from other policy spheres—including 

environmental and housing policy—where bolstering procedural aspects of decision making has, 

at times, produced policies that are both less effective and less equitable. For instance, when Ezra 

Klein recently interviewed Scott Weiner, a California state senator, he lamented how well-

intentioned participatory processes have made it harder to pass sound environmental policies: 

“Putting process in place can actually harm the environment by killing a new rapid bus 

line or by slowing down or killing a clean energy project… If you have an endless 

process and a bad result — first of all, it’s not democratic, because the people who show 

up at a planning commission hearing or a city council meeting or a town hall may or may 

not represent the broad popular view. In fact, often they don’t, because a lot of people 

don’t even know those meetings are happening, or trying to just get their kids to do their 

homework and eat dinner.”181 

 

Similarly, recent work on housing policy has found that “commenters at public meetings on 

proposed developments are demographically unrepresentative of the general population and their 

preferences generally align with policy outcomes.”182 These findings suggest that fair processes 

are no panacea. 
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If we can’t have both, which should we choose? 

 My claim is not that democratic processes are doomed to produce unjust results, and that 

we should correspondingly abandon them. Rather, my claim is that the procedural elements 

many proceduralists endorse have the potential to—and sometimes do—backfire by producing 

decisions that do not reflect the will of the people, do less than they could to improve population 

health, and compound health inequities. Correspondingly, it is a mistake to suggest that 

achieving procedural justice—as determined by whether priority setting processes include certain 

procedural elements—should be the ultimate goal of setting priorities. Rather, we need some 

standard by which to assess when and whether certain procedural elements do good, and when 

they do bad. I suggest that standard should be: does incorporating these procedural elements lead 

to more substantively just decisions?  

 Of course, it is easy enough to assert that substantive justice should trump procedural 

justice when we know what a just final allocation of resources would be: under those conditions, 

it would be a mistake to try to set priorities via a fair process. For instance, if we had to choose 

between giving a COVID vaccine to one of two otherwise similarly situated people, and one 

person was fully vaccinated while the other was not, we should vaccinate the unvaccinated 

person. We should not flip a coin, appoint a panel of representatives to deliberate, or devise any 

other such procedural solution. By analogy, if we could choose between a criminal justice system 

that consistently rendered the right judgments (i.e., correctly determined a defendant’s innocence 

or guilt), or one that relied on fair procedures (but would often convict the innocent or fail to 

convict the guilty), we would opt for the former. Indeed, Rawls suggests that criminal justice 

systems should be designed with this end in mind. Decisions about the allocation of health 

resources are similarly high stakes; as in the criminal justice system, verdicts can result in death 
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sentences. The people who most need scarce health resources would rather receive them than die 

after having had the opportunity to deliberate about this with their peers. Thus, if we knew who 

had the strongest claims to our scarce and precious health resources, and could fulfill these 

claims, we would be right to do so.  

 Proceduralists do not seem to contest this normative point. Rather, they suggest that—at 

least presently—we do not know, and have no way of determining, what the substantively just 

outcomes might be, because indeterminacy leaves us without an independent criterion for 

assessing the right result. But they acknowledge this is an unfortunate, and perhaps temporary, 

situation. For instance, Daniels writes: “If we have persistent disagreements about principles for 

resolving rationing problems, then we must retreat to a process all can agree is a fair way to 

resolve disputes.” The language here—“if”, “retreat”—suggests that Daniels sees this as a 

suboptimal state of affairs. Elsewhere, he describes the procedural approach he proposes as a 

“practical solution,” rather than the theoretically optimal one:  

“Dan Brock has complained to me in person that accountability for reasonableness does 

not assure the fairness of the outcome, even if it resolves issues about legitimacy. He has 

in mind that we may, given enough time, find a philosophical solution to a more general 

problem, and, as a consequence, we may overturn a previous judgment that results from a 

process that meets the conditions imposed by accountability for reasonableness. In 

response I have argued that claims of fairness are “defeasible,” but reflect our best 

judgment about what is fair at the time the decision is rendered. Remember that such a 

philosophical agreement is possible but not common, so this is a concession about a rare 

event—in keeping with our looking for a practical solution to priority setting in the 

context of indeterminate principles.”183 

 

Thus, Daniels acknowledges that it is theoretically possible for us to arrive at philosophical 

answers to the substantive question about how to allocate resources, and that if we do so, the 

allocations arrived at via the use of fair processes would be defeasible.   
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In the next section, I discuss recent philosophical work on moral uncertainty that leaves 

us with an independent, determinant criterion for assessing the appropriateness of different 

choices under moral uncertainty. 

 

VIII. Substantive justice under moral uncertainty 

Ethicists writing about issues pertaining to the allocation of health resources have tended 

to frame these issues in terms of moral disagreement. This framing accurately characterizes 

many of the normative challenges health actors face in deciding how to distribute limited health 

resources, and presents tools—in particular, those from deliberative democratic theory—that 

they might use to resolve these dilemmas. However, framing debates about the allocation of 

health resources as issues of moral disagreement sets us up to seek procedural solutions. (The 

kinds of deliberative, democratic solutions proceduralists endorse are to moral disagreement like 

a hammer is to a nail.) I have suggested we can just as easily frame questions about the ethical 

allocation of health resources in terms of moral uncertainty, rather than moral disagreement, and 

that doing so will allow us to identify substantively just allocations of resources in some cases 

where moral principles conflict. 

Decision makers may often be morally uncertain when moral principles conflict, but even 

when they are not privately uncertain, they should proceed as though they are. What it means to 

“proceed as though one is morally uncertain” is a point I will return to later, but for now, I 

suggest there are two reasons health actors should act on an attitude of uncertainty when a 

priority setting decision will require them to weigh multiple, seemingly important ethical 

considerations. First, priority setting decisions affect other people, including reasonable people 

who are liable to disagree with health actors’ judgments. Health actors should be able to justify 
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their decisions to people who disagree, which necessitates considering why they disagree.184 

Second, people tend to be overconfident when they face hard decisions, and priority setting 

decisions are hard.185 As a general rule, decision makers will be less likely to err if they proceed 

as though they are fallible, just as doctors are less likely to err when they use checklists, even 

when they know all the steps a procedure requires.186 Given humanity’s long history of moral 

missteps, health actors should proceed with epistemic humility in cases where reasonable people 

disagree about how we ought to set priorities.xx  

I suggest that reframing priority setting questions in terms of moral uncertainty, rather 

than moral disagreement, allows us to make progress on these debates in three key ways: first, 

the moral uncertainty literature renders substantive verdicts in some cases where the moral 

disagreement literature fails to. I suggest that maximizing expected choiceworthiness constitutes 

an independent and determinate criterion for choosing a single, specific course of action, even 

when moral principles conflict. Having already argued that we should prefer substantive 

allocations over fair processes when such verdicts are available, I suggest there is a broader (and 

expanding) range of cases with substantive verdicts. Second, I argue that even in cases where the 

moral uncertainty literature fails to render verdicts, it clarifies what kinds of process we might 

use to more reliably reach substantive verdicts. Thus, rather than needing to “retreat” from fair 

allocations to fair processes under conditions of moral uncertainty, we can use the tools from this 

literature to carefully proceed towards substantively just allocations of resources even when 

principles conflict.  

 

An independent criterion for assessing just allocations 

 
xx Whether decision makers have some obligation to adjust their private moral beliefs when reasonable people 

disagree is a separate question, and one that is beyond the scope of this chapter. 
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As previously discussed, we face moral uncertainty in cases where different moral theories 

recommend different courses of action. MacAskill et al offer a simple statement of this situation:  

“When we face a moral problem, we are asking what we morally ought to do, at the first 

level. Standard moral theories, such as utilitarianism, Kantianism, and virtue ethics 

provide answers to this question. In a case of moral uncertainty, we are moving up one 

level and asking about what we ought to do, at the second level, when we are not sure 

what we ought to do at the first level. At this second level, we take into account our 

credence in various hypotheses about what we ought to do at the first level and what 

these hypotheses say about the choiceworthiness of each action.” 

 

To illustrate these concepts, it is worth evaluating them in the context of a priority setting 

decision a health actor might conceivably face.  

  

Patients with Asthma or Obesity 

Imagine a ministry of health has a limited supply of COVID vaccines and is deciding whether to 

first vaccinate patients with asthma or patients with obesity. Data shows that vaccinating the 

patients with obesity will save many more lives than vaccinating the patients with asthma, 

because the patients with obesity are at much higher risk.187,188 Using lives saved as a proxy for 

utility, prioritizing the patients with obesity will produce greater utility. But this does not answer 

the question of who we should vaccinate first. Principles aside from utility may matter too; 

indeed, we cannot be certain that they do not. For instance, another principle Daniels suggests it 

is reasonable to care about—whether someone is personally responsible for their health 

condition—would recommend prioritizing the patients with asthma, because they clearly bear no 

responsibility for their medical condition, whereas some contend that some patients with obesity 

do.189 Thus, our decision about who to prioritize also involves moral uncertainty. Given that we 

cannot simultaneously prioritize both groups, we need to decide what to do. 
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 Utility Responsibility 

Prioritize patients with asthma Significant Wrong Permissible 

Prioritize patients with obesity Permissible Mild Wrong 

                   Table 1: MEC in Asthma or Obesity 

 

Different moral theories or moral principles assess options (e.g., prioritize people with asthma or 

obesity) in terms of their choiceworthiness, where the “choiceworthiness of an option represents 

the all-things-considered strength of reasons in favour of that option.”xxi,190 For instance, one 

version of utilitarianism would assess an allocation scheme that saves the most lives as the most 

choiceworthy one. The problem we face when we are morally uncertain is that different theories 

that we each have some credence in deem different options more or less choiceworthy. In the 

above case, the principles of utility and responsibility deem opposing allocation schemes more 

choiceworthy. We need some way of making decisions when multiple ethical principles we have 

credence in recommend different courses of action.  

 Notably, the case just described is exactly the kind of case proceduralists use to justify a 

turn towards fair processes. Daniels writes: 

“Any decision we make about how to use resources to meet health needs can create 

winners and losers. Yet, we lack a consensus on principles for resolving disputes among 

these winners and losers. We have reasonable moral disagreement about how to treat 

people fairly. Perhaps we can eventually arrive at philosophical analyses of these issues 

that produce wide acceptance of appropriate principles, and we should invest in such 

work, but in the real world, resources must be allocated in real time in a way that is 

perceived to be legitimate and fair.” 

 

And while philosophical analysis may not yet have produced widespread acceptance of the 

appropriate first order principles, it has produced a widely accepted account of how we ought to 

weigh those principles when they conflict. 

 
xxi Notably, the theory does not require “choiceworthiness” to be assessed quantitatively. 
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Maximizing Expected Choiceworthiness (MEC) 

MEC is the most widely endorsed theory of how decision makers facing moral uncertainty ought 

to make moral decisions.xxii,191 MEC says that when we face moral uncertainty, the option we 

should choose “is the one with the highest expected choiceworthiness, where the expected 

choiceworthiness of an option is given by the sum, over all moral theories, of the decision 

maker’s credence in that theory multiplied by the choiceworthiness of the option, if that theory is 

true.”192 MEC for moral uncertainty is thus analogous to expected value theory for empirical 

uncertainty. A health actor aiming to implement MEC in the above case would determine the 

credence they had that each principle ought to be the decisive one (utility and responsibility) and 

which principle the stakes of erring are higher under. In this case, the stakes of erring are higher 

under the principle of utility, because prioritizing the patients with obesity will save far more 

lives, but patients with obesity are, at most, only slightly responsible for their health condition. In 

addition, while utility clearly matters when allocating health resources—no one would contest 

that we should try to save more lives—it is not obvious that theories of personal responsibility 

should influence our allocation decisions. As Daniels himself notes, even if one determines that a 

patient is responsible for their health condition, this does not necessarily mean that we should 

deny him resources on this basis. Thus, we should also have more credence that utility matters in 

this case than we should that personal responsibility does. We should prioritize the obese patients 

for COVID vaccination.  

 
xxii Although other theories have been proposed, these theories face more significant challenges, perhaps especially 

in cases where a decision maker is making decisions about the allocation of health resources, both because she 

herself is unlikely to own (or have any claim to) these resources, and because these decisions primarily affect other 

people. 
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This example illustrates a few important points. First, the intuition that drives the 

conclusion that we should prioritize the obese patients seems to match the logical steps taken 

when reasoning about this case using MEC. Specifically, “Which theory are the stakes higher 

under?” and “Which theory do we have more credence in?” seem like the right questions to ask 

to reach the conclusion we reached. 

Second, using MEC, we arrived at a substantive verdict in a case where principles 

Daniels contends may constitute “relevant reasons” conflict. Crucially, many proceduralists have 

suggested that such verdicts cannot be reached. Their suggestion—that we use a fair process to 

make these kinds of decisions—leaves open the possibility that we might deprioritize the obese 

patients in the above case, an outcome that would be substantively unjust. I have shown that 

substantive verdicts can be reached in at least some cases where moral principles conflict, and 

that the concept of substantive justice is not rendered moot by the presence of moral uncertainty. 

Notably, the substantive verdict we reached seems, intuitively, to be the right one: decision 

makers should prioritize obese patients in the above case. Indeed, it would be a mistake not to, 

given that we know doing so will save many more lives, and the proposition that people should 

be denied health resources because they may bear some responsibility for their conditions is, at 

best, a dubious one.  

While the case I have described is a relatively straightforward one, and MEC will not 

provide readymade conclusions in all the complex priority setting cases we are likely to 

encounter in the real world, the fact that we can reach substantive verdicts in simple cases 

suggests a path towards doing so in more complex ones. 193   

 

Substantive justice under moral uncertainty 
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MEC provides us with substantive answers to at least some prioritization decisions where 

relevant moral principles conflict. Although such straightforward cases might be rare in the real 

world, this case nonetheless proves an important point: moral uncertainty does not necessitate a 

retreat to procedural justice; rather, MEC suggests a possible, if painstaking, route towards 

substantive justice, even under conditions of moral uncertainty, and even in hard cases. 

 

Chronic Conditions or Elderly 

Imagine a ministry of health is in the same situation as before but is now trying to decide 

whether to prioritize healthy elderly people or slightly younger people with chronic conditions. 

Imagine we know that prioritizing the healthy elderly will save significantly more lives, since 

this population is at higher risk, but we also know that people with preexisting conditions are 

more disadvantaged, by virtue of having chronic conditions, and also being slightly younger, 

meaning they haven’t had the opportunity to live as long (Table 2). 

 Utility Prioritize the worst off 

Prioritize elderly Permissible Wrong 

Prioritize chronically ill Wrong Permissible 

           Table 2: MEC in Chronic Conditions or Elderly 

It is not clear under which theory the stakes are higher: is it a worse thing to prioritize a 

somewhat better off person under a principle that recommends prioritizing the worst off, or to 

save fewer lives under a principle that recommends saving the most lives? Thus, our decision 

under MEC would come down to what credence we have in each principle. Troublingly, when 

we face a given priority setting decision, it is not immediately clear what credences we ought to 

have in each principle relevant to that decision; indeed, reasonable people would disagree on this 

point. MEC correspondingly ceases to be (immediately) action guiding in this harder case. And 
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many of the moral dilemmas we face when allocating health resources are more complex still. 

Indeed, most ethicists who work on issues related to priority setting think that at least two 

principles (maximizing benefits and prioritizing the worst off) are relevant, and some believe that 

additional principles (in particular, reciprocity and treating people equally) are as well.194 

Furthermore, there are different ways of cashing out the above principles: for instance, we might 

think that “maximizing benefits” means considering not just lives saved, but also life years 

saved, and the quality of the life years that are saved. Moreover, we might be considering 

prioritizing more groups than just the two described above. Thus, to use MEC in the real world, 

we might need to draw a table with many more cells, and then carefully determine the stakes of 

each principle under consideration, as well as the credences we should have in each principle. Is 

MEC thus only useful in straightforward cases, like Patients with Asthma or Obesity? 

 The answer to this question is no, because there is nothing, in principle, that makes 

Patients with Asthma or Obesity different from Chronic Conditions or Elderly. The difference 

between these cases is a difference of degree (with respect to their complexity), not kind. Thus, if 

substantive justice is within our grasp in the former case, it ought to be attainable in the latter 

case as well, although we may have to reach farther. While MEC does not deliver the kind of 

obvious, readymade verdicts in hard cases as it does in easy ones, it still provides guidance as to 

how we might approach such verdicts. 

 

Decision-making processes that yield substantively just results under moral uncertainty 

A process for making decisions is a necessary component of priority setting: somehow, health 

actors need to go from not having a decision to having one. The point I have argued—that we 
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should pursue substantive, rather than procedural, justice in setting priorities—does not negate 

the need for some kind of decision-making procedure. 

 MEC illuminates what a decision-making procedure designed to reliably identify 

substantively just allocations of health resources might look like. Specifically, MEC suggests 

that under such a procedure, we would need to: (1) Determine what choiceworthiness score each 

relevant theory assigns to each option and (2) Determine what our credences in different moral 

viewpoints ought to be.195  

 

IX. Fair processes under moral uncertainty 

I have argued that under moral uncertainty, we should aim to make decisions that are 

substantively just. Substantively just decisions are those recommended by MEC. The problem 

we face is that it is often not obvious what option MEC would recommend. I now suggest that 

the decision-making procedure we should use to set priorities under moral uncertainty should be 

designed to most reliably determine which option MEC would recommend. A detailed discussion 

of how we might best do this is beyond the scope of this chapter, but I suggest that to determine 

this, we need to identify the correct “credence decision makers” and “choiceworthiness decision 

makers,” as well as develop an appropriate “credence procedure” and “choiceworthiness 

procedure.” (Table 3). I will briefly remark on each. 

 Who should be involved in this 

decision (e.g., ethicist, empirical 

experts, the public)? 

What decision procedure 

should we use (e.g., voting, 

surveys, deliberation)? 

What should our credences in different 

moral principles be? 
Credence decision makers Credence procedure 

What choiceworthiness score does each 

principle assign to each option? 
Choiceworthiness decision makers Choiceworthiness procedure 

 Table 3: Decision procedure recommended by MEC 
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Establishing credences 

Our credences in different moral principles should be based on the strength of the arguments for 

those principles. The best way to determine how much credence we ought to have in different 

moral principles is thus to consult people who understand how normative arguments ought to be 

made, are familiar with arguments for the inclusion of different principles, and can assess the 

strengths and weaknesses of those arguments. A key part of this process should involve 

reviewing the literature on ethical issues pertaining to the allocation of health resources and 

assessing the various arguments that have been made in favor of various principles. Decision 

makers might then deliberate about such principles, before deciding how much stock to place in 

each (e.g., by taking a weighted average of each representative’s credences). This process might 

thus seem to track the concept of public justification, in that the credences would be justifiable to 

reasonable people, because they would be based on reason and arguments.xxiii   

 

Establishing choiceworthiness 

By contrast, a broader coalition of decision makers might be involved in assessing the 

choiceworthiness of different options under each principle. For instance, in assessing the 

choiceworthiness of prioritizing the chronically ill or the elderly in Chronic Conditions or 

Elderly under the utility principle, we would need to consult empirical experts, who could tell us 

the relative number of lives lost or DALYs that might be prevented under each option. The first 

step of assessing the choiceworthiness of each option would thus involve having empirical 

experts estimate the relevant empirical facts (e.g., the effect of different proposed policies on 

 
xxiii Notably, while Daniels acknowledges that it would theoretically be possible to figure out how much credence we 

should have in different moral principles through “philosophical analyses,” A4R provides no way accounting for 

this kind of moral progress, whereas an explicit credence procedure would. 
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more badly off populations and the potential health gains under each). The same decision makers 

involved in determining credences could then assess the choiceworthiness each principle would 

assign to each option under consideration. They could do so by reviewing the relevant moral 

arguments and deliberating about them. Again, the results of such a procedure would be publicly 

justifiable, because policymakers would use evidence and reason to assess the choiceworthiness 

of the different options under consideration.  

 

A role for the public? 

The decision-making procedure just described is not so different from ones currently in use, and 

in particular, Multiple-Criteria Decision Analysis (MCDA), which involves assigning weights to 

different ethical principles and then ranking different interventions on those principles.196 The 

MCDA decision procedure leads to a table similar to those presented above, where the weights 

assigned to each principle in an MCDA correspond to the credences assigned to different 

principles in MEC, while the permissibility of different choices corresponds to the numerical 

scores assigned to each option under consideration in the MCDA. 

However, a major part of the justification for using processes like MCDA is Daniels’, 

namely, that decision makers should use tools like MCDA in their pursuit of procedural justice. 

This has significant implications for the details of such a decision procedure. Perhaps most 

importantly, proponents of MCDA recommend that:  

“Society, including relevant stakeholders such as healthcare providers, patients, citizens, 

funders, and decision makers, have different interests and may reasonably disagree on 

what values should be used to guide priority setting. Because national governments are 

accountable to the populations they serve, they should be concerned with establishing 

legitimate decision-making processes that take these values into account. Stakeholder 

deliberation is considered an essential component to achieve such legitimacy.”197 
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By contrast, if we are instead using such a process to pursue substantive justice, there is no 

obvious reason for such a broad coalition of stakeholders to be directly involved. Decisions made 

under a MEC procedure would be publicly justifiable, rendering such decisions legitimate, even 

in the absence of direct public involvement.198 Moreover, democratic processes do not inherently 

render the resultant decisions legitimate: for instance, it would be a mistake to set the federal 

interest rate by having members of the public vote on it. The number that emerged from such a 

process would surely not be legitimate. Similarly, the priority setting decisions made by 

members of the public would only be legitimate if those individuals (quite coincidentally) 

happened to be well positioned to assess what choiceworthiness score each relevant principle 

would assign to each option under consideration and what our credences in different moral 

principles ought to be. Thus, many of the participatory processes that are currently in use may 

neither be legitimate nor likely to produce more substantively just allocations of health resources, 

and, as previously discussed, risk doing the opposite. 

However, even though there may not be strong procedural or substantive reasons to 

directly involve the public in priority setting processes, there are still reasons to systematically 

assess and consider the public’s values and priorities (e.g., by conducting qualitative research or 

large surveys).  

 First, on some views, the public’s beliefs should bolster our credences in the moral 

principles the public supports. For instance, if we know that members of a population believe 

strongly in prioritizing the worst off, then this might reasonably increase a health actor’s 

credence in that principle. But notably, this view rests on contestable normative assumptions, and 

would require us to systematically assess the moral views of a given population (rather than have 

a small number of potentially unrepresentative stakeholders deliberate about them).  
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Second, the public’s values might tell us the permissibility of different allocation 

schemes under a principle we might call “respect for persons.” In short, we should have some 

credence in the principle that policies ought to reflect the values of the people they affect. 

Schemes that align more closely with the public’s preferences would thus be deemed more 

choiceworthy under this principle. 

 Third, public engagement can lead to the elicitation of relevant empirical facts that might 

shift our understanding of the permissibility of different courses of action under each principle. 

An example illustrates this point: if prioritizing the chronically ill in Chronic Conditions or 

Elderly aligns with widely held moral views, and we anticipate this will boost public support for 

vaccines, leading others to seek out vaccination, this is relevant. Prioritizing the chronically ill 

will save more lives than we had previously thought. But this information does not bolster the 

arguments for considering utility, and should thus not shift our credence in the principle of 

utility. Rather, this new piece of information suggests that the utility principle does not 

recommend as strongly against prioritizing the chronically ill as we had previously estimated; 

perhaps vaccinating them is a mild rather than significant wrong. Gaining this piece of 

information thus affects the choiceworthiness of different actions in the same way that learning 

any fact that caused us to reassess the utility of prioritizing a particular group would.  

 

X. Two objections 

Indeterminacy 

One might reasonably claim that I have dodged the issue of indeterminacy by presenting 

prioritization decisions as discreet choices between distinct patient populations. What Daniels 

(and other proceduralists) instead seem to envision is some sort of deliberative process that 
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would result in participants assigning, for example, 32.7% weight to equity and 67.3% weight to 

efficiency in setting priorities, and then allocating resources to different populations on this 

basis. It is hard to imagine that MEC would render clear, substantive verdicts in this kind of case, 

or that such substantive verdicts even exist. 

 I think this is the wrong question to ask, though. The trouble for Daniels is that all policy 

issues are like this: a decision about whether to charge $3.45 or $3.50 for a subway ride 

undoubtedly introduces tradeoffs between efficiency and equity. The solution to every policy 

decision cannot be to dispense with ideas about what is substantively just because there is 

ambiguity about which policy is most just. Resolving each policy decision of this kind via the 

use of a fair process would make the already rusted wheels of bureaucracy grind to a screeching 

halt.  

Rather, policymakers must be entitled to some leeway in putting options on the table, 

though all involve the balancing of moral principles under circumstances where no weighting is 

clearly morally superior. It would be fine, for instance, for policymakers to propose two different 

subway fare schemes—a flat scheme, like that used on the New York subway, where each ride 

costs $2.75, regardless of the distance traveled—or a staggered scheme, like that used on the 

Washington, D.C. Metro, where each ride costs between $2.00 and $6.00, depending on the time 

of day and distance traveled.199,200 MEC could then be used to provide a single, determinate 

answer to the question “is it better to use a flat or staggered subway pricing scheme?” even if it 

could not render a verdict on whether we should charge $3.45 or $3.50 for a ride.  

When setting health care priorities, policymakers are generally making the first kind of 

decision (i.e., one that is discrete and well-defined), like whether a social insurance scheme 
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should cover a given service or not.201 This is exactly the kind of question for which MEC can 

provide a single, determinant answer.  

 

Legitimacy 

A second, related challenge pertains to legitimacy. Daniels has argued that fair processes 

address the problem of political legitimacy, or as he notes: “Under what conditions do decision 

makers have the moral authority to set the limits they impose?” One might worry that a health 

actor pursuing substantive, rather than procedural, justice would lack the moral authority to deny 

treatment to certain people. Specifically, if one thinks certain procedural requirements—like the 

direct involvement of stakeholders in decisions—need to be satisfied for decisions to be 

legitimate, then processes that do not directly engage the public would be illegitimate. And I 

have suggested that procedures designed to achieve substantively just outcomes do not 

necessarily need to involve certain procedural components (e.g., public engagement), so long as 

they reliably produce substantively just outcomes. Does my proposed process thus risk stripping 

health actors of their moral authority to make priority setting decisions? I think not, for three 

reasons. 

First, it is worth noting that Daniels himself thinks that “[stakeholder] participation is not 

generally either a necessary or a sufficient condition for establishing legitimacy.” However, 

Daniels does assert that “[stakeholder participation] would increase the likelihood that a broader 

range of relevant reasons and rationales will be aired in the decision-making process.” This, in 

turn, would “increase the legitimacy of limit-setting decisions in both private and public 

organizations by increasing accountability for reasonableness.” Daniels’ assertion that it is 

compliance with the procedure of A4R that enhances legitimacy is at odds with the views of 
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other proceduralists, many of whom think the legitimacy of priority setting decisions is grounded 

in procedural justice, but do not share Daniels’ views regarding the appropriate contents of a fair 

process.202 Relatedly, given the overwhelming majority of priority setting decisions are not made 

via the use of A4R, Daniels’ view suggests that the overwhelming majority of priority setting 

decisions are not legitimate. This would mean that, on Daniels’ view, many democratically 

elected governments, running well-functioning health care systems, and making priority setting 

decisions using mechanisms other than A4R lack the moral authority to make these decisions. 

While this could be argued, it defies common sense. 

However, a bigger problem for Daniels is that his argument is circular. Specifically, he 

asserts that priority setting decisions are only legitimate if they adhere to the requirements of 

A4R, but he defines the requirements of A4R in terms of political legitimacy, writing: “I shall try 

to characterize the general conditions such a process must meet if it is to yield outcomes that are 

perceived as fair and legitimate.” The circular nature of Daniels’ justification for A4R makes it 

difficult to determine exactly what it is that makes a decision-making procedure legitimate for 

Daniels—whether it is consent, or respect, or something else—but his justification seems to hew 

closely to Rawls’.203 For Daniels, legitimacy is secured by ensuring “relevant reasons and 

rationales” are considered, while for Rawls “political power is legitimate only when it is 

exercised in accordance with a constitution (written or unwritten) the essentials of which all 

citizens, as reasonable and rational, can endorse in light of their common human reason.”204  

The problem is that Rawls’ conception of political legitimacy differs from Daniels’ in at 

least one key respect. For Rawls, political legitimacy rests on the idea of public reason. There is 

a massive literature that has developed around conceptions of public reason (and how it should 

be applied), leading Barrett and Schmidt to note that “Public reason liberalism, then, is really a 
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family of theories.”205 But many of these theories do not support (only) Daniels’ recommended 

process. For instance, as Peter Fabienne notes, “On a common reading today, the Rawlsian idea 

of public reason is understood in terms of a hypothetical consensus on substantive reasons” 

(emphasis added).206 Thus, there is no requirement that reasonable people literally agree on the 

priorities that are set, but rather that a law or policy be theoretically justifiable to reasonable 

people. The process I have recommended satisfies this requirement, because I have defined a 

substantively just decision as one that maximizes expected choiceworthiness, and an option’s 

choiceworthiness is determined by the “all-things-considered strength of reasons in favour of that 

option.” Though it may constrain the reasons that can be canvassed, it is hard to see how a 

process designed with the goal of maximizing the all-things-considered strength of reasons in 

favor of an option could not be made compliant with a Rawlsian public justification principle.  

Finally, I suspect it is actually Daniels’ recommended process—and others that cannot 

reliably produce substantively just outcomes—that risks failing the test of political legitimacy. 

As Danielle Allen, an ardent defender of deliberative democratic processes, writes: “Plato and 

Aristotle argued that the first criterion for judging how well a given regime performed was 

simply whether… [rulers] deliver basic well-being to the population. This is the first requirement 

for political legitimacy of any kind.”207 In short, whether a health actor’s decisions are legitimate 

depends in large part on the substance of those decisions. This is precisely the standard I have 

argued priority setting processes should meet—they should reliably produce substantively just 

results. By contrast, fair processes of the kind Daniels envisions seem more likely to introduce 

problems pertaining to legitimacy, because they are less likely to guarantee substantively just 

decisions. Eyal offers an even harsher critique: 

“Deliberative democratic processes are insufficient to respect and legitimacy in the health 

resource allocation setting. For patients who lose medical resources because of the 
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allocation approach selected, the ‘consolation prize’ on offer—arguments compatible 

with their own comprehensive worldview and/or having input into the communal 

decision—is almost vacuous, and largely improper. It gives them little, ignores the nature 

of their loss, and thus shows very limited concern for their plight.”208 

 

XI. Conclusion 

The reason priority setting decisions matter is because they can have significant bearing on 

people’s health and wellbeing; in expectation, when we make these decisions badly, we cause 

suffering that we might have avoided, or compound inequities that we could have addressed. My 

conclusion is thus a simple one: we need to use processes that work because we need to get these 

decisions right. There is moral uncertainty about what it means to get these decisions right, and 

empirical uncertainty about which processes work, but we miss the forest for the trees when we 

pursue lofty procedural goals—like stakeholder engagement, deliberative discussions, and 

prolonged priority setting processes—that do not always map onto important substantive 

objectives, and that it is often not realistic to achieve.  
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Chapter 5: Discussion 
 

Summary of Findings 

 I have aimed to show that our attitudes towards uncertainty—whatever they are—have 

significant ethical implications. Throughout this dissertation, I have outlined what some of these 

ethical implications are in different contexts, and how organizations that fund global health, 

health research, or health care should act in light of them.  

In Chapter 2, I discussed the ramifications of global health actors’ tendency to favor more 

certain interventions—or those for which more reliable cost-effectiveness estimates exist—even 

when cost-effectiveness estimates fall within a similar range. This raised an important question: 

is it justifiable for funders to prioritize interventions that are known to be highly cost-effective 

over those that appear highly cost-effective but for which cost-effectiveness estimates are less 

certain? In this chapter, I argued that more certain interventions will tend to be more effective, 

but may tend to be less equitable and yield less valuable information about the efficacy of a 

particular program. I thus suggested that global health actors should not adopt general attitudes 

towards uncertainty but should instead assess the likely effects of prioritizing more or less certain 

interventions in particular cases. Specifically, I suggested that it is often reasonable to favor more 

certain interventions because the benefits will be larger, but that global health actors should 

consider prioritizing less certain interventions when they stand to gain valuable information from 

them or when doing so will mitigate inequities. 

In Chapter 3, I argued that organizations that fund health research should consider future 

disease burden, rather than present disease burden, in setting research priorities. A simple version 

of this claim is trivially true: as Joe Millum has rightly suggested, funders should take into 

account disease burden at the time when research will yield benefits. But importantly, funders 
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have some control over when the research they fund will yield benefits: by funding more applied 

research, they shorten the timelines of these benefits, whereas by funding more basic research, 

they increase the likelihood that benefits will accrue to populations further in the future. Thus, 

funders also face a harder normative question: how far into the future should they look in setting 

research priorities? I suggested they have strong normative reasons to care about all future 

disease burden, but that estimates of disease burden further in the future are necessarily more 

uncertain, giving funders an epistemic reason to discount these estimates while placing greater 

weight on shorter term estimates. 

In Chapter 4, I argued that the presence of moral uncertainty does not render it impossible 

for us to pursue substantively just outcomes in setting priorities, and suggested that we can still 

do so by maximizing expected choiceworthiness. While MEC will often fail to provide easy, 

obvious answers to the kinds of conundrums we face when ethical principles conflict, it can 

nonetheless provide guidance with regard to how we might structure a decision-making 

procedure that aims to identify substantively just options. I suggested that there is no obvious, 

direct role for the public to play in making such decisions, although the values and priorities of 

the public may nonetheless prove relevant to them.  

 

Common Themes 

We should confront uncertainty head on 

Uncertainty is par for the course for policymakers, but ethicists have often steered far 

clear of it. I have suggested in this dissertation that we need to confront uncertainty head on, 

because uncertainty has significant implications for how we allocate health resources. For 

instance, if global health actors were completely agnostic about uncertainty, they might often 
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leave health benefits on the table by failing to prioritize more certain interventions in some cases, 

or might inadvertently compound health inequities by failing to prioritize more uncertain 

interventions in other ones.  

 

We should pursue substantive solutions over procedural ones where possible 

In all three chapters, I delineate substantive—rather than procedural—criteria that I 

believe should guide priority setting decisions. In the second chapter, I outlined criteria under 

which global health actors should prioritize more or less certain interventions. In the third 

chapter, I described how research funders should account for future disease burden in setting 

research priorities. And in the fourth chapter, I argued that MEC can help us identify 

substantively just criteria for allocating health care resources under moral uncertainty. 

My dissertation thus represents a turn away from the procedural approaches that ethicists 

have increasingly embraced for making priority setting decisions. While there are undoubtedly 

some cases under which we should pursue procedural solutions in setting priorities, I think these 

cases are likely few and far between.  

Why do I think we should only pursue procedural solutions as a last resort? First, I 

believe ethicists have historically been too quick to recommend procedural solutions without 

paying sufficient attention to how such approaches are liable to play out in the real world. For 

instance, in recent years, there have been major efforts to make research priority setting more 

inclusive and deliberative.209 These efforts are well-intentioned, and in some cases, may be 

reasonable. But they have costs, too: a researcher who applies to an NIH grant can expect to wait 

nearly two years to receive funding.210 These delays are due, in part, to long lags associated with 

peer review and other regulatory processes research funders are required to adhere to. 
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Individually, each of these steps may seem reasonable. Having research funders exercise 

rigorous oversight seems liable to lead to more impactful research getting funded in any given 

case. The problem is that over many projects, it is hard to imagine the benefits this system 

provides justify its massive costs, given the grant application process delays research by years 

and consumes hundreds of hours of researchers’ time.211 I suspect that the more extensive, more 

inclusive grant review processes many ethicists envision would not impose additional burdens on 

researchers, and further delay the research enterprise, denying patients of needed cures. More 

generally, I worry that concepts like stakeholder engagement, fair processes, and public 

deliberation sound good in theory, but are often accompanied by easy to overlook costs when 

implemented in the real world. Moreover, the benefits of these practices are often assumed, but 

rarely demonstrated. This is not an argument against democratizing aspects of priority setting 

decisions, but it is an argument for doing so judiciously, while paying careful attention (and, 

ideally, empirically evaluating) the logistical and financial costs associated with making 

processes more complex and burdensome. 

Second, I believe that there is a real risk that these processes produce substantively unjust 

allocations of health resources. It is difficult to design processes that are truly democratic. As 

discussed in the fourth chapter, background injustices and certain health conditions make it hard 

for patients to participate meaningfully in deliberative processes. Moreover, some of the most 

cost-effective interventions have no readymade advocates. When we use so-called fair processes 

to set health priorities, we risk stacking the deck against cost-effective interventions and 

disadvantaged populations in ways that are liable to compound health and social inequities. This 

risk is likely highest when health systems lack the resources or infrastructure to implement these 

processes well, and when priority setting decisions have the highest stakes. Moreover, as 
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discussed in the third chapter, many of the benefits of health research flow towards future 

populations, including ones that have not yet been born. Correspondingly, the populations who 

may be most affected by the priority setting decisions we make today are unable to participate in 

making them, rendering them inherently undemocratic. We can predict the health needs of those 

populations—for instance, that they will face an ever-increasing threat of synthetic pandemics—

and we should account for their health needs in setting priorities, even though they cannot be 

present to represent their own interests.212 For these reasons, ethicists should delineate 

substantive criteria that policymakers can use to set priorities whenever we can expect that it 

would be highly inefficient, inequitable, or undemocratic to punt these decisions to the public. 

 

Limitations 

How should we account for the priorities of beneficiaries? 

 My contention that we should rely sparingly on procedural solutions when making 

priority setting decisions might seem to imply that we should not account for the values and 

preferences of potential beneficiaries. My view is quite the opposite: it is extremely important 

that we respond to the needs of the populations that are affected by health policies and 

interventions. However, in order to do this well, we need to systematically assess the desires of 

potential beneficiaries, rather than involve a small number of stakeholders directly in 

deliberations, which risks having the opposite effect (i.e., biasing priority setting processes 

towards a group that is more advantaged than and less representative of the population with 

which we are concerned). But accounting systematically for a population’s health needs is easier 

said than done: in order to be truly responsive to the populations we aim to support, we would 
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likely need to conduct large-scale, systematic surveys and collect qualitative data on the public’s 

values and health priorities.  

This is not an insurmountable challenge, since there is already infrastructure in place for 

assessing large populations’ health priorities. For instance, the Global Burden of Disease Study 

group surveys tens of thousands of people in different countries to determine which health states 

people consider to be healthier and less healthy.213 Ideally, we would also collect large scale data 

on people’s values related to health priority setting, akin to data collected during the Moral 

Machine Experiment, in which millions of people around the world were surveyed on their 

preferences with respect to the following kinds of scenarios: “Think of an autonomous vehicle 

that is about to crash, and cannot find a trajectory that would save everyone. Should it swerve 

onto one jaywalking teenager to spare its three elderly passengers?”214 It is not clear that 

people’s moral preferences with respect to these kinds of scenarios should then be the primary 

determinants of policy decisions, as some preferences might not be well-founded or justifiable 

(e.g., participants’ tendency to save females over males), but whether a policy reflects the 

public’s values is one (potentially overridable) consideration relevant to priority setting 

decisions.215 

 

How do you incentivize health actors to implement these recommendations? 

It is not always clear how to incentivize health actors—particularly private ones—to act 

in accordance with the recommendations I have delineated here. It may often be easier for non-

profit research funders to garner donations by touting the shorter-term accomplishments of their 

investments. For instance, the more public facing, “Why Support St. Jude?” page of the St. Jude 

Children’s Research Hospital focuses on the near term benefits of donating (“families never 
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receive a bill from St. Jude for treatment, travel, housing or food — so they can focus on helping 

their child live”), even though St. Jude’s more technical 2022-2027 Strategic Plan focuses 

substantially on the institution’s longer term goals (e.g., creating a new Center of Excellence for 

Advanced Microscopy).216,217 In short, even when an organization aspires to allocate research 

funding in accordance with future disease burden, there may be some tension between pursuing 

this goal and acting in ways that are liable to increase donations. 

Similarly, it may be difficult to incentivize for-profit companies to prioritize developing 

treatments for diseases that will cause more burden in the future if these treatments are unlikely 

to be lucrative in the short term. More generally, private companies are unlikely to systematically 

link their research investments to future disease burden unless this just so happens to be 

profitable.  

To some extent, public research funders may be able to push private and non-profit 

research funders to prioritize longer term health problems through tax incentives or by funding 

basic research that paves the foundation for (and decreases the costs associated with conducting) 

more applied research. But one final challenge is that government actors may also be motivated 

to focus on shorter term health problems; for instance, President Trump pushed researchers to 

develop an effective COVID vaccine before Election Day in 2020 in an unsuccessful bid to use 

short-term scientific progress to win reelection.218 Thus, although I have suggested that state 

actors should often be forward looking and cosmopolitan in allocating health resources, they are 

often not incentivized to act this way. Given this, it is worth considering how multilateral 

organizations might, in turn, incentivize government actors to account for future populations and 

populations beyond their borders in setting health priorities, or how we might best convince state 

actors that it is in their interest to consider populations that they are not directly accountable to. 
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Implications and Future Directions 

We should evaluate priority setting processes 

As discussed, we have reason to think—and some data to suggest—that the fair processes 

many ethicists think we should use to make priority setting decisions often produce substantively 

unjust allocations. There is limited data to corroborate this suspicion because this is a 

challenging issue to study (for instance, because it requires developing clear standards around 

what would constitute substantively just outcomes). But I also do not think that, to the extent we 

do have data on fair processes, they have been assessed systematically. Rather, much of the 

research on fair, participatory processes for setting health priorities has been done with an eye 

towards developing and improving such processes, rather than rigorously evaluating them. As a 

result, there is little data delineating the financial and logistical costs associated with conducting 

such processes or data showing how the implementation of such processes affects the outcomes 

of priority setting decisions. This would be worth assessing using either randomized controlled 

trials or econometric methods. For instance, one might investigate: (1) Whether organizations 

that have implemented (or been affected) by policies requiring them to engage stakeholders more 

directly have seen their priorities shift as a result, (2) Whether such policies have led to more 

impactful research or health care—assessed either objectively (e.g., in terms of number of 

patents projects yield or the number of DALYs averted) or subjectively (e.g., in terms of the 

value patients place on the therapies that have emerged), (3) How long a fair priority setting 

process that meets proceduralists’ bar for procedural justice typically takes and how much it 

costs, (4) How often the criteria proceduralists delineate for a fair process are actually satisfied in 

real life, and where failures typically occur when they do, and (5) Whether implementing fair 
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priority setting processes—rather than just using substantive criteria, like cost-effectiveness—

makes the affected parties more likely to accept the results of priority setting decisions, as has 

been claimed. The lack of systematic data on the benefits and costs of different priority setting 

processes represents a key gap in the literature.  

 

A role for algorithms? 

In some contexts, we rely on algorithms to allocate health resources (e.g., in kidney 

donation).219 I have suggested that we should rely on substantive principles to set priorities when 

we can, and I believe there is potential to use such principles to develop transparent, defensible 

algorithms for fairly allocating health resources in a wider array of priority setting contexts.  

Currently, the algorithms we use to allocate health resources work very roughly in the 

following way: we tell them what inputs to consider (e.g., how long someone has had kidney 

failure and how sick they are), and the algorithm makes recommendations on this basis (e.g., 

recommending that suitable organs be offered to particular patients when they become 

available).220 However, over time, it is likely that more of our algorithms will incorporate 

machine learning, using feedback on the results of past allocation decisions to inform future 

ones. 

An example illustrates how this might work: in the fourth chapter, I recommended that 

we use MEC to select options under moral uncertainty. I used pairwise comparisons to make my 

point, but in the real world, our decisions typically involve more options. However, it seems 

plausible that we could use data generated through the type of procedure I have described to 

develop algorithms capable of rendering judgments in more complicated cases. For instance, 

imagine we evaluated the choiceworthiness of prioritizing the elderly or immunocompromised 
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for vaccination on the basis of two principles, utility and prioritize the worst off. We could then 

use the numbers generated through such a decision procedure to assess the choiceworthiness of 

options that were not explicitly evaluated. If the prioritize the worst off principle favored 

vaccinating the immunocompromised over the elderly, we could then use this evaluation to 

assess the choiceworthiness of prioritizing different groups that are empirically similar to the 

immunocompromised and elderly (i.e., would experience similar sized benefits or are similarly 

badly off). This algorithm would make recommendations that we could then judge as just or 

unjust, and we could feed these judgments back into the algorithm to further hone the decision 

procedure. This process might resemble a reflective equilibrium in that we would use general 

rules to reach conclusions about particular cases, and would then evaluate particular cases to 

determine how to revise our rules.  

One important disanalogy between the process I have described and reflective 

equilibrium is that the latter can be more transparent. While early triage algorithms relied on 

simple, rule-based systems that allowed their creators to understand why an algorithm was 

making a recommendation (and troubleshoot accordingly), modern algorithms are typically 

harder to parse. For instance, neural networks work by identifying patterns in data and making 

recommendations on this basis, but it is often not clear what patterns they are relying on to make 

those recommendations.221 This opacity can create problems when patterns are the byproducts of 

injustice, and when incorporating those patterns into recommendations may compound those 

same injustices; however, as algorithms become more interpretable, we can also use them to 

identify patterns that humans miss (e.g., radiographic findings that predict knee pain in more 

disadvantaged patients, but that algorithms are more likely to catch).222 We can thus also use 
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algorithms to correct human errors, and to more effectively and equitably allocate care when 

humans have misjudged who will benefit.223 

 

Conclusion   

The past three years have given me numerous reasons to worry that public health 

institutions will make mistakes when allocating resources, and that this will lead to dire 

consequences. Since the 2002-2004 SARS outbreak, many experts had sounded the alarm about 

the growing threat of pandemics and called for greater attention and resources to be devoted to 

mitigating this threat; nonetheless, this threat was largely overlooked, leading to millions of 

deaths.224 The pandemic also occurred alongside—and has exacerbated—a more general 

backsliding in public health. Even prior to the pandemic, “deaths of despair” had contributed to 

nearly unprecedented life expectancy decreases in the US.225 Since the pandemic, non-COVID 

vaccination rates among American kindergarteners have ticked downwards, as distrust in public 

health institutions and professionals has grown.226 Politicians now feed off and feed this distrust, 

campaigning on explicitly anti-public health platforms (for instance, selling t-shirts that read 

“Don’t Fauci My Florida”).227 Many of these trends were anticipatable, and we failed to invest 

significant resources into preventing them.228  

But despite all this, I remain optimistic about the trajectory of public health. During my 

lifetime, total child mortality has fallen by half, even as the global population has increased by 

nearly 40%.229,230 HIV—which was portrayed as a death sentence in my middle school health 

classes—has become a manageable, chronic condition.231 Much of the progress on both of these 

fronts can be attributed to sound resource allocation decisions: for instance, Bill and Melinda 

Gates opted to invest their billions in reducing child mortality because they looked at the 
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evidence, and decided they could have the most impact in this arena.232 Similarly, in the realm of 

health research, the US government has invested significantly in basic science because it 

correctly anticipates that such research will yield massive health and economic benefits over the 

long term.233 Already, the sequencing of the human genome, and the rapidly falling cost of 

genetic testing, have plausibly saved both my parents’ lives by enabling them to learn about and 

intervene on serious, though treatable, health conditions.234  

Many of the practices and policies I have critiqued in this dissertation are the byproducts 

of good judgment and reasonable decisions about how to allocate health resources. In general, it 

is encouraging that global health actors want to prioritize interventions we know are cost-

effective, research funders consider disease burden in allocating research resources, and health 

actors strive to account for the public’s preferences in setting priorities. Although I have argued 

we should approach some of these practices differently, I am struck, too, by how much we are 

doing right. We may well be able to avert the next pandemic by making sound resource 

allocation decisions, and I am reasonably confident we will make them.  
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