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Abstract

In the post-Moore era, where we witness the diminishing returns of traditional

transistor scaling, a pivotal transition in accelerator design methodologies has been

necessitated to continually enhance power, performance, and area (PPA) characteris-

tics. To this end, High-Level Synthesis (HLS) tools have emerged as a prominent so-

lution, effectively translating high-level programs into specific Register-Transfer Level

(RTL) implementations. These tools offer a multitude of implementation pathways,

thereby accommodating the escalating demand for PPA optimization.

Concurrently, the development of advanced design space exploration (DSE) utilities

has significantly refined the simulation of hardware-software co-designed systems, de-

livering high-fidelity point solutions without the complexity of HLS toolchains or their

accompanying simulators. However, these late-stage DSE tools are not without their

shortcomings; they impose a substantial manual burden on the developer to dissect

the application. This task demands a nuanced understanding of computational gran-

ularity, partitioning overheads, and opportunities for reusing circuitry—insights not

readily furnished by existing tools.

The prevailing trajectory in this field is to escalate the abstraction level at which

designers can evaluate system configurations, thereby reducing reliance on HLS and

late-stage DSE tools and enhancing automation. At the research frontier, we probe
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whether it is possible to derive insights into potential accelerator designs, hardware-

software partitioning, and circuit reuse directly from the source code of applications

coded in high-level languages like C++, supplemented by profiling data.

In this thesis, we identify the limitations and opportunities available at this level

of abstraction. We discover coarse-grained patterns that help design area and energy-

efficient accelerators and partitioning schemes aware of the function call-graph hierar-

chies. We identify sequence alignment techniques, mixed integer linear programming,

and machine learning for systems as great methods to assist the next generation of

system-design tools. We observe that related work does not analyze the impact of

hardware models in the accelerator selection or pattern detection problems. Our

analysis in these areas allows us to create tools better at selecting energy, area, and

latency-efficient accelerators. Our approach allows extracting this valuable informa-

tion in the earliest design stages with low error, with close-to-global optimum designs.
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1
Introduction

1.1 Motivation

The end of Moore’s law creates a demand for novel ways to meet the speed, cost,

and energy requirements in novel application domains as well as for established ap-

plication domains. One of the key layers to achieve progress in this area is through

hardware/software co-design and relying on hardware accelerators to deliver orders of

1



magnitude of PPA improvements.

Accelerators are implemented using limited area budgets, allowing few applications

to benefit from acceleration. Moreover, designers rely on their intuitions of where the

bottlenecks are in the applications they accelerate. They rely on software profiling

tools that are helpful for CPU optimizations but very limited for designing future

systems that contain CPUs and accelerators. Software profiling-driven acceleration of

program regions is agnostic of the CPU-accelerator connection latency and bandwidth

requirements as well as the area cost of the accelerated region. Consequently, early in

the SoC design stages, designers partition their applications sub-optimally and start

time-consuming iterative synthesis and accelerator optimization flows, which deliver

far-from-optimal system-wide PPA results. Throughout this dissertation, we label

early-stage design space exploration as EDSE.

Previous solutions have attempted to create application analysis tools that provide

early-stage system design information, but they lack in three important dimensions.

• A) Co-design of the hardware models for PPA and the optimization models.

Since the application is not in an HLS-friendly format or partitioned in the

early stages, the early-stage design tools must rely on models for partitioning

the application and effective area reuse insights. Those related work tools do

not analyze the effect of relying on models for the PPA rather than completely

accurate information. In this thesis, we show that the impact on the end-to-

end EDSE reports and their effectiveness in achieving optimal partitioning is

severely affected by this lack of model study.

• B) Early-DSE that uses significant late-stage information. Most tools that at-

tempt EDSE rely on significant late-stage design information, such as reports

2



from HLS tools or even the premature specification of highly optimized acceler-

ator implementation, resulting in suboptimal system design choices and defeat-

ing the purpose of early-stage design space exploration.

• C) Lack of control and data-flow graph (CDFG) pattern detection and granu-

larity optimization. The granularity at which many non-conventional acceler-

ators are being designed, including area-reusing accelerators and accelerators

resulting from automated hardware-software partitioning, is too fine-grained,

most notably at the basic blocks or loop granularity in the best case.

In this thesis, we propose early-stage solutions for designing non-conventional ac-

celerators that address the suboptimality problems in early-stage system partitioning

and increase the application size/number of applications that can be accelerated per

chip. First, with AccelMerger, we address the EDSE with area reuse in mind to pro-

duce highly efficient accelerators. We use code merging techniques prior to high-level

synthesis to achieve circuitry reuse, and we select profitable merged circuitry not just

in terms of its PPA tradeoffs but also in terms of the data communication require-

ments. Second, we analyze the potential for creating multi-application accelerators

by merging application regions and then synthesizing those merged regions to cre-

ate area and energy-efficient accelerators. We build Guac, a tool relying on sequence

alignment compiler transformations to achieve these PPA improvements inter- and

intra-application while analyzing the impact of statistical PPA models in sequence

alignment techniques. Third, we analyze the limitations in early-stage design space

exploration regarding optimality and error, starting from non-optimized application

implementation. We developed Accura-EDSE, a tool that accurately performs early-

stage design space exploration.
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For all these solutions, we (A) perform extensive accuracy research both for accel-

erator selection as well as for circuitry reuse, (B) make them available at the early

stages of design by employing a validated statistical methodology, and (C) operate at

flexible granularities, from loop level to hierarchies of function calls.

1.2 Background

The 90s and the emergence of high-level synthesis. In the 90s, high-level synthesis re-

search emerged to cope with the increasing complexity of hardware accelerator de-

sign17,18,35. In the same way that compilers elevated the level of abstraction from

CPU assembly language, designing hardware accelerators, described with register-

transfer level (RTL) code, could be simplified starting from a high-level language, too.

Another motivation for HLS in the 90s was using digital signal processors (DSPs),

which could accelerate at a good performance per watt floating point operation. HLS

progressed alongside single-core CPU architectural improvements during that decade.

Surprisingly, the typical HLS stages of allocation, scheduling, and binding have re-

mained the same over the decades, with progress focused on supporting different ar-

chitectures and high-level languages. Recently, HLS tools have progressed to cover

high-level representations of code with more parallelism and data locality information

by focusing on a particular domain such as ML77,36 while still supporting applications

written in general-purpose languages like C/C++.

In the 2000s, fine-grained resource sharing and instruction set extensions. In the

2000-2010 period, single-core performance reached its peak, and multi-cores were

chosen as a way to continue extracting performance from the increasing number of

transistors per unit of area. Cores were also becoming more complex by adding fine-
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grained accelerators in addition to aggressively deep pipelines. This materialized in

the Instruction Set Extension (ISE) literature39,4,69,66,49,10,45, which was looking for

more complex patterns in programs, namely data-flow graphs (DFGs). In the 90s, the

patterns searched were just a few instructions so the DSPs could be leveraged effec-

tively at the right granularity. The research in ISE started using more sophisticated

techniques to match longer strings of instructions. This ISE research literature con-

tinued to be important in the 2010s research, which focused on applications64,33,57.

However, to our knowledge, tightly coupled fine-grained accelerators were not adopted

commercially for CPUs, at least not the kind created via automatic code/circuit

matching methodology. The reason ISE with fine-grained merged accelerators was not

implemented commercially is beyond the scope of this dissertation. Still, we think the

cause was the RISC criticism of complex instructions as well as the already difficult

task of verification and validation of CPUs.

The 2010s, the ML boom, and domain-specific fine-grained ISE. In the early 2010s,

Machine Learning saw a lot of success with the introduction of the ImageNet dataset

and AlexNet convolutional neural network, as well as in the language domain with

Seq2Seq. The computer architecture community soon started manually designing ac-

celerators for ML9,30. EDSE, neither for partitioning nor for merging, was being used

yet, so the designer had to rely on their intuition as to which patterns were worth ac-

celerating across multiple applications and what the right granularity was at which

to create those accelerators. These were loosely coupled coarse-grained accelerators

connected to the CPU via AXI-style interconnect. This early information that accel-

erators would be more favorably designed in a loosely coupled fashion was not imme-

diately leveraged in the design automation research. This led to the continued push

for ISE extensions in the early 2010s Conservation Cores (CCORES)67 and Quasi-
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Specific Cores (QSCORES)68 which showed the improved energy efficiency of fine-

grained merged accelerators tightly coupled with CPUs. Another major limitation of

these tools was the language coverage, as they were designed for functions with affine

behavior, mostly mathematical functions that could be expressed with a few loops

and were easy to analyze for patterns. Those late-stage DSE tools could only benefit

from computational pattern reuse post-hardware-software partitioning.

Late 2010s, early 2020s, domain-specific accelerators, and ML-assisted DSE. In the

late 2010s and early 2020s, inspired by how accelerators were designed in a loosely-

coupled fashion led to early-stage system design tools26,80,79,78 as well as tools that

detected merging opportunities at coarser granularities37, though in the latter case

inheriting language limitations similar to the ones in late-stage merging tools such as

QSCORES. Developing coarse-grained merging at the level of the C/C++/Abstract-

Syntax-Tree level had the limitation that each statement or instruction can be ar-

bitrarily complex, whereas, in the IR, each instruction is expressed in a short pre-

determined format very amenable for optimizations like function merging. This is an

important reason why most optimizations are implemented at the IR level), being

limited to small kernels and without analysis of the impact of models either in the

selection or the merging problem. A significant development was the emergence of

function-merging techniques52,50,51 in the compilers community, which support arbi-

trary granularities in the source code for merging. This dissertation aims to further

the early-stage design of coarse-grained merged accelerators, leveraging optimization

methods, function merging by sequence alignment compiler techniques, and statistical

learning for the next generation of EDSE tools.

In the same period, a number of late DSE and other solutions in between the early

and late stages have been developed. gem5-aladdin55 and gem5-salam53 have been
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developed for cycle-accurate simulation and less focus on design space exploration.

Several works have focused on the design space exploration problem, such as Arch-

Gym25 on using Reinforcement Learning (RL) and other optimization methodologies

to explore memory and DNN accelerator designs. Other approaches include employing

Bayesian optimization48,2,25 or transforming the discrete design space into a contin-

uous representation to apply fast traditional optimization approaches as in the case

of Vaesa21. In order to search for globally optimum solutions, in this dissertation, we

focus on mixed integer programming optimization to explore the early-stage design

space of hardware-software partitioning and computational pattern reuse.

1.3 Approaches to EDSE

In this dissertation, we split related work into four categories. The following types of

tools and methodologies are relevant to the EDSE discussion since they are used prac-

tically for early-stage design, even if, in most cases, they were not originally designed

for EDSE.

• Manual Design is still the prevalent way of designing hardware while relying on

standard profiling tools such as gprof to identify hotspots, followed by manual

application translation to a hardware description language such as Verilog. The

drawback of this approach is that it needs to make many design assumptions

regarding the optimal acceleration granularity and the partitioning of the appli-

cation into software and hardware that will minimize CPU-accelerator commu-

nication.

• HLS is a higher-level way of doing architectural exploration since it only re-

quires the application to be in a synthesizable format. If that is the case, the
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HLS ecosystem can provide co-simulation tools, which allow the designer to

make architectural choices when combined with standard CPU profiling. The

issue with this approach is that transforming the application to a synthesizable

format still requires significant manual application changes, such as expressing

memory accesses to (ideally statically allocated) array-style data structures in-

stead of, for example, templated vector data structures, rewriting the code with

no side-effects in the functions of interest for acceleration, and other simplifica-

tions such as the prohibitive use of object-oriented-programming. Additionally,

HLS-style co-simulation takes excessive time for architectural explorations that

perform fine-grained merging and search for optimal hardware-software parti-

tionings.

• LateDSE. Here, we refer to the set of tools and frameworks that allow cycle-

accurate simulation (e.g. gem5-aladdin), analytical simulations based on high-

fidelity characterizations of software kernels on different hardware targets (e.g.

Synopsys Platform Architect), as well as the ISE approaches, which accelerate

at fine granularities. We call them LateDSE since the accelerated application

regions still have significant code transformation requirements but do not re-

quire producing an implementation for the accelerated regions. The accelerated

regions are emulated on specific hardware from their original high-level descrip-

tion. This approach is faster than HLS, but compared to the time budget of a

few minutes per design (required in EDSE), it is very limited in terms of agile

architectural exploration.

• OtherEDSE Other EDSE tools than the ones presented in this dissertation

achieve the versatility and speed required for architectural exploration. Several
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drawbacks prevented the widespread adoption of EDSE tools, including the lack

of analysis of the interaction between hardware cost models and DSE errors.

Other desirable features of EDSE are that, even though it is technically possible

to analyze application patterns and granularities, related tools offer limited sup-

port for identifying non-conventional acceleration candidates that can accelerate

multiple workloads.

1.4 Thesis contributions

In Table 1.1 and Table 1.2, we see how these approaches to early-stage design space

exploration, as well as this dissertation, compare with respect to the following desir-

able EDSE features:

• Flexible Granularity. We refer to the tool’s ability to accelerate computations

at different granularities. Choosing what functions in the call graph to acceler-

ate is one instance of flexible granularity (such as in the case of AccelSeeker79

and Trireme78), which is limited to how the programmer modularized the code.

In this dissertation, we push this boundary by allowing EDSE to partition code

more precisely than just the call graph. This is addressed in Chapter 2.

• Merging. Merging is a highly desirable feature for early-stage design space ex-

ploration when the CDFG patterns are easier to analyze in the original appli-

cation before lowering the code to a verbose representation such as RTL. Tra-

ditional merging is exploited through the manual implementation of processing

elements (PEs) in accelerators. HLS also reuses some fine-grained (functional

unit level or basic block level) patterns at the HLS binding stage (see Chap-

ter 3). However, merging only at such fine granularities misses the opportu-
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Table 1.1: Related work

Late DSE HLS

Flexible
granularity

No
Rarely
(predetermined
top-function)

Merging

Rarely. Mostly fine-grained
tightly coupled CGRAs
(e.g. QSCores, ReconfAST,
2000s ISE research)

Often, fine-grained,
basic-block level

Versatility/Speed
Rarely (e.g. Platform
Architect/FARSI)

Rarely

Appropriate
Opt Level

Rarely (e.g Aladdin)
Sometimes (VitisHLS,
Bambu, DWARV, LegUp)

Accurate
Often (except fast mode
Platform Architect, FARSI)

Blend, measured for certain
open source tools

DSE Optimality
Achievable, depends on
optimization method

Rarely

Manual Design Other EDSE

Flexible
granularity

App/Domain Expertise
driven, typically
fine-grained PEs

Rarely (AccelSeeker,
Trireme yes,
Peruse&Profit no)

Merging App/Domain Expertise driven No
Versatility/Speed No Often
Appropriate
Opt Level

No Blend (i.e. Accelseeker yes)

Accurate
Always, when the design is done.
Not in early stages (relying on
sw profiling)

Rarely, not studied

DSE Optimality Rarely Rarely, not studied
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Table 1.2: This dissertation

This dissertation
Flexible
granularity

Yes

Merging Yes
Versatility/Speed Yes
Appropriate
Opt Level

Yes

Accurate
Measured, high for a
selection of systems

DSE Optimality
Measured, medium-high
for a selection of systems

nity for acceleration with low-communication overhead (see Chapter 2). We

use function merging by sequence alignment for the first time to achieve auto-

mated coarse-grained accelerator merging. We first identify the opportunity for

function merging for accelerator merging in Chapter 2. We delve deeper into

this dimension by exploring different alignment and hardware cost model design

choices in Chapter 3 .

• Versatility and Speed. EDSE is meant to provide profiler-like feedback to the

designer for code hotspots but considers more than just the execution time of

different code partitions on a CPU but also on hardware accelerators, the com-

munication costs, computational granularities, and merging. These large de-

sign spaces require models for quick estimation of execution times as well as

required resources (see Chapters 2, 3, and 4). Getting such estimations via HLS

or LateDSE does not scale for partitioning, granularity detection, and merging.

• Appropriate optimization and abstraction level. EDSE is supposed to be a

”push-button” approach without converting the application to a domain-specific
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language, rewriting the application to RTL, or rewriting for HLS. This goal is

connected to the merging and the flexible granularity goal. An appropriate level

of abstraction will allow the EDSE tool to automatically transform and perform

initial transformations of the original application so that CDFG patterns and

granularities can be easily discovered. For this reason, in all the chapters, we

implement our EDSE approaches in the intermediate representation (LLVM)

layer, which is designed for optimizations and analysis on call graphs and CD-

FGs.

• Accurate. An EDSE tool, even though it will not have the same accuracy in its

estimates as Late-DSE, is still expected to provide meaningful results to the de-

signer. One of the main contributions of this dissertation is the analysis of how

hardware models for power, performance, and area influence the optimization

steps of hardware/software partitioning and hardware accelerator merging. All

chapters put emphasis on this aspect, especially Chapter 4 and Chapter 3.

• DSE-Optimality. DSE optimality is a challenging goal in the early design stages,

considering it can dramatically boost system-level performance. Throughout

this dissertation, we aim for optimal EDSE solutions through mixed-integer-

linear programming (MILP). These approaches take more upfront effort than

other optimization techniques since they require specifying the system design

goals and constraints mathematically but bring the speed and optimality bene-

fits of decades of research in optimization implemented in MILP solvers, which

we use in this work. We contribute our MILP formulation for coarse-grained

accelerator merging and selection in Chapter 2.

In summary, we construct an early-stage accelerator merging and selection tool
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called AccelMerger in Chapter 2. In Chapter 3, we present Guac, a tool improving

sequence alignment compiler transformations and models for energy-efficient acceler-

ator designs. In Chapter 4, we quantify the EDSE accuracy and study the gap to the

global optimum for systems with accelerators and CPUs. We discuss future work and

the dissertation conclusions in Chapter 5.
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2
Early DSE and Automatic Generation of

Coarse Grained Merged Accelerators

Post-Moore’s law area-constrained systems rely on accelerators to deliver performance

enhancements. Coarse-grained accelerators can offer substantial domain acceleration,

but manual, ad-hoc identification of code to accelerate is prohibitively expensive.

Because cycle-accurate simulators and high-level synthesis (HLS) flows are so time-
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consuming, the manual creation of high-utilization accelerators that exploit control

and data flow patterns at optimal granularities is rarely successful. To address these

challenges, we present AccelMerger, the first automated methodology to create coarse-

grained, control- and data-flow-rich merged accelerators. AccelMerger uses sequence

alignment matching to recognize similar function call-graphs and loops, and neural

networks to quickly evaluate their post-HLS characteristics. It accurately identifies

which functions to accelerate, and it merges accelerators to respect an area budget

and to accommodate system communication characteristics like latency and band-

width. Merging two accelerators can save as much as 99% of the area of one. The

space saved is used by a globally optimal integer linear program to allocate more

accelerators for increased performance. We demonstrate AccelMerger’s effectiveness

using HLS flows without any manual effort to fine-tune the resulting designs. On

FPGA-based systems, AccelMerger yields application performance improvements of

up to 16.7× over software implementations, and 1.91× on average with respect to

state-of-the-art early-stage design space exploration tools.

2.1 Motivation

As CMOS scaling slows, the increase in micro-circuitry per unit area, deciding which

code regions to accelerate becomes harder. However, the demand for improved per-

formance is exacerbated by novel domains such as AR/VR, Robotics, and Machine

Learning that require more agile and efficient design methodologies. The traditional

approach in accelerating novel applications is to manually profile them and decide in

an ad-hoc manner what code regions should be mapped onto hardware. These man-

ual approaches are ad-hoc since they either directly map specific functions or loops
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onto hardware at a fixed granularity60 and/or informally identify a simple pattern oc-

curring across different functions and create an accelerator for that (e.g.9,30). Code

patterns can be as simple as repeated sequences of multiply-add operations to com-

plex control flow graphs (CFGs) and data flow graphs (DFGs) representing a function

(CDFG) or a function call graph (nested-CDFG). In the case of manual accelerator

design, patterns are only exploited at fine basic-block/DFG-level granularities, based

on the architect’s domain intuition.

To overcome some of these manual aspects of accelerator design, Early-Stage De-

sign Space Exploration (Early-DSE)80,79,26 has emerged as a profiling methodology

able to discover new SoC architectures adjusted to the application’s characteristics.

Furthermore, Early-DSE informs the SoC designer without having to manually trans-

form the most executed application functions into a synthesizable format, i.e. accept-

able by HLS Tools7,44,73,6, an extremely error-prone and time-consuming process.

However, Early-DSE comes unprepared to exploit variable CDFG granularities and

much less to reason about architectures that reuse CDFG logic.

Merging small/fine-grained DFGs68,64,39,10 have been implemented using a graph-

isomorphism approach, at HLS time, therefore missing an opportunity to think about

the whole system in terms of reusing CDFG patterns. These approaches have received

limited adoption in RTL synthesis tools44 7, most likely because graph-isomorphism

is NP-Hard and not very scalable. Additionally, at fine granularities, the benefits of

calling an accelerator are greatly diminished by the cost of updating and reading from

a register file (RF). Similarly, fine-grained merged accelerators tend to be tightly cou-

pled with the general purpose core, for example via the cache memory system. In the

HLS context, RF-less, coarse-grained accelerators have had the most success since rich

CDFGs are mapped to hardware via datapaths handled via control logic. There is no
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Figure 2.1: AccelMerger Overview.

current technology able to merge these coarse-grained accelerators.

In this chapter, we present AccelMerger, an automated tool able to generate coarse-

grained merged accelerators for the first time, exploit CDFG patterns, able to gener-

ate new merged code regions with flexible granularities from loops and functions to

entire call-graphs of merged and non-merged functions and to select candidates for

hardware acceleration automatically. As illustrated in Figure 2.1, AccelMerger starts

from two pieces of information: 1) the application source code containing potentially

non-synthesizable functions as well as 2) a configuration file specifying an area budget

for a specific technology node and the parameters latency and bandwidth for the in-

terconnect between the different accelerators and a general-purpose CPU. If the area
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budget or the interconnect latency/bandwidth are not specified, AccelMerger provides

a scalability analysis for a wide range of relevant area budgets and bandwidths/laten-

cies.

The four main steps performed in AccelMerger are illustrated in Figure 2.1.

Accelerator Modeling: We achieve quick and automated accelerator modeling via

Machine Learning Models, such as the Multilayer Perceptron (MLP). Our modeling

relies both on the static information available in the application source code as well

as on dynamic profiling information for each function indicated in Figure 2.1 with

the ”dyn” label. This allows us to predict post-HLS accelerator resource consumption

with less than 15% error, which is very close to the error produced by late-DSE tools

when applied to accelerator merging.

Merging Codegen: Being able to quickly model accelerators goes hand-in-hand

with code-generating merged functions and realizing them in hardware only if they

present predicted opportunities for area savings. We ensure that the introduced mul-

tiplexing latency overheads do not cancel the benefit of allocating newly merged and

non-merged accelerators using the saved area resources. We describe our scalable

sequence alignment approach to achieve merging at coarse granularities.

Late DSE and HLS: We use cycle-accurate simulation and HLS not only to create a

dataset to predict accelerator area and latency but also to validate accelerators when

the original functions are synthesizable.

MIP Early-DSE: When area wins are measured on the corresponding merged accel-

erators, we forward them to the selection stage via mixed-integer linear programming

(MIP) which determines the final list of merged and non-merged accelerators in the

system. In particular for merged accelerators, it is a requirement for the two input

functions to be synthesizable to be able to run the final validation step via HLS and
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Cycle-Accurate Simulation. In Figure 2.1, we can see that functions such as f2 are se-

lected for acceleration and RTL can be generated for them as indicated by the ”rtl”

label attached to the function. However, the requirement for merged functions to be

synthesizable is for both of the input functions to be synthesizable, which is the case

for functions f3 and f4 but not for fi and fN since fN is non-synthesizable. AccelMerger

does not require a function to be in a synthesizable form and might still suggest it for

hardware acceleration since Neural Networks are used to perform accelerator model-

ing based on the instruction opcodes available in the high-level application.

In experiments carried out on the SPEC CPU2006 benchmark suite20 and the

H.264 video decoder31, targeting Programmable Systems on Chip (PSoCs) Artix

Z7007S and Artix Z-7012S74, we observe performance improvements of 1.91× on av-

erage, for state of the art Early-DSE, while remaining compatible with well known,

mature HLS tool flows.

2.2 Related Work

Table 2.2: AccelMerger related work table.

Feature Fine grained Manual Early Accel

Merging DFG Merging DSE Merger

Application Time 7 3 3 3

Communication 7 3 3 3

Fine Grained Merging 3 3 7 3

Coarse Grained Merging 7 7 7 3

Early HW/SW Part. 7 7 3 3

Flexible granularity 7 7 7 3

Automated 3 7 3 3

Table 2.2 presents a taxonomy of related work. The rows represent desirable fea-

tures for accelerator merging/DSE tools, and the columns represent bodies of related
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research. For each column, we look at the following features:

Application Time. It indicates whether the set of techniques evaluates applications

end-to-end instead of focusing on datasets of basic blocks as it occurs in the case of

Fine-grained DFG Merging.

Communication. It indicates whether latency and bandwidth for the communi-

cation between the accelerators and the CPU are considered. The manual design of

accelerators takes this into account using back-of-the-envelope calculations and even-

tually slow-cycle accurate Late-DSE54,56,53, which still requires manual application

transformations, to validate a limited number of designs. Among prior Early-DSE

techniques, only AccelSeeker79 supports latency estimation. For synthesizable ap-

plications, in which the amount of data produced and consumed is easier to analyze

statically, AccelMerger supports bandwidth estimation as well.

Fine grained merging. In manual accelerator design, the architects might develop

Processing-Element-based accelerators that capture common DFGs relevant across an

application. The fine-grained DFG literature has automated this step on small basic-

block datasets.

Early HW/SW Partitioning. Other than the Early-DSE literature, manual accel-

erator design and fine-grained merging do not approach accelerator design systemati-

cally, tying together resource consumption with the performance maximization prob-

lem.

Coarse Grained Merging and Flexible Granularity. This property refers to being

able to merge typical HLS-generated coarse-grained accelerators and navigate a rich

accelerator and SoC design space at different granularities. AccelMerger is the first to

achieve these two goals to the best of our knowledge.

We next discuss the columns in Table 2.2:
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Early-DSE: The only other Early-DSE-related work to use Machine Learning as

part of its pipeline is Peruse26. Peruse, however, does not tie together resource area

constraints with the system performance maximization as a single optimization prob-

lem. RIP81 Accel/RegionSeeker79,80 and AutoDSE59 formulated the problem as a sin-

gle optimization procedure using mixed-integer programming and ad-hoc algorithms.

RIP is very limited by its applications, containing only two end-to-end applications,

and similarly, AccelSeeker is only demonstrated on one application. Furthermore, nei-

ther RIP nor AccelSeeker uses machine learning to estimate key accelerator statistics.

This is necessary for Early-DSE in general since the application CDFG goes through

many complex transformations during HLS, and estimating accelerator statistics with

high precision directly on the original application CDFG is challenging. An ML ap-

proach is even more critical for AccelMerger to filter the vast number of merged accel-

erators effectively.

Manual DFG Merging: Noteworthy implemented accelerators that benefit from

manually merging computational patterns include the PuDianNao and DianNao ac-

celerators9,30, which are built specifically for machine learning workloads and reuse

common computational patterns such as activation functions and typical linear al-

gebra operators. AccelMerger is aimed at informing the architect about even more

profitable accelerator merges at a coarse granularity. If the application code is avail-

able in synthesizable format, AccelMerger will also provide the RTL for the merged

accelerators.

Fine Grained Merging: This represents the classical resource sharing body of work.

This body of work is primarily targeted at extending HLS flows to reuse expensive

functional units and small dataflow graphs contained within the boundaries of a basic

block. These works were built on top of fundamental technology mapping and op-
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timization research. For example, in38, the authors co-optimize memory, functional

unit, and wiring mapping from data-flow graphs. QsCores68, is an infrastructure that

generates accelerators tightly coupled to the CPU via the L1 cache and programmable

through a specific interface that allows arbitrary control transitions, a model that is

incompatible with many HLS and cycle-accurate simulation flows. QsCores supports

fine-grained merging as part of an in-house HLS tool called Conservation Cores67. Qs-

Cores builds on Conservation cores by enhancing system-level considerations when

generating fine-grained merged RTL. Similarly, Stitch64 is focused on generating

such tightly coupled fine-grained accelerators for wearable applications. While these

fine-grained merging approaches together with older contributions focus on merging

dataflow graphs available in basic blocks4,28,39,68,64, AccelMerger is compatible with

state-of-the-art HLS and cycle-accurate simulators, since it supports the full com-

plexity of a function, including control, data flow, and call graphs.4,28,39 represent a

fine-grained merging body of work focused on small basic block datasets. These ap-

proaches are designed for Late-DSE when the application fragments to accelerate have

already been determined and transformed to make use of these fine-grained accelera-

tors. AccelMerger is completely designed for scalability and the early design stages.

Late-DSE contributions relevant for AccelMerger: For Late-DSE techniques, it is

also worth mentioning Hetero-CL27, Spatial24, and Aetherling15. Even though they

present significant performance, accuracy vs performance tradeoffs, and programma-

bility advantages when compared to writing Verilog or VHDL, the architect would

still have to port an application to a specific DSL (domain-specific language) to bene-

fit from the DSE available in these tools. Moreover, these tools do not exploit acceler-

ator merging.

Function Merging. FMSA and SalSSa52,50 were recently introduced as LLVM29
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compilation transformations that target code reduction for embedded devices. Work

prior to FMSA is only able to merge equal functions, whereas FMSA is able to merge

functions with different argument lists, returned values, and references, as well as dif-

ferent control flow graphs. FMSA does not take into account the dynamic behavior of

the application nor does it try not to hurt the application performance by introduc-

ing less multiplexing in the application hot spots. Finally, neither FMSA nor other

function merging approaches have been used for accelerator merging. Both the func-

tion merging and the Early-DSE related-work52,50,26 demonstrate their results on the

SPEC CPU2006 suite, and we include these applications in this chapter for compari-

son.

ML for Early-DSE. Recently, research on applying ML to build accelerator cost

models has been limited to the CPU-GPU code mapping classification problem. This

code mapping problem is about determining whether a CPU or a GPU is more appro-

priate for running a piece of code.11 and76 have used Recurrent Neural Networks and

Graph Neural Networks for this classification problem for GPUs and CPUs. However,

there has been limited work on accurately predicting FPGA and ASIC accelerator

statistics without integrating these predictions into an Early DSE infrastructure26.

This work is not Early-DSE per se but as indicated in this chapter can constitute a

very helpful component.

2.3 Problem Definition

Vanilla HW/SW Partitioning. We first describe the vanilla HW/SW partitioning

problem as addressed in the related work and then proceed to the larger problem

present in systems with limited area resources. Given a set of functions P = {f1, .., fn},
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each best represented by a CDFG, a list of arguments and a returned type, the vanilla

HW/SW partitioning generates two sets of functions A = {fi1 , .., fip} and B = {fj1 , .., fjq}

to execute on a general-purpose core and on specialized hardware, respectively. The

two sets represent a partitioning of P since A ∩ B = ∅ and A ∪ B = P. This partitioning

is done by maximizing program performance subject to the total resource require-

ments of the accelerators and the general-purpose CPU, along with a description of

how these components communicate. The related work in early-stage DSE80,79 oper-

ates on parameters swi, hwi, and areai, which are automatically determined for each

function. swi and hwi represent the overall time spent in seconds executing a func-

tion in software, using a general-purpose core, and in hardware, using coarse-grained

accelerators, respectively. areai is the area requirement per component measured in

Lookup Tables (LUTs). Some uncommon features that are usually only modeled in

late-stage DSE tools, such as gem5-aladdin56 and gem5-salam53, are the interconnect

latency and bandwidth that provide insights about the system level, and we take these

into account when determining the optimal partitioning. In contrast with late-stage

DSE, which is focused on evaluating point-solution SoC designs with the predefined

set of functions to accelerate and run in software, we need an agile way of determining

which loops and functions to accelerate and merge.

Moreover, for Post-Moore’s law accelerators with limited compute fabric, we need

to build an extended set of functions that result from merging the most similar func-

tions in P. These would enable hardware realization with lower area costs. The cre-

ation of merged accelerators needs to overcome three technical issues, described in the

following paragraphs.

Function Merging at arbitrary granularities. We need to expand the set P with

merged functions M = {fk1 , .., fkl}, that exploit flexible computational granularities
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and CDFG patterns to produce a new set P′ = P ∪ M, containing new merged func-

tions and functions from the original set P.

In this work, we refer to merging CDFG patterns in the sense of merging functions

by sequence alignment52, which we will describe in Section 3.4. In this paradigm,

functions are represented in LLVM29 and are composed of a list of parameters, a con-

trol flow graph (CFG1), and a return type. The nodes in this graph are basic blocks,

i.e., sequences of instructions in SSA format12 with a single entry and exit points.

Languages such as C/C++ are fully supported in LLVM. In this work, we fully sup-

port LLVM, and our approach is not limited to a subset of the C or C++ language.

In this context, loops are cycles in the CFG graph. Many loops can be analyzed stati-

cally and are safe to extract into functions, for example, to detect more function-level

merging opportunities. Some loops that are not safe to extract are those that might

exit the function via a system call. We rely on the existing LLVM loop extraction

pass for this to ensure safe loop extraction.

When merging two ”parent” functions, fi1 ∈ P and fi2 ∈ P, the desired effect is that

the result, say fk1 , satisfies areafk1 < areafi1 + areafi2 . The exact code transformation

to create these new candidates, namely Function Merging, should do more than just

concatenate the CDFGs of the parent functions. Instead, it should reuse nodes cor-

responding to instructions in the high-level functions, and to RTL functional units

at the lower level if these functions are synthesizable. We can express the Function

Merging transformation more concisely as

fm : P× P → M

(fi, fj) 7→ fk
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Figure 2.3: AccelMerger’s SoC model and feedback template for the system architect. This is
a lower-level view of the Merged and Non-merged accelerator selection output in Figure 2.1.

The size of M, denoted |M|, is less than or equal to n2 depending on how many sim-

ilar functions there are in P, therefore n + 1 ≤ k ≤ n + 1 + n2. We use subindexes

starting from n + 1 for k to avoid confusing the fk functions in M with functions in P

with subindexes 1..n. We address the CDFG reuse problem in Section 3.4.

Accelerator Modeling. Since the set of possible merged functions M grows quadrat-

ically with the number of functions and loops in the original program P, Early-DSE

needs to be able to model areai quantities with high accuracy since area reduction is

the main criterion for choosing to merge two functions. For hardware and software la-

tency, the related work has indicated that simple linear models can provide estimates

for swi and hwi that result in overall high-quality feedback about the most desirable

functions to accelerate79. Section 2.4.1 describes how AccelMerger can model area

reduction for merged accelerators with high accuracy.

HW/SW Partitioning. In the context of the new program P′, HW/SW partitioning

is significantly complicated because P′ contains functions that have overlapping func-

tionalities, and because RTL flows create hardware for a function f in a hierarchical

manner, including the CDFGs of f’s callees. These interactions include the fact that
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merged functions still need to be considered in the context for P’s call graph. For ex-

ample, if a merged function is realized in hardware, its callees need to be realized in

hardware as well. Solving the HW/SW Partitioning problem with merged accelerators

will result in an output as illustrated in Figure 2.3. The HW/SW partitioning step

needs to produce three sets A′ = {f′i1 , .., f
′
ip}, B′ = {f′j1 , .., f

′
jq} and C = {fk1 , .., fkr} such

that A′ ⊆ P and B′ ⊆ P and C ⊆ M. A, B and C cannot be considered a partition

in the mathematical sense since there can be more functions in P′ than in the union

A ∪ B ∪ C, meaning that before the HW/SW partitioning step the function merging

step might generate merged functions fk that are not selected in the final SoC when

the parent functions fm−1(fk) = (fi, fj) are more profitable for a specific area budget

and SoC communication characteristics.

We use f′i1 in contrast to fi1 to denote that for a given area budget, the functions we

will decide to have in software and hardware will differ from these selected and gen-

erated by vanilla Early-DSE. A subset C represents merged functions mapped onto

hardware but never onto the general-purpose software processor since merged func-

tions present benefits for accelerator reduced area consumption which can be lever-

aged by the accelerators only. In Figure 2.3, we observe that the interconnect we

model between the CPU and the accelerators has latency and bandwidth properties

which is information the architect can provide in a configuration file as indicated in

Figure 2.1. Each call to a function mapped onto hardware and called from software,

takes ”latency” cycles to initiate the computation plus the time required to move data

from the CPU or another accelerator’s local memory according to the available band-

width. We indicate how AccelMerger handles this larger HW/SW partitioning prob-

lem in Section 2.4.3.
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Figure 2.4: AccelMerger’s workflow. A) Accelerator Modeling and Loop Extraction. B)
Function Merging Pass. C) HW/SW Partitioning.

2.4 AccelMerger

AccelMerger is composed of 3 major pieces A© Frontend, B© Transformation Pass:

Function Merging and C© HW/SW Partitioning” as indicated in Figure 2.4.

A© Frontend: Accelerator Modelling and Loop Extraction are described in Sec-

tion 2.4.1. The input to this stage is the application source code and the main re-

sult is a model for coarse grained accelerator area prediction. Also the application is

transformed to also enable loop-level merging. B© Function Merging in Section 3.4 is

a transformation pass used to merge functions taking into account their character-

istics when mapping them onto hardware using the model from step A© and latency

prediction models from the related work. In order to determine whether the merged

functions make sense in the context of the system specification, both the new merged
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functions and the original functions are forwarded to the final step. C© HW/SW par-

titioning is the step where we determine the final layout of the application in terms of

functions to be executed in software, in merged hardware and non merged hardware

depending on the available area budget, and interconnect characteristics. This step is

described in Section 2.4.3. Finally, Section 2.5 and Section 2.6 analyze AccelMerger’s

design support for a variety of workloads, sweeping area budgets, and interconnect

latency and bandwidth.

2.4.1 Frontend

As detailed in Section 3.4, merging needs to quickly evaluate the feasibility of a merge

operation as the number of possible merges increases quadratically.∗

Hot Code: AccelMerger starts by instrumenting the application source code with

an in-house dynamic instrumentation library that allows us to get the number of

times each basic block in each function is being executed. After the application is

instrumented, we run the application to get the execution counts of each basic block

that are used as part of the hwi and swi estimates for each function. These quantities

are estimated by using the execution frequencies for each basic block to count how of-

ten each instruction type is executed per function. We use Machine Learning models

to accurately estimate the weight of each execution of a certain instruction type.

Area and Latency Target Variables: For AccelMerger the most critical components

that need an accurate evaluation are the coarse-grained accelerators that we synthe-

size using Bambu HLS and Vivado synthesis to produce the ground truth values of

areai’s and simulate with the cycle-accurate trace-based simulator Aladdin to produce
∗The complexity can be larger since merged functions can be merged again in high-

similarity programs.
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ground truth values of swi’s and hwi’s. AccelMerger models area in great detail, since

we need to quickly determine whether there are area wins for many function pairs

and discard less profitable candidates, and we use gem5-aladdin’s weights for each

dynamic instruction, which have been shown to have an error as low as 0.9%54. Mod-

eling the area consumption with our own Machine Learning models is motivated by

the fact that in the gem5-aladdin, latency estimates are 7.22× more accurate for area

than for latency54.

Table 2.5: Model Selection and Accuracy table for area wins prediction. LASSO stands for
the ”Least Absolute Shrinkage and Selection Operator” linear prediction model and MLP

stands for the Multilayer Perceptron, a neural network model.

Accuracy vs r2 train r2 test MRE Train MRE Test

Model

LASSO-200 0.82 0.67 0.44 0.49

Random 0.96 0.86 0.12 0.37

Forest-200

MLP-200 0.99 0.9 0.1 0.29

LASSO-600 0.96 0.95 0.24 0.35

Random 0.98 0.89 0.12 0.27

Forest-600

MLP-600 0.99 0.97 0.15 0.21

Features used to predict Area and Latency: We model the area required for each

static instruction using multiple techniques able to process tabular data. Those in-

clude Multilayer Perceptron, Random Forests, and the LASSO linear model. The

features we use are the number of LLVM operations of each type and the base truth

HW resources number, obtained with Bambu HLS for the area. When modeling the

area for a function f, we count the LLVM instruction features hierarchically, taking

into account the static number of instructions for f’s callees. We obtain the models by

training on both merged and non-merged synthesizable functions in H.264 and Mach-
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Suite46. We configure Bambu HLS to allocate logic by using Lookup Tables (LUTs)

exclusively to simplify area consumption and speedup comparisons across different ap-

proaches. In order to estimate the accelerator latency, we use Aladdin’s latency model

on the hierarchical counts of dynamic instructions for each instruction type.

Model Hyperparameters: Table 2.5 shows the result of predicting the area wins for

merged accelerators using different machine learning models. We will explain in Sec-

tion 3.4 the exact mechanism that allows us to produce merged accelerators and in

this section, we focus exclusively on how we measure their area wins. The accuracy

numbers shown in the table are generated for the best model across an exhaustive

(grid) search of model hyper-parameters, using 3-fold cross-validation. LASSO is the

simplest model that we experiment with here and we tune 2 hyper-parameters, in-

cluding the model complexity penalization alpha parameter, with a total of 6 combi-

nations. For Random Forests we perform a grid search for trees with a specific maxi-

mum depth, a maximum number of estimators, and a maximum number of features.

The total number of hyperparameter configurations we explore for Random Forests

is 360. For the Multilayer Perceptron (MLP) neural network, we tune the number of

hidden layers, the number of neurons per layer, the activation functions, the complex-

ity penalization parameter alpha, and the random seed. The total number of com-

binations explored is 360 and the best-selected model had 6 hidden layers with 40

neurons each, ReLU activation function, and alpha = 0. This architecture was better

than larger ones which were over-fitting the data and resulting in lower accuracies.

Accuracy Metrics: Table 2.5 shows the model accuracy both for training each model

on fewer data points (functions), 200 specifically in the case of the <model>–200

rows, as well as on more functions, 600 specifically in the case of the <model>–600

rows. In the columns we display two common regression accuracy metrics. First, r2 =
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1 − SSres
SStot which is interpreted as the percentage of variance in the true target variable y

explained by the model f, with SSres =
∑n

i=0(yi − fi)2 and SStot =
∑n

i=0(yi − average(y))2.

We see that the LASSO linear model can generalize very well, provided that enough

data is available. With only 200 data points, r2 is of only 67% though whereas the

non-linear models can quickly model the patterns resulting from the multiple transfor-

mations HLS tools perform to transform high level code to RTL, even with less data

points. r2 is a loose accuracy metric even though popular in the related work.

Secondly, we also measure the Mean Relative Error MRE =
∑n

i=0
abs(yi−fi)
abs(yi) . This is

the metric-related work in Late-Stage DSE such as Aladdin54 uses to measure accu-

racy for area and latency. This is a much stronger metric and late-stage DSE is able

to minimize this error by iterating over representative applications with dozens of op-

timizations over the dynamic data-dependence graph (DDDG) representative of HLS

flows that generate hardware. In a sense, the related work for late-DSE is reporting

the equivalent of train-time MRE error, since models are created on the same data

that is later reported as indicative of the in-production behavior. It is very remark-

able that with the model MLP-600 we are able to achieve roughly the same MRE

train error as Aladdin, but we also provide the MRE test error which is 21%. This

is very remarkable since MLP is able to produce this accuracy just starting from in-

formation available in the high-level LLVM-code (the instruction opcodes), and thus,

we’re able to use this model on both synthesizable as well as non-synthesizable appli-

cations.

We observe in Table 2.5 that the training error for MLP-600 is slightly larger than

the error of MLP-200 while the error for test decreases from the latter to the former.

Neural networks are well known to quickly overfit the training data, misidentifying

the real patterns of the larger dataset (the test data is the same across models trained
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Figure 2.6: Multilayer Perceptron (MLP-600) area model for LUT wins. Synthesized/Real
area vs. Predicted Area. TP = True Positive, FP = False Positive, TN = True Negative, FN

= worst-case scenario, accelerators not produced which would have brought area benefits

with less or more data). Nevertheless, with enough training data the neural network

manages to better generalize driving down the test error while slightly increasing the

training error. The trend of lowering test error while of increasing training error with

larger dataframes is well known in the Machine Learning community and is illustrated

in the second Figure of Section 30 in43.

Choosing the MLP model: Figure 2.6 shows these results via the relationship be-

tween the predicted area savings, using the MLP-600 model, measured in LUTs, and

the real area savings that can be observed by synthesizing the merged accelerators.

The figure demonstrates that we are effectively able to filter merges that are not prof-

itable and more importantly it does not omit profitable merges. The figure also con-

veys the fact that in the absence of an accurate area predicting model like MLP-600,

it would be very hard to filter merged accelerators with area losses.

Accelerable Language Constructs: One of the key limitations of related work in
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fine-grained merging is that a small subset of the high-level C/C++ or intermediate

LLVM language constructs is supported. Those subsets are typically smaller than the

language subsets supported by large HLS projects such as Vitis HLS, Catapult HLS,

or Bambu. In our data collection, ML models as well as the function merging code

generation described in Section 3.4 fully support the LLVM semantics. Moreover,

when a function is not synthesizable, AccelMerger will still provide system design in-

formation to the architect through its ML estimates, produced in step A© and used in

Step C© instead of HLS and cycle-accurate simulation.

Loop Extraction: So far we have described how the A© Frontend extracts static and

dynamic information from the original functions and then applies the appropriate

model to predict the quantities of interest hwi, swi and areai. The process of collecting

information like this directly from the original functions and then partitioning them

into SW and HW in step C© HW/SW Partitioning is denoted Function Extraction

(FE), the terminology used later in the Experimental Setup section. When further

enhancing the original functions with merged functions before Step C©, we call this

configuration Merging + FE.

In order to increase the independence with respect to the level of granularity at

which the programmer has originally implemented the functions, we extract top-level

loops from the original functions. We use LLVM’s loop extractor to perform this

transformation automatically. This results in new hwi, swi and areai estimates since

the set of functions is changed. These new estimates are used both at merge time in

step B© Function Merging as well as in C© HW/SW Partitioning. When the estimates

are used directly by C© without any coarse-grained merging, we call this configuration

Loop Extraction (FLE). When we also use Function Merging in B© on the original and

loop extracted functions, we refer to it as Merging + FLE. The result is that now we
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can merge loops with loops, loops with functions and then create a HW/SW parti-

tioning that contains original functions, merged loops, merged functions, and func-

tions merged with loops realized in hardware. In applications with hard-to-analyze

loops (e.g. lbm) or with one outer-loop per function, this code-transformation has lit-

tle impact. As detailed in Section 2.6, half of the applications analyzed in this chapter

benefit from loop extraction.

Hot code profiling works seamlessly with the LLVM loop extraction pass since it is

performed at the level of the basic blocks and loops are represented by basic-block-

level graphs (CFGs) that contain cycles.

FE has the disadvantage of fewer merging opportunities, but it avoids the extra

calling and parameter passing overhead in FLE. The pros and cons of FLE are dis-

cussed extensively in Section 2.5 and in26.

2.4.2 Function Merging

AccelMerger starts from a high-level application and places accelerator latency and

area benefits in the context of the entire application56. It takes advantage of the flex-

ible LLVM representation to produce, for the first time, to the best of our knowledge,

merged accelerators of arbitrarily large sizes, constrained only by the amount of hard-

ware area available. Step B© Transformation Pass: Function Merging, in Figure 2.4

uses the area prediction model generated in the Step A© to generate merged functions

that, when mapped onto hardware with a more negligible resource consumption than

the input functions. All the call sites for the input functions are not yet replaced with

calls to the merged functions, and this is deferred to step C© HW/SW Partitioning,

which will determine the final set of merged and non-merged functions to accelerate.

C© HW/SW Partitioning will replace calls to the selected functions with invocations of
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Figure 2.7: Simple function merging example expressed in high-level C-like pseudo-code.
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the corresponding merged accelerator.

Function Merging Example

Figure 2.7 illustrates two similar simple functions that we can transform into a new

function that is semantically equivalent to both input functions by using a flag f_sel

that enables multiplexing non-aligned instructions and operands. In this section, we

only discuss how a function merging is realized provided that two functions look sim-

ilar enough according to a simple heuristic we will later discuss. Once the merge is

performed, we can apply the models described in Section 2.4.1 on the input functions

and the merged function to determine with high precision whether the merge is prof-

itable. In this example we discuss how merging is being performed by following the

methodology52 with some differences that make Function Merging amenable for accel-

erator merging and system design instead of code compression, which is the focus of

the Function Merging related work52 50.

Parameter merging Figure 2.7 shows two input functions that have some similar-

ity regarding the input parameters. Function Merging starts by merging parameters

depending on their types, not depending on their names. A direct approach is being

taken in52 where for each parameter, in declaration order, in the first function, a pa-

rameter of the same type is being searched, in declaration order, in the second func-

tion. If a match is found, we proceed with trying to match new parameters and if not,

the currently analyzed parameter in the first function will not be merged. Not merg-

ing a parameter means that whenever it is encountered as an operand to a merged

instruction, it will be multiplexed using a select instruction and the f_sel flag. For

the second parameter in f1, we proceed with the remaining parameters in f2. 52 has

shown this parameter merging approach to be very effective by intentionally modify-
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ing parameter merging taking into account the function body, and we observe similar

area benefits in exploiting parameter merging of about 7%.

Merging function bodies. We see in Figure 2.7 that f1 and f2 have important simi-

larities. The aligned instructions are determined using the Needleman-Wunsch (NW)

sequence alignment algorithm42 on the opcodes of the instructions. Since the algo-

rithm NW operates on two strings and aligns their characters by finding the longest

common subsequence (LCS) †, a linearization preprocessing of both f1 and f2 is nec-

essary since at the IR level, code is represented as a CDFG. NW indicates which in-

structions can be reused and which ones cannot. In this simple example, only slight

discrepancies must be settled such as the differing condition for the if statement at

line 24, the discrepancy for the first operand of the addition operation at line 26, and

the fact that f1 has a call not present in f2 at lines 30 and 31. These discrepancies are

resolved via select instructions to select the right operands and via if statements for

discrepancies not related to operand selection but whole instructions or groups of in-

structions that were not aligned across the two functions. For example, the call of f3

at the end of f1 is not present in f2 and therefore is only executed when f12 is called

from f1’s call sites.

Accelerator Driven Function Merging

We now describe how we systematically approach the merging problem in step B© box

1 of Figure 2.4, ”Transformation Pass: Function Merging”.

1. Candidate Ranking. We start the function merging process by ranking func-

tion pairs according to simple fingerprints that indicate how many shared instructions
†NW is actually more complex than LCS since it allows to attach weights to the most

important instruction types, a very important feature for accelerator-driven function merging.

38



there are between two functions. This feature enables merging to scale to large code-

bases. Then the most similar candidates are linearized, meaning that we convert the

graph structure into a sequential string of instructions. In AccelMerger we sample dif-

ferent post order (each basic block is visited after all of its descendants) linearizations

in search of a high similarity match. On each of the alignments, we apply the NW

algorithm that produces the list of aligned instructions used in the Merging Engine

step.

2. Merging Engine. For step B© box 2 in AccelMerger’s workflow in Figure 2.4, we

generate code for the merged function for almost all pairs of functions. We filter some

function pairs at this step that align a statistically insignificant number of instruc-

tions (i.e. less than 5%). The merging engine handles mismatching parameters and

unaligned IR instructions by introducing overhead branch instructions and therefore

creating new basic blocks for large chunks of unaligned code and for individual un-

aligned instructions, select instructions are used as multiplexors for the results of un-

aligned instructions with f_sel as a control flag. Parameters are handled as described

earlier in this section. The most important piece of information used in this step is

the alignment computed in the previous Candidate Ranking.

3. Using area/latency model on opcodes Next, in step B© box 3 we use the area-

predicting MLP-600 model presented in Section 2.4.1 to predict with high accuracy

the LUT consumption and the Aladdin per-instruction model. If MLP-600 predicts

the resource consumption using the opcode counts for the merging input functions

and the opcode counts of the merging result.

4. Profitability Metrics. In Step B© box 4 we filter the merged functions that do not

have area wins and the functions with unacceptable latency overhead. In this step we

determine if the area of the merged function fk1 is smaller than the area of the input
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functions fi1 and fi2 altogether (i.e. areafk1 < areafi1 + areafi2 ). If a merge passes this

test, we check if the resulting accelerator is acceptable latency-wise.

For each merging input functions we denote their corresponding hardware latencies

hw1 and hw2, their software latencies sw1 and sw2, and their area consumption area1

and area2. The resulting merged function is denoted with specifications sw12, hw12, and

area12. In order to establish large benefits for the merged accelerator, it is necessary

that, when there is enough area for the merged accelerator only, but not for the two

input accelerators, the merged accelerator can bring larger improvements than the

hardware realization of either of the input functions. Equation 2.1 describes the maxi-

mum Estimated Profitability (EP).

EP =
sw1 + sw2 − hw12 −max(sw1 − hw1, sw2 − hw2)

Total_Application_Exec_Time
(2.1)

A profitable EP score is positive and the key insight that makes this equation area

agnostic and useful is that provided enough area to realize a merged accelerator in

hardware, there also must be enough area available to realize the most profitable of

the two-parent accelerators. The maximum time savings benefit corresponding to the

input functions is max(sw1 − hw1, sw2 − hw2) and the benefit corresponding to the time

saved by the merged function is B = sw1 + sw2 − hw12. While it is true that instead of

B we could have used C = sw12 − hw12, using B allows us to filter more non-profitable

merged accelerators since the merged accelerator needs to improve latency-wise with

respect to the software execution times of the original functions that have no-merging

derived latency-overheads. We use B in the EP computation since the real merging

benefit B will always be smaller or equal to C.

We only consider functions with positive EP as the second filter after the area re-
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duction check, to further narrow down the candidates for acceleration.

In Appendix B we show the different EP metrics and the area savings for all the

merges in the sjeng application. In Table 2.8, we show the total number of merges for

all the applications. Those are merges with a positive EP metric and positive area

savings. The application names are also presented in the first column of the table.

We can see that for each application the Function Format is either Merging+FE or

Merging + FLE. As can be seen in the table there are on average 2.94× more merged

functions with FLE than with FE, of course, at the cost of extra function calling over-

head.

Due to the automated nature of this process, which relies on the control and dataflow

similarities rather than the high-level description of each function, describing the se-

mantics of each pair of merged functions would be out of the scope of this disserta-

tion. However, as mentioned, in Appendix B we include the area savings and EP met-

ric of all the merging candidates of a specific application.

In the next section, we describe the final selection of merged, non-merged, and

software-executed functions.

2.4.3 HW/SW Partitioning

For the hardware/software partitioning formulation, we use Mixed Integer Linear Pro-

gramming (MIP). We stay consistent with our previous notation areai, hwi, swi. These

numerical constants are the result of the ML-based modeling phase and indicate what

would be the area and hardware execution latency of a function/loop if they were re-

alized in hardware and swi being the latency of executing each function/loop on the

CPU.

Software and hardware selection. The MIP solver determines whether to realize a

41



Table 2.8: Number of merges in all the applications used in this chapter. For each application,
we represent the number of merges for a function format Merging+FLE as well as

Merging+FE.

Application Function Format Number Function Number

of merges Format of merges

h264 Merging+FLE 34 Merging+FE 12

sjeng Merging+FLE 76 Merging+FE 19

lbm Merging+FLE 3 Merging+FE 3

bzip Merging+FLE 68 Merging+FE 10

milc Merging+FLE 65 Merging+FE 24

libquantum Merging+FLE 25 Merging+FE 14

bzip Merging+FLE 68 Merging+FE 10

hmmer Merging+FLE 26 Merging+FE 6

sphinx3 Merging+FLE 109 Merging+FE 29

h264ref Merging+FLE 190 Merging+FE 66

perlbench Merging+FLE 128 Merging+FE 76

function in software or hardware by using the binary variables hwvi and swvi. These

variables are mutually exclusive. The objective function in Equation 4.1 includes

these two variables and their associated constant costs in latency, as well as a com-

munication minimization term. It accounts for the latency and data transfer cost for

transitioning from a software execution to a hardware one. The frontierij variable will

be 1 only when, fi is realized in software and fj, a callee of fi, is realized in hardware

according to Equation 4.4. We cap the amount of area for hardware acceleration with

Equation 4.3.2.

Handling merge graph. When two high similarity functions fi and fj are merged, a

new function fk is produced denoted the child of the parents fi and fj. Since children

themselves can be merged with other functions, a descendant is a function obtained
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by repeatedly proceeding from parent to child. For each function of an application,

we define a set Descendi that contains the children and other recursive descendants of

function fi. For a given fi, swvi and hwvi can both be 0, meaning that fi is not imple-

mented in software or in hardware, since one of its descendants fj might have hwvi = 1.

Similarly, a function fk might not be realized either in software or in hardware since

its ancestors are selected for the final SoC either in software or in hardware. We will

call functions without parents Root nodes.

Equation 2.4.3 requires each Root to be realized either in hardware or software.

Otherwise, its functionality is covered by one of its descendants. This enforces that

each part of the application is either realized in software or in hardware taking into

account that merged functions cover more functionality than their parents.

Handling call graph. In the selection problem, we operate both on the functions in

the original program and on the tree of merged functions. To model the hierarchical

aspect of coarse-grained accelerator generation in HLS tools, we take into account the

program call graph to include all the functions called directly and indirectly by each

function. We consider a set Ci of direct and indirect callees for each function. For

each caller-callee pair of functions fi and fj there is an associated constant number of

dynamic calls from fi to fj ”callsij” determined with dynamic instrumentation. We use

callsij as part of the objective function to penalize calls from a software function to a

hardware function.

In Equation 2.5, we handle the hardware realization constraint of the call graph. If

we were to disregard the Roots set and the DC =
∑

k∈Descendj hwvk term, this equation

would handle the call graph in the acceleration with no merging scenario. We refer to

a hypothetical simplified Equation 2.5 as in hwvi + 1 − hwvj ≤ 1∀i ∈ {1..|P′|}∀j ∈ Ci.

This formulation would constrain the values of hwvi and hwvj for all pairs of callers fi
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and callees fj to only allow hwvi = 1 if hwvj = 1. We implement the Roots set and the

descendants of the callees in Descendj to co-handle the call graph and the merge graph.

Handling the interaction between the call and the merge graph. The DC term in

the previous paragraph, allows the ILP-solver to consider designs for which the caller

is realized in hardware (hwvi = 1) even though the callee might not be realized in

hardware (hwvj = 0). The ILP solver will automatically set hwvj = 0 if one of the

merging descendants of the callee are realized in hardware (hwvk = 1), since the objec-

tive function is minimizing the execution time across all the functions. The fact that

we only consider callees that are roots in the term Ci ∩ Roots is an optimization to re-

duce the number of redundant constraints. We safely perform this optimization since

we specify all the descendants of callee j as part of the term DC.

Using MIP for HW/SW partitioning: In this chapter, we use the Python-MIP65

mixed-integer programming package to find solutions to the HW/SW partitioning

problem. Using MIP solvers for Early-DSE has the advantage of finding globally opti-

mal solutions with the aid of high-performance libraries that exploit modern architec-

tures. Therefore, we use the Python-MIP package built on some of the fastest open-

source solvers, specifically the COIN-OR Branch-and-Cut solvers (CLP-CBC).

Early DSE for accelerator merging faster than using Late-DSE exclusively: Fig-

ure 2.9 shows how the number of merging candidates to evaluate latency-wise grows

quadratically with a brute force merged accelerator search approach. The figure moti-

vates using a smart merged-accelerator selection mechanism, e.g. the ILP formulation

in this work. Based on the predictions of the software and hardware latencies using,

e.g. the MLP-600 model, selecting the accelerators via the ILP formulation and then

synthesizing just the selected accelerators takes less than 10 seconds based on our

experimental results. With as little as 40 input functions and loops, Aladdin takes
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Figure 2.9: Hours spent in Aladdin to evaluate all possible merging candidates to determine
their latency and Bambu HLS to assess their area. We represent the number of input
functions for merging in the x-axis of the figure. For 40 Functions to Merge, there are

approximately 402/2 = 800 merged accelerators to evaluate for all the possible pairwise
merges. Late-DSE techniques struggle to analyze the possible merges of 40 accelerators in less

than 22 hours.
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Figure 2.10: Seconds spent in AccelMerger performing DSE for an extensive range of
functions. For 3000 functions to merge, there are approximately 4.5 ∗ 106 possible merged
accelerators to evaluate for all the possible pairwise merges. Using accurate accelerator

modeling with MIP-based DSE dramatically reduces analysis time. The applications used in
this experiment are MachSuite, synthesizable H.264, and SPEC’06.
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over 15 hours of analysis and HLS takes about 5 hours to synthesize all the possible

merged accelerators. Moreover, cycle-accurate simulation and high-level synthesis can-

not even be applied on non-synthesizable applications like the SPEC CPU2006 bench-

marks. This limitation is due to the simulation and HLS tool expectation of a subset

of the C language with explicit, unambiguous memory accesses and their lack of sup-

port for sophisticated computations with side-effects and recursion. AccelMerger can

always produce useful SoC design insights without having to modify the application.

The analysis time is short, as illustrated by Figure 2.10. The increased variability for

larger numbers of accelerable functions to merge is due to the fact that for a problem

with more variables, it is not always the case that the problem takes longer to execute

since ILP optimization methods can immediately identify obvious candidates depend-

ing on the area budget and the software and hardware characteristics of the analyzed

application.

Objective

min
hwvi,
swvi,

frontierij∈{0,1}

( ∑
1≤i≤|P′|

(hwvi · hwi + swvi · swi) +
∑
j∈Ci

callsij · frontierij · latency
)

(2.2)

Constraints ∑
1≤i≤|P′|

hwvi · areai ≤ area_budget

(2.3)

swvi + hwvi +
∑

j∈Descendi

swvj + hwvj = 1, ∀i ∈ Roots
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(2.4)

hwvi + 1 − hwvj −
∑

k∈Descendj

hwvk ≤ 1 , ∀i ∈ {1..|P′|}, j ∈ Ci ∩ Roots (2.5)

swvi + hwvi − frontierij ≤ 1 , ∀i ∈ {1..|P′|}, j ∈ Ci (2.6)

2.5 Experimental Setup

Within the scope of our experimental setup we use four configurations FE, FLE,

Merging+FE and Merging+FLE. Function Extraction (FE) corresponds to using the

Frontend and the HW/SW partitioning step in Figure 2.4 to select functions for hard-

ware realization. This configuration performs state-of-the-art early-stage accelerator

selection79.

The following three configurations exploit variable granularity and accelerator

merging and represent AccelMerger’s contribution. Function and Loop Extraction

(FLE) is similar to FE but prior to Steps B© and C©, it extracts all the top level loops

in each function using LLVM’s loop extractor. This configuration transforms the

code to be more programmer-independent in terms of how the code is split into func-

tions and exploits the benefits of diversified granularity levels (both fine and coarse-

grained). Merging + FE and Merging + FLE are similar to FE and FLE respectively,

but they perform the intermediate step of accelerator merging from Figure 2.4 as
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well as merging-aware HW/SW partitioning. The FE, FLE, Merging+FE and Merg-

ing+FLE configurations benefit from fine-grained merging within the boundaries of

each function. We use the synth_design -directive AreaOptimized_high and the

power_opt_design Vivado directives and the BAMBU-AREA high-level synthesis

flag to achieve fine-grained merging/classical resource sharing through state of the art

(SOA) HLS and synthesis flows. The FE and FLE configurations unify the state of

the art in fine grained merging with the SOA in Design-Space-Exploration since they

benefit from the accelerator selection Step C©.

All the speedups represented in the next results are computed with respect to a

serial execution that benefits from instruction-level parallelism available within a ba-

sic block but without any accelerators. We call this baseline the software execution

(sw) of an application. All the other configurations benefit from increasing amounts of

available area budgets by realizing in hardware an optimal subset of functions (opti-

mal for the information available in the early design stages).

2.6 Results

2.6.1 Overall performance improvement

In Figure 2.11 we showcase the benefits of accelerator merging when placing both the

merged accelerators and the non-merged ones in the context of the whole application.

A variety of applications yield different behavior as a result of varied granulari-

ties produced via merging and loop extraction. For example, performing loop extrac-

tion for the applications milc and perlbench, shows a very similar speedup across the

FLE and FE configurations as well as across Merging+FLE versus Merging+FE). The

main reason for the lack of difference between FLE based configurations with respect
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Figure 2.11: Overall speedup for SPEC applications20 used in the FMSA52 and the Illinois
H.26431, for 25 cycles interconnect latency and an area budget corresponding to the Artix

Z-7007S used in DSE-related work79.

to FE based configurations for these two applications is the lack of impact of loop

extraction into functions. These two applications in particular contain enough simi-

lar functions in the original source code for the merging step to create all the needed

granularities for appropriate. This abundance of function similarity is due to the large

size of these applications and to the well partitioned code into functions.

The applications that benefit from breaking down functions into loops are bzip2,

hmmer, h264ref and h264-synth. We can observe that most of the benefits in these

cases are due to the FLE-based configurations. As a category, we group these applica-

tions with the label ”Fine-grained, Profitable Loop-Level Acceleration”.

In other applications such as sjeng, libquantum, and sphinx3 there is a non-negligible

difference between Merging+FE and Merging+FLE. In this case the original code was

not perfectly partitioned into functions for an accelerator/SoC backend. In this case

FLE enhances the application to have more merging opportunities, more similarity
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across functions. In this case the benefits of merging add up to the benefits of loop

extraction. We reflect this opportunity for merging loops with functions and loops

with loops, with a separate label ”Medium-grained, Profitable Merged-Loop-Function

Acceleration”. Indeed, for example, in Appendix B when we analyze sjeng in greater

detail we see a large variety of loops being merged.

sjeng is the most extreme case of this effect. The Merging+FE configuration, brings

smaller benefits than Merging+FLE even though FLE does not bring significant bene-

fits over FE. The speedup increases from 2.36× for FLE to 3.04× for the FLE+Merging

configuration. This indicates that an intermediate granularity between function and

loop level is the most suitable. On average we observe that the best configuration is

FLE+Merging, reaching 3.39× with respect to software executions and 1.91× with

respect to the FE configuration.

In perlbench we observe that FE+Merging is even better than FLE+Merging. Ex-

tracting loops into functions introduces too much overhead, a sign that the original

code is written at the right granularity for perlbench. The slightly higher speedup

of Merging+FE with respect to Merging+FLE in this case is due to loop extraction

overheads. These invocation and parameter overheads translate into extra circuitry

in the synthesized accelerators and decrease selection opportunity for the original

callers in well-partitioned code. Applications like perlbench and milc react very well

to coarser granularities and we have delimited them from the other applications with

the ”Coarse-grained, Profitable Merged-Function Acceleration” label.

For applications like lbm all the opportunities for hardware software partitioning

are already present in the original code and loop extraction and merging do not help.

In Figure 2.12 we represent the normalized time spent in software execution, non-

merged hardware, merged hardware, and communication. We show both the alloca-
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Figure 2.12: Overall execution time cost breakdown in software cycles, non-merged hardware
and merged hardware. We are representing the percentage of cycles optimizable via merged

and non-merged hardware at the specific area budget of the Artix Z-7007S as in related
early-DSE work79. The 25 cycles interconnect latency is being used for this breakdown. The
applications in the left set of barplots represents the LE configuration and the right barplot

represents applications executed with the ”FLE+Merging” configuration.

tion of original application cycles for the FLE configuration as well as for the Merg-

ing+FLE, optimizable by merged and non-merged hardware. As expected, applica-

tions belonging to the ”Coarse-Grained Profitable” and ”Medium Grained Profitable”

categories in Figure 8, have a larger ”Merged HW” fraction. We see that some ap-

plications (lbm) spend most execution time in software since their hotspot mostly

contains a large function with a single loop. Other applications, like libquantum,

sphinx3, or hmmer can mostly be realized in hardware at the used area budgets (14.4K

LUTs).

However in applications like perlbench, since there is close to half the application

time left to realize in hardware than what is possible at these particular area bud-

gets, we will see in Section 2.6.3 that the benefit gained through merging fluctuates

through the range of area budgets.
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Figure 2.13: The percentage of application execution time spent in initiating and terminating
accelerator computations in a large-latency situation and different merging and granularity
scenarios. Note the discontinuity in the y-axis used to represent the largest Speedups in the
range 25% to 50%. In this range, the y-axes are more compressed than in the lower part of

the figure.

2.6.2 Accelerator invocation latency impact

Several factors can hurt the performance attainable via acceleration. Applications

with high numbers of calls, for the most significant functions, tend to suffer from

communication costs, since for each invocation of an accelerator, the host needs to

set up memory-mapped model-specific registers (MSRs), and the accelerator notifies

the host when the accelerated function and all its callees have finished. Beyond the

large gap between memory access time and compute72, and system configurations

with off-chip FPGAs, long cache flushes are required before offloading computation

onto accelerators56.

Any of these scenarios can lead to high latency in initiating communication with

the accelerator. In Figure 2.13, we show the maximum overhead represented by com-

munication across different merging and granularity configurations in such a high-

latency scenario (500 cycles).

In general, we observe a trend for the FLE+Merging configuration to have a slightly

smaller overhead compared to the other configurations. For many applications, the

HW/SW partitioning algorithm is able to pick acceleration candidates with low over-
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all latency, but for sjeng, perlbench, H.264 and libquantum, we see that the worst

communication latencies can be higher than 10% and as high as 51.36%. Conversely,

applications with few calls to the most representative functions are impacted the least

by latency costs. For example, lbm contains a single call to the most representative

function LBM_performStreamCollide.

We see that for most area budgets and all latencies, merging has a beneficial im-

pact on mitigating latency. The merged accelerators are able to cover more functions

from the original application and therefore usually there is less switching between

CPU computation and accelerator computation.

2.6.3 Exploring other area budgets

In Figure 2.14 we see what speedups can be accomplished with different area budgets

using the state of the art in hardware-software partitioning as well as the three new

techniques we introduce in this chapter. This graph represents the average over all

the applications considered in this work. For very small area budgets most of the ap-

plications run in software and thus the speedups are very close to 1. Also, most appli-

cations have a transition region where more and more functionalities can be realized

in hardware, up to an area budget point when the whole application can be executed

in hardware. Most applications start this transitioning region around 1000 LUTs, and

all of them end it with 1M LUTs. When the area-latency curve has converged for a

given application, that’s equivalent to a monolithic accelerator scenario. perlbench is

the most difficult application to fully realize in hardware. hmmer is the easiest and

the least compelling for area-compressing techniques such as AccelMerger.

Figure 2.14 contains a superset of the results shown in Figure 2.11 for the Geomean

bars. The average speedups for the Merging+FE and Merging+FLE is driven by the
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Figure 2.14: Speedup Geomean w.r.t. software execution across all applications for the FE,
Merging+FE, FLE, and Merging+FLE configuration under a wide range of area budgets.

Both the x-axis and the y-axis are in logarithmic scale.

applications milc, sphinx, H.264, H.264ref, sjeng and perlbench which have signifi-

cant performance improvements over the FE configuration for some considerable area

budget ranges. Another observation is that in order to extract the maximum speedup

from the applications, working with the original application functions limits the max-

imum achievable speedups, thus encouraging the FLE and Merging+FLE configura-

tions.

2.6.4 Bandwidth use-case for H.264

For the synthesizable implementation of the H.264 decoder31, Figure 2.15 shows the

effects on performance by varying bandwidth over a wide range of area budgets. For

the FE configuration, as expected, more bandwidth yields more speedup. For FLE,

loop extraction shows greater low bandwidth tolerance for bandwidths of 1GB/s and

4GB/s. Increasing the pool of available functions, with varying communication re-
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Figure 2.15: Bandwidth scenarios for varying granularities and merging configurations with
the synthesizable version of H.26431.

quirements, opens fresh hardware acceleration opportunities. The addition of merging

extends tolerance to lower bandwidths by making more functions available. Moreover,

at high area budgets, merging involves less switching between accelerators and the

CPU, so less data movement is required.

2.6.5 Energy consumption of Merged Accelerators

One of the key considerations in accelerator design is energy consumption. In this

subsection, we discuss an experiment that purely indicates the improvement in energy

consumption of the merged accelerators. We leave to future work the reformulation

of the objective function we use in this work, to be able to cover the energy consump-

tion quadratic complexity. In this experiment, we only demonstrate in general that

merged accelerators exhibit great energy efficiency properties. We show both the en-

ergy efficiency of fine-grained accelerators produced by implementing a concatenation

56



Figure 2.16: Average energy efficiency improvements of the Merging+FLE and Merging+FE
configurations over the MachSuite and H.264 synth applications.

function at the LLVM level and then feeding the concatenated functions to the HLS

tool and enabling fine-grained merging in the HLS tool.

In Figure 2.16 we highlight the average energy efficiency over the H.264 and Mach-

Suite applications, the same applications used to generate the latency and area mod-

els. Energy is the product of latency and power and in this figure, we show both the

average power savings as well as the average latency overhead of the merged accelera-

tors. In this experiment we produced all the possible merges for each application and

among the ones selected as profitable by our area and latency model, we used Bambu

HLS to generate RTL as well as Vivado for technology mapping. The baseline for this

experiment is constructed by disabling fine-grained merging techniques. As detailed

the Experimental Setup Section 5.1, we evaluate the potential of related work for fine-

grained merging as we did for all the FE and FLE experiments in this chapter using

power and area reduction HLS and synthesis flags. To have a one-to-one comparison

of accelerators merged via fine-grained-merging, we concatenated each pair of input

functions in each application, and appended their parameters with no coarse grained

merging. The new generated function is translated to RTL via HLS and then technol-
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ogy mapped and optimized using Vivado. Disabling the power and area savings flags

above results in power, latency and accelerator energy measurements for the baseline

while enabling them results in the ”FE and FLE accelerators with SOA (State-of-the-

art) fine-grained merging” configuration. By comparison we show the result of adding

coarse-grained merging via sequence alignment in the ”Merging + FE” and ”Merging

+ FLE” merged accelerators bars.

The power savings derived from area savings of state-of-the-art HLS tool Bambu44

is 9.73% with respect to the power of the input accelerators. Since we produce the ac-

celerators with the tightest latency constraint allowable by the Vivado physical design

tool, fine-grained merging is performed with practically 0% latency overhead. This

makes the power savings translate into exactly the same energy savings.

With Merging+FE and Merging+FLE, the power savings are quite higher than

what can be delivered by fine grained merging in the FE and FLE configurations

alone reaching 15.6% with respect to no merging and a 5 points difference with re-

spect to FE and FLE. The multiplexing overheads of handling more complicated con-

trol and data flow results in an average 4.49% merged accelerator latency overhead.

The resulting energy savings are 13.3% which represents a 3.57 points of improvement

over fine-grained merging in FE and FLE. We observe that AccelMerger does not de-

grade energy consumption, on the contrary it slightly improves it, while delivering im-

portant gains in area savings and/or application execution time, for applications with

exploitable CDFG patterns, as presented in Section 5.2. We leave the study of how to

design merged accelerators for energy savings to future work, a study that requires to

co-optimize power consumption and latency.
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2.7 Discussion

Early-stage accelerator design through function merging, based on the optimized se-

lection of merged and non-merged, hardware-mapped functions and loops, opens an

exciting research space that promises to benefit performance and area/latency trade-

offs. AccelMerger can enable lower, system-level data communication, with a focus on

interconnect latency. It allows designers to explore accelerators of varying granulari-

ties without deep application knowledge, as the choice of accelerators is not fixed by

the structure of an application’s source code. Experimental results show up to 16.7×

performance improvement over software-only implementations, and 1.91× on average

over state-of-the-art HW/SW partitioning tools. In future work, we plan to extend

AccelMerger’s SoC-level communication analysis, apply it for cross-application merges

and add power models to its repertoire.

In the next chapter, we will explore the potential of function merging to improve

energy savings. We will also study the impact of different function merging design

choices, such as the IR representation (SSA or not), local vs. global merging tradeoffs,

alignment, and post-code-generation models.
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3
Guac: Energy-Aware Coarse-Grained

Merged Accelerators from LLVM-IR

Designing accelerators for resource- and power-constrained applications is a daunting

task. High-level Synthesis (HLS) addresses these constraints through resource sharing,

an optimization at the HLS binding stage that maps multiple operations to the same

functional unit.
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However, resource sharing is often limited to reusing instructions within a basic

block. Instead of searching globally for the best control and dataflow graphs (CDFGs)

to combine, it is constrained by existing instruction mappings and schedules.

Coarse-grained function merging (CGFM) at the intermediate representation (IR)

level can reuse control and dataflow patterns without dealing with the post-scheduling

complexity of mapping operations onto functional units, wires, and registers. The

merged functions produced by CGFM can be translated to RTL by HLS, yielding

Coarse Grained Merged Accelerators (CGMAs). CGMAs are especially profitable

across applications with similar data- and control-flow patterns. Prior work has used

CGFM to generate CGMAs without regard for which CGFM algorithms best opti-

mize area, power, and energy costs.

We propose , an energy-aware and SSA-based (static single assignment) CGMA

generation methodology. implements a novel ensemble of cost models for efficient

CGMA generation. We also show that CGFM algorithms using SSA form to merge

control- and dataflow graphs outperform prior non-SSA CGFM designs. We demon-

strate significant area, power, and energy savings with respect to the state of the art.

In particular, more than doubles energy savings with respect to the closest related

work while using a strong resource-sharing baseline.

3.1 Motivation

Manual accelerator designs attempt to reuse fine-grained control and dataflow ap-

plication patterns through the design of processing elements (PEs). Such manual

implementations can be found in cutting-edge domains such as deep learning and

robotics30,63,60. These multi-purpose accelerators greatly benefit from area and power
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optimizations due to the large number of impacted applications. On the other hand,

automated HLS-level resource sharing28,4 uses analytical models that assume a spe-

cific cost per operation. These works do not study the models’ impact on the acceler-

ator design’s quality. The lack of model studies is due to the multi-layered nature of

the HLS stages, including allocation, scheduling, and binding. Instruction cost mod-

els, when trained statistically, cannot minimize an objective function representing

HLS allocation, scheduling, and binding to understand functional unit reuse prof-

itability. Instead, a cost model mapping IR-level instruction characteristics to accel-

erator characteristics, e.g., power, performance, and area, is built and used as part of

the HLS process when deciding which functional units to reuse. In the related work,

not much attention has been paid to the mismatch between modeling instructions and

modeling functional units. Models are rarely discussed at all in the context of efficient

HLS resource sharing.

Resource sharing works at fine granularity, finding functional units without struc-

tural conflicts that inhibit reuse. Conflict-free reused chains of functional units accel-

erate small, semantically equivalent dataflow graphs scheduled for different cycles. In

our experiments with state-of-the-art HLS and physical design tools, we find that this

kind of resource sharing reduces energy consumption by 45.79% with respect to accel-

erators not benefiting from resource sharing. (See Section 3.3.2 and Section 3.6.2)

Resource sharing, however, has a myopic view of what needs to be reused post-

scheduling. It looks at accelerator reuse not from the perspective of dataflow, control

flow, or input/output reuse but from a functional unit and structural conflict per-

spective. Some accelerator merging tools have sought to address this problem. Re-

confAST37 produces merged accelerators at the loop level in a front-end compiler

(clang), but at such a high level, optimization support is limited. AccelMerger5 lever-
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ages the function merging by sequence alignment (FMSA) algorithm developed in

the related work52. AccelMerger works at LLVM’s intermediate representation (IR)

level to provide coarse-grained function merging (CGFM), which merges functions

and their call graphs. AccelMerger takes advantage of LLVM’s rich framework for

target-independent interprocedural optimization rather than working on the abstract

syntax tree.

These accelerator merging tools introduce a new way of designing accelerators that

are more programmable than monolithic accelerators in that they can accelerate more

than one top-level function or application. We call them CGMA, standing for coarse-

grained merged accelerators. They are less programmable than finer-grained recon-

figurable architectures, which spend significant area for functional unit (FU) and in-

terconnect programmability. Finer-grained reconfigurable architectures suffer from

significant communication overheads since they accelerate small control and dataflow

patterns. A CGMA can approach the performance of the original monolithic acceler-

ators from which it derives while consuming only a fraction of their total energy and

area. CGFM can produce energy and area savings only for accelerators representing

similar CDFGs. This similarity requirement puts pressure on the CGFM technique to

better understand the impact of local merging decisions on end-to-end energy savings.

In this work, we develop CGFM models aimed at efficient CGMA design, and we

identify the best CGFM algorithms for high CGMA energy savings. We choose en-

ergy savings as a proxy for co-optimizing power, performance, and area. An HLS tool

can produce a monolithic accelerator starting from a function’s high-level or IR-level

representation. After selecting and merging a pair of related functions, we use HLS to

produce a merged accelerator for the pair.

Few prior works can merge at such coarse granularities. To the best of our knowl-
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edge, the closest is AccelMerger5, which relies on the FMSA IR algorithm for merg-

ing. That approach is limited in three key regards: 1) AccelMerger does not weight

the instructions to be prioritized for merging in terms of their impact for area or en-

ergy savings, but instead applies a uniform weighting on the instruction types to be

merged; 2) AccelMerger uses only one weighting of instructions per merge, which

significantly limits profitability, since different linear models are more effective for

different accelerator characteristics; 3) AccelMerger’s non-SSA code representation

sometimes leads to prohibitive overheads. Instead of SSA’s phi instructions (mapped

to multiplexers by HLS), it generates extra memory instructions, from which HLS

produces expensive accelerator scratchpad accesses.

Prior work on CGMA does not analyze the potential of merging models to generate

more area-efficient accelerator designs5,37. Furthermore, optimization for energy effi-

ciency has been outside the scope of prior CGMA research because of the long latency

of HLS and physical design flows.

In this work, we propose , a novel compiler-based approach for merging accelerators

using multiple non-uniform merging models. We integrate SalSSA50, a state-of-the-art

CGFM approach, with our statistical cost model for energy usage. Our energy model

is trained on post-physical-design estimates, improving its decision-making capabil-

ities during the merge operation to achieve better energy savings. In this study, we

provide inter- and intra-application accelerator merges for a mix of 16 synthesizable

applications from various domains, such as linear algebra, machine learning, and sig-

nal processing. We also provide deeper post-physical-design analysis for power and

device resource consumption, comparing the related work5 with our novel solution.

Overview of results that motivate the solution. When applied to an FPGA tar-

get using a strong resource sharing baseline, reduces LUTs by 7.04%, Flip-Flops (FF)
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by 11.17%, and energy consumption by 17.08% on average. By contrast, the closest

related work only improves energy savings by 7.38%, LUTs by 1.06%, and FFs by

2.01%. We demonstrate these results with high accuracy over 16 applications in an

LLVM-to-bitstream setup using a dataset of 10986 merged accelerators.

Our contributions are summarized as follows:

• Energy-Aware CGFM for CGMAs. We implement a two-step energy-saving

strategy. First, we use arithmetic-, control- and memory-centric CGFM models

to address different bottlenecks in the merged function IR. Second, we select

the final merged function version through an ensemble model that chooses the

most profitable function for acceleration based on LLVM instruction savings.

Related works on coarse-grained and fine-grained accelerator merging abstract

away later synthesis stages, such as physical design, and rely on HLS-level qual-

ity of result estimates. As highlighted in13, HLS-level estimates can be highly

unreliable even for area, with 125% LUT and 98% Flip-Flop mean relative error

(MRE). To create energy-efficient merged accelerators with high confidence in

the quality of results, provides an automated tool flow from high-level C/C++

to post-place-and-route and bitstream generation.

• Evaluation for Both Inter- and Intra-Application Merging. We perform an ex-

haustive evaluation of possible merged accelerator candidates for the Mach-

Suite applications46, originally created for accelerator design. We observe that

HLS and physical design tools optimize certain application patterns in a subset

of applications. Still, we demonstrate a more general approach to accelerator

merging at a coarse granularity.

• Leveraging Static Single Assignment (SSA) for Accelerator Merging. CGFM
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Figure 3.1: Resource Sharing, AccelMerger and LLVM-IR level example.

has been used for accelerator merging in prior work5, but without the benefit

of SSA form29 throughout code generation. That increases multiplexing costs,

both for logic and for energy. In this chapter, we show that just using the latest

CGFM techniques out-of-the-box to achieve higher energy savings is not feasi-

ble unless those techniques optimize globally. We show that even though new

local CGFM techniques have potential to reduce control logic, global techniques

deliver energy savings of over 15.91% compared to less than 5% improvement

for both local techniques and non-SSA approaches.

3.2 Illustrating the need for CGFM SSA and energy awareness

The state-of-the-art in area and energy reduction techniques is resource sharing, bind-

ing time, and HLS optimization. Figure 3.1 illustrates resource sharing on the left-

hand side. This figure illustrates the alignment of two functions at the LLVM IR
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level to reduce area and power consumption by merging those functions. We repre-

sent operation reuse with a connection between the multiply, divide, and memory

operations. Resource sharing avoids reusing smaller functional units like those corre-

sponding to additions or bitwise operations since the cost of multiplexing and routing

the operands can be too high.

In this example, selecting between register ’vy’ and ’wy’ for the first multiplica-

tion operand and between ’v0’ and ’w0’ for the second one requires two multiplexers.

Reuse at coarser granularities often removes the need for such multiplexers and ex-

tra operand routing since reuse is implemented at the level of the control and data

flow graph (CDFG). This issue is represented in Figure 3.1 with red arrows between

the definitions and uses of some registers, which is easy to identify but less obvious

at binding time, post-scheduling once we have two mapped loops. Furthermore, the

fact that resource sharing does not merge branch and comparison operations results

in larger control circuitry and ultimately interacts negatively with dataflow sharing

across high-area instructions. Similarly, resource sharing misses an important oppor-

tunity to merge the inputs and outputs for the circuits it generates. Co-optimizing

the reuse of input and output wiring with the reuse of the CDFGs is more appropri-

ate for CGFM-related techniques, including ’s. In fact, functional unit (FU) merging

in resource sharing occurs at a lower level of abstraction. We only illustrate the result

at the IR level for one-to-one comparison with CGFM-related merging.

Resource sharing is designed for FU reuse within the scope of a function, not for

cross-function FU sharing. To establish a strong baseline for the experiments in coarser-

grained merging described later, we enable resource sharing between two functions by

creating a new top-level function containing both function bodies. (See Sections 3.3.2

and 3.3.3.)
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We represent the closest related work in CGMA generation, namely AccelMerger,

in the middle of Figure 3.1. AccelMerger manages to merge some of the instructions

whose sharing is most beneficial. These include a store, a branch operation, and a

comparison operation, all highlighted in green. Such reuse reduces accelerator scratch-

pad access logic, control and scheduling logic, and dataflow-related logic, like that

between the cmp operation and the br_cond instruction.

CGMA-based techniques such as AccelMerger can significantly improve inter-function

FU reuse, including dataflow and control flow between instructions. The key insight

is that even though the number of possible IR alignments between two input func-

tions is exponential, due to their control and dataflow graph representation, lineariz-

ing them and then aligning optimally yields high area savings in practical time. Fur-

thermore, since coarse-grained merging approaches like AccelMerger and merge at the

IR level, feedback about circuitry reuse can be provided to the designer in the earliest

stages of accelerator design. This is unlike resource sharing, which requires the ap-

plication to be in a synthesizable format (e.g., with simple array data structures and

side-effect-free functions).

A major drawback of AccelMerger is that the mul operation is not reused, despite

its high area and energy costs. Instead, AccelMerger decides to merge the bitwise

or, the shift (shr) and the add operations, highlighted in yellow, because it lacks an

energy-driven model. Creating accurate energy models for this type of function align-

ment is challenging since operations are not directly mapped to FUs by HLS. Instead,

this mapping is the result of a three-step HLS process: allocation, scheduling, and

binding. Furthermore, these steps depend on the device to which these functions are

lowered, which determines the technology used, the number and type of hardened

FUs, and their connection topology. Section 3.3.4 describes in more detail the chal-
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lenges of achieving alignments that result in high energy savings.

AccelMerger merges functions in a non-SSA format, in which loads and stores re-

place phi instructions. Phi instructions are critical for handling control flow but have

been hard to merge from a code generation perspective50. Figure 3.1 illustrates an

alignment that is undesirable due to AccelMerger’s choice of CGFM algorithm. The

phi instruction highlighted in red is implemented by a load and a store in non-SSA

format, and the load will be merged by AccelMerger against the load in the right-

hand-side function. At the code generation stage, AccelMerger will attempt to map

the merged function code back to the SSA form but will fail to match one store and

one load back to a phi instruction because the merged load did not belong to a phi

instruction and, therefore does not have a corresponding phi-related store. This pre-

vents HLS from finding the optimal synthesis: one multiplexer corresponding to the

phi instruction and one memory-reading FU corresponding to the load. Instead, it

generates one load FU and one store FU, due to the demotion of the phi instruction.

addresses the CGFM-based CGMA generation problems at the IR level by imple-

menting a two-stage merging cost model (ensemble model). The first stage applies

multiple instruction-level alignment models and produces the merged function IRs

for all the models. The second stage evaluates these IRs with the help of a coarse-

granularity function-level statistical model that evaluates the energy consumption of

all the merges. This enables the multiply instruction alignment in Figure 3.1 instead

of the lower cost shift and addition operations.

We also show that cutting-edge local merging algorithms that improve control logic

reuse are not as useful as global algorithms that merge across the boundaries of basic

blocks. By evaluating multiple code generation and alignment algorithms, improves

phi instruction handling and (more importantly) increases overall merged accelerator
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energy savings.

3.3 Background

3.3.1 High Level Synthesis

High Level Synthesis translates high-level code like C/C++ to Verilog or VHDL. Its

stages typically include Allocation, Scheduling, Binding and RTL generation18,36,22.

We focus on the first three of these since the last stage just translates from the HLS

internal representation of functional units and registers to RTL.

Allocation uses device operation modeling to produce an initial estimate of the area

required by an accelerator, especially in terms of functional units.

Scheduling is the phase in which the HLS tool distributes operations across cycles,

taking into account their dependencies. Dependent instructions are chained together

within the same cycle if they do not violate a target cycle time. In this step the Con-

trol Logic of the accelerator is generated, typically as a finite state machine. Neither

allocation nor scheduling has a concept of functional units on which operations will be

scheduled.

Binding constitutes the mapping of operations onto functional units. In this step,

HLS executes the resource sharing optimization by mapping multiple operations onto

the same functional unit if they are not executed in the same cycle. If the dataflow

style of the reused functional unit chain is identical to a previously bound operation

chain, no multiplexing is needed. However, input and output operands usually need

to be routed differently, and expensive multiplexers need to be used. For this reason,

only long latency instructions or chains thereof are reused.
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Figure 3.2: Schematics illustrating the merging circuit-level benefits: A) Function
concatenation followed by HLS with resource sharing, B) Coarse-grained merging using

AccelMerger. We indicate in red the alignment between a demoted phi instruction and a load
as well as the resulting overhead store, C) Coarse-grained merging via Guac. The wiring

across the three techniques is simplified. The green register in the case of C) indicates higher
savings when operands have matching dataflow across the merged functions.

3.3.2 Resource Sharing

Figure 3.2A represents resource sharing, which shares high-area functional units among

multiple operations. The HLS resource sharing optimization introduces multiplexing

logic. In this figure, the shared functional units are highlighted in green. The non-

shared circuit elements are shown in white and red. The red ones are suboptimal

merging outcomes, due to the limitations of the resource sharing technique. In white,

we represent circuit elements that are not merged, either because of mismatches be-

tween functions or the high cost of multiplexing.

Next, we describe how we set up a strong baseline for resource sharing.

3.3.3 Concat-Style Accelerator Merging

Resource sharing operates within the scope of a single top-level function, while CGFM

operates on a pair of top-level functions. The question is how to set up resource shar-
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ing to compare it with CGFM fairly. That requires enabling resource sharing not only

within the two functions intended for merging, but also across their boundaries.

To fairly evaluate the potential of resource sharing when merging two functions f1

and f2, we expose both functions to the resource sharing optimization. We concate-

nate the high-level code and parameters of f1 and f2 at the IR level.

We call this strategy Concat or Concatenation. Moreano et al.39 manually imple-

ment a simplified version of Concat that works for single basic block RTL modules

with easy-to-concatenate input/output parameters. Concat has been automated for

arbitrary control and dataflows at the level of (pre-HLS) LLVM IR5. Figure 3.2A

indicates in red the lack of reuse of control logic due to non-merged branch and com-

parison instructions. It also highlights in red the lack of dataflow reuse leading to ex-

tra registers and multiplexers. Finally circuit input/output pins are not reused. HLS

trusts the programmer to design optimal input and output interfaces. However this

type of manual merging can be tedious and error prone for coarse-grained merging,

even though input and output merging represents an opportunity for resource savings.

We will later see that this is a great opportunity for automation (missed by resource

sharing) when the circuit inputs and outputs have matching types and the circuitry

they connect to has high similarity.

To measure savings in this baseline configuration, we define the cost of mapping

functions fi and fj to monolithic accelerators (resource sharing only locally within the

CDFGs of the functions but no functional unit reuse across the borders of fi and fj)

as Cmonolithic,Y (fi) and Cmonolithic,Y
(
fj
)
. By contrast, mapping fi and fj to a merged accel-

erator via concatenation costs Cconcat,Y(fi, fj). Here Y represents both the area (LUTs,

FFs, DSPs) and the energy dimensions. The improvements in a given dimension Y are

IY(f) =
Cmonolithic,Y(fi)+Cmonolithic,Y(fj)

Cconcat,Y(fi,fj)
.
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We measure latency overheads by using the merged accelerator to execute each of

the functions that it implements. We define the latency overhead of a function when

run on a merged accelerator as Lovh (fi) =
Lconcat(fi,fj)
Lmonolithic(fi)

, with Lconcat
(
fi, fj

)
being the la-

tency for running fi on the merged accelerator produced by synthesizing the concate-

nation of fi and fj, and Lmonolithic(f) being the latency for running f on a dedicated ac-

celerator that was generated by HLS directly from f. We compute the merged accel-

erator latency generated from merging functions fi and fj by averaging the overhead

of running fi and fj on the merged accelerator: Lovh(fi)+Lovh(fj)
2 . In our results we report

the percentage of both energy and area improvements as well as latency overheads by

computing (IY (f)− 1)× 100 and (Lovh (f)− 1)× 100.

3.3.4 Function Merging by Sequence Alignment

FMSA overview. FMSA52 was the first CGFM algorithm able to merge arbitrary

non-identical pairs of functions introduced with the goal of reducing code size. It was

later used in the context of high level synthesis5 for area reduction (AccelMerger).

We now focus on the FMSA flow at the LLVM IR level. The algorithm consists of

three major stages: choosing which functions to merge, producing the merged func-

tion, and estimating the merging profitability.

Function Pairing. In this chapter, we perform merging across multiple applica-

tions and we merge all pairs of functions in the input applications since some pairings

might be profitable only for some techniques and not for others. This pairing is differ-

ent than in the previous chapter since the goal is to strictly evaluate the improvement

in the merging techniques, both for accelerators that were already profitable as well as

those that were not (and will potentially become profitable).

Function Linearization. For a given pair of functions, merging them requires iden-
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tifying similar code segments in the two functions that can profitably be merged. To

this end, FMSA52 first linearizes the input functions, representing the CFG as a se-

quence of instructions.

Alignment. Then the Needleman-Wunsch (NW) sequence alignment algorithm

identifies regions of similarity between the two functions. The alignment algorithm

is applied to the linearized sequences of the whole input functions. The NW algo-

rithm allows weighting each operation. In this work, our alignment models provide

the NW weighting of instructions. Finally, the resulting alignment is used to generate

the merged function.

Code Generation. During code generation, the list of parameters from both func-

tions is also merged using a greedy algorithm that tries to merge as many parameters

as possible. Parameters of the same type are shared between the functions, without

necessarily keeping their original order. The merged list of parameters also includes

an extra function identifier. All the calling sites for the input functions are also mod-

ified to point to the newly merged functions with the right parameter order and origi-

nal function identifier.

New Basic Blocks for Contiguous Aligned and Unaligned Instructions. Once the

function definition has been created, the control-flow graph of the merged function

is produced by traversing both the input functions and the aligned sequence. The

merged control-flow graph uses the function identifier for control flow divergence

where the two functions differ, but converges to the same basic block where they

are similar. Operand selection is also introduced where two merged instructions have

different operands. Finally, FMSA applies an SSA reconstruction algorithm on the

merged function.

We believe CGFM-based CGMA generation tools should leverage the flow from
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alignment through code generation to apply different alignment models, producing

different versions of the merged function. Owing to the nature of sequence alignment

algorithms such as NW, these alignment models are linear. However, after code gener-

ation we have the freedom to evaluate the quality of the IR with more sophisticated,

non-linear models, able to extract more information about accelerator power and area

characteristics by analyzing function-level characteristics such as number of instruc-

tion counts for each instruction type. The potential for such alignment and code gen-

eration models is explored for the first time in Guac.

SSA-Level Limitations. A major limitation in FMSA is its inability to handle phi

nodes, a core feature of the SSA form. In order to work around this limitation, FMSA

performs register demotion (register-to-memory) in all functions prior to linearization,

replacing all phi nodes with a stack-based store-load mechanism. This process tends

to create larger functions, however, lowering the quality of the function merging optimization,

as stores and loads corresponding to phi instructions can be merged against non-phi-related

loads and stores. Extra unaligned loads and stores consequently add a significant

overhead when mapping those instructions to functional units at the allocation step

of HLS. We discuss in Section 3.3.5 how to address this limitation, and we show in

Section 3.4.1 why merging phi nodes and control-flow-related instructions is relevant

for accelerator merging.

CGFM for CGMAs. AccelMerger5 uses FMSA as part of infrastructures for merged

accelerator design based on abstract, post HLS LUT estimates, without considering

FMSA’s potential for power reduction, nor breaking down the benefits of FMSA when

applying it to reduce different resource types or power consumption. As indicated

in Figure 3.2B, with AccelMerger, full data and control paths can be reused, including

registers and functional units. This reuse across the CDFG allows reducing the number
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of multiplexers when there is a match in the control flow. Some of the savings in

CDFG reuse, however, are hindered due to overhead memory operations that FMSA

cannot transform back into phi instructions, since it performs merging in the non-SSA

format, and when functions are aligned, the components of phi instructions get aligned

with other instructions. We highlight this issue in Figure 3.2B with the red (aligned

but not profitable in this case) load (L) unit. Even though this is the result of aligning

the load instruction against the phi instruction, it results in extra store functional

units later in the design of the top function.

3.3.5 SalSSA and HyFM

SalSSA50 is a CGFM algorithm focused on improving FMSA code generation by

supporting the SSA representation. It avoids the code bloating problem introduced by

register demotion and increases the chances of generating profitable merged functions.

SalSSA’s code generator achieves this by treating phi nodes as special instructions,

excluding them from function alignment since in most cases FMSA would miss-align

the equivalent alloca, store, and load operations. This leads in practice to more saved

instructions. Theoretically, there are cases when FMSA will merge the alloca, load

and store instructions corresponding to the phi instructions correctly against other

phi-related alloca, loads and stores. SalSSA tends to save more because such perfect

phi matches in non-SSA format are unlikely, and even not merging phi instructions at

all is more easily mapped onto multiplexers at synthesis time.

While SalSSA, like FMSA, tries to find an optimal alignment globally across all the

instructions of the merged functions, HyFM51 emphasizes local basic block merges.

HyFM first tries to find the best match of basic blocks according to static instruction

count similarity (fingerprint comparison) and then merges instructions within basic
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blocks. The advantage of this technique is not only that it reduces sequence alignment

execution time, but also that it is guaranteed to reduce the number of branches in

the function’s control flow, since every basic block ends with a branch. This reduces

the number of predicated instruction executions in the equivalent accelerators and

control-related logic. The disadvantage of this approach is that merges are not global

across all basic blocks, so an opportunity is missed to maximize function-wide area or

power savings.

3.4 Guac

3.4.1 CGFM for accelerator energy efficiency

Alignment and post-code-generation energy model. The main shortcoming in the

related work is that CGFM techniques do not merge for energy savings. There are

two possible approaches to making CGFM energy-savings-aware. One way is by using

alignment models. Algorithms like Needleman-Wunsch (NW) can align sequences

with a linear model, attributing a cost to each instruction type. The result is that

NW finds the alignment with the lowest cost due to the algorithm’s optimality guarantees.

The second possible energy model considered in this chapter is post-code-generation.

It is applied on the resulting CDFG after aligning two functions. Post-code-generation

models evaluate the potential energy savings directly using the features of the merged

function instead of some abstract representation of the function (e.g., the sequences

used in the sequence alignment algorithm).

We use alignment-time merging to create multiple versions of a merged function,

while taking account of the accelerator back end. Then we apply a code-generation-time

statistical model based on random forests to select the accelerator version most likely
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to generate energy savings.

Control, memory, and arithmetic alignment models. Alignment models are analytical,

and we use them to emphasize saving either control, memory, or arithmetic instructions.

The intuition for this type of model is that array-style architectures, including FPGAs,

have limited resources per slice (e.g., multiplexers, flip-flops, lookup tables, or DSPs).

The per-slice logic is under-utilized when an application is memory-, compute- or

control-intense. Still, a good balance of resource usage allows HLS to map more operations

per slice, reducing routing and multiplexing costs. In the three alignment-time models,

we put a higher weight (twice that on the other instructions) on either of these instruction

types.

These savings are represented in Figure 3.2C in the proper merging prioritization

of the high-cost division, multiplication, and memory instructions. The difficulty here

is that modeling needs to operate from a higher level of abstraction than resource

sharing from the IR level. Resource sharing benefits from accurate knowledge about

the mappings between operations and functional units, whereas at the IR level, we

need to use both per-operation models to guide the merging process, as well as overall

evaluations of the generated CDFG in the IR (post-code-generation models).

For the control models, we prioritize the merging of all the LLVM branch instructions

(conditional, unconditional, direct, and indirect), phi instructions, compare instructions

(cmp and fcmp), and the switch statement. For the memory model we include load,

store, alloca, fence, extractelement, extractvalue, getelemptr, insertvalue, insertelement,

and shufflevector. For the arithmetic model, we include all floating point, integer,

boolean, bitwise and casting operations. The reason for using these specific models is

the pressure each type of instruction puts on the FPGA slices. Implementing CGMAs

for a target other than FPGA, such as ASIC, will benefit from further fine-tuning of
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Figure 3.3: Alignment-model based Guac configurations EnsembleGuac and ExhaustGuac.

the CGFM model to the cell library characteristics.

The need for post-code-generation models. In our experiments and in related work

on guiding IR-time optimizations for accelerator back ends19,22, we find that no single

alignment model can improve merges across applications. There are three reasons why

this is so. First, different application mixtures create different bottlenecks. Second,

alignment algorithms rely on linear models to determine the weight of an operation

whereas the process of mapping instructions to hardware is highly non-linear. Third,

many overhead instructions, such as extra selects for the operands of merged instructions,

are not known at alignment time, but are available after code generation.

Guac’s post-code-generation random forest uses the number of saved instructions of

each instruction type, compared to the original functions, to predict energy savings.

This prediction is performed on the three versions of the merged function with either

control, memory, or arithmetic focus. We collect a dataset of true energy savings

(target variable) on a thousand post-place-and-route merged accelerators and their

operation-level savings (features) to train the random forest model.

EnsembleGuac vs ExhaustGuac. Figure 3.3 illustrates our two-step model in a

configuration used in this chapter named EnsembleGuac. We also present a configuration

called ExhaustGuac, which uses only alignment models but relies on HLS to evaluate
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the final quality of the merges with different alignment models. We can see the flow

from two input functions f1 and f2, and their respective CDFGs represented with

elliptical shapes. These functions are merged using the three alignment models, thanks

to the NW algorithm cost model employed in all the CGFM approaches discussed in

this chapter. This algorithm allows one type of instruction to be prioritized by giving

it a higher cost than the other types.

The result is three CDFGs that emphasize the optimization of control, arithmetic,

or memory instructions. Next, we extract instruction counts from both the input

functions and the merged ones, and we produce an LLVM IR saved instructions vector

corresponding to each of the alignments. A random forest model uses these vectors

to predict which alignment model will save more energy for this particular merged

function. The rationale is that we use savings in a quickly retrievable quantity (IR

counts of different merges) to predict energy savings, then apply time-consuming

HLS and synthesis only to the most promising CDFG. We call this configuration

EnsembleGuac since it uses the random forest to select among an ensemble of alignment

models. Alternatively, ExhaustGuac runs HLS and synthesis on all three CDFGs

(incurring a large time penalty) and then selects the accelerator with the lowest energy

consumption. This configuration is more time-consuming but it will select the most

efficient version of the merged accelerator whereas EnsembleGuac can occasionaly

miss the most energy efficient configuration.

The random forest we use for post-code-generation in EnsembleGuac is trained on

a thousand merged accelerators among the 10986 possible merges among the functions

in the MachSuite applications using scikit-learn. The rest of the points are used for

testing. To find a well-fitting model we use cross-validation and grid search over the

random forest maximum depth, number of estimators, and maximum features. The
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hyperparameter space we explore contains ten equidistant values between 1 and 30 for

maximum depth (depth of each tree), ten equidistant values between 10 and 250 for

the number of estimators (number of trees in the random forest), and three possible

values for the maximum number of features to use for prediction among the LLVM

instruction types. For the maximum number of features, we use 12.5%, 25%, and 50%

of the 64 LLVM instruction types. The hyperparameter space contains a total of 300

values. On this particular problem we found Random Forests to perform better than

a variety of other models including the multilayer perceptron.

3.4.2 CGFM merging technique selection for CGMAs

Table 3.4: Weight of IR/LLVM control-flow related instructions when mapping them onto
FPGA resources. The first number in each cell refers to the number of static instructions.

The second number following ’:’ represents the number number of resources in the row
required to synthesize that static instruction. These numbers result from a multilinear

regression analysis of the MachSuite applications.

Instr Type Load Store Phi Br Alloca Select

LUTs 1:19 1:37 1:15 1:133 1:120 1:65

FFs 1:21 1:16 1:19 1:51 1:0 1:64

DSPs 44:1 1:0 197:1 6:1 1:0 4:1

Choosing efficient CGFM techniques for CGMA design requires knowing the cost

of each IR static instruction in terms of allocated hardware resources. We perform

a statistical analysis of all merged accelerators across all applications to inform us

about resource usage of instruction types. Specifically, we use a multiple linear regression

model per target variable (LUTs, FFs, and DSPs). This model assigns a weight to

each instruction type, resulting in the data in Table 3.4.

Table 3.4 represents the cost of key instructions used by HLS flows to generate

an accelerator’s control, data, and memory access logic. The content of each cell
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represents the number of resources required to implement an operation on average.

For example, in terms of LUT consumption, branch instructions (Br) have the most

impact, resulting in an average of 133 LUTs allocated per branch instruction. Since

DSPs are coarser-granularity resources than LUTs and FFs, one DSP is observed

every so many instructions of each type. For example, for every 44 synthesized load

instructions we observe one allocated DSP resource.

The modeling in Table 3.4 shows that branch instructions have the most impact on

reducing LUTs and the second most important impact on FFs and DSPs. Together

with their high area footprint, this motivates using function merging techniques that

prioritize merging branches. By merging basic blocks one-to-one, HyFM also maximizes

the chance of merging branch instructions, since each basic block terminates with a

branch in LLVM.

AccelMerger feasibility. Also, as described in Section 3.3, FMSA-based accelerator

merging5 relies on alloca, load, and store instructions to emulate the behavior of phi

instructions. FMSA relies on the register-to-memory LLVM pass to map low-cost phi

instructions (correlated with 15 LUTs, 19 FFs, and 1
197 DSPs) to a load, an alloca,

and stores for each operand. The load is placed at the site of the phi instruction

and the alloca in a basic block that dominates the phi-related load and store (the

phi-related stores and load need to occur at an allocated memory location). register-to-memory

creates a store at the site of each assignment of a register that is used by the phi

instruction. There is no guarantee that FMSA will merge these load, store, and alloca

instructions against other phi-related instructions. An FMSA-based phi misalignment,

therefore, has an overhead of at least the 120 LUTs corresponding to an alloca, 37 ×

2 = 74 LUTs due to at least two incoming stores per phi instruction and 19 LUTs per

load in addition to all the FFs and DSPs corresponding to these instructions as shown
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in Table 3.4.

Whenever any of the phi-related instructions are merged against non-phi-related

instructions, the memory-to-register pass will not recover the low-cost phi instruction.

In this chapter, we analyze SSA-based CGFM techniques that avoid high area and

energy penalties. Based on this analysis, as well as our experimental results, we show

that SSA-based merging algorithms are most profitable for accelerator merging. This

is reflected in Figure 3.2C since the phi instruction is left intact, enabling the reuse of

the first load of the top circuit (first function). All the benefits present in AccelMerger

in terms of control circuitry as well as input/output merging are preserved since the

merging algorithms with and without SSA are identical from that perspective.

Global, SSA-based merging feasibility. The first novel CGFM technique we evaluate

for this chapter is SalSSA, which performs global merging like FMSA, but operates

directly on the SSA representation of the code. Compared with FMSA, SalSSA reduces

the number of memory loads by 9.41%, stores by 22.74%, and alloca instructions

by19.55%. This results in less circuitry related to memory operations as well as reductions

in accelerator wiring. Even though SalSSA tends to produce over 2× more phi nodes

than FMSA, most can be eliminated by register coalescing strategies8. Unlike select

instructions, phi nodes are not implemented by multiplexers.

Local, SSA-based merging feasibility. The main problem with global merging techniques

is that they do not emphasize control-heavy instructions and multiplexer reduction in

high-control-flow scenarios. We evaluate HyFM, a local and newer, merging technique

than SalSSA, for its potential to reduce control-flow-related bottlenecks. As shown in

Table 3.4, merging branch instructions can have a dramatic impact on reducing LUT

and FF resource utilization (133 and 51 units, respectively, per branch).

As we will see empirically in Section 3.6, even though some applications do indeed
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Figure 3.5: End-to-end flow for Guac, AccelMerger and concatenation+resource sharing
evaluation.

benefit more from HyFM than from FMSA for energy reduction, global methods

benefit CGMA generation much more on average. As a global and SSA-friendly technique,

SalSSA delivers the highest benefits overall. For this reason, all our Guac configurations

use SalSSA as the main merging technique.

Prior work on coarse-grained merging has focused on intra-application merging, i.e.,

trying to merge accelerators corresponding to functions in a single application5. We

evaluate Guac on both inter- and intra-application scenarios.

3.5 Implementation

In this section, we describe our end-to-end solution. Figure 3.5 shows the process by

which we extract merged accelerators from the high-level source code, how merged

functions are being produced and how we map both merged and non-merged functions

to accelerators.

The flow for merging consists of a front end that collects important information

about the application, including generating the testbench for the cosimulated functions.

Then the middle end step merges functions with the goal of achieving large area

savings while trading off the minimum amount of performance. The back end converts
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both merged and non-merged functions to RTL via HLS. Then it performs technology

mapping and place-and-route for accurate FPGA area and power data collection.

Our experiments measure area savings, latency overhead, and energy savings with

respect to fine-grained HLS resource sharing. Specifically we measure CGMA improvement

for two functions f1 and f2 on resource Y using the formula ICGMA,Y =
Cconcat,Y(f1,f2)
CCGMA,Y(f1,f2) .

Since we are directly comparing the merged accelerators, we measure latency improvement

instead of overhead since the HLS layer sometimes trades area savings for latency and

power improvements.

The main focus in this chapter is on improving CGMA energy efficiency. We focus

on the energy component of the used resources. The selection of a device that is a

good match for a given application, so that the dynamic component of energy dominates

the design, is outside the scope of this work.

3.5.1 Standard Optimizations and Co-simulation

The source code is compiled down to LLVM IR. Standard optimizations among -O1,-O2

and -O3 are applied on the compiled IR. In our experiments, we find that -O1 creates

an IR that produces the lowest area and power consumption across the -Ox configurations,

allowing the HLS tools to fine-tune code for FPGA targets. All the reported merged

accelerators, including baseline concatenation-based accelerators, are produced with

-O1 on the result of the merged function as well as on the input functions.

Our HLS tool requires a .xml file to specify the input values to use for the co-simulated

functions. Given the large number of merged functions to evaluate, we automate the

generation of this .xml file by creating an LLVM instrumentation pass and a run-time

library.
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3.5.2 CGFM techniques and Resource Sharing baseline

We label different LLVM-to-bitstream flows and merging techniques so that we can

compare their PPA efficiency:

• AccelMerger for FMSA-based flow to represent the limitations of the related

work in generating efficient designs in terms of models and SSA-based merging.

• LocalGuac for HyFM-based flow to evaluate local merging for its potential in

reducing control-related logic and for its SSA benefits.

• GlobalGuac for SalSSA-based flow to evaluate SSA-based, global merges.

• EnsembleGuac for SalSSA plus alignment and code generation energy savings

models.

• ExhaustGuac for SalSSA plus alignment models and synthesis per alignment

model. We select the merged function version that saves the most energy.

• Concat-style to evaluate resource sharing. We use this configuration as the

baseline for all our experiments. This is a more significant baseline than prior

work in CGMA-generation5,37, which only demonstrates improvements with

respect to non-merged accelerators without considering their potential to use

resource sharing across the boundaries of the merged functions. For this reason,

we dedicate subsection 3.6.2 to characterizing the resource sharing potential of

our concatenation-based baseline configuration.
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3.5.3 HLS and Physical Design

The merged and original (unmerged) functions are transformed into RTL modules

using Bambu-HLS44. The RTL modules are further lowered (physical design) via

technology mapping, place-and-route, and bitstream generation using Xilinx’s Vivado

2023.175 tool via the synthesis and implementation steps. We are using the device

xc7z045ffg900-2 for all the designs with the synth_design -directive AreaOptimized_high

and power_opt_design Vivado directives and the BAMBU-AREA high-level synthesis

flag to achieve fine-grained merging and classical resource sharing through state-of-the-art

HLS and synthesis flows.

We choose Bambu-HLS since it provides a flexible LLVM interface that allows

aggressive interprocedural optimizations such as CGFM before the HLS step. By

contrast, the Vitis HLS tool only allows finer-granularity optimization on the LLVM

IR before HLS and fails to synthesize merged functions. Bambu-HLS has also been

shown to be competitive in terms of PPA trade-offs, performing better on average

than a commercial tool and comparably to other open source tools40. Bambu HLS

is actively maintained, benefiting from the latest HLS and resource sharing research.

We also show experimentally the baseline resource sharing benefits for Bambu-HLS in

Section 3.6.2.

3.6 Results

The results we present in this section represent both the intra- and inter-application

merging benefits of Guac. Each application contains functions that we merge against

functions in other applications to evaluate the strength of the merging techniques on

as many candidates as possible. We merge only the top-level function and its callees,
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Figure 3.6: Energy, performance and area analysis with all the approaches. See
Subsection 3.5.2 for a description of the merging configurations.
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filtering MachSuite-specific boilerplate functions. All merged functions are checked

for correctness through co-simulation. We summarize the benefits corresponding to

merges within the application and functions in other applications in the MachSuite

benchmark suite.

3.6.1 Guac Area and Energy Savings

We use Figure 3.6 to analyze the impact of the four Guac configurations and AccelMerger

in terms of area, energy, and latency. This figure summarizes both intra- and inter-application

merging results for each application. This means that we are showing the average

improvement when merging functions from a fixed application against functions in all

other applications. We will later provide the broken-down improvements per pair of

applications. All the results in this subsection are normalized with respect to concatenated

accelerators followed resource sharing. Later in Subsection 3.6.2, we will show a characterization

of the baseline merged accelerators with resource sharing and concatenation.

Our evaluation indicates GlobalGuac achieves average improvements of 7.07% in

LUTs and 10.84% in FFs, with an overhead 0.1% in DSPs. Exploiting the similarities

better between applications through SSA global alignments and the usage of more

DSPs in GlobalGuac leads to a significant increase in power and energy savings. The

average energy saving in Figure 3.6 for GlobalGuac is 15.91%. Despite the latency

overhead for some applications, GlobalGuac yields important savings in energy consumption.

As for model-based improvements, EnsembleGuac further improves average energy

savings to 17.08%, and ExhaustGuac yields an average of 18.4% energy savings. If the

Guac user has the time budget to run HLS with the three cost models, ExhaustGuac

is better. If tool speed is important, EnsembleGuac runs at a speed within 0.01% of

GlobalGuac. This is the effect of the selection model taking only 0.01% of HLS and
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physical design time. Overall, EnsembleGuac is our recommended CGMA technique.

It can increase energy benefits with respect to GlobalGuac for aes, fft-transpose, kmp,

md-knn, and viterbi. For all applications, however, ExhaustGuac further improves

energy savings, indicating future work opportunities for both function alignment and

post-code-generation models. Applications like kmp and stencil2d highlight opportunities

for more accurate post-code-generation models due to the gap in energy savings between

ExhaustGuac and EnsembleGuac. Alignment algorithms that can benefit directly

from function-level models rather than instruction-level models could allow all the

Guac configurations to derive even higher improvements.

Even though ExhaustGuac and EnsembleGuac bring great energy savings, as they

optimize for energy savings through the post-code-generation model and directly

through exhaustive synthesis with all the alignment models, they sometimes do so

at a penalty in area. This can be observed for the viterbi application in LUT-savings

being lower for ExhaustGuac than EnsembleGuac, which is lower than GlobalGuac.

However, in average ExhaustGuac has negligible area overheads (less than 0.2%) and

EnsembleGuac has no area overhead. In term of Flip Flops (FF plot), the EnsembleGuac

and ExhaustGuac only improve the energy savings outcome. In terms of DSPs ExhaustGuac

has an average overhead of 0.13% derived from non-zero DSPs overhead in Stencil2d

(2.67%), and negligible (less than 1%) overheads in md-grid, nw, and sort-radix. EnsembleGuac

has an average DSPs overhead of 0.07% with the heaviest usage increase in stencil2d

too (1.32%) and negligible overhead in sort-radix. For all other combinations of application

and CGFM technique, the DSP overheads are 0% (since in most cases DSP overheads

are 0% we fully describe those area results in this paragraph instead of allocating a

figure for these results).

Interestingly, for the GlobalGuac configuration, the top energy savings are achieved
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Figure 3.7: The energy improvement (%) of
the ExhaustGuac configuration with respect
to concatenated accelerators benefiting from

resource sharing. We use the heatmap to
identify application similarity. Darker colors

represent higher savings.

Figure 3.8: Latency improvement (%) of the
ExhaustGuac configuration with respect to
concatenated accelerators benefiting from

resource sharing. We use the same averaging
of results for functions belonging to rows and

columns as in Figure 3.7 but measuring
ICGMA,Latency(f1, f2)

for aes, stencil3d and stencil2d at 67.57%, 31.46%, and 11.91%. We see that backdrop,

kmp, nw, merge-sort and viterbi benefit more from AccelMerger-style merges than

LocalGuac-style merges, favoring global optimums across different basic blocks, rather

than prioritizing branch merging and phi node handling (which is LocalGuac’s main

benefit). For more control-flow intense applications like stencil2d, gemm-ncubed and,

stencil2d LocalGuac works better due to the branch-merging characteristics being

more important than global merging. In general, we see that global merging on the

SSA-representation is much more powerful than more recent CGMA-generating techniques

relying on local merges (LocalGuac).

In Figure 3.7 we see the breakdown of energy savings inter- and intra-application.

For each cell represented by approw and appcol we are using the average improvement

in energy savings produced by a pair of functions belonging to the two applications

identifying the row and the column
∑

∀f1∈approw,f2∈appcol
ICGMA,Energy(f1,f2)
|approw|∗|appcol| . approw and appcol

are sets of functions and we use |appcol_or_row| to get the size of the set. We see that
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aes and stencil3d merge well consistently against other applications. When comparing

these results to the concatenation experiments in Subsection 3.6.2, we will see that

CGMAs uncover new possible merges, such as for kmp and nw, since resource sharing

only derives modest energy savings from these applications.

Figure 3.8 shows latency improvement with respect to resource sharing when we

break down the merges per pair of applications. We see that for most applications,

latency improvement is 0 (orange) or higher (represented with darker colors). Latency

improves because CGFM, through the energy models used in this chapter, targets

energy improvements, and energy is proportional to latency. Also, area and power

savings are traded off by HLS to reduce latency, which is reflected in a latency improvement

of up to 6.1% (represented in black). As we know from Figure 3.6, overall there are

no latency overheads nor gains for the ExhaustGuac.

We observe a negligible increase in overall HLS, synthesis, and physical design

time, with compilation from C/C++ to LLVM, standard optimizations (-O1), and

merging techniques comprising less than 0.3% of total EnsembleGuac flow time and

less than 0.2% of total FMSA flow time, as shown in Figure 3.9. In this plot, we

include running the ensemble model as part of the flow under the ”Merging” concept.

The model itself represents only 0.2% of the overall flow.

FMSA-based C-to-bitstream
Flow Time breakdown

SalSSA-based C-to-bitstream
Flow Time Breakdown

Compilation
Merging

HLS
Synthesis

Figure 3.9: Total Synthesis Flow Time
Breakdown for AccelMerger (left) and

EnsembleGuac (right). HLS and Synthesis
dominate tool execution time. Compilation

and Merging time is negligible.

Overall the code transformation time

necessary for coarse-grained merging

relative to the overall HLS and physical

design time is low. This suggests

that our approach is able to derive

significant energy savings at a very small

execution time penalty with respect to
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AccelMerger and even with respect to

approaches that are purely based on

resource sharing.

3.6.2 Resource Sharing baseline results

In Table 3.10 we show the average resource, and energy savings percentages that can

be achieved by merging accelerators with the Concat configuration. These results are

relevant since the prior CGFM-based CGMA generation does not use such a strong

baseline for their proposed techniques. We represent the average function merging

savings among functions in the same application as well as across applications in

this summary. For example, the sort-merge row shows that this application saves an

average of 19.88% LUTs, 26.74% FFs, and 14.55% in energy savings, and it does not

save any DSPs. In this case, the power savings are larger than the energy savings due

to an accelerator latency overhead of 18.99%. As expected, resource sharing incurs

a latency overhead by scheduling multiple operations to the same functional unit,

leading to resource conflicts and also stretching the cycle time. Cycle time increases

occur due to excessive routing towards the reused unit, but especially due to an increase

in the FU input multiplexers that allow FUs to be shared. Scheduling the input multiplexer

either in the cycle of the FU or in the preceding cycle can increase the cycle time,

whereas scheduling the multiplexer in its own cycle leads to an overhead in register

usage and cycle count.

Despite these trade-offs in FU and register reuse, concatenating functions and

exposing them to resource sharing yields remarkable savings of 50.41% in LUTs,

56.83% in FFs (registers), 24.32% DSPs, and 45.79% in energy. This comes at a latency

overhead of 6.43%, which is completely due to the cycle time increase, meaning that
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Table 3.10: We use resource sharing and the Concat configuration as a strong baseline for
CGFM-generated accelerators. In this table we show the savings that can be achieved through
function concatenation followed by resource sharing with respect to applying resource sharing

only locally in the original functions (no concatenation).

App ILUT IFF IDSP Lovh IEnergy
aes 31.21 28.38 0.00 1.06 19.52

backprop 54.13 58.08 33.29 4.41 47.23

fft-strided 57.17 60.07 41.74 5.58 75.22

fft-transpose 33.14 31.70 17.53 1.90 33.20

gemm-blocked 60.99 65.50 41.74 10.88 58.28

gemm-ncubed 62.51 63.09 41.74 3.88 61.10

kmp 11.81 12.00 0.00 4.54 9.98

md-grid 67.44 72.71 41.74 3.88 64.17

md-knn 59.12 65.48 41.74 3.88 53.75

nw 9.34 8.00 0.00 14.51 14.20

sort-merge 19.88 26.74 0.00 18.99 14.55

sort-radix 24.80 33.07 0.00 6.99 39.04

spmv-crs 58.76 60.07 41.16 3.87 64.66

spmv-ellpack 58.90 60.34 41.16 3.87 48.84

stencil-2d 187.43 249.51 71.64 8.62 126.05

stencil-3d 5.47 8.18 0.00 9.00 10.17

viterbi 54.89 63.28 0.00 3.48 38.55

Avg. 50.41 56.83 24.32 6.43 45.79
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Figure 3.11: The normalized (%) energy
savings IEnergy for all pairs of merged

applications when using function
concatenation followed by HLS resource

sharing. These results are computed with
respect to the input accelerators. The input

accelerators do not benefit from resource
sharing across the two functions but they do

benefit locally within the scope of their
respective functions. The darker the color,

the higher the energy savings.

Figure 3.12: Average percentage of latency
overhead Lovh for all the pairs of merged
applications for function concatenation

followed by HLS resource sharing. Note that
the HLS tool trades off area for latency in

some cases, resulting in latency
improvements or losses. The maximum
overhead is 5.9%, and the minimum is

-0.52%, referring to latency improvements.
Latency overheads are the results of adding

multiplexers to handle the sharing of
functional units.
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HLS does not find it profitable to schedule the multiplexers in a separate cycle. In

some applications, trading speed for area results in highly non-linear savings in area

and energy, e.g., in the case of stencil2d.

Figure 3.11 provides a detailed view of the merged accelerators intra- (diagonal)

and inter-applications. Since some applications contain a single function, the diagonal

represents no savings since we do not allow identical function merging. In this work,

we are interested in merging similar accelerators. Whereas Table 3.10 provides the

summary of each row in this heat map, Figure 3.11 breaks down those savings into

the merges that caused the overall energy improvements.

Most applications are similar enough to another application that inter-application

merging generates energy savings. In particular, applications with rich control flow

and a large variety of operation types (such as md) benefit the most from merging.

Applications like nw and sort benefit from merging with a more constrained set of

applications, whereas backprop, FFT, and gemm merge well across a wider variety of

applications. Only backprop and fft-transpose benefit from intra-application merging.

These larger applications contain functions large and similar enough to benefit from

merging.

Figure 3.12 shows that resource sharing can have a latency overhead of up to 5.9%.

In some cases, due to HLS trade-offs in area and latency, we observe negligible resource

sharing latency improvements of up to 0.52%.

3.7 Related Work

Most coarse grained merging for accelerator design is occurring in the context of

manual code analysis and acceleration60,9,30,63. In this work, we improve automated
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coarse-grained merging to further motivate the use of coarse-grained accelerator merging.

The main related works in coarse-grained accelerator merging are AccelMerger5

and ReconfAST37. They rely on analytical models to provide merging information

early in accelerator design, while in this chapter we focus on a highly accurate C/LLVM-to-bitstream

approach. ReconfAST implements the merging optimization in the C-front-end layer

of clang (pre-LLVM), which makes it specific to a single high-level language, and

less likely to benefit from mainstream compiler optimization research. Also, IRs are

simpler and more amenable to optimizations like CGFM than high-level languages.

For example, control flow in the IR is handled with branch and phi instructions,

whereas at a high-level there are many control-related constructs, such as while, for,

do while, if and switch statements.

There is a large body of work on resource sharing that have shaped the area and

power optimizations implemented in HLS and physical design tools4,68,64,67,28,39,10.

Even though some related works discuss PPA estimation14,13,81,5,76,23 these models

are rarely used for compiler optimization and not with the goal of interprocedural

optimization aimed at CGMA generation. Cycle-accurate accelerator simulation literature

has used linear operation-level optimizations but coarse grained accelerator merging

is out of the scope of these works53,54. CGFM-based CGMA accelerator works37,5 by

contrast contain no contributions on models either at alignment time nor at post-code-generation

time.

FMSA, HyFM and SalSSA52,51,50 are LLVM compilation transformations aimed

code reduction. These techniques use the CPU ISA (linear) model for code size out of

the box to guide the Needleman-Wunsch algorithm in finding an optimal alignment.

Since LLVM lacks FPGA cost models, we implement our own cost models and replace

candidate selection. Since HLS stages are much more complicated than mapping IR
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to some back-end CPU ISA, we use an ensemble of models emphasizing either control,

data or memory instructions for merging.

3.8 Discussion

This chapter focuses on optimizing accelerator merging techniques and models for

higher area and energy savings. Our evaluation indicates average improvements in

LUTs of 7.04%, 11.17% in FFs, with a penalty of 0.07% in DSPs and energy savings

of 17.08%, respectively, with respect to a strong resource-sharing baseline. This represents

a significant improvement with respect to state-of-the-art CGFM-based CGMA generation,

which improves energy savings by only 7.38%, LUTs by 1.06%, and FFs by 2.01%.

Finally, our post-code-generation and alignment models bring our solution EnsembleGuac

close to an exhaustive configuration ExhaustGuac, which achieves 18.4% energy savings

and similar area improvements. These results motivate future work on enabling more

transition of compiler techniques to the research field of HLS and work on enabling

function level instead of operation level models in the alignment algorithms.

Thanks to EnsembleGuac, we can design EDSE tools that generate efficient merged

accelerators from the IR. We saw that statistical models can help in designing high-quality

merged accelerators. Next, we explore the relationship between IR cost models for

hardware accelerators and overall system-on-chip EDSE.
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4
Towards Highly-Accurate Early-Stage

Hardware-Software Partitioning

Early-Stage Design Space Exploration (EDSE) is emerging as a new design automation

branch to cope with the increasing complexity of software-hardware co-design. EDSE

allows the discovery of functions worth accelerating in the source code of an application.

As a result, the hardware designer can commit to a hardware-software partitioning of
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an application. It is not the role of EDSE to perform detailed accelerator, CPU, or

interconnect design but to guide the hardware designer toward the most important

functions with tools better than standard software profiling methods (e.g., gprof).

We analyze the sources of inaccuracy in existing EDSE tools. They lack precision

because of a focus on analytical models built by experts via trial and error. Their

ability to extrapolate to new applications is limited because they fail to separate

training from inference. We also analyze the end-to-end impact of choosing different

models in an EDSE solution. We find that non-linear models are important in increasing

accuracy and approaching optimal accelerator selection. By simplifying typical EDSE

flows, we demonstrate a highly accurate prediction method for latency (2.62% error)

and area (6.63% error) compared to related work (4% and 45.5% error for latency and

area). We reduce the distance to optimum to 6.04% and 18.79% area and latency-wise

respectively from 38.1% and 93.6%. We demonstrate our results training on the 19

MachSuite applications and kernels and testing on a complex application, the H.264

decoder. Finally, we demonstrate that our solution can solve EDSE problems 50×

larger than related EDSE tools.

4.1 Motivation

Late DSE is a consolidated field in design automation with tools like gem5-Aladdin55

and gem5-SALAM53 used to simulate SoCs with CPUs and accelerators. These tools

rely on a tedious and error-prone process to partition the application for CPU and

accelerator execution. They also rely on the hardware designer to convert code to

a format with simple data structures such as arrays and no hardware side effects.

Late-DSE requires many iterations implementing data communication between the
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CPU and accelerator as well as optimizing the hardware-related code, all in a post-partitioning

stage of SoC design.

Deciding how to partition code, however, especially in the case of complex applications,

is still an open problem. Tools like RegionSeeker80, Trireme78, and AccelSeeker79

have pioneered an approach to the application partitioning problem under the name

of Early-Stage Design Space Exploration (EDSE). EDSE promises to provide hardware-software

partitioning feedback starting from source code and high-level architectural constraints.

One major flaw inherited by EDSE from Late-DSE is a reliance on expert analytical

models to produce early-stage estimates for hardware latency and area. These expert

models estimate the costs of instructions and are the basis for making coarser granularity

estimates for basic blocks, regions, functions, and function hierarchies. Those estimated

costs are hardcoded in the source code of the EDSE and Late-DSE tools. In the case

of Late-DSE, since simulation tools emulate many of the stages of High-Level-Synthesis

(HLS) flows, they manage to achieve remarkable accuracy on both latency and area.

These stages include loop pipelining, phi-node and memory instruction removal, buffering,

and fusion. These Late-DSE steps are possible when the source code is synthesizable

and its hardware and software partitions have been chosen. EDSE, however, must

achieve reasonable accuracy without being able to reproduce in great detail the HLS

steps. It is not clear from the related work whether building an EDSE that extrapolates

to new applications is possible, with what accuracy, and what are the optimality

limitations of the EDSE solutions.

This chapter studies the impact of these inaccuracies on selecting accelerator candidates.

The chapter’s contributions are as follows:

• Sensitivity analysis. Section 4.2 highlights the following three key sources of

inaccuracy for selection-based EDSE. 1) We show that traditionally used linear
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models are not enough to achieve optimal and accurate solutions for the EDSE

problem. This issue is quantitatively evaluated in Section 4.5.1. 2) We show

that training and testing on the same application falsely raises the designer’s

confidence in the solution’s accuracy and optimality. This issue is quantitatively

evaluated in Section 4.5.2. 3) We mitigate the suboptimal effects of expert

models by training a statistical model with hyperparameter grid search, cross-validation,

and testing procedures71 (Section 4.4).

• Testing on a Complex application. We demonstrate that our accelerator area

and latency models can extrapolate by training on the 19 MachSuite47 applications

and testing on the H.264 decoder32 application.

• Accura-EDSE. We address the mentioned accuracy issues (Section 4.3.1 and

Section 4.5.3) by developing Accura-EDSE which co-designs the DSE model

and the hardware accelerator models. Accura-EDSE leverages information

available to the EDSE problem, non-linear models, and Mixed Integer Linear

Programming (MILP) for high accuracy and optimality. Accura-EDSE enables

solving EDSE problems 50× to 83× larger than the closest related tool AccelSeeker

(Section 4.5.4).

4.2 Background

A typical EDSE flow79,80,78,5,26,81 is represented in Figure 4.1. The EDSE problem

is: How can we provide useful hardware/software partitioning information to the

designer, using the application source code, standard dynamic profiling information,

and a resource budget, without using HLS or Late-DSE tools? EDSE tools apply

expert linear latency and area models to dynamic and static instruction counts to
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Figure 4.1: Common EDSE framework in the related work.

come up with predictions of required accelerator area and latency at larger granularities,

i.e., functions79,5 and loops26,81.

This requires compiler-based analysis, as highlighted in Figure 4.1 part B 79,26,81,

to extract dynamic and static counts per instruction type. To build those coarser

granularity estimates, EDSE partially emulates HLS-related stages such as allocation,

scheduling, and binding programmatically. EDSE also includes models for how data

gets transferred between the CPU and accelerator components of the system to filter

high-overhead fine-granularity accelerators or accelerators with high data-transfer-to-computation

ratio79. An example interconnect model is for the AXI-bus with its bandwidth and

latency.

Then, design-space-exploration-related code (Figure 4.1 part C) finds the mixture

of functions that yields the most benefit, given an area budget. Related work is either

focused on the DSE component with little consideration for model impact in EDSE

accuracy79,78,80,81,5,26, or it is focused on the models with little or no consideration for

EDSE58,16,62,70,34.
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The output of a typical EDSE tool is a selection of functions to be accelerated

by the designer (with the remainder of the functions to be run on a CPU) and an

estimate of the required resources and overall latency of the proposed partitioning. To

produce this estimate, EDSE tools also resort to the same area and latency models to

estimate the final execution time of the application when running it on an accelerator+CPU

hybrid, especially if the application is in very early stages and in non-synthesizable

format.

Expert models used in EDSE tools (and also in Late-DSE tools) tend to have these

issues:

Underfitting

Expert models are not achieved by statistical fitting a representative set of points, but

by manually modifying model weights to fit the data. That leads to both less-than-ideal

expected speedup benefits for the acceleration of the selected functions and EDSE

suboptimality with respect to optimal accelerated points that would otherwise be

found with accurate hardware knowledge about the functions. An example would be

the hard-coded cost of each instruction type in AccelSeeker’s open source repository

both area as well as latency-wise.∗

Overfitting

Since there is no discussion of training and testing in the EDSE related works (and

also in many Late-DSE works), expert/trial-and-error models may well be developed

on the same applications as those on which they are tested. This leads to the false
∗In function getDelayEstim in file AccelSeeker/AccelSeeker.h in AccelSeeker’s GitHub

repository GiorgioZacharo/AccelSeeker.
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expectation that these tools extrapolate well to new applications. We evaluate this

limitation in Section 4.5.2.

Linearity

EDSE tools typically rely on linear models, assigning one weight per instruction.

However, the many complex layers of HLS transformations are highly non-linear (for

example, redundancy elimination techniques and data-flow optimizations applied to

code by HLS).

Related work shows that linear models do not perform well even in post-HLS,

pre-place-and-route stages70,16,58 on problems aimed at fine tuning HLS pragmas

rather than the earlier-stage goal of identifying functions for acceleration. This limitation

was also studied for accelerator latency modeling62 with pre-HLS total dynamic instruction

counts insufficient for high accuracy. Our experience with EDSE tools relying on

linear models (Sections 4.5.1 and 4.5.3) is also that they tend not to perform very well

on early-stage information, especially pre-HLS information, such as the application

source code and profiling information.

The related work that best captures the goals of the EDSE problem is AccelSeeker79.

AccelSeeker does not require annotations on the code unlike derivative tools such as

Trireme78 which requires region input and output annotations, or Hypermapper41

which requires a total refactoring of the application into a domain specific language.

AccelSeeker also has a flexible concept of granularity being able to select for acceleration

functions and hierarchies of functions. Other related works81,26,80 are constrained

at the loop or region level and overlook important fine-granularity issues such as

CPU-accelerator data-transfer and invocation overheads. We include AccelSeeker in

our analysis in addition to a hardware-accurate configuration as described in Section 4.4.
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Figure 4.2: Accura-EDSE proposed framework for EDSE on systems with CPU and
accelerators.

In the next section, we approach these accuracy issues through the lens of both

accurate component modeling and an optimal MILP formulation to achieve close-to-optimal

EDSE.

4.3 Accura-EDSE, our proposed EDSE design

In our approach termed Accura-EDSE, we address the interaction between optimization

(MILP-based) and inaccuracies inherent to the inputs of the EDSE problem.

Figure 4.2 shows how Accura-EDSE updates the flow of Figure 4.1. A statistical

model replaces Part A. Part B eliminates code transformations and critical path

analysis that are specific to the brand and version of the HLS tool being modeled.

Instead, Accura-EDSE applies statistical models to static and dynamic instruction

counts, producing area and latency estimates at the function level. This simplification

means that a new type of accelerator or technology node can be adopted just by

retraining the model instead of having to reverse engineer the accelerator synthesis
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flow and emulate programatically those steps in the EDSE tool. Finally, Figure 4.2

Parts C and D show that instead of adhering to ad-hoc EDSE implementations, we

propose a novel MILP-based solution.

4.3.1 Addressing underfitting, overfitting and linearity problems in expert mod-

els

Accelerator latency. To avoid underfitting, we predict the hardware latency HW(f) =

CALLS(f) ∗ HWone_call(f) of each function f. We use dynamic instruction counts for one

call of f to build a model for HWone_call(f). CALLS(f) is available in the application

dynamic instrumentation during the early stages of design. In our experiments, just

predicting HWone_call(f), while using the true value of CALLS(f), dramatically increases

the accuracy of HW(f) estimates. In fact, we observe that even linear latency models

deliver close to 97.3% accuracy for HW(f) when we focus on predicting HWone_call(f)

and leverage the true CALLS(f) information. The most sophisticated models that

try to predict HW(f) struggle to achieve high accuracy, even for CPU latency34, but

especially for accelerator latency71,70,58,16.

Area Estimates. For predicting AREA(f), we noticed that the linearity problem is

important and that linear models such as linear regression and Lasso tend to lead to

EDSE inaccuracy. To address these problems, we use a model that is able to exploit

non-linearities in area prediction, namely random forests. In Section 4.5.3, we show a

marked increase in solution optimality (area and latency improvements due to optimal

selection) as well as highly accurate reports to the EDSE tool user. As discussed in

Section 4.5.1, non-linear models also mitigate area budget violations that occur in

tools that rely on linear models. Experiments with other non-linear models, such

as the Multilayer-Perceptron (MLP), did not yield increased accuracy on this data.
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Random forests are more interpretable and can be more quickly trained than MLP.

Static and Dynamic Features. For predictions of both HWone_call(f) and AREA(f),

we use a dataframe with 64 features, corresponding to the 64 LLVM instruction types.

For HWone_call(f), we use hierarchical dynamic instruction counts for one call of f

(including direct and indirect callees). For AREA(f), we use the hierarchical static

instruction count corresponding to f.

Overfitting and Underfitting. To avoid overfitting both for AREA(f) and HW(f)

on a set of applications, we train our models on the MachSuite47 benchmarks and

perform testing on a well known application, the H.264 decoder32 proposed in the

related work to further research in design automation problems such as EDSE. We

have measured the misleading effect of overfitting in related work when a training and

testing methodology is not used and we present the results in Section 4.5.2. We avoid

underfitting by using statistical learning at the function level, rather than adjusting

per-instruction weights via trial-and-error or expert methodology.

CPU latency. CPU latency SW(f) for each f is easily obtained in early design stages

by running the application on a CPU with a standard profiler. In Accura-EDSE, we

collect SW(f) using standardized LLVM-based profiling, attached to the source code

via metadata. This gives the true SW(f) for each function.

4.3.2 MILP Formulation

The goal of our MILP formulation is to explore the benefits of accelerating heavily

used functions by implementing them in custom hardware. In this model, the key

elements are the transitions from software to hardware, when a function f run by the

CPU calls a function g and its call graph, all implemented in hardware. The model

accounts for the penalties of invoking the accelerator multiple times (latency) and the
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data transfers to and from the accelerator (bandwidth). Here is the formulation:

Objective Function

min
hwvi,
swvi,

frontierij∈{0,1}

( ∑
1≤i≤|P|

(hwvi · hwi + swvi · swi) +
∑
j∈Ci

frontierij · callsij(
dpcij
bw

+ latency)
)

(4.1)

Constraints

swvtop + hwvtop = 1 (4.2)

swvi + 1− hwvj − swvj ≤ 1 , ∀i ∈ {1..|P|}, j ∈ Ci (4.3)

swvi + hwvj − frontierij ≤ 1 , ∀i ∈ {1..|P|}, j ∈ Ci (4.4)

∑
1≤i≤|P|

hwvi · areai ≤ area_budget

(4.5)

Constants

hwi and swi are the latencies required to execute the ith function in hardware and

software respectively. areai is the area required to realize function i as an accelerator.

hwi and areai are produced by a model, and in our experiments, we also use the post-place-and-route

estimate for overall DSE validation. hwi and areai are hierarchical, accounting respectively

for the hardware latency and area of all their callees. swi is the software latency for

function i without accounting for callees. Our modeling of these variables reflects the

flexibility of software profiling tools such as gprof in providing time estimates for a

function exclusive of its callees, and the inflexibility of HLS tools that only provide
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estimates for a function that include its direct and indirect callees.

P is the set of functions in the program. Ci is the set of callees of function i. dpcij

is the number of bytes transferred to function j when called by function i. latency and

bw are interconnect-specific parameters specified in units of time and bytes per unit of

time, respectively. area_budget is the area budget for accelerators, measured in μm2.

Variables

hwvi and swvi are binary selection variables that determine whether the ith function is

realized in hardware or in software. frontierij is 1 if function i is executed on the CPU

and function j, a callee of function i, is accelerated.

Objective function description

The first term of the objective function (hwvi · hwi+ swvi · swi) in Equation 4.1 expresses

application execution time, given a mapping of functions, either to the CPU or to

accelerators. The second term accounts for data transfers to, and invocations of,

accelerators.

The MILP solver will try to set as many of the variables hwvi, swvi and frontierij

as it can to 0, since each is associated with a cost. The constraints prevent it from

setting all variables to 0. This formulation effectively handles the call graph and

hierarchical hardware synthesis. We next describe how the combination of Equations 4.2

and 4.3 achieves this effect.
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Constraints description

Equation 4.2 enforces a software or hardware realization of the top function. This

constraint combines well with the hierarchical realization of the hardware constraint

in Equation 4.3.

Equation 4.3 requires that if function i is realized in software, each of its callees j

is also realized, either in software or hardware. If a function is realized in hardware,

this constraint doesn’t affect it, which is the desired modelling since the hwi and areai

constants are hierarchical. Equation 4.4 causes the expected behavior for the frontierij

variable, i.e., if caller i is realized in hardware, callee j is realized in hardware too.

Finally, Equation 4.3.2 sets the accelerator area budget.

4.4 Experimental Setup

Hardware Accurate configuration. We use Catapult HLS to generate hardware-accurate

accelerator estimates for area and latency. Catapult HLS interfaces with Synopsys

Design Compiler to generate highly accurate area estimates and with SCVerify to

generate cycle-accurate latency estimates. We use a 12nm standard cell library for the

hardware accelerators in this chapter. Directly using HLS and cycle-accurate numbers

for the area and latency of each function as an input for the EDSE formulation, as

described in Section 4.3.2, instead of model-based estimates, represents our HW-accurate

configuration. For EDSE tools it is worth distinguishing between the real outcome

of the EDSE and the expected outcome since the goal of EDSE tools is to provide

insights just using the source code of the application and its profiling, without the

need to run HLS or simulation tools. The EDSE tool (either Accura-EDSE or AccelSeeker

in the results) will rely on models for the inputs of the EDSE. Using the same models
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to also evaluate the EDSE selection is our Expected model-based configuration. In

the Real model-based configuration we carry the selection produced by EDSE through

HLS and cycle accurate simulation even though it used per-function model-based area

and latency estimates as an input. The abbreviated Expected configuration is most

interesting in relation to the Real configuration to measure the error of the EDSE

feedback: error = |expected_selection_Xmodel−real_selection_Xmodel|
|real_selection_Xmodel|

with X being either area or latency.

The HW-accurate configuration is most interesting in relation to the Real configuration

to measure how much difference it makes to provide highly accurate inputs to the

EDSE problem versus model based inputs. This leads to a notion of normalized distance

to optimum:

dist_to_opt = |selection_Xhw_accurate−real_selection_Xmodel|
|selection_Xhw_accurate|

with X being either area or latency.

Fair comparison with AccelSeeker. For our DSE comparisons we use the latest

version of AccelSeeker available on GitHub. We found that the interconnect latency

of 10ns and a bandwidth of 1GB/s were the closest to the results reported in the

AccelSeeker paper79, and we used the same interconnect model and interconnect

parameters for both the Accura-EDSE as well as the AccelSeeker experiments. We

also use the same ARM Cortex-A9 CPU model at 100MHz. In all our experiments we

configure AccelSeeker with our 12nm latency and area models for fair comparison. In

our experiments we focus on the linearity, overfitting and tool speed aspects. Underfitting

is not considered since the models we plug into AccelSeeker are trained with statistical

learning.

Statistical Learning and MILP Setup. Accura-EDSE uses python 3.6.13 with optimization

implemented in python-mip version 1.12. python-mip relies on the COIN-OR Branch-and-Cut
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Figure 4.3: Isolating AccelSeeker’s and the EDSE related work linearity issue, by using a
statistical model instead of expert model and using the train-test methodology with a Lasso

model. We call this improved version AccelSeeker++.

solver version 2.10.8. We use the scikit-learn 1.2.2 framework to construct statistical

models based on dynamic and static LLVM-instruction count dataframes based on

MachSuite applications47 and we test on a complex application, namely the H.264

decoder32. We use the linear model trained with a grid search on the following hyper-parameters:

intercept usage, normalization and model positiveness (with values true or false for

each). The grid search fine tunes the Lasso model using the preprocessing degree

and regression alpha between 10−4 and 104. The random forest model is trained with

max_depth 1 to 30, num_estimators 10 to 250, max_features 0.25 and 0.5.
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4.5 Results

4.5.1 Analyzing the linearity issue

In Figure 4.3 we show the result of running an improved version of AccelSeeker using

Lasso models (still linear) for area and latency model but fixing the overfitting (see

Section 4.5.2) and expert model problem. The points are obtained at different area

budgets (area_budget constant in the MILP formulation). We connect the points in

the different configurations for a given area budget using a blue line to facilitate error

and optimality analysis. Both the HW-accurate configuration and the AccelSeeker++

expected configuration always respect the area budget. But in the AccelSeeker++

real configuration, the area budgets are violated since linear models are too inaccurate.

We ran both regular linear and Lasso models as described in Section 4.4 and it did

not reduce these significant errors.

Plugging non-linear models into AccelSeeker is impossible without fully redesigning

the tool. AccelSeeker builds per-function hardware estimates (including critical-path

analysis) programmatically. It starts from linear, per-instruction expert models and

builds estimates per-basic block and then per function instead of using a statistical

model to predict directly at the function level. Average error and normalized distance

to optimum will be summarized in Section 4.5.3.

4.5.2 Analyzing model overfitting

Failing to train and test adds to the inaccuracies that result from using a linear model

discussed in Subsection 4.5.1.

In Figure 4.6(a) we compare the real AccelSeeker++ error (x-axis) with the lower
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expected error (y-axis) when training and testing on the same application. The x-axis

is the equivalent of the AccelSeeker++ configuration which uses correctly the train-test

methodology and also avoids underfitting by using statistical learning instead of an

expert model. The y-axis also avoids underfitting but not overfitting, denoted AccelSeeker.

In this section we isolate the impact of training-testing from the linearity issue (Sec 4.5.1)

by using the same model type in both axes (linear). We observe for example that

with the smallest real selection error of 30.83%, AccelSeeker underestimates it and

reports an error of 7.46%. On the right side of the graph, we observe that for another

area budget the smallest real selection error of 68.19% is interpreted as an error of

only 17.19%.

Not using the statistical training vs testing methodology has an even stronger

impact on selection suboptimality. On the right side of Figure 4.6(b), we see that the

expected distance to optimum is reported as 10× closer than the real distance to the

optimum. As we will see in next section, Accura-EDSE is able to extrapolate with

high accuracy to new applications.

4.5.3 Accura-EDSE evaluation

Figure 4.4 shows our solution, which addresses the EDSE problem with low error

between Accura-EDSE’s selection expected area-latency and its selection real area-latency.

This solution also improves optimality, as shown by the proximity of the Accura-EDSE

real points and the HW-accurate configuration. Figure 4.5(a) represents the average

Accura-EDSE and AccelSeeker++ selection error across different area budgets, summarizing

the results in Figure 4.4 and Figure 4.3. We see that the application latency error

is of 2.62% and the area error is 6.63% for Accura-EDSE with random forest (RF)

model. That is in contrast with the area error of 23.21% and 45.53% for the Lasso-based
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Figure 4.4: Accura-EDSE at different area budgets.

Figure 4.5: Summary of AccelSeeker++ and Accura-EDSE results.
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Figure 4.6: Illustrating the overfitting problem for AccelSeeker relying on the same
applications for training and testing. Each point corresponds to an area budget used to

generate an EDSE solution. We focus on the solution area error and optimum normalized to
the HW-accurate configuration.

Accura-EDSE and AccelSeeker++ respectively. We also see latency error improvements

from 4% to 3.28% for AccelSeeker++ and Lasso-based Accura-EDSE to 2.62% with

the Accura-EDSE’s RF model. The tool accuracy is comparable even with Late-DSE

tools such as Aladdin, which achieves a 0.9% latency error and 6.5% area error. The

results in this section are produced with the train-and-test methodology for both

AccelSeeker++ and Accura-EDSE.

In Figure 4.5(b), we observe even higher benefits in terms of distance to the optimal

selection of accelerators. The best selection with Accura-EDSE with the RF model

is within 6.04% area-wise and within 18.79% latency-wise. In contrast, with Lasso,

normalized distances to HW-accurate area and latency are 33% and 25%.

4.5.4 Tool Speed

In Figure 4.7 we measured the speeds of the AccelSeeker tool and Accura-EDSE by

increasing the size of a synthetic workload based on H.264 (by replicating the call

117



Figure 4.7: Accura-EDSE’s MILP approach is much faster than ad hoc algorithms.

graph) for the same area budget. Increasing the workload size this way exposes a

larger problem to the DSE component of both AccelSeeker as well as Accura-EDSE.

We see that it is feasible for Accura-EDSE to process over 5000 functions while even

100 are challenging for AccelSeeker. In this experiment, Accura-EDSE can handle

50× to 83.3× more functions. We leave the exploitation of even larger workloads

to future work, which might incorporate early-stage choices of algorithm/function

version and multi-application workloads.

4.6 Related Work

A goal of EDSE tools is to select the most feasible functions for acceleration to maximize

performance subject to resource constraints such as area and communication constraints.

EDSE selection can be performed using MILP, or other design space exploration

techniques including semi-brute-force algorithms such as independent-set detection79,80
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or exhaustive design space search81. These EDSE non-MILP79,80 and other MILP-based

related works5,41,81 are focused on software-hardware partitioning, overlooking the

interaction between model accuracy and overall solution optimality and accuracy.

In this work, we compare against79 because of the granularity, system modeling and

degree to which it addresses the EDSE problem (see AccelSeeker discussion in Section 4.2).

By contrast, the focus of late-stage DSE tools55,53 is on detailed point solutions,

which can only be slowly evaluated. Another class of Late-DSE tools is represented

by FARSI3 and Platform Architect61. They are late-stage DSE, even in their agile

execution models, because they rely on existing code partitioning and expert analysis

of each partition to perform system-level DSE. There are tools that trade-off some

EDSE flexibility for closer-to-late-DSE accuracy, behaving more like Late-DSE. Examples

include41 and78, but they require porting the application to a new (often domain

specific) language.

4.7 Discussion

In this chapter, we focused on the EDSE accelerator selection problem for systems

with CPU and accelerators. We isolated the effect of expert linear models that train

and test on the same applications, a methodology consistently applied both in the

space of EDSE and Late-DSE. We propose an alternative design with Accura-EDSE,

which has an error as low as 2.6% and 6.6% for latency and area, respectively, while

making EDSE problems up to 83.3× larger than related work feasible in the time

frame of a few minutes.
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5
Conclusion

Early-stage non-conventional accelerator discovery through flexible hardware/software

partitioning and merging was mostly believed to be relevant for smaller sub-problems

in early-stage design-space exploration. Some examples are 1) improving the feedback

a designer can get with tools better than those used for software profiling and 2)

the accelerator ranking problem in area-agnostic scenarios. In this thesis, we show

that even the accelerator selection problem can be solved with high accuracy and
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close-to-optimum solutions. We also show that the EDSE problem can be extended

to search simultaneously for the optimum partitioning at different granularities of

loops, functions, merged loops and functions and merged call graphs. We saw that

acknowledging IR-specific (e.g. the SSA representation) and building powerful models

for the alignment problem can significantly improve the discovery of merged accelerators

at all these granularities.

We believe, that IR research will continue to play a significant role in Early-Stage-DSE

due to the inputs of the problem being high level source code and dynamic profiling.

Novel IRs such as HPVM and MLIR will provide plenty of room at the top to further

detect system-wide opportunities in the early design stages, especially for novel technology

nodes, novel data-types, complex memory hierarchies, pre-existing accelerators and

domain-specific metrics of success in addition to systems with accelerators and CPUs

as seen in this work.
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A
Extra data to identify the need to retrain

In our training we have included the synthesizable applications in the MachSuite

benchmarks. Based on the results in the MachSuite paper46, we estimate that our

training set has a great variety of both memory as well as compute intense accelerators.

The memory intensive applications in MachSuite [20] in the sense of low temporal

locality (Ltemporal) are SPMV CRS (Ltemporal = 12.05%), SPMV ELLPACK (Ltemporal =

24.91%), BFS BULK (Ltemporal = 31.92%), BFS QUEUE (Ltemporal = 32.74%), MD
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KNN (Ltemporal = 36.64%) these applications belong to the memory intense application

domains of sparse linear algebra, graph processing and molecular dynamics.

We also offer a more quantitative approach to identify whether the presented models

in Chapter 2, will perform with high accuracy. We recommend the range of number

of operations per function to be between 0 and the maximum number represented

in Table A.1. Similarly, in Table A.2 we present the maximum number of dynamic

operations for the functions we have used for training. In the case that the functions

used are larger than the ones presented in these tables, we recommend retraining with

a larger set of functions. One way to achieve coarser accelerators is also via merging

which is provided as part of AccelMerger.

Table A.1: The maximum number of operations per function used in the training set. For
maximum confidence in the AccelMerger approach, if larger values per function are being

used, we recommend retraining. The LLVM opcodes not included in this table are not used in
our training set and if they were needed, retraining is recommended as well.

StaticOp OpsMax StaticOp OpsMax StaticOp OpsMax

add 7263 fpext 184 or 520

alloca 3238 fptosi 80 phi 1109

and 1909 fptoui 7 ptrtoint 728

ashr 833 fptrunc 56 ret 561

bitcast 3386 fsub 130 sdiv 652

br 18375 getelementptr 26168 select 205

call 4950 icmp 9690 sext 10918

fadd 190 inttoptr 11 shl 430

fcmp 90 load 52291 sitofp 251

fdiv 100 lshr 131 srem 229

fmul 275 mul 1414 store 12628

xor 165 sub 1680 switch 183

trunc 722 udiv 22 uitofp 22

unreachable 15 urem 16 zext 1637
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Table A.2: The maximum number of dynamic operations per function used in the training set.
For maximum confidence in the AccelMerger approach, if larger values per function are being
used, we recommend retraining. The va_arg and unreachable instructions are never executed

and therefore not included in this table.

Dynamic

Op
OpsMax

Dynamic

Op
OpsMax

Dynamic

Op
OpsMax

add 8.87E+10 fptrunc 3.85E+02 shl 6.06E+08

alloca 4.15E+09 fsub 4.30E+06 sitofp 7.59E+06

and 1.83E+08 getelementptr 2.49E+11 srem 2.22E+08

ashr 6.82E+08 icmp 6.29E+09 store 2.60E+11

bitcast 6.45E+07 load 6.13E+11 sub 8.25E+10

br 6.47E+09 lshr 1.83E+08 switch 2.87E+07

call 5.16E+09 mul 4.47E+08 trunc 6.47E+08

fadd 3.79E+06 or 3.78E+08 udiv 1.96E+07

fcmp 5.30E+06 phi 1.62E+08 uitofp 3.85E+02

fdiv 5.94E+03 ptrtoint 5.73E+06 urem 1.96E+07

fmul 3.79E+06 ret 8.30E+08 xor 2.31E+08

fpext 4.92E+02 sdiv 6.43E+08 zext 1.65E+11

fptosi 3.77E+06 select 1.86E+07 - -

fptoui 2.00E+02 sext 8.43E+10 - -
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B
Merging Example

In Table B.1 we present all the merges for the 458.sjeng application. Based on the

EP Equation 2.1, the total estimated profitability of all the merges is of 24% in terms

of execution time. Indeed in Figure 2.11 we see an improvement of about 1.3× in the

Merging + FLE configuration with respect to the FLE configuration. This improvement

is cumulatively caused by the merges in Table B.1. Since the merges are performed on

both functions as well as loops in the original functions, we denote functions originating
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from extracted loops with the syntax <function_name>_L<loop_id>. We take into

account all the loops in order of occurrence in the source code. These loops correspond

to all forms of loops in the original source code including while, for and do-while

loops. We see that this example contains as the most profitable merge both area-savings-wise

as well as EP-wise, the one containing the make and the unmake functions. However,

cumulatively the other merges account for a significant percentage of 37.5% of the

performance improvement. We see that they include remerged functions and loops.

An example is the merge with ChildId = 2 which results from merging the merge with

ChildId = 1 (called shortly merged1) with the function search_root. merged1 is the

result of merging the loops L0 and L2 in the function setup_attackers.
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Table B.1: All the profitable merges in the 458.sjeng for the Merging FLE configuration.
The first column illustrates the merge/child id. The second and third columns show the
partial name of each input/parent function. Finally we show in the last two columns the

profitability metrics for the merge: the area savings and the EP metric. When merged_id is
shown in either of the parent columns, the child corresponding to the merge is a

second-generation descendant. For 458.sjeng there are only first and second-generation
descendants.

ChildId Parent1 Parent2 Area EP

Savings

(LUTs)

0 unmake make 2262 15.01%

1 setup attackers L2 setup attackers L0 278 1.8%

2 merged1 search root 12 .56%

3 ProbeTT StoreTT 1419 .4%

4 is draw Queen 66 .04%

5 QProbeTT QStoreTT 1345 .4%

6 checkECache bishop mobility 45 .08%

7 Pawn Rook 444 1.48%

8 see L0 std eval L1 83 .64%

9 King Bishop 114 .12%

10 setup attackers add capture 33 .12%

11 is attacked L0 is attacked L5 233 .56%

12 merged6 is attacked L3 176 .64%

13 Knight rook mobility 66 .52%

14 is attacked L8 setup attackers L4 95 .32%

15 push king push knighT 114 .28%

16 merged13 comp to san L0 36 .04%

17 f in check L33 f in check L8 95 .04%

18 merged20 is attacked L7 62 .08%

19 merged17 remove one L0 50 .52%

20 is attacked L2 push slidE do.body L0 33 .32%

21 push king castle add move 33 .04%
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