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Abstract

Illegal wildlife poaching is the main threat to national parks across the world, destroying

global biodiversity through species extinction and destabilizing vulnerable communities. To protect

endangered wildlife from poaching, national parks employ rangers to conduct patrols, but there are

often insufficient rangers to fully patrol parks that can span thousands of kilometers, leaving signif-

icant parts of the parks undefended. Previous work has developed data-driven policies for planning

anti-poaching patrols that support park rangers in optimizing their limited resources, however these

approaches do not account for the sequential nature of park patrolling. More recent research has

begun to explore reinforcement learning, a method that enables sequential decision making, in the

park domain, but these algorithms do not scale efficiently to the area of these national parks. In this

thesis, we use recent advances in multi-agent reinforcement learning to create a scalable method for

park patrol planning. We (i) define a Markov decision process for the park environment and a com-

patible problem setting for the park patrols operating in it. We then (ii) design and implement the

first multi-agent reinforcement learning algorithm for developing park patrolling strategies for inde-

pendent patrol posts. Finally, we (iii) experimentally compare the performance of the multi-agent

algorithm against an analogous single-agent across different park sizes and patrol post configurations

to show that multi-agent methods can approach the single-agent returns with far fewer compute

resources. By introducing multi-agent reinforcement learning into the anti-poaching domain, we

can leverage the existing operational divisions in national parks to create computationally feasible

patrolling policies. This work paves the way for future research into distributing patrol planning

policies in a scalable way towards the protection of endangered wildlife.
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1
Introduction

Illegal wildlife poaching is an environmental and human threat felt globally. In national

parks around the world, poaching is often the largest risk to wildlife populations. Poachers maim

and kill animals, many of which are endangered species, and traffic them through the insidious

world of the international illicit wildlife trade [1]. Beyond the acts of animal cruelty at the hand of

traps and snares, poaching is destroying the biodiversity essential for maintaining healthy ecosystems

in protected parks. Poaching also threatens the lives of park rangers and the livelihoods of locals who

rely on ecotourism and sustenance hunting. The illegal wildlife market is known to be one of the

most lucrative illicit economies in the world, estimated to be between 7 and 23 billion USD a year,

attracting international crime organizations who have the resources and network to foment violence

and instability in local communities [2, 3].

To prevent illegal wildlife poaching, national parks employ full-time park rangers to protect
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park borders and the species within them. Park rangers fill a number of different roles in the park,

from dismantling illegal traps and snares, to collecting poaching related data, and, on occasion, di-

rectly detaining poachers caught in protected territory [1]. Through their work, park rangers both

thwart active poaching attempts and deter future poaching, protecting wildlife populations and lo-

cal communities from violence [4]. However, in nearly all parks, it is impossible to employ enough

rangers given the limited funding available to the governments and non-profits that support these

parks. Park patrolling is therefore incredibly sparse, especially as parks can span thousands of square

kilometers in area. Park rangers must make constant choices about where to deploy their scarce

resources, but these choices can be hard to properly optimize given sparse and noisy data, the com-

plexity of environmental factors like wildlife density, and the impacts of previous patrol decisions.

Data-driven modeling and machine learning approaches have been proven to help solve

complicated optimization questions in similar security settings where a defender needs to prevent an

attack from a strategic adversary [5]. Anti-poaching efforts stand much to gain from effective lever-

aging of this type of security technology to best allocate limited park resources. Existing algorithms

and technical systems have already been deployed in national parks around the world, proving to

increase patrol success with respect to detecting and dismantling poaching attempts [6].

However, some of these existing methods do not treat patrol planning as a sequential de-

cision making problem, thus missing the temporal effects of patrolling and failing to optimize for

the more fundamental goal of park rangers. Rangers are not just trying to stop poaching at each

patrol time, but rather trying to improve wildlife populations over time. Other work has consid-

ered the sequential nature of patrol planning, leveraging reinforcement learning (RL) as this thesis

does [7, 8, 9]. These papers have good performance results on small grids, but these grids are just a

fraction of the size of a typical national park. Because the training space of an algorithm explodes as

the state space increases, these same results cannot be easily extrapolated to a grid fitting the size of

a real park. Real world deployment would become intractable on any machine, let alone the lower

resourced machines available on the ground in these national parks. Any patrol planning solution

should ultimately be able to be handed off to the rangers on the ground and operate within the field
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capacities.

It is clear that there is still a need for scalable, resource-efficient methods to plan anti-poaching

patrols in pursuit of protecting wildlife populations. A newer field of study in RL, multi-agent rein-

forcement learning (MARL), may be poised to alleviate some of these scalability issues, since it can

divide up large combinatorial spaces [10]. In the context of anti-poaching, a multi-agent formula-

tion of the problem can exploit the natural, organizational and geographic subdivisions of national

parks and their park rangers. This method can therefore jointly improve on the scalability of plan-

ning methods and the alignment of them with the real-world use case.

1.1 Our Contributions

In this thesis, we build the first multi-agent reinforcement learning algorithm capable of planning

park patrols to the scale of real national parks, in pursuit of mitigating wildlife poaching

To achieve this goal, we (i) define a park environment that builds on experimentally deter-

mined models of poachers as adaptive adversaries [11]. This park model stands out in its attempt to

optimize for improving the wildlife population over time rather than detecting poaching like some

previous work. Built on this environment, we then (ii) create the first partially observable MDP for-

mulation of the park planning problem for multiple patrol post agents, incorporating the existing

organizational structure of real national parks. To create a policy for the new park planning problem

formulation, we (iii) introduce a new approach to learning park patrolling strategies, novel in its use

of multi-agent reinforcement learning and its distributed execution accordant with park subdivi-

sions and resource limitations.

Finally, we (iv) compare the impact of our novel algorithm on wildlife density and train-

ing efficiency against an analogous single-agent approach across different park sizes and patrol post

configurations. We find that the policy learned by the multi-agent algorithm can achieve high per-

formance on our objective, while offering significantly reduced training times. All of our learned

policies also prove to earn more cumulative reward than our baseline. This evaluation shows that

multi-agent adaptations of existing single-agent algorithms can approach near-optimal reward per-
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formance while cutting down on the computational resources needed to achieve the reward benefits.

This finding is an essential step in bringing the benefits of RL based anti-poaching park patrolling

methods to actual realization in national parks.

1.2 Overview

The remainder of this thesis is structured as follows. We begin in Chapter 2 with background that

introduces the operations of national parks and the existential threat posed on them by illegal wildlife

poaching. Here we also review the state of computational anti-poaching methods along with rein-

forcement learning and multi-agent reinforcement learning overviews. Chapter 3 then describes the

formal park environment in which our work operates, going into detail on the models of poacher

and wildlife behavior that the environment relies on. With a defined park, Chapter 4 presents the

single agent and multi-agent algorithms we designed and adapted to learn anti-poaching park patrol

policies. We examine and compare the experimental performance of the implementation of these

algorithms on the park setting in Chapter 5. Finally, in Chapter 6 we propose directions for future

work building on the work in this thesis for the further pursuit of reinforcement learning in the

anti-poaching domain.
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2
Background

2.1 Protected Areas andWildlife Poaching

As of 2020, there are over 200,000 protected areas in the world, as defined by the International

Union for Conservation of Nature (IUCN) and the UN Environment Programme (UNEP) [12].

These protected areas span 245 countries and territories, covering 17% of all terrestrial and inland

water [13]. The 28 million square kilometers covered by these parks differ wildly in terms of land-

scape, wildlife composition, size, and even governance. To deal with such variety, the IUCN catego-

rizes protected areas into 7 groups from “strict nature reserves” to “protected areas with sustainable

use of natural resources” [14, 15].

In this thesis, we will consider Category II protected areas: national parks [15]. All pro-

tected areas in this category share some key features and objectives. These areas are typically larger

than other protected areas and encompass enough space to capture the full biodiversity of an ecosys-
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Figure 2.1.1: Maps of SrepokWildlife Sanctuary, Cambodia (left) and Queen Elizabeth National
Park, Uganda (right) [16, 17].

tem. Their size and purpose makes these parks incredibly important to global conservation efforts

but also vulnerable to all sorts of wildlife threats. The IUCN category definition stipulates that

(1) national parks should “contain representative examples of major natural regions, and biologi-

cal and environmental features”; (2) they should be large enough to “maintain ecological functions

and processes”; and (3) their “composition, structure and function of biodiversity should be in a

‘natural’ state” [15]. The goal of national parks, as defined by the IUCN, is “to protect natural biodi-

versity along with its underlying ecological structure and supporting environmental processes, and

to promote education and recreation [15].”

Even under this shared category, national parks across the world are incredibly diverse in

both their natural aspects —geography, climate, ecosystem—and their anthropogenic ones —park

borders, patrolling systems, poaching behavior. National parks can be rainforests, deserts, grasslands,

and tundras. They may range in size, method of protection, and volume of tourism.

Take, for example, two parks that serve as the experimental settings for some of the mod-
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els we adopt in this thesis: Queen Elizabeth National Park and SrepokWildlife Sanctuary. Queen

Elizabeth National Park (QENP) is found in the southwest corner of Uganda and encompasses

swaths of savanna and wetlands surrounding Lake Edward, one of the African Great Lakes. QENP

spans almost 2,000 square kilometers in area and contains a diverse ecosystem that is home to many

species of big game (elephants, lions, buffalo, etc.), primates, and birds [18]. In comparison, Srepok

Wildlife Sanctuary (SWS) covers 3,700 square kilometers in the Eastern Plains of Cambodia. The

dry forest habitat of this park holds wild cattle and pigs, all types of cats, and freshwater creatures

like crocodiles [18]. At a geographic level, even their shapes are different; QENP is long and narrow

while SWS is more square, as we see side by side in Figure 2.1.1.

Despite their differences, these two parks share a common enemy: illegal wildlife poachers.

Poaching is broadly defined as the illegal taking of wildlife and is usually conducted by mounting

traps and snares in animal habitats [19]. In this definition, we emphasize the key word taking as op-

posed to killing, because often times an animal will not be killed outright, as some are captured to be

kept as exotic pets. Alternatively, there are also cases where wildlife is illegally killed, not for system-

atic poaching, but rather as a retaliation against a species that may prey on private livestock [19].

Figure 2.1.2: Photo of an illegal trap set by poachers,
photo courtesy of Ranjan Ramchandani [20].

Poaching is a problem that is

global in scale and human in impact.

The illicit market for endangered

animals has been sized anywhere

between 7 and 23 billion USD a

year [2]. This wide range in estimated

size is due to the difficulties in mea-

suring illegal economies and the fact

that the illegal wildlife trade is partic-

ularly understudied. The end buyers

of these endangered animals, and

their parts, include private collec-

7



tors, pet shops, game farms, biomedical labs, clothing and decoration makers, and even exotic meat

dealers [3]. The poaching that this economy encourages is one of the leading causes of the extinc-

tion of global biodiversity, as the endangerment of a single species can lead to the collapse of entire

ecosystems [2]. Beyond the catastrophic environmental consequences of poaching are the human

ones. Many targeted species are essential to local communities whose livelihoods depend on wildlife

tourism and sustainable wildlife harvesting [2].

Figure 2.1.3: A resting lion in Queen Elizabeth National
Park, where the lions are known for their ability to climb
trees [21].

In our two example parks

of interest, poaching has decimated

conservation efforts and is only get-

ting worse. In QENP, poachers use

steel traps with the force to snap

the legs of antelopes, giraffes, and

even lions [22]. Uganda has only

an estimated 300 lions and 2,000

giraffes left within its borders, mak-

ing each poaching incident a heavy

blow to conservation efforts [22].

The COVID-19 pandemic has only

increased the incidence of poaching. In February throughMay of 2020, the UgandaWildlife Au-

thority (UWA) recorded double the amount of poaching activity as compared to the same period in

the previous year [22]. This uptick in poaching is in part due to a dramatic loss of tourism, where

consistent visitors in the parks had previously scared away poachers and funded the anti-poaching

efforts. Now, the lack of economic opportunities has led more people to participate in the illicit

economy. In Cambodia, the situation is no different. Ungulate populations (a family of hoofed,

large mammals common in the region) have decreased by up to 72% in the past ten years, due in

large part to unprecedented poaching driven by the lucrative illegal wildlife trade [23].

While illegal poaching impacts human livelihoods through its indirect economic losses,
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it also impacts human lives through the direct violence it foments. Park rangers are employed by

national parks to combat poaching, where they dismantle traps and snares and make note of evi-

dence of poacher activity on their patrols through the park. Because they impede potential poach-

ing profits, park rangers can be victims of retaliatory attacks. Such clashes between poachers and

park rangers are not uncommon, with a conservative estimate from the Thin Green Line Founda-

tion counting over 100 rangers killed by poachers every year [24]. This estimate likely grossly under

counts the number of deaths, since there is no centralized data collection effort, and it also fails to

capture the non-fatal injuries park rangers may face.

Figure 2.1.4: Photo of a wildlife snare hidden in plain sight
in Limpopo National Park, Mozambique [25].

Poaching is also part of the

broader world of transnational, orga-

nized crime. The United States Con-

gressional Research Service found

that the illicit wildlife trade is one of

the most lucrative illegal economies

in the world, behind illegal drugs and

human trafficking and just ahead of

the illicit arms trade [26]. Because

of its enticing profits, the wildlife

trade attracts the same organized

crime groups that are involved in the

most violent illegal trades and serves to bolster an international network of organized illegal activity.

Poaching even attracts guerilla insurgency groups and militia, with armed poaching gangs critically

threatening the political stability of nations, particularly in central and eastern Africa [3].

Combating poaching has proven difficult because of an imbalance between the resources of

poachers and park rangers. While poachers may have the backing of well connected illicit markets,

national parks are supported by governments and non-profits with limited resources. Park rangers

have an exceptional mandate to protect all the wildlife within their park, but there are often too
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few rangers to cover the full extent of the territory. National parks are highly resource constrained

in ranger numbers, compute resources, funding, and more. There is also historically little support

for anti-poaching park stewardship outside of the conservation world. There has been a dearth of

qualitative and quantitative studies on the nature and scale of poaching in the academic realm as

compared to other international crimes [3].

Where there is a scarcity of resources, there is also an opportunity to innovate on how best

to deploy them. We can supplement existing resources with more sophisticated park planning tech-

niques in order to best deploy park rangers for the protection of wildlife. Park planning can be

treated as a technical problem, and we can study how to leverage data and machine learning to de-

termine optimal patrols more quickly and cost-effectively, so that park rangers may focus on the

patrols themselves instead of the planning. Due to the global nature of the poaching problem, such

technology, when deployed, can create an outsized improvement in wildlife protection around the

world. To achieve this wildlife protection, we are then left with the technical question of how to de-

termine the best way to deploy limited anti-poaching park ranger resources while staying within the

fiscal and computational resources of national parks.

2.2 Computational Anti-Poaching Approaches

For the past decade, there has been great work underway to leverage technology in the wildlife pro-

tection domain, which has built on applications in many other security domains. Game theoretic

and machine learning techniques have been deployed to problem spaces that also require defending

an environment from an attacker, like protecting transit systems, ports, and airports [27, 28, 29].

Yang et al. [30] first introduced the Protection Assistant for Wildlife Security (PAWS) appli-

cation, an effort to improve the effectiveness of park ranger patrols that transferred game-theoretic

knowledge to the wildlife protection scenario. PAWS deployed a machine learning pipeline for op-

timizing patrol routes to combat illegal wildlife poaching, and uniquely tackled both conceptual

challenges and the use of these systems in real world park scenarios. The PAWS paper introduced

two algorithms, PAWS-Learn and PAWS-Adapt, to learn better training parameters in the former
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and an optimal patrolling strategy in the latter. These strategies were then deployed on the ground

at QENP where they proved to successfully predict wildlife poaching and optimize the patrols

against it. This work also opened up a collaboration with the Spatial Monitoring and Reporting

Tool (SMART), the leading platform for the data collection and analysis of conservation informa-

tion in national parks [31]. PAWS has served to launch a cascade of related work for wildlife protec-

tion and due to its network of on-the-ground collaborators has helped center this research on real

world application.

One branch of related work has taken a game-theoretic approach to the anti-poaching sce-

nario, with strategic attackers and defenders forming actions against one another. Key to the game-

theoretic lens was formulating the problem as a Stackelberg Security Game (SSG) [32]. SSGs have

been used in practice towards other security games where the aim is to learn a best defender strat-

egy against a single attacker event. The SSG formulation was then expanded into a Green Security

Game (GSG) definition to better capture the poaching environment [32, 33]. Rather than depend-

ing on an attacker’s single decision, a GSG is formulated around multiple rounds where both the

attacker and defender make decisions and then can adapt to each other in subsequent rounds.

Alternatively, some work has proposed moving away from the game-theoretic formulation.

Kar et al. [34] introduced a system for modeling the behavior of poachers rather than trying to learn

their best strategy in response to a patroller defender. This approach is consistent with the fact that

poachers may have imperfect information about patrollers [35], and it has proven to more effectively

match real poacher behavior as poachers may not employ a perfect strategy even with perfect infor-

mation [34]. The behavioral model is also more easily interpretable, as the poacher behavior at every

step is determined by a designed model rather than the learned game-theoretic strategy that can be

harder to understand. For example, Kar et al. [34] model poacher behavior as an easily interpretable

decision tree. In this thesis, we take the adaptive adversary rather than the game-theoretic approach.

This choice is motivated by the proven experimental success and to simplify the learning task to just

learn the patroller best strategy, given the limited compute resources.

For both of these approaches, we need to have an understanding of poacher behavior as one
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of the key factors underpinning any patrol planning method. Modeling poacher behavior has been

one major focus of the wildlife protection literature. Recent work has tackled accounting for imper-

fect detection of poaching signals as well as imperfect poacher knowledge of defender behavior [35],

showing how human knowledge can supplement sparse poacher information [36], and even defin-

ing and measuring the deterrence effect of patrolling on poacher behavior, which will be further

discussed in Chapter 3 [11].

The primary goal of machine learning in the park domain has been to improve the park

patrols that aim to protect wildlife. To do so, some work has considered planning optimal and feasi-

ble paths against any formulation of a black box poacher [37]. Another insight came from Xu et al.

[4], who studied how patrollers need to trade off stopping known poaching events and investigating

park areas where the poaching activity is entirely unknown.

Across all of the topics of interest in the wildlife protection domain, there is also consider-

able work focused on how to make real-world, deployable predictions. This interest in real-world

application has sparked research into dealing with the uncertainty and extreme class imbalance in

real-world poaching data [4]. All of these technical advances are complemented by efforts to bring

these academic innovations to action, properly deploying the evolving PAWS technology in the field,

along with better field data [6].

Despite these considerable advances, only a select few of these approaches have considered

the sequential nature of patrol planning. There is a temporal dependence between poaching and

patrolling, where patrolling in one time step can change the behavior of poachers in the next. Rein-

forcement learning (RL) is naturally poised to tackle sequential decision making, and has attracted

the attention of some anti-poaching research. Wang et al. [7] introduced a novel deep reinforcement

algorithm to optimize a patrolling policy that adapts to real time information in the GSG setting.

This algorithm, DeDOL, leverages deep Q-learning methods to learn the best strategy in small park

scenarios. Venugopal et al. [8] also take a deep Q-learning approach to learning a best policy for pa-

troller actions assuming a discrete action space, but in this case with data supported by real time

drone notifications to patrollers and warnings to poachers. Xu et al. [9] moved beyond Q-learning
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and took an actor-critic approach to park patrol planning, optimizing for robustness under sparse

data and uncertain adversary behavior using a DDPG policy learner augmented by a double oracle.

This work has shown us that reinforcement learning is well suited for the decision mak-

ing of anti-poaching park rangers and their sequential patrols, however these papers only consider

very small parks, with grids of size 10 × 10 or smaller [7, 9]. If we consider each height and width

unit to represent one kilometer, these park dimensions barely capture even the smallest national

parks. Furthermore, because of how quickly the action spaces of RL algorithms explode as the state

space increases, the methods introduced in these papers cannot simply be scaled up to capture more

realistic park sizes, especially when considering that national parks have access to limited compute re-

sources. So we are still left with the open question of how to leverage powerful, sequential decision

making algorithms to the scale necessary for national park application with such limited resources.

2.3 Reinforcement Learning

Reinforcement learning (RL) is a type of learning that deals with how an agent should best interact

with its environment to accomplish its goal [38]. This type of learning differs frommore classical

computational learning techniques like supervised and unsupervised methods. Where those algo-

rithms are handed a set of data points to learn from, in reinforcement learning an agent has to create

its own training data by continuously engaging with its environment and reacting to its different sig-

nals. RL does not require perfectly labeled data but rather information about its environment. For

example, in the wildlife protection scenario, we do not need definitive data about good and bad pa-

trol plans, but rather we can use data about the park environment to build a simulator from which

an agent can create its own idea of a good patrol based on the reward signals it receives.

Reinforcement learning algorithms tend to use four key things to make decisions: (1) a well-

defined environment; (2) a reward function; (3) a value function; and (4) an action policy. The en-

vironment model serves to represent the state in which an agent finds itself, and how that state will

change in response to any action it might take. This environment, along with the reward function,

is typically represented by a Markov decision process (MDP), which is a commonmathematical
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formulation of stochastic, sequential mechanisms. AnMDP at a minimum defines a set of states S

that represents all the possible versions of the given environment, a set of actionsA that contains all

viable actions that could affect the states, a transition function f that dictates how the environment

changes from one state to another given an action, and finally a reward function r that determines

the reward of a given state and action pair. This reward function is our second key feature, and it

serves as a numerical evaluation of how ‘good’ or ‘bad’ a state is to a given agent, along whatever sub-

jective goal an agent may have [38]. Optionally, anMDPmay also have a time horizon T , which

determines howmany time steps the process continues for before it terminates. With no set time

horizon, the process can carry on indefinitely. The environment model and reward together make

up our MDP, and are external to our agent. That is, though the agent can cause the state to change,

this is in accordance to the model’s transition model which the agent cannot affect.

Figure 2.3.1: Reinforcement learning schematic
depicting how an agent interacts with an environ-
ment [39].

The culmination of the rewards gives

us our third component, a value function that

not only takes into consideration the reward at

a given state, but also all of the future possible

rewards an agent can expect. The expected

value of an action is essential to reinforce-

ment learning. Imagine an agent can move

to a stateA and earn a reward of 10, or move to

stateB and earn a reward of 100. Just looking

at the reward may incentivize the agent to move to stateB. But if moving toB means that the agent

can never collect anymore reward, if the time horizon T > 10, the agent may be better off moving

toA in the short term for a larger cumulative reward. Rather than relying on immediate reward, the

value function can calculate or at least estimate all of the expected future reward of a state, which

serves as a better proxy for the cumulative reward an agent wants to maximize.

With an understanding of the environment and its expected rewards, the final component

is an action policy, usually denoted by π. The policy specifies how an agent should act with respect
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to its environment. Mathematically it is a stochastic mapping from states to a probability distribu-

tion over actions π : S → Pr(A). This policy is at the core of what a reinforcement learning

algorithm is trying to learn and optimize, as it is through this policy that an agent will be able to

maximize its cumulative reward.

2.3.1 CommonReinforcement Learning Algorithms

One of the simplest approaches to reinforcement learning is Q-learning [40]. Q-learning aims to

learn the expected value of every state-action pair, and keeps track of its current estimates of this

value through a lookup tableQ of size |S|×|A|. With every new step the algorithm takes, it updates

the entries in its table according to

Q(s, a)← Q(s, a)︸ ︷︷ ︸
current Q-value

+

learning
rate︷︸︸︷
α ·( r(s, a)︸ ︷︷ ︸

current reward

+

discount
rate︷︸︸︷
γ ·max

a′
Q(s′, a′)︸ ︷︷ ︸

maximum expected
future reward

−

current Q-value︷ ︸︸ ︷
Q(s, a) ) , (2.1)

where s, s′ ∈ S and a, a′ ∈ A. The look up table represents a better estimate of what the true

cumulative reward of that state-action pair may be. The best policy then is the greedy one: take the

action that maximizes the Q-value at the current step, or argmax
a

Q(s, a). While this definition

may be the best policy, in training we can use an ϵ-greedy approach to allow our algorithm to ex-

plore. In reinforcement learning, as in many real world scenarios, agents have to weigh whether to

gain a known reward with certainty or to take an action to a state with an unknown payoff. To bal-

ance the exploring-exploiting trade-off, we add noise in the form of a value ϵ, such that at every step

we can choose the greedy action with probability 1 − ϵ and a random action with probability ϵ. In

Q-learning, given enough training steps, the ϵ randomness will eventually reach every state-action

pair, meaning we can calculate every possible Q-value and learn the optimal policy for any finite

MDP.

While this finding is quite powerful, the reality is that for any reasonably sized set of states

and actions, Q-values become impossible to compute within any reasonable training time. Rather
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than calculating exact Q-values, we want to be able to approximate them closely. To do so, we can

leverage one of the most powerful function approximators we have: deep learning. The deep Q-

learning algorithm (DQN) works similarly to Q-learning in that it wants to learn the expected value

of every state-action pair [41]. But instead of using a lookup table, DQNmaintains a neural net-

work that maps input states to output Q-values for every action. The neural network takes an input

of size |S| and through whatever neural net architecture (in the original paper it was a convolutional

neural net to tackle 2-D Atari games [41]) it produces an output of size |A|where every value in the

output represents the Q-value of that action, given the input state. By the nature of the connected

weights in the neural net, this function approximator lets learning from visited state-action pairs

transfer to yet unseen ones. Just as in Q-learning, we can use an ϵ-greedy action selection policy.

DQN has proven to be incredibly powerful, beating human experts in Atari games at just

its first implementation [41]. However, DQN relies on having a small, discrete action space. The

more actions we have, the larger the output layer has to be, and the harder it is for the neural net to

estimate. And it is impossible to apply if our actions are continuous and cannot be enumerated.

Better suited for the continuous case are policy gradient RL algorithms [38]. In the policy

gradient method, rather than just learning a value function and defining a policy based on the value

function, we learn a policy directly, while still taking advantage of a value function. We define our

policy π to be parameterized by θ, and then define an objective function for the parameters θ, as:

J(θ) =
∑
s

dπθ(s)
∑
a

πθ(a|s)Qπθ(s, a) , (2.2)

where dπθ(s) = limt→∞ Pr(st = s|s0, πθ) is the stationary distribution of the MDP given policy

πθ [42]. With this objective function, the parameters θ can be tuned using gradient ascent, where

we move θ in the direction suggested by the gradient of the objective function∇θJ(θ), which can

be easily calculated due to the results of the Policy Gradient Theorem [42]. The policy method

is then better suited for the continuous method due to the gradient update that does not require

visiting every possible state-action pair, and can instead transfer learning to states that have not been
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visited through the parameters θ.

Many policy gradient algorithms have arisen as a result of the policy gradient theorem, inno-

vating on methods to improve the training time and stability of learning the policy function. Asyn-

chronous Advantage Actor-Critic (A3C) uses multiple agents to explore the state space in parallel,

syncing up to global parameters θ at certain increments [43]. Here we want to note that the use of

multiple agents in A3C is a tool to train in parallel, but they are ultimately coming together to learn

a single policy that is executed by one agent in testing. Another algorithm, trust region policy opti-

mization (TRPO), uses policy gradient updating but enforces a KL-divergence constraint on how

far the policy can be updated at each step, which helps with stability but slows the learning process

[44]. An alternative to TRPO is the proximal policy optimization (PPO) algorithm that also tries

to limit the magnitude of an update as in TRPO, but does so by keeping the ratio between the old

policy and the updated policy within ϵ of 1 [45].

Given the benefits of both value-based and policy-based learning, some algorithms have

found a way to use both. One such approach is the deep deterministic policy gradient (DDPG)

algorithm [46]. DDPGwas introduced as a way to transfer the progress of DQN to the continuous

action space and uses both policy-based and value-based techniques through its actor-critic setup.

Like DQN, DDPGmaintains a value-based neural network, called the critic, that functions

as a Q-value estimator. However, rather than taking a state as input and producing a Q-value for ev-

ery action as in DQN, the DDPG critic takes in both the state and action as input and outputs a sin-

gle Q-value. This allows for continuous actions because, instead of having a fixed set of actions, the

critic can accept any action with a set number of features. Where DDPG really departs fromDQN

is in its policy function, called the actor. DDPG trains a separate neural network that accepts a state

as an input and outputs a deterministic, continuous action, which represents its current understand-

ing of the best policy. In Figure 2.3.2 you can see a side by side comparison of how the architectures

of the neural networks within the DQN and DDPG algorithms differ.

In this thesis, we implement a variation of DDPG as our single-agent algorithm and use

its same updating method in our multi-agent extension. However, the other policy gradient meth-
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Figure 2.3.2: A comparison of the neural network architectures of the DQN and DDPG algo-
rithms [47].

ods highlighted above can also be adapted to the multi-agent case as is done in this thesis, since our

novelty is in the distributed learning and not in the way the policies of each agent are updated. One

future line of research could be in comparing the performance of different policy-learning methods

within the distributed, multi-agent context.

2.3.2 Reinforcement Learning in the Park Scenario

As we have seen, reinforcement learning is well suited towards any sequential decision making in a

well defined environment, which is why it can be adapted to the anti-poaching scenario. In the park

setting, we have park rangers in a national park environment making patrolling decisions at every

time step in order to maximize the wildlife population in their park. Patrols need to serve a dual

mandate of preventing poaching in known hot spots and learning about the incidence of poaching

in unknown regions [4]. Reinforcement learning, as discussed above, is well suited towards tackling

this exploring-exploiting trade-off by selecting noisy actions in the training process and transferring

learning from visited regions to unknown ones.

The cumulative reward that reinforcement learning focuses on is also a key part of the anti-
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poaching patrol planning problem. National parks hope to maintain long-term wildlife density

because they want to preserve an environment indefinitely; they need to prevent poaching today,

tomorrow, and ten years down the road. Other types of machine learning value accuracy over cu-

mulative reward, meaning that without a complicated loss function, they optimize for successful

poaching prevention at every step, without accounting for whether poaching is decreasing over time.

In reinforcement learning, the longer horizon of rewards means that we can endure potential losses

in the short term if they lead to an overall increase in our wildlife population, which can be the case

due to the complicated nature of poacher behavior further explored in Chapter 3.

However, current reinforcement learning approaches to park patrol planning tend to

quickly become intractable. Reinforcement learning is often critiqued for falling into the “curse of

dimensionality.” Even in small grids of modest problems, the state and action spaces can quickly ex-

plode in size [38]. This exponential growth means that training these policies can be incredibly slow,

as we need enough training instances and neural network hidden layers to accurately approximate

the value of every possible state-action pair’s cumulative reward. In the national park setting, the

true size of these parks make it infeasible for reinforcement learning approaches to properly learn,

with papers choosing to model just one patrol post subset of a larger park [9].

Some recent work has attempted to create learning shortcuts and approximations to apply

RL algorithms to larger discrete action spaces [48]. But new advances in multi-agent reinforcement

learning suggest distributing intractable learning problems across multiple agents can lead to much

more efficient near-optimal learning. As our national parks of interest are typically divided into

geographic, organizational units around physical patrol posts from which they make largely indepen-

dent patrolling decisions, this distributed approach may be even better suited to the real world park

application than existing solutions.

2.3.3 Multi-Agent Reinforcement Learning

Reinforcement learning is often applied to real world environments and games, where there is very

rarely just a single actor engaging with its environment. We are interested in multiplayer games, com-
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plicated security environments, and attackers versus defendants. All of these multi-player settings

lead to a natural extension of reinforcement learning: multi-agent RL (MARL). Simply put, multi-

agent reinforcement learning is the adoption of reinforcement learning methods to multi-agent sys-

tems. These systems can be defined much like the MDPs described for single agent systems, however

with multiple agents able to act on and transition a shared state [49].

Multi-agent learning can bring many benefits to current problem spaces. Most notably for

this thesis, splitting up existing reinforcement learning problems across individual agents can speed-

up solutions through parallel computation, as separate, smaller agents can be trained concurrently

[10]. We have already seen this distributed approach in policy-gradient algorithms like A3C, where

they use parallel computation to speed up training [43]. However MARL differs from A3C in that

the multiple agents persist through policy execution, and are not just a feature of training. Other

benefits include additional information through agent communication and experience sharing, such

as skilled agents acting as teachers, or learning through imitation [10].

While MARL problems have been classified in many different ways, one such taxonomy

puts them into three groups: fully cooperative, fully competitive, and a mix of the two [50]. In

fully cooperative settings, all the agents work towards a shared goal of optimizing global cumulative

reward, where at every step, individual agents will receive the same reward feedback. Alternatively, in

the fully competitive case, agents compete in a zero-sum game, meaning reward for one comes at a

loss of reward to another. The mixed case naturally holds both types of agents.

A natural extension of the DDPG algorithm we discussed in the previous section is dis-

tributed distributional DDPG (D4PG) [51]. D4PGmaintains a central critic network, but multiple

parallel actors. The actors explore the space concurrently and add their explored steps to the same re-

play buffer, giving the algorithmmore distributed data in fewer time steps. Another DDPG-enabled

algorithm is multi-agent DDPG (MADDPG), where rather than having agents serve one global goal,

each agent has its own local information and is attempting to coordinate with the other agents [52].

To do so, each agent maintains its own actor neural network and a centralized action-value func-

tion that learns Q-values with respect to the agent’s observed state and its predicted actions of all the
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other agents in its environment.

In general, there is a huge spectrum of decentralization amongMARL algorithms, where

even among actor-critic methods we can use any combination of centralized or decentralized actors

and critics to fit our setting. In this thesis, we will take advantage of the natural patrol post break

down of the park environment and leverage previous MARL algorithms to approach park patrol

planning from a distributed, multi-agent lens.
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3
Modeling the Park Environment

In this thesis, we are ultimately developing a policy for how park rangers can best plan their pa-

trols to protect wildlife from illegal poaching. To do so, we need to first define the setting in which

these agents learn and operate. In this chapter, we will (i) define the park environment model used

throughout this thesis, modelling each influential environment component and their interactions,

where these are typically over simplified, and focusing on a wildlife centered objective over a poten-

tially dangerous poaching proxy. We will then (ii) introduce a novel multi-agent patrol planning

problem formulation around independent patrol posts operating in the park environment.

Section 3.1 will characterize key factors that make up the park environment and show how

the choice and definition of these factors can serve to approximate the behavior of any large national

park. In Section 3.2, we will assemble these factors into a Markov decision process formulation of

the park which will enable us to adapt reinforcement learning methods to this environment. And

finally in Section 3.3, we introduce our definition of the multi-agent park patrolling problem. To
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Symbol Meaning
N Number of targets in the park
T Number of time steps
ci Attractiveness score for target i
B Total patrol effort budget
a(t) Park ranger effort at time t
γ Poacher responsiveness to past patrolling in same target
η Poacher responsiveness to past patrolling in adjacent targets
p(t) Probability of poacher attack at time t
z(t) Poaching activity at time t
w(t) Wildlife density at time t
x(t) Realized poaching effect at time t
ψ Natural wildlife growth rate
α Wildlife population poaching sensitivity
s(t) Park state at time t
S Set of all park states
A Set of all park ranger actions
f Transition function
r Reward function
K Number of patrol posts
Bk Effort budget for patrol post k
Nk Number of targets overseen by patrol post k
Ω Set of all patrol post, park observations
g Observation function

Table 3.0.1: Glossary of park setting notation, in order of appearance.

keep track of all the notation introduced in this chapter, we have included Table 3.0.1 for reference.

3.1 Modeling Environment Factors

Our primary environment component is the park itself. To define a given park, letN be the number

of discretized square targets. The targets can be of an arbitrary size, however, in this thesis, we will

consider them to be 1 × 1 kilometer squared regions of a large national park. With square targets

of this size, we can closely approximate the shape and size of any sufficiently large national park (see
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Figure 3.1.1), some of which that can be thousands of kilometers squared as described in Chapter 2.

Figure 3.1.1: Example of a grid representation of
Queen Elizabeth National Park, Uganda. (Origi-
nal map image from [34].) Note: For the purpose
of illustration, these targets are significantly larger
than the described 1 × 1 km regions. A smaller
target size can create much closer approximations.

The park will have certain immutable

features. One is a finite time horizon T , such

that each time step t ∈ [T ] represents the

unit of time in which a patrol plan is made.

For example, in a given park the patrols may

be planned in one week intervals. Each target

i ∈ [N ]will have a constant attractiveness score

ci that impacts a poacher’s decision to attack,

or place snares in, a particular area [53]. We

learn an estimate of ci by training a machine

learning model on static geo-spatial features

of the park. This score may include both nat-

ural features — distance to water, terrain type,

vegetation density, average rain fall — or an-

thropogenic ones — distance to the park’s

border, presence of roads, villages, or patrol

posts. Past work has shown that attractiveness

scores representing geo-spatial features can be

estimated with historical data, however these

scores were assumed to include measures of wildlife density, which makes the limiting assumption

that wildlife populations and distributions are static [11, 9]. In this work, we uncouple wildlife

density from attractiveness and model it as its own dynamic input. Given that attractiveness with

a wildlife component is experimentally measurable, we assume that by extension the simpler, static

value of attractiveness without a wildlife component is measurable as well.

Along with a unique model for wildlife, we will define the other dynamic factors of a park

environment, the park rangers and poachers, as well as the relationship between all three.
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3.1.1 Park Rangers as Agents

In our problem formulation, park rangers are the agents that act on the park environment. We will

optimize their patrolling behavior in Chapter 4, but first we must understand how their actions

impact the park they aim to protect.

In national parks, park rangers are grouped into teams and go on anti-poaching patrols that

can range from a few hours to a few days, setting camp in the parks if they venture too far from es-

tablished patrol posts [54]. The method of travel also ranges, from foot patrols through the QENP

savanna to faster motorbike patrols in paths cut into the SWS jungle [54]. On these patrols, park

rangers dismantle traps and snares and make note of other poacher activity, like traces of bullets or

non-sanctioned camps. However, based on the resource constraints in these park, there are too few

park rangers to patrol the entire park and detect and dismantle all of the park’s poaching in every

given time step.

To model these constraints, we will assume that at every time step, park rangers have a to-

tal budgetB of effort they can expend across the entire park, which is a function of the number of

rangers and the time allotted in each time step. The effort exerted at each target a(t)i can be inter-

preted as an amount of time spent patrolling in a given target i at a given time step t, where more

time increases the ability of a patrol to detect, and therefore prevent, poaching. For simplicity, we

will bound the effort ai ∈ [0, 1] such that an effort of 1 is a fully saturated patrolling instance at

that target, meaning it is the most time a patrol can spend in a given target.

Definition 3.1.1 (Total park patrolling action). The total park patrolling action at time step t is the
distribution of effort that park rangers expend across theN targets. This action can be represented
as a vector a(t) = [a1, a2, . . . , aN ] such that

∑
i∈N ai ≤ B and ∀i, ai ∈ [0, 1].

We can think of this representation in terms of a real park ranger experience. Our time step

can be any arbitrary unit of time in which park rangers make their decisions. Say, for example, they

set their patrol routes on a weekly basis, such that each time step t represents one week. Assume

we have 16 park rangers across the park, and they can be split into 4 patrols of 4. Each park ranger
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works 12 hour patrolling shifts, 5 days a week. Then, in each week-long time step, we have 240

hours worth of effort we can expend. Now let us also assume that there is some point of patrolling

saturation for any given target, say 4 hours, after which the patrol has either perfectly dismantled all

poaching attempts or has seen all that they will possibly see such that any further patrolling will be

ineffective. We will want to scale our effort by this amount, leading toB = 60. The park ranger

effort can then be distributed with respect to these budgets, where an effort close to 0 could mean

just driving through a target for a few minutes, unable to detect and dismantle hidden snares, while

an effort closer to 1 could mean stopping and combing through the whole target, multiple times in a

week until all snares have been detected and dismantled. The optimal behavior of these park patrols,

or agents, is what we will learn in Chapter 4.

3.1.2 Poaching Adversaries

Opposite the park rangers, we have the illegal wildlife poachers. Poachers are trying to capture or kill

wildlife while remaining undetected by the ranger patrols. Under these goals and conditions, they

need to weigh their options when choosing where to set their traps. For example, they may want to

be close to the borders of the park and away from the main roads and settlements within the park, to

not risk detection. Based on their poaching techniques, they my find it easier to set traps and snares

in certain landscapes. We assume that our attractiveness score ci captures this information, where a

higher attractiveness increases the likelihood that a poacher would want to poach in a given target.

Here, it is important to note that attractiveness does not capture wildlife density, meaning that we

are assuming that while poachers have information about geographic features, they have no knowl-

edge of the wildlife distribution across the park and how it is changing overtime. We allow ourselves

this assumption because of how difficult estimating wildlife density is, even for the park rangers

aiming to protect the fauna. Wildlife estimation by itself is another important field in computer

supported conservation.

In this thesis, we have chosen to model poaching behavior not just based on their target

preferences, captured by attractiveness, but also depending on their reaction to park rangers. Past
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work has shown that patrolling causes a measurable deterrence effect on poachers, meaning that

poachers are less likely to poach in targets where there has been recent patrolling [11]. But this work

also showed a displacement effect, where recent patrolling in a given target will increase the probabil-

ity of poaching in the adjacent targets, as poachers attempt to avoid park rangers and are displaced

to nearby areas instead [11]. Combining these effects with our attractiveness score, we can model

poaching behavior at a given target i as a stochastic function of the attractiveness ci, the past pa-

trolling in that target a(t−1)
i , and the past patrolling in adjacent targets, denoted as a(t−1)

j .

Definition 3.1.2 (Poacher behavior). The poaching behavior at a given time step t is a binary vector
z(t) sampled from the Bernoulli distribution depending on the probabilities p(t) where γ < 0 is the
adversary’s responsiveness to past patrolling in the current target and η > 0 is the responsiveness to
past patrolling in the adjacent targets:

p
(t)
i = logistic(ci + γa

(t−1)
i + η

∑
j∈[neighbors]

a
(t−1)
j ) , (3.1)

z
(t)
i ∼ Bernoulli(p(t)i ) . (3.2)

3.1.3 Wildlife Density

Wildlife is the final dynamic element in our park simulation. Poachers hope to attack the wildlife

while park rangers aim to protect it. But the growth and decay of wild animal populations is a com-

plex, dynamic process with effects from predator and prey relationships, ecological limiting factors,

time lags and more [55].

Our formulation of wildlife density simplifies this ecological process, yet it is designed to

consider natural effects, the simulated movements of poachers, and the park patrolling strategies

that our algorithms hope to learn. The two components that compose this model are a growth force

modeling natural population growth and a realized poaching effect. The second of these compo-

nents has a few different dependencies. First, realized poaching is positively correlated with origi-

nal wildlife density in a given area, since a higher density of wildlife means that more animals will
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likely fall into the poaching traps and snares. Realized poaching also depends on the poaching and

patrolling activity. We know that the adversary behavior will be an indicator as described in Defi-

nition 3.1.2, showing whether or not poaching occurred. However, the park ranger effort, as de-

scribed in Definition 3.1.1, influences poaching behavior. Full park ranger effort can completely

eliminate the effects of the poaching event by dismantling all of the snares in a target. Some effort

can dismantle a fraction of the snares, and therefore decrease, but not eliminate, the realized poach-

ing effect.

Definition 3.1.3 (Realized poaching effect). The realized poaching effect x(t)i is howmuch poach-
ing has actually occurred in a given target i at time t, and is a function of the past wildlife density as
well as the current interaction between poachers and patrollers:

x
(t)
i = w

(t−1)
i · z(t)i · (1− a

(t)
i ) . (3.3)

Our total wildlife density model can then depend on the realized poaching effect as well

as a natural growth rate. We will assume that, besides poaching, there are favorable environmental

conditions with few limiting factors, which is the case for most species of interest since poaching has

decimated populations to be far under their natural limit. Therefore have an exponential natural

population growth whenw(t)
i > 1with some natural growth rate ψ > 1. For algebraic purposes,

the population growth is linear when wildlife density is (0, 1], again with the same growth rate ψ.

We will also assign some sensitivity to poaching α > 0, which represents how the realized poaching

effect actually impacts the wildlife density. Finally, we want to note that our wildlife representation

can never recover once it has reached 0, replicating the reality of wildlife extinction in the face of

poaching.

Definition 3.1.4 (Wildlife density). The wildlife density at a given time step t and target i is a func-
tion of the natural wildlife growth and the realized poaching effect [9]. Given ψ > 1 and α > 0:

w
(t)
i =

ψ · w
(t−1)
i − α · x(t)i w

(t−1)
i ≤ 1

w
(t−1)ψ
i − α · x(t)i 1 < w

(t−1)
i

, (3.4)
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w
(t)
i = max{0, w(t)

i } . (3.5)

We note that a critical assumption of our simulation is the ability to determine updated

wildlife densities at every time step. This assumption is key to ensuring that we were optimizing for

the right outcome. A more convenient feature to optimize for would have been poaching activity

detection. We have this data readily available, since park rangers must report all signs of poaching

activity. But, if we prioritize detecting more poaching, that could unintentionally incentivize our

algorithm to cause more poaching, so that there is more to detect. This type of unintended conse-

quence is known as the cobra effect, coined after the fable of a government offering a bounty for

every dead cobra in order to get rid of their venomous snake problem and the people responding by

breeding cobras themselves [56]. In order to avoid the cobra effect, we are optimizing for wildlife

instead of a potentially dangerous proxy. This targets our exact objective: more wildlife.

In reality, we are unable to get updated counts of wildlife populations on small enough

time steps. Wildlife populations are measured infrequently and imperfectly in these large national

parks. However, there is concurrent and promising work on how to better measure wildlife popula-

tions in real time. For example, the importance and scarcity of lions in Uganda has led to a tracking

program where lions in QENP are fitted with satellite collars [22]. More scalable efforts, like the use

of drone and satellite imagery to detect wildlife densities and movements, are also underway [57].
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3.2 Markov Decision Process Formulation

Park state

Park ranger policy

Poacher behavior

Poaching
probability

Poaching
activity

s(t−1)

a(t−1) p(t)
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poaching effect

a(t)

z(t)

w(t−1)

Wildlife
change

x(t)

w(t−1)

w(t)

a(t)

r(t)

Figure 3.2.1: Simulated park environment MDP.

With our key variables defined as you have seen above, we have the building blocks to formulate our

park setting as a Markov decision process.

Definition 3.2.1 (Park environment MDP). TheMarkov decision process for the park environ-
ment can be described by the tupleM = 〈S,A, f, r, s(0), T 〉. A visual representation of this MDP
structure is shown in Figure 3.2.1.

• State: Set S : ZN × NN × N containing all possible states of anN -target discretized park
environment, such that each target in the park has its own park ranger effort and wildlife
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density values:
s(t) = (a(t),w(t), t) . (3.6)

• Actions: SetA : ZN containing all valid (validity as defined in Definition 3.1.1) vectors of
park ranger efforts a(t).

• Transition: Function f : S × A 7→ S such that, given a state s(t) and a new park ranger
action a(t+1), we can transition to a new state. This function captures both the new wildlife
function as in Equation 3.3, and the adoption of a newmost recent action, to produce a new
state s(t+1) = (a(t+1),w(t+1), t+ 1).

• Reward: Function r : S × S 7→ R defining all possible rewards received from reaching a
state s(t). We can define a reward function r as:

r(s(t)) =

N∑
i=0

w
(t)
i . (3.7)

• Starting state: A starting state s(0) defined by an initial a(0) andw(0).

• Time horizon: An arbitrary number T such that when t > T , the state resets to the initial
state, meaning s(T+1) = s(0) = (a(0),w(0), 0).

3.3 TheMulti-Agent Problem Setting

While we have defined a broad park environment, we need to revisit our initial formulation of how

our park rangers engage with their environment with consideration to the multi-agent case. In Def-

inition 3.1.1 we have a singular budget constraint for our action vector, meaning that within that

budget, we should be able to deploy any of our patrols to any part of the park as directed by the

action. In reality, these large parks make it impossible to have omnipresent park rangers. Instead,

patrols are distributed geographically across the park at physical patrol posts. From these physical

patrol posts, park rangers can patrol the area geographically closest to that post, but they cannot be

transferred to another region of the park instantly, even if that is where they are most needed.
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For example, in Nyungwe National Park (NNP), Rwanda, a field study showed that park

rangers patrol the park day and night, with an average of 6–7 patrols each day, each consisting of

around 4–6 rangers [1]. In this park, patrol targets are selected by the head ranger in each of the

management sectors, and then each patrol is allowed to follow whichever route to reach their desig-

nated target [1]. This setting, with distributed decision making based on geographic sectors can be

adapted to fit our park environment. While the underlying park environment remains as defined,

we need a new formulation of patrolling to incorporate the decentralized patrol posts.

Let us designateK patrol posts, which will also be called agents, across the park such that

each patrol k ∈ [B] is allocated some portion of the budgetBk and some portion of the parkNk.

Then, at each time step, a given patrol post will designate some continuous amount of effort to-

wards each target in the region they have domain over where the sum of their effort cannot exceed

their budgetBk. Given these features, we can define the actions of a patrol post, similar to our total

park patrolling action.

Definition 3.3.1 (Patrol post action). The action of a single patrol post agent at time step t is the
distribution of effort the park rangers at that post expend across itsNk targets. This action can be
represented as a vector a(t)k for each k ∈ [K] such that

∑
i∈Nk

ai ≤ Bk and
∑

k∈K Bk = B.

While our definedMDP is sufficient for capturing all the information necessary for the

transition of our environment between different states, we now need to define the relationship be-

tween this environment and ourK patrol posts. We can use a more general form of a MDP, a par-

tially observable Markov decision process (POMDP) to describe the park from the viewpoint of the

patrol posts [58]. A POMDP assumes all of the same dynamics of anMDP environment, but with

two additional features: a finite setΩ of observations that an agent could possibly experience and an

observation function g that maps states to observations, which in our case is deterministic.

Definition 3.3.2. [Multi-agent patrol post POMDP] The partially observable Markov decision
process for how the multiple patrol post agents engage with a park environment can be described by
the tupleM = 〈S,A, f, r,Ω, g, s(0), T 〉.
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• S , f , s(0), and T described as in the park environment MDP (Definition 3.2).

• Actions: SetA : ZNk for every patrol post k ∈ [K] containing all valid (validity as defined
in Definition 3.3) vectors of park ranger efforts a(t)k .

• Observations: A set of observationsΩ : ZNk × NNk × N for every k ∈ [K] such that every
observation ok ∈ Ω is the subset of a state s(t) at theNk targets in the domain of the kth
patrol post.

• Observation function: Function g : S 7→ ΩK is a deterministic mapping from a given state
to theK observations ok ∈ Ω that form the patrol agent subsets of that state.

• Reward: Function r : Ω × Ω 7→ R that defines the reward received by an agent when
receiving their partial observation:

r(ok
(t)) =

Nk∑
i=0

w
(t)
i (3.8)

In practice, the individual patrol posts, or agents, form their actions independently, but

their impacts are not felt in isolation due to the deterrence effect described in Definition 3.1.2. Each

agent receives an observation, the state information within its targets, and then produces some ac-

tion for just those targets, bounded by its own patrol post budgetBk. Once every agent has inde-

pendently made their choice of action, these actions are joined together into an action in the original

park MDP’s action space, and under the transition function, a new total state is formed. Splitting

this state up again into observations, the reward for each agent is calculated just along its observed

targets, even though the wildlife that informs the reward may have been impacted by the deterrence

effect of neighboring targets that live under a different patrol posts domain. The separation and

unification of the partially observable MDP is illustrated in Figure 3.3.1.
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Figure 3.3.1: Partially observable MDP for the multi-agent park scenario, where the state transition
is as shown in Figure 3.2.1.
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4
Planning Park Patrols

In this chapter, we introduce the reinforcement learning methods used to plan anti-poaching patrols

in the park environment defined in the previous chapter. In particular, we will (i) lay out how we

adapt DDPG to the park environment and describe our choice of additions to the standard DDPG

algorithm. We will then (ii) introduce our distributed, multi-agent learning algorithm that operates

on our multi-patrol problem setting and extends the original single-agent algorithm. The implemen-

tation and evaluation of these approaches will be further discussed in Chapter 5.

Section 4.1 will briefly outline a few baselines for sequential park ranger actions in the park

environment. Section 4.2 will then present the single agent reinforcement learning algorithm and

Section 4.3 will show how we extend this algorithm to the multi-agent case. The new notation intro-

duced in this chapter can be found in Table 4.0.1.

To outline the general setup in which our algorithms operate, we assume that we have an

agent or set of agents, representing the patrol posts, interacting with our established park environ-
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Symbol Meaning
π Stochastic policy function that maps S → Pr(A)
µ Deterministic policy that maps S → A
R(t) Agent’s return on a state at time step t
γ Reward discount factor

Q(s, a) Value function of expected cumulative return of a state-action pair
H Hidden layer size
µ′ Target policy network
Q′ Target critic network
B Replay buffer
M Number of training episodes
C Batch size from replay buffer
θ Neural network parameters
τ Target weight update factor
P Action post-processing step
tpolicy Number of delayed time steps in policy updating
µ∗ Best policy network
tval Number of time steps between validation steps

Table 4.0.1: Glossary of notation used in defining learning algorithms and agent behavior, in order
of appearance.

ment, according to the behavior of some policy, π : S → Pr(A). When this policy is deterministic,

as is the case in DDPG, we can denote it as µ : S → A. At every step, an agent receives a reward

signal from the park environment as described by Equation 3.7 and Equation 3.8 for the single agent

and multi-agent setups respectively. What the agent hopes to maximize is its cumulative reward over

the entire time horizon T . Therefore, for every state at every time step we can define a returnR that

represents a discounted future reward with discount factor γ ∈ [0, 1] and gives the agent a proxy for

cumulative reward:

R(t) =
T∑
j=t

γ(j−t)r(s(j)) . (4.1)

Then, given a sequence of actions in the environment and returns as defined above, we can begin to

formulate our agents of interest.
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4.1 Baselines

We provide two naive baselines to understand the outcome of executing unsophisticated park pa-

trols in our simulated park environment. The first is the agent that does not expend any patrolling

effort, which allows us to see how the wildlife population will change under the effects of poaching

without intervention. Getting experimental results for this behavior is essential to evaluating more

sophisticated patrolling methods, as the no-effort baseline can be used to normalize the cumulative

reward we see in our test environments, particularly because our reward is a sum of total wildlife

across the park, not a difference of wildlife between states, and is therefore inflated.

Definition 4.1.1 (No Effort Agent). Baseline agent representing the null case where there is no
patrolling effort at any target. The agent’s behavior can be represented by the deterministic policy
µ(s) = 0, ∀s ∈ S .

A slightly more sophisticated baseline is the RandomlyMaximizing Agent. This agent

actively patrols the park environment and utilizes its entire budget to do so, maximizing the amount

of effort its expending. However, rather than learning the best targets to patrol, as we will do with

our reinforcement learning algorithms, this agent will randomly selectB targets to patrol.

Definition 4.1.2 (RandomlyMaximizing Agent). Baseline agent that fully patrolsB targets at
random, such that π(s) = Uniform(A)where we restrictA to only the actions a ∈ 0, 1N where∑N

i=1 ai = B.

A third baseline that we consider is the Random Agent, that operates much like the Ran-

domlyMaximizing Agent except in that it may not use the full budget, using randomization in both

the choice and number of targets to patrol. This baseline was considered due to the possibility that

using the entire patrolling budget may not always be optimal, since patrolling could theoretically

increase the incidence of poaching. Ultimately, given our choice of patrolling sensitivities that corre-

late with real-world data, the decrease in poaching from the deterrence effect will always be greater

in magnitude than the sum of the increased poaching probability in neighboring targets from the
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displacement effect. The Random Agent baseline therefore did not offer any additional analysis in

the experimental setting, as it always performed strictly less well than the RandomlyMaximizing

Agent and could not be meaningfully compared to agents acting with more patroller effort.

These agents serve as an evaluation baseline and a motivational jumping off point to de-

sign algorithms that can use its environment to learn a more effective deployment of the budgeted

patrolling effort.

4.2 Learning the Best Patrol Policy

Before we build our novel multi-agent reinforcement learning algorithm, we need a single-agent

algorithm to serve as the fundamental comparison point, from which to then create an analogous,

and therefore comparable, multi-agent alteration. In this section, we will discuss our final DDPG-

based algorithm and which design choices we made that depart from the standard DDPG imple-

mentation. Many of these choices carry over to the multi-agent algorithm, which differs from the

single-agent one in its division of the park and policies but not in its method of updating and tuning

its networks.

There are many options when it comes to state-of-the-art, deep reinforcement learning al-

gorithms. Our original implementation was an adaptation of the DQN algorithm, a reinforcement

learning method introduced in Chapter 2 where a deep neural network approximates the Q-value

of every action given an input state [41]. The DQN approach is theoretically possible in our prob-

lem domain, since we can assume binary effort vectors, meaning there are finite actions and we can

enumerate all possibilities. However, this discrete formulation of the action space would quickly

explode as the size of the state grew, making it impossible to use DQN, or any other algorithm re-

quiring a discrete action space, to reach the park size necessary for this domain.

A policy gradient approach is more suited for the scale of the park environment due to its

ability to learn a continuous action space. We could have chosen between many of the algorithms

also described in Chapter 2, however we for DDPG as our foundation algorithm, as it balances the

benefits of policy gradient methods with the Q-value approximation and has proven good results.
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As alluded to before, the choice of the underlying single-agent algorithm can be swapped for any

similar policy gradient method and likely produce the same multi-agent comparison analysis. In the

rest of this section, we will discuss the details of the standard DDPG algorithm designed by Lillicrap

et al. [46] as well as the changes we made to it for the setting of this thesis.

4.2.1 Actor and Critic

Fundamental to using DDPG to learn the optimal park patrolling policy are the two component

networks, the actor and the critic. As introduced in Chapter 2, policy gradient methods need to

rely on a policy, µ, and a value function,Q(s, a). DDPGmaintains separate actor and critic deep

neural networks that approximate both of these functions. We can learn both the policy and value

functions concurrently in training.

We implemented two different architectures for both of these function approximators:

a two layer, linear neural network and a two layer convolutional neural network (CNN). As the

tuning described in Chapter 5 showed us that the more complex CNN performed just as well as

the linear model at a cost to efficiency, we opted for the linear architecture to perform all of our

experiments. We describe this linear architecture in this section.

We use the actor network to learn the policy that is constantly updated in accordance with

the policy gradient method. Given a state as an input, the actor learns to output an action. In our

park environment, this means that the actor takes as input a vector of size 2N , which is a flattened

representation of the state: a vector of sizeN representing the current wildlife stacked on another

vector of sizeN representing the most recent patrol action. This input is densely connected to two

hidden layers, where we tuned for sizesH = 4, 8, 16, 32, with a hyperbolic tangent activation

function between each layer. The final output is of sizeN and is the result of a softmax leading to a

[0, 1] score for every target. This general architecture is depicted in Figure 4.2.1.

Our second network, the critic, is the value function approximator that brings the benefits

of Q-learning into the policy gradient method by estimating the deterministic Bellman equation:

Qµ(s(t),a(t)) = Er(t),s(t)∼E
[
r(s(t)) + γQµ(s(t+1), µ(s(t+1)))

]
. (4.2)
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Figure 4.2.1: General architecture for the linear actor neural net

Our critic network takes as input a state and action pair, whose representations are flat-

tened and concatenated into a linear vector of size 3N . As in the actor architecture, these inputs

pass through two densely connected layers with hyperbolic tangent activation functions and the

layer sizes tuned independently for each park structure. The output for the critic is a single node,

without any bounding, so that it may approximate the true value of the inputted state-action pair.

This architecture can be seen in Figure 4.2.2.

Ultimately, these neural net constructions are simple compared to the complexity found

in other deep reinforcement algorithms applied to green security games. However, because they are

so lightweight they can be applied to much larger spaces. Where other methods stop at parks of size

7 × 7 or 10 × 10 [7, 9], the simple networks we use are still computationally feasible on parks in

size comparable to real national parks, with our largest park as described in Chapter 5 reaching 1600

square kilometers in area. Scalability is key to the results of this thesis, as we attempt to show that

40



w
(t)
0

...

w
(t)
N

a
(t)
0

...

a
(t)
N

a
(t+1)
0

...

a
(t+1)
N

...
...

Q(s, a)

Input
layer

Hidden
layers

Output
layer

Figure 4.2.2: General architecture for the linear critic neural net

high performance algorithms can be tackled distributionally for near optimal, and more efficient

results. Our simplicity leads to tractability on the large, resource constrained parks we hope to aid.

4.2.2 The Single-Agent Patrol Planning Algorithm

With the actor and critic networks defined above, we can turn towards the algorithm that trains

these networks into ultimately learning the best park patrolling policy for our park rangers. To do

so, we build upon standard DDPGwith the use of the replay buffer and the method of updating the

actor and critic networks and targets. We depart fromDDPG in extra action considerations for our

park setting and in additional stabilization tactics. For completeness, we will first present the steps of

the standard DDPG algorithm, and then our choice of modifications.

As described in the standard DDPG algorithm, before we begin our training loop, we will

41



initialize a few critical components. First we will initialize the actor µ and criticQ networks as well

as two additional target networks µ′ andQ′. These targets serve to stabilize our learning process, as

first proposed inMnih et al. [41]. Initially, the targets will have the same, randomized weights as the

primary actor and critic. We will also initialize an empty replay buffer B, that stores samples of state,

action, reward, and new state tuples from taking a transition step in the park environment [46].

We train our algorithm forM episodes, where each episode plays out for T steps as defined

by our environment. At the beginning of every episode we reset our environment back to its orig-

inal state s(0), as well as our random action noise, which we will pull from a Ornstein-Uhlenbeck

process as in the original DDPG paper [59]. Like the discussion of the ϵ-greedy policy in Chapter 2,

it is important to add a source of noise when training any reinforcement learning algorithm. The

algorithm uses noise as a way to balance exploring and exploiting, and only by having some noise can

we give the algorithm the ability to move out of a local optimum to find the real global optimum.

In each step of the algorithm, we can then select an action, and then populate our replay

buffer and update our networks as put forth by the original DDPG algorithm [46] With a new se-

lected action, we can execute the action on our state, observe the reward, and then store this entire

transition step into our replay buffer B. Then, rather than training on this single instance, we can

take a random batch ofC transitions from this replay buffer, and perform our network updates

across many, uncorrelated data points at once.

The critic is updated as in the original Q-learning definition, differing only in that our Q-

values are approximated with parameters θQ [40]. We can define our “true” value at time step t as a

function of our target Q-valueQ′, target policy µ′, and the current reward signal r(t):

y(t) = r(t) + γQ′(s(t), µ′(s(t) | θµ′) | θQ′
) . (4.3)

We can then calculate a loss with respect to the parameters θQ,

L = Es(t),a(t),r(t)
[
(Q(s(t−1),a(t) | θQ)− y(t))2

]
, (4.4)
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and use this loss to update the critic network directly. With the new weights, we will also do a soft

update to the target critic [46]. As opposed to directly copying the weights to the target as first intro-

duced in [41], we constrain the target to move only slightly in the direction of the new critic weights

by a small factor τ � 1, such that:

θ′ ← τθ + (1− τ)θ′ . (4.5)

The actor is also updated as in the original DDPG paper. We apply the chain rule to the

expected return of the predicted action, return as defined in Equation 4.1.

∇θµJ ≈ E
[
∇aQ(s,a | θQ) |s=s(t),a=µ(s(t)) ∇θµµ(s | θ

µ) |s(t)
]

(4.6)

Finally, we can update the actor parameters according to this gradient and the soft update

rule defined in Equation 4.5. This is the last step in the standard DDPG algorithm, after which we

continue to loop through episode steps and episodes until we train our policy network thoroughly

enough.

In order to adapt DDPG to the park scenario and improve on the experimentally observed

stability of the algorithm, we offer a few modifications to the original algorithm. First, we have

added a reward normalization step. Before we begin our training, we will take some samples of pos-

sible rewards by executing random actions on our environment and learn an average reward and

reward variance. Then, each time we get a new reward from our environment, before adding it to

the replay buffer we will normalize it according to this exploration to keep our Q-values more regu-

larized. This is a very significant step for operating in our park environment, as our reward is defined

as the absolute sum of wildlife across the park, which can lead to large reward sizes. The neural net-

works are more sensitive, and therefore easier to train, on smaller magnitudes of rewards.

We also change the selection of the action from the policy network. Rather than taking

the output of µ as the action that we feed to our state, we have to conduct a post-processing step.

Based on our current park state and actor model, we select an action by first adding noise to the

output µ(s) and then putting this output through a post processing step P . This post processing
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is unique to our algorithm, an adaptation necessary for our park environment formulation. We

found that learning continuous effort vectors as defined in our environment proved too unstable

with these reinforcement learning methods. Instead, we consider our policy outputs to be scores

that represent need for poaching, and we post process these scores by greedily selecting theB highest

scoring targets to fully patrol, i.e. ai = 1. This post-processing step results in a policy that learns a

binary action vector that still fits within our original effort description.

Finally, we depart fromDDPG by conducting a delayed update of the policy networks.

Rather than updating the actor in every time step, as is done in the standard DDPG, we will take

the delayed update approach developed in the TD3 algorithm and only update the policy networks

every tpolicy time steps [60]. This less frequent updating of the policy makes training more stable.

The formal algorithm for our single agent patrols is shown in Algorithm 1. This again is

largely replicated from the original DDPG paper, with our specific modifications outlined above

and notation changes consistent with this thesis [46].

Outside of the formal training algorithm, we also included a validation step to protect

against stability issues and the exploring and exploiting nature of the reinforcement learning al-

gorithm. The cumulative reward in these policies at each episode is quite noisy, as the algorithm

balances learning new information and taking advantage of known rewards. While the exploration

leads to ultimately good results, we would not want to arbitrarily end our training process while left

with a less optimal policy. Instead, we keep track of a best policy network µ∗, and every tval episodes

we apply our current policy to a set of validation episodes, without any updating. If the average cu-

mulative reward of our validation exceeds our current best policy, we copy our weights such that

θµ∗ ← θµ.

Once the algorithm has learned the best actor policy µ∗, this policy alone is used in our

testing environment, where we feed the best policy the current state, and take the greedy best action

from the output of our policy. In testing, we strip away the additional tuning and noise steps from

our learning algorithm, while preserving the scores to effort vector post processing step. The results

of the testing environment can then be found in Chapter 5.
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Algorithm 1: Single Agent Patrol Planning Algorithm
Randomly initialize critic networkQ and actor µwith weights θQ and θµ respectively
Initialize target networkQ′ and µ′ with weights θQ′ ← θQ, θµ

′ ← θµ

Initialize replay buffer B
Initialize reward normalization
for episode = 1, . . . ,M do

Initialize randomOrnstein-Uhlenbeck processN
Receive initial observation state s(0)
for t = 1, . . . T do

Select action a(t) = P (µ(s(t−1) | θµ) +N (t)) according to the current policy,
exploration noise, and post processing step

Execute action a(t) and observe reward r(t) and new state s(t)
Normalize the observed reward r(t)
Store transition (s(t−1),a(t), r(t), s(t)) in B
Sample a random batch ofC transitions (s(j−1),a(j), r(j), s(j)) from B
Set y(j) = r(j) + γQ′(s(j), µ′(s(j) | θµ′) | θQ′

)
Update critic by minimizing the loss:

L =
1

C

∑
j

(y(j) −Q(s(j−1),a(j) | θQ))2

Update the critic target network: θQ′ ← τθQ + (1− τ)θQ′

if t mod tpolicy then
Update the actor policy using the sampled policy gradient:

∇θµJ ≈
1

C

∑
j

∇aQ(s, a | θQ) |s=s(j−1),a=µ(s(j−1)) ∇θµµ(s | θ
µ) |s(j−1)

Update the policy target network: θµ′ ← τθµ + (1− τ)θµ′

end
end

end

4.3 TheMulti-Agent Extension

With an established single agent algorithm, we now extend this algorithm to the multi-agent case.

There is a varying extent of decentralization that can be applied to our original algorithm with re-

spect to an environment withK independent patrol posts that have domain over their own subset

45



of targets. We saw some potential examples of MARL algorithms in Chapter 2. To make this choice

we want to reflect on the reality of organization and subdivision within the park setting. Then we

will turn our choice of centralization into a MARL algorithm for learning park planning policies for

individual patrol posts.

4.3.1 Patrol Posts asMulti-Agents

In these parks, patrol posts may be separated by huge physical differences. Due to the limited re-

sources, constant communication between these posts may be impossible or a poor use of resources.

This creates a setting where patrolling decisions at each patrol post are made largely independently,

uninformed of the patrolling decisions of other patrol posts, even neighboring ones. Since the tar-

gets are already split between the patrol post, no coordination is needed. Another feature of national

parks key to our decision making is that they span many different types of land within their bor-

ders. Different regions, even adjacent ones, may have completely different attractiveness scores and

poacher probabilities. Considering these existing organizational and natural features of national

parks, we want to formulate our multi-agent algorithm in a way that best captures this existing land-

scape.

One common approach inMARL is to maintain a centralized, global critic and indepen-

dent policy networks. This would mean that while each patrol post would learn its own policy, the

training of this policy would be informed by the global Q-values learned by the critic. While this

method may prove more optimal, due to the access to global information, it is not in the spirit of the

largely independent patrol posts we see in real national parks that are not in constant communica-

tion with each other.

Another possibility is that taken in the MADDPG algorithm. For each agent, MADDPG

maintains the agent’s own policy and critic networks as well as an estimate of the policies of every

other agent [52]. This method attempts to approximate a global action while the agents may not

have perfect information about each other’s actions. This structure is important in scenarios where

agents are directly interacting, and the actions of each agent is of utmost important to determining
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ones own policy. It is also particularly suited to the competitive multi-agent scenario, where agents

need have very good notions of what their adversaries will do. However, in the park domain, this

is less applicable. We see that patrol posts do not directly engage with each other, but rather might

only influence the outcomes of one another through actions at their border targets. Since these

effects are minimal compared to the scope of the whole patrol post region, it is likely not a worth-

while use of limited memory resources to maintain the policy estimates for each agent. Even if we

only kept track of the directly adjacent patrol posts, this would still mean maintaining 5K policy

networks for every agent, its own policy and that of its four neighbors.

As it is clear we want to avoid multi-agent approaches with costly memory, a quite differ-

ent approach is to maintain a single actor and critic to represent all of the patrol posts. This is often

done when agents are identical, and a training example from one agent would cause the same ef-

fect if experienced by any of the agents. As we have already noted, this method is not reasonable for

the park environment because patrol posts are not identical. While they are dealing with the same

poacher behavior, the natural variety in the attractiveness score of each target makes patrol posts dif-

ferent in their incidence of poaching and therefore in their state observations. Though this method

satisfies our computational constraints, its outcomes will likely not outperform the human intuition

of park rangers on the ground.

With these other approaches eliminated, we decided to represent the multi-agent nature

of our parks and patrol posts by maintaining a single actor and critic network for each patrol post

agent. In this way we model the existing behavior of patrol posts, where they make their own analy-

sis and conduct patrols with little coordination. While this may not be the most optimal approach,

since we are missing the global information necessary to properly account for the displacement ef-

fect described in Definition 3.1.2, we have the efficiency benefits of only maintaining just 4K net-

works— a critic, actor and their targets — for smaller patrol post grids. The linear increase in num-

ber of networks with respect toK is less computationally costly than the exponential increase in size

of those networks necessary to represent the larger grids asN increases. This analysis will be key to

the performance-efficiency trade-off investigated in Chapter 5.
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4.3.2 MARLAlgorithm

With the argument outlined above, in this multi-agent reinforcement learning algorithm we will

adapt the single-agent DDPG and its modifications presented in Algorithm 1 to learning a critic

and policy network, as well as their parallel target networks, for each agent. Each agent will only

observe the reward and state change of their assigned targets, and therefore each agent is attempting

to maximize a local cumulative reward.

Our multi-agent algorithm will follow analogously to Algorithm 1, initializing the 4 net-

works and their weights for eachK patrol post as in DDPG. In our training, rather than selecting a

single action, we will use the µk networks to select an action for eachK patrol post, similarly adding

noise and post-processing the policy output as in the single-agent case. These actions are then joined

and executed on the park environment. We receiveK reward signals for each patrol post, which are

also normalized, andK observations o(t)1 , . . . ,o
(t)
K . This state transition information is stored in

our replay buffer and we sample a random batch ofC , each example with information for allK pa-

trol posts. We then perform our updating step on each patrol post individually, and within this step

we follow the same procedures as in the single-agent case, treating each patrol post as a single agent.

The specifics of this outlined algorithm are replicated in Algorithm 2.

We can do some simple analysis to see that this algorithm will be necessarily more efficient

than its single-agent version. Let us look at a specific example. Imagine a toy park environment of

size 2 × 4 andB = 4. In the single-agent representation of the park, when looking at just the

binary action case, there are
(
N
B

)
=

(
8
4

)
possible actions, in this case 70 ways we can distribute

our budget across theN targets, meaning our action space is of size |A| = 70. Our state space is

continuous, and therefore innumerable, because of the wildlife population. However, for simplicity

let us assume that what is important for our space is only the past patrolling, which is the just the

action space. Therefore, also have |S| = 70. To get a good approximation of the best policy, we

need to visit as many state-action pairs as possible, as many times as possible. In total, we have 4900

pairs to visit and train for, so that in practice if our agent arrives at any of the 70 states, we know

which of the 70 actions to take.
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Algorithm 2:Multi-Agent Patrol Post Planning Algorithm
Randomly initializeK networks, so that for each network k we have a criticQk and actor

µk with respective weights θQk and θµk
InitializeK target networksQ′

k and µ
′
k with weights θ

Q′
k ← θQk , θµ

′
k ← θµk

Initialize replay buffer B
for episode = 1, . . . ,M do

Initialize randomOrnstein-Uhlenbeck processN
Receive initial observations o(0)1 , . . . ,o

(0)
P

for t=1, …, T do
SelectK actions such that a(t)k = B(µk(o

(t−1) | θµk) +N (t))

Execute joint action a(t) and observe rewards r(t)1 , . . . , r
(t)
K and new observations

o
(t)
1 , . . . ,o

(t)
K

Normalize the observed reward r(t)
Store the joint transition (o(t−1),a(t), r(t), s(t)) in B
Sample a random batch ofN transitions (o(j−1),a(j), r(j),o(j)) from B
for i=1, …, K do

Set y(j) = r
(j)
k + γQ′

k(o
(j)
k , µ′i(o

(j)
k | θ

µ′k) | θQ′
k)

Update critic by minimizing the loss:

L =
1

N

∑
j

(y(j) −Qi(o(j−1),a
(j)
k | θ

Qk))2

Update the critic target network: θQ′
k ← τθQk + (1− τ)θQ′

k

if t mod tpolicy then
Update the actor policy using the sampled policy gradient:

∇θµkJ ≈
1

N

∑
j

∇aQk(o, a | θQk) |o=o(j−1),a=µk(o(j−1)) ∇θµkµ(o | θ
µ) |o(j−1)

Update the policy target network: θµ′k ← τθµk + (1− τ)θµ′k
end

end
end

end

In comparison, we can imagine the multi-agent approach. Let us split this small park into

two patrol postsK = 2, each of size 2 × 2withB1 = B2 = 2. Each patrol post now has
(
4
2

)
= 6
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possible actions to take. Applying the same assumptions of the simplified state space, we have 36

state-action pairs that need to be visited in each patrol post. This means that in practice, when each

of our patrol posts reaches one of the 6 states, they need to choose between which of the 6 actions

to take. While these can be visited in parallel since the patrol post policies are independent, for the

sake of a conservative estimate, we can imagine that we need to then visit each combination of state-

action pairs between the two patrol posts. This still brings us to 1296 situations we need to visit, just

a quarter of those in the single-agent case. Therefore, even by the most conservative assumptions, by

just splitting the park in two, we have become four times more efficient.

While we linearly cut down the size of the park, we can exponentially decrease the size of

the state-action pair space, which is what makes reinforcement learning algorithms so costly to train.

Our multi-agent approach is therefore considerably more efficient than the single-agent alternative.

We recognize that this method cannot achieve the same performance as the algorithm with global

information. However, given the computational limitations in national parks, the choice between

the more efficient and the more optimal solution may be the choice between actually deploying a

computational patrol planning policy or not having the capacity to. We will further analyze this

trade off experimentally in the following chapter.
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5
Experiments

Armed with our park environment and patrol policy learning algorithms, we run experiments to

compare the performance of our algorithm implementations on different park and patrol post con-

figurations. In this chapter, we will explain our experimental setup and share the performance re-

sults of our algorithms and learned policies, ultimately showing that the multi-agent method can

bring near-optimal cumulative reward at the fraction of the training time.

5.1 Experimental Setup

As noted in Chapter 2, national parks come in many different sizes. To cover the breadth of park

sizes, we establish three park types upon which to conduct our experiments: a small 12 × 12 park, a

medium 24× 24 park, and a large 40× 40 park. We chose the square shapes for simplicity and ease

of implementation, but other shapes are also supported by both our single agent and multi-agent

algorithms. Given our assumption of one square kilometer targets, these park models can therefore
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represent national parks ranging from 144 to 1600 square kilometers in area, which captures all

but the world’s largest parks. This scale is significant in comparison to previous work, which creates

patrol policies for parks with fewer than 100 targets, smaller than even our smallest park.

In each park, we set a total budgetB of approximately 25% of the total area, meaning at

any point, only a quarter of the park can be patrolled by park rangers. The reality of national parks is

even bleaker than this representation, with typically only enough park rangers to patrol and protect

a small percentage of total park territory at a time. We chose a more significant park ranger force so

that we can accumulate meaningful cumulative reward for comparing performance, as our environ-

ment model posits no resource constraint on the poaching forces. In the multi-agent algorithms, we

divide the total budget evenly among each of the agents, so thatB0 = B1 = · · · = BK for all

patrol posts. This division also results in each patrol post having a budget that is roughly a quarter

the size of the total targets under their domain.

K Patrol post size Patrol post budget

Small (12× 12,B = 36)
1 12× 12 36
4 6× 6 9
9 4× 4 4
36 2× 2 1

Medium (24× 24,B = 144)
1 24× 24 144
4 12× 12 36
16 6× 6 9
36 4× 4 4

Large (40× 40,B = 384)
1 40× 40 384
4 20× 20 96
16 10× 10 24
64 5× 5 6

Table 5.1.1: Patrol post region sizes and budgets for every agent configuration in every park size,
whereB is the total budget for a given park size.
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In each park, we test four distinct agent configurations alongside a RandomlyMaximizing

Agent. All parks test the single-agent Algorithm 1 and three separate implementations of the multi-

agent Algorithm 2. All parks experimented on a four-patrol post configuration, while the small park

tested additional 9 and 36 patrol post multi-agent configurations, the medium park tested 16 and 36

patrol posts, and the large park tested 16 and 64 patrol posts. Each patrol post is of the same size and

shape (a square grid) within a given configuration, such thatN0 = N1 = · · · = NK . The break

down of number of patrol postsK , size of patrol post regions, and patrol budgets for the small,

medium, and large parks can be found in Table 5.1.1.

Every park is given a time horizon T = 10, which can be imagined to represent 10-week

horizons, where every week a patrolling plan is made and executed, and every 10 weeks there is

time for deeper coordination between patrol posts, sufficient data accumulation, and general pa-

trol planning calibration. The other park environment parameters, as introduced in Chapter 3, are

set with consideration to real-world values and choices in past work. These values can be found in

Table 5.1.2.

Parameter Assigned value
Wildlife growth rate (ψ) 1.1
Wildlife sensitivity to poaching (α) 0.5
Poacher responsiveness to patrolling in current target (γ) −0.5
Poacher responsiveness to patrolling in neighbor targets (η) 0.1

Table 5.1.2: Assigned values of park parameters used in experimental results.

For every park size and patrol post configuration, we individually tuned the actor and critic

networks for both architecture and hidden layer size. We compared the performance of a linear neu-

ral network and a convolutional neural network and found that, while the cumulative reward per-

formance was similar across both architectures, the larger training time required for the CNNmade

it the less optimal choice. All weights in all networks were randomly initialized by sampling from a

Xavier uniform distribution [61]. We also tuned for the algorithm hyperparameters: actor learning

rate, critic learning rate, discount factor γ, target update factor τ , batch size, training episodes. The
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tuned values and final choices across all hyperparameters can be found in Appendix A. All experi-

ments were then run on a 2020MacBook Air with an 8-core M1 CPU and 16GB RAM.

5.2 Analyzing the Reward-Efficiency Trade-Off

We conduct a series of experiments to compare the cumulative reward performance and training

efficiency of each park size and patrol post configuration. To do so, we train 10 trials of independent

policies for each of the configurations using its optimal hyperparameters. In each trial, the learned

policy is tested over 50 episodes, with every episode stepping through a complete time horizon, and

the cumulative test reward and training time are then averaged across these episodes. We also run a

RandomMaximizing Agent for every park size, across 10 trials and 50 episodes per trial, which is

compared in the cumulative reward domain, but has no meaning in the efficiency comparisons.
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Figure 5.2.1: Average difference of cumulative reward between each patrol configuration and the
No Effort baseline reward, across 10 trials, grouped by park size. The centralized (P = 1) policy
consistently outperforms all others, but only by a small margin. Note: In the legend, multiple values
represent the number of patrol posts in each respective park size in the order small/medium/large.
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We first compare the average cumulative rewards across configurations and parks. In Fig-

ure 5.2.1 we group together agents in each park on the x-axis and compare their normalized, cu-

mulative reward along the y-axis. This normalization is in relation to the output of the No Effort

baseline reward. Cumulative reward is inflated due to our calculation of reward as the raw sum of

the wildlife population across the park. Even if there is no patrolling and poachers are reducing the

wildlife populations, until the wildlife in every target has reached the point of no return,wi = 0,

we will continue to see a positive reward. Therefore, the raw cumulative reward is not particularly

meaningful when comparing performance. By running the No Effort Agent on each park size, we

can learn the expected reward from a park without park rangers, which we can then subtract from

all of the trial data. Our resulting cumulative reward seen in Figure 5.2.1 is the average excess reward

accumulated over the No Effort reward, where the error bars represent a 95% confidence interval of

this difference across the 10 trials.

A few patterns come out in the experimental results seen in Figure 5.2.1. First, we see that,

across the board, all agents receive more reward as the size of the park increases. Again, this increase

arises directly from the definition of reward as the cumulative wildlife density, where more targets

necessarily means more wildlife. However, although the reward increases with park size, it is not

proportional. We can see that the reward of the RandomlyMaximizing Agent is catching up to that

of the learned policies; where in the medium park the baseline agent made less than half of the excess

reward as the centralized policy, in the large park the baseline almost reaches 3/4 of the level of our

single-agent. While the medium park spans barely a third of the size of the large park, it makes over

half as much excess reward as the large park. We will further analyze this in the discussion, but it

shows that our lightweight neural network architectures and minimized training steps yield worse

results as the park gets larger.

We also see persistent intra-park patterns. The single agent policies consistently earn the

greatest cumulative reward, statistically larger than that of any multi-agent configurations for ev-

ery park. The relationship between the different multi-agent configurations holds no meaningful

pattern, with the averaged rewards falling within each other’s error bars. The RandomlyMaximiz-
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ing Agent falls short of every other policy, meaning that we are still achieving better than random

performance on our “less-optimal” multi-agent algorithm.
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Figure 5.2.2: Average training time in minutes for each patrol configuration, across 10 trials,
grouped by park size. In almost every case we see train time decrease as P increases. Note: In the
legend, multiple values represent the number of patrol posts in each respective park size in the order
small/medium/large.

Concurrently to measuring the cumulative reward performance of our policies, we collect

the training time of the 10 trials for every patrol configuration. In Figure 5.2.2 we see the same park

and policy groupings as in the cumulative reward graph, and compare their average training time

along the y-axis. We see a general trend of training time increasing along with park size, which is con-

sistent with the fact that our state and action spaces are increasing, and require both more hidden

nodes and longer train times to fully explore the space and converge on an optimal policy. Every

single-agent policy takes significantly more time to train than the rest of the policies within the same

park. In almost all cases, the smaller the patrol post size gets, or alternatively the more patrol posts

we have while maintaining the park size, the train time goes down. This pattern holds except in the

56



case of the 36, 2×2-patrol posts in the small park. We expect that here, the benefits of having smaller

patrols (2 × 2 instead of 4 × 4 in the previous configuration) fail to outweigh the sheer number

of agents that need to be trained. Though this configuration is the only instance where we see the

training time increase as the patrol size decreases, the same rationale likely explains the diminishing

returns we see across the parks. That is, each smaller patrol size does not decrease the train time by

the same proportional factor as the previous one.

P % change reward % change time

Small Park
4 −8.09 −30.63
9 −9.00 −54.71
36 −6.76 −38.17

Medium Park
4 −3.50 −53.05
16 −3.17 −56.44
64 −3.43 −60.47

Large Park
4 −2.23 −36.48
16 −1.81 −46.80
64 −2.21 −54.12

Table 5.2.1: Relative difference between the single-agent and each multi-agent configuration across
every park, for cumulative reward and train time. The difference in training time is larger than the
difference in reward at every patrol configuration.

As we experimentally evaluate the reward-efficiency trade-off, it is necessary to view these

variables side by side. Table 5.2.1 shows us the relative percent change of the average cumulative

reward and average training time between each multi-agent configuration and the respective single-

agent policy in its same park, where the single-agent values are treated as the starting point. In all

cases, we get the same direction of change; all multi-agent implementations accumulate less reward

and train in a shorter amount of time than their respective single-agent policy. However, it is the

comparison of the magnitudes that becomes more interesting. Where the percentage change in
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reward never breaks the double digits, we see significant decreases in the training times across the

board, always an order of magnitude larger. For example in the 64-patrol post configuration of

the medium park, we have lost∼3% of cumulative reward as compared to the single-agent in the

medium park, but we have also cut the training time down by over 60%. Therefore in the reward-

efficiency trade-off, what we lose in reward we more than make up for in improved efficiency.

5.3 Discussion

Our experiments have demonstrated the performance-efficiency trade-off, but we want to dive into

(i) why the single-agent policies always perform better, (ii) why the multi-agent policies are more

efficient, and (iii) what is stopping us from relying solely on the single-agent algorithm.

We saw that the single-agent algorithm learns policies that produce the best cumulative

reward of any policy, at every park size. The single-agent policy is the most optimal because it is

learned with access to global information which brings two clear advantages: optimal budget distri-

bution and perfect information about neighboring targets.

The single-agent algorithm can theoretically learn the perfect distribution of total budget

across the park, while the multi-agent algorithm cannot similarly guarantee this. Because of the ran-

dom nature of park geography, translated into our environment through the attractiveness scores ci,

some areas may become poaching hot spots, requiring the bulk of park ranger attention. When arbi-

trarily splitting up the park into even patrol posts and giving each post an equal amount of budget,

we are potentially leaving hot spot areas with fewer patrolling resources than they have access to in

the single-agent case. Our multi-agent implementation, however, could be adapted to mitigate this

source of poor performance. Rather than arbitrarily splitting up the park as we do in these experi-

ments, we can explore different breakdowns of patrol sizes and budgets, likely concentrating more

patrols and more budget in hot spot areas. This could be achieved through an additional tuning step

focused on tuning the patrol post configurations.

The other advantage that the single-agent policy has over its multi-agent counterparts is full

state information on all neighboring targets. As described in Definition 3.1.2, the presence of park
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rangers serves to scare off poachers in the same target but also push them to neighboring ones. The

displacement effect between adjacent targets is not captured at the borders of adjacent patrol post

regions because of the independent nature of how they train. While the single-agent algorithmmay

learn that having patrolled a target in one time step makes it more optimal to patrol its neighbors in

the next one, the multi-agent algorithm will not be aware that a neighbor of one of its border targets

has been patrolled. This problem is inherent to the nature of how independent our agents are, and

can only be addressed if agents also learn their neighbor’s best strategy, which would lose some of

the benefits of the distributed computing.

Despite these points of sub-optimal behavior, we find that the loss in cumulative reward

between the single and multi-agent algorithms is smaller in magnitude than the improvement in

training time, meaning that we can still get near-optimal performance at a fraction of the compute

cost. By dividing our park space into patrol post regions, we are solving a much smaller problem

than the intractable, full-sized park, and aggregating the results of those smaller problems. The only

step in our training that needs to be computed to the scale of the entire park is our environment

transition, which is composed of simple arithmetic steps that are at most linear to our park size.

Every other, more time consuming step such as running and tuning the actor and critic networks

are now a fraction of the original size. Not only that, but since the number of state-pairs in a smaller

grid is exponentially smaller, to visit all the necessary pairs for good performance we can use far fewer

training steps and lighter weight networks.

This efficiency improvement is particularly true when we note that our implementation

processes each agent of the the multi-agent algorithm in sequence rather than in parallel. One ben-

efit of multi-agent systems is that they can be trained in parallel, across different processors. In our

algorithm, each individual agent could be updated in parallel because the actions they select and re-

wards they receive are all independent.However, it is not a guarantee that computational resources

in the field will have access to multiple cores, which is why we have presented a conservative training

time estimate in this thesis. Given the benefits we already see with our sequential training process,

one can imagine that the parallel processing of the multi-agent algorithm would scale to an even
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larger degree than shown in these results, leading us to learn park ranging policies that approach the

optimal behavior at a dramatically reduced training time.

One final point of discussion is that of the true inefficiency of the single-agent algorithm.

We noted in our experimental results that the proportional performance of the single-agent de-

creases as the park size increases. This is not a function of the algorithm, but rather of not running

enough training steps nor having a representative enough neural network architecture. As our park

grid increases, the number of state-action pairs that need to be visited to learn a good policy grows

exponentially. This makes it very difficult to precisely describe just how quickly the single agent im-

plementation needs to grow to match the park size. Our lightweight, two hidden layer linear neural

networks are likely not representative enough even for the large park, let alone anything larger. We

likely need more hidden layers, along with longer training times and sizes, in order to learn policies

that are comparable in performance for the larger parks, meaning our presented training time for the

large park is likely an underestimate of what is necessary to learn a more optimal policy. When we

attempted to increase the size of the hidden layers, we ran into memory issues, and were therefore

not able to show a clear figure of training time exploding as park size increases, for any meaningfully

good policy.

The discussion of the single-agent memory and processing issues ultimately shows us that

the single-agent algorithm is not the most efficient use of the scarce computational resources that

on the ground park rangers may have access to. Instead, the performance-efficiency trade-off eval-

uation presents our multi-agent method as a suitable alternative to learn good, if not perfect, park

patrolling policies within the constraints of national parks. The ability to divide up a national park

in any number of patrol posts then lets a given park choose the level of performance cut it is willing

to take in order to improve the efficiency.
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6
Conclusion

We set out to explore alternate ways of planning sequential, anti-poaching patrols within the limited

computational resources of national parks, all towards the pursuit of increasing endangered wildlife

populations. In this thesis, we found that leveraging multi-agent reinforcement learning allowed us

to break up an intractably large park space into computationally feasible sub-parks that parallel the

real organizational subdivisions within national parks. Even without parallel processing, planning

along these distributed, multi-agent parks proved significantly more efficient than the single-agent

alternative, cutting training time by up to 60% in some settings. In comparison, the cut to the per-

formance of the multi-agent implementations as a result of imperfect information was consistently

less than 10% of the cumulative reward of the single-agent.

Overall, we successfully scaled reinforcement learning methods to learn good park rang-

ing policies to the size of real national parks within the resources available to them. Focusing our

research on bridging the gap between theoretical algorithms and the capacity to realize them on the
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ground brings us one step closer to deploying reinforcement learning for wildlife protection in the

real world.

6.1 Future work

This thesis illustrates the promise of applying multi-agent reinforcement learning methods to the

anti-poaching domain, and in doing so leaves new questions unanswered. We opened the door for

transferring more cutting edge MARL innovations to the park environment and now suggest future

work for (i) optimizing the park parameters and patrol post configurations presented, (ii) working

with different MARL variations, and (iii) confronting the weaknesses withinMARL.

Within the park environment model and the algorithms presented in this thesis, there are a

number of different assumptions that can be loosened and further explored. While we have assumed

square patrol post regions and evenly divided budgets in our park environment, we could tune the

configuration of park patrol size, shapes, budgets, and more. We could also explore different neu-

ral net architectures and DDPG stabilization tactics in our algorithm implementation. By tuning

across both park and algorithm dimensions, we can potentially see performance even closer to the

single-agent results, missing all but the deterrence effect considerations in patrol planning.

Beyond the methods presented in this thesis, there are many other MARL strategies cur-

rently being developed outside of the park patrol domain. We could potentially compare the per-

formance of other, existing policy-gradient methods within our distributedMARL approach, as al-

luded to in Chapter 2. We also relied on the cooperative construction of a multi-agent game, where

agents are working towards the same global goal: more wildlife. To focus on patroller agents, we

assumed an adaptive adversarial model of poacher behavior over a game-theoretic strategic adver-

sary. While experimentally backed, the adaptive model does not present as sophisticated of a strategy

as the game-theoretic approach might. We could relax this assumption and model the problem as

a mixed multi-agent environment between cooperative and competitive agents, populating our

environment with both park ranger and poacher agents. In this way, we relax assumptions which

requires us to develop patrol strategies in more complex, strategic settings.
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Finally, in continuing with this line of work, it is necessary to confront the inherent weak-

nesses in multi-agent reinforcement learning. MARL still suffers from the same curse of dimension-

ality as single-agent RL, where the problem becomes intractable as the park size grows. MARL also

has its own unique challenges, like non-stationary of learning, where agents need to keep track of

their own policy as well as learn the changing behaviors of other agents in their environment [50].

In this thesis, we bypassed this problem by assuming independent agents with no information about

each other, however, we could achieve better results by loosening this condition. The multi-agent

reinforcement learning world is still grappling with these weaknesses, but advances in the theoretical

work will likely improve the experimental realities in our park environment.

What is clear is that future work in this domain should look to the forefront of machine

learning, particularly reinforcement learning, in order to learn a policy for the best sequential park

patrolling decisions to serve a longer horizon wildlife conservation goal, given the many different

moving components in the park environment. However, we must always remember that the aim of

this research is to eventually serve the park rangers who put themselves at risk to stop poaching on

the ground; the computational tools we build should improve the efficiency of their work and must

therefore fit the resources and existing organization of national parks around the world.
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A
Tuning Hyperparameters

Each agent and park configuration required its own tuning process to find the optimal combination
of network architecture and hyperparameters. In Table A.0.1 you can see the tuned hyperparame-
ters and final choice for the agents operating on the small park, and similary for Table A.0.2 and the
medium park and Table A.0.3 for the large park. The tuning was conducted concurrently on two
separate machines, a 2020MacBook Air with an 8-core M1 CPU and 16G RAM and a 2017Mac-
BookPro with a 3.5GHz 2-core Intel i7 CPU and 16GB RAM. Each park in each tuning instance
had the same randomized starting wildlife distribution and randomization seed. To select the opti-
mal set of hyperparameters, only cumulative test reward was considered, with no confounding of
efficiency differences due to the different machines.

Parameter 1 Agent 4 Agents 9 Agents 36 Agents
Actor LR 5e-5, 1e-4, 5e-4 5e-5, 2e-4, 3e-4 5e-5, 1e-4,5e-4 5e-5, 1e-4, 5e-4
Critic LR 1e-4, 3e-4, 5e-4, 1e-3 1e-4, 3e-4 1e-4, 3e-4 1e-4, 3e-4
γ 0.85, 0.9, 0.95, 0.99 0.95 0.95 0.95
τ 0.01, 0.05, 0.1 0.04 0.04 0.04
Batch size 50, 100, 128, 150 32, 64, 128 32, 64, 128 32, 64, 128
Episodes 500, 1000 500, 1000 500, 1000 500, 1000
Linear True, False True True True
Hidden size 4, 8, 16 4, 8, 16 4, 8, 16 4, 8, 16

Table A.0.1: Hyperparameters tuned for agents operating on the small 12 × 12 park, where the
bolded values are the selected ones in our experiments.

64



Parameter 1 Agent 4 Agents 9 Agents 36 Agents
Actor LR 5e-4 1e-4 1e-4 1e-4
Critic LR 1e-4, 3e-4 3e-4 1e-4, 3e-4 3e-4
γ 0.95 0.95 0.95 0.95
τ 0.04 0.04 0.04 0.04
Batch size 64 64, 128 32, 64, 128 32
Episodes 1000, 1500 1000 750, 1000 500, 1000
Linear True True True True
Hidden size 8, 16, 32 8, 16 4, 8, 16 8, 16

Table A.0.3: Hyperparameters tuned for agents operating on the large 40 × 40 park, where the
bolded values are the selected ones in our experiments.

Parameter 1 Agent 4 Agents 9 Agents 36 Agents
Actor LR 1e-4, 5e-4 1e-4, 5e-4 1e-4,2e-4, 5e-4 5e-4
Critic LR 1e-4, 3e-4 1e-4, 3e-4 1e-4, 2e-4 1e-4
γ 0.9, 0.95 0.95 0.9, 0.95 0.95
τ 0.01, 0.04, 0.05 0.04 0.05 0.04
Batch size 64, 128 64, 128 64, 128 32
Episodes 1000 1000 750 500
Linear True True True True
Hidden size 8, 16 8, 16 8, 16 8, 16

Table A.0.2: Hyperparameters tuned for agents operating on the medium 24 × 24 park, where the
bolded values are the selected ones in our experiments.
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