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Preface

This thesis is motivated by four years of research I conducted as part of Pardis Sabeti’s lab

at Harvard University and the Broad Institute of Harvard and MIT. I worked primarily on

the lab’s Lassa Fever Genome-Wide Association study (GWAS).

Lassa Fever, caused by the Lassa virus, is a virulent hemorrhagic fever endemic in West

Africa. The Sabeti Lab has established a site at the Irrua Specialist Teaching Hospital

(ISTH) in Nigeria to study the clinical characteristics and the host and viral genetics of the

Lassa virus. The lab also works in collaboration with a similar site at Kenema Government

Hospital Lassa Fever Ward (KGH LFW) in Sierra Leone, which was established by a research

group at Tulane University.

The ISTH and KGH LFW collaboration has facilitated the collection and genotyping of

biological samples from Lassa patients and controls for genomic analysis. Using this data, a

GWAS is being performed in search of variants associated with resistance to Lassa fever.

My work on the Lassa Fever GWAS spanned one large project and three smaller subprojects.

The primary focus of this thesis is contained in the section entitled ”Choosing Controls

Wisely to Improve Power in Infectious Disease Genome-Wide Association Studies’. This

project examines a particular complication that arises when designing an infectious disease

GWAS- how the use of controls with unknown levels of disease exposure impacts study power.

Appendices B, C, and D summarize the three smaller projects I worked on, which are distinct

from the primary research presented in this thesis:

A The development of a database to track biological samples and manage clinical metadata

B The functional annotation and enrichment analysis of GWAS-identified variants

C The development of a GWAS model to analyze the impact of diagnostic uncertainty on

study power
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Choosing Controls Wisely to Improve Power in Infec-

tious Disease Genome-Wide Association Studies

1 Introduction

Infectious diseases pose some of the largest threats to public health worldwide. Over 25% of

annual worldwide deaths are the direct result of infectious diseases1, and infectious diseases

are estimated to account for over 90% of global health problems2. The economic consequences

of infectious diseases are also substantial; the annual cost of tuberculosis alone is estimated

to be $1 billion2, while the annual direct costs of malaria are estimated to be $12 billion,

a figure that does not include the disease’s considerable impact on economic growth3. Fur-

thermore, 90% of infectious disease-related deaths occur in developing countries2, where the

economic burden of pathogen-borne illnesses has the potential to devastate already-fragile

infrastructures.

Although public attention often focuses on causal pathogens, host genetics are a crucial

component of disease infection and pathology4. The importance of host genetics to infec-

tious disease pathology is illustrated by the fact that exposure to infectious pathogens is

considered to be one of the largest drivers of human evolution and has left distinct signa-

tures on the human genome5. As a result of the selective pressure imposed by infectious

diseases, genetic variants conferring resistance tend to rise in frequency throughout exposed

populations, while variants conferring susceptibility often fade into rarity. However, because

not all of these detrimental variants vanish entirely from the human genome, infectious

disease-driven natural selection often results in a population that can be stratified by both

disease susceptibility and host genetics, where certain pockets of the population have a par-

ticular genotype resulting in pathogen susceptibility while those without the susceptibility

variants remain largely unaffected6.

It is the stratification between disease susceptibility and host genetics that facilitates one of

the most effective methods of identifying genetic resistance and susceptibility to infectious
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disease, the genome wide association study (GWAS). The goal of a GWAS is to identify

variants associated with a particular disease phenotype by comparing the genomes of two

phenotypic groups. Many GWAS’s employ a case-control model and compare the genomes

of cases, who have the disease in question, to those of controls, who do not have the disease7.

GWAS’s have successfully identified variants associated with susceptibility and resistance

to a wide range of infectious diseases, including tuberculosis8,9, typhoid10, leprosy11, and

malaria12, 13.

GWAS’s rely upon careful selection and classification of not only cases, but importantly

controls, as well. There are several different types of controls that can be used in a GWAS.

Firstly, controls can be population controls, where the control group consists of individuals

who are from the same geographic area as the studied cases but did not contract the disease

in question. Conversely, non-population controls can be used as well, which are individuals

who did not contract the disease in question but are from a different geographic area than

the studied cases.

We can further classify both population controls and non-population controls by their dis-

ease exposure status. Unexposed controls are individuals who have not been exposed to

the pathogen and exposed controls are individuals who have been exposed to the pathogen.

This classification scheme thus yields four potential types of controls: exposed population

controls, unexposed population controls, exposed non-population controls, and unexposed

non-population controls.

When designing a GWAS, the choice of controls is limited by several challenges. One funda-

mental GWAS challenge is a small sample size: because study power increases as sample-size

increases, and vice-versa, when designing a GWAS it is always important to maximize the

number of control participants. Obtaining a sufficient number of controls can be particularly

difficult when using population controls in an infectious disease GWAS, because the popu-

lations most severely impacted by infectious pathogens tend to be poor and the studies are

thus conducted in settings with limited resources for subject recruitment 1.
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GWAS control selection is also complicated by selection bias, which occurs when the control

group is not representative of the overall population 7. Because selection bias is more likely

to be a problem when using non-population controls, using population controls is often pre-

ferred when selection bias is a concern.

The successful design of infectious disease GWAS’s in particular must consider the prob-

lem of unknown control exposure. When using non-population controls, because the control

individuals are from a different geographic region, it is generally assumed that the number of

pathogen-exposed individuals is very small compared to the number of pathogen-unexposed

individuals. Due to the rarity of exposed non-population controls, it is highly unlikely that a

sufficient number of exposed individuals can be obtained when using non-population controls

for a successful GWAS. Therefore, while non-population controls have been used in GWAS’s

of non-infectious diseases, including Crohn’s and Celiac disease14, GWAS’s of infectious dis-

eases almost always use population controls.

Using population controls does not eliminate the issue of unknown exposure; while it is

possible that all members of a population control group have been exposed to the pathogen,

in reality only a certain, unknown percentage of these individuals have in fact been exposed.

Furthermore, estimating pathogen exposure within a population is often difficult and ex-

pensive, as it requires testing a sufficient number of random individuals from the region for

microbiologic evidence of pathogen exposure. It is even more difficult to account for different

levels of pathogen exposure within the population, which depend on frequency of exposure

and the amount of pathogen to which the individuals are exposed.

However, there are infectious GWAS’s that have been successful with population control

exposures that are uncertain but likely to be less than 100%, indicating the control group

consists of both exposed and unexposed population controls. For example, a recent GWAS of

typhoid fever conducted in Vietnam identified a locus of resistance using population controls

taken from an umbilical cord blood bank13; while exact control exposure rates are unknown,
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as cord blood is taken from newborns, control exposure was likely far less than 100%.

Despite the potential success for infectious disease GWAS’s that incorporate unexposed pop-

ulation controls, study power will be highest when every control individual has been exposed

to the pathogen17. We therefore consider exposed population controls to be ideal controls,

as a study that only uses exposed population controls will have the greatest power to detect

genotype-phenotype associations when keeping other factors (sample size, etc.) constant.

To ensure a control group consists entirely of ideal controls, some GWAS’s only use popula-

tion controls whose pathogen exposure has been confirmed via microbiologic evidence17. For

example, a GWAS conducted by The International HIV Controllers Study implicated HLA-

viral peptide interactions in control of HIV infection using only HIV+ individuals in the

study, with the case group consisting of treatment-active individuals with advanced disease

and the control group consisting of treatment-negative individuals exhibiting controlled HIV

replication (low viral load without antiviral therapy)18. Additionally, a GWAS of West Nile

virus identified single-nucleotide polymorphisms (SNPs) in the interferon response pathway

associated with disease susceptibility using a control group consisting of individuals who had

serologic presence of West Nile virus-specific IgM antibodies but did not develop significant

disease19.

Limited resources can also complicate study efforts to recruit and identify control individuals

with microbiologic evidence of pathogen exposure. Therefore, when designing an infectious

disease GWAS, it is important for researchers to know the conditions under which including

unexposed controls will provide sufficient study power, as well as the conditions under which

only exposed controls should be used.

Differences in the prevalence of an infectious disease throughout a population are the re-

sult of two major factors: pathogen exposure and disease susceptibility, which is defined as

the probability of developing disease given pathogen exposure20. Therefore, when consider-

ing the effects of different levels of pathogen exposure on a GWAS, it is also important to
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consider the effects of different disease susceptibilities. GWAS’s have been conducted on in-

fectious diseases with a range of susceptibilities, including leprosy21 (estimated susceptibility

= 0.1–1%22), tuberculosis (estimated susceptibility =10%)8, and West Nile virus (estimated

susceptibility = 20-30%)23. Furthermore, if a causal variant contributes to disease suscepti-

bility, it is crucial to consider the frequency of the allele in the population when examining

the impact of susceptibility on study power.

The goal of this research is to develop a simulation that assesses whether or not a par-

ticular GWAS design provides sufficient power to detect phenotype-genotype associations.

We develop mathematical models to simulate a GWAS and use the simulation to explore

the impact of varying levels of unexposed controls, disease susceptibility and causal allele

frequency on study power.
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2 Methodology

2.1 Simulation

2.1.1 Underlying Premises

The simulation was developed in Python. The underlying premises of the simulation are as

follows.

1. The studied population can be classified by both disease status and pathogen expo-

sure. The individuals in the population therefore fall into one of three groups: exposed

and symptomatic of disease, exposed and asymptomatic, and unexposed (and asymp-

tomatic by default).

2. The fraction of exposed individuals who are symptomatic is given by s, which is referred

to as the susceptibility. It is also the probability of an individual being a case given that

they are exposed, which is expressed in the following relation: P (case | exposed) = s.

3. It is assumed that all exposed individuals have the same level of exposure.

4. The study case group consists of individuals from the exposed and symptomatic group.

5. The study control group consists of individuals from both the unexposed and asymp-

tomatic group and the exposed and asymptomatic group.

6. Since all controls are population controls, selection bias is not a concern.

7. The fraction of individuals in the control group who have been exposed is given by e.

8. We assume that the genotypes of the individuals in the exposed and unexposed popu-

lations are not correlated with exposure risk. For example, we assume that population

stratification is not a problem, whereby there would be a correlation between both

geographic location and genetics and between geographic location and exposure risk

that would result in a correlation between genetics and exposure risk.

9. The causal allele frequency in the unexposed controls is the same as the causal allele

frequency in the overall population. Since the unexposed controls are not exposed to
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the virus and we assume there is no relationship between exposure and genotype, there

is no selective pressure on the allele frequencies in the unexposed control group that

would result in deviations from the average allele frequencies in the overall population.

10. We assume an additive genetic model, where the risk of having the case phenotype

increases x-fold with the acquisition of a single causal allele and increases 2x-fold with

the acquisition of a second causal allele. In other words, for every causal allele added

to the genotype, the relative risk of acquiring the disease increases arithmetically by a

quantity, ε.

2.1.2 HAPGEN Model

The model was derived from the framework used by the HAPGEN software, which modeled

genotype frequencies for cases (exposed and symptomatic individuals) as well as genotype

frequencies for the overall population in a case-control study24. Because we assume that the

causal allele frequency in the unexposed controls is the same as the causal allele frequency

in the overall population (Premise 9 above), we used the model for the genotype frequencies

in the overall population to model genotype frequencies in the unexposed control group.

From the HAPGEN model we have the following premises:

1. For a given causal variant, the allele frequency in the overall population and the un-

exposed controls is given by F .

2. There are three exposure-disease statuses (case, unexposed control, or exposed control),

and there are three potential genotypes (aa, Aa, and AA).

3. The overall population and the unexposed controls are in Hardy-Weinberg equilibrium,

so the allele frequencies for the genotypes are as follows:

P (aa) = (1− F )2 and P (Aa) = 2F (1− F ) and P (AA) = F 2. (1)

4. The probability of a particular exposure-disease status given a particular genotype

is notated as: P (exposure-disease status | genotype). The probability of having a
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particular genotype given a particular exposure-disease status is notated as:

P (genotype | exposure-disease status). We can therefore write:

P (aa | unexposed control) = (1− F )2 (2)

P (Aa | unexposed control) = 2F (1− F ) (3)

P (AA | unexposed control) = F 2. (4)

5. The effect sizes utilized in the HAPGEN model are genotypic risk ratios, defined as

α =
P (case | Aa)

P (case | aa)
and β =

P (case | AA)

P (case | aa)
. (5)

6. To simplify the final notation, a parameter γ is defined as:

γ = (1− F )2 + 2αF (1− F ) + βF 2. (6)

7. The HAPGEN model derives the following equations for P (aa | case), P (Aa | case),

and P (AA | case), which are the exposed cases:

P (aa | case) =
(1− F )2

γ
(7)

P (Aa | case) =
αF (1− F )

γ
(8)

P (AA | case) =
βF 2

γ
. (9)

2.1.3 Novel Extension of HAPGEN Model

We extended the HAPGEN model and derived novel equations for genotype frequencies of

an exposed control cohort, denoted as P (aa | exposed control), P (Aa | exposed control), and

P (AA | exposed control). The derivation for P (aa | exposed control) is shown below.

P (aa | exposed control) =
P (exposed control | aa)P (aa)

P (exposed control)
(10)

=⇒ P (aa | exposed control) =
(1− P (case | aa))P (aa)

1− P (case)
(11)

=⇒ P (aa | exposed control) =
(1− P (case | aa))P (aa)

1− P (case | aa)P (aa) + P (case | Aa)P (Aa) + P (case | AA)P (AA)

(12)
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From Eq. 5 we have P (case | Aa) = αP (case | aa) and P (case | AA) = βP (case | aa). This

gives:

P (aa | exposed control) =
(1− P (case | aa))P (aa)

1− P (case | aa)
(
P (aa) + αP (Aa) + βP (AA)

) (13)

=⇒ P (aa | exposed control) =
(1− P (case | aa))P (aa)

1− P (case | aa)γ
. (14)

From Bayes’ Rule we have:

P (case | aa) =
P (aa | case)P (case)

P (aa)
. (15)

Since the above P (case) is really P (case | exposed), we use the relation P (case | exposed) = s

and obtain:

=⇒ P (aa | exposed control) =
(1− sP (aa | case)

P (aa)
)P (aa)

1− sP (aa | case)
P (aa)

γ
(16)

Using Eq. 3 and Eq. 6, we simplify Eq. 15 to:

P (aa | exposed control) =
(1− sP (aa | case)

(1−F )2
)(1− F )2

1− s
(1−F )2

γ

(1−F )2
γ

(17)

=⇒ P (aa | exposed control) =
(1− F )2 − sP (aa | case)

1− s
. (18)

The equations for P (Aa | exposed control) and P (AA | exposed control) were derived in a

similar manner. The resulting system of equations is given by

P (aa | exposed control) =
(1− F )2 − sP (aa | case)

1− s
(19)

P (Aa | exposed control) =
2F (1− F )− sP (Aa | case)

1− s
(20)

P (AA | exposed control) =
F 2 − sP (AA | case)

1− s
. (21)

Given the assumption of an additive model, we defined the relationship between the risk

ratios as

β = 2α− 1. (22)

This relationship can be seen intuitively if we imagine a risk ratio, Γ, defined as:

Γ =
P (case | aa)

P (case | aa)
= 1, (23)
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which can be described as the relative risk of developing the case phenotype given the geno-

type aa. (Clearly this relative risk is simply 1, but it will be useful in deriving the relation

in Eq. 22.)

Given Γ, we now find ε, which we defined above as the increase in the relative risk of

developing the case phenotype with the acquisition of a single causal allele, A.

ε = α− Γ = α− 1. (24)

Thus, if the risk ratio for the Aa genotype is given by α and ε = α − 1, then the risk ratio

for the AA genotype is given by:

β = α + ε = α + α− 1 (25)

=⇒ β = 2α− 1. (26)

Using the above derivations, the model consisted of the following equations:

P (aa | case) =
(1− F )2

γ
(27)

P (Aa | case) =
αF (1− F )

γ
(28)

P (AA | case) =
(2α− 1)F 2

γ
(29)

P (aa | exposed control) =
(1− F )2 − sP (aa | case)

1− s
(30)

P (Aa | exposed control) =
2F (1− F )− sP (Aa | case)

1− s
(31)

P (AA | exposed control) =
F 2 − sP (AA | case)

1− s
(32)

P (aa | unexposed control) = (1− F )2 (33)

P (Aa | unexposed control) = 2F (1− F ) (34)

P (AA | unexposed control) = F 2. (35)

However, in the above system of equations, there is no direct dependence of genotype fre-

quencies in the case cohort on the susceptibility, s. This is a flaw in the model, because it

means that changes in the overall probability of acquiring the disease given exposure have
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no direct impact on the simulated case cohort.

To correct this flaw, we modified the model by parameterizing the genotype frequencies

in terms of genotypic odds ratios rather than the risk ratios α and β. Genotype odds ratios

are defined as:

ORAa =
P (case | Aa)P (exposed control | aa)

P (case | aa)P (case | Aa)
(36)

ORAA =
P (case | AA)P (exposed control | aa)

P (case | aa)P (case | AA)
. (37)

To convert the risk ratios to odds ratios, we used the following relationships as defined by

Clarke et al25:

α =
ORAa

1− s+ sORAa

(38)

β =
ORAA

1− s+ sORAA

. (39)

The relationship between ORAa and ORAA for an additive model was derived as follows:

β = 2α− 1 =
ORAA

1− s+ sORAA

(40)

=⇒ α =
1− s+ORAA(s+ 1)

2
(

1 + s(ORAA − 1
) (41)

=⇒ α =
1− s+ORAA(s+ 1)

2
(

1 + s(ORAA − 1
) =

ORAa

1− s+ sORAa

(42)

=⇒ ORAA =
1− 2ORAa + s(ORAa − 1)

s(ORAa − 1)− 1
. (43)
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The final equations for the genotype frequencies are therefore:

P (aa | case) =
(1− F )2

(1− F )2 + 2 ORAa
1−s+sORAa

F (1− F ) + ( 2ORAa
1−s+sORAa

− 1)F 2
(44)

P (Aa | case) =
2 ORAa
1−s+sORAa

F (1− F )

(1− F )2 + 2 ORAa
1−s+sORAa

F (1− F ) + ( 2ORAa
1−s+sORAa

− 1)F 2
(45)

P (AA | case) =
(2 ORAa

1−s+sORAa
− 1)F 2

(1− F )2 + 2 ORAa
1−s+sORAa

F (1− F ) + ( 2ORAa
1−s+sORAa

− 1)F 2
(46)

P (aa | exposed control) =
(1− F )2 − sP (aa | case)

1− s
(47)

P (Aa | exposed control) =
2F (1− F )− sP (Aa | case)

1− s
(48)

P (AA | exposed control) =
F 2 − sP (AA | case)

1− s
(49)

P (aa | unexposed control) = (1− F )2 (50)

P (Aa | unexposed control) = 2F (1− F ) (51)

P (AA | unexposed control) = F 2. (52)

We then calculated constraints on the equations for the genotype frequencies. The allele

frequency, F , and the susceptibility, s, were naturally constrained between 0 and 1, while

the ORAa was constrained to be ORAa ≥ 1. From the definition of ORAa, this indicates that

we are evaluating the scenario where the causal allele, A, confers susceptibility to the disease.

Since the scenario where the causal allele confers susceptibility and the allele frequency is F

is identical to the scenario where the causal allele confers resistance and the allele frequency

is 1− F , there was no need to run additional simulations with ORAa ≤ 1.

The only genotype frequency that was restricted by the constraints on F , s, and ORAa

was P (AA | exposed control). We solved the following system of equations:

P (AA | exposed control) =

F 2 − s
(2

ORAa
1−s+sORAa

−1)F 2

(1−F )2+2
ORAa

1−s+sORAa
F (1−F )+(

2ORAa
1−s+sORAa

−1)F 2

1− s
≥ 0 (53)

0 < F ≤ 1 (54)

0 < s ≤ 1 (55)

ORAa ≥ 1, (56)
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which yielded the following constraint:

If 0 < F <
s

2
, then 1 ≤ ORAa ≤

(−1 + 2F − s)
(2F − s)

. (57)

2.2 Analysis and Power Calculations

The power calculations were conducted using the Cochran Armitage Trend Test which uses

the contingency table shown in Table 1:

Table 1

aa Aa AA Sum

Case N11 N12 N13 R1

Control N21 N22 N23 R2

Sum C1 C2 C3 N

The test statistic, T , is given by the following equation:

T =
k∑

i=1

ti(N1iR2–N2iR1), (58)

where the ti‘s are weights given by 0 for the aa genotype, 1 for the Aa genotype, and 2 for

the AA genotype. The p-value for the simulation is then calculated using a z-test where the

z-statistic is given by T√
var(T )

. The significance threshold was determined to be 5 × 10−8

using a Bonferroni correction of 106.

In order to calculate the power of the simulated GWAS, the simulations were run and

p-values were calculated 1000 times, with the power calculated as the fraction of runs in

which the causal SNP was determined to have a significant p-value.
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3 Results

Figure 1 demonstrates several important results. Firstly, the figure demonstrates that as the

percentage of control individuals who have been exposed to the virus increases, power also

increases, which is our primary expected result. The figure also shows that optimal study

power occurs when the causal allele frequency in the overall population ≈ 0.4 (F ≈ 0.4),

regardless of the percentage of controls exposed to the pathogen.

Figure 1: Power calculations for the simulations where heterozygous odds ratio = 2.0, expo-

sure = 0.0, 0.3, 0.5, 0.7 and 1.0, s = 0.5, and Ncases = Ncontrols = 1000.

Figure 2 demonstrates that for exposures less than 100%, as the susceptibility (s), or the

percentage of exposed individuals who become ill, increases, power decreases. Therefore,

studies conducted on diseases with lower susceptibilities will have greater power to detect

association. As disease susceptibility increases, the unascertained general population and the

ascertained case group become more and more similar, meaning genotype frequencies in the

population controls are more similar to the genotype frequencies in the case cohort. There-

fore, for studies with non-ideal control groups, which consist of both true exposed controls
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and individuals from the general population, as disease prevalence increases, the case and

control cohorts become more and more similar, and it will become more and more difficult

to detect associations between genotype and disease phenotype.

Figure 2: Power calculations for the simulations where heterozygous odds ratio = 2.0, expo-

sure = 0.0, 0.3, 0.5, 0.7 and 1.0, F = 0.4, and Ncases = Ncontrols = 1000.

We can also explain the above result in terms of a liability scale, shown in Figure 3. The

liability is defined as the probability of disease given exposure. For known cases, this proba-

bility is 1, and for controls with known exposure this probability is 0. Controls of unknown

exposure are simply individuals drawn from the general population, so the probability of

disease given exposure for these controls is simply the susceptibility of the disease, s. The

susceptibility is also the average liability for the entire exposed population, which is repre-

sented by the red dot on the Liability Scale.
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Figure 3: Liability scale for the entire population. Liability is the probability of disease given

exposure. Known cases have liability of 1, controls with known exposure have liability of

0, and controls of unknown exposure have liability of s. The entire population also has an

average liability of s, which is represented by the red dot on the scale.

The case-cohort does not have any false-cases, so the liability score for the case cohort,

denoted by Lcase, is simply 1. The average liability for the control cohort is denoted by

Lcontrol and is given by the following:

Lcontrol = (0× (1− s)× e) + (1× s× (1− e)) (59)

=⇒ Lcontrol = s(1− e). (60)

The power of the study is maximized when the difference between Lcase and Lcontrol is max-

imized. We can see from Figure 4 below that for a constant value of e, as s increases the

control liability increases and Lcase − Lcontrol is minimized. Thus, study power decreases.

Another result evident in Figure 2 is the fact that the effect of control exposure on study

power increases as susceptibility increases (the power curves diverge more and more as the

susceptibility increases). This is also a consequence of the fact that as susceptibility in-

creases, the unascertained general population and the ascertained case group become more

and more similar. At low susceptibility, the general population is genetically most divergent

from the case cohort and is in fact more similar to the exposed control cohort. Thus, increas-

ing or decreasing the portion of the control cohort that comes from the general population

has little impact on the overall composition of the studied controls, and thus little impact on

study power. However, at high susceptibility, the general population more closely resembles
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Figure 4: Control liability and case liability curves as functions of susceptibility for an

exposure of 0.4.

the case cohort, and altering the portion of the control cohort that comes from the general

population more significantly impacts the overall composition of the studied controls. This

in turn leads to a larger impact on study power.

We can also explain this result using the liability scale. As is demonstrated in Figure 5,

as exposure increases, Lcase − Lcontrol increases for all susceptibilities, thereby increasing

study power as exposure increases. However, the magnitude of the slope of the liability

curves increases as the susceptibility increases, demonstrating that Lcontrol decreases more

rapidly for larger susceptibilities. Thus, changes in exposure result in larger decreases in

Lcontrol for larger susceptibilities, and study power is more heavily impacted by changes in

exposure at high susceptibilities than at low susceptibilities.

Figure 6 shows the power calculations in the two extreme scenarios: the scenario in which

none of the studied control individuals have been exposed to the virus (all controls are pop-

ulation controls) and the scenario in which all of the studied control individuals have been
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Figure 5: Control liability and case liability curves as functions of exposure for s = 0.3, 0.5,

and 0.7.

exposed to the virus. The figure demonstrates that when the control group consists of only

true exposed controls, variations in the susceptibility have no impact on study power. Using

the liability model, we can see that when exposure = 1, we have

Lcontrol = s(1− e) = s(1− 1) = 0, (61)

so the susceptibility has no impact on study power.

Figure 6 also demonstrates that at sufficiently large risk ratios and sufficiently low sus-

ceptibilities, studies with a control cohort comprised entirely of population controls will still

have non-zero power. This is a reflection of the fact that the causal allele frequency in a well-

ascertained case cohort will differ from the causal allele frequency in the general population.

Thus, an association study can still be conducted. This can be seen in Figure 7, as well,

which shows Lcase and Lcontrol when the control cohort consists of only population controls

and demonstrates that at zero exposure and low susceptibilities, there is still a difference in

the case and control liabilities.
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Figure 6: Power calculations for the simulations where s = 0.1, 0.3, 0.5, and 0.7, exposure

= 0.0 and 1.0, and Ncases = Ncontrols = 1000.

Figure 7: Control liability and case liability curves as functions of susceptibility for

exposure = 0.

25



4 Discussion

This paper demonstrates the importance of considering control exposure and disease sus-

ceptibility when designing an infectious disease GWAS. Studies conducted with low control

exposure and high disease susceptibilities will have less power to detect genotype-phenotype

associations. Furthermore, the reduction in power caused by decreasing control exposure is

more pronounced for studies conducted on diseases with high susceptibilities than for those

conducted on diseases with low susceptibilities.

It is also important to note that these simulations were conducted with a heterozygous

odds ratio of 2.0, which is a large odds ratio for a causal variant in an infectious disease

GWAS (typical reported GWAS odds ratios are around 1.3)26. However, even with this

relatively large odds ratio, power is significantly comprised by small decreases in exposure

(particularly when susceptibilities are not very small). This demonstrates how difficult it

is to conduct a successful infectious disease GWAS, as even small deviations from an ideal

study design can drastically impact study power. Thus, it is essential to be rigorous about

optimizing study power when conducting an infectious disease GWAS.

The ultimate application of this research is to help design future GWAS’s, but we will

first apply this framework to published infectious disease GWAS’s. Based on our simula-

tions, successful GWAS’s will either have very high control exposure or very low disease

susceptibility. Here we survey successful studies to see if they have these properties. Exact

exposure and susceptibility values are difficult to obtain for many infectious diseases, so the

values discussed below are rough estimates, but they are sufficient for a general examination

of exposure and susceptibility in successful GWAS’s. Calculations for exposure estimates

are shown in Appendix A.

Figure 8 examines the relationships between susceptibilities and exposures for five pub-

lished and two prospective infectious diseases GWAS’s, as well as for the Lassa Fever GWAS

currently being conducted by the Sabeti lab. The published studies are shown in blue and

26



the current and prospective studies are shown in red.

Figure 8: Exposure and susceptibility values of published and prospective GWAS’s of HIV,

West Nile Virus, Malaria, Tuberculosis, Leprosy, Lassa Fever, Ebola, and Lyme Disease.

4.1 Published Infectious Disease GWAS’s

Several GWAS’s reported in Figure 8 had control exposures of 100% and are therefore con-

sidered to be well designed with respect to control exposure. There has been a successful

HIV GWAS that studied only HIV+ individuals, using treatment-active individuals with ad-

vanced disease as cases and treatment-negative individuals exhibiting controlled HIV repli-

cation as controls18. In this case, exposure is 100% and susceptibility 99%, as only 1 in

300 HIV+ individuals exhibit controlled HIV replication and fail to develop AIDS27. A

West Nile GWAS also only used controls with microbiologic evidence of infection19. Sus-

ceptibility for West Nile virus is estimated to be around 25%19. The malaria GWAS con-

ducted by Malaria Genome Epidemiology Network 28 also falls within our high-exposure-

low-susceptibility framework. The susceptibility of Malaria is estimated to be high at 80%;

however, numerous papers have estimated malaria exposure throughout Africa at 100%, with
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evidence that most people will receive at least one malaria-infected mosquito bite every year

29,30.

A tuberculosis GWAS conducted by Curtis et al successfully identified mutations in the

ASAP1 gene that confer susceptibility to tuberculosis in a Russian population using popula-

tion controls from a Russian blood bank31. Susceptibility for tuberculosis is estimated to be

≈ 10%31. Exact pathogen exposure values for tuberculosis in Russia are unavailable, so we

estimated exposure using a cumulative incidence model and the known disease susceptibility

(Appendix A) . Exposure was estimated to be 21%. Despite this low exposure, because

tuberculosis susceptibility is also very low, this GWAS does fall within our high-exposure-

low-susceptibility framework.

A leprosy GWAS conducted by Liu et al identified six loci associated with susceptibility

to leprosy21. Leprosy has an estimated susceptibility of 0.1-1%. The GWAS used population

controls from several Han Chinese populations with high leprosy prevalence in northern and

southern China. Exposure was estimated to be 17.5%. As with the tuberculosis GWAS,

although the study’s control exposure is low, leprosy’s susceptibility is extremely low at 1%,

so this GWAS also falls within our high-exposure-low-susceptibility framework.

The surveyed GWAS’s all have either low susceptibility or high control exposure, which

are the two properties our results indicated are required for sufficient study power. We now

examine the susceptibility and exposure values for one current and two published GWAS’s,

evaluate their potential for success, and make recommendations for study design.

4.2 Predictions and Recommendations for Current and Prospec-

tive GWAS’s

4.2.1 Lassa Fever

The Sabeti lab is currently conducting a GWAS of Lassa fever in Nigeria and Sierra Leone

as part of a collaboration with the Irrua Specialist Teaching Hospital (ISTH) and Kenema
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Government Hospital Lassa Fever Ward (KGH LFW). The GWAS includes two types of pop-

ulation controls: general members of the community who have no known history of disease,

and close-contacts, who are members of the community with no personal history of disease

but have been in close contact with a Lassa patient. Close-contacts are incorporated into

the study in order to increase the average exposure within the control group. Lassa fever’s

susceptibility is 20%32, and exposure within Nigeria is approximately 21%33.

As can be seen in Figure 8, the susceptibility and exposure values for the Lassa Fever GWAS

in the Nigerian population are similar to those of the successful TB and leprosy GWAS’s,

with a low susceptibility and relatively low exposure. Furthermore, the incorporation of

close-contacts into the control group will increase average control exposure above 21%. This

suggests that the Lassa fever GWAS is well-designed with respect to control exposure.

We now use our simulation to estimate the power of the Lassa fever GWAS given differ-

ent sample sizes. These calculations used a heterozygous odds ratio of 1.3, since this is

typically the value reported in GWAS’s. Additionally, these calculations considered the case

where F = 0.4, so the power values can be considered an upper bound on study power given

the input sample sizes and odds ratio. Exposure and susceptibility values were 0.21 and 0.2,

respectively. Figure 9 shows the results of these calculations.

From Figure 9, we can see that given an exposure of 21% and a susceptibility of 20%,

and assuming an odds ratio of 1.3 and F = 0.4, a sample size of 5000 cases and 5000 controls

will provide almost 100% power in the Lassa GWAS. Furthermore, this calculation does not

account for the impact of close-contacts, which would increase control exposure and decrease

the sample size necessary to obtain sufficient power.
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Figure 9: Power for a Lassa GWAS with a heterozygous odds ratio of 1.3, F = 0.4, and

control/case cohort size of 1000, 2500, 4000, and 5000.

4.2.2 Ebola

One infectious disease for which a GWAS is currently being discussed is Ebola34. Ebola is

a virulent hemorrhagic fever with a case fatality rate of up to 90% that made headlines in

2014 as an epidemic emerged in West Africa35. The Ebola outbreak lasted until mid 2016

and claimed over 11,300 lives36. Although most of the cases reported as part of the 2014

outbreak occurred in Liberia, Guinea, and Sierra Leone36, the Ebola virus was discovered in

the Democratic Republic of Congo in 1976 as is found throughout the Africa continent35.

Ebola susceptibility is estimated to be quite high at 72.9%37. Studies have shown that

Ebola seroprevalence varies considerably throughout the African continent38, 39, with aver-

age exposure estimated at 8%38.

Ebola’s high susceptibility and low exposure suggest that conducting a successful Ebola

GWAS will be difficult. Simply collecting population controls without confirming exposure
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via microbiologic evidence is unlikely to yield desired results. From an exposure standpoint,

study power would be optimal if the GWAS were to be conducted in country with high

exposure, such as the Democratic Republic of Congo (DRC), which has an estimated ex-

posure of 18.7%38. Study power in both the DRC and the regions most affected by the

recent outbreak (Sierra Leone, Liberia, and Guinea) can also be increased by using a control

group comprised of individuals known to have had close contact with Ebola patients, such

as healthcare workers or family members, as seroprevlance is elevated among close contacts38.

The difficulty of the Ebola GWAS is evident from Figure 10, which shows power calcu-

lations for an Ebola GWAS given the 8% exposure and the 72.9% susceptibility. For an odds

ratio of 1.3 and F = 0.4, over 30,000 cases and 30,000 controls would be needed to obtain a

power of 100%.

Figure 10: Power for an Ebola GWAS with a heterozygous odds ratio of 1.3, F = 0.4, and

control/case cohort size of 10000, 20000, and 30000.
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4.2.3 Lyme Disease

Another infectious disease for which a GWAS is being considered is Lyme disease40. Lyme

disease is caused by the bacterium, Borrelia burgdorferi, and transmitted via tick bites41.

Lyme disease is particularly prevalent in the northeastern United States, especially through-

out New England, New Jersey, and Long Island, New York40, 41. A study of Lyme disease

susceptibility and seroprevalence among individuals with active outdoor exposure in Long

Island, NY found 14.7% of individuals exposure to the bacterium developed Lyme disease

symptoms41.

Given that an individual must be bitten by a tick in order to be exposed to the Lyme

disease bacterium, using general population controls is unlikely to yield a control group with

high exposure. One method of increasing control exposure without incurring the expense

of testing all controls for evidence of infection would be to use a control group consisting

of individuals in occupations at high risk for tick bites or individuals known to have been

bitten by ticks but do not exhibit Lyme disease symptoms. Estimates of disease exposure

among high-risk populations vary between geographic areas; while the aforementioned Long

Island study found 5% of the participants were exposed to Lyme disease41, a study of Lyme

disease seroprevalence among New Jersey outdoor workers found an exposure of 30%42.

The low estimated susceptibility of Lyme disease (14.7%) suggests that if conducted among

the New Jersey population or a population with a similar 30% exposure level, a Lyme disease

GWAS could be successfully completed. The Lyme disease data point in Figure 8 reflects

the 14.7% susceptibility and 30% exposure estimates.

We also calculated the predicted power of a Lyme disease GWAS given a susceptibility

of 14.7% and an exposure of 30%. Figure 11 shows the results of these calculations, once

again assuming an odds ratio of 1.3 and F = 0.4. We can see that given these parameters,

a study of 5000 cases and 5000 controls is predicted to have almost 100% power.

32



Figure 11: Power for a Lyme disease GWAS with a heterozygous odds ratio of 1.3, F = 0.4,

and control/case cohort size of 1000, 2500, 4000, and 5000.

4.2.4 Utility of GWAS Simulation

The power predictions calculated for the Lassa, Ebola, and Lyme disease GWAS’s demon-

strate the utility of our simulation. Not only does the simulation data provide guidelines for

optimizing study design with respect to exposure and susceptibility, but it can also be used

as a tool to quantitatively estimate study power. This is particularly useful because it allows

researchers to examine the benefits of increasing sample size and control cohort exposure for

the specific disease they are studying in order to optimize study design.

Our results also demonstrate the importance of improving available susceptibility and expo-

sure data. Given how crucial these factors are to GWAS power, improving serological assays,

as well as conducting robust surveys of both disease susceptibility and pathogen exposure

could be immensely helpful to the advancement of infectious disease GWAS’s.
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5 Conclusion

The goals of this research were to better understand the impact of control exposure and

disease susceptibility on infectious disease GWAS power, and to develop a method of eval-

uating the likelihood of success for a given study design. We developed a simulation that

provides quantitative estimates of study power given input sample sizes, odds ratios, allele

prevalences, exposures, and susceptibilities. Analysis of simulation data demonstrated that

low control exposure has a significant detrimental impact on study power, and that studies

with high disease susceptibility are particularly vulnerable to exposure-related reductions

in power. GWAS designs for high susceptibility-diseases should therefore be exceptionally

rigorous about maintaining a highly exposed control cohort. Understanding the impact of

susceptibility and exposure on study power will help researchers select an effective control

cohort and improve their overall GWAS designs.
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7 Appendices

A Exposure Calculations

A.1 Tuberculosis

Cumulative incidence (CI) is defined as the probability of contracting a disease over a given

period of time and is given by the following equation1.

CI = 1− e(−IR∗t). (62)

In the above expression, IR is the incidence rate, or the number of new cases per population

that develop in a given period of time, t1. Russian tuberculosis incidence rate data was

available from 1971-2013, and the average incidence rate over this time period was calculated

to be 61.45 per 100,000 people2. The median age of the Russian population is 39.3 years3,

so the cumulative incidence was calculated over a 39.3 year time period using the calculated

average incidence rate:

CI = 1–e−39.3(
61.45

100,000
) = 0.024. (63)

Because the susceptibility of tuberculosis is ≈ 10%, the estimated CI is only 10% of the

estimated exposure, so the exposure was determined to be

Exposure ≈ 0.24. (64)

A.2 Leprosy

Leprosy incidence is 0.115 per 100,000 throughout all of China, but in some of the areas

studied in the published GWAS, incidence rates are estimated to be about 4.5 per 100,0004.

Using this incidence rate, a median age of 39 years3, a susceptibility of 1%, and the cumulative

incidence equation, control population exposure was estimated as follows:

Exposure ≈ 100 ∗ CI = 100(1–e−39(
4.5

100,000
) = 0.175. (65)

A.3 Ebola

Exposure estimates for the Ebola virus taken from several studies of Ebola seroprevalence

throughout different African countries reveal a great deal of variation between different
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populations5-7. While average seroprevalence throughout the studied African regions (in-

cluding South Sudan, the DRC, Gabon, Uganda, the Republic of Congo, and West Africa)

is estimated by Bower et al to be ≈ 8%, studies have shown seroprevalence to be as low as

0% in some areas of Sierra Leone5 and as high as 18.7% among the pygmy population in the

Watsa region of the DRC6. The Ebola data point shown in Figure 8 reflects a susceptibility

of 72.9% and the average exposure estimate of 8%.
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Appendix B

B Development of an MS Access and SQL-based relational database

for Lassa Fever clinical data management and sample tracking

Advisor: Ridhi Tariyal

B.1 Population Genetics Project

The collaboration with the Irrua Specialist Teaching Hospital (ISTH) in Nigeria and the

Kenema Government Hospital Lassa Fever Ward (KGH LFW) in Sierra Leone, is referred

to as the Population Genetics (PopGen) project. The PopGen project has a three-fold pur-

pose: to collect clinical and demographic data from Lassa patients for statistical analysis,

to collect biological samples from Lassa patients for genomic analysis, and to improve the

diagnostic and treatment capabilities of ISTH and KGH LFW. The participants involved in

the PopGen study are all either patients at one of the two hospitals, contacts of the Lassa

patients, or inhabitants of the surrounding towns.

There are nine different sub-studies within the larger PopGen study, each of which has

its own logistical protocol. Due to the large number of sub-studies, tracking the biological

samples and managing the different forms of clinical metadata collected at the two different

African sites presents significant administrative and logistical challenges.

B.2 The Lassa Bible and Data Management System

The clinical metadata for the PopGen project is collected at each site and sent to the Sabeti

Lab by in-country site managers. In Nigeria, the data is recorded in-house using epiSampler,

a java-based application developed to collect clinical data and track biological samples. The

data is then sent to the Sabeti Lab on a semi-monthly basis in the form of Microsoft Excel

spreadsheets. In Sierra Leone, the clinical data is recorded using an internal system and new

cases are sent to the US every two weeks, also in the form of Microsoft Excel spreadsheets.

Prior to the implementation of the database developed in this project, the standing method

of recording the metadata was the Lassa Bible, a locked Excel spreadsheet compiled from
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the data through May 2013.

Since the data is recorded and collected at two different sites, there are large discrepancies in

the Lassa Bible between the data from Nigeria and the data from Sierra Leone; for example,

significantly more symptom-related information is recorded for Nigeria than for Sierra Leone.

Furthermore, while it is essential that each person is given a unique identifier so their data

and samples can be correctly tracked, because each site generates its own site labels, many

of the study participants have several different identifiers that are not linked in the Lassa

Bible. This leads to confusion in regards to the location of the sample, as well as the sta-

tistical data, such as the total number of cases, the number of Lassa-positive participants, etc.

Tracking each participant’s consent protocols was also a challenge under the previous sys-

tem. This is a crucial issue, because each of the nine sub-studies requires their own consent

process, and if the consent data cannot be tracked, the lab will not be able to determine the

type of analysis they are allowed to perform on a given sample.

B.3 Solution: Build a database to replace the Lassa Bible

A relational database was developed to replace the Lassa Bible and track the data collected

as part of the PopGen project.

The capabilities required for the Lassa database were as follows:

1. Track site, protocol, and consent information by person and by sample

2. Track each sample’s location along the data collection pipeline

3. Run queries to generate statistical information, such as total number of cases by site

or total number of samples collected

4. Implement a simple data retrieval and input system
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B.4 Key Database Terms

One-to-Many Relationship: A one-to-many relationship allows a parent record in one table

to reference several different child records in other tables throughout the database.

Many-to-Many Relationship: A many-to-many relationship occurs when a parent record

in one table contains several child records in another table, and vice versa.

B.5 Database Design

The Lassa Database was developed in Microsoft Access using Access SQL and the graphical

interface. A summary of the final database architecture is shown in Figure X below. First, a

Base Table was created; this table assigned all study participants a new and unique Person

ID and recorded the old labels that were used on site to identify them. Each participant’s

consent information and site location (Nigeria or Sierra Leone) was also recorded in the Base

Table.

One-to-many relationships were established between the Base Table and the remaining ta-

bles through the Person ID field, which allowed for each participant’s clinical and sample

data to be linked to a single record throughout the database.

Many study participants provided more than one biological sample for the PopGen project;

therefore in addition to assigning each participant a unique identifier, a Sample and Location

Information table was also created to assign a unique Sample ID to each biological sample.

Many-to-many relationships were established between the Base Table and the Sample and

Location Information table through the Person ID and Sample ID fields. This was accom-

plished through the creation of three sample type-specific tables that recorded the diagnostic

results and location information of each sample. Two different one-to-many relationships

were then established for these three tables; one relationship with the Base Table through

the Person ID and one with the Sample and Location Information table through the Sample
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ID. This not only allowed for the tracking of each sample’s location, but also for the tracking

of consent information and diagnostic results by both person and by sample.

A simple data input system was implemented through SQL APPEND queries, and SE-

LECT queries are currently being written to implement a simple data retrieval system.

Further SQL Queries that will generate statistical information and participant counts by

site, gender, diagnostic results, and age are also in development.
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Appendix C

C Analysis of genome-wide association data for Lassa Fever in

Nigeria and Sierra Leone

Advisor: Shervin Tabrizi

C.1 Lassa Fever GWAS

The Sabeti lab’s ISTH and KGH LFW collaboration has facilitated the collection and geno-

typing of biological samples from Lassa patients and controls for genomic analysis. Using

this data, an initial genome-wide association study (GWAS) was performed prior to the

initiation of this project in search of variants associated with resistance to Lassa fever.

C.2 Objectives

The goal of this project was to further analyze the GWAS data through several methods.

1. Enrichment Analysis: Determine if a particular set of biological pathways are overrep-

resented, or enriched, among the GWAS-identified regions and SNPS

2. Functional Annotation: Annotate biological function of GWAS-identified SNPs

3. Potential Causal Variants: Identify candidate alleles conferring resistance to Lassa

fever and causing LARGE selective pressure

C.3 Enrichment Analysis

Enrichment analysis was performed using the software INRICH (INterval enRICHment

analysis)1. INRICH takes as input the genomic regions and SNPs identified by the GWAS

and tests for enrichment of particular gene sets chosen by the user. INRICH generates em-

pirical significance p-values for each gene set based on the number of overlaps between the

input regions (deemed “intervals”). Corrected p-values are calculated based on the minimum

empirical p-values of all tested genesets.
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Table 1: Number of GWAS-identified regions and SNPs analyzed in each group of data.

Non-Imputed Imputed

Location Regions SNPs Regions SNPs

Nigeria 21 1406186 39 8840403

Sierra Leone 15 1750163 24 8697860

Nigeria + Sierra Leone 23 1710795 38 6934698

Two sets of GWAS data were analyzed (Table 1), one imputed and non-imputed set, each of

which was further subdivided by location (Nigeria, Sierra Leone, Nigeria and Sierra Leone

Merged). A total of 20473 genesets were analyzed, 10106 sets from the Molecular Signatures

Database2, 10365 sets from the Gene Ontology Consortium3, and 2 sets comprised of genes

recently associated with Lassa virus entry4, 5. Genesets of interest identified by INRICH are

shown in Tables 2 and 3.

C.4 Functional Annotation

The GWAS-identified imputed SNPs with the lowest p-values were annotated using the

UCSC Genome Browser6, HaploReg7, and RegulomeDB8 databases. In total 101 SNPs were

annotated from all 3 population groups. Annotations included overlapping histone marks,

probability of affecting protein binding, and regulatory motif alterations, among others. 2

SNPs likely to affect regulatory activity were identified, as well as 1 SNP located within the

LARGE gene (Table 4).

C.5 Potential Causal Variants

The Lassa virus enters the body by binding to a peripheral membrane glycosylase encoded

by the gene LARGE9. Genome-wide surveys for causal variants of positive selection con-

ducted by the Sabeti Lab identified LARGE as a genetic variant under positive selection; it

has been hypothesized that Lassa Fever is imposing this selective pressure possibly leading

to the emergence of specific alleles within LARGE conferring resistance to Lassa Fever10.
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Table 2: INRICH-identified pathways of interest from the non-imputed data.

Location Pathway Empirical

P-value

Corrected

P-value

Description

Nigeria

and Sierra

Leone

V$GCM Q2 0.00079984 0.174965 Genes with promoter regions around

transcription start site containing

the motif CNNRCCCGCATD which

matches annotation for glial cells

missing homolog 1 (Drosophila)

Nigeria

and Sierra

Leone

GSE3982 NK-

CELL VS TH1

DN

0.00019996 0.19836 Genes down-regulated in compari-

son of NK cells versus Th1 cells.

Sierra

Leone

REGULATION

OF MITOTIC

CELL CYCLE

0.0019996 0.288342 Any process that modulates the rate

or extent of progress through the mi-

totic cell cycle.

Prior to the initiation of this study a 5 SNP haplotype was identified within the LARGE

gene that was found in the GWAS to be associated with Lassa resistance. Using data from

Phase 3 of the Thousand Genomes Project11, the frequencies of this haplotype worldwide was

calculated (Figure 12). This haplotype will be used to identify candidate alleles conferring

resistance to Lassa fever, as the causal variant of LARGE selective pressure is predicted to

tag with these SNPs. Although this work is still in progress, the Thousand Genomes data

will be used to identify various mutations, such as indels, deletions, inversions, and copy

number variations, among others, that tag with the 5 SNP haplotype.
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Table 3: INRICH-identified pathways of interest from the imputed data.

Location Pathway Empirical

P-value

Corrected

P-value

Description

Nigeria and

Sierra Leone

METALLOPEPTIDASE

ACTIVITY

0.00059988 0.127175 Genes annotated by the GO

term GO:0008237

Sierra Leone MODULE 84 0.0029994 0.218756 Genes in the cancer module 84

Sierra Leone MODULE 426 0.00359928 0.252749 Genes in the cancer module

426

Nigeria SPHINGOLIPID

METABOLIC PRO-

CESS

0.00179964 0.264747 The chemical reactions and

pathways involving sphin-

golipids, any of a class of

lipids containing the long-

chain amine diol sphingosine

or a closely related base (a

sphingoid).
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Table 4: Four of the most interesting annotated imputed SNPs

Location SNP Regulome

DB Score

Promoter

Histone

Marks

Enhancer

Histone

Marks

Motifs

Changed

Gene Effect

Nigeria kgp19636921 Foxa,NF-

Y,SP1

SYNE2 Missense

Nigeria chr22:34026041 6-Minimal

binding

evidence

4 motifs LARGE Intronic

Sierra

Leone

rs9890143 2b-Likely

to affect

binding

K562 HSMM,

HepG2,

NHLF

5 motifs CDC42EP4 Intronic

Nigeria

and

Sierra

Leone

chr7:39053131 2a-Likely

to affect

binding

K562 H1 Rad21,YY1 POU6F2-

AS2

Intronic
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Figure 12: Frequencies of the 5 SNP LARGE haplotype for each of the Thousand Genomes

Project Phase 3 populations.
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D Development of a GWAS model to analyze the impact of diag-

nostic uncertainty on study power

Advisor: Dylan Kotliar

D.1 Diagnostic Uncertainty

Diagnostic uncertainty is a critical challenge in GWAS’s of Lassa Fever and of infectious dis-

eases in developing countries generally, as misdiagnosed cases are common in resource-limited

settings and can dramatically decrease study power. In the Lassa Fever GWAS, PCR and

ELISA assays are performed at field hospitals to detect LSV and identify suspected cases.

However, these assays have low specificity (high false positive rates). Suspected cases are

further tested for Lassa virus RNA via sequencing and/or rt-qPCR in Boston. To avoid

misdiagnosed cases, only patients with positive sequencing results are incorporated into the

case-cohort, resulting in the removal of 85 % of initially suspected cases and dramatically

reducing the study sample size and power. Furthermore, while sequencing assays have high

specificity, they have low sensitivity (high false negative rates). Thus, there is a degree of

uncertainty regarding the true case-control status of study individuals.

A potential method of increasing the Lassa Fever GWAS power in light of diagnostic uncer-

tainty is employing weighted logistical regression within the study. Current GWAS methods

employ unweighted logistic regression to identify significant alleles. A weighted logistic re-

gression framework would facilitate the weighting of different individuals by the level of

uncertainty surrounding their diagnosis. For example, samples from an individual testing

positively for Lassa in the on-site PCR test but negatively in the Boston sequencing test

would be weighted less heavily than samples from an individual testing positively in both

PCR and sequencing tests. Ideally, using weighted logistic regression would allow for the

inclusion of all sample data while correctly representing uncertainty about their case-control

status.

The first step in the development of a weighted logistic regression framework was to cre-

ate a simulated GWAS upon which different weighted logistical regression methods can be

53



tested prior to their implementation within the Lassa GWAS. In this project, a GWAS sim-

ulation was successfully designed. Analysis of different weighted logistic regression methods

using the simulated GWAS data is in progress.

D.2 Simulation

The simulation was developed in Python. In the simulation, simulated single nucleotide

polymorphisms (SNPs) were classified as either causal or non-causal. A liability model

previously used by Zaitlen et. al. was used to assign case-control status to simulated

individuals based on the simulated causal SNP data1. Under the liability model, the case-

control phenotype is modeled as normally distributed phenotype defined below:

φ = −m+Xβ + ε. (66)

Individuals with φ ≥ 0 are cases and individuals with φ < 0 are controls. In the above

equation, X is the centered genotype and β is the effect size of the SNP, drawn from a

normal distribution with mean 0 and standard deviation σ2, which was left as an input

parameter. Given that the prevalence of the disease is denoted as F and that Φ−1(x) is the

inverse of the standard cumulative normal distribution function, m is defined as

m = Φ−1(1− F ). (67)

Causal allele frequencies, p, were drawn from a uniform distribution. Causal SNP genotypes

were drawn from a Bernoulli distribution and then centered by subtracting 2p from the un-

centered genotype. The ε’s were drawn from a normal distribution of mean 0 and standard

deviation 1.

Simulated individuals with φ ≥ 0 were sorted into the case group and simulated individuals

with φ < 0 were sorted into the control group. Genotype data for unassociated SNPs was

then simulated. Unassociated SNP data was simulated from a Bernoulli distribution with

allele frequencies drawn from a uniform distribution.

Individuals were then divided into uncertainty subgroups based on input specificities (false
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positive rates) and sensitivities (false negative rates); groups with higher specificities had

lower false positive rates and groups with higher sensitivities had lower false negative rates.

Within each uncertainty group, a percentage of cases had their case label switched to a

control to create individuals who were false positives, and a certain percentage of controls

had their control labels switched to a case to create false negatives. These percentages were

based on the sensitivities and specificities; groups with higher sensitivities and specificities

had fewer control and case labels switched.

D.3 Regression Analysis

The weighted logistic regression will be performed in R using the python package rpy2. This

analysis is currently in progress.
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