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AMarket for Impact

Abstract

There are two fundamental problems in philanthropy: 1) information aggregation, to allow for
the broad assessment of the wide range of charities, and 2) incentive alignment, to better incentivize
philanthropists to donate to effective charities. This paper address these two problems through
the design of a novel market for impact. We define three classes of contracts that will be traded for
a given charity, the units they will be traded in, and provide the full specification of how such a
market would be implemented in practice. We then consider equilibrium conditions of the market
under specified individual belief distributions and simulate market participant demand to show that
the equilibrium price equals the mean belief of market participants. This result suggests that the
market is efficient. Finally, we develop numerous techniques to approximate other attributes of the
contracts including volatility and the distributions of the true values themselves.
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1
Introduction

Evenwhen one decides they want to do good and give to an effective cause, deciding

which charity to donate to is a difficult problem. Non-profit organizations such as GiveWell and

CharityWatch aim to solve this problem by assessing a wide range of charities on metrics includ-

ing, but not limited to, their cost-effectiveness, accountability, and governance. In this context, a

charity can be any organization whose primary objective is some form of philanthropy. Given the
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broad range of organizations that satisfy such a definition, developing a comprehensive assessment

of charities is, to say the least, a daunting task.

Moreover, even if these organizations were hypothetically able to assess the effectiveness of char-

ities, there is no guarantee that philanthropists would follow these guidelines. For instance, a com-

mon trend among celebrities is to make large, stand-alone donations to a single charity – often one

that they identify a personal attachment to. These flashy donations tend to be newsworthy and

may earn the celebrities a good name. Given that these figures seem to be optimizing largely for the

reputational value, it is quite unlikely that they are also optimizing for the impact made by their do-

nation. For instance, in many scenarios, it is plausibly more effective to instead distribute the large

sum of money from the stand-alone donation across multiple charities, since the marginal benefit of

each additional dollar decreases for each charity. However, many incremental donations to a wide

range of charities are much less likely to earn the celebrity the same reputational credit.

1.1 Motivation

This paper aims to solve these two fundamental problems in philanthropy:

1. Information aggregation: How can we assess the effectiveness of charities?

2. Incentive alignment: How can we incentivize philanthropists to pick effective charities?

To do so, we introduce an impact market: a market that will trade contracts on the impact of

charities. The market serves a dual purpose that will address both of these problems. First, the mar-

ket will assess the effectiveness of charities through information aggregation: prices in the markets

will reflect the aggregated beliefs of individuals on a given charity’s effectiveness. Second, the market

will align the incentives of not only philanthropists, but also any profit-seeking or reputation-seeking

individual, to identify effective charities and “donate” (or invest, as we will describe in the market

design) to them.
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The impact market will exhibit features resembling both the U.S. stock market and general pre-

diction markets. Before we delve into the nuances of this market, however, we first consider related

work that address these two problems through methods of information aggregation and aligning

incentives.

1.2 RelatedWork: Information Aggregation

1.2.1 PredictionMarkets In Practice

Awide range of prediction markets have been implemented to capitalize on the information aggre-

gation role of markets using both real and fictitious currency.

Iowa ElectronicMarkets

Established in 1988, the Iowa Electronic Markets (IEM) are the longest running set of prediction

markets. They have been used primarily to predict election outcomes, but have also had markets for

earnings reports, stock prices and returns, and box office receipts for movies. In the case of elections,

two main types of contracts are traded on each candidate: winner-takes-all contracts, which pay $1 if

the candidate wins the popular vote and $0 otherwise, and vote-share contracts, with payoffs equal

to $1 times the relative percentage of the vote taken by a candidate.

Berg and Rietz (2003) show that the markets were efficient in forecasting the evening and week

before elections, and that they are both closer to eventual election outcomes and more stable than

polls throughout election campaigns. Berg et al. (2003) show that the markets exhibit accurate pre-

dictions, not only in the short-term, but also in the long-run: in the four presidential elections from

1988 to 2000, the markets were accurate months in advance, and performed much better than polls

at longer time horizons.
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Hollywood Stock Exchange

The Hollywood Stock Exchange (hsx.com) is one of the most widespread virtual stock markets,

where online participants can trade fictitious shares in films and film stars, as well as other metrics of

the success of films. Although all trading is done through a fictitious currency dubbedHSX dollars,

the market has proven to be an accurate predictor of a film’s gross receipts. Levmore (2002) found

that the market has high predictive accuracy both before release and after opening weekend, and by

examining fits between HSX predictions and realized box office sales, various other studies (Wolfers

and Zitzewitz (2004), Elberse (2007), Foutz and Jank (2007)) have concluded that HSX is efficient.

ManyOthers

Studies have shown that a wide range of other prediction markets exhibit efficiency. In an experi-

ment at Hewlett Packard (HP), Plott and Chen (2002) found that an internal prediction market

forecasts of printer sales beat the firm’s official forecasts stemming from their internal processes in

two separate trials: fifteen times out of sixteen in one trial and six out of eight in the other. Leigh

andWolfers (2006) show that in the case of the 2004 Australian elections, betting markets exhibited

efficient prices, as well as a more reasonable degree of volatility and useful forecasting performance

than polls, both during the election cycle and across individual electorates.

Roll (1984) discusses markets on orange juice futures that accurately predicted weather forecasts,

Figlewski (1979) shows that racetrack betting markets improved on predictions made by experts,

and Alquist et al. (2013) detail how oil futures were used to predict oil prices.

1.2.2 Efficiency of PredictionMarkets

To complement the empirical success of prediction markets, many studies have presented both em-

pirical and theoretical justifications for the efficiency of such markets.
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In reference to Klarreich (2003) in the context of the IEM, Abramowicz (2004) argues for the

relative immunity of the market against attempts at market manipulation. The paper goes on to

show that information markets are relatively efficient at distinguishing whether trading is based on

information or desires to bias the results.

Sunder et al. (1992) discuss the phenomenon that speculative markets tend to aggregate infor-

mation successfully even when traders have limited information on both their environment and

other traders, referring to this thesis as the “Hayekian hypothesis.” Indeed, Forsythe and Lundholm

(1990) design markets that demonstrate that if traders are experienced in their role and have some

notion of the incentives of players in other roles, then they are relatively successful at aggregating

information. Moreover, Hanson (2013) explains that even if individual traders suffer from standard

biases, market makers tend to be unbiased on average and trade more volume.

1.3 RelatedWork: Aligning Incentives

Prediction markets benefit from the feature that market participants are incentivized to make accu-

rate predictions to profit off of them. In what follows, we discuss a financial instrument specifically

designed to solve the problem of incentive alignment in the context of selecting charities for impact

and consider its advantages and limitations.

1.3.1 Certificates of Impact

Christiano (2014) proposes a theoretical financial instrument to fund altruistic work called a certifi-

cate of impact. In this funding model, a certificate of impact can be acquired through performing

some measure of altruistic good, in which case the altruist would be award a certificate, or through

purchase from someone who owns a certificate. Performing an altruistic act X is seen as equivalent

to owning a certificate for X. Thus, a philanthropist should be willing to pay as much for a certifi-
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cate of X as they would to cause X to happen.

Certificates of impact allow for retroactive funding. Altruistic projects share the characteristic

of startups that their success is difficult to predict in early stages. This challenge applies even more

so for altruistic projects since they many of them tend to have a long-term focus, e.g. in the case of

projects that target climate change. Thus, awarding certificates after the work is done and provably

effective can yield more objection and accurate valuations.

Moreover, retroactive funding increases the incentives of both altruists and philanthropists to

make higher impact. The ability to fund retroactively removes the risks posed by early funding for

investors, and instead guarantees that they are not only directing their money to an impactful cause,

but also receiving a certificate as a token of their transitive impact. The possibility of retroactive

funding can thus incentivize more donating. The prospect of being awarded a certificate also incen-

tivize the altruists to drive their projects to success.

However, the model of certificates of impact has two key limitations. First, many altruistic projects

– especially on larger scales – rely on funding in their early stages to take off; in these cases, retroac-

tive funding does not suffice. Second, the impact caused by a project may not be able to be captured

in the near future or in a fixed duration of time. For instance, we may not be able to comprehen-

sively capture the effects of projects in the field of artificial intelligence (AI) safety that reduce exis-

tential risk until far later in time, and until then, may need to continue evaluating the impact contin-

uously.

Hence, the practicality of implementing certificates of impact in the real-world could be im-

proved if the funding model accounts for 1) the possibility of early-stage funding and 2) a continu-

ous measure of impact over the course of time, which may also reflect future impact with appropri-

ate discounting for time.
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1.4 AMarket for Impact

The efficiency of prediction markets, and the limitations of certificates of impact, thus motivate

the creation of a market for impact. We provide a surface-level overview of the market, leaving the

details for the next chapter.

To enter the market, a charity would undergo a process similar to an Initial Public Offering

(IPO) to raise capital from investors and philanthropists who are purchasing contracts that repre-

sent ownership of the impact to be made by the charity, in a general unit of impact that we specify

in the next chapter. Following the IPO, the contracts are then traded on a secondary market. The

market will also trade prediction market contracts on the success of the charity, which do not rep-

resent ownership but informmarket participants’ trading in the former contract (and also provide

profitable trading opportunities in themselves).

Market prices will then provide valuations for the expected future impact of the charities. A cen-

tralized governing body known as the Impact Evaluatory Board will publicly release their estimates

of the present and future impact of projects at certain time intervals, which would aid the decision-

making of traders. As market volume and liquidity increase, other independent parties would likely

pursue their own speculations on estimations of future impact.

1.4.1 Market Participants

Broadly speaking, market participants can be characterized with respect to three extreme cases of

agents: philanthropists, who primarily want to make an impact, profit-driven investors, who pri-

marily want to increase their wealth, and reputation-seekers, who primarily want to increase their

reputation. Any given market participant will have some utility function for each of these three

attributes: impact, wealth, and reputation.

Assuming the market is sufficiently efficient, we claim that each of the three types of agents is
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incentivized to make profitable trades on this market.

First, philanthropists will purchase the contracts of charities that they believe will make a high

impact, both at the IPO as well as during normal trading. Philanthropists are also incentivized keep

market prices at what they believe to be the fair values of the contracts, in part so that the markets

are accurate predictions of charities’ impacts, and also so that if a charity undergoes a subsequent of-

fering, they can receive sufficient funding. Philanthropists are also willing purchase certificates close

to or following the settlement, either in the secondary market to continue investing in a promising

charity or after a project succeeds in achieving some amount of impact to award both the charity

and the charity’s investors. The philanthropist is then happy to sit with their position, since this is a

measure of the impact they have paid for.

Next, we consider the case of profit-driven investors. Analogously to traders in the stock market,

these investors they can profit from by buying contracts that projects that they expect to have high

future impact values, or selling those that do not seem promising. They would trade either at the

IPO or on the secondary market. Since they are incentivized to make a profit, they are also incen-

tivized to assess the effectiveness of charities.

Note that for contracts that do not explicitly settle, the philanthropists are essential toward en-

suring that the charity and investors can ultimately profit once the charity proves it has achieved a

certain measure of success. Indeed, once an investor has accumulated a position in a charity’s im-

pact, some market participant must be willing to take them out of this position. For the case of the

charity, just as in the original conception of certificates of impact, a philanthropist must be willing

to purchase the certificates the charity still owns.

Finally, for reputation-seekers, if the impact market receive sufficiently high trading volume and

is generally accepted among a population, then the reputational value that they will be tied to the

value their contracts purchased. Indeed, their position will act as an indicator of the impact that

resulted from the money they “donated” (or invested, in the case of a market participant who plans
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to sell their position). Thus, the reputation-seeker is also incentivized to optimize for impact when

donating.

1.5 Overview of Results

This paper proceeds as follows.

In Chapter 2, we present the nuances of the design of the impact market. In Section 2.1, we

define the units with which the market measures impact and the contracts that will be traded. In

Section 2.2, we then specify the implementation details of the market, including the primary and

secondary markets, the initial public offering procedure, the governing body for the market, and

the settlement process. In Section 2.3, we briefly discuss our assumptions on measuring impact. In

Section 2.4, we present a model for market participants that demonstrates how the market solves the

aforementioned two problems.

In Chapter 3, we then justify the efficiency of this market under certain conditions. In Section

3.1, we present a new model for market participants that is consistent with the impact market. In

Section 3.2, determine conditions on the demand of a given individual as a function of their be-

liefs, and consider the special case of binary options. In Section 3.3, we introduce and justify the

assumption that market participants make trading decisions based on uniformly distributed beliefs

and derive the condition for demand for this case. We then present a computational solution to this

condition. In Section 3.4, we provide a computational solution for the equilibrium condition of the

market to show that the market price accurately predicts the mean belief of the population.

In Chapter 4, we develop numerous techniques to approximate useful features of the market

contracts. In Section 4.1, we present both ex post and ex ante techniques to approximate volatility,

in part using a time series model. In Section 4.2, we consider a condition on the correlation between

two contracts of the same charity. In Section 4.3, we provide a method for predicting the PDF for
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the distribution of a contract using a constant variance model. In Section 4.4, we discuss an exten-

sion of the market that allows for predicting the CDF for the distribution of a contract.

Finally, in Chapter 5, we discuss the main contributions of the paper and natural extensions of

the work in Section 5.1. We then consider the practical limitation of market thickness in Section 5.2

and potential future directions to address it, including market makers, exchange fees and rebates,

and subsidized markets. In Section 5.3, we consider the case of conditional markets.
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2
Market Design

We present the nuances of the design of the impact market. We first discuss market pre-

liminaries, including the types of contracts and their units for impact. We then examine the details

of how the market would be implemented in practice, including the functions of the primary and

secondary markets and the role of the governing body for the markets. We briefly address the notion

of measuring impact and the benefits of the units we choose to measure with respect to. Finally, we
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demonstrate the implications of the market by considering a model for market participant behavior

in the universes with and without the impact market.

2.1 Market Preliminaries

We begin by specifying the units that the impact of a given charity will be measured with respect to.

2.1.1 Units for Impact

The markets will assess the impact of the charity with respect to two different units for impact.

The first isGeneral Impact Units (GIU) – a standardized unit that measures the impact made by

any charity. While a governing body may develop and suggest a weighted set of metrics to based this

measure of impact, the only formal condition on this unit is that 1 unit of GIU is worth 1 dollar

(or 1 of the society’s common currency unit). In other words, the valuation of a charity’s impact in

GIU is equivalent to the dollar value of its impact. We discuss the role of the governing body, as well

as the nuances of measuring a quality as broad as impact, in the next section.

The second unit is the Charity-Specified Impact Unit (CSIU). This unit is specified by the charity

as a more specific metric by which its impact can be measured. Preceding its initial public offering,

the charity will also announce a target threshold T , expressed in CSIU, that it claims it will achieve.

The CSIU then concretizes a measurable goal of the charity.

2.1.2 Three Classes of Contracts

For a given charity, there are three classes of contracts that may be created.

1. General Impact Contract (CI). This contract represents ownership of the impact made by

the charity. The unit of the contract is General Impact Units.
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2. Charity-Specific Impact Contract (CP). This is a prediction market contract for the impact

made by the charity. The unit of the contract is the Charity-Specified Impact Units specified

by the given charity.

3. Charity-Specific Success Contract (CS). This prediction market contract is a binary op-

tion on the success of the charity on whether their impact, measured in CSIU, exceeds their

specified threshold T .

Each of these contracts are traded in real dollars.

Note that only contract CI represents ownership over the charity’s impact, whereas CP and CS

are prediction market contracts. Furthermore, we refer to the first two contracts as underlying con-

tracts, and the third contract as the option contract.

Further, observe that CP and CS may inform traders’ beliefs on the value of CI since the former

will yield a prediction of a more tangible measure of the impact the charity will make, which traders

can then use to inform their assessment of the general impact value of the charity.

2.2 Market Structure

We now discuss how the market would be implemented in practice, including the functions of the

primary and secondary markets and the role of the governing body for the markets.

2.2.1 The PrimaryMarket

To enter the the market, the charity would undergo a process resembling an Initial Public Offering

(IPO) to raise capital from investors. The charity would first need to earn the approval of an Impact

Evaluatory Board, a centralized governing organization with a team of experts that would assess the

prospects of the charity and predict the value of its future impact, which is analogous to the valua-
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tion of a company in the stock market. This would ultimately allow the legal entity representing the

charity would be able to sell (fractional) rights to its impact through the General Impact Contract. 1

To determine the opening price of CI, the charity would undergo the following process.

IPO Procedure

1. The charity releases a preliminary prospectus: a statement that defines their CSIU and details

their perceived costs, forecasted impact (in both GIU and CSIU), and T .

2. Contracts CP and CS are created, and pre-IPO trading is initiated in the prediction market for

a specified period of time.

3. Based on the pre-IPOmarkets, the charity will then release its final prospectus, which in-

cludes its offering price and the number of shares it hopes to sell.

(a) The charity will select these values to accrue at least the necessary amount of funding

for the project. They may also be informed by the pre-IPO trading to modify their

pricing or valuation.

(b) In the case that there is not enough interest expressed in pre-IPO trading, the charity

may not proceed with this step.

4. The charity then undergoes an IPO, during which the allotted shares of CI are distributed to

the new shareholders.

5. If the entire IPO is not sold, the charity will either be funded by the underwriter or will not

go through with the IPO, depending on the type of underwriting (in a bought deal, the un-

derwriter purchases the entire IPO issue, whereas in a best-effort deal, the underwriter may
1In contrast to certificates of impact, note that allowing market participants to trade fractional parts of

the charity’s impact can lower the barrier to entry for ordinary people to enter the market since they need not
purchase a certificate representing the entirety of the charity’s impact.
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not purchase any of the IPO shares, in which case the contracts would be de-securitized and

all preceding IPO purchases would be busted).

6. Trading in CI commences on the secondary market at the opening price. Trading in CP and

CS proceed on the prediction market.

Note that a charity will only successfully proceed through the IPO process if its valuation, which

represents its expected impact (in GIU), is at least the cost of the project. As a simple example, if a

charity with a one-time solution to a problem had a 100% chance of success and yielding a particular

impact value $V that exceeds the predicted cost $C of the charity, this would allow the charity to

receive sufficient funding for the project and ultimately make a net profit.

It is worth noting that for some projects that can be scaled by public interest, it may be more ap-

propriate to determine the price of its initial shares through an at-the-market offering, in which the

charity publicizes the plan for the project and certificates start trading at a price dictated by supply

and demand. For instance, for a project that is planting trees in a particular deforested area, the price

at the offering can be used as a benchmark for the number of trees the project should aim to plant. 2

2.2.2 The SecondaryMarket

Following the IPO, trading of all contracts occurs on the secondary market.

At any point, a charity may choose to undergo a subsequent offering (also known as a follow-

on offering) to raise more capital. This offering may be dilutive, in which case new shares of CI are

created, or non-dilutive, in which case privately held shares of CI are sold. We omit the details of

subsequent offerings since they are not central to our analysis of the market.

2However, personal preferences are not necessarily indicative of objective measures of impact; in this
scenario, the residents of the area may have a higher willingness to pay for planting trees in their region than
for, say, planting the same number of trees in an objectively worse but distant region that would benefit more
from the trees.
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2.2.3 The Impact Evaluatory Board

The Impact Evaluatory Board (IEB) is the centralized governing body that oversees the market. The

Board is responsible for conducting IPOs as well as settlements, as specified below.

A branch of the Board will be responsible for conducting research on the performance of chari-

ties, as well as the underlying metrics used for measuring impact. This branch will also be expected

to release their predictions of charities’ impacts at particular time intervals, likely on the order of

every two years, to ensure that they are accurately reflecting any relevant updates on the project’s

progress. The project can also request a new future impact valuation at any point in time. In partic-

ular, the branch would publicly release predictions of both past and future impact values to capture

both the impact that the project has already had and its future potential. 3 These estimates would

aid the decision-making of traders, allowing the market to take this information into account, as is

appropriate.

2.2.4 Settlement

The settlement of contracts is overseen by the Impact Evaluatory Board. We consider two types of

contracts based on their time-horizons.

The first class of charities includes those with finite time horizons, during which they aim to

achieve their specified goal. For instance, an educational technology organization may specify their

CSIU to be the average standardized test scores of students in a certain underprivileged area, and

their goal may be to surpass a certain threshold score within 5 years. In this scenario, at the end of

the time horizon, CP settles to the realized value of the specified impact and CS settles to whether the

specified goal was achieved.

3These evaluations are similar to how credit rating agencies (or sell-side analysts) evaluate past (or future)
cash flow for publicly traded equities.
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The settlement of CI is determined by the Impact Evaluatory Board. Although this method of

settlement may raise concerns on the subjectivity of the settlement decision, since the impact is be-

ing determined by the board, the market can follow a procedure that resembles a predictive cost-

benefit analysis, which is justified in depth in Abramowicz (2004). In such an analysis, an infor-

mation market predicts the outcome of a retrospective cost-benefit analysis that is conducted years

after the decision by a subset of officials whose identities remains anonymous until soon before the

settlement. This anonymity then correctly incentives market participants to trade disregarding the

possibility of subjectivity, since in expectation, the settlement value will reflect the mean belief of

the population.

The second class of charities do not have finite time horizons. For instance, the same educational

technology organization may instead specify their CSIU to be the average standardized test scores of

students in the past year, which moves as a sliding window. Then, there is no preset settlement date

for the contracts. They instead continuing trading indefinitely, analogously to stocks in the stock

market.

2.3 Measuring Impact

Tomeasure impact, the Board may develop standardized metrics including but not limited to the

number of lives saved, quality-adjusted life years, and tons of CO2 removed from the atmosphere.

There are many challenges to evaluating the direct impact of a project, let alone the second or third

order effects, so it is essential that the Board is transparent about their metrics for evaluating impact.

Indeed, how exactly to evaluate impact is a difficult problem, and is not the focus of this paper.

Over time, more independent parties will likely be incentivized to begin their own analyses, lead-

ing to a growing interest in better understanding how to measure impact. In particular, trading im-

pact in both GIU and CSIU can allow individuals to then deduce and compare the market-implied
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relative impact of various different CSIUs that would otherwise require humans to make deliberate

(and presumably subjective) comparisons, such as between the value of one quality-adjusted human

life year and reducing carbon emissions by a particular percentage. Relatedly, Hahn and Tetlock

(2005) discuss particular examples of other prediction markets that benefit from conditioning con-

tracts on the values of one another.

Types of securities. The paper will address two different types of contracts separately: positive

and normative contracts.

• For positive contracts, it will consider the special case of binary prediction markets, and per-

form some analyses. It will then attempt to generalize to the case of non-binary contracts.

• For the case of normative contracts, we are predicting the impact value that will be assigned

to charities, and also providing companies a means of funding. In the settled case, this is es-

sentially a predictive cost benefit analysis as defined in Abramowicz (2004). In the unsettled

case, this is more like the stock market. Note that there is both a primary and secondary mar-

ket.

2.4 Model forMarket Participants

To demonstrate the value provided by the existence of the impact market, we first present the origi-

nal model for market participants in the absence of the market. The model will not be used beyond

this section, as its sole purpose is to act as a comparison to the later model in the presence of the im-

pact market, so we will only cover it briefly. However, we still present the model as it will serve as

critical motivation for the remainder of the paper.

For a given market participant, we characterize them based on their utilitiesUI,UM, andUR for

impact, money, and reputation, respectively. We define these utilities as functions of GIU, dollars,

and a standardized unit for reputation, respectively. LetW be the participant’s current total wealth
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in dollars. The participant aims to distribute their wealth across investing in charities and holding it

as personal capital. 4

Suppose there are n charities. For each charity ci, let πi be the market price of the charity andRi

be a random variable for the returns of the charity assuming the investment is made at the current

market price. At the specified point in time, the market participant picks a donating strategy S =

⟨WD, {wi}1≤i≤n⟩. In particular, they donate 0 ≤ WD ≤ W dollars across the charities and hold

the remainingW−WD as their personal capital. Let w1, . . . ,wn denote the weights that they place

on each charity in their portfolio of charities, so
∑n

i=1 wi = 1.

Let XI(S),XM(S), and XR(S) denote the random variables for the units of impact, profit, and

reputation, respectively if the market participant uses donating strategy S . In other words, each of

these random variables is parameterized by S.

Let S0 be the donating strategy used by the participant in a universe without the impact market

(for instance, our universe), where they donateWD,0. Then, their cumulative utility is given by the

random variable

U0 = UI(XI(S0)) + UM(W−WD,0) + UR(S0).

Let S1 be the donating strategy used by the participant in a universe with the impact market,

where they donateWD,1. Their cumulative utility is then instead given by the random variable

U1(W) = UI(XI(S1)) + UM(W+ XI(S1)) + UR(XR(S1)).

For the sake of example, let us consider two extreme cases of market participants’ utility func-

tions.
4We assume that any of the capital that is not donated is held as capital for the sake of simplicity. In

practice, the participant may also invest in, say, the U.S. stock market, but we can assume that their utility
functionUM for money captures some of the upside from having the capital available to invest in other
markets.
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Example 2.4.1 (Profit-driven investor). Suppose the market participant is purely a profit-driven in-

vestor, so they do not gain any utility frommaking an impact or gaining reputation, and solely derive

value from their profit. Then, their utilities in the universes without and with the impact market are

given by

U0(W) = UM(W−WD,0),

U1(W) = UM(W+ XI(WD,1))

respectively.

Example 2.4.2 (Pure altruist). Suppose the market participant is a pure altruist, so they gain no util-

ity from gaining reputation, minimal utility from their money (they presumably still require some

amount to survive), an so they do not gain any utility frommaking an impact or gaining reputation,

and solely derive value from their profit. Then, their utilities in the universes without and with the

impact market are given by

U0(W) = UI(XI(WD,0)) + UM(W−WD,0),

U1(W) = UI(XI(WD,1)) + UM(W+ XM(WD,1)).

respectively.

Note that the utility functionsUI andUM are particular to the given market participant.

In practice, most market participants will lie somewhere in the middle of these extremes: they

place some amount of value on making an impact, gaining reputation, and profiting from their

investments. There will also be variation in their utility for variation.

In the universe with the impact market, donatingWD yields potential returns on the investment,

given by XM(WD),which can incentivize even the pure profit-driven investor to donate. More no-
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tably, however, note that if the impact market is sufficiently efficient, the market prices of impact

will be relatively close to the population’s mean beliefs on the impact value of a given charity. In this

scenario, optimizingUM(W + XI(S1)) is equivalent to optimizing XI(S1).Moreover, if the impact

market receive sufficiently high trading volume and is generally accepted among a population, then

the reputational value that an individual earns would presumably be tied to the value their contracts

purchased, i.e. the value of their position, since this will serve as an indicator of the impact that re-

sulted from the money they “donated” (or invested, in the case of a market participant who plans to

sell their position). Thus, optimizingUR(XR(S1))would also be highly correlated with optimizing

XI(S1).

Hence, if the impact market is sufficiently efficient and liquid, any market participant would be

incentivized to optimize XI(S1), or the impact of their investments, regardless of their utility for

impact.

For the remainder of the paper, we will focus on characteristics of the market related to the for-

mer condition: efficiency.

21



3
Market Efficiency

In an efficient market, we have shown that it suffices to consider market participants’ utility for

optimizing their wealth, as this equates to optimizing impact. We show that under certain assump-

tions, the impact market is reasonably efficient.
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3.1 NewModel forMarket Participants

We assume market participants have utility functions with constant relative risk aversion (CRRA),

given by

u(W) =


W 1−θ

1−θ , θ ≥ 0, θ ̸= 1

log(W), θ = 1

where θ indicates the degree of risk aversion. Note that log denote the natural logarithm.

For a given individual, suppose they have wealthW and is trading an underlying contract of the

charity, and that their belief on the distribution of the eventual settlement price π∞ is characterized

by the random variable X (or the price at which the individual sells the contract, whichever comes

first). Let the current market price of the contract be π.

3.2 Individual Demand

To solve for the market equilibrium, we first consider the demand of each individual. We assume

that individuals’ beliefs on prices are independent of their wealth.

For a given contract, their utility is given by the following random variable as a function of q, the

number of contracts purchased:

U(q) =


(W+q(X−π))1−θ

1−θ , θ ≥ 0, θ ̸= 1

log(W+ q(X− π)), θ = 1
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3.2.1 General Optimal Quantity Conditions

Let X be characterized by the PDF f.We first consider the general case of log utility.

Proposition 3.2.1 (Optimal Quantity Condition under Log Utility). The optimal quantity q∗(X, π)

that maximizes the individual’s believed expected utility satisfies

∫ ∞

−∞

π∞ − π
W+ q∗(X, π)(π∞ − π)

f(π∞) dπ∞ = 0. (3.1)

Proof. The individual’s belief on their expected utility, as a function of the quantity q purchased, is

given by

EU(q) =
∫ ∞

−∞
log(W+ q(π∞ − π)) f(π∞) dπ∞. (3.2)

The individual’s decision problem is then to maximize this expression. The first-order condition

is given by

EU ′(q) =
d
dq

∫ ∞

−∞
log(W+ q(π∞ − π)) f(π∞) dπ∞

=

∫ ∞

−∞

d
dq

log(W+ q(π∞ − π)) f(π∞) dπ∞

=

∫ ∞

−∞

π∞ − π
W+ q(π∞ − π)

f(π∞) dπ∞

= 0.

Proposition 3.2.2 (Optimal Quantity Condition under CRRAUtility, θ ̸= 1). The optimal
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quantity q∗(X, π) that maximizes the individual’s believed expected utility satisfies

∫ ∞

−∞
(π∞ − π)(W+ q(π∞ − π))−θ f(π∞) dπ∞ = 0. (3.3)

Proof. The individual’s belief on their expected utility, as a function of the quantity q purchased, is

given by

EU(q) =
∫ ∞

−∞

(W+ q(π∞ − π))1−θ

1− θ
f(π∞) dπ∞. (3.4)

The individual’s decision problem is then to maximize this expression. The first-order condition

is given by

EU ′(q) =
d
dq

∫ ∞

−∞

(W+ q(π∞ − π))1−θ

1− θ
f(π∞) dπ∞

=

∫ ∞

−∞

d
dq

(W+ q(π∞ − π))1−θ

1− θ
f(π∞) dπ∞

=

∫ ∞

−∞
(π∞ − π)(W+ q(π∞ − π))−θ f(π∞) dπ∞

= 0.

In the absence of information on X, these conditions are difficult to interpret. To offer some

intuition, we consider the special case of binary options.
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Special Case: Demand for Binary Options

For the case of the binary option contract CS, X can be characterized as X ∼ Bern(p), where the

individual believes the charity will succeed with probability p.

Under log utility, by Proposition 3.2.1, the individual’s optimal quantity is characterized by

1− π
W+ q∗(X, π)(1− π)

· p+ 0− π
W+ q∗(X, π)(0− π)

· (1− p) = 0,

which yields

q∗(X, π) = W · (p− π)
π(1− π)

. (3.5)

Note that q∗(X, π) is proportional to the individual’s wealthW and increasing in their belief p.

Under CRRA utility for θ > 0 (when individuals are risk averse), by Proposition 3.2.2, the

individual’s optimal quantity is characterized by

(1− π)(W+ q∗(X, π)(1− π))−θ · p+ (0− π)(W+ q∗(X, π)(0− π))−θ · (1− p) = 0,

which yields

q∗(X, π) = W · (1− π)
1
θ p

1
θ − π

1
θ (1− p)

1
θ

π
1
θ (1− π)(1− p)

1
θ + (1− π)

1
θ πp

1
θ
. (3.6)

Disregarding the boundary cases, since p, π ∈ (0, 1), the denominator is positive. Thus, q∗(X, π) is

positive if the individual’s belief p is greater than the the price π and negative if p < π.

In the context of prediction markets, Gjerstad and Hall (2005) considers the case of risk neutral

and risk seeking agents, i.e. when θ ≤ 0.Wolfers and Zitzewitz (2006) also extends the analysis to

individuals whose utility functions follow Constant Absolute Risk Aversion (CARA), quadratic
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utility, and Hyperbolic Absolute Risk Aversion (HARA).

3.3 Uniform Individual Beliefs

The equilibrium price for this market is π∗ such that the supply equals the demand. For each in-

dividual i, let us denote their wealth byWi and beliefs by Xi and fi. In this general case, note that

expressing the equilibrium condition requires us to integrate (or for the discrete case on the num-

ber of individuals, sum) with respect to the beliefs of the individuals, since the optimal demand

q∗(X, π) for a given individual i is a function of Xi. In the absence of assumptions on the values of

these distributions, however, there is limited analytical analysis that can be performed on equilib-

rium conditions. Fortunately, we can make preliminary characterizations on the individuals’ beliefs

on the settlement value π∞ that model how individuals make trading decisions in practice.

In particular, we proceed by considering the scenario in which a given individual’s beliefs on

the settlement value of a contract follows a uniform distribution. We claim that in a wide range of

real-world situations, this assumption serves as a relatively accurate model for how traders make

individual trading decisions in practice – even if they may believe that the actual price or returns of a

contract follow a more complex distribution, such as a Normal or LogNormal distribution.

Indeed, many sophisticated trading models are based on a single fair value that represents the

trader’s belief on the true value of the contract. Although the individual may also have a belief on

the overall distribution of π∞, in practice, this distribution is often what is used to determine the

trader’s current fair value. In these scenarios, we may thus assume that the individual’s belief is rep-

resented by the uniform distribution Unif[μi − εi, μi + εi] for some small εi > 0.

Beyond informed traders, note that the assumption on uniformly distributed beliefs also applies

to the trading behavior of less sophisticated or informed traders who do not have strong beliefs on

the overall distribution of the contract, or do not have sophisticated models to account for belief
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distributions.

Finally, this assumption can represent scenarios in which individuals’ beliefs on the underlying

distribution of the contract may indeed be uniform.

3.3.1 Analytical Condition for DemandUnder Uniform Individual Beliefs

Proposition 3.3.1 (Optimal Quantity Condition for Uniform Beliefs under Log Utility). Suppose

individual i believes the value of the contract is distributed uniformly as Xi ∼ Unif[μi − εi, μi + εi] for

some μi and ε > 0. Then, q∗(Xi, π) satisfies the condition

q∗(Xi, π) +
W
2εi

log
∣∣∣1− 2q∗(Xi, π)εi

W+ q∗(Xi, π)(μi + εi − π)

∣∣∣ = 0.

Proof. By Proposition 3.2.1,

∫ μi+εi

μi−εi

π∞ − π
W+ q∗(Xi, π)(π∞ − π)

· 1
2εi

dπ∞ = 0.

Solving the integral yields

μi + εi
q

−
W log(|W+ q(μi + εi − π)|

q2
−

μi − εi
q

+
W log(|W+ q(μi − εi − π)|

q2
= 0,

2εi
q

+
W
q2

log
∣∣∣W+ q(μi − εi − π)
W+ q(μi + εi − π)

∣∣∣ = 0,

q+
W
2εi

log
∣∣∣1− 2qεi

W+ q(μi + εi − π)

∣∣∣ = 0.

Note that we cannot simply approximate the logarithm using log(1 + x) ≈ x since there is not

guarantee that the second term in the logarithm will be sufficiently small (and indeed, it is straight-
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forward to construct examples in which this is not the case). One worthwhile future direction is to

consider other approximations for the expression that may yield closed form solutions.

In the absence of such approximations, however, we do not have an analytical solution to the

above condition for q∗(Xi, π). Solving for the demand for uniform beliefs under CRRA utility for

θ ̸= 1 yields the same issue.

3.3.2 Computational Solutions for DemandUnder Uniform Individual Be-

liefs

We instead apply a computational solution to approximate the demand curve. In particular, for a

given contract and a current market price π,we consider the optimal demand for an individual with

belief distribution Xi ∼ Unif[μi − εi, μi + εi] for a range of values of μi centered at π and sufficiently

wide to account for variation in demand given individuals’ beliefs.

Without loss of generality, we may assumeW = 1000 since we can scale the unit of wealth as we

please. For the purposes of illustration, we begin by setting εi = 0.5 and price π = 1, and consider

individual mean beliefs in the range μi ∈ (π − ε, π + ε) = (0.5, 1.5).

Note that in practice, we restrict the range of μ + ε − πmore precisely to [0.07, 0.93] to only

consider beliefs for which the inside of the logarithm term in the optimal demand condition is posi-

tive, and also to account for the computational capacity of scipy.optimize.fsolve. See the Market

Simulator for more details.

Given the above parameters, we solve the optimality condition in Proposition 3.3.1 to obtain the

following graph of individual demand as a function of individual belief.

The graph is close to 0 for the individual mean belief 1, which is consistent with the intuition

that when π is close to μ, the individual is not incentivized to trade. We also observe that we can

analyze the graph when restricted to the left or right of the price, i.e. the mean belief of 1. For mean

beliefs greater than 1, the derivative of the graph is positive and the second derivative is positive,
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Figure 3.1: Individual demand as a function of mean belief derived by solving for the optimal
quality condition for uniform beliefs under log utility.

which also matches the intuition that as the individual’s belief on the true value of the contract

increases, the benefit of taking the risk of the investment is larger relative to the risk taken, which

suggests that demand increases more quickly. Analogously, for mean beliefs less than 1, the second

derivative is negative since as individuals’ beliefs on the true value decreases and is already below the

current price, the relative advantage of selling more contracts increases.

In particular, let us consider the two components of the graph, defined by the buyers (to the left

of the price) and the sellers (to the right of the price), separately. We find that the best-fit exponential

functions are as follows.

These best-fit exponentials can then be used to approximate the demand for an individual given

their mean belief. It is worth noting that we also considered fitting the full graph (including both

buyers and sellers) to the best-fit sum of two sigmoid functions, which could account for the shape

of the tails as well as the relative flatness in the middle of the curve. No valid approximations were

found, but this may be due to the limited capacity of the computation tools used. Further attempts
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Figure 3.2: The best‐fit exponential for the sellers’ individual demand vs mean belief curve.
y = −224.5957e−8.0500(x−1.0722) − 301.5529.
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Figure 3.3: The best‐fit exponential for the buyers’ individual demand vs mean belief curve.
y = 206.7570e7.8723(x−0.9054) + 198.7987.

to fit the plot to the sum of two sigmoids, as well as to other potential curves, may yields better ap-

proximations for the optimal demand. However, the existing exponential approximations are suffi-

ciently accurate for our purposes, and also point to the practicality of mapping an individual’s mean

belief to their demand.
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3.4 Market Equilibrium

We now solve for equilibrium price of the market. Recall the equilibrium price for this market is

π∗ such that the supply equals the demand. In the general case, solving for the equilibrium price

would require integrating with respect to the individual belief distribution of each person in the

population.

Suppose, for simplicity, that to determine each individual’s demand as a function of their mean

belief, i.e. it suffices to express the optimal quantity as q∗(μi, π). This condition holds in the case of

uniform individual beliefs if we hold the widths of the uniform distributions constant, i.e. when the

belief distribution of individual i is given by Unif[μi − εi, μi + ε] for some fixed ε. If the distribution

of mean beliefs over the population is given by g, then the equilibrium price would be the price π∗

that satisfies the integral

∫ ∞

−∞
q∗(μ, π∗)g(μ) dμ = 0.

However, even in the case of simple distributions g, such as if it were Uniform or even Bernoulli,

since there is no analytical solution for q∗(μ, π∗) (even with the uniform beliefs assumption), there

is also no analytical solution for π∗.Hence, we again take a computational approach.

3.4.1 Computational Framework for Finding the Equilibrium Price

Suppose the mean beliefs of the population are given by the random variable Y.Note the critical

distinction between the distribution of each individual’s beliefs, which we still hold to be uniform,

and the distribution of the mean beliefs of the overall population, which is given by Y.

We hold wealth constant across all individuals, i.e. Wi = W for some fixedW.Note that this is

a valid assumption for our purposes since we can approximate individuals with higher wealth by in-
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stead incorporating multiple individuals characterized by the same parameters (i.e. mean belief). We

then consider the possible values for the optimal price π∗, varying over the minimum price variation

(MPV). For each potential market price, we compute the total demand over the population.

In particular, we set the size of the population toN = 2500. As before, we letW = 1000 and

ε = 0.5.

In this analysis, we consider three possible distributions of mean beliefs over the population:

Uniform, Normal, and LogNormal, each of serve as apt approximations for different types of chari-

ties based on the probability distribution of their success.

Uniformly DistributedMean Beliefs

We begin by assuming the mean beliefs of the individuals are uniformly distributed, i.e. Y ∼ Unif[μ−

w/2, μ + w/2] for some mean μ and width w.We not only solve for the equilibrium price, but also

plot total demand over the population as a function of the current market price. We display the

result for four arbitrarily selected uniform distributions below.

For each of the four cases, we find that the mean belief and equilibrium price are equivalent (up

to the MPV), and that they are also equal Y. See the Market Simulator for more details.

We now plot equilibrium price as a function of the mean belief of the population. For each plot,

we hold w constant and vary μ. For each sample population, we then determine its sample mean

belief, simply by taking the mean of the μi values, and then solve for the equilibrium price using the

aforementioned algorithm. Below are the results for the arbitrarily chosen widths of 0.10 and 0.12.

For both cases, the best fit line is quite close to identity function (in fact, it is equivalent up to the

MPV).
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Figure 3.4: Plots of total demand as a function of the current market price, where the mean beliefs of
distributed as Unif[0.4, 0.6],Unif[0.65, 0.85],Unif[0.15, 0.55], and Unif[0.25, 0.35], respectively.

Normally DistributedMean Beliefs

Next, we assume the mean beliefs of the population are normally distributed, i.e. Y ∼ N (μ, σ2). We

again solve for the equilibrium price and plot total demand over the population as a function of the

current market price. The results for four arbitrarily selected normal distributions are shown below.

We again find that the mean belief, equilibrium price, and Y are equivalent (up to the MPV).

We also plot for equilibrium price as a function of the mean belief. For each plot, we hold σ

constant and vary μ. For each sample population, we again compute its sample mean belief and

solve for the equilibrium price using the aforementioned algorithm. We include the results for
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Figure 3.5: Plots of equilibrium price as a function of the mean of the uniform distribution specifying the
individuals’ mean beliefs for widths 0.10 and 0.12, respectively.
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Figure 3.6: Plots of total demand as a function of the current market price, where the mean beliefs of
distributed asN (0.3, 0.052),N (0.5, 0.052),N (0.55, 0.012) andN (0.75, 0.022) respectively.
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the arbitrarily chosen standard deviations σ of 0.01 and 0.02 below. We include the results for

σ ∈ {0.03, . . . , 0.08} in Appendix A.
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(a) Best‐fit line: y = 0.99948x+ 0.00057
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Equilibrium Price vs. Mean Population Belief, sigma = 0.02

(b) Best‐fit line: y = 0.99979x+ 0.00032

Figure 3.7: Plots of equilibrium price as a function of the mean of the Normal distribution specifying the
individuals’ mean beliefs for standard deviations 0.01 and 0.02, respectively.

LogNormally DistributedMean Beliefs

Finally, we assume the mean beliefs of the population are normally distributed, i.e Y = eμ+σZ,where

Z ∼ N (0, 1).We solve for the equilibrium price and plot total demand over the population as a

function of the current market price and present four arbitrarily selected such plots in Appendix A.

We verify that the mean belief, equilibrium price, and Y are equivalent (up to the MPV).

We also plot the equilibrium price as a function of the mean belief. For each plot, we hold σ con-

stant and vary μ. For each sample population, we again compute its sample mean belief and solve for

the equilibrium price using the aforementioned algorithm. We include the results for the arbitrarily

chosen values of 0.005 and 0.01 for σ in the Appendix A.
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4
Approximation Techniques for

Information Gain

The design of the three contracts for a given charity allows market participants to deduce

far more information regarding the underlying distributions of the contracts beyond just the mean

belief. In what follows, we discuss various approximation techniques that market participants can
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use to gain a range of information from the market to better inform their trading.

4.1 Measuring Volatility

While we expect the markets to be efficient “on average,” in that market prices will act

as relatively accurate indicators of mean beliefs, there is still high value in the ability to assess their

predictive accuracy. For instance, the markets may experience periods in which the market prices

deviate notably from the true values, such as in the case of market bubbles.

The volatility of a security is an indication of its risk relative to the size of its change in value.

Since volatility is a measure of the fluctuations in the returns of the contract, measuring a security’s

risk can informmarket participants on the level of efficiency of the market. For instance, if we as-

sume that all deviations of the market price from the mean belief of market participants are due to

noise, than in the absence of these deviations, the market price would accurately represent the mean

belief of all market participants.

Hence, market participants would benefit from the ability to predict σ.Depending on the distri-

butionD, information regarding σ could also inform their prediction of μ, as we will see later.

One commonly used approximation of volatility in the stock market is historical volatility, which

is simply a measure of the variance of returns over a certain prior time period. In the context of the

impact market, we could thus approximate the standard deviation by

σ̂ = σh
√
T,

where T is the number of periods over the time horizon in consideration and

σh =

√∑n
i=1(Ri − R)2

n− 1
,
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whereRi is the return for time i,R is the mean return over the time period, and n is the number of

periods in question.

We introduce two other methods of predicting volatility. The first allows us to approximate

volatility ex post, as in the case of historical volatility. The second allows us to approximate volatility

ex ante.

4.1.1 RegressionModels

In the context of prediction markets on elections, prior research has shown that regression models

have been used to identify explanatory variables stemming frommarket microstructure that act as

predictors of predictive accuracy since can they reflect levels of information aggregation, confidence,

and disagreement. For instance, Berg et al. (1997) developed a model for the average absolute predic-

tion error in the IEM from 1988 to 1994 based on three independent variables:

Average absolute error = 0.6937xn + 0.0097xv + 0.0515xd,

where xn is the number of party-candidate associated contracts traded in the market, xv is the total

dollar volume of trading during the week preceding the election, and xd is the average difference in

the weighted bid-ask spread at midnight preceding the election. Berg et al. (2003) applied this model

to the 1996 and 2000 election markets as well.

In the impact market, we could thus run an analogous regression model to predict a measure of

the consolidated volatility of a given charity’s returns (across its three contracts) as a function of

the total dollar volume of trading for each contract as well as the average difference in the weighted

bid-ask spread over a specified time period.

More notably, since the market has three different contracts for each charity, we can also incorpo-

rate a measure of the correlation between the price movements or returns of the three contracts as an
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input. Indeed, in the absence of changes in fundamental values, we expect moves in CI and CP to be

positively correlated. For instance, if the world decides that the value of reducing carbon emissions is

significantly higher than it previously did, then perhaps for a carbon-offsetting charity, the price of

CP would remain roughly constant while the price of CI would increase drastically. However, in the

absence of such value shifts, if CI and CP move out of line, then this discrepancy may be attributed

to noise. Hence, the correlation between the moves can inform our prediction on volatility. We

discuss this notion of correlation, and how to predict it, in the next section.

4.1.2 Implied Volatility

For traders making decisions in real time, it can be more valuable to have a measure of predictive

accuracy ex ante, which motivates the following time series model.

Time SeriesModel

Let X be the random variable for the value of CP. Suppose X ∼ D for some distributionDwith

mean μ and standard deviation σ. At time t, let Xt be the random variable for the price of CP, where

Xt ∼ Dt for some distributionDt with mean μt and standard deviation σt. Let Ωt represent all

information known by time t.

Further, suppose Xt+1 ∼ Xt + εt, where {et} are i.i.d. (but not necessarily Normal).

Under the time series model, it is easy to see that the variance of the belief distributions will con-

verge over time.

Proposition 4.1.1 (Convergence of Variance). At time t,

lim
N−t→∞

Var(XN − Xt+1)

Var(XN − Xt)
= 1.
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Proof. We have

lim
N−t→∞

Var(XN − Xt+1)

Var(XN − Xt)
= lim

N−t→∞

(N− t− 1)Var(εt+1)

(N− t)Var(εt)

= lim
N−t→∞

1− 1
N− t

= 1.

However, it is still valuable for market participants to be able to be able to approximate the rate of

this convergence, as well as to compare the rates of convergence of the different contracts of the same

charity.

In the stock market, implied volatility is often computed using options pricing models, such as

the Black-Scholes Model, which factors in the current market price, options strike price, time un-

til expiration, and risk-free interest rates. Unlike the aforementioned ex post approaches, implied

volatility is forward-looking: it is a measure of expectations of future volatility obtained from assess-

ing imbalances in supply and demand, as implied in option prices.

We propose a method of predicting volatility that resembles the implied volatility approach in the

context of the impact market. In particular, Berg et al. (2003) introduced one such approach for the

special case of IEM contracts.

Here, we present a general approach for approximating implied volatility that can be used for any

setting in which there are contracts analogous to contracts CP and CS, i.e. one contract for the value

of a random variable and one for its success, under the assumption that the underlying distributions

for CP allow for the stated approximations.

Method 4.1.1 (Implied Volatility Approximation). As before, suppose at time t, Xt ∼ Dt for some

distribution Dt with mean μt, standard deviation σt, and CDF Ft. LetΩt represent all information
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known by at time t.

1. Approximate σt using Ft and the following approximations of μt and P(Xt > T | Ωt):

μ̂t = xt

P̂(Xt > T | Ωt) = pt

i.e. as the current price of the contracts on the charity-specific impact value and charity’s success

probability, respectively.

2. Model the sequence prices {x} with an autoregressive process of order 1 to obtain a prediction of

the form

xt+1 = φxt + γt,

and apply the autoregressive–moving-average model using our approximation from Step 1 to

approximate volatility.

Normally Distributed Impact

One key application of this method is in the case of normally distributed impact values.

Suppose at time t, Xt ∼ N (μt, σ
2
t ).Then, the probability the charity meets their declared thresh-

old is given by

P(Xt > T | Ωt) = P

(
Xt − μt

σt
>

T − μt
σt

∣∣∣∣∣Ωt

)

= 1− Φ
(T − μt

σt

)
,
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so

σt =
T − μt

Φ−1(1− P(Xt > T | Ωt))
.

Applying the approximations in Step 1 of Method 4.1.1 implies

σ̂t =
T − xt

Φ−1(1− pt)
.

Note that this value is undefined when pt = 0, but we can expect traders to assess the special edge

case where the markets are so confident of the project’s failure differently.

4.2 Predicting Correlations

As previously discussed, the existence of multiple contracts for the same charity can allow market

participants to deduce information on profitable trades in one based on moves in another. For in-

stance, participants could follow a pair trading strategy to capitalize on statistical arbitrage oppor-

tunities between CI and CP if one appears to be mispriced with respect to the other. To do so, it can

benefit the trader to have an estimate on the correlation between these two contracts.

Let Y be the random variable for the value of CI. Since X and Y are measures of the impact of the

same charity (simply with respect to different units), we may model the random variables as follows.

Proposition 4.2.1. Suppose X = A + ε and Y = B + ε′, where Corr(A,B) = 1 and Corr(A, ε) =

Corr(A, ε′) = Corr(B, ε) = Corr(B, ε′) = Corr(ε, ε′) = 0. Then,

Corr(X,Y) =
σAσB
σXσY

=
σAσB√

(σ2A + σ2ε)(σ2B + σ′2ε )
.
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In other words, A and B are common random variables that represent the moves of X and Y that

are related to the underlying charity, and are thus perfectly positive correlated, whereas ε and ε′ are

the idiosyncratic random variables that are particular to the individual contracts.

Proof. We have

Corr(X,Y) =
Cov(X,Y)√
Var(X)Var(Y)

=
Cov(A+ ε,B+ ε′)√
Var(A+ ε)Var(B+ ε′)

=
Cov(A,B)√

(Var(A) + Var(ε) + 2Cov(A, ε))(Var(B) + Var(ε′) + 2Cov(B, ε′))

=
σAσB√

(σ2A + σ2ε)(σ2B + σ′2ε )
.

Hence, if we can approximate the corresponding standard deviations of X,Y,A, and/or B, then

we can approximate Corr(X,Y).

More notably, however, note that we can make approximations in the reverse direction. In par-

ticular, note that in an efficient market, we expect Corr(X,Y) ≈ 1, since if not, there are likely

arbitrage opportunities. Thus, if we observe that Corr(X,Y) deviates in a noticeable manner from

1, this then informs our belief on the value of σε or σ′ε. In particular, the lower correlation implies

that the greater proportion of the variance is explained by the idiocratic term, which suggests that

the move is more likely due to noise.
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4.3 Predicting the PDF for CP

We next consider the scenario in which volatility is roughly stable over time. In this case, the market

participant expects lower risk in trading, and may thus benefit from higher returns relative to risk

from valuing the contract accurately.

Constant VarianceModel

As before, X be the random variable for the value of CP. For simplicity, assume X is normally dis-

tributed as X ∼ N (μ, σ2) (the below proposition will apply to other distributions parameterized by

the mean and standard deviation as well). At time t, let Xt ∼ (μi, σ
2) be the random variable for the

price of CP. In other words, the mean may change over time, but the variance remains constant.

Then, we show that we can approximate X by considering moves in CP and CS at successive time

steps.

Proposition 4.3.1 (PDF Approximation for CP). Suppose the current time is t, and let N denote a

sufficiently large value that represents the settlement time of the contract. Then,

fXN−Xt(T − μt) ≈
pt+1 − pt
xt+1 − xt

.

Proof. We have

P(Xt > T |Ωt) = 1− P(Xt ≤ T |Ωt) = 1− FXN−Xt(T − Xt),

P(Xt+1 > T |Ωt+1) = 1− P(Xt+1 ≤ T |Ωt+1) = 1− FXN−Xt+1(T − Xt+1),
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which implies

P(Xt+1 > T |Ωt+1)− P(Xt > T |Ωt) = FXN−Xt(T − Xt)− FXN−Xt+1(T − Xt+1).

This implies that

P(Xt+1 > T |Ωt+1)− P(Xt > T |Ωt) ≈ (μt+1 − μt)fXN−Xt(T − μt),

so

fXN−Xt(T − μt) ≈
P(Xt+1 > T |Ωt+1)− P(Xt > T |Ωt)

μt+1 − μt
.

Hence, we obtain the approximation

fXN−Xt(T − μt) ≈
pt+1 − pt
xt+1 − xt

.

This result matches our intuition: moves in the price of CP by xt+1 − xt simply represent a hor-

izontal shifts in our distribution from Xt to Xt+1.The difference in areas of the region under the

curve that surpasses the T threshold is approximated by fXN−Xt(T − μt) · (xt+1− xt), and represents

the change in probabilities pt+1 − pt that the charity succeeds.

Hence, successive moves in CP and CS allow us to sample approximations of points on the PDF of

X,which in turn allows us to approximate the PDF itself.
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4.4 Predicting the CDF for CP

The above approximation technique for the PDF of CP offers the additional benefit that the market

participant has an estimate of not only the mean of the distribution, but also the probability that the

realized value will exceed various potential thresholds beyond just T .This may be practically useful

information for various participants whose threshold of interest deviates from T . For instance,

suppose a climate change organization aims to increase the percentage of homes using a reliable

energy source in a region to T , but the market participant only believes the organization is worth

investing in if they can surpass a higher threshold T ′. Then, approximating fX above allows the

market participant to determine the market implied probability of this event occurring.

This observation leads to a natural extension of the model: introducing more options. For a

given charity, suppose it had multiple binary option contracts for varying thresholds, either set by

the charity itself to specify different levels of success, or created through other means in the predic-

tion market. Then, the prices of these options can be used to instead approximate the CDF of CP

directly.

However, especially in the earlier stages of the introduction of the market, it may not be entirely

practical to incorporate options contracts in the market due to both potential resource constraints

of the exchange, which would presumably first prioritize facilitating the creation and trading of the

underlying contracts, as well as concerns over intimidating newmarket participants due to the wide

range of derivative contracts.
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5
Discussion and Future Directions

5.1 Main Contributions

The main contributions of this paper are threefold.

First, we designed a market that addresses the two fundamental problems of philanthropy: 1)

information aggregation and 2) incentive alignment. Our market for impact solves these problems

by acting as a prediction market for the effectiveness of charities, which aggregates the beliefs of
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the population through market prices, and incentivizing all market participants to optimize for

the impact made by aligning the incentives corresponding to impact, wealth, and reputation. We

developed the nuances of this market in detail, including the units for impact, types of contracts,

and market structure. We also presented a model for market participants that further elucidates how

the market solves the aforementioned two problems.

Second, we justified the efficiency of this market under certain assumptions. In the absence of

analytical solutions to the demand or equilibrium conditions of the market, even under the specified

assumptions on the market participants’ beliefs, we instead developed a framework for simulating

the market to solve the problem computationally. We modeled the demand of individuals as a func-

tion of their mean belief to show that for the distributions of beliefs considered, the equilibrium

price of the market equals the mean belief of the market participants, which suggests that the market

is efficient.

Third, we developed numerous techniques to approximate useful features of the market con-

tracts, including volatility and the distributions of the true values themselves.

5.1.1 Direct Extensions

Our analysis on the market’s efficiency can be furthered by applying the same computational frame-

work to other values for the parameters characterizing the market participants (such asW, εi, etc.)

and verifying that the results still hold. It may also be worth considering whether there exist alge-

braic approximations that can simplify the optimal quantity or equilibrium conditions and yield

analytical solutions, albeit approximations. We can also consider different distributions of mean

beliefs over the population, such as Beta distributions, and also the scenario in which individuals’

trading decisions are informed by a distribution more complex than the Uniform distribution.

Furthermore, we can test the accuracy of each of our approximation techniques by simulating the

methods computationally.
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Given its novelty, this market offers many other directions for future research.

5.2 Market Thickness

In Section 1.4.1, we discussed how the impact market aligns the incentives of market participants

in practice to trade in the market. However, implementing such a novel market in practice would

inevitably face concerns on attracting enough traders, especially in the earlier stages of the market.

We consider potential solutions to market thinness.

5.2.1 MarketMakers

Recall the discussion fromHanson (2013) that even if individual traders suffer from standard bi-

ases, market makers tend to be unbiased on average and trade more volume. Thus, the Board could

either subsidize a third party market maker for the market, or create its own market making branch

(which would operate independently of the branch that evaluates impact, to prevent conflicts of

interest).

The market could also consider implementing an AutomatedMarket Maker (AMM) that posts

continuous trades based on a given scoring rule. Prior studies have specified the implementation of

AMMs in the case of binary prediction markets. For instance, Berg and Proebsting (2009) applied

the logarithmic market scoring rule developed in Hanson (2003) to specify the implementation

of Hanson’s AMM. On the other hand, Abramowicz (2007) develops a uniform liquidity AMM

that follows a quadratic market scoring rule. The benefit of Abramowicz’s AMM is that the profit a

market participant makes by improving a prediction is constant across the probability spectrum.

We may consider applying these AMMs to the binary prediction market, and expect that in-

creased liquidity in CS will informmarket participants’ beliefs in the other contracts and increase liq-

uidity in them as well. Furthermore, for the case of some contracts in the impact market, an AMM

50



that provides a subsidy a trader for improving a prediction as a specified function of where in the

probability spectrum the move occurred may better incentivize trading. For instance, in scenarios

in which whether a charity surpasses the threshold T is of great significance, but the amount by wh-

cih they exceed it is not important, an AMM that provides higher subsidies for moves close to T

but smaller subsidies elswhere in the distribution could direct trading volume to the contracts that

would benefit the most from it. Hence, an important future direction of this paper is the develop-

ment of AMMs that allow for different subsidy distributions.

5.2.2 Exchange Fees and Rebates

The market could incentivize trading through the market microstructure. Specifically, the market

could set exchange fees and rebates such that orders posted or taken at more competitive prices are

rewarded with a rebate, instead of requiring the usual exchange fee for executing the trade. These

fees and rebates could also be functions of the liquidity of the market to further incentivize trading

when liquidity is insufficient.

5.2.3 SubsidizedMarkets

Alternatively, we can consider restructuring the market. Rather than having charities enter the

market through an IPO, a centralized body could request a certain CSIU and desired threshold

T .Through a bidding process, the charity that can achieve the goal with the lowest costs would be

selected. To maintain the alignment of incentives, the charity would receive some measure of initial

funding, but would only receive a future reward contingent on their success. Abramowicz (2004)

considers an example of how one would conduct such an auction.
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5.3 ConditionalMarkets

In practice, we may expect the value of contracts of different charities to be correlated. For instance,

an educational technology organization that seeks to improve students’ test scores in a region may

be more likely to succeed if another organization successfully reduces crime rates in the same region.

In such scenarios, the prices of these contracts can inform the market participants’ beliefs on other

contracts.

Some of the aforementioned examples of prediction markets have provided some analyses using

conditional markets. Berg and Rietz (2003) show that analyzing the IEM through a conditional

market framework can aid in decision support to help in the case of presidential nomination. Sim-

ilarly, Alquist et al. (2013) generate conditional projections of how a oil price forecast may deviate

from the unconditional forecast baseline. However, there are still limited theoretical frameworks for

analyzing conditional markets. Thus, another natural future direction is to analyze the properties

of conditional markets and improve upon our current approximation techniques in the case of de-

pendent contracts. Moreover, this analysis may also apply to the case of correlated contracts for the

same charity
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(c) Best‐fit line: y = 1.00070x− 0.00027
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(d) Best‐fit line: y = 0.99970x+ 0.00048
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Figure A.1: Plots of equilibrium price as a function of the mean of the Normal distribution specifying the
individuals’ mean beliefs for standard deviations 0.03, . . . , 0.08 respectively.
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Figure A.2: Plots of total demand as a function of the current market price, where the mean beliefs of
distributed as LogNormal(0.01, 0.052), LogNormal(0.05, 0.052), LogNormal(0.15, 0.022) and

LogNormal(0.25, 0.012) respectively.
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(a) Best‐fit line: y = 1.00229x− 0.00318
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(b) Best‐fit line: y = 1.00071x− 0.00130

Figure A.3: Plots of equilibrium price as a function of the mean of the LogNormal distribution specifying the
individuals’ mean beliefs for values 0.005 and 0.01 of σ respectively.
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