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Abstract 

 In my first paper, I address the question of whether the test score “bump” for 

charter schools signals real improvements in mastery of the domain being assessed, or 

whether it is an artifact of score inflation specific to one high-stakes test. I disaggregate high-

stakes mathematics test results from New York into subgroups of items and investigate 

whether the charter-school performance differential is localized in ways that indicate 

instructional reallocation or coaching on particular item types or content. My findings suggest 

that charter schools do focus more on frequently-tested curricular strands and standards, 

compared to district-run schools serving similar student populations. I also find that charter 

students have larger score differences on constructed-response vs. multiple-choice items, 

suggesting that charter schools are coaching to the rubric used to score constructed-response 

items more, or more effectively, than are district-run schools. 

 My second and third papers estimate the academic impacts of a long-standing inter-

district integration program. I exploit exogenous variation in the resident enrollment of the 

METCO suburban districts to estimate the program’s causal effect on the average 

standardized test scores of applicants. I find that a 2.5% increase in resident enrollment 

causes a decrease of about .06 SD in applicants’ later average writing scores, but has no 

significant effect on math or English Language Arts (ELA) scores. In descriptive results, I 

show that 3rd-8th grade students in the program have average performance levels above their 

demographically similar peers in the sending district’s schools in ELA and writing but not in 

math, and that they perform.4 SD lower on average in math than their peers in the city’s 

charter schools. 

 I also investigate impacts on students’ later outcomes by comparing program 

applicants who received a referral to a suburban district to those who did not, using student-
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level covariates to adjust for nonrandom selection. I find that referred students had an 

adjusted high-school graduation rate 18 percentage points higher than students who did not, 

while their college enrollment rate was 17 points higher. The latter difference is due to 

enrollment in four-year, not two-year, institutions and is statistically equivalent for girls and 

boys. 
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Chapter 1:  

Detecting Differential Score Inflation in Charter Schools 
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Public charter schools, run independently of local school districts with substantial 

autonomy over their instructional programs and management, are now a prominent feature 

of the K-12 education landscape in the United States. The number of charter schools has 

been growing by 6-7% a year, with an estimated 6,600 such schools operating in 40 states 

and the District of Columbia in 2014-15 (National Alliance for Public Charter Schools, 

2017). 

While the results of research on charter school effectiveness have been mixed, the 

subset of schools run by charter-management organizations (CMOs) is receiving particular 

attention for standardized test score gains that exceed those of comparable district-run 

schools. The sector has been expanding rapidly over the last decade; nonprofit CMOs 

running two or more charter schools operated 28% of charter schools and enrolled 560,000 

students in 2014-15 (National Alliance for Public Charter Schools, 2017). These 

organizations are proving to be a magnet for philanthropic and public investment. Since 

2010, the US Department of Education has granted $266 million directly to CMOs to 

finance the expansion of existing schools and opening of new campuses around the country 

(US Department of Education, 2017). An estimate of the additional private funding of 

CMOs, mainly through foundations, was half a billion dollars by 2009 (Education Sector, 

2009). 

While the few existing studies find inconsistent effects of CMOs in general, the gains 

achieved by the top-performing CMOs do appear substantial. For instance, one study found 

an average effect size of +.11 SD in math for students enrolled in CMOs for two years 

compared to a matched group of similar students in non-charter public schools (Furgeson et 

al, 2012), with an effect size of over +.60 for the top CMOs. A review of studies of one of 
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the best-known CMOs, the Knowledge is Power Program (KIPP), found an overall middle-

school effect of .22 for math and .10 for reading (Betts & Tang, 2011). 

 Such effects are generally assumed to represent better mastery of the underlying 

content domains by students, but they might also reflect score inflation stemming from more 

intensive test preparation compared with district-run schools. The phenomenon of score 

inflation refers to increases in students’ test scores that do not reflect commensurate gains in 

their mastery of the underlying academic domain being assessed (Koretz, 2005). A large 

body of research has consistently documented score inflation across high-stakes testing 

programs (Jacob, 2007; Koretz & Barron, 1998; Klein, Hamilton, McCaffrey, & Stecher, 

2000; Koretz, Jennings, Ng, Yu, Braslow & Langi, 2016).  

 To distinguish between score inflation and legitimate gains on the full domain, these 

studies typically employ an audit measure -- a low-stakes assessment that targets 

approximately the same domain of academic content as the high-stakes test. However, 

charter schools generally administer no standard alternative assessment that could function 

as an audit test. It is therefore impossible to quantify the total inflation in charter school 

scores.  

 My empirical approach is to disaggregate high-stakes test data and use a difference-

in-differences approach to look for evidence of differentially higher inflation in charter-school 

scores. I investigate whether item-level data suggest that charter schools in general, and 

schools run by CMOs in particular, engage in more, or more effective, curricular and 

instructional narrowing than do other public schools, thus addressing one portion of 

possible score inflation. I do this by calculating and comparing difference scores on 

frequently tested vs. less tested content and on constructed-response vs. multiple-choice 

items. My identifying assumption is as follows: if charter-school students had instead 
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attended district-run public schools, their difference scores would have been equal to the 

observed differences for similar students who did attend traditional public schools.  

 My findings suggest that charter schools do focus more on frequently-tested 

curricular strands and standards, compared to district-run schools serving similar student 

populations. I also find that charter students have larger score differences on constructed-

response vs. multiple-choice items than do similar students in district schools, which is 

suggestive of coaching to the scoring rubric used for constructed-response items. 

Background and Context 

 Considerable evidence links accountability systems based on high-stakes 

standardized assessments with various forms of inappropriate test preparation, including 

instructional reallocation, coaching, and even cheating. If educators respond to high-stakes 

testing by reallocating instructional time to those curricular strands and standards that they 

perceive are assessed more frequently, then average scores may improve more than students’ 

actual mastery of the entire domain (Koretz & Hamilton, 2006). Teachers may also target 

specific features of items that frequently appear on the high-stakes test. For instance, a 

teacher could instruct students to choose answer choices that include the numbers 3, 4, 5 or 

5, 12, 13 on all items involving right triangles; this type of “trick” generally allows students to 

answer Pythagorean Theorem items correctly even if they have no knowledge of the 

theorem itself (Rubinstein, 2000). A study in three states found that two-thirds of elementary 

math teachers reported giving more emphasis to assessed topics in response to high-stakes 

tests, and over half said they spent more time on test-taking strategies (Hamilton 2007).  

Public charter schools face unique incentives regarding high-stakes tests.  Their 

operating charters typically contain accountability provisions that prioritize quick gains in 

scores on high-stakes assessments. If a school repeatedly fails to meet its targets, it may be 
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subject to unwelcome scrutiny from its chartering authority, put on probation, or even 

closed; charter educators perceive “a legitimate threat of closure if state assessment scores 

were poor” (Farrell, 2015). In fact, twenty percent of almost 1,100 charter-school closures 

around the country have been due to academic underperformance (Consoletti, 2011). 

Perhaps more importantly, charter schools often rely on additional public and private 

funding to supplement the per-pupil financial allocations they receive from the state, which 

usually do not include funding for physical facilities and may not cover the full cost of 

school leaders’ preferred instructional model (Lake & Demeritt, 2011). For example, three 

prominent CMOs in New York City spend $2,000 to $4,300 more per pupil than district-run 

schools similar in size and student demographics (Baker, Libby and Wiley, 2012). Expanding 

CMOs face additional costs in planning and opening new schools. Charter schools therefore 

have an incentive to impress prospective donors with rapid differential gains on state tests: 

Establishing a credible reputation for academic improvement can translate into the dollars 

needed to sustain or replicate an expensive instructional model (Farrell, 2015). 

In fact, most CMOs link principal and teacher compensation directly to student test 

scores and appear to monitor their schools more closely than district administrators do 

(Furgeson et al, 2012; Farrell, 2015). These internal accountability mechanisms support the 

hypothesis of differential score inflation in CMO-operated schools, as teachers encounter 

greater pressure to increase students’ achievement on high-stakes tests.  

Given this incentive structure, the unusually large gains by some charter schools 

warrant concern about their origins. In the absence of an audit test, the explanation for 

improvements on the high-stakes assessment is unclear. However, previous work suggests an 

approach that may partly resolve the difficulty: disaggregating the high-stakes test into 

subtests or subgroups of items and investigating whether the charter gains are localized in 
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ways that suggest instructional reallocation or coaching on particular item types or content. One 

example of this approach is Jennings, Bearak & Koretz (2012), who analyzed item 

predictability by grouping items according to whether the standard assessed by each had 

been tested in the previous year. They concluded that the differential gains by black, 

Hispanic, and low-income students in New York were due disproportionately to their 

improved performance on such “predictable” items. Additionally, Dougherty, Jennings & 

Koretz (2012) disaggregated the 2006-10 New York high-stakes tests by item curriculum 

strand/standard, format, and relative test weight (percentage of the previous year’s test score 

derived from items assessing that standard), in order to unpack larger gains by New York 

City schools under greater accountability pressures. The authors determined that 

constructed-response items and standards receiving greater relative test weight were largely 

responsible for these differential gains in mathematics. 

Most recently, Cohodes (2016) analyzed test data from Boston charter middle 

schools on the following dimensions: rarely vs. commonly tested standards, science vs. more 

heavily emphasized math and English/language arts, and item type. She found gains for 

charter school students that were strong and uniform across all parts of the test, relative to 

students who applied to charter schools but did not win admission through random lotteries. 

However, an analysis of the Massachusetts and New York high-stakes assessments over 

2006-08 found that the Massachusetts test was much less predictable and more wide-ranging 

than its New York counterpart. Over a three-year period, the 8th grade New York test 

assessed only 58% of the state’s grade-level content standards; the corresponding figure for 

Massachusetts was 90%. Moreover, the New York standards are far narrower; half the 8th 

grade test was comprised of items assessing the content of only four Massachusetts 

standards (Holcombe, Jennings & Koretz, 2013). If a pattern of differential score inflation 
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favoring charter schools does exist, it should be far more evident on the more predictable 

and therefore more coachable New York test than in the Massachusetts case.  

 In the analyses reported below, I compare items on two dimensions. The first is the 

frequency with which certain content appeared on previous high-stakes tests. Educators 

administering the same assessment, even in different forms, over a period of years can 

readily identify the content and skills appearing again and again. In fact, during the period of 

this study, New York released all its test items after they were administered, so their content 

could be easily analyzed. There is abundant evidence that teachers adjust their instruction 

accordingly under high-stakes conditions, which can adversely affect the validity of 

inferences about the target domain (Stecher & Barron, 2001; Pedulla et al, 2003). If the 

response to high-stakes testing includes reallocating instructional time to frequently-assessed 

content, students are likely to perform better on those items than on those testing less-

emphasized material.1 My primary hypothesis is that this differential will be larger in charter 

schools, on average, than in comparable district-run schools. 

 As in most states, the New York mathematics curriculum is organized by strand. The 

assessments in each grade and year tested the four strands of Algebra, Geometry, 

Measurement, and Number Sense & Operations (NSO). All tests also included Statistics & 

Probability except those for 8th grade, as the 8th grade NY curriculum standards exclude this 

strand. I exploited the variation in the weight given to each strand across grades and years to 

look for evidence of curriculum narrowing in response to the high-stakes test. My hypothesis 

is that charter schools, and particularly those managed by CMOs, focus their instruction on 

																																																								
1 A simple performance differential would also result if the items testing high-frequency content are 
easier, on average, than those in the other category. However, my focus is not on this first difference, 
but rather on the second difference between charter and district-run schools. 
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those strands that have received the most consistent emphasis on prior assessments more 

than non-charter schools do.  

 A sizeable charter-district differential on a single curricular strand like algebra would 

not necessarily indicate differential score inflation; it might be that charter schools are more 

effective at teaching algebra and their students therefore do know more of it. However, if 

algebra scores are higher because charter schools have reallocated their instructional time to 

focus on it at the expense of other strands, then knowledge of the overall domain of 

mathematics will increase less than scores suggest. Therefore, I examined whether the 

differential on the most heavily-weighted strand (HS) vs. least-weighted strand (LS) in each 

grade is larger for charter school students than for district students.  

 I also investigated the frequency with which individual curricular standards appeared 

on previous tests. Within each strand, the state specifies the content to be taught as a series 

of standards, such as this one for 8th grade NSO: “Apply percents to: tax, percent 

increase/decrease, simple interest, sale price, commission, interest rates, gratuities,” which 

was assessed with 15 items from 2006 through 2011. Other standards (e.g., 8th grade 

geometry: “Determine the y-intercept of a line from a graph and be able to explain the y-

intercept”) were never tested during the study period. 

 Holcombe, Jennings & Koretz (2013) identified this predictable sampling of 

standards as opportunities that might lead to score inflation. Over a three-year period, about 

half of the total points on the NYS 8th grade test came from only 10 standards, sending a 

clear signal to educators about the likely content of future items. In 2011, the state expanded 

its assessments to include more items assessing previously untested standards (US). A study 

comparing performance on these items to previously-tested standards (PS) items found 

larger differences for low-income students, those who were black or Hispanic, and especially 
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those on the “bubble” of scoring proficient the previous year (Koretz, Jennings, Ng, Yu, 

Braslow, & Langi, 2016); these differences are indicative of more score inflation among these 

groups. In the present study, a large charter-district score differential on PS vs. US items 

would suggest that charter schools, compared to their district counterparts, are redirecting 

instructional attention more effectively towards these standards and/or coaching students on 

particular aspects of frequently appearing items. 

While I consider frequency differentials to be the primary indicator of inflation, I 

also compared scores on items of different format. The NYS standardized assessments 

include both multiple choice (MC) and constructed response (CR) items.2 My hypothesis of 

greater charter differentials by format is more speculative than for frequency, as the link 

between score inflation and item format is not as established in the literature. Coaching 

students to do well on all items of a particular format is also less straightforward than 

reallocating instructional time to a frequently assessed strand or standard at the expense of 

others. Previous work demonstrates the difficulty of making inferences about coaching 

based on item attributes like format and details of presentation (Koretz et al, 2016).  

 One possible coaching strategy is teaching to the rubric used to evaluate constructed-

response items (Stecher & Mitchell, 1995). The state’s testing guide provided numerous 

bullet points on how these items were to be scored (e.g., “In questions requiring number 

sentences, the number sentences must be written horizontally”; “In questions that require 

students to provide bar graphs, in all grades, scales must begin at 0, but the 0 does not need 

																																																								
2 Constructed-response items included both short-response (SR) items, worth 2 points each, and 
extended-response (ER) items worth 3 points each. My visual inspection of SR items revealed that in 
most cases, the only thing distinguishing them from ER items was length. Many SR items required 
students to show their work for full credit, with a few mandating a written explanation of the 
numeric answer. The evaluation of items like these does involve some exercise of judgment by raters, 
who presumably used a rubric similar or identical to the one employed for ER items. Therefore, I 
elected to treat SR and ER items as a single group and contrast students’ performance on them vs. 
MC items.	
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to be written”) (New York State Education Department, 2006). If educators comb through 

these guidelines and coach students on the specifics of how to earn more points, then their 

scores might partially reflect this coaching and not their mathematical knowledge. 

However, the MC format may also be vulnerable to coaching on such strategies as 

guessing, process of elimination, and plugging in the answer choices (Koretz, 2008). Since 

the existing literature provides little guidance on which format is more susceptible to score 

inflation, I included the CR vs. MC differential in my analyses with no definite hypothesis of 

how it might differ for students in charter schools compared to their similar peers in district-

run public schools.  

  

Research Design 

Dataset  

 I analyzed an item-level dataset with information on every New York public-school 

student tested in grades 3-8 in spring 2006 to spring 2011. New York introduced a new 

statewide standardized assessment in the spring of 2006 and administered new but very 

similar forms of this test through the spring of 2010. In 2011, in response to controversy 

over implausibly rapid gains, the state lengthened and broadened the assessments, in part 

through the introduction of more items assessing previously-untested standards (US).  
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Sample  

 For each set of analyses, I fit models in one large sample pooled across grades 3-8 

and years 2007-11. To investigate variation by grade, I replicated these models separately 

within grades and years, for a total of up to 30 grade/year replications.3  

 The number of students enrolled in New York charter schools doubled during the 

study period. In Tables 1 and 2, I disaggregate charter enrollment and number of schools by 

management type, grade and school year. The counts for CMO-operated schools were very 

small in 2007 and 2008, so I gave less weight to these years when interpreting the analyses 

comparing CMO and non-CMO operated charter schools. By 2009, there were at least 500 

students per grade enrolled in at least 10 CMO schools, with the single exception of 4th 

grade. These larger counts provided more statistical power and support the generalizability 

of findings to the larger CMO sector.  

<Tables 1 and 2 inserted here> 

 Despite the rapid growth in enrollments in charter schools during this time, the 

composition of the CMO and non-CMO groups on the variables noted here did not change 

substantially, with one exception. In Table 3, I present illustrative sample statistics for 4th and 

7th grades in 2007 and 2011; the data from other grades and years are similar.4 The 

demographic composition of the students and schools within the charter groups is stable 

except for family income, with the proportion of low-income students declining over time in 

the CMO group and increasing in the non-CMO group.5 I account for this compositional 

																																																								
3 The number of replications varied because I excluded those grade/years with extremely unreliable 
difference scores, as explained below. 
4 The full tables are available from the author upon request. 
5 The variable for low-income status is provided in administrative records and indicates a student’s 
participation in free- or reduced-price lunch programs or other economic assistance programs, such 
as food stamps or Supplemental Security Income (University of the State of New York, 2011). 
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shift by including student income and the proportion of low-income students in the 

student’s school as covariates in my analytic models. 

<Table 3 inserted here> 

 Despite the demographic stability within the three groups shown in Table 3, there 

were major and persistent differences across groups in terms of race/ethnicity, income, and 

academic level of their member students. The population enrolled in CMO schools was 

typically 75-85 percent black, compared to about 60 percent in non-CMO charter schools 

and less than 20 percent in district schools. While whites made up half the students in New 

York’s district-run schools, few enrolled in CMO schools, and they constituted about 10 

percent of non-CMO charter students. Despite some variation within the charter groups on 

family income, both the CMO and non-CMO sectors enrolled much higher proportions of 

low-income students than did district schools. One explanation for these demographic 

differences is the clustering of charter schools in New York City, which accounts for a third 

of the state’s overall public-school enrollment but more than half of the charter sector. I test 

for differential effects in New York City vs. the rest of the state and present the results in a 

sensitivity analysis below.  

 Table 3 also provides a look at the average unadjusted academic performance of 

students in the three groups. Early in the study period, mean standardized CMO scores were 

at or slightly higher than those for district-run schools, while the means for non-CMO 

operated charter schools were one-third of a standard deviation lower. By 2011, however, 

the non-CMO group had narrowed the gap with district schools somewhat, while the CMO 

group was outperforming the other two by about .2 SD.   

 In Table 4, I display item counts and Cronbach’s alphas for selected grades in 2007 

and 2011. Noticeable variation exists across grades and years in the number of items and 
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their distribution by format, strand, and standard. The number of total items was higher in 

all grades in 2011, when the test was expanded. Small item counts in certain cells affect the 

reliability of the difference scores described in the next section. While this low reliability 

creates a conservative bias, I omitted comparisons in which reliability was very low. For 

example, in many grades, the 2009 test included two or fewer US items, so I excluded those 

test administrations from my analysis of frequently assessed curricular standards vs. those 

that had not appeared on previous tests. 

<Table 4 inserted here> 

Measures  

 Outcomes. My outcome measures are three difference scores calculated using 

subgroups of items. For frequency, the two difference scores are for curricular strand and 

curricular standard. Strand_diffis represents the difference in proportion correct scores on the 

most heavily-tested (HS) vs. least-emphasized mathematics strand (LS) in each grade. A 

positive value of Strand_diffis indicates that the student scored better on items assessing the 

strand that had previously received the most weight.  

 I calculated Strand_diffis only for those grade/years meeting two criteria: the same 

strands received the most and least weight for the two prior test administrations, meaning 

that tests administered before 2008 were excluded, and the difference in the weight given to 

those strands was at least .2. For example, algebra items made up at least 40% of both the 

2007 and 2008 8th grade tests, while measurement items were only 10%. Therefore, I 

calculated the strand difference score for 8th grade in 2009 and included this grade/year in 

the analysis. However, the 7th grade tests from 2007 and 2008 gave greatest emphasis to two 

different strands, Number Sense & Operations in 2007 and Statistics & Probability in 2008. 
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Since 7th grade educators had not received a clear signal about which strand would be most 

heavily assessed in 2009, I omitted this grade/year from the strand analysis. See Table 5 for 

the combinations that met the two criteria for inclusion. 

<Table 5 inserted here> 

 The second frequency outcome is for curricular standard. PSUS_diffis  is the 

difference between the proportion correct scores for student i in school s on PS vs. US 

items. A positive value of PSUS_diffis means that the student performed worse on US items 

that assessed novel content than on PS items focused on material that had appeared before. 

I calculated PSUS_diffis only for grades/years in which the assessment contained at least three 

US items, resulting in the elimination of six of the 30 total grade/years from the frequency 

analyses.  

 For format, the difference score is CRMC_diffis, which quantifies the difference in 

performance on CR vs. MC items. Positive format difference scores mean that the student 

scored better on CR items.  

 In all cases, I fit the models using two difference scores: the original difference 

between the proportion correct in each category, and this difference standardized within 

grade and year.  When the dependent variable is standardized, its measurement error 

attenuates the regression coefficients by inflating the standard deviation. However, a 

comparison of the unstandardized and standardized models revealed no differences in 

hypothesis test results. I mainly employ the standardized versions in reporting results for 

ease of interpretation; the unstandardized results are available upon request.  

 Predictors. I used two sets of question predictors to investigate the charter effect. 

One series of analyses included Charteris, a dichotomous variable that takes a value of 1 for 

students enrolled in charter schools, regardless of management type, and 0 otherwise. Other 
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analyses featured CMOis and NonCMOis, indicators that take a value of 1 for students enrolled 

in CMO-operated and non-CMO-operated charter schools, respectively.  A vector Xi of 

student-level covariates includes dummies for racial/ethnic categories, low-income status, 

gender, and disability. To control for school composition, I employed a vector Zs of school-

level covariates: proportion Asian, proportion black, proportion Hispanic, proportion white, 

and proportion low-income. As a sensitivity analysis, I included a dummy variable for New 

York City schools and its interaction with Charter.  For all analyses except strand (discussed 

below), the interaction coefficient lacked statistical significance, so I did not include these 

terms in the final models. 

Analytical Approach 

 An issue in evaluating the impact of charter schools is selection bias. If charter 

schools attract a select group of students with more background advantages than do district-

run schools, then a straightforward comparison of average score gains across the two groups 

is misleading. I addressed selection bias by employing a difference-in-differences approach, 

in which I compared the four charter vs. district score differentials on subgroups of items 

detailed above. In each case, the first difference is between each student’s scores on two 

parts of the test, e.g., PSUS_diffis = PS_scoreis – US_scoreis, where PS_score and US_score 

represent the proportion correct on PS items and US items, respectively. The second 

difference is between charter-school students and demographically similar students attending 

district-run schools of similar composition, e.g., PSUS_diffCharter - PSUS_diffDistrict. Focusing on 

second differences removes the main effects of unobserved factors (e.g., school climate, 

parental engagement) that should impact scores on both item categories. 

 Difference-in-differences designs rest on an equality of expectations assumption 

between the two groups. Here, the identifying assumption for the curricular strand analysis 



	 	 	16 

is: If charter school students had instead attended district-run public schools, the difference 

between their HS and LS item scores would have been equal to the observed difference 

between HS and LS item scores for similar students who did attend traditional public 

schools. The analyses for curricular standard and item format rest on analogous 

assumptions.
 

 Within grade and year, I fit three series of two-level random-intercept models, in 

which level 1 is students and level 2 is schools. The three series were analyses for curriculum 

strand, curriculum standard, and item format. Within each series, one model used the 

question predictor Charteris, and another used the two predictors CMOis and NonCMOis. The 

reference group is always students attending district-run public schools, for whom the value 

of all three question predictors is zero. The following equations represent the CMO model 

using the PS-US score difference: 

(1)   !"#"_!"##!" = !!! + !!"!"#!" + !!"!"#$%&!" + !!!+ !!" 

(2)   !!! = !!! + !!!+ !!! 

where !!" and !!! are student- and school-specific error terms, respectively. As defined 

above, Xi is a vector of student-level demographic covariates, while Zs controls for school 

composition. This specification appropriately models the clustering of students within 

schools.  

The parameters of interest here are β10 and β20. A statistically significant and positive 

estimate of β10, for example, would indicate that the average CMO student’s score 

differential on PS vs. US items is larger than the average difference among students in 

district-run schools, controlling for the covariates in the model.  

I centered the student-level predictors on the grand mean, so that β0s can be 

interpreted as the expected value of the difference score for a student with mean values on 
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all of these covariates. Similarly, I centered the school composition predictors (e.g., 

proportion low-income) on the grand mean of the school-level means. The intercept 

therefore applies to a student in a school with mean values on all the school-level predictors 

(Raudenbush & Bryk, 2002).  

In Tables 6 and 7, I present the reliability of the difference scores (ρDD’), the 

correlations between the two components of each difference, and the sample mean 

differences for my three sets of analyses. The difference scores for strand and curricular 

standard have reliabilities that are effectively zero6 in some grade/years. The reliability of a 

difference score is typically much lower than the reliability of either component score, 

especially when the two components are highly correlated with one another, as test scores 

commonly are. In the present case, all but one of the correlations in the tables exceed .6, and 

many approach .9.  

<Tables 6 and 7 inserted here> 

The very low reliabilities for the frequency difference scores also appear to be a 

function of the small number of items in certain categories (e.g., the least-tested strand, US 

items). Applying the Spearman-Brown prophecy formula with an item count of 10 in these 

categories resulted in most reliabilities of the difference above .10. This is the case for all 

replications for strand and 14 of 24 grade/years for curricular standard (the PS-US 

difference).  

In the main tables, I present results for those grade/years in which the unadjusted 

reliability of the difference exceeds .05, with a few exceptions that I note in the tables. The 

remaining findings are in the appendices. The choice of .05 as a threshold is somewhat 

																																																								
6 Reliability can be negative due to sampling error (see footnote 5 of Koretz et al, 2016). I report all 
negative estimates as zero, following established convention. 
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arbitrary but follows Koretz et al (2016), who noted the difficulty of interpreting results in 

the presence of so much statistical noise and the associated conservative bias.  

It is important to note that because of this exclusion of assessments where the 

difference scores are very unreliable, the samples for the three analyses are not the same. The 

sample for item format includes all grades and years, since the CR-MC difference scores 

shown in Table 7 all exceed the .05 threshold. The sample for curricular strand includes the 

scores from only six assessments, however, while the sample for curricular standard has only 

five; there is no overlap between them. I test the sensitivity of my main results to these 

sample exclusions in an analysis presented later in the paper and obtain similar estimates, 

though somewhat smaller in magnitude. 

 Tables 6 and 7 also include the sample mean difference scores for the three item 

attributes. Again, there is wide variation across and within grades and years. For example, in 

2007, 7th graders scored an average of 3 percentage points higher on PS than US items; this 

same difference in 2011 was 16 percentage points. Some of the mean differences are 

negative. For example, on the 2008 5th grade assessment, students scored over 5 percentage 

points lower on average on PS items than US items. This is not inconsistent with the score 

inflation hypothesis, as the two categories of items may have differences in difficulty 

independent of inflation that explain this result. Regardless of the sign of the underlying 

mean difference, a positive and statistically significant estimate of the charter effect for the 

frequency analyses is indicative of potentially larger score inflation in charter schools.  
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Findings 

Frequency 

 Curricular strand. The six series of grade-level NYS assessments differed 

appreciably in their emphasis on the 4-5 curricular strands and whether this emphasis 

persisted over time. As explained above, my strand analyses include only those grade/years 

in which two criteria of predictability were met. This entailed the exclusion of nearly all 

student scores from grades 5, 7 and 8, because those assessments did not consistently weight 

the strands across the study period. In 13 of the 14 qualifying grade/years shown in Table 5, 

the strand given the most emphasis was Number Sense & Operations (NSO). The least-

emphasized strand was generally either Measurement (grades 3 and 6) or Statistics (grade 4). 

 I calculated the strand difference score as HSLS_diffis = HS_scoreis – LS_scoreis, where 

HS_score and LS_score represent the proportion correct on items from the most heavily-

weighted and least-weighted strands, respectively. However, difference scores from eight 

grade/years had reliabilities below .05, due in large part to small item counts for LS_score. 

Ten of the 14 LS scores comprise only four items each. An application of the Spearman-

Brown prophecy formula suggests that if these counts were each increased to 10 such items, 

the corresponding reliabilities of the strand difference scores would range from .13 to .49. 

 Of the six grade/years with reliabilities above the threshold, four were the difference 

between third-grade scores from 2008-11 on NSO as the most heavily-weighted strand and 

Measurement as the least-weighted strand. This would raise a question about the 

generalizability of findings to other grades and strands, except that a remarkably similar 

pattern occurs in the remaining replications with lower reliability (see Appendix A.1). 

 Using pooled data from those grades/years where outcome reliability exceeds .05, I 

estimate a positive and statistically significant charter effect (Table 8, first column). This 
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indicates a larger strand difference on average for charter-school students compared to 

similar students attending similar district-run schools. The magnitude of this difference, 

estimated from a model using the standardized outcome7, is approximately .2 SD. The rest 

of Table 8 includes results from the separate replications within grade and year, in order to 

assess the variability of this effect. In four of six replications, the charter coefficients are 

positive and statistically significant at p<.01. Among the three grades that contribute nearly 

all replications for strand8, the sixth-grade models offer the most consistent evidence of a 

charter effect. Despite outcome reliabilities of zero and the resulting reduction in statistical 

power, three of these models yield positive and statistically significant charter estimates, and 

the fourth is marginally significant (see Appendix A.1). The third-grade models from Table 8 

have higher power but a mixed set of findings, with half the charter effects small but 

significant at p<.05 and half not. 

<Table 8 inserted here> 

 CMO-operated charter schools appear to be driving the observed charter effect. 

Results from models using the CMO and NonCMO predictors are at the bottom of Table 8; 

these models include the same covariates as the Charter models, but I omit their estimated 

parameters and standard errors to save space. In the pooled model and most of the 

replications with significant charter effects, the CMO coefficient is much larger than the 

corresponding non-CMO estimate; this pattern repeats itself in the Appendix A.1 models. 

The 2009 8th grade results are the most extreme case, in which the average strand differences 

for non-CMO students and district students were statistically equivalent and the CMO 

																																																								
7 As noted above, I report results using the unstandardized outcome in the tables and use models 
with the standardized outcome to interpret the magnitude of significant effects; all results available 
upon request. 
8 Again, grades 5, 7 and 8 contribute a total of only two replications because of variations in strand 
emphasis on those tests. 
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difference was half a standard deviation larger. The overall finding from the pooled model is 

a CMO strand difference that is .32 SD larger than the difference for students in district-run 

schools, while the difference for non-CMO students is only .15 SD larger.  

 Curricular standard. Only four grade/years of data have curricular standard 

difference scores that met the reliability threshold of .05; to provide more context, I include 

a fifth in the Table 9 results and note its slightly lower reliability there. Very low outcome 

reliability is due in part to small counts of US items, which numbered fewer than ten in 70% 

of the grade/years in this analysis. Another issue here is the high correlations between PS 

and US item scores (.56 to .87), which reduce the reliability of the difference.9 This strong 

association implies that PS and US items were similar on other dimensions, even though the 

standards they were intended to assess were different, and that US items may have been 

quite vulnerable to score inflation as a result.  

 I find a positive and statistically significant charter effect using data pooled across the 

five grade/years with moderately reliable outcomes (Table 9, first column). This indicates 

that the average PS-US difference for charter students was larger than for demographically 

similar students attending district-run schools by about .09 SD.   

 Fitting models separately within grade/year reveals that the charter effect was nearly 

zero and not significant for 7th grade in both 2010 and 2011, but positive though modest in 

the three other grades/years included here.10 The 6th grade results in Appendix A.2 again 

appear to be among the most consistent, despite outcome reliabilities that are again well 

below .05 in all four years. In particular, the 6th grade CMO estimates are statistically 

																																																								
9 The formula for the reliability of the difference is 

!!!!!!!!!!!!!!!!!!!"!!!!
!!!!!!!!!!!"!!!!

. 
10 Results for the 19 grade/years where outcome reliability is very low, presented in Appendix A.2, 
show a similar pattern. Twelve of the charter coefficients are positive, although six lack statistical 
significance. This is not surprising in light of the noisiness of these data. 
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significant and +.2-.3 SD in all years except 2011, when the test became somewhat less 

predictable. I address the contrast in findings from 6th and 7th grades, which are adjacent and 

usually taught in the same schools, in the discussion.    

<Table 9 inserted here> 

 Non-CMO charter schools appear to be largely responsible for the small charter 

effect for curricular standard, which is the reverse of the finding for curricular strand above. 

In many of the CMO/non-CMO models displayed at the bottom of Table 9, statistical 

power is a concern, given the small student counts by school type. However, in the pooled 

data, non-CMO students have an average PS-US difference that is .11 SD larger than similar 

district students, while the difference for CMO students is not statistically distinguishable 

from that of their district peers. But the CMO results actually show little consistency within 

grades and years. In 3rd grade/2007 and 5th grade/2011, the CMO difference is on average 

much larger than the other two groups (.33 SD and .18 SD larger, respectively, than the 

district mean difference). But in the other replications with modest outcome reliabilities, the 

sign of the CMO difference is negative, though not significant at p<.05.  

Item Format 

 The format difference is CRMC_diffis =CR_scoreis – MC_scoreis, where CR_score and 

MC_score represent the proportion correct on constructed-response and multiple-choice 

items, respectively. The reliability of these difference scores (see Table 7) is above the .05 

threshold in every grade/year, so all 30 replications are included in the pooled sample. The 

full dataset contains about 5.6 million observations, leading to convergence problems when 

using the standardized difference scores. I drew three random samples of 40% of the 

students in district-run public schools, in each case keeping all the students in charter 
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schools, and fit models within each of the three samples. I report findings from one sample 

in Table 10; the results from the other two samples were virtually identical. 

<Table 10 inserted here>
 

 

 I find that the average CRMC difference is larger for charter-school students than for 

their peers in district-run schools, controlling for student and school-level covariates. In 

Table 10, the estimated charter effect is .12 and statistically significant. This indicates that 

charter students score better on CR items vs. MC items than do their similar peers attending 

demographically similar district-run schools. 

 I report findings from the 30 separate replications in Table 11, including only the 

Charter parameter estimates and associated standard errors to keep the table from becoming 

unwieldy. Full results are available from the author on request. 

 The finding of a larger CRMC difference for charter schools is somewhat 

inconsistent across grades and years. Most of the charter coefficients displayed in Table 11 

are positive in sign, and 13 of the 30 are significant at the p<.05 threshold. The statistically 

significant results show no obvious pattern by grade or year.  

<Tables 11 and 12 inserted here> 

 Another recurring pattern is the larger estimated effects for CMO-operated charter 

schools compared to those that are independently run. At the bottom of Table 10, the 

coefficients for both CMO and non-CMO are positive and statistically significant. But the 

CRMC differential for CMO students is on average .20 SD larger than for similar students in 

district-run schools, while the differential for non-CMO charter students is less than half 

that size. In the grade/year results for CMO and non-CMO models in Table 12, this pattern 

is quite consistent: 21 of the 30 CMO coefficients are positive and larger in magnitude than 

the corresponding non-CMO estimates, including all the estimates in grades 7 and 8.  
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Sensitivity Analyses 

 I conducted two sensitivity analyses of my findings. First, I tested whether the main 

findings were different for charter schools located in New York City compared to those in 

the rest of the state. Second, I pooled data from all grades and years, including those with 

extremely low reliabilities of the difference, and fit my main models within this very large 

sample to see if the results are robust to different sample specifications. 

 New York City. As already noted in the discussion of Table 3, the state’s charter 

schools were concentrated in NYC, which accounted for about two-thirds of total charter 

enrollment in 2011. Moreover, during the study period, the city administered a separate 

accountability system of annual and public “Progress Reports,” in which all NYC public 

schools, including charters, were assigned letter grades based on their performance. Eighty-

five percent of a school’s score derived from the high-stakes test scores of its students. The 

different demographics and accountability pressures within NYC might result in a different 

pattern of score inflation there. 

 To explore this possibility, I added a dummy variable for student enrollment in an 

NYC public school and interacted it with the charter predictors in my models. Results for all 

four difference scores appear in Table 13.  

<Table 13 inserted here> 

 While the findings for curricular standard and item format are robust to the inclusion 

of the NYC variables, the results for curricular strand do change appreciably. The first 

column of Table 13 contains parameter estimates from the main model and duplicates the 

results shown in Table 8. In the second column, the interaction of NYC with the charter 
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predictor is statistically significant and positive, indicating that the charter-district differential 

on items assessing the most heavily-tested strand vs. the least-tested strand is larger in NYC 

than in the rest of the state. 

 In Figure 1, I present graphs of these differences, again using standardized difference 

scores to interpret the magnitude more easily. In the left panel, the charter-district HSLS 

difference outside New York City is 0.11 SD and statistically different from zero. But in the 

city, the difference is over twice as large. The right panel disaggregates the charter group into 

students attending CMO and non-CMO schools and reveals a similar pattern. The largest 

HSLS differences are between CMO and district-run schools: .24 SD outside NYC and .33 

in the city itself. The corresponding differences between non-CMO and district schools are 

similar in magnitude to the differences for charter schools overall. 

<Figure 1 inserted here> 

 For curricular strand but not for the other difference scores, then, the evidence is 

consistent with greater differential inflation in the scores of New York City charter schools 

than in those located elsewhere in the state. However, adding the NYC interaction to the 

model does not alter the main finding of more inflated charter-school scores compared to 

district scores, regardless of geographic region. 

 Sample Differences. As mentioned earlier, the samples I use to estimate the charter 

vs. district differentials are not the same for my three analyses of curricular strand, curricular 

standard, and item format. One reason is that I developed selection criteria for the strand 

analysis, including only those assessments for which a) the same strands received the most 

and least weight for the two prior test administrations, and b) the difference in the weight 

given to those strands was at least .2. To test the impact of this decision, I calculated strand 

difference scores for all assessments from 2007-11, based on the weighting of strands on just 
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the previous year’s test and with no minimum criterion for the difference in weight between 

the most heavily tested and least tested strands, and expanded the pool by adding back the 

assessments that I had previously excluded. 

 An additional reason the samples differ is my decision to exclude data from those 

grades/years in which the reliability of the difference score in question fell below .05. Many 

of the difference scores for curricular strand and standard were extremely unreliable, as 

discussed above, and the small number of grades/years I used in the main analyses might 

pose a threat to the generalizability of the results. Moreover, since the samples for standards 

and strand did not overlap at all, differences in the charter schools and CMOs that were 

included in each might affect the results.11 Therefore, I expanded the data pool to include all 

grades/years, even those for which the reliability of the difference was nearly zero, and refit 

my models in the very large pooled dataset.12 

 I present the results from the expanded sample in Table 14. Because this dataset 

contains almost 6 million observations, xtmixed models using standardized difference scores 

generally did not converge. The coefficients in the table are from models that use the 

unstandardized difference scores, so the results are not directly comparable to those 

presented in the other tables in the paper.  

<Table 14 inserted here> 

																																																								
11 There was some overlap in the schools that contributed student records to the analyses for standard 
and strand. For CMO charter schools, of particular interest here, students from 18 schools appeared 
in both the standard and strand samples. Another 8 schools were only in the standards analysis, and 
another 7 contributed only to the strand analysis. These differences are due largely to the fact that 3rd 
graders comprised 78% of the strand sample, while the standard sample was more evenly distributed 
across grades 3-8. 
12 A third reason for why the samples differ is that in the tests given in six grades/years (including 
four from 2009), there were fewer than three US items assessing previously untested standards. 
These tests continue to be excluded from the analysis of curricular standard, even in the sensitivity 
analysis. 
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 I find that the charter parameter estimates are smaller in magnitude but remain 

positive and statistically significant for both curriculum strand and standard. (The original 

and expanded pools for the analysis of item format are the same, since the reliabilities of all 

format difference scores were above the .05 cutoff.) For strand, the assessments added when 

I expand the pool are those for which the differential emphasis given by strand was weaker. 

The tests from the previous two years had not consistently assigned the highest weight to the 

same strand and the lowest weight to another, so educators would not have received as 

strong a signal about the kind of curricular narrowing that might improve scores – hence the 

smaller point estimates when these assessments are included. 

 For curricular standard, most of the assessments added to the expanded sample are 

from 2007-09. Since the first year of the assessment was 2006, the US items on the 2007 test 

are those testing content that did not appear on the first year of the test; the content of US 

items in 2008 had not been tested in either 2006 or 2007. As the study period continued, 

then, the signaling to teachers about the content they might “safely” exclude or push until 

after the test grew stronger. Just as for curricular strand, in order to expand the sample I 

include mostly those assessments for which the signal was weaker, which likely explains why 

the point estimates of the charter effect are smaller. 

Discussion 

This paper uses score differentials on categories of high-stakes test items to probe 

the hypothesis of curricular and instructional narrowing by charter schools. I find consistent 

evidence of narrowing on frequently tested content in mathematics. Charter schools appear 

to be focusing on both curricular strands (e.g., Number Sense & Operations) and individual 

standards (e.g., evaluate expressions with exponents) that received emphasis on previous 

years’ state assessments. While previous research has demonstrated that this type of 
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narrowing is a common response to high-stakes testing, my analyses indicate that charter 

schools do this more, or at least more effectively, than district-run schools serving a similar 

student population. 

In the case of curricular strand, the source of this charter effect appears to be CMO-

operated charter schools, which face additional incentives to increase test scores quickly and 

dramatically. While independently run charter schools have a strand differential .15 SD larger 

on average than district-run schools, the corresponding differential for CMO schools is .32 

SD. However, I observe the reverse of this pattern for analyses involving individual 

curricular standards. Non-CMO charter schools are driving this effect of about .1 SD, while 

the differentials for CMO schools are extremely inconsistent in the grades and years studied. 

This is true in both the original and expanded pools, and may reflect the coarseness of the 

classification of items as PS or US. For the 2011 assessment, for example, my decision rule 

classified an item as PS if the standard it assessed had ever appeared previously, even if it was 

just once in 2006. It may be that CMOs were savvy enough to focus just on those standards 

that were assessed recently, or those that accounted for a larger share of the overall points, 

but otherwise targeted their test preparation by strand and format instead.13  

Another important finding concerns the construction of high-stakes tests and its 

implications for score inflation. After fitting models separately within grade and year, I find 

the most significant frequency effects for both strand and standard in grade 6 and the least in 

grades 5 and 7. This is surprising, since these grades are often located in the same middle 

schools; for example, four of the five CMOs operating in New York during the study period 

group grades 5-8 together in the same building. Students in these grades generally have 

																																																								
13 I calculated difference scores using other classifications, including whether an item tested a 
standard that had been assessed one year or two years previously. However, the reliability of these 
difference scores was even lower than those for PTUS_diff, which I use here. 
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teachers who are using similar curricular materials and receiving the same training. Why 

would the frequency difference scores from these adjacent grades point to such different 

conclusions about charter-school inflation?  

The likely explanation is the difference in the predictability of test content in these 

grades. The sixth grade assessment consistently weighted Number Sense & Operations most 

heavily and Measurement the least, and the charter strand differences from this grade were 

likewise consistent in magnitude and statistical significance, despite outcome reliabilities of 

effectively zero. By contrast, in grades 5 and 7, the weight assigned to different strands 

fluctuated a great deal over time. For the 5th grade test, only one year even met the criteria of 

predictability to include in my analyses; for the 7th grade test, none did. Also, one-fourth of 

the items on the 5th grade test were US items, the highest proportion of any grade. With less 

predictable content, the assessments in certain grades were apparently more resistant to the 

inflation from curricular and instructional narrowing examined here. 

A secondary research interest was whether charter schools coach more, or more 

effectively, to the item formats used on the high-stakes test, and my evidence suggests that 

charter schools are teaching to the CR rubrics more effectively than similar district-run 

schools. The mean difference scores for district students in every grade and year were 

negative, meaning that they scored better on average on MC items than CR items. However, 

pooling data across grades and years, charter students scored about .1 SD better on average 

on CR items than MC items, controlling for student and school demographics. Among the 

subset of CMO students, this average difference was closer to .2 SD. 

One problem is the overlap between format and frequency, since I classify and 

analyze all test items in both categories. If CR items were disproportionately assessing 

frequently tested content, then the pattern I observe in format difference scores might 
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partially be a frequency effect. Across all grades from 2007-11, only 44 of 328 total CR items 

(13%) were also US items testing novel curricular standards, compared to 21% of MC items. 

Similarly, in the grade/years included in the strand analysis, only 4% of CR items tested 

material from the least-emphasized strand compared to 15% of MC items. It does appear 

that the content of CR items was more predictable than was that of MC items, on average, 

during the study period. 

Untangling the effects of frequency and format in the context of limited samples of 

items is not an easy task. More evidence on format differences is needed from assessments 

that are: a) less predictable in the content included on the tests, and b) include a short-

response format that consistently requires no more than a number or phrase to complete 

and is therefore more likely to be proof against coaching. If larger charter differences on 

constructed-response items occur on that kind of assessment, that would provide additional 

evidence of differential coaching by item format. 

Finally, the evidence presented here is subject to two important limitations. First is 

the elevated risk of Type II error posed by my use of difference scores, many of which have 

very low reliability. This appears to be due to small counts of items in certain subscores and, 

especially in the case of the PS vs. US items comparison, high correlations between the two 

halves of the difference score. Therefore, while the difference-in-differences design 

employed here addresses the problem of selection bias, the highly unreliable outcome 

variables imply lower statistical power and estimates that are inefficient, if statistically 

consistent. 

A second caveat is that this analysis investigates only differential score inflation, a 

phenomenon in which the scores of charter students are relatively more inflated in certain 

parts of the test than in others.  It may be that the scores of charter-school students are 
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uniformly inflated across item types and formats above those of their district counterparts. If 

this is the case, then the approach employed here would fail to detect evidence of differential 

score inflation, as the average score differences between the two groups on various parts of 

the test would be similar in magnitude. For instance, if items testing low- and high-frequency 

standards contain common features in their construction or presentation, inflation could 

very well generalize across them. The average PS-US differences in that case would be of the 

same magnitude for charter and district students, since charter scores on both categories 

would be inflated more.  

 Therefore, another imperative for future research is the comparison of high-stakes 

test scores for charter students with their scores on a low-stakes test of similar content. If 

these schools are generating real gains in student learning beyond those of traditional 

district-run schools, then these gains should generalize to other assessments. The long-

standing challenge facing charter-school researchers is the lack of a second test that can 

serve as an audit to the state assessments used for accountability purposes. There is no 

requirement for any public schools to administer an additional test, and those individual 

schools that do are generally using the results in such a way that the test is not entirely low-

stakes. But for educators, parents and policymakers interested in charter schools as a vehicle 

for closing achievement gaps, an audit test is the only way to ensure that high-stakes test 

scores reflect actual mastery by charter students, instead of inflation due to instructional 

reallocation and/or coaching.  
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Tables and Figures 

 
Table 1 
 
A. Number of students in CMO-operated charter schools in New York by grade, 2007-11. 

  Grade 3 Grade 4 Grade 5 Grade 6 Grade 7 Grade 8 Total 
2007 304 216 863 679 295 154 2,511 
2008 475 322 1,075 771 581 263 3,487 
2009 606 486 1,222 921 697 532 4,464 
2010 774 692 1,514 1,216 897 640 5,733 
2011 1,147 667 1,718 1,406 1,088 799 6,825 

 
 
B. Number of students in non-CMO-operated charter schools in New York by grade, 2007-11. 

  Grade 3 Grade 4 Grade 5 Grade 6 Grade 7 Grade 8 Total 
2007 2,066 1,839 1,826 1,882 1,086 940 9,639 
2008 2,424 1,999 2,106 1,904 1,624 1,050 11,107 
2009 2,727 2,370 2,254 2,181 1,771 1,627 12,930 
2010 3,194 2,663 3,024 2,594 2,012 1,749 15,236 
2011 3,573 3,025 3,343 3,389 2,546 1,883 17,759 
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Table 2 
 
A. Number of CMO-operated charter schools in New York, by grade and year. 

  Grade 3 Grade 4 Grade 5 Grade 6 Grade 7 Grade 8 
2007 5 4 13 11 6 3 
2008 7 5 15 13 11 6 
2009 10 7 16 14 13 11 
2010 13 12 20 18 15 13 
2011 17 11 25 20 18 15 

 
B. Number of CMO-operated charter schools in New York, by grade and year. 

  Grade 3 Grade 4 Grade 5 Grade 6 Grade 7 Grade 8 
2007 43 40 38 35 22 21 
2008 50 43 44 39 29 22 
2009 54 49 47 41 33 30 
2010 59 54 58 46 33 33 
2011 66 56 62 55 40 32 

Note. Schools with more than one grade are counted in the entries for all relevant columns. 
 



	

Table 3 
 
Descriptive statistics for sample in selected grades and years, by school type. 
  Fourth grade, 2007   Fourth grade, 2011   Seventh grade, 2007   Seventh grade, 2011 

  CMO 

Non-
CMO 
charter District  

 
CMO 

Non-
CMO 
charter District  

 
CMO 

Non-
CMO 
charter District  

 
CMO 

Non-
CMO 
charter District  

                NYC students 106 748 66,302 
 

472 1,755 66,722 
 

208 551 68,247 
 

734 1,543 64,745 
Non-NYC students 110 1091 127,566 

 
195 1,270 125,514 

 
87 535 139,152 

 
354 1,003 129,623 

                Number of schools 4 40 2,286 
 

11 56 2,278 
 

6 22 1,254 
 

18 40 1,309 

                Mean standardized 
math scores 0.059 -0.349 0.003 

 
0.177 -0.067 0.000 

 
0.126 -0.314 0.001 

 
0.236 -0.210 0.001 

Student-level proportions: 
              Asian 0.00 0.02 0.08 

 
0.01 0.01 0.08 

 
0.01 0.02 0.07 

 
0.00 0.03 0.08 

Black 0.89 0.64 0.18 
 

0.87 0.62 0.17 
 

0.71 0.62 0.19 
 

0.77 0.59 0.18 
Hispanic 0.09 0.18 0.21 

 
0.11 0.25 0.23 

 
0.26 0.19 0.20 

 
0.22 0.26 0.21 

White 0.02 0.16 0.53 
 

0.01 0.10 0.50 
 

0.02 0.15 0.54 
 

0.00 0.11 0.52 
Female 0.50 0.51 0.49 

 
0.48 0.53 0.49 

 
0.57 0.50 0.49 

 
0.51 0.51 0.49 

Low-income 0.89 0.60 0.50 
 

0.79 0.75 0.55 
 

0.87 0.60 0.48 
 

0.78 0.74 0.52 
Disabled 0.10 0.10 0.14 

 
0.12 0.12 0.14 

 
0.08 0.12 0.13 

 
0.11 0.15 0.14 

School-level proportions: 
              Prop Asian 0.00 0.01 0.06 

 
0.01 0.01 0.07 

 
0.01 0.02 0.05 

 
0.00 0.02 0.05 

Prop Black 0.84 0.65 0.19 
 

0.86 0.61 0.18 
 

0.73 0.65 0.21 
 

0.78 0.60 0.21 
Prop Hispanic 0.14 0.18 0.18 

 
0.13 0.25 0.20 

 
0.25 0.18 0.19 

 
0.21 0.26 0.21 

Prop White 0.03 0.15 0.56 
 

0.01 0.12 0.54 
 

0.02 0.15 0.54 
 

0.01 0.11 0.51 
Prop Low-income 0.89 0.61 0.49   0.79 0.72 0.54   0.87 0.55 0.51   0.77 0.73 0.57 
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Table 4 
 
Item counts and alphas for New York state mathematics assessments in 2007 and 2011, by grade. 
  Third grade   Fourth grade   Fifth grade   Sixth grade   Seventh grade   Eighth grade 

 
2007 2011 

 
2007 2011 

 
2007 2011 

 
2007 2011 

 
2007 2011 

 
2007 2011 

Full test 
                    Count 31 46 

 
48 57 

 
34 49 

 
35 50 

 
38 53 

 
45 54 

   Alpha 0.88 0.90 
 

0.94 0.94 
 

0.90 0.91 
 

0.90 0.93 
 

0.90 0.92 
 

0.95 0.93 

                  Multiple choice 
                    Count 25 40 

 
30 45 

 
26 41 

 
25 40 

 
30 45 

 
27 42 

   Alpha 0.86 0.88 
 

0.88 0.91 
 

0.85 0.89 
 

0.86 0.90 
 

0.86 0.89 
 

0.87 0.90 
Constructed response 

                    Count 6 6 
 

18 12 
 

8 8 
 

10 10 
 

8 8 
 

18 12 
   Alpha 0.70 0.73 

 
0.91 0.87 

 
0.81 0.77 

 
0.82 0.84  0.81 0.82 

 
0.94 0.87 

Previously tested standards 
                    Count 25 32 

 
37 51 

 
15 41 

 
20 40 

 
23 45 

 
38 35 

   Alpha 0.87 0.88 
 

0.93 0.93 
 

0.81 0.91 
 

0.85 0.91 
 

0.86 0.90 
 

0.94 0.90 
Untested standards 

                    Count 6 14 
 

11 6 
 

19 8 
 

15 10 
 

15 8 
 

7 19 
   Alpha 0.46 0.70 

 
0.77 0.55 

 
0.81 0.45 

 
0.80 0.73 

 
0.78 0.66 

 
0.74 0.83 

                  Algebra 4 5 
 

7 6 
 

4 6 
 

5 7 
 

5 8 
 

21 24 
Geometry 4 6 

 
5 7 

 
7 13 

 
5 9 

 
6 6 

 
14 19 

Measurement 5 7 
 

7 9 
 

4 9 
 

5 5 
 

4 6 
 

5 4 
Number Sense & Operations 15 23 

 
25 29 

 
15 17 

 
14 21 

 
12 16 

 
5 7 

Statistics & Probability 3 5   4 6   4 4   6 8   11 17   0 0 
Note: I omit alphas for each strand, as I limit my analysis to two strands in selected grades and years (see Table 5). 
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Table 5 
 
Curricular strands assigned the most and least weight on the NYS mathematics assessments in selected grades 
and years. 

Grade Year 
Heaviest Strand 

(HS) 
HS Weight the 

Prior Year 
Lightest Strand 

(LS) 
LS Weight the 

Prior Year 
3 2008 NSO 0.462 Measurement 0.128 
3 2009 NSO 0.436 Measurement 0.103 
3 2010 NSO 0.410 Measurement 0.128 
3 2011 NSO 0.487 Measurement 0.103 
4 2008 NSO 0.471 Statistics 0.1 
4 2009 NSO 0.471 Statistics 0.1 
4 2010 NSO 0.471 Statistics 0.1 
4 2011 NSO 0.500 Statistics 0.086 
5 2008 NSO 0.348 Algebra 0.130 
6 2008 NSO 0.388 Measurement 0.122 
6 2009 NSO 0.306 Measurement 0.122 
6 2010 NSO 0.367 Measurement 0.102 
6 2011 NSO 0.367 Measurement 0.102 
8 2009 Algebra 0.406 Measurement 0.101 

Note. This table includes only those grade/years in which the same strands received the most and 
least weight for the two prior test administrations, and the difference in the weight given to them was 
at least .2. 
  



	 41 

Table 6 
 
Reliability of the difference scores, correlations of the difference components, and mean differences for curricular 
strand and curricular standard, by grade and year. 
    Curricular Strand (HSLS)   Curricular Standard (PSUS) 

  
ρDD' ρHSLS 

Mean 
Difference 

 
ρDD' ρPSUS 

Mean 
Difference 

Grade 3 
        2007 
 

a a a 
 

0.335 0.562 -0.104 
2008 

 
0.075 0.606 0.008 

 
b b b 

2009 
 

0.062 0.617 -0.051 
 

b b b 
2010 

 
0.066 0.57 -0.077 

 
0.000 0.630 0.008 

2011 
 

0.056 0.691 0.024 
 

0.000 0.757 0.144 
Grade 4 

        2007 
 

a a a 
 

0.018 0.840 0.087 
2008 

 
0.061 0.656 0.056 

 
0.000 0.683 -0.050 

2009 
 

0.000 0.683 0.043 
 

b b b 
2010 

 
0.000 0.723 -0.083 

 
0.065 0.779 0.116 

2011 
 

0.001 0.717 0.088 
 

0.000 0.721 -0.045 
Grade 5 

        2007 
 

a a a 
 

0.000 0.837 0.067 
2008 

 
0.000 0.692 0.017 

 
0.019 0.768 -0.054 

2009 
 

a a a 
 

0.000 0.711 0.039 
2010 

 
a a a 

 
0.007 0.658 0.036 

2011 
 

a a a 
 

0.043 0.657 0.119 
Grade 6 

        2007 
     

0.000 0.836 0.023 
2008 

 
0.000 0.730 -0.015 

 
0.000 0.821 0.033 

2009 
 

0.000 0.658 -0.098 
 

b b b 
2010 

 
0.000 0.612 -0.191 

 
0.000 0.686 0.134 

2011 
 

0.000 0.687 -0.070 
 

0.000 0.843 0.087 
Grade 7 

        2007 
 

a a a 
 

0.000 0.831 0.032 
2008 

 
a a a 

 
0.000 0.704 -0.002 

2009 
 

a a a 
 

b b b 
2010 

 
a a a 

 
0.152 0.683 0.320 

2011 
 

a a a 
 

0.081 0.758 0.163 
Grade 8 

        2007 
 

a a a 
 

0.000 0.867 0.015 
2008 

 
a a a 

 
0.000 0.845 0.001 

2009 
 

0.252 0.608 -0.150 
 

0.000 0.766 0.020 
2010 

 
a a a 

 
b b b 

2011   a a a   0.021 0.828 -0.038 
Notes. Following convention, I report negative reliabilities of the difference as zero. I exclude 
difference scores with reliabilities below .05 from my analyses.  
a I limited my analysis of strand to those grade/years listed in Table 5, based on criteria listed there. 
b At least one category used to calculate this difference has fewer than three items, so I omitted it 
from the analysis. 
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Table 7 
 
Reliability of the difference scores, correlations of the difference components, and mean differences for item 
format, by grade and year. 
    Item Format (CRMC) 

  
ρDD' ρCRMC 

Mean 
Difference 

Grade 3 
    2007 
 

0.135 0.742 -0.103 
2008 

 
0.304 0.740 -0.137 

2009 
 

0.236 0.747 -0.074 
2010 

 
0.214 0.749 -0.069 

2011 
 

0.187 0.769 -0.040 
Grade 4 

    2007 
 

0.339 0.866 -0.092 
2008 

 
0.317 0.849 0.008 

2009 
 

0.332 0.851 -0.036 
2010 

 
0.408 0.848 -0.060 

2011 
 

0.311 0.851 -0.039 
Grade 5 

    2007 
 

0.173 0.797 -0.011 
2008 

 
0.087 0.809 -0.071 

2009 
 

0.167 0.791 -0.125 
2010 

 
0.146 0.790 -0.081 

2011 
 

0.192 0.787 -0.082 
Grade 6 

    2007 
 

0.128 0.822 -0.038 
2008 

 
0.169 0.854 -0.125 

2009 
 

0.109 0.835 -0.067 
2010 

 
0.193 0.801 -0.082 

2011 
 

0.181 0.852 -0.042 
Grade 7 

    2007 
 

0.213 0.804 -0.079 
2008 

 
0.346 0.808 -0.089 

2009 
 

0.389 0.815 -0.135 
2010 

 
0.185 0.804 -0.158 

2011 
 

0.297 0.822 -0.045 
Grade 8 

    2007 
 

0.447 0.868 -0.066 
2008 

 
0.321 0.876 -0.096 

2009 
 

0.409 0.868 -0.106 
2010 

 
0.401 0.867 -0.125 

2011   0.270 0.863 -0.136 
Note. CRMC = difference between constructed-response and multiple-choice items.  



	 43 

Table 8 
 
Results from multilevel models using standardized strand difference scores as the dependent variable and the 
charter and CMO/NonCMO predictors in selected grade/years (standard errors in parentheses). 
    

 
  2008 2009 2010 2011 2008 2009 

  
 

Pooled 
 

3rd 
grade 

3rd 
grade 

3rd 
grade 

3rd 
grade 

4th 
grade 

8th 
grade 

Charter Model: 
   

            
Charter 

 
0.19** 

 
0.0055 0.077** 0.083** -0.018 0.23** 0.19** 

  
(0.021) 

 
(0.025) (0.026) (0.025) (0.022) (0.037) (0.051) 

          Student-level covariates: 
       Asian 

 
0.089** 

 
0.067** 0.043** 0.11** 0.030** 0.045** 0.24** 

  
(0.0042) 

 
(0.011) (0.010) (0.010) (0.010) (0.011) (0.0097) 

Black 
 

-0.012** 
 

0.072** -0.04** -0.08** 0.17** -0.07** -0.11** 

  
(0.0037) 

 
(0.0092) (0.0090) (0.0090) (0.0090) (0.0091) (0.0083) 

Hispanic 
 

-0.051** 
 

0.023** -0.11** -0.11** 0.094** -0.11** -0.100** 

  
(0.0034) 

 
(0.0086) (0.0083) (0.0083) (0.0080) (0.0085) (0.0079) 

Low-income 
 

-0.079** 
 

0.014* -0.13** -0.14** 0.054** -0.11** -0.14** 

  
(0.0026) 

 
(0.0066) (0.0064) (0.0065) (0.0064) (0.0065) (0.0057) 

          School-level covariates: 
       Prop. Asian 

 
0.15** 

 
0.037 0.33** 0.41** 0.22** 0.26** 0.49** 

  
(0.024) 

 
(0.029) (0.032) (0.032) (0.030) (0.042) (0.083) 

Prop. Black 
 

-0.017 
 

0.19** 0.18** 0.15** 0.35** -0.025 -0.093* 

  
(0.015) 

 
(0.020) (0.022) (0.022) (0.021) (0.027) (0.041) 

Prop. Hispanic 
 

0.080** 
 

0.17** 0.16** 0.20** 0.39** 0.056* 0.053 

  
(0.015) 

 
(0.020) (0.022) (0.022) (0.021) (0.028) (0.045) 

Prop. Low-
income  -0.060**  -0.05** -0.15** -0.11** -0.07** -0.022 -0.32** 

  
(0.012) 

 
(0.017) (0.019) (0.019) (0.018) (0.024) (0.042) 

Constant 
 

0.013** 
 

-0.0051 -0.009* -0.009* -0.01** -0.0041 -0.051** 

  
(0.0041) 

 
(0.0032) (0.0037) (0.0038) (0.0036) (0.0048) (0.0081) 

          CMO/NonCMO Model: 
       CMO 

 
0.32** 

 
0.019 0.23** 0.22** 0.0064 0.12 0.50** 

  
(0.042) 

 
(0.062) (0.061) (0.055) (0.044) (0.11) (0.093) 

NonCMO 
 

0.15** 
 

0.0032 0.048+ 0.051+ -0.025 0.25** 0.070 

  
(0.023) 

 
(0.027) (0.028) (0.027) (0.024) (0.040) (0.059) 

          N   1,181,796   194,171 197,135 195,499 195,626 195,060 204,305 
 ** p<0.01, * p<0.05, + p<0.1 
Notes: Models using the CMO and NonCMO predictors included the full set of student and school 
covariates, which are omitted from the table to conserve space. The pooled model includes fixed 
effects for the grade and year of test administration. 
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Table 9 
 
Results from multilevel models using PS-US difference scores for curricular standard as the dependent 
variable and the charter and CMO/NonCMO predictors in selected grade/years (standard errors in 
parentheses). 
        2007 2010 2011 2010 2011 
  

 
Pooled 

 
3rd grade 4th grade 5th gradea 7th grade 7th grade 

Charter Model: 
        Charter 
 

0.089** 
 

0.12** 0.084* 0.12** 0.018 0.022 

  
(0.019) 

 
(0.039) (0.037) (0.027) (0.051) (0.037) 

         Student-level covariates: 
      Asian 

 
-0.094** 

 
0.059** -0.15** 0.026** -0.27** -0.12** 

  
(0.0046) 

 
(0.010) (0.0098) (0.0099) (0.0098) (0.0100) 

Black 
 

-0.061** 
 

-0.24** 0.052** -0.16** -0.040** 0.054** 

  
(0.0040) 

 
(0.0088) (0.0088) (0.0089) (0.0085) (0.0087) 

Hispanic 
 

-0.011** 
 

-0.23** 0.15** -0.093** -0.010 0.11** 

  
(0.0037) 

 
(0.0083) (0.0081) (0.0080) (0.0081) (0.0080) 

Low-income 
 

-0.026** 
 

-0.22** 0.11** -0.12** 0.0056 0.076** 

  
(0.0028) 

 
(0.0063) (0.0063) (0.0062) (0.0060) (0.0061) 

         School-level covariates: 
      Prop. Asian 

 
-0.24** 

 
0.55** -0.56** -0.13** -0.41** -0.73** 

  
(0.024) 

 
(0.045) (0.046) (0.038) (0.083) (0.066) 

Prop. Black 
 

-0.20** 
 

0.014 -0.097** -0.22** -0.21** -0.34** 

  
(0.014) 

 
(0.027) (0.030) (0.026) (0.045) (0.035) 

Prop. Hispanic 
 

-0.14** 
 

0.097** -0.058+ -0.14** -0.25** -0.38** 

  
(0.015) 

 
(0.029) (0.032) (0.027) (0.049) (0.038) 

Prop. Low-income 0.030* 
 

-0.18** 0.081** -0.067** 0.13** 0.19** 

  
(0.012) 

 
(0.025) (0.027) (0.023) (0.046) (0.036) 

Constant 
 

0.0026 
 

-0.011* 0.014* 0.00012 0.0093 0.0059 

  
(0.0037) 

 
(0.0050) (0.0055) (0.0046) (0.0086) (0.0068) 

         
         CMO/NonCMO Model: 

      CMO 
 

0.038 
 

0.33** -0.14+ 0.18** -0.15+ -0.061 

  
(0.036) 

 
(0.11) (0.081) (0.046) (0.086) (0.064) 

NonCMO 
 

0.11** 
 

0.095* 0.13** 0.098** 0.096 0.058 

  
(0.021) 

 
(0.041) (0.040) (0.031) (0.059) (0.043) 

         N   990,070   196,933 198,143 198,132 198,860 198,002 
** p<0.01, * p<0.05, + p<0.1 
aThe reliability of the PT-US difference scores in this grade/year is 0.043, but I include these results 
as there are so few replications in this analysis. 
Notes: Models using the CMO and NonCMO predictors included the full set of student and school 
covariates, which are omitted from the table to conserve space. The pooled model includes fixed 
effects for the grade and year of test administration.  
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Table 10 
 
Results from multilevel models using standardized CR-MC difference scores for item format  
as the dependent variable and the charter and CMO/NonCMO predictors in data pooled  
across grades and years (standard errors in parentheses). 
  Pooled 
Charter Model: 

	Charter 0.12** 

 
(0.016) 

  Student-level covariates: 
 Asian 0.096** 

 
(0.0030) 

Black -0.12** 

 
(0.0025) 

Hispanic -0.064** 

 
(0.0024) 

Low-income -0.11** 

 
(0.0018) 

 	School-level covariates: 
	Proportion Asian 0.15** 

 
(0.019) 

Proportion Black -0.10** 

 
(0.011) 

Proportion Hispanic -0.082** 

 
(0.011) 

Proportion Low-income 0.027** 

 
(0.0077) 

Constant -0.0060+ 

 
(0.0034) 

 	
  CMO/NonCMO Model: 

 CMO 0.20** 

 
(0.031) 

NonCMO 0.090** 

 
(0.018) 

  N 2,439,144 
** p<0.01, * p<0.05, + p<0.1 
Notes: Due to convergence problems in the full dataset of over 5.6 million observations,  
I randomly sampled 40% of the non-charter observations but left the charter sample intact.  
Models using the CMO and NonCMO predictors included the full set of student and school  
covariates, which are omitted from the table to conserve space. The pooled model includes  
fixed effects for the grade and year of test administration. 
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Table 11 
 
Charter parameter estimates from multilevel models using the standardized CRMC difference score as the 
dependent variable (standard errors in parentheses). 

  Grade 3 Grade 4 Grade 5 Grade 6 Grade 7 Grade 8 
2007 0.0005 -0.055 -0.096* 0.14** -0.024 0.0048 

 
(0.038) (0.042) (0.040) (0.044) (0.057) (0.070) 

       2008 0.12** 0.13** -0.040 0.027 0.21** 0.22** 

 
(0.038) (0.038) (0.033) (0.037) (0.052) (0.061) 

       2009 -0.012 0.12** 0.017 0.070+ 0.23** 0.21** 

 
(0.033) (0.035) (0.033) (0.039) (0.048) (0.055) 

       2010 0.17** 0.078* -0.17** 0.084* 0.042 0.059 

 
(0.031) (0.036) (0.029) (0.035) (0.047) (0.052) 

       2011 0.15** 0.058+ -0.0054 0.12** 0.076+ 0.018 
  (0.035) (0.035) (0.031) (0.036) (0.046) (0.046) 

** p<0.01, * p<0.05, + p<0.1 
Note. All models fit using the student and school-level covariates in Table 10; I omit those estimates 
to save space. 
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Table 12 
 
CMO and Non-CMO parameter estimates from multilevel models using the standardized CRMC difference 
score as the dependent variable (standard errors in parentheses). 
Year Charter Type Grade 3 Grade 4 Grade 5 Grade 6 Grade 7 Grade 8 
2007 CMO -0.086 0.45** -0.085 0.13 0.040 0.10 

  
(0.11) (0.13) (0.074) (0.085) (0.12) (0.19) 

 
NonCMO 0.011 -0.11* -0.100* 0.14** -0.043 -0.0100 

  
(0.040) (0.044) (0.046) (0.051) (0.064) (0.075) 

        2008 CMO 0.30** 0.31** -0.25** 0.064 0.33** 0.41** 

  
(0.099) (0.11) (0.058) (0.069) (0.094) (0.13) 

 
NonCMO 0.091* 0.10** 0.045 0.013 0.16** 0.17* 

  
(0.040) (0.040) (0.038) (0.043) (0.060) (0.069) 

        2009 CMO 0.14+ 0.15+ -0.0026 0.13+ 0.45** 0.38** 

  
(0.077) (0.088) (0.059) (0.072) (0.086) (0.10) 

 
NonCMO -0.041 0.11** 0.025 0.047 0.14* 0.15* 

  
(0.035) (0.037) (0.038) (0.045) (0.056) (0.064) 

        2010 CMO 0.40** 0.017 -0.35** 0.079 0.11 0.31** 

  
(0.068) (0.079) (0.052) (0.062) (0.079) (0.093) 

 
NonCMO 0.11** 0.092* -0.091** 0.086* 0.010 -0.041 

  
(0.033) (0.039) (0.034) (0.041) (0.055) (0.060) 

        2011 CMO 0.18* 0.077 -0.034 0.17** 0.20* 0.34** 

  
(0.071) (0.080) (0.054) (0.065) (0.080) (0.077) 

 
NonCMO 0.15** 0.054 0.0064 0.10* 0.026 -0.13* 

    (0.038) (0.037) (0.036) (0.041) (0.054) (0.054) 
** p<0.01, * p<0.05, + p<0.1 
Note. All models fit using the student and school-level covariates in Table 10; I omit those estimates 
to save space. 
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Table 13 
 
Sensitivity analysis adding the main effect of New York City location and its interaction with charter and 
CMO/NonCMO predictors to models in the pooled samples (standard errors in parentheses). 
    Strand   Standard   Format 

  

Without 
NYC 

With 
NYC 

 

Without 
NYC 

With 
NYC 

 

Without 
NYC 

With 
NYC 

Charter Model: 
         Charter 
 

0.19** 0.11** 
 

0.089** 0.071* 
 

0.096** 0.12** 

  
(0.021) (0.032) 

 
(0.019) (0.029) 

 
(0.0030) (0.024) 

NYC 
  

0.029** 
  

-
0.053** 

  
-0.059** 

   
(0.010) 

  
(0.0093) 

  
(0.0083) 

CharterxNYC 
  

0.13** 
  

0.033 
  

0.0023 

   
(0.041) 

  
(0.037) 

  
(0.031) 

          CMO/NonCMO Model: 
CMO 

 
0.32** 0.24** 

 
0.038 0.059 

 
0.20** 0.14* 

  
(0.042) (0.091) 

 
(0.036) (0.063) 

 
(0.031) (0.056) 

NonCMO 
 

0.15** 0.090** 
 

0.11** 0.073* 
 

0.090** 0.11** 

  
(0.023) (0.034) 

 
(0.021) (0.032) 

 
(0.018) (0.027) 

NYC 
  

0.029** 
  

-
0.053** 

 	
-0.059** 

   
(0.010) 

  
(0.0093) 

  
(0.0083) 

CMOxNYC 
  

0.093 
  

-0.025 
  

0.090 

   
(0.10) 

  
(0.076) 

  
(0.066) 

NonCMOxNYC 
  

0.10* 
  

0.058 
  

-0.036 

   
(0.045) 

  
(0.042) 

  
(0.035) 

          N   1,181,796 1,181,796   990,070 990,070   2,439,144 2,439,144 
** p<0.01, * p<0.05, + p<0.1 
Notes: The difference scores used as dependent variables in these models are standardized. All models 
included the full set of student and school covariates and fixed effects for grade and year of test 
administration, which are omitted from the table to conserve space. 
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Table 14 
 
Results from a sensitivity analysis including all assessments from the study period in the pooled samples 
(standard errors in parentheses). 
    Strand   Standard   Format 

  

Original 
pool 

Expanded 
pool 

 

Original 
pool 

Expanded 
pool 

 

Original 
pool 

Expanded 
pool 

Charter Model: 
         Charter 
 

0.035** 0.027** 
 

0.015** 0.0052** 
 

0.0062** 0.0062** 

  
(0.0042) (0.0017) 

 
(0.0032) (0.0015) 

 
(0.0022) (0.0022) 

          CMO/NonCMO Model: 
       CMO 

 
0.062** 0.044** 

 
0.0054 -0.0033 

 
0.027** 0.027** 

  
(0.0087) (0.0034) 

 
(0.0061) (0.0029) 

 
(0.0044) (0.0044) 

NonCMO 
 

0.028** 0.021** 
 

0.018** 0.0079** 
 

0.0001 0.0001 

  
(0.0047) (0.0019) 

 
(0.0036) (0.0017) 

 
(0.0024) (0.0024) 

          N   1,181,796 5,963,324   990,070 4,780,371   5,963,324 5,963,324 
** p<0.01, * p<0.05, + p<0.1 
Notes: The difference scores used as dependent variables in these models are unstandardized, due to 
convergence problems in the expanded sample. All models included the full set of student and 
school covariates and fixed effects for grade and year of test administration, which are omitted from 
the table to conserve space. 
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Figure 1. Adjusted standardized mean differences on items from the most-heavily tested vs. 
least-heavily tested curricular strands in New York, pooled across selected grades and years, 
in New York City and the rest of the state. Top panel shows estimated differences for 
charter schools and traditional district-run public schools; bottom panel displays the same 
estimated difference for district-run schools, plus differences for CMO-operated charter 
schools and non-CMO operated charter schools. 
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 Appendix A: Additional Results 
 
Appendix A.1 
 
Partial results from additional multilevel models using strand difference scores as the dependent variable and 
the charter and CMO/NonCMO predictors (standard errors in parentheses). 

  Charter   CMO NonCMO 
Grade 4: 

    2009 0.021** 
 

0.027* 0.020** 

 
(0.0049) 

 
(0.012) (0.0052) 

2010 -0.0085+ 
 

-0.0048 -0.0093+ 

 
(0.0051) 

 
(0.011) (0.0056) 

2011 0.014* 
 

0.031* 0.011+ 

 
(0.0057) 

 
(0.013) (0.0061) 

Grade 5: 
    2008 0.0082 

 
0.014 0.0057 

 
(0.0056) 

 
(0.0099) (0.0066) 

Grade 6: 
    2008 0.020** 

 
0.042** 0.012 

 
(0.0074) 

 
(0.014) (0.0085) 

2009 0.024** 
 

0.064** 0.0091 

 
(0.0074) 

 
(0.013) (0.0085) 

2010 0.021** 
 

0.049** 0.0096 

 
(0.0063) 

 
(0.011) (0.0073) 

2011 0.010+ 
 

0.024* 0.0056 
  (0.0062)   (0.011) (0.0070) 

** p<0.01, * p<0.05, + p<0.1 
Note. The outcome reliabilities in the replications included here are below .05. All models fit using the 
student and school-level covariates in Table 8; I omit some of these estimates to save space. 
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Appendix A.2 
 
Partial results from additional multilevel models using PS-US difference scores for curricular standard as the 
dependent variable and the charter and CMO/NonCMO predictors (standard errors in parentheses). 

  Charter   CMO NonCMO 
Grade 3: 

    2010 -0.0083 
 

-0.029** -0.0037 

 
(0.0053) 

 
(0.0117) (0.0058) 

2011 0.0062 
 

-0.0014 0.0083* 

 
(0.0039) 

 
(0.0078) (0.0043) 

Grade 4: 
    2007 -0.021*** 

 
-0.035** -0.019*** 

 
(0.0048) 

 
(0.0148) (0.0050) 

2008 0.011** 
 

0.0248* 0.009* 

 
(0.0051) 

 
(0.0140) (0.0054) 

2011 0.0048 
 

0.0069 0.0043 

 
(0.004) 

 
(0.0093) (0.0043) 

Grade 5: 
    2007 0.0059 

 
0.020*** 0.0003 

 
(0.0041) 

 
(0.0075) (0.0048) 

2008 0.013*** 
 

0.017** 0.011** 

 
(0.0042) 

 
(0.0075) (0.0049) 

2009 0.0055 
 

0.0122 0.0029 

 
(0.0048) 

 
(0.0086) (0.0056) 

2010 -0.0069 
 

-0.029*** 0.0016 

 
(0.006) 

 
(0.0107) (0.0068) 

Grade 6: 
    2007 0.026*** 

 
0.043*** 0.020*** 

 
(0.0049) 

 
(0.0092) (0.0056) 

2008 0.018*** 
 

0.024** 0.016*** 

 
(0.0051) 

 
(0.0094) (0.0059) 

2010 0.040*** 
 

0.050*** 0.036*** 

 
(0.0057) 

 
(0.0101) (0.0066) 

2011 -0.020*** 
 

-0.058*** -0.0061 

 
(0.0048) 

 
(0.0086) (0.0054) 

Grade 7: 
    2007 0.019*** 

 
0.013 0.021*** 

 
(0.0061) 

 
(0.0125) (0.0068) 

2008 -0.011 
 

-0.009 -0.012 

 
(0.0068) 

 
(0.0124) (0.0079) 

Grade 8: 
    2007 0.0117 

 
0.0115 0.0117 

 
(0.0091) 

 
(0.0243) (0.0097) 

2008 -0.005 
 

0.0077 -0.0086 

 
(0.0071) 

 
(0.0147) (0.008) 

2009 -0.043*** 
 

-0.046*** -0.042*** 

 
(0.0079) 

 
(0.0146) (0.0091) 

2011 0.0035 
 

0.032*** -0.0097 
  (0.0059)   (0.01) (0.0069) 

*** p<0.01, ** p<0.05, * p<0.1 
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Notes. The outcome reliabilities in the replications included here are below .05. All models fit using 
the student and school-level covariates in Table 9; I omit some of these estimates to save space. 
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Appendix B: Sensitivity to a Logit Transformation 

 I tested the sensitivity of my results using a logit transformation of the PSUS 

difference scores I use as an outcome. The motivation for this is compression in the 

distribution of item p-values, particularly for previously-tested standards items where scores 

of 1, assigned to students who answer all such items correctly, are common. This would be 

of concern if the charter group's score distribution featured this compression to a greater 

degree than that of the district group. 

 I analyzed three different NYS assessments with a reliability of PSUS_diff above .05 

and present the results from the 2010 7th grade test here; the other results are similar. In 

Table B.1, I present the percentages of student PS and US scores that fall below .2 or above 

.8. The percentages are similar for district and charter students. The exception is the upper 

range of PS scores, in which a smaller percentage of the charter group has scores above .8.  

<Table B.1 inserted here> 

 Prior to calculating the logit transformation of the difference score, I imputed values 

of .01 for 0 and .99 for 1. I include the distributions of the original proportion-correct scores 

and the logit transformations for PS and US items in Figure B.1. The logit transformation 

pulls out the tails and results in distributions that more closely approximate a normal 

distribution. 

<Figure B.1 inserted here> 

 However, using the logit-transformed outcome does not affect the results from my 

main model. The original results using the unstandardized and standardized versions of 

PSUS_diff for this grade and year appear in the first two columns of Table B.2. The 

remaining columns include results when the logit transformation of PSUS_diff is the 
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dependent variable instead. Because the results are so similar, I rely on the proportion-

correct scores in my main models for ease of interpretation. 

<Table B.2 inserted here> 
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Table B.1 
 
Percentage of student scores from NYS 2010 7th grade math assessment on previously-tested standards (PS) 
items and untested standards (US) items below .2 and above .8, by student enrollment status 
 District  

(n=195,223) 
 Charter  

(n=2,909) 
 Score<.2 Score>.8  Score<.2 Score>.8 
      
PS items 1,670 

(0.1%) 
89,108 
(45.6%) 

 6 
(0.2%) 

1,084 
(37.3%) 

      
US items 27,389 

(14%) 
19,881 
(10.1%) 

 453 
(15.6%) 

246 
(8.5%) 
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Table B.2 
 
 
Results from multilevel models using different versions of PS-US difference scores for curricular standard as 
the dependent variable and the charter predictor for 2010 7th grade math (standard errors in parentheses). 

 

Prop Correct 
PTUS_diff 

Prop Correct 
PTUS_std_diff 

Logit 
 PTUS_diff 

Logit 
PTUS_std_diff 

Charter 0.0033 0.018 -0.0027 -0.0024 

 
(0.0090) (0.051) (0.049) (0.043) 

Student-level covariates    
Asian -0.048** -0.27** -0.17** -0.15** 

 
(0.0017) (0.0098) (0.011) (0.0099) 

Black -0.0071** -0.040** -0.081** -0.073** 

 
(0.0015) (0.0085) (0.0097) (0.0087) 

Hispanic -0.0018 -0.010 -0.057** -0.051** 

 
(0.0014) (0.0081) (0.0092) (0.0082) 

Low-income 0.0010 0.0056 -0.046** -0.041** 

 
(0.0011) (0.0060) (0.0069) (0.0061) 

School-level covariates     
Proportion Asian -0.074** -0.41** -0.11 -0.10 

 
(0.015) (0.083) (0.078) (0.070) 

Proportion Black -0.038** -0.21** -0.058 -0.052 

 
(0.0079) (0.045) (0.043) (0.038) 

Proportion Hispanic -0.044** -0.25** -0.099* -0.088* 

 
(0.0087) (0.049) (0.047) (0.042) 

Proportion Low-income 0.023** 0.13** 0.028 0.025 

 
(0.0081) (0.046) (0.044) (0.039) 

Constant 0.32** 0.0093 1.75** -0.0016 

 
(0.0015) (0.0086) (0.0082) (0.0073) 

     N 198,132 198,132 198,132 198,132 
** p<0.01, * p<0.05, + p<0.1    
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Figure B.1. Distributions of student scores on previously tested standards (PS) items (top 
panel) and untested standards (US) items (bottom panel) for 2010 7th grade NYS math 
assessment. In each panel, the figure on the left uses the proportion of available points 
earned; the figure on the right uses the logit transformation of the proportion correct. 
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Chapter 2: 

The Impact of Inter-District Integration on Academic Achievement: 

Evidence from Boston 
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Mounting research has established the pivotal influence of school composition in 

students’ academic outcomes (Borman & Dowling, 2010; Kain & O’Brien, 2009; Hanushek, 

Kain & Rivkin, 2002; Berends & Penaloza, 2010; Bohrnstedt, Kitmitto, Ogut, Sherman & 

Chan, 2015; Rumberger & Palardy, 2005). Yet recent efforts to address the nation’s lowest-

performing public schools, which are characterized by high-poverty, high-minority 

enrollments and urban locations (Hurlburt, Le Floch, Therriault & Cole, 2011), have treated 

the demographics of these schools as a given. The main thrust of the federal approach under 

No Child Left Behind and the turnaround schools component of Race to the Top (Gewertz, 

2009; Dee, 2012) was levying sanctions on low-performing schools and investing in their 

restructuring or replacement. Another line of policies, favored by the current administration, 

allows students to opt out of chronically low-performing schools through various choice 

programs: private-school vouchers, charter schools, and initiatives that open up enrollment 

options beyond a child’s neighborhood school (Olson, 2000). However, the available 

alternatives are usually located within the same district and feature broadly similar 

demographics. 

Because of residential segregation, both by race and increasingly by socioeconomic 

status (Reardon & Bischoff, 2011), the only real option for addressing most school 

composition imbalances is to permit enrollment across the boundaries of public school 

districts.  The Milliken v. Bradley (1974) ruling effectively stymied efforts to forcibly 

desegregate schools across these lines, and the long-running tradition of local control over 

public education has worked against regional solutions. However, a handful of metropolitan 

areas developed and continues to implement inter-district integration programs on a 

voluntary basis. These programs give urban students of color the opportunity to enroll in a 

nearby suburban school, with student demographics that are dramatically different from the 
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schools they would otherwise attend. They constitute a test case for the impact of changing 

school contexts on the achievement of urban minority children and a potential alternative 

for policymakers seeking to address the challenge posed by chronically underperforming 

schools. 

However, the limited research on inter-district programs suffers from 

methodological limitations and rests on an outdated assumption about the counterfactual: 

namely, that eligible urban children who do not participate are trapped in low-performing, 

under-resourced neighborhood schools. With the rapid expansion of the charter sector and 

the move towards student assignment plans that incorporate diversity factors, families in 

some urban centers can leverage many different educational options, which may even 

include schools with test scores among the highest in the state. What remains unique about 

inter-district integration programs is the access they offer to settings with “highly 

advantaged” peers, who are mostly white and mostly from families with high levels of 

parental education and social capital (Harris, 2010). As such, these programs afford a rare 

opportunity to study the achievement impact of a sudden and dramatic change in school 

composition on urban students of color. 

I analyze test-score outcomes for K-8 students enrolled in METCO, a desegregation 

program in Boston that started in 1966 and has graduated tens of thousands of students over 

its history.1 In FY 2016, Massachusetts spent a total of $20 million on METCO program 

administration, per-pupil funding allocations to receiving districts near Boston, and 

transportation grants (Commonwealth of Massachusetts, 2015), plus an unspecified 

additional amount through the complex state funding formula known as Chapter 70 

																																																								
1 METCO is an acronym for the Metropolitan Council for Educational Opportunity, Inc. 
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(Apfelbaum & Ardon, 2015).2 Yet the only extant estimates of the impact of this investment 

are simple comparisons of the mean performance of METCO participants to all students in 

Boston Public Schools and the entire state of Massachusetts (Eaton & Chirichigno, 2011; 

Massachusetts Department of Elementary and Secondary Education, 2016).  

The present study is the first to use data on the program’s applicant pool to arrive at 

a causal estimate of the effect of METCO on eligible students. Inconsistent adherence to the 

program’s intended referral algorithm means that comparisons of successful vs. unsuccessful 

applicants are subject to selection bias. However, I leverage exogenous variation in the 

number of resident suburban students to estimate the treatment effect. In grades and years 

where the resident student population is unusually high, suburban districts respond by 

offering fewer METCO seats. I find an inverse relationship between suburban resident 

enrollment and the later test scores of METCO applicants in writing, but not in mathematics 

and English Language Arts (ELA).  

After examining the potential mechanisms by which a change in school composition 

might or might not exert positive impacts on achievement, I provide further background on 

METCO and the challenges associated with quantifying its impact. I then introduce the 

datasets and methodology employed, present the findings from two distinct lines of analysis, 

and discuss potential threats to the validity of my main estimates and the broader 

implications of this study.   

Background and Context 

In inter-district choice programs, two potentially competing effects are at work: the 

effect of each participant’s new school and the effect of changing contexts between 

neighborhood and school (Bischoff, 2011).  The former effect has received far more 

																																																								
2 The $20 million figure excludes aid to five participating districts in Springfield. 
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consideration than the latter. Theories from sociology, economics and psychology offer little 

clarity on the direction in which these effects might be expected to operate. I begin with a 

review of the theoretical work relevant to the impact of their new METCO school 

environment on participating urban students and then discuss the possible consequences of 

the change these students must make from one context to another.    

Direct and Indirect Effects of Highly Advantaged Peers 

Peer effects, defined broadly, are direct and indirect influences of peers’ 

backgrounds, behaviors, and values on the outcomes of a given student – here, their high-

stakes test scores (Sacerdote, 2011). Some theories predict that interactions with “highly 

advantaged” peers will result in higher achievement for participants in programs like 

METCO, relative to the educational options available in their home districts (Harris, 2010).3 

Other theoretical work implies that the benefits of such exposure may be partially offset or 

even eliminated by negative aspects of participants’ experiences.  

An important theory in the first category is epidemic or contagion theory (Jencks & 

Mayer, 1990), which predicts that students emulate the behaviors of those peers belonging to 

the dominant social group. In schools serving mostly highly advantaged children, these 

behaviors are more likely to increase academic achievement, e.g., attending school every day, 

completing homework, and actively participating in class. Harris (2010) modifies this idea in 

his group contagion theory, in which the emulation of behavior occurs within racial and/or 

gender subgroups but not overall. 	Using either theory, METCO parents are selecting a peer 

group that is likely to inspire more academic effort and engagement in their own children. 

																																																								
3 Harris (2010) uses the term “disadvantaged” to refer to minority students from families of lower 
socioeconomic status and “highly advantaged” for white children of affluent, well-educated parents. 
The METCO applicant pool is almost entirely minority and 78% low-income, while resident students 
in the receiving districts are 80% white and only 7% low-income. 
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Along similar lines, the disruption theory posits that students in suburban schools pose 

fewer behavioral challenges that detract from instruction, allowing teachers and students to 

stay focused on learning (Lazear, 2001). Here, the focus is on more on the peers who are not 

present in these schools rather than those who are. If one or two “bad apples” are disruptive 

enough or sufficiently behind academically to monopolize the teacher’s attention, then this 

negatively affects the other students in the class (Hoxby & Weingarth, 2005). In suburban 

schools filled with highly advantaged students, the odds of being in classrooms with such 

peers are arguably lower than in urban districts. 

A final theory summarized by Harris (2010) predicts positive but indirect effects of 

having highly advantaged peers. According to the institutional theory, such schools tend to 

have more funding and higher-quality teachers, who also possess higher expectations for 

their students and teach a “thinking curriculum” that promotes deeper learning and the 

development of skills such as complex problem solving (Noguera, Darling-Hammond, & 

Friedlander, 2011, p. 4; see also Mehta, 2014). If this is true, and empirical research on low- 

vs. high-poverty schools strongly suggests that it is (see, for example, Allensworth, Ponisciak, 

& Mazzeo, 2009; Aud et al, 2010; Clotfelter, Ladd, & Vigdor, 2005), then METCO students 

should achieve at higher levels than if they enrolled in public school located in Boston. 

However, other work suggests that for low-income urban students of color, the 

achievement effect of attending schools with highly advantaged peers, instead of schools in 

their home district, might be negligible. One factor that might limit a positive METCO peer 

effect dates back to the Coleman Report (1966): the idea that home influences and 

background swamp school-level factors in determining student achievement. Research on 

summer learning loss indicates that learning trajectories for students of various backgrounds 

are generally similar during the school year, but that they diverge over the long summer 
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recess when affluent children are engaged in very different activities from poorer ones 

(Downey, 2018). If out-of-school factors are predominant, then even a dramatic change in 

school composition should have a limited effect on test scores. 

 Also, Jencks & Mayer (1990) advance the relative deprivation theory, which predicts 

that less advantaged students become frustrated and put forth less effort when they realize 

they are academically behind their peers. In the METCO receiving districts, resident students 

perform on average about three-quarters of a standard deviation higher than METCO 

participants in both math and ELA, a large achievement gap that is likely evident to the 

students themselves. The boutique theory (Hoxby & Weingarth, 2005) asserts that students 

perform best when they are tracked into classes with those of similar ability, so that they do 

not become bored or demoralized and teachers may focus instruction accordingly. Through 

this lens, the placement of METCO students in classrooms with higher-performing peers 

could actually be detrimental to their achievement, relative to urban schools where they 

would rank higher in the skills distribution.   

A negative peer effect might also result from the racially isolated environments that 

characterize many affluent suburban schools. Minority students report feelings of discomfort 

in suburban schools that lack a multicultural curriculum and a diverse teaching staff (Orfield, 

1997), with white peers and teachers who may harbor negative conceptions of their academic 

ability (Ispa-Landa & Conwell, 2015). Individuals in stigmatized groups can experience 

“belonging uncertainty,” in which insecurities about their social belonging adversely affect 

their school performance (Walton & Cohen, 2007). Ogbu’s work on oppositional culture 

(2004) suggested that black students in mostly white schools often respond by rejecting the 

behaviors of the dominant group, including those that promote achievement. The difficulties 
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of truly integrating into a racially isolated school could therefore prevent minority students 

from realizing achievement gains, even if the quality of education is higher.  

In sum, the theoretical literature on peer effects does not provide clear guidance on 

what the effect of an abrupt and dramatic change in school composition might be on the 

achievement of METCO participants. There are compelling reasons to expect METCO 

participants to benefit directly from the presence of highly advantaged peers and the relative 

absence of high-needs students with behavioral and learning challenges that can pose 

disruptions, as well as indirectly from the institutional advantages that their new schools 

probably offer. But a great deal depends on how the schools and the METCO students 

themselves respond to their enrollment. If METCO participants experience demoralization 

or social isolation that affects their academic progress, then the above benefits may be 

mitigated or even eliminated entirely. 

The Effect of Displacement Between Schools and Neighborhoods 

In her study of the inter-district integration program in East Palo Alto, Bischoff 

(2011) offered an important critique of the extant studies of changes in school context: 

“These studies often discuss the effects of school for students…as if the students were just 

like any other student in the receiving schools. In fact, students who participate in school 

choice programs are often in schools where they share little in common with the other 

students in terms of place of residence, race/ethnicity, religious affiliation, or socioeconomic 

status” (p. 19).  

In the METCO program, many participating students endure bus rides of an hour or 

more to schools that are on average 7% low-income and 80% white. Such long commutes to 

school leave less time for homework and impede participation in extracurricular activities 
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(Holland, 2012). The imperative of arriving at the METCO bus stop as early as 6 AM can 

adversely affect sleep for the entire family. Parents who live and work in Boston, and who 

may rely on public transportation, experience challenges in attending school events and 

conferences with their children’s teachers. This dissociation of school from neighborhood 

has several potentially negative consequences for participants’ achievement, compared to 

school placements that are near their homes.4 

Beyond logistics, however, distance may exacerbate the belonging uncertainty 

experienced by METCO students. Their suburban peers may play in the same athletic 

leagues, attend the same churches, and frequent the same libraries and parks in their after-

school hours. Because their school is embedded in their neighborhood, these students 

typically share common experiences and affiliations that METCO participants do not. This 

disconnect may relegate METCO students to the status of “permanent visitors” in their 

schools (Bischoff, 2011, p. 19).  

While there may be positive longer-term effects in the form of code-switching 

between different contexts (Carter, 2005), the impact of this displacement between schools 

and neighborhoods on students’ test scores seems likely to be negative in the short term. 

While the present study cannot distinguish between this effect and the school composition 

effect discussed in the previous section, it is important to underline the presence of both. 

The impact estimate of any inter-district integration program necessarily conflates the two, 

and generalizes only to interventions where participants experience the same degree of 

dissociation between their schools and their places of residence.  

																																																								
4 On the other hand, there may be negative neighborhood effects associated with attending a nearby 
school. Examples include gang activity, exposure to drugs and violence, and peer pressure to skip 
homework or class.  
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Previous Empirical Research 

A key finding in the empirical work on peer effects is that the average achievement 

of other students in the class does affect a student’s own performance. For example, Hoxby 

(2000) found that a change of one point in peers’ reading scores leads to a 0.15-0.40-point 

increase in a student’s own score. Other extant studies have produced estimated linear 

effects of much larger and smaller magnitude, however.5 Reviews of the peer effects 

literature have also highlighted nonlinearities in effects by race and academic ability. A 

consistent finding is that minority students appear to derive larger benefits from more 

advantaged peers than do whites (Harris, 2010). Hanushek, Kain, and Rivkin (2009) found 

that the percentage of black students in a school is negatively related to the achievement of 

black students, particularly for those in the upper half of the ability distribution. The overall 

import of the empirical research is that the suburban schools attended by METCO students 

should offer positive peer effects on their achievement.  

Issues of data collection and access have hampered research on specific inter-district 

integration programs, since the administration of these programs usually involves several 

districts and often the state’s department of education. But the major obstacle is selection 

bias. Since most of the existing programs do not randomly assign eligible students to 

participate, finding a control group that is equal in expectation to the treated individuals is a 

challenge. Evaluations of programs in St. Louis (Freivogel, 2002; Bowers-Brown, 2015), 

Minneapolis (ASPEN Associates, 2009), and Hartford (Connecticut State Department of 

Education, 2015) all compare participating students to those who remain in urban districts. 

While these studies generally find positive effects on test scores, causal attribution of these 

																																																								
5 Sacerdote (2011) reports estimates from various studies of peer effects as the effect of a 1-point 
shift in the average peer score. For math, these range from -0.12 to 6.8. For reading, the range is 
from -0.10 to 1.4. 
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effects to the intervention is not possible. In each case, the higher performance of enrolled 

students could be due to preexisting differences in family resources and support, student 

motivation, baseline achievement, and many other observed and unobserved characteristics.  

The only credibly causal estimate of achievement effects comes from East Palo 

Alto’s Tinsley program, in which minority elementary students from the Ravenswood City 

district are selected via lottery to attend one of seven nearby suburban districts. Using ten 

years of application data with lottery fixed effects, Bischoff (2011) found small, mostly 

insignificant effects for lottery winners in math and English, but larger effects in science and 

history. The author attributed her results to high-stakes testing of the former subjects but 

not the latter. Because of accountability pressures, Ravenswood may have focused on 

preparing students for the core math and English tests at the expense of their instruction in 

other areas. 

Boston and the METCO Program 

METCO enrolls approximately 3,100 students per year, or about 4% of the school-

aged children residing in Boston.6 The program’s goals are threefold: to provide enhanced 

educational opportunities for participating students, reduce racial isolation in suburban 

districts, and reduce segregation in city schools (Massachusetts Department of Elementary 

and Secondary Education, 2011). Thirty-three public school districts near Boston voluntarily 

participate in the program, which is administered by a nonprofit known as METCO, Inc. 

METCO is one of several options available for K-12 students in Boston: 73% are 

enrolled in Boston Public Schools (BPS) and 12% in charter schools (BPS Communications 

																																																								
6 The METCO program also exists in Springfield, but this study excludes Springfield participants. 
The vast majority of METCO students come from Boston; moreover, the selection process operates 
quite differently in the two cities and is administered by two different agencies. 
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Office, 2016). Another 11% are in private or parochial schools for which I have no data. 

Descriptive statistics on Boston students in the three public education settings confirm that 

METCO participants have different demographics and achievement levels from their peers 

who remain in the city. The first three columns of Table 1 include 2010-11 data for K-8 

students enrolled in METCO, BPS, and Boston charter schools, while the fourth is for 

resident students in the METCO receiving districts. The METCO group is almost 75% 

African-American, a much higher percentage than in the two Boston settings. Only half of 

METCO students are low-income, meaning they qualify for free- or reduced-price meals, 

compared to about three-quarters of BPS and Boston charter students. Students who are 

Limited English Proficient (LEP) comprise only 3% of the METCO group but a third of 

BPS.  

<Table 1 is inserted here> 

The average MCAS scores for Boston charter students are higher than for the other 

two groups of Boston residents, particularly in math, as shown in the last two rows of Table 

1.  This is consistent with lottery and observational studies that have found strongly positive 

test-score impacts for the city’s charter sector. For example, Abdulkadiroglu et al (2009) 

estimated middle-school effects of .09-.17 SD in ELA and .18-.54 SD in math for charter 

students, compared with similar students in BPS.  

The differences in Table 1 imply that simple mean comparisons of the test scores of 

the METCO group to those of the other two Boston groups are subject to bias. However, 

previous work on METCO has been limited to these types of comparisons, due in part to 

data restrictions.7 Eaton & Chirichigno (2011) calculated the percentages of METCO and 

																																																								
7 Angrist & Lang (2004) investigated the effect of METCO program participation on student 
achievement in a single district, Brookline. However, their study focused on the impact on 
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Boston students who scored proficient or above on the 3rd and 6th grade MCAS tests. They 

showed that METCO proficiency rates were consistently higher in both ELA and math from 

2006-10, with larger differences in ELA.8 The authors explicitly acknowledged the problem 

posed by selection bias and conceded that performance differentials could not be attributed 

to the METCO program. Similarly, in its most recent reporting to the state legislature about 

METCO, the Massachusetts Department of Elementary and Secondary Education 

compared 10th grade math and ELA test scores for METCO students vs. those in the state, 

Boston, and Springfield (Massachusetts Department of Elementary and Secondary 

Education, 2016). While the METCO group had the highest percentages scoring at 

proficient or above, these results are purely descriptive. 

Analyses of METCO Impacts 

1. METCO Participants vs. Other Boston Students 

 Data and methods. I began my analysis of METCO impacts by replicating the 

above approach using two state-level datasets: the October enrollment files from 2005-14 

from the Massachusetts Student Information Management System (SIMS), which include 

demographic and attendance information for every K-12 student attending a public school 

in the state, and statewide MCAS datafiles from 2008-14 that include test scores for every 

student assessed in Massachusetts. The SIMS and MCAS files all contain unique state-

assigned student identifiers (SASIDs), enabling accurate merging of the two. I used SIMS 

files to identify students enrolled in METCO, BPS and Boston charter schools and their 

																																																																																																																																																																					
Brookline’s resident white and minority students, rather than the METCO participants who traveled 
to and from the district each day. 
8 It is not clear whether the Boston group includes only BPS students or also those in Boston charter 
schools, and my queries to both authors on this point have not been answered. 
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baseline demographic characteristics. I classified students who were in METCO as of the 

October enrollment count as full-year program participants.  

The three outcomes are Z_Mathtis, Z_ELAtis,, and Z_Writingtis student i’s rescaled 

MCAS mathematics, ELA and writing scores in year t. I used math and ELA test scores 

from grades 3-8, standardized within grade, subject and year using the statewide mean and 

standard deviation. The procedure used by the state’s testing contractor to scale the MCAS 

tests from these years involved the assignment of numerical values to the four performance 

standards across grades (e.g., 240 as the minimum score for Proficient), followed by linear 

interpolation between the points. The resulting scales are not interval, so I rescaled the math 

and ELA tests for each grade and year using a hybrid IRT model in Stata MP 14.9 In the 

Appendix, I test the sensitivity of all results to the decision to use IRT estimates instead of 

the state’s scale scores and show that the choice of scale makes virtually no difference in my 

findings. 

The ELA tests in grades 4 and 7 include a writing prompt, which the state does not 

report as a separate outcome. However, the correlation of the writing prompt scores with 

the rest of the ELA test averages around .60 across grades. This is lower than the score 

correlation of approximately .74 between the ELA and math tests, which purport to measure 

entirely different domains. Therefore, I elected to treat the writing score as a distinct 

outcome in my analyses. I standardized the raw score earned on the writing prompt, which is 

the sum of points assigned by two raters for topic development (0-12 points) and for 

conventions (0-8 points). 

To compare test-score outcomes for Boston students enrolled in METCO, BPS, and 

charter schools, I fit the following model:  
																																																								
9 I used a graded response model for open-response items and a two-parameter logistic model for 
multiple-choice items.  
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(1)  !_!"#$!" = !! + !!" + !!!"#$%!" + !!!ℎ!"#$"!" + !′!! + !!" 

In this model, agt represents fixed effects for MCAS grade-by-year, in order to account for 

any secular trends in the performance of Boston students over the study period. The 

reference category is students attending BPS. Standard errors are clustered on both student 

and school. The parameter of interest is !!, which estimates the average test-score increment 

associated with METCO enrollment compared to enrollment in BPS, controlling for a 

vector of student-level covariates Xi: gender, free/reduced price lunch status, Limited 

English Proficiency status, IEP status, and a set of dummies for the student’s race/ethnicity. 

 In some models, I added weights derived from propensity scores in order to address 

the observed differences between the METCO, BPS and charter groups in Table 1. I 

calculated inverse probability of treatment weights (IPTWs) using the following covariates: 

race/ethnicity, gender, free and reduced-price lunch status, Limited English Proficiency, 

special education status, and birth cohort.10 Incorporating these weights in regression models 

effectively down-weights those treated cases with a higher probability of selection into the 

treatment, while allowing more influence for METCO enrollees who were less likely to 

participate in the program according to their values on the matching covariates but did so 

anyway. Similarly, BPS and charter students with a high probability of not entering METCO 

(1-p) are assigned lower weights by using the inverse, (1/1-p), while those with a lower 

probability receive higher weights (Murnane & Willett, 2011). 

 Findings. Consistent with Eaton & Chirichigno (2011), I find that METCO 

enrollees outperform their peers on average in BPS on all MCAS outcomes, with the 

smallest differences in math. In Table 2, the first column, Model 1A, includes coefficients 
																																																								
10 The weighted samples remain imbalanced on one covariate, free and reduced-price lunch status 
(p=.011 for math, p=.012 for ELA, p<.001 for writing). The conventional threshold for imbalance is 
p=.01. Attempts to address the imbalance in the writing analysis, e.g.,  by interacting the low-income 
variable with other covariates, worsen the problem. 
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from Model 1 without covariates to align with previous work, though my use of rescaled 

scores instead of percent proficient does not permit direct comparisons. The second 

column, Model 1B, corresponds to Model 1 with student-level controls, and the results are 

generally quite similar. The reference group is BPS students, so the METCO coefficient 

gives the adjusted difference in average standardized scores for the METCO group vs. the 

BPS group: about .17 SD in math (Panel A), .33 SD in ELA (Panel B), and .36 SD in writing 

(Panel C). All of these differences are statistically significant at p<.01.  
 
<Table 2 inserted here> 

 However, these same models reveal that the METCO group scores quite a bit lower 

on average than their peers in Boston charter schools. The average adjusted METCO-

charter school score differences are -.31 SD in math, -.10 in ELA, and -.23 SD in writing, 

controlling for the covariates in the model. The math and writing differences are statistically 

significant at p<.05, but the ELA estimate is not.   

 In a sample weighted to adjust for demographic differences in the three groups, 

METCO students’ math performance is statistically no different from that of BPS students and 

.40 SD lower than Boston charter students (see the final column of Table 2, Panel A). The 

METCO-BPS finding is sensitive to how I model the error structure. The naïve standard 

error for the METCO parameter estimate of .06 in this model is only .005, small enough to 

reject the null hypothesis (p<.001).  However, this approach ignores the correlations of 

residuals among observations from the same student and from students within the same 

school. Clustering on student and school results in a ten-fold increase in the standard error 

of the METCO coefficient and reverses the results of the hypothesis test. All tables in the 

paper report the results of models using clustered standard errors. 
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 In the weighted ELA sample, the METCO group outperforms the BPS group by .25 

SD on average, a statistically significant difference. However, METCO students score .16 

SD lower on average than the charter group, and this difference is marginally significant 

(p=.056). The writing differentials in the weighted sample are .42 SD for METCO vs. BPS 

and -.16 SD for METCO vs. Boston charters, but the latter difference is not statistically 

significant.  

   In summary, active METCO students outperform their BPS peers on average in 

ELA and writing but not in math, after adjusting for demographic differences. However, 

they lag behind students enrolled in Boston charter schools, a comparison which does not 

feature into previous work on METCO. I summarize these results for the three MCAS 

outcomes in Figure 1, using the estimates from the unweighted Model 1 with student 

controls (top panel) and from the same model fit with IPTWs (bottom panel). The error 

bars in the figure represent standard errors.  

<Figure 1 inserted here>
 

Of course, the fundamental problem already noted in contrasting program enrollees 

with all BPS students and/or all Boston charter students is that these are not apples-to-

apples comparisons. Students in METCO differ from most students in the other two groups 

precisely because they applied and were accepted to the program. Their families accessed 

information about METCO, completed multiple stages of the application process, usually 

over several years, and passed through additional screening by receiving districts to receive a 

METCO offer, which they then chose to accept over other educational options. My 

comparisons of their performance to BPS or charter school-students do not necessarily 

capture performance differentials caused by METCO enrollment. The differences I found 

above may well be due to other factors influencing both METCO selection and student 
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achievement, such as parental engagement, access to information, and student motivation 

and persistence. Even propensity-score methods like IPTWs rest on an assumption of 

unconfoundedness (Rubin, 1990) – namely, that selection does not depend on any 

unobserved factors not accounted for by the covariates used to estimate the propensity 

scores. In the weighted sample, I still would expect estimates for the METCO enrollment 

effect to be biased upwards by other variables for which I have no measures.  

2. METCO Referred Vs. Unreferred Applicants 

A better contrast may be found within the subgroup of Boston students who applied 

to METCO, as these students are arguably more similar on unobserved characteristics such 

as family engagement and access to information on educational options. This strategy 

requires a more in-depth understanding of the program’s placement procedures, which I 

obtained through extensive reviews of students’ application folders and discussions with 

METCO, Inc. placement staff and administrators.  

The METCO selection process is lengthy and complex, and I outline its steps in 

Figure 2. All students residing in Boston are eligible, except those with out-of-district special 

education placements; in practice, nearly all applicants are nonwhite. Eligible parents may 

register their children for METCO beginning in infancy. To formally apply, they must attend 

one of several information sessions held in the fall prior to their child entering kindergarten 

(or, for older applicants, the year before the child would enroll in METCO), and then 

complete and return an application packet, which includes a copy of the child’s birth 

certificate, proof of residency, health records, and a cumulative school record if the child has 
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already attended another school. This paperwork must be updated each year if the child is 

not placed and would like to remain on the active wait list.11 

<Figure 2 is inserted here> 

All children with complete packets are eligible for referral to suburban districts. 

Every year, each of the 33 participating suburban districts provides the METCO central 

office with an estimate of the number of slots by grade and gender it will have available for 

new METCO students in the coming school year. Most district requests are for younger 

students; approximately 70% of students enter the program in grades kindergarten through 

two. These requests come in as early as November and as late as May. The placement staff 

then forwards completed packets to each district on a rolling basis. A student’s file goes to 

only one district at a time and is considered pending until the district makes a decision. 

Approximately 73% of students who are referred go on to enroll in the program; the others 

do not receive an enrollment offer from the district or choose to decline the offer once it is 

made.12 

METCO, Inc. has a selection algorithm that is intended to determine the order in 

which applications are referred to districts. Siblings of enrolled students should receive first 

priority, unless the receiving district judges that the parents have been uncooperative or that 

the enrolled child is not experiencing success in the program. Once siblings have been 

accounted for, the METCO placement staff should pull folders for the remaining spots 

																																																								
11 METCO, Inc. reports over 10,000 students on its “active wait list,” but this includes students who 
have not updated their paperwork and are therefore not eligible for referral.  
12 Program policies prohibit districts from rejecting children who comply with application 
requirements, but many districts impose more such requirements at this stage of the process. Most 
require both the child and parent(s) to come in for an in-person interview; others also hold a 
mandatory orientation, conduct diagnostic assessments, and require that the child attend summer 
school. If at any point the parent does not comply with these requirements, the district can decline to 
accept the placement. METCO districts can also decline a placement due to “lack of space,” meaning 
that their projected enrollment for the upcoming school year has changed; this is the most frequent 
rationale given for declines. 
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based on the order in which families registered for the program. However, applicants who 

have already been referred to one or more districts, but were declined, may receive priority. 

Also, the child’s race/ethnicity is a factor, since METCO, Inc. is trying to make its program 

demographics more closely resemble the Boston Public Schools. The placement staff 

employs an annual referral target of 30-40% Latinos and Asians, so a student in one of these 

underrepresented groups can be referred ahead of an African-American child who applied 

earlier. 

According to this intended algorithm, then, METCO assigns referrals separately 

within four categories of students: (i) students of any race or ethnicity with a sibling already 

in a METCO district; (ii) black, (iii) Latino, and (iv) Asian. Within each category, referrals are 

to be given in the order families applied, with older applications referred first.  

Data and methods. Using records from the METCO, Inc. applicant database, I 

compare the average test-score outcomes of those applicants who received referrals in their 

first year of eligibility with those of students who also fulfilled application requirements but 

did not receive referrals. The dataset contains METCO applicants from 1997-2013 but does 

not include their SASIDs, so I matched applicants to the SIMS and MCAS records using 

first name, last name and date of birth with Stata’s reclink routine. About 9 percent of 

records did not match, partly because of data entry errors, but also because students whose 

families opted for private school or who left the state after they applied to METCO do not 

appear in the SIMS and MCAS databases. The merged person-period dataset contains 11,941 

person-period observations from 3,391 METCO applicants to grades K-8, who were born 

between September 1, 1998 and August 31, 2005 and who submitted a complete application 

at least once prior to the 2013-14 school year. About 58% of these students were actually 

enrolled in METCO for a year or longer during the study period. 
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If the METCO selection algorithm was rigorously applied, then referral is plausibly 

ignorably assigned conditional on race, sibling status, and date of program registration. I 

employ ordinary least-squares (OLS) regression models by grade to estimate the average 

difference in standardized test scores between referred and unreferred applicants: 

(2) !!"#$!"# = !! + !!" + !!!"#"$!" + !!!"#$"%&!" + !!!"#$! + !!!"#$!" + !!!"#$%!_!"#!!" 

+!′!! + !!"# 

In this specification, agt is a vector of grade-by-year-of-test dummies and εtis is a 

student-specific error term that allows for the correlation of residuals for students attending 

the same school s in the same year. The indicator Referit takes a value of 1 for students who 

received a METCO referral in their first year of eligibility for the program and 0 otherwise.13 

Elapse_testit captures the time between the student’s year of eligibility and the MCAS test 

score in each observation. The vector of student covariates Xi includes dummies for the year 

of their initial METCO eligibility, in addition to the variables described above. The 

parameter of interest is again !!, which estimates the difference in average standardized 

mathematics scores between students who received a referral and those who did not, 

controlling for the student-level covariates listed and described above. 

 Findings. I find no statistically significant relationship between a METCO referral 

and later MCAS scores in mathematics and modest relationships for ELA and writing, 

controlling for the covariates in the model. In Table 3, the first column corresponds to 

model (2) fit within the full sample of applicants. Results in Panel A indicate that the average 

																																																								
13 Inconsistencies in the recording of referrals by METCO, Inc. affect the accuracy of this variable. 
In my review of application files, I found dozens of referrals that were noted in the paper file but 
never entered into the application database, and a much smaller number of cases where no referrals 
were ever recorded for students who became active in the program (and who therefore must have 
been referred). Due to time constraints, I limited my review primarily to those applicants who never 
became active in the program. I corrected all the inaccuracies that I found, but I was able to verify 
data using the paper files for only 39% of applicants in my sample. 
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MCAS math performance of those who received referrals is not statistically different from 

those who remained on the wait list in the full sample.  For the other outcomes shown in 

Panels B and C, I find modest but statistically significant differences between referred and 

unreferred applicants in the full sample, controlling for the covariates in the model: 

approximately .09 SD for ELA and .11 SD for writing. 

<Table 3 is inserted here> 

These estimates of the average difference between referred vs. unreferred applicants 

are very sensitive to which baseline controls I include. In model (3), I add the student’s 

number of school absences from the year of initial METCO eligibility; because so many 

students apply for kindergarten when they are not yet enrolled in public school, this variable 

is available for only about 60 percent of the sample. In model (4), I add baseline MCAS 

scores in math and ELA from that same year. Because relatively few METCO applicants 

apply as late as 4th grade, only 8 percent of the observations from the full sample have 

baseline scores, with the usual implications for statistical power. The results of these models 

appear in Table 3, which also includes the results of the original model (2) fit within the full 

sample and each of the smaller subsamples for easy comparison.  

 I find that while controlling for baseline attendance information has little impact on 

the estimated difference in scores, the inclusion of baseline test scores changes the 

magnitude and statistical significance of the results. For all three outcomes, it appears that 

much of the variation attributed to METCO referral in model (2) is actually due to baseline 

performance. Within the small sample of older students with baseline test scores, the 

estimated difference between referred and unreferred students is .2 or .3 SD without those 

scores in the model, but near-zero and not statistically significant with them included. 
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Including baseline scores reverses the sign of the math difference and reduces the ELA 

difference by almost 90% and the writing estimate by nearly 70%. 

 If the referred and unreferred groups were equal in expectation, the inclusion of 

baseline scores should not affect the findings so dramatically. I observe these pronounced 

changes in a very small sample of older applicants, so it is certainly possible that these 

students differ from each other in ways that younger referred and unreferred applicants do 

not. However, these results raise questions about whether METCO referral is in fact 

ignorably assigned, which I explored in a series of descriptive analyses. 

 First, I observe marked differences between the referred and unreferred groups on 

observed characteristics, as shown in Table 4. Demographic differences between these 

groups are statistically significant at p<.05 for low-income status, gender, IEP, and the Asian, 

Hispanic and White race/ethnicity dummies. Most of these variables factor into the selection 

algorithm, which may account for the observed differences. However, there are two 

important exceptions: family income and the baseline scores discussed above. These scores 

were not in students’ application folders at the time referral decisions were being made, yet 

the mean scores for the unreferred group were nearly half a standard deviation lower than 

the referred group.  

<Table 4 is inserted here> 

 These disparities in family income and baseline scores cast doubt on the exogeneity 

of METCO referral assignment.  Students selected for METCO referral appear likely to 

perform better on MCAS outcomes because of preexisting differences between the two 

groups, not just because of program exposure. 

Additional evidence from the METCO application records indicates that METCO 

placement staff did not adhere strictly to the selection algorithm in assigning referrals. In 
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Table 5, I show counts of actual referrals and of students who should have been referred had 

the algorithm been strictly followed. The table is for a subsample of 1,181 black and 

Hispanic applicants to kindergarten from 2004-10.14 The vast majority of the kindergarten 

applicants in this group received referrals, and the algorithm predicted 85% of those 

referrals. However, the referral decisions on 300 applications were not in accordance with 

selection rules: 150 students were not referred who should have been, given their dates of 

registration, and another 150 were referred in their stead. This means that 25% of the total 

applicants were referred or not referred using some decision rule apart from the algorithm.15  

<Table 5 is inserted here> 

 These deviations mean that the identifying assumption underlying model (2) does 

not hold consistently. Because referral is not ignorably assigned conditional on race, sibling 

status, and date of program registration, the estimates in Table 3 are almost certainly biased 

upwards. Moreover, the evidence from including baseline test scores in the subsample of 

older applicants indicates that this bias is likely severe. 

3. Variation in Suburban Enrollment 

 In my final set of analyses, I use variation in enrollment that is unrelated to who 

applies to METCO. Instead of relying on which students are enrolled in the program or 

which receive a referral, I instead capitalize on the exogenous variation in resident enrollment 

in METCO receiving districts during the study period. Each year, these districts extend 
																																																								
14	This total includes all applicants in this category except 51 students who enrolled in METCO as 
kindergartners, according to the state SIMS database, but who did not appear in METCO, Inc. 
application records. It appears that many of these students had elder siblings already in the program; 
since students with siblings usually received automatic referrals, their exclusion here would not affect 
my results.	
15 My review of many years’ of application folders uncovered many factors affecting referrals beyond 
those in the algorithm: the frequency and tone of interactions between the parent/guardian and staff 
at METCO, Inc., the proximity of the child’s home to existing METCO bus routes to a given 
district, and the child’s grades and attendance at his or her current school. 
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offers to METCO students based at least in part on their projections of how many children 

who reside within their boundaries will enroll. The identifying variation for these analyses is 

the yearly fluctuation in the enrollment of these resident students, holding grade constant. I 

define resident students to be children who live within the boundaries of these suburban 

districts and enroll in their public schools; this group excludes METCO participants, all of 

whom are non-residents. 

Data and methods. My identification strategy rests on the exogeneity of this 

variation in resident enrollment, which should be unrelated to the METCO applicant pool 

and its future academic outcomes except as it influences the number of successful applicants. 

I discuss potential threats to this identification below.  

I assign applicants to risk sets based on the year and grade they were first eligible for 

a METCO referral (e.g., incoming kindergartners in 2005). In grades and years where 

receiving districts experience an enrollment “boom,” there should be fewer seats available 

for nonresident students through the METCO program. For example, if districts expected 

their number of resident kindergartners to increase in 2010 compared to 2009, they could 

respond by offering fewer METCO seats to the applicants in the 2010 risk set. I hypothesize 

that the later average MCAS outcomes for METCO applicant risk sets will be lower in these 

cases than in grades and years where resident enrollment was, for whatever reason, below 

the long-term average. 

The yearly fluctuations in the number of resident or “member” students at each 

grade level are indeed strongly correlated with the number of new METCO seats offered 

(r=-.78). “New METCO seats” refers to those openings that did not occur because of 

program attrition or retention within grade of already-enrolled METCO students. I do not 

have accurate data on the number of actual offers made; instead, I use the October 
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enrollment counts of METCO participants in each grade/year. It is possible that one or 

more districts had open seats that were offered to applicants but ultimately went unfilled, in 

which case my count of new seats would be too low.  

This problem is one reason why I do not rely on the “new METCO seats” variable 

in my analyses. Another is that this variable is endogenous, since receiving districts are able 

to adjust their number of METCO seats after receiving their referrals and evaluating the 

applicants. Rather than accept students they believe will be unsuccessful in the program, 

districts may elect to reduce their number of METCO seats in a certain grade and year.  

The analytic model is: 

 (5)  !_!"#$!"# = !! + !! + !!!"_!"#"$#!! + !!!"#$%&_!"#!!" + !′!! + !!"# 

 The key predictor is Ln_suburbss, the log of the total projected resident enrollment in 

METCO receiving districts in the year and grade of eligibility for risk set s. Since I do not 

possess the projected enrollment figures available to districts in the preceding spring, 

Ln_suburbss is the actual enrollment total from the fall SIMS file. The parameter of interest is 

!!, the causal effect of a change in suburban enrollment on the average standardized MCAS 

score of METCO applicants for the same grade, controlling for the covariates described 

above. A negative and statistically significant estimate of !! would serve as confirmatory 

evidence of a causal METCO effect on applicants’ test scores. 

 In this specification, Elapse_testit captures the time between the student’s year of 

eligibility and the MCAS test score in each observation. This variable, which ranges from 1 

to 10, improves the precision of the parameter estimates of interest. εist is a student-specific 

error term. I cluster the standard errors on the year and grade of METCO eligibility, in order 

to allow for the correlation of residuals for students in the same risk set. 
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 The terms θh	and πu	represent fixed effects for the grade and year of METCO 

eligibility, respectively; these take the same value for all students in risk set s. I include grade 

fixed effects to control for differences between younger and older applicants, and year fixed 

effects to remove secular trends in the mean performance of METCO applicants (shown in 

Figure 3) and in suburban enrollment (Figure 4) over time. I also fit a set of models with a 

linear term for year and obtained very similar results.  

<Figures 3 and 4 are inserted here>  

The sample for this analysis included 48 risk sets for ELA and math outcomes and 

40 for writing.16 Because the majority of students apply to METCO at a young age, the 

number of person-period observations per risk set was highly variable. The minimum of 

seven was for the group of incoming 8th graders in 2013, who could each contribute only 

one year of test scores; the maximum was 1,137 for incoming kindergartners in 2006, who 

could each contribute up to six years of test scores. 

 Findings. I find a statistically significant, negative relationship between later scores 

and logged suburban enrollment only for the writing outcome. In Table 6, I display the 

results of the above model, which includes student demographic controls. The coefficient on 

the log of suburban enrollment is not statistically significant from zero for both math and 

ELA. In writing, the effect is in line with my hypothesis: In grades and years in which the 

resident student enrollment in METCO receiving districts increases, there is a corresponding 

decrease in the later average MCAS writing scores, but not in math and ELA scores, for the 

applicants to the program.  

																																																								
16 I excluded 34 students from 9 risk sets whose date of birth placed them in the first cohort of my 
sample, but who had been retained in grade prior to their year of METCO eligibility. For the writing 
analyses, I excluded 8 additional students from risk sets that each contained two or fewer 
observations with writing scores. 
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<Table 6 inserted here> 

 I interpret the magnitude of the writing effect for a 2.5% increase in suburban 

resident enrollment, which is well within the bounds of the data.17 My assumption is that 

such a change would cause receiving districts to cut back their number of METCO offers in 

that grade/year, which would directly affect only the few applicants who would otherwise 

have received an offer. The estimated effect of the change, however, is spread across all the 

students in the risk set, and averages to a .06 SD decrease in their subsequent writing scores. 

While the results of these analyses offer little insight on what the experimental impact of a 

METCO offer would be for an individual student, they establish the existence of a positive 

and causal ITT effect for METCO applicants as a group.  

 Threats to validity. There are at least two potential threats to the validity of these 

estimates. First, resident enrollment in METCO districts might rise if the top-performing 

students were moving out of Boston to those suburbs. This could in turn depress the quality 

of inner-city schooling options available to the applicants who do not enroll in METCO. If 

this were true, the negative relationship I find between suburban enrollment and average 

MCAS scores for risk sets of METCO applicants might be at least partly due to worsening 

Boston public schools, not only increased exposure to the METCO program. 

 However, data on incoming resident students in METCO receiving districts indicate 

this is very unlikely. Of 1,918 new 4th-8th grade suburban students in the 2011-12 school year, 

for example, only 61 had taken the MCAS the previous year in BPS. Since BPS enrollment 

was roughly 3,500 in each of these grades, any peer effect accruing from the loss of these 61 

																																																								
17 The total K-8 resident enrollment in receiving districts increased steadily over the entire study 
period, from 73,159 in 2004 to 77,611 in 2013. Within grade levels, K enrollment fluctuated the 
most, with annual changes of -4.3% to +4.7%. For grades 1-8, annual enrollment changes within 
grade were generally smaller and more consistently positive, ranging from -2.8% to 3.9%.   
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students would likely be minuscule on the students who remained in the district. Moreover, 

their mean standardized MCAS scores were -.48 in math and -.67 in ELA, so they were not 

generally in the upper tail of the BPS performance distribution. 

 The second potential threat relates to the possible negative effects of the denial of 

METCO admission. In grades/years with increases in resident enrollment in receiving 

districts, fewer urban applicants receive METCO offers, and their failure to gain access to 

the program might be demoralizing to them. If this negatively affects their academic 

engagement and progress in their future schools, their later test scores would be lower as a 

result.  

 Other research has uncovered evidence of this type of effect on student motivation 

and achievement. For example, Hastings, Neilson & Zimmerman (2012) found that high 

school truancy rates decreased among school choice lottery winners after they learned they 

had been accepted, but before they had enrolled in their new schools. Evidence of 

demoralization from the receipt of negative information comes from the Massachusetts high 

school exit exam; Papay, Murnane & Willett (2010) found that low-income urban students 

who failed the math exam were more likely to drop out the next year, compared to those 

who barely passed. 

 The available evidence indicates that demoralization among unaccepted METCO 

applicants, many of whom go on to attend charter schools or their preferred schools within 

BPS, is likely minimal.  I do not have data on students’ performance grades or rankings, and 

the children in the present sample are too young to have dropped out of school, so the 

approaches cited above are not appropriate here. Instead, I investigate the effect of being 

denied a METCO referral on school attendance as potential evidence of demoralization. Of 

the 1,405 applicants with non-missing attendance data in the METCO sample, about 30 
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percent did not receive a METCO referral. Students in this group missed an average of 7.8 

days of school in their baseline year of initial METCO eligibility and 8.2 days in the 

subsequent year, when any demoralization effect would have occurred. Results from a 

regression of the next year’s absences on METCO referral, baseline absences, and the usual 

student demographic covariates indicate that the adjusted effect of METCO referral is not 

statistically significant (p=.96).  

Discussion 

 Of the three lines of analysis pursued in this study, only the first bears any relation to 

previous work on METCO: the comparisons of MCAS performance by active METCO 

students and their peers in Boston. My estimates advance the understanding of METCO 

participants’ academic achievement in two important ways. First, with the inclusion of 

demographic controls and inverse probability of treatment weights to account for observed 

differences between groups, METCO students perform significantly better than their BPS 

peers in ELA and writing but no better in math. The math result is of particular importance 

given that the unadjusted performance differentials reported previously all favored METCO. 

 Second, this study compares the performance of METCO students to that of their 

peers in Boston’s charter schools for the first time. Charter schools account for a growing 

share of public-school enrollment in the city, and about 31% of the applicants who did not 

enroll in METCO attended a Boston charter school at some point during the study period. 

In both unweighted and weighted samples, students in these settings perform far better on 

average in math than do the METCO students attending suburban schools, controlling for 

student demographics. Estimates for writing and ELA are in the same direction but not 

significant at the .05 level.  The comparison to charter schools therefore complicates the 
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narrative about METCO students’ relative academic performance, which previous accounts 

held to be uniformly positive. 

 My second line of analysis limits the sample to students who successfully completed 

the METCO, Inc. eligibility requirements and yields entirely novel estimates of the 

program’s effectf. This restricted sample divides into two groups who are similar on more, 

but not all, dimensions: students who were eligible and received a referral to a METCO 

district, and students who were eligible but remained on the wait list. These are all children 

whose families initiated and persisted with the lengthy application process until all 

requirements for a referral were complete.  

 I find no statistically significant difference between these groups in math and modest 

effects of about +.1 SD in ELA and writing.  However, the assignment of METCO referrals 

is not random, and students who are referred are less likely to come from low-income 

families, have an Individualized Education Program (IEP), and have low baseline test scores 

than those who are not. As these are all factors associated with academic achievement, even 

the modest intent-to-treat estimates I obtain from this sample are likely biased upwards. I 

find confirmatory evidence of this when I control for baseline test scores, which are only 

available for the small minority of students who applied in 4th grade or later. The addition of 

baseline scores reduces the estimated METCO effect by 70-90% for ELA and writing and 

actually reverses the sign of the effect for math. While these estimates derive from a very 

limited of older applicants, who probably differ on unobserved characteristics from the rest 

of the sample, the dramatic impact of baseline scores is powerful evidence of bias in my 

main ITT estimates. Had the program’s selection algorithm been rigorously followed, these 

estimates could be interpreted as the causal effect of a METCO referral, but the available 

evidence suggests that this was not the case. 
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 However, using a third and final analytic approach, my work offers only the second 

causal estimate of the impact of an inter-district integration program on academic 

achievement. I find that an increase in resident suburban enrollment causes lower average 

standardized test scores among urban applicants in writing but not in math or ELA. The 

only credible explanation for the writing effect is the reduced exposure of these applicants to 

the program. This is true despite the presence of many other educational alternatives within 

the city of Boston, including some very high-performing charter schools, and access to other 

out-of-neighborhood BPS schools via a flexible student assignment algorithm. The writing 

effect is positive and statistically significant across all of my analyses. 

 This study focuses exclusively on high-stakes test score outcomes, which suffer from 

two potential problems. First, the existing literature on desegregation programs has found 

mixed impacts of proximate test-score impacts. There is more consistent support for effects 

on distal outcomes such as the number of years of education completed, graduating from 

high school, and college enrollment and persistence. In a companion paper, I incorporate 

National Student Clearinghouse data to analyze some of these outcomes for METCO 

applicants and find more consistent and sizeable effects, albeit with the same concerns about 

selection bias. 

 Second, differential accountability pressures in receiving vs. sending districts may 

influence the effect of inter-district integration programs on high-stakes test scores. The 

phenomenon of score inflation refers to increases in students’ test scores that do not reflect 

commensurate gains in their mastery of the underlying academic domain being assessed 

(Koretz, 2005). Considerable evidence links accountability systems based on high-stakes 

standardized assessments with various forms of inappropriate test preparation, including 

instructional reallocation, coaching, and even cheating. If public schools in cities like Boston 
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are under greater pressure to increase their test scores, they may devote more of their 

curricula and instructional time to preparation for these specific tests than do the suburban 

schools participating in METCO. Moreover, I show in another dissertation paper that 

charter schools face incentives that particularly encourage test preparation and that their 

students’ average high-stakes test scores appear to be differentially more inflated than those of 

similar students in district-run schools. Thus, the score differentials between METCO 

applicants in these categories of schools may reflect differences in inflation as well as in 

student mastery of the underlying domains. 

 Previous work offers confirmatory evidence of more inflation in the high-stakes test 

scores of low-income and black or Hispanic students (see Koretz et al, 2016 for a summary 

of this literature). As cited above, the sparse empirical research on inter-district integration 

programs has found larger and statistically effects on participants’ scores in history and 

science, which are excluded in school accountability determinations, than in math and ELA 

(Bischoff, 2011). Taken together, these findings suggest that all of my METCO impact 

estimates using high-stakes test scores as a proxy for academic achievement may be 

downwardly biased due to score inflation. In future analyses, I plan to add results from the 

MCAS science assessments in grades 5 and 8, which did not factor into the state’s AYP 

determinations during the study period, to see if the estimated METCO effect is larger in 

this subject.  
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Tables and Figures 

Table 1 

 
Enrollment figures and mean test scores from 2011-12 for the METCO program, Boston Public Schools, 
Boston charter schools, and the 33 METCO receiving districts, grades K-8 

  METCO BPS 
Boston 
Charter 

Receiving 
Districts 

Students 2,134 35,778 4,742 76,923 
Schools 132 95 24 170 

     Low-income 0.50 0.71 0.75 0.07 
Female 0.53 0.48 0.50 0.49 
LEP 0.03 0.34 0.08 0.03 
IEP 0.22 0.17 0.15 0.13 

     Asian 0.03 0.08 0.03 0.10 
Black 0.73 0.32 0.57 0.02 
Hispanic 0.18 0.45 0.28 0.04 
White 0.01 0.12 0.10 0.80 

     MCAS math -0.32 -0.41 0.01 0.54 
MCAS ELA -0.18 -0.58 -0.08 0.55 

Note. The MCAS ELA scores include the writing prompt reported as a separate outcome in 
later tables.  
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Table 2 
 
Results from unweighted and weighted fixed-effects regressions predicting standardized MCAS math, English 
Language Arts and writing scores of 3rd-8th grade public-school students residing in Boston (robust standard 
errors in parentheses) 
  Unweighted   Weighted 
  Model 1A Model 1B 

 
Model 1A Model 1B 

A. Math (n=118,061) 
METCO 0.13* 0.17** 

 
0.082 0.063 

 
(0.056) (0.039) 

 
(0.070) (0.052) 

Charter 0.49** 0.48** 
 

0.50** 0.46** 

 
(0.12) (0.097) 

 
(0.11) (0.10) 

      R2 0.03 0.30 
 

0.04 0.29 
B. English Language Arts (n=117,642) 

METCO 0.39** 0.33** 
 

0.30** 0.26** 

 
(0.052) (0.038) 

 
(0.056) (0.045) 

Charter 0.54** 0.43** 
 

0.54** 0.42** 

 
(0.11) (0.082) 

 
(0.11) (0.087) 

      R2 0.04 0.33 
 

0.04 0.30 
C. Writing (n=39,599) 

METCO 0.36** 0.36** 
 

0.45** 0.42** 

 
(0.062) (0.050) 

 
(0.090) (0.052) 

Charter 0.65** 0.58** 
 

0.65** 0.59** 

 
(0.13) (0.11) 

 
(0.13) (0.11) 

      R2 0.04 0.22 
 

0.15 0.35 

      Student-level controls No Yes   No Yes 
Notes. The reference category is African-American students attending Boston Public Schools (BPS). 
Standard errors are clustered on student and school. All models include fixed effects for MCAS 
grade-by-year. The weighted models employ inverse probability of treatment weights (IPTWs) to 
adjust for differences between enrollment groups. The math sample includes observations from 
36,787 students in 270 schools; the ELA sample includes observations from 36,589 students in 269 
schools; the writing sample includes observations from 28,902 students in 244 schools. 
** p<0.01, * p<0.05, + p<0.1 
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Table 3 
 
Results from high-density fixed-effects regressions predicting standardized MCAS math, English Language 
Arts and writing scores of 3rd-8th grade METCO applicants (robust standard errors in parentheses) 

  Full Sample   
Subsample with 

baseline absences   
Subsample with 
baseline scores 

  Model 2   Model 2 Model 3   Model 2 Model 4 
A. Math 

Referred 0.0087 
 

0.019 0.021 
 

0.20* -0.084 

 
(0.045) 

 
(0.052) (0.051) 

 
(0.10) (0.071) 

Baseline absences 
   

-0.006* 
  

-0.0045 

    
(0.002) 

  
(0.0048) 

Baseline MCAS math 
      

0.49** 

       
(0.038) 

Baseline MCAS ELA 
      

0.12** 

       
(0.041) 

N 11,870 
 

6,967 6,967 
 

996 996 
R2 0.12 

 
0.14 0.14 

 
0.19 0.54 

B. English Language Arts 
Referred 0.087* 

 
0.094+ 0.096* 

 
0.32** 0.040 

 
(0.043) 

 
(0.048) (0.048) 

 
(0.096) (0.074) 

Baseline absences 
   

-0.005** 
  

-0.004 

    
(0.0018) 

  
(0.004) 

Baseline MCAS math 
      

0.17** 

       
(0.039) 

Baseline MCAS ELA 
      

0.49** 

       
(0.052) 

N 11,890 
 

6,974 6,974 
 

997 997 
R2 0.13 

 
0.16 0.16 

 
0.24 0.56 

C. Writing 
Referred 0.11* 

 
0.088 0.091 

 
0.20* 0.063 

 
(0.050) 

 
(0.057) (0.057) 

 
(0.099) (0.10) 

Baseline absences 
   

-0.007** 
  

-0.003 

    
(0.002) 

  
(0.009) 

Baseline MCAS math 
      

0.086 

       
(0.060) 

Baseline MCAS ELA 
      

0.22** 

       
(0.080) 

N 3,972 
 

2,321 2,321 
 

357 357 
R2 0.10   0.11 0.11   0.20 0.27 

Notes. The reference category is African-American students. Standard errors are clustered on student 
and school. All models include student-level controls and fixed effects for MCAS grade-by-year and 
grade of eligibility.  
** p<0.01, * p<0.05, + p<0.1  
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Table 4 
 
Enrollment figures and mean standardized test scores for seven cohorts of METCO applicants to grades K-8, 
by whether they were referred to a suburban districts in their first year of eligibility or not 

  
Not 

Referred Referred 
Grade level: 

     K-2 488 2,228 
   3-5 203 295 
   6-8 61 116 

   Low-income 0.87 0.76 
Female 0.47 0.52 
LEP 0.13 0.12 
IEP 0.12 0.04 

   Asian 0.02 0.04 
Black 0.61 0.62 
Hispanic 0.32 0.28 
White 0.02 0.004 

   Baseline math -0.50 -0.06 
Baseline ELA -0.50 -0.11 

   N 752 2,639 
N with baseline scores 156 207 

Notes. Sample includes applicants born between September 1, 1998 and August 31, 2005. All values 
for demographic variables are from the student’s first year in a Massachusetts public school except 
for IEP, which is from the student’s initial year of METCO eligibility. 
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Table 5 
 
Referral statistics for METCO, Inc. black and Hispanic applicants to kindergarten, 2004-10, by whether 
students were actually referred to suburban districts and whether they should have been referred according to 
the program’s selection algorithm 

  
Not Referred 

(Actual) 
Referred 
(Actual) 

Not Referred by 
Algorithm 

41 
(21%) 

150 
(15%) 

   Referred by 
Algorithm 

150 
(78%) 

840 
(85%) 

   Total 191 
(100%) 

990 
(100%) 

Note. The counts in the table do not include 51 black and Hispanic students who enrolled in 
METCO as kindergartners but could not be matched to the METCO, Inc. application records. 
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Table 6 
 
Results from high-density fixed-effects regressions predicting average standardized MCAS scores of the 3rd-
8thgrade METCO applicants in a given risk set from variation in resident enrollment in METCO receiving 
districts (robust standard errors in parentheses) 
  Math ELA Writing 
Ln_suburbs -0.11 0.19 -2.24* 

 
(0.89) (0.85) (1.07) 

Asian 0.97** 0.74** 0.44** 

 
(0.076) (0.089) (0.068) 

Hispanic 0.099* 0.094* 0.025 

 
(0.037) (0.038) (0.044) 

Other race/ethnicity 0.21** 0.22** 0.10 

 
(0.061) (0.048) (0.065) 

White 0.20 0.19 0.0092 

 
(0.15) (0.14) (0.15) 

Low income -0.31** -0.35** -0.25** 

 
(0.045) (0.042) (0.033) 

IEP -0.44** -0.59** -0.45** 

 
(0.078) (0.078) (0.082) 

LEP -0.0072 -0.13** -0.079* 

 
(0.050) (0.047) (0.038) 

Female 0.022 0.27** 0.43** 

 
(0.032) (0.031) (0.032) 

Sibling -0.032 -0.054* -0.034 

 
(0.024) (0.022) (0.039) 

Elapse_test 0.026** 0.031** 0.030** 

 
(0.0057) (0.0049) (0.0062) 

    N 11,870 11,890 3,972 
R2 0.096 0.116 0.097 
Number of risk sets 48 48 39 
 Notes. The reference category is African-American students. Standard errors are clustered on risk set. 
All models include fixed effects for grade and year of initial METCO eligibility.  
** p<0.01, * p<0.05, + p<0.1 
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Figure 1. Adjusted mean MCAS standardized scores in grades 3-8 for BPS, METCO and 
Boston charter-school students, from unweighted fixed-effects models (top panel) and fixed-
effects models using inverse probability of treatment weights (IPTWs) (bottom panel). 
Scores have been rescaled so that the BPS mean is zero for ease of interpretation. Error bars 
represent standard errors.	
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Figure 2. METCO selection process. Shaded boxes represent the points at which eligible families may be excluded from the program in a 
nonrandom manner. I limit my analytic sample to those students who enter the “Referral, Admission and Enrollment” stage of the 
process.
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Figure 3. Average standardized MCAS scores of METCO applicant sample pooled across 
grades 3-8, by subject and schoolyear. 
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Figure 4. Total enrollment of resident suburban students in participating METCO districts 
for grades K-2 (top panel) and grades 3-5 (bottom panel), by year.  
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Appendix 

The outcomes studied in this paper are 3rd-8th grade standardized test scores from 

Massachusetts. As explained in the text, the scaling procedure used in this state is 

problematic. A key assumption underlying the general linear model is that the dependent 

variable is continuous and measured on an interval scale, meaning that a given increment 

corresponds to the same difference in achievement anywhere on the scale. However, for the 

years included here, the state’s testing contractor began with the assignment of numerical 

values to the four performance standards across grades (e.g., 240 as the minimum score for 

Proficient) and then performed linear interpolation between the points.  

The resulting scales used to report student scores are unlikely to be interval. 

Therefore, I conducted the analyses presented in the main paper after first rescaling the 

math and ELA tests for each grade and year using a hybrid IRT model in Stata MP 14. I did 

not rescale the writing portion, instead using the raw points earned on the single prompt 

assigned to each test-taker. 

To test the sensitivity of the results to this decision, I refit the main analytic models 

using two alternate versions of the math and ELA outcomes: the scaled scores reported by 

the state and the raw scores from which they were derived. I present the results in Tables 

A.1-A.3. In each table, I reproduce the main result from the paper in the first column and 

then display the results from the two alternate outcomes. 

In all cases, the sample size for the models using the state’s scaled scores are smaller 

than for the others. In 2008 and 2009, the first two years of the study period, the state 

released only raw scores for third graders, so these students are omitted when scaled scores 
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are used. Also, LEP students who have been in the US for less than a year do not receive 

scaled scores.1 

Across the three sets of analyses, the choice of scale makes almost no difference to 

the main findings. For the descriptive analyses comparing active METCO students to their 

peers in BPS and Boston charter schools (Table A.1), I replicate the first-column results 

almost exactly with the state’s scaled scores, with those results shown in the second column. 

When raw scores are the dependent variable, as in the third column for each outcome, the 

METCO-BPS differences are somewhat larger in magnitude; the METCO-charter 

differences are nearly unchanged.   

<Table A.1 inserted here> 

 In Table A.2, I present results for the analyses comparing referred and unreferred 

METCO applicants; again, the findings are not sensitive to scaling decisions. The main result 

using rescaled thetas was no significant difference in math and a positive, significant 

difference in ELA. Using either the scaled or raw scores, I obtain parameter estimates that 

are approximately equal in magnitude to those in the first column. For ELA, the coefficient 

obtained using scaled scores is marginally significant at p<.10 instead of p<.05, but this is 

the only difference of note. 

<Table A.2 inserted here> 

 The final set of results with resident suburban enrollment as the key predictor also 

exhibits no sensitivity to the choice of scale. As Table A.3 shows, the parameter estimate of 

interest remains nonsignificant for both outcomes, regardless of which scale is used. While 

																																																								
1 There are much smaller discrepancies in the sample size when raw scores are used instead of thetas. 
In a handful of cases, students took part but not all of the subject-level test, usually because of 
absence. They have very low raw scores but too little item-level data to generate a rescaled theta. 
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there are changes in magnitude and even sign, the main finding of no causal impact of 

METCO on math and ELA scores is unaffected. 

<Table A.3 inserted here>  
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Table A.1 
 
Sensitivity to choice of scale of unweighted fixed-effects regressions predicting standardized MCAS math and 
English Language Arts scores of 3rd-8th grade public-school students residing in Boston (robust standard 
errors in parentheses) 
  Math   English Language Arts 
  Thetas Scaled Raw 

 
Thetas Scaled Raw 

METCO 0.17** 0.15** 0.24** 
 

0.33** 0.33** 0.41** 

 
(0.039) (0.040) (0.042) 

 
(0.038) (0.038) (0.040) 

Charter 0.48** 0.47** 0.52** 
 

0.43** 0.45** 0.48** 

 
(0.097) (0.10) (0.091) 

 
(0.082) (0.089) (0.076) 

Asian 1.06** 1.06** 1.06** 
 

0.64** 0.64** 0.65** 

 
(0.050) (0.049) (0.050) 

 
(0.050) (0.047) (0.051) 

Hispanic 0.25** 0.25** 0.27** 
 

0.19** 0.20** 0.20** 

 
(0.028) (0.027) (0.031) 

 
(0.026) (0.027) (0.029) 

Other race/ethnicity 0.29** 0.28** 0.30** 
 

0.27** 0.27** 0.26** 

 
(0.036) (0.036) (0.037) 

 
(0.034) (0.034) (0.035) 

White 0.62** 0.62** 0.64** 
 

0.54** 0.54** 0.55** 

 
(0.040) (0.043) (0.041) 

 
(0.037) (0.038) (0.038) 

Low income -0.29** -0.31** -0.28** 
 

-0.31** -0.31** -0.29** 

 
(0.025) (0.025) (0.023) 

 
(0.021) (0.020) (0.021) 

IEP -0.76** -0.73** -0.85** 
 

-0.82** -0.82** -0.96** 

 
(0.024) (0.023) (0.027) 

 
(0.022) (0.021) (0.027) 

LEP -0.41** -0.38** -0.44** 
 

-0.62** -0.60** -0.66** 

 
(0.024) (0.024) (0.027) 

 
(0.027) (0.027) (0.031) 

Female -0.027** -0.021* -0.022* 
 

0.16** 0.19** 0.20** 

 
(0.0098) (0.0098) (0.010) 

 
(0.010) (0.0094) (0.010) 

        N 118,061 108,526 118,061 
 

117,641 108,349 117,629 
R2 0.295 0.291 0.286   0.325 0.334 0.326 

Notes. Results in the first column under each outcome duplicate those in Table 2. The second column 
corresponds to the same model but uses the scaled scores reported by the state as the dependent 
variable; results in the third column are from a model fit with raw scores as the dependent variable. 
Standard errors are clustered on student and school. All models include fixed effects for MCAS 
grade-by-year. 
** p<0.01, * p<0.05, + p<0.1 
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Table A.2 
 
Sensitivity to choice of scale of high-density fixed-effects regressions predicting standardized MCAS math and 
English Language Arts scores of 3rd-8th grade METCO applicants (robust standard errors in parentheses) 
  Math   English Language Arts 
  Thetas Scaled Raw 

 
Thetas Scaled Raw 

Referred 0.0087 0.011 0.025 
 

0.087* 0.074+ 0.099* 

 
(0.045) (0.045) (0.047) 

 
(0.043) (0.042) (0.046) 

Asian 0.94** 0.96** 0.86** 
 

0.70** 0.70** 0.65** 

 
(0.078) (0.080) (0.076) 

 
(0.074) (0.073) (0.064) 

Hispanic 0.12** 0.12** 0.13** 
 

0.11** 0.12** 0.10** 

 
(0.038) (0.037) (0.040) 

 
(0.036) (0.037) (0.038) 

Other race/ethnicity 0.22** 0.21** 0.21** 
 

0.22** 0.22** 0.19** 

 
(0.071) (0.072) (0.073) 

 
(0.076) (0.068) (0.071) 

White 0.21 0.19 0.16 
 

0.20 0.19 0.18 

 
(0.15) (0.15) (0.15) 

 
(0.14) (0.15) (0.14) 

Low income -0.29** -0.30** -0.30** 
 

-0.33** -0.34** -0.33** 

 
(0.042) (0.041) (0.044) 

 
(0.038) (0.036) (0.037) 

IEP -0.39** -0.37** -0.45** 
 

-0.53** -0.51** -0.58** 

 
(0.061) (0.059) (0.071) 

 
(0.064) (0.066) (0.074) 

LEP 0.0069 0.016 -0.0028 
 

-0.12** -0.12* -0.12* 

 
(0.048) (0.048) (0.051) 

 
(0.047) (0.047) (0.049) 

Female 0.0081 0.014 0.022 
 

0.25** 0.28** 0.28** 

 
(0.029) (0.030) (0.031) 

 
(0.027) (0.027) (0.029) 

Sibling -0.016 -0.010 -0.011 
 

-0.044 -0.042 -0.044 

 
(0.036) (0.037) (0.039) 

 
(0.038) (0.037) (0.039) 

Elapse_test -0.40** -0.39** -0.44** 
 

-0.32** -0.32** -0.34** 

 
(0.039) (0.038) (0.043) 

 
(0.040) (0.040) (0.045) 

        N 11,870 11,108 11,885 
 

11,890 11,123 11,908 
R2 0.120 0.117 0.109   0.132 0.137 0.131 

Notes. Results in the first column under each outcome duplicate those in Table 3. The second column 
corresponds to the same model but uses the scaled scores reported by the state as the dependent 
variable; results in the third column are from a model fit with raw scores as the dependent variable. 
The reference category is African-American students. Standard errors are clustered on student and 
school. All models include student-level controls and fixed effects for MCAS grade-by-year and grade 
of eligibility.  
** p<0.01, * p<0.05, + p<0.1 
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Table A.3 
 
Sensitivity to choice of scale of high-density fixed-effects regressions predicting standardized MCAS math and 
English Language Arts scores of 3rd-8th grade METCO applicants in a given risk set from variation in 
resident enrollment in METCO receiving districts (robust standard errors in parentheses) 
  Math   English Language Arts 
  Thetas Scaled Raw 

 
Thetas Scaled Raw 

Ln_suburbs -0.11 -0.51 -0.37 
 

0.19 -0.30 -0.18 

 
(0.89) (0.95) (0.89) 

 
(0.85) (0.89) (0.77) 

Asian 0.97** 0.99** 0.89** 
 

0.74** 0.74** 0.69** 

 
(0.076) (0.075) (0.078) 

 
(0.089) (0.081) (0.074) 

Hispanic 0.099* 0.094* 0.099* 
 

0.094* 0.095* 0.082* 

 
(0.037) (0.036) (0.040) 

 
(0.038) (0.039) (0.040) 

Other race/ethnicity 0.21** 0.20** 0.21** 
 

0.22** 0.21** 0.19** 

 
(0.061) (0.063) (0.064) 

 
(0.048) (0.046) (0.048) 

White 0.20 0.18 0.15 
 

0.19 0.18 0.17 

 
(0.15) (0.15) (0.15) 

 
(0.14) (0.15) (0.14) 

Low income -0.31** -0.32** -0.33** 
 

-0.35** -0.36** -0.36** 

 
(0.045) (0.044) (0.049) 

 
(0.042) (0.039) (0.044) 

IEP -0.44** -0.42** -0.51** 
 

-0.59** -0.58** -0.65** 

 
(0.078) (0.069) (0.086) 

 
(0.078) (0.080) (0.089) 

LEP -0.0072 0.0018 -0.017 
 

-0.13** -0.13** -0.13** 

 
(0.050) (0.050) (0.055) 

 
(0.047) (0.043) (0.046) 

Female 0.022 0.026 0.036 
 

0.27** 0.30** 0.30** 

 
(0.032) (0.032) (0.036) 

 
(0.031) (0.029) (0.032) 

Sibling -0.032 -0.027 -0.028 
 

-0.054* -0.053* -0.055* 

 
(0.024) (0.025) (0.027) 

 
(0.022) (0.024) (0.025) 

Elapse_test 0.026** 0.025** 0.026** 
 

0.031** 0.031** 0.029** 

 
(0.0057) (0.0056) (0.0054) 

 
(0.0049) (0.0060) (0.0055) 

        N 11,870 11,108 11,885 
 

11,890 11,123 11,908 
R2 0.096 0.094 0.083   0.116 0.121 0.113 

Notes. Results in the first column under each outcome duplicate those in Table 6. The second column 
corresponds to the same model but uses the scaled scores reported by the state as the dependent 
variable; results in the third column are from a model fit with raw scores as the dependent variable. 
The reference category is African-American students. Standard errors are clustered on risk set. All 
models include fixed effects for grade and year of initial METCO eligibility. 
** p<0.01, * p<0.05, + p<0.1 
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Chapter 3: 
The Impact of Inter-District Integration on Medium-Term Outcomes: 

Evidence from Boston 
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 The wage premium associated with a bachelor’s degree in the US has never been 

higher; Autor (2014) estimates that the earnings gap for those with a bachelor’s degree vs. a 

high school diploma has doubled over the last thirty years (see also Pew Research Center, 

2014). Among young adults, degree holders now command annual earnings that are 64 

percent higher than high school graduates who do not attend college (National Center for 

Education Statistics, 2017).  

 While the proportion of American adults with a bachelor’s degree has risen in 

response, albeit slowly, the discrepancy in four-year college completion by race/ethnicity has 

not closed in recent decades. While 36% of non-Hispanic whites over age 25 have attained a 

bachelor’s degree, only 22% of blacks and 16% of Hispanics hold this credential (Ryan & 

Bauman, 2016). One explanation is the large, persistent gaps in the rates of on-time high 

school graduation for black and Hispanic students compared to those for whites and Asians. 

Among recent high-school graduates, the percentage of blacks who enroll immediately in 

college has remained flat at 56% since 2000, while other groups have shown steady increases 

(National Science Board, 2018; National Center for Education Statistics, 2017).  

 The disproportionate number of black and Hispanic students exiting the educational 

pipeline at these critical junctures implicates the nation’s public schools in the perpetuation 

of social and economic inequality. Building on work that finds these populations 

overrepresented in the lowest-quality schools, Altonji & Mansfield (2011) estimate that 

moving a student from a school in the 10th percentile on school quality to one in the 90th 

would cause increases of .08-.11 in the predicted probability of high school graduation and 

.22-.28 for college enrollment.  

 Shifts this dramatic rarely occur in reality, thanks to patterns of residential 

segregation that are reproduced in public school districts. Even in urban areas with school 
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choice programs and charter school offerings, students are generally choosing between 

schools of similar demographics. The highest-performing schools on medium-term 

outcomes like on-time graduation from high school, college matriculation, and college 

completion are most often located in white, affluent suburbs, and can only be accessed by 

students who reside there.  

 I study a voluntary inter-district integration program through which urban minority 

students access suburban schools with extremely high graduation and college enrollment 

rates. The integration program offers a test of whether the resources and social capital 

available at such schools can be leveraged by nonresident minority students and their 

families to improve their own outcomes. I compare outcomes for program applicants who 

received a referral to a suburban district to those who did not, using student-level covariates 

to adjust for nonrandom selection. In order to interpret the differences in outcomes as the 

causal effect of a METCO referral, we must assume that referral is as good as randomly 

assigned, conditional on these demographic characteristics. In this case, such as assumption 

is implausible. Therefore, I probe the degree of omitted variables bias and test the sensitivity 

of my estimates to attrition and missing referral data. The results from the main analytic 

models appear robust to a variety of specifications and strategies for missing-data 

imputation. 

 My work is most similar to that of Bergman (2016), who reported large effects on 

college enrollment for a different inter-district transfer program in East Palo Alto, California. 

This program differs from the Boston-based intervention studied here on several important 

dimensions. First, it enrolls about 22% of incoming kindergartners from the sending urban 

district, compared to only 3% for the Boston program. Next, receiving districts are 

mandated by court order to participate in the East Palo Alto program by accepting a fixed 
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number of applicants each year, and students are admitted via lotteries. In Boston, 

participation by suburban districts is entirely voluntary, and these districts exercise some 

discretion in which urban applicants they admit. Finally, the transfer program in East Palo 

Alto admits only students entering grades K-2, and six of the seven receiving districts serve 

only grades K-8 (meaning that those participants must exit the program for high school). In 

Boston, all receiving districts offer the opportunity for participants to continue on through 

high school graduation, which allows me to examine the effect of far more heterogeneity in 

program exposure. My work also adds on-time high school graduation to the outcomes 

analyzed by Bergman. 

 I begin by reviewing the literature on the theoretical positive and negative effects of 

enrolling in suburban schools, then proceed to empirical work on the association between 

medium-term outcomes and inter-district transfer programs. I present two sets of analyses to 

estimate the adjusted difference in outcomes for students who applied or participated in the 

program vs. comparable students who did not. I conclude with a discussion of the likely 

direction and magnitude of biases in my estimates. 

Background and Context 

Theoretical Work 

 Boston’s inter-district integration program, METCO, affords a rare opportunity to 

study the effects of a dramatic shift in school context. In Table 1, I present descriptive 

statistics for first-time 9th grade students enrolled in the Boston Public Schools, Boston 

charter schools, and the METCO receiving districts in 2007-08 and 2008-09.2 The 

																																																								
2 I exclude 531 students reported by BPS and the suburban districts as “tuitioned in,” who reside in 
another district but are attending a vocational or technical program or whose parents are paying 
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demographic differences between the two Boston settings and the suburban district are 

stark. Two-thirds of the Boston groups qualify for free or reduced-price lunch, my only 

available measure of family income, compared to only 5% of suburban residents. The 

receiving districts are 85% white, not counting METCO participants, while less than 15% of 

students enrolled in Boston’s district and charter schools are. Finally, there are very large 

differences in average academic proficiency, as measured by 8th grade scores on the 

Massachusetts Comprehensive Assessment System (MCAS): suburban students perform .75-

1.0 standard deviations higher on average than either of the Boston groups in both math and 

English Language Arts (ELA).  

<Table 1 inserted here> 

 METCO students are moving into schools filled with highly advantaged, high-

performing peers, and the literature offers many plausible reasons to expect a positive 

association between such a shift and later high school and college outcomes. First, the 

extensive resources of suburban high schools might lead to better academic preparation for 

METCO students. Schools with large concentrations of minority and low-income students 

tend to employ less experienced, less effective teachers and experience higher rates of 

turnover (Loeb, Darling-Hammond & Luczak, 2005; Boyd et al, 2011; Lankford, Loeb & 

Wyckoff, 2002; Steele, Pepper, Springer & Lockwood, 2015). Students in these schools also 

have lower access to and enrollment in Advanced Placement and other college-preparatory 

courses on average (Rumberger & Palardy, 2005; Theokis & Sarkis, 2013; OFG). 

Information about the college admissions process and financial aid are less readily available, 

due to high ratios of students to guidance counselors and less focus on college-going 

(Chapman, 2014). 
																																																																																																																																																																					
tuition, or “tuitioned out,” who are generally special needs students for whom the district pays tuition 
at a private or out-of-state school.  
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 Arguably the most important resource in suburban schools is the peers they contain. 

In the previous paper, I summarized the literature on peer effects among younger students, 

all of which is relevant here. Two of those theories, the contagion and disruption theories, 

predict a direct and beneficial effect from a high-school peer group that includes more highly 

advantaged, college-bound students and fewer children with academic or behavioral 

challenges. If METCO students are surrounded by peers who are preparing for the SAT, 

working hard to succeed in challenging academic classes, and pursuing extracurricular 

activities to bolster their college applications, they become more likely to engage in similar 

behaviors themselves.  

 At the secondary level, additional work has fleshed out the cognitive development theory, 

which predicts improved critical thinking skills and academic engagement in students who 

experience classroom diversity (Gurin, Dey, Hurtado & Gurin, 2002). If children have 

opportunities to interact with peers from different backgrounds and perspectives, their 

habitual ways of thinking and communicating can be challenged. This particularly applies to 

integrated classroom environments that promote discussion, project-based learning, and 

other small-group activities that engage students with one another (Wagner, 2008). Teachers 

may utilize these pedagogies more in schools with highly advantaged peers than in those 

under accountability pressure to raise high-stakes test scores. This theory implies positive 

effects of METCO for all students in receiving districts, not just program participants. 

Proponents of affirmative action in university admissions frequently advance this argument 

that all students benefit from racial and ethnic diversity (Grutter v. Bollinger, 2003). But for 

METCO participants in particular, the flexible and critical thinking skills that develop from 

constant exposure to difference may promote their high school and college success. 
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 The literature suggests that the experience of being a METCO student may be 

positively associated with high school and college outcomes in at least two other ways. One 

is via the acquisition of social capital, in the form of educator and peer networks that 

students can translate into educational opportunity and attainment. In her qualitative study 

of METCO alumni, Eaton (2001) documented the importance of information sharing by 

other METCO parents and students, suburban friends and their families, and school staff 

(see Wells & Crain, 1994 for similar evidence from the inter-district program in St. Louis). 

Through these mechanisms, METCO participants were able to navigate the application 

processes for college and financial aid and hit important milestones like preparing for and 

taking the SAT. Alumni also reported “name-dropping” their suburban high schools in 

interviews for selective high school and college programs and receiving referrals for 

internships and other enrichment opportunities. 

 Finally, the experience of being a METCO student may create a sense of familiarity 

and confidence in entering other white-dominated settings. Many alumni identified the 

ability to bridge different racial contexts as one of the most valuable long-term benefits of 

the program (ibid; also Gaztambide-Fernandez & DiAquoi, 2010 for similar evidence from 

another setting). METCO graduates may be better prepared for the challenges of attending 

predominantly white colleges and universities and have higher rates of persistence and 

degree completion as a result (Gandara, 1995). 

 However, other literature implies that structural, institutional and ideological factors 

may mitigate or even eliminate the association between METCO and medium-term 

outcomes. Disadvantages accruing from family resources and neighborhood dynamics may 

work against the academic success of minority students in majority-white suburban schools 

(Diamond, 2006; Lewis & Diamond, 2016). Their families have lower average levels of 
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income and wealth to put towards educational supports like computers, calculators, and 

books that suburban teachers may utilize heavily. In the case of METCO, students are 

embedded in racially isolated urban neighborhoods with higher rates of criminality and 

cannot participate fully in the extracurricular and community programs of the suburbs. 

These structural inequalities may effectively limit the positive effects of what happens during 

the school day. 

 Institutional factors include the phenomenon of “second-generation segregation,” 

which refers to the disproportionate placement of Black and Latino students in lower 

academic tracks within majority-white schools (O’Connor, Mueller, Lewis, Rivas-Drake & 

Rosenberg, 2011; Ispa-Landa, 2013; Ispa-Landa & Conwell, 2015; Chapman, 2014). The 

beneficial effects of high-quality teachers, achievement-oriented peers and diverse 

classrooms are presumably maximized when METCO participants are mixed throughout 

suburban schools, not concentrated in lower-track classes. In fact, tracking may effectively 

racialize academic achievement in diverse high schools, with the lower-tier courses perceived 

as the terrain of minority students, like METCO participants; these students might have 

been encouraged to take more challenging courses in their home schools (Warikoo & Carter, 

2009). State data provide some evidence that the course taking patterns of METCO students 

do differ on average from those of BPS students. In the spring semester of 2012, for 

example, only 8% of the METCO high-school seniors in my sample were enrolled in at least 

one Advanced Placement course, compared to 41% of their counterparts in BPS. 

 Finally, ideological factors may hinder the realization of METCO participants’ 

academic potential in suburban schools. Teachers and peers in these contexts often harbor 

lower expectations for Black and Latino students and doubts about their intellectual abilities 

(Diamond, 2006). Interviews with both minority and white students in largely white high 
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schools provide consistent evidence of this (Eaton, 2001; Ispa-Landa & Conwell, 2015; 

Chapman, 2014).   

  How the factors identified by Diamond and other researchers play out in the 

context of highly advantaged suburban schools is the subject of ongoing study. But the data 

are clear on the existence of very large achievement gaps between METCO high schoolers 

and the resident students in the program’s suburban districts: .90 SD on the 10th grade math 

MCAS assessment and .75 SD on the ELA test. Whatever gave rise to these differences, they 

may be sizeable enough to demoralize METCO students and negatively affect their effort 

and aspirations. According to the relative deprivation theory of peer effects, less advantaged 

students become frustrated and put forth less effort when they realize they are academically 

behind their peers (Jencks & Mayer, 1990). If this occurs, then the achievement of METCO 

students may be adversely affected relative to what it would have been in a BPS high school. 

Empirical Research 

 As with short-term test score outcomes, the only extant causal evidence linking inter-

district integration programs with medium-term outcomes is from the Ravenswood/Tinsley 

program in Palo Alto, CA. This program includes sending and receiving districts with large 

student test-score differentials, similar to METCO, but differs in the respects described 

above: It selects urban students for admission only in grades K-2 via random lottery, 

program participants account for a much larger share of the sending district’s students, and 

suburban districts are mandated to accept urban transfer students by a court ruling. Bergman 

(2016) found that lottery winners were 10 percentage points more likely to enroll in college, 

with effects concentrated for males and driven by enrollment in two-year public schools.  
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 Early research from Project Concern, a program based in Hartford that randomly 

assigned most but not all urban applicants beginning in 1966, also found more robust effects 

for boys on high-school graduation and college enrollment (Crain, 1992). Descriptive 

evidence from the St. Louis program, which does not use random assignment, is also 

available for medium-term outcomes. Black students attending suburban schools graduated 

from high school and enrolled in college at rates approximately twice those of similar 

students in St. Louis Public Schools (Wells & Crain, 1997). I review additional descriptive 

evidence from METCO below.  

The METCO Program 

 METCO is one of several options available for K-12 students residing in Boston: 

73% are enrolled in Boston Public Schools (BPS), 12% in charter schools, and another 11% 

in private or parochial schools (BPS Communications Office, 2016).  METCO enrolls 

approximately 3,100 students per year, or about 4% of the total.3 The program’s goals are 

threefold: to provide enhanced educational opportunities for participating students, reduce 

racial isolation in suburban districts, and reduce segregation in city schools (Massachusetts 

Department of Elementary and Secondary Education, 2011). Thirty-three public school 

districts near Boston voluntarily participate in the program, which is administered by a 

nonprofit known as METCO, Inc. 

 The METCO selection process is lengthy and complex, as outlined in my previous 

paper. After completing a paper application and submitting ancillary materials like proof of 

residence, health records, and their cumulative schooling and MCAS histories, students are 

																																																								
3 The METCO program also exists in Springfield, but this study excludes Springfield participants. 
The vast majority of METCO students come from Boston; moreover, the selection process operates 
quite differently in the two cities and is administered by two different agencies. 
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eligible for referral to one of the suburban districts. However, my review of application 

records indicated that the selection of eligible students for referral is not random, even 

conditional on the factors identified in the METCO, Inc. placement procedures (see 

previous paper for details). This has major implications for the inferences that can be drawn 

from the sample of METCO applicants, as I explain below. 

 The limited previous reporting on METCO’s program outcomes has compared the 

average performance of students active in the program to those in the Boston Public 

Schools and the state of Massachusetts as a whole. These results are simple differences, 

unadjusted for any demographic dissimilarities in the students comprising the two groups. 

 Eaton & Chirichigno (2011) reported four-year high-school graduation rates for 

2006-09 for the state, METCO students (including both Boston and Springfield 

participants), Boston students, and the two subgroups of African-American and Latino 

students in Boston. The METCO average, which ranged from 92.1 to 94.8% over the four 

years reported, was consistently the highest across these groups. The average for “Boston 

students” ranged from 58-61%, though it is unclear whether this group includes just BPS 

students or students enrolled in Boston’s charter schools as well. 

 In 2013, the Executive Office of Education produced a report for the state 

legislature that included data on the high-school and college outcomes of METCO students. 

Over the period from 2006 to 2011, the METCO average four-year high-school graduation 

rate was always above 94% and consistently equaled or exceeded the comparable rate for 

resident students in METCO receiving districts. The BPS rates for these years ranged 

between 58 and 64%. A later report published by the state’s Department of Elementary and 

Secondary Education (DESE, 2016) put the four-year graduation rate for METCO students 

at 98% in 2014, compared to 95% in the receiving districts and 62% in Boston.  
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 The former report also included statistics on the college enrollment of METCO 

graduates. 88.7% of METCO students who graduated from high school in 2010 enrolled in 

college the following fall, compared to 68.1% of BPS graduates and 91.2% of resident 

students in METCO receiving districts. Among that year’s METCO graduates, 21% enrolled 

in two-year community colleges and 68% in four-year institutions.  

Analyses of METCO Impacts 

1. METCO applicants Vs. Other Students from Boston 

 To build upon this limited evidence, I begin by examining similar outcomes for 

Boston residents who entered 9th grade for the first time in the fall of 2007, 2008, and 2010.  

I look at first-time 9th graders due to my focus on on-time high-school graduation as an 

outcome, which is defined as receiving a diploma within four years of 9th-grade entry. I 

compare seven different groups of students: 1) METCO 9th-grade participants (whom I call 

Actives); 2) METCO participants from these cohorts who exited the program prior to 9th 

grade (Attriters); 3) METCO applicants from these cohorts who were offered a seat for grade 

nine or earlier but never enrolled (Decliners); 4) METCO applicants who were referred to a 

suburban district for grade nine or earlier but were never offered a seat (Unsuccessful Referrals); 

5) METCO applicants who never received a referral (Non-Referrals); 6) non-applicants 

enrolled in BPS as first-time 9th graders (BPS); and 7) non-applicants in Boston charter 

schools (Charter).4 In addition to reporting the simple differences in previous work, I adjust 

for demographic differences between the groups of students and use 8th grade MCAS scores 

in some models to compare students of similar academic proficiency.  

																																																								
4 These are non-overlapping groups. Students in applicant groups 2-5 were almost all enrolled in a 
BPS or charter school as 9th graders. However, they are not part of the BPS and Charter groups, 
which are limited to students who never applied to METCO. 
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 The sample for these analyses includes 14,430 students residing in Boston. I 

identified these students and compiled their cumulative schooling histories using annual 

Student Management Information System (SIMS) datafiles from the Massachusetts 

Department of Elementary and Secondary Education (DESE), which include data on every 

K-12 student attending a public school in Massachusetts that year. I used the October 

enrollment files from 2001 to 2014 to identify students enrolled in METCO and the length 

of their participation, classifying all students who were in the program as of the October 

enrollment count as full-year participants. 

 In Table 2, I present descriptive statistics for the seven distinct groups of Boston 

residents identified above.5 The first five columns correspond to the different categories of 

METCO applicants; mean statistics for all applicants are in a summary column for reference. 

The final two columns disaggregate METCO non-applicants by the type of high school they 

attended as first-time ninth graders: BPS or a charter school.  

<Table 2 is inserted here> 

 Comparing the demographics of METCO applicants with those of the non-

applicants indicates why simple comparisons of outcomes may be misleading. The applicant 

group is 77% African-American and only 16% Hispanic, compared to 38 and 36% of the 

BPS group, respectively. Non-applicants in both BPS and Boston charter schools are about 

13% white, while applicants are virtually all from minority groups. About 55% of students 

who apply to METCO are low-income, compared to over two-thirds of non-applicants. 

Table 2 reveals other proportional differences by gender, Limited English Proficiency status 

(LEP) and immigration status. Compared to Boston students who never applied to the 

																																																								
5 The table includes only those students whose SIMS enrollment histories allowed me to determine 
whether they had graduated high school within four years. Those who transferred out of the state’s 
public schools during or before their senior year are not in the sample.   
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program, METCO 9th-grade participants in particular are more likely to be African-American 

and to have an IEP, and less likely to be Latino or classified as Limited English Proficient. 

 Because of the correlation of student demographics with educational attainment, one 

would therefore expect the applicant group to have different mean outcomes from students 

who never applied, independent of their program participation. The two groups are very 

likely to differ on unobserved characteristics. The many factors that might have led some 

students but not others to apply, such as access to information via social networks, parental 

engagement and persistence, and the relative valuing of education among family priorities, 

are unmeasured but probably correlated with the later outcomes of interest here. 

 Another important aspect of Table 2 is its depiction of differences within the 

METCO applicant pool, which provides a window into program selection at various stages. 

Almost two-thirds of applicants were active in the program entering 9th grade, and almost 90 

percent had received a referral to a suburban district at some point during grades K-9. 

Students who fulfilled all application requirements, but whom METCO, Inc. placement staff 

never referred to a suburban district (Non-Referrals), are disproportionately male and low-

income compared to applicants who were referred. They also had lower 8th grade MCAS 

scores, although this measure of academic achievement is endogenous since most METCO 

applicants are first eligible for the program in grades K-2. These scores are missing for about 

15 percent of the sample, students who were enrolled in private schools or lived out of state 

for 8th grade. 

 Students who received a referral but not an offer of admission (Unsuccessful 

Referrals) are generally similar in demographics to the unreferred group but have higher 8th 

grade scores, which is additional suggestive evidence of nonrandom selection for referrals by 

METCO staff. The group who did receive an offer but never enrolled (Decliners) has a 
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noticeably higher proportion of Asian students and the highest mean 8th grade scores of any 

group. The six percent of applicants who enrolled but left before 9th grade (Attriters) are 

fairly similar on demographic characteristics to those who remain (Actives) and have slightly 

higher average 8th grade test scores; their exposure to the program before 9th grade is 3.4 

years on average compared to 5 years for the Actives. 

 I examined two main outcomes in all the analyses for this study. The first is HSgradi, 

an indicator for whether student i graduated within four years of initially enrolling in ninth 

grade. I derived this indicator from the October and end-of-year SIMS files through 2014. 

Using DESE’s definition, I treat students who graduated during the summer following their 

fourth year as on-time graduates (DESE, 2006). Students who did not graduate by the end of 

the 2013-14 school year had either dropped out, were still enrolled in high school, or had 

transferred out of the state’s public schools. I address the strategies I use in handling these 

cases in subsequent sections. 

 The postsecondary outcome is College_1semi, an indicator for whether student i 

enrolled in college during the fall immediately following graduation from high school, 

regardless of whether the student graduated high school “on time.” I derived this variable 

from a National Student Clearinghouse (NSC) dataset with college enrollment records for all 

Massachusetts high school graduates from 2009 to 2010. This dataset includes the same 

unique State-Assigned Student Identifiers (SASIDs) as the SIMS files, enabling accurate 

merging of the two. The NSC file contains enrollment records by semester for each 

institution attended a student, including over 3,400 colleges and universities covering 96% of 

US students. Two ancillary outcomes come from these same data: Fouryeari, which takes a 

value of 1 if the student first enrolled in a four-year college or university and zero otherwise, 

and Twoyeari, which is coded similarly for immediate enrollment in a two-year institution. 
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 My main model, here with HSgrad as the outcome, is: 

(1) !"#$%&! = !! + !′!"#$%%!"!,! + !!! + !! 

where EnrollGr9,i  is a categorical variable indicating which enrollment group student i 

belonged as a first-time ninth grader, with BPS non-applicants serving as the reference 

category. The vector Xi includes the following demographic covariates: gender, 

race/ethnicity, and indicators for whether the student had an Individual Education Plan 

(IEP), was classified as Limited English Proficient (LEP) or a recent immigrant, and was 

eligible for free or reduced-price meals. To save space, I do not include these parameter 

estimates in the following tables. 

 All dependent variables are dichotomous. OLS and logistic regression models return 

similar results as long as the sample means are not near the extremes of zero or one.  In 

Table 3, I display means on the outcomes of interest in the samples I use for my analyses. 

For all outcomes except Twoyear, the sample means are located in the middle of the range of 

probabilities. The mean for Twoyear is only 0.10 – 0.15, depending on the sample. However, 

even in this case, the results from logistic regression models are very similar to OLS in terms 

of sign, statistical significance, and magnitude.6 To simplify the interpretation of regression 

coefficients, I report OLS estimates in the tables of results. The full set of logistic results is 

available upon request. 

<Table 3 is inserted here> 

 Findings in the full sample. In Tables 4 and 5, I report results from Equation (1) 

using on-time high school graduation and immediate college matriculation as the dependent 

																																																								
6 To evaluate magnitude, I calculated fitted probabilities from the logistic model for METCO and 
BPS students with fixed values on the other covariates, and then compared the difference in the 
fitted probabilities to the OLS regression coefficients. 



	 128 

variables, respectively.7 The first two columns of each table correspond to models fit within 

the full sample. The results in the first column, from a model without covariates, are most 

directly comparable to previous empirical work on METCO. I find a simple difference of 

about 33 percentage points in on-time graduation between active METCO participants and 

BPS 9th grade non-applicants (Table 4); the unadjusted graduation rates of these groups are 

.90 and .57, respectively. For college enrollment (Table 5), the difference is 29 percentage 

points between unadjusted means for the two groups of .72 and .43. The high-school 

graduation results are in line with previous estimates cited above. My estimates of college 

enrollment rates include all students, not just high-school graduates, in the denominator and 

are therefore lower than those reported by the EOE, and the difference between the college 

enrollment rates of METCO Actives and BPS non-applicants is larger (29 vs. 20 percentage 

points).  

<Tables 4 and 5 are inserted here> 

 I find somewhat smaller differences between METCO participants to students in 

Boston charter schools, groups that have not been compared in previous work. The 

METCO on-time graduation rate is about 25 percentage points higher than non-applicants 

in Boston charter schools (Table 4), but the corresponding difference in immediate college 

enrollment is only six percentage points (Table 5). The latter is still statistically significant at 

the .05 level. Given that almost 20% of METCO applicants who are not active in the 

program as 9th graders are enrolled in charter schools, this much smaller difference in 

outcomes is important in gauging the METCO effect. 

																																																								
7 I treat students who transferred out of MA public high schools after 9th grade as non-graduates in 
the analyses reported in Table 4. In a sensitivity analysis, I coded them all as graduates, with no 
material impact on the results.  
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 The results discussed thus far derive from a model with no statistical controls for 

observed differences between these groups. However, in the second columns of Tables 4 

and 5, I include student demographic covariates and obtain very similar estimates. The 

adjusted high-school graduation rate of METCO Actives is 35 percentage points higher than 

similar BPS non-applicants and 30 points higher than similar Boston charter school non-

applicants. For college enrollment, the adjusted METCO-BPS and METCO-charter 

differences are 32 and 11 points, respectively.  

 The difference in college matriculation is due almost entirely to enrollment in four-

year, not two-year, institutions. In results not shown here, I find that METCO graduates 

proceed immediately to four-year colleges and universities at an adjusted rate that is 30 

percentage points higher than BPS graduates and 20 points higher than the graduates of 

Boston charter schools. The difference in enrollment in two-year institutions, by contrast, is 

only three percentage points compared to BPS and not significantly different from the rate 

for Boston charter alumni. 

 In both tables, I include dummies for other groups of METCO applicants who are 

not active in the program as 9th graders: Attriters, Decliners, Unsuccessful Referrals, and 

Non-Referrals. However, I find via joint linear hypothesis tests that both the unadjusted and 

covariate-adjusted rates are statistically equivalent across these four groups. This is true for 

on-time high-school graduation and for immediate college enrollment.  

 While these groups do not differ significantly from each other on the outcomes of 

interest, I can conclude that the combined pool of inactive METCO applicants do have 

better average outcomes than non-applicants who attend BPS high schools (F4, 14,414=4.10, 

p<.01 for covariate-adjusted rates of high-school graduation; F4, 13,114=11.21, p<.001 for 

college enrollment). This is true even though almost 80% of the inactive pool are also 
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attending BPS schools as entering 9th graders, and most were never exposed to METCO. 

(However, they have statistically similar high-school graduation rates to the small group of 

non-applicants in charter schools, and lower college enrollment rates relative to this group.) 

This pattern provides confirmatory evidence that METCO attracts a non-random sample of 

applicants from Boston and indicates that an estimation of “intent-to-treat” effects within the 

applicant pool would be less biased than comparing applicants to non-applicants. I pursue 

this strategy using Equation (3) and present findings in a subsequent section. 

 A final notable result from Tables 4 and 5 is the difference in adjusted outcomes for 

Actives and Attriters. Both groups comprise students who applied to METCO, received a 

referral to a suburban district, gained admission, and elected to enroll. However, the group 

who left the program before entering 9th grade had significantly lower medium-term 

outcomes than the group that stayed. This could be due to the attrition of struggling 

students, except that the mean 8th grade test scores of Attriters are actually slightly higher 

than Actives (Table 3). Their poorer outcomes might instead reflect aspects of the METCO 

high school experience that are particularly influential, which the Attriters miss by exiting the 

program.   

 Findings from the subsample with 8th grade test scores. A major analytical 

challenge is that the student-level covariates available to adjust for group differences are 

quite limited. While I am able to control for many demographic characteristics, the 

differences in outcomes may be attributable to unobserved traits like academic skills, student 

motivation, and parental education and involvement, rather than to METCO. The 

nonrandom selection of Boston students into schooling environments implies that the 

groups of program applicants and non-applicants very likely differ on these traits. 
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 To probe the degree of selection bias, I fit the original model with two new 

covariates: the student’s 8th grade math and ELA MCAS scores. Doing so restricts the 

sample to students with non-missing 8th grade MCAS scores, resulting in the exclusion of 

16.5% of the sample. These students completed 8th grade in a different state or in a private 

school in Massachusetts. 

 As mentioned above, 8th grade scores are endogenous. Most families decide to apply 

to METCO long before their child’s 8th grade year, and the majority of Actives have been 

enrolled in the program for several years by then. I return to this issue below, but here 

include these scores to improve the precision of my estimates and assess differences on 

outcomes for students of similar academic ability when they were entering high school. In 

Tables 4 and 5, I fit the original model without 8th grade test scores to the smaller subsample 

and obtain slightly smaller estimated differences than with the full sample (column 3 vs. 

column 2). In models shown in column 4, I add the 8th grade scores as covariates.  

 The reduction in my estimates is quite modest when I limit the comparison to 

students who are similar in demographics and academic achievement as they enter high 

school. METCO participants graduate high school within four years at a rate 26 percentage 

points higher than similar non-applicants who entered 9th grade in BPS or Boston charter 

schools. For immediate college enrollment, the adjusted METCO-BPS difference is 

comparable at 25 points, and the adjusted METCO-charter difference is only 8 percentage 

points. This is the same pattern found in the full sample. Here, the differences are 

consistently 5-10 percentage points smaller when the 8th grade scores are included. 

 However, the main finding is robust to the inclusion of controls for prior academic 

performance, even though the controls are endogenous: METCO high-school participants 
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have better medium-term outcomes than similar students in BPS and Boston charter high 

schools.  

2. Referred Vs. Unreferred METCO Applicants 

 My preferred identification strategy is to compare those applicants who were 

successful in securing a METCO referral to those who were not. While problems remain, 

this strategy represents a major advance over previous estimates, including the ones I report 

above.  Evidence presented in Tables 2, 4 and 5 indicates that the applicant population, 

including the five groups of Actives, Attriters, Decliners, Unsuccessful Referrals and Non-

Referrals, differs both in composition and in outcomes from Boston students who never 

applied to METCO.  Limiting the analysis to applicants yields treatment and control groups 

who are presumably more similar on unobservable characteristics correlated with the 

outcomes of interest (e.g., parental motivation, persistence, access to information, and 

prioritization of their children’s education). In the end, the results from both samples are 

quite consistent.8  

 My goal is to estimate the total effect of a METCO referral on on-time high school 

graduation and immediate college enrollment. In the sample of METCO applicants, the 

identifying assumption underlying this estimation for the medium-term outcome Y for 

student i at time t is: 

(3) ! !!!" !! !!! ,!! =  ! !!!" !! !!! ,!! ,!"#!  

																																																								
8	The strategy I used in my previous paper on MCAS outcomes, exploiting exogenous variation in 
suburban grade-by-year resident enrollment, yielded credibly causal estimates in that case. However, 
the application of this strategy here produced extremely imprecise estimates, due in part to the much 
smaller sample size (approximately 1,000 students here, vs. over 11,000 for the MCAS study). The 
confidence intervals encompass both meaningful positive and negative effects on the medium-term 
outcomes examined here, so I do not report them in this study. 
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where Refi takes a value of 1 for applicants referred in their first year of METCO eligibility 

and 0 otherwise, X i is a vector of student-level demographic covariates, and Yi(t-s) is the 

student’s unobserved propensity to graduate from high school on time as it existed when the 

student first applied to METCO (t-s). If I had this ideal conditioning variable such that the 

equality in (3) held, then METCO referral would be as good as randomly assigned, 

conditional on the student’s pre-treatment propensity to graduate and the other Xi 

covariates. 

 However, instead of Yi(t-s), I have students’ 8th grade MCAS scores in math and ELA. 

T hese variables are useful in that they are quite likely to be positively correlated with the 

conditioning variable. The drawback is that, as noted above, this measure of student 

achievement is taken many years after most students are actually first eligible for METCO, 

so it is a function of both the unobserved propensity and program referral: 

(4)  !"#$8!ℎ! = !!!(!!!) + !"#$! + !! 

I assume that part of the total effect of a METCO referral occurs before high school, and 

that it is positively correlated with 8th grade scores.9 Therefore, the inclusion of 8th grade 

scores in my analytic models effectively controls away some of the program effect, so that 

my estimates likely understate the true effect. 

 I fit the following model using 8th grade scores: 

(5) !! = !!"#$8!ℎ! + !!"#! + !!! + !!" + !! 	
	
where agt represents fixed effects for grade-by-year of eligibility, in order to compare 

applicants who applied at the same time to the same grade. By substitution, 

(6) !! = !{!!! !!! + !"#$! + !!}+ !!"#! + !!! + !!" + !! 
																																																								
9 If a METCO referral had a null or negative impact on applicants in elementary and middle school 
but a positive impact once they reached high school, this assumption would not hold, but this seems 
unlikely. 
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(7) !! = !"!! !!! + (!" + !)!"#! + !!! + !!" + (!! + !"!) 
 
In this model, the “true” effect of referral is (!" + !). The estimate of the effect of a 

referral from (5), !, will be biased downward. The bias depends on both ! and !, with the 

magnitude of the bias contingent on the size of !. However, in my previous study, I 

obtained estimates of .1 SD or less for !, the effect of a referral on the MCAS scores of 

METCO applicants. So the bias here is likely to be small. 

  To estimate (5), I use data on applicants in three birth cohorts of students, most of 

whom entered ninth grade for the first time in the fall of 2007, 2008 and 2010.10 The sample 

also includes students who later joined these cohorts for a variety of reasons, including 

retention in grade, skipping a grade, and transferring from districts that used different 

birthdate cutoffs for kindergarten entry. Restricting the sample to only those in the three 

birth cohorts does not change the results I present in the next section. I treat students who 

transferred out of Massachusetts public schools before 12th grade as missing on high-school 

graduation and college enrollment outcomes. In sensitivity analyses reported in a subsequent 

section, I use a variety of strategies to impute missing outcome data and establish bounds 

around my main estimates.  

 Descriptive statistics on this analytic sample appear in Table 6. I have a total of 2,010 

students in the sample after excluding applicants who were first eligible for 10th grade or 

																																																								
10 For the first two cohorts, I verified and added to the electronic records by reviewing and coding 
the paper application folders of students who were eligible for referral but not actually placed. In 
many cases, METCO, Inc. staff noted referrals on the folder but not in the database. Placement 
coordinators also partially overwrote the electronic record of each applicant in every year they were 
eligible for referral, so locating the original paper application allowed me to verify each student’s first 
year of eligibility. I was unable to conduct this review of paper folders for the students in the final 
cohort before METCO, Inc. archived its application files in March 2016. 
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later.11 Approximately 83% received a METCO referral in the first year they were eligible for 

the program. 

<Table 6 is inserted here> 

 Dissimilarities in the demographic composition of the referred and unreferred 

groups are obvious in Table 6, consistent with nonrandom selection for referrals. Compared 

to applicants who received a referral, the “Unreferred” group has much larger proportions 

of low-income students, male students, and students who already had an IEP at the time 

they were first eligible for METCO. The marked difference on the income variable is 

indicative of deviations from the METCO, Inc. placement algorithm, which ignores income. 

Unreferred applicants also scored .2 SD lower on average on the 8th grade math MCAS and 

.32 SD lower in ELA, although this is not a baseline measure. 

 I find large, positive differences in the proportion of referred students who 

graduated high school on time and who enrolled in college the fall after their graduation, 

compared to students who did not receive a referral. In Table 7, the unadjusted model in the 

first column contains only the Referred predictor and fixed effects for grade-by-year of 

eligibility. The probabilities of on-time high-school graduation and immediate college 

enrollment are both twenty percentage points higher for referred students, and these 

differences persist after including demographic covariates in the model (second column).  

<Table 7 is inserted here> 

 These differences are quite robust to the inclusion of 8th grade test scores as 

covariates. As before, I fit the original model within the group of applicants with nonmissing 

8th grade MCAS scores and obtain slightly smaller adjusted differences in outcomes (third 

																																																								
11 The high-school graduation outcome is defined as earning a diploma within four years of entering 
9th grade, hence my decision to exclude applicants who were first eligible for METCO in 10th grade 
or later. The results reported here are not sensitive to this decision, which results in the exclusion of 
no more than 26 students from any of the analyses. 
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column). Adding the scores themselves has little effect on the parameter estimate for 

Referred. Although including 8th grade scores controls away part of the METCO effect, 

referred METCO applicants graduated from high school on time and immediately went on 

to college at rates 13 percentage points higher than did unreferred applicants with similar 

levels of academic achievement in 8th grade.  

 I again find in results not shown that matriculation into four-year, not two-year, 

colleges and universities is driving the college enrollment difference. In fact, referred and 

unreferred students go on to enroll in two-year programs at rates that are not statistically 

different. But the probability of attending a four-year institution is 15 percentage points 

higher for the referred group after controlling for student demographics. 

Missing Data 

 There are two types of missing data in my analyses: missing outcome data, which is 

due to attrition from the sample before high-school graduation, and missing METCO 

application data. If data are missing at random, conditional on the observed variables in my 

model, then the exclusion of these cases from a regression model does not bias the 

estimates. However, the assumption that the probability of missingness depends only on 

observables is very strong and difficult to prove. The possibility that missing cases differ 

systematically from the “complete cases” means that estimates using only the latter may be 

biased (Gelman & Hill, 2007). I address the two types of missing data in turn.  

 Sample attrition. Students who exit the Massachusetts public school system, which 

is the source of my K-12 data, before 12th grade are missing the high-school graduation 

outcome. Of the 452 students missing on HSgrad, 197, or 44%, left the Massachusetts public 

schools before ninth grade. This group was too young to drop out, so they either left the 



	 137 

state or switched to private schools. The other 56% exited in 9th grade or later but were not 

coded as graduating or dropping out, or their enrollment records are too sparse to determine 

whether they graduated within four years of entering 9th grade.  

 To set bounds on the bias created by sample attrition, I added students back to the 

sample by making the strongest possible assumptions about their outcomes. To create a 

lower bound on the parameter estimate, I imputed a value of 0 for all referred students who 

are missing the relevant outcome and 1 for all unreferred students. I generated the upper 

bound by reversing these values and refitting the model. While this type of imputation 

produces standard errors that are too low, I can compare the magnitude of the point 

estimates to gauge how much leverage these missing cases might have were they included 

(Gelman & Hill, 2007).  

 Because the bounds derive from extreme assumptions about the outcomes of 

students who exited the sample (e.g., all referred students with missing outcomes did not 

graduate on time, or all of them did), they are quite wide. In Table 8, I show the results of 

models that set upper and lower bounds on attrition for the high-school graduation (Panel 

A) and college enrollment (Panel B) effects. For high-school graduation, imputation restores 

446 students to the sample.12 The original adjusted effect estimate using the full sample was 

0.18; the lower and upper bounds are -0.11 and 0.43. This is a wide range but encompasses 

mostly positive effects, suggesting that the “true” effect of a METCO referral in a sample 

with no attrition is likely positive.13 When 8th grade test scores are included, the bounds are 

slightly tighter and the lower bound does not differ significantly from zero. 

<Table 8 is inserted here> 

																																																								
12 Not all of the cases missing on this variable are restored, since some are missing other data that 
excludes them from the analyses (e.g., year of initial METCO eligibility). 
13 The bounds for the subsample with nonmissing 8th grade scores are much tighter (.14-.18), but this 
is due to the fact that only 25 students are restored when outcome values are imputed. 



	 138 

 In Panel B, I use the same imputation strategy for college enrollment and obtain very 

similar results. Around an original adjusted estimate of 0.17 in the full sample, I obtain 

bounds of -0.13 to 0.40. The bounds are again a bit narrower with the inclusion of 8th grade 

scores but still include negative effects. 

 I implement an alternative approach of calculating Lee bounds for these estimates, 

which involves trimming from the group that experienced less attrition – here, the referred 

group -- until the proportion of missing observations is equal for both groups (Lee, 2009). In 

Table 9, I present the unconditional upper and lower Lee bounds for the full sample, which 

are much tighter than the bounds shown in Table 8. For on-time high school graduation, the 

Lee bounds are 0.20 to 0.35, a range encompassing only large positive effects. The results are 

similar for college enrollment. 

<Table 9 is inserted here> 

 I follow the approach recommended by Lee to tighten the bounds further, using 

quantiles of 8th grade math MCAS scores as a covariate. Within each quantile, bounds are 

calculated separately, and then a weighted average of the results is generated. The resulting 

upper and lower bounds around the high-school graduation effect are 0.15 and 0.24, with 

similar bounds for college enrollment. These conditional estimates provide suggestive 

evidence that had sample attrition not occurred, the differences on the outcomes would still 

have been relatively large and positive.  

 Missing METCO application data. The second type of missing data is 

information on METCO referrals for some children who completed all application 

requirements for the program. For 208 applicants, their paper and electronic records indicate 

that they were referred to a suburban district, but not when this occurred. DESE did not 

begin electronic data collection of student information until the 2001-02 school year, or up 
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to three years after the children in this sample started kindergarten. So I was unable to verify 

the complete enrollment histories of these students in SIMS. 

 Because my main models include fixed effects for the grade and year of initial 

METCO eligibility, in order to account for differences in the age of applicants and the time 

they chose to apply to the program, these students are excluded from the analytic sample. I 

tested the sensitivity of my results to this exclusion by dropping the fixed effects and 

refitting model (5) with and without 8th grade test scores. For both on-time high-school 

graduation and immediate college enrollment, the results were unaffected.  

 However, another 691 applicants who would otherwise be in the sample are missing 

on whether they received a referral in their first year of eligibility or not, which is the 

treatment indicator. For this group, I did not locate their paper application folders, which in 

many cases dated back to the late 1990s, and METCO’s electronic records contained no 

information on whether they ever received a referral or not. Many such students later 

showed up as active METCO participants in the SIMS data, in which case I inferred that 

they had been referred without a record being made of it. But for most of these applicants, I 

have no way of determining whether they received a referral or not. 

 I conducted three sensitivity analyses to explore the effect of this type of missing 

data.14 I constructed three versions of the Referred predictor: one with unknown students 

coded as referred, a second with them coded as unreferred, and a final predictor with three 

categories: referred, unreferred, and missing. The results of models using these three 

versions appear in Table 10.  

<Table 10 is inserted here> 

																																																								
14 About half of them, plus about 10 percent of the referred group, are also missing the grade and 
year of original eligibility, for which I include fixed effects in all models. So these students continue 
to be excluded under the three imputation strategies I present here. 
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 For both outcomes, the number of restored cases appears to be too small to exert 

much influence on the estimated effect. Unfortunately, most of the students of unknown 

referral status are missing other data as well: one or both of the outcome variables, and/or 

the year and grade they were initially eligible for METCO. In the high-school graduation 

results shown in Panel A, only 124 cases have been restored to the sample, or about 18% of 

the students for whom referral status is unknown. For college enrollment in Panel B, 121 

cases have been restored. I do obtain very similar estimated effects regardless of how these 

cases are handled. 

Discussion 

 This study offers the first estimates of differences on medium-term educational 

outcomes for participants in inter-district integration programs that: a) adjust for observed 

dissimilarities in group demographics, and b) compare participants to similar students 

enrolled in local charter schools as well as district-run public schools.  

 I find that Boston students enrolled in METCO at the beginning of ninth grade 

graduate from high school within four years at a rate approximately 30 percentage points 

higher than demographically similar students attending BPS and Boston charter schools. The 

difference in college matriculation is similar for METCO vs. BPS students, but smaller (11 

percentage points) when the comparison is METCO participants to similar students 

attending charter high schools. 

 These are much larger differences than I obtained for short-term MCAS outcomes in 

my previous paper, consistent with other work on the proximal vs. distal impacts of 

desegregation programs (Orfield, Frankenberg & Garces, 2008; Linn & Welner, 2007).  

While METCO participants have lower average high-stakes test scores in grades 3-8 than 

demographically similar peers in charter schools, their later educational outcomes are better. 
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A dramatically higher percentage of METCO students completes high school within four 

years, and the difference in immediate college enrollment is also quite substantial.  

 In another set of analyses, this study is also the first to access the sample of METCO 

applicants to estimate differences between those who were offered a METCO referral and 

those who were not. These children are arguably more equal in expectation than to Boston 

children who did not apply to the program. My estimates here approximate intent-to-treat 

effects, since students who received a referral comprise the intended target population of the 

METCO intervention even though many did not actually enroll.  

 Within the restricted sample of applicants, I again find pronounced differences on 

medium-term outcomes. Students who received a METCO referral had an adjusted high-

school graduation rate approximately 18 percentage points higher than students who did not, 

while their college enrollment rate was about 17 points higher. Unlike Bergman (2016), I find 

that the latter difference is due primarily to enrollment in four-year, not two-year, 

institutions, and that this difference is statistically equivalent for girls and boys. 

 However, the nonrandom selection of applicants for referrals means that omitted 

variables bias may affect these estimates. To probe the extent of this bias, I included 8th 

grade math and ELA test scores in my models and obtained slightly smaller but similar 

coefficients. While academic achievement is only one of many potential sources of omitted 

variables bias that may be influencing my results, 8th grade achievement scores are powerful 

predictors of college enrollment (Bowen et al, 2009).  Moreover, including them as 

covariates presumably controls away some of the true METCO intent-to-treat effect, given 

that most students apply to the program well before their 8th-grade year. Yet adding these 

scores to the model decreases the estimates by only 14% for on-time high-school graduation 

and 17% for immediate college matriculation.  
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 There may be remaining omitted variables, which are likely correlated with 8th grade 

scores.  While there is no way to know the actual extent of the resulting bias, I can estimate 

how large it would have to be to account for the entire differences observed here. I calculate 

the value that the parameter of interest would have to take for the t-ratio to just exceed 

p=.05 at 1,339 degrees of freedom, using the standard error from the original model. For 

example, for high-school graduation, a parameter estimate of .057 would be just over the 

threshold of statistical significance (p=.051). Adding 8th grade scores to the model reduced 

the estimated effect by 14% to 0.13. In order to reduce the estimated effect further to .057, 

and thus lose statistical significance at the .05 level, the impact of any omitted variable would 

have to be 3.5 times as large as the change in δ from adding 8th grade scores. Similar 

calculations from the Coll_1sem results imply that the impact there from other variables 

would have to be at least 2.3 times as large.15 Given that these calculations are conditional on 

8th grade scores, it seems highly improbable that the remaining omitted-variables bias would 

be that size. 

 In a study of METCO alumni, almost all expressed the belief that the program’s 

benefits were worth the challenges that participation entailed, and the results here offer some 

empirical support for this stance (Eaton, 2010). Students who enter ninth grade in METCO 

are much more likely to graduate high school on-time than their peers in Boston’s public 

high schools, and they are much more likely to proceed immediately to a four-year college or 

university; this is true even after controlling for differences in demographics and academic 

achievement between the groups. While I do not have data on rates of college completion, 

																																																								
15 For the HSgrad and Coll_1sem calculations, I use standard errors of .029 and .0358 respectively and 
1,339 degrees of freedom. These are the values from the covariate-adjusted fixed-effects models that 
include 8th grade scores. The 8th grade scores reduce the estimated HSgrad difference by .15198-
.1307=.0213, and additional omitted-variables bias would have to account for .1307-.057=.0737. For 
Coll_1sem, 8th grade scores reduce the observed difference by .1598-.1327=.0271, and additional 
omitted-variables bias would have to account for .1327-.0698=.0629. 
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METCO students are passing more successfully through the educational pipeline up to that 

point. 

 This suggests that the benefits of attending suburban schools outlined earlier 

outweigh the potential negative aspects of METCO participation. These benefits include the 

culture of attainment and college-going in suburban schools, the access METCO students 

have to information about college planning and financial assistance, and the connections 

they develop that lead to educational and internship opportunities. Another possible 

explanation for my findings relates to the presence of fewer students with academic 

challenges in suburban schools, mentioned earlier in the context of disruption theory. If 

these schools have relatively few low-performing students and relatively more resources, 

staff can more effectively support those students in fulfilling graduation requirements. In 

fact, each district has a METCO director who monitors the academic progress of 

participants and connects them with tutoring and other supports when necessary. In urban 

settings where there are more students at risk of not graduating, the available resources are 

spread far more thinly. Further research is necessary to distinguish between these potential 

factors and identify those most critical to the success of METCO students at the high-school 

level.  

 This study offers strong, though not definitive, evidence of positive impacts of inter-

district integration programs on urban participants’ medium-term educational outcomes. To 

conduct a fully credible impact evaluation of these programs, two prerequisites must be in 

place: accurate recordkeeping of students’ placement histories and school performance, and 

rigid implementation of a selection algorithm that would enable at least the referral decision 

to be treated as randomly assigned, conditional on the variables in the algorithm. While the 

discretion exercised by participating suburban districts in admitting applicants has probably 
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contributed to the program’s longevity, it is less clear why the referral of eligible applicants 

to these districts need be subject to the discretion of placement staff. Programs like this have 

a recognized interest in according preferential status to the siblings of currently enrolled 

students and attaining distributions on student demographics that are representative of the 

cities in which they are located. However, researchers can easily account for these kinds of 

factors in estimating effects. In order to identify and quantify the causal impact due solely to 

the program, there needs to be a detailed placement procedure and faithful adherence to it at 

some stage of the selection process. Under those conditions, researchers can uncover 

credible estimates of ITT and TOT effects and enable the comparison of those impacts with 

other interventions targeting the medium-term outcomes of urban students of color.  
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Tables 
 
Table 1 
 
Enrollment figures and mean test scores for first-time ninth-grade students in the fall of 2007 and 2008, by 
enrollment group  

  BPS 
Boston 
Charter 

Receiving 
Districts 

Students 8,682 771 15,448 
Schools 36 8 30 

    Low-income 0.69 0.62 0.05 
Female 0.49 0.59 0.51 
LEP 0.14 0.00 0.01 
IEP 0.19 0.15 0.14 
Immigrant 0.08 0.00 0.01 

    Asian 0.09 0.02 0.08 
Black 0.40 0.61 0.02 
Hispanic 0.35 0.23 0.03 
White 0.14 0.12 0.85 

    MCAS 8th gr math -0.39 -0.14 0.62 
MCAS 8th gr ELA -0.50 -0.25 0.57 

Note. MCAS scores standardized within grade and year, using statewide mean and SD. 
	



Table 2 
 
Descriptive statistics for the sample of first-time 9th graders in 2007, 2008 and 2010, by whether they had ever applied to METCO (n=14,430)  
  METCO applicants       METCO non-applicants 

  
Actives 

 (1) 
Attriters 

 (2) 
Decliners 

 (3) 

Unsuccessful 
Referrals 

 (4) 
Non-Referrals  

(5) 
 

All Applicants 
 

 

BPS high 
school  

(6) 

Boston charter 
school  

(7) 
Female 0.55 0.47 0.54 0.50 0.47 

 
0.53 

 
0.49 0.57 

Low-income 0.50 0.53 0.62 0.70 0.68 
 

0.56 
 

0.70 0.65 
IEP in 9th grade 0.31 0.06 0.16 0.18 0.24 

 
0.26 

 
0.19 0.13 

LEP 0.03 0.02 0.06 0.07 0.04 
 

0.04 
 

0.17 0.01 
Immigrant 0.01 0.02 0.00 0.01 0.01 

 
0.01 

 
0.09 0 

           Asian 0.03 0.05 0.14 0.07 0.04 
 

0.04 
 

0.1 0.02 
Black 0.82 0.72 0.64 0.63 0.73 

 
0.77 

 
0.38 0.60 

Hispanic 0.13 0.20 0.20 0.28 0.21 
 

0.16 
 

0.36 0.23 
White 0.01 0.01 0.02 0.02 0.01 

 
0.01 

 
0.14 0.13 

           MCAS 8th grade math -0.40 -0.23 -0.01 -0.26 -0.52 
 

-0.36 
 

-0.39 -0.09 
MCAS 8th grade ELA -0.16 -0.11 -0.16 -0.32 -0.48 

 
-0.21 

 
-0.52 -0.23 

Prop. with 8th gr. scores 0.95 0.94 0.89 0.93 0.94  0.94  0.82 0.88 

           K-8 enrollment: 
          Mean years in METCO 5 3.4 0.1 0 0 

 
3.5 

 
0 0 

Mean years in BPS 1.1 2.3 4.1 5.4 5.2 
 

2.3 
 

5.1 3.8 
Mean years in charter 0.3 0.3 1.1 1.1 1.1 

 
0.5 

 
0.2 1.9 

           Count 856 83 81 164 144 
 

1328 
 

12,064 1,038 
Proportion of applicants or 
non-applicants 0.64 0.06 0.06 0.12 0.11   1.00   0.92 0.08 
 Notes. MCAS scores standardized within grade and year, using statewide mean and SD. Applicants are categorized as follows: (1) Actives – students 
enrolled in METCO as 9th graders; (2) Attriters – students admitted to and enrolled in METCO but who exited prior to 9th grade; (3) Decliners – 
students who were offered a METCO seat but declined it; (4) Unsuccessful Referrals – students who were referred to a participating suburban 

149 



district but did not receive an offer; (5) Non-Referrals – students who did not receive a referral to a suburban district. Non-applicants are categorized by 
whether they were enrolled in a Boston Public Schools high school (6) or charter school (7) as 9th graders. 
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Table 3 
 
Proportions of students attaining medium-term outcomes, by analytic sample and whether their records include 
baseline test scores 
  Boston Sample   METCO Applicants 

Outcome All students 

Students 
with 8th 

grade 
scores   All students 

Students 
with 8th 

grade 
scores 

Main outcomes: 
        On-time high school 

graduation 0.58 0.63 
 

0.80 0.81 
   College matriculation 0.41 0.45 

 
0.63 0.64 

      Other outcomes: 
        Four-year institution 0.32 0.35 

 
0.56 0.58 

   Two-year institution 0.10 0.10   0.15 0.15 
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Table 4 
 
Results from OLS regressions predicting on-time high-school graduation rates of Boston public-school students 
who entered 9th grade for the first time in 2007, 2008 and 2010 (standard errors in parentheses) 

  Full Sample   
Subsample with  

8th Grade Scores 

  Unadjusted Adjusted   
Adjusted  

(no scores) Adjusted (with scores) 
Actives 0.33** 0.35** 

 
0.32** 0.26** 

 
(0.017) (0.017) 

 
(0.017) (0.017) 

Attriters 0.14** 0.12* 
 

0.074 0.041 

 
(0.053) (0.051) 

 
(0.052) (0.050) 

Decliners 0.062 0.032 
 

0.0083 -0.057 

 
(0.054) (0.052) 

 
(0.054) (0.052) 

Unsuccessful Referrals 0.10** 0.11** 
 

0.088* 0.047 

 
(0.038) (0.036) 

 
(0.037) (0.036) 

Non-Referrals 0.044 0.065+ 
 

0.031 0.021 

 
(0.041) (0.039) 

 
(0.039) (0.038) 

Charter Non-Applicants 0.073** 0.052** 
 

0.045** -0.0001 

 
(0.016) (0.015) 

 
(0.016) (0.015) 

8th gr math score 
    

0.12** 

     
(0.0064) 

8th gr ELA score 
    

0.067** 

     
(0.0061) 

(Adjusted) mean for  
Never applied: BPS HS 0.57** 0.58** 

 
0.62** 0.67** 

 
(0.0044) (0.010) 

 
(0.011) (0.011) 

      Demographic controls No Yes  Yes Yes 
Observations 14,430 14,430 

 
12,042 12,042 

R2 0.027 0.116   0.103 0.175 
Notes. The reference category is students who never applied to METCO and enrolled in Boston 
Public Schools (BPS) for 9th grade; the intercept is here relabeled as the (adjusted) mean for this 
group to facilitate interpretation. The adjusted models include dummies for Asians, Latinos, whites, 
and other race/ethnicity (with African-Americans as the reference category), and free or reduced-
price lunch status, immigrant status, and IEP status entering 9th grade. These parameter estimates are 
omitted to save space. 
** p<0.01, * p<0.05, + p<0.1 
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Table 5 
 
Results from OLS regressions predicting immediate college matriculation rates of Boston public-school 
students who entered 9th grade for the first time in 2007, 2008 and 2010 (standard errors in parentheses) 

  Full Sample   
Subsample with  

8th Grade Scores 

 
Unadjusted Adjusted 

 

Adjusted  
(no scores) 

Adjusted  
(with scores) 

Actives 0.29** 0.32** 
 

0.30** 0.25** 

 
(0.018) (0.017) 

 
(0.018) (0.017) 

Attriters 0.19** 0.18** 
 

0.14** 0.11* 

 
(0.055) (0.052) 

 
(0.054) (0.052) 

Decliners 0.087 0.060 
 

0.026 -0.036 

 
(0.056) (0.053) 

 
(0.057) (0.055) 

Unsuccessful Referrals 0.16** 0.17** 
 

0.16** 0.11** 

 
(0.039) (0.037) 

 
(0.039) (0.037) 

Non-Referrals 0.11** 0.14** 
 

0.11** 0.10* 

 
(0.043) (0.041) 

 
(0.042) (0.041) 

Charter Non-Applicants 0.23** 0.21** 
 

0.21** 0.17** 

 
(0.016) (0.016) 

 
(0.017) (0.016) 

8th gr math score 
    

0.12** 

     
(0.0068) 

8th gr ELA score 
    

0.066** 

     
(0.0066) 

Adjusted mean for  
Never applied: BPS HS 0.43** 0.43** 

 
0.46** 0.51** 

 
(0.0047) (0.011) 

 
(0.012) (0.011) 

      Demographic controls No Yes  Yes Yes 
Observations 13,130 13,130 

 
11,156 11,156 

R2 0.034 0.133   0.125 0.191 
Notes. The reference category is African-American students who never applied to METCO and 
enrolled in Boston Public Schools (BPS) for 9th grade. The adjusted models include dummies for 
Asians, Latinos, whites, other race/ethnicity, free or reduced-price lunch status, immigrant status, 
and IEP status entering 9th grade; these parameter estimates are omitted to save space. 
** p<0.01, * p<0.05, + p<0.1 
  



	 154 

Table 6 
 
Student demographics and mean test scores for METCO applicants in three birth cohorts, by whether they 
received a referral to a suburban district in the first year they were eligible for METCO placement  
  Referred Unreferred Total 

    Low-income 0.53 0.72 0.56 
Female 0.52 0.43 0.51 
LEP 0.06 0.05 0.06 
IEP 0.06 0.14 0.08 
Immigrant 0.04 0.03 0.03 

    Asian 0.04 0.05 0.04 
Black 0.77 0.74 0.76 
Hispanic 0.16 0.18 0.16 
White 0.02 0.02 0.02 

    MCAS 8th gr math -0.35 -0.56 -0.38 
MCAS 8th gr ELA -0.19 -0.54 -0.25 

    N 1,674 336 2,010 
Note. MCAS scores standardized within grade and year, using statewide mean and SD. 
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Table 7 
 
Results from high-density fixed-effects regressions predicting on-time high school graduation of METCO 
applicants in three birth cohorts (standard errors in parentheses) 

  
Full  

Sample   
Subsample  

with 8th Grade Scores 

  Unadjusted Adjusted   
Adjusted 

 (no scores) 
Adjusted  

(with scores) 

 
A. On-Time High School Graduation 

Referred 0.20** 0.18** 
 

0.15** 0.13** 

 
(0.028) (0.028) 

 
(0.029) (0.029) 

8th gr math score 
    

0.050** 

     
(0.015) 

8th gr ELA score 
    

0.063** 

     
(0.015) 

      Demographic controls No Yes 
 

Yes Yes 
N 1,550 1,550 

 
1,399 1,399 

R2 0.121 0.143   0.145 0.185 
  B. Immediate College Matriculation 
Referred 0.20** 0.17** 

 
0.16** 0.13** 

 
(0.034) (0.034) 

 
(0.036) (0.036) 

8th gr math score 
    

0.074** 

     
(0.019) 

8th gr ELA score 
    

0.061** 

     
(0.019) 

	      Demographic controls No Yes 
 

Yes Yes 
N 1,547 1,547 

 
1,397 1,397 

R2 0.078 0.114   0.119 0.157 
Notes. All models include fixed effects for grade-by-year of original eligibility. Adjusted models 
include dummies for Asians, Latinos, whites, other race/ethnicity, free or reduced-price lunch status, 
Individual Education Plan (IEP), Limited English Proficiency (LEP), and immigrant status; these 
parameter estimates are omitted to save space. 
** p<0.01, * p<0.05, + p<0.1 
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Table 8 
 
Sensitivity analyses imputing missing outcome data in the prediction of on-time high school graduation (Panel 
A) and immediate college matriculation (Panel B) of METCO applicants in three birth cohorts (standard 
errors in parentheses) 

  
Full  

Sample   
Subsample with  

8th Grade Scores 

 
Lower Bound Upper Bound   Lower Bound Upper Bound 

  A. On-Time High School Graduation 
Referred -0.11** 0.43** 

 
-0.050+ 0.33** 

 
(0.028) (0.022) 

 
(0.029) (0.025) 

8th gr math score 
   

0.065** 0.029* 

    
(0.016) (0.014) 

8th gr ELA score 
   

0.043** 0.064** 

    
(0.016) (0.014) 

      Demographic controls Yes Yes 
 

Yes Yes 
N 1,996 1,996 

 
1,637 1,637 

R2 0.122 0.236   0.175 0.227 
  B. Immediate College Matriculation 
Referred -0.13** 0.40** 

 
-0.073* 0.31** 

 
(0.030) (0.027) 

 
(0.033) (0.031) 

8th gr math score 
   

0.094** 0.051** 

    
(0.018) (0.017) 

8th gr ELA score 
   

0.032+ 0.057** 

	    
(0.018) (0.017) 

	      Demographic controls Yes Yes 
 

Yes Yes 
N 1,996 1,996 

 
1,637 1,637 

R2 0.099 0.179   0.150 0.186 
Notes. Lower bounds estimates use imputed outcome values of 0 for referred students and 1 for 
unreferred students; upper bounds estimates use imputed outcome values of 1 for referred students 
and 0 for unreferred students. All models include fixed effects for grade-by-year of original eligibility. 
Student demographic controls include dummies for Asians, Latinos, whites, other race/ethnicity, free 
or reduced-price lunch status, Individual Education Plan (IEP), Limited English Proficiency (LEP), 
and immigrant status; these parameter estimates are omitted to save space. 
** p<0.01, * p<0.05, + p<0.1 
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Table 9 
 
Sensitivity analyses calculating Lee bounds on the estimates from the prediction of on-time high school 
graduation (Panel A) and immediate college matriculation (Panel B) of METCO applicants in three birth 
cohorts (standard errors in parentheses) 

  Full Sample   
Subsample with  

8th Grade Scores 

 
Lower Bound Upper Bound   Lower Bound Upper Bound 

  A. On-Time High School Graduation 
Referred 0.20** 0.35** 

 
0.15** 0.24** 

 
(0.035) (0.051) 

 
(0.038) (0.045) 

      Demographic controls No No 
 

No No 
N 1,558 1,558 

 
1,407 1,407 

  B. Immediate College Matriculation 
Referred 0.18** 0.33** 

 
0.13** 0.25** 

 
(0.039) (0.047) 

 
(0.042) (0.046) 

	      Demographic controls No No 
 

No No 
N 1,553 1,553   1,403 1,403 
Notes. Estimates for subsample with 8th grade scores are bounds that have been tightened using the 
quantile of students’ 8th grade math scores. 
** p<0.01, * p<0.05, + p<0.1 
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Table 10 
 
Sensitivity analyses imputing missing referral data in the prediction of on-time high school graduation (Panel 
A) and immediate college matriculation (Panel B) of METCO applicants in three birth cohorts (standard 
errors in parentheses) 
  Full Sample   Subsample with 8th Grade Scores 

 

Missing 
as 

Referred 

Missing  
as 

Unreferred 

Missing 
as 

Separate 
Group 

 

Missing 
as 

Referred 

Missing  
as 

Unreferred 

Missing 
as 

Separate 
Group 

  A. On-Time High School Graduation 
Referred 0.17** 0.14** 0.18** 

 
0.13** 0.099** 0.13** 

 
(0.028) (0.025) (0.028) 

 
(0.029) (0.025) (0.029) 

Referred - 
missing 

  
0.11* 

   
0.11* 

   
(0.047) 

   
(0.049) 

8th gr math 
score 

    
0.051** 0.052** 0.051** 

     
(0.015) (0.015) (0.015) 

8th gr ELA 
score 

    
0.061** 0.061** 0.061** 

     
(0.015) (0.015) (0.015) 

        N 1,674 1,674 1,674 
 

1,503 1,503 1,503 
R2 0.141 0.139 0.142   0.183 0.180 0.183 

	
B. Immediate College Matriculation 

Referred 0.17** 0.13** 0.17** 
 

0.13** 0.092** 0.13** 

 
(0.035) (0.030) (0.035) 

 
(0.036) (0.031) (0.036) 

Referred - 
missing 

  
0.13* 

   
0.13* 

   
(0.058) 

   
(0.061) 

8th gr math 
score 

    
0.068** 0.070** 0.068** 

     
(0.019) (0.019) (0.019) 

8th gr ELA 
score 

    
0.068** 0.069** 0.068** 

     
(0.018) (0.018) (0.018) 

        N 1,668 1,668 1,668 
 

1,499 1,499 1,499 
R2 0.106 0.103 0.106   0.152 0.150 0.152 
Notes. All models include fixed effects for grade-by-year of original eligibility. Student demographic 
controls include dummies for Asians, Latinos, whites, other race/ethnicity, free or reduced-price 
lunch status, Individual Education Plan (IEP), Limited English Proficiency (LEP), and immigrant 
status; these parameter estimates are omitted to save space. 
** p<0.01, * p<0.05, + p<0.1 
 
	


