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Abstract 

 

Thinking about morality is hard. Why should we have to understand for ourselves what 

morality requires, when we might rely instead on the judgment of those who know better? I defend 

a surprisingly neglected answer to this question: because we owe it to each other to understand, 

together, what morality requires of us. In the course of defending this view, I make progress on a 

number of closely related topics, including the nature of puzzlement, the demands of solidarity, 

and the success conditions of apology and interpersonal justification. 
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Introduction 

 

Some reasons are idiosyncratic. My reasons for preferring a cold, barren landscape to a day at the 

beach might not be intelligible to you. Moral reasons, however, can’t be like this. If I wrong you 

in some way, your reasons for objecting to my conduct, or for resenting what I have done, cannot 

be idiosyncratic. Your moral reasons must be reasons that I, too, can recognize. Moral reasons are 

essentially shareable.  

Building on this observation, two central themes unify the chapters in this dissertation. The 

first is that it matters, in our relations to other moral agents, whether we actualize this potential of 

moral reasons to be shared between us. It matters not only whether we act for reasons which we 

could share, but also whether we in fact share these reasons with others. The second is that the 

factive mental state of understanding is central to how we actualize the potential of moral reasons 

to be shared between us. We share moral reasons when we share an understanding of these reasons 

and of their importance for how we are to live. Putting these two points together, my overarching 

goal in this dissertation is to argue for the importance of coming to a shared understanding of what 

morality requires of us. We owe it to each other, I argue, to understand morality together. 

 Understanding, on my view, is a kind of knowledge, but it is not reducible to knowledge. 

This is because understanding is a first-personal kind of knowledge. What we know we may 

borrow from others, but what we understand we must understand for ourselves.  

Though I take this to be a plausible view, it is not uncontroversial. In epistemology, the 

view that understanding reduces to knowledge enjoys considerable support. In “Puzzlement as a 

Guide to Understanding”, I provide, among other things, an argument against this reductionist 

view. I argue that understanding cannot be reducible to knowledge because the two states have 
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different metaphysical opposites. Puzzlement is the opposite of understanding, but not of 

knowledge.  

 The remaining chapters argue for the importance of understanding, so distinguished, within 

the moral domain.  

In “Moral Understanding Between You and Me,” I introduce the notion of shared moral 

understanding. When you and I share moral understanding, we understand moral matters together, 

in a way that can’t be reduced to each of us having moral understanding on our own. I argue that 

two central moral practices—justifying our actions to others and apologizing for wrongdoing—

always require shared moral understanding in order to be successful. Thus, whenever I owe you a 

justification or an apology, I thereby owe it to you to bring it about that we share moral 

understanding. 

In “The Moral Relationship,” I explore some implications of this view for moral theory 

more broadly. I argue that a certain picture our moral relation to others, prominent especially in 

the writings of Scanlon and Wallace, cannot be correct. On this picture, we relate to others as we 

should so long as we act for reasons on the basis of which we could justify ourselves to others. 

This view, I argue, is unable to account for our concern to actually justify ourselves to others. It 

underestimates the significance of other people’s actual thoughts and attitudes about my conduct 

towards them. Within our moral relations, it matters not only whether we are able to justify 

ourselves to others, but also whether we live with others on terms they themselves recognize to be 

legitimate.  

Because I think that morality concerns how we should relate to one another, I also think 

that moral progress looks different from, say, progress in science. Scientific progress can be 

achieved by just a few people, working on a particle accelerator far underground. Moral progress 
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isn’t like that. Genuine moral progress requires a transformation in the relations between people, 

including between those who are oppressed and those who benefit from oppression. Moral 

progress, if it happens at all, happens out in the real world, in the thoughts and actions of the 

individuals who populate it. 

I don’t mention, let alone defend, this picture of moral progress anywhere in the 

dissertation. But it is part of my motivation for considering the broader social importance of shared 

moral understanding, which is something I do in the last chapter, “Solidarity and the Work of 

Moral Understanding.”  

It is common to point out that those who suffer at the hands of an injustice are better situated 

to know about it than those who do not. This thought has been taken by some to entail that 

solidarity is essentially deferential: we ought to defer to the moral beliefs of those with whom we 

are in solidarity. I argue that this natural view is mistaken. For one thing, it leads to an unfair 

distribution of epistemic labor: those who suffer at the hands of an injustice must, in addition, 

manage the beliefs of those who purport to stand in solidarity with them. For another, the deference 

view of solidarity has trouble accounting for the fact that solidarity is often symmetric: we can 

stand in solidarity with one another. In these cases, I argue, we owe it to each other to come to a 

shared moral understanding of the injustice we oppose. Such shared moral understanding is simply 

part of what it is for us to stand in solidarity with each other. We stand in solidarity with each other 

when we come to understand, together, that the injustices we suffer individually are injustices we 

face together—when our individual moral understanding is raised to collective consciousness. 
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Chapter One 

Puzzlement as a Guide to Understanding 

 

 

A platitude about understanding is that understanding something requires making sense of that 

thing.1 As John Bengson puts it, “to genuinely understand something is to grasp it—whatever is 

understood—in such a way that it makes sense to you.”2  

This chapter is not about the phenomenon of sense-making involved in understanding, but 

rather about its opposite. The opposite of something making sense to me is for me to be puzzled 

by it. Puzzlement has received little attention in recent work in epistemology, compared to kindred 

attitudes such as curiosity or surprise.3 My aim in this chapter is to show that this neglect is 

unwarranted. Puzzlement, I will argue, is worthy of attention both for the role it plays in our 

epistemic lives and for its implications within the theory of understanding. Both in practice and in 

theory, puzzlement is a guide to understanding.  

Here is how I will proceed. In section 1, I provide a brief characterization of puzzlement, 

distinguishing it from the mere absence of understanding, as well as from nearby attitudes. In 

section 2, I argue that puzzlement is instrumentally valuable as a means of achieving our epistemic 

ends. In section 3, I argue that puzzlement itself is intrinsically epistemically valuable. In section 

4, I turn to the theoretical implications of puzzlement, and argue that the distinction between 

 
1 Grimm 2012: 107-08; Bengson 2017.  
 
2 Bengson 2017: 19. 
 
3 For recent work on curiosity, see Whitcomb 2010; Watson 2018; Ross 2020. For recent work on surprise, see Currie 
2018; Baras & Na’aman (2022); French & Murphy (2023).  
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puzzlement and the mere absence of understanding raises a problem for reductive analyses of 

understanding in terms of knowledge.    

 

 

1. Puzzlement 

 

Puzzlement has a distinctive phenomenology. Just as being surprised involves feeling surprised, 

being puzzled involves feeling puzzled.4 Puzzlement is also active. To be puzzled is to be in a state 

that is the result of the exercise of our own epistemic agency. These two aspects of puzzlement are 

intimately related. Part of what it feels like to be puzzled is to feel our own epistemic agency 

encountering resistance. 

To bring these claims into sharper focus, consider the following example:  

 
One time Ksyusha woke up in the middle of the night, not knowing why (…) The heath’s 
coals popped. She rolled onto her side to look. The coals were black, but still somehow 
crackling; she watched without understanding. Crackles getting louder. Only after a minute 
did she grasp that the pops weren’t coming from the fire at all—the reindeer were passing 
outside the yurt.5   
 

Before she realizes where the sound is coming from, Ksyusha is puzzled by the apparent crackling 

of the coals. Her puzzlement portrays its object as having features characteristic of the puzzling: it 

portrays the apparent crackling of the coals as somehow not making sense. I suggest that we 

account for this notion in terms of incoherence. Ksyusha is puzzled as to how the coals can be 

 
4 This claim is only meant to apply to occurrent rather than standing puzzlement. In general, standing states don’t have 
a distinctive phenomenology. Though I may be in the standing state of being afraid of bears, I feel afraid of bears only 
when thoughts about bears occur to me—only when my fear is occurrent.   
    
5 This excerpt is from Julia Phillip’s novel Disappearing Earth (2019: 83).  
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crackling if they are no longer hot. There is an incoherence between the way the world appears to 

her to be and other beliefs she relies on to explain or make sense of the world. Hence her 

puzzlement. When Ksyusha realizes that the crackling sound isn’t coming from the coals after all, 

one of the nodes of the incoherence disappears, and with it her puzzlement dissolves too.  

 Ksyusha’s puzzlement dissolves when she revises one of her beliefs. But the incoherence 

that underlies puzzlement can sometimes be resolved by adding new beliefs, rather than 

abandoning old ones. For instance, I might be puzzled by the fact that my socialist friend, Axel, 

intends to vote for the right-wing candidate in the upcoming election. I can’t understand why a 

socialist like Axel would want to elect the right-wing candidate. Here my puzzlement might be 

resolved by my coming to learn something new, namely that Axel is an accelerationist: he believes 

that the best way to achieve a just world is to exacerbate injustice, thus hastening the revolution 

that is necessary to bring about a socialist society. With this new belief in hand, I no longer perceive 

any incoherence between Axel’s commitment to socialism, on the one hand, and his intention to 

elect the right-wing candidate, on the other.        

 The notion of incoherence that underlies puzzlement is thus a relatively broad one.6 What 

puzzles us need not be ruled out by our background beliefs as a matter of strict necessity. It may 

simply be improbable in light of those beliefs, or otherwise in tension with them. Puzzlement 

involves incoherence, in this broad sense, between certain phenomena and the beliefs we rely on 

to understand those very phenomena. What puzzles us are those features of the world that jut out 

at us in virtue of their being in tension with our background beliefs.  

As I have already hinted at, however, puzzlement goes beyond the mere awareness of 

incoherence. In principle, Ksyusha might make a note that the black coals are crackling and 

 
6 For a correspondingly broad notion of coherence, see Wedgwood (2017: 12).  



 

 7 

acknowledge that this observation is incoherent with her background beliefs, yet not feel puzzled 

about this. To get the phenomenology of puzzlement right, we also need to keep its agential 

dimension in view. Part of what it like for Ksyusha to be puzzled by the apparent crackling of the 

coals is for her to experience the apparent crackling of the coals as a phenomenon that resists being 

understood. That is, part of what it is like to feel puzzled is to feel our own epistemic agency 

encountering resistance, where the resistance we encounter is precisely due to the fact that there is 

incoherence between our background beliefs and the object of our puzzlement.7       

‘Epistemic agency’ here is just a sophisticated term for an otherwise ubiquitous aspect of 

our mental lives. Suppose you ask me what I had for breakfast yesterday and I find myself unable 

to remember. My finding myself unable to remember what I had for breakfast results from the 

exercise of my epistemic agency. I find myself unable to remember what I had for breakfast 

because I tried, and failed, to do so. Trying to remember something, even just the minimal attempt 

required for me to find myself unable to remember something, counts as an exercise of epistemic 

agency. In the same way, when the world presents Ksyusha with an experience as of the black 

coals crackling, she finds herself unable to understand how the black coals can be crackling. Her 

trying to understand how the black coals can be crackling, even just the minimal attempt required 

for her to find herself unable to understand that phenomenon, is an exercise of epistemic agency. 

The claim that puzzlement is the result of the exercise of our own epistemic agency is thus the 

following: it is constitutive of puzzlement that it is the causal upshot of one’s attempt to understand 

what one is puzzled about.    

 
7 Grimm (2008a; 2008b) discusses a broader notion of puzzlement, where to be puzzled by an event is to be curious 
as to why that event rather than another obtained. This strikes me as closer to a view of what it is to wonder about 
something, rather than to be puzzled by it. In any event, Grimm himself points out that there is something distinctive 
about the kind of puzzlement that I am focusing on in this chapter (2008a: 495).              
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As our leading example also illustrates, puzzlement bears an important relation to 

understanding: to be puzzled by something is a way of not understanding that thing. More 

specifically, to be puzzled by something is to be in a state that is the non-privative, polar opposite 

of understanding that thing. Ksyusha’s puzzlement as to how the coals can be crackling is a way 

for her to positively not understand how the coals can be crackling. What puzzles us is what, in 

one way or the other, is incomprehensible to us.  

For this reason, we should distinguish puzzlement from the mere absence of understanding. 

The mere absence of understanding of X is compatible with, and entailed by, full ignorance about 

X. If I have never heard of Anselm’s ontological argument, it follows that I lack understanding of 

Anselm’s ontological argument. By contrast, puzzlement is incompatible with full ignorance about 

X. I cannot be puzzled by Anselm’s ontological argument if I have never heard of Anselm’s 

argument, or seen the argument anywhere. Puzzlement is incompatible with ignorance because 

being puzzled by something requires that one be cognitively engaged with it, and I cannot be 

cognitively engaged with objects of which I am fully ignorant. Puzzlement and the mere absence 

of understanding thus have different properties: the first is incompatible with full ignorance, 

whereas the second is entailed by it. Since puzzlement and the mere absence of understanding have 

different properties, we should distinguish them.   

  This distinction can also be extended to cases in which one is acquainted with the relevant 

cognitive object. For instance, Alma might know that coffee is acidic, and know that she doesn’t 

know why coffee is acidic, but nevertheless not be puzzled as to why coffee is acidic. Alma lacks 

understanding of why coffee is acidic, but she is not in a state of anti-understanding why coffee is 

acidic. She is not in a state that is the non-privative, polar opposite of understanding.  
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By analogy, consider the propositional attitude of being averse to φ-ing. Clearly, being 

averse to φ-ing is a state that is distinct from the mere absence of a desire to φ. To be averse to φ-

ing is, rather, to anti-desire φ-ing. Similarly, to be puzzled by X is not merely to lack understanding 

of X, but to be in a state that is the opposite of understanding X, to anti-understand X. 

Finally, we should also distinguish puzzlement from nearby attitudes such as doubt or 

surprise. I say that doubt and surprise are “nearby” attitudes in that one or both often accompany 

puzzlement. For instance, when Ksyusha is puzzled as to how the black coals can be crackling, it 

seems natural enough to describe Ksyusha as being surprised at the coals crackling even though 

they are black, and perhaps also as doubting, or not fully believing, that the black coals are the 

source of the crackling. Despite this, it’s clear that doubt and surprise cast a much broader net than 

puzzlement. Suppose I tell you that I had the flu yesterday and that is why I couldn’t make our 

meeting. There may be nothing puzzling about my getting the flu. Perhaps the flu has been going 

around lately. But if I have a tendency to make up excuses to get myself out of a bind, you may 

reasonably doubt what I say. Similarly, things that do not puzzle us can nonetheless surprise us. I 

might be surprised, and caught off guard, to find the city covered in snow for the first time of the 

year. Although I am surprised to find the city covered in snow, I am not puzzled by it. This is 

because, even though the first snow of the year comes as a surprise, it has an easily understandable 

rationale. It puts no cognitive pressure on any of my background beliefs. Conversely, some things 

that puzzle us may fail to surprise us. This is because puzzlement can often outlast surprise. I might 

be puzzled by a friend’s remark for days, weeks, or even years. My friend’s remark might also 

have been surprising at the time. But I do not remain surprised by the remark for days, let alone 

weeks or years.  
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Let us take stock. In this section, I have provided an account of puzzlement. Puzzlement, I 

have argued, is an attitude that is caused by one’s trying, but failing, to understand a phenomenon 

or cognitive object that stands in tension with one’s background beliefs. As such, being puzzled 

by something is an active or positive way of not understanding something, distinct from merely 

privative ways of not understanding that thing. 

In the next two sections, I will argue that puzzlement, so construed, is epistemically 

valuable, both as means of achieving our epistemic ends and for its own sake.   

 

 

2. The Instrumental Value of Puzzlement 

 

Some of the value of puzzlement is instrumental, deriving from its usefulness in achieving valuable 

epistemic ends. In particular, puzzlement plays two useful and complementary roles within inquiry 

that aims at understanding. First, puzzlement provides us with useful questions to inquire into, by 

making these questions salient to us. Second, puzzlement motivates us to inquire into the very 

questions it makes salient to us. And although each of these roles is instrumentally valuable on its 

own, the fact that puzzlement plays both of these roles makes it more valuable than the sum of its 

parts.  

Call the first of these roles the Spotlight Role of puzzlement. Here is an illustration. 

Suppose Marwan is reading a dense philosophy article that he wants to understand. While reading 

the paper, Marwan encounters a particular argument that puzzles him. It just seems to Marwan that 

the conclusion of the argument doesn’t remotely follow from its premises, which is a feature that 
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Marwan expects an argument to have.8 Being puzzled by the argument makes a certain question—

“How does this conclusion follow from these premises?”—salient to Marwan. As a result, 

Marwan’s inquiry has become sharper, focused on a specific question about the subject matter he 

wants to understand.  

The Spotlight Role is instrumentally valuable in two respects. First, by making certain 

questions about a subject matter salient, puzzlement helps to structure our inquiry. It provides 

specific questions for us to inquire into, which in turn can enable us to break down our inquiry into 

more manageable parts. Coming up with the right-sized questions can be hard thing to do. 

Puzzlement sometimes does some of this work for us. Second, the Spotlight Role is also valuable 

in virtue of which questions it draws our attention to. Indeed, by its very nature, puzzlement draws 

our attention to what we do not understand. This is also useful. When the aim of your inquiry into 

some subject matter S is to better understand S, you will want to inquire into those aspects of S 

that you do not fully understand. Better still, you will want to inquire into the aspects of S that 

positively do not make sense to you. But, of course, these aspects of S are precisely what you will 

be puzzled by. In other words, the questions that puzzlement conveniently makes salient to us are 

ones which have this happy feature: they are such that successful inquiry into them would improve 

our understanding of the relevant subject matter.  

Another way to put this point is that puzzlement makes us aware of our lack of 

understanding. If you are puzzled as to how why p is the case, then this is very good evidence that 

you do not understand why p. Of course, theorists of understanding are reasonably skeptical of 

 
8 Marwan’s experience might also be the equally familiar experience of not seeing how the conclusion follows from 
the premises. The content of that experience looks like an absence: what is experienced is the absence of logical 
entailment between the premises and the conclusion. This is a subtly different content than the content of experiencing 
the argument’s conclusion as not following from its premises. Both experiences, however, are in tension with the 
general expectation that an argument’s conclusion follows from its premises.  
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analogous inferences from feelings of understanding to conclusions about what I fact understand. 

As many have pointed out, we can understand less than we think we do.9 Plausibly, we can also 

understand more than we think we do. This last claim might be thought to put some pressure on 

the idea that puzzlement makes us aware of our lack of understanding. If we can understand more 

than we think we do, and if in general we can underestimate how well we understand a subject 

matter, why think that we should take at face value the apparent lack of understanding that the 

feeling of puzzlement throws at us? 

Here it is important to remember that understanding comes in degrees. Being puzzled by 

some aspect of S is not necessarily a reliable guide to conclusions about how well I understand S. 

It is, however, reasonable to infer, from the fact that I am puzzled about some aspect of S, that 

there is something about S that I do not understand. Here is an illustration. Suppose Watson has 

been following Holmes on a case. On the basis of all the evidence they have reviewed, it seems to 

Watson beyond any doubt that Mr. Regent is the murderer. When Holmes tells Watson that the 

murderer is Dr. Axel, Watson is predictably puzzled. How can Dr. Axel be the murderer, he thinks 

to himself, when all the evidence clearly seemed to incriminate Mr. Regent? From the state of 

puzzlement Watson finds himself in, he concludes that he understood nothing at all about the case. 

That conclusion is in fact mistaken. Watson actually understands the case quite well. He is merely 

missing a piece of crucial information, which Holmes possesses, namely that ‘Mr. Regent’ is just 

an alias of Dr. Axel. But notice that, even though Watson is mistaken about how well he 

understands the case, he is nonetheless justified in believing that, on the basis of his puzzlement, 

that there is something about the case that he does not understand. To wit, he does not understand 

how Dr. Axel can be the murderer, when all the evidence seems to incriminate Mr. Regent. 

 
9 Trout 2002; Hills 2010: 663; Grimm 2012: 106 ff.;  
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In short, as epistemic agents we should be careful not to draw hasty conclusions about how 

well we understand a subject matter when we are puzzled by it. But our puzzlement still tells us 

something useful, namely that there is something about this subject matter that we do not 

understand. Moreover, in most cases, what our puzzlement makes salient to us is a question that 

pertains to the very aspect of the relevant subject matter that we do not understand. 

Thus far, I have described the role of puzzlement as a useful spotlight within inquiry. 

Puzzlement draws our attention to what we do not understand, thereby giving our inquiry structure 

and highlighting specifically what questions we need to inquire into in order to improve our 

understanding. Having a mental state that plays this role is useful for inquiring epistemic agents 

such as ourselves. But puzzlement arguably also plays another valuable role in addition to its 

Spotlight Role. Puzzlement not only provides us with questions to inquire into; it also motivates 

us to inquire into those very questions. 

Consider Marwan as he encounters the argument that puzzles him. When Marwan pauses 

to figure out how the argument’s conclusion follows from its premises, it’s plausible that Marwan 

is motivated to figure out how the argument works because it puzzles him. Similarly, in our initial 

example, it’s plausible that Ksyusha attends to the sound of crackling coals—perhaps overcoming 

the desire to drift back to sleep—because she is puzzled as to how the coals can be crackling given 

that they aren’t burning. In both these cases, puzzlement is motivating epistemic agents to try to 

understand what it is that they are puzzled about. Call this puzzlement’s Motivational Role. 10 

Why does puzzlement motivate us to inquire? There are at least two explanations for why, 

one somewhat generic, the other more specific to puzzlement.  

 
10 The claim that puzzlement motivates us to inquire is distinct from my earlier claim that puzzlement is the result of 
the exercise of our epistemic agency (viz. the result of trying and failing to understand what we are puzzled about). 
The motivation claim is a claim about the downstream causal effects of puzzlement. The epistemic agency claim is a 
claim about the upstream causal origins that are constitutive of puzzlement.   
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The generic explanation is that we are sometimes motivated to try to do something by 

experiencing our own inability to do so. For instance, consider the experience of being unable to 

remember something. I walk by the local movie theatre and see that the theatre is screening 

Playtime tonight. I try to recall who directed Playtime and find out that I can’t. Frustrated by my 

own inability to recall who the director of Playtime is, I try harder to remember, perhaps thinking 

about the question several times over the next hour. Note that I might have very little independent 

interest in knowing who the director of Playtime is. I might have no intention to go see the movie. 

I might not want to look up who the director of Playtime is, or be told by someone else. Rather, I 

just want to overcome my own inability to remember who the director of Playtime is. The general 

thought here is that we can be motivated to try to do things precisely because we experience our 

own inability to do them, over and above our antecedent motivation to do that thing.  

This general thought goes some way towards explaining the motivational power of 

puzzlement. When we are puzzled by something, we experience our own inability to understand 

that thing. Our very inability to make sense of that thing can be something that we are motivated 

to overcome. Thus, one reason why Marwan might be motivated by his puzzlement is that, in being 

puzzled, he experiences his own inability to understand how the argument’s conclusion follows 

from its premises. This provides Marwan with an additional motivation to understand how the 

argument’s conclusion follows from its premises, over and above any antecedent motivation he 

already might have had. He now also has the motivation of overcoming his own experienced 

inability to understand how the conclusion of the argument follows from its premises.    

The more specific explanation for the motivational power of puzzlement is that we 

experience the particular inability that puzzlement involves, the inability to make sense of things, 

as an uncomfortable resting point. We dislike when things don’t make sense to us, and it’s part of 
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the nature of puzzlement to throw in our faces things that don’t make sense to us. The epistemic 

discomfort of puzzlement is unsurprising. After all, what explains my inability to make sense of 

what I am puzzled about is my awareness of incoherence between the object of my puzzlement 

and the content of my background beliefs. Incoherence, especially incoherence of which I am 

aware, and even more so incoherence I find myself unable to resolve, is an epistemically 

uncomfortable resting point. Thus, when Ksyusha is puzzled by the apparent crackling of the black 

coals, she experiences her puzzlement as an unstable resting place. The tension between what the 

contents of her experience—the apparent crackling of the black coals—and her background 

beliefs—coals only crackle when they are very hot, and are red when they are very hot—calls out 

for a resolution. Something has to give. But in order to figure out what has to give, Ksyusha has 

to keep inquiring. By thus by making salient certain internal conflicts between our representational 

states, puzzlement calls out to us to resolve these conflicts, and thereby motivates us to inquire 

further into what we are puzzled about.  

Finally, we should note that puzzlement’s two roles are importantly complementary. First, 

puzzlement provides us with particular questions worth inquiring into. Second, puzzlement 

motivates us to inquire into those very questions it makes salient to us. Although puzzlement is 

instrumentally valuable on either of these counts, the fact that puzzlement plays both roles at once 

makes it even more valuable than just the sum of its parts. After all, it is not that useful to know 

what to inquire into if we are not motivated to inquire into it. Similarly, it is not that useful to be 

motivated to inquire if we do not know what to inquire into. What we need, as inquiring agents, is 

both guidance about what questions to inquire into, and the motivation to inquire into them. What 

makes puzzlement especially instrumentally valuable is that it plays both of these roles at once.      
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3. The Intrinsic Value of Puzzlement   

 

Puzzlement is valuable as a means of achieving our epistemic ends. But puzzlement is not merely 

instrumentally valuable. It is also valuable in itself, or for its own sake.  

 Here is a warm up example. Suppose a teacher is explaining a subtle philosophical 

distinction to three students. The first student immediately understands the distinction. The second 

student is puzzled by it (perhaps the distinction is supposed to be exclusive, but it strikes the student 

as non-exclusive). The third student simply isn’t paying attention.  

Intuitively, there is a sense in which the second student—the student who is puzzled by the 

distinction—is in a better epistemic state than the third student. But the third student is in purely 

neutral epistemic state: they lack any doxastic attitudes towards the distinction that is being 

explained. Thus, since puzzlement is itself a better-than-neutral epistemic state, it must be 

epistemically good. 

 This example, as well as the line of reasoning that accompanies it, are not probative yet. 

What is missing is a rationale for the intuition that I have just tried to elicit, an explanation for why 

we should think that puzzlement is epistemically good in itself.  

Here is that explanation: puzzlement is valuable for its own sake because (i) puzzlement 

involves trying to understand, and (ii) trying to understand is valuable for its own sake. Call this 

the Trying Argument for the intrinsic value of puzzlement.11  

 
11 I am adopting the now common convention of using ‘intrinsic’ value in a broader sense than what a literal reading 
of that expression might suggest. As Korsgaard (1983) and Kagan (1998) point out, the category of things that are 
valuable for their own sake, or in themselves, is broader than the category of things that are valuable in virtue of their 
intrinsic properties. Some things are valuable for their own sake in virtue of their relation to other things. Thus, as I 
am using the term, something can be intrinsically valuable in virtue of its relation to other things.   
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 The first claim of this argument is familiar. As we saw earlier, it is constitutive of 

puzzlement that it is the result of the exercise of our own epistemic agency. When we are puzzled 

by something, we find ourselves unable to understand that thing. We find ourselves unable to 

understand what we are puzzled by as a result of trying and failing to understand that very thing. 

This aspect of puzzlement is an essential aspect of its phenomenology. Part of what it feels like to 

be puzzled is to feel our own epistemic agency encountering resistance—our trying, but failing, to 

make sense of what we are puzzled about.  

 The second claim rests on a more general picture of the relation between attempts and 

intrinsic value. In particular, it rests on what we might call the  

 

Trying Principle If φ-ing has intrinsic value, then trying to φ has intrinsic value.12    

    

 Here is an illustration of the Trying Principle. Suppose Bea’s friend is in the hospital after 

suffering a bike accident, and Bea plans to visit him after her workday to cheer him up, even though 

there is a snowstorm outside and the hospital is on the other side of town. Bea’s cheering up her 

friend has intrinsic value. It would be a good in itself for her friend to be cheered up while he is in 

the hospital. The Trying Principle says that, since Bea’s cheering up her friend has intrinsic value, 

so too does her trying to cheer him up. This seems right. Imagine that the bus Bea takes to the 

hospital gets stuck in snow. Bea catches the next bus to the hospital, but by the time she finally 

gets to the hospital visiting hours are over. As a result, Bea fails to cheer up her friend. But although 

Bea did not succeed in cheering up her friend, it nevertheless seems that Bea did something good. 

To wit: Bea tried to cheer up her friend.  

 
12 Implicit in the principle is that your trying is non-instrumental. If you try to save a stranger from a burning building 
in order to be praised in the local newspapers, your attempt is not intrinsically valuable.   
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More generally, the thought behind the Trying Principle is that appropriately responding 

to what has value is itself valuable. When Bea tries to visit her friend in the hospital, she is 

appropriately responding to the value of her friend’s welfare. After all, trying to achieve something 

that is good in itself is a way of appropriately responding to its value. That is why Bea’s attempt 

to cheer up her friend was good in itself, even though her efforts were unsuccessful.13 

Returning to epistemic value, it is plausible that understanding is epistemically valuable 

for its own sake. Many philosophers think that understanding is the highest epistemic good, in the 

sense that true belief or knowledge that falls short of understanding is less valuable than 

understanding.14 But for our purposes, all we need here is the claim that understanding has intrinsic 

epistemic value. This claim seems to be on solid ground. If anything is epistemically valuable for 

its own sake, understanding is.  

Puzzlement, it thus turns out, is an appropriate response to the value of understanding. We 

are puzzled by the things that we try but fail to understand. When we fail to achieve understanding, 

we fail to bring about that epistemic good, but we have nevertheless done something else that is 

good in itself: we have tried to understand. Because we are appropriately responding to the intrinsic 

value of understanding when we are puzzled, puzzlement itself is intrinsically valuable.        

 

4. Puzzlement and Reductionism about Understanding  

 

In the previous two sections, I argued that puzzlement is epistemically valuable, both 

instrumentally and intrinsically. Epistemology’s neglect of puzzlement is thus unwarranted. In this 

 
13 For a fuller defense of this ‘recursive’ theory of value, see Hurka (2001).  
 
14 Zagzebski (2001); Hills (2009); Pritchard (2010).  
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section, I provide a different kind reason for why we should attend to puzzlement, which is that it 

has important implications for the theory of understanding. 

One of the most central issues in the theory of understanding concerns whether 

understanding is anything over and above propositional knowledge. Reductionism about 

understanding is the view that instances of understanding are fully grounded in instances 

knowledge.15 Due in large part to Paulina Sliwa’s resourceful defense of the view, reductionism 

about understanding is in good standing and a live option in the theory of understanding.16 In this 

section, however, I will argue, building on the distinction between puzzlement and the mere 

absence of understanding, that the reductionist project suffers from a serious lacuna, and that the 

most obvious ways of filling this lacuna are not promising at all. The upshot of the argument is 

that the reductionist project is in worse shape than it was otherwise reasonable to assume.      

 To start, let me put a more precise definition of reductionism on the table. The simplest 

version the reductionist is that instances of understanding are fully grounded in the corresponding 

instance of knowledge. For example, on the simple version, S understands why p if and only if, 

and because, S knows why p. More recently, Sliwa has acknowledged that the simple version of 

reductionism leaves out something important: whether S understands why p, for example, 

plausibly depends on how much she knows about why p is the case. Sliwa’s most recent view is 

thus that S understands why p if and only if, and because, they know a sufficient amount about 

why p. More generally, what the reductionist about understanding is committed to, on this more 

 
15 In principle, of course, one can try to reduce understanding to epistemic states other than knowledge. But since the 
only form of reductionism that exists in the literature is one that reduces understanding to knowledge, and since this 
seems to be the most promising form of reductionism about understanding, I will follow common usage in calling that 
view ‘reductionism’ for short.   
 
16 Sliwa (2015, 2017). Sliwa uses the language of ‘constitution’ instead of ‘grounding’, but nothing hangs on this 
difference. Constitution is just one kind of relation of grounding, or metaphysical dependence. 
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sophisticated version of the view, is that instances of understanding are fully grounded in sufficient 

amounts of the corresponding instance of knowledge.17 In short:     

 

U-Reduction To understand ξ is to have a sufficient amount of knowledge about ξ.18 

 

Here is an overlooked problem for reductionism (both simple and sophisticated) about 

understanding.19 Earlier, I pointed out that we should distinguish between puzzlement and the mere 

absence of understanding. Puzzlement is not the mere absence of understanding: it is the non-

privative, polar opposite of understanding. To be puzzled by something is to anti-understand it. 

Knowledge-based reductionism, however, does not provide a reductive account of puzzlement. 

There is thus a serious lacuna in the reductionist project. By analogy, if a reductive theory of desire 

did not provide a reductive account of aversion, in a way that vindicated the distinction between 

aversion and the mere absence of desire, that would be a serious lacuna in that theory.20 

 To bring out this lacuna, consider the two further analyses that the reductionist must 

provide in order to vindicate the idea that understanding is reducible to knowledge. The first of 

these is the reduction of lacking understanding (LU). This reduction is easy:       

  

 
17 See Sliwa 2017: 530. Other reductionist proposals in the vicinity include Greco 2014; Riaz 2015; and Khalifa 2017.  
18 Here ‘ξ’ can be filled in with a noun phrase (e.g. Hegelian metaphysics) or an indirect question (e.g. why the litmus 
paper turned red, what a black hole is, etc.).  
 
19 Outside the scope of my argument in what follows are accounts that claim that understanding is a special kind of 
knowledge that is not itself reducible to propositional knowledge (Grimm 2006), as well as accounts that appeal to 
basing relations between pieces of knowledge (Kelp 2021), since these basing relations are not themselves reducible 
to more propositional knowledge.     
 
20 For a structurally analogous argument against reductive analyses of trust, see Hawley 2014.  
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LU-Reduction To lack understanding of ξ is to lack a sufficient amount of knowledge about 

ξ. 

  

The reduction of anti-understanding, or puzzlement, on the other hand, is much harder to complete:  

 

P-Reduction  To be puzzled by ξ (to anti-understand ξ) is to ______. 

 

How should we complete this claim? We know the following will not do: 

 

PR1 To be puzzled by ξ is to lack a sufficient amount of knowledge about ξ.  

 

This analysis of puzzlement fails for reasons we have already seen. If I am ignorant of the 

fact that there is a wild boar in my office, then I have no knowledge about why there is a wild boar 

in my office. Since I am ignorant of the fact that there is a wild boar in my office, however, I am 

not puzzled as to why there is a wild boar in my office. Thus, lacking a sufficient amount of 

knowledge of why p is not sufficient for being puzzled as to why p. PR1 fails. 

 To avoid such cases, reductionists might try to identify puzzlement with lack of knowledge 

of which one is aware, like so: 

 

PR2 To be puzzled by ξ is to know that one lacks a sufficient amount of knowledge 

about ξ.  

 



 

 22 

 PR2 avoids the wild boar counterexample above. But it fails for other reasons. I can be 

aware that I do not know why p, and yet not be puzzled as to why p. To illustrate, suppose someone 

asks me if I know why Madagascar is called ‘Madagascar’. And suppose I haven’t the faintest idea 

why Madagascar is called ‘Madagascar’. Since I am entertaining the question of why Madagascar 

is called ‘Madagascar’, and failing to retrieve any information that bears on that question, I am 

aware that I have no knowledge of why Madagascar is called ‘Madagascar’. I am not puzzled as 

to why Madagascar is called ‘Madagascar’. I just don’t know why it is. And that itself is not 

puzzling either. There are lots of words whose causal origin I don’t know.    

 Perhaps what is missing from the reductions above is the element of trying that is involved 

in puzzlement. A different reductionist strategy might thus be the following: 

 

PR3 To be puzzled by ξ is to try to know a sufficient amount about ξ  

 

 But an extension of the case above quickly reveals the inadequacy of this analysis, too. I 

might try to learn more about why Madagascar is called ‘Madagascar’ by going to the library to 

read books on the subject. But the actions I perform that constitute my trying to know a sufficient 

amount about why Madagascar is called ‘Madagascar’—going to the library, walking through the 

aisles to locate the books I am looking for—are not even mental states at all. They are not even the 

right kind of thing to reduce puzzlement to.  

 One way to amend PR3 would thus be to restrict the relevant attempts to know more about 

ξ to purely mental events. Puzzlement, one might say, is a mental attempt to know more, or a 

sufficient amount, about a subject matter. This suggests the following analysis: 
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PR4      To be puzzled by ξ is to mentally try to know a sufficient amount about ξ 

 

 This is a better analysis than PR3, but it still fails. Perhaps I once knew why Madagascar 

is called ‘Madagascar’, and I am now trying my hardest to remember that explanation. I am, in the 

relevant sense, mentally attempting to know a sufficient amount about why Madagascar is called 

‘Madagascar’. Still, I am not puzzled as to why Madagascar is called ‘Madagascar’. I just can’t 

remember why it’s called that.  

 A reductive analysis of puzzlement in terms of knowledge seems hard to come by. This 

should not be surprising. After all, if the reductionist is right, having knowledge is ultimately all 

that understanding amounts to. Yet puzzlement is the opposite of understanding. It thus seems 

strange, and not altogether very promising, to imagine that puzzlement, that which is the opposite 

of understanding, could be analyzed in terms of knowledge, that which understanding (putatively) 

consists in.   

This observation naturally suggests a different strategy for the reductionist, which is to 

analyze puzzlement not in terms of knowledge, but rather in terms of that which is the opposite of 

knowledge. This reductive strategy also runs into difficulties. What is the state which stands in a 

relation of polar opposition to knowledge? The most natural candidate, the one we most naturally 

reach out for, is that the opposite of knowledge is ignorance. Yet we already know that puzzlement 

is not reducible to ignorance. Of course, the reductionist might deny that ignorance is the polar 

opposite of knowledge, on precisely the same grounds that led us to distinguish it from puzzlement 

in the first place: that ignorance is merely the privative absence of knowledge, not its opposite.  
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If not ignorance, what, then, is the non-privative, polar opposite of knowledge? False 

belief? False belief that flies in the face of compelling evidence to the contrary?21 These may be 

better candidates for being polar opposites of knowledge, but they still have little in common with 

puzzlement. Suppose I falsely believe that the reason why the tea you gave me is sweet is that you 

added honey to it (in fact, you added maple syrup, and I saw you do it). I am not the least bit 

puzzled as to why the tea I am drinking is sweet. I just have a false belief about why it is sweet, 

and that belief also happen to fly in the face of my available evidence. I thus take it that analyzing 

puzzlement in terms of the polar opposite of knowledge is not an especially promising strategy 

either. Indeed, it still isn’t entirely clear whether there even is a state which stands in a relation of 

polar opposition to knowledge at all.  

We are now in a position to more precisely formulate the problem for reductionism. The 

problem is that it seems plausible that if (i) X and X* are polar opposites, and (ii) X reduces to Y, 

then there must be some Y* such that (iii) X* reduces to Y*, and (iv) Y and Y* are polar opposites. 

Understanding and puzzlement are polar opposites. Thus, if understanding were reducible to 

knowledge, there should be some mental state Y* such that puzzlement reduces to Y*, and 

knowledge and Y* are polar opposites. But it’s at least highly questionable whether knowledge 

has a polar opposite at all, and the most natural candidates for that role (ignorance, false belief, 

irrational false belief) are not plausible reductive bases of puzzlement. This gives us strong reasons 

to think that understanding is not, after all, reducible to knowledge.   

I have been arguing that puzzlement raises difficulties for reductionist theories of 

understanding. But what should non-reductionists say about puzzlement?  

 
21 This last suggestion is made by Kagan (2014), who also rejects the claim that ignorance is the polar opposite of 
knowledge on the grounds that ignorance is merely privative.   
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The first thing that the non-reductionist might say is purely negative: they are not in the 

business of giving a reductive account of understanding in the first place, so neither do they have 

to provide a reductive account of puzzlement or of any other polar opposite of understanding. But 

I think the non-reductionist can say more.  

Indeed, the most central point of convergence among non-reductionist accounts of 

understanding is that understanding requires grasping how things fit together, and grasping is not 

reducible to propositional knowledge. Non-reductionists disagree, of course, about what grasping 

itself consists in. For some, grasping is primarily a matter of appreciating relations of internal 

coherence between the contents of one’s beliefs.22 For others, grasping is primarily a matter of 

having certain explanatory abilities with respect to the object of understanding.23 Strikingly, both 

of these accounts of grasping go some way towards accounting for the fact that puzzlement stands 

in a relation of polar opposition to understanding. After all, puzzlement involves both the 

experience of one’s own explanatory inability, and the appreciation of incoherence between the 

contents of one’s beliefs. When Ksyusha is puzzled by the apparent crackling of the black coals, 

she experiences her own inability to explain how it is that the black coals are crackling, and the 

reason why she is unable to do so is that this proposition is in tension with her other background 

beliefs. Thus, the polar opposition between puzzlement and understanding does more than simply 

leave non-reductionist theories of understanding unscathed. It also lends positive support to these 

theories, since they are in a position to explain why that relation holds in the first place.      

   

    

 
22 Elgin (2007); Carter and Gordon (2014); Bengson (2015).  
 
23 Hills (2016); de Regt (2017); Strevens (MS).  
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4. Conclusion 

 

In this chapter, I have tried to accomplish three things. First, I introduced an account of puzzlement 

that distinguishes puzzlement from the mere absence of understanding. I then argued that 

puzzlement, so distinguished, is epistemically valuable, both instrumentally and intrinsically. 

Finally, I argued that the distinction between puzzlement and the mere absence of understanding 

brings out an important lacuna within reductive accounts of understanding that analyze it in terms 

of knowledge, and that this lacuna provides a novel argument for thinking that these reductive 

accounts are incorrect. 
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Chapter Two 

Moral Understanding Between You and Me 

 

 

Morality is, in large part, about how we should relate to other people. In the moral domain, it is 

possible to share an understanding of moral matters with the very person that understanding 

concerns. When you understand the reasons why it would be wrong for you to lie to your friend, 

you grasp something which your friend, too, can understand. This possibility raises a question: 

given that we can share moral understanding with others, ought we to? In what follows, I defend 

a positive answer to this question. In particular, I argue that two central moral phenomena—

justifying our actions to others and apologizing for wrongdoing—always require shared moral 

understanding in order to be successful. Thus, whenever I owe you a justification or an apology, I 

thereby owe it to you to bring it about that we share moral understanding. 

One upshot of my argument is a novel explanation of the importance of moral 

understanding in our lives. Much attention has been paid to moral understanding as an individual 

achievement,1 but the phenomenon of shared moral understanding has been widely overlooked. 

That omission is significant. If I am right, we can’t fully explain why moral understanding matters 

by focusing exclusively on the moral understanding of individuals. What matters is also that we 

understand moral reasons together.  

My argument also sheds light on the nature of two of our most central interpersonal moral 

practices. What it is to justify yourself to another person, I argue, is to aim to share moral 

understanding about the reasons that justified your action. In a similar vein, I argue, an apology is 

 
1 Hopkins 2007; Hills 2009, 2015; Sliwa 2017; Callahan 2018; Howard 2018.  
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defective when it fails to reflect a shared moral understanding of the wrong done to its recipient. 

These claims, if correct, not only explain why we ought to share moral understanding with others, 

they also illuminate what it takes to justify ourselves to others and to apologize for wrongdoing.  

Since shared moral understanding has been widely overlooked, my first order of business 

in what follows is to give an account of what it takes for you and I to share moral understanding. 

I take up this task in sections 1 and 2. In section 3, I argue that shared moral understanding is the 

constitutive aim of interpersonal justification. In section 4, I argue that an apology ought to reflect 

a shared moral understanding of the wrong it seeks to address. Section 5 concludes.  

 

 

1. Individual Moral Understanding 

 

My aim in this section and the next is to provide a working characterization of what it takes for 

moral agents to share moral understanding. On the account I provide, shared moral understanding 

is more than just the conjunction of two individuals having moral understanding. Still, it’s a 

necessary condition on you and I sharing moral understanding that we each have the relevant moral 

understanding. So before I can say what it takes to share moral understanding, I need to say 

something about what it takes to have moral understanding in the first place.  

Moral understanding, as its name would suggest, is understanding that is about the subject 

matter of morality. Although the exact boundaries of morality might not be perfectly clear, this 

won’t be something we need to worry about. There are plenty of instances of understanding that 

are clearly about moral matters: understanding the wrongness of an action, what was disrespectful 

about a particular remark, why someone was justified in acting as they did, and so on and so forth.  
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The more important question for our purposes is what it takes to understand something, 

including moral matters. The first thing to point out is that understanding is a positive epistemic 

status. To understand why I ought to perform some action is for me be in a good epistemic standing 

vis-à-vis that particular subject matter. Importantly, understanding is a positive epistemic status 

that is graded along both objective and subjective dimensions. On the objective side of things, I 

understand something only if my conception of it is accurate. Thus, I understand why I ought to 

do A only if I in fact ought to do A, and only if the reason why I ought to do A—for example, that 

I have promised you to do so—is the reason that I take to explain why I ought to do A. On the 

subjective side of things, I understand something only if I conceive of it in a way that makes sense 

to me. Thus, I understand why I ought to do A only I am able to make sense of why I ought to do 

A, in light of how I conceive of that action and its relevant normative features.  

The subjective dimension of understanding has this important implication: you can know 

more than you understand. Not any collection of piecemeal moral knowledge amounts to genuine 

moral understanding. To illustrate this, consider the following case: 

 

Immoral Debt 

Maya tells Jared that it was wrong for the IMF to make Madagascar pay its external debt 

towards developed countries because of the unfair burdens it placed on the Malagasy 

population, and that the debt ought to have been abolished instead. This doesn’t make any 

sense to Jared (“They borrowed the money,” he thinks to himself. “Surely they had to pay 

it back?”) But he trusts Maya’s moral judgment and believes what she says. 
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By accepting Maya’s testimony, Jared comes to know that Madagascar’s external debt ought to 

have been abolished, as well as why it ought to have been abolished.2 But Jared doesn’t thereby 

come to understand why the debt ought to have been abolished. For one thing, the fact that the 

debt ought to have been abolished doesn’t make any sense to him: it clashes with his background 

belief that debts are things that we have a moral obligation to repay.3 For another, Jared is unable 

to explain, in his own words, why the debt ought to have been abolished, or to draw the right 

conclusion about similar cases.4 

 To summarize: moral understanding is an epistemic achievement about moral matters. 

When you have moral understanding, you are getting things right: you represent moral reality in 

an accurate way. But in addition to this, you also represent that part of moral reality in a way that 

makes sense to you. Because moral understanding has this subjective dimension, you can come to 

know more, on the basis of moral testimony, than what you understand.5 

 

 

2. Shared Moral Understanding 

 

What has come before is largely familiar. We now turn to an overlooked but (I will argue) centrally 

important phenomenon: moral understanding that is shared between you and me.  

 
2 It is widely agreed that moral knowledge can be transmitted by testimony (see Jones 1999; Driver 2007; Hopkins 
2007; Hills 2009; McGrath 2009, 2020; Sliwa 2017). I will not be calling that claim into question in this chapter. 
 
3 For this coherentist gloss on the subjective dimension of understanding, see Gardiner 2012 and Bengson 2015. 
 
4 For this gloss on the subjective dimension of understanding, in terms of abilities, see Hills 2009, 2016.  
 
5 A potential complication: won’t this claim be rejected by those (e.g. Sliwa 2017) who think that understanding is 
ultimately reducible to knowledge? I don’t think so. On Sliwa’s view, an agent understands why p if and only if she 
has a sufficient amount of knowledge why p. This view leaves open the possibility that an agent might know enough 
about why p to know why p, without knowing enough to understand why p.  
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Shared moral understanding, as I will construe it, goes beyond merely having some bit of 

moral understanding in common. Having moral understanding in common is just a conjunctive 

fact: you and I have the same conception of why some action was wrong, and you and I both 

understand, on that basis, why that action was wrong. You have moral understanding, and so do I.  

When you and I share moral understanding, by contrast, not only do we have moral 

understanding in common, but the very fact of our having moral understanding in common is itself 

out in the open, in a shared space between you and me. We together acknowledge that we 

understand things the same way and in so doing we jointly commit to this way of understanding 

things. 

 To get a better handle on this notion of a shared space, consider the following example 

from Charles Taylor:  

 
Let’s say that you and I are strangers travelling together through some southern country. It 
is terribly hot, the atmosphere is stifling. I turn to you and say: “Whew, it’s hot.” This 
doesn’t tell you anything you didn’t know; neither that it’s hot, nor that I suffer from the 
heat. Both these facts were plain to you before […] What the expression has done here is 
to create a rapport between us […] Previously I knew that you were hot, and you know that 
I was hot, and I knew that you must know that I knew that … etc. … But now it’s out there 
as a fact between us that it’s stifling in here (1980, 294).  

 

Taylor’s example nicely illustrates a robust sense in which we can share a thought with another 

person, one that isn’t reducible either to our having the same thought, or even to our knowing this 

about ourselves. Taylor goes on to say that what is distinctive about the sort of public space that 

communication makes possible is that it creates a “common vantage point from which we survey 

the world together” (1980: 294).  

In a similar vein, Margaret Gilbert argues that the notion of some fact being part of a shared 

space is best understood in terms of that fact being represented by a plural subject. On her view, 
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the fact that it’s hot is part of a shared space between you and me in virtue of our jointly committing 

to recognize that it’s hot here.  

Gilbert’s claim that joint commitment towards x is what constitutes x’s being part of a 

shared interpersonal space might seem too strong. For instance, you and I might be deliberating 

together about what to do tonight, and in the course of that joint deliberation considering whether 

to go out dancing tonight. We haven’t decided to go out dancing, and yet it seems that the option 

of going out to dance is, in the relevant sense, in a shared space between you and me. So it seems 

that something can be in a shared space between you and me even if we haven’t jointly committed 

to it. The most natural reply here on behalf of Gilbert is that, in considering together whether to 

go out dancing tonight, we do jointly commit to something, namely to the fact that going out 

dancing tonight is a live option. Even if this reply succeeds, there is also a nearby worry about the 

explanatory order of the view: the existence of a public space between you and me, one might 

think, is what makes it possible for you and I to have joint attitudes that are about something in 

that public space. Public space, the thought goes, is metaphysically prior to joint commitments: 

it’s only because the fact that it’s hot here is out in the open, in shared space between you and me, 

that we then can jointly commit to recognizing that fact together. 

Although I think these metaphysical questions are important, I won’t attempt to resolve 

them here. In particular, I won’t take a stand on whether the notion of a public space between 

moral agents is prior to or instead constituted by joint commitments. What is important for our 

purposes is the following pair of claims: (i) shared moral understanding requires joint 

commitments, and (ii) joint commitments necessarily entail that what we are jointly committed to 

is part of a shared space between us.  
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Structurally, then, sharing moral understanding is just like sharing the experience of a hot 

day. The only difference is that what we jointly commit to is usually more complex. When you 

and I share moral understanding, say about why some action was wrong, what figures in a shared 

space between you and me is a way of understanding why that action was wrong. We jointly 

commit not only to the fact that we have moral understanding in common, but also to the particular 

content of that moral understanding—to the reasons why the action was wrong. 

Such shared moral understanding, I will now argue, plays an essential role in our 

interpersonal moral practices. Within the central moral practices of interpersonal justification and 

apology, we owe it to others to aim at sharing moral understanding with them.   

 

 

3. Interpersonal Justification 

 

We should act towards others only in ways that we could justify to them. If I could not possibly 

justify breaking my promise to you, then it would be morally wrong for me to break that promise. 

Conversely, if it would be permissible for me to break my promise in this particular case, then it 

must be that I could, in principle, justify my doing so to you. We relate to others as we should 

when our actions have a certain property: the property of being justifiable to them.6  

But that is not all. Relating to others as we should requires more than merely conducting 

ourselves in ways that we could justify to them. The act of justifying our actions to others is itself 

of moral significance. Beyond acting in ways that we could justify, we also, sometimes, owe it to 

others to in fact justify our actions to them. If I permissibly break my promise to you, it’s not 

 
6 This idea plays an especially central role within contractualism (Scanlon 1998), but it is also implicit in the Kantian 
thought that the law under which I act must be universally acceptable (Nagel 1995: 44ff.; Korsgaard 2018: 140).  
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enough that I could, in principle, justify my doing so to you. Having broken my promise, I owe it 

to you to justify my doing so. 

When do we owe it to others to justify our actions to them? I will not attempt to answer 

this question here. My own considered view is that there is a wide range of factors that can ground 

a duty to justify ourselves to others: having permissibly infringed someone’s rights, being in a 

position of power, or simply being confronted by others about our actions when they have the 

standing to do so. I will not, however, assume any particular view about when we owe it to others 

to justify ourselves to them. The only assumption I make is that such a duty exists: there are 

instances in which we owe it to others to justify our actions to them.7  

This leaves us with a more fundamental question: what is it to justify your action to another 

person? In justifying ourselves to others, we are trying to achieve some end. So, one way to get at 

the nature of interpersonal justification is to ask ourselves what it aims at. That is, what is the 

constitutive aim of justifying your action to another person? 

Let me try to make this question more precise. There are two complementary ways of 

thinking about constitutive aims. One is in terms of success conditions. If C is what it takes for 

some activity A to be successful, then C is the constitutive aim of A.8 So, for example, if figuring 

out whether p is what it takes for inquiry into whether p to be successful, then figuring out whether 

p is the constitutive aim of inquiry into whether p. The second way of thinking about constitutive 

 
7 That such a duty exists is recognized, if only in passing, by a number of philosophers, including Montague 1988: 
350; Elgin 2001: 105; and Sliwa 2019: 65, fn. 47. A lengthier discussion of interpersonal justification can be found in 
Frick 2016. Frick’s primary focus in that essay, however, is interpersonal justification serving to persuade someone 
else that they ought to act in a certain way, which is not something we usually owe it to others to do. My concern in 
this chapter, by contrast, is the act of justifying one’s own action to another person, which commonly enough is 
something that we owe to others.   
   
8 Velleman 2000: 246. 
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aims is in terms of what it takes for an agent to count as performing the activity at all.9 Thus, if 

you’re doing something that looks like inquiring into whether p, but you’re not actually trying to 

figure out whether p, then you’re not really inquiring into whether p. These two ways of thinking 

about constitutive aims are closely related. In order to count as performing some activity, you need 

to aim to do it successfully. So a constitutive aim is both the success condition of an activity and 

what it takes to count as doing that activity at all. There are thus two complementary ways to think 

about the constitutive aim of justifying your actions to others: in terms of its success conditions, 

and in terms of what you have to be trying to do in order to even count as justifying yourself to 

another person. 

What, then, is the constitutive aim of justifying your action to another person? A very 

tempting answer is the following: to justify your action to someone is just to give them the reasons 

why your action is right. Call this the Delivery Model of interpersonal justification. The Delivery 

Model provides a very neat account of interpersonal justification. It is also a very natural account: 

what else could it be to justify your action to another person, if not to give them the reasons why 

you were justified in acting as you did?10  

And yet, we should reject the Delivery Model. Justifying yourself to another person is not 

just a matter of delivering some piece of information to them. As an account of interpersonal 

justification, the Delivery Model runs into two major problems.  

First, the Delivery Model is unable to account for the fact that the duty to justify myself to 

you is specifically mine to carry out. When I owe you a justification, what I owe you is an action, 

not some piece of information: I owe it to you to justify myself as best I can. In other words, the 

 
9 Katsafanas 2018: 369-70.  
 
10 See Hills 2009: 106-108 and Wiland 2021: 65-67 for two discussions of justifying your actions to others (and of 
whether you need moral understanding to do so) that implicitly rely on the Delivery Model.  
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content of the duty to provide a justification is best understood as making explicit reference to the 

agent who possesses that duty. This feature of the duty to justify oneself to another person is hard 

to make sense of on the Delivery Model. If the aim of interpersonal justification is just to deliver 

some information to you, it would seem to make no moral difference whether you receive that 

information from me rather than someone else. But this is mistaken. I can’t delegate my duty to 

justify my actions to a moral expert in the way that I can delegate my duty to pay my taxes to a tax 

expert.  

This point can be strengthened by considering the perspective of the person who is owed a 

justification. Suppose I pull out of a camping trip we were planning together. I owe it you to justify 

that decision. Suppose further that some well-informed third party takes it upon herself to give you 

the reasons why I was justified in pulling out of the camping trip, citing my many other 

commitments right now, my fear of bears, and so on. You might be glad to know about this, but it 

would nevertheless be reasonable for you to expect to hear these things from me. I am not entirely 

off the hook. If I never address the fact that I pulled out of the camping trip to you directly, knowing 

that our well-informed mutual acquaintance has provided you with adequate information already, 

I am making a moral mistake. You are entitled to more than just some piece of information: you 

are entitled to hearing that justification from me.  

This is in contrast with other cases of directed moral duties that it seems perfectly fine for 

third parties to discharge on my behalf. Suppose I have borrowed a book from you that I promise 

to return to you by Sunday. On Friday, a mutual friend of ours, knowing that I can be forgetful and 

that I already finished reading the book, takes it upon himself to return the book to you. Although 

I did not fulfill my duty myself, our mutual friend has discharged my duty on my behalf: you now 

have the book in your possession, and there is nothing left for me to do. There is an important 
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moral asymmetry, in other words, between the duty to provide a justification and the duty to return 

material objects. Because the Delivery Model reifies the aim of interpersonal justification, 

conceiving of it as a piece of information to be passed on to another person, it is unable to account 

for the personal nature of the duty to justify one’s own actions to others, that is, the fact that the 

person who owes a justification and the person doing the justifying should be the same person.11 

The second problem for the Delivery Model is independent of the first. Whereas the first 

problem for the Delivery Model concerns the role of the justifying agent, the second problem 

concerns the role of the addressee. Recall what the Delivery Model says about the aim of 

interpersonal justification: I successfully justify my action to you just in case I give you the reasons 

why my action was right. Note that, on this picture, it does not matter how you respond—whether 

you accept or reject the reasons I have provided, whether you call into question my way of 

describing the situation, whether you draw my attention to considerations you think I have 

overlooked, and so on. If the reasons I initially gave you were indeed the reasons why what I did 

was right, there is nothing further that I owe it to you to do. What you do with these reasons is 

your own business. My duty was just to give you a correct justification for my action, and I have 

done that already.  

This, I take it, is an implausibly impoverished picture of what we are doing when we are 

justifying ourselves to others. In particular, what the Delivery Model fails to account for here is 

that the practice of interpersonal justification aims at a kind of uptake on the part of the addressee. 

What I am trying to do, in putting forward the reasons why I take myself to have been justified in 

acting as I did, is to justify my action to you. How you respond is the point of what I am doing. 

 
11 This is not to say that it is never permissible to justify my action to you via an intermediary. In such cases, however, 
it matters that the intermediary is just that: a means of communication by way of which I am addressing you.    
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Whether I am successful in my attempt to justify myself to you depends, by my own lights, on 

whether I succeed in making the justification for my action apparent to you. 

Generalizing further, it also seems that the Delivery Model is unable to make sense of why 

we engage in the practice of justifying ourselves to others. If I am completely indifferent as to 

whether or not you accept my justification for pulling out of the camping trip, why bother trying 

to justify myself to you? We engage in the practice of justifying our actions to others because we 

take their objections to our behavior seriously. If I take your objections seriously, I should also 

take your rejection of my justification seriously. Conversely, if I don’t especially care whether or 

not you accept the justification I am putting forward for my action, it’s unclear why I would be 

concerned with justifying my action to you in the first place.  

Let us take stock. The Delivery Model has problems on both ends of the interpersonal 

relation. It loses sight of me, the justifying agent, by making it irrelevant who delivers the 

justification. It loses sight of you, the addressee of the justification, by making it unimportant how 

you respond once the justification has been delivered. What we need, then, is an account of the 

aim of justifying ourselves to others that addresses both of these shortcomings.          

 With these desiderata on the table, I now turn to a positive proposal. The constitutive aim 

of interpersonal justification, I will now argue, is shared moral understanding. When I am 

justifying myself to you, what I am doing is trying to bring it about that you understand my reasons 

for acting as I did, and thereby why I was justified in acting as I did. On this picture, interpersonal 

justification overlaps with the process of making oneself understood. I put my reasons out in the 

open, the reasons I take to justify my action, in the hope that you will understand me as having 

acted reasonably, or on good grounds. In so doing, I aim for us to understand the reasons for which 
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I acted in the same light, as reasons justifying what I did. I aim, in other words, at shared moral 

understanding. Call this the Shared Understanding Model of interpersonal justification.  

This statement of the view is somewhat abstract, so it will help to have an illustration of 

the basic idea that interpersonal justification aims at shared moral understanding. Consider the 

following case, which comes from Octavia Butler’s dystopian novel, The Parable of the Sower. In 

it, the novel’s fifteen-year-old protagonist, Lauren, lives within a tight-knit gated community 

precariously isolated from the lawless chaos on the outside. Lauren gets into trouble for trying to 

get the somewhat oblivious members of her community to realize that their gated paradise won’t 

last much longer, and that they had better learn to survive outside the walls if they are to survive 

at all. Having confronted Lauren about this, her father tries to exact a promise from her: “No more 

scare talk” is the request. That’s a no-go for Lauren: “I looked back at him, not wanting to give a 

promise that would be a lie.” As far as Lauren is concerned, she’s done nothing wrong; if anything, 

she takes herself to be morally required to alert her fellow community members about the dangers 

they face. Since she can’t accede to her father’s request for a promise, she tries, instead, to justify 

herself to him. Her aim in doing so essentially involves uptake on his part: “I wanted him to know, 

to understand what I believed.”12 What Lauren believes, and what she thinks her father doesn’t 

understand, is that their gated world is coming to an end, and that the people they both care about 

are completely unprepared for life outside the walls. And these facts, she also believes, amply 

justify telling her fellow community members how bad things are, even if it scares them stiff.  

In justifying herself to her father, Lauren aims at shared moral understanding. She has a 

certain conception of the reasons why she is justified in telling people about the dangers they face, 

and the point of putting forward those reasons to her father is to bring it about that he share this 

 
12 Butler 1993: 62.  
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understanding with her. The process of aiming at this shared moral understanding overlaps with 

the process of being understood. In justifying herself, Lauren aims for her father to understand her. 

But, crucially, not just any way of being understood would amount to success by Lauren’s lights. 

Imagine that, in response to the reasons she provides, her father were to say to her something along 

the lines of: “Ah, I understand now why you thought all this scare talk was a good idea. But you’re 

wrong about all this. There’s no danger. So no more scare talk, okay?” This, rather obviously, is 

not the kind of uptake that Lauren is aiming at. Lauren doesn’t merely want to be understood as 

acting for reasons that make sense from her perspective. She want to be understood as acting for 

good reasons, that is, for reasons that in fact justify her action (“It wasn’t scare talk, we do need to 

learn what we can while there’s still time”).  

In addition, it’s plausible that Lauren aims at sharing moral understanding with her father, 

not just at having moral understanding in common. To see why, imagine that Lauren can tell, from 

the change in her father’s tone of voice, or the deep furrow in his brow, that he has come to agree 

that she did no wrong, and indeed that he understands the situation they are in and why she was 

justified in acting as she did in exactly the same way as Lauren does. But either out of stubbornness, 

fear or a misguided sense of parental authority, he refuses to recognize outwardly that Lauren acted 

rightly. Again it seems that something important is missing. It matters to Lauren that her father 

acknowledge that she acted for good reasons. It matters, in other words, that a certain way of 

understanding things is out in the open, in a shared space between them. This point is in fact closely 

related to the fact that Lauren aims to be understood as acting for good reasons. Indeed, to put 

things slightly differently, we might say that what Lauren aims at is to be understood as acting for 
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reasons which, because they are good reasons, can be endorsed from a shared perspective that she 

and her father together occupy.13  

My hope at this juncture is to have clarified what the Shared Understanding Model says, 

as well as made a case for thinking that it enjoys some initial plausibility. In support of the view 

we can also cite two additional reasons. The first is that the Shared Understanding Model, unlike 

the Delivery Model, can explain the observation that, when I owe you a justification for my action, 

that duty is specifically mine to carry out. This feature of interpersonal justification can now be 

explained in terms of its aim. Other moral agents can give you a justification for my action, but 

only I can bring it about that you and I share moral understanding, by addressing you directly. 

Once we see that interpersonal justification aims at shared moral understanding, there’s no more 

mystery as to why the person who owes a justification and the person doing the justifying should 

be the same person. The second consideration counting in favor of the Shared Understanding 

Model is that, again unlike the Delivery Model, it can accommodate the observation that uptake 

matters to interpersonal justification—that whether I am successful in justifying myself to you 

depends on how you respond. This, in turn, enables the view to make sense of why we engage in 

the practice of justifying our actions to others in the first place. We engage in the practice of 

justifying our actions to others because, within our relationships with other moral agents, it matters 

to us whether we share moral understanding with them. 

Although I think the Shared Understanding Model has much going for it, it is obviously 

not the only alternative to the Delivery Model. Indeed, these two views stand roughly at two ends 

of the spectrum, with the Delivery Model being a view on which interpersonal justification requires 

no uptake at all and the Shared Understanding Model being a view on that uptake is about as robust 

 
13 See Korsgaard 1996 for the idea that normative reasons are necessarily reasons we can share with others.  
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as it can be. In between these two extremes, we find an array of views which agree that the aim of 

interpersonal justification is a kind of uptake, but which take the relevant uptake to be considerably 

less demanding.  

I believe none of these intermediary options can be made to work. It will be useful to 

consider some of these alternative more closely. If they fail, their failure will provide, by way of 

elimination, some additional support for the Shared Understanding Model. 

One such alternative view might be that the aim of interpersonal justification is for you to 

accept that I was justified in acting as I did. I successfully justify my action if I give you a correct 

justification and you accept it.14 Acceptance, as construed here, is a voluntary act. In principle, you 

can accept someone’s justification without believing that the justification is a good one.15  

This feature of acceptance leads to a problem for the view. You might, for instance, accept 

my justification merely to put an end to a tedious exchange. If you accepted my justification for 

that reason, would I have been successful in justifying my action to you? It seems not. To make 

this point more vivid, we can imagine someone who embarks on tedious explanation of why they 

were justified in acting as they did, knowing that their interlocutor will find this explanation 

tedious, and intending for their interlocutor to accept the justification on offer precisely because 

listening to it is tedious. I take it to be obvious that the tedious explainer is not trying to justify 

themselves to their addressee. So, acceptance is not the aim of interpersonal justification.  

 
14 This view, like the Delivery Model before it, is still overly transactional: it can’t explain why the person who owes 
a justification and the person doing the justifying should be the same person. I am setting aside this worry for the sake 
of argument. In considering these alternative views, I am focusing exclusively (and somewhat artificially, by the lights 
of what I take to be the correct view) on the ‘receiving end’ of interpersonal justification, that is, on the part of the aim 
of interpersonal justification that concerns only its addressee.    
         
15 For more on the general distinction between acceptance and belief, see Stalnaker 1987 and Cohen 1989. 
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The problem with the acceptance view seems to lie in the voluntary nature of acceptance. 

This in turn suggests that belief might be a more appropriate aim for interpersonal justification, 

since belief, unlike acceptance, is commonly thought not to be under our voluntary control. You 

cannot believe that someone was justified in acting as they did just because it is tedious to listen 

to them. So here is our second alternative: the aim of interpersonal justification is for you to believe 

that I was justified in acting as I did.  

This view runs into a different problem. One way I can bring it about that you believe some 

claim is by inviting you to take my word for. But asking you to take my word for it that I was 

justified in acting as I did is something altogether very different from trying to justify my action 

to you. Suppose you entrusted some information to me in confidence, and you have now found out 

that I passed on this information to a mutual friend of ours. When you confront me about this, I 

respond by reassuring you that I did no wrong: you should take my word for it, I say, that in this 

particular case my breach of confidence was justified. In asking you to take my word for it that I 

did the right thing, I am aiming for you to believe that I was justified in acting as I did. But I am 

not trying to justify myself to you. If anything, I am asking not to demand any further justification 

from me. So, belief is not the aim of interpersonal justification. Moreover, since I plausibly aim 

for you to know that I was justified in acting as I did, when I ask you to take my word for it that I 

was, this argument doubles as an argument against the view that the aim of interpersonal 

justification is for you to know that I acted rightly. 

Perhaps what is missing in the case above is that you don’t know why I was justified in 

acting as I did. This suggests a third view: the aim of interpersonal justification is for you to know 

why I was justified in acting as I did. This view, however, is just as vulnerable to the testimony 

objection. Suppose I tell you why I was justified in divulging the information to our mutual friend: 
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they had a right to know about it. Suppose, further, that you are unconvinced: you disagree that 

our mutual friend had a right to know what you told me, or perhaps you deny that their having 

such a right licensed me in telling them about it. To overcome the impasse, I might ask you to take 

my word that the following is true: I was justified in divulging the information to our mutual friend, 

even though you had entrusted it to me in confidence, because they had a right to know what you 

told me. In asking you believe that claim on my authority, I might well be aiming for you to know 

why I was justified in acting as I did. But, again, I am clearly no longer trying to justify my action 

to you. If anything, I am asking you not to have to justify myself any further. So, the aim of 

interpersonal justification is not that you know why I was justified in acting as I did. More 

generally, it seems, the aim of interpersonal justification can’t be knowledge, no matter its 

propositional content. Knowledge can always be acquired on the basis of someone else’s authority, 

but trying to secure agreement by appeal to authority is antithetical to the practice of interpersonal 

justification. In justifying my action, I don’t appeal to my authority. I appeal to your judgment.       

Although the list of alternative views I have just considered is by no means exhaustive, 

their failure points us back in the direction of the Shared Understanding Model. In justifying my 

action to you, I aim for you to accept my justification not for reasons of convenience, nor on my 

authority, but rather on the basis of your own capacity to understand the reasons I take to have 

justified acting as I did. So the argument by elimination is not purely negative. It provides some 

additional, positive support for the view that the shared moral understanding is the aim of 

interpersonal justification. 

This concludes my defense of the Shared Understanding Model. The upshot is the first 

argument for the main thesis of this chapter. After all, we clearly sometimes owe it to others to 

justify our actions to them. But as I’ve just argued, shared moral understanding is the aim of 
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interpersonal justification: I only count as justifying myself to you if I am aiming for us to share 

moral understanding. Trying to bring about shared moral understanding is just part of what it is to 

try to justify ourselves to others. Thus, when I owe it to you to justify my action to you, what I 

owe you is in part the following: I owe it to you to aim at our coming to share moral understanding. 

This, in turn, is just an instance of the thesis I have set out to defend: that we have directed 

obligations to aim at shared moral understanding. 

 

 

4. Apologizing 

 

You can justify your action to someone else only if you acted rightly. But we do not always act in 

ways that are justifiable to others. Sometimes, we act in ways that we could not possibly justify to 

others. To treat someone in a way that cannot be justified to them is to wrong them. When we’ve 

wronged someone, we shouldn’t try to justify ourselves. We should apologize.16 The duty to 

apologize is thus a derivative or secondary duty in the following sense: it comes into existence 

when a directed duty is violated, and the apology is owed to the very same person who was 

wronged when the original duty was flouted.  

Apologies are part of the basic fabric of interpersonal morality. You are entitled to an 

apology if I flout a moral obligation I owe to you. A failure to apologize adds insult to injury. 

When no apology is forthcoming, you are warranted in resenting the absence of an apology itself, 

in addition to whatever behavior called for an apology in the first place.  

 
16 For the sake of simplicity, I will be setting aside cases of justified wronging.  
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What is perhaps less obvious is what the content of the duty to apologize amounts to: what 

do I owe to someone, when I owe them an apology? Equivalently: when I owe you an apology, 

what do you have a right to expect from me? Clearly what we owe by way of apology is more than 

just uttering the words “I’m sorry.” You can say you are sorry without meaning it. Such an apology 

would be defective. What I owe you is a good apology. Our question in this section is what that 

amounts to. 

In answering this question, we should keep in mind what apologies are for. The point of an 

apology is to repair the relationship between victim and offender, or at least to go some way 

towards repairing it.17 The duty to apologize thus falls under the broader duty to repair or redress 

a moral wrong. The content of the duty to apologize should be sensitive to that aim. A good 

apology, the kind that we owe to another other, should be the sort of thing that can play this role 

of moral repair.  

My aim in this section will be to argue that apologizing has a epistemic dimension: an 

apology should aim to reflect a shared moral understanding of the wrong done to its recipient. 

Before I present my own view, however, it will be useful to consider a more familiar and less 

demanding account of the duty to apologize, and to see where that view goes wrong. 

Indeed, the example of an insincere apology suggests a natural fix: it’s not enough just to 

say you’re sorry, you have to feel sorry too. More carefully, we might say that a good apology is 

one that is both sincere and heartfelt. The sincerity condition requires that, when you apologize 

for what you did, you sincerely believe that what you did was wrong. The heartfelt condition 

requires that you feel bad about what you did. Call this the Feeling Bad Model of apology. It says 

 
17 For compelling defenses of this view, see Urban-Walker 2006; Radzik 2009; Martin 2010. I should note, however, 
that the relationship-repair framework is not uncontroversial (see Helmreich 2015: 85; Gardner 2018: 91-98; Bennett 
2022). In what follows, I will not attempt to defend the idea that apologies aim at relationship-repair directly. Rather, 
I will argue that the best articulation of this idea will give a central role to the notion of shared moral understanding.    
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that a good apology is one that communicates that I feel (sufficiently) bad about what they did, 

where the nature of the bad feeling—agent-regret, remorse, contriteness—is whatever feeling is 

either constituted by or appropriate in light of the judgment that I did something wrong.18  

 One initial worry with the Feeling Bad Model is that it makes it too easy to delegate the 

duty to apologize to third parties. If the function of an apology is to communicate some information 

about my mental states—that I believe I acted wrongly, and that I feel bad about what I did—there 

seems to be no obstacle to my delegating that duty to a third party. This seems misguided: when I 

owe you an apology, you have a right to receiving that apology from me directly, not just from a 

delegate acting on my behalf. Similarly, if a mutual friend of ours takes it upon herself to tell you 

that I feel terrible about breaking my recent promise to you, I still owe you an apology. I’m not off 

the hook for apologizing to you, just because you have been apprised of how bad I feel about what 

I did.19 It’s unclear how to make sense of this on the Feeling Bad Model. If the purpose of an 

apology is to communicate to you that I feel bad about what I did, it seems that we can easily 

delegate the duty of apologizing for our actions, and that third parties can relieve us from the duty 

to apologize by making such an apology redundant. These two implications of the Feeling Bad 

Model fly in the face of a basic truth about apology: when you owe an apology, you have to 

apologize yourself. Other people cannot apologize for you.    

 Defenders of the Feeling Bad Model might reply that I have misconstrued the communicate 

function of an apology. The function of an apology is not merely to communicate information 

about my mental states. Rather its function is to express how bad I feel about what I did, which is 

something only I can do. Other people can tell you about how I feel, but only I can express how I 

 
18 Searle 1979: 12.  
 
19 See Helmreich (2015: 78) for a similar observation.  
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feel. Thus, on this version of the view, a good apology is one that expresses that I feel (sufficiently) 

bad about what I did, where the relevant notion of expression is essentially first-personal, in the 

sense that only my words and actions can be an expression of my feelings.      

The revised version of the Feeling Bad Model still runs into a version of the redundancy 

problem, however. Just as a mutual friend of ours might, without my knowledge, tell you that I 

feel terrible about what I did, so too might I, unwittingly, express how bad I feel about what I did. 

My aggressive tone in response to your reproach, the way I grasp at excuses, or blame you in turn, 

may all very well be the expression of my feelings of remorse.20 If so, then, in rejecting your 

reproach, and blaming you in turn, I will have succeeded, unwittingly, in expressing how bad I 

feel about what I did. But clearly I am not off the hook for apologizing to you. I still owe you an 

apology. So, there is more to apologizing than merely expressing a sufficient amount of bad 

feeling. Notice that this is just an extension of the basic point about duty delegation. Just as I am 

not off the hook when third parties communicate to you how bad I feel about what I did, so too am 

I not off the hook when I unwittingly express feelings of remorse. Just as other people cannot 

discharge my duty to apologize on my behalf, so too I cannot discharge my duty to apologize on 

my own behalf through what I unwittingly do.21  

So, the first problem for the Feeling Bad Model is that it make apologies redundant when 

they are not, and thereby seems to release wrongdoers from their duty to apologize when they 

clearly still have that duty. There may be ways to patch up the Feeling Bad Model in order to avoid 

 
20 See Sliwa (forthcoming) for a discussion of an example along these lines. 
 
21 One might object that, in the example above, I haven’t actually said “I’m sorry,” and that for this reason I still owe 
you an apology. But that detail is not essential to the case. I might be that I in fact apologize in a hostile tone, or 
defensively (“I’m sorry, OK, what more do you want from me?”), and that this utterance is an expression of my 
remorse. In this case we would want to say that I still owe you a (proper) apology, even though I gave you an apology 
that expressed my remorse.   
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the first problem.22 Even setting aside this first problem, however, there is the equally serious 

concern that, in many cases, feeling bad is simply not good enough. As the recipient of my apology, 

you have a right to expect more from me than just my sincerely believing that I acted wrongly and 

my feeling terrible about what I did. 

Here is a real-life example that helps bring this out. In June 2020, Drew Brees, quarterback 

for the New Orleans Saints and one of the public faces of the National Football League, was asked 

during an interview how he felt about players and teams kneeling during the national anthem 

before the start of games, as part of ongoing protests against racial injustice and police brutality. 

Brees’ answered, “I will never agree with anybody disrespecting the flag of the United States of 

America or our country,” and went on to explain his view by describing how, during the national 

anthem, he envisions his grandfathers and the sacrifices they made fighting in World War II. 

Backlash against his comments was predictably harsh and swift—so much so that less than twenty-

four hours later, Brees issued a public video apology in which he apologized for his comments and 

the hurt they caused. One sports commentator, Michael Wilbon, took issue with the apology, and 

shared his misgivings about it in his show: 

 
I believe the apology. I believe it was as sincere and as heartfelt as he could possibly be 
and reflects that. But I’m angry today, Tony. Because even Drew Brees in his apology, he 
doesn’t address what it was that ticked off so many people, including me, which is 
essentially the questioning of the patriotism of anybody—and let’s say the “anybody” in 
this case is black folks—who want to take a knee, and have a protest during the anthem. 
[…] Most white Americans feel that kneeling to the flag is disrespectful of the flag and is 
somewhat at odds with what their forefathers did, as if our forefathers weren’t there dying 
on the same battlefield, which angers black folks, which angers me. […] Drew Brees’ 
grandaddy came back home, perhaps to a local parade. My uncles and dad came back home 
to “Get on the back of the bus. No, you can’t live in this neighborhood. No, you can’t try 
the clothes in this department store.” And they’re all veterans. They all sacrificed and 

 
22 For instance, a natural next move in the dialectic might be the view that a good apology must intentionally express 
remorse. Against this we may still worry that I could intentionally express my remorse to you by getting defensive in 
response to your reproach: I might know that you know that this sort of behavior of mine is the expression of remorse.   
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served this nation. Drew Brees still doesn’t get that. At least the statement doesn’t reflect 
that to me. 

 

Wilbon’s complaint is that Brees still doesn’t understand what was offensive about his comments. 

This complaint seems perfectly legitimate. If Wilbon is right, this is a counterexample to the 

Feeling Bad Model. After all, by Wilbon’s own admission, Brees’ apology was both sincere and 

heartfelt. Despite this, the apology was defective. It fell short of what the recipients of the apology 

had a right to expect. As Wilbon also points out, Brees’ failure of moral understanding— a failure 

to understand why some moral fact obtained—is at the very same time a failure of personal 

understanding—a failure to understand the point of view of other people. Brees’ failure to what 

was offensive about his comments is, by the same token, a failure to understand what the people 

his comments angered were angry about. 

 The upshot of the example is thus not entirely negative. It also suggests an important 

amendment to the duty to apologize: an apology should reflect a shared moral understanding of 

the wrong done to its recipient. Call this the Shared Understanding Condition on apology. 

 We can think of the Shared Understanding Condition as a complex condition built up from 

more elementary ones. First, in apologizing to you, I need to understand what I did wrong. Second, 

I need to understand what I did wrong in relation to you, from your perspective: I need to recognize 

the appropriateness of your reasons for resenting23 or otherwise objecting to what I did. Third, that 

very recognition of your reasons needs to be addressed to you: I need to acknowledge, to you, that 

your reasons for objecting to what I did are my reasons too.24 

 
23 In this section, I am using “resentment” in a somewhat loose sense that is meant to include other negative attitudes 
such as anger, disappointment, hurt feelings, and so on.  
 
24 This raises a question: what if you don’t resent me at all, or resent me for the wrong reasons? I return to this question 
at the end of the section.  
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 To illustrate, suppose I was to drop off your portfolio at an art school you were hoping to 

enroll in. I somehow manage to forget your portfolio on the subway and miss the application 

deadline. Knowing how much this school means to you, and how upset you will be that I missed 

the deadline, I put off breaking the bad news to you for days. When I finally muster the courage to 

apologize to you, emphasizing how bad I feel about messing up the delivery, I am met with a 

surprise: although you are upset that your portfolio didn’t make it to the admissions office in time, 

what upsets you the most is that I didn’t trust you enough to tell you about it immediately. My 

apology misfires. It’s not just that my apology reflects a failure to understand some respect in 

which my behavior was objectionable (though of course this is true). What matters, rather, is that 

I failed to understand your legitimate reasons for objecting to what I did. I failed to recognize 

normative reasons that are yours.  

The Shared Understanding Condition on apology thus seems especially plausible when 

considered from the perspective of its recipient. If I don’t understand your legitimate reasons for 

resenting what I did, this seems to give a distinctive kind of warrant for rejecting my apology. It 

is part of my duty to apologize to you that I acknowledge your reasons of make them my own. It 

is part my duty, in other words, to share moral understanding with you.  

 A further consideration in support of the Shared Understanding Condition is that it can 

explain why the duty to apologize cannot be easily delegated or unintentionally discharged. Other 

people can tell you that I feel bad about what I did, or even that I understand why what I did was 

wrong. But only I can make that moral understanding shared between us, by acknowledging your 

reasons for objecting to what I did. Moreover, since sharing moral understanding requires a joint 

commitment to the content of that understanding, sharing moral understanding is necessarily 

intentional. I cannot unintentionally commit to making your reasons my own. 
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 Finally, the Shared Understanding Condition also gives us a straightforward explanation 

for the obvious yet underappreciated fact that apologizing on the basis of moral testimony is 

defective. I clearly cannot apologize to you simply because someone whose moral testimony I trust 

told me that I wronged you. If you realized that I believe I acted wrongly merely on someone else’s 

say-so, that would, again, give you a special kind of warrant for rejecting my apology. I cannot 

simply act as a mouthpiece for someone else’s moral understanding. My apology needs to reflect 

my own recognition of your reasons for resenting what I did. 

 I thus take it that the Shared Understanding Condition has a lot going in its favor. But we 

might still wonder why that norm is correct. That is, we might wonder why, in apologizing to you, 

I owe it to you to understand your reasons for resenting what I did.  

 To answer this question, it will help to have in view what apologies are for. The point of 

my apologizing to you, recall, is to repair the relationship between you and me. That relationship 

needs repairing because I wronged you: I acted in a way that showed insufficient regard for your 

reasons to object to my behaviour. In acting as I did, I failed to understand, or acknowledge, the 

force of your reasons to object to my action. But notice that your reasons for objecting to my 

action, ex ante, are the very same reasons that you have, ex post, for resenting what I have done. 

Just as you can object to my divulging a secret of yours on the grounds that I promised not to tell 

anyone, so too will you resent me for divulging your secret on those very same grounds. Thus, if 

I fail to understand your reasons for resenting what they did, I reiterate the very same moral mistake 

that is part of why the relationship between you and me is impaired in the first place. This, rather 

obviously, undermines the point my apology. It prevents it from serving its function as an 

instrumental of moral repair. To that extent, an apology that fails to reflect a shared moral 

understanding is defective. It falls short of what its recipient has a right to expect. 
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 If this is correct, we have our second argument for the main thesis of this chapter. We 

sometimes owe it to others to apologize to them. When we owe an apology, what we owe is an 

apology that reflects a shared moral understanding of the wrong done to its recipient. Thus, in the 

context of apologizing, we owe it to others share moral understanding with them, which is just 

another instance of the thesis I have set out to defend: that we have directed obligations to aim at 

shared moral understanding.       

 In closing, let me address what may be a lingering worry about the Shared Understanding 

Condition. The worry is simply this: what if you, the wronged party, do not understand what I did 

wrong? Perhaps you resent what I did but you are mistaken about why what I did was wrong; 

perhaps you do not even believe I did anything wrong at all; or perhaps, at the other extreme, you 

are too angry or upset to see my behavior in a fair light. In such cases, you lack the relevant moral 

understanding yourself, and, so long as that is true, I cannot, by definition, share moral 

understanding with you. But if what I owe by way of apology is an apology that reflects a shared 

moral understanding of the wrong done to you, it seems that I am in an impossible position. I have 

an obligation to you which, through no fault of my own, I am unable to fulfill. In other words, it 

seems that my account of the duty to apologize conflicts with the very plausible ought-implies-can 

principle.  

 There are many possible replies to this worry. Let me mention two. The first is to concede 

that my duty to share moral understanding with you may be limited by what you yourself 

understand. That is, the duty to share moral understanding in the context of apologizing may be a 

conditional duty. It may be that I owe it to you to share moral understanding with you only 

conditional on your understanding what was wrong about what I did. This would restrict the scope 

of the claim I have argued for in this section, but not by that much, since, in the vast majority of 
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cases the recipients of our apologies do understand why what we did was wrong, and so in these 

cases we do owe it others to aim at sharing moral understanding with them.  

Alternatively, we might construe my duty to share moral understanding with you as a duty 

to do my part in our coming to a shared moral understanding. By analogy, if I promise to play 

tennis with you tomorrow morning, I do no wrong if you don’t show up. My duty is to do my part 

in our playing tennis tomorrow morning, which is something we do together. Coming to a shared 

moral understanding is also something that you and I can only achieve together. It’s thus plausible 

to think that what my duty amounts to is to do my part in our coming to a shared moral 

understanding.  

This reply also secures the conclusion that we owe it to others to aim at sharing moral 

understanding with them, but without narrowing the scope of that duty. For that reason, it strikes 

me as the better way forward. It also better captures the aspirational nature of apologies, that is, 

the obvious fact that apologies can generate moral understanding. By contrast, on the conditional 

duty view, if I know that you blame me out of proportion to what I did wrong, I can permissibly 

opt out of trying to share moral understanding with you. I can treat your attitudes as a given, and 

revise my goals accordingly. This seems mistaken. In apologizing to you, I do not get to hold fixed 

what your attitudes towards me are. I have to act under the assumption that it’s possible for us to 

come to a shared understanding of what I did wrong. I have to do my part in the hope that you, 

too, will do yours.       
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5. Conclusion 

 

In this chapter, I argued for the importance of a kind of understanding about moral matters that 

essentially involves moral agents other than oneself: moral understanding that is shared with 

another person. In particular, I provided two arguments in support of the claim that we sometimes 

owe it to others to try to share moral understanding with them, the first based on the nature of 

interpersonal justification, the second on the norms of apology.  

Although I presented these arguments separately, I also think that it is not a coincidence 

that they support the same conclusion. Justifying and apologizing are, at bottom, two sides of the 

same coin, each practice embodying the basic idea that moral reasons are essentially shareable. If 

I had sufficient moral reasons for doing what I did, it must be that you too could accept these 

reasons as justifying what I did. If you had decisive reasons to object to my conduct, it must be 

that I too could, and should, have taken those reasons as ruling out acting as I did. Moral reasons 

have a potential for uptake by others that is part of their very nature. Justifying and apologizing 

are ways that we actualize the potential of moral reasons to be shared between us.     

According to a venerable tradition in moral philosophy, what it is to relate to others in the 

right way is to relate to them in ways that they could rationally accept (or not reasonably reject). 

That is, we relate to others in the right way when we act for reasons that have a distinctive potential: 

the potential to be the object of rational agreement between ourselves and others. For me to relate 

to you in the right way is for me to act on reasons that you and I could share.25 But as we seen, 

relating to others as we should requires somewhat more than this. It also requires trying to actualize 

 
25 For Kantians, being motivated to relate to others in the right way might involve thinking about what laws one would 
adopt if one were legislating in the kingdom of ends (Hill 1989), or what principles what be acceptable from anyone’s 
point of view (Nagel 1995; Korsgaard 2018). For contractualists, this might involve thinking about what principles 
others could not reasonably reject (Scanlon 1998). 
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the potential for rational agreement inherent in moral reasons. We owe it to one another not only 

to act on reasons which we could in principle share, but also to try to bring it about that we in fact 

share these reasons, by understanding them together. 
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Chapter Three 

The Moral Relationship 

 

 

1. The Tension  

 

What distinguishes morality amongst other normative domains? One plausible answer is that, 

unlike rational, epistemic, or aesthetic norms, moral requirements are essentially about how we 

should relate to other people.  

 One version of this thought is a point about the logic of moral obligation. The thought is 

that an agent’s moral obligation to perform an action is just the logical flipside of another person’s 

moral claim to the performance of that action. Moral obligations are owed to someone in particular. 

This is one distinctive mark of the moral domain. When I promise to go bouldering with you 

tomorrow, my promissory obligation is owed to you specifically. But when rationality requires my 

preferences to be transitive, I don’t owe it to anyone in particular to conform to that norm.   

 The idea that morality is about how we should relate to one another can also be given a 

more robust interpretation, beyond just a point about the logic of obligation. On this robust 

interpretation, morality is essentially relational because moral requirements correspond to the 

standards of a valuable relationship in which we all stand to each other. We realize this relationship 

when we conform to our moral requirements, and we impair it when we violate those requirements.  

 We can bring the idea of a moral relationship into focus by considering how it too helps 

distinguish morality from other normative domains. Suppose there is a beautiful painting which I 

fail to admire. I consider it but I am simply unmoved. Suppose further that this is a genuine 
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aesthetic failure on my part. I ought to admire the painting, or perhaps I ought to at least look at it 

more closely. When I fail to admire the painting, I fall short of some aesthetic norm, but I do not 

impair my relationship with the painting. Consider how different things are if the painting is yours, 

and I surreptitiously steal it, replacing the original with a carefully constructed forgery. When I 

steal your painting, I don’t merely violate a moral norm that applies to me. I also impair my 

relationship with you.  

 The idea of a moral relationship has been thought to do more than simply distinguish 

morality from other normative domains. Scanlon, in particular, suggests that the value of the moral 

relationship can provide an explanation of our reasons to do what morality requires.1 I may wonder 

why I should keep my promises, tell the truth, or respect other people’s privacy. The idea of the 

moral relationship provides the schema of an answer. We can explain our reasons to do what 

morality requires by pointing to the valuable relation to others which we bring about by so acting. 

This explanation is analogous to one way we might explain our reasons to do what friendship 

requires. We have reason to conform to the standards of our friendships because, in so doing, we 

constitute valuable relationships with others. By analogy, we have reason to conform to the 

standards of morality because, in so doing, we constitute a valuable relationship with others, one 

in which we relate to one another as free and equal.   

 The promise of explaining the reason-giving force of morality is one of the main draws of 

the idea of a moral relationship. Yet there is fundamental tension within the project of accounting 

for our reasons to do what morality requires in terms of the value of a relationship which we realize 

in so acting. 

 
1 Scanlon 1998: ch. 4. See also Wallace 2020: 143 ff.  
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 To see why, suppose that the moral relationship is reciprocal. If the moral relationship is 

reciprocal, its realization will depend not only on how I act towards you, but also on how you act 

towards me. Other people can thus make it the case, through their actions and attitudes, that I 

cannot realize this value in my relation to them. But if my reasons to do what morality requires 

depend on the value of a relationship I help constitute by so acting, this means that I would lose 

my reasons to do what morality requires vis-à-vis those who do not reciprocate my moral goodwill. 

This can seem to be an unacceptable result.2 Even if another person does not respect my rights, it 

does not follow that I may now treat them as an object. They continue to have some basic moral 

claims against me. If my reasons to respect the moral claims of others were grounded in the value 

of a reciprocal relationship, I would lose these reasons whenever others do not reciprocate this 

respect. Call this the Undergeneration Worry. 

 What generated the Undergeneration Worry was the idea that the moral relationship 

depends for its realization on the thoughts and actions of more than one person. To avoid the worry, 

we need to give up that idea. That is, we need to suppose that the moral relationship is a relation 

that I can bring about all by myself. As I will put it, we need to suppose that the moral relationship 

is unilaterally realizable. If it is entirely up to me whether you and I stand in this valuable 

relationship, my reasons to respect your claims will not depend on your attitudes towards me. 

These reasons will thus be on a safer footing.  

 But taking the moral relationship to be unilaterally realizable has its own costs too. It flies 

in the face of a basic truism about valuable relationships more generally, which is that such 

relationships essentially depend on the attitudes of its members towards each other. In fact, it seems 

to me that an even stronger claim is true here. The stronger claim is that part of what makes 

 
2 Wallace 2020.  
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relationships valuable in the first place is precisely that their value cannot be realized by a single 

person. Friendship wouldn’t be valuable, in the way that it is valuable, if we could just bring it 

about, unilaterally, that other people are our friends. Part of the value of friendship lies precisely 

in that it depends for its realization on someone other than ourselves. 

 And now we have a real tension. The moral relationship cannot be both unilaterally 

realizable and essentially dependent on the attitudes of someone other than myself. If the moral 

relationship is not unilaterally realizable, we run into the Undergeneration Worry. If it is 

unilaterally realizable, we lose the idea that the moral relationship is valuable in the same way 

ordinary human relationships are. Notice that we can formulate this problem without saying what 

the moral relationship is. It is a basic tension which any account of the moral relationship must 

navigate. 

 Which way should we resolve the tension? Wallace and Scanlon seem willing to give up 

on thought that the moral relationship, like other valuable relationships, depends for its full 

realization on the thoughts and attitudes of someone other than myself. For Wallace, the basic 

moral relation is the relation of honoring the claim-rights of others. For Scanlon, the basic moral 

relation is the relation of being able to justify our actions to others on grounds they could not 

reasonably reject. Both are unilateral accounts of the moral relationship. They thus avoid the 

Undergeneration Worry. 

 My aim in this chapter is to resist this retreat to a picture of the moral relationship on which 

I can realize this relationship all by myself. Part of this will involve arguing that we are not forced 

into a unilateral picture of the moral relationship—there are other ways of avoiding the 

Undergeneration Worry. But I also want to argue for a stronger conclusion, which is that no 

unilateral account of the moral relationship could be correct. In particular, I will argue that 
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appropriate moral concern towards others has, among its objects, the attitudes of others about my 

conduct towards them. Our concern to relate well to others thus encompasses more than what we 

can bring about by ourselves. The moral relationship is not unilaterally realizable. In arguing for 

this view, I will pay close attention to what I consider to be the most compelling account of the 

moral relationship which has this unilateral structure: the relation to others of being able to justify 

our actions to them. 

 Here is how I will proceed. In section 2, I provide a first-pass argument against the view 

that relating well to others is just a matter of being able to justify ourselves to them. In section 3, 

I consider a reply to this argument on behalf of the justifiability theorist, and argue that this reply 

is ultimately unsuccessful. In section 4, I defend the view that the moral relationship is one in 

which we share moral reasons, arguing that this is one way in which we respect each other’s 

freedom. In section 5, I return to the Undergeneration Worry. I argue that we can avoid this 

problem by drawing on a principled distinction between two kinds of moral reasons.  

 

 

2. Justifiability and Justification         

 

A unilateral account of the moral relationship is one on which I can stand in this relationship to 

you, fully realizing its value, independently of your thoughts and attitudes. Whether I realize this 

relationship is fully up to me. In this section I will offer some reasons to doubt that any such 

account of the moral relationship could be correct. Although the argument I will put forward aims 

to be general in this way, it will be easier to bring out what is missing from the general unilateral 

structure by focusing our attention on a particular conception of the moral relationship which 



 62 

exemplifies that general structure: the relation to others in which we stand when we are able to 

justify our actions to others on grounds they could not reasonably reject. 

Interpersonal justifiability is an attractive ideal. We realize this ideal when we are able to 

justify our actions to others, on grounds they could not reasonably reject. In a way, then, the ideal 

that is captured by justifiability to others is a kind of hypothetical agreement. When I am able to 

justify myself to others, I ensure that others can recognize the permissibility of my conduct (so 

long as they are reasonable). 

 The ideal’s focus on hypothetical agreement seems right. As Scanlon and Wallace point 

out, actual agreement is no basis for morality. If what I am concerned with is to act in ways that 

others will agree is permissible, I am not motivated by moral concern. What matters is how I treat 

other people, not what other people think about me. In many cases, doing the right thing will 

require upsetting common norms or conventions. The ideal of justifiability makes room for this. 

On this ideal, what matters is whether I could justify my action to others, on grounds they could 

not reasonably reject, not whether others would in fact agree that my actions are permissible. The 

agent who is motivated to act in ways she could justify to others is not concerned with what other 

people think about her. She is concerned with treating other people in the right way. 

 Interpersonal justifiability thus provides a plausible account of the moral relationship. 

When we act in ways which we could justify to others, we realize a valuable ideal. This ideal is 

unilaterally realizable. Whether or not I am could justify my action to you is fully up to me. In 

addition, it clarifies both the content of what morality requires and the nature of moral concern. 

What we owe to each other is to act in ways that we could justify to those affected by our actions. 

And the concern to be able to justify our actions to others just is what the concern to relate well to 

others amounts to. 
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 I think that this picture of the moral relationship gets some things right. I also think that it 

leaves out something important. Later I will argue that these two facts are related. The justifiability 

ideal is, in a way, incomplete by its own lights. It is an essential part of a fuller ideal, one which 

we can more easily appreciate once we see what the ideal of interpersonal justifiability gets right, 

and what it leaves out.   

 To get a sense of what the ideal of justifiability to others might be leaving out, let me begin 

with a simple observation: we sometimes owe it to others to actually justify ourselves to them. 

The practice of justifying ourselves to others is one of the central ways in which we make ourselves 

accountable to those affected by our actions. And yet there is an obvious gap between being able 

to justify yourself to another person, and actually doing so. When I owe you a justification, I owe 

you more than to be able to justify myself to you. The ideal of justifiability to others thus seems to 

leave out something important.  

 Here is an example to illustrate this basic idea. Suppose Emma and Eugene are in an 

intimate relationship, and that it is understood between them that Eugene is to pick up their 

daughter at daycare after work. Today Eugene gets to daycare several hours late. Yet when he 

arrives home with his daughter, who by this point is hungry and exhausted, he acts as if nothing 

happened. He can tell that Emma is upset that he is late, but this leaves him unmoved. In particular, 

Eugene doesn’t feel any need to explain himself to Emma. He knows that he in fact did nothing 

wrong, and that’s good enough for him. Call this case Daycare. 

 Eugene displays a particular kind of indifference towards Emma. He is indifferent to what 

she is to think about his conduct towards her. Perhaps Emma blames him for arriving late. Perhaps 

she doesn’t blame him, assuming he must have been late for a reason. Either way, it doesn’t matter 

to Eugene. He knows that he had good reasons for being late, and that’s all Eugene fundamentally 
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cares about. Call this an attitude of righteous indifference: Eugene is indifferent to what Emma 

thinks about his conduct towards her because he knows he is in the right.  

 This, I take it, is a mistake. It is not a matter of indifference what others think about our 

conduct towards them. Righteous indifference towards another person’s thoughts about my 

conduct towards them itself constitutes an impairment in my relation to them. Were Emma to 

realize that the reason why Eugene feels no need to explain himself is that her thoughts about his 

conduct towards her simply don’t matter to him, she would have every reason to feel that she is 

not sufficiently taken to matter within their relationship. Righteous indifference, in other words, is 

incompatible with the demands of our moral relations to others. 

 Yet righteous indifference is consistent with the ideal of justifiability to others. By 

stipulation, Eugene has acted for good reasons: he is able to justify his action to Emma. He is 

simply not motivated to do so. Nor is this a coincidence that the ideal of justifiability to others is 

compatible with righteous indifference towards the thoughts of others about our conduct towards 

them. Indifference towards the moral thoughts of others was built into the rationale for the ideal: 

to focus not on what others think about us, but on how we treat others. As I hope will now be clear, 

this rationale for the justifiability ideal is more problematic than it might initially appear.  

 These points about moral concern towards others have a deontic correlate: we don’t merely 

owe it to others to act in ways that we could justify to them. At least in some cases, we also owe it 

to others to in fact justify ourselves to them. The ideal of interpersonal justifiability thus leaves out 

something important.  
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3.  Underivative Concerns 

 

I have been drawing our attention to the fact that relating well to others involves more than merely 

being able to justify ourselves to others. In some cases, we also owe it to others to in fact justify 

ourselves to them. This, in turn, suggests that we can conform to the ideal of interpersonal 

justifiability while still failing to relate to others as we should. Eugene can conscientiously act in 

ways he could justify to Emma. But insofar as he lacks any concern to make himself accountable 

to Emma by justifying his actions to her, he fails to relate to Emma as he should.  

 As it stands, this argument won’t quite do. The defender of the justifiability ideal will deny 

that Eugene actually satisfies the ideal in the case as I have described it. True, Eugene is able to 

justify his arriving late at daycare. But there is another aspect of Eugene conduct towards Emma 

that he is not able to justify to her, namely: his failing to share with Emma the reasons that justified 

his arriving late at daycare. So, we don’t actually have a case in which an agent satisfies the ideal 

of interpersonal justifiability, while failing to relate to others as they should. Eugene’s conduct 

towards Emma, part of it at least, is simply unjustifiable.  

 Drawing on this observation, the justifiability theorist can now also account for the 

apparent importance of our concern to justify ourselves to others. The justifiability theorist will 

grant that, on occasion, we should be motivated to share with others the reasons that justified our 

acting as we did.3 But they will deny that there anything special about this form of concern: 

properly construed, the concern to justify ourselves to others is derivative of the concern to act in 

ways that we could justify to others. That is, the only reason why our concern to relate well to 

 
3 The idea of ‘sharing’ reasons with another person has two meanings. It can refer either to the action of telling another 
person what our reasons are, or it can refer to the standing state of jointly endorsing certain considerations as reasons. 
At this stage in the argument I am using ‘share’ in the action sense, because that is the sense that the justifiability 
theorist will want to use, but later on I will argue that the state sense of ‘share’ is what really matters.       
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others involves a concern to justify ourselves to them is that justifying ourselves to others is, on 

occasion, an action the omission of which we could not justify to them. Call this the reductive 

gambit, since it reduces the importance of one kind of concern (the concern to share with others 

the reasons justifying what we did) to the importance of another (the concern to be able to justify 

ourselves to others). 

 Part of what makes the reductive gambit attractive is the fact that justifying ourselves to 

others is an action like any other. Once we appreciate that justifying ourselves is an action like any 

other, the justifiability theorist seems warranted in insisting that it should have, at its source, the 

same motive they think animates morally motivated action more generally: the desire to act in 

ways we could justify to others. 

 The reductive gambit is a very natural move, but ultimately I do not think it is successful. 

The concern to share with others the reasons justifying our actions is not, in fact, derivative of the 

concern to act in ways we could justify to others. The concern to share reasons with others has an 

irreducible importance in our moral relations with them. 

 To see why, consider a different version of our example, with some background details 

filled in. In this version of the case, the reason why Eugene was late getting to daycare is that, as 

he was in the parking lot about to leave work, one of his colleagues started feeling unwell, and 

Eugene offered to drive her to the hospital. On the way to the hospital, Eugene’s colleague revealed 

that she had been seriously ill for months, and asked Eugene not to tell anyone else about this, to 

which Eugene agreed. Call this version of the case Discretion.  

 When, in Discretion, Eugene arrives home several hours late, he is thus able to justify his 

conduct towards Emma across the board. He can justify his being late in picking up their daughter, 

given that his colleague fell ill and needed to be taken to the hospital. He can also justify his failing 
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to share with Emma the reasons why he was justified in being late, given that he promised his 

colleague not to tell anyone about her illness. So, Eugene finds himself in a peculiar position. He 

has reasons on the basis of which he could justify his conduct to Emma, but he’s not at liberty, 

morally speaking, to share these reasons with her.  

 At this point there are a few ways the story might go, given that there are still some things 

that Eugene is at liberty to say. Eugene might tell Emma: “I’m sorry I’m late. Something came 

up.” Given the circumstances, however, ‘something came up’ is a poor excuse. Emma might very 

reasonably feel that she is owed more of an explanation than that. Eugene might instead try to be 

more specific, saying something like “I’m sorry I’m late. Something came up, but I can’t tell you 

what.” Depending on the details of the case, this might already be saying too much. It might well 

be that protecting his colleague’s privacy requires Eugene not even to say that he has information 

which he isn’t at liberty to share. But even if Eugene can say this much, the situation he and Emma 

find themselves in still seems less than ideal. Something of value is lost by the fact that Eugene 

cannot share his reasons with Emma: her recognizing, on the basis of these reasons, that her 

interests and expectations were not made light of. 

 Because the case is a kind of moral misfortune, we would expect Eugene to feel somewhat 

conflicted about what to do. In response to Emma’s questions, Eugene will wish that he could tell 

her why he didn’t pick up their daughter on time. He will be motivated to share with Emma the 

reasons that justified his action, even if he does not act on that motivation. And part of the reason 

why Eugene will be motivated to do so is precisely his knowledge that they are good reasons: 

reasons which Emma would immediately recognize as changing the meaning of his action in 

relation to her, if only he could tell her what those reasons are. 



 68 

 What the case shows, then, is that the concern to share our reasons with others is not, in 

fact, derivative of the concern to act in ways which we could justify to others. In Discretion, 

Eugene’s conduct towards Emma is justifiable across the board. Eugene is able to justify both his 

action and his failing to share with Emma the reasons which justify his action. Yet it remains 

perfectly appropriate for Eugene to be motivated to share his reasons with Emma. The concern to 

in fact justify ourselves to others is not merely derivative of a concern for justifiability. The 

reductive gambit fails.    

We are back where the previous section ended: the ideal of interpersonal justifiability 

leaves out something important. Moral concern goes beyond the desire to live with others on terms 

we could, in principle, justify to them. Our concern to relate well to others also includes a concern 

to live with others on terms they themselves recognize as legitimate. The object of this concern 

essentially depends for its realization on the thoughts and attitudes of people other than ourselves. 

Thus, although I have been discussing the limitation of the ideal of interpersonal justifiability, we 

are actually now in a position to draw a stronger conclusion. No unilateral conception of the moral 

relationship can be correct. 

 

 

4.  Forms of Moral Concern 

 

I have been arguing that the ideal of interpersonal justifiability provides a truncated picture of our 

moral relations to others. Our concern to relate to others in the right way includes not only a 

concern to act in ways that we could justify to others, but also a concern to share reasons with 

others. One objection we considered attempted to reduce the concern to share reasons with others 
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to the concern for justifiability. This attempt failed. In light of the failure of the reductive gambit, 

the justifiability theorist might try a more forceful objection: denying that the concern to share 

reasons with others is a form of moral concern at all. 

 Some things that Scanlon says suggest an objection along these lines. As Scanlon points 

out, “It would be pleasant to live in actual harmony with others and have them approve of the way 

we behave towards them, and it is unpleasant to be in conflict with those around us and to suffer 

their disapproval. But the appeal of actual agreement cannot be the motivational basis of morality” 

(1998: 154-155). The justifiability theorist, channelling Scanlon, might thus call into question 

whether Eugene’s concern to share his reasons with Emma, in Discretion, is best construed as an 

instance of moral concern. Presumably, it would be pleasant for Eugene if Emma were to agree 

that he acted on good reasons, and in the meantime it may be unpleasant to suffer her disapproval. 

Given these plausible assumptions about Eugene’s psychology, it is no surprise that Eugene is 

motivated to share his reasons with Emma, and that this motivation persists even though Eugene 

knows that his conduct is perfectly justifiable. But this, the justifiability theorist will now insist, 

hardly shows that our concern to relate well to others goes beyond the desire to act in ways which 

we could justify to others. All it shows it that, for social creatures such as ourselves, blame, 

disapproval, and moral conflict more generally make us uncomfortable. We have a natural 

tendency to seek out agreement over moral matters. This desire it not a form of moral concern: it 

is not a concern to relate well to others. It thus does not undermine the justifiability ideal.  

 I think that this reply misconstrues the nature of Eugene’s concern. It does so because it 

rests on a false choice. Things are set up in such a way that we are made to compare the merits of 

only two forms of concern. First, there is the desire for moral agreement as such, the desire to “live 

in actual harmony with others” which is Scanlon’s target in the passage I just cited. Contrasted 
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with the desire to live in actual harmony with others is the desire, whose importance Scanlon 

emphasizes, to act in ways we could justify to others on grounds they could not reasonably reject. 

When Scanlon contrasts these two forms of concern, he writes as though they exhaust the available 

options: we either care to live in actual harmony with others, or we care to live with others on 

terms we could justify to them. This is a false choice. We also need to distinguish a third form of 

concern: the concern to share with others the reasons in virtue of which we are able to justify 

ourselves to them. This concern, I submit, is the form that Eugene’s concern towards Emma takes. 

Eugene’s concern is not best described as a desire to avoid conflict, or to secure Emma’s approval. 

As I have described the case, at least, his concern is for Emma to be in a position to recognize, on 

the basis of the reasons for which he acted, that her expectations and interests were not made light 

of. This form of concern has explicit moral content: it is a concern to share with another person 

the reasons which in fact justified your action. 

 Drawing this distinction, I take it, blunts some of the force of the objection we were 

considering. The concern to share our reasons with others is not to be identified with a desire for 

the approval of others, or a desire to live in actual harmony with others. Rather, it is a concern to 

share with others the reasons in virtue of which we are able to justify ourselves to them. It includes, 

as one of its essential parts, a concern for the justifiability of one’s action. This makes it harder to 

deny that it is a genuine form of moral concern.   

 Although I think it is plausible that the concern to share reasons with others is a form of 

moral concern, we might still wonder why that is. What difference does it make, in our moral 

relations to others, whether we share reasons with them? 
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 The answer is that sharing another person’s reasons transforms how we relate to their 

action.4 When Eugene arrives hours late, for reasons as of yet unknown to Emma, Eugene’s 

conduct is something that happens to Emma. Her expectations are frustrated, her trust in Eugene 

is eroded, her daughter, whom she loves, is upset and exhausted. Eugene’s conduct is entirely 

external to her will. It stands in conflict with what she expects of him, and undermines what she 

cares about. Eugene’s action, by thwarting what Emma wills, is a limitation on her freedom. That 

is what changes when Emma comes to share Eugene’s reasons. Were Emma to know what 

Eugene’s reasons are, she would endorse these reasons as her own. Knowing that his colleague 

was ill and needed to be taken to the hospital, Emma would not will anything different than 

Eugene’s taking his colleague to the hospital and arriving home late. By coming to share his 

reasons, Emma relates differently to Eugene’s action. His action is no longer a limitation on her 

freedom, but rather an expression of it. It is no longer something that merely happens to her, but 

rather something which she herself wills.5 

 Of course, in many cases, we may not will the outcome of another person’s decision. If I 

need a kidney, but you give it to someone who needs it more, there is still an obvious sense in 

which my freedom is limited. But if I share your reasons, if I endorse your decision to give the 

kidney to someone who needs it more than I do, I cannot take my freedom to have been limited by 

you. I may still feel that the world is conspiring to thwart my goals. But the world as I conceive of 

 
4 I am now using ‘share’ in the state sense. In this sense, sharing reasons involves sharing an understanding of their 
importance. 
5 It might seem strange to talk about willing the actions of other people, especially actions that have already occurred. 
I’m using the term to mean something more general than ‘intending’, which is clearly restricted to action. What I have 
in mind is the sense of willing when we say things like “I would not have it any other way.” When we say this, we 
mean something stronger than that we have some desire that things are as they are. We mean that we have an all-
things-considered attitude towards how things are: we will them to be that way.  
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it in that thought cannot include you. Your decision is one that I, too, have willed. Your action, at 

least, is not a limitation on my freedom.   

 At bottom, I take it that this is why sharing reasons with others matters in our moral 

relations with them. Sharing reasons transforms how we relate to the actions of others. Whether 

my action is a limitation on your freedom depends not just on whether I have good reasons for my 

action, but also, crucially, on whether these reasons are ones which you share. It is out of respect 

for others in their capacity as free subjects that we ought to justify ourselves to them. When we 

do, we are guided by a valuable ideal: the ideal of living with others on terms we together 

understand to be legitimate. 

 

 

5. The Undergeneration Worry 

 

If what I have argued so far is correct, the moral relationship is not unilaterally realizable. Our 

moral concern to relate well to others includes a concern for the thoughts and attitudes of others 

about our conduct towards them. One advantage of such a picture is that it secures an important 

continuity between the moral relationship and other more familiar kinds of valuable interpersonal 

relationships. In particular, it preserves the intuitive idea that part of what makes relationships 

valuable is precisely the fact that they depend for their realization on more than a single agent. 

 In so doing, however, the view I have been defending runs into a different problem: the 

Undergeneration Worry. This problem arises within the project of explaining the force of our 

reasons to do what morality requires by appeal to the value of the moral relationship. If the moral 
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relationship is not unilaterally realizable, the worry goes, it will undergenerate moral reasons. Here 

is Wallace’s way of putting the worry: 

 
There are things that it is clearly impermissible for me to do to other people, even if they 
are out to kill me or to subordinate me completely to their will. Under these circumstances, 
there is no prospect of realizing the literal value of mutual recognition in my interactions 
with those who have set themselves against me. They have, through their actions, already 
seen to it that this reciprocal value cannot be achieved, regardless of what I might do to 
them. And yet, they continue to have moral claims against me. It follows that the concern 
that leads me to honor those claims cannot be a concern for mutual recognition.6 

 

Wallace’s argument can also be extended to the view I have been defending, according to which 

we realize the moral relationship by coming to share moral reasons. Those who are out to kill me 

are not interested in sharing my reasons. If the value of this relationship is what grounds my reasons 

to respect their claims, it would seem that I now lack any reason to treat them with respect. This 

can’t be right.   

There are two crucial steps in this argument. The first is the idea that, when other moral 

agents treat me with complete disregard, a reciprocal moral relation becomes unattainable. The 

second is the thought that, if a certain value is unattainable, a concern for this value cannot be my 

motive for acting in one way rather than another. I think that both steps in the argument can be 

resisted, and it is worth pointing out how.  

 Against the first step, we can observe that just because someone does not respect my moral 

claims now does not preclude their doing so in the future. Presumably, the case that Wallace has 

in mind is one in which I know, beyond a shadow of a doubt, that this person will never recognize 

my moral claims. We might then deny that such knowledge is ever available. At the very least, it 

seems to stand in tension with my still regarding this person as a moral agent. This is because, to 

 
6 Wallace 2020: 140. 



 74 

regard someone as a moral agent—to blame them, or hold them responsible for their actions—I 

must regard them as capable of recognizing my moral claims (Darwall 2006). If they are capable 

of recognizing my claims, they may well do so in the future. This is an epistemic possibility that I 

cannot rule out. If a reciprocal moral relationship is still possible, I can intelligibly aim at it through 

my actions. I can leave room for such a relationship, showing towards another person the kind of 

respect that they have yet to show towards me, in the hope that they will, eventually, reciprocate 

this concern. Call this the Aspirational Reply.7 

 We can also resist the second step in Wallace’s argument. Wallace’s thought here is that, 

if a reciprocal moral relationship is literally unattainable, the value of this relationship cannot 

provide me with any reason for action. This inference assumes a broadly productive picture of the 

relation between value and practical reasons: some value V provides me with a reason to do A only 

to the extent that doing A is a means (in the broad sense) of producing V, or to the extent that doing 

A promotes V. Yet this need not be the only way in which a value provides me with a reason for 

action. To illustrate, suppose I am on strike, standing in solidarity with my co-workers. I value the 

reciprocal relationship of solidarity in which we stand, and so far I have been able to promote it 

through my actions. But now the management makes a divisive offer: the first hundred workers 

who return to work next week will receive a substantial pay increase. I may come to realize, beyond 

a shadow of a doubt, that this divisive offer has been successful: many of my co-workers have 

decided to return to work. My actions are no longer a means of producing or promoting a 

relationship of solidarity with them. They have already, through their decision, seen to it that this 

value can no longer be achieved. And yet is seems to me that I might, quite intelligibly, refuse to 

return to work because of my commitment to this (now unattainable) ideal. I may refuse the 

 
7 For an account of the importance of hope within moral relationships, see Urban-Walker (2006). 
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divisive offer simply because of my commitment to the value of solidarity. We might then make a 

similar move in reply to Wallace’s argument. Even if a reciprocal moral relationship with another 

moral agent is unattainable, I may be motivated to honor their claims out of concern for the value 

of this reciprocal relationship. My action will not be a means of promoting that value, it will instead 

express a commitment to it. Call this the Expressive Reply. 

 I mention these two replies to highlight that there is room for manoeuvre here. The 

Undergeneration Worry is not as decisive as Wallace makes it out to be. Even within the project 

of grounding moral reasons in the value of the moral relationship, there is space for holding that 

the moral relationship depends on more than one person for its realization, without the undesirable 

implication that we lack any reason to respect the claims of those who do not respect ours.  

 I also don’t want to rely heavily on either of these two replies to the Undergeneration 

Worry. Partly this is because I am not sure whether either reply is ultimately successful. But mostly 

it is because I think that, even if Wallace’s argument fails, there still an important truth in its 

vicinity, which is that our moral concern to relate well to others is not always guided by a concern 

to share reasons.  

Forget moral agents who are out to kill me, or to subordinate me completely to their will, 

and consider more familiar cases. Some of our duties are owed to people far away with whom we 

do not expect to interact. I may owe it to the victims of an earthquake to donate to an organization 

operating there right now, but in doing so I am not motivated by the value of any reciprocal 

relationship, or by the prospect of sharing reasons with them. Nor is physical distance especially 

important. As the anonymous executor of a will whose principal beneficiary is you, I can be 

motivated to do what morality requires without being motivated to share any reasons with you. 

Even for duties owed to people with whom we do expect to interact, it is not obvious that the value 
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of sharing reasons is what motivates us to do what our moral reasons require. We may be motivated 

to keep our promises, grade our students fairly, or check in on our friends when they are sick, 

simply by the thought that failing to do so is something we could not justify failing to them. 

 Earlier, I argued that our moral concern to relate well to others is not properly accounted 

for in terms of a concern for interpersonal justifiability. Now, I am suggesting that the concern to 

share reasons with others is not adequate, either, as an account of moral concern. Much moral 

motivation does not involve a concern to share reasons with others. This can make it feel like we 

have not made much progress, but actually I think we have ended up in the right place. Neither 

ideal tells the whole story because each ideal is only part of the story. What we need to reject is 

the implicit assumption that there is just one value that grounds all of our reasons to do what 

morality requires. This picture is too coarse-grained. Which value explains my reasons to do what 

morality requires depends on what requirement we are talking about. 

 Specifically, what we need here is a general distinction between two kinds of moral reasons 

or duties: first-order moral reasons, and second-order moral reasons. The first group includes 

familiar moral duties like the duty not to harm others, or the duty to tell the truth. Second-order 

moral duties include things like the duty to justify ourselves to others, or to apologize for 

wrongdoing. What distinguishes members of this second group is that they depend, for their 

existence, on there being some other, more basic moral reasons. More precisely, they depend on 

their being some more basic moral reasons because they are about these more basic reasons. The 

duty to justify myself to you is a duty to share my reasons with you. The duty to apologize is a 

duty to recognize some wrong I have done to you. These moral duties are, in a way, about morality 

itself. They are part of morality’s reflexive aspect. This is the sense in which they are second-order 

reasons or duties.  
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 With this distinction in hand, we can provide a more plausible account of how the value of 

the moral relationship explains our reasons to do what morality requires. The first-order reasons 

will be grounded in the value of interpersonal justifiability—of living with others on terms we 

could justify to them. The second-order reasons will be grounded in the value of sharing moral 

reasons—of living with others on terms we together understand to be legitimate. Which aspect of 

the moral relationship’s value grounds our reasons to do what morality requires depends on which 

kind of reason is at issue.  

 This account avoids the Undergeneration Worry. Since first-order moral reasons are 

grounded in the value of interpersonal justifiability, these reasons do not disappear when 

reciprocity is beyond reach. The account does entail that there are some moral reasons which 

disappear when other moral agents do not reciprocate our moral concern. For instance, if someone 

is set out to kill me or to subordinate me to their will, it will follow that I have no moral reasons 

to justify my actions to them. I take it that this is not an especially troubling conclusion. On the 

contrary, this seems to be exactly the right result. If someone has no regard for my rights and 

interests, I do not owe it to such a person to justify my actions to them. By seeing to it that we 

would not relate to one another on terms we together understand to be legitimate, they forfeited 

any right to query me about my conduct towards them. The two-tier account does not 

undergenerate moral reasons. It generates just the right amount. 

 

6.  Conclusion     

 

Moral philosophers have long been suspicious of the natural human desire to be thought well of 

by others, and with good reason. The desire to be the object of moral approval in the eyes of others 
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is a kind of distortion in moral concern, one in which the desire for validation has substituted for 

the concern to relate well to others.  

This otherwise accurate observation, however, can also lead us astray. In particular, it 

makes it very tempting to hold that appropriate moral concern should be insulated from the moral 

thoughts of others. Once we reject the desire to be thought well of by others as a basis for moral 

concern, it seems very natural to say that what the properly motivated agent should concern herself 

with is how she treats other people, not with what they think about her. 

 As I have argued in this chapter, this tempting way of thinking about moral concern cannot 

be correct. The object of moral concern is not a unilaterally realizable ideal. The moral thoughts 

of others do matter, only not in the self-regarding way that they matter to the agent who seeks 

approval. What matters is not whether others think well of me, but rather whether my conduct is 

one that they themselves recognize as legitimate. A concern for whether others recognize our 

conduct towards them as legitimate is an ineliminable aspect of our moral relationship with them. 

It is part of what is involved in relating to others in their capacity as free subjects.              

 



 79 

Chapter Four 

Solidarity and the Work of Moral Understanding 

 

 

Most philosophers agree that we can come to know moral facts—facts about what is right or 

wrong, fair or unfair, justified or unjustified, and so on—on the basis of testimony. But there is 

wide disagreement about whether and to what extent we ought to rely on the moral testimony we 

receive from others.  

Some philosophers believe that relying on moral testimony is deficient because it doesn’t 

yield moral understanding. If you believe that crossing a picket line is wrong merely because your 

friend told you so, you might well know, on that basis, that it is wrong to cross a picket line, but 

you won’t understand why it is wrong. Moreover, these philosophers insist, the understanding 

which testimony fails to provide is distinctively valuable within the moral domain. We should aim 

at moral understanding because it is necessary for morally worthy action (Hills 2009; Howard 

2018), because it is a constitutive part of virtue (Hills 2015; Callahan 2018), and more generally 

because it is a requirement or ideal of good moral agency to believe moral claims for the reasons 

why they are true (Nickel 2001, Hopkins 2007). If you were to refrain from crossing a picket line 

merely because you were told that doing so would be wrong, you may well be doing the right 

thing, but your action would lack moral worth. You yourself would not deserve credit for acting 

rightly.  

Other philosophers are not swayed by this line of reasoning. According to them, there is 

nothing inherently deficient about relying on moral testimony. As these philosophers point out, 

even if moral testimony doesn’t transfer moral understanding, and even if moral understanding is 
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valuable, dependence on moral testimony may be valuable in its own right, and more than valuable 

enough to make up for the foregone opportunity to perfect our own moral agency. In particular, 

proponents of moral testimony point out that dependence on moral testimony is an important good 

within valuable interpersonal relationships, such as friendship (Lillehammer 2014; McShane 

2018) and solidarity (Wiland 2017, 2021). By taking another person’s word for it that crossing the 

picket line would be wrong, you may well be doing what friendship or solidarity requires.      

  Notice the sharp contrast between the reasons why moral understanding, on the one hand, 

and reliance on moral testimony, on the other, are thought to be valuable. The framing assumption 

seems to be that whereas accepting moral testimony is valuable in the context of relationships, 

moral understanding is valuable only for its contribution to moral goods that are individual, in the 

sense that these goods are realized within a single moral agent. I ought to understand why some 

moral claim is true, rather than taking your word for it, because doing so is necessary for me to act 

with moral worth, be virtuous, and conform to the regulatory ideal of believing moral claims for 

the reasons why they are true.1 What, if anything, counts against relying on moral testimony is 

that, by failing to yield moral understanding, it fails to contribute to these individual moral goods.2 

This way of conceiving of the value of moral understanding can seem very natural. After 

all, as many authors have pointed out, what distinguishes understanding from mere knowledge is 

the kind of first-personal grasp of reasons which it essentially involves.3 What we know we may 

 
1 Another consideration that tends to enter the mix is that moral understanding is valuable because you need it in order 
to be able to justify yourself to others (Hopkins 2007, Hills 2009). This might seem to point towards something of 
interpersonal value, but even here, what is of value is having the ability to defend one’s choices and actions against 
moral criticism. This moral good is individual too: the ability to defend one’s choices is something that is realized or 
achieved by a single moral agent. I elaborate on this point in section 5.  
     
2 It is also noteworthy that even those detractors of moral testimony who don’t appeal to moral understanding still 
appeal to individual moral goods, e.g. autonomy (Wolff 1970), authenticity (Mogensen 2017), good moral character 
(Howell 2014), or ideals of practical agency (Knutzen 2021).   
 
3 See Hills 2009, 2015, 2016; Bengson 2015; Strevens (MS). 
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borrow from others, but what we understand we must understand for ourselves. The moral agent 

who understands why crossing the picket line is wrong appreciates the reasons why it is wrong: 

she herself grasps what is wrong with crossing the picket line. The first-personal nature of moral 

understanding, in turn, can suggest a view of why such understanding matters. Since having moral 

understanding requires me to grasp moral reasons myself, it may naturally be thought that the value 

of this achievement must be connected to moral goods which in some way reflect well on me: the 

moral worth of my actions, the virtue of my character, or the general excellence of my moral 

agency. Thus, I take it that it is not entirely a coincidence if accounts of the value of moral 

understanding have primarily focused on its relation to individual moral achievements. The very 

nature of moral understanding can lead us into assuming that this is where its importance lies.          

And yet, for all its prevalence and immediate plausibility, this framing assumption about 

the value of moral understanding is, I believe, mistaken. Moral understanding is not only valuable 

for its contribution to goods which are realized within individual moral agents. Just as importantly, 

moral understanding is valuable because it is interpersonally valuable, that is, valuable in our 

relations with other moral agents.  

Though I think that an understanding of moral matters plays a central role in a wide range 

of relationships, in this chapter I will focus my attention on just one type of relationship, namely 

relationships of solidarity. My thesis, then, is the following: moral understanding is valuable 

within relations of solidarity.  

I defend this thesis not only because it strikes me to be true, but also because it may strike 

others as misguided. Indeed, although the main thrust of this chapter is positive, there is also a 

natural foil to the view I wish to defend. The foil, roughly, is this: as an agent aiming to be in 

solidarity with others, the best way to manage your moral beliefs (at least: the moral beliefs 
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relevant to that specific relationship) is to defer to the moral testimony of those you stand in 

solidarity with. In other words, at least as far as the value of being in solidarity is concerned, you’re 

better off relying on moral testimony.4 One upshot of the view I will defend in this chapter is that 

this general picture of the relationship between solidarity and moral inquiry is incorrect.  

 Here is how I’ll proceed. Section 1 provides a brief characterization of solidarity, and 

introduces a distinction between internal and external relations of solidarity. Section 2 provides 

two arguments for the value of moral understanding within internal solidarity: the Reflection 

Argument and the Power Argument. Section 3 introduces and clarifies a deferential view of 

external solidarity. Sections 4 and 5 provide, against this deferential view, two arguments for the 

value of moral understanding within relations of external solidarity: the Conflict Argument and the 

Unfair Burden Argument. Section 6 concludes. 

 

 

1.  Two Kinds of Solidarity  

 

Moral agents can stand in relationships of solidarity with one another. Individuals can be 

in solidarity with groups (Maya can be in solidarity with student workers), groups can be in 

solidarity with other groups (student workers can be in solidarity with workers at Starbucks), but 

it’s also possible to be in solidarity with an individual, considered either as a member of a group 

(Maya can be in solidarity with the adjunct lecturer who teaches her class), or as the victim of a 

 
4 Kolers (2016); McKinnon (2017). See also Wiland (2021), who defends the view that reliance on moral testimony 
is more valuable than moral understanding within relations of “epistemic solidarity.”   
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particular case of injustice. So, there is a fair amount of variety as to who can be in solidarity with 

whom. But what does seem obvious is that solidarity is essentially relational.5  

 Although solidarity is fundamentally a relationship, it can also be a moral motive for action. 

You can perform an action out of solidarity with a particular group or individual. Under the right 

conditions, it seems that actions performed out of solidarity have moral worth, no less than actions 

performed from the motive of duty, or those done out of gratitude or kindness. These two aspects 

of the concept—the relationship and the motive—are intimately related. You don’t stand in a 

relationship of solidarity with a group or individual if you’re not at least disposed to take on certain 

burdens out of solidarity for them. Whether you really are in solidarity with them depends on what 

you do when the chips are down. More generally, there is nothing bizarre about the same thing 

being both a relationship and a motive. In addition to being someone’s friend, you can also act out 

of friendship towards them.  

 Solidarity is also oppositional, at least in a wide range of cases. We stand in solidarity with 

others against an injustice or infringement of a right. In some cases, the way to stand in solidarity 

with others against an injustice will be to single out particular moral agents who perpetrate (e.g. 

an employer), while in other cases our target may simply be a pervasive kind of wrong (e.g. 

sexism). It involves not only moral agents who stand in the relevant relationship, but also picks 

out a target that the moral agents in question stand united against. This is a point in which solidarity 

differs from relationships such as friendship: being friends with someone doesn’t usually involve 

being friends against someone else!       

 One reason why the oppositional aspect of solidarity is important to keep in view is that it 

bears directly on the value of that relationship. Since solidarity is a response to a perceived 

 
5 Cf. Harvey (2007: 22).  
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injustice, a token instance of solidarity might be based on a misperception. A group of individuals 

might stand in solidarity against something that is no injustice at all. Whether or not solidarity is 

apt or correct seems to make a big difference to whether it is valuable. There is thus something 

missing in trying to locate the value of solidarity in the benefits it provides to those who stand in 

it, as some philosophers suggest: “The thought of solidarity, of belonging to a larger group of 

people bound together with a shared vision and a common goal, the whole e pluribus unum thing—

this tends to give us warm, safe, fuzzy, comfortable feelings of meaningfulness, connectedness, 

and happiness” (Wiland 2021: 110). This may well be true, but whether a token solidarity 

relationship is morally valuable depends on whether those in that relationship are united against 

what is in fact an injustice. There is no moral value in a group of CEOs coming together to oppose 

what they perceive to be an unjust tax on capital gain. Indeed, it is much more plausible to think 

that their standing in that relationship, as well as the warm, safe, and fuzzy feelings they derive 

from it, are morally disvaluable. 

 It is a matter of some debate whether being in solidarity with someone necessarily involves 

the thought that they have been wronged. I myself incline towards the view that it does not. In 

particular, we can stand in solidarity with those who suffer from a natural disaster or misfortune.6 

But I also take it to be uncontroversial that the existence of injustice is a paradigmatic reason to 

stand in solidarity with others, and that solidarity which arises in response to injustice is a 

paradigmatic form of that relationship. We might call this form of solidarity moral solidarity, to 

emphasize that not just the relationships itself, but also its target, is morally valenced. This form 

of solidarity is my central focus in this chapter (though I drop the ‘moral’ qualifier in what follows).       

 
6 For an especially persuasive defense of this claim, see Zhao (2019).  
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 Finally, we should also distinguish between symmetric and asymmetric solidarity 

relationships. Members of a union can be in solidarity with one another. This relationship is 

symmetric. A group of American students might be in solidarity with Palestinians. Here the 

solidarity relationship runs in one direction only. Call the first kind of relationship internal 

solidarity, since, at least paradigmatically, it holds between individuals that are part of the same 

group, or between groups that are part of a broader coalition. And call the second kind of 

relationship external solidarity, since, at least paradigmatically, those who are in one-way 

solidarity with others are not themselves affected by the relevant injustice, and are expressing their 

support from an outsider’s perspective.  

 This distinction is crucial for our purposes. When assessing the relative merits of seeking 

moral understanding or relying on moral testimony within relationships of solidarity, we need to 

be clear on which of these two kinds of relationships we have in mind. 

I will argue that moral understanding is importantly valuable within both kinds of 

relationships, but it is worth noting that one of these views might seem to face more of an uphill 

battle than the other. After all, the claim that we ought to rely on the moral testimony of those with 

whom we stand in solidarity seems especially plausible when construed as a claim about 

relationships of external solidarity.  

Since reliance on moral testimony seems especially appropriate within relationships of 

external solidarity, I will spend the bulk of the chapter arguing that, even there, there are strong 

reasons to seek moral understanding. But first, I provide two arguments which illustrate the value 

of moral understanding within relationships of internal solidarity. 
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2.  Internal Solidarity: Shared Moral Understanding as Bond and as Power      

 

Members of a group can be united by bonds of solidarity. They can be in solidarity with one 

another. For instance, the renters of a neighborhood might form a group to resist the growing 

gentrification of their neighborhood and the increasingly unaffordable cost of rent. Members of 

the group perform various actions out of solidarity towards one another:7 they help others draft 

legal documents contesting renovictions or rent hikes, accompany other residents to court when 

they have hearings, and put pressure on local representatives to enact stronger laws to protect 

renters.8 

 This is a paradigmatic example of individuals who are united against an injustice that 

affects them all (even if it affects some of them more seriously than others). It is not especially 

plausible to think of the members of such a group as deferring to other moral agents about whether 

renovictions are wrong, or whether the increasingly unaffordable cost of rent is unjust. Rather, it 

is more plausible to think that the epistemic bond which unites the members of this group is, 

instead, a shared understanding of the many things that are wrong with the situation faced by 

renters in their neighborhood. That is, it is more plausible to think that the members of this group 

share moral understanding: of what is wrong with renovictions, unjust about increasingly 

unaffordable cost of rent, bad about gentrification, and so on. 

 Such shared moral understanding, I take it, is part of what makes relations of internal 

solidarity valuable. The renters who stand in solidarity with one another have reason to value the 

shared moral understanding which that relationship involves. They have reason to value that 

 
7 Throughout this section, ‘solidarity’ unqualified refers to internal solidarity.  
 
8 This example is based on real-life groups such as “Locataires unis contre la gentrification” and “Droit et entraide du 
locataire.” 
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particular way of standing united with others against an injustice that affects them all. In other 

words, just as a friendship is made valuable by the attitudes that friends have for each other (e.g. 

attitudes of mutual concern), so too solidarity is made valuable by the attitudes of its members. 

Only, the attitudes which make solidarity valuable are not limited to the attitudes that its members 

have towards each other.9 Part of what makes solidarity valuable is also a shared understanding of 

what its members stand in solidarity against. Those who stand in solidarity, when they are getting 

things right, understand a part of moral reality together. When solidarity embodies a shared moral 

understanding of the injustice its members stand united against,10 that is part of what makes such 

a relationship valuable.   

 To help bring out this idea, notice that the process of coming to such a shared moral 

understanding is intimately related to the process by which those very solidarity relationships are 

forged. Consider what things look like before any renters union such as the one I have described 

exists. Individual renters face particular injustices alone: they have to pay increasingly 

unaffordable rent, they are intimidated by landlords trying to evict them. Many individuals who 

face these injustices have some moral understanding of the injustice they face. They don’t need to 

be told that their landlord’s intimidation tactics are wrong: they understand this firsthand. Thus, at 

this point in time, there is a lot of moral understanding out there. But much of it may still be 

inchoate, and each instance of moral understanding, like the individual who possesses it, is isolated 

from the moral understanding of others.  

Solidarity relationships begin to come into existence when people see their own moral 

understanding reflected in others. I realize that others are outraged at the way they are being treated 

 
9 Not that such attitudes are unimportant! I come back to these shortly, in the second argument of this section.  
 
10 Note also that, since understanding is factive, there is no shared moral understanding (in my sense) when moral 
agents band together against a pseudo-injustice.  
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by their landlord, in just the same way I am. There is important value in this already: in recognizing 

my own experience and moral outlook in others.  

Moreover, in some cases, having one’s own moral understanding reflected in others can 

also change that understanding. It can deepen it. When I realize that the particular injustices I face 

are not unique to me, but rather ones that many others faces as well, I come to understand what is 

wrong with the way I am treated in a way that is sensitive to its generality.11 For instance, I may 

come to see that it is not only my landlord’s conduct is wrong, but also the laws which condone 

that conduct, and enable other landlords to treat renters in the same way.  

Finally, this very moral understanding, deepened through the recognition of the same moral 

understanding in others, is one which I come to share with them. We come to understand, together, 

what is unjust about the conditions we together face.  

I take this story to explain not only how solidarity can come into existence, but also why it 

is valuable. Each step in the story draws our attention to the distinctly epistemic aspects of 

solidarity’s value: the value of seeing one’s own individual moral understanding reflected in 

others, of coming to a deeper moral understanding through seeing it reflected in this way, and 

finally of coming to share this deeper understanding with others.12  

Solidarity, at its best, involves this mutual recognition of genuine moral understanding: we 

together understand what is wrong about the moral conditions we together face. Those who stand 

in solidarity with one another thus have every reason to value the fact, when it is a fact, that their 

 
11 Cf. Thompson (1963) and Honneth (1996: 160-170). The idea of coming to a deeper moral understanding through 
seeing one’s own understanding reflected in others is also a central theme of philosophical work on consciousness-
raising (MacKinnon 1989).  
 
12 In some cases, of course, that deeper moral understanding may already be accessible to many. In these cases, we 
come to share this deeper moral understanding with others simply by being made aware that they have it too.    
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relationship is based in a shared understanding of the injustice they stand united against. Call this 

the Reflection Argument for the value of moral understanding within relations of internal solidarity.  

The thought that the injustices we suffer individually are in fact injustices we face together, 

in turn, makes room for a distinct kind of moral motive: it makes it possible for moral agents to 

act out of solidarity for one another. In the case with which I began, renters who help others draft 

legal documents contesting evictions, or who accompany them to court, are acting out of solidarity 

with other renters. These actions are obviously not motivated only by self-interest. Less obviously, 

perhaps, they are also not best described as acts of beneficence. The moral agents I have described 

are not motivated simply by a concern to make other people better off. Rather, they are motivated 

to assist other renters who, like them, suffer at the hands of landlords and soaring housing prices, 

from the recognition that the hardships they and others suffer are aspects of one and the same 

injustice. As a renter standing in solidarity with other renters, I oppose not merely my own eviction, 

nor only the eviction of others, but rather the eviction of renters in general, I being one of them. 

Acting on the motive of solidarity thus seems to involve a responsiveness to a particular 

kind of moral reason: a reason to assist one another in resisting an injustice that we together face. 

In some cases, this moral reason may have the strength of a duty. We may owe it to one another 

to stand in solidarity with each other.  

We thus need to distinguish two levels at which those who stand in solidarity with one 

another might share moral understanding. First, those who stand in solidarity with one another 

share a moral understanding of the injustice that they together face: they conceive of the particular 

harms which they suffer as individuals as but one aspect of that more general injustice. Second, 

those who stand in solidarity with one another may also share a moral understanding of the duties 
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which this collective realization brings in its tow. They may understand that they owe it to each 

other to resist the general injustice they together face.      

Shared understanding of this second kind is also something which members of a solidarity 

relationship have reason to value. Such shared moral understanding grounds a particular form of 

collective power, and this form of collective power is a central part of what makes solidarity 

valuable in the first place.     

Here is a stylized example of what I have in mind. Suppose a thousand workers are on 

strike for better working conditions. To try to break the strike, the employer tells the workers that 

the first hundred workers who return to work will receive a substantial pay increase. Suppose 

further that it is significantly in each worker’s self-interest to accept the employer’s offer before 

others do, because each worker stands to gain significantly more from accepting the pay increase 

than what they can reasonably expect to gain from continuing the strike.  

I take it that, even though there are strong self-interested reasons for each worker to accept 

the employer’s offer, the workers nevertheless owe it to one another not to accept it. Anyone who 

accepted the offer would thereby sever the bonds of solidarity that unite them with others. That 

action severs the bonds of solidarity because it betrays the goal that they owe it to each other to 

pursue: resisting the general injustice they together face. Accepting the employer’s offer does 

nothing to improve the working conditions of workers in general. On the contrary, it actively 

thwarts that aim. If someone accepted the offer, it would be appropriate for other workers to blame 

or resent them. Blame or resentment, in such a case, is the response to the violation of a moral 

duty: the duty, which those who stand in solidarity owe to each other, to resist the injustice which 

they together face.   
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The crucial point, for our purposes, is this: when the members of a group understand the 

importance of these duties, their power, as a group, is greater. If we understand the importance of 

the duty that we owe to each other, to improve our working conditions, no one will take the divisive 

offer seriously. After all, accepting the offer does nothing to further that goal and actively hinders 

it. When moral agents share an understanding of the importance of resisting the injustice which 

they together face, it is much harder to pit their individual interests against one another. That, in 

turn, confers power to the collective agent they make up.  

Part of the value of internal solidarity, indeed perhaps even its core value, lies precisely in 

the power that it confers to collectives whose members are united by bonds of solidarity. One thing 

that contributes to this power is when individuals share an understanding of the duty to resist the 

general injustice which they together face. Thus, a shared moral understanding of what solidarity 

requires is part of what makes internal solidarity valuable in the first place. Call this the Power 

Argument for the value of moral understanding within relations of internal solidarity. 

To clarify, my argument is not just that a shared moral understanding of the duties of 

solidarity is instrumentally valuable, as a means of achieving our collective ends. It is 

instrumentally valuable, of course, but so are many other things. For instance, we can imagine a 

different version of the case in which most of the workers are, at first, genuinely unsure whether 

or not there would be anything wrong with accepting the divisive offer. They only refrain from 

doing so because their union leaders, or someone else whose moral judgment they trust, tells them 

that it would be wrong. In principle, deferring to one’s leaders might be just as effective a means 

of acting in our collective interest. But were this how members of the group arrived at their 

decision, we would conclude that the bonds of solidarity within the group are weaker, not stronger. 
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After all, what saves the day in this version of the case is just the moral judgment of a few, rather 

than the importance, to all, of solidarity itself. 

What this comparison brings out, I take it, is that solidarity is valuable also for its own 

sake, as a distinct form of collective power. Solidarity is valuable as a form of collective power 

that is exercised through a shared moral understanding of what it requires of its members. Whether 

or not we are successful in our aims, we have reason to value aiming at a collective goal together—

that of resisting an injustice that affects us all—from a shared understanding that we owe it to each 

other to do so. When we do so, we realize a form of collective power that is based on the mutual 

recognition of reciprocal obligations, and that form of power is valuable for its own sake, beyond 

what it may succeed in bringing about.       

I have been arguing that shared moral understanding is valuable within relations of internal 

solidarity, in the strong sense that the value of shared moral understanding within such 

relationships sheds light on the value of solidarity itself. First, solidarity is valuable in part because 

it embodies a shared moral understanding of the injustice we together stand against. Second, a 

shared moral understanding of the duty to resist that injustice grounds a distinctly valuable form 

of power: the power of solidarity. Thus, in these two closely connected ways, we have strong 

reasons to value sharing moral understanding with those with whom we stand in reciprocated 

relations of solidarity. 

 

 

3. Interlude: External Solidarity and Epistemic Asymmetry  
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The arguments of the previous section are, at least as I presented them, limited to relations of 

internal solidarity. But as I hinted at earlier, one might agree that moral understanding plays an 

important role within relations of internal solidarity, while insisting that things are very different 

when solidarity is asymmetric, and those who stand in solidarity with others are on the outside 

looking in.  

The rationale for thinking that relations of internal and external solidarity call for 

asymmetrical treatment is precisely that the latter but not the former involves an important 

epistemic asymmetry. Those who suffer at the hands of an injustice are, plausibly, more 

knowledgeable about that injustice than those who aren’t similarly affected by it.13  

This epistemic asymmetry, in turn, may be taken to cast doubt on the importance of seeking 

moral understanding in the context of relations of external solidarity. In particular, it may be taken 

to suggest that as far as the norms of external solidarity are concerned, moral agents ought to rely 

on the moral testimony of those they are in solidarity with (by deferring to them about what is 

unjust and why), rather than seek to understand the relevant moral matters for themselves. 

On this picture, then, external solidarity requires that we defer to the moral testimony of 

those with whom we stand in solidarity, but it does not require that we try to understand the moral 

reasons behind the claims we are invited to accepted.14 Call this the “all-out” deference view of 

external solidarity.  

 
13 See Scholz 2008: 159 ff.; McKinnon 2017; Toole 2022. For skepticism about a particularly strong version of the 
epistemic advantage claim, however, see Dror 2022.  
 
14 Rachel McKinnon, for instance, writes: “‘Allies’ ought to put their own perceptions largely aside, and trust the 
testimony of the marginalized person” (2017: 171). In a similar vein, Avery Kolers writes that the agent in solidarity 
“chooses sides prior to the endorsement of that side’s aims, and is disposed to defer to that side’s views about what is 
to be done, how, and why” (2016: 54). Although the view is primarily about deferential action, Kolers goes on to 
extend it to deference in moral beliefs as well (2016: ch.4). Finally, Eric Wiland (2017, 2021) argues that, at least as 
far as solidarity is concerned, it’s better to accept moral testimony than to arrive at moral views on your own.     
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In the following two sections, I raise a pair of problems for this view. The problems I raise 

do not call into question the idea that those who suffer at the hands of an injustice are more 

knowledgeable about that injustice than those who do not. Rather, I will argue that even if the 

epistemic asymmetry thesis is correct, we still have strong reasons to reject the all-out deference 

view. Even within relations of external solidarity, solidarity may require us to seek moral 

understanding.   

 

 

4. External Solidarity: The Conflict Argument 

 

Civil law in France bans young girls from wearing the hijab in school, and also forbids 

state employees and professional athletes from wearing the hijab. Many French Feminists support 

the ban. On their view, the hijab is a sexist tool of oppression that is inconsistent with basic norms 

of gender equality that French institutions ought to uphold. Many Muslim women disagree. To 

them, it is the ban that is oppressive, since it violates their freedom of religion and signals yet 

another expression of anti-Islam cultural racism.15  

When there is moral disagreement at the level of a society, we can expect some individuals 

to receive conflicting moral testimony. Thus, let us suppose that Paul has received conflicting 

moral testimony about whether the law banning the hijab in various public spaces is morally 

justified. Myriam has told Paul that the law is justified because these symbols are sexist, whereas 

Noor has told him that the law is morally wrong because it discriminates against Muslims.  

 
15 Cf. Göle (2015).  
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What does the all-out deference view of external solidarity recommend to Paul? On the 

one hand, Paul would like to defer to Myriam, so as to be in solidarity with her against patriarchy. 

On the other hand, Paul would also like to defer to Noor, so as to be in solidarity with her against 

anti-Islam cultural racism.16 But, of course, Paul cannot defer to both. He cannot both believe that 

the law is morally justified and that it is morally wrong.  

More plausibly, what the all-out deference view requires in this case is for Paul to give 

equal weight to the testimony of both Myriam and Noor. Paul ought to abstain from using his own 

moral understanding, and instead allow their testimony together to determine what doxastic 

attitude he should adopt. Since each piece of moral testimony is worthy of being trusted, together 

the two pieces of testimony cancel one another out. What the all-out deference view requires, then, 

is for Paul to suspend judgment on whether or not the law is morally justified. Remaining neutral 

on whether the law is just or unjust, the all-out deference view says, is exactly what solidarity 

requires.  

This is a not an especially good outcome for the all-out deference view. By suspending 

judgment on whether or not the law is morally justified, Paul is in effect disengaging from the 

moral conflict. He settles on neutrality because others have not settled the matter for him. The 

result is that Paul stands in solidarity with no one.  

The problem that Paul faces can be generalized. If external solidarity requires moral 

deference, and moral deference requires giving equal (or similar) weight to conflicting pieces of 

moral testimony, then, in every case in which you receive conflicting moral testimony, external 

solidarity will require being in solidarity with no one. In other words, the recommendation of all-

out moral deference is self-undermining as an account of external solidarity. Call this the 

 
16 In this section and the next, ‘solidarity’ unqualified refers to external solidarity.  
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Disengagement Problem, since the problem here seems to be that, in a wide range of cases, the all-

out deference view recommends agents to disengage from moral conflict, which is in direct 

opposition with the ideal of solidarity. After all, cases of social conflict are precisely those in which 

solidarity is most sorely needed.   

To avoid the Disengagement Problem, it might be thought that Paul should simply choose 

sides, and defer to the moral testimony of whichever side he has chosen. Is this a good solution? 

This will depend on the whether there is a good process available to Paul, for clearly not all ways 

of choosing sides are morally acceptable. For instance, one thing Paul should not do is flip a coin 

in order to decide whose moral testimony to trust. This is morally risky, since Paul runs the risk of 

ending up being in solidarity with a group that supports an injustice. It is also morally disrespectful, 

since, intuitively, one shouldn’t decide important moral questions, like the question of whose side 

to take in a moral conflict, just by tossing a coin. Moreover, the disrespect at issue here seems to 

undermine the solidarity relationship. If Noor knew that Paul stood in solidarity with her against 

the anti-veil law only because the coin landed tails, it would be reasonable for Noor to reject Paul’s 

claim that he stands in solidarity with her. Call this the Flippancy Problem for chance-based 

responses to conflicting moral testimony.  

A natural suggestion, at this point, might be that Paul should choose sides on the basis of 

the identities of the speakers, or of the groups of which they are members. So, for instance, it might 

be thought that, all else equal, one should trust the moral testimony of those who are worse off, or 

who are the more oppressed.17 Reasoning this way, we might conclude that Paul should defer to 

Noor’s moral testimony, given that Noor, as a Muslim woman, is subject to a greater range of 

oppression. Call this the Differentiation Strategy.  

 
17 For a suggestion along these lines, see Kolers 2016: ch. 5.  
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This would be a neat solution, if identity groups always spoke in a unified voice. The 

problem, of course, is that they do not. Many feminist Muslim women in France also support the 

anti-veil law.18 In fact, although I didn’t tell you earlier, Myriam too is a Muslim woman. So, as it 

turns out, the Differentiation Strategy was really never available to Paul in the first place.19 We 

thus seem to have worked our way back to the Disengagement Problem. Since Myriam and Noor 

are equally worthy of being deferred to, even by the lights of the Differentiation Strategy, the all-

out deference view recommends giving their testimony equal weight. By following the 

recommendations of the all-out deference view, Paul finds himself taking a neutral stance, and 

being in solidarity with no one. 

As I pointed out earlier, the Disengagement Problem is especially vexing, because 

removing oneself from a moral conflict seems to be the very opposite of what solidarity requires. 

Calls for solidarity are calls for others to be involved.20 If a view of solidarity requires moral agents 

to remain neutral in cases of moral conflict, then that view is at least partly self-undermining. Thus, 

the fact that the all-out deference view runs into the Disengagement Problem is a strong objection 

against this view. 

The threat of disengagement, in turn, brings out the importance of seeking moral 

understanding within relations of external solidarity. Moral agents like Paul have reason to want 

to understand what the morally relevant considerations in a moral conflict are, how they weigh 

 
18 https://www.marianne.net/agora/tribunes-libres/le-voile-est-sexiste-et-obscurantiste-l-appel-de-100-musulmanes-
de-france 
 
19 You might think that this is just a feature of the complex case I have described. However, there are reasons to think 
that the problem is more general. The more general problem is that members of oppressed groups may well have 
beliefs (including moral beliefs) that run counter to their interests. For instance, in the US, over 1970-2010, an average 
of over 75% of Black Americans reported believing that the US carceral system (a system that disproportionately 
harms Black Americans) should be harsher (Dror 2022).   
20 Cf. Harvey 2007.  
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against one another, and which ones are more important. After all, if Paul understood why the anti-

veil law is morally unjustified (which it is),21 he would have no difficulty choosing who to be in 

solidarity with: he would stand in solidarity with Noor. But notice that, if Paul understood why the 

anti-veil law is morally unjustified, he would no longer have to take Noor’s word for it that the 

law is unjustified. He could, instead, add his voice to hers, by opposing the law for the reasons 

why it is wrong.  

Since it would be good if Paul understood why the anti-veil law is morally unjustified, it’s 

reasonable to think that he should try to gain this understanding. This may well require a great deal 

of patience, thoughtfulness, as well as a ready attentiveness on Paul’s part to learn from others.22 

It may be hard work. But hard though it may be, Paul’s trying to understand whether the anti-veil 

law is justified or not seems clearly preferable to his disengaging from the moral conflict entirely. 

It is preferable, moreover, from the point of view of solidarity. Paul’s reasons to seek moral 

understanding are reasons of solidarity: reasons whose normative force is explained by the value 

of the solidarity relation (with Noor, against the anti-veil law) in which Paul ought to stand.23  

Against this, it may be objected that Paul shouldn’t even try to understand whether the anti-

veil law is justified or not, on the grounds that people on the outside of an injustice are simply not 

competent enough to work through the moral considerations that are relevant to that injustice. That 

is, it might be thought that, even Paul tried in good faith to understand whether the anti-veil is 

justified or not, he wouldn’t be any more likely to figure out who he should be in solidarity with 

 
21 Maybe you disagree with me on this point. That’s okay. My argument here doesn’t rely on the claim that the anti-
veil law is unjustified. It only relies on there being a right answer to whether the law is justified or not.   
22 On the importance of listening to others with an eye towards coming to a better understanding of moral matters, see 
especially Thomas 1993 and Harvey 2007.   
 
23 Of course, from Paul’s perspective, when he sets out to try to understand whether the anti-veil law is morally justified 
or not, he does not know which solidarity relation ultimately explains his reasons for doing so.   



 99 

than if he flipped a coin. If using your moral understanding won’t yield better results than a coin, 

what’s the point of trying to understand?  

One line of response to this objection is that it is overly pessimistic. Morality, to be sure, 

is hard, and well-meaning people make moral mistakes. But that doesn’t mean good faith attempts 

to work through out even thorny moral issues are no better than random. In fact, it seems to me 

that something like the opposite is true: a dearth of moral thoughtfulness about various kinds of 

injustice is part of what helps perpetuate those injustice. 

But let us suppose, for the sake of argument, that Paul is no more likely to figure out who 

he should be in solidarity with by trying to better understand the moral issue at hand, than if he 

were to flip a coin. Still, it seems to me that it would be decisively better if Paul tried to understand 

whether the anti-veil law is unjust. After all, even though both strategies involve moral risk, 

flipping a coin is disrespectful in addition to being morally risky, and disrespectful in a way that 

undermines claims to standing in solidarity with someone. Good faith attempts to understand a 

moral issue are not similarly disrespectful. They leave room for genuine solidarity.    

 

 

5. External Solidarity: The Unfair Burden Argument 

 

The Conflict Argument has traction only in cases that are morally complex and in which 

agents receive conflicting moral testimony. Of course, not all cases of moral testimony will be like 

this. A restricted version of the all-out deference view might thus say that we should rely on the 

moral testimony of those we ought to be in solidarity with, so long as that testimony doesn’t 

conflict with testimony from other moral agents who also have some claim to our support. The 
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rationale for this version of the all-out-deference view would still be the same as before. By relying 

on the moral testimony of those I am in external solidarity with, I acknowledge the epistemic 

superiority that they have in virtue of the experience of the relevant injustice that they possess and 

I lack. 

In the background is the idea that experience can confer expertise over a range of moral 

facts. For instance, in Karen Jones’ case, Peter is living in a fourteen-person co-op and part of a 

group interviewing potential new members for the co-op.24 After one interview, Peter’s female 

housemates tell Peter that they should reject the applicant because he behaved in a sexist way. 

Peter himself didn’t see anything sexist about the way the applicant behaved, but he recognizes 

that his housemates are better judges in that matter and accepts their testimony. As Wiland points 

out, accepting their testimony isn’t just a way for Peter to improve the accuracy of his moral 

beliefs. It also a way of showing respect towards them.25 Or, as the all-out deference view would 

have it, it is a way of being in solidarity with them. 

But now let us add the following detail about Peter, which is that Peter has a standing 

intention always to rely on his roommates, and the other women he knows, about whether a token 

act was sexist. That is, Peter has no intention to understand which kinds of behavior are sexist and 

why. As a result, Peter seldom forms judgments on his own about whether a token act was sexist, 

and he is no better at spotting instances of sexist behavior than he was when he first joined the co-

op five years ago. It’s not that Peter doesn’t care whether a given behavior is sexist or not. He is 

very much against it. It’s just that he prefers relying on the moral testimony of those who, in virtue 

of their experience, know better. 

 
24 Jones (1999).  
25 Wiland (2021: 102).  
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When we fill out Peter’s case in this way, it is much less obvious that Peter is managing 

his moral beliefs in the right way. What has gone wrong? One explanation, in keeping with the 

framing assumption I highlighted at the outset of this chapter, is that Peter is failing in his duties 

of self-improvement as a moral agent. That is, Peter is failing to realize a regulatory ideal of 

individual moral agency, by allowing his moral beliefs to depend to such a significant extent on 

the moral understanding of others. However, this strikes me as the wrong explanation of what is 

problematic about Peter’s attitudes. Peter’s standing intention to rely solely on the moral testimony 

of his roommates in coming to form beliefs about token instances of sexism seems disrespectful 

to his roommates. That attitude of his is something that they could reasonably object to: Why 

should it be up to them to manage his moral beliefs about sexism for him? 

On reflection, this is somewhat puzzling. If it is a mark of respect, in the original version 

of the case, for Peter to rely on his roommates’ testimony about whether the applicant behaved in 

a sexist way, how could it be disrespectful for Peter to intend to always rely on their testimony? 

How could it be disrespectful to intend to repeat instances of something that expresses respect? 

When I rely on Dr. Fauci’s testimony in coming to believe that a vaccine is safe, I thereby show 

respect for his expertise. When I also intend to keep relying on his testimony about whether any 

other vaccines in the future are safe, that is equally respectful. What explains the difference 

between the two types of cases? 

Here is what I think is going wrong in my variation of the Peter case. The problem is not 

his identifying some people—those who suffer at the hands of patriarchy—as experts about an 

area of morality. Rather, the problem is that Peter is treating himself as a layperson. The 

layperson’s job, in an expert-layperson division of epistemic labor, is to figure out who the experts 

are, and rely on their testimony. After that, a layperson can be the passive recipient of expert 
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knowledge. Our relation to scientific experts is like this. But our relation to moral experts is not. 

There may be moral experts, but there are no moral laypersons. Our role as moral agents is not that 

of being a passive recipient of expert knowledge. 

Moreover, and most importantly for our purposes, behaving like a moral layperson 

undermines the relationship of external solidarity. Suppose that a female student in Peter’s 

seminar, Corinne, regularly makes insightful observations, or asks important questions, which the 

male professor politely listens to but doesn’t follow up on. Invariably, some male student will later 

recycle the same observation, or ask the same question, which the male professor will 

enthusiastically respond to. If Peter needs moral testimony in order to know that the professor’s 

behavior towards Corinne is sexist, some courses of action won’t be salient to him. For instance, 

it will probably not occur to Peter to speak up and point out that the observation in question has 

been made by Corinne already, awkward though that may be for the professor who initially ignored 

it and the student who recycled it. Indeed, for all we know, that student may very well be Peter 

himself. 

This case highlights a pair of worries, depending on which position we imagine Peter to 

occupy. As a third-party or bystander, Peter’s lack of moral understanding prevents him from 

seeing anything wrong about the way that Corinne’s contributions are taken up. This, in turn, 

prevents him from performing actions in solidarity with Corinne, against the ambient sexism of 

the seminar room (for example, by simply making it explicit that an observation someone has 

recycled was made by Corinne moments ago). As a contributing agent, Peter’s lack of moral 

understanding makes it likely that he himself will perform actions that are sexist or that contribute 

to the ambient sexism of his environment. On either count, Peter’s decision to rely exclusively on 



 103 

the moral testimony of those who know better about sexism ends up undermining his attempt to 

stand in solidarity with them.26  

Taking a step back, we can put the general problem for the all-out deference view in terms 

of a dilemma. If Peter does not seek to understand for himself what kinds of conduct are sexist, he 

has two options in any particular case: he can seek moral testimony and rely on it, or he can omit 

forming any moral beliefs at all. Relying on moral testimony across the board is disrespectful. It 

contributes to an unfair division of epistemic labor, one in which those who suffer from an injustice 

must in addition manage the beliefs of those who claim to stand in solidarity with them. To avoid 

contributing to an unfair division of epistemic labor, Peter might refrain from seeking moral 

testimony, omitting instead to form any beliefs about sexism in a range of cases. Yet failing to 

form beliefs, as we have just seen, has its own pitfalls. When Peter remains ignorant about token 

instances of sexism, he takes himself out of the picture as someone who might act in solidarity 

against these particular instances of sexism. If Peter does not speak up against particular sexist 

acts, someone else will have to. Either way, then, Peter places unnecessary burdens onto others—

of managing his moral beliefs, or speaking up against sexist behavior—when he fails to seek moral 

understanding. Call this the Unfair Burden Argument for the importance of moral understanding 

within relations of external solidarity.   

It is instructive to compare the argument I have just provided with a superficially similar 

argument for the importance of moral understanding. As Alison Hills points out, in most cases you 

need to have moral understanding in order to reliably act rightly. The reason why you need moral 

understanding, Hills argues, is that, “while in principle you might keep your moral guru by your 

side at all times to advise you”, in practice that is not likely to happen.27  

 
26 I adopt the distinction between bystanders and contributing agents from Harvey (2015).  
27 Hills (2009: 106).  
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The argument I have given warrants a much stronger conclusion. The problem is not just 

that in practice it is not likely that others will always be in a position to advise Peter on whether 

an action of his would be sexist, or on whether someone else’s behavior was sexist. The problem 

rather is that it is not their job to manage his moral beliefs for him. An epistemic division of labor 

in which those who suffer at the hands of patriarchy (the ‘experts’) must manage the moral beliefs 

of those who purport to stand in solidarity with them (the ‘laypersons’) is in principle an unfair 

division of labor.28 That is why Peter’s decision to rely exclusively on the moral testimony of who 

know better about sexism is disrespectful.  

The Unfair Burden Argument can also be instructively compared to the argument that 

moral understanding is valuable because you need it in order to be able to justify yourself to others. 

As Robert Hopkins points out, if you believe that some action is right merely on the basis of 

testimony, you won’t be able to justify that moral belief to others (at least not on the basis of the 

moral reasons why that belief is true).29 For instance, suppose that Peter is a member of a union 

that is currently voting on whether to ratify a contract or continue their ongoing strike. Among the 

central points of disagreement is whether the contract does enough to protect women from sexual 

harassment in the workplace. Some of Peter’s female co-workers have told him that they believe 

the contract ought to be rejected, and Peter accepts their moral testimony. According to Hopkins, 

Peter has no right to the belief that the contract ought to be rejected, given that he cannot justify 

his decision to vote against the contact on moral grounds. Peter cannot, as it were, adequately 

defend his decision when pressed to explain why he believes the contract ought to be rejected. For 

this reason, Hopkins thinks, Peter is not entitled to that belief. 

 
 
28 Cf. Berenstain (2016).  
 
29 Hopkins (2007: 603). For a similar argument, see also Hills (2009: 106-8).  
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Even if Hopkins were right about this, the lack of an entitlement to a belief is hardly the 

most significant drawback of Peter’s inability to justify his decision on moral grounds. The most 

significant drawback is that Peter is unable to perform actions that need to be performed on behalf 

of those with whom he purports to stand in solidarity. Who will explain, to those who are 

undecided, or fearful of a longer strike, or skeptical that a better contract can be won, why the 

current contract on the table ought to be rejected? Not Peter, of course, nor anyone who, like him, 

decides to rely exclusively on the testimony of their female co-workers. The bulk of the work will 

fall, instead, onto the very people that Peter, by relying on their testimony, wanted to be in 

solidarity with. But this division of labor is clearly unfair. Why should only those who stand to be 

most harmed by the contract have to do all the work of explaining to others why the contract ought 

to be rejected? Once again, Peter’s reliance on the moral testimony of his female co-workers 

undermines his attempt to be in solidarity with them. Being in solidarity with those who stand to 

suffer the most from the contract requires more than just deferring to them that the contract ought 

to be rejected. It also requires trying to understand why the contract ought to be rejected, so that 

one may contribute to bringing it about that the contract is in fact rejected, by working to help 

others appreciate the moral reasons why the contract ought to be rejected. Peter’s inability to put 

in the work of making moral reasons available to others is the most significant drawback of his 

inability to justify his decision to others on moral grounds. It contributes to an unfair division of 

epistemic labor, and thereby undermines the relationship of solidarity he purports to stand in.  

In this section, I have provided a second argument for the value of moral understanding 

within relationships of external solidarity. Agents in external solidarity have moral reasons to try 

to acquire moral understanding about the relevant injustice that they want to stand in solidarity 

against. These moral reasons are significant because they are reasons of fairness. If we do not try 



 106 

to acquire moral understanding, leaving others do the work for us instead, we contribute to a 

division of epistemic labor that is needlessly burdensome to those very individuals we purport to 

stand in solidarity with.  

 

 

6. Conclusion 

 

Because moral understanding involves a distinctly first-personal grasp of moral matters, there is a 

temptation to think of its value primarily in terms of achievements that reflect well on its possessor: 

the moral worth of one’s action, or the virtue of one’s character. However, these explanations fail 

to do full justice to the importance of moral understanding in our moral lives. An understanding 

of moral matters is also centrally valuable in our relations with other moral agents, as illustrated 

by the role of such understanding in relations of solidarity. As agents standing in internal solidarity 

with one another, we have reason to value our together understanding the injustice which we 

together resist. As agents standing in external solidarity with others, we have reason to seek out 

moral understanding of the injustice we purport to stand against, lest we place unfair burdens on 

the very people we claim to support, or disengage from social conflicts altogether. 

In closing, let me briefly return to the debate I mentioned at the outset of this chapter. Moral 

understanding, as I noted, is implicated in a heated debate regarding the status of accepting moral 

testimony. In particular, it features prominently in the work of philosophers who argue that 

accepting moral testimony is intrinsically problematic. It would not be an exaggeration to say that 

recent philosophical interest in the phenomenon of moral understanding has been primarily fueled 

by this aim of explaining what is bad, wrong, or deficient about accepting moral testimony. This 
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strikes me as giving too negative a role to moral understanding in our theorizing. Even if there is 

nothing wrong with accepting moral testimony, we can still ask the further normative questions: 

having accepted someone’s moral testimony, should I now seek moral understanding? And if so, 

why? My focus in this chapter has been on these positive reasons to seek moral understanding, 

rather than on its potential to discredit accepting moral testimony as such. There is still much to 

be said about the reasons why moral understanding is worth pursuing. After all, solidarity is but 

one among many valuable relations in which moral agents can stand. Our reasons to seek moral 

understanding, and to come to a shared moral understanding with others, may thus be as varied as 

our interpersonal relations are. 
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